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An Issues Identifier for On-line Financial Databases 

J .  Yen: H. Chent P. C. Ma and T. X. Buit 

Abstract 

A major problem that decision makers are fac- 
ing in an information-rich society is how to ab- 
sorb, filter and make effective we of available 
data. The problem caused by information over- 
flow could lead to the losea of competitive- 
ness. This paper presents a knowledge-based ap- 
proach to building an issues identifier to help in- 
vestors overcome information overflow problems 
when dealing with very large on-line financial 
databases. The propmed software system is able 
to extract critical issues from the on-line financial 
databases. 

The system was developed based on a number 
of techniques: automatic indexing, concept space 
genemtion, and neuml network classification. In 
this paper, we describe how these techniques are 
used to extract subject descriptors, their seman- 
tic relationships, and the related texte (docu- 
ments or paragraphs) to each descriptor. The 
p r o p d  system has been tested with the annual 
reports from thirteen of the largest international 
banks. 

Category: Information sciences 
Subject Descriptors: Databaees, informa- 

tion retrieval, concept classification, neural net- 
work modeling, cluster analysis. 
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1 Introduction 

Over the past forty years information and com- 
munication network technologies have revolution- 
ized the way financial analysts and investors ac- 
cess and use information. Newspapers, academic 
journals, reports from financial information ser- 
vice companies, and magazines used to be the 
only major sources of information [18] [19]. How- 
ever, as “hard-copies”, they are heavy, cumber- 
some, diffifult to process, etc. It is very difficult 
to add value to such information. Today, with the 
advances of the networking technologies, finan- 
cial analysts and investors have begun to enjoy 
the benefits offered by on-line databases. For ex- 
ample, these databases provide instantaneously 
accurate information about the market and the 
factors that Bffect them, and they can be down- 
loaded to be processed at the users’ own PCs or 
workstations. 

However, the revolution driven by informa- 
tion and communication networking technologies 
has ala0 created the information overflow prob- 
lem. It has been estimated that the amount of 
information in the world doubles every 20 months 
[13]. The speeds of increase, in both size and 
number, for on-line databases are even faster. 
As quoted from an Internet book: “Dealing with 
the amount of infomation on the Internet is like 
drinhng f” a fire hose” [lo]. Investors and fi- 
nancial analysts need fast and efficient means to 
filter information and identify issues from large 
on-line financial databases. Therefore, systems 
that able to do so would be welcomed bv the ~ 
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tual databases. Rule-based or model-based infor- 
mation retrieval systems have been tested. How- 
ever, they are too rigid, and it is possible that 
they can accidentally remove relevant informa- 
tion [25]. 

In this paper, we present a systematic a p  
proach to identify issues from very large on-line 
financial databases. The system that we devel- 
oped - the issues identifier, is able to identify 
the critical issues and the locations of the texts 
that discuss them from very large on-line textual 
databases. It was developed with artificial intelli- 
gence and information retrieval algorithms. The 
major benefits of using the issues identifier are 
saving in time and mental loading. 

In the next section, we will discuss the p r e  
cess of investment analysis, especially for invest- 
ment in common stocks. The methodology and 
techniques used in building the issues identifier 
will be discussed in section 3. An example is 
provided in section 4 to illustrate the process of 
using the issues identifier in stock selection. The 
paper concludes with a critique of the method 
and suggestions for future research. 

2 The Securities Investment 
Decision Process 

In order to address the information overflow 
problem that challenges investors, in this section, 
we will briefly discuss the investment process, the 
sources of investment information, and the char- 
acteristics of on-line financial databases. 

2.1 The Investment Process 

There are numerous steps involved in making an 
investment decision on stocks. But, the funda- 
mental analysis and technical analysis are the 
two most important steps in investment analy- 

Fundamental analysis is based on the n e  
tion that how the price of one stock is likely to 
move has a strong correlation with the company’s 
current and/or past performance. To study the 
performance, we can analyze the current busi- 
ness activities or the planning for the future of 
that company ae well as the industry sector that 
the company belongs to. Reading the company’s 

sia [11][24]. 

financial statements, such as, its balance sheet 
or annual report, is a typical step in fundamen- 
tal analysis. It might also mean studying the 
trends in the industry or the policy of the gov- 
ernment. AE a result, fundamental analysis will 
suggest whether a share (stock) is underpriced or 
overpriced. On this basis, the investor can make 
an informal decision a8 to sell, to buy, or to do 
nothing . 

It is important to recognize that the rationale 
of fundamental analysis is based on the assump 
tion that the stock markets are imperfect. In a 
perfect market all the participants have access to 
the same information, while in an imperfect mar- 
ket participants may have different information. 
People who believe in the existence of imperfect 
markets believe that even when a market is run- 
ning fairly or efficiently, there will still be some 
pockets of imperfection, which create the oppor- 
tunity to make higher return [ll]. 

Technical analysis assumes that the future 
performance of one stock, to some extent, de- 
pends on its previous performance. Chart, statis- 
tical models, and computers are used to perceive 
the patterns of price changes. Investors believe 
that from these patterns they can”predict” the 
movement of the stock prices. Similar to funda- 
mental analysis, the investors believe they can 
get advantages over others if they have better 
models or more information. Again the underly- 
ing assumption is that information in the market 
is not distributed equally nor understood equally 
well by all the participants. That is, the market is 
not running efficiently, not by the stock exchange 
who operates the market, but by the participants 
who collect and analyze the data or information. 

In summary, both fundamental analysis and 
technical analysis are predicated on the belief 
that information is the most important variable 
for decision making in stock investment. They 
also imply that the decision process can be de- 
composed into analysis of the market, analysis of 
the industry, and analysis of individual compa- 
nies (241. 

When doing market analysis, investors must 
make an intelligent estimate about the current 
state of the market and how it will move in the 
future. Market analysis can be started from un- 
derstanding the economic factors that determine 
the stock price. Understanding the current and 
future state of the economy is also the key to 
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deciding whether the timing is right or not. 
The second step in investment analysis is in- 

dus t ry  analysis. If investors are convinced that 
the economy is good and the market is attractive, 
then they can move on to choose an industry. In- 
dustry analysis begins with considering the past 
performance and the future prediction of each in- 
dustry. 

The last step, company analysis, is the pro- 
cess by which one or more companies from the 
industry is selected for investment. For short  
term investment, quantitative analysis is suffi- 
cient. The investors analyze the fundamental val- 
ues, such as earnings, dividend, rate of return, 
and P/E ratio. However, for long-term inveat- 
ment, quantitative analysis is not enough. In- 
vestors should analyze the current performance 
and predict what it will be in six months or even 
two years. 

Information is needed in each step of the anal- 
ysis. An efficient market guarantees that all 
the participants have the same accesa to all the 
information that affect the stock prices. How- 
ever, even though the efficiency of the stock mar- 
kets is one of the important goals to the stock 
exchanges, achieving and maintaining such effi- 
ciency is difficult. The major reason is that part 
of the participants intentionally destroy the mar- 
ket efficiency by constantly seeking more infor- 
mation and better models to create the pockets 
of imperfection to help them gain higher returns. 
On the other hand, some financial informa- 

tion service firms provide thoee who are williig to 
pay service fees additional information or sugger+ 
tions to improve their positions in earning higher 
returns. Such services make the market ineffi- 
cient. That is, not all the participants can ~ccesa 

more familiar with the published information, the 
usage and importance of computerized informa- 
tion are increasing. In some cases, computerized 
information is the same as that published, but 
it is more convenient and faster to be accessed 
or retrieved. In some databases, the subscribers 
can download them to their own machines to do 
value-added processing. In order to introduce 
the techniques and methodology that we used to 
build the issues identifier, we next describe the 
unique characteristics and constraints of on-line 
financial databases. 

0 Heterogeneous databases: Existing on- 
line financial databases do not have a stan- 
dard format. For example, lists of trans- 
actions, which are relational databases that 
contain columns of prices and quantities, dif- 
fer from textual articles or reports. Some are 
mixed, containing texts, tables and figures. 
In order to perform automatic issues identi- 
fication, the system needs to be able to skip 
the tables and figures and focus on text. 

0 Domain-dependent: The subjects discussed 
in the financial databases may vary widely, 
ranging from very technical (for example, 
portfolio analysis) to very general (such as 
a market strategy). The diversity of vocab 
ulary and jargon may make analysis very dif- 
ficult for the domain-dependent, AEbased 
natural language parsing techniques such 
as semantic gmmmar (using domain-specific 
semantic categories in a grammatical struc- 
ture) or semantic constmint (imposing do- 
main restrictions on the parameters of pred- 
icates). 

the same sources of information, if some choose 
not to pay the service fees. Information and net- 3 bsues Identifier for Stock 
working technologies play important roles in cre- Investment 
ating such market inefficiency or imperfection. 

In this section we will discuss the information 
overflow problem a9 experienced by users of on- 
line financial databases and the structure of the 2.2 Sources of Investment Informa- 

tion and On-line Databases identifier. 

The sources of investment information can be di- 
vided into published information and computer- 
ized information. Detailed discussion about these 
sources of information can be found in [24] (181. 

Although the majority of the investors are 

3.1 Stock Investment and Informa- 
tion Overflow 

As mentioned in section 2, fundamental analy- 
sis can be divided into market analysis, industry 
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analysis and company analysis. Market analysis 
is to determine whether it is the right time to in- 
vest in stock. We assume that the investor takes 
a long-term perspective. 

In long-term investment, it is necessary to un- 
derstand the characteristics of each bank and to 
develop a set of evaluation criteria. As recom- 
mended in the literature [la] [20], the annual re- 
port is the best source of information. The most 
common approach to analyze companies in the 
same industry is from the top down. The t o p  
down approach requires investors to understand 
the general issues of the entire industry and to 
use the general issues to develop evaiuation cri- 
teria. 

After on-line financial databases became avail- 
able, corporate annual reports could be quickly 
accessed or downloaded. However, it takes sev- 
eral hours to read these reports. In addition, cre- 
ating evaluation criteria can be even more diffi- 
cult if the investor is not familar with the banking 
industry. 

The second problem is, once the evaluation 
criteria become available, how should they be a p  
plied to efficiently evaluate the banks. For exam- 
ple, if risk management is selected as a criterion, 
it is still very time-consuming to m c h  for all 
the references to the risk managment policies of 
all the banks. Here again, the investor would like 
the issues identifier to identify the issues of each 
bank and the specific text the investor needs to 
read. 

Finally, the investor would like the issues 
identifier to create a table to show him the re- 
lationships between the global issues (identified 
from the aggregate of annual reports) and the 
local issues (identified from each annual report). 
Fkom such a table, the investor wishes to quickly 
get a picture of each bank, such as the major 
business activites and the planning for the fu- 
ture, 80 he can make a more accurate comparison 
among the banks. 

To suit the investor’s needs, the issues iden- 
tifier should quickly read theae annual reports, 
identify important issues, and formulate criteria 
for evaluating individual stocks. 

3.2 The Issues Classifier 
One of the most important challenges to in- 
formation researchers is to develop technology 
to extract relevant or useful information from 
large databases, and disregard what is trivial, 
unimportant, secondary, superficial, or irrele- 
vant. Text analysis, concept classification, and 
issue identification have long been the research 
focus for information science and artificial intelli- 
gence researchers [12] [13] [21]. Examples of using 
artificial intelligence for knowledge extraction or 
concept classification include: adding value to fi- 
nancial news, understanding issues in foreign cur- 
rency options trading, proceasing money transfer 
messages, identifying patterns in frequent flyer 
databases, identifying patterns of spending of 
credit card holders, and examining corporate in- 
telligence reports [l] [8] [14]. 

There are two major approaches to captur- 
ing and representing knowledge. The heuristic 
approach supports the bottom-up view of a fi- 
nancial database. It captures the rules or views 
from databases to build knowledge-based system. 
However, most of the current applications are 
limited to very small and very selected databases, 
such as, using symbolic pattern analysis to pre- 
dict the changes and trends in prices of stocks [16] 
and in foreign exchange rates [l]. In contrast to 
heuristics, the theory-based knowledge approach 
supports the application with topdown views. 
Such an approach leads to the development of 
several model-based prediction systems, for ex- 
ample, predicting the fluctuation in the foreign 
exchange rate [15]. 

Based on the characteristics and the usage of 
financial databases, and lessons learned from pre- 
vious research, we selected techniques from the 
following three areas: automatic indexing, clus- 
ter analysis, and the Hopfield net classification 
to develop our issues identifier. Details of these 
techniques are available in, for example, [22] [12] 

The process of issues identification can be de- 
composed into: 

(1.) File preprocessing (paragraph index- 
ing): To begin the concept/issue genera- 
tion, the first step is to preprocess the origi- 
nal financial databases by dividing them into 
processing units and providing an index to 
each proceasing unit. After preprocessing, 

[31 141 [TI PI 151 and PI. 
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the set of original documents or database 
will be indexed with two integer-identifiers. 
For example, 1.1 indicates the first para- 
graph of the first document. Such indexing 
serves to help the users to identify the loca- 
tions of the supporting texts/paragrapha in 
the original documents. 

(2.) Automatic indexing (sentence and 
word indexing): This step identifies the 
content of each process unit - individual 
paragraph. In [22], Salton presents a blueprint 
for performing automatic indexing, which 
typically includes dictionary look-up, s t o p  
wording, word stemming, and term-phrase 
formation. 

(3.) Cluster Analysis: While automatic in- 
dezing identifies subject descriptors, the rel- 
ative importance of each descriptor for r e p  
resenting the content of the document may 
vary. Salton’s Vector Space Model associates 
with each descriptor a weight to represent 
its descriptive power. Among the many 
probabilistic techniques that have been de- 
veloped by various information science r e  
searchers, techniques which typically incor- 
porate term frequency and inverse document 
frequency have been found to be quite useful 
[22]. The basic rationales underlying these 
two measurea are that: terms which appear 
more times in a document should be a s  
signed higher weights (term jkquency) and 
terms which appear in fewer documents in 
the whole database (the more specific terms) 
should have higher weights (inverse docu- 
ment frequency). 
The first stage in many cluster analyees is 
to convert the raw data (e.g., indexes and 
weights) into a matrix of inter-individual 
similarity, dissimilarity or distance measures. 
The result of a cluster analysis will be a num- 
ber of groups, clusters, types or claases of 
individuals [ 121. 

(4.) Hopfield Net Classification: 
When pairwise similarities are obtained b e  
tween all term pairs, a hierarchical agglomer- 

exist: single-link clustering and complete- 
link clustering [23] [21]. 

While these methods have demonstrated their 
usefulness in clustering documents, a newer 
approach based on the connectionist paradigm, 
or neural network computing has attracted 
a resurgence of interest [17]. There are sev- 
eral reasons for this, including the appear- 
ance of faster digital computers on which 
to simulate large networks, interest in build- 
ing massively parallel computers, and, most 
importantly, the development of new neural 
network architectures and algorithms. The 
parallel relaxation and convergence proper- 
ties of Hopfield net activation and its novel 
characteristics for memory association and 
Classification led us to experiment with this 
newer approach to concept classification in 
financial databases. 

4 AnExample 
In this section, we explain in detail how to use 
the issues identifier with the techniques discussed 
earlier to process the text-based financial infor- 
mation. After deciding to invest in stocks, an 
investor analyzed all the major industries and 
realized that the banking industry is the most 
promising. Now comes the problem, which banks 
are pood candidates? The Dast historv told him ~~ 

thacfor financial banks, thd bigger th; better. A 
large bank with long history is more stable and 
robust. So, he chose the largest thirteen banks 
with total assets equalling US$ 1.3 trillion, to be 
the candidates. The investor downloaded thir- 
teen annual reports from one on-line database - 
Dow Jones News Retrieval/Disclosure, as shown 
in Table 1. Then the investor used the first com- 
ponent of these annual reports, the presidents’ 
letters to the shareholders, to test the issues iden- 
tifier. 

The president’s letter is always the first 
component of an annual report. It is an im- 
portant document from the management of the 
company to its owners - the shareholders. The 
activities of the firm, which considered to have 

ate cluster generation process is often adopted the moet significant impacts, are discussed in the 
[22]. The cluster generation process aims first part of the president’s letter. The planning 
to group (link) aimilar term pairs together. for the next year or longer future and their an- 
Several alternatives for linking similar terms ticipated impacts will also be discussed in the 
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1. Fimt Chicago Corp. (Chicaco) 
2. Morgan Stanley Group In. (Morgan) 
3. City Corp. (City) 
4. Bank of America Corp. (BOA) 
5. Barclays PLC(Bardsy) 
6. Bank of New York Co. Inc. (BNY) 
7. Bankers " u t  New York Corp. (Bankern) 
8. Chase Manhattan Cow. (Chase) 
9. Chemical Banking Corp. (Chemical) 
10. J P Morgan k Co. Inc. (JPM) 

MOMAN STANLEY a n o w  INC D I S C L O ¶ U M  
PR6SID.NT'Y L E T T E R  
( ? M U  A N N U A L  - P O R T  TO S H A R E H O L D E R S )  
has. ,  I. S b u . b o 1 d . n  

Figure 1: Names of the Thirteen Selected Finan- 
cial Banks 

president's letter. 
We will discuss the general process of hues 

classification first. Then we will diecuss the iden- 
tification of global hues and local issues. Next 
we will discuss the development of evaluation cri- 
teria and the creation of a table to compare the 
individual banks. Finally, in this section, we will 
show how to use the issues identifier to help the 
investor retrieve text related to my particular is 
sue. 

4.1 General Process of Issues Clas- 
sification 

4.1.1 File preprosessing (paragraph in- 
dexing) 

The file preprocessing concatenated all the pree 
idents' letters and indexes each paragraph with 
a unique ID. For illustration purpoees, the prek 
ident's letter of the Morgan Stanley Group Inc., 
is shown in Figure 2. After the preproceeeing, we 
have the indexed textual files shown in Figure 3. 

4.1.2 Automatic Indexing of Words and 
Sentences 

We treat each paragraph ea a processing unit for 
our automatic indexing and cluster analysis. An 
evidenced in the texts shown in Figure 2, the 

Figure 2: A Sample Annual Report of a Financial 
Banlr 

Figure 3: A Sample Indexed Annual Report 
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presidents’ letters, however, revealed that a ma- 
jority of the ideas proposed were expressed in 
simple terms or phrases. 

2.1. S topwording: 
Typically, in a speech-document there are 
high-frequency words that are too general 
and have little specific information content. 
We develop a “stop word” list which con- 
sists of about 1,000 common function (non- 
semantic bearing) words, such as on, in, at,  
this, there, etc. and ”pure” verbs (words 
which are verbs only), e.g., calculate, articu- 
late, teach, listen, etc. However, depending 
on the characteristics of the contents, mme- 
times we have to modify the stop word list. 
The list of stop words plays an important 
role in deciding the final list of issues. Be- 
sides the functional words, we have included 
additonal set of words, which appeared too 
general to carry any specific contents, such 
as, “business” and “company”, in the list of 
stop words. However, to decide what to be 
included requires the engagement of human 
beings and it is always an iterative process. 
So, when estimate the savings in time and 
mental loading, we have to consider the time 
and efforts spent by the investor in modify- 
ing the list of stop words. 

2.2. Stemming: 
We adopt a stemming algorithm to identify 
the word stem for each remaining word - a 
reverse of the 3 u 5 n g  procedure. The 22 
suffixes that could be stemmed by this al- 
gorithm included: ive, ion, tion, en, ions, 
ications, ens, th, ieth, ly, ing, ings, ed, eat, 
er, em, 8 ,  es, ies, ness, iness, and ‘s. A few 
sample rules are shown in Figure 4. 

2.3. Term-phrase Formation: 
We use adjacent words to form phrasea. Af- 
ter examining these annual reports, we de- 
cided to form phrases which contained up 
to three words - most subject descriptors 
are less than four words. Our system gen- 
erated 1-word, 2-word, and Sword phrases 
from adjacent words, e.g., “Wall,” “Street,” 
“firm,” “Wall Street,” “Street firm,” and 
“Wall Street firm” from the three adjacent 
words “Wall Street firm”. We wi l l  refer to 

and 0 - “ w i a b l a ”  that CM itand for 
MY letter. Upper csle letter - comtants. 
“...“ - MY itnng of zero or more letters. 
.eq. - equal. 
.ne. - not equal. 
c_ 

“V” flm: 
...Ep-i ... IVE M in CREATE -i CREATIVE 
if .ne. E, ...* -i ...* W E  M in PREVENT 

-i PREVENTIVE 
“N” f l q :  

... E -i ... ION M in CREATE -i CiZEATION 

... Y -i JCATION M in MULTIPLY 

if .ne. E or Y, ... -i FALLEN 

... E -i ... IONS M in CREATE -i CREATIONS 

... Y -i ... ICATIONS M in MULTIPLY 

if .ne. E or Y, ...* -i ...* EN M in WEAK 

-i MULTIPLICATION 

“X” flag: 

-i MU$TIPLICATIONS 

-i WEAKENS 

Figure 4: Examples of Stemming/Suffixing Rules 

these phrases a8 ”terms” in the remainder of 
this article. 
The annual reports, after automatic index- 
ing, consisted of a list of terms (indexes). 
Part of the automatic indexing output pro- 
duced for the annual reports discussed ear- 
lier is listed in Figure 5. All terms are r e p  
r e n t e d  in upper case. In each row, the 
first column indicates a unique identification 
number for a document (a paragraph for this 
application). Columns 2, 3, and 4 repre- 
sent the paragraph number (it is always 1 
in this application), sentence number, and 
word number in the eentence, respectively. 
Column 5 represents the word count - num- 
ber of words in a term. For example, “1.2 1 
1 12 2 INTERNATIONAL BUSINESSES” 
represent a term consisting of 2 words; it 
appeared in Document 1.1 (first paragraph 
of the first document), Paragraph 1 (it is al- 
ways l), Sentence l, Word 12. 

4.1.3 Cluster Analysis 

We use a Cluster Function, which had shown bet- 
ter performance than the Cosine function [22] for 
creating a domain-specific automatic thesaurus 
[SI. We summarize the procedure below. 

3.1 Term hquency and Document fie- 
quency Computation: 

i; 

i i 

I 
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1.1 1 1 3  1 PERFORMANCES 
1.1 1 1 8  1 STANLEY’S 
1.1 1 1 10 1 DOMESTIC 
1.1 1 1 12 1 INTERNATIONAL 
1.1 1 1 1 5  1 FAVORABLE 
1.1 1 1 1 7  1 MARKET 
1.1 1 1 17 2 MARKET TRENDS 
1.1 1 1 17 3 MARKET TRENDS THROUGHOUT 
.... 
1.2 1 1 1 0  1 DOMESTIC 
1.1 1 1 12 1 INTERNATIONAL 
1.2 1 1 12 2 INTERNATIONAL BUSINESSES 

MARKETS d k 7 2  
MARKET df=71 
EARNINGS df=67 
CUSTOMERS df=65 
CAPITAL d k 6 5  
MANAGEMENT d k 6 5  
INVESTMENT df=56 
.... 
EXPENSE d k 1 3  
IMPROVEMENT d k 1 3  
COMMUNITY d k 1 3  
CHALLENGES d k 1 3  
STRENGTHS d k l 3  

Figure 6: Terms Ranked According to Document 
frequency Figure 5: Automatic Indexing Output 

3.2 Determining Threshold through Infor- 
mation Loss Analyrir: 

The next step is to perform an infoma- 
fion loss analysis to determine the threshold 
of occurrences for removing the unammon 
terms (e.g., typos and unique abbreviations) 
and for generating a aet of terms (vocabu- 
lary) for further analysis. Only indexes that 
pass the threshold are considered in the fol- 
lowing concept classification proceas. For ex- 
ample, if the threshold is set to be five, then 
only those terms which appear more than 
five times will be considered. 
Also a paragraph (document) is considered 
‘lost” if all the indexes of the terma that 
appeared in that paragraph are lars than 
the specified document frequency threshold. 
These ’’lost” paragraphs, however, can still 
be retrieved through key word searching or 
browsing. Since most of the presidents’ let- 
ters are very focused and use a limited aet of 
vocabulary, setting the threshold at 12 was 
found to limit information loes to ten per- 
cent. 
After applying the threshold, the remaining 
terms are ranked according to the decreasing 
order of their document frequency. As shown 
in Figure 6, terms which are used more often 

occurring terms may be too general to con- 
vey any specific and unique ideas. Maintain- 
ing a balance in revealing the general terms 
and the specific terms is the ultimate chal- 
lenge. 

3.3 Combining Weights: 
The next step is to compute the combined 
weight of term j in document i ,  dij ,  based on 
the product of term frequency and document 
frequency as follows: 

dij = tfij x logdfj 

Notice that this computation is based on 
document frequency instead of the more con- 
ventional inverse document frequency (log %) 
used in eolving la rge-de  automatic index- 
ing problems [22]. This change waa made 
because of the need to identify common key 
kues .  We adopted document frrquency in 
order to increase the weights aaaociated with 
the more frequently used terma. In the con- 
ventional automatic indexing environment, 
however, the practice is to assign higher 
weights to more specific or unique indexes 
through rnverse document frequency. 

3.4 Concept Space Generation: 
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Based on the asymmetric Cluster Function 
shown below, we generate two concept space 
matrices of terms and their weighted rela- 
tionships. 

dijk 
dij 

ClusterWeight(Tj,T’) = 

These two equations compute the similarity 
weights from term Tj to term Tk (the first 
equation) and from term Tk to term Tj (the 
second equation), where dij represents the 
combined weight of descriptor T j  in docu- 
ment i ,  dik represents the combined weight 
of descriptor Tk in document i ,  and d;,k r e p  
resents the combined weight of both descrip 
tors T j  and Tk in document i .  d,jk is com- 
puted by: 

where t f i j k  represents the number of occur- 
rences of both term j and term k in doc- 
ument i and dfjk represents the number of 
documents in a collection of n documents in 
which both term j and term k occur. 
In order to obtain a reasonable number of 
cc+occurring terms for each term, we exper- 
imentally set the weight threshold to be 0.3. 
This threshold ensures that only the moet 
relevant terms were represented in our fi- 
nal concept space. Figure 7 shows some 
partial co-occurrence tables generated by 
our system for the same set of annual re- 
ports. Notice that the weights between 
terms are asymmetric, e.g., the weight from 
“ANNUAL REPORT’’ to “PRESIDENT’S 



pi(t) is the output of node i at time t and ti, 
which has a value between 0 and 1. p;(t) in- 

T o p i a  c l d e d i  

dicates the input pattern for node i .  At time 
0, the starting input node is aseigned 1. As 
discussed earlier, each term is used individ- 
ually as an input node for activation, i.e., 
at time 0 only one term receives the value 1 
and all other terms receive 0, and we repeat 
this initialization and the following activa- 
tion process n times. 

4.3 Activation and Iteration: 

n-1 

p j ( t +  1) = f,[xtijpi(t)I, 0 I j 5 n - 1 
i=o 

where f, is the continuous Sigmoid transfor- 
mation function [17] [9] as shown below. 

** 1 .  MARKETICAPITAL 
** 2. EARNINGSIGROWTH 
** 3. CUSTOMERfPRODUCTS 
** 4. RISK MANAGEMENTIRISK 
** 6 .  INVESTMENTfSHAREHOLDERS 
** 6 .  CREDIT QUALITYfCREDIT CARDS 
** 7. GLOBAL/WORLD 
** 8. CLIENTSfRESOURCES 
** 9. PROPRIETARY TEUDING/PROPRIETARY 
** 10. PERFORMANCElEMPLOYEES 
** 11. EQUITYfRETUfi  
** 12. MARKET SHAREIBALANCE 
** 19. PEOPLE/FUTURE 
** 14. OPPORTUNI'MES/EMERGI" MARKETS 
** 15. NET INCOMEfPAST 
** 16. ASSETfPOSITION 
** 17. TIMEfSTOCKHOLDERS 
** 18. VALUEfCOMPANIES 
** 19. REVENUE GROWTHfEMERGING 
** 20. TECHNOLOGYfPRIVATE 
** 11. SECURITIESfPROGRESS 
** 22. PORTFOLIOfIMPROVEMENT 
** 23. ACTIVITIESfEXPENSE 
** 24. COMPETITIVEfCARD 
** 25. INDUSTRY 
** 26. CAPITAL MARKETS 
** 27. STOCK 
** 28. LOANS 
** 29. COMMITMENT 
** 30. INTERNATIONAL 

1 
f,(netj) = 

1 + e ~ p [ - ' " ~ ~ ; - ' ~ ]  

where netj = Cyi:tijpi(t), 19, serves as a 
threshold or bias and 00 is used to modify 
the shape of the SIGMOID function. This Figure 8: System-Generated Top Thirty Global 
formula shows the pamllel relamtion prop  
erty of the Hopfield net. 

__ - .  

from All The Annual Reports 

4.4 Convergence: 
The above process is repeated until there is 
no change between two iterations in terms of 
output, which is accomplished by checking: 

where E is the maximal allowable error (a 
small number). The final output represents 
the set of terms relevant to the starting 
term. The Hopfield net classification process 
strongly relies upon the associative property 
of the neural net and the parallel relaxation 
method for concept activation. 

4.2 Classification of Global Issues 
and Local Issues 

The textual representation of the top thirty global 
issues identified by the issues identifier that r e p  
resent the contents of the majority of the thirteen 

banks is shown in Figure 8. From the list the 
investor can easily identify the important issues 
agreed upon by the majority of the thirteen fi- 
nancial banks, for example, earnings, equity, risk 
management and revenue growth. The the in- 
vestor can u ~ e  them to develop the evaluation 
criteria. 

Note here that not all the terms identified as 
issues are important to the investors. Some a p  
peared too general to carry any specific contents, 
for example, "market" and "stock". The reason 
was, as we mentioned earlier, that the issues iden- 
tifier should be domain independent and identify 
all the terms that are considered important in 
terms of their occurrences and the patterns of 
Occurrences without bias. 

Ah, as mentioned earlier, the Hopfield Net 
groups similar terms - that is, terms which have 
been discussed more often in the same paragraph 
- together to form an issue, for example, "credit 
quality" and "credit card", "global" and "world", 
BB well BB "people" and "future". This feature 
distinguishes our h u e s  identifier from other in- 
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formation retrieval systems. 
Searching for local issues is to apply the issues 

identifier to identify the issues of each bank. The 
frequency threshold and weight threshold were 
adjusted to reflect the file size. The local issues of 
First Chicago Bank, Morgan Stanley, City Corp., 
and Bank of America are shown in Table 1. 

Local issues help the investor better under- 
stand the characteristics of each bank. For ex- 
ample, the list of issues indicates that Morgan 
Stanley is an international company and partic- 
ularly interested in the Hong Kong market. Also 
Morgan Stanley operates or is interested in the 
fixed income market and derivative products. 

4.3 Comparison of Information Pro- 
vided by Different Banks 

The global issues reflect what the majority of the 
banks considered important. This is based on the 
assumption that a term or an issue identified by 
the system reflects, not only it is important to 
the bank, but also what the bank wants share- 
holders to know. Similarly, if the issue was im- 
portant to the banking industry, then it should 
have been discussed more often by the banks. For 
example, some would like to play in the global 
market, then “global” and “world” would appear 
more in their annual reports, and it was identi- 
fied as a global issue by the system. The global 
issues ranked higher in the issues list should be 
used to building the evaluation criteria, such as, 
earnings, revenues growth, and risk management. 

If a bank has good revenue growth, then it 
should be emphasized, 80 terms to reflect the 
growth of revenue, such 88, “revenue growth”, 
would appear many times in the annual report. 
On the other hand, if the bank did not do well 
in this category, mention of it would be “taboo”. 
Once a term is often used, it would be identified 
by the issues identifier as an issue. Then from the 
list of issues, we know what issues the company 
considered important and what they wish the 
shareholders to know. The issues identifier also 
provide the messages that if one issue is identified 
as a global issue, such as revenue growth, but not 
mentioned in the annual reports of some banks, 
the investor should be more careful to study such 
banks. Unspoken messages sometimes say more 
than the spoken messages. The comparison of 

Figure 9: Browsing the Issues 

global issues and local issues is shown in Table 2. 

4.4 Looking for Particular Issues 

Annual reports can be browsed for texts related 
to a special issue. As shown in Figure 9 the 
system allows the user to select the financial 
database to be processed and to glance at the 
issues. The top twenty issues, as classified by the 
system, are shown at the bottom. The user can 
also read the supporting texts, add, delete, or 
modify the issue for a new set supporting texts. 
For example, if the investor considers that issue 
SERVICE/CUSTOMER should include SATIS- 
FACTION, then it can be modified and become 
SERVICE/CUSTOMER/SATISFA CTION. Then 
additional supporting texts that discuss “satis- 
faction” will be retrieved (See Figure IO). 
This function is helpful in the comparison 

among the banks according to any specific cri- 
terion. For example, if the investor would like 
to compare the policies of risk management, the 
system can quickly retrieve all the places that 
discuss risk management. As an illustration, 
J. P. Morgan Bank says “Growth in market- 
making and structuring, risk management trans- 
actions for clients was a key reason J.P. Mor- 
gan’s trading revenues doubled to more than 2 
billion.” and T h e  first is risk management. Be- 
cause assumptions about the risks of different 

I 
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banks from an on-line database. The DroDosed . .  
system successfully identified key financial issues. 
The issues were used to further help the finan- 
cia1 analysts search for “cbunks” of texts directly 
related to these issues. A comparison of issues 
a c r w  banks also helped highlight the similar- 

I os-. 
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t ities and differences in investment strategies of 
different banks. 

A number of research issues remain to be ad- 
_ _  .I . dressed: 

~ . . .  . -  
” 

1. System evaluation: The two criteria most 

Figure 10: Reading Texts Related to Issues 

sources of revenue affect investors’ perceptions of 
J.P. Morgan’s earnings, we want to communica- 
ble clearly both the facts and our perspective”. 
Chemical Bank emphasized the risk management 
in its statement: “Earnings from risk manage- 
ment products and foreign exchange and securi- 
ties trading were strong throughout our global 
network, with total trading revenues increasing 
by 26 percent to 1.1 billion”. In addition, Sa- 
lomon Brothers made the following statement: 
“Risk management has been improved for prw 
prietary trading, through the functioning of the 
risk management committee ... about acceptable 
risk of quarterly loss and through the institution 
of risk capital charges” to show the shareholders 
that they are serious about risk management. 

Conclusions 
In this paper, we show that artificial intelligence- 
based techniques can be used to help identify is- 
sues from on-line financial annual reports. The 
rationale behind our research is to: (1) reduce 
reading time for investors, (2) identify the most 
frequently mentioned issues in analyzed docu- 
ments, and (3) compare issues across various doc- 
uments. 

To illustrate the approach, we downloaded 
annual reports of thirteen of the world’s leading 

tion results in the future. 

2. Sizes of financial databases: For this 
study, due to the time limitation, we selected 
the annual reports of the thirteen leading 
banks as the testbed. In the future, we 
will test the system with very large finan- 
cial databases of several hundred M-Bytes 
to explore its limits. 

3. Adjustment of system parameters: In 
order to have better performance, the pa- 
rameters, such as, the thresholds of docu- 
ment frequency and combining weights, need 
to be adjusted based on the identification 
results or internal measurements. Such d- 
justments should be done internally and au- 
tomatically. 
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Table 1: Top Issues for Individual Banks 

1. Fint Chicago Corp. 1. Morgan S t d e y  Group Inc. 
3. City Cop. 4. Bank of America Corp. 
5. B u d a y s  PLC 6. Bank of New York CO. Inc. 
7. B d e n  Tnut New York COrp. 8. C h u e  Manhattan Corp. 
9. Chemical Banking COT. 10. J P Morgm k Co. Inc. 
11. National Bank Corp. 11. Sdomon Inc. 
13. National Westminuter Bsnk PLC 

Table 2: Relationship of Global Issues and Local Issues 
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