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Abstract: 

Previous research in information science and in human-computer interaction 
has shown that people tend to use different terms to describe a similar 
concept. Due to the unique backgrounds, training, and experiences of different 
people, the chance of two collaborators using the same term to describe a 
concept or an object for a common task is quite low. This vocabulary 
difference has created difficulties for both synchronous and asynchronous 
collaborations. Bridging the gap between vocabularies of different 
collaborators is one of the most pressing challenges for computer-supported 
cooperative work (CSCW) system designers.  

In this research we propose a concept space approach and describe its 
associated algorithms for solving the vocabulary problem. For illustration 
purposes, we present two implementation examples. The first implementation 
involved extracting and linking C. elegans worm-specific vocabularies for 
assisting molecular biology researchers in information retrieval and 
information sharing. The second example describes a system which helped 
resolve meeting participants' vocabulary problem during a group 
brainstorming and idea organization process. By adopting automatic indexing, 
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cluster analysis, and neural network classification techniques, this research 
has shown the feasibility of an algorithmic approach to solving the vocabulary 
problem in collaboration.  

Keywords: CSCW, vocabulary problem, concept clustering, concept space.  

1. Introduction  

Previous research in information science and in human-computer interactions 
has shown that people tend to use different terms to describe a similar concept 
depending on their backgrounds, training, and experiences. Vocabulary 
differences have created difficulties for online information retrieval and 
system usage in general. Vocabulary is even more of a problem in computer-
supported cooperative work (CSCW), where collaborators of different 
backgrounds, training, and experiences engage in reciprocal exchange of ideas 
and information sharing. The geographic spread and the time dimension 
during collaboration (e.g., synchronous or asynchronous collaboration) and 
the structure and richness of the supporting computer technologies (e.g., 
controlled syntax or command languages) further complicate the vocabulary 
problem in collaboration.  

In this research we aim to investigate two research questions related to the 
vocabulary problem in CSCW. First, what are the nature and characteristics of 
the vocabulary problem in collaboration? Are they different from those 
observed in information retrieval or in human-computer interactions research? 
Secondly, how can computer technologies and information systems be 
designed to help alleviate the vocabulary problem and to foster seamless 
collaboration? This research aims to bring attention to the vocabulary problem 
in CSCW and to suggest a robust and algorithmic system solution to the 
problem.  

2. The Vocabulary Problem in CSCW  

2.1. The Vocabulary Problem  

The vocabulary (difference) problem in human-system interactions has been 
studied extensively in recent years [6]. In almost all computer applications, 
users must enter correct words for the desired objects or information. In [6], 
Furnas et al. found that in spontaneous word choice for objects in five 
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domains, two people favored the same term with less than 20% probability. 
This fundamental property of language limits the success of various design 
methodologies for vocabulary-driven interaction. The designers' chosen 
vocabularies, which are often quite different from the users' preferred terms, 
could cause serious communication breakdown and an interaction bottleneck. 
Furnas and his coworkers have shown the effectiveness of an ``unlimited 
aliasing'' strategy, which allows essentially unlimited numbers of aliases for 
objects, to alleviate the vocabulary difference problem.  

In information science, indexing and search uncertainty have been recognized 
as the primary sources of information retrieval problems. Previous research 
[1] has shown that different indexers, well trained in an indexing scheme, 
might assign index terms for a given document differently. It has also been 
observed that an indexer might use different terms for the same document at 
different times (possibly because of learning or the cognitive state of mind at 
indexing). A high degree of uncertainty with regard to search terms has also 
been reported: searchers tend to use different terms for the same information 
sought.  

Because of the indeterminism involved in indexing and searching, an exact 
match between the searcher's terms and those of the indexer is unlikely. Bates 
[1] argues that for a successful match, the searcher must somehow generate as 
much ``variety'' in the search as is produced in indexing. The variety produced 
by an indexer can also be viewed as redundancy in the sense that it consists of 
partially overlapping classifications applied to a document. To increase the 
chances of a successful match, there should be a number of indexes for each 
document and searchers should articulate their needs clearly. This would 
allow searchers to ``dock'' onto the system more easily. In practice, however, 
indexing systems in information science discourage (indexing) redundancy 
and favor conciseness and precision.  

2.2. Vocabulary Problem in CSCW  

Collaboration, which involves multiple participants who possess shared goals 
for the outcomes of the group's tasks, is an activity that requires reciprocal 
exchange of ideas and extensive information sharing. The differences in the 
participants' backgrounds, knowledge, and expertise are likely to cause 
vocabulary differences in communication and during information sharing, 
which may adversely affect the process and outcome of collaborative 
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activities. Geographic spread of the collaborators and temporal issue in 
collaboration (synchronous and asynchronous collaborations) further 
confound the vocabulary problem, e.g., the concepts/ideas discussed during 
collaboration and their associated vocabularies may evolve and change over 
time.  

In the following subsections we present two collaboration scenarios, one of 
which involved distributed, asynchronous information sharing and 
information retrieval in a model implementation of the National 
Collaboratories and the other involved synchronous ideas generation and ideas 
consolidation in a system-supported group meeting environment. 
Characteristics of the vocabulary problem in collaboration are illustrated 
through these two examples.  

Scientific Collaboration and the Vocabulary Problem: 

The Worm Community System (WCS)[12] [10], a recent implementation 
of electronic community systems technology, has been developed as part 
of the NSF National Collaboratories effort for a community of molecular 
biologists who study the nematode worm Caenorhabditis elegans. 
Molecular biology is a largely data-driven experimental science and, due 
to such efforts as the Human Genome Initiative, its data accumulation is 
growing rapidly and being stored in databases.  

Despite the usefulness of database technologies for community systems, a 
difficulty associated with scientific information retrieval and information 
sharing is the vocabulary problem, which results from the diversity of 
expertise and backgrounds of system users. For an electronic community 
system like the WCS, potential users vary from expert worm biologists to 
novices, and from senior worm insiders to community outsiders (e.g., fly 
biologists). These users often do not share the same vocabularies and they 
may experience difficulties using system-specific query terms. In Figure 
1, we show several molecular biology specific concepts related to worm, 
fly, and human genome research. For example, both fly and worm 
biologists are familiar with the common concepts of ``spermiogenesis,'' 
``vulva,'' and ``egg.'' But the specific functions, structures, and proteins of 
these two model organisms and their associated terminologies are very 
different and can often cause researchers of one community great 
difficulties in accessing knowledge in another community.  
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Electronic Brainstorming and Idea organization: 

While the above example shows the vocabulary problem during 
asynchronous scientific information sharing, the second example 
addresses the vocabulary problem during a synchronous electronic 
brainstorming process. An electronic brainstorming process, which 
allows group members to enter comments or ideas simultaneously and 
share them anonymously, has helped achieve significant meeting 
productivity improvement, especially for divergent tasks [9]. During 
electronic brainstorming, the goal is to generate creative, uncensored 
ideas. Vocabulary differences often exist in the brainstorming comments, 
i.e., different participants use different vocabularies to convey ideas. 
During the subsequent Idea Organization process, which is considered a 
convergent task, the vocabulary differences create a bottleneck. Currently 
very little system support has been provided to meeting participants 
during this cognitively-demanding process [2].  

In Figure 2 we present sample electronic brainstorming comments 
generated by a group of fifteen manufacturing firm executives. 
Comments 1.2 and 1.3, which contain ``selection of markets'' and 
``selection of products,'' conveyed ideas which are similar to comment 
3.3, ``priorities for markets and products,'' although the wording was 
different. Comment 1.4 focused on the role of the individuals who are 
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responsible for market of product selection. Comments 2.2, 2.3, and 2.5 
on the other hand, addressed the ``accountability'' issues from different 
angles. For the 300-plus comments generated by this group (a typical 
group of 10-20 participants could generate 300-500 comments), the task 
of browsing comments and consolidating ideas was overwhelming.  

 
   

 
Based on our review of the literature on CSCW, we found that many 
researchers recognized the existence and importance of the vocabulary 
problem, but did not suggest any algorithmic or system-based solution to it. 
Johansen [7] discussed the organizational and system development issues 
involved in synchronous and asynchronous collaborations. He commented 
that asynchronous communication capabilities in particular will be one of the 
most compelling features of many groupware products. We echo his view and 
further postulate that the evolution and change of concepts and ideas over 
time, as perceived by different collaborators, could cause asynchronous 

Figure 2: Sample electronic brainstorming comments
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collaboration to become extremely complex and dynamic. As concepts and 
ideas evolve, a group member's vocabulary may change and different group 
members' vocabularies may differ significantly, which may cause serious 
communication breakdown. The temporal features of group work and how 
those temporal matters are affected when technological tools are added are 
discussed extensively in [8], although McGrath had a primarily organizational 
perspective rather than a system development view.  

Previous CSCW field research has demonstrated the importance of 
collaborative information sharing and retrieval and has pinpointed problems 
associated with current system-supported information processing functions in 
various scientific, engineering, and business domains [7] [2] [12]. A major 
difficulty in accessing pertinent information results from current systems' lack 
of support for concept-based information retrieval. Searchers who are able to 
express their concepts using their own vocabularies are unlikely to find 
relevant information because of the vocabulary differences between different 
collaborators and between the system and the searchers.  

3. Solving the Vocabulary Problem: A Concept Space Approach  

In order to alleviate the vocabulary problem, researchers in human-computer 
interactions and information science have suggested expanding the 
vocabularies for objects and linking vocabularies of similar meanings. For 
example, Furnas et al. [6] proposed ``unlimited aliasing'' which create 
multiple identities for the same underlying object. In information science, 
Bates [1] proposed using a domain-specific dictionary to expand the user 
vocabularies in order to allow users to ``dock'' onto the system more easily. 
The general idea of creating rich vocabularies and linking similar ones 
together is sound and its usefulness has been verified in previous research. 
However, the bottleneck for such techniques is often the manual process of 
creating different vocabularies (aliases) and linking similar or synonymous 
ones together.  

Based on our experiences in dealing with several collaboration applications, 
we have developed the following algorithmic and automatic approach for 
creating a vocabulary-rich dictionary/thesaurus, which we call the concept 
space. In our design, we generate such a concept space by first extracting 
concepts (terms) automatically from the texts produced during collaboration. 
Similar concepts are then linked through the co-occurrence analysis of 
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concepts in texts. This approach guarantees that any terms brought out by the 
group members will be captured and terms of similar meanings will be linked 
(associated) by the system. The concept space created represents the complete 
vocabularies used during collaboration and the similarity probabilities 
between these vocabularies. We present the blueprint of our concept space 
approach below.  

Vocabulary Identification: 

Despite the increasing availability of other presentation media such as 
images, voices, animations, and videos, the most natural and popular 
means of communication is still natural language. In system-supported 
collaborations, online textual output may reveal the vocabularies used by 
different members and could be used to create a shared concept space for 
all group members.  

The first task for concept space creation is to identify the vocabularies 
used in the textual collaboration output. AI-based natural language 
processing (NLP) techniques such as the Augmented Transition Network 
(ATN) parsing, case grammar, and semantic grammar have been used for 
creating unambiguous internal representation of English statements. 
However, such techniques are either too computationally intensive or are 
domain-dependent and are inappropriate for identifying content 
descriptors (terms, vocabularies) from texts. An alternative method for 
content identification that is simple and domain-independent is the 
automatic indexing method, often used in information science for 
indexing literature.  

Linking Similar Vocabularies: 

While automatic indexing identifies vocabularies used by different group 
members (from the texts), the relative importance of each term for 
representing the group members' concepts may vary. That is, some of the 
vocabularies used may be more important than others in conveying 
meanings. Salton's Vector Space Model [11] associates with each term a 
weight to represent its descriptive power (a measure of importance). 
Among the many probabilistic techniques that have been developed by 
various information science researchers, techniques which typically 
incorporate term frequency and inverse document frequency have been 
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found to be quite useful [11]. The basic rationales underlying these two 
measures are that: terms which appear more times in a specific text 
should be assigned higher weights (term frequency) and terms which 
appear in fewer texts (the more specific or unique terms) also should have 
higher weights (inverse document frequency).  

Based on cluster analysis, the Vector Space Model could be extended for 
concept space generation. The first stage in cluster analysis is to convert 
the raw data (e.g., terms and weights) into a matrix of similarity measures 
between any pair of terms. The similarity measure computation is mainly 
based on the probabilities of terms co-occurring in the text produced 
during collaboration e.g., an electronic brainstorming comment, a 
document edited, an archival information item sought, etc. The 
probabilistic weights between terms indicate their strengths of relevance 
or association. For example, if two terms (say ``manufacturing process'' 
and ``product fabrication'') appear in many texts produced during 
collaboration, the high degree of co-occurrence of the terms will cause 
cluster analysis to produce a strong probabilistic weight between these 
two terms. This high probability, which in effect ``links'' the terms 
strongly together, reveals the vocabulary similarity between 
``manufacturing process'' and ``product fabrication'' in the context of the 
collaboration sessions.  

Traversing the Concept Space: 

When a group member encounters a vocabulary problem during 
collaboration, it is conceivable that he/she could consult (browse) the 
concept space and identify other relevant vocabularies for use. This is in 
fact what professional librarians do when assisting patrons in finding 
relevant information (a collaborative information searching process). The 
``unlimited aliasing'' proposed by Furnas et al. in effect allows users to 
consult a manually-created concept space of synonymous terms. (Notice 
that cluster analysis creates similar links, not synonymous links, although 
in practice, many synonymous terms will have a high similarity 
probability between them.) An alternative method for traversing the 
concept space could be based on system-aided, multiple-link searching 
algorithms [3]. For example, a Hopfield network search could traverse 
the concept space in a parallel mode and combine evidence from multiple 
links until the search algorithm converges [4].  
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As discussed earlier, geographic dispersal of collaborators and the temporal 
issue in collaboration (i.e., synchronous vs. asynchronous collaborations, as 
defined by Johansen [7]) significantly confound the vocabulary problem. In 
order to examine the feasibility of the proposed approach, in the following 
sections we will present two examples of adopting the concept space approach 
to solving the vocabulary problem: the first is a case of asynchronous 
scientific information sharing and the second is a case of synchronous 
collaboration in electronic meetings. The first example describes a system 
development effort which builds a concept space for a community of worm 
biology researchers. The concept space could assist researchers in information 
retrieval and information sharing. The second example presents a concept 
classification tool for an electronic meeting system. The tool helps extract 
vocabularies used in the brainstorming comments and assists in consolidating 
ideas into a list of consensus topics. Both applications rely on our prescribed 
techniques for identifying vocabulary similarity.  

4. A Case of Asynchronous Information Sharing: The Worm Community 
Systems  

The Worm Community System (WCS), which is a major NSF-funded 
National Collaboratories project, has been considered a model electronic 
community system [10]. This experiment in building an electronic scientific 
community system for C. elegans researchers offers traditional database 
functionalities along with literature, informal information and research lore, 
mapping programs and graphics, and the ability for users to browse, share, 
and filter a large amount of timely worm community knowledge. The system 
is intended to serve the entire community of worm biologists and other related 
biology and biomedical community members [12] [10].  

Vocabulary is problematic in the molecular biology community because of the 
diversity of specialized domains and the process of scientific discovery, 
especially in genome research. ``Biology...involves concepts that are dynamic, 
or fluid, meaning that the phenomena under study, and the scientists' 
understanding of them, keep changing'' [5]. Experimental errors or 
approximations are common occurrences and definitions for concepts that 
follow these errors will evolve over time. According to [5], the meanings of 
concepts ``become better understood as more knowledge is accumulated and 
integrated.''  
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In this research we aimed to first develop a worm concept space to capture the 
unique vocabularies (e.g., genes, functions, subjects, etc.) used in the worm 
genome research. We will then proceed to apply the same techniques for 
building fly concept space, human concept space, and so on. In the research 
we used four main sources of textual documents (The Worm Book, journal 
articles, Worm Breeder's Gazette, and conference proceedings abstracts) in the 
WCS for vocabularies identification and concept space generation. They 
comprised 4,714 documents and eight MBs of textual information.  

4.1. Building a Worm Concept Space  

In order to identify candidate descriptors in each document, we performed 
object filtering and automatic indexing. Several object filters were created for 
genes, researchers, experimental methods, and subjects. For example, 1,520 
gene names were identified from the WCS gene list and the conference 
proceedings articles. Automatic indexing was implemented based on the 
procedure reported in [11].  

After the concept descriptors for each document were identified we proceeded 
to perform term co-occurrence analysis for all documents in the WCS. The 
procedure for generating such a concept space is shown below:  

Compute Term Frequency and Document Frequency: 

We first computed the term frequency and the document frequency for 
each term in a document. Term frequency, tfij, represents the number of 

occurrences of term j in document i. Document frequency, dfj, represents 

the number of documents in a collection of Ndocuments in which term j 
occurs. High term frequency indicates that a term is highly related to a 
document. High document frequency, on the other hand, indicates that a 
term is too general to be useful as a descriptor (i.e., no descriptive 
power).  

Combine Weights: 

We then computed the combined weight of term j in document i, dij, 

based on the product of ``term frequency'' and ``inverse document 
frequency'' as follows:  
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where N represents the total number of documents in the WCS and wj 

represents the number of words in descriptor Tj. Multiple-word terms 

were assigned heavier weights than single-word terms because multiple-
word terms usually conveyed more precise semantic meaning than single-
word terms.  

Perform Co-occurrence Analysis: 

We then generated term co-occurrence tables based on the asymmetric 
``Cluster Function'' developed by the authors [3]. We have shown that 
this asymmetric similarity function represented better term association 
than the popular cosine function.  

 
 

 

  
 

 
 
These two equations indicate the similarity weights from term Tj to term 

Tk (the first equation) and from term Tk to term Tj ( the second equation). 

dij and dik were calculated based on the equation in the previous step. dijk
represents the combined weight of both descriptors Tj and Tk in document 

i. dijk is defined as follows:  
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where tfijk represents the smaller number of occurrences of either term j 

or term k in a given document i. Terms j and k do not need to appear in 
the same word span. dfjkrepresents the number of documents (in a 

collection of N documents) in which terms j and k occur together. wj 

represents the number of words of descriptor Tj.  

Sample entries in the system-generated co-occurrence tables (i.e., the worm 
concept space) for the worm database are shown in Figure 3. For example, 
``SPERM,'' was found to be most strongly related to researcher ``WARD, 
S.'' (director of the Arizona worm laboratory who specialized in germ-line 
development and fertilization), with a weighted probability of 0.213660. In 
the second and third entries, ``CED-3'' and ``CED-4'' were found to be 
relevant to ``CED-9,'' which indicated that these terms were relevant to the 
topic of ``PROGRAMMED CELL DEATH'' in the worm. The complete 
worm concept space consisted of about 8,000 worm-specific terms and 1.7 
million probabilistic links.  

 
   

Figure 3: Sample co-occurrence table
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4.2. Worm Concept Space Evaluation  

In order to evaluate the usefulness of the worm concept space, we conducted 
an experiment in winter 1992 with subjects who were affiliated with the 
Arizona Worm Laboratory. The experiment consisted of two parts: a term 
association experiment and a searcher browsing experiment. Six subjects with 
different backgrounds were selected in order to investigate the effects of a 
searcher's expertise on thesaurus usage. Subjects 1 and 2 were considered 
experts in molecular and cellular biology (MCB). They have worked in the 
Arizona worm lab for several years and have published papers in this area. 
Subjects 3 and 4 were considered novices; one was a master's student in MCB 
and the other an undergraduate senior. Subjects 5 and 6 were worm outsiders. 
Subject 5 was a new master's student in MCB who had extensive working 
experience in fly biology. Subject 6 was a graduate student in ecology and 
evolutionary biology at the University of Arizona.  

The first step of the term association experiment was to give each subject a 
pre-selected term. Sixteen terms chosen with the help of several worm 
researchers were presented to each subject in order. Terms included 
researchers' names, gene names, and subject descriptors. The subjects were 
asked to write down concepts (genes, researchers, methods, and subject 
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descriptors) related to each pre-selected term. Subjects were then asked to 
mark terms suggested by the system as irrelevant, somewhat relevant, or very 
relevant. After the term-association experiment, subjects were asked to 
browse the online worm thesaurus freely - using any terms they preferred and 
exploring any way they liked. During browsing subjects were asked to think 
aloud and give specific comments, observations, or suggestions. We 
summarize the important experimental results below:  

The worm concept space helped suggest more relevant terms. 

By counting the numbers of terms generated by the subjects themselves 
and the system-suggested terms marked relevant by the subjects, we were 
able to tabulate and analyze whether the concept space was able to 
contribute relevant terms during a retrieval process. A quantitative 
analysis revealed that the worm concept space was able to suggest 8.5 
terms for each concept, which was significantly higher than the average 
number of terms produced by the six subjects (6.1 terms). In particular, 
the worm concept space helped identify more relevant terms for novices 
and outsiders.  

Overall, the system is useful and good and could be used as a learning or 
memory-jogging tool. 

For the most part, more relevant terms appeared to have been listed first, 
e.g., ``(Subject 5, S5) The first eleven are great, but after that, they're not 
so good...the first five are...quite relevant,...6 and 7 are way too 
general...I'd say it's very good initially...and then...there's a fairly low 
frequency of relevance.'' The system's ability to list more relevant terms 
first was shown to be important, especially from the perspective of 
designing an effective and precise thesaurus browsing interface.  

Learning, serendipity browsing, and memory-jogging occurred frequently 
during experiments. Many subjects found something `interesting' or 
unexpected that would help them in their queries. This was particularly 
obvious for novices and outsiders, who were often amazed by the 
thesaurus's ability to relate genes, researchers, and subject topics. For all 
subjects, the thesaurus also served as an excellent tool to remind them of 
something they previously had forgotten. Some sample comments related 
to these observations included: ``(S5) ...this is doing very well...I mean 
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extremely well...this has a whole bunch of things that I'm very interested 
in... This is potentially very useful...to me, I mean, I'm the novice...'' ``
(S6) [Using LONGEVITY in search]... I am not familiar with people on 
this. A lot of these are...probably people who do stuff about this... 
pumping...I have no idea. There might be some paper. Oh yeah, spermgio 
pumping...When you first see pumping is like what and then you realize 
it is from spermgio pumping...''  

The results from the experiment were very encouraging. The worm concept 
space suggested relevant terms and concepts that would not only be helpful 
for different users, but useful in spurring users' ideas and desire to acquire 
knowledge. Without the assistance of such system-generated concept space, 
searchers of a large scientific database will have to perform a trial-and-error 
process of generating various search terms themselves using their mental 
model of the subject domain (a painstaking and cognitively-demanding 
process). In contrast, a concept space can serve as an online search aide in the 
subject domain, which can be invoked by searchers for query refinement and 
concept exploration.  

5. A Case of Synchronous Collaboration: GroupSystems Brainstorming  

Our second example is based on a specific electronic meeting system, the 
GroupSystems developed at the University of Arizona [9]. A pioneering 
example of meeting software technology, GroupSystems has been installed at 
more than 60 universities and a total of more than 300 organizational sites 
including business, government and universities. Many groups follow a 
common sequence of use, with meetings typically beginning with participants 
generating ideas. These ideas are then organized into a list of key issues, 
which the group can prioritize into a short list. The group will next generate 
ideas for action plans to address the important issues and then proceed to more 
idea organization and prioritization and so on.  

Electronic Brainstorming (EBS) and Idea Organizer (IO) tools have been used 
most frequently and consistently in electronic meetings. Electronic 
Brainstorming allows group members to enter comments or ideas 
simultaneously and to share them anonymously. Idea Organizer allows 
participants to identify and consolidate ideas, typically by separately 
suggesting topics or ideas that merit further consideration by the group. 
During the consolidation of ideas, group members can browse the list of EBS 

Page 16 of 24The Vocabulary Problem in Collaboration

5/29/2002file://G:\kchang\publications\publication25.htm



comments and interact verbally with each other and the facilitator to condense 
the topic list to a manageable size by eliminating redundant, extraneous, or 
irrelevant topics. While the EBS process is often productive, the IO process to 
organize the EBS comments can be problematic.  

Based on our concept space approach, we designed an online tool which was 
able to extract the vocabularies used in the EBS comments, identify the 
similarities between vocabularies (in the context of the meeting agenda and 
topics), and cluster similar vocabularies into unique topics. Lessons learned 
from our preliminary evaluation are included below.  

5.1. Building a Meeting Concept Space  

In this research, we used automatic indexing to identify terms (single words 
and multiple words) from the EBS comments. Cluster analysis technique was 
then adopted to identify co-occurrence probabilities (representing the degrees 
of similarity) between any two terms. Finally, we used the Hopfield net 
algorithm to group similar terms, i.e., terms which represent similar ideas. 
Each group of terms then represented a unique topic. We present sample 
output from the process below. (Readers are referred to [2] for details.)  

In order to improve the granularity of analysis, we treated each meeting 
comment as a document, the basic information unit for our automatic indexing 
procedure. The electronic brainstorming output, after automatic indexing, 
consisted of a list of terms (indexes). After indexes had been assigned to each 
comment, we proceeded to identify the co-occurrence pattern of vocabularies 
which appeared in all comments. The same Cluster Function presented earlier 
was adopted. Figure 4 shows some partial co-occurrence tables generated by 
our system for the same manufacturing session. Notice that the weights 
between terms are asymmetric, e.g., the weight from ``PRODUCT'' to 
``DESIGN'' was 0.1869 but the weight from ``DESIGN'' to ``PRODUCT'' was 
0.3460.  

 
   

Figure 4: Sample co-occurrence tables
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The final output from the above process was a network of descriptors and 
their weighted relationships, akin to a neural network of nodes and weighted 
links. Our system adopted a variant of the Hopfield network activation 
procedure [2] to identify clusters of relevant descriptors in the concept space 
through their weighted links. The textual representation of the topics (clusters 
of relevant descriptors) identified by our system for the manufacturing session 
is shown in Figure 5.  

 
   

 

Figure 5: System-generated topics for the EBS comments
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5.2. Topics Lists Evaluation  

Many similar algorithms developed earlier for the WCS application were 
adopted for this application. The EBS comments were extracted from the 
GroupSystems output files. For a typical EBS output of several hundred 
comments, the complete process of automatic indexing, concept space 
generation, and Hopfield net classification lasted about 7 minutes.  

In order to determine the performance and usefulness of the system's 
classification results and to pinpoint directions for future research, we 
conducted an EBS comment classification experiment which compared the 
system's suggested list of topics with those generated by professional meeting 
facilitators. Four facilitators were chosen for their experience and expertise in 
guiding groups through the Idea Organization process. It was felt that their 
experience would have prepared them to develop some criteria as to what 
would make a good list.  

The experiment consisted of two stages: a categorization stage and a list 
evaluation stage. In the first stage, each facilitator was presented with a 
complete set of brainstorming comments that had been generated by an actual 
group. Each facilitator was asked to create a list of topics that pertained to 
those comments. In the second stage, each facilitator was asked to critique 
five lists: three were generated by the other facilitators, one was generated by 
the actual group, and one was generated using our system. Each facilitator was 
asked to first rank the five lists. Following the ranking, we asked the subjects 
to add topics that they felt were missing from a list or delete topics that they 
felt were inappropriate. We then tallied the results for each list. We did not 
allow facilitators to access their own lists during the list evaluation stage. 
There was approximately one week's lag time between the two stages for each 
facilitator.  

The system's list was comparable to those of two facilitators. 

The experiment revealed that the system's output list was comparable to 
those of two facilitators, but not as complete as the output of the other 
two facilitators. Lists generated by Facilitators 1 and 2 were consistently 
ranked higher by all facilitators and determined to have more relevant 
concepts than those generated by other facilitators or the system. 
Facilitators 1 and 2 appeared to be better at capturing the meeting ideas at 
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the appropriate abstraction level - neither too general nor too specific. 
This observation was confirmed in the verbal protocols stated by several 
facilitator subjects during the list evaluation stage of the experiment.  

Facilitators spent more time in classification and their performances 
varied widely. 

Even after spending between 50 minutes and 168 minutes in evaluating 
EBS comments, professional facilitators' performances varied widely. 
This variation of performance may be due in part to differences in the 
facilitators' subject area understanding. Despite our effort to choose a 
session which was non-technical in nature, Facilitators 3 and 4 still 
expressed discomfort with the topics discussed in the manufacturing 
session. Subjects 1 and 2, however, expressed no difficulty in 
understanding the meeting topics or in generating their lists for both 
sessions. Considering the fact that meeting sessions may require 
facilitators to monitor sessions on topics about which they have little 
subject area knowledge and in view of the extreme cognitive demand 
(session facilitation, software and hardware control, group dynamics 
monitoring, etc.) and time constraints, a wide variation of facilitator 
performance is expected for real-life meeting processes.  

The system's list needs to be more precise and should be presented within 
proper context. 

Based on the comments supplied by the subjects, we were able to identify 
some directions for improving the system's performance and suggestions 
for using the system's analysis. Terms on the system list need further 
expansion in order to provide clearer meaning. One immediate solution 
would be to allow facilitators or meeting participants to browse the 
comments associated with the topics on the list and let them make 
necessary refinements. Because all EBS comments are indexed by the 
system, our bottom-up approach of generating meeting topics from EBS 
comments provides the added benefit of allowing humans to trace the 
justification of the topics suggested.  

In summary, the proposed ``concept space'' approach to the automatic 
classification of electronic brainstorming output presents several unique 
advantages over the conventional manual approach. As discussed earlier, 
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meeting participants often felt overwhelmed by the large number of EBS 
comments generated and were discouraged by the convergent task of 
generating a list of consensus topics. The cognitive demand of the manual 
convergence process and the variation of the quality of support provided by 
the facilitators (due to their experience and subject area familiarity) often 
made the Idea Organization stage a less than satisfying experience. Our 
proposed approach provides an efficient and algorithmic (domain-
independent) alternative for the analysis of the EBS comments. The topic list 
generated by the system can be used as a ``straw man'' for further group 
discussion and refinement. The refinement process will then be significantly 
less cognitively demanding and more efficient. We believe the proposed 
approach can help alleviate the group vocabulary problem and assist in 
converging ideas in electronic meetings.  

6. Conclusions  

Collaboration, a process which involves multiple collaborators working 
jointly for the same goal, is severely constrained by the backgrounds, 
experiences, and expertise of its collaborators. Like the information retrieval 
environment and the human-computer interactions situation in which people 
may use different terms to describe the same object or concept, the vocabulary
difference may create a significant bottleneck for both synchronous and 
asynchronous collaborations. In this research we have demonstrated the 
vocabulary problem in collaboration, both in synchronous communication 
(electronic brainstorming) and in asynchronous information sharing (the 
WCS) and we have presented an algorithmic concept space approach to 
approaching this problem.  

The concept space approach relied on various information science, statistical, 
and artificial intelligence techniques including object filtering, automatic 
indexing, cluster analysis, and search/classification algorithms. In contrast to 
the previous techniques for solving the vocabulary problem (e.g., unlimited 
aliasing) which are manual in nature, our techniques automatically extract 
vocabularies from text, identify vocabulary similarities, and group similar 
vocabularies together. This computationally-intensive approach helps alleviate 
some cognitive burden of collaborators while consolidating different 
vocabularies.  

We demonstrated our approach by using two examples. In one case, the 
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approach was adopted to create a worm concept space for the Worm 
Community System, a model implementation of the National Collaboratories 
project. The worm concept space represented the diverse vocabularies used in 
C. elegans worm research, e.g., genes, functions, subjects, etc., and can be 
used by experts, novices, and outsiders for searching community information 
and sharing community knowledge. The second example showed how we 
used the approach to extract vocabularies from electronic brainstorming 
comments produced by meeting participants, identified similar vocabularies 
(ideas) in the context of the meeting, and clustered similar vocabularies into 
consensus topics. An online concept consolidation tool for Arizona's 
GroupSystems was developed and tested. Our preliminary experiment showed 
that the concept space approach is promising. However, more refinement is 
needed.  

As CSCW technologies continue to grow and mature, the tasks they support 
will become increasingly more complex. The fundamental differences among 
vocabularies used by different collaborators will also continue to confound 
effective collaborative communications and information sharing. We believe 
this research has shed light on a promising approach to addressing the 
vocabulary problem in collaboration.  
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