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ABSTRACT
The new social media sites – blogs, micro-blogs, and social networking sites,
among others – are gaining considerable momentum to facilitate collaboration and social
interactions in general. These sites provide a tremendous asset for understanding social
phenomena by providing a wide availability of novel data sources. Recent estimates
suggest that social media sites are responsible for as much as one third of new Web
content, in the forms of social networks, comments, trackbacks, advertisements, tags, etc.
One critical and immediate challenge facing the MIS researchers then becomes - how to
effectively utilize this huge wealth of social media data, to facilitate business knowledge
discovery and decision making.
Among these available data sources, social networks constitute the backbone of
almost all social media sites. These network structures provide a rich description of the
social scenes and contexts, which is helpful for us to address the above challenge. In this
dissertation, I have primarily employed the probabilistic network models, to study
various social network related problems arose from the use of social media services. In
Chapter 2 and Chapter 3, I studied how information overload can affect the efficiency of
information diffusion in online social networks (Delicious.com and Digg.com). Novel
diffusion model were proposed to model the observed information overload. The models
and their extensions are thoroughly evaluated by solving the Influence Maximization
problem related to information diffusion and viral marketing applications. In Chapter 4, I
studied the information overload in a micro-blogging application (Twitter.com) using a
design science methodology. A content recommendation framework was proposed to
help micro-blogging users to efficiently identify quality emergency news feeds. Chapter 5
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presents a novel burst detection algorithm concerning identifying and analyzing
correlated burst patterns by considering multiple inputs (data streams) that co-evolve over
time. The algorithm was later used for discovering burst keywords/tag pairs from online
social communities, which are strong indicators of emerging or changing user interests.
Chapter 6 concludes this dissertation by highlighting major research contributions
and future directions.

14

CHAPTER 1

INTRODUCTION

The advance of Internet and Web technologies has had such profound influences
that we have witnessed significant evolutionary changes in our social, economic and
cultural activities. In recent years, the new social media sites – blogs, micro-blogs, and
social networking sites – emerge as the standards for the second generation of Web-based
services that emphasize on online collaboration, networking, and user generated contents.
According to Forrester Research, 75% of Internet surfers used “Social Media” by joining
social networks, reading blogs, or contributing reviews in 2008. In December 2009, over
25% of Internet page views occurred at one of the top social media sites in U.S.
(Wikipedia 2010). The enormous growth of social media sites and users’ participation in
these platforms has attracted considerable interest from business and marketing
practitioners. It is widely recognized that firms should be engaged in this revolutionary
trend, in order to maximize their business opportunities and competitive advantages.
Despite the widespread interest shown, it is crucial for firms to fully understand this
new information ecology before the engagement. Social media is a very active and fastmoving domain. It provides numerous innovative features as well as a wide availability
of novel data sources in the forms of social networks, comments, trackbacks,
advertisements, tags, etc. These data are of critical importance to be analyzed and
understood. Among them, social networks constitute the backbone of almost all social
media sites. These network structures provide a rich description of the processes and
contexts of the social media, which is worth exploring to facilitate business knowledge
discovery and decision making. From the social network viewpoint, social media
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research is driven by the needs to understand network characteristics and structural
properties (for example, community detection and evolution (Scripps et al. 2007)); to
understand and leverage the effects of social network applications on social and cultural
behavior (for example, trust propagation (Guha et al. 2004), information diffusion and
viral marketing (Gruhl et al. 2004; Stewart et al. 2007)); third, to develop better
applications to facilitate interaction and communication among groups of people (for
example, collaborative-filtering recommender systems (Herlocker et al. 2004) and link
prediction/recommendation (Hsu et al. 2006)).
In this dissertation, I have primarily employed probabilistic network models, to
study various social network related problems arose from the use of social media services.
I have focused on three major business applications: viral marketing, content
recommender systems, and burst detection. These problems, because of their inherent
stochastic nature, can be effectively addressed within a probabilistic framework. My
unique contributions have been mostly focused on examining these problems from a
network perspective. Figure 1.1 summarizes the major study areas and methodological
foundations of my research.
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Figure 1.1 Research Framework

As illustrated in the Figure 1.1, Chapter 2 and 3 focused on viral marketing
application and its marketing strategy. Viral marketing has emerged as one of the most
important social media applications for stimulating product awareness and adoption.
There exist various critical factors that contribute to the success of a viral marketing
campaign. One of them is the initial targeting, or viral seeding. In this procedure, the
advertiser estimates the extent of interpersonal influence within the particular community
where the campaign is launched. Following the estimation process, a group of influential
members are initially targeted with the hope that they can trigger a larger influence
subsequently. Many psychological and social variables that could affect the seeding
performance have been recognized. However, most of these results were obtained by
viewing interpersonal interactions as occurring on a face-to-face basis. In reality, the
online communications have provided individuals unprecedented ease and low cost to
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interact with multiple people simultaneously. Despite the obvious benefits of easier
access to information, information overload emerges and potentially threatens the
effectiveness of viral campaigns.
In Chapter 2 and 3, I have explicitly considered the effect of information overload
when solving one fundamental algorithmic problem related to viral seeding – the
Influence Maximization (IM) problem concerning targeting initial individual set to
maximize the influence of the viral campaign. Traditional information diffusion models
such as the Independent Cascade Model (ICM) provide a general probabilistic framework
for studying viral marketing. However, ICM rests on several overly-restrictive
assumptions, which makes it inappropriate for modeling the effects of information
overload. I used two real-world online social network structures extracted from
Delicious.com and Digg.com, to illustrate this limitation of the ICM. Model
improvements and extensions were proposed and compared with the ICM in solving the
IM problem. The results have clearly shown that the information overload could have a
significant negative impact on the overall viral marketing effectiveness, and thus should
be explicitly dealt with when designing viral campaign strategies.
Based on these initial observations, the following research questions have been
raised and addressed:
-

How to model the diffusion process on social networks when considering the
information overload? In particular, how the ICM can be enhanced with respect
to this requirement?
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-

How to design and optimize viral seeding when considering the information
overload? Further, whether and how can the network characteristics and
structures affect such decision-makings?

In these two chapters, the model extensions of the ICM have been developed to
describe the effects of information overload as well as its countermeasures. The proposed
models are then used for re-examining the Influence Maximization question using a
mixed simulation approach. The simulation results have shown that such model
improvements can assist viral marketers to make more informed influence maximization
decisions.
Chapter 4 presents my research work on a micro-blogging recommender system. In
this chapter, the information overload problem was addressed in a micro-blogging
application (Twitter.com) from a design science perspective. Micro-blogging is now
widely accepted by public as an important source of real-time information updates,
especially during critical emergency events. However, it is becoming increasingly
difficult to find contents of interest from micro-blogs generated by the exponentiallyexpanded micro-blogging community. On the occurrence of emergent events, the seeking
of accurate and timely information can be even harder.
This chapter thus identifies and examines the following research questions:
-

How to provide micro-blogging users with relevant and timely information
during emergencies by using a recommendation approach?

-

How to design this recommendation algorithm by utilizing the information
diffusion patterns observed from the micro-blogger network.
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I proposed to use a “diffusion graph” that captures the information diffusion
patterns among a large set of micro-blogs who play the role of news providers. As such,
rather than letting users actively perform searches, the aim is to identify a small number
of quality “news reporters” measured by various diffusion-related scales, and to
recommend them to information seekers as emergency news feeds. The entire
recommendation process was formulated as a combinatorial optimization problem, for
which sub-optimal results can be obtained using heuristics. I have evaluated this
diffusion-based recommendation framework on Twitter during the early outbreak of
H1N1 Flu. The results showed that this method resulted in more comprehensive
recommendations satisfying multiple criteria compared to benchmark approaches.
Chapter 5 presents my research work on anomaly detection. Anomaly detection is
an important research area in temporal data mining, and has many business applications
for supporting timely decision making. For instance, financial agencies can apply
anomaly detection methods to monitor account transaction histories for identifying
fraudulent activities. Marketing managers can rely on novelty detection to automatically
discover trending topics or interest shifts from online user-generated contents. The main
theme of this chapter was on burst detection – a specific type of anomaly detection task.
A burst suggests that the occurrence of a certain data feature is unexpectedly frequent in a
short period of time. In this work, I proposed a novel method to identify and analyze
correlated burst patterns by considering multiple data streams that co-evolve over time.
The objective is to answer the research question of how to identify correlated burst
patterns from multiple data streams. In particular, we applied the model for the detection
of burst keyword/tag pairs in a well-known online social community – Delicious.com.
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The identified burst tags are then considered as strong indications of emerging or
changing themes, which provide valuable insights into customer characteristics and
marketing decisions.
From a modeling perspective, this approach considers a network of data streams as
an entirety as opposed to treating each data stream separately. The basic intuition is that
in many circumstances, data streams are closely dependent on each other. Such
dependencies provide meaningful information concerning the overall system dynamics
and should be explicitly integrated into the burst detection process, rather than being
ignored.
Chapter 6 of this dissertation highlights the major research contributions, and some
promising future directions that are worth pursuing.
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CHAPTER 2. MAXIMIZING INFLUENCE THROUGH INFORMATIONOVERLOADED ONLINE SOCIAL NETWORKS
2.1 Introduction
Studying information diffusion through social networks has recently become an
active area of study (Centola 2010; Cha et al. 2009; Guha et al. 2004; Kleinberg 2010).
One of the business-related motivations behind this line of inquiry is viral marketing.
Unlike conventional marketing, viral marketing seeks to increase awareness or adoption
of a product by taking advantage of the “network value” of consumers (Domingos 2005).
It seeks to target a limited set of individuals - for instance, giving them free samples of
the product - and exploits existing social networks by encouraging these initial “seeds” to
influence their acquaintances' opinions by making (positive) recommendations and
referrals.
In recent work, Domingos and Richardson posed a fundamental algorithmic
problem for viral marketing applications (Domingos et al. 2001). Suppose that the
advertiser is given the estimates for the extent to which individuals influence one another
in a social network, the Influence Maximization (IM) problem asks how to choose the
initial targets in order to maximize the overall effectiveness of the viral marketing
campaign. In (Domingos et al. 2001; Kempe et al. 2003), this problem was formulated
and analyzed using different diffusion models. These models typically model social
networks as directed graphs with links representing inter-personal connections between
users / nodes. Among them, the Independent Cascade Model (ICM) (Kempe et al. 2003)
is one of the most basic and widely-studied examples. The ICM perceives that each node
in the social network has a node-specific probability which determines its likelihood of
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being influenced. As such, after an initial set of seed users are chosen, the diffusion
process unfolds as a probabilistic process. Given the known probabilistic parameters, an
expected number of total influenced users can be estimated, and the IM problem concerns
whether the current targets can maximize this number.
The ICM has provided one useful framework to interpret the process of individuals
to adopt the opinion from their external connections. However, this model represents a
simplistic view of the diffusion process as it implicitly restricts the number of diffused
item under study to be one (e.g. a word-of-mouth message spread among consumers.)
This assumption simplifies the modeling work but also limits the range of applications
that can benefit from using the ICM. Our research aims at improving the ICM to achieve
a more comprehensive modeling of information diffusion. In this work, we use viral
marketing as a motivating example and consider the diffusion of the specific message in
an information-overloaded environment. Empirically we have observed that the
abundance of information could overload the recipients and discourage the flow of
information. Hence, we first demonstrate that by simultaneously considering the
multiplicity of diffusion messages, a more realistic and generalized modeling framework
of information diffusion can be developed based on the ICM. Next, we show that this
new model can adequately describe the diffusion process in the presence of high
information load. We then hypothesize that, with such an enhanced modeling capability,
it is helpful for viral marketers to make more informed influence maximization decisions.
This chapter reports our modeling and computational work along this direction.
The rest of this chapter is organized as follows. We begin with reviewing existing
diffusion models and the concept of information overload in Section 2.2. In Section 2.3,

23
we analyze the data collected from Delicious.com, and report our observed diffusion
patterns in Delicious. We then propose an improved diffusion model on the basis of the
ICM in Section 2.5 and conduct a computational experimental study to illustrate its
potential usefulness and practical value. Additional model evaluation results are reported
in Section 2.6 by using simulated data sets. Finally, conclusions and future directions are
discussed in Section 2.7.
2.2 Literature Review
Empirical studies on the diffusion phenomenon have been extensively conducted
since the early 20th century. These studies have appeared in the literature under different
names across different disciplines, such as innovation/product/technology diffusion
(Attewell 1992; Brancheau et al. 1990; Mahajan et al. 1990), information diffusion(Gruhl
et al. 2004), epidemic diffusion (Barthelemy et al. 2004), etc. Following the early
empirical work, operational models for describing the diffusion dynamics were
introduced decades later. In this section, we first survey some of the major mathematical
diffusion models that have appeared in the sociology, epidemics, and marketing literature.
Based on their modeling assumptions and methodologies, we classify these models into
two broad categories – non-network-based models and network-based models. We then
discuss the information overload issue that has been largely overlooked by these models.
The discussion leads to our efforts of incorporating the factor of information overload
into one of the popular diffusion models – Independent Cascade Model.
2.2.1 Non-network-based Models
The diffusion of innovation, which is defined as the process by which that
innovation “is communicated through certain channels over time among the members of
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a social system”, has long been an active and important area of diffusion research
(Hagerstrand 1967). Many product growth models have been proposed for forecasting the
reach of diffusion in management and marketing science literature. One of the earliest
models was the hypodermic needle model (HNM) (Lasswell 1927). This model only
considers the direct effects of mass media on the general audience, and was later
extended as a two-step flow model (Berelson et al. 1948). The new model assumes that
“communication messages flow from a source, via mass media channels, to opinion
leaders, who in turn pass them on to followers.” This two-step model has provided useful
characterizations of the flow of communication, but was questioned for its overly-rigid
assumptions. In the late 1960s, a refined model – the Bass Forecasting Model was
proposed by Bass (Bass 1969). The Bass model has been one of the most prevalent
diffusion models in the marketing field. It builds a diffusion equation to model the
cumulative innovation/product adopters as a combination of the intrinsic adoption rate
affected by the mass media, and a social adoption rate affected by interpersonal channels.
Much of the previous research on non-network-based diffusion models has also
been done in the field of epidemiology. The classical disease propagation model SI model
is based on the stages of a disease in a host (Hethcote 1976). According to these stages,
the population can be classified into two fractions – Susceptible, and Infected. An
individual is first susceptible to a disease, if she is exposed to an infectious contact, she
can become infected. Based on these assumptions, differential equations can be
developed to estimate the proportion of each type of individuals in the population. The SI
model is the foundation of many more sophisticated epidemiological diffusion models,
such as the SIS and SIR model (Hethcote 1989). The former model assumes that infected
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individuals are either removed from the population (by death) or become healthy, at
which point they are again susceptible. The latter model, SIR model, introduces the state
of Recovery/Resistant with immunity to the disease. According to the disease type, this
recovery state may be temporary or permanent.
The above diffusion models have greatly advanced the analysis of communication
and diffusion patterns. However, they have been limited in studying diffusion at an
aggregate level. These models have not explicitly accounted for the social network
structure underlying the diffusion. Part of the reason is the unavailability of accurate
large-scale social network data when the models were proposed. We thus classify them as
in the family of non-network-based models.
2.2.2 Network-based Diffusion Models and the Influence Maximization Problem
Formally, a social network is usually represented as a directed graph DG=(V,E).
Each vertex v ∈ V represents a node in the network. For convenience, the terms vertex
and node are used interchangeably in this study. Each directed (v, u ) ∈ E indicates that v
can exert influence on u by sending a message. (The message denotes a single unit of
information, which is an abstract concept and can have various concrete forms, such as an
email.) In such a case, we call v the sender, and u the recipient of the message. Each node
has multiple states but can in only one state at any time. The exact number and meaning
of the states depend on the particular application context, but usually we use inactive and
active to distinguish two general conditions. Each node maintains a default state of
inactive. A message recipient can be activated by the message and adopt the message
content. Whenever the activation occurs, the recipient switches from the state of inactive
to active.
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Threshold models are among the earliest information diffusion models, with one
simple example being the Linear Threshold Model (LTM) (Kempe et al. 2003). In LTM,
given an individual v, each edge (u,v) that points to v is associated with a non-negative
weight wuv , satisfying

∑w

uv

≤ 1 . This set of weights represent the extent to which v is

u

influenced by u. Meanwhile, v has a personal threshold θv in the range of 0 and 1 – a
predetermined value representing the easiness for v to become active. Given these
parameter values and a set of initially-active individuals, the diffusion process is modeled
deterministically in a sequence of discrete steps. In step t, all individuals that were active
in step t-1 remain active; each individual that was inactive in step t-1 becomes active if
and only if

∑w

uv

X u (t − 1) ≥ θ v where X u (t − 1) is 1 if u was active at step t-1 and 0

u

otherwise. The entire process of diffusion repeats until no more activation is possible.
Note that the term

∑w

uv

X u (t − 1) can be replaced by an arbitrary monotone increasing

u

function of the set of active neighbors of v, and this leads to a more generalized version
of threshold model.
Unlike deterministic threshold models, cascade models explain the network
diffusion process in a probabilistic framework. One of the simplest examples is the
Independent Cascade Model (ICM) (Kempe et al. 2003). In the ICM, the diffusion
process is also modeled as a progressive case in discrete steps: In step t, when u first
becomes active, u can activate each currently inactive neighbor v - with a successful
probability puv . If u succeeds, then v will become active in step t+1. Note that whether or
not u succeeds, it cannot make further attempts to activate v subsequently. Based on the
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ICM, the generalized cascade model can be obtained by allowing puv to vary with the set
of v's neighbors that have already attempted to activate v.
2.2.2.1 The Influence Maximization Problem
With a rich set of social network data being available, the network-based models
become more applicable and useful as they provide deeper insights into the underlying
diffusion mechanism. Traditional diffusion problems can be reformulated on these
network-based models for more accurate quantification and solution. The IM problem
arising in the viral marketing context is one such example. In the IM problem, we first
define the influence of a set of individuals A as the expected number of individuals who
finally adopt the promoted product or opinion, given that A is chosen as the initial seeds
of the viral campaign. The problem concerns, given the resource constraints, how the
influence can be maximized when only no more than k individuals can be chosen for
seeding. The IM problem offers valuable insights into the cost/benefit aspects of a viral
campaign. The network-based models enable the problem to be formulated and studied in
a finer granularity, which is difficult to achieve by using the non-network models.
2.2.3 Information Overload
The Internet has significantly lowered the cost of generating and transmitting
information. This reduction in cost has considerably expanded the reach of individuals,
transforming the communication into the form of one-to-many or many-to-many. Such a
change could result in an increase volume of messages that one can send and receive.
Despite the obvious benefits of easier access to the information, it also produces adverse
information overload effects.
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Information overload refers to the situation that the amount of information supply
exceeds the information-processing capacity of an individual (Jones et al. 2004). From
the decision making perspective, when information overload occurs, the relationship
between the amount of information supply and the amount utilized by the decision maker
can be represented as an inverted U-curve (Eppler et al. 2004) (Figure 2.1). As is
illustrated in this figure, increasing the amount of information supply (x-axis) can
increase the utilization (y-axis) up to a certain point. However, beyond this particular
point, the utilization level starts to decline due to the limited information-processing
capacity.

Figure 2.1 The Inverted U-Curve of Information Supply and Utilization

Network-based diffusion models have offered great benefits to the diffusion study.
However, in previous studies, the applications of these models were limited to describing
interpersonal communications occurring on a one-to-one basis. Take the ICM as an
example, it implicitly restrict the number of diffusion messages under study to be one,
and each agent in the model operates on this only message without being disturbed. This
simplification ignores the fact that multiple messages could co-exist and co-propagate in
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the system. In that case, each individual bears a certain level of information load. Her
reaction to the incoming messages might be different from that of without the load.
In the next Section, we report our observations in Delicious concerning the impact
of information overload on information diffusion. We then use the IM problem as an
example, and show that ignoring such an impact can lead to compromised modeling
capabilities and a suboptimal solution to the IM problem. These empirical findings will
form the basis of our proposed model improvements.
2.3 Delicious.com and the Data Set
2.3.1 Introduction to Delicious.com
Delicious.com is arguably the most popular online social bookmarking service
provider. Once users are logged in, they can bookmark a Web URL (e.g. a Web page)
and store and organize Web bookmarks in their personal online repositories. Delicious is
considered as social because people can designate other users as their friends, and track
their bookmark updates. In this study, for user u who adds user v as a friend, we call v as
u's friend, and u as v's fan. Delicious then provides u a network page displaying all the
URLs bookmarked by u's friends, and these bookmarks are ranked in a reversechronological order. Note that the friendship is uni-directional, which means that v is not
able to view u's bookmark collections, unless a reverse friend link is set up.
The diffusion of a single message (in the form a bookmarked URL) in Delicious has
an intrinsic probabilistic nature. Whenever user u reads an incoming message from v,
there is a probability for u to bookmark it. As such, the cascade models are more
appropriate to characterize such a diffusion process for their non-deterministic nature. In
this work, we focus on using the most popular cascade model – the ICM and its
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extensions, to analyze the diffusions inside Delicious. However, unlike the standard
diffusion process described by the ICM, on Delicious, we see a more realistic scenario
where users do not receive one message at a time. Instead, users tend to track their
friends' activities in a “batch” mode (especially for those who have a large number of
friends.) It frequently occurs that when one user checks her network page, multiple
newly-updates are simultaneously listed. Constrained by the limited attention span, this
user can hardly pay equal attention to each bookmark update. As a consequence of this
batching effect, the spreading of any single bookmark in the network cannot be treated as
an isolated event. The empirical findings reported in the next subsection further support
this viewpoint.
2.3.2 “Location Matters”
We have collected data from Delicious.com aiming to understand how the heavy
load of information can affect user choices and the resulting information diffusion
patterns. We first used the keyword “programming” to query the Delicious system, and
chose 193 URLs that have been bookmarked for more than 100 times. Each bookmark of
a given URL r is characterized as a three-element vector (u,r,t) indicating that user u
bookmarked URL r at time t. Altogether, we have collected 140,536 bookmarks from
79,577 unique users, which comprised our first data set “bookmarks”. We continued to
construct our second dataset “people” which consisted of complete profiles of all users
who have appeared in the “bookmarks” data. A user's profile include this user's
friends/fans, and three months' historic bookmarks.
Following the ICM terminology, user u can be “activated” by u's friend v in regard
to URL r, if u bookmarked r after v did through u's network page. Unfortunately,
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Delicious does not provide records indicating the occurrences of such activations. As a
result, we alternatively identify plausible examples of diffusion by using link inference
techniques widely adopted in the social network literature (Adar et al. 2005). Specifically,
if (1) we can find two bookmarks bu = (u, r , tu ) and bv = (v, r , tv ) , (2) u ∈ fan(v) (or
equivalently v ∈ friend (u ) ), and (3) tu is Δt units of time later than tv , we then call

pap = (v, u, r , Δt ) a plausible activation path (PAP) from v to u in regard to URL r with
lag Δt . Based on this definition, there may exist multiple PAPs for u in regard to r; in
such cases we only consider the PAP with the minimum lag and ignore other PAPs.
The inferred activation paths can only be considered as “plausible” since the
definition is obviously over-inclusive. There exist possible cases of u and v sharing r by
pure coincidence. Since such cases should not have been considered as an example of
activation, the set of real activation paths, which is in fact impossible to trace, is only a
subset of plausible diffusion paths we have defined here. However, as we will show in
the following studies, though this empirical approximation is not perfectly accurate, can
satisfy our needs well with additional adjustments.
With the definition of the PAP, we sought to find out all PAP cases from our data
sets. In total there were 12,467 unique PAPs identified with Δt less than 7 days. As the
network page of Delicious can have 10 ~ 100 positions/slots for displaying bookmarks
from the top to the bottom (based on user settings), an interesting question arises: given
an existing pap = (v, u, r , Δt ) , can we infer at which position did u notice r in her network
page, and made the decision to bookmark r, i.e. at which position did the activation occur?
Because we have already known that the bookmarks in the network page are ranked by
their arrival time, the exact activation position can be estimated by counting the number
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of bookmarks made by all users w ∈ friend (u) during lag Δt . Figure 2.2 shows the
percentage of PAPs attributed to each position (ranging from 1 ~ 10) when the lag Δt
falls between 3 and 4 days. It seems that a predominant portion of the PAPs were formed
when bookmarks were shown at the first position, making the contributions from other
positions almost negligible.

Figure 2.2 The percentage of PAPs at different positions of the network page when ∆t
ranges from 3~4 days
The reason for us to exclude smaller Δt is that our definition of PAP may
improperly include small-lag coincidental cases which could generate biases towards the
first position. To ensure the generality of our observations, we have also repeated our
experiment with lag Δt ranging from 5 ~ 7 days and have obtained similar findings. Such
strong association between user attention and positioning of the information has also been
widely reported and discussed in other Web applications. One representative example is
about users' search behavior. In (Granka et al. 2004), the authors studied the eye
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movements of search engine users, and found that users rarely looked at lower ranking
results.
The experimental results above demonstrate that the reach of a message can be
seriously compromised by other messages that are simultaneously propagating through
the network. If an advertiser plans to use Delicious as a viral marketing platform for
promoting products or opinions, the interfering effects of noisy messages cannot be
simply overlooked. Namely, given a sequence of incoming URLs and a particular URL r
whose influence we intend to maximize, we assume that r is ranked at position s in the
message sequence (the smaller s, the higher rank in the network page), and set a random
variable X s = 1 if r successfully activates the target, and 0 otherwise. Based on the
observations made before, we let the probability of activation at position s drop
exponentially when s increases. To be more specific, p( X s = 1) = p ⋅ exp(−γ ⋅ s)(s ≥ 1) . In
this expression, p equals the probability of activation when only r is received (without
the information overload.) The latter part represents the intensity of load, which is
controlled by a scaling parameter γ > 0 . In addition, since all the messages enter the
sequence randomly, we can assume that the chance for r to locate in any position is a
uniform number
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overload. The expectation grows with len initially, but stabilizes after the number of
messages reaches a certain point. This shape is slightly different from the classical
inverted-U shape, but it explains our data better. In Delicious, each network page
includes 10 bookmarks on default, and the len bookmarks are thereby displayed on
separate pages. As such, messages that are listed behind would have smaller chances of
being noticed and clicked. The total expected activations are thus largely dependent on a
limited number of messages listed in the front.

Figure 2.3 #of incoming messages and expected activations, with p = 0.1

2.4 Enhanced ICM
The inability of the ICM to deal with the diffusion of multiple messages could lead
to an incorrect estimation of the reach of the influence. We thus present an extension to
the ICM called the “Enhanced ICM” (EICM) for addressing this issue. EICM also
investigates diffusion processes in a directed network G=(V,E). Unlike the ICM which is
limited to modeling one single message, the EICM allows multiple messages to

35
simultaneously propagate through the network G. Such an added multiplicity is the most
prominent difference between the two models, which enables the EICM to model the
information-overloaded nature of online environment.
2.4.1 The Model
Similarly, the information diffusion process is modeled on the EICM in discrete
steps. In step t, when node v first becomes active, it attempts to influence each currently
inactive fan u ∈ fan(v) by sharing a message msg v ,u . At the same time, node u can
receive a sequence of arbitrary lenu messages from each of the rest of u's friends w. This
sequence of messages are presented in a certain order, and the probability for u to be
activated by msg v ,u then depends upon msg v ,u 's ranking s in the sequence. If v succeeds,
then u will become active in step t+1. The entire process starts with an initial set of active
nodes, and repeats until no more activations are possible. Note that the original ICM is a
special case of the EICM, when lenu equals 1.
Figure 2.4 summarizes some of the key differences between the ICM and the EICM.
In the next subsection, we show that the IM problem can be formulated on the EICM and
be solved using greedy heuristics.
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Figure 2.4 Comparison of the ICM and EICM

2.4.2 Approximation Algorithms for the IM Problem
It is NP-hard to determine the optimum for the IM problem using the EICM
(Kempe et al. 2003). However, the optimal solution can be efficiently approximated to
within a factor of ( 1 − 1/ e − ε ), by adapting the heuristic hill-climbing algorithm used in
the ICM (Kempe et al. 2003). Here e is the base of the natural logarithm and ε is any
positive real number. In other words, this is a performance guarantee slightly better than
63%. This greedy hill-climbing algorithm starts with an empty set, and repeatedly adds a
node that gives the maximum marginal influence, until the k-constraint is met. More
specifically, given a social network G=(V,E), an influence measure σ , and an initiallyactive set A=Ø, we adds a node v to A, where arg max[σ ({v}) = σ ( A ∪ {v}) − σ ( A)] , until
v

|A|=k. Two separate approaches can be used to update σ ({v}) , a non-adaptive and an
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adaptive one. The non-adaptive greedy algorithm initially assigns σ ({v}) when A=Ø,
and performs no further updates thereafter. In contrast, the adaptive greedy algorithm
updates σ ({v}) every time when A expands. Given an n-node network where k seeds
must be selected, the worst time complexity of the non-adaptive greedy algorithm is O(n).
However, for the adaptive greedy algorithm, the influence measures need to be updated
for n-m+1 times before the m th seed can be selected ( 1 ≤ m ≤ k ), which leads to a time
complexity of O(n2 ) . Due to this reason, the adaptive greedy algorithm is not appropriate
for large-scale networks.
Algorithm 2.1 Non-Adaptive and Adaptive Greedy Algorithm for IM Problem

In the next section, we continue to use the EICM to model the social network
extracted from Delicious as well as the diffusion patterns identified. Our primary
objective is to demonstrate the improved modeling capability of the EICM on real social
networks. In particular, we have developed an EICM-based influence measure, the EICM
centrality, and adopted this measure for solving the IM problem. We then evaluated the
usefulness of the EICM by estimating and comparing the expected influence derived
from using the EICM centrality and other commonly-used ICM-based measures.
2.5 Evaluations Using the Real Data
We have performed the evaluation based on the real dataset as described in Section
2.3.2. The dataset “people” contained 79,577 unique users, and 12,487 of them had
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bookmarked more than 5 URLs during the past three months before the date of data
collection. These 12,487 users were labeled as “active users” and the rest were
considered as non-active. Non-active users were temporarily removed from the original
“people” dataset since they could neither be activated or activate others. We have thus
used active users to construct the testbed network, which has resulted in a network with
12,487 nodes and 101,572 edges.
The Delicious network can be readily modeled within the EICM framework. Given
any node v on the network, suppose that u has m fans, and each fan u ∈ fan(v) has nu
friends. Without loss of generality, we assume that each of u's friends can share at most
one bookmark with u at a time. This assumption can be justified by the fact that the
number of received bookmarks is closely correlated with the number of friends (indegrees) (see Figure 2.5.) Therefore, obtaining the exact number of received bookmarks
is not necessary as long as the relative ratio for each user is correctly maintained. The
underestimated information overload effect can be compensated by adjusting the scaling
parameter (discussed in Section 2.3.2) without introducing extra messages.

Figure 2.5 The # of incoming messages being proportional to the # of friends (in-degrees)

39
After assuming the communication frequency, the EICM-based influence measure,
called the EICM centrality, can be developed as follows. We let X vu = 1 if v successfully
activates u. Then the EICM centrality for v, denoted as σ EICM ({v}) , is defined as

σ EICM ({v}) = ∑ p ( X vu = 1) , where p( X vu = 1) can be obtained by following the
u

activation rule defined in Section 2.3.2. To apply the EICM centrality to select seeds, we
can use both non-adaptive and adaptive greedy methods. However, in real large-scale
social networks, to frequently update each node's influence is computationally expensive.
As a result, in the section, we choose to use the non-adaptive greedy approach, and leave
the detailed analysis of adaptive algorithm to the next section.

Figure 2.6 Evaluation Design

Our evaluation procedure is illustrated in Figure 2.6. Given an input network and a
control parameter k, we first select a set of k seeds based on the EICM centrality. For
comparison purpose, three common heuristic solutions to the IM problem were
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considered. These heuristics are degree centrality, distance centrality, and betweenness
centrality (Wasserman et al. 1994), which are frequently used in the ICM to estimate a
node's influence. Degree centrality measures the number of out-degrees that a node has,
which assumes that higher-out-degree nodes are more influential. Distance centrality
measures the average proximity of a certain node to the rest of nodes in the network,
which is also called closeness centrality. This measure can be interpreted as nodes with
shorter paths to other nodes can have a higher chance of influencing them. The last
centrality measure, betweenness centrality is a measurement of the number of shortest
paths traversing a given node. Betweenness centrality assumes that intermediate nodes
which are involved in a larger number of shortest paths are of higher importance. Finally,
we consider a baseline approach of choosing nodes randomly.
After we have identified k candidate seeds using a given influence measure, we
estimate their generated influence in the real Delicious network. As real diffusions were
impossible to trace in Delicious, we have used PAPs (Plausible Activation Paths defined
in Section 2.3.2) to create a gold standard for our evaluation. For given user v and fan u,
we have collected their historical bookmarking activities in the past three months,
denoted as h(v) and h(u), and calculated the total number of PAPs from v to u - |pap(v,u)|.
Therefore, the probability for v to activate u can be approximated as

| pap(v, u ) |
⋅ (1 − α ) ,
h(v) ⋅ h(u )

where α is the proportion of coincidences. The value of α can be estimated as follows.
We have randomly selected pairs of users x and y who were physically disconnected, and
counted the number of identical URLs that y had bookmarked after x, denoted as idt(x,y).
It is then legitimate to infer that theses identical URLs were mostly resulted from
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coincidences. As such, we selected the same number of disconnected pairs as |E| – the
number of edges in the testbed network – and roughly estimated α as

∑ idt ( x, y) .
∑ pap(v, u)

Finally, each edge of the testbed network was assigned with an activation
probability value with the maximum 0.64 and the minimum 0, and an average of 0.03.
When a message flows on this probabilistic network from a set of initial seeds, each
inactivated node has an expected probability of being influenced. The overall influence
can be derived by aggregating all non-seed nodes’ expectations, which can then be used
to evaluate and compare various seeding strategies.
Note that by using the centrality measures above, we arrive at an assumption that
advertisers do not have complete information about individuals' needs or preferences.
This is understandable since collecting such detailed data is practically difficult because
of the overwhelmingly large size of online networks, the data privacy issue, etc.
Therefore, the structural properties of social networks, which are relatively easy to obtain,
are more commonly used as seeding criteria.
2.5.1 Real Evaluation Results

Figure 2.7 Comparison of the EICM centrality and other ICM-based influence measures

42
Our main objective is to compare the seeding performance of using EICM centrality
and ICM-based influence measures. Our intuition here is, if we model Delicious network
using the ICM, we are likely to overestimate the spreading capability of certain nodes for
not considering the information overload issue.
As illustrated in Figure 2.8, we have observed that when less than 0.5% of total
nodes are selected as seeds, using degree centrality can achieve a higher influence than
using the EICM-centrality. We explain this as when the degree centrality is used, nodes
which have the current highest out-degree (largest number of fans) are selected. A closer
observation of these seeds shows that several of them include fans who have highly
frequent bookmarking activities. These active fans turn out to be less affected by the
predicted information overload effect. However, when the set of seeds continues to
expand, nodes with a moderate number of fans are included, who are not as densely
connected as early seeds. Their fans tend to be less active, and exhibit evident
information overload effect. As such, the performance of EICM centrality starts to
improve and constantly leads to a larger influence than that of the degree centrality.
In addition, both Distance and Betweenness centrality measure the importance of
nodes from the distance perspective. However, in our data sample, the activation
probabilities are so low that the advantage of smaller average distance is not significant.
Lastly, for comparison purpose, we have also included a baseline approach of choosing
seeds randomly. As expected, the random seeding has always delivered inferior results
with the lowest influences among all three approaches.
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Figure 2.8 Cost-benefit ratio

We also found that the total influence is proportional to the number of seeds used,
when no more than 1% of total nodes are selected as seeds. Beyond the 1% point, the
newly-added seeds become less connected, causing the viral campaign to be less costeffective (Figure 2.8.)
The above analysis has revealed that degree centrality remains to be an effective
seeding choice when the marketing budget is limited. However, for achieving the
maximum influence, a better strategy should not focus only on those highly-connected
“influentials.” Nodes with moderate connections would be helpful to further spread the
influence if targeted. In that case, our results have shown that considering information
overload could make a substantial difference.
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2.6 Evaluations on Simulated Networks
In the previous section, we have evaluated the EICM and the derived influence
measure using the real social network extracted from Delicious. The evaluation was
based on this network with all model parameters estimated from real observations. In
such a setting, many details of the model remain to be unclear, such as how can network
topology affect the performance of the EICM. In this section, we construct several
simulated networks with varied structural characteristics and conduct extensive
sensitivity analyses of the EICM using these artificial networks.
2.6.1 The Baseline Networks
The original friendship network described in Section 2.5.1 (denoted as ON)
contains 10K+ and 100K+ edges. In practice, such a large size has made it time-costly to
alter the network structure. As a result, we have extracted smaller samples from the ON
as follows: we randomly selected 2000 nodes from the ON, and only kept the edges
connecting these 2K nodes. After that, we obtained the largest connected component
from this 2K-node network as a subgraph of the ON. Note that the extracted subgraph
still preserved the ON’s degree distribution and density. We call this subgraph the
baseline network – BN, and used it as the baseline for future transformation and
evaluation.
We have repeated this sampling and extracting process for 30 times, and have
obtained 30 such BNs with their number of nodes varying between 971 and 1625, and an
average of 1142.
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2.6.2 Degree Distribution
Degree distribution P(k) is an important property of network topology (Wasserman
et al. 1994), which expresses the fraction of the nodes in a network having degree k. A
power law distribution determines that P(k ) ∼ k − r . In our BN samples, both in-degrees
and out-degrees follow a power-law distribution.
As opposed to the power-law network, random network is characterized by a degree
distribution following a Poisson law P(k ) ∼ λ k e−λ / k ! ( λ is the average degree of the
network.) Intuitively, unlike a power-law network which exhibits a high variability in the
degrees, most nodes in a random network have a degree close to the average.
Given the structural differences of power-law and random networks, we set out to
evaluate the EICM on both types of networks. The comparisons of diffusion patterns on
power-law and random networks are commonly seen in previous literature (Cointet et al.
2007). We first conducted evaluations on BN samples as we did in Section 2.5. Next, the
degree distribution of each BN was controlled with respect to its in-degree and out-degree,
respectively. Our first attempt was to change the in-degree distribution of the BN while
preserving its out-degree distribution. We let each node keep its original out-degree, and
re-designated its in-degree based on the Poisson distribution P ( kin ) ∼ λin kin e − λin / kin ! . After
deciding the in-degrees, we reshuffled the links randomly and obtained the resulting
simulated network SN_IN (Cointet et al. 2007). Note that the generated SN_IN shared the
same number of nodes and edges as the BN, as well as the density. Likewise, we have
done the reverse by maintaining each node's in-degree and reassigning its out-degree
following a Poisson distribution. This has resulted in the second type of simulated
network SN_OUT.
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Figure 2.9 Execution time and achieved influence in the baseline networks (A-adaptive,
NA-Non-adaptive)

The experimental results on BNs are illustrated in Figure 2.9. In this evaluation, 3%
of each BN's nodes were selected as the seeds. We have tested different seeding criteria,
including the adaptive algorithm that was not used in real evaluations. The leftmost two
columns represent the average influences obtained by running the adaptive algorithm
when using EICM and degree centrality, respectively. Overall, the adaptive algorithm
yields the largest influence, while the time spent is also the longest. The non-adaptive
algorithm provides the second best outputs, and spends significantly less time. Both
algorithms can yield larger influences by considering the information overload.
In the SN_IN networks, the same number of seeds can produce a larger influence
than in the BN. We explain this as: for any seed sd, we let the node set influenced by sd
be inf(sd). When in-degrees are decentralized, there tends to be less overlapping between
inf(u) and inf(v) for any two seeds u and v. As such, the expected size of influence
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expands because the same number of interactions can reach a wider population. On the
contrary, in the SN_OUT networks, each node has a similar out-degree close to the
average out-degree of the BN. As a consequence, the same number of seeds yield smaller
influences than in the BN.
Figure 2.10 also illustrated that the EICM centrality outperforms the degree
centrality by about 6.2% on average in the BN, when the activation probability p is set as
0.1. While in the SN_IN network, as each node shares a similar in-degree pattern, the
information overload effect evenly applies to every node without significant variations,
causing the advantages of using the EICM to diminish. For the SN_OUT network, each
node does not differ significantly in the number of out-degrees. This change determines
that the seeding algorithms have a smaller search space for outstanding seeds, such that
similar result sets are generated from both EICM and degree based algorithms.

Figure 2.10 Adaptive Algorithm Results
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2.6.3 Density
The network density for a given network G=(V,E) is another important structure
measure, which corresponds to the value of |E|/|V|(|V|-1). The BNs afford relatively small
densities and we have thus followed the method described in (Vazquez 2003) to
implement the following adjustments. We have added new edges into each BN but
without adding extra nodes. For simplicity, we assume that as time elapses, an individual
tends to connect with more friends. We let the number of increased friends (i.e. increased
in-degrees) follow a Poisson distribution with an average of avg_inc. Given a directed
edge (u,v), if we call u the tail and v the head of the edge, then for each to-be-added edge
assigned to the tail node v, we determine the head node using two different approaches.
The first approach was developed following the process of preferential attachment
(Vazquez 2003). Namely, the probability for an edge to attach to a candidate head node is
proportional to the current number of fans (out-degree) of this node. As opposed to this
rule of “rich-get-richer,” the other approach assumed that the attachment probability is
inversely correlated with the out-degree - the rule of “poor get richer and rich slow down.”
Based on the above two approaches, we have created for each BN two
corresponding simulated graphs SN_RICH and SN_POOR, both of which triple the
density of the BN. The evaluation results on these two types of SN are shown in Figure
2.11. We have observed that the increase of the density can cause the influence to spread
wider. Moreover, the same amount of seeds can resulted in even larger influence in
SN_RICH than in SN_POOR. This is because more fans are assigned to seeds selected
from the SN_RICH than seeds from SN_POOR.
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Figure 2.11 Density_Poor_Rich

Furthermore, the information overload has a larger effect on the seeding
performance in SN_POOR than in SN_RICH. If we measure the “richness” of a node by
its number of fans, then under the “rich-get-richer” rule, the gap between “rich” and
“poor” nodes becomes wider. It turns out that even after imposing the constraints of
information overload, rich nodes are still likely to be selected as seeds because of the
dominant advantages in their number of fans. In contrast, when “poor get richer and rich
slow down,” the pool of seed candidates expands as the number of rich grows. In such a
case, the information overload could effectively indicate a difference between two
candidates whose numbers of fans are alike.
2.6.4Average Distance
The inclusion of new edges will inevitably cause the average distance of the
generated network to change. The average distance of G(V,E), denoted by l, is the
average length of the shortest paths between all pairs of nodes i and j, where i ∈ V , j ∈V ,
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and (i, j ) ∈ E . In this study, we calculate l as the reciprocal of

1
1
∑
N ( N − 1) i ≠ j dij

(Wasserman et al. 1994), where dij is the length of the shortest path between i and j.
In the literature, the average distance of a given network can be adjusted by
controlling this network's assortativity. Many real networks have shown that nodes
having a large degree may preferably connect with other highly-connected nodes,
denoted as assortativity. On the contrary, dissortativity indicates that nodes with a high
degree tend to connect with ones with a low degree. For directed networks, the average
distance grows with the degree of assortativity (Xulvi-Brunet et al. 2004). We have thus
followed one the existing approaches to increase/reduce the average distance of each BN
in discrete steps: starting from the BN, at each step two edges of the network are chosen
at random, which include one pair of head nodes and another pair of tail nodes. Both head
nodes and tail nodes are ordered by their out-degrees, respectively. To increase the
assortativity and the average distance as well, the two edges are rewired such that one
edge connects two higher-ordered head and tail nodes, and the other edge connects two
lower-ordered head and tail nodes. In the case when either new links has already existed,
the rewiring process is discarded. We repeat this rewiring process until a pre-determined
value of average distance is reached. It is noted that this adjustment does not change the
overall degree distribution or the average distance.
We have accordingly constructed for each BN two separate simulated graphs
SN_SHORT and SN_LONG, by shortening/lengthening 30% of the original length of the
BN. Due to the low activation probability, the influence of the source node can hardly
spread farther than one hop away in the network. As a result, we have observed that
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adjusting the average distance towards any direction has little effect on the overall
influence.

Figure 2.12 Average performance gain of using EICM

The performance gain of using the EICM also fluctuates with the average distance
level. Recall that the SN_SHORT is obtained by preferably connecting high out-degree
nodes to low out-degree ones (i.e. low assortativity). Therefore, in SN_SHORT, the
selected seeds are less affected by the information overload as their audiences have
relatively-low in-degrees as well; and vice versa, the gain of using the EICM has slightly
boosted in the SN_LONG (Figure 2.12.)

2.7 Conclusions and Future Directions
We began this study with three research objectives in mind: first, to understand the
mediating effects of information overload on information diffusion; second, to develop a
diffusion model that incorporates the factor of information overload, and then validate the
model in a viral marketing context by solving the influence maximization problem; and
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third, to conduct a number of simulation experiments to further explore the model under
different assumptions and scenarios.
The contribution of this work is not limited to developing a multi-message diffusion
framework and quantifying the information overload as the diffusion inputs. The analysis
provides useful managerial implications. For example, from a viral marketing perspective,
we demonstrated that viral campaign managers need to react to the change of
communication patterns and build advantages in their influence maximization decisions.
In particular, our results have shown that the EICM could allow better estimations of
individual and overall influences when designing viral seeding strategies, as evidenced by
comparing the EICM-based centrality with other common ICM-based influence measures.
As a useful guide, campaign managers are encouraged to target seeds not only by its pure
number of followers/fans, but also these followers' average load of information. When
exploring the impact that social network structures have on campaign dynamics, we also
found that the performance of EICM-based seeding strategy is closely associated with the
underlying network topology. For networks whose in-degrees follow a Poisson Law
distribution, the information load is equalized across different individuals, which offsets
the benefits of using the EICM. When the density of the network grows, we still
recommend using the EICM to perform seeds selection in general, though it is
worthwhile to note that the performance gain depends on the growth pattern of the
density. These observations from different structured networks provide the essential basis
for customizing the campaign, and reaching a balance between marketing costs and the
size of influence reached.
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In addition to the above theoretical and managerial contributions, this chapter also
presents considerable opportunities for future research. The diffusion process described
by the ICM and the EICM represents a simplified view of the real-world situation. More
sophisticated versions of the ICM have been proposed in (Leskovec et al. 2007). For
instance, one ICM extension regulates that after users receive a message, they move into
a state of immunity from further receipt of the same message. Another extension assumes
a diminishing property on the activation probability; i.e. users become less likely, but not
impossible, to be activated by the same old message received before. Our initial
development of the EICM is based upon the standard ICM. Future improvements could
be made on the basis of a wider set of ICM extensions to reduce possible modeling error.
Moreover, it is noted that our current model assumes that viral communications
occurred on the online social network are usually unsolicited. In other words, messages
are sent to recipients who are not actively seeking information or assistance. This
unsolicited nature of viral communication is frequently discovered in viral marketing
literature (Bruyn et al. 2008), It helps to explain the low activation probabilities in
Delicious, since the audiences are less willing to allocate attention to an unexpected
message. Therefore, it is also possible to model information overload differently for other
types of viral communications. For example, on Twitter, the communications between
connected users are more of an interactive and conversational nature, which is distinct
from the unsolicited mode. It would then be useful to recognize such behavior changes,
and to develop appropriate modeling approaches.
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CHAPTER 3. INFORMATION OVERLOAD AND VIRAL MARKETING:
COUNTERMEASURES AND STRATEGIES
3.1 Introduction
The recent explosively-growing popularity of social communities such as Digg.com
and Twitter.com has attracted remarkable attention and reinforced the recognition of the
Internet being a vital medium for marketing and advertising. Compared to conventional
Web services, these Web sites provide a rich set of social networking features to
encourage information sharing among users. Viral marketing is therefore emerging as an
important means to stimulate the awareness and adoption of products, services, or
opinions. For instance, major brand corporations create micro-sites or videos for their
products or services, and pay a few “influential” people - such as rewarding them freebies
- to promote the products via major social networking communities; US presidential
candidates ran online fund-raising campaigns on MySpace and Facebook by targeting
small donors, and depended on these people's individual efforts to solicit money from
other sources (Tumulty 2007).
However, despite the increasing emphasis on viral marketing, it is also widely
recognized that as the costs of generating and transmitting information are almost
neglectable, these online communities become increasingly information-saturated for
running viral campaigns. As a result, information overload occurs and generates
undesired results on both marketer and user sides. Profit-seeking marketers broadcast
messages, but only a small proportion of these messages can capture the attention of
users - with a vast majority of messages “wasted”. On the other hand, due to the limited
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information-processing capability, it becomes increasingly difficult for users to discover
relevant messages, let alone recommending them to other users.
To effectively address the information overload issue arising in this online social
context, many countermeasures have been proposed in the literature. Some representative
methods include applying filters to screen out irrelevant contents or building a pricing
system where a fixed or variable cost is charged per message sent. These methods,
although differing in operational details, share the same objective to balance the online
information supply and demand. Numerous studies have assessed these countermeasures
from an information-recipient perspective, and demonstrated their effectiveness in
mitigating the information load on users. However, less attention is given to
understanding how the alleviation of load by using these countermeasures can in turn
benefit viral marketing in general. In this chapter, we model the information diffusion
pattern within a major online social community - Digg.com. A probabilistic model
adapted from a well-known diffusion model - Independent Cascade Model (ICM) - is
developed to simulate the effect of information overload as well as its countermeasures.
The proposed model is then used for re-examining the key viral marketing question
concerning targeting initial nodes to maximize the influence of viral campaigns. Our
results show that larger influence can be achieved after the implementation of these
counter-measures. However, targeting strategies should be adjusted in response to these
changes.
The rest of this chapter is organized as follows. We start with reviewing relevant
viral marketing and information overload literature in Section 3.2. In Section 3.3, we
briefly introduce the functionalities of Digg.com and our dataset components. We then
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present our diffusion model and apply it to model the social network structure and
diffusion patterns identified from the dataset in Section 3.4. Modeling results and
evaluations are also discussed in Section 3.5. Finally, conclusions and future directions
are discussed in Section 3.6.
3.2 Literature Review
3.2.1 Word-of-mouth (WOM) advertising and Viral Marketing
Viral marketing originates from the word-of-mouth (WOM) advertising widely
studied in the last few decades. WOM advertising refers to the informal communication
between two or more persons concerning a product or service on a non-commercial basis
(Arndt 1967). There has been a long history of experimental attempts to assess the
impacts of WOM on consumers' attitudes and behaviors. Arndt (Arndt 1967) reported an
experiment designed for investigating the effects of product-related conversations on
short-term sales. Their conclusions showed strong correlations between exposure to
favorable comments and acceptance of innovations. Brooks (Brooks 1957; Robert C.
Brooks 1957) examined the adoption rates of new products, and empirical evidence
supported that positive WOM communications were frequently associated with rapid
adoptions. On the other hand, the effects of negative WOM were also observed in many
studies. In (Richins 1983; Swan et al. 1989), the authors used the example of postpurchase complaints of dissatisfied customers, to illustrate that negative WOM might
spread further than its positive counterpart, thereby discouraging prospective customers.
Early studies on WOM have been typically limited to small communities. The
advent and popularity of various Internet-based communication tools such as e-mail,
instant messaging, and online social network have introduced even broader arenas for
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WOM advertising. These computer-mediated communications offer individuals an
enhanced ability to connect and influence others, leading to the proliferation of viral
marketing as a new interpretation of WOM advertising in the Internet era (Subramani et
al. 2003). Viral marketing utilizes (mostly) the Internet to transmit and spread viral
messages among individuals, which has been found to be of several significant benefits.
One important benefit is that viral marketing is relatively inexpensive in comparison with
other traditional mass media communications. With a considerably low cost, viral
marketing can enable the advertising messages to reach wide audiences within a short
period of time (Leskovec et al. 2007). Such rapid diffusions can substantially boost the
speed of adoption of the promoted product or service. Viral communication also provides
a message delivery medium that is more intimate and personalized, and advertising
messages may be viewed more favorably by the recipient, thereby increasing the
likelihood of accessing to “hard-to-get” audience members (Bampo et al. 2008).
3.2.2 Viral Seeding and the Influence Maximization Problem
The success of viral marketing campaigns critically depends on a variety of
determinants, ranging from the characteristics of the product/service, to the content of the
viral message (Woerndl et al. 2008). Given the availability of the product and the ads
message, the immediate step in the pre-launch phase of a campaign is the initial targeting
(seeding) (Kempe et al. 2003). In this procedure, the marketer is supposed to estimate for
the extent to which individuals influence one another. Following the estimation process, a
group of influential “seed” members are initially targeted with the hope that they can
trigger a larger cascade of influence subsequently.
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A wise seeding strategy is essential to any viral attempt. A viral campaign trying to
target every community member only turns into another inefficient form of mass
marketing. Considerable research has been conducted for improving the seeding
efficiency. Two major research streams have been identified, namely, a behavioral stream
with strong theoretical foundations in opinion leadership and a management science
stream based on social network analysis. The behavioral stream usually suggests opinion
leaders as initial targets. The studies have therefore focused on the understanding and
validation of opinion leadership characteristics. A number of key dimensions of social
relations and the extent to which they affect opinion leadership were examined. To begin
with, tie strength has been recognized as one of the most significant factors that governs
the personal influence (Brown et al. 1987). The strength of an interpersonal tie is
determined by a “combination of the amount of time, the emotional intensity, the
intimacy, and the reciprocal services that characterize the tie (Bruyn et al. 2008).” Brown
and Reingen (Brown et al. 1987) argued that strong-tie sources are more influential than
weak-tie sources, since strong-tie contacts may be perceived as more credible and
trustworthy (e.g. opening an e-mail from a strong-tie contact would be less risky than
opening an e-mail from a weak-tie contact (Niklas 2000), or strong ties are more likely to
transmit information of higher economic value (Frenzen et al. 1993). Another important
aspect that determines a viral message's persuasiveness is the construct of perceptual
homophily, which is defined as the similarity between two people's values, interests, and
experiences (Rogers 1973). A large body of empirical results suggested that similar likes
and dislikes between the message source and the recipient may positively affect the
likelihood of adoption (Brown et al. 1987). The expertise of the source also plays a
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significant role in the viral communication. Consumers are more inclined to seek advice
from, and be influenced by, expert sources, than non-expert ones (Phelps et al. 2004).
Lastly, the impacts of social status on opinion leadership should not be ignored, though
such impacts have found to be controversial in the literature. It has been argued that the
social status can either reinforce or offset the influence of the viral message. For example,
certain information sources are likely to have greater influence due to their higher
authority or power. But in other cases, people alike tend to communicate more easily and
the flow of information is more likely to occur.
The behavioral research stream has been important in identifying causal linkages
between social relationship and product adoption. Despite the rich literature, most of the
work in this area has been of a retrospective nature, summarizing particular
characteristics of opinion leadership based on empirical evidences. Although opinion
leaders are suggested to be targeted with priority, few details have been given about how
to deploy and evaluate seeding strategies for a specific viral campaign. One major reason
behind is that behavioral studies are usually limited to small-sized samples obtained
through interviews and surveys. The difficulty in collecting complete viral campaign data,
especially social network data describing connections and interactions among individuals,
prevents in-depth analysis in this area. Fortunately, the rise of Internet has changed this
situation dramatically by providing a wide availability of social network sources, which
leads to the viral seeding research from a management science perspective.
In contrast to behavioral studies, management science studies have exploited
mathematical modeling approaches to study the managerial aspects, such as planning and
controlling, of viral seeding. They adopt different mathematical models to represent the
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underlying social network structure, and draw on findings of behavioral research to
define system parameters which characterize the network. As such, the inputs and
outcomes of viral campaigns can be quantitatively estimated with given assumptions.
One fundamental contribution of this research stream is to formulate the viral seeding
process as a combinatorial optimization problem - the Influence Maximization problem
(see Chapter 2). This IM problem offers valuable insights into the cost/benefit aspects of
a viral campaign, allowing better manipulation and useful prediction of the campaign. A
number of solutions to the IM problem have been proposed and tested in different
settings. In (Domingos 2005), Domingos and Richardson modeled the social network of
customers extracted from a collaborative filtering database of movie reviews as a Markov
Random Field (MRF), and developed heuristic solutions to the IM problem within this
MRF framework. Kempe et. al. (Kempe et al. 2003) showed that solving the IM problem
exactly is NP-hard, but a natural greedy strategy based on network attributes can be
provably within 63% of optimal for several classes of diffusion models. The authors
tested the method through computational experiments on large collaboration networks.
The body of management science literature provides a solid framework for
analyzing seeding strategies with respect to their quantitative and prospective aspects. By
formalizing the IM problem, sophisticated targeting strategies can be customized and
tested to support the decision-making processes related to viral seeding.
3.2.3 Information Overload and Its Countermeasures
Prior studies on viral seeding have enabled viral marketers to tailor their marketing
strategies for achieving higher adoption rates. However, most of the analyses from the
aforementioned two literature streams, have viewed that individuals interact and
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communicate on a face-to-face or one-to-one basis. In reality, the Internet has
significantly lowered the cost of generating and transmitting information, and reshaped
the communication patterns of online population. For example, the effort to share a
message to all contacts in Facebook is nothing more than that of forwarding the message
to only one contact. This reduction in the cost and effort has considerably expanded the
reach of individuals in online social networks, which in turn results in an enormous
increase in the volume of messages one can send and receive. From the recipients'
standpoint, despite the benefits of easier access to the information, the abundance of
information could produce adverse information overload effects as described in the
previous chapter.
To alleviate the information overload syndrome, considerable research has been
conducted for discovering effective countermeasures. Two major approaches can be
identified, namely, a filter-based (Reshef et al. 2005) solution, and a pricing-based
solution (Kraut et al. 2002). Filter is the most common method to combat heavy load of
information, which adopts sophisticated filtering techniques to identify and block
unwanted messages based on user customization. The pricing-based approach shifts the
task of screening from recipients to senders. The key insight of this control mechanism is
to impose a fixed or a market-determined cost on each sent message. As such, advertisers
are expected to be more selective in choosing recipients and send messages more
rationally. Both approaches have been extensively studied and tested in the email
marketing scenario (Reshef et al. 2005). The results have positively shown that the
amount of wasteful information exposed to individual users can be reduced to a lower
level. Nevertheless, when prior studies mainly focused on recipients’ experiences with
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these counter-measures, it is noticeable that the counter-measures forcefully limit the
reach of the sender to individual recipients. From the advertiser’s perspective, to promote
an advertising message in such an environment would be much different than in social
networks with unlimited reachability. In order to maximize the message influences, the
advertisers must adapt to such environmental changes, and respond with tailored
marketing strategies. In the following sections, we choose to conduct the analysis in the
viral marketing context, where individual recipients can potentially apply the same
counter-measures that have been adopted in the email communication. The objective is to
study how the mitigation of information overload can in turn affect the viral advertisers –
a topic that has not been addressed by previous studies. In Section 3.3, we analyze the
data collected from Digg.com, and report the identified information diffusion patterns.
We then incorporate the information overload countermeasures into the standard ICM
and perform investigations upon the model extension.
3.3 Data Set
3.3.1 Introduction to Digg.com
Digg.com is arguably the most popular social news aggregator, which allows its
users to share/discover news stories. The basic functionality of Digg can be described as
follows: users submit links to stories they discover from the Internet. A new submission
immediately appears on a repository Web page called “Upcoming Stories”, where other
users can vote on (digg) the submitted story if they like it. If a submission manages to
earn a critical mass of diggs in a short period of time, it becomes popular and is promoted
to the front page. Digg is considered to be social because a user can designate any other
user as a friend, and in the future track these friends' submissions and digg activities. In
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this study, for user v who adds user u as a friend, we call u as one of v's friends, and v as
one of u's fans. Digg then provides v a friend’s history page displaying all the digg
activities from v's subscribed friends in a reverse-chronological order. Note that the
connection itself is directed, which means that u cannot track v's activities, unless a
reverse friend link is set up. Such a network-based information-sharing architecture can
potentially lead to the occurrence of information overload, as was demonstrated in
Chapter 2.
3.3.2 Data Elements
We have collected data from Digg in the category “tech_news.” Digg has
predefined 50 different categories with each centering on one specific topic. The category
of “tech_news” covers news stories that are related to technology news stories. We have
sampled 53 popular stories that have been digged for more than 1,000 times. Altogether,
these 53 URLs included 117,105 total diggs from 13,082 unique users, which comprised
our first dataset “URL.” We continued to construct our second dataset “people” which
consisted of users' individual histories. A complete user history includes this user's
friends and fans, and digg histories such as digged URLs and date of digg. Both the
“URL” and “people” datasets constitute a basis for the estimation of model parameters.
3.4 General ICM
3.4.1 The Model
We now formally present our model called the General ICM – GICM, which has its
origins in the ICM. GICM also investigates diffusion processes in a directed network
G = (V , E ) . Unlike the ICM which is limited to modeling one single message, the GICM
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allows multiple messages to simultaneously propagate through the network G. This
extension represents the most prominent difference between the two models, which
enables the GICM to model the information-rich nature of online environment. In case
there exist m distinct messages under study, we use an m dimensional vector to represent
each node u’s (u ∈ V ) state su = ( su1 , su2 ,..., sum ) . Each node maintains a default inactive
state su = 0 . When u adopts the content conveyed by message i, the i th element of the
state sui switches to 1 indicating that the node has been activated by message i. For
simplicity, we consider such an activation process as uni-directional and irreversible.
Each directed edge e = (u , v ) in the edge set E indicates the direction of message flow
from u to v. When a message is sent from u to v through e = (u , v ) , u is called the sender
and v is the recipient. The complete set of recipients of u is denoted as reu , and sev
denotes the complete set of senders who can send messages to v.
The information diffusion process can now be modeled on the GICM in discrete
steps. First of all, for each node u in the network, we use a system parameter outu (t ) to
indicate the set of outgoing messages sent by u in time t, namely, outu (t ) ≥ 1 equals the
maximum number of messages u can generate in any time step – the sending capacity.
We assume that senders always operate at their full capacity to send messages to each of
its receiver. In the subsequent step, node v can receive a sequence of incoming messages

inv (t ) , where inv (t ) = ∑ outu (t − 1) , u ∈ sev . This sequence of messages are presented in
u

an arbitrary order and they sequentially attempt to influence and activate v, with a certain
probability. We first assume that the activation probabilities for any two messages in the
sequence are mutually independent. Therefore, the probability for v to be activated by
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any individual message m ∈ inv (t ) depends upon user v’s activity level, as well as m’s
position in the sequence. Intuitively, if user v can afford more time and effort to process
the incoming messages, and the message m is ranked at a conspicuous position in the
sequence, it is more likely for v to be activated by m. Finally, we use actv (t ) to denote
the set of messages that have activated v in step t, where actv (t ) ⊆ inv (t ) and

actv (t ) ⊆ outv (t + 1) . The reason to limit the size of actv (t ) is that in the next t+1 step,
each message in the set of actv (t ) will be given a single chance to activate all v’s inactive
neighbors w ∈ rev . Therefore, the size of actv (t ) should not exceed v’s sending capacity

outv (t + 1) . On the contrary, if the size of actv (t ) is less than outv (t + 1) , an extra
outv (t + 1) − actv (t ) number of new messages are sent by v to reach the full capacity.
This assumption can be understood that in Digg, users not only digg messages received
from their friends, but also submit new messages themselves. The detailed parameter
settings will be discussed in the next subsection.
In a viral marketing context, tracking all available messages on the network is
unnecessary since a majority of messages are irrelevant to the viral campaign. We further
introduce the distinction between the marketing message and the regular message, with a
marketing message carrying advertising information that could possibly trigger the
adoption of the advertised product or service, and the regular message carrying no
commercial information. As such, our modeling objective can be simplified by only
monitoring the activation of marketing messages.
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3.4.2 Modeling Information Overload
We applied the same approach to modeling the information overload patterns as we
have done in Chapter 2, but with minor variations. For messages sequentially presented
to the reader from the top to the bottom, we assume that the probability of activation at
position s drop exponentially when s increases, i.e. p( X s = 1) = p ⋅ exp(−γ ⋅ s) (s ≥ 1) . In
this equation, p equals the probability of activation when only one message is received
(without the information overload.) γ is a scaling parameter to control the intensity of
the overload. For simplicity, γ is set to be identical for all users in the network.
The original setting of γ took a simplistic view of users’ reaction to information
overload and ignored individual differences. In this work, we further extend the model to
allow for personalized customization. Our extension is based on the following
observations that the more messages a user receives, the heavier the information load;
meanwhile, the more messages a user can process, the lighter the load. The number of
messages received by user u can be represented by inu (t ) . The number of messages that
a user can process, though is not directly available, can be assumed to be proportional to
the number of messages that sent by u, which is outu (t ) . As such, the information
overload function is refined as p ( X s = 1) = p ⋅ exp( −γ ⋅

inu (t )
outu (t )

⋅ s ) ( s ≥ 1) , indicating that

the larger inu (t ) and the smaller outu (t ) , the faster the activation probability drops.
3.5 GICM with Countermeasures
In this section, we continue to integrate the information overload counter-measures
into the given GICM. We start with the message filters, and then discuss the alternative
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effort-based design. Both approaches and their variations are evaluated by solving the IM
problem in the GICM framework.
3.5.1 Filter-based Counter-measure
A filter can categorize and prioritize the incoming messages, and block messages
with low priority. As a result, only a certain proportion of the messages can pass the
screening process and reach the recipient. In this subsection, we assume that Digg users
have an added flexibility of choosing a message filter whose output can be adjusted based
on their preferences. Ideally, the filtering criteria can be developed along multiple
dimensions. However, we consider only two types of simple filtering methods in this
study – a content-based filter and an identity-based filter.
3.5.1.1 Content-based Filters
The content-based filter measures the degree of match between incoming messages
and user interests, and discards messages with low relevancy. The applications of
content-based filters vary in a wide range such as anti-spam, anti-phishing, and
recommender systems. Content-based filter is considered to be a steady-state solution to
information overload in certain areas. For instance, modern techniques such as Bayesian
filters can achieve 95% ~ 98% accuracy in anti-spam applications (Issac et al. 2009).
Although such content-based filters are currently not implemented in Digg, users’
digg histories provide trustworthy indicators of user preferences that can help
approximate the outcomes of filtering. There exist 50 different system-defined topic
categories in Digg, and each news story falls into exactly one of these categories. By
tracking one user’s digg histories, if a topic category receives enough diggs from the user
(i.e. more than a given threshold value,) we then label this category as one of this user’s
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favorites, and so do stories under this category. It is then fair to assume, user u prefers
stories that belong to u’s favorite categories favu . If a content-based filter had been
installed, only stories that belong to favu would have passed the filter, with the rest being
blocked.
Following the above discussion, we analyzed each user u’s digged categories ctgu ,
as well as the number of digged stories fell into each category c, denoted by diggc . The
largest connected component of the user community – a network consisting of 6,656
unique users was extracted from the people dataset. The thresholds for classifying
favorites and non-favorites were selected after several different settings have been
compared. The first threshold regulated that if diggc was larger than the average number
of diggs that all categories received, i.e. digg c ≥

1
ctgu

∑

c '∈ctgu

digg c ' , then category c was one

of the favorites. After applying this threshold, each individual user had approximately 12
favorite categories remained, out of a total 50.
We next tested another two thresholds by adding/subtracting one standard deviation
of the mean to/from the initial threshold value. However, due to the large variance of the
diggs contained in each category, the two thresholds turned out to be either too stringent
or too lenient. As a result, we chose to use the threshold of subtracting half of the
standard deviation. This threshold has resulted in an average of 26 favorite categories per
user. In addition, 56% of the diggs/messages were filtered as a result – a strong mismatch between sender and recipients’ interests.
Both filtering thresholds have generated a consistent list of top favorite categories.
Since year 2008 was the presidential election year, the top 3 favorites were all related to
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election topics, which were “2008_us_elections”, “world_news”, and “politics”. A list of
top-10 favorite categories and their respective number of diggs is displayed in Figure 3.1.

Figure 3.1 The list of top-10 categories

3.5.1.2 Identity-based Filters
The identity-based filter we proposed here is used for identifying users who sent an
abnormally large amount of outgoing messages. These abnormal users will be
quarantined for later inspection. Their messages are temporarily removed from the
incoming queue until they pass the inspection, or removed permanently otherwise.
In this study, we have hand-crafted two filtering rules to regulate message traffic.
The first rule concerns the burst pattern of sending behavior: “if a user has sent an
abnormal amount of messages within any unit of time, the user is then blacklisted.” As an
exemplary case, we set the cutoff level as sending 180 messages per hour. The other rule
concerns identifying robot senders who “have consistently sent messages out for more
than x consecutive time units.” In practice, we have applied this rule to block users who
have sent messages out every hour for duration longer than 18 hours. We believe that
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these messages are very likely to be sent without discretion by non-human users, and
should be filtered by default.
After applying both filtering rules, 614 users from the 6,656-user sample were
labeled as overly-active. Among them, 538 were identified as burst users, and 130 as
robot users. Although these senders only accounted for 10% of the entire user population,
they have sent(digged) a surprisingly high number of messages – five million, or 46% of
the complete message dataset.
3.5.1.3 Evaluation Results
We have evaluated the content-based and identity-based filters in a mixed
simulation setting. The simulation was carried out on a real network sampled from the
original user network (as reported in Section 3.5.1.1). Each directed edge of the network
was assigned with an activation probability, and we followed (Kempe et al. 2003) to run
Influence Maximization experiments under the GICM’s assumption. Simulation studies
have been extensively conducted in viral marketing research using real network
structures but inferred activation parameters (Kempe et al. 2003; Pavlov et al. 2008) . As
such, different seeding strategies can be tested out and evaluations can be measured from
a cost-benefit aspect.
The greedy hill-climbing algorithm proposed in Chapter 2 was used to identify the k
initial seeds, when no filter, content-based filter and identity-based filter were
implemented, respectively. For simplicity, we let each selected seed send a marketing
message only at the initial step, and no further marketing messages are introduced into
the system thereafter. The influences of the marketing messages are accumulated until no
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more activation from these messages is possible. The greedy algorithm starts with the
empty set, and repeatedly adds a node that gives the maximum influence gain.
To evaluate the content-based filters, messages are required to be assigned to
specific categories so that they can be recognized and processed by the filter. (Note that
the category information is only needed for content-based filters, and is not considered
any more in the following experiments.) However, it is inefficient to categorize every
single message, and not necessary. As such, we treat regular and marketing messages
differently. Incoming marketing messages have specific categories, so that they are
compared to the vector of favu for going through the filter. In contrast, for all regular
messages received by user u, a fixed proportion of them will be blocked, and this
proportion number is determined by 1− | favu | /50 .
By modeling marketing and regular messages separately, we can simulate different
combinations of them with varied probabilities of passing through the filter. For example,
the marketing message can be from popular categories such as “tech_news” or unpopular
“pets_animals” category, and the former one would have a higher probability of
penetrating through the filter. (In our dataset, 91.4% users have “tech_news” as their
favorites, while only 29.9% users have “pets_animals” as their favorites.) Likewise, the
marketer can choose to promote the message within different user communities. Some
communities may have broader interests and favor more categories than others on
average. Hereby an arbitrary regular message is more likely to pass through.
We have thus experimented four viral marketing scenarios corresponding to
different combinations of marketing and regular messages:
-

A: Promoting a popular message within a narrow-interest community
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-

B: Promoting a popular message within a broad-interest community

-

C: Promoting an unpopular message within a narrow-interest community

-

D: Promoting an unpopular message within a broad-interest community

Figure 3.2 shows the simulation results from applying various combinations. In
setting A, the marketing message is relevant to the general community interest and the
content-based filter can block a large proportion of regular messages. It can be observed
that a higher influence is achieved when the same number of seeds is selected. However,
in setting B, the information overload is not effectively controlled. As such, the gain from
using the content-based filter is not large enough to outweigh the blockage of marketing
messages, which causes the decrease of overall influence.
Setting C represents a situation that should be cautiously avoided by advertisers.
The content-based filter not only reduces the number of regular messages, but also the
number of mis-targeted marketing message. As such, the overall influence is expected to
decrease significantly. For the same reason, setting D achieves even worse influence
scores (not shown in the figures).
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Figure 3.2 The influence gain from applying the content-based filters after applying
different combinations of marketing and regular messages
The deployment of the content-based filters also results in a slightly different
seeding strategy. As illustrated in Figure 3.3, when filters are not available, users who
have a relatively large number of active recipients are mostly favored by the advertiser.
While in considering the filtering effect, users who have a relatively large number of
narrow-interest fans become better targets.
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Figure 3.3 Comparison of seeding strategies

We now discuss the evaluation procedure for the identity-based filter, which is
simpler than that of the content-based filter. After specifying the rules, we simply remove
the identified abnormal users and perform the seeding process on the remaining networks.
The experiments show that when taking both burst and robot rules into account, the
network size shrinks 10% with 614 users removed. However, the achieved influence on
this shrunk network increases 15% by lessening the information load on individual users
(Figure 3.4.)

Figure 3.4 The influence gain from applying different rule-based filters
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3.5.2 Effort-based Counter-measure
Digg and other social communities alike provide an environment in which the
marginal cost of sending one message is almost zero. Appropriate pricing strategies can
be applied to impose a mandatory per-message cost on senders. Due to the increased
communication cost, message senders are forced to behave more rationally by sharing
messages with those potentially interested recipients only. Much of the previous literature
has treated the price of the message as a monetary cost, such as charging postage for
email communications. However, we have not observed the real-world use of such a
pricing scheme in major online social communities thus far, partly because of its
complexity in implementation (Zandt 2004) and the difficulty in convincing people to
transit from free to paid services (Kraut et al. 2002). In reality, the price of sending a
message is also determined by other non-monetary factors, such as time and effort needed.
In many social networking Web sites alike, there exist supplementary informationsharing functions through which users can designate messages to specific recipients by
typing their names manually. For instance, in the micro-blogging community, a message
written in the form of “@+username+message” and sent from user u is still visible to all
u’s followers v ∈ reu . However, for particular users mentioned after the @ sign, the
message are copied and listed on their “@mentions” pages separately. These special
messages are thus sent in a more personal and intimate style, and are expected to raise
more attention from the recipients.
The exact @mentions mechanism is not implemented in Digg by the time we wrote
this manuscript. We therefore propose an effort-based counter-measure for Digg which
replicates all the features of @mentions design. Such a feature can be implemented in the
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GICM as follows. Since the recipients are chosen through manual inputs, we assume that
users are more likely to type names of those frequently-contacted acquaintances, i.e.
strong-tie relationships. We define the strong tie of each user u through tracing u’s digg
histories. For any news story s digged by u, if user v ∈ reu and has digged the same story
since u did, the frequency of contacts between u and v, denoted by f uv , then increases by
one. If f uv is larger than a given threshold value, v is then considered as one of u’s
frequent contacts. Similarly, several reasonable thresholds are explored. The standard one
is the average of

∑

v∈reu

f uv , followed by adding/subtracting one standard deviation of the

average to/from the standard one. The distribution of the number of users, related to the
number of strong-ties, has outlined a scale-free shape (Figure 3.5). When the standard
threshold is applied, the mean and the median of the frequent contacts are 8.6 and 12,
respectively.

Figure 3.5 Distribution of the number of users, related to the number of strong ties
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It is worth noting that additional adjustments are made to each user’s sending
capacity. We assume that it incurs one unit of effort to send one message to one single
recipient. In the original setting, sending one message to multiple recipients does not add
extra effort. However, when recipients are manually selected, we assume a linearlyincreased sending effort. Now, given the total available time and other constraints
remaining the same, it can be inferred that the sending capacity drops linearly with
increased number of recipients.
3.5.2.1 Evaluation Results
We have evaluated the effort-based counter-measure in the GICM following the
similar evaluation procedure described in Section 3.5.1.3. We first consider an extreme
case that users can only send messages through the @mentions mechanism. We call it a
pure effort-based design as opposed to a mixed effort-based design where @mentions is
used as an optional complement to the automatic message forwarding system.
We first briefly discuss the evaluation results of pure effort-based counter-measure.
As can be observed from Figure 3.6, it could be a risky choice to solely rely on this
@mentions mechanism. If users can afford the time to type names, the influence can still
sustain at an acceptable level. However, when the number of frequent contacts drops to a
normal amount (e.g. 3 ~ 5 when using the standard threshold – 0.5std), the resulting
sparse communication network would make it not worth to use the @mentions feature,
from the marketer perspective.
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Figure 3.6 The influence gain from applying the Pure Effort-based Counter-measures

Unlike the pure effort-based design, mixed effort-based design enables the message
to be automatically sent to every connected user by default, and the @mentions feature is
provided only when needed. In the GICM, we assume an 80-20 rule, that 80% of the
messages are sent automatically, and the rest 20% are sent via the @mentions channel. If
the @mentions feature is used, the incoming message will be displayed in two separate
places, attempting to activate the recipient twice. If the activation succeeds, the recipient
continues to relay the message following the 80-20 rule.

Figure 3.7 The influence gain from applying the Mixed Effort-based Counter-measures
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The evaluation results of mixed effort-based counter-measure are shown in Figure
3.7. Since each message now has a 20% extra chance to be activated on the @mentions
page, it is not surprising to observe that the overall influences are generally higher than in
the original case.
Messages exchanged via @mentions are essentially circulated in a subset of the
entire network. The density of this subset network can markedly affect the seeding
strategy. Under normal circumstance, average individual usually has only a handful
number of frequent contacts, such that the information load on the subset network would
be much smaller than on the entire network. As a result, those active users (i.e. users who
can afford the time and effort to send more messages out) would have considerable
advantages over inactive users and thus should be favored more. However, if this
counter-measure is underused, it would not have much improvement on the influence
gain. On the other hand, if the feature is abused and fails to regulate user sending
behavior, the information overload problem would occur on the subset network as well
and defeat the whole purpose of adopting the effort-based counter-measure.
3.6 Conclusions and Future Work
In this study, we proposed an extension of the standard ICM, whose modeling
capabilities are markedly enriched by considering the message multiplicity. In exploring
the impact of information overload has on information diffusion, we have employed the
model to simulate the effects of popular information overload counter-measures. Based
on that, we further conducted a number of simulation experiments to predict the outputs
of the influence maximization process, and showed how a campaign manager could
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optimize the success of a viral campaign in the presence of information overload countermeasures.
We conclude this study by discussing our ongoing and future work. We have built
the model based on the retrospective data collected when information overload countermeasures are unavailable. As such, it is difficult to predict how users would adapt to
these new configurations and rules, and change the way they communicate. For instance,
it is reported in the previous studies that high-quality filters cannot prevent spammers
from sending spam messages as expected (Reshef et al. 2005). Ironically, more spam
messages would be sent to penetrate the filters. In the future study, more field
experiments and longitudinal data are needed to enhance the validity of the model.
Secondly, our current model does not take into account the notion of message quality: all
messages received are assumed to have uniform quality, and their activation probabilities
are only dependent on the status of the recipient. Further empirical research is thus
needed to support a more sophisticated and reasonable activation probability function.
The contribution of this work is not limited to developing a multi-message diffusion
framework and quantifying the information overload as the diffusion inputs. The analysis
also provides important managerial and technological implications. From the system
designer’s perspective, we demonstrate that the effectiveness of viral communication can
be greatly influenced by the underlying information sharing mechanism. Popular spam
control methods such as content-based filter are no longer appropriate in this viral
communication context. Our study provides the essential basis for future improvements
by identifying identity-based filter and effort-based information sharing as salient
solutions to improve the communication effectiveness. From a viral marketing
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perspective, viral campaign managers need to react to the change of communication
patterns and build advantages in their influence maximization decisions. In particular, our
results have shown that the GICM could allow better estimations of individual and
overall influences when designing viral seeding strategies. As a useful guide, campaign
managers are encouraged to target seeds not only by its pure number of followers/fans,
but also these followers' average load of information.
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CHAPTER 4. AN INFORMATION DIFFUSION BASED
RECOMMENDATION FRAMEWORK FOR MICRO-BLOGGING
4.1 Introduction
Micro-blogging – a new paradigm of Web-based and mobile application – is
experiencing rapid growth and gaining explosive popularity worldwide. Compared to
traditional blogging, micro-blogging allows a more instant and flexible form of
communication. Micro-blogging sites typically restrict the length of posted messages.
These messages can be published and received via a wide variety of means, including the
Web, text messaging, instant messaging, and other third-party applications. Such a
flexible and broad-based architecture significantly lowers the threshold for participation,
and encourages users' frequent updates. Consequently, micro-blogging is now widely
adopted by the public to share/seek real-time information, especially during emergency
events. For example, at the early stage of the recent H1N1 Flu (Swine Flu) outbreak, the
volume of H1N1 Flu-related messages on Twitter - one of the most popular microblogging sites - has increased 1500 times over four days (Apr 24 ~ 27, 2009), and
accounted for nearly 2% of all Twitter traffic in that time period (Nielsen_News 2009).
Meanwhile, a large number of people turned to Twitter searching for latest updates of the
outbreak, causing the keyword “Swine Flu” listed as the “top trending topic” on Twitter
Search consistently.
On the other hand, the exponentially-expanded micro-blogging community also
results in a tremendously large and constantly updated information stream repository,
making it increasingly difficult for users to find contents of interest. During emergencies,
seeking newsworthy and timely information can be even harder due to the explosion in
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the volume of micro-blog postings. In this chapter, we formulate the task of navigating
micro-bloggers to their desired information as a recommendation problem. Our
observation is that there exist numerous micro-bloggers who play the role of “news
reporters” during emergency events, by posting instant news stories on their micro-blogs.
As such, instead of letting users actively perform searches, we aim to identify a small
number of quality “news reporters” and recommend them to information seekers as
emergency news feeds. We demonstrate that such a task is distinctly different from
standard content-based and link-based recommendation, as investigated in the blogging
domain. A novel information diffusion-based framework is proposed to deal with the
specific characteristics and requirements of micro-blogging recommendation. We
empirically observe that these “news reporters” operate in social settings: they rebroadcast and refer to news stories from one another, maintaining strong interlinking to
facilitating rapid diffusions of news stories. Our intuition is, if we could understand how
these “news reporters” capture news stories during their diffusion processes, we could
effectively measure the importance of each reporter from various diffusion perspectives
(e.g. the number of diffusions captured and/or the average time needed for the capture)
and make recommendations.
The rest of this chapter is organized as follows. We begin with reviewing major
micro-blogging applications and relevant recommendation techniques in a blogging
context in Section 4.2. In Section 4.3, we propose a diffusion-based micro-blogging
recommendation framework that utilizes information diffusion patterns. We then present
an empirical study to illustrate the potential usefulness and practical value of this
diffusion-based recommendation method in Section 4.4.

84
4.2 Literature Review
4.2.1 Micro-Blogging
After its launch in 2006, Twitter has become the largest and most well-known
micro-blogging platform. As such, Twitter is an ideal candidate site for our study. Twitter
allows users to send up to 140-character text-based posts (tweets) to a network of
followers via a variety of means. By default, tweets are public so that users can follow
and read each other's posts without permission. Early studies in this area have focused on
understanding the prevalent usage and structural patterns of micro-blogging. In (Java et al.
2007), the authors studied the topological and geographical properties of Twitter's social
network, and summarized different user intentions of using Twitter, such as daily chatting
and information sharing. Also focusing on the social networking aspects, Krishnamurthy
et al. (Krishnamurthy et al. 2008) characterized distinct classes of Twitter users and their
behaviors, including “broadcasters” (e.g. online radio stations and media outlets),
“acquaintances” (users who exhibit reciprocal relationships), and “miscreants” (e.g.
spammers).
Recent studies have shifted the attention to some novel applications of microblogging. For instance, Jansen et al. (Jansen et al. 2009) studied Twitter as a platform of
online word of mouth branding. They analyzed more than ten thousand micro-blog posts
containing branding information, and claimed that micro-blogging could play an
important role in designing marketing strategies and campaigns. In (Ehrlich et al. 2010;
Zhang et al. 2010), the adoption and use of micro-blogging in the workplace – enterprise
micro-blogging – were discussed. By analyzing users’ posting activities and reading
behaviors, it was found that enterprise micro-blogging could facilitate conversation and
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mutual assistance. Such user-to-user exchanges and collaborations via Twitter were also
identified in a public setting (Honeycutt et al. 2009), in which the authors explored the
potential of using Twitter as a collaboration tool. The rich textual data that are freely
available from Twitter also attract interest from the text mining community. In (O'
Connor et al. 2010), the authors applied sentiment analysis technique to extract public
opinions and attitudes from a large body of tweets. The results were compared with
opinions derived from standard polling and survey data, which highlighted the promise of
using Twitter as a substitute or supplement for traditional polling. Similar, but simpler,
techniques were used in (Jansen et al. 2009) to understand user opinion fluctuations
towards a particular brand.
Another important application of micro-blogging that is of our interest is its
widespread adoption and use during mass crisis and emergency events. Apart from the
H1N1-flu example presented above, micro-blogging has been widely used for status
updates and live news reports in emergency occasions such as Southern California
wildfires in 2007 (Sutton et al. 2008), Mumbai terrorists attack in 2008 (Caulfield et al.
2008), H1N1 Flu outbreak in 2009 (Ostrow 2009), Icelandic volcano eruption in 2010
(Nigam 2010), etc. Such emergency usages of micro-blogging have received increasing
attention from academic researchers. Hughes, Starbird, and Palen (Hughes et al. 2009;
Starbird et al. 2010) were among the first researchers who studied this phenomenon. In
their studies, usage patterns of Twitter surrounding emergency events were observed and
compared with regular use. It was noted that information propagation was more likely to
happen in emergency occasions than in regular situations. In (Hughes et al. 2009;
Starbird et al. 2010), the authors took advantage of the popularity of Twitter, and
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monitored incoming tweets for detecting crisis events such as earthquakes and epidemic
outbreaks. These applications clearly indicate a role transition of micro-blogging from a
daily chatting tool into a valuable information sharing platform during emergencies.
However, as mentioned earlier, the explosion in the volume of messages can pose a
significant challenge for finding noteworthy information in a timely manner. The
occurrence of emergency compounds this problem when a considerable amount of
unplanned messages arrive in a short period of time. As such, we propose to use a
recommender system to alleviate this problem of information overload. In the next
subsection, we discuss our research motivations, starting with reviewing relevant
literature on blog recommendation.
4.2.2 Blog Recommendation
To our knowledge, this study presents the first study on micro-blog
recommendation and there has been limited published work in this area. The closest
related work to ours is the blog recommender system that has been extensively studied in
the literature. In this subsection, we review previous studies related to blog
recommendation services only. For a comprehensive review of the recommender system,
especially its application in the e-commerce domain, interested readers can refer to
(Herlocker et al. 2004; Schafer et al. 1999) .
There exist two major types of blog recommendation techniques, content-based
and link-based recommendation (Abbassi et al. 2007). The core of the content-based
recommendation is to recommend an item (e.g. a blog article or a blogger) to the reader
based upon the degree of match between the content description of the item and user
interest. A majority of blog recommendation methods can be grouped into this category.
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The simplest approach is to pre-label blogs to facilitate understanding and categorization.
For example, Technorati (www.technorati.com) fetches blog posts that are associated
with user-defined tags. Articles under the same tag-based category are then presented to
interested readers. Another common approach is to represent a blog article as a termfrequency vector, and a scoring system is used to calculate the distance between this
article and user interest, which is also represented as a vector. In (Arguello et al. 2008),
different document representation models were developed for recommending blogs in
response to a user query. Li et al. (Li et al. 2009a) developed an incremental vector-space
clustering method to identify new topics from the incoming stream of blog articles. The
article which best represented a given topic was then selected and recommended to the
reader. Note that for blogs annotated by descriptive tags, the contents can be directly
characterized using vectors of tags (Hayes et al. 2007). Blog articles can also be
transformed into a tree-like or graph-like hierarchical ontology. Ontology is defined as a
formal specification of a shared conceptualization consisting of entities, attributes, and
relationships. In (Nakatsuji et al. 2006), the authors used Web Ontology Language to
extract user-interest ontology from blog articles. An ontology-based similarity
measurement was then applied to cluster bloggers whose interests were alike.
Personalized recommendations could be made for a reader to find like-minded bloggers.
A similar study was carried out in (El-Arini et al. 2009) for achieving a different
recommendation objective. The authors characterized the blog postings by various
semantic features, such as name entities, topics identified from the corpus, and their highlevel relations. A set of blogs were then selected and recommended which covered the
most features (best coverage.)
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At the other end of the spectrum, link-based recommendation is implemented on
the basis of explicit or implicit network structures extracted from the blogging
community. Explicit connections among blogs include hyperlinks from one blog to
another and mentions/comments of other blogs in blog entries. Implicit connections, on
the contrary, do not physically exist. Instead, they are inferred artificial links which
supplement the explicit connections. Such connections are usually weighted, with the
weight indicating the likelihood for two blogs to be connected in a certain manner. In the
literature, various structural features can be used to estimate the common factors between
individual bloggers or blog articles. Abbassi and Mirrokni (Abbassi et al. 2007) measured
the similarity among blogs using the eigenvalues of the adjacency matrix of an explicit
blog graph. A spectral clustering method was later applied to partition relevant blogs and
recommend. In (Kritikopoulos et al. 2006), the authors developed a modified version of
PageRank to rank nodes on the blog graph by their ranking scores. To address the
sparsity problem of the hyperlink-based graph, a denser graph was created by
incorporating artificial weighted links that denoted the similarity among bloggers into the
original graph. Although the link structure is generally useful for blog recommendations,
we found that only a limited number of studies are purely link-based. More frequently,
structural features are used in combination with content features to improve the outcomes,
which leads to a hybrid form of recommendation. In (Hsu et al. 2006), the authors
proposed such a hybrid approach by using both the link structure and interests declared
by bloggers. Another hybrid method reported in (Li et al. 2009b) considered both link
and content information as well. In addition, a third dimension – the trust among
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bloggers – was also taken into account to enhance the reliability of the recommender
system.
As we have discussed before, micro-blogging differs significantly from regular
blogging in its extensive use during emergency situations. As such, our research faces
distinctive challenges. In a blogging context, the primary task of recommendation is to
“find blog articles of interest that are not viewed yet” for users. However, this
consideration is not applicable in a micro-blogging context especially during emergencies
because (a) the lightweight design of micro-blogging tends to generate an overwhelming
volume of messages which are inefficient to process (Kristina 2009). In addition, a
substantial proportion of these messages are related to personal conversations which have
little value to the general public, such as one's own fears of the epidemic when
mentioning H1N1 Flu. (b) Another noteworthy phenomenon in micro-blogging is that
there exist numerous “news reporters” who regularly post latest news stories on their
micro-blogs, mostly on a voluntary basis. These “reporters” provide important
information filtering and amplification services and can be effectively leveraged for
recommendation. We believe that it is more convenient to recommend these “news
reporters” to ordinary users as live news feeds, rather than recommending individual
postings. In the next section, we will present our diffusion-based recommendation
framework.
4.3 An Information Diffusion Based Recommendation Framework
4.3.1 Information Diffusion and Diffusion-Based Recommendation
Information diffusion through online social networks has recently become an active
research topic. In blogging communities, the propagation of information from one blog to
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the next is frequently observed, as a result of low-cost information sharing and publishing.
In (Gruhl et al. 2004), Gruhl et al. examined the information propagation pattern from
11,000 blog sites at two different levels: individual-level diffusion among blog entries
and community-level diffusion among blogspaces. A cascade model was then adapted to
characterize individual behaviors in different stages of diffusions. Adar and Adamic
(Adar et al. 2005) analyzed the internal link structure of blogspace to track the flow of
information among blog entries. In particular, by addressing the problem of “infection
inference” proposed by the authors, this study focused not only on utilizing the explicit
link structure, but also inferring implicit routes of infection/diffusion. In the end, a
diffusion tree can be built to visualize the likely routes of transmission for a specific
diffusion. Such diffusion patterns are also prevalent among micro-blogs. Lerman and
Ghosh (Lerman et al. 2010) studied the diffusion of news stories on Twitter, which was
compared with the diffusion occurred on Digg in terms of the diffusion rate and scope. It
was noticed that the diffusion on Twitter generally maintained a consistent rate and could
penetrate farther than on Digg. In (Yang et al. 2010), the authors studied Twitter users'
interaction behaviors. One important finding of the study was that the majority of the
interactions were one-way rather than reciprocal. This finding was also supported in a
recent study (Starbird et al. 2010), which claimed that news stories were more likely to
distribute from media outlets and traditional service organizations, then spread into the
population.
Our observations on Twitter also confirmed such uni-directional information flows.
We noticed that during the outbreak of H1N1 Flu, first-hand news stories normally
originated from a limited number of professional news agencies (e.g., BBC and Reuters)
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and public health organizations (e.g. CDC Emergency), though exceptions exist. These
stories then propagated across the community through the process of reposting
(retweeting) or commenting. Figure 4.1 illustrates such a news story diffusion example
corresponding to the tweets collected during the early outbreak of H1N1 Flu (listed in
Table 4.1.) A clear story diffusion can be traced from the source “CDCEmergency” to
other Flu news reporters (as indicated by their account IDs) within 36 hours after the
story was first posted by the source. During a news story's diffusion process, any microblog that has posted this story is called a participant who “captures” the story. Now, if we
raise the following question as to recommending no more than k micro-blogs as
emergency news feeds (k is an exogenous parameter which is reasonably small to avoid
information overload) these diffusion patterns could be helpful because they reveal how
each micro-blog participated in the past diffusion processes. Intuitively, a micro-blog is
more likely to be favored and recommended during emergencies if it captures news
stories of interest more accurately and rapidly. More specifically, we use the following
measures to quantify various aspects of this valuation process. (1) Story Coverage (SC):
Multiple news stories regarding one broad topic could simultaneously spread. For
example, when the H1N1 Flu outbreak occurred, “CDCEmergency” reminded the public
that they would not get infected from eating pork, while “ForbesNews” was concerned
about the Flu's impact on financial markets. The SC metric measures the set of stories of
interest captured by micro-blogs under study, and stronger recommendation is given to
micro-blogs that have wider coverage with other conditions being identical. (2) Reading
Effort (RE): Certain micro-blogs can be crowded with messages. However, too many
messages compromise readability and raise the cognitive effort to filter out irrelevant

92
contents. The RE measurement indicates the set of messages one has to read, in order to
discover a certain number stories of interest from selected micro-blogs. (3) Delay Time
(DT): The postings of one news story s on micro-blogs are time-stamped. The delay time
of s equals the time passed from the first appearance of s in the community until s is
captured by one of the selected micro-blogs, usually measured by hours. In our
application setting, a delayed capture of s is certainly undesirable.

Figure 4.1A Story Diffusion Example

Table 4.1 Story Diffusion among Micro-blogs
Timestamp
4/28/2009 19:24

Micro-blog
CDCEmergency

4/28/2009 19:31

BirdFluGov

Tweet Content
CDC reminds you that you can NOT get swine flu from
eating pork. http://bit.ly/16YpY1 #swineflu
RT @CDCemergency CDC reminds you that you can
NOT
get
swine
flu
from
eating
pork.
http://bit.ly/16YpY1 #swineflu
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4/28/2009 19:32

swine_flu

4/28/2009 20:40

SwineFlu

4/29/2009 0:50

MSNHealth

4/29/2009 5:25

N1H1CDC

4/29/2009 7:35

PublicHealth

4/29/2009 9:02

ForceHealth

4/29/2009 14:44

kcnews

4/30/2009 2:35

H1N1CDC

RT @CDCemergency CDC reminds you that you can
NOT
get
swine
flu
from
eating
pork.
http://bit.ly/16YpY1 #swineflu
RT CDCemergency: CDC reminds you that you can
NOT
get
swine
flu
from
eating
pork.
http://bit.ly/16YpY1 #swineflu http://ow.ly/4kKe
RT @cdcemergency CDC reminds you that you can
NOT
get
swine
flu
from
eating
pork.
http://bit.ly/16YpY1 #swineflu
CDC reminds you that you can NOT get swine flu from
eating pork. http://bit.ly/16YpY1 #swineflu
@cdcemergency CDC reminds you that you can NOT
get swine flu from eating pork. http://bit.ly/16YpY1
#swineflu
RT @CDCemergency CDC reminds you that you can
NOT
get
swine
flu
from
eating
pork.
http://bit.ly/16YpY1 #swineflu
RT @CDCemergency CDC reminds you that you can
NOT
get
swine
flu
from
eating
pork.
http://bit.ly/16YpY1 #swineflu
CDC reminds you that you can NOT get swine flu from
eating pork. http://bit.ly/16YpY1

Obviously there are other criteria that can also evaluate the quality of a
recommendation, but in this study we focus exclusively on these three basic measures.
The above discussions are illustrated in Figure 4.2 where rounded rectangles represent
micro-blogs, and solid/open shapes represent news stories relevant/irrelevant to the user
interest. Directed links indicate the flow of a news story, and each link is associated with
a numeric label representing the units of time spent. We define a diffusion path as the
route through which a news story flows from its source to other micro-blogs. In Figure
4.2, three diffusion paths co-exist with each corresponding to a news story. In terms of
recommending micro-blogs, many combinations turn out to have the largest coverage,
such as the sets m1,m2,m3 , {m3,m5 , and m7 . However, when considering other
measurements, each combination has its own advantages and limitations. m1,m2,m3 is
relatively weak in RE but competitive in DT; {m3,m5 and m7 have a better RE score
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but spend longer DT in capturing each story. Such examples show that it is possible to
customize the combination of micro-blogs and achieve various recommendation
objectives.

Figure 4.2 An Example of Diffusion Path
4.3.2 The Recommendation Framework
Inspired by the work of Krause et.al. (Krause et al. 2008) on outbreak detection in
water distribution networks, we have developed a diffusion-based recommendation
approach. In general, our approach is to design a set function b, and associate each
recommendation set I with a real number b I , the benefit score. Given user preferences,
we intend to maximize this benefit score and recommend the user an optimized result set.
To this end, we have quantitatively assessed each candidate micro-blog m from the above
three diffusion-related aspects. Suppose that we can identify a set of major news stories S
during a certain period and subsequently reconstruct their diffusion paths, we denote the
raw observations for micro-blog m as SC m , RE m , and DT m . As described in
the previous section, SC m
RE m

is a subset of S whose member stories are captured by m ;

is the set of posts one has to receive and read from m in order to discover
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SC m ; and DT m

indicates a set of delay time corresponding to each story in .

In case story is not captured, we let DT

m

we assign a score vector b m

bSC m , bRE m , bDT m

∞. Based on these raw observations,
to micro-

blog m, which quantifies the benefit incurred by following m based on the diffusion
histories of S . The components of the score vector are set functions bX · , X
SC, RE, DT that can transform the raw observation sets into real numbers. More

equals the number of stories covered by m , denoted by |SC m |

concretely, bSC m

This set function takes a simplifying assumption that all diffusion stories are of equal
importance. In practice, we have also developed an improved set function by assigning an
importance weight w

to story . The importance weight w

could be defined as the

number of micro-blogs in the community who capture , which can be estimated from the
constructed diffusion paths. Based on this weighted function, bSC m
∑

SC

w

equals

, and a micro-blog gains a higher benefit score for capturing more

“important” stories. For the second component of the score vector, we define
bRE m

|RE m | , where |RE m | is the size of set RE m . Note that RE

takes a negative value such that smaller |RE m | can lead to a higher benefit. The last
component of the score vector transforms the DT m

set as follows: for any

, we

assume that the score of DT drops exponentially with increased delay time, determined
by bDT,

m

entire story set
∑

Se

· DT

e

· DT

where β is a positive scalar. The cumulative score for the

is then defined as the sum of individual scores, bDT m
. Note that if none of the stories is captured by m , we consider no

benefits can be obtained from following m so m is removed from the candidate set.
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The score vector can be also associated with multiple micro-blogs to measure their
aggregated benefits. Given a set of micro-blogs M, SC M and RE M can be expressed
SC m

as

RE m

and

respectively. For any s

S, the delay time of by

subscribing M is the minimum delay time of subscribing m
min

M

DT

m

. DT M can now be readily written as

Finally, a score vector b M

bSC M , bRE M , bDT M

S

M , denoted as

min

M

DT

m

.

can be built based on these

raw measurements.
4.3.3 Multicriterion Optimization
We now formulate the micro-blog recommendation problem in an optimization
framework. Given the diffusion story set
a subset of at most

micro-blogs I

and the micro-blog set M, we aim to identify

M and |I|

that optimizes the benefit score of

b I . In this optimization problem, we intend to simultaneously optimize multiple

objectives. However, the three objectives might be in conflict, and the situation can arise
that two recommendations I and J are incomparable, e.g. bSC I

bSC J , but bDT I

bDT J In this case, we use the Pareto-optimality (Boyd et al. 2004). A recommended set
I is called Pareto-optimal if there does not exist another recommendation J such that
bX J

bX I for all measurements X

measurement Y

SC, RE, DT , and bY J

bY I for at least one

SC, RE, DT . One common approach for finding such Pareto-optimal

sets is scalarization (Boyd et al. 2004; Hayes et al. 2007). By choosing weights λSC , λRE
and λDT , we can optimize an objective function b M

∑X

SC,RE,DT

λX bX M as an

alternative to b M . Any solution that optimizes b M is guaranteed to be Pareto-optimal
to b M , and by adjusting λX , our recommendation can take full consideration of all three
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aspects, but also allowing varying degree of emphasis depending on user preferences1. In
the next subsection, we prove that this scalarized objective function is submodular. In
general, submodular function optimization is NP-hard (Khuller et al. 1999). We then
propose a greedy algorithm as an effective heuristic solution.
4.3.4 A Heuristic Greedy Algorithm
Consider an arbitrary function f that maps subsets of a finite ground set U to real
numbers. We call that f is submodular if it shows a “diminishing returns” property: “the
marginal gain from adding an element to a set A is at least as high as the marginal gain
from adding the same element to a superset of A Kempe et al. 2003 .” Formally, this
submodular property can be expressed as: f A
elements v and all pairs of sets A

v

f A

f B

v

f B for all

B . For submodular objective functions, greedy

algorithm is frequently used for obtaining a bounded approximation guarantee
(Nemhauser et al. 1978). The optimization objective in our recommendation problem
satisfies the submodular property as well, which can be proved as follows.
Theorem 1: the scalarized objective function b I is submodular.
Theorem 1.1: the set function

· is submodular.

Proof: Let M and M be two subsets of micro-blog set M, and M

that SC M
or M ,

M

M, such

SC M . Let m be an arbitrary micro-blog which does not belong to M
M,

M and

M . The value of

M

m

SC

M

is the

1 In practice, we apply a Z-transformation to score vectors so that the mean and variance
(mean = 0 and standard deviation = 1) of scores are equivalent across different categories.
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number of posts that are in SC m
|SC m |

M

M
M

|SC M

m

SC m |

|SC M
m

SC

M

|SC M

|SC m |

M
m

Theorem 1.2: the set function

SC

SC m |.
|SC M

SC m |

· is submodular.
M

M, such

RE M . Let m be an arbitrary micro-blog which does not belong to M

or M . The value of
M

|SC m |

M

Proof: Let M and M be two subsets of all micro-blogs and M

RE

M

but not in SC M :

SC m |

that RE M

SC

SC m |. This number is at least as large as the number of posts

|SC M

that are in SC m

M

but not in SC M , i.e.

M

m

RE

M

|

m |

M

m

. Therefore, the set function of RE is modular, which also satisfies the

submodular property.
Theorem 1.3: the set function

· is submodular.

Proof: Let M and M be two sets of micro-blogs and M

, DT M

any story

DT M

M

M, such that for

(i.e. M never takes a longer time to capture than

M .) Let m be an arbitrary micro-blog which does not belong to M or M . For any story

, there exist four possibilities:
(1) {m} does not capture . In this case, DT

m

∞;

(2) {m} captures , but not earlier than either M or M , DT
DT

m

DT M ;

m

DT M

and
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Under these two conditions, DT M
DT M , therefore,

M

DT,

m

m

DT M

M

DT,

and DT M

M

DT,

m

DT

m

Under

condition, DT M

this
DT,

M

m

DT,

DT M

and

DT M

M

M

DT,

m

DT

m

and

m

DT,

m

,

M .
DT M

and

,

hence

DT,

m

M

m

DT

m

DT,

M

DT M
0

and DT M
DT,

M

m

M .
DT

and

DT M

DT M .

m

Under this condition, DT M

DT,

m

earlier than M but later than M , DT

(4) {m} captures

m

0.

DT M ;

therefore

DT

M

DT,

m

(3) {m} captures , but not later than either M or M , DT

m

DT

M

M

m
m

According to (1)~(4),

DT
DT

DT

M

∑

M
∑

M
m

S DT,

S DT,

DT

M

M

M

m
m

DT

DT,
DT,

M

m

M

M

DT

M .

As proved, three individual objectives satisfy the submodularity property. Since
submodularity is close under nonnegative linear combinations, the new scalarized
objective is also submodular. Intuitively, in the micro-blogging context, the submodular
property can be understood as: reading a micro-blog after we have only read a couple of
blogs provides more information (and other benefits) than reading it after we have read
more micro-blogs.
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The submodular property can be utilized to develop a greedy hill-climbing
algorithm which approximates the optimum of the problem to within a factor of 1
1/

(where e is the base of the natural logarithm) (Nemhauser et al. 1978). We have

followed this approach and developed a greedy algorithm, illustrated in Algorithm 1. This
algorithm starts with the empty recommendation set, and repeatedly adds a micro-blog to
the set that maximizes the benefit score. The algorithm stops once k micro-blogs are
selected or the incremental benefit is less than a predefined small value ε. In the next
Section, we evaluate this diffusion-based recommendation method using a recent
emergency case on Twitter.
Algorithm 4.1 A Greedy Algorithm
Function: Greedy (S, M, k, ε, λSC, λRE, λDT)
I ← , Δ←+∞, B←0;
While i M\I:|I {i} |≤ k and Δ>ε do
i*←argmax ∑X SC,RE,DT
I←I { i*}
Δ←∑X SC,RE,DT
B
B←∑X SC,RE,DT
Return I

i

4.4 An Empirical Study
4.4.1The H1N1 Flu Dataset
We have collected data from Twitter.com using its API from May 10 to May 16,
2009 during the early outbreak of H1N1 flu. We used keywords “swine flu” and “h1n1”
to search Twitter every 15 minutes throughout the week. Each time Twitter search
provided a maximum of 1,500 real-time messages ranked by their published time, and we
have identified 1,034 unique accounts who had mentioned either keyword for more than

101
5 times during that week. We then continued to retrieve each user's all available tweets
(up to 3,200 historical tweets.) In our data set, for a majority of users, 3,200 tweets are
more than adequate to cover their two months histories, which means that we were able
to collect these users' near-complete tweets since the outbreak of H1N1 Flu (late April,
2009.) In the end, a total of 1,308,800 tweets from the 1,034 candidate accounts were
collected, among which 35,091 tweets contained keywords “swine flu”, or “flu”, or
“h1n1”. We refer to these tweets as H1N1-related tweets thereafter.

Figure 4.3 A sample network extracted from Twitter
As we have mentioned earlier, each Twitter user u can maintain a list of friends
and followers. For these 1,034 accounts, their friend and follower connections were also
included in our dataset. We used a directed graph (Figure 4.3) to show the relationships
among these candidate accounts. The graph contains 1,034 nodes and 6,876 directed links.
(If v is a friend of u, equivalently u is a follower of v. We establish a linkage from v to u
to indicate the direction of information flow.) By the time we had collected data, most of
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these accounts had a large community of followers. Although many of the followers were
not included in our dataset, the resulting subgraph were still well connected, which has
enabled the formation of diffusion.
4.4.2 Research Design
Our detailed experimental design can be illustrated in Figure 4.4. We first divided
all H1N1-related tweets into two groups by their published time. Tweets timestamped
from Apr 26 to May 2 (week 1) were placed in the first group which would be used for
recommendation, and the last two-week tweets (May 3 ~ May 16) were in the second
group which would be used for evaluation.

Figure 4.4 Research Design
For each group of tweets, we conducted a term frequency analysis after tokenizing,
stemming, and removing stopwords. We used the common English stopword list
provided by Natural Language Toolkit (NLTK) (Loper et al. 2002). Additional common
words which are not helpful for distinguishing stories were also filtered out such as “flu”
and “h1n1”. Term frequencies for tweets in Group 1 are visualized in Figure 4.5. In this
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figure, a larger font size is associated with a higher term frequency. For simplicity, we
only considered frequent terms that appeared more than or equal to 5 times.

Figure 4.5 Word Cloud for Tweets from Apr 26, 2009 to May 3, 2009
Each H1N1-related tweet was now classified into one of the two groups and was
represented as a term frequency vector. We then implemented top-down hierarchical
clustering techniques for story detection within each group. We first applied the K-means
clustering algorithm provided by NLTK to partition each group of vectors into k
segments. However, the K-means clustering did not generate stable outputs. In practice,
we found that it would return dissimilar clustering results at each run with a given k. In
addition, it was difficult to accurately estimate the number of clusters for different inputs.
As a result, we set k to be a small number (e.g. k=20), so that each generated cluster
contained tweets that represented a broad topic, and tweets about one same story were
less likely to be separated into different clusters. These clusters were used as intermediate
results and we applied extended Jaccard similarity to further subdivide each cluster into
smaller ones if possible. In clustering literature, Jaccard similarity and its extensions are
appropriate for dealing with our high-dimensional, sparse term frequency data. We
therefore calculated the extended Jaccard similarity between every two vectors

and

104
, within each cluster, denoted by

,

·
|

|

|

|

·

(Strehl et al. 2000).

These vectors can then be visualized as a complete graph, with an artificial link
connecting two vectors as nodes, and the similarity score being the weight of the link. We
continued to remove those links whose weights were less than a given threshold, and
extracted all connected components (subgraphs) of the reduced graph. Each connected
component was viewed as a finer-level cluster. In practice, we chose the threshold value
to be between 0.5 and 0.7. The clustering results were quite satisfying owing greatly to
the fact that tweets are short in length. As a tweet only contains at most 140 characters, it
is typical that each tweet centers on one single news story. Additionally, users frequently
repost stories with only minor modifications, which means a set of shared terms tend to
be used by different users for describing one common story.
We subsequently selected those “important” stories in each group which had been
posted by 3 or more distinct accounts. There were 59 and 287 important stories identified
in group 1 and 2, respectively. Each story was stored with a rich set of metadata: users
who posted this story, friend/follower relationships among these users, and time of
postings. In the next step, we used these metadata to construct diffusion paths for each
story. Various methods have been developed to identify information diffusion paths from
the history of user interactions (Adar et al. 2005; Gruhl et al. 2004). We adopted the
following rules to approximate a diffusion path for each news story s. (a) Explicit
referring: in Twitter, a tweet can include the use of “RT” and/or “@username” to indicate
that this tweet is a repost of one of username’s earlier tweets. As thus, if user u posted
story s after user v did, and u referred v's username explicitly, s was then assumed to flow
from v to u. (b) Implicit referring: according to (Adar et al. 2005), if user u followed user
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v, and u frequently posted the same stories after user v did, then we assume diffusions
from v to u. Such inferred diffusion routes can be identified by running the association
rule mining algorithm across all tweet clusters. (c) Unknown referring: when neither
condition above is satisfied, we assume that u received the story from a dummy “Real
World” node (Gruhl et al. 2004). As a result, for both groups 1 and 2, we have obtained
the corresponding diffusion paths for identified stories, and the benefit scores of SC, RE,
and DT for each participant micro-blog were calculated for the tasks of recommendation
and evaluation. Table 4.2 summarizes the major data features.
Table 4.2 Grouping and Clustering Data
Time Period
Total Number of Tweets
Term Frequency Vectors Dimension
Number of Stories Identified
Size of the Largest Cluster
Average Size of the Clusters

Group 1
4/26/2009 ~ 5/2/2009
13,416
2538-dimensional
59
11
6.17

Group 2
5/3/2009 ~ 5/16/2009
21,679
3612-dimensional
287
17
6.84

4.4.3 Results and Discussions
Given the recommendation objectives and the quantitative measurements of each
micro-blog, we selected a close-to Pareto-optimal set of k=3 micro-blogs using the
Greedy Algorithm proposed in Section 4.3.4. To demonstrate the effectiveness of the
algorithm, we evaluated the algorithm against four representative user preferences.
(a)

1,

1,

1. In this setting, the total benefit score was calculated by

placing equal emphasis on the three aspects. In other words, we intended to
recommend micro-blogs that capture as many important news stories as possible
at a relatively early time, and moreover, accompanied by as few irrelevant or
spam tweets as possible.
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(b)

1,

1,

0. This setting only took SC and RE into consideration.

Namely, late capture was acceptable.
(c)

1,

0,

0. In this setting, we exclusively focused on the coverage

of important stories. .
(d)

1,

0,

1. In this setting, the reading effort could be

compromised, and the aspects of SC and DT were equally weighted.
Meanwhile, we also selected another 6 recommended sets using benchmark
methods. The performance evaluations for all candidate sets using the news stories
identified in Group 2 are listed in Table 4.3 and Figure 4.6.
The candidate micro-blogs selected by our diffusion-based recommendation
algorithm varied with user preferences, whereas in all four settings, they have obtained
higher benefit scores than those obtained from using benchmark methods.
“YourDNAknows”, “swineflualerts”, and “SwineFluPanic” were selected for setting (a).
These three micro-blogs achieved a balanced performance in all three measures. In
setting (b), by ignoring delay time, we were able to achieve even higher story coverage
and lower reading effort, but the average time of capturing stories was delayed by more
than two hours. When we exclusively considered the story coverage, micro-blogs
selected in setting (c) captured the most number of stories. Incidentally, the results of
setting (d) were identical to those obtained in (a).
The performances of benchmark methods are also illustrated in Table 4.3 and
Figure 4.6. As the first benchmark, we used the friend/follower graph (Figure 4.3) and
made recommendations by the top 3 Authority/Hub scores generated by Hyperlink-
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Induced Topic Search (HITS) algorithm (Kleinberg 1999). These “authority” nodes
delivered only moderate performances partly because their interests are narrowly
specialized. For example, “CDCEmergency” is the official Twitter account for Centers
for Disease Control, which only posted two original tweets on average per day without
retweeting or commenting; “swineflu_help” is an account registered in Mexico, which
primarily updated Mexico-related Flu stories. The performances of “hub” nodes were
fairly similar with those of “Authority” nodes. Although these “hubs” were structurally
important, they only played the role of good listeners rather than influential opinion
leaders. The total number of posted tweets by the top 3 “hub” nodes in the two-weektime-period was as low as two per day on average, despite that these top nodes followed
many “authorities”.
We next used Google Site Search and Twitter “Find People” to select top 3 ranked
results using the query “swine flu.” Both search engines performed reasonably well in
terms of SC/RE. Although the performance of each individual micro-blog selected by
Google Site Search was satisfactory, the aggregated coverage was low due to contents
overlap. While our algorithms tended to avoid such an overlapping in order to maximize
the coverage. In addition, Twitter “Find People” had relatively large delays for not
considering the temporal factor.
Lastly, we made recommendations by using two simple heuristics. First of all, the
top three users with the largest number of followers were “nytimes” (NYTimes.com),
“sanjayguptaCNN” (CNN Chief Medical Correspondent) and “bbcbreaking” (Breaking
news alerts from the BBC.) These accounts represented traditional mass media outlets,
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whose number of followers could range from hundreds of thousands to millions.
However, they typically published news stories covering a wide range of topics, and
underperformed in a specific topic category such as H1N1 Flu. Another set of users were
selected based on their total number of tweets posted in the first week. This set performed
surprisingly well due to the highest volume of tweets, but this advantage was offset by
the low RE scores.
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Table 4.3 Recommendation Performance
Methods

Diffusionbased

Story Coverage (SC)

Reading Effort (RE)

Delay Time (DT)

SC

Weighted SC (%)

Total RE

SC/RE

Average (hrs)

Median (hrs)

λSC= 1 λRE= 1 λDT= 1

172

62.22%

785

21.91%

1.89

0.24

λSC= 1 λRE= 1 λDT= 0

201

72.96%

369

54.47%

4.08

1.27

λSC= 1 λRE= 0 λDT= 0

248

87.58%

901

27.52%

3.38

0.84

λSC= 1 λRE= 0 λDT= 1

172

62.22%

785

21.91%

1.89

0.24

HITS (Authority)

65

21.20%

351

18.52%

3.27

0.77

HITS (Hub)

26

10.70%

91

28.57%

8.68

2.35

Google Search

106

41.60%

564

18.79%

2.82

0.62

Twitter "Find People"

53

22.80%

331

16.01%

5.08

1.60

# of Followers

6

2.40%

303

1.98%

1.35

0.15

# of Total Tweets

144

56.40%

1084

13.28%

4.33

1.18

Networkbased

Search-based

Heuristicsbased

Top 3 Candidates
Selected
'YourDNAknows',
'swineflualerts',
'SwineFluPanic'
'YourDNAknows',
'swineflulatest',
'H1N1CDC'
‘YourDNAknows',
'News_SwineFlu',
'SwineFluPanic'
'YourDNAknows',
'swineflualerts',
'SwineFluPanic'
'CDCEmergency',
'h1n1info',
'swineflu_help'
'swinevirus',
'h1n1info',
'SWINE_FLU_INFO1'
'stopswineflu',
'swineflualerts',
'swineflu_news_'
'swineflubrk',
'SwineFluTicker',
'DrSwineFlu'
'nytimes',
'sanjayguptaCNN',
'bbcbreaking'
'h1n1swineflu',
'swineflu2',
'swineflualerts'
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Figure 4.6 Evaluation Results
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Intuitively, one would consider following those popular, official accounts when
seeking information from the micro-blogging community in emergency contexts.
However, our evaluation has shown that there exist topic-specialized and timely-updated
micro-blogs that are worth following. The comparison of our proposed approach with
other benchmark methods demonstrated that, especially in a time-critical context, the
proposed diffusion-based recommendation framework and the proposed algorithm can
provide useful recommendations for finding out these less popular but high quality
micro-blogs.
4.5 Concluding Remarks and Future Directions
Recent studies on micro-blogging have focused on the role transition of microblogging from a social communication tool into an important platform for
sharing/seeking up-to-the-second information during emergencies. In this chapter, we
proposed a novel diffusion-based micro-blogging recommendation framework, aiming to
recommend micro-blogs during time-critical events. We have developed a set of
measures assessing the value of micro-blogs from a diffusion standpoint and formulated
the recommendation problem into a multi-objective optimization problem. We then
proved the submodular property of the proposed recommendation objectives to solve this
optimization problem, we have adopted a scalarization approach to reduce the dimension
of the objectives. The solution to the alternative objective function is guaranteed to be
Pareto-optimal of the original problem. We further developed a heuristic greedy
algorithm which exploited submodularity to find near-optimal node selections.
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Our diffusion-based recommendation framework and the proposed algorithm were
extensively evaluated using Twitter data collected during the early outbreak of H1N1 Flu.
The empirical results showed that our method outperformed other benchmark approaches,
and could achieve a more balanced and comprehensive recommendation. Moreover, the
evaluations under different parameter settings demonstrated that our recommendation
framework can accommodate diverse user preferences and provide customized results.
We conclude this chapter by discussing our ongoing and future work. The
application of the proposed diffusion-based micro-blogging recommendation framework
is not limited to the emergency context. The approach can also be applied to other timecritical tasks. For instance, there exist a number of Twitter accounts which consistently
post real-time financial news, such as “FTfinancenews”, “ftnewsblog”, “fnnews”, etc.
Likewise, recommendations can be made by measuring these accounts from a diffusion
perspective. Beyond the recommendation, the diffusion-based framework could provide
extended services such as monitoring and surveillance.
Identifying stories from tweets is a critical stage in our recommendation framework.
One limitation of the current study is that we detect stories solely based on the vectorspace-model. This method fails to consider the semantic meaning of the term, such that
two tweets describing one same story could be assigned into different clusters if they are
paraphrased using different set of terms. Existing studies on semantic text clustering
could be helpful for addressing this issue. For example, it was reported that clustering
with semantic features outperformed the term frequency based method (Choudhary et al.
2002; Hotho et al. 2003) One of the future directions of our study is to integrated
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semantic text clustering approaches into the task of story identification such that more
accurate diffusion patterns could be inferred to support the recommendation task.
Another future direction of our current study is to develop new valuation criteria
for more comprehensive recommendations. For example, users might be only interested
in news stories occurred in locations geographically close to them. In this case,
geographical proximity can be developed to measure the distance between the
recommended micro-bloggers and the reader. However, by the time we had collected data,
we can only extract self-claimed location information from public user profiles. Such
data could be incomplete or inaccurate. In March 2010, Twitter launched its new
Geolocation feature which enabled users to track the latitude and longitude of any tweets
as long as this feature is activated. Should the tweet-level location data be available for
analysis, future research could incorporate this location-related metric for more
comprehensive recommendations.
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CHAPTER 5. BURST DETECTION FROM MULTIPLE DATA
STREAMS: A NETWORK-BASED APPROACH
5.1 Introduction
A data stream is an ordered (often time-stamped) sequence of data items arriving
continuously on a dynamic basis (Golab et al. 2003). In recent years, data streams have
received considerable attention in various applications, such as Internet traffic (Aizen et
al. 2004), financial tickers (Vlachos et al. 2005), Web navigation histories (Awad et al.
2007), and scientific literature analysis (Wei et al. 2007). Compared to static and
structured records stored in traditional databases, the dynamic characteristic of data
streams makes monitoring the volatility of various stream measurements a critical task,
often with important implications in related decision making (Tien 2003).
When dealing with data streams, one important indication of change is the presence
of bursts. A burst suggests that the occurrence of a certain data feature is unexpectedly
frequent in a short period of time. For instance, a volume surge in stock trading usually
implies a strong buy/sell signal (Vlachos et al. 2005). In the social media applications, the
dynamic nature of social community determines that new areas of user interests are
continually evolving. As such, the knowledge of burst topics, emergent discussion
threads, and popular terms becomes a critical component to facilitate resource allocation
decision for both regular users and online advertisers. The burst detection problem is
concerned with automatic identification of such bursts, providing useful insights into the
unusual events and in turn facilitating timely decision making.
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Intuitively, bursty regions in a data stream can be considered as time intervals in
which the data value/feature exceeds a predetermined threshold value. Previous studies
have presented different ways of determining the threshold, based on data
distributions(Vlachos et al. 2004; Vlachos et al. 2005), statistical tests (Pang et al. 2005;
Swan et al. 1999), or user experiences (Zhu et al. 2003). In practice, however, the use of
uniform thresholds might make it difficult to construct long intervals of burst activity
(Kleinberg 2006). For certain noisy data streams, the occurrences of the given feature
may oscillate above or below the threshold. Some of the bursts may be easily recognized
by humans as one long bursty period; threshold-based algorithms, however, may identify
them as several shorter bursty periods.
To alleviate this problem, Kleinberg (Kleinberg 2004) has developed an alternative
state-based method using the Hidden Markov Model (HMM). This type of method is a
natural extension of the threshold-based methods with a more relaxed and variable
notation of threshold (Kleinberg 2006). However, this method is limited in that it studies
data streams in isolation while in many applications multiple data streams co-evolve and
influence each other in a complicated manner. In many cases, without considering such
inherent stream dependencies, state-based methods can easily exaggerate or suppress the
underlying bursty patterns.
Our research is motivated to improve current state-based methods to achieve more
accurate and robust burst detection. From a modeling perspective, our approach considers
a network of data streams as a whole as opposed to treating each data stream separately.
The basic intuition is that in many applications, data streams are closely correlated. We
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hypothesize that through explicitly considering such (probabilistic) correlations, whose
strength can be estimated through learning from historical data, burst detection can be
carried out in a more holistic and robust manner with better accuracy. This chapter
reports our modeling and computational work along this direction.
The rest of the chapter is organized as follows. Section 5.2 surveys two major types
of burst detection approaches. In Section 5.3, we introduce a new network-based burst
detection model based on the Factorial Hidden Markov Model (FHMM). Section 5.4
reports on computational experiments using simulated datasets. This experimental study
includes a comparative component evaluating our approach against a standard state-based
burst detection method and helps quantify the effectiveness of our approach. In Section
5.5, we summarize two case studies applying the proposed approach to real-world
datasets.
5.2 Literature Review
Burst detection has been applied in a variety of application settings (Han et al. 2006;
Kleinberg 2004; Vlachos et al. 2004; Wang et al. 2008; Yu et al. 2007). There are two
major types of burst detection methods–threshold-based and state-based. We briefly
survey them in this section. Following the convention in the burst detection literature, in
this study we use streams and sequences interchangeably. Note that in the stream
processing and mining literature, the term stream implies continuous data arrival in
online settings. In the context of burst detection, however, streams are used to refer to
data with time-stamps in both online and offline contexts (Kleinberg 2004; Kleinberg
2006).
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5.2.1 Threshold-based Burst Detection
Many previous studies define bursty regions in a data stream as time intervals in
which the data value exceeds a predetermined threshold value. That is, given a data
stream with xt indicating the value at time t, if xt > σ, the threshold, then time t is marked
as a burst. In his survey (Kleinberg 2004), Kleinberg summarized this type of approach as
threshold-based method.
A number of approaches to determine the threshold value σ have been developed in
the statistics literature. In standard applications of Statistical Process Control (SPC), the
Cumulative Sum (CUSUM) and Exponential Weighted Moving Average (EWMA)
(Wetherill et al. 1991) are two highly successful tools. CUSUM and EWMA use upper
and lower control limits to indicate the thresholds at which the process output is
considered statistically out of control, typically two or three standard deviations above
and below the in-control mean. Similar threshold-based approaches have been applied,
for example, to analyze the query logs of the MSN search engine. Vlachos et. al.
(Vlachos et al. 2004) calculated the Moving Average (MA) for incoming data streams.
The subsequent bursts were annotated as the data points with value higher than 1.5 – 2
standard deviations above the mean value of the MA. Vlachos et. al. (Vlachos et al. 2005)
also studied the burst pattern of financial data, in which the determination of the
threshold depended on the data distribution. The exponential distribution was studied as
an example to model the stock trading volumes. Other commonly-seen probability
distributions include the χ2 distribution which was used by Swan et. al. to identify the
emerging buzzwords (Burkom et al. 2005; Swan et al. 1999), and the Poisson distribution
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which was used by Burkom et. al. in epidemics surveillance systems (Burkom et al.
2005).
Various distance measures have also been developed to indicate the degree of
“burstiness.” Recent work on the Newsjunkie system (Gabrilovich et al. 2004) compared
different distance metrics in determining the novelty of incoming news stories, relative to
previously seen stories discussing the same general topic or event in the document stream.
One distance metric studied is the classical Kullback-Leibler divergence. They computed
the distance between a new document d and a set of old documents R. If the distance
score exceeds the reader-defined sensitivity threshold, then the reader will be updated
with the news stories in d. In Zhu and Shasha’s work (Zhu et al. 2003), an aggregate
function F is applied to measure the similarity of two data streams and the burst is
formalized in a distance-based framework. In their burst detection system, each data
stream segment d with length |d| will be inspected. This segment is then compared to a set
of stream segments R whose members having the same length as |d| and an alarm will be
triggered if F(d)

F(r), r

R.

5.2.2 State-based Burst Detection
Real-world data streams are never perfect and contain noises that may impact data
interpretation. A major disadvantage of threshold-based methods is that they might
introduce biases when the range of values is sensitive to the noises. Within the examined
time window, if the measurement being tracked is noisy, causing the observed values to
fluctuate above and below the given threshold, then the burst detection results tend to be
susceptible to the presence of such oscillations.
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A variety of efforts have been undertaken to reduce the impact of noises. Vlachos et.
al. (Vlachos et al. 2004) calculated an n-day moving average before feeding the raw data
into the burst detection algorithm with n varying with the length of the sliding window. A
similar approach was discussed in (Zhu et al. 2003), where the authors proposed to detect
aggregated burst patterns over a range of sliding windows simultaneously. Heuristic
approaches can also be applied to achieve the smoothing effect. For instance, Swan et. al.
(Swan et al. 1999) merged two intervals if these intervals were separated by only a single
day on which the feature was below the threshold.
In (Kleinberg 2004), Kleinberg introduced a novel state-based method to deal with
the underlying noises, which does not require the use of sliding windows or human
interventions. In his algorithm, the data stream is modeled as a finite-state automaton. For
example, Kleinberg assumed that the time gaps between consecutive data items are
distributed independently according to an exponential distribution whose parameter
depends on the state q. State q can take the value i (0 ≤ i < k) at any given time t. In the
simplest case, we can distinguish between only two states 0-‘normal’ and 1-‘burst’, with
low and high emission frequencies, respectively. When the automaton, denoted by AT, is
in state 0/1, gaps x between consecutive messages distributed independently according to
f i ( x ) = α i e −α i x (i = 0,1), where α1>α0. Between successive data items, AT changes state

with probability p

(0,1) and remains in its current state with probability 1 - p,

independent of previous states. Assuming this probability distribution, the probability of
a state sequence Q = {q0,q1,...,qT} conditioned on the gap sequence X = {x1,x2,...,xT} can
be computed. The state sequence maximizing this probability P(Q|X) is the one that
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minimizes the cost function c(Q|X) = -lnP(Q|X). Applying this condition, Kleinberg
obtained the formula: c(Q|X) = ∑ τ(qt,qt+1) + ( ∑ - lnfqt(xt)), where τ(qt,qt+1) denotes the
cost of a state transition from state qt at time t to state qt+1 at time t + 1. To allow certain
flexibility in formulating the cost function, Kleinberg defined τ( , ) in such a way that the
cost of moving from a lower state to a higher state is proportional to the number of
intervening states, but there is no cost for AT to go from a higher state to a lower state.
Specifically, for a data stream with T data items, moving from qt = i to qt+1 = j incurs a
cost of (j - i)γ lnT in the case of j > i, where γ > 0 is a scaling parameter; and when j ≤ i,
the cost is 0. Note that τ(qt,qt+1) is basically the negative logarithm of the conditional
probability P(qt+1|qt). When γ and T are known, P(qt+1|qt) can be directly estimated from
τ(qt,qt+1).
The two-state sequence with the minimum cost can then be calculated using the
Viterbi algorithm (see Algorithm 5.1). We refer to this algorithm as K-Algorithm
thereafter.
Algorithm 5.1 Using Viterbi Algorithm to find the minimum-cost state sequence
1. For the initial state t = 0, set C0(t) = 0, C1(t) = ∞
2. t = t + 1
3. Calculate the cost Cqt(t)(qt = 0,1). Cqt(t) is defined as Cqt(t) = -lnfqt(xt) +

∑ (Cqt-1(t - 1)

+ τ(qt-1,qt))

4. Repeat step 2 and 3 for all incoming data items
5. Select the sequence of states that has the minimum cost

The power of K-Algorithm lies in that it models the state transitions as relatively
low-probability events, and that the states computed by the algorithm tend to persist
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through periods of noises because the cost function used by this algorithm is constructed
such that a smooth state sequence is viewed as more probable than the one with many
transitions. Mane et. al. (Mane et al. 2004) studied scientific publication streams, and
used the algorithm to show the trends of major research topics. Kumar et. al. (Kumar et al.
2003) applied this method to hyperlinks between blogs and extracted bursty evolution of
communities.
5.3 Burst Detection from Multiple Data Streams
5.3.1Motivation
In K-Algorithm, data streams are assumed to be independent of each other and can
be studied in isolation. In some applications, this assumption might hold true; in general,
however, it is an over-simplification. Consider the following two examples. (a) An
accident has just occurred at a major street intersection during the rush hour. The accident
blocks the traffic flow through that intersection and soon causes an area of gridlock
because the congestion spreads to nearby intersections. (b) The market panic in countries
hit by a financial crisis can rapidly spread to other countries like contagions and bring
about a sequence of financial distresses. In the traffic case, the data streams of interest are
the average speed of vehicles continuously sampled from highway intersections, which
are strongly dependent on their spatial neighbors. In the financial case, the stock prices of
the markets in those countries suffering from financial crises tend to head for similar
downward trends due to the underlying economical and market linkages. These examples
suggest that from a multi-stream perspective, if the data streams under study demonstrate
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observable dependencies in their bursty activities, we could model them together rather
than in isolation.
In this study, we hypothesize that the contexts surrounding the given data stream
may provide a rich source of information to facilitate burst detection. We present in this
chapter our attempt towards a burst detection framework for multiple correlated data
streams that explicitly considers such contexts, which are in the form of probabilistic
stream dependencies. We first introduce a formalism that enables us to define these
dependencies in a quantifiable manner in Section 5.3.2. We then present our model and
the related detection algorithm in Section 5.3.3.
5.3.2 Modeling Data Stream Dependencies Using Factorial HMMs
Our modeling work is based on Factorial HMMs (FHMM) (Saul et al. 1999) or
Coupled HMMs (Zhong et al. 2002), a specialized dynamic Bayesian network designed
to model the coupling between individual Markov chains. By providing a rich set of
probabilistic dependencies, FHMM characterizes the state distribution of data stream v in
the form of a weighted sum: P (qtv | qt1−1 ,..., qtN−1 ) = ∑ wuv P (qtv | qtu−1 ) ,where N denotes the
u

total number of chains under study. The parameters wuv are non-negative weights
denoting the extent of the influence data stream/chain u has on chain v, satisfying the
constraint

∑w

uv

= 1.

u

Figure 5.1 illustrates the main difference between the standard HMM and the
FHMM. In the standard HMM (Figure 5.1(a)), whose state probability function is written
as: P(qt|x1,...,xt-1,q1,...,qt-1) = P(qt|qt-1), where xt and qt are observed values and hidden
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states, each Markov chain operates on its own and its current state only depends on its
previous state. On the contrary, in the FHMM (Figure 5.1(b)), multiple Markov chains
are studied in an integrated manner as a Probabilistic Network (PN); the current state of a
local chain is decided by not only the previous state of this chain but also those of the
neighboring chains.
FHMM is ideal to model complex stochastic processes among network components,
whether they are physically or logically connected (Asavathiratham 2000; Saul et al.
1999; Zhong et al. 2002). In the standard state-based burst models, the behavior of
isolated data streams is captured by an HMM. FHMM, with additional parameters
quantifying influence factors among data streams, provides a computable formal
framework meeting our modeling needs in situations where dependencies among data
streams cannot be ignored.

Figure 5.1(a) Hidden Markov Model. (b) Factorial Hidden Markov Model with two
Markov chains
5.3.3 Detection Algorithm
We now state our overall algorithmic design ideas for the burst detection problem based
on FHMM. The input data include observations from N dependent data streams over T
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consecutive periods. The outputs are identified burst patterns. For an individual data
stream, a burst occurs when the estimated hidden state of the corresponding local Markov
chain is in a “burst” state.
Figure 5.2 illustrates our proposed burst detection approach. In the network
construction step, we obtain first-order Markov dependencies through the Expectation
Maximization (EM) algorithm, with the appropriate state transition cost function τ set in
advance. In the burst detection step, we apply a heuristic version of the Viterbi algorithm
to estimate the hidden state sequences for all the data streams using both the observations
and the dependency factors learned in the network construction step.

Figure 5.2 Main steps of FHMM-based burst detection
5.3.3.1Network Construction
Given sequences of observations, { xtd }(1 ≤ d ≤ N,1 ≤ t ≤ T), from each data stream
d, our task in the first stage is to estimate first-order dependency, wuv, that stream u has
on stream v. For simplicity, we follow the assumption made in the previous FHMM
literature that all data streams are characterized by the same number of hidden states and
pairwise state transition probability P(qt|qt+1).
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As discussed in Section 5.2.2, Kleinberg’s state transition cost is defined in an
asymmetrical manner with a non-zero cost for state transitions from low to high, but zero
cost for state transitions from high to low. We extended this formulation by re-defining
the cost function to allow for symmetrical costs. Specifically, moving from qt = i to qt+1 =
j incurs a cost of |j - i|γ lnT, where γ > 0 is a scaling parameter and T is the number of
observations. Following this function, no cost is associated with the state remaining
unchanged, and for a state transition towards any direction, a non-zero cost is imposed.
The purpose of using this type of cost function is to control the frequency of state
transitions, prevent very short bursts, and make it easier to identify long bursts despite
transient changes. The symmetrical cost function retains the smoothing ability of the
asymmetrical one while providing adequate modeling support in the multi-stream case.
Its appropriateness and effectiveness are shown in Section 5.4.2.
We now derive the iterative optimization procedure for estimating wuv in FHMM.
One possible method to estimate these parameters is the EM algorithm, a widely-used
parameter estimation procedure, with desirable properties such as monotone convergence
and easy handling of probabilistic constraints (Saul et al. 1999; Zhong et al. 2002).
Given observations X = { xtd } from N dependent data streams, the probability for
their hidden state sequences Q = { qtd } can be readily expressed as:

Without loss of generality, we simplify the above expression by ignoring P(xtv|qtv):
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Converting this expression to log likelihood and removing terms that are not
relevant to maximization over wuv yield:

We can further simplify this expression by keeping terms only relevant to data
stream v:

We then apply the iterative algorithm described in (Zhong et al. 2002) to estimate
wuv by finding the local maximum. This algorithm is based on the self-mapping
transformation method described by Baum (Baum 1969). The transformation is
motivated by the optimality condition of the Lagrange multiplier method, which leads to
an iterative re-estimation procedure. Convergence of the procedure is guaranteed (Zhong
et al. 2002). We summarize this iteration procedure as Algorithm 5.2 Dependency
learning algorithm.
Algorithm 5.2 Dependency learning algorithm

The per-chain likelihood expression and the gradients above are inexpensive to
compute. In our computational experiments, we found that 20 iterations are sufficient to
ensure numerical convergence.
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5.3.3.2 Burst Detection
In the burst detection step, we estimate the hidden state sequences for all the data
streams using both the observations and the dependencies learned in the previous step.
The basic intuition behind our algorithm is that an FHMM can be viewed as a
combinatorial Markov chain whose state space is the Cartesian product of all local
Markov chains’ state spaces. At each time step, each state of the FHMM represents a
possible snapshot of this probabilistic network. As such, an FHMM with N chains and k
states can be analyzed as a kN-state standard HMM F and the original K-Algorithm can
be directly applied. Recall that K-Algorithm minimizes the cost function
C (Q | X ) = τ (qt , qt +1 ) + (∑ − ln f qt ( xt )) (see Section 5.2.2). By analogy, the cost
t

model of F conditioned on sequences of observations X = { xtv } can be formulated as:

Compared to Kleinberg’s formulation, we consider each state of F as an N
dimensional vector comprised of the local Markov chains’ states: st = (qt1,qt2,..., qtN )(0 ≤
qt < k). The first term in the cost model represents the accumulated state transition cost
with τ(st,st+1) denoting the cost of a state transition from state st at time t to state st+1 at
time t + 1. The second term is the negative log-probability of the current network
snapshot with f qvt ( xt , v) characterizing the state distribution of the vth element of state st.
As discussed in Section 5.2.2, from the state transition cost τ(qt,qt+1), we can
estimate the value of P(qt+1|qt). Now consider data stream u in the network, which
connects to its neighbor set V. The extent of influence of u on each member v

V is
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given by wuv. The next state of v is partially determined by wuv P(qtv+1 | qtu ) , and the
aggregated cost brought by stream u is τ (u ) = − ln(−∑ wuv P (qtv+1 | qtu )) . The accumulated
u

state transition cost from st to st+1 can now be expressed as:

Note that the same Viterbi algorithm used by Kleinberg can be applied to F to find
the optimal state sequence for this kN-state HMM. We define Cst(t) to be the minimum
cost of state sequences for the input {xtv} that must end with state st. The values of Cst(t)
can be iteratively derived using the recurrence relation in the increasing order of t.

However, there is a fatal problem with the above approach. A kN-state HMM with
T observations requires O(Tk2N) operations to compute the Viterbi path. To avoid this
computational burden, we have experimented with a version of the “n-best” heuristic to
minimize the computational complexity. The n-best heuristic has been widely used in
speech recognition (Schwartz et al. 1991), among others. The intuition behind this
heuristic is as follows. The Viterbi algorithm adopts an exhaustive search strategy to find
the path guaranteed to be optimal. At each time step t, to find st-1 and st to minimize Cst-1(t
- 1) + τ(st-1,st), the algorithm examines combinations of all possible values of st-1 and st.
Since both st-1 and st can take kN values, in the worst case, the Viterbi algorithm needs to
scan through k2N candidates. The n-best heuristic avoids expanding the entire search
space. Instead, as the cost function Cst(t) is largely determined by the component
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−∑ ln f qvt ( xtv ) , denoted by

t,

we only evaluate n values of st-1 and st which lead to the

v

lowest

t.

This process can be implemented by incrementally adding − ln f qvt ( xtv ) (1 ≤ v ≤

N) without sorting. In this approach, only these n × n paths will be explored, possibly
leading to suboptimal solutions. Through experimentation, we observe that this n-best
heuristic is able to find hidden state sequences with costs very close to the optimal. For
small problem instances, setting n to provided near optimal solution quality. For large
problem instances, we can heuristically set n to a fixed number (e.g., 1000). Obviously,
the greater the value of n, the better the approximation results but with increased
computational overhead. In summary, given one input data stream with T observations
modeled by k states, the computational complexity for K-Algorithm is O(Tk2). To deal
with N input streams of same length T, using the FHMM formulation, the worst-case
computing time is O(Tk2N). Applying our “n-best” heuristic, the computing time of
FHMM-Algorithm is reduced to O(Tn2).
Our FHMM-based burst detection algorithm is summarized as Algorithm 5.3
FHMM-based burst detection.
Algorithm 5.3 FHMM-based burst detection
Input: x1v x2v ...xtv ...xTv (1 ≤ v ≤ N) // Sequences of observations
Output: s1s2...st...sT // Sequences of estimated hidden state vectors
1. Estimate wuvusing iterative EM
2. Cs0=0(0) = 0,Cs0>0(0) = ∞
3. Calculate the cost
Cst(t) = −∑ ln f qvt ( xtv ) + ∑ (Cst −1 (t − 1) + τ ( st −1 , st ))
v

t

τ ( st −1 , st ) = ∑ − ln(−∑ wuv P (qtv+1 | qtu )) (0 ≤ qt < k, 0 ≤ st < kN)
t

u

4. Repeat Step 3 until all the inputs have been used
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5. Identifys1s2...st...sT minimizing the total cost
5.4 Computational Evaluation Using Simulated Scenarios
This section reports a simulation study designed to quantitatively evaluate the
proposed FHMM-based method and compare its performances against K-Algorithm. We
first describe the simulated datasets used in our experiments in Section 5.4.1.
Experimental findings are reported in Section 5.4.2.
5.4.1Research Test bed and Datasets
Simulation studies have been extensively utilized in burst detection research using
data stream observations generated from known state distributions (Burkom et al. 2005;
Zhu et al. 2003). As such, the “golden standard” answer set is readily available to
evaluate quantitatively any detection method.
In our first experiment, we used an N-chain FHMM to generate N dependent data
streams, where N ranges from 2 to 10. Each stream u has both internal dependency wuu
and external dependency (1 - wuu). Variations in the settings of these dependencies were
considered for testing purposes. In general, we let wuu vary between 0 and 1. At each
level of wuu, we let the external dependency (1 - wuu) be evenly distributed over a set of M
randomly selected streams. In other words, each data stream is restricted to have at most
M connected neighbors. Two hidden states were used to model the state of a stream: 0Normal and 1-Burst, which follow Poisson distributions with differing means λ0 and λ1,
respectively. The state transition probability is intentionally set to discourage easy state
transitions since the purpose of state-based burst detection is to find longer burst regions.

131

All streams were set to start from the Normal state. The states for these streams in
the next time period were drawn randomly from distributions computed by combining
weighted likelihood scores from all streams following the FHMM model. The simulation
then advanced to the next time period. After repeating this process for 100 times, we
obtained a sample path (state sequence) of 101 states for each of the data streams. Signals
were then generated using the assumed Poisson distributions conditioned on the states.
Note that to challenge the detection algorithms, the mean value of burst signals λ1 was set
equal to λ0 plus one standard deviation (std) of the noises (as opposed to three stds
normally used in the literature (Wetherill et al. 1991)). Table 5.1 summarizes the
parameters and their settings governing the generation of simulated scenarios.
Table 5.1 Simulation Parameters and Settings
Description

Settings

N

# of streams

2 ~ 10

T

# of time periods

100

wuu

Internal dependency

[0, 0.25, 0.5, 0.75, 1]

MT

State transition matrix

P(i|i) = 0.9,P(i|j) = 0.1

λ0

Mean of noises

10

λ1

Mean of burst signals

λ0 + std0

5.4.2 Experimental Findings
For each experimental configuration, we generated 50 independent samples and
collected performance measures of FHMM-Algorithm and K-Algorithm. The
performance is measured in terms of Precision (# of correctly detected bursts/# of
detected bursts), Recall (# of correctly detected bursts/# of bursts), and F-measure
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(2*Precision*Recall/Precision+Recall). Since the scaling parameter γ in the state
transition cost can be adjusted to fine tune the algorithm performance, we tested different
scale levels ranging from 0.1 to 1 (with a step size of 0.1), and selected the best results as
measured by the F-measure. As K-algorithm does not consider the dependencies between
data streams, we hypothesize that it tends to generate isolated burst patterns whereas our
FHMM approach is likely to produce more synchronized and robust patterns.
We observe that in the two-stream case (Table 5.2), when the input streams are
completely isolated (wuu = 1), K-algorithm delivers slightly better performance. However,
when the dependency between the two streams intensifies, the FHMM approach
outperforms K-algorithm in all measurement categories, which can be attributed to Kalgorithm’s inability to reflect the underlying data dependencies.
To validate our decision of using a symmetrical state transition cost function as
opposed to an asymmetrical one, we conducted another set of experiments comparing the
performance of (a) our FHMM method, (b) an variation of our FHMM approach using an
asymmetrical cost function, and (c) a standard threshold-based method, which can be
viewed as a special case of FHMM with zero transition costs. As illustrated in Table 5.2,
using the asymmetrical cost function downgraded the performance of the FHMM
algorithm for not considering the “state inertia” from both directions of state transition.
The threshold-based method simply regards the burst threshold as the sum of the mean
and one std of the noise. It delivered inferior results with lower precision and recall
scores, indicating that in our settings, the smoothing effect needs to be considered to
improve the detection performance.

133

Table 5.2 Performance comparison of a threshold-based method, K-Algorithm,
FHMM-Algorithm using symmetrical / asymmetrical cost, in 2-stream cases

When more data streams are included, we observe similar patterns as to
performance gaps exhibited in the two-stream case. However, we also note that in general
the average performance of K-Algorithm becomes closer to that of the FHMM-Algorithm
as the available number of dependent streams progressively increases (Table 5.3). It is
observed that, when each data stream depends on only one external stream, the average
performance gain reaches 8.2%. However, with more dependent streams being taken into
consideration, the performance gain decreases gradually and stabilizes around 5%. We
suspect that the shrinking performance gap can be partially attributed to the fact that
influence from an enlarged set of data streams on a given stream tends to cancel each
other out at the aggregated level. This finding suggests the importance of identifying key
influencers in real-world network applications. It also supports the notion that much of
the benefit of applying a multiple stream approach can be captured by using only a small
number of carefully selected streams.
To further evaluate how robust the proposed FHMM-Algorithm is, we conducted
another set of experiments, relaxing the assumption about state transitions. In the twostream case, we generated a new set of synthetic data streams as follows. We let one data
stream keep its original state transition probabilities (p(i|i) = 0.9,p(i|j) = 1 - p(i|i) = 0.1),
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and configured the other to follow a different distribution, where p(i|i) assumed the value
of 0.1, 0.2, ..., 0.9. As a result, 9 pairs of streams were generated. For each pair, unlike in
the experimental condition as described in Section 5.3.3.1, all the within-stream state
transitions as well as the weights associated with the links between the streams were
estimated (instead of known a-priori) using the EM algorithm. In the next step, the
learned probabilities were transformed into state transition costs and fed to the FHMMAlgorithm. For each pair of streams, 50 independent samples were generated and
performance measures were collected for K-Algorithm and FHMM-Algorithm. We
observe from Table 5.3 that since smaller p(i|i) can cause states to change frequently, the
smoothing ability of state-based methods becomes undesirable. Both K-Algorithm and
FHMM-Algorithm deliver lower performance than usual. However, when p(i|i)
outweighs p(i|j), the performance advantage of FHMM-Algorithm over K-Algorithm
holds under a wide range of state transition cost settings.
Table 5.3 (Upper) Relative performance gain for the increased maximum number of
dependent streams. (Lower) Relative performance gain under different state
transition probabilities in the two-stream case.

Finally, we evaluate the performance of our n-best heuristic. For the same set of
input scenarios with the number of streams ranging from 6 to 10, we first generated the
optimal state sequences Sraw using the exhaustive Viterbi algorithm. We then ran the nbest heuristic to obtain the approximate state sequence Sheu with n varying from 10 to 100.
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The effectiveness of the n-best heuristic was then measured as the proportion of the states
in Sheu identical to those in Sraw. For instance, we observe that with 10 data streams
(Figure 5.3), expanding the top 100 * 100 paths out of all possible 210 * 210 paths could
achieve satisfactory results with the error rate less than 7% (93% state labels are
identical). We are also interested in the relative time performance of these algorithms.
Under the 10-stream setting, we found that the computing time of 100-best heuristic is
about 1% of the Viterbi algorithm (71.1 versus 7335.5 seconds). All the experiments
were performed on an AMD Athlon 3000+ processor, with 2G RAM.

Figure 5.3 Performance of 100-best heuristic measured by time spent and percentage of
correctly labeled states

5.5 Empirical Evaluation Using Two Real-world Datasets
In this section, we report two case studies applying K-Algorithm and FHMMAlgorithm to analyze real-world datasets. The first study concerns patent trend analysis
and the main goal is to identify the onset of the emerging themes. Our second case study
focuses on topic burst detection from a collaborative tagging system.
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5.5.1 Patent Trend Analysis
In 1987, 14 U.S. semiconductor firms and the U.S. government formed the research
and development (R&D) consortium SEMATECH as a response to the growing
domination of Japanese firms in the global semiconductor market. The foundation of this
consortium served the purpose of (a) boosting the amount of semiconductor research
done and (b) enabling member firms to pool their R&D resources, share results, and
reduce duplication. Collaborative research diffused across firms and had generated an
identifiable set of patented technologies (Silverman 2001).
In our study, we applied state-based burst detection methods to identify emerging
themes and activity bursts in the semi-conductor R&D community. Our data selection
strategy is based on the brief history of SEMATECH. Among the 14 founding firms,
Micron Technology, LSI Logic and Harris Semiconductor withdrew from the consortium
and NCR was acquired by AT&T in the early 1990s; these companies were excluded
from the dataset. The other founding firms include a defense and space contractor
(Rockwell International), one telecommunication firm (AT&T), and three large computer
companies (IBM, Digital Equipment Corporation, and Hewlett-Packard), which are not
dedicated semiconductor manufacturers. These firms were also excluded. As a result, we
focused our empirical analysis on the remaining SEMATECH members - five largest U.S.
chipmakers (Advanced Micro Devices, Intel, Motorola, National Semiconductor, and
Texas Instruments) - whose innovation activities could serve as trustworthy indicators of
the general research trends in this industry sector.
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Our data set covers yearly numbers of patents being filed with U.S. Patent Office
(USPTO) by these five companies. We obtained the data streams by querying the USPTO
database, and the retrieved results are summarized in Figure 5.4. We normalized the
number of patents from each company under study from 1976 ~ 1989 relative to the total
number of patents filed for the given year. The normalized data were then modeled using
a Binomial distribution and fed into the algorithm as follows. We use two states to
represent the possible status of each firm’s innovation activity: normal-0 and burst-1.
From a generative perspective, state si produces semiconductor related patents rt out of a
total dt according to the probability P(i,dt,rt), where dt ×pi is the mean value of this
binomial distribution. We set the mean of the normal state as the average of the first ten
years μ1976~1985, and the mean of the burst state as the sum of μ1976~1985 plus 3 standard
deviations.
In this 5-stream setting, running FHMM-Algorithm took about 2.4 seconds,
whereas running K-Algorithm to process 5 streams consecutively took about 1.7 seconds.
For a majority of the periods, K-Algorithm and FHMM-Algorithm produce the same
estimated hidden states. In other periods, FHMM-Algorithm seems to yield better and
more meaningful results. Take Motorola Inc. as an example, shown in Figure 5.4. KAlgorithm and FHMM-Algorithm take different smoothing strategy for Motorola’s
fluctuation in the late 80s. The K-Algorithm classifies 1987 ~ 1989 as normal years, since
assuming states to be unchanged avoids extra state transition cost. However, from the
network perspective, for year 1987 and after, the majority of the other four companies
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(Intel, TI, AMD) were already in a steady burst state. FHMM-Algorithm takes such
contextual factors into account, allowing the states to jump to a higher level.

Figure 5.4 (Upper) The actual number of patents being filed with USPTO by the five
semiconductor companies from 1976 to 1989 (Lower) Different estimated hidden state
sequences produced for Motorola by K-Algorithm and FHMM-Algorithm
5.5.2 Topic Burst Detection
In this case study, we used a data set collected from Delicious.com - one of the
most popular social bookmarking Web sites - to test the state-based burst detection
techniques. Our data set consisted of about 5,900,000 unique “tag assignments.” Each
assignment is a tuple in the form of (user_id, tag, resource, time_stamp). This data set
contained 4,692 IT related Web pages annotated by 311,851 users using 11,931 distinct
tags between year 2005 to 2006. For each tag, we sorted related tagging activities in the
chronological order. The resulted temporal sequence can thus be viewed as a dynamical
data stream which is being continuously updated. We then applied both K-Algorithm and
FHMM-Algorithm on all these tag streams.
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K-Algorithm can be directly applied to each single tag stream. We explain how the
FHMM-Algorithm is tailored for this particular task. In our experiment, we used a twochain FHMM to model a pair of tags which frequently co-occurred. The assumption is
that a pair of tags frequently occurring together should maintain close semantic similarity.
Some examples included: “AJAX & javascript,” “flickr & photos,” “career & jobs,” and
“airfare & flights.”
We first built the co-occurrence matrix for the mostly used 500 tags. The frequency
of co-occurrence between two tags is the number of times they are used together to
annotate a Web page. From the 500 × 500 co-occurrence matrix, the most frequently
occurring pair of tags in each row were chosen, and we used their incoming streams as
the inputs to FHMM-Algorithm. The inputs were normalized with respect to the total
number of tagging assignments on the monthly basis, and they can be modeled using the
Binomial distribution. Again, we first estimated the state transition matrix in the
“Network Construction” step using EM algorithm for each data stream. Then the learned
probabilities were transformed into state transition costs and fed to the FHMM-Algorithm.
As expected, since in most cases co-occurrent data streams under study behave
similarly, these results are not quite different from the ones obtained by assuming one
uniform state transition matrix. Compared to those results generated by the K-Algorithm,
in several cases though, our algorithm provides results which are more informative and
reasonable. The tag “mashup” is one such example. A mashup is normally a Web
application in combination of two or more Web services. With more Web APIs from
portal Web sites are available to the public, mashups are receiving increasing attention
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for their novel applications. From Figure 5.5 we can observe that the occurrence of tag
“mashup” has a steady growth rate during the two years. However, K-Algorithm does not
consider it as a burst tag until the end of year 2006. Our approach recognizes that the tag
“mashup” occurs most frequently with the tag “web2.0”, whose occurrence had an abrupt
climb in year 2005. By considering them together, “mashup” was identified as a burst tag
much earlier by FHMM-Algorithm. As to computing time, K-Algorithm took about 0.8
seconds, whereas FHMM-Algorithm took about 1.1 seconds.

Figure 5.5 (Upper) Streams of tag “web2.0” and “mashup” after normalization
(Lower) Different estimated hidden states produced for tag “mashup” by KAlgorithm and FHMM-Algorithm

5.6 Conclusions and Future Work
In this chapter, we proposed a Factorial Hidden Markov Model-based burst
detection approach focusing on detecting correlated burst patterns from multiple
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dependent data streams. Compared to standard state-based burst models, our approach
provides the capability to jointly model multiple data streams in a probabilistic manner.
Based on the FHMM, we have developed a novel burst detection framework and the
related algorithm. The effectiveness of our approach was first evaluated using synthetic
datasets. The experimental findings show that our proposed algorithm significantly
outperforms another well-known state-based method within reasonable time limits in
situations where dependencies among data streams are prominent. We have also
conducted two real-world case studies–patent trend analysis and topic burst detection in a
collaborative tagging system–to demonstrate the potential practical value of the method.
The computational experience has provided further evidence about the effectiveness of
our approach.
Our proposed approach can be potentially applied in a variety of domains (e.g.,
Web site traffic monitoring, corporate finance, outbreak detection in public health) in
which dependencies among data streams play an important role in data analysis and
exploration. This approach by nature is an offline approach. However, it can be easily
adapted to be used in online settings: newly-arriving data items can be continuously
buffered and analyzed together with existed data streams through repeated running of the
unmodified (offline) analysis steps.
We conclude this chapter by discussing our ongoing and future work. In our current
study, we make the assumption that all data streams share a common state transition
matrix. However, this assumption may not be appropriate in cases where data streams are
in reality controlled by dissimilar state transition probabilities. One of the goals of our
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future work is to develop a general modeling framework that can efficiently estimate
state transition probabilities based on incoming data. Secondly, as shown in the
simulation study, the algorithm performance degrades as the number of dependent data
streams increases. We are currently working on computational methods that can alleviate
this problem, especially for data streams having unknown dependency structures. One
such method that has shown initial promises is based on the idea of incrementally
splitting the input data streams into smaller groups based on the strength of learned
dependencies. Next, in our current work, the stream dependency structure is estimated
retrospectively based on the assumption that each data point is of equal importance
regardless of their incoming sequences. We are currently working on developing a
weighted learning algorithm to place more emphasis on patterns from more recent data
and are evaluating our method using social bookmarking data sets. Lastly, upon the
completion of these additional improvements, more extensive evaluations against other
burst detection techniques, including both state-based and non state-based, will be
conducted to gain a comprehensive understanding of the contexts in which our method is
effective.
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CHAPTER 6. CONCLUSIONS AND FUTURE DIRECTIONS
6.1 Contributions
This dissertation study is motivated by two research objectives. From the
knowledge discovery perspective, the aim is to understand the effects of social media
sites on social behavior by analyzing (user-generated) data collected from these sites;
from the decision making perspective, the aim is to develop effective social media
applications to enable more informed and accurate decision processes. To achieve these
research goals, four coherent chapters are included in this dissertation. Each chapter is
tailored for a particular user group of the social media (e.g. online marketer, regular user,
and application provider), with different foci and contributions.
The major contributions of Chapter 2 and 3 are to develop multi-message diffusion
frameworks and to quantify the information overload as the diffusion inputs. Both studies
have proposed diffusion model extensions based on the standard ICM. In validating the
model effectiveness, I have employed the model extensions to simulate the diffusion
processes and solve the Influence Maximization problem. The results have shown that
both model extensions can allow better estimations of individual and overall influences
when designing viral seeding strategies.
Specifically, it is found in Chapter 2 that the performance of EICM-based seeding
strategy is closely associated with the underlying network topology. For networks whose
in-degrees follow a Poisson Law distribution, the information load is equalized across
individuals, which offsets the benefits of using the EICM. When the density of the
network grows, I still recommend using the EICM to perform seeds selection in general,
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though it is worthwhile to note that the performance gain depends on the growth pattern
of the density.
Chapter 3 can be viewed as a further extension of Chapter 2. The results have
shown that the popular spam control methods such as content-based filter are no longer
appropriate in the viral communication context. The study also provides the essential
basis for future improvements by identifying identity-based filter and effort-based
information sharing as salient solutions to improve the communication effectiveness.
The analyses performed in Chapter 2 and 3 also provide important managerial
implications. Viral campaign managers need to react to the change of communication
patterns and build advantages in their influence maximization decisions. As a useful
guide, viral campaigns should not be designed to target seeds only by its pure number of
followers/fans, but also these followers' average load of information.
Chapter 4 is an independent study in which a novel diffusion-based micro-blogging
recommendation framework was proposed, aiming to recommend micro-blogs during
time-critical events. I have developed a set of measures assessing the value of microblogs from a diffusion standpoint and formulated the recommendation problem into a
multi-objective optimization problem. I then proved the submodular property of the
proposed recommendation objectives to solve this optimization problem. The solution to
the alternative objective function is guaranteed to be Pareto-optimal of the original
problem. I further developed a heuristic greedy algorithm which exploited submodularity
to find near-optimal node selections.

145

This diffusion-based recommendation framework and the proposed algorithm were
extensively evaluated using Twitter data collected during the early outbreak of H1N1 Flu.
The empirical results showed that the method outperformed other benchmark approaches,
and could achieve a more balanced and comprehensive recommendation. Moreover, the
evaluations under different parameter settings demonstrated that the recommendation
framework can accommodate diverse user preferences and provide customized results.
In the burst detection chapter, I proposed a Factorial Hidden Markov Model-based
burst detection approach focusing on detecting correlated burst patterns from multiple
dependent data streams. Compared to standard state-based burst models, this approach
provides the capability to jointly model multiple data streams in a probabilistic manner.
Based on the FHMM, I have developed a novel burst detection framework and the related
algorithm. The effectiveness of this approach was first evaluated using synthetic datasets.
The experimental findings show that the proposed algorithm significantly outperforms
another well-known state-based method within reasonable time limits in situations where
dependencies among data streams are prominent. I have also conducted two real-world
case studies – patent trend analysis and topic burst detection in a collaborative tagging
system – to demonstrate the potential practical value of the method. The computational
experience has provided further evidence about the effectiveness of this approach.
The proposed approach can be potentially applied in a variety of domains (e.g.,
Web site traffic monitoring, corporate finance, outbreak detection in public health) in
which dependencies among data streams play an important role in data analysis and
exploration. This approach by nature is an offline approach. However, it can be easily
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adapted to be used in online settings: newly-arriving data items can be continuously
buffered and analyzed together with existed data streams through repeated running of the
unmodified (offline) analysis steps.
6.2 Future Directions
In addition to the above theoretical and managerial contributions, this dissertation
study also presents considerable opportunities for future research.
In Chapter 2, the diffusion process described by the ICM and the EICM represents a
simplified view of the real-world situation. More sophisticated versions of the ICM have
been proposed in (Leskovec et al. 2007). For instance, one ICM extension regulates that
after users receive a message, they move into a state of immunity from further receipt of
the same message. Another extension assumes a diminishing property on the activation
probability; i.e. users become less likely, but not impossible, to be activated by the same
old message received before. The initial development of the EICM is based upon the
standard ICM. Future improvements could be made on the basis of a wider set of ICM
extensions to reduce possible modeling error.
Moreover, it is noted that the current model assumes that viral communications
occurred on the online social network are usually unsolicited. In other words, messages
are sent to recipients who are not actively seeking information or assistance. This
unsolicited nature of viral communication is frequently discovered in viral marketing
literature (Bruyn et al. 2008), It helps to explain the low activation probabilities in
Delicious, since the audiences are less willing to allocate attention to an unexpected
message. Therefore, it is also possible to model information overload differently for other
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types of viral communications. For example, on Twitter, the communications between
connected users are more of an interactive and conversational nature. It would then be
useful to recognize such behavior changes, and to develop appropriate modeling
approaches.
In Chapter 3, I develop the model based on the retrospective data collected when
information overload counter-measures are unavailable. As such, it is difficult to predict
how users would adapt to these new configurations and rules, and change the way they
communicate. For instance, it is reported in the previous studies that high-quality filters
cannot prevent spammers from sending spam messages as expected (Reshef et al. 2005).
On the contrary, more spam messages would be sent to penetrate the filters. In the future
study, more field experiments and longitudinal data are needed to enhance the validity of
the model. Secondly, the current model does not take into account the notion of message
quality: all messages received are assumed to have uniform quality, and their activation
probabilities are only dependent on the status of the recipient. Further empirical research
is thus needed to support a more reasonable activation probability function.
In Chapter 4, the application of the proposed diffusion-based micro-blogging
recommendation framework is not limited to the emergency context. The approach can
also be applied to other time-critical tasks. For instance, there exist a number of Twitter
accounts which consistently post real-time financial news, such as “FTfinancenews”,
“ftnewsblog”, “fnnews”, etc. Likewise, recommendations can be made by measuring
these accounts from a diffusion perspective. Beyond the recommendation, the diffusionbased framework could provide extended services such as monitoring and surveillance.
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Identifying stories from tweets is a critical stage in this recommendation
framework. One limitation of the current study is that I detect stories solely based on the
vector-space-model. This method fails to consider the semantic meaning of the term, such
that two tweets describing one same story could be assigned into different clusters if they
are paraphrased using different set of terms. Existing studies on semantic text clustering
could be helpful for addressing this issue. For example, it was reported that clustering
with semantic features outperformed the term frequency based method (Choudhary et al.
2002; Hotho et al. 2003) One of the future directions of this study is to integrated
semantic text clustering approaches into the task of story identification such that more
accurate diffusion patterns could be inferred to support the recommendation task.
Another future direction of Chapter 4 is to develop new valuation criteria for more
comprehensive recommendations. For example, users might be only interested in news
stories occurred in locations geographically close to them. In this case, geographical
proximity can be developed to measure the distance between the recommended microbloggers and the reader. However, by the time I had collected data, I can only extract
self-claimed location information from public user profiles. Such data could be
incomplete or inaccurate. In March 2010, Twitter launched its new Geolocation feature
which enabled users to track the latitude and longitude of any tweets as long as this
feature is activated. Should the tweet-level location data be available for analysis, future
research could incorporate this location-related metric for more comprehensive
recommendations.
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In the burst detection chapter, I make the assumption that all data streams share a
common state transition matrix. However, this assumption may not be appropriate in
cases where data streams are in reality controlled by dissimilar state transition
probabilities. One of the goals of the future work is to develop a general modeling
framework that can efficiently estimate state transition probabilities based on incoming
data. Secondly, as shown in the simulation study, the algorithm performance degrades as
the number of dependent data streams increases. I am currently working on
computational methods that can alleviate this problem, especially for data streams having
unknown dependency structures. One such method that has shown initial promises is
based on the idea of incrementally splitting the input data streams into smaller groups
based on the strength of learned dependencies. Next, in my current work, the stream
dependency structure is estimated retrospectively based on the assumption that each data
point is of equal importance regardless of their incoming sequences. I am currently
working on developing a weighted learning algorithm to place more emphasis on patterns
from more recent data and am evaluating the method using social bookmarking data sets.
Lastly, upon the completion of these additional improvements, more extensive
evaluations against other burst detection techniques, including both state-based and non
state-based, will be conducted to gain a comprehensive understanding of the contexts in
which the method is effective.

150

REFERENCES
Abbassi, Z., and Mirrokni, V.S. "A recommender system based on local random walks
and spectral methods," WebKDD/SNA-KDD '07: Proceedings of the 9th
WebKDD and 1st SNA-KDD 2007 workshop on Web mining and social network
analysis, ACM, New York, NY, USA, 2007, pp. 102--108.
Adar, E., and Adamic, L.A. "Tracking Information Epidemics in Blogspace,"
Proceedings of the 2005 IEEE/WIC/ACM International Conference on Web
Intelligence (WI '05), 2005.
Aizen, J., Huttenlocher, D., Kleinberg, J., and Novak, A. "Traffic-Based Feedback on the
Web," Proceedings of the National Academy of Sciences, National Academy of
Sciences, 2004, pp. 5254-5260.
Arguello, J., Elsas, J.L., Callan, J., and Carbonell, J.G. "Document representation and
query expansion models for blog recommendation," In Proc. of the 2nd Intl. Conf.
on Weblogs and Social Media (ICWSM), 2008.
Arndt, J. "Role of product-related conversations in the diffusion of a new product,"
Journal of Marketing Research (4(3)) 1967, pp 291-295.
Asavathiratham, C. "The Influence Model: A Tractable Representation for the Dynamics
of Networked Markov Chains," M.I.T., 2000.
Attewell, P. "Technology Diffusion and Organizational Learning: The Case of Business
Computing," Organization Science (3(1)) 1992, pp 1-19.
Awad, M.A., and Khan, L.R. "Web Navigation Prediction Using Multiple Evidence
Combination and Domain Knowledge," IEEE Transactions on Systems, Man, and
Cybernetics, Part A (37), Nov 2007, pp 1054-1062.
Bampo, M., Ewing, M.T., Mather, D.R., Stewart, D., and Wallace, M. "The Effects of the
Social Structure of Digital Networks on Viral Marketing Performance,"
Information Systems Research (19(3)) 2008, pp 273-290.
Barthelemy, M., Barrat, A., Pastor-Satorras, R., and Vespignani, A. "Velocity and
hierarchical spread of epidemic outbreaks in scale-free networks," Phyisics
Review Letter (92(17)) 2004, p 178701.
Bass, F. "A new product growth model for product diffusion," Management Science (15)
1969, pp 215-227.
Baum, L.E. "An inequality and associated maximization technique in statistical
estimation for probabilistic functions of Markov processes," Inequalities (3) 1969,
pp 1-8.
Berelson, B., Paul F. Lazarsfeld, and Gaudet, H. The People's Choice New York:
Columbia University Press, 1948.

151

Boyd, S., and Vandenberghe, L. Convex Optimization Cambridge UP, 2004.
Brancheau, J.C., and Wetherbe, J.C. "The Adoption of Spreadsheet Software: Testing
Innovation Diffusion Theory in the Context of End-User Computing,"
Information Systems Research (1:2) 1990, pp 115-143.
Brooks, R.C.J. ""Word-of-Mouth" advertising in selling new products," The Journal of
Marketing (22(2)) 1957, pp 154-161.
Brown, J.J., and Reingen, P.H. "Social ties and word of mouth referral behavior," Journal
of Consumer Research (14(3)) 1987, pp 350-362.
Bruyn, A.D., and Lilien, G.L. "A multi-stage model of word-of-mouth influence through
viral marketing," International Journal of Research in Marketing (25) 2008, pp
151-163.
Burkom, H.S., Murphy, S., Coberly, J., and Hurt-Mullen, K. "Public Health Monitoring
Tools for Multiple Data Streams," Morbidity and Mortality Weekly Report (54d),
Aug 2005, pp 55-62.
Caulfield, B., and Karmali, N. "Mumbai: Twitter's Moment," 2008.
Centola, D. "The Spread of Behavior in an Online Social Network Experiment," Science
(329:5996) 2010, pp 1194-1197.
Cha, M., Mislove, A., and Gummadi, K.P. "A measurement-driven analysis of
information propagation in the flickr social network," Proc. of the 18th Intl. Conf.
on WWW (WWW' 09), 2009.
Choudhary, B., and Bhattacharyya, P. "Text clustering using semantics," Proceedings of
the 11th International World Wide Web Conference (WWW), Honolulu, Hawaii,
2002.
Cointet, J.-P., and Roth, C. "How Realistic Should Knowledge Diffusion Models Be?,"
Journal of Artificial Societies and Social Simulation (10-35) 2007, p N/A.
Domingos, P. "Mining Social Networks for Viral Marketing," IEEE Intelligent Systems
(20(1)) 2005, pp 80-93.
Domingos, P., and Richardson., M. "Mining the Network Value of Customers," Seventh
International Conference on Knowledge Discovery and Data Mining, 2001.
Ehrlich, K., and Shami, N.S. "Microblogging Inside and Outside the Workplace,"
Procedings of 4th Int'l AAAI Conference on Weblogs and Social Media, 2010.
El-Arini, K., Veda, G., Shahaf, D., and Guestrin, C. "Turning down the noise in the
blogosphere," KDD '09: Proceedings of the 15th ACM SIGKDD international
conference on Knowledge discovery and data mining, ACM, New York, NY,
USA, 2009, pp. 289--298.

152

Eppler, M.J., and Mengis, J. "The Concept of Information Overload: A Review of
Literature from Organization Science, Accounting, Marketing, MIS, and Related
Disciplines," The Information Society (20(5)) 2004, pp 325-344.
Frenzen, J., and Nakamoto, K. "Structure, cooperation, and the flow of market
information," The Journal of Consumer Research (20(3)) 1993, pp 360-375.
Gabrilovich, E., Dumais, S., and Horvitz, E. "NewsJunkie: Providing Personalized
Newsfeeds via Analysis of Information Novelty," Proc. of the 13th Intl. WWW
Conf., New York, NY, USA, 2004, pp. 482 - 490.
Golab, L., and Ozsu, M.T. "Issues in data stream management," 2003.
Granka, L.A., Joachims, T., and Gay, G. "Eye-tracking analysis of user behavior in
WWW search," Proceedings of the 27th annual international ACM SIGIR
conference, 2004.
Gruhl, D., Guha, R., Liben-Nowell, D., and Tomkins, A. "Information Diffusion Through
Blogspace," Proceedings of the 13th International World Wide Web (WWW)
Conference, 2004.
Guha, R., Kumar, R., Raghavan, P., and Tomkins, A. "Propagation of trust and distrust,"
Proceedings of the 13th international conference on World Wide Web, 2004.
Hagerstrand, T. Innovation diffusion as a spatial process University of Chicago Press,
1967.
Han, S.-J., and Cho, S.-B. "Evolutionary Neural Networks for Anomaly Detection Based
on the Behavior of a Program," IEEE Transactions on Systems, Man, and
Cybernetics, Part B (36), June 2006, pp 559-570.
Hayes, C., Avesani, P., and Veeramachaneni, S. "An analysis of the use of tags in a blog
recommender system," IJCAI'07: Proceedings of the 20th international joint
conference on Artifical intelligence, Morgan Kaufmann Publishers Inc., San
Francisco, CA, USA, 2007, pp. 2772--2777.
Herlocker, J.L., Konstan , J.A., Terveen, L.G., and Riedl, J.T. "Evaluating collaborative
filtering recommender systems," ACM Transactions on Information Systems
(TOIS) (22:1) 2004, pp 5-53.
Hethcote, H.W. "Qualitative analyses of communicable disease models," Mathematical
Biosciences (28(3,4)) 1976, pp 335-356.
Hethcote, H.W. "Three basic epidemiological models," S.A. Levin, T.G. Hallam and L.
Gross (eds.), Apringer-Verlag, 1989, pp. 119-144.
Honeycutt, C., and Herring, S.C. "Beyond Microblogging: Conversation and
Collaboration via Twitter," Proceedings of the 42nd Hawaii International
Conference on System Sciences, 2009.

153

Hotho, A., Staab, S., and Stumme, G. "Text Clustering Based on Background
Knowledge," Technical report, University of Karlsruhe, Institute AIFB) 2003.
Hsu, W.H., King, A.L., Paradesi, M.S.R., Pydimarri, T., and Weninger, T. "Collaborative
and Structural Recommendation of Friends using Weblog-based Social Network
Analysis," in AAAI Spring Symposia 2006 on Computational Approaches to
Analysing Weblogs, 2006.
Hughes, A.L., and Palen, L. "Twitter Adoption and Use in Mass Convergence and
Emergency Events," Proceedings of the ISCRAM Conference, 2009.
Issac, B., Jap, W.J., and Sutanto, J.H. "Improved Bayesian Anti-Spam Filter,"
International Conference on Computer Engineering and Technology, 2009, pp.
326-330.
Jansen, B.J., Zhang, M., Sobel, K., and Chowdury, A. "Micro-blogging as online word of
mouth branding," CHI '09: Proceedings of the 27th international conference
extended abstracts on Human factors in computing systems, ACM, New York,
NY, USA, 2009, pp. 3859--3864.
Java, A., Song, X., Finin, T., and Tseng, B. "Why We Twitter: Understanding
Microblogging Usage and Communities," Proceedings of Joint WEBKDD and
SNA-KDD Workshop, 2007.
Jones, Q., Ravid, G., and Rafaeli, S. "Information Overload and the Message Dynamics
of Online Interaction Spaces: A Theoretical Model and Empirical Exploration,"
Information Systems Research (15(2)) 2004, pp 194-210.
Kempe, D., Kleinberg, J., and Tardos, E. "Maximizing the Spread of Influence through a
Social Network," Proceedings of the Ninth International Conference on
Knowledge Discovery and Data Mining, 2003.
Khuller, S., Moss, A., and Naor, J. "The budgeted maximum coverage problem,"
Information Processing Letters (70:1) 1999, pp 39 - 45
Kleinberg, J. "Bursty and hierarchical structure in streams," Data Mining and Knowledge
Discovery (7:4) 2004, pp 373–397.
Kleinberg, J. Temporal Dynamics of On-Line Information Streams Springer, 2006.
Kleinberg, J. "The flow of on-line information in global networks," Proceedings of the
2010 Intl. Conf. on Management of data (SIGMOD' 10), 2010.
Kleinberg, J.M. "Authoritative sources in a hyperlinked environment," Journal of ACM
(46:5) 1999, pp 604-632.
Krause, A., Leskovec, J., Guestrin, C., VanBriesen, J., and Faloutsos, C. "Efficient
Sensor Placement Optimization for Securing Large Water Distribution
Networks," Journal of Water Resources Planning and Management (134:6),
Nov/Dec 2008, pp 516-526.

154

Kraut, R.E., Sunder, S., Morris, J., Telang, R., Filer, D., and Cronin, M. "Markets for
Attention: Will Postage for Email Help?," CSCW, 2002.
Krishnamurthy, B., Gill, P., and Arlitt, M. "A Few Chirps About Twitter," Proceedings of
the WOSN'08, 2008.
Kristina, M. "Bursts of Information: Microblogging," The Reference Librarian (50) 2009,
pp 212-214.
Kritikopoulos, A., Sideri, M., and Varlamis, I. "BlogRank: ranking weblogs based on
connectivity and similarity features," Proceedings of the 2nd international
workshop on Advanced architectures and algorithms for internet delivery and
applications, ACM Press New York, NY, USA, 2006.
Kumar, R., Novak, J., Raghavan, P., and Tomkins, A. "On the bursty evolution of
blogspace," Proc. of the 12th Intl. Conf. on WWW, ACM Press, 2003, pp. 568576.
Lasswell, H.D. "The theory of political propaganda," The American Political Science
Review (21(3)) 1927, pp 627-631.
Lerman, K., and Ghosh, R. "Information Contagion: an Empirical Study of the Spread of
News on Digg and Twitter Social Networks," Proceedings of 4th International
Conference on Weblogs and Social Media (ICWSM), 2010.
Leskovec, J., Adamic, L.A., and Hubermans, B.A. "The dynamics of viral marketing,"
ACM Transactions on the Web (1(1)) 2007, p Article 5.
Li, X., Yan, J., Fan, W., Liu, N., Yan, S., and Chen, Z. "An Online Blog Reading System
by Topic Clustering and Personalized Ranking," ACM Transactions on Internet
Technology (9:13) 2009a, p Article 9.
Li, Y.-M., and Chen, C.-W. "A synthetical approach for blog recommendation:
Combining trust, social relation, and semantic analysis," Expert Systems with
Applications: An International Journal (36:3) 2009b, pp 6536-6547.
Loper, E., and Bird, S. "NLTK: The Natural Language Toolkit," Proceedings of the
Workshop on Effective Tools and Methodologies for Teaching NLP and
Computational Linguistics, Philadelphia, PA, 2002, pp. 63-70.
Mahajan, V., Muller, E., and Bass, F.M. "New Product Diffusion Models in Marketing:
A Review and Directions for Research," The Jounal of Marketing (54:1) 1990, pp
1-26.
Mane, M.K., and Borner, K. "Mapping topics and topic bursts in PNAS," Proc. of the
National Academy of Sciences of the United States, 2004, pp. 5287-5290.
Nakatsuji, M., Miyoshi, Y., and Otsuka, Y. "Innovation Detection Based on User-Interest
Ontology of Blog Community," Lecture Notes in Computer Science:4273) 2006,
pp 515-528.

155

Nemhauser, G., Wolsey, L., and Fisher, M. "An Analysis of the Approximations for
Maximizing Submodular Set Functions," Mathematical Programming (14) 1978,
pp 265-294.
Nielsen_News "Swine Flu News and Concern Dominates Online Buzz," 2009.
Nigam, S. "How Social Media Helped Travelers During the Iceland Volcano Eruption,"
2010.
Niklas, L. "Trus: Making and breaking cooperative relations," D. Gambetta (ed.),
University of Oxford electronic edition, 2000, pp. 94-107.
O' Connor, B., Balasubramanyan, R., Routledge, B., and Smith, N. "From Tweets to Polls:
Linking Text Sentiment to Public Opinion Time Series," Proceedings of the 4th
International AAAI Conference on Weblogs and Social Media, 2010.
Ostrow, A. "Swine Flu Hysteria: 10,000 Tweets Per Hour," 2009.
Pang, S., Ozawa, S., and Kasabov, N. "Incremental Linear Discriminant Analysis for
Classification of Data Streams," IEEE Transactions on Systems, Man, and
Cybernetics, Part B (35), Oct 2005, pp 905-914.
Pavlov, O.V., Plice, R.K., and Melville, N.P. "A communication model with limited
information processing capacity of recipients," System Dynamics Review (24:3)
2008, pp 377-405.
Phelps, J.E., Lewis, R., Mobilio, L., and Perry, D. "Viral Marketing or Electronic Wordof-Mouth Advertising: Examining Consumer Responses and Motivations to Pass
Along Email," Journal of Advertising Research (44) 2004, pp 333-348.
Reshef, E., and Solan, E. "The Effect of Filters on Spam Mail," School of Mathematical
Sciences, Tel Aviv University.
Richins, M.L. "Negative Word-of-Mouth by Dissatisfied Consumers: A Pilot Study," The
Journal of Marketing (47(1)) 1983, pp 68-78.
Robert C. Brooks, J. ""Word-of-Mouth" advertising in selling new products," The
Journal of Marketing (22(2)) 1957, pp 154-161.
Rogers, E.M. Handbook of communication Rand McNally, 1973.
Saul, L.K., and Jordan, M.I. "Mixed Memory Markov Models: Decomposing Complex
Stochastic Processes as Mixtures of Simpler Ones," Machine Learning (37:1)
1999, pp 75--87.
Schwartz, R., and Austin, S. "A comparison of several approximate algorithms for
finding multiple (N-best) sentence hypotheses," Proc. of the Acoustics, Speech,
and Signal Processing, IEEE Computer Society, Washington, DC, USA, 1991, pp.
701-704.

156

Scripps, J., Tan, P.-N., and Esfahanian, A.-H. "Node Roles and Community Structure in
Networks," Joint 9th WEBKDD and 1st SNA-KDD Workshop '07, 2007.
Silverman, B.S. "Diffusion of Research from SEMATECH: Evidence from Patent
Citations," Rotman School of Management, University of Toronto.
Starbird, K., and Palen, L. "Pass It On?: Retweeting in Mass Emergency," Proceedings of
the 7th International ISCRAM Conference, 2010.
Stewart, A., Chen, L., Paiu, R., and Nejdl, W. "Discovering Information Diffusion Paths
from Blogosphere for Online Advertising," Proceedings of the 1st international
workshop on Data mining and audience intelligence for advertising, 2007.
Strehl, A., Ghosh, J., and Mooney, R. "Impact of Similarity Measures on Web-page
Clustering," Proceedings of AAAI Workshop on AI for Web Search (AAAI 2000),
2000, pp. 58–64.
Subramani, M.R., and Rajagopalan, B. "Knowledge-sharing and influence in online
social networks via viral marketing," Communications of the ACM (46(12)) 2003,
pp 300-307.
Sutton, J., Palen, L., and Shlovski, I. "Back-Channels on the Front Lines: Emerging Use
of Social Media in the 2007 Southern California Wildfires," Proceedings of the
2008 ISCRAM Conference, Washington, DC., 2008.
Swan, J.E., and Oliver, R.L. "Postpurchase communications by consumers," Journal of
Retailing (65(4)) 1989, pp 516-534.
Swan, R., and Allan, J. "Extracting significant time varying features from text," Proc. of
the 8th Intl. Conf. on Information and knowledge management, ACM Press, New
York, NY, USA, 1999, pp. 38-45.
Tien, J.M. "Toward a decision informatics paradigm: a real-time, information-based
approach to decision making," IEEE Transactions on Systems, Man, and
Cybernetics, Part C: Applications and Reviews (33), Feb 2003, pp 102-113.
Tumulty, K. "Obama's viral marketing campaign," Time (Jul 2007) 2007, p N/A.
Vazquez, A. "Growing network with local rules: Preferential attachment, clustering
hierarchy, and degree correlations," Physics Review (67) 2003, p 056104.
Vlachos, M., Meek, C., Vagena, Z., and Gunopulos, D. "Identifying similarities,
periodicities and bursts for online search queries," Proc. of the 2004 ACM
SIGMOD Intl. Conf. on Management of Data, ACM Press, New York, USA,
2004, pp. 131-142.
Vlachos, M., Wu, K.-L., Chen, S.-K., and Yub, P.S. "Fast Burst Correlation of Financial
Data," Proc. of the 9th European Conf. of Practices in Knowledge and Data
Discovery, 2005.

157

Wang, J.-S., and Chiang, J.-C. "A Cluster Validity Measure With Outlier Detection for
Support Vector Clustering," IEEE transactions on systems, man, and cybernetics,
Part B (38(1)) 2008, pp 78-89.
Wasserman, S., and Faust., K. Social Network Analysis Cambridge University Press,
1994.
Wei, C.-P., and Chang, Y.-H. "Discovering Event Evolution Patterns From Document
Sequences," IEEE Transactions on Systems, Man and Cybernetics, Part A (37),
37 2007, pp 273-283.
Wetherill, G.B., and Brown, D.W. Statistical process control: theory and practice
Chapman and Hall, 1991.
Wikipedia "Social Media," 2010.
Woerndl, M., Papagiannidis, S., Bourlakis, M., and Li, F. "Internet-induced marketing
techniques: Critical factors in viral marketing campaigns," International Journal
of Business Science and Applied Management (3(1)) 2008, pp 33-45.
Xulvi-Brunet, R., and Sokolov, I.M. "Reshuffling scale-free networks: From random to
assortative," Physics Review (70) 2004, p 066102.
Yang, J., and Counts, S. "Interaction Network Properties of Twitter," Proceedings of 4th
International Conference on Weblogs and Social Media (ICWSM), 2010.
Yu, Z., Tsai, J.J.P., and Weigert, T. "An Automatically Tuning Intrusion Detection
System," IEEE Transactions on Systems, Man, and Cybernetics, Part B (37), Apr
2007, pp 373-384.
Zandt, T.V. "Information Overload in a network of targeted communication," RAND
Journal of Economics (35-3) 2004, pp 542-560.
Zhang, J., Qu, Y., Cody, J., and Wu, Y. "A case study of micro-blogging in the enterprise:
use, value, and related issues," CHI '10: Proceedings of the 28th international
conference on Human factors in computing systems, ACM, New York, NY, USA,
2010, pp. 123--132.
Zhong, S., and Ghosh, J. "HMMs and coupled HMMs for multi-channel EEG
classification," Proc. IEEE Intl. Joint Conf. on Neural Networks, Honolulu,
Hawaii, 2002, pp. 1154-1159.
Zhu, Y., and Shasha, D. "Efficient elastic burst detection in data streams," Proc. of the
9th ACM SIGKDD Intl. Conf. on Knowledge discovery and data mining, ACM
Press, New York, NY, USA, 2003, pp. 336--345.

