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Abstract 

This dissertation describes the design and implementation of the £Ie system 

component of the Saguaro operating system for computers connected by a local-area 

network. Systems constructed on such an architecture have the potential advantage 

of increased £Ie availability due to their inherent redundancy. In Saguaro, this 

advantage is made available through two mechanisms that support semi-automatic 

file replication and access: reproduction sets and metafiles. A reproduction set is 

a collection of files that the system attempts to keep identical on a "best effort" 

basis, relying on the user to handle unusual situations that may arise. A metafile 

is a special file that contains symbolic path names of other £Ies; when a metafile is 

opened, the system selects an available constituent file and opens it instead. These 

mechanisms are especially appropriate for situations that do not require guaranteed 

consistency or a large number of copies. 

Other interesting aspects of the Saguaro £Ie system design are also de

scribed. The logical file system forms 8. single tree, yet any £Ie can be placed in any 

of the physical file systems. This organization allows the creation of a logical associ

ation among £les that is quite different from their physical association. In addition, 

the broken path algorithm is described. This algorithm makes it possible to bypass 

elements in a path name that are on inaccessible physical £Ie systems. Thus, any 

accessible file can be made available, regardless of the availability of directories in 

its path. 

Details are provided on the implementation of the Saguaro file system. The 

servers of which the system is composed are described individually and a comprehen

sive operational example is supplied to illustrate their interaction. The underlying 
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data structures of the file system are presented. The virtual roots, which contain 

information used by the broken path algorithm, are the most novel of these. 

Finally, an implementation of reproduction sets and meta.:files for intercon

nected networks running Berkeley UNIX is described. This implementation demon

strates the broad applicability of these mechanisms. It also provides insight into 

the way in which mechanisms to facilitate user controlled replication of files can be 

inexpensively added to existing file systems. Performance measurements for this 

implementation are also presented. 



CHAPTER! 

Introduction 

A network computer is a collection of processors connected by a local-area 

network. As is the case with single processor systems, network computers employ 

operating systems to manage their resources and to provide a convenient interface 

for the user. Such network operating systems can be separated into two genera~ "

types based on the way in which resources are managed and the machine abstrac

tion presented to the user. One type contains those systems in which each processor 

runs a relatively autonomous operating system. We refer to these systems as inter

connected systems. In such systems, each individual operating system is responsible 

for managing the resources of its machine, cooperating with other processors only 

at a very high leveL For example, facilities for remote logins and file transfers 

may be provided, but strictly as user initiated operations. The machine abstrac

tion presented to the user by interconnected systems is that of multiple machines 

connected by a network. In other words, this type of operating system does not 

abstract away the network architecture, but rather forces a user to be aware of its 

multiple processor nature. 

The other type of network operating system is one in which each processor 

runs some portion of a single operating system. We refer to these systems as dis

tributed operating systems. In such systems, many machine resources are considered 

to be global resources that are managed communally by the system. Cooperation 
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among portions of the operating system is much more extensive than with inter

connected systems and is embedded more deeply within the system.. The machine 

abstraction presented to the user by a distributed operating system is that of a 

single virtual machine in which the underlying network architecture has, to one 

degree or another, been hidden from the user. While the illusion of a single virtual 

machine is often desirable from a user point of view, it is significantly more complex 

and costly to implement than interconnected systems. 

1.1 Advantages of Network Computers 

Several potential advantages result from the multiple processor makeup of 

a network computer. Among the advantages are increased throughput as a result 

of concurrency, :Bexibility in relocating objects because of mobility, and gains in 

performance due to the locality of objects. Additional advantages accrue from the 

redundancy of such an architecture. These include more assurance that the system 

will continue to provide service (reliability), a greater likelihood that a particular 

resource can be accessed (availability), and the potential for the system to replace 

lost or damaged objects after a failure (recoverability). We now elaborate on each 

of these advantages. 

A network computer has the potential for increased concurrency since such 

an architecture makes it feasible for multiple tasks to execute in parallel on separat.e 

processors. Considerable savings in execution time may also be realized by having 

different portions of a computation executed on different machines. Thus, two 

different kinds of concurrency can be identified: concurrency within a computation 

and concurrency between distinct computations. As an example of the first consider 

a radix sort. The initial pass of a radix sort separates its input into bins based on 
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some major key value and the bins are then sorted individually. The bins can 

profitably be distributed, each to a different processor, and the individual sorts 

can be done concurrently. The originating process coordinates the dissemination of 

the work Q.:j,d the merging of the individual results. As an example of concurrency 

between computations, consider a process executing on one machine that needs the 

services of a local printer and a second process executing on a different machine 

that requires that a local file be opened. These two activities can be accomplished 

in parallel without coordination since they do not interact in any way. 

Another potential advantage of a network computer is mobility, i.e., the 

movement of processes or files from one processor to another. There are numerous 

reasons why this may be desirable. For example, files can be migrated to enhance 

performance by moving them to disks near where they are most frequently accessed. 

Or, processes can be moved from heavily loaded processors to more lightly loaded 

processors to balance the distribution of work across the network. 

Locality refers to the minimization of the logical distance between the loca

tion of an object in a network computer, such as a file, and the location of a process 

requesting access to that object. In a network computer environment an object may 

be local or it may be remote, i.e., only accessible over the network. In networks 

that are not completely connected there may even be the notion of intermediate 

distances. H multiple copies of an object exist, some savings can be realized by 

placing copies near where they are will be frequently used and by accessing the 

nearest copy in response to a request. 

Being composed of multiple processors and disks, a network computer has 

an inherent redundancy that is useful for coping with failure-related problems. For 
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example, the reliability of the system can be improved by replicating software com

ponents (e.g., servers) in such a way that a network computer will be able to con

tinue operation in the event of partial failures. Redundancy also has the potential 

for enhancing availability of resources such as files. If a disk is unavailable, but 

its contents are duplicated on other disks, access can still be provided to requested 

files. Finally, having multiple copies of an object-either files or system objects

enhances recoverability since a lost or damaged object can be regenerated from a 

correct copy. 

All of the above are only potential advantages, however, since the degree 

to which they are realized depends heavily on the characteristics of the relevant 

network operating system. As a rule, interconnected systems provide only manual 

facilities for achieving such advantages as enhanced file availability and concurrency. 

On the other hand, distributed systems are much more likely to include sophisti

cated, automatic tools for realizing these advantages. Also, note that while network 

computers increase the potential for achieving these advantages, many can also be 

realized in single-machine systems. For example, high reliability can also be realized 

in a single processor by using techniques for achieving redundancy in time rather 

than in hardware [A viz76]. As a second example, file availability can be enhanced by 

the flexible diskettes associated with personal computers. These provide a unique 

kind of redundancy for personal computer file systems since they can be transported 

(physically) from machine to machine. The principle difference between realizing 

these benefits on a single-machine system and on a network computer is that the 

latter have a greater potential to make these advantages transparent. 
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Although achieving high levels of concurrency, mobility, etc. are admirable 

goals, there is of course a cost associated with each. So, while a given network 

operating system might attempt to maximize all of these potentials for increased 

functionality, the total investment is likely to be overwhelming. The choice of which 

attribute to stress and to what extent centers on the associated overhead, on the 

use to which the system will be put, and on the desired level of performance. For 

example, a network operating system intended for a real-time control application 

may benefit from high levels of reliability and care very little about locality, while a 

network operating system oriented to database applications might require enhanced 

availability and recoverability. Furthermore, these increases in functionality can 

be achieved in ways that provide varying degrees of automation, assurance, and 

convenience, with costs that vary accordingly. 

In spite of the high cost of pursuing the advantages of network computers, 

there is an interdependence among enhancements that makes certain economies pos

sible. For example, providing file replication to enhance availability makes available 

many of the facilities that are necessary to construct recovery mechanisms as well. 

Thus, realizing one of the pvtcntial advantages can make achieving another less 

costly. Similarly, efforts to achieve increased performance in one area may pro

vide some unsolicited improvement in another. Such dependencies often make it 

unrealistic to single out one of these advantages and pursue it in isolation. 

Finally we note that, although a network computer has many potential ad

vantages, having multiple machines also complicates several operating system func

tions. For example, the problems of providing adequate protection and location 

transparency become more complex in a multiple machine environment. Protection 



6 

is the problem of controlling, in a graduated way, access to the resources within 

the system. Preventing unauthorized access takes on added complexity in the mul

tiple machine environment. Instead of verifying the identity of individual users as 

they login, each machine in the network may be called upon to provide service to 

unknown requestors on other machines. 

Location transparency is the notion that the name of an object does not 

imply the location of that object. This is in general a desirable goal in a network 

environment since it makes it possible to move objects from one location to another 

without changing their names. Location trar.;sparency is important to maintaining 

the illusion of a single virtual machine. In the case of files it is especially nice to 

provide the user with a single logical name space since this makes it possible for the 

user to ignore the actual multiple machine nature of the file system. For distributed 

systems, which attempt to hide the network anyway, this is an especially crucial 

facility. 

1.2 Issues in the Design of Distributed File Systems 

In this dissertation, we address issues related to the file system component 

of the software for network computers. While virtually all of the above potential 

advantages and problems are applicable to a certain extent, those that are especially 

relevant to file systems are reliability, location transparency, and availability. In 

addition, two new issues, consistency and name transparency, are introduced by 

attempts to enhance file availability through replication. 
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Reliability requires that steps be taken to provide continuous and correct 

service even if some portion of the system has become unavailable.1 This is ac

complished by having multiple servers in the system. For example, a file system 

may have multiple, identical servers running concurrently in the network or it may 

provide for generating instances of a server when they become needed. The goal is 

to ensure that, within some limit, necessary servers will still be available in spite of 

partial failures in the system. 

Location transparency is an issue when the goal is to provide the abstraction 

of a single virtual machine. However, the degree of location transparency provided 

by an operating system may fall anywhere along a broad range. A system may hide 

locations in the network automatically and absolutely, or it may force the user to 

include a network location as part of every object name. In our opinion, the most 

desirable sort of location transparency lies somewhere between these extremes. For 

example, when accessing a file it is convenient if the user can ignore the actual 

location of the file, but when creating a file, it may be desirable for the user to 

be able to specify an actual physical location. This kind oi ioca~ion transparency, 

where the operating system makes locations available to the user but provides them 

automatically when necessary, seems most useful in practice. 

In the context of distributed file systems, availability means that a correct 

copy of a file remains accessible in spite of failures, partitioning of the network, 

or damage to the the contents of the file. One way to achieve this goal is by 

replicating the file and distributing copies around the network. The approaches 

taken in distributed file systems to achieve enhancements in availability can be 

1 Correctly reporting that a service cannot be provided is within the envelope 
of 'correct service'. 

_ d:. __ 



8 

represented along a spectrum. At one end are systems that contain no specific 

mechanisms for supporting file replication beyond the normal facilities provided for 

user controlled copying of files. At the other end of the spectrum are systems that 

support automatic file replication with strong guarantees of consistency between 

copies despite failures. hl between, there are systems that provide for user control 

over the degree of replication and the placement of copies, but with system defaults 

if explicit user control is not desired. The replication facilities provided by these 

latter systems we refer to as semi-automatic. 

Having multiple copies of a file enhances availability but raises the problem 

of consistency, i.e., insuring that the contents of all copies remain identical. A 

distributed file system may choose to ignore the problem or it may provide complex 

mechanisms in order to guarantee consistency in spite of concurrency and failures. 

File systems that provide such a guarantee are said to provide strong consistency. 

Between these two extremes, a system may choose to provide varying levels of 

assurance. For example, it may keep available copies consistent but not provide for 

updating copies that were unavailable when the updates took place, or it may keep 

a single master copy current and update other copies only when they are referenced. 

We characterize this type of consistency as weak consistency. Mechanisms that can 

be used to achieve varying levels of consistency include locks, transaction managers, 

voting, and centralized control; all of these are discussed in Chapter 2. 

Replicated files also raise the issue of name transparency, i.e., the ability to 

r.efer to an entire set of replicated files with a single logical name. This is a desirable 

property, since it allows the user to access the set of files as if it were a single logical 

file. Note again, however, that there exist circumstances in which explicit user 
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access to individual members of a set of files may be useful. For example, a user 

may wish to determine whether or not a specific copy of a file is available. 

1.3 The Saguaro Distributed Operating System 

The focus of this dissertation is the file system component of the Saguaro 

distributed operating system. This operating system is designed to be an open $Ys

tem, one in which basic services are provided by the system and users are given 

access to those services to facilitate the building of higher level tools [Lamp79]. 

The philosophy followed in the design of the Saguaro operating system has been to 

strike a balance between concealing the underlying network architecture and allow

ing a user to exploit that. architecture. That is, it supports the illusion of being a 

centralized, single-processor system, but its implementation is both physically and 

logically distributed. Unlike most distributed systems, however, Saguaro provides 

various ways in which users can exploit the multiple machines to enhance perfor

mance and a~'ailability. For users that do not want such direct control, the system 

provides suitable default values. 

Saguaro is intended to be the operating system for a network computer that 

ties together a modest number of processors, some of which have disks associated 

with them. It is a server based system: processes in the operating system (servers) 

arbitrate on behalf of clients for access to requested objects. It has several novel 

aspects other than those associated with the file system. One is ckannels, an in

terprocess communication and synchronization facility that allows the input and 

output of different commands to be connected to f01CID. general graphs of commu

nicating processes. Another novel aspect is that it makes extensive use of a type 

system to describe user data such as files and to specify the types of arguments to 

'. -. --
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commands and procedures. This enables the system to assist in type checking and 

leads to a user interface in which command-specific templates are available to facili

tate command invocation. A final novel aspect of Saguaro is that it is implemented 

in the SR distributed programming language [Andr87b]. These features, as well as 

the design of the file system, are described in [Andr87a]. 

As is the case with the rest of the Saguaro operating system, the design of 

the file system allows users to deal with a single virtual machine while providing 

the ability to exploit the underlying architecture. The logical file system seen by 

the users forms a single tree, file names are location transparent, and there is one 

physical file corresponding to each logical file. Unlike previous distributed systems 

that constructed single trees by incorporating individual physical file systems as 

subtrees in a larger tree, the Saguaro file system permits any file to reside on any 

physical device in the system. Decisions about where a file will reside may be made 

by the user or left to the system. 

By allowing a file to be in any physical file system, and more particularly 

by allowing the parent of a file to be in a different physical file system, a user is pre

sented with the added flexibility of separating the logical and physical locations of 

files. However, this feature also means that locating a file by following a path from 

the root directory may require accessing directories on several different machines. 

Should one of these machines be unavailable-due to failure, for example-it may 

be impossible to locate the file by simply visiting successive directories in the path 

name. The Saguaro file system solves this problem by storing additional informa

tion about the contents of individual physical file systems in files known as virtual 

roots and by using a broken path algorithm to bypass an unreachable intermediate 



11 

directory encountered in a path traversaL The net result is that any file that resides 

on an available disk under the control of an available processor can be successfully 

located. 

File availability is also promoted in the Saguaro file system through the 

use of two mechanisms: reproduction $ets and metafiles. A reproduction set is 

a collection of £les that the system attempts to keep identical on a "best effort" 

basis. In particular, copies of a £Ie that are available at the time of an update 

will be brought into a consistent state, but files that are inaccessible will be left in 

an inconsistent state. In this weak consistency scheme, the user is responsible for 

correcting such inconsistencies. A metafile is a special file that contains symbolic 

path names of other files for the purpose of providing name transparency. When 

a metafile is opened, the system selects an available constituent file and opens it 

instead. Although these two mechanisms can be used independently to expoit the 

network architecture, they are designed to work together to provide a convenient 

and consistent set of tools for the user. 

1.4 Dissertation Organization 

In this dissertation we elaborate on the design and implementation of the 

Saguaro distributed file system. Chapter 2 describes previous work on of distributed 

file systems. It also includes an overview of applicable work in distributed database 

systems. Chapter 3 describes in detail the design of the Saguaro distributed file 

system, including a number of novel features not associated with file availability. 

The implementation details of the Saguaro file system make up Chapter 4. 

Specific emphasis is placed on the implementation of reproductions sets, metafiles, 

and the broken path algorithm. In Chapter 5 we make some observations about 
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related issues such as ancillary support software, performance, and failure handling. 

We also elaborate on the effect that using SR as an implementation language had 

on the resulting file system. 

One theme of this dissertation is that reproduction sets and metafiles are 

useful across a broad range of systems, from interconnected systems to distributed 

operating systems. Consequently, in Chapter 6 we describe an implementation of 

these mechanisms in an interconnected system-a collection of machines running 

Berkeley UNIX2- and how they can be employed in such an environment. Chapter 

6 also gives some performance figures for this UNIX implementation. 

Chapter 7 summarizes this work and suggests areas of future work. 

2 UNIX is a trademark of AT&T Bell Laboratories. 



CHAPTER 2 

Related Work 

This chapter summarizes related research in the design and construction of 

database systems and distributed file systems. We start by reviewing earlier work in 

distributed databases since many of the concepts and techniques for replication and 

maintaining consistency that are now applied to distributed file systems originated 

in that area. We also take this opportunity to introduce some terms that will be 

useful in the subsequent discussion of file systems. 

The majority of this chapter is devoted to the relevant work that has been 

done in connection with distributed file systems. Some of these systems were de

signed and built as components of complete operating systems, while others were 

created as adjuncts to existing operating systems. In the case of the former we con

sider general attributes of the operating system where appropriate, as well as the 

specifics of the file system. The file systems described form a diverse group; they 

represent the wide variety of choices available with regard to reliability, location 

transparency, and availability, in the design of distributed file systems. 

2.1 Contributions from Database Systems 

Work in designing distributed database systems identified many problems 

relevant to the design of distributed file systems. While the objectives of database 

systems and file systems are often quite different, the benefits of distributing data 

13 
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are essentially the same in both realms. In particular, one common goal is to increase 

reliability and availability of information by replicating data [Bem87][Date81]. 

In a database the objects of interest are records rather than files. Common 

examples of database records in the literature are an individual's bank account or 

information on a particular airline flight. At anyone time the values of all the 

included data items constitute the .state of the database. 

One of the most important issues with regard to databases is maintenance 

of internal consistency. Data items in a database often have a strong semantic 

relationship that can be characterized by assertions (or predicates) often called 

consistency constraints. A database state S is intemally consistent if all of the con

sistency constraints are true in state S [Eswa76]. For example, a banking database 

containing a checking account and a savings account belonging to the same cus

tomer might have associated with it a consistency constraint requiring that the 

total amount that the customer has on deposit is equal to the sum of his checking 

and savings account. 

Insuring internal consistency is non-trivial because large database opera

tions are typically composed of smaller operations such as read, write, and copy. 

This means that the database may be in an inconsistent state during the execu

tion of an operation even.if consistency is restored by its completion. For example, 

consider a transfer of funds between the checking and savings account described 

above. The decrementing of one account and the incrementing of the other cannot 

occur simultaneously. Hence, there is a period of time during which the consistency 

constraint will be violated and the database will be inconsistent. 

- ..-':'~; ......... 
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The solution to this internal consistency problem is tramactiom. A trans

action is sequence of actions on a data item or group of data items that preserves 

internal consistency in spite of concurrency and failures. That is, a transaction is 

treated as a single, indivisible action that either succeeds or fails completely, inde

pendent of its internal sequence of actions. The term atomic action is often used 

synonymously with transaction. 

If transactions execute sequentially, then each transaction leaves the data

base in a consistent state. It is, however, often desirable to interleave the internal 

actions of individual transactions to increase concurrency. Unfortunately, the ar

bitrary interleaving of transactions is not guaranteed to leave the database in a 

consistent state. In order for interleaving to be successful, the resulting execution 

must reach the same consistent state that would have been reached if the transac

tions had been executed independently in some serial order. If a set of transactions 

can be interleaved and still preserve consistency it is said to be .5erializable [Eswa76]. 

There are several ways to enforce serializability in a centralized database, 

but all of them employ a tram action manager (sometimes called a scheduler) to 

control interleaving. The techniques available to such a transaction manager in

clude forcing sequential execution of transactions, analyzing the serializability of 

COTnpeting transactions and delaying or rejecting some, and controlling access to 

data items using techniques for mutual exclusion. 

In contrast to a centralized database, a database in which copies of data 

items are stored at multiple sites in a network computer is a distributed databa3e. 

The replication of data items introduces the additional problem of replication con-

3i.5tency. This form of consistency ensures that the copies of a given data item at 



16 

different sites are, in fact, identical before and following an update. The parallels 

with distributed £Ie syst-... s become quite pronounced at this level. The data item 

for a £Ie system is a £Ie and replication consistency equates to what was earlier 

called strong consistency with regard to distributed £Ie systems. The concepts of 

transactions, atomicity, and serializability are also applicable. 

The task of the transaction manager in a distributed database is more com

plex than in a centralized database due to the existence of multiple machines and the 

replication of data items. In particular, a transaction manager must make decisions 

that guarantee not only serializability, but also internal and replication consistency 

in spite of failures. The techniques that have been developed to cope with these 

problems include the idea of voting schemes and the two-phase commit protocol 

[Gray79]. Voting algorithms are those in which the manager of each data item gets 

a (possibly weighted) vote on whether or not to execute a transaction. A speci

fied level of positive response implies that the transaction can safely be completed. 

There are a wide variety of such algorithms (e.g., [GarcS2, Gifl79, PariS6]). The 

two-phase commit protocol resembles voting approaches to consistency in that it 

requires unanimous consent from the participating nodes before allowing a transac

tion to complete. Once a node has agreed to a transaction on a data item it refrains 

from changing the state of that data item until it receives a subsequent message to 

finalize the transaction or to abort it. 

Virtually all of these techniques that were originally proposed in database 

research have found their way into distributed £Ie systems. However, the parallels 

between distributed databases and distributed £Ie systems are not exact. Files are 

generally larger than the data items in databases. The patterns of updating and 



17 

interaction differ between databases and file systems. And, as mentioned earlier, 

the data items of a database have a generally stronger semantic relationship than 

do files. 

2.2 Distributed File Systems 

A number of distributed file system organizations have been implemented. 

Many of these have been extensions of the distributed system they were created to 

support; the Eden file system is an example of this. Others, such as Unix United, 

are intended to provide distributed file system support to an existing interconnected 

system. In very few of these systems is any direct attention paid to the issues of 

availability and reliability. With the exception of LOCUS, mechanisms to accom

plish these tasks, where they exist at all, have been added after the fact. 

2.2.1 Unix United 

Unix United was built at the University of Newcastle-upon-Tyne in 1981 

[Brow82]. It is a software subsystem added to a collection of standard UNIX systems 

in order to connect them and provide a system that is functionally indistinguishable 

from a conventional centralized UNIX system. This general goal extends to the file 

systems associated with the component UNIX systems. 

Unix United provides a single logical file system. It does this by adding a 

'shadow' directory above the root directories of the file systems on each individual 

machine. In a traditional UNIX file system, the 'parent' pointer in the root directory 

points to the root directory (i.e., ' .. ' is the same as'. '). In the Unix United hierarchy, 

the 'parent' pointer of an individual root directory points to the 'shadow' directory 
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immediately above it. This technique makes a single global file system available to 

the user that looks and behaves much like a standard UNIX file system. 

The Unix United. system as it was originally implemented. does not su~ 

ply any explicit mechanisms to enhance file availability. However, a system that 

provides for file replication has recently been built on top of Unix United at the 

University of Keele [Brer86]. In this scheme, each copy of a particular file has asso

ciated. with it information specifying the number of copies that have been created. 

and the location of each copy, in addition to the usual ownership and access per

missions. Further, each file possesses four attributes. These attriblltes are $tatu.s, 

stability, ver$ion, and reconstitution. 

The status attribute declares each copy to be a master, postulant, fellow, 

reclu.se, or coordinator. Among the set of copies of a file there is at most one 

master, whose role is to provide centralized control of updates. Copies that can 

communicate with the master copy are called fellows and are guaranteed to be 

consistent with the master. Copies that cannot communicate with the master due 

to a failure mayor may not be consistent and are called recluses. The status of 

postulant and coordinator are used. in the course of propagating an update. A fellow 

becomes a postulant when it initiates an update request. This request causes the 

master to determine if a majority of the copies are available and, if so, to relinquish 

its status as master in favor of the requesting postulant. If a postulant finds that 

there is no master to handle its request, it temporarily becomes a coordinator and 

sponsors an attempt to elect a new master. 

The other three attributes provide additional information about the state 

of a file. The value of the stability attribute is 'unstable' if the copy is currently 
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taking part in an update and 'stable' if it is not. The version attribute, as its 

name implies, holds an integer that denotes the version of the file; the copy with 

the highest version number refiects the most recent update. The reconstitution 

attribute also holds version numbers and is used to determine that a master election 

has taken place, and hence that some updates may not have been completed. 

In spite of the existence of a master copy, this system clearly employs a 

voting algorithm. to maintain consistency among copies of a file. At any moment 

the master and the fellows constitute a majority of the copies of a file and no 

update is allowed to proceed unless the current master can collect such a quorum. 

On the other hand, a majority of the copies of a file isolated from the master would 

eventually elect a new master in response to an update. Thus, the master provides 

centralized control of updates in order to prevent potential inconsistencies caused 

by simultaneous updates. The voting scheme with its multiple state changes for a 

file is invoked whether a set consists of two files or twenty files. 

Files, including those that result from replication, are apparently created 

and placed individually by the user. How files join or leave a set of copies is not 

clear. The authors' statement that "an additional naming level would be required 

to hide the names of file copies from the user" implies that the system does not 

provide name transparency. 

Although clearly a positive addition to Unix United, the system appears to 

have several problems. One is its relative complexity. This complexity, of course, 

represents a trade-off' for the relatively strong guarantee of consistency that the 

system provides. An associated problem is the cumbersome way in which it deals 

with a small set of replicated files. The overhead of the voting algorithm. seems more 
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amenable to large sets of copies than to sets of two or three. A third problem is the 

system's lack of location transparency. Without such transparency, users must be 

aware of the location of copies and ask for them by name in order to take advantage 

of any increased availability. 

Other distributed file systems that resemble Unix United include Network 

File System [Sand85], Cocanet [Rowe82], Distributed File System [Disc86], and 

Multicomputer !)istributed Operating System [Bara85]. All combine a network of 

individual UNIX £Ie systems into a single UNIX looking file system. NFS and DFS 

both use the UNIX 'mount' utility to add all or part of individual £Ie systems as 

subtrees at some point (usually right below the root) in other file systems. If this 

facility is used to add every £Ie system just below the root of every other £Ie system, 

something similar to a single logical name space with UNIX semantics is created. A 

user's view of such a logical name space, in particular which directory is serving as 

the system's root directory, is affected by the physical file system as reflected in the 

current working directory from which it is observed. None of these systems include 

mechanisms to enhance file availability. 

2.2.2 LOCUS 

LOCUS [Walk83] is a distributed operating system designed to integrate 

several UNIX machines into a single virtual machine environment. Developed at 

UCLA in 1981, this system is intended to be application compatible with UNIX. 

Unlike Unix United, whi~h was written on top of existing UNIX software, LOCUS 

was developed independently. Its principle features are a high degree of location 

transparency, high levels of reliability and availability, and good performance. 
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The £Ie system associated with LOCUS provides facilities for £Ie replication, 

maintaining consistency among copies, continued operation in the face of partition

ing of the £Ie system, and location transparency. The logical £Ie system is a single 

logical name space with a tree structure. This logical £Ie system is composed of 

multiple physical file systems, each of which is a complete subtree with a single 

local root directory. In the LOCUS logical £Ie system, one physical £Ie system is 

designated as the initial file system. Its root directory is the logical £Ie system root 

and all other physical £Ie systems are mounted subordinate to it. 

A physical £Ie system is stored on one or more containers. A container 

is a reserved space on a disk and is associated with a single physical £Ie system. 

These containers are allocated at system start up and every container associated 

with a physical £Ie system holds the same number of i-node (an area to hold infor

mation about a £Ie) slots. The i-node portion of associated containers will always 

be identical, insofar as there is an entry for every file that is on any container in the 

appropriate i-node slot on every container. The data portion of a file can be placed 

in one or more of the containers. Containers can be created with limited data areas 

in anticipation of the fact that not all files will be replicated. 

Containers are the mechanism that is used to achieve replication in LOCUS. 

When a £Ie is created, the degree of replication and the specifics with regard to 

location are taken from current system and user variables. The number of copies 

for a new £Ie is taken from the user's environment or from the replication factor 

of the pc.,rent directory, whichever is smaller. Locations for copies of a new file 

are allocated in a predetermined order: the local container first, followed by the 
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containers on which the parent directory resides. Notice that directories can be 

replicated just as data files are. 

Strong name transparency is provided. The existence of multiple copies of 

the same (logical) file is completely hidden from the user. Indeed, it is impossible for 

a user to gain access to a specific copy of a file or to determine where a particular 

copy of a file is stored. If any copy of the file is available, the file as a whole is 

accessible. Moreover, the system guarantees that the user will be supplied with a 

consistent view of the contents of a file in spite of concurrency or failures. It should 

be noted, however, that it is possible for some copies of a file to be temporarily out 

of date. In such situations, the system allows only the latest version of the file to 

be accessed. 

Consistency among copies of a file is maintained in LOCUS through the 

use of file locks and a "single writer, multiple readers" protocol. This protocol 

allows multiple concurrent accesses to a file (and its copies) for reading, but only 

one access to the file for writing at anyone time. Implementation of this protocol 

is managed by a current synchronization site. There is one current synchronization 

site associated with each physical file system. It need not be co-located with any 

part of the physical file system and its location is not necessarily static. Since all 

requests to open a file go through an appropriate current synchronization site, this 

site implements necessary centralized locking mechanisms. 

As mentioned above, a file is made available for reading or writing even 

if some copies of the file are not currently available. Reconciliation of copies that 

were unavailable for earlier updates is taken care of by the system following recovery. 

The reconciliation mechanism is based on version vectors [park83] and is "almost 
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completely" automatic. Briefly, if the version vectors of two files are the same, then 

the contents of the files are the same. IT they differ, then either one dominates 

the other or a conflict exists. A conflict results when copies that are isolated from 

each other by a partition of the network have both been modified. Because of 

the semantics associated with files such as directories and mailboxes, these can 

be reconciled even in the case of such a conflict. But some conflicts cannot be 

reconciled, particularly those involving user £les. IT this occurs, the affected me is 

"marked as conflicted; the owner is informed and recovery software must be run by 

the user to reconcile the conflict" [Pope83]. 

LOCUS is perhaps the best known and most widely cited implementation of 

a high-level distributed file system. Its file system, by virtue of having been designed 

and built in conjunction 'with its host operating system, is completely integrated 

in the operating system. This results in many advantages. Location transparency, 

for example, is provided by the operating system and is simply applied in the file 

system. With regard to file replication and consistency, however, the designers of 

LOCUS have incurred substantial costs to achieve the proffered levels of robustness 

and availability. Pre-allocation of containers is expensive in terms of space and 

limiting in terms of user flexibility. Maintenance of parallel i-node information in 

associated containers is expensive in terms of time (particularly for reclaiming i

nodes). The current synchronization site constitutes a potential bottleneck for me 

access. It is interesting to note that this complex file reconciliation mechanism, in 

spite of its best efforts, may have to rely on the user in the end. 
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2.2.3 Eden 

Eden is an object-oriented distributed operating system [Alme85]. It was 

designed and constructed a the University of Washington during the period 1981-

1984 and is intended to provide an environment conducive to the building of dis

tributed applications. The operating system does not directly include a :file system, 

but provides some primitive operations on 'objects' out of which an application level 

file system has been built [JessS2]. The:file system was later expanded to include 

facilities for replicating files [pu8S, Pu86]. 

In Eden, an application is built as a collection of Eden objects, or ejects. 

Ejects can affect other ejects only by invoking their associated operations. Thus, an 

eject may he viewed as an instance of an abstract data type. Every eject is named 

with a unique identifiel" and has associated with it a type, a data part, and a list 

of active invocations. The type associated with an eject (formally called a concrete 

Edentype) is a code segment that defines the operations available within the eject. 

The data part defines its long term and its short term state. Long term refers to 

values maintained between invocations, and short term refers to local variables and 

invocation parameters. 

An Eden object can take two forms, called the active form and the pas

sive form. The active form resides in volatile memory and has a virtual processor 

assigned to it. The passive form is the long term state of the object recorded on 

disk. An eject is made active when it is :first invoked. An a.ctive eject can ex

plicitly checkpoint itself, that is, write its present long term configuration to disk. 

An active object ceases to exist as the result of either an explicit deactivation or 

a system crash. The checkpoint mechanism, therefore, provides the capability for 
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recovery following a partial failure of the system. Checkpointing is an operating 

system primitive and is accomplished as an atomic action. 

The Eden operating system also includes primitive operations to copy an 

object and to freeze an object. The copy operation creates a copy of a passive 

object in volatile storage, thus activating it. The freeze operation is used to make 

the passive ( disk resident) form of an eject immutable. Object invocation is location 

independent and objects are mobile. They may be moved among nodes or fixed to 

a specific location with primitives in the operating system. Applications such as the 

file system are constructed above the operating system using this limited assortment 

of primitives. 

A file in the context of Eden is an object like any other in the system. It 

has a capability that must be available to a process requesting access to the file. Its 

type consists of operations to access and change its data part, which in this case 

holds the actual contents of the file. A file open equates to the activation of a file 

eject and a file close to a deactivation. The checkpoint operation, invoked. from 

within an eject representing a file, reflects a permanent write of the file, although 

a permanent write in Eden means the creation of a new 'Version of the file rather 

than an over-write of the file's previous contents. 

The structure of the Eden file system is a tree, where all internal nodes are 

directories. In Eden, the directories are directory objects. Directory objects look 

a great deal like file objects but have a different set of operations associated with 

them; for example there are operations to insert, delete, and lookup an entry. In 

addition, a directory holds capabilities-a unique identifier for an eject and each 

operation within it-for the file objects that it contains. H a desired file is located 
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when a directory is searched, the capability for that item is returned. If the desired 

file is another directory, then that capability can be used to initiate a search for the 

next element in a path name. 

The Eden file system is a transaction oriented system that is based on two 

types of ejects: the data manager and the tramaction manager. A data manager 

controls access to the possibly multiple versions of a file and to an associated file 

header object. The file header holds admjnistrative information associated with the 

file, such as permissions. Therefore, a file in Eden is actually an object composed 

of several lower level objects. 

Transaction managers are created in response to client requests for access 

to a file or files. When a file is opened, a transaction manager deals with the 

appropriate data manager to acquire a copy of the desired version, which then 

becomes an active object located in volatile storage. A capability for this object 

is returned by the transaction manager to the requesting client. The capability is 

restricted to reflect the operations that were requested for the file such as read only, 

write only, or read/write, and any restrictions associated with the file itself (e.g. 

read only). Based on the returned capability, the user then deals directly with the 

file object. Of interest is that writes to the file affect only the object's short term or 

volatile state. When a file is closed, the active object is made immutable and given 

a version name. Changes to the file become permanent in response to an invocation 

of the commit operation in the transaction manager. Such an invocation causes the 

transaction manager to request that the file object checkpoint itself and passes the 

new capability to the appropriate data manager. 

-":/: ........ 
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In this scheme, a file (data manager object, file header object, and all of the 

associated version objects) is constrained to reside on just one disk. The Replicated 

Resource Distributed Database (R2D2) was implemented on top of the Eden file 

system to remove this constraint and to provide expanded object availability in the 

event of failures [pu86]. The initial purpose of adding replication to the Eden file 

system was to replicate operating system objects to facilitate recovery. 

When an Eden file is replicated, the entire file object is replicated. The user 

is allowed to specify the degree of replication, but the system selects the sites for the 

new copies. The system's emphasis on recovery rather than availability probably 

accounts for leaving site selection to the system. A copy of a replicated object 

contains no indication that it is a member of a set of copies; that information is 

maintained in the parent directory of the file. A search of a directory that contains 

a replicated file object returns a set of capabilities, one for the data manager of each 

replica. Directories, of course, are objects and can be replicated as well. 

Updating a file is handled in the same manner as that described above with 

the exception that the transaction manager now receives a set of capabilities and 

can exercise some discretion on which data manager is actually used. In addition, 

the transaction manager absorbs the responsibility for the consistency of a set of 

file objects while it holds their capabilities. The primary concurrency mechanism 

is an implementation of the two-phase commit protocol. The transaction manager 

tells each data manager of its intent to checl-point the target file, and only after 

receiving the consent of the affected data managers is the action finalized. 

The updating algorithm in R2D2 takes an interesting approach to copies 

that are not available at the time of an update. For each copy that cannot be 
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reached R2D2 creates a new copy and substitutes the capability of the new copy 

for that of the unavailable copy in the parent directory. No indication is given of 

what is done to reclaim those copies that have been abandoned when they become 

available later. The interaction of replicated directories and the practice of creating 

new copies to take the place of unreachable copies can lead to a 'ripple effect' up 

the directory tree when changes are made to a leaf that must be reflected in the 

parent directory. 

Eden is the best known of the object-oriented distributed operating systems. 

It has been reported widely and thoroughly in the literature. In fact, some of its 

problems have been identified by the authors themselves in a retrospective [Alme85]. 

These include the fact that "chec1.-pointing shows itself to be inadequate when a 

large Eject needs to mak~ permanent a small change". They also point out that 

an object-oriented approach can be expensive with respect to the communication 

overhead and execution time. 

Problems with the Eden approach to replication arise from the large size and 

composite nature of an Eden file object. It is not clear from the literature what user 

control, if any, over the generation of versions within a data manager is available. At 

best this information is captured in the file header. But, in any event, it is expensive 

in terms of the space required. Replicating directories to make them crash resistant 

will not work in the case of the root directory, since it has no parent to hold the 

replication information. There are, in addition, some fundamental objects, such as 

the type object that holds information about operations in the operating system 

itself, that need to be replicated in the system but cannot be handled by the R2D2 
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mechanisms. The replication and consistency of such things must be managed by 

the operating system. 

2.2.4 SWALLOW 

The SWALLOW distributed storage system was designed at the MIT Lab

oratory for Computer Science in 1980 [Reed81] [Reed83]. It is an interconnected 

system intended to extend the storage capabilities of autonomous, possibly hetero

geneous personal computers. In this regard, it can be viewed simply as a shared 

remote disk service for a set of client machines, providing reliable, secure long term 

storage and data sharing. However, SWALLOW also proposed to provide atomic 

transactions on multiple files, data security through encryption, and an object model 

that supports the coexistence of multiple versions of a £Ie. 

SWALLOW consists of a small number « 10) of remote storage devices 

referred to as repositories, and a local area network connecting them to some number 

of personal computers. These personal computers mayor may not support their 

own local secondary storage, but each must implement a set of common protocols 

for interacting with the repositories and with each other. This set of protocols is 

known as a broker. 

A broker controls the location in the SWALLOW storage system of data 

that belongs to its client personal computer. The location of such data is completely 

transparent to users of the data, although mechanisms are proposed for overriding 

the defaults. A broker also mediates all access to data that is owned by its client. 

All communication among brokers and between brokers and repositories is handled 

by a client's broker. 
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The novel model of file storage upon which SWALLOW is based is found in 

Reed's dissertation [Reed78]. It is characterized by the use of pseudotime to order 

reads and writes, by the use of the two phase commit protocol to ensure atomicity 

in file update operations, and by its avoidance of 'in place' updates. The latter 

is realized by making every completed update (write) operation generate a new 

version of the file. The influence of this storage model can also be seen quite clearly 

in the Eden file system and to a lesser extent in the Amoeba file system (see Section 

2.2.5). 

Work is accomplished in the system through the action of transactions on 

objects. A transaction is an arbitrarily complex set of read and write requests. An 

object is a "history of the states assumed by the object since its creation", i.e. the 

set of all versions of the the file, where each update transaction generates a new 

version. A single transaction may encompass multiple repositories and multiple 

brokers. 

Transactions are composed and controlled by brokers. The broker that 

initiates a transaction also takes responsibility for the two phase commit protocol 

for those transactions that will result in creation of a new version. The use of the 

two phase commit allows transactions to remain atomic when multiple brokers or 

multiple repositories are involved. 

Though versions figure prominently in the SWALLOW model, no specific 

facilities are provided for' file replication. A simple replication scheme, similar to 

that in Eden, could fairly easily be added to SWALLOW. The Eden replication 

scheme suggests itself because of the similarity of its object view of the file system. 

There is no doubt, however, that the addition of such a replication facility (or any 
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other replication facility) would exacerbate the already heavy space requirements 

of the SWALLOW system. 

2.2.5 Amoeba 

The Amoeba distributed operating system, designed and built at Centrum 

voor Wiskunde en Informatica (CWI) in 1985 [Mull8S, Mull86], is an integrated 

system intended to exercise control over a distributed computer comprised of a 

very flexible number of processors. The architecture of its network computer differs 

from the other systems we are considering in that it consists of a tightly coupled 

network of powerful, single-board processors rather than a network of autonomous 

workstations. 

The system is object based and relies heavily on capabilities associated with 

objects for control of access to services and files. The distributed file system that 

is included in Amoeba is server oriented. It is designed to support multiple disks 

associated universally with the network instead of with particular processors in the 

network. As a result, any file server executing on any processor can provide access 

to any file on any disk. The system is separated into three distinct layers: block 

service, file service, and directory service. Block service provides commands to read 

and write raw disk blocks. The file service uses the block service to construct files 

and controls concurrency and consistency for the file system. The directory service 

provides a naming service to hide the cumbersome machine-level file location details. 

The Amoeba file system maintains multiple versions of a particular file and 

recognizes just one version as the current version of the file. Unlike SWALLOW, 

the current version is not necessarily the most recent version. In fact, a user can 

exercise considerable control over the selection of the current version through use of 
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explicit requests to commit a particular version. Any version can be reached, but 

normal requests for the £Ie will always yield the current version. 

When access to a file is obtained for the purpose of updating, a new copy of 

the £Ie is created t.o accept the changes. However, it is not in fact a block-for-block 

copy of the £Ie; rather, it. is just a copy of the header information for the £Ie that 

contains pointers to the disk blocks that comprise the £Ie. When data in the £Ie 

is changed by virtue of the updates, the changes are refiected in a newly obtained 

disk block, and a reference to the new block is substituted in the new £Ie header 

for the appropriate old block reference. 

The set of all versions of a file form a tree in which a version's parent is 

the version from which it was derived. The current version, of course, mayor may 

not be a leaf in that tree. Conflicts can arise if an attempt is made to commit 

(i.e., make current) a copy of the £Ie that is not a descendent of the copy that is 

presently marked as current. These conflicts are avoided or resolved through the 

use of optional locks and an "optimistic concurrency control mechanism" [Kung81]. 

The optimistic concurrency control mechanism lets users make and modify 

versions at will, then checks for serializability of the changes when a commit is 

attempted. Three possibilities ensue. If the version to be committed is a descendent 

of the current £Ie, it can be committed immediately. If it is not a descendent, but the 

changes in it and the current £Ie are serializable with respect to a common ancestor, 

then the commit succeeds. In the third case, that in which the serializability test 

fails, the commit request is refused. The contention is that this last case is an 

unlikely event and not worth the considerable cost it would take to handle. 
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Name transparency for files is provided by directory servers. However, 

no facilities are mentioned that would allow user specification of file placement; 

since disks are not associated with individual processors, this is not a particular 

disadvantage. In addition, no specific mechanisms are provided for file replication 

or for the maintenance of consistency. Mullander mentions an applications layer 

above the file service layer to provide the interface to various applications and 

provide database services. Presumably, replication and consistency mechanisms 

would be implemented at this level 

2.2.6 Roe 

Roe is a file system intended to provide file service for an interconnected 

network computer and was designed at the University of Rochester in 1983 [Elli83]. 

It is aimed at taking an existing assortment of machines each running its own, 

possibly very unique, operating system and file system and creating a higher level 

file system abstraction to present to a user. The approach taken by Roe is to install 

a meta file system on top of the actual file systems being supported by individual 

machines. In this scheme, a file abstraction at the Roe level is known as a Roefile. 

The Roe name space is modeled after the hierarchical structure of a UNIX. 

file system. It has a root directory, interior nodes that are directories, and data files 

as leaves. Any data file or directory may be located on any machine in the network. 

Replication of files is an integral part of the Roe system. A Roefile is 

actually a single symbolic name that represents the set of all copies of a file. This 

construction provides absolute name transparency for individual copies of files. Both 

files and directories can be replicated under user control Information about the 

degree of replication and the desired location of copies must be supplied by the user 
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when a file is created. Updates to files are handled as transactions on a Roefile. 

Gifford's weighted voting algorithm is used for maintaining consistency [Giff79]j 

information concerning the voting configuration (weights) is included in the file 

creation request. 

Information about the set of files that constitutes a Roefile is stored in the 

directory structure. A directory entry maps a Roefile name to the set of fileids 

for all copies of that file. The mapping of individual fileids to actual machines is 

handled by the global directory servers to provide the desired location transparency 

in the system. 

The system is constructed out of four types of servers: file servers, local 

representatives, global directory servers, and transaction coordinators. The local 

file servers are associated with individual nodes on the network. Each manages 

its own file system as if the Roe superstructure were not there. The file servers 

have been modified only enough so that they support a consistent interface with 

local representatives. There is one such local representative associated with each 

local file server. The operations that transform local physical file representations 

into Roefile abstractions are isolated in these local representatives. Thus, users 

interact with local representatives that, in tum, interact with local file servers. Local 

representatives are homogeneous throughout the system, while local file servers, 

because they are the native file servers for the component file systems, may be very 

different from each other. 

Global directory servers provide user access to the Roe directory structure 

by communicating with local representatives and searching the necessary directories 

to resolve a path name. Transaction coordinators are spawned by global directory 
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servers in response to an update request; this process is responsible for insuring the 

atomicity of an update. 

The use of voting to maintain a high level of consistency among copies 

appears to exact a substantial performance penalty. A file open, for example, for a 

file with n copies requires 2 + 2n messages and 2n disk accesses. In addition, the use 

of locking in the presence of replicated directories can make directory modifications 

a potential bottleneck. For example, when a replicated directory that is the root of 

a substantial subtree of the file system is updated, exclusive use locks are obtained 

for all of the available copies of the directory. For the duration of the update, access 

to that entire subtree is delayed. 

2.2.7 Pulse 

The Pulse distributed operating system was developed at the University of 

York in 1984 [Tom185]. It is designed to provide an operating system in the UNIX 

model for a number of small homogeneous machines. Nodes in the system are all 

personal computers, each with enough memory and secondary storage to satisfy a 

single user's basic computing needs. In addition, the system includes nodes that 

may have special hardware characteristics (i.e., facilities for mass storage). Every 

machine in the network runs the same operating system and file system software. 

The Pulse operating system can be characterized as an interconnected system since 

each machine provides full local operating system service so that machines can be 

withdrawn from the network and operated stand-alone. 

The network model postulated in the Pulse system is unusual in several 

respects. Users may freely connect and disconnect their machine (either logically or 

physically) from the network. Each machine in the system can run stand -alone, but 
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typically has a local disk capacity suitable only for user files. Many of the disk fa

cilities associated with user machines may be fiexible diskette drives. Consequently, 

subsets of the file system may frequently appear in different locations on the net. 

A major component of the Pulse system is its distributed £Ie system. This 

system seeks to combine the disk storage facilities of individual machines including 

some dedicated disk server machines into a single hierarchical £Ie system. As with 

other parts of operating system, the result is intended to present an appearance 

similar to that of UNIX. 

The £Ie system is implemented by an instance of a file server running on 

each machine in the network. The £Ie servers are written in Ada3 and attempt 

to gain concurrency through the use of the Ada tasking mechanism [Ada83]. An 

underlying operating system level provides the communication facility that enables 

concurrent execution of multi-task Ada programs. All accesses to a file on a given 

machine, whether generated locally or remotely, go through the £Ie server on that 

machine. 

Each physical disk in the system contains one or more volumes (i.e., disk 

partitions). Volumes are of two types: master and duplicate. Each volume is 

allocated a contiguous range of £Ie identification numbers that are concatenated· 

with an "i-sequence number" to provide a unique identifier for each £Ie. The f

sequence number is incremented each time an associated £Ie descriptor is allocated. 

Facilities for £Ie replication and location transparency are integrated into 

the file system. Every replicated file has a master copy that must reside on a master 

3 Ada is a registered trademark of the U.S. Government (Ada Joint Program 
Office). . 
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volume and duplicate copies that must all be placed on duplicate volumes. Control 

of the degree of replication and the specifics concerning location is controlled by 

system parameters that the user may modify. Since the :files within a particular 

volume may not form a consistent subtree of the :file system, it is necessary for the 

system to deal with the problem of a :file's parent directory becoming unavailable. 

This problem is obviated by enforcing the rule that a :file can only be duplicated if 

its parent directory is already duplicated. 

Consistency among copies is maintained using a primary copy strategy in 

which the master copy must be available to perform an update. IT the master copy 

is available, access to it is provided in response to any read or write requests. No 

attempt is made to bring duplicate copies of a file into a consistent state imme

diately following a modification made to the master copy. Instead, the following 

"synchronize on reference" scheme is employed. When a duplicate copy of a :file is 

referenced in response to a read request, the local file server checks the network to 

determine whether or not the master copy is available. IT so, the version numbers 

of the master and the duplicate copy of the :file that was originally targeted are 

compared. IT they do not match, the duplicate :file is updated from the master. In 

the absence of the master, it appears that the available copy with the most recent 

version number is used. 

The synchronize on reference scheme provides a very low assurance of :file 

consistency since the master is often the only current copy of a :file. However, this 

reflects the view of the authors concerning the nature of the Pulse environment. It 

is their contention that in such a fluid environment it is primarily stable :files that 

will be duplicated as read-only copies. Dynamic files are less likely to be replicate::d. 
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Furthermore, the high probability that at any moment some copies of a file will be 

unava.ila.ble makes stronger consistency algorithms untenable. 

Location transparency is also hampered by the changeable environment of 

the Pulse file system. Subsets of the file system can move freely from machine to 

machine, and machines can enter and leave the net with relative ease. In the face of 

these constraints, location transparency is implemented by means of a system that 

assigns ranges of unique file identification numbers to each volume. Locating a file 

is then accomplished by searching for its identification number in a table of locally 

available volumes and, if it is not found, by broadcasting the identification number 

to other file servers. 

The broadcast approach works well in the case that the file being sought is a 

master copy. For duplicate copies, however, it imposes a significant overhead on the 

file server, which must wait for replies from all of the other nodes and determine from 

among the positive responses which is the most up-to-date. To simplify this, Pulse 

makes it possible for a user to indicate which remote volumes should be considered 

in such a search. The contention here is that in a personal computer environment 

users will maintain relatively tight control over the location of file copies. 

2.3 Summary 

The distributed file systems that we have surveyed in this chapter have had 

to make choices regarding the issues raised in Chapter 1. For example, LOCUS 

provides automatic file replication and absolute name transparency. Unix-United, 

on the other hand, provides only manual file replication and no name transparency. 

SWALLOW and Amoeba do not replicate files, opting instead for version oriented 

systems. Roe provides manual file replication, but strong consistency. And Pulse 



39 

provides manual file replication and very weak consistency. In spite of the fact that 

there is a range of choices for each of these issues, most systems have chosen points 

at one extreme or the other. 

It is our contention that, with regard to reliability, name transparency, and 

availability, little or no attention has been paid to the choices available between 

the extremes and that very valid choices can be found there. Such choices result 

in what we have called semi-automatic file replication and weak consistency, ideas 

that fit comfortably with the the Saguaro operating system's philosophy of hiding 

the underlying network while making it possible for users to take advantage of the 

network if desired. These choices yield levels of reliability, name transparency, and 

availability that are quite serviceable in practice without the overhead associated 

with providing automatic file replication and strong consistency. 



CHAPTER 3 

Design of the Saguaro File System 

The primary goal guiding the design of the Saguaro file system is to enhance 

file availability in a way that is easy to use, yet inexpensive to implement. Thus, 

we want to make it easy for users to place and access copies of files on distinct 

devices so that their data is accessible whenever at least one copy is located on 

an accessible device. The attributes that most affect achieving these properties are 

the file system organization and the mechanisms for maintaining consistency among 

replicated copies of a file. 

3.1 File System Organization 

In Saguaro, files are organized into a single logical file system (LFS). The 

Saguaro LFS is a single tree where internal nodes are directories and leaf nodes are 

data files, links, or special files called metafiles. The result is a file system that 

appears much like UNIX to the user. In particular, there is a single root directory 

and every file has a unique name described by the path traversed from the root 

to the file. Files can also be referred to by path names relative to internal nodes 

( directories) in the file system hierarchy. 

The logical file system is mapped onto multiple disks by having each disk 

contain one or more physical file systems (PFSs). In order to allow users as much 

flexibility as possible in replicating files, it is possible to place any file or directory 

40 
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in any PFS. In this regard, the organization of the Saguaro distributed £Ie system 

represents a considerable departure from previous approaches, which severely re

strict the type and location of files that are allowed to reside on a PFS different 

than their parent directory. For ~ple, Unix United allows no files except a phys

ical £Ie system root directory to have a parent that is not on the same physical £Ie 

system. 

At the command level, location of a file is specified using the notation 

filenamealpfsname. Thus, for example, 

cat fnamel fname2 >fname3a1pfsname 

would create fname3 in the PFS pfsname. If a physical file system is not given, the 

file is placed by default in the same physical file system as the parent directory. If 

a physical file system name is specified in conjunction with a file that is to be read, 

it is ignored. 

Logically, each PFS is also a tree in which all nodes below the 'root' direc

tory are LFS files stored in that PFS. A PFS 'root', however, is a virtu.al root. There 

is one entry in a virtual root for every LFS file that is stored in that PFS, but whose 

parent directory is not stored in that PFS. Consider the LFS shown in Figure 1. 

Suppose that the directories I, etc, and usr are in pfs1, as is the subtree rooted at 

lusr Irickl d1. Further suppose that pfs2 contains the subtree Ibin, the directory 

lusr/rick, and the £Ie lusr/greg/flj and that pfs3 contains lusr/greg. Then, 

the logical structures of pfs1, pfs2, and pfs3 are as shown in Figure 2, where vr1, 

vr2, and vr3 are the respective virtual roots. 

Existing systems, such as LOCUS, Unix United, and Network File System, 

build a logical file system by gluing together a set of physical file systems, using 
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Figure 1 - Logical File System 

variations of the UNIX 'mount' command as the glue. Each physical file system 

forms a consistent subtree within the resulting logical £Ie system. This is possible 

in these systems because each physical file system is a tree structure, with all of 

the included £les being the descendents of a single root £Ie. While this scheme is 

straightforward, it forces an inconvenient logical separation on £les that reside on 

different physical file systems; i.e., the logical location of a file parallels its physical 

location. The implication of this is that a path between two logically related files 

that are placed on different physic-al file systems for purposes of availability may be 

lengthy and complex. 

3.2 Locating Files-The Broken Path Problem 

Allowing a given file to be in any PFS gives added flexibility to the user 

since it provides the means by which different copies of a :file can be forced onto 
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Figure 2 - Physical File Systems 

different disks. Unfortunately, it also complicates the algorithm for opening a file. 

The normal way to locate a file is to scan the path name, reading each directory to 

determine the location of the next component. If all directories are accessible, this 

process will terminate with the fileid-a unique identifier made up of a physical file 

system identifier and a file's location within a physical file system. If a directory 

that must be visited is in a physical file system that cannot be reached, we say that 

there is a broken path. Such inaccessibility may be caused by things such as failure 

of a processor, failure of a disk, partitioning of the network, or even removal of a 

computer from the network. 
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IT a path is broken at the end, the file itself is not accessible. But if the file 

is stored on a different PFS than some inaccessible directory along the path to the 

file, the file itself might still be accessible. A fundamental requirement for a system 

emphasizing file availability is that it should be possible to open any file that is 

located on an accessible disk. Thus, we require a way to deal with broken paths. 

One approach to solving the broken path problem is to replicate entire 

directories, as is done in LOCUS. To work, this must be done implicitly and in such 

a way that the replicated directories are kept consistent by the file system. Since we 

have rejected implicit replication as too costly, we must use a different approach. In 

particular, we deal with the broken path problem by storing redundant information 

in the PFS virtual roots. As mentioned, there is an entry in the virtual root of 

a PFS for the root of each LFS subtree stored in that PFS. However, this entry 

is somewhat different from a normal directory entry: instead of a simple filename, 

access permissions, and location of the file in the PFS, this entry contains the fu.11 

LFS path name of the file, an encoding of the access permission along that path, 

and the (same) file location. 

When a broken path is detected, a query is broadcast to the directory man

ager that manages each PFS, passing them the full path name of the file to be 

opened.4 Each directory manager reads the contents of its virtual root and returns 

the entry containing the longest prefix of the given path name, if there is such an 

entry. From the returned entries, the one containing the longest prefix of the path 

name is selected; if the file is accessible, it must be stored on the PFS that returned 

4 See Chapter 4 for a more complete description of the manager/server struc
ture. 
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the (unique) longest prefix. Thus, the file can either be found or determined to be 

inaccessible by following the remainder of the file's path name within the selected 

PFS. 

For example, assume that the physical file systems are as shown in Figure 

2 and that the system supporting pfs2 has failed. The use of the normal algorithm 

to open file /usr/rick/d1/fi will fail when an attempt is made to access directory 

/usr/rick, which is located on the failed system. At this point, the full path name 

is sent to all directory managers. The manager of pfs3 will return the null fileid 

(indicating no prefix of that path is in vr3) and the manager of pfsl will return the 

fileid of /usr/rick/di as found in vrl. A normal open can now proceed using the 

fileid returned from the directory manager associated with pfsl. Essentially, the 

missing components in the broken path have been skipped over. 

As a slightly more complex example, assume that pfsl is inaccessible and 

a request is made for /usr/greg/fi. In this case, the manager for pfs3 will return 

the fileid for /usr/greg as its longest prefix of the path name and the manager for 

pfs2 will return the fileid for /usr/ greg/fi. The latter would be chosen since it is 

a longer prefix of the path being searched. 

Finally, suppose that both pfsl and pfs3 are inaccessible and that an at

tempt is made to open /usr/rick/d1/fi. The request will solicit only the prefix 

/usr/rick from the manager for pfs2. The path name is then followed within pfs2 

until it crosses into pfsl. Since the target file has not yet been located, it can be 

concluded that the file is inaccessible. 

This approach to dealing with broken paths introduces only a small amount 

of overhead. Execution efficiency will be affected only if there is indeed a directory 

,.:; --
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in the path name that is on a failed device; in the normal case in which the path 

is not broken, the virtual root is bypassed altogether. Moreover, once a broken 

path is detected, all directory managers become aware of the inaccessible physical 

file system and can avoid reading directories and files on that file system until it 

becomes accessible. Virtual roots do add some overhead, however. In particular, 

extra space is required for the redundant information necessary to implement the 

broken path algorithm and extra time is required to maintain this information. 

Such maintenance is required whenever a file is placed in a physical file system 

different from that of its parent directory, when such a file is moved or removed, 

and when permissions are modified. We elaborate further on the implementation 

costs associated with virtual roots in Chapter 4. 

3.3 Reproduction Sets 

The organization of the file system makes it possible for a user to exercise 

control over file placement while retaining the illusion of a single machine. Al

though this control is essential for replicating files, it does not by itself represent 

a substantial improvement since such replication must still be accomplished man

ually. To solve this problem, we provide two mechanisms-reproduction sets and 

metafiles-to make it convenient to maintain and access replicated files. 

A reproduction set is a set of two or more files that the file system attempts 

to keep identical. The most common way to establish a reproduction se"G is to 

execute 

mkrep fnamel fname2 [fname3 ... J 

IT file fnamel exists, it is opened, the other files are created, and the contents of 

fnamel are copied into the other files. IT fnamel does not yet exist, all the specified 

. --
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files are created.; in this case all are initially empty. An error message is returned. 

if any file cannot be created. or initialized. properly. A file can be in at most one 

reproduction set. 

A file in a reproduction set is accessed. like any normal file. Each can be read 

and modified. independently. Once a reproduction set has been established., however, 

modifications to any member of the set are propagated. to the other members when 

the modified. file is closed.. A member may be unavailable when the propagation 

takes place; this would occur, for example, if the node on which the file resides 

has failed. or if the access modes along the path to the member have changed.. 

Inconsistencies introduced. into a reproduction set as a result of such occurrences 

are reported. to the user with a message and the command is allowed. to continue. It 

is then considered. the user's responsibility to take action to restore the consistency 

of the reproduction set at some later time; a tool (described. below) is provided to 

facilitate reestablishment of consistency in such cases. Again, this reliance on the 

user to handle unusual occurrences is predicated. on the belief that circumstances 

leading to inconsistencies among members of a reproduction set will be relatively 

infrequent. 

As an example of a reproduction set, consider maintaining two copies of 

an address-list. Assume that such an address list is initially in file adll which is 

located. in physical file system pfsl. Then, executing the following command would 

create a second file ad12, initialize it to the contents of the :first file, and form a 

reproduction set consisting of the two files: 

mkrep adll ad12~pfs2 
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Note that the two files are in the same directory of the logical file system even 

though they are in different physical file systems. Either copy of the address list 

can now be examined or modified, with all changes being automatically propagated 

to the other copy upon ciose. Thus, a copy of the information will be available as 

long as either pfsl or pfs2 is located on a functioning machine. 

To establish multiple file reproduction sets using a single command, the 

following variant of the mkrep command is provided: 

mkrep fnamel [fname2 ... ] dirnamel [dirname2 ••• ] 

Execution of this command establishes a reproduction set for each fnamej in the 

argument list; the members of this reproduction set are fnamej, dirnamedfnamej, 

dirname2/fnamej, etc. As before, the latter files are created if necessary and then 

initialized to the contents of fnamej. The directories named on the command line 

must exist prior to execution of the command. 

The above version of mkrep simplifies the task of creating backup copies 

for collections of files. For example, suppose that the current working directory 

contained all of the files related to a large programmjng project written in C. Then, 

the following command suffices to create back-up copies of every file in the directory 

backup (presumably on a different machine): 

mkrep * backup 

Or, if only the source code need be readily available, the command 

mkrep *.c backup 
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could be used. Of course, once either of these commands is executed, the file 

reproduction mechanism will ensure that updates are propagated. 

In the above example, it would be even more useful to have a way to specify 

that all files located in the project directory nov. or created there in the future are 

to be reproduced. This is supported by directory reproduction sets. The concept is 

analogous to file reproduction sets: a directory reproduction set is a collection of 

directories that the system attempts to keep identical. This means ensuring that 

the directories contain the same files, and that the contents of corresponding files 

in the multiple directories are kept identical. 

The last variant of the mkrep command is used to create such directory 

reproduction sets: 

mkrep [-raJ dirnamel dirname2 [dirname3 ... J 

Execution of this command has the following e1!'ect. First, if any of the directories 

dirname2, dirname3, etc. are not empty, they are cleared by removing all files; the 

-a (ask) option specifies that the command prompt for confirmation. Then, each 

file fname in dirnamel is copied into the other directories, and a file reproduction 

set is established consisting of fname, dirnamel/fname, dirname2/fname, etc. 

The optional -r flag indicates that the directory reproduction process is to 

be applied recursively to any subdirectories in dirnamel. The effect of this is to 

create in dirname2, dirname3, etc. an entire subtree that mirrors the subtree under 

dirnamel, and to keep the subtrees identical in the future. 

Once a directory reproduction set has been established, the creation of a 

new file causes an identical file to be created in the other directories and a file 
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reproduction set to be established. Deletion of a £Ie from a reproduced directory is 

somewhat more complex. In particular, such a £Ie can be deleted only by removing 

its entire reproduction set by using the disrep command. This restriction enforces 

the requirement that the contents of all directories in a directory reproduction set 

be kept identical. 

This form. of the mkrep command provides a convenient way to establish 

replicated work space for somewhat larger projects. For example, assuming a di

rectory paper holds the sections of a paper and two subdirectories hold diagrams 

and tables for the paper, the command 

mkrep -ra paper paper2~pfsl 

will create an additional subtree below the parent directory of paper. The root of 

that subtree will be a directory called paper2. It will contain copies of the section 

files as well as copies of the diagrams and tables subdirectories and their contents. 

The new subtree will be located in the physical file system with the name pfs1. 

Furthermore, if a new section £Ie is added to paper or a new table is added to the 

table subdirectory below paper, that change will be reflected in the paper2 subtree 

as well. 

Additional commands are available for manipulating reproduction sets. 

These include addrep and subrep, which modify the membership of a reproduc

tion set; lsrep, which lists the contents of a reproduction set; and disrep, which 

disbands a reproduction set. There is also a useful command, touchrep, for reestab

lishing the consistency of a reproduction set. 
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The addrep command is used to add members to an existing reproduction 

set. Specifically, the command 

addrep filename filel [filez ... filen ] 

indicates that filel through filen are to be added to the reproduction set to 

which filename already belongs. As with mkrep, these files need not exist prior to 

being named in the command and they may be located anywhere in the logical £Ie 

syste!ll. At the conclusion of the command, the contents of each new member is 

consistent with the contents of filename. 

The subrep command removes the specified files from a particular repro

duction set. Thus, executing 

subrep filel [filez ... filen ] 

removes filel through filen from the reproduction set ofwhichfilel is a member. 

All of the given files must belong to the same reproduction set. Execution of this 

command terminates a file's membership in a reproduction set but leaves the £Ie 

itself undisturbed. 

An existing reproduction set is disbanded using the disrep command. Ex-

ecuting 

disrep [-::] filel [filez ... filen] 

identifies the reproduction set to which each of its arguments belong and disbands 

it. The files that constituted each reproduction set are not removed from the file 

system, however; they continue to exist, but as individual, unconnected entities. 
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The optional -r argument is used to remove the member files from the file system 

at the same time. 

There are two additional commands for use in conjunction with the repro

duction sets. The command 

lsrep filename 

lists the contents of the reproduction set to which filename belongs. The command 

toucbrep filename 

causes the system to examine every member of the reproduction set of which 

filename is a member, choose the most recently modified, and copy its contents 

to each of the other members. The command makes no changes if any of the set's 

members are unavailable. 

3.4 Metafiles 

While reproduction sets ease the task of keeping replicated files consistent, 

they still require that the user be aware of the names of the files that comprise 

the reproduction set. To provide nane transparency for this collection of files, we 

introduce the related concept of metafiles. A metafile is a special file that contains 

symbolic path names of other files, including possibly directories. When a metafile 

is encountered during the path name traversal performed upon file open, one of the 

names contained in the metafile is actually used in its place. This is accomplished 

by means of substitutions in the input path name. IT the result of the selection is 

the name of a file that is unavailable, another component file is selected and tried. 

The open fails only when every component file has been tried and has faileu. Thus, 
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a metafile can be viewed as a generalization of the symbolic link facility found in 

Berkeley UNIX to allow for multiple files and to account for file unavailability. 

For example, consider the two address list files acl11 and ad12 from the 

previous section. In that scenario, should one copy of the file become inaccessible, 

the other would have to be named explicitly in order to be used. Using metafiles, 

however, the existence of multiple copies can be hidden. A logical way to do this 

would be to create a metafile named acl1 with contents ad11 and ad12. Then, as 

long as at least one of the two files is accessible, an open operation performed on adl 

will succeed without the user having to be aware of the multiple copies or possible 

system failures. IT the files were reproduced as we postulated, they would be kept 

consistent (barring failure) no matter which file was actually selected. 

As a second example of the use of metafiles, consider the problem of trans

parently accessing replicated system command files. That is, suppose there are two 

directories, /bin1 and /bin2, that each contain copies of the system commands. 

A convenient mechanism for masking this replication from the user is to supply a 

metafile named /bin whose contents are /bin1 and /bin2. Then, an attempt to 

invoke a command such as /bin/ cp (either explicitly or by use of a search path) will 

result in the use of either /bin1/ cp or /bin2/ cp-when /bin is encountered during 

path name traversal, one of the two specified directories will be used instead. Note 

that although /bin1/ cp and /bin2/ cp are likely to belong to the same reproduction 

set and to be stored on different disks, those choices are completely independent of 

the use of the metafile /bin. 

As a final example, consider using metafiles without reproduction sets to 

maintain successive versions of a file. Suppose a user has a current version of a 
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section of a paper and two out-of-date versions. The user would prefer to access the 

current version in every case but is willing to accept either of the old versions for 

reference as a last resort. The easiest way to proceed is to create a metafile named 

section and place all of the available versions, sectioILcurrent, section..old1 

and section_old2 in it. Their presence in a metafile does, indeed, make these 

three files an equivalence class. However, as described below, the metafile selection 

mechanism exhibits a preferential ordering that can be applied in this case to assure 

that the current version will be selected if it is available. Since this ordering attempts 

to access a local file first, the user makes section..current local and the other files 

remote. He further restricts the cases in which the dated versions are acceptable by 

making them read only. 

Metafiles are files in the file system. Like reproduction sets they are ma

nipulated using a special set of commands. A metafile is created using the mkmeta 

command: 

mkmeta metaname fnamel [fname2 ••. ] 

This establishes metaname as a metafile with contents fnameI, fname2, ... ; the 

named files can be any kind of file including directories, other metafiles, or devices. 

The command 

rmmeta metaname 

removes the named metafile from the file system. 

A set of commands is available for manipulating metafiles. They are, quite 

naturally, similar to those that apply to reproduction sets. The addmeta command 

adds new items to an existing metafile. The format for the command is 

addmeta metafilename filel [file2 ... filen ] 
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where metafilename must already exist. Removing items from a metafile is accom

plished with the submeta command. Executing 

submeta metafilename filel [file2 ... filen] 

deletes filel through filen from the metafile named metafilename. Note that 

the metafile continues to exist after execution of the command even if it contains 

no entries. In this case, accesses to the metafile during path name traversal will 

always fail A metafile may be removed altogether using the rmmeta command, as 

in 

rmmeta metafilename 

The metafile ceases to exist, but the command has no effect on the files specified 

by the entries in the metafile. Inquiries concerning the contents of a metafile use 

the lsmeta command. This command has the format 

lsmeta metafilename 

When a metafile is encountered during path name traversal, the directory 

manager proceeds in the normal manner, determining its unique fileid and reading 

the appropriate file descriptor. A special field in the descriptor indicates that the 

file is a metafile. At this point, the manager picks one of the named files in the 

metafile, and the normal open algorithm continues using that path name. If that 

file turns out to be inaccessible, another filename is chosen and another open is 

attempted. The process is repeated until all components have been tried. 

The order in which a directory manager selects metafile elements is based 

on optimizing execution efficiency. First preference is given to any path name that 
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names a :file found in the directory manager's physical :file system since this file is on 

a local disk. H there is no such path name, then the manager selects a path name 

that, based on its knowledge of the state of the system, does not contain a broken 

path. As a final resort, it selects path names that may contain a broken path. Note 

that the manager must still attempt to traverse such path names since the file itself 

might be accessible even if there is a broken path. 

The path name that is selected from a metafile may itself include a metafile 

name. The selection process is recursive and backtracking can take place if all of 

the constituent :files in a subordinate metafile are inaccessible. As an example of 

such nested metafiles consider again the example of a user with a current version of 

a section of a paper located on the local physical :file system and some out-of-date 

versions located on remote physical :file systems that are acceptable as read only 

backup when the current version is not available. Let us extend this example to 

suppose that, for reasons of organization, the user has placed the dated versions of 

the section in a metafile of their own called section_old. 

Consider now a possible sequence of events resulting from an open of the 

metafile section. First, an attempt to open section-current is made. Suppose 

that fails. The attempt then moves to the metafile section-Dld. We now suppose 

that each of the included :files in section...old-sect_oldl and section_old2-is 

tried in turn and is also unavailable. At this point the section-old portion of the 

search fails and control passes (backtracks) to the pending section level However, 

the returned failure means that this level too has failed in all of its possible paths. 

It now returns an indication that it has failed to the level above (which may include 
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---- section 

Figure 3 - Potential Metafile Paths 

still more pending metafiles). Figure 3 depicts the choices available at each metafile 

level in this example. 

The backtracking described here could be quite time consuming in the pres

ence of deeply nested metafiles. There is, in fact, a more serious consequence of 

nested metafiles: the potential to create 'loops' when metafile constituents include 

references to metafiles in the path name of their parent metafile. In this case, the 

result is an infinite loop presented to the parsing mechanism. The uses envisioned 

for metafiles do not appear to lend themselves to such uses, however. 

Since the main use of the name transparency provided by metafiles is to 

allow semi-transparent access to replicated files, it is important to be able to access 

one of the files contained in a metafile even if the metafile itself is inaccessible. This 

is supported by additional information that is added to the virtual roots of physical 

file systems when a metafile is created. Specifically, for each file named in a metafile 

there is an entry in the virtual root of the PFS in which that file is stored. This 
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entry contains the full path name of the metafile, access permissions along that 

path, and the full path name of the named file. 

An attempt to access a metafile located on a failed system then proceeds 

as follows. First, the directory manager of each PFS receives a query for the path 

name of the meta.:file in the course of the execution of the broken path algorithm. 

The manager then locates the virtual root entry for the longest prefix of this path 

name.5 If, however, this entry is flagged as a metafile entry, the directory manager 

does one level of indirection using the path name of the named file contained in 

the entry. That is, the manager uses that path name and locates its longest prefix 

in the virtual root. The fileid in this entry and the remaining suffix of the path 

name are returned to the requesting manager; the former identifies the root of the 

subtree containing the :file named in the metafile entry and the latter contains the 

information necessary to traverse the subtree. Each returned path name is then 

scanned in turn until one of the :files is located or it is determined that none are 

accessible. 

5 There may be more than one such entry given the representation of meta.:files 
in the virtual root. Any of the entries can be used. 



CHAPTER 4 

Implementation of the Saguaro File System 

The implementation of the Saguaro file system was accomplished in two 

stages. The file system was first constructed on a Vax 8600 using three small UNIX 

files to simulate separate physical file systems. This implementation was done using 

SR and the associated SR run-time support running in a UNIX environment. All of 

the major portions of the system were implemented and tested: the broken path 

servers, reproduction sets, and metafiles. That working system was subsequently 

moved to a Sun3 workstation, where a stand alone disk was partitioned into three 

10+ megabyte physical file systems. This approach allowed for systematic, incre

mental growth in the complexity of the operating environment for the file system. 

The file system was the earliest implementation effort in the Saguaro dis

tributed operating system project. Since it was impossible, therefore, to execute 

the file system as an integral part of a Saguaro stand-alone system, it was necessary 

to construct an execution and test environment for the file system as well. Begin

ning the implementation in a hospitable environment and only later moving it to 

its target environment proved to be a wise choice. 

Providing an execution environment for the file system consisted mostly of 

writing some additional SR programs to simulate system users (login processes) and 

to simulate the filtering of user requests through the operating system. This work 
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represents the first large piece of software written in SR and provided a good deal 

of feedback on the language design and implementation. 

Reca.ll that the Saguaro file system provides a file system that looks like 

that of UNLX but is realized by a collection of multiple physical file systems. In 

particular, the distributed nature of the file system is made accessible to, but not 

imposed upon, a user. The illusion of a single logical name space is maintained 

but primitives are provided with which to take advantage of the multiple disks in 

a network computer. Inexpensive file replication (and directory replication) are 

provided, as well as name transparency. Any file that resides on a physical file 

system that is available can be made available to a user. 

The Saguaro file system is intended to be a vehicle for exploring various, but 

not all, aspects of distributed file systems. Accordingly, most of the implementation 

effort was spent on constructing the novel aspects of the file system such as repro

duction sets, meta.files, and server interaction. As a result, other areas less relevant 

to our main focus have been implemented in a simple, straightforward manner. For 

example, caching was implemented using most-recently-used queues. Such an orga

nization should not impede later efforts since SR supports a level of encapsulation 

that makes isolation of mechanisms such as that used for caching very complete. It 

should be easy, therefore, to upgrade individual portions of the file system in the 

future as desired. 

For the purpose of discussion, the traditional categories of data structures 

and procedures provide a convenient perspective from which to view the inter

nal structure and implementation of the Saguaro file system. We first present an 

overview of the SR language to facilitate the discussions and examples that are 
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included in the sections that follow. The principle data structures of the Saguaro 

file system are then described. The bulk of the chapter is devoted to detailed dis

cussions of the servers that make up the file system, including some alternative 

organizations. Finally, the implementation of reproduction sets and meta:files is 

described. 

4.1 The SR Distributed Programming Language 

What follows is a brief synopsis of major aspects of the SR language, with 

special attention being paid to synchronization constructs. The intent here is not to 

provide a full language description, but rather to impart enough information so that 

the reader can follow the fragments of code included in this chapter. The current 

version of the language is described in [Andr87b], while the more widely-known 

previous version is described in [Andr81]. Two major improvements have been 

made in the latest version of the language. One is the ability to dynamically create 

processes and re&ov.rce&, which are abstractions of objects and the major unit of 

encapsulation in the language. The other is the conceptual unification of processes, 

procedures and operations-actions implemented by sequences of statements that 

can be invoked from other processes. An implementation of the current version of 

the language has been in use since November 1985. 

An SR program consists of one or more resources. These resources can 

be thought of as patterns from which resource instances are created dynamically. 

Each resource is composed of two parts: an interface portion called the spec, which 

specifies the interface of the resource and the body, which contains the code to 

. --i; ...... 



implement the abstract object. Thus, the form of a resource is as follows. 

spec res..name 
imports 
constant declarations 
type declarations 
operation declarations 

resource res..na.me(parameters) 

body res..name 
declarations 
initialization code 
one or more procs 

end 
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The specification portion contains descriptions of objects that are to be exported 

from this resource-i.e., made available for use within other resources-as well as 

the names of resources whose objects are to be imported. Of primary importance 

are the operation declarations, which specify the interface of operations that can be 

invoked from other resources. For example, 

op examplel(var x : intj val y : bool) 

declares an operation, examplel, that takes as arguments an integer x that is passed 

with copy-in/copy-out (var) semantics and a Boolean y that is copy-in only (val). 

Result parameters (res) are also supported, as are operations with return values. 

For example, 

op example2(res newval : int) returns stat'ILS : bool 

declares an operation that has a result parameter newval and returns a Boolean 

value stat'ILS. Parameters with no designation are passed using val semantics. 

.... -:i: ............ 
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The declaration section in the resource body together with the spec define 

the objects that are global to the resource, i.e., accessible to any process within the 

resource. All of the usual types (e.g., integer, string, Boolean) and constructors 

(e.g., array, record) are provided, as well as the ability to define new types. In 

addition, capability variables can be declared. Such capabilities function either as a 

pointer to an entire resource instance and its operations (a resource capability), or 

as a pointer to a specific operation within an instance (an operation capability). A 

variable declared as a resource capability is given a value when a resource instance is 

created, while an operation capability is given a value by assigning it the name of an 

operation or from another capability variable. Once it has a value, such variables 

can be used to invoke referenced operation(s), as described below. It should be 

noted that the passing of capabilities between resources provides a major means by 

which an operation in one resource instance can be invoked from another. 

An operation is an entry into a resource. The invoking process can be 

outside the resource; indeed, operations are the only means by which processes in 

different resources interaCt. An SR operation can be considered a generalization of 

a procedure: it has a name, and can have parameters and return a result. There 

are two different ways to implement an operation: as a proc or as an alternative in 

an input statement. A proc is a section of code whose format resembles that of a 

conventional procedure: 

proc opname(parameters) returns result 
op_body 

end 
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The operation body op_body consists of declarations followed by a statement list. 

Like a procedure, the declarations define objects that are local to the operation 

opname. Unlike a procedure, though, a new process is created, at least conceptually, 

each time such an operation is invoked. It is possible to get standard procedure-like 

semantics, however, depending on how the proc is invoked (see below). The process 

terminates when (if) either its statement list terminates or a return is executed. 

An operation can also be implemented as an alternative of an input state

ment. An input statement that implements a collection of operations opnamel, 

opname2, ... , opnamen has the following form: 

in opnamel (parameters) and BooLexprl -+ 

op_bodYl 
o opname2(parameters) and BooLexpr2 -+ 

op_bodY2 
o opname3(parameters) and BooLexpr3 -+ 

op_bodY3 
ni 

The optional Boolean expression can contain references to parameters, in which case 

the value of the expression may depend on the arguments passed in the invocation. 

An alternative opnamej for which there exists a pending invocation from some 

process with arguments that make the corresponding Boolean expression true is 

enabled. The absence of ~ Boolean guard in an alternative is equivalent to the same 

alternative guarded by the constantly true Boolean expression. 

A process executing an input statement is delayed until there is at least 

one enabled alternative. When this occurs, one such alternative is selected non

deterministically. The oldest pending invocation for the chosen alternative is then 
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selected, and the corresponding statement list to the chosen alternative is executed. 

The input statement terminates when the chosen alternative terminates. 

An operation is invoked explicitly using a call or send statement, or is im

plicitly called by its appearance in an expression. The explicit invocation statements 

are written as 
call op_denotation( arg;uments) 
send op..denotation( arguments) 

where the operation is denoted by a capability variable or by the operation name 

if the statement is in the operation's scope. The operation denotation describes an 

operation implemented by either a proc or an alternative of an input statement. 

Execution of a call statement terminates once the operation has been exe

cuted and a result, if any, returned. Its execution is thus synchronous with respect 

to the operation execution. Execution of a send statement is, on the other hand, 

asynchronous: a send terminates when the target process has been created (if a 

proc), or when the arguments have been queued for the process implementing the 

operation (if an input statement). The effects of executing the various combinations 

of sendj call and procjin are described by the following table. 

Invocation Implementation Effect 

call proc procedure call 
send proc process creation 
call in rendezvous 
send in asynchronous message passing 

To illustrate how the individual pieces of the language fit together, consider 

the implementation of a bounded buffer shown in Figure 4. For simplicity, the 

buffer is declared to contain only values of type into Two operations are exported 



spec buffer 
op fetchO returns value: int 
op deposit( val newvalue : int) 

resource buffer ( size : int) 

body buffer 
var first, last : int := 0, 0 
var slot[O:size - 1] : int 

initial 
send buff_IoopO 
end 

proc buffJoopO 
do true ~ 

in deposit( newvalue) and first != (last + 1) % size ~ 
slot[last] := newvalue 
last := (last + 1) % size 

o fetchO returns value and first != last ~ 
value := slot[jirst] 
first := (first + 1) % size 

ni 
od 

end 

end 

Figure 4 - Bounded Buffer 
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from this resource: deposit and fetch; deposit places a value in the next available 

slot if one exists, while fetch returns the oldest value from the buffer. A depositing 

process is delayed should the buffer be full. Similarly, a fetching process is delayed 

whenever the buffer is empty. Note also that the resource has a parameter size; its 

value determines the number of slots in the buffer. The use of resource parameters 
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in this way allows instances to be created from the same pattern, yet still vary to a 

certain degree. 

Finally, note the single input statement to implement both the deposit and 

fetch operations, and the use of a send statement in the initialization code to initiate 

the main (parameterless) proc bu.jJJoop. Creating a process in this manner is so 

common that the keyword process can be used instead of proc as an abbreviation 

for the send in the resource initialization code and corresponding op declaration. 

4.2 Data Structures 

We first describe the design of the Saguaro file system in terms of the basic 

data structures that are employed. A discussion of these data structures provides 

a convenient overview of the system and facilitates the more detailed functional 

description of the system that appears in the following section. Some of these data 

structures, such as the superblock organization, are fairly ordinary. Others, such as 

the virtual roots, are quite novel. 

Individual physical file systems are divided into four distinct sections on 

the disk. Each physical file system contains a boot block (block 0), a su.perblock 

(block 1), a number of blocks for holding i-nodes, and the remaining blocks as data 

blocks. The superblock holds accounting information for the file system on which it 

resides. This information consists mainly of the sizes of the i-node and data areas, 

their starting locations, and current indices into them. The complete layout of the 



superblock is shown below. 

volume name 
volume number 
read only :fiag 
number of i-nodes 
number of free i-nodes 
index of next available i-node 
size of the data area 
number of free data blocks 
index of next available data block 
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Numeric values are stored as 32 bit integers. The size of the i-node area and the 

data area are specified at system creation time. An early version of the file system 

allocated an additional section on each physical file system for the virtual root, but 

the virtual roots were eventually implemented as (almost) ordinary files in the file 

system. 

Available i-nodes and data blocks are maintained as linked lists. The su-

perblock contains an index to the first element in each list. This is a simple, direct 

approach and contrasts with the more complex schemes, such as that in UNIX where 

the indices of available data blocks are cached in the superblock and available data 

blocks. The simpler approach guarantees an overhead of one disk access for each 

acquisition and each release of a data block. As described above, we have chosen to 

adopt such a straightforward solution for i-node and data block allocation so that 

efforts could be concentrated on the more novel aspects of the file system. 

The system uses 64 byte i-nodes organized as an array of fixed size. These 

i-nodes contain detailed information about individual files. A file is identified in the 

file system directory structure by its name and a machine number Ii-node number 
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pair known as a fileid or fid; this fid identifies the unique i-node associated with a 

particular file. The information in the i-node cODSists of the following. 

file type 
permissioDS 
owner (id) 
size 
accessed time 
modified time 
10 data addresses 
2 reproduction set fids 

1 byte 
1 byte 
1 byte 
4 bytes 
4 bytes 
4 bytes 
40 bytes 
8 bytes 

The information associated with a file includes information concerning membership 

in a reproduction set. The amount of i-node information, for reproduction sets in 

particular, is limited by the 64 byte size. Reproduction sets are limited to three 

members since only two associated fids can be stored. The use of these fields is 

discussed in detail in Section 4.4. 

The present file system implementation is built around four distinct file 

types: regular, directory, metafiles, and special. Regular files hold text, data, or 

executable code; in short, most of the things that can occupy positioDS as leaves in 

the file system tree. Directories fill the interior nodes of the tree and contain access 

information for groups of files. Metafiles have been added as a distinct file type 

to facilitate their implementation. They occupy positioDS as leaves in the tree but 

function as links, so that the traversal of a path name may continue following access 

to a metafile. Thus, metafiles are positioned like symbolic links in UNIX. Special 

files have been included to allow for device dependent input/output routines. 

PermissioDS are maintained as two groups of three bits. Each group of 

three bits reflects read, write, and execute (search) permission, and the two groups 

_ d: .......... 
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are associated with user permissions and global permissions. Limiting permission 

information to a single byte was done to conserve space in the i-node. The facilities 

for processing more extensive permission information are in place if an enlarged i

node were adopted. A user identification number is associated with each user name 

found in the login information £Ie (/pas&'/Dord). This number is used to record the 

owner of a £Ie, and is subsequently used to match a user and an owner for the 

purpose of evaluating user permissions. Time last accessed and time last modified 

are dormant fields because of the lack of a clock interface in the SR run-time support. 

Data blocks allocated to a £Ie are on the same physical £Ie system as the 

i-node for that file. Each of the ten data block address fields holds an integer 

index identifying blocks in the data section of the disk. The array of ten addresses 

contained in the i-node is filled sequentially from the first location with no gaps. In 

the present implementation, each location holds the immediate address of a data 

block, so that the maximum £Ie size is constrained to be ten times the size of a disk 

block. The system is designed so that an indirection scheme in which the final data 

address block points to an i-node rather than a data block could be incorporated 

without much effort. The data address locations in the second i-node would then 

hold the continued list of data blocks for the target file. For even larger £Ies, the 

tenth data address location in the second i-node could point to a third i-node, and 

so on. 

Each physical file system has a virtual root that is searched when a broken 

path is encountered upon £Ie open. As discussed in Chapter 3, a virtual root 

contains the full path name of every file on that physical file system whose parent 

directory is on a different physical £Ie system. Virtual roots are initialized as part 
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of the £Ie system formating process done upon IDe system creation. Entries in a 

virtual root must be updated when files are added, deleted, or moved. 

Figure 5 - Logical File System With Two Physical File Systems 

To illustrate more fully the organization of virtual roots, consider the £Ie 

system displayed in Figure 5. It represents a logical £Ie system composed of two 

physical £Ie systems, PFSl and PFS2. Files on PFSl are represented by ellipses, 

those on PFS2 are represented by rectangles. In the figure we can identify by 

inspection those files that will require representation in their respective virtual roots. 

Specifically, wherever an ellipse is connected to a rectangle a cross-machine reference 

... -:/: .......... 
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exists and the lower of the two files must be represented in the virtual root of the 

machine on which it resides. For PFS1 this consists of the file roger, since that is 

the only ellipse with a rectangle parent. For PFS2 it consists of the files vroot2, 

rick, greg, and pqr. The logical structure of the virtual roots is shown in Figure 

6. 

Notice that the virtual roots, vroot1 and vroot2, are located in the logical 

file system, which results in vroot2 containing an entry for itseH. Placing the virtual 

roots within the logical file system allows maintenance of the virtual roots to be 

done using many of the ~ilities of the file system itseH. However, virtual roots 

differ from ordinary files in at least one important way. The i-node for a virtual root 

resides at a known location in every physical file system. This greatly facilitates 

establishing access to the virtual root for use by the broken path algorithm. 

Figure 6 - Logical Virtual Roots 
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Given the information to be stored in the virtual roots, one possible orga

nization would be to store the full path names as simple strings. For the example 

above, this would result in the following: 

vroot1: 
/users/rick/ roger 

vroot2: 
/users/vroot2 
/users/rick 
/ users/greg 
/users/titus/mike/pqr 

However, such strings include a great deal of redundant information. For example, 

the two path name components'/, and 'users' appear four times in the path names 

stored in vroot2. To avoid storing this extra information and to allow more efficient 

searches, a compression scheme is used. This scheme constructs a tree from the 

components of the included path names. The actual structure of a virtual root 

is that of a general tree converted to a binary tree or list of lists. A particular 

component, such as 'users' appears only once in this tree, no matter how many 

times it occurs in the target path names. 

The structure of virtual roots for PFSI and PFS2 when this compression 

scheme is applied to the example are shown in Figure 7. Each node in the virtual 

root holds the string representation of a path name component and a representation 

of the permissions associated with that file. Those files that are terminal compo

nents of the path names to be stored in the virtual root-that is, those files that 

are roots of the critical subtrees~ontain additional information to locate their i-

nodes. These' distinguished' files are marked with rectangles in Figure 7. Nodes in 
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the virtual root that do not represent files on the local physical file system whose 

parents are remotely located, such as rick on physical file system one and titus on 

physical file system two, represent components in the original path names and are 

included only for matching purposes. 

PFSI PFS2 
I I 

users users---Ilvroot21 

I 
rick rick '-~I greg .... 1 -- titus 

~ mike 

~ 
Figure 7 - Structure of Virtual Roots 

4.3 Servers 

The file system is implemented using four kinds of servers. Associated with 

each physical file system are two permanent servers, a directory manager and a disk 

manager, and two dynamic servers, a file server and a broken path server. The 

permanent servers are created and associated with the physical file system that 
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they serve at system boot time. The d~c servers are created and destroyed as 

necessary under the control of the directory manager. We refer to such a group of 

servers associated with a physical file system as a physical file system seMJer set or 

simply seMJer set. Such a server set is shown in Figure 8. The solid ellipses and 

the dashed ellipses are intended to denote the permanent or transient nature of the 

servers respectively. 

,,---- ......... , ... , ... 

: fJIeselVer ~ 
... ' ... , ... , 

' .... _---,' 

" ... ---- .... , ... , ... 

! brknpath : 
... , ... , 

......... _---,' 
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Figure 8 - Physical File System Server Set 

The directory manager is the primary server in a server set. Directory 

managers are responsible lor most of the parsing (i.e., locating a file when given its 

path name and returning the associated i-node), communication with other server 

sets, management of the dynamic file servers and broken path servers, and record 

keeping. They also provide the abstraction of a hierarchical file system through 
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their handling of directory functions and serve as the single entry point for user 

requests to the file system. 

The other servers provide more specialized service. Disk managers provide 

access to a physical file system. They provide the read block and write block 

abstraction that the rest of the file system uses and they support the caching of 

disk blocks. File servers are created in response to requests to open data files, and 

service user requests for reading and writing the opened files; they exist as long as 

the file they are handling is open. Broken path servers are created to resolve path 

names in which one or more components are on physical file systems that are not 

accessible; they exist as long as there is an inaccessible physical file system. We 

describe each of these servers in detail following a brief discussion of some supporting 

software. 

4.3.1 Support Software 

For the sake of exposition it will be helpful to complete the picture of 

the file system by describing some of the peripheral software that contributes to 

or interacts with the file system. In particular, we discuss the disk drivers, the 

command interpreter, and the user environment. The expanded picture is shown in 

Figure 9. 

Associated with every physical disk is a disk driver. The disk driver is 

device specific and can be thought of as providing the physical capability to read 

and write disk blocks on its assigned disk. Disk drivers provide the very lowest level 

disk services and may vary widely in the details of how they accomplish their tasks. 

These details are hidden from the rest of the system by means of the disk manager 

server, which provides the file system with a consistent view of the disk operations. 
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Figure 9 - File System Servers With Peripheral Software 

A disk driver is responsible for a physical disk, which may encompass mul

tiple physical file systems on a disk that has been partitioned. Thus, a disk driver 

may serve multiple disk managers. Each disk manager, on the other hand, is aware 

of only one disk driver. The connection between a disk manager and a disk driver 

is established at system start up. 

The ellipse in Figure 9 representing the user is a command interpreter or 

shell. It makes direct requests of the directory manager as well as invoking other 

programs on the user's behalf that may use file system facilities of the file system. 

As it is presently constituted, this shell is primarily a test vehicle. As such, it has a 

great many direct calls for directory managers built into it for testing purposes and 

provides the ability to invoke only a limited number of specific user programs. It 

is not intended to be general or to presage the much more sophisticated command 

interpreter planned for Saguaro. 
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The procedures available in the file system often require information about 

the user and the computational environment the user has created. For example, to 

create a file the directory manager needs to know the user's id and the permissions 

to assign to the file. In a complete operating system this information would be 

maintained on a per user basis and made available to file system operations as re-

quired. In the development scheme of the Saguaro file system, it has been necessary 

to encapsulate such user information in an additional layer of software called the 

environment. 

This information is maintained in an SR resource called environ. We do 

this to avoid requiring that environmental information be supplied by the user or 

by software acting on his behalf. We also want to guard against a user supply

ing erroneous information. The following four pieces of information are currently 

maintained in the user environment. 

user name 
userid 
default protections 
current working directory 

A copy of this resource is associated with each user and every request that leaves 

a user's command interpreter goes through the environ resource. A capability to 

access a user's environmental information is attached to each request before it is 

passed along by environ. 

The availability of this environmental information is necessary for the op

eration of the file system, but is not actually part of the file system. The environ 

resource provides only a subsistence level of service in this case. Clearly a more ex

tensive facility supported "by the Saguaro command interpreter would be desirable. 
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The environ software, which sits as it does between the command inter

preter and the directory manager, performs another very useful service for the file 

system. It transforms a user's request, formulated as a call, into a send/receive 

pair. The necessity for this arises from the fact that a request for a service such as 

opening a file can transit several directory managers before its success or failure is 

decided. In the event of a successful conclusion, the request will be handed off yet 

again to a file server. That file server will reply to the user's original request. Thus 

there is no way of determining in advance from where the eventual reply will come. 

At the present time SR does not provide a 'forward' facility to accommodate this 

need, but such a facility is fairly easy to fabricate using send and receive. 

All three of these facilities-the command interpreter, the environment, and 

the disk drivers-have been included in this implementation essentially as place 

holders. They simulate their more complex counterparts that would be included 

in a complete operating system. They also represent the points at which the file 

system is 'attached' to the rest of the operating system. 

4.3.2 Directory Managers 

All requests for file system services are made by invoking operations in 

a directory manager. Such requests originate in the command interpreter, where 

the usual pattern is one in which the command interpreter executes a program that 

requires the services of the file system. For testing purposes, however, the command 

interpreter has been structured so that many of the functions within the directory 

manager can also be executed directly from the command interpreter. 

Each directory manager is an instance of an SR resource called DirMan. 

The spec for that resource, shown in Figure 10, suggests the size of the resource 
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and provides some details about the procedures it contains. The operations that 

begin with capital letters (e.g., Openfile, Lstdir, and M1crep) are those available 

to users. Those that begin with lower case letters are available to other directory 

managers. Although this distinction is not presently enforced, it could be done by 

isolating the operations intended for other directory managers and passing them at 

system start up as an array of capabilities to those servers that require them. 6 Other 

directory manager operations that are intended for internal use do not appear in 

the spec. They are declared instead in the body of the directory manager resource. 

The contents of a' directory manager can be broken down into four separate 

groups. The first group, which we refer to as user operations, consists of operations 

that equate to the visible entry points in the server. These include operations such as 

Openjile, Closefile, and Chgdir. The second group, which we call parsing operations, 

consists of operations that are relevant to path name parsing. This group consists 

of the parse operation and the brknpatli. operation. The third group, called low level 

operations, contains operations that perform fundamental file system tasks used by 

many of the user operations and the parsing operations. These low level operations 

include such things as readdirentry, permission, and reprocopy. The last group of 

directory manager operations are known as i-node access operations and deal with 

the reading, writing, and caching of i-nodes. 

The user operations such as Openfile serve as the focal point for servicing 

user requests. Each of these represents an entry point into the directory manager 

6 This is an example of a number of problems with SR that emerged in 
the file system implementation that were addressed in later improvements to the 
language. SR now has a facility (extend) that allows the inclusion of specialized 
specs. Interaction between SR and the fife system implementation is discussed in 
Chapter 6. 



spec DirMan 
import Globals 
import Utility 
import Di.skMan 
import FileS eMJ 
import BrknPath 
# user operations 

op Openjile( ... ) 
op Rmfile( ... ) 
op Mkdir( ... ) 
op Lstdir( . .. ) 
op Chgdir( ... ) 
op Chgprot( ... ) 
op Chgown( ... ) 
op Mkmeta( ... ) 
op Rmmeta( . .. ) 
op Mkrep( . .. ) 
op Rmrep( . .. ) 

# parsing related operations 
op createjileseMJer( . .. ) 
op parse( ... ) 
op brknpath( ... ) 
op kreate( ... ) 

# low level operations 
op liStdirectory( ... ) 
op deldirentry( ... ) 
op jilebv.ild( . .. ) 
op jiledestroy( . .. ) 

# i-node access operations 
op readinode( . .. ) 
op writeinode( . .. ) 

# utility operation 
op siblings ( ... ) 

resource DirMan(dm : cap Di.skMan; v.til : cap Utility) 

Figure 10 - Directory Manager Spec 
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and is implemented as a proc. For example, the heaiHng for the OpenJile operation 

is 

proc Openjile(jilename,mode,typ, env, Rep Cap ) 

A proc is used so that user requests that arrive at the same directory manager 

generate new instances of the operation to enhance concurrency. The instance of 

an operation that is servicing a user request coordinates the parsing of path names, 

communication with other directory managers, and error reporting for that request. 

The general pattern followed by these operations is to check their input, 

call the parse routine in the local directory manager, check the return value, then 

call low level operations to manipulate the target file if it was found or return an 

indication of the problem if it was not. For example, the following is an outline of 

,..:-.-



Openfile: 

proc Openfile(jilename, mode, typ, en'tJ, Rep Cap ) 
declare variables 

build a capability array containing nulls 
as an error return mechanism 

convert an @machine suffix notation to a machine index 
convert access mode argument to an integer 
call the local parse operation 
if target file does not exist 

else 

if access mode is write 

else 

create the file on the proper machine 
create a file server to service it 
return 

fatal error 

set result code 
return 

check the permissions on the target file 
if access mode is write 

truncate the file 
create a file server to service the target file 

end 
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Except for the fact that it has to do a bit of case analysis on the access mode of the 

open request, its structure is fairly representative of all operations. The low level 

operations available to manipulate a target file when it is found include such things 

as creating the file, destroying the file, and listing its contents if it is a directory. 

The createjileserver and Close operations deserve special mention since they 

do not fit the pattern described above. These two operations both change data 

in the directory manager's open file table and so mutually exclusive access must 

be provided to ensure that they cannot simultaneously access the table. This is 
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accomplished in SR by including both of them in a single input statement within a 

process. The process in this case is called jiletablemanip and is outlined below. 

process jiletablemanip 
declare variables 

do true-+ 

od 
end 

in createjile&erver(pwd,inode,rw,RepCap) -+ 
look for the file already in the open file table 
if found 

update the open file table 
send to the addopen operation in the same file server 

else 
create a new file server 
send to the jsopen operation in the new file server 

D Close(fid, inode) -+ 

ni 

find the proper entry in the open file table 
if this is the last open pending on that file server 

remove the open £Ie table entry 
destroy the £Ie server 

In many cases, particularly when creating or destroying a £Ie, it is necessary 

to have access to the relevant parent directory. However, that directory may not 

be on the same machine as the target £Ie. This has a considerable impact on the 

logical structure of operations such as Openjile. In particular, it is easier for an 

operation to maintain information about individual path name components as the 

parse progresses than it is to pass such information along with the parse. This has 

led us to an organization in which the Openjile proc that initially receives a request 

acts as the controller for that request until it is resolved. An alternate approach 

to the design of such operations supports a pattern in which an Openjile proc, for 



85 

example, begins the opening of a file by calling its local parse operation and passes 

the entire request on to some other Openfile proc when it is discovered that parsing 

must continue on a remote machine. This paradigm, which we refer to as request 

forwarding, allows a request to move through the file system, always being local to 

where work is currently being done on it. 

A request forwarding version of the directory manager was implemented 

and evaluated in the course of building the Saguaro file system. It was eventually 

abandoned because of practical problems associated with the request forwarding 

model. To forward the entire request requires that it carry with it information 

about the last directory searched on its behalf, particularly where that directory 

was located. A second problem is the fact that metafile processing becomes much 

more complex. The backtracking that results from failed metafile attempts can 

force the parsing process back to an arbitrarily earlier point. Lastly, error reporting 

is more difficult in the presence of request forwarding. 

The parsing operations make up the second of the four groups of operations 

in a directory manager. The parse operation is the most important of these opera

tions. It is responsible for scanning directories to match each component of a path 

name, for passing a parsing task on to the parse operation on a remote machine 

when path name components are located there, and for handling metafiles when 

they are encountered. 

The parse operation also is responsible for broadcasting a broken path re

quest when necessary. The actual creation of the broken path server and monitoring 

of the results is accomplished in each directory manager by the brknpath operation in 
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response to such a broadcast. The code for this operation consists of the following. 

proc br1cnpath(path, respath) returns outcom 
var marTe : int 
var bp : cap Br1cnPath 

bp := create Br1cnPath( util) 
outcom := bp. bps earch( mynumber,path, mark) 
if outcom < 0 ~ return fi 

if marTe = 0 ~ outcom := NOTFOUND; return fi 
respath[l:*] := path[l:marTe(path)] 

end 

The operation creates a local broken path server and calls it to search the local 

virtual root for the path name given in the argument path. The returned results are 

the original path name and a pointer, marTe, that is an index to the last character of 

the last component that was matched. The string that is finally copied into respath 

to be returned is the longest prefix matched in that particular virtual root. 

The third group of directory server operations is the low level operations. 

This group includes operations such as readdirentry, deldirentry, filebuild, filede

stroy, permissions, and composepath. These operations perform functions that are 

necessary or useful for user operations and the parsing operations described above. 

The readdirentry and deldirentry operations function as tools for manipu

lating directories. Readdirentry provides access to the contents of directories. When 

called, it returns the next entry in a specified directory. Deldirentry removes an 

entry from a directory and reclaims the space for that entry. Higher level opera

tions deal with directories in terms of the dirent data structure described in the 
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Globals.sr7 file as follows. 

type dirent = rec(len : int, name[1:256] : char; fid : fid) 

The readdirentry operation unpacks each entry in a directory in turn into this format 

and returns it. The deldirentry operation takes a path name and, using readdirentry, 

scans the parent directory of the target file to find the associated directory entry. 

When the entry is located, it is removed and the space in the directory is reclaimed. 

The filebv.ild operation obtains a new i-node and initializes it for a new 

file. It also adds an appropriate entry to the directory that will be the parent 

of the new file. IT the new file is a directory (DIR) or a meta£le (META), the 

operation obtains a first data block for the file and initializes the contents of that 

as well. The filedestroy operation does exactly the opposite. It returns all data 

blocks belonging to a file to the availability list, removes the associated entry from 

the parent directory, and then returns the file's i-node to the available i-node list. 

The permissions operation is a relatively simple function that has been iso

lated because it is called from several different locations. Its purpose is to check a 

user's id against a file's owner id and then use the appropriate level of permissions 

(owner or global) to check the legality of the requested access (read, write, and exe

cute). The operation composepatk provides a general utility for building an absolute 

path name from a relative path name and the path to a user's present working di

rectory. This is used primarily in connection with the broken path algorithm since 

it requires absolute path names. 

7 Globals.sr is a source file containing global declarations and system param
eters intended for use by the entire file system. This file is reproduced as Appendix 
A. 
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An operation called reprocopy is provided to handle copies to reestablish 

consistency arnong members of reproduction sets when it becomes necessary. It 

acts as a privileged user and, since the fids of the target files are already ava.ila.ble, 

can thus gain access more directly to the £les. The copy itself is accomplished in 

disk-block sized pieces. A,ll of this is done in a effort to speed up the reproduction 

set process as much as possible. 

The final group of directory server operations is the i-node access operations 

group. It contains operations devoted to reading, writing, and caching i-nodes. 

Since a physical file system is associated with just one directory manager, it is 

convenient and efficient to cache i-node information at this leveL The current 

buffering scheme is a simple LRU (least recently used) queue with space for twenty 

i-nodes. The data structure is, however, isolated in such a way that conversion 

to a more complex scheme would remain transparent to the remaining directory 

manager code. 

The i-node access operations include reo.dinode and writei1!,ode that use 

lower level utility routines to find an i-node in the cache (fnLbuf), to get an i

node and add it to the cache (get-but), to return a no longer needed i-node to the 

available i-node list (ret_buf), and to write cached information to the disk before the 

system is shut down (Jl:u.sh_buf). Higher level operations deal with this subsystem 

only through the readinode and writeinode operations. This frees them completely 

from any exposure to the caching mechanism. 

Directory managers are reasonably complicated pieces of software that con

tain the bulk of the functionality of the £Ie system. This functionality breaks down 

directly into the four groups described here-user operations, parsing operations, 



spec DiskMan 
import Globals 
import Utility 
import Driver 
op ReadJJlock( .. . ) 
op WriteJJlock( ... ) 
op GetDataBlock( ... ) 
op RetDataBlock( ... ) 
op GetInode( ..• ) 
op RetInode( . .. ) 
op Status ( ... ) 

resource DiskMan( drn : cap Driver; u.til : cap Utility) 

Figure 11 - Disk Manager Spec 

89 

low level operations, and i-node access operations. The association of these groups 

is a loose hierarchy with user visible operations at the top and the transparent 

i-node access operations at the bottom. 

4.3.3 Disk Manager 

Disk managers are the second of the two permanent server types. They 

perform three essential functions: provide the read block/write block abstraction 

for the £Ie system, manage the disk block cache, and manage the contents of the 

superblock. As a consequence of their control of the superblock, they have access to 

the data block and i-node availability lists and handle the allocation and deallocation 

of both. This limited set of functions is reflected in the short spec for the DiskMan 

resource shown in Figure 1I. 

The disk manager provides a consistent view of physical disks supported by 

the system, and serves as the interface to the device specific disk drivers that are 

associated with those disks. The two operations, ReadJJlock and WriteJJlock, are 
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the only way in which other servers can access disk blocks, either data blocks or 

i-node blocks. Between such requests and the disk driver, the disk manager places 

the disk block caching mechanism. In the present implementation this is a simple 

LRU queue. 

A disk manager caches the superblock for the physical :file system· with 

which it is associated at system start up. It uses the information in the superblock 

for checking that requested disk operations are within the limits of the physical £Ie 

system and to allocate and deallocate i-nodes and data blocks. The superblock is 

updated in a 'write-through' manner to minimize the damage that could be caused 

by a crash. In its capacity as allocator and deallocator, the disk manager not only 

maintains the linked list data in the superblock, it also accepts the responsibility 

for the links within the disk blocks and i-nodes. It does all of this in pursuit of the 

general goal of simplifying the view that directory manager and £Ie server operations 

have of the disk subsystem. 

4.3.4 File Servers 

A file server is created by a directory manager in response to an initial 

open £Ie request. While a: server exists and is servicing a particular file, subsequent 

requests to open that file are routed to the same server. File servers provide read 

and write access to the data in a file, control the specific type and extent of access 

afforded, as well as keep track of an individual user's location in the £Ie. 

The two operations exported by a file server are shown in the spec in Figure 

12. The jsopen operation is used by a directory manager to make the first open 

of a £Ie. The addopen operation is used for subsequent opens on the same file. In 

each case, they obtain an entry in the local table of open £Ie information, initialize 

-~':.--



spec FileServ 
import Globals 
import Utility 
import DiskMan 
op jsopen( . .. ) 
op addopen( . .. ) 

resource FileServ( dm : cap DiskMan; util : cap Utility) 

Figure 12 - File Server Spec 
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various pointers, and return a record containing an array of capabilities. All of 

the operations included in a £Ie server use and update information in the user file 

table. However, only the jsopen operation and the addopen operation engage in the 

critical act of obtaining new table entries. For this reason they are placed within 

a process and implemented as a single input statement; this structure ensures that 

only one of them has access to the table at any given time. 

In the case of the file server, the associated spec does not reflect the exter

nal functionality of the resource. This is because the file server returns a record of 

capabilities to the user in response to an open request instead of relying on exported 

operations. This record is described in a type declaration in the Globals.sr compo

nent to make it available to other resources. It is composed of several optypes,8 

8 An optype defines a pattern for an operation, i.e., the types of parameters 
and return value. 

- -:-!:, ......... 



92 

also declared in Globals.sr. Its form is as follows. 

optype Read = (id : int; res buJ[l:*] : char; num : int) returns count : int 
optype Write = (id : inti buJ[l:*] : char; num : int) returns count : int 
optype Close = (id : int) 
optype Seek = (id : inti Teind: inti offset: int) returns count: int 
optype Tell = (id : int) returns count : int 
type File_Ops = rec( id : int; read : cap Read; write : cap Write; 

seek : cap Seek; tell : cap Tell; close : cap Close) 

The optype declarations specify :five operations types that equate to the internal 

functions of the :file server. A record type, File_Ops, composed of those :five opera

tions types is also declared. The last two of these optypes are for functions that 

provide random access to a :file: Seek moves the pointer to a user's present loca

tion in a :file the specified location in the :file, while Tell reports the user's present 

location in a file so it can be recorded and recalled for later use. 

A user requests a certain class of service from a file server by means of the 

access mode argument that is included in the open £.Ie request. The Saguaro £Ie 

system recognizes seven different access modes. These are 

READ 
WRITE 
APPEND 
RDWR 
WRRD 
EXEC 
REPRO 

- read a file from the beginning 
- write a new :file (truncate if it exists) 
- write an existing file at the end 
- open a:file with read semantics & allow it to be written as well 
- open a file with write semantics & allow it to be read as well 
- intended for internal use by the system 
- used to support the consistency updates of reproduction sets 

These are used to ensure that the user has permission for the requested access to a 

file and to ensure that the, user is provided with only the services that are requested. 

To enforce the different access modes, a set of these operations individual

ized for a particular user and based on the requested access mode is constructed 
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and returned. That is, an open request to append to a file would get an entry in 

the file table, have its file pointer adjusted to point to the end of the file, and get 

back a record containing capabilities for Write, Clo$e, Seek, and Tell. The position 

in the record for a Read capability would contain the value null. This technique 

allows a file server to enforce access modes for a file without having to engage in 

rechecking the access mode and access permissions at each read or write request. 

In the:final implementation, Read, Write, Close, Seek, and Tell have been 

implemented as procs, enhancing the potential for concurrency among competing 

requests to a single file server. The disadvantage of this approach lies in the fact that 

the Read capability that is returned in response to every open for a particular file 

is exactly the same I"""pability. This means that when a file server receives a request 

for a Read, it has no way of determining directly who initiated the call. Therefore, 

it cannot associate the request with the appropriate local file table entry, which it 

needs in order to locate the proper file pointer. 

Using this approach makes it necessary to associate an identifier with each 

instance of an open. This identifier is simply the index of the associated local file 

table entry, and it is returned as part of the FiZe_Ops record to the user. It is then 

included as part of subsequent user requests. This identification is analogous to a 

UNIX file descriptor. In the Saguaro file system, however, the use of this identifier 

introduces a greater potential for abuse. A file server may handle multiple opens on 

a single file, not all of which are from a single user. Since these identifiers are small 

integers they are easily forged, intentionally or otherwise. And use of an incorrect 

identifier may result in access to the target file using the wrong entry (even another 

user's entry) in the local file table. 
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An alternate design that is more secure would result from declaring the 

file access operations within the file server (Read, Write, etc.) to be arrays of 

operations, as in 

in (i := 1 to Globals. UTBLSZ) Read( blk, num) : returns count 

D (i:= 1 to Globals.UTBLSZ) Write(blk, num) : returns count 

ni 

In this scheme, when the file server constructs a File_Ops record to return to a user, 

it selects an unassigned operation from the appropriate array for inclusion. The net 

effect of this selection is to make each operation capability held by a user unique 

from those held by all other users. Since this means that user file table data can be 

maintained privately for each user, there is no need for a global table. Consequently, 

the file server need not differentiate users explicitly. 

This array of operations approach was implemented in an early version of 

the Saguaro £Ie system. Unfortunately, early versions of the SR run-time support 

severely restricted the total number of operations that could exist at anyone time. 

This resulted in the ability to do only limited testing since this scheme creates a 

large number of operations. This approach also presented some inherent problems 

not related to the implementation. For example, it is necessary to decide in ad

vance on a maximum number of each operation (this value is represented above as 

Globals. UTBLSZ). Since increasing this maximum results directly in increasing the 

size of every £Ie server, it is a choice that must be made carefully. Casting these 

operations as input statements also restricts their concurrent execution. 
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Another alternative for the design of the file server would be to create a 

new process to service each invocation of fsopen. This can be done by placing the 

operations such as Read, Write, Seek, etc. in an input statement within a proc 

called fsopen. This approach is outlined in the following code fragment. 

proc fsopen( . .. ) returns fd 
op Read Globals.Read 
op Write Globals. Write 
op Seek Globals.5eek 
op Tell Globals. Tell 
op Close Globals. Close 
#other declarations and initialization 

fd.read := Read; fd.write := Write ... fd.close := Close 
#return the fd with its capabilities 
reply 
#service the client requests until Close is invoked 
do true-+ 

in Read( . .. ) -+ .. . 
n Write( ... ) -+ .. . 
n Seek( .. . ) -+ .. . 
n Tell( ... ) -+ .. . 
n Close( ... ) -+ ... exit 
ni 

od 
#clean up, including reporting status to directory manager 

end 

This allows dynamic expansion of the file server as the number of times a particular 

file is opened increases. It also does not require the use of an explicit identification 

associated with each open since each open gets a set of capabilities that is unique 

from all others. As a result, data for each user can be maintained privately. This 

approach represents perhaps the most promising design available for the file system. 

It too was implemented in an earlier version of the Saguaro file system but was 
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abandoned because of existing internal run-time support limitations in the size of 

operation stacks and the number of operations that could exist. 

One of the opportunities offered by implementing the Saguaro file system 

has been the opportunity to explore a variety of approaches for solving particular 

problems. The structure of the file server is one of those areas. It has proven to be 

relatively easy to recast a server such as the file server into a variety of designs to 

enhance our understanding of the strengths and weaknesses of each of them. 

4.3.5 Broken Path Servers 

As described in Chapter 3, the broken path problem results from the fact 

that at some point in a file's full path name consecutive components can be located 

on different physical file systems. As the parsing operation traverses a path name, 

it accesses the directory represented by each component of the path name and 

searches to find a match for the next component in the path name. U sing the 

information associated with the matching entry, it then repeats the process until 

the final path name component is processed. At any point in this traversal, a path 

name component may be located on a physical file system that is not available. The 

parse operation recognizes this situation and broadcasts a request to other directory 

managers to create broken path servers to help it resolve the problem. 

Broken path servers are instances of the BrknPath resource, whose spec is 

shown in Figure 13. Their sole purpose is to search the local virtual root for the 

longest prefix match with the target path name and return that match (or the fact 

that there was no match) to the parse operation that initiated the request. 

The broken path server is created by a directory manager in response to a 

broadcast request from a directory manager (possibly the same one) that has found 

... d:. __ 



spec BrknPatk 
import Globals 
import Utility 
op bpsearck( ... ) 

resource BrknPatk(dirman_ops: Globals. Vr_ops; u.til : cap Utility) 

Figure 13 - Broken Path Server Spec 
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an inaccessible file in the course of a parsing operation. An early version of the 

broken path servers allowed them to be created for the duration of a single broken 

path broadcast. Since broken path invocations tend to occur in waves associated 

with the failure of nodes on the network, this caused excessive overhead. The current 

scheme is to allow these broken path servers to exist until there are no longer any 

inaccessible physical file systems. This avoids the expense of supporting them as 

permanent servers that are seldom needed, but minimizes the overhead of creating 

multiple dynamic servers. That is, when the entire logical file system is accessible, 

there is no need for broken path servers to exist. But when some physical file system 

becomes inaccessible, it may foster a number of broken path calls. 

A broken path server receives the absolute path name of a target file from 

its controlling directory manager. It then parses the file name one component at 

a time, attempting to match each component as it traverses the virtual root data 

structure. Rather than go through the process of opening and reading the virtual 

root through the standard channels, the broken path server acts like a privileged 

user and obtains the i-node and then the data for a virtual root directly from the 

disk manager, one block at a time. 
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The search algorithm attempts to locate a matching sequence in the virtual 

root as it looks at each path name component in turn. If a component is matched 

with a particular virtual root entry, the next path name component is compared 

against the children of the matched node. If a component is not matched with a 

particular virtual root entry, the same component is then compared to a sibling of 

that entry. With regard to Figure 7, this means that a match causes the search to 

move down in the tree and a mismatch causes the search to move to the right in 

the tree. 

The broken path server maintains an index into the path name that it is 

trying to match. This index is maintained so that it always points to the location 

in the pa~}l name that corresponds to the longest p3.th name matched so far. When 

a component comparison fails and there are no siblings left with which to compare 

(i.e., the search cannot move further to the right), the broken path server returns 

the original string and the index, which now indicates the longest prefix match 

obtained from a particular virtual root. 

Comparing a path name component and a virtual root entry consists of a 

string comparison of the two as well as a comparison of the permissions associated 

with the virtual root entry and the original open request. A broken path server ter

minates its search when either of these fails. When a broken path server terminates 

a search it is a simple matter for it to determine whether or not the final virtual root 

entry that was matched is marked as being on the local physical file system (i.e., 

one of the boxed items in Figure 7). If it is not, then some other broken path server 

has the potential for returning a path name prefix match that is as long or longer 

and the present match cannot be the one that will eventually be used. In this case, 
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the broken path server returns a value indicating a complete failure, denoted by an 

index value of zero. This reduces the work that must be done by the operation that 

receives the responses and ensures that, in the case of identical matches, only the 

useful one will reach the directory manager. 

At the present time, the maintenance of virtual roots is handled by the 

directory managers. This maintenance consists of making additions, deletions, and 

updates to the contents of the virtual roots in response to the creation, deletion, 

or renaming of files or the changing of permissions associated with a file. If broken 

path servers were permanent servers and more complex algorithm were employed for 

the maintenance of virtual roots, it might prove practical to move the maintenance 

functions to the broken path servers. 

4.3.6 Server Interaction 

To illustrate the interaction of the servers that make up the file system we 

trace the execution of an Open call through the entire system. Consider first the 

simple case in which the target file is local and all parsing is accomplished locally. 

The resulting pattern of communication is shown in Figure 14. 

The open is initiated when a user program executes the following to open 

the local file "wxyz" for read-only access: 

fd := env. Open( "wxyz" , "r") 

The invocation env. Open specifies the Open proc in the environ resource. As 

discussed in Section 4.3.1, we have chosen to go directly through the environment 

in this case for the purpose of demonstrating the manner in which a call is converted 

to a send/receive pair. 
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Figure 14 - Communication for a Local Open Request 

The Open proc in the environment appends a capability that allows access 

to the user's environmental information and a capability for the operation that will 

wait for a response to the request. It then sends the request on to the local directory 

manager and waits until the receive statement is executed:9 

send di3k [mach]. Open(jilename, mode, en'll, ans) 
receive ans ( io ) 

The subscript mach specifies the directory manager to which the request is being 

sent. The operation ans(io) is defined within the Open operation as being an oper

ation with a single parameter with the type Globals.File_Ops, exactly the same type 

as the record of capabilities that will be returned by a file server upon a successful 

9 receive is an abbreviation for an in statement that waits for an invocation 
of the specified operation and then assigns the values of the actual parameters to 
the formal parameters. 
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open. This circuitous set of declarations is made possible by the declaration of the 

type File_Ops in the Globals.sr component that is a.va.ila.ble to a.ll of the other file 

system components. 

The Open proc in the environment is defined as returning a record of type 

Globaz.,.File_Ops as well.· Thus, when the operation ans is invoked, it provides 

a completed record (assuming the open was successful) of the proper type to be 

returned to the user's program. A failure in the attempt to open the file would be 

reflected as a record containing a.ll null values in place of capabilities and a small 

negative integer in the identification argument to indicate the specifics of the failure. 

Such a failure indication could be returned by any directory manager or by the file 

server. 

The Openfile proc in the local directory manager then gets the request from 

the environment. Any legitimate path name specified by the user must begin at 

one of two places: the root directory or the user's present working directory. This 

means that only the directory managers responsible for these two locations could 

conceivably handle the request a.t this point. The directory manager for the user's 

present working directory is chosen on the assumption that it is the most likely 

case. One of its first actions is to determine if the request should actually be given 

instead to the manager of the root directory. 

The Openfue proc validates the access mode and ca.lls on the local parse 

routine to locate and return the i-node associated with the file. The parse operation 

uses the facilities of the lower level readdirentry routine to scan a target directory. 

Readdirentry does not formally open the directories that it searches. Instead, it 
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acts as a privileged user and works directly with the disk manager to acquire the 

necessary data blocks. 

Assuming a successful outcome from the parsing operation, the Openfile 

proc receives a reply to its parsing request that contains a copy of the i-node for the 

target file, information about the parent directory of the file, and an integer return 

code. This return code indicates the success or failure of the parse. 

It is now the responsibility of the Openfile proc to see that a file server is 

created by the proper directory manager. It accomplishes this by doing a send to 

the createfileserver operation in the directory manager that located the i-node of 

the target file. That directory manager is, in this case, the same one containing 

the Openfile proc. Using the returned machine number to index into an array of 

directory manager capabilities allows this send to be done in a very general manner, 

with the actual destination indicated by the index. 

The createfileserver operation that responds performs two essential tasks. 

First, it identifies a file server to handle the request. If the target file is already 

open, a file server will exist and the request can be passed directly on to it. If the file 

is not currently open, then a file server is dynamically created and the information 

is passed to the new file server. Second, the createfileserver operation updates the 

table of locally open £Ies. 

The file server maintains a table with an entry for each user of an open file. 

The entry holds the read/write pointer into the file, the mode in which the file was 

opened, and a flag indicating whether or not the the file has been modified. The 

£Ie server returns a set of capabilities to the user that consists of the subset from 

read, write, seek, tell, and close that is appropriate to the open mode. These are 
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returned to the operation whose capability was supplied by the environment in the 

form of an array of capabilities with those that are not applicable set to null. 

,.".-- ... , .. , " ~-- ... , .. , " , " {brknpathi .. ' .. ,," .... __ ... 

8 

Figure 15 - Communication With An Open File 

The receive statement in the user's environment resource accepts the capa-

bility array sent back by the £Ie server as a parameter and returns it to the program 

that made the initial request. That program is now able to communicate directly 

with the £Ie server to request services for the £Ie. This communication pattern is 

shown in Figure 15. 

The obvious generalization on the example above is to include additional 

directory servers and machines by assuming that the target £Ie is on a remote 

physical £Ie system and/or that intermediate directories in the path namf! are on 

remote physical £Ie systems. H this is the case, the local parsing operation returns an 

indication that the parse must be continued on some other machine to the Openfile 
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proc, which then ca.lls the appropriate remote parse operation. This pattem may 

be repeated as often as necessary as each component of the path name is processed. 

Figure 16 shows a diagram of the communication pattern in the case where only 

two directory managers are involved. 

Machine 1 

Machine 2 

Figure 16 - Multiple Node Open Pattern 
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Notice that the Openfile operation engages in a call to each parse operation 

as it becomes necessary. It would be nice if the Openfile operation could simply 

pass the request along to the Openfile operation on the remote machine with a send 

and forget about it; recall that the use the request forwarding model was discussed 

in connection with the organization of directory managers in Section 4.3.2. 

Machine 1 

~~~ e 8 

e 

Figure 17 - Communication Following Multiple Node Open 
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The two node example in which the target file resides on the remote machine 

results in the communication channels shown in Figure 17 following a successful 

open. Subsequent service requests from the user or the user's program are sent 

directly to the appropriate file server on the remote machine. 

The essentials of the file opening process are to locate an appropriate di

rectory manager in which to begin parsing, letting that directory manager contact 

parse operations in other directory managers as needed to complete the parsing, 

creating a file server on the machine on which the target file is located, and having 

that file server supply the user with a sufficient set of file operation capabilities. 

Furthermore, in the course of parsing a path name, metafiles or broken paths may 

have to be resolved. The goal of this file system organization is to allow the parsing 

process to use the directory manager facilities only as they are needed and then to 

remove the directory manager from the picture altogether once the file has been 

located. 

4.4 Implementation of Reproductions 

The implementation of reproduction sets within the Saguaro file system 

involves choosing a method for representing the sets, suppl)-mg the necessary tools 

with which to maintain the sets, and writing file system code that recognizes and 

handles reproduction sets when they are encountered. All of these tasks are made 

much easier by the fact that they can be included in the basic design of the system. 

In Chapter 6 we point out problems that occur when reproduction sets are added 

to existing file system software. 

Several options are available for storing information about a reproduction 

set. First, information about a set and its members could be centralized, as in 
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a repository where the system agrees to store all such information. Alternatively, 

information concerning the set and its membership can be distributed. In the 

distributed version the goal is to associate with each member of the set the names 

and locations of all of the other members of the set. We reject the centralized 

approach because it represents a single point of failure and because it requires a 

single access overhead to .secure information from the repository. We are then left 

to chose among a variety of ways to distribute the information. 

It is possible to imagine placing information about a file's association with a 

reproduction set inside the file itself as part of a file header. The information could 

also be placed in a separate file co-located with the member file. This approach 

is discussed in detail in Chapter 6. In the Saguaro implementation, however, we 

have chosen to put the information into the i-node of each member file. Locating 

reproduction set information in the i-node of a file makes the information available at 

no extra cost since an i-node is read in the normal course of opening a file. Another 

benefit is the fact that the critical information, the location of other member files, 

can be maintained as fids that provide immediate access to those files. 

Although storing the fids in the i-node is most convenient, it has an im

pact on space allocation since i-nodes are of fixed size. There are in general two 

approaches: either space in i-nodes must be pre-allocated for specific tasks, such 

as holding reproduction data and holding data block addresses, or space must be 

shared by those tasks. Sharing space increases the complexity of i-node process

ing and requires a certain overhead in i-node space to hold information identifying 

data in the shared area. Setting aside space in i-nodes for reproduction informa

tion implies that the space will be wasted in i-nodes for files that do not belong to 
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reproduction sets. Furthermore, pre-allocating such space means that it is fixed in 

size and restricts the maximum number of members that can be represented in a 

reproduction set. 

In the present Saguaro implementation, we have chosen to avoid the com

plexity of sharing space by limiting reproduciion set information to 8 bytes. This 

allows reproduction sets of no more than three members, which is sufficient for test

ing purposes and small enough that it represents a very small overhead. Moreover, 

this size should be sufficient for most applications since the mechanism is intended 

to allow the user to maintain a small number of copies for availability purposes. 

As an example, consider the following three files with the associated fids 

/user/irv/a 
/user/irv/b 
/user/irv/c 

mach 
1 
3 
4 

i-node 
78 
16 
52 

If these files are subsequently placed in a reproduction set, their individual i-nodes 

would be changed to re:Bect the following information: 

/uSers{rrv /a 

.. ·13/1614/521··· 

/uSers{rrv /b 

.. ·11/78 \4/ 52\ ... 

!usels{rrv /e 

.. ·11/78131161· .. 

As can be seen, each of them holds the fids of the other two members of the 

reproduction set. In an i-node for a file that is not a member of a reproduction set, 
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these locations in the i-node contain zeros. These reproduction set locations are 

always used sequentially. 

The commands described in Chapter 3 for creating a reproduction set, for 

dissolving one, as well as adding members, removing members, and listing the mem

bers, all amount to the manipulation of i-nodes when reproduction sets are imple

mented in this way. The. focus of i-node activity is in the directory managers, so 

these operations are built directly into the directory managers and supplied as direct 

execution commands to the command interpreter. 

The M1crep command takes the names of the given files and inserts into the 

i-node of each of them the fids of the others. The Rmrep command sets the repro

duction set locations to zero, and optionally removes the files themselves from the 

file system. The Addrep command adds a third member to a two member reproduc

tion set and the Subrep command removes one or two members from a reproduction 

set. Removing two members has the same affect as an Rmrep command. 

The Lsrep command is a bit more complicated. Recall that this command 

is supposed to list the members of a reproduction set. But with this implementation 

there is no convenient place to find these names since only the fids are stored in the 

i-node. We solve this problem by adding an additional piece of information to the 

i-node of each file in a reproduction sets. In particular, the fid of the file's parent 

directory is also stored. The algorithm of the Lsrep command takes the name of 

the argument file and locates it by ID!~ of a normal parsing process. Once it 

is found and its i-node secured, the i-nodes of other members of the set can be 

obtained directly. The fid of that file's parent directory is then used to locate the 
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parent directory. Finally, each such directory is searched for the child's fidj this 

entry contains the file name, which is then returned. 

In addition to supplying manipulation commands, the £Ie system must p~ 

vide facilities to propagate changes when a member of a reproduction set is modified. 

The principle time that the file system code must concern itself with the existence 

of a reproduction set is when a file is closed. If a file is opened for read only or 

has not been modified then the fact that the file is in a reproduction set is of no 

consequence. To this end, file servers maintain a flag in the user file table to indicate 

whether or not a file has been modified. If the file has been modified, the file server 

initiates a block copy to the other members of the set, using the fids in the i-node 

of the file being closed and the reprocopy operation in the local directory manager. 

The TO'ILchrep coinmand also uses the reprocopy operation. When it finds 

that it can access all of the members of a set and that one copy is more current 

than the others, it initiates the copy operation to ensure that consistency among 

the contents of the member files is restored. 

Under normal circumstances (without metafiles), a user opening a specific 

copy of a file has no way of guarding against the possibility that that copy is out

of-date. While the TO'ILchrep command is provided for conveniently correcting such 

a situation, the system also provides a protected form of the open operation. This 

ropen operation functions in a manner quite similar to TO'ILchrep. In the process 

of opening a file, ropen attempts to locate every member of a reproduction set and 

ensure that it is reachable and consistent. If all members are available, consistency is 

then reestablished and the open proceeds. If any member is not available, however, 

the ropen operation returns an error indication. This facility is intended as an 
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alternative to the standard open operation for use in situations where consistency 

is critical. 

Placing reproduction set information in i-nodes made the inclusion of re

production set processing code in the directory managers a straightforward task. 

Reproduction sets become just a small aside to standard i-node manipulation and . 

file processing. The reproduction set tools (with the exception of Lsrep) were easy 

to implement. And, most importantly, the existence of reproduction sets is made 

an integral part of the file location process so that system functions such as Rmfile 

and user programs do not have to take any explicit action to identify, avoid, or make 

available reproduction set information. In particular, the Openfile and Close oper

ations can have code for recognizing and resolving reproduction sets built directly 

into them. 

4.5 Implementation of Metafiles 

Metafiles serve a very different purpose than that of reproduction sets. 

While there are some parallels between the two, their implementations differ a 

great deal. A reproduction set is an unnamed 'association' among a group of files, 

while a metafile is a named entity with a location that contains data of its own. 

Thus a metafile can be equated much more closely with the traditional idea of a 

data file. In Chapter 6 we show just such an implementation of metafiles. But in 

the context of the Saguaro file system we are able to realize the construction of 

metafiles at a much lower level. 

The essence of a metafile is to equate a single file name with a group of 

file names. A single file name (the name of the metafile) resolves to an i-node. An 

i-node provides access to a set of data blocks. Thus, information concerning the 
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contents of a metafile can be stored in the associated i-node or in the data blocks 

to which it provides access. Placing the information in the i-node offers gains in 

performance because it directly reduces the levels of indirection necessary to obtain 

the information, but it has the previously observed problems of expanding the size 

of i-nodes or using available i-node space for multiple purposes. 

The alternative adopted in the Saguaro implementation is to create a new 

:file type and place information about the contents of a metafile in the set of data 

blocks for that :file. A new :file type (META) has been created to separate it from 

:file types such as directory (DIR) and data (REG), and to allow it to be easily 

identified and treated accordingly. This organization facilitates the task of ensuring 

that metafiles can be operated on only by legitimate metafile tools. It should not 

be possible, for example, to 'cat' into or from the contents of a metafile. In fact, the 

existence of a metafile should be transparent to all programs that are not metafile 

specific tools. 

The creation of :files and the assignment of their types and initial contents is 

done in the directory managers. This makes the creation (deletion) of a directory, a. 

data :file, and a metafile all very similar operations that can share a number of lower 

level operations within the directory manager. This helps minimize the impact of 

an additional :file type on the supporting system software. 

The contents of a metafile consist of character strings that represent the 

path names or partial path names to be used for substitution. The contents of a 

metafile can be manipulated only by the Mkmeta, Addmeta, Submeta, and Rmmeta 

commands. These commands (along with Lsmeta) are very special in that they 
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recognize a metafile for what it is when they encounter it rather than having it 

resolved transparently into one of its included files. 

The Mkmeta command causes a new metafile to be created with the speci

fied name and with the specified path names as initial contents. Those path names 

are stored as null terminated strings within the metafile. The Addmeta command 

adds the specified new path names following the existing contents of the metafile 

and the Submeta command removes specified path names by moving subsequent 

path name entries forward in the metafile. Rmmeta removes a metafile from the file 

system. For the purpose of removal, a metafile is no different than a data file, so Rm

meta is implemented as a call to the Rmfile operation. Unlike the Lsrep command, 

the Lsmeta command can be easily implemented; the desired list is immediately 

available since it constitutes the contents of the metafile. 

The resolution of a metafile during a file open is intimately connected to the 

process of parsing a path name. Therefore, the algorithm for metafile resolution 

can be conveniently embedded in the parsing operation. As the parse operation 

encounters components along a path name traversal it checks to see if the following 

component is a directory or is on a different machine. It also checks to see if the 

component is a metafile. IT it is, the subordinate metafile processing code is invoked 

to set up the recursive parsing calls that control the backtracking that results from 

failed metafile attempts. 

The metafile maintenance tools described above provide the facilities for 

manipulating the contents of metafiles. They return an error indication, in fact, if 

they are given a non-metafile as a target. Since these tools use the same parsing 

operation that is used by other system software, it is necessary to provide a means 
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for turning off the metafile resolution mechanism in order to respond properly to 

requests from these particular comma Dds. Consequently, the parse operation ac

cepts a metafile processing argument that determines whether or not meta:files in 

the path name are to be resolved. 



CHAPTERS 

Observations on the Implementation 

The implementation of the Saguaro £Ie system was a fairly large software 

undertaking. The fact that it was such an early part of the Saguaro implementation 

effort and that it was written in SR had a significant impact on its design and 

realization. For example, as mentioned in Chapter 4, the lack of an existing user 

interface and program execution facility necessitated the creation of the additional 

user and environ resources as support software. 

In this chapter we discuss some of the peripheral issues associated with 

the implementation of the Saguaro £Ie system. It was necessary to write a good 

deal of software for use in testing and debugging the £Ie system. We will describe 

some of the more interesting and infiuential pieces of that software. Performance 

was not a primary motivation in the £Ie system implementation, but there are 

identifiable parts of the system in which it was an issue. In Section 5.2 we make some 

observations about the system's performance. We then discuss how error handling 

is done by the £Ie system and describe extensions to SR for making systems such 

as the file system resistant to processor failures. Finally, we offer an evaluation of 

the SR language and the profound effect that its use had on this work. 

5.1 Ancillary System Support Software 

A system the size and complexity of the Saguaro £Ie system cannot be 

constructed in isolation. Indeed, it required a certain amount of support software 

115 
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to build, test, and experiment with our implementation, particularly in the m;njma l 

SR run-time environment that existed at the time. This section points out some 

of these necessities and makes some observations about the interplay between the 

support software and the development of the Saguaro file system. 

Some elements of the support software have already been mentioned. These 

include a small command interpreter, a user environment manager, and a pseudo 

disk driver. In was also necessary to provide software to initialize the file system and 

individual physical file systems along with their virtual roots. In addition, it proved 

useful to invest some time in the creation of 'user level' software: a small screen 

editor (Ted), a file print program (Kat), a high level directory listing program (Ls), 

a file system display program (Filetree), a disk block editor (Ffix), a file system 

integrity checking program (Fchk), and others. 

All of these programs are written in SR and are 'hardwired' into the com

mand interpreter for the purposes of invocation. Writing these user-level pieces of 

software provided clear feedback on the design of the file system. In particular, it 

had an impact on the manner in which the environment was isolated outside the 

file system and the nature of the file system calls that were made available to users. 

Although the screen editor (Ted) is primitive, it represents a medium sized 

SR program that interacts heavily with the Saguaro file system. It opens and closes 

files, and consequently exercises both the metafile and reproduction set mechanisms. 

It was also very useful in testing the alternative open procedure, ropen, discussed 

in Section 4.4. Because unbuffered keyboard input is desirable for an editor of 

this type, Ted also provided some useful feedback on the SR run-time support and 

promoted some exploration into expanding its input/output facilities. 
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Because of its use as a debugging tool for the file system, the Ted editor 

takes an unusual view of screen management. Rather than :fill a screen with text, it 

displays a single disk block from a given £Ie on the screen. Along with the contents 

of the block, Ted displays information about the block such as its location in the 

£Ie, its size, and the name of the £Ie to which it belongs. Ted is a screen editor 

in as much as the cursor is maintained within the displayed block and insertions, 

deletions, and changes can be made at the cursor location. Moving the cursor 'off 

the end' of the displayed disk block, in either a forward or backward direction, 

causes the previous or following disk block of the £Ie's contents to be displayed. A 

specific block can also be displayed. 

Ted displays non-printing characters as a period (.) with the exception of 

newline characters, which it displays as backslashes (\). It is a two mode editor. 

That is, it has a basic mode in which text overwrites occur and an alternate mode 

used for inserting. The cursor can be moved to any point in the displayed block or 

cause another block to be displayed while in overwrite mode. 

The £Ie print program (Kat) is a much less ambitious program that simply 

prints the contents of data £Ies. This simple facility was essential in the early 

stages of system development for testing and debugging. Furthermore, siuce the 

program requests the contents of a £Ie one character at a time from the £Ie server, 

it was in connection with Kat that the issue of w'here to cache data was first raised. 

Variations of the Kat program were created to explore that question. 

Because of its small size and simplicity, the Kat program became a trusted 

tool for testing modifications to the £Ie system. This was not true for larger pro

grams such as Ted since there was no assurance that they were any more reliable 
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than the system code they were being used to test. In particular, changes made to 

the file system were as likely to uncover errors in the test vehicle as in the system 

itself. It was essential therefore to have a program that could provide an initial 

level of confidence in the success (or failure) of individual modifications to the file 

system. In this implementation, Kat filled this role. It was the first and most useful 

user level program. 

In the early stages of the file system implementation, it was convenient 

to include certain facilities in the directory manager for the sake of analysis and 

comparison. For example, a directory listing function (Ls) was added as a direct 

command quite early. It provided an immediate look at the effects of some opera

tions on the file system. Eventually it became desirable to add more functionality 

to this command, such as a flag argument to print a single entry in the directory. 

Incorporating even a modest amount of additional functionality in direct commands 

proved to be difficult. 

A user-level program for printing directory lists (also called Ls) was even

tually written instead. In this program, it was relatively easy to incorporate greatly 

extended functionality, as reflected in the inclusion of several flags and output for

mating that were not available in the directory manager version. Specifically, the 

user-level version of Ls accepts flags to print a long version of the directory (-1), 

to print a single entry from the directory (-s), to recursively print the contents of 

directories that are encountered (-d), and to print a file type indicator for each file 

(-t). The indicator associated with the -t flag are '-', '*', '1', and '$' for regular files, 

directories, metafiles, and special files, respectively. 
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The pattern of commands implemented outside the system being more flex

ible was observed in several similar commands, for example, Lsrep (to list the mem

bers of a reproduction set) and Chgown (to change the owner of a file). Better 

facilities could be provided and changes could be made more easily to user-level 

programs than to similar command incorporated directly in the file system. 

Another user-level program that proved to be very useful as a system de

bugging tool was the Filetree program. This program prints an indented list of 

the directory structure of the logical file system subtree beginning at the speci

fied directory (or the present working directory by default). The program uses a 

breadth-first traversal of the file system rooted at its starting directory. The entire 

contents of each directory are printed and files are identified by type, using the same 

type indicators described above in connection with the Ls program. 

Besides presenting an immediate view of the composition of the existing 

logical file system, the Filetree program provided a quick test for corrupted entries 

directories, since every directory had to be inspected and used to reach the next 

lower level. Additionally, this program was useful in establishing exactly where 

broken paths would be encountered in order to check the execution of the broken 

path algorithm. 

The Ffix program was an early variation of the Ted editor. While the screen 

editor was aimed at editing individual data files, Ffix was designed to permit the 

display and modification of any disk block in the file system. Modifications can be 

made to the data contained in a block, but only by specifying the location and new 

data one byte at a time. The primary use for this program was its ability to act as a 

debugger for the file system contents. If the contents of the file system happened to 
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be corrupted by an operation being tested, it was difficult both to look beyond the 

first error discovered to determine the extent of the corruption and also to correct 

the error to make the system available for subsequent tests. Ffix provided a way to 

make quick patches to the file system contents to accomplish both of these things. 

The final program in this group is the Fchk program, which checks file 

system integrity. It began as a very simple scan of the system, but developed into a 

very thorough analytic program. An in-place marking scheme is used to check the 

i-node and data block availability lists, making sure there are no loops or gaps and 

that the lists are properly terminated. Data blocks from the available list are then 

used to implement a marking scheme for active i-nodes and data blocks. All disk 

blocks are then checked to ensure that they are marked as either active or available. 

The process is time consuming but the program reports its progress periodically. 

Fchk proved extremely useful for locating erroneous states in the file system that 

would not have been found without visual inspection and would not have become 

evident until far too late to relate them to their causes. 

In general, the construction of these peripheral pieces of software proved 

beneficial to the refinement of the file system design. They represented a variety 

of user needs and dependence on the file system. As such they provided the basis 

for uncovering some of the more glaring errors in early designs. In every case 

they contributed to our understanding of the interrelationships that are established 

among various levels of the system software. For example, the disk block editor 

(Ffix) deals with files on a per disk block basis. The file printing program (Kat) 

deals with files on a per byte (data stream) basis. The type of access has implications 

for the level and location at which data on caching is done. If access is done in large 
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blocks (especially disk blocks) then caching at a low level in the disk manager is 

efficient. However, if access is regularly to much smaller pieces, say just a few 

bytes, then caching the source disk block closer to the user in the file server is more 

efficient. It was the use of these programs that illuminated such issues and provided 

the means to explore them. 

5.2 Performance 

The present SR run-time support facility runs SR programs as UNIX proc

esses and depends for some of its functionality on underlying UNIX services. In this 

same fashion, the disk drivers that the file system currently uses are constructed 

using the SR run-time support facilities, which in turn rely on UNIX facilities. All 

of these factors make actual measurement of the system's performance impractical. 

Even reliance on the actual Small Computer Systems Interface (SCSI) disk driver 

associated with the Sun workstation does not o .... ercome nearly enough of the prob

lem to make such measurements realistic. Factual performance measurements must 

wait for a stand-alone ven;ion of the run-time support. 

The facilities of the Saguaro file system fall into two distinct categories with 

regard to the attention that has been paid to their performance. As mentioned in 

Chapter 4, things such as caching and disk block availability have been handled in 

very straightforward ways, while the organization of such things as parsing path 

names have been looked at very carefully. In every case, attention has been paid 

to isolating these individual data structures and algorithms in order to facilitate 

modular improvements. 

There are a few specific topics that deserve to be mentioned with regard 

to the performance of the file system. These are a breakdown of the basic costs of 
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a file open, variations on the location and interaction of the servers that make up 

a server set, and some observations on where caching is done. We deal with each 

topic in turn. 

By tracing through the steps required to perform an open, we can measure 

its costs in terms of the number of calls and sends required. To begin with, there 

is an overhead associated with an open file request. It requires a minimum of two 

calls and a send before the first component is parsed. If the path name is absolute 

(begins at the root directory) it requires an additional call. Beyond this overhead, 

the cost of parsing a path name for an open file call depends on the length and 

composition of the path name. For each component in the path name, the parsing 

process makes a local call to obtain the i-node, a call to obtain a data block from 

the directory, followed by a call to fetch each entry in the directory until a match 

is made. These parsing steps are repeated for each component in the path name. 

As long as path name components remain local the file open process is 

simple and direct. This simplification is achieved, in part, by allowing the directory 

routines to communicate directly with the disk manager to obtain data blocks for 

the directory. It could be streamlined still further if the directory routines initiated 

requests for the 'next' data block of a directory early or the disk managers were 

designed to automatically fetch the 'next' block in anticipation of its being needed. 

Presently, no such read-ahead is done. 

Complications are introduced into a file open request by path name compo

nents that reside on remote physical file systems, by the occurrence of metafiles in 

path names, and by inaccessible physical file systems. When a remote component 

is encountered, the current parsing operation returns an indicator to the calling 
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Openjile operation. The directory manager then calls the Openjile operation in the 

appropriate remote directory manager to continue the parse. Machine boundaries 

encountered in a path name impose a performance cost. Clearly, severe fragmen

tation of the logical £Ie system, where a majority of the files in the system have 

parent directories on remote machines, implies a heavy overhead in parsing costs. 

Metafiles impose only a minor cost-when they are successful. The impact 

of metafiles is felt when individual metafile constituents are found to be inacces

sible. As observed in Chapter 3, there could be considerable backtracking in the 

presence of nested metafiles and many inaccessible constituents. There are other 

circumstances in which metafile processing could also be more costly. Recall that 

the contents of a metafile can be either relative or absolute path names. The use 

of absolute path names where they are not needed results in redundant parsing of 

some prefix of the path name. In general, given their present implementation, the 

performance of metafiles depends on the manner in which they are used. 

Inaccessible physical file systems give rise to broken path servers. One such 

server is created for each physical file system in response to a broadcast message. 

Every broken path server will ahp reply to the broadcast originat9r. Every virtual 

root must be searched. On one hand it is desirable to do such searching in parallel, 

while on the other this necessitates the expense of a broadcast. Consequently, efforts 

to enhance the performance of the broken path algorithm have concentrated on such 

things as the virtual root data structure, the search algorithm, and care to reduce 

conflicting responses. 

It is these exceptional circumstances-logical file system fragmentation, 

nested metafiles, and broken paths-that have the potential for a severe impact 

-~:.-
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on the performance of the file system. Small steps can be taken, such as allowing 

broken path servers to exist until they are explicitly destroyed, or using metafile 

selection algorithms that give preference to local files. By far the greatest influence 

on the performance of the system, however,. is going to be the manner in which the 

system is used. It is the user, for example, that must strike the ultimate balance 

between the nesting of metafiles and the expense of using such a construction. 

The second point we wish to make about performance concerns the place

ment of servers. The server-set view of the file system is convenient for describing 

and discussing the system, but there is no requirement that the system be struc

tured in such a fashion. Directory managers presently create file servers locally. 

They could, if it were deemed appropriate, create them on the machine on which 

the requesting process in executing. Or, as another example, the system could have 

been structured to allow a single disk manager to serve more than one directory 

manager. 

It can be argued that there are advantages associated with many of the 

alternative approaches to the placement of servers. Placing file servers near their 

clients, for example, reduces message traffic in the case that the client makes many 

requests to read (or write) small amounts of data. In other cases it would be 

advantageous to place £Ie servers near disk managers. This is true in the antithetic 

situation in which file server clients make requests to read ( or write) only large 

blocks of data. Hence, a choice must be made between the simplicity of fixing the 

location of servers and the possible benefits of complex run-time server placement 

algorithms. 
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The present Saguaro file system implementation adopts the server-set ap

proach that is described in Chapter 4. We feel that this is the most utilitarian 

arrangement available. At the same time, code for some of the alternative formu

lations has been included in the file system. As with the internal structure of some 

servers, we have followed a pattern of identifying a workable configuration as the 

'present implementation' and also provided both a framework and the material for 

experimentation with alternatives. 

The last item with regard to performance is caching. In spite of the fact that 

the caching mechanisms used in the Saguaro file system are straightforward, there 

are performance considerations that determine where caching is done. The present 

implementation caches disk blocks in the disk manager and i-nodes in directory 

managers. 

This organization provides two levels of caching with regard to i-nodes. A 

request for an i-node generated by a directory search routine in a directory manager 

may be serviced locally by the i-node caching mechanism. Failing that, it may be 

serviced nearby by the disk manager if the disk block holding the target i-node is 

cached there. Only if neither of these can provide the desired i-node does the disk 

manager have to access the disk to obtain it. 

File servers cache only a single block of data. This provides two levels of 

caching for data, but in a much narrower sense than that provided for i-nodes. Disk 

managers provide the primary caching for data blocks. In cases where an individual 

file server is servicing access requests from multiple clients or where a user is making 

requests for disk-block-sized pieces of data, the file server is providing no effective 

caching at all. The solution would be to add a more sophisticated caching facility 
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to the file servers. This is not done at the present time in order to avoid devoting 

additional space to buffers in the face of the constraints of the existing run-time 

support. It would be advantageous if buffers for such caching could be dynamically 

allocated. 

5.3 Handling Failures 

We divide the notion of handling failures into the two categories of han

dling exceptional conditions and handling failed nodes on the network. Exceptional 

conditions are states of a program that have been anticipated by a programmer as 

tolerable but not desirable results. For example, the system must be robust enough 

to recognize and handle gracefully situations such as a physical file system that has 

no available data blocks. Crashes, on the other hand, refer to physical components 

of the network computer that are not available for whatever reason. 

The file system as it is implemented attempts to be thorough about trapping 

exceptional conditions and identifying them in as much detail as possible. The intent 

is to continue to provide some reasonable form of service in the presence of such 

conditions. The system employs small negative integers as return values to identify 

exceptional conditions to a calling program. These return values are standardized 

as symbolic constants and included in the Globals.sr component shown in Appendix 

A. 

Dealing with crashes is quite a different matter. SR does not presently 

support the necessary tools to determine easily the status (up or down) of an oper

ation, a resource, or a machine. It is possible, therefore, that servers can disappear 
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at inopportune times, leaving their clients with no recourse. A set of failure han

dling extensions to SR has been proposed in [5<#87] ~~ increase the potential for 

constructing fault-tolerant applications in the language. 

The proposed extensions consist, very briefly, of two additional declarations 

(stable and binding), one new statement (when), and two pre-defined event de

scriptions (crash() and restartO). The stable declaration allows the user to identify 

variables that are necessary for recovery after a failure. The specified variables are 

then maintained on stable storage [Lamp81] to ensure that their values are not lost 

when a crash occurs. For example, 

var x, y : stable int 

states that the integer variables x and y are to be located on stable storage. 

The declaration binding is used to declare an association between a given 

event and an operation to be invoked when that event occurs. Such declarations 

have the form: 

var sf : binding 

The value assigned to such a binding variable has two components-an event de

scription (crash or restart) and the capability for an associated handler operation

and is composed using the constructor when. For example, the statement 

sf := when restart( myresource(}) send retry ( count) 

specifies that the operation retry(} is to be invoked asynchronously when the ma

chine on which the executing resource (myresource(}) resides is detected in a restart 
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state. Assignment of of this expression to the binding variable, sf ("server failure"), 

initiates the monitoring implied by the statement. 

Using these extensions it becomes feasible to build varying degrees of fault 

tolerance into the Saguaro file system. A directory manager, for example, can 

implement operations to rest()re servers that were executing prior to a crash or a 

client can implement an operation to handle the failure of a file server. Figure 18 

shows how this latter example might be accomplished and illustrates the use of 

some of these extensions. 

resource client ( serv : cap server) 

var sf : binding 

process do_work 
sf := when crash( serv) send fail.ftandler( serv) 
... use operations implemented by s erv ... 

end 

proc Jail.ftandler( downserver ) 
... handle failure of downserver ... 

end . 
end 

Figure 18 - Fault-Tolerant Client 

Upon creation of the client, the process do_work assigns to the variable sf 

a value binding the handler fail.ftandler to the failure of the machine executing the 

server servo This assignment initiates monitoring by the system for the failure of 

the designated processor. Should that machine subsequently crash, fail.ftandler is 

invoked with an argument consisting of the capability for the failed server. The 
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process created by this invocation could then perform some remedial action such as 

restarting the failed process on another processor. 

5.4 Evaluation of SR 

The use of the SR language for the implementation of the Saguaro :file 

system proved to be mutually beneficial. The language gained from the experience 

of writing a large, complex: piece of software; the :file system benefited because SR 

proved to be well-suited to the construction of such distributed systems software. 

There were some shortcomings in the language (strings were unwieldy), as well as 

some very particular strengths (the flexibility of invocation).10 

The two most useful features of SR are the multiple levels of encapsula

tion provided by its globals, resources, and operations, and the flexibility obtained 

through the various combinations of call and send in conjunction with the realiza-

tion of operations as procs or in statements. 

The encapsulation mechanisms facilitate the simple modularization of a 

large piece of software, an attribute SR shares with other high lev~ languages 

such as Modula-2 [Wirt8::S]. Unlike sequential languages, however, resources and 

operations provide a useful tool for conceptualizing such modules as distributed, 

interactive units. The existence of the spec makes the interface between a resource 

and the outside world quite clear. Unfortunately, at the time the :file system was 

being implemented, operations that were were made available through inclusion in 

10 The original :file system implementation was done using the version of SR 
that existed at the time. Many of the problems identified in this section have 
been corrected, at least in part as a result of experiences with the :file system 
implementation. 
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a spec were uciversally available to other resources. In some cases, it would be 

convenient to differentiat~ among classes of access and to allow selective access. 

Having call and send invocations along with proc and in to service in

vocations allows the programmer to address system communication problems at a 

very high level. Procedure calls, mutual exclusion, and message passing are made 

available to the user in a consistent manner. This not only makes it easy to think 

about the modules that make up a program, it makes it easy to change them and, 

hence, to experiment with various approaches. The file server, for example, existed 

in several different versions, each supporting a different server organization. 

The fact that SR provides capabilities for both resources and individual 

operations strongly promotes the construction of distributed software. Capabilities 

can be used to remove the tedium of mapping out and hard coding the commu

nication paths in a distributed program. In particular, capabilities allow dynamic 

creation and placement of servers, presenting the programmer with a great deal of 

design :flexibility. T~ey also facilitate the creation of complex patterns of association 

among program units as opposed to the strictly hierarchical associations that are 

germane to sequential programs. 

The most troubling feature of the version of SR used for this implemen

tation was its lack of a convenient way in which to handle character strings. The 

programmer could declare character arrays of predetermined length. However, there 

was no provision for character strings of changing length, such as would be possible 

with a length attribute or a null termination convention. Without such a facility it 

was cumbersome to construct tools for such tasks as comparing two strings. 
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In the implementation of the file system, we handled the problem of varying 

length strings by terminating each such string with a null character. This convention 

standardized tasks such as comparing strings or appending to strings. While this 

approach had a great deal of logical appeal, it lacked visual appeal in SR since SR 

did not include an escape character for null such as '\0'. Consequently, the null 

terminator for strings had to be placed explicitly each time by casting an integer 

value of zero. 

Another problem associated with SR was the inability to explicitly forward 

messages (calls). While SR's variety of mechanisms provide a great deal of freedom 

in the design of a server-based system such as the Saguaro file system, the lack of 

a built-in facility to forward messages detracted somewhat from its Hexibility. As 

pointed out in Chapter 4, it was possible, although inconvenient, to create such a 

facility using other SR features. The lack of a forwarding mechanism appears to 

represent an oversight in the otherwise complete set of SR facilities. 

There was also an input/output problem associated with SR's run-time 

support facilities. The Saguaro file system implementation relied on the SR run-time 

support facilities for terminal input and output. These facilities were quite limited: 

in most cases, the run-time support merely cleaned up the function arguments and 

passed the requests on to appropriate UNIX procedures. The resulting input and 

output capabilities were adequate but certainly not plush. The screen editor Ted 

proved especially useful for exercising the input and output provisions. On one 

hand, this experience pointed up the paucity of immediate facilities, while on the 

other hand, it prompted some exploration into just how far those facilities could 

be pushed. In the end it proved possible to gain access to virtually any underlying 
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UNIX facilities by linking SR programs with C utilities. This was inconvenient at 

best, but it provided an exceptional way in which to extend the run-t.ime support 

on a trial basis. 

A final problem with the SR environment was that too many implementa

tion decisions in the file system were driven by limits imposed by the SR run-time 

support software. In particular, a limit on the number of operations that could 

simultaneously exist and a resource stack size limitation were troublesome. One of 

the important results, though, was the identification of the most restrictive limits 

and corresponding efforts to correct them. The longer term result is the impact 

that those early experiences are having on the structure of succeeding versions of 

the SR run-time support. For the file system itself these limits sometimes promoted 

the explo:ation of alternatives that would not otherwise have been necessary. This 

was not always unprofitable, however--some alternatives were good ones that might 

otherwise have been overlooked. 

Creating a large piece of software using an emerging software development 

environment such as that associated with SR has some obvious drawbacks. Many 

of the conveniences that characterize more established systems were not yet avail

able. There was no 'make' facility for SR programs. There was no source language 

debugging tool. Of course, such facilities will eventually be provided as the system 

expands and the need for such tools grows. For example, a program to produce an 

indexed, formated listing of large SR programs was written during the construc

tion of the file system. Occasionally the lack of more sophisticated support tools 

placed the programmer in an environment reminiscent of an earlier era of software 
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development. On balance, however, it was much easier to work with a high-level 

language like SR than it would have been to use a lower-level language such as c. 

5.5 Summary 

A lot of what was learned in the course of this implementation was the result 

of facing the issues discussed in this chapter, issues that were peripheral to the design 

of the file system itself. The creation of the Saguaro file system provided a great deal 

of experience with the program development environment that accompanies SR. Out 

of that experience came a package of programs for testing and debugging the file 

system, as well as feedback on the run-time support and the need for facilities such 

as an SR version of 'make'. Also out the the implementation effort came the largest 

exercise of the SR language and its run-time support to date. This experience has 

had a direct impact on both the language and its run-time support. 

There were two laSting impressions formed as a result of the material covered 

in this chapter. These were the great flexibility afforded by the SR language and 

the difficulties of program development in an environment lacking the sophisticated 

tools, such as source language debuggers, that we have come to take for granted. 



CHAPTER 6 

Reproduction Sets and Metafiles in UNIX 

This design and implementation of the Saguaro file system demonstrated 

the feasibility of providing low cost file availability mechanisms such as reproduction 

sets and metafiles in a distributed operating system. It bas been our belief from the 

outset that these mechanisms would also be useful in interconnected systems. In this 

chapter we describe an implementation of reproductions sets and metafiles for such a 

loosely connected network computer. This version of reproduction sets and meta:files 

has been running since May 1986 on a collection of Vaxes and Sun workstations, all 

running variants of either 4.2 or 4.3 Berkeley UNIX. This implementation has also 

served a useful purpose as a prototype for the later inclusion of these mechanisms 

in the Saguaro file system. It provided insights into the alternatives for the design 

of these facilities and helped clarify the various implementations that are possible. 

The UNIX versions of reproductions sets and metafiles provides essentially 

the same functionality as those found in the Saguaro file system. Files placed in 

reproduction sets are brought into a consistent state following the modification of 

any member of the set, while metafiles allow multiple files to be equated with a 

single file name and can hide specific file locations. The commands provided for 

manipulating reproductions sets are the same as those described in connection with 

Saguaro: mkrep, disrep, addrep, subrep, lsrep, and touchrep. The same is true 

134 
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for meta£1es where the commands are: mkmeta, rmmeta, addmeta, 8ubmeta, and 

lsmeta. The UNIX manual pages for these commands are included as Appendix B. 

In spite of the strong similarity between this implementation and that in 

the Saguaro £Ie system, there are some important differences. The environment in 

which the UNIX version operates supports multiple independent £Ie systems rather 

than a single logical £Ie system. Consequently, file names must reflect the name 

of the machine on which they reside in order to accomplish cross-machine refer

ences. The manner in which the two implementations represent reproduction sets 

and metafiles internally is, of course, quite different. Also, directory reproduction 

sets (the ability to keep entire subtrees consistent) are not included in the UNIX 

implementation. 

The main uses of reproduction sets and meta£1es are essentially the same 

in both implementations: reproduction sets maintain the consistency of a small 

set of copies of a £Ie for convenience and availability, while the name transparency 

provided by meta£1es allows such a set of £Ies to be referred to by a single name. 

However, these facilities have additional uses in an interconnected system where the 

multiple machine nature of the system is visible to users. For example, reproduc

tion sets can be used to provide a distribution mechanism for such things as class 

assignments or project software. Such an arrangement ensures that changes (e.g., 

bug fixes) to master copies are automatically propagated to students and elimi

nates the accumulation of out-of-date versions. Reproduction sets can also be used 

to maintain consistent environments on several machines by placing files such as 

.login and . exrc in reproduction sets or associating copies of a single file with 
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tools available only on different machines (e.g., a text formatter on one machine 

and a screen previewer on another machine). 

In the remainder of this chapter we elaborate the details of this UNIX imple

mentation. In particular, we justify doing the implementation at a level above the 

UNIX kernel and discuss the internal representations that were used for reproduction 

sets and for metafiles. At the end of the chapter we provide some performance 

measurements as well as some closing observations on this implementation. 

6.1 Implementation Organization 

Creating reproduction sets and metafiles within the framework of UNIX was 

not straightforward. Our original goal was to implement these facilities with as 

little effort as possible. This goal argues against an implementation at the level of 

the UNIX kernel. But as detailed in the sections below, implementing it elsewhere 

required making several compromises, including overloading the directory file type. 

Another aspect of implementing reproduction sets and metafiles on a col

lection of machines runni,ng Berkeley UNIX is construction of the communications 

system. It would be possible, using sockets and servers running on all of the ma

chines in the network, to build a communications system to support these new 

facilities. However, an easier alternative from our point of view was to use the Ibis 

[Tich841 package, which provides a convenient and efficient machine transparency 

mechanism that is readily available and easy to modify. 

Ibis consists of a set of I/O system calls that are used as replacements for 

the standard library functions. Figure 19 shows the levels of system software that 

might be traversed when a user program opens or closes a file. In terms of this 

figure, Ibis replaces the middle two layers of the calling hierarchy. In practical 

-" 
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user level 

stdio level 
jopen() 
jclose() 

syscalilevel 
open() 
close() 

kernel level 
, 

open_l() 
close_l() 

Figure 19 - Levels of System Software 

terms, programs that wish to use Ibis are linked with the Ibis library Ii bra prior 

to or instead. of being linked with the standard library libc. All of the system 

changes necessary for the implementation of reproductions and metafiles have been 
.. ~ 

made to Ibis' syscalllevel procedures. Linking programs using the library libra, 

therefore, gains the utility of both the Ibis network communications facilities and 

of reproductions and metafiles. 

Cross-machine references using Ibis are specified by prep ending path names 

with a machine name followed by a colon separator. The path name supplied after 

this prefix may be a full path name beginning at the root on the machine specified 
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by (machinename', or it may be a relative path name beginning at the user's home 

directory on that machine. These conventions are followed in our implementation 

of the reproduction and metafile systems. 

Below we describe this UNIX implementation of reproduction sets and meta

files. At the user level the facilities described here and those in -the Saguaro file sys

tem are identical. They both create reproduction sets whose members are brought 

into a consistent state when a file close is executed. They both allow name trans

parency for files on a network computer. And they support an identical set of 

commands for creating, deleting, and manipulating reproduction sets and metafiles. 

The two implementations, however, differ greatly in their internal details. In partic

ular, the two implementations were done at very different levels in their respective 

systems. 

6.2 Reproduction Sets 

To implement reproduction sets, it is necessary to associate with each mem

ber of the set the names of all of the other members of the set. There are at least 

two ways to achieve this goal within the bounds of standard UNIX facilities: the set 

could be represented as strings in a file or as symbolic links in a directory. The 

latter was chosen because of the "relative" isolation that directories provide: they 

are only manipulated by a few specific UNIX commands and in well defined ways. 

The remaining questions concern where to locate these directories, what names to 

give them, and som€' details about their contents. 

Proximity is achieved by placing reproduction set directories in the same 

directories in which the associated file exists. Names given to these extra directories 

must necessarily be artificial, but should be both utilitarian as well as relatively 
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transparent. The constructed name . repro. £ilename, where filename is the name 

of the associated member file, is used in the current implementation. This format 

is relatively collision proof and does not resort to embedded special characters, 

which would make it difficult to apply ordinary UNIX tools to these directories. The 

leading dot also keeps such directories hidden when the ls command is used to list 

the contents of the parent directory. 

As an example, consider the following JDkrep command that makes three 

files, a, b, and c, into replicas of each other 

mkrep -titus/dir1/a -titus/dir2/b -titus/dir3/c 

Execution of this command results in generation of the reproduction set represen

tations shown in Figure 20. The contents of of one of these .repro. directories, 

. repro. a for example, would contain the symbolic links 

.r98~ -> /usr/titus/dir2/b 

.r99~ -> /usr/titus/dir3/c 

in which the local names are denoted as .rxx, and @ is the Unix indication that 

the entry is a symbolic link. Since each entry must include a unique local name, 

the character values of the associated path name are summed and taken modulo 

100 to provide a usable value. Collisions are handled by incrementing the resulting 

value. These local names serve only as place-holders; they are never used to actually 

identify their associated path name. The path name entries may be complete, as 
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parent directory(ies) 

a .repro.a b .repro.b c .repro.c 

/\ /\ /\ 
-titus/dir2Ib -titusldir3/c -titusldirl/a -titusldir3/c -titus/dirl/a -titus/dir2Ib 

Figure 20 - Reproduction Set Implementation 

they are in the example, or relative to the current directory. Note also that there 

is no entry in . repro. a for the £Ie a. 

While this approach provides an acceptable implementation given the con

straints, other implementations are certainly possible. For example, reproductions 

might be represented more ideally if Unix allowed the designation of new £Ie types. 

In particular, this would obviate the nero for the somewhat contrived solution of 

. repro. filename directories. The reproduction structure would presumably be 

more secure as well, just as directories are more secure than ordinary £Ies. The 

. repro. filename directories, on the other hand, can be manipulated, accidentally 

or otherwise, with standard Unix directory tools. 

An even more elegant solution is the one employed in the Saguaro £Ie sys

tem: embedding the membership of a reproduction set in the i-node entry for every 
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member of the set. This representation removes the supporting structure for repro

ductions entirely from the users' view. Further, it allows many of the reproduction 

system services to be done by the kernel file system code. In the context of this 

implementation, this approach has the drawback that it requires modification of the 

UNIX kernel. It has the additional drawback that the actual names of the member 

files are no longer directly available. 

The second topic with regard to the implementation of reproductions sets 

is how to modify UNIX system calls to make the file system aware of the existence 

and the special nature of these . repro. filename entities and the reproduction sets 

that they represent. The necessary modifications can be done at anyone of the 

levels shown in Figure 19. A user program calls Jopen at the stdio level, which calls 

open at the syscalllevel, which calls openJ at the kernel level. Since a user program 

is free to reach into this system hierarchy at virtually any level, the reproduction 

sets and metafiles should be made available at the lowest possible level. As this 

implementation eschews changes to the kernel, the syscalllevel is the obvious choice. 

To realize reproduction sets at the syscalllevel, it is necessary to change 

those procedures that open and close a file. The open procedure must determine 

if a file is opened in a mode that permits modification and if it is a member of a 

reproduction set. Determining that a file is being opened in a mode that permits 

modification can be done immediately within the open procedure. However, ascer

taining whether a file that is being opened is a member of a reproduction set is more 

complex. Specifically, the directory containing the file being opened must itself be 

opened and searched ior a directory with the name . repro. filename. The code to 

accomplish this is isolated in a new syscalllevel procedure called _repro. 
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When these two conditions are met, it is necessary to communicate this 

fact and a small amount of additional information to the clo"e procedure. Because 

references to the open and clo"e procedures are separated from each other in time, 

it is necessary to employ a private data structure for the transfer of the required 

information. The structure itself is a list of lists. The major list contains the names 

and integer file descriptorS of files opened for modification that are members of some 

reproduction set. Each item in this major list in turn contains a pointer to a minor 

list that contains the names of the open file's siblings as extracted from the relevant 

. repro. filename directory. 

Modifications to the clo"e procedure involve changing the code so that the 

reproduction data structure is inspected to determine if the file being closed is in a 

reproduction set. If it is, steps must be taken to see that its siblings are updated. 

This is accomplished by a block copy from the file being closed to each of the other 

reproduction set members. If this attempt to copy fails, the user is informed but 

the propagation process continues. 

The code to inspect the list of open files that are reproductions and to 

accomplish the necessary copying is contained in procedure _do_repro. The proce

dures _repro and _do_repro are contained in a syscall source file repro. c. Placing 

these procedures together in this manner allows for isolation of the necessary data 

structure. 

A third reproduction set implementation topic is the nature of the com

mands available for manipulating reproduction sets. This is an area in which the 

implementation of a prototype had a great deal of impact on the eventual Saguaro 

-~:-
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implementation. It was discovered that there were strong parallels between the de

sired commands, since they deal with the same structures and make similar error 

checks. They might, therefore, be implemented as a single, monolithic command 

whose functionality is flag driven or menu-driven to take advantage to this com

monality. However, a set of individual commands, each of which provides a specific 

service allows individual commands to be more specialized. 

The result is that there is considerable duplication of code among these com

mands. In general, each command looks in appropriate places for. repro. filename 

directories and considers finding such either good or bad depending on that com

mand's particular purposes. They then create, remove, or use the contents of the 

. repro. filename directory as applicable. They all attempt to ensure that the 

. repro. filename directories that they are using have not been corrupted and that 

the reproduction member files exist and are reachable. 

It is worth noting that these commands are relatively complex. The mkrep 

command, for example, (1) checks the status of every file in its argument list, (2) 

opens the directory in which each file is located, (3) creates the necessary .repro. 

directories, and (4) fills them with path name strings. It then opens and writes to 

each file in the argument list. The command can be quite far along in its work when 

it discovers that it cannot proceed; this means that in some cases it is very difficult 

to back out work that has already been performed. Ensuring that the reproduction 

commands are robwt, i.e., react properly in all possible situations, is an important 

issue that is addressed in more detail in Section 6.4. 

~''lhen. a reproduction set is iound to be corrupt or when circumstances 

prevent a desired action from being completed, the user is informed. Typical error 

_¢:.--



messages from these commands include 

(filename): already in a reproduction 

(filename): is not in a reproduction 

failed to remove (.repro.filename) 

invalid entry in .repro. directory 
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'Where appropriate, these commands also try to inform the user of the probable 

resulting state of the subject reproduction set. The syscall procedures, attempt 

to bring members of reproduction sets into consistency, recognize just one error 

state. Specifically, when file copying is called for and cannot be accomplished, the 

procedures report 

. repro. copy to (filename) failed 

and leave it to the user to determine the cause and take appropriate action. 

6.3 Metafiles 

The implementation of metafiles requires that a collection of path names (or 

partial path names) be associated with the metafile name. In this UNIX prototype an 

implementation similar to that described for reproduction sets is used: a directory 

is employed to hold the names of members of the collection. Logically, this directory 

is a leaf in the file system tree; actually, it contains a flag and one symbolic link for 

each name in the metafile. These links are being used only as a convenient way in 

which to store the path name strings, just as they are for reproduction sets. The 

:flag is used to indicate that a directory represents a metafile rather than an ordinary 

directory; it consists of an empty file with the name . meta •• 
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Despite the strong similarities between the representation of metaffies and 

reproduction sets, there are some major differences. A metaffie has a us.0 " assigned 

name taken from the command line of the mkmeta command. Thus, while a metaffie 

names a set, membership in that set is represented in just one location, rather than 

in the distributed manner of reproduction sets. In addition, a metaffie directory is 

recognized by the .meta. file it contains, while the reproduction system recognizes 

the special nature of a • repro . filename directory by its location and name. 

Executing a mkmeta command results in the creation of a single directory 

whose contents are its path name arguments. For example, 

mkmeta backup cholla:a bkup/b boojum:/usr/titus/c 

produces a new directory named backup, which contains 

.m72~ -> cholla:a 

. m63~ - > bkup/b 

.m93~ -> boojum:/usr/titus/c 

.meta. 

As before, the local names are denoted as .mxx~, where xx is formed using the same 

character value summation and modulus division scheme used in the implementation 

of reproduction sets. Again, these local names serve only as place-holders; they are 

never actually used to identify their associated path name. As indicated by the 

contents of the sample backup directory above, the included path names may take 

a variety of forms, including path names to files on remote machines. 

This directory representation is a reasonable approach given the constraints 

of this UNIX implementation. However, the presence of ad hoc devices such as the 

.meta. :flag suggest that better implementations are possible in other environments. 
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Metafiles, for example, might best be thought of as an entirely separate file type. In 

addition to eliminating the .meta. flag, ihis would also isolate metafiles from users 

to the extent that manipcla.tion of metafiles could be constrained to metafile tools. 

This is precisely the approach that was adopted in the later Saguaro implementa

tion. In the UNIX impleme1.ltation, metafiles, like reproduction sets, are vulnerable 

to corruption since they are more visible to the user. 

Identifying metafiles that may occur in a path name requires that each item 

in that path be inspected. This work would best be done in the kernel, but our 

desire not to modify UNIX constrained us to implement this functionality at the 

syscalllevel instead. As a result, every procedure at the syscalllevel that accepts 

a path name string as an argument (e.g., open(), creat(), and access()) must be 

modified to traverse the supplied path name and replace any metafile names that 

are encountered. Once a modified path name free of metafiles has been constructed, 

the standard code is then executed. 

The replacement of metafiles in the path name is performed by a procedure, 

_meta, which is called from the syscall routines. This procedure scans the argument 

path name one component at a time. When a metafile is encountered, one of the 

path names contained in that metafile is selected and substituted in the original 

path name. If the path name selected from the metafile begins at the root or is on 

another machine, it replaces the input path name from the current point back to 

the beginning. In all other cases the selected path name is substituted directly for 

the occur:-en.ce of the !!!etafile TH1Tne in the input path name, retaining the prefix 

and suffix portion of the input path name. Scanning of the argument path name 

resumes at the beginning of the current substitution. 
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As an example, suppose that the argument /usr/titus/mach is passed to 

open and the contents of the metafile mach consists of 

lectura:/usr/titus/f 
bocklin:/usr/titus/f 
megaron:/usr/titus/f 

Then, assuming that lectura:/usr/titus/f is selected, the path name actually 

used by open will be lectura:/usr/titus/f. If the argument to open had been 

/usr/titus/mach/g instead, the resulting path name would retain the trailing /g, 

as in lectura:/usr/titus/f/g. The alternate form of substitution is illustrated 

by the case in which the argument to open is /usr/titus/dir/a and the contents 

of the meta£1e dir consists of dirl, dir2, and dir3. Then, if dir3 is chosen by 

the metafile mechanism, the path name used by open will be /usr/titus/dir3/a. 

These examples also show that the contents of a metafile may vary consid

erably. Entries in a metafile begin with a machine name if they are on a remote 

machine, in which case the remainder may be expressed in terms of the root (J) or 

user's home directory on that remote machine. Meta£1e entries on the local ma

chine can be expressed in terms of the root or may be relative to the directory in 

which the metafile is located. The path names in either case may terminate with a 

filename, a directory name, or even with a metafile name. 

The metafile selection mechanism is defined to be nondeterministic. How-

ever, our selection mechanism, which is contained in a procedure subordinate to 

_meta, examines entries in the directory and attempts first to apply those that are 

on the same host as the metafile directory. If there are none or if all of them fail, 
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then the entries on remote hosts are tried. Of course, the self-referencing, parent-

referencing, a:ud .iiieta. entries in the directory ~e !g!lOred during th;~ p~ess. 

Only when every entry has been tried and no successful entry has been found does 

it report failure. It is easy to imagine other more intelligent or more specifically 

targeted selection algorithms replacing this one. 

The commands for manipulating metafiles, such as JDkmeta and addmeta, 

are provided as a set of individual commands. Like those for reproduction sets, 

they are similar internally. This results from the fact that they all deal with the 

same directory structures and have the same expectations about the contents of 

those directories. They make every effort to detect corruption in the metafiles with 

which they work. The metafile tools, on the whole, are less complex than their 

reproduction set counterparts, since the representation of metafiles is simpler than 

that for reproductions. 

6.4 Robustness and Performance 

The problem of achieving robustness and efficiency in the reproduction set 

and metafile facilities was especially challenging given that that the implementation 

was done on top of Ibis. Nevertheless, we feel that acceptable solutions have been 

found in both areas. As it turned out, robustness was the primary issue in the 

implementation of the commands, while performance was the primary issue for the 

changes and additions to syscall procedures. 

It is impossible to build most of the reproduction and metafile tools so that 

they either succeed or fail cleanly. A few of them, such as lsmeta and lsrep, are 

simple enough that this is not a problem. But the commands that create, modify, 

and delete reproduction sets and metafiles make numerous changes to the file system 
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as they proceed. The changes consist, for example, of creating a . repro. filename 

directory to be filled with the names of member files. The problem is that the 

decision to make such a change is based on the results of tests, such as the availability 

of the appropriate parent directory, that may be invalidated before the change can 

be initiated. Moreover, even if the directory remains accessible long enough to 

create . repro. filename, it may become unavailable at some later point during 

execution of the command. This would make it impossible to delete the directory 

should, for example, a later error require undoing all changes. While the likelihood 

of such timing-dependent problems may be small, they nonetheless exist even in the 

presence of currently available UNIX file locking mechanisms. 

The way in which a complicated tool is designed can affect its robustness. 

The mkrep command, for example, has to accomplish the following tasks for each 

file name supplied as argument: 

- gain access to the appropriate parent directory 
- locate the named file (or create it) 
- determine if the file is already in a reproduction 
- make a • repro. filename directory 
- place the names of all member files in the directory 
- establish initial consistency with the other members 

Should the command use a depth-first or a breadth-first approach with respect to 

the list of file names? Should it first gain access to all directories and then locate 

all the named files, or should it complete all of the necessary tasks with regard to 

one file before moving to the next file in the argument list? This implementation 

uses a mixture of these approaches in an effort to catch as many errors as possible 

in a breadth-first manner to begin with and then to restrict the roll back problem 

by making changes to the file system in a depth-first manner. 
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The mkrep command follows this pattern. All file names supplied as argu

ments are first evaluated for availability and validity; then, the remainder of the 

tasks outlined above are performed to completion for each individual file name. In

terestingly, experience and continued analysis of the commands have identified error 

tests that can be moved from the depth-first portion of the code to the breadth-first 

portion to achieve small increases in robustness. As an extra measure of security, 

the commands that delete reproduction sets and metafiles can remove the remnants 

of sets that have been corrupted for whatever reason. 

In implementing the user-level commands, performance has nearly always 

been sacrificed in favor of robustness. This is a reasonable choice since these com-

mands are executed relatively infrequently. The new syscall code, however, repre

sents a constant overhead that has been added to every open and close operation. 

Consequently, every attempt has been made to design the syscall procedures so as to 

enhance performance. For example, an initial check for metafiles in the path name 

is performed at the beginning of syscall procedures in order to avoid the overhead 

of metafile processing if there are no metafiles present. 

To illustrate the performance of the syscall procedures, timing experiments 

were performed. All the tests were run on two Vax 11/785's and a Vax 11/780 

with only one user.ll Every effort was made to run the tests when other network 

traffic was low. In any event, it is the relative values of the figures, rather than 

their absolute values, that are of interest. 

Four different systems were created for the tests: a plain Unix system, a 

plain Ibis system, an Ibis system with only the code for reproduction sets added, and 

11 There were, however, the usual assortment of daemons and servers running. 
Also, there may have been unnoticed, transient logins. 
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local remote 

Unix .0032 n/a 

Ibis .0040 ,(1275 

repro only .0154 .0556 

repro & meta .0377 .0717 

Table 1 - Time to Execute lopen/ Idose for Local and Remote Files (In Seconds) 

an Ibis system with the code for both reproduction sets and metafiles added. Two 

experiments were conducted using these systems. The first consisted of measuring 

the costs of opening local and remote files using the four different systems. The 

values were obtained by first determining the time required to execute 

fclose(fopen(filename, "r+IJ)) 

on an appropriate file between 10,000 and 100,000 times, and then averaging the 

results. The UNIX facility getrusage (2) was used to obtain the raw execution time. 

Table 1 shows the average total time (system plus user) required to periorm one 

lopen followed by one Idose. Note that the relative size of these numbers is what 

one would expect: opening a remote file is more costly than opening a local one, 

and that the time increases as the tested system becomes more complex. 

The second experiment involved measuring the performance of an lopen/

Idose pair in the presence of a reproduction set. The last two systems described 

above were used, i.e., a system containing no metafile code and the full system 

containing the code for both reproduction sets and metafiles. These two systems 

were each tested in a variety of different configurations involving reproduction sets: 
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file size 
300b 3Kb 30Kb 300Kb 

.0506 .0626 .2282 15550 

.0866 .1335 .4676 39775 

.1645 .2326 .9094 7.8980 

.1228 .1419 .3150 1.6715 

.1979 .2239 .5976 4.2725 

.3117 .3694 1.0748 8.2965 

Table 2 - Time to Execute lopenj Iclose with Reproduction Sets (In Seconds) 

a reproduction set of two local members, a reproduction set involving one local 

member and one remote member, and a reproduction set involving one local member 

and two remote members. In the last case, the two remote members were located 

on different machines. Each configuration was tested using £Ie sizes that ranged 

from 300 bytes to 300 Kb. The execution times were obtained using getrusage in 

a manner similar to that described above. Table 2 shows the average total time 

required to perform one lopen followed by one Iclose for these various combinations. 

Three obvious and expected results are readily apparent from these figures. 

First, overhead increases when the affected files are remote. Second, overhead in

creases as the number and size of files in the reproduction set increases; this increase 

is directly attributable to the time required to perform the file copy necessary to 

propagate the changes to the other member( s) of the reproduction set. Third, the 

performance of the reproduction set mechanisms in isolation (lines 1, 2, and 3) is 
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quite tolerable, especially for the relatively small files for which the mechanism is 

intended; these figures show that it is certainly faster, as well as much more conve

nient, to use a reproduction set than to perform the file copying "by hand" at the 

command level. 

The other significant result that can be gleaned from these figures is that 

metafile processing impoSes a significant overhead in many cases. Table 3 shows 

the percentage of total execution time that can be attributed to the normal Ibis 

jopen/jclose, and to the overhead incurred by adding the code for reproduction sets 

and metafiles, respectively. These figures are derived for each system from Tables 

1 and 2 using total execution times as shown in the last three lines and attributing 

to each mechanism the portion indicated by numbers in the appropriate rows of 

the same column; in all cases, .0040 seconds was attributed to Ibis as the cost of 

performing an jopen/ jclose on a local file (Table 1 ).12 As can be seen, the percentage 

of total execution time attributable to metafile processing ranges from 59 percent 

to 5 percent, decreasing as the file copy cost becomes more significant. For the 

fairly typical case of a two member, local/remote reproduction set of 30 Kb files, a 

non-trivial 22 percent of the execution time was spent dealing with metafiles. 

6.5 Lessons 

The UNIX implementation of reproduction sets and metafiles differs consid

erably from that in Saguaro. In many ways, the Saguaro implementation is the 

12 For example, the percentages for a two member local reproduction set of 
300 bytes were calculated as follows. For Ibis, .0040 was divided by .1228, the total 
execution time (line 4). For reproduction sets, .0040 was subtracted from .0506, 
the execution time for a system with no metafiles (line 1), and the result divided 
by.1228. For metafiles, .0506 was subtracted from .1228 and the result divided by 
.1228. These calculations are legitimate since the contribution of each part of the 
implementation-Ibis, reproduction sets, and metafiles-is essentially independent. 
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size 
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location of fiIesize 
members mechanism 300b 3Kb 30Kb 

Ibis 3 3 1 

local/loCal repro 38 41 71 

meta 59 56 28 

Ibis 2 2 1 

local/remote repro 43 58 78 
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repro 47 37 15 

Table 3 - Percentages of Total Execution Time 
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result of the lessons learned in the course of building this UNIX implementation. 

For example, from the UNIX experience it is clear that parsing path names is ex

pensive and is better done at as low a level as possible. Similarly, it was learned 

that their is no way to ensure the integrity of reproduction sets or meta£1es unless 

their supporting data structures can be completely removed from the public view. 

Despite the above, two positive lessons were learned from this experience. 

First, these facilities are useful. At Arizona, a number of commands have been 

relinked to use these mechanisms and made available to the community, including 

versions of the vi and emacs editors. Reaction has been uniforDlly positive, espe

cially to reproduction sets, suggesting that a low-cost mechanism to enhance file 
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availability has merit on networks of stand-alone machines. The location trans

parency provided by meta.£les also contributes a measure of convenience, although 

it is clear that they are less useful than reproduction sets in such a network. 

The second lesson is that choosing to build reproduction sets and metafiles 

above the UNIX kernel was the correct choice. Both performance measurements 

and day-to-day experience with this implementation show that it provides accept

able performance. Furthermore, this approach shortened the development time 

dramatically. Most of the lessons learned as a result of this implementation, how

ever, suggest that a better, more robust, implementation could be achieved if the 

mechanisms were incorporated into the design of the file system at a more funda

mental level. The opportunity to include them in the design and construction of 

the Saguaro file system has confirmed that this is the case. 

While actual measurements are not available, we believe that the changes 

for the Saguaro implementation of reproductions and meta.£les represents a sig

nificant performance improvement. Execution profiles of reproduction sets in the 

UNIX environment show that the largest amounts of time are devoted to handling 

. repro. directories, doing additional parsing to reach other members of the set, 

and doing the actual copy. In the Saguaro implementation we have addressed the 

first two of these issues, in the first case by eljminating such directories, and in the 

second by using fids rather than path names to identify members of a set. Similarly, 

execution profiles for meta.£les in the UNIX environment show that parsing is the 

most time consuming activity. In the Saguaro implementation, meta.£le parsing is 

done by the actual file system parsing facility to minimize parsing overhead. 



CHAPTER 7 

Conclusion 

In this dissertation we have explored issues related to the file systems of 

network computers, with special emphasis on mechanisms to enhance file avail

ability. These issues were investigated primarily in the context of the design and 

implementation of Saguaro, a distributed operating system that strikes a balance be

tween concealing the underlying network architecture and allowing a user to exploit 

that architecture. Mechanisms for achieving increased file availability and name 

transparency were described in conjunction with the Saguaro file system. A UNIX 

implementation of these mechanisms was also described. This chapter summarizes 

the important points and briefly discusses future research built on this work. 

7.1 Summary 

In Chapter 1 we pointed out that the redundancy inherent in distributed 

file systems provides potential advantages such as increased availability of resources, 

improved reliability from the system, and added opportunities for recoverability. 

Achieving these advantages, however, requires that designers make choices about 

the facilities to be provided, including the degree of user control that is supported. 

We noted that there is a range of choices in this matter 'with regard to enhanced 

availability and reliability-from manual facilities to fully automatic. 
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The way in which existing systems provide mechanisms for increased avail

ability and reliability was surveyed in Chapter 2. A primary characteristic of these 

earlier efforts is that they have typically adopted positions at one end or the other of 

the range of choices available, opting for all-or-nothing approaches. At one extreme 

are systems that make no explicit provision for file replication, such as SWALLOW 

and the Network File System. At the other extreme are systems that expend a large 

amount of effort to provide absolutely automatic facilities, such as LOCUS. 

It is our assertion that a useful level of file replication, particularly in the 

case of small sets of user files, can be obtained with a modest expenditure of system 

resources by choosing a position between the extremes. Accordingly, we described in 

Chapter 3 the design of the file system component of the Saguaro operating system. 

The file system contains two facilities for achieving enhanced file availability and 

name transparency: reproduction sets and metafiles. We argued that reproduction 

sets strike a reasonable, economic balance between the marginal utility of increas

ingly automatic file replication and the marginal cost of achieving such increases. 

Metafiles provide an efficient name transparency mechanism that can be used alone 

or in conjunction with reproduction sets. When used in combination, they yield an 

effective personal file management tool at a reasonable cost. 

Another novel feature of the Saguaro file system described in Chapter 3 

was the complete separation of the logical file system from that of the physical file 

systems of which it is composed. Specifically, any file can reside on any physical file 

system. This feature makes it possible to create a logical association among files 

that is quite different than their physical association. The result is that a user is 
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truly presented with a siIigle file system rather than an amalgamation of disparate 

physical file systems. 

One problem introduced by separating the logical and physical structures 

is that accessible files may have elements in their path name that are not accessible. 

We described an algorithm that overcomes this broken path problem. The extra 

information required for this algorithm consists of the full path names of those files 

whose parents are located remotely. This information allows inaccessible ancestor 

directories to be bypassed when necessary. 

In Chapter 4 we described in detail the implementation of the Saguaro file 

system. We focused first on the important data structures, with particular attention 

paid to the organization of the virtual roots. A scheme that eliminates redundant 

information in path names and provides fast search capabilities was described. The 

necessary tables for holding information about open files and existing servers were 

also described. 

The second portion of Chapter 4 consisted of an operational description of 

the file system centering on descriptions of the four server types: ciirectory servers, 

file servers, broken path servers, and disk servers. Also, assessments of alternative 

implementations were offered. The interaction of the servers was examined by an 

extended example that describes the steps required to process a request to open a 

file. 

The implementation of reproduction sets and metafiles made up the final 

portion of Chapter 4. The advantages of including these mechanisms in the initial 

design of a file system, such as being able to create new file types and incorporate 
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data into i-nodes, were painted out. Limitations of our particular implementations 

were also mentioned. 

Chapter 5 covered a number of other issues related to the implementation 

of the Saguaro file system. First, the more interesting pieces of ancillary system 

support software necessary to operate and test the file system were described. Sec

ond, some of the important factors bearing on the performance of the file system 

were enumerated. Third, the way in which the present implementation handles 

exceptions and failures was explained, including a brief discussion of extensions to 

SR that would promote fault tolerance. Finally, the overall benefit of using SR to 

develop distributed system software were discussed. 

Chapter 6 described an implementation of reproduction sets and metafiles 

for an interconnected collection of machines running Berkeley UNIX. This system 

demonstrated the utility of these facilities in such an interconnected system and 

helped refine them for later inclusion in Saguaro. In conjunction with this im

plementation, we discussed the trade-offs associated with adding such facilities to 

existing file system software. In particular, we noted that while such an implemen

tation speeds development and increases portability, it also constrains the imple

mentation to use only the operations and structures already available in the system. 

Performance measurements for this implementation were also included. 

The chief contribution of this dissertation is its exploration of ways to real

ize the potential advantages of increased reliability, availability, and recoverability 

without excessive cost. Our approach has been to take advantage of the middle 

ground between ignoring ,these potential advantages and paying the excessive soft

ware overhead required for absolute assurance. It is an approach that up to now 
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has been largely overlooked. We have described the implementation in two different 

contexts of simple, inexpensive mechanisms for enhancing the a. .... -aila.bility of small 

sets of user files and the implementation of an algorithm for increasing the reliability 

of file access. 

. 7.2 Continuing Research 

In many ways this dissertation represents only a first step in research involv

ing distributed file systems. The Saguaro file system offers continuing opportunities 

for refinement and for extension. Alternative construction of such things as the in

ternal structure of the file server need to be identified and systematically explored. 

The potential for fault tolerance, touched on briefly in Chapter 5, needs to be given 

greater attention. The work also remains unfinished in the sense that has not been 

integrated with the other components of the Saguaro system. Interfacing the file 

system with other Saguaro components is sure to require some modifications to the 

file system. 

A great deal of refinement and exploration of the file system awaits the 

completion of a stand-alone version of the SR run-time support. The advent of 

such a facility will make some presently unworkable alternatives available for exper

imentation. It will also enable more realistic evaluation of the file system and the 

gathering of meaningful performance statistics. 

Other issues of a more speculative nature regarding the future of distributed 

file systems are worth exploring. For example, it is interesting to consider mecha

nisms for achieving availability and reliability in the presence of new technologies 

and new operating environments. Does the introduction of inexpensive, write-once 

media such as compact disks mean that version systems will supercede systems 
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that provide only replication? What increases in availability can be obtained in the 

context of very loose networks, where processors have little loyalty to the network 

and enter and leave the network frequently along with their personal file store? As 

demonstrated by the UNIX implementation described in Chapter 6, the reproduc

tion set and metafile mechanisms can be beneficially applied to diverse file system 

environments. It is an open question whether these mechanisms might prove useful 

in more loosely coupled distributed systems. 



Appendix A 

Code for Globals.sr 

global Global$ 
#system parameters 
const NUMDSK = 2 
const SYSIZE = 100 
const NUMINODEBLKS = 2 
const BLKSIZ = 1024 
const INODESIZ = 64 
const UTBLSZ = 10 
const DATAPTRS = 10 
const NUMREPS = 2 

#useful constants 
#£le types 
const DIR = 1 
const REG = 2 
const SPE = 3 
const META = 4 
#parse flags 
const META_ON = 0 
const META_OFF = 1 
# buffer flags 
const CLEAN = 0 
const DIRTY = 1 
#file i/o types 
const READ = 1 
const WRITE = 2 
const APPEND = 3 
const RD WR = 4 
const WRRD = 5 
const EXEC = 6 
const REPRO = 7 
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#number of disks in the system 
#number of blocks on each disk 

#number of bytes in each block 



#result values 
const SUCCESS = 1 
const FAILED =-1 
const ENDOFFILE = -2 
const BADMACHINE =-3 
const CANTREADINODE = -4 
const CANTWRITEINODE = -5 
const NONDIRECTORY = -6 
const CANTREADDIRENT = -7 
const NOTFOUND = -8 
const DOESNOTEXIST = -9 
const DIRNOTEMPTY = -10 
const CANTRETDATABLK = -11 
const CANTGETINODE = -12 
const CANTRETINODE = -13 
const BADFILETYPE = -14 
const CANTREADBLK = -15 
const CANTWRITEBLK = -16 
const NOFILENAME =-17 
const NAMECOLLISION = -18 
const CANTBUILDFILE = -19 
const BADRWMODE = -20 
const CMDFORMATERR = -21 
const CANTRMVREPFILE = -22 
const READERROR = -23 
const WRITEERROR = -24 
const SEEKERROR = -25 
const NOTOPEN = -26 
const BUFTOOSMALL = -27 
const CANTGETBLK = -28 
const CANTPUTBLK = -29 
const BADPOSITION = -30 
const BADOFFSET = -31 
const REPROERROR = -32 
const DISKOFFLINE = -33 
const NOACCESS = -34 
const VRINSERTFAILED = -35 
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#machine types 
type machine = enum( mach_one, mach_two) 

#general types 
type fid = rec( mach : inti inode : int) 
type inode = rec( typ : inti perm : inti owner : inti size : inti 

acctime : inti modtime : inti addr[1:DATAPTRS] : inti 
reps[l:NUMREPS] : fid) 

type dirent = rec(len : inti name[1:256] : char; fid : fid) 
type vrent = rec(len : inti comp[1:80] : char; owner: inti perm: inti 

fid : fid; child : inti sib : iint) 
type envir = rec( e_name[1:40] : char; e_md : inti e_prot : inti 

e_pwd : fid; e_cwd[1:40] : char) 

#general reply and result formats 
optype EnvResCap = (z : int) 
optype RetN ewEnv = (z : inti e : envir) 

#record of read/write capabilities 
optype Read = (id : inti res buJ[l:*] : char; num : int) 

returns count: int 
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optype Write = (id : inti buJ[1:*] : char; num : int) returns count: int 
optype Close = (id : int) 
optype Seek = (id : inti kind: inti offset : int) returns count: int 
optype Tell = (id : int) returns count : int 
type File_Ops = rec( id : inti read: cap Read; write: cap Write; 

seek: cap Seek; tell: cap Tell; close : cap Close) 
optype EnvRepCap = (z : File_Ops) 

#record of dirman capabilities needed by fileservers 
optype OpenCap = (a[1:*] : char; b[l:*] : char; c : inti d : envir; 

e : cap EnvRepCap) 
optype CloseCap = (z : fid; y : inode) 
optype ParseCap = (a[l:*] : char; b[l:*] : char; c : envir; b£ res d : inode; 

var e : fidj f : int) returns z : int 
optype Copy Cap = (f : Globals.fid) returns z : int 
type Srv_Ops = rec( Copy: cap CopyCap; Close Cap : cap Close Cap ) 
type Vr_Ops = rec( Open Cap : cap OpenCap; Parse Cap : cap Parse Cap ) 

end 



Appendix B 

UNIX Manual Pages 

This appendix contains the manual pages for the UNIX implementation of 

!"eprcductiou sets and metafiles as they are described in Chapter 6. 

165 



166 

REPRO(lL) UNIX Programmer's Manual REPRO(1L) 

NAME 
mkrep - create a reproduction set (or sets) 
disrep - dissolve a reproduction set 
addrep - add a new member( s) to an existing reproduction set 
subrep - remove a member( s) from an existing reproduction set 
lsrep - list the members of a reproduction set 
touchrep - find the most current member of a reproduction set and 

bring the set into a consistent state 

SYNOPSIS 
mkrep filename [filename ... ] 
mkrep filename [£lename ... ] directoryname [directoryname ... ] 
disrep [-r] repfile 
addrep rep£le £lename [£lename ... ] 
subrep rep£le [rep£le ... ] 
lsrep rep£le 
touchrep rep£le 

DESCRIPTION 
Mkrep is used to declare a collection of £les as members of a reproduction 
set. A form of weak consistency is maintained among the members of the 
set: any member of the set that is opened for 'Write is copied to other 
members of the set upon close. A member file that is unavailable when the 
close is done is reported to the user. 

The first form of the mkrep command establishes a single reproduction set 
with all of the named £les &oS its members. All of the member miles are 
brought into initial consistency with the first £Ie named in the argument 
list. The second form of the command establishes as many reproduction 
sets as there are filenames in the argument list. Each such set consists of 
the named £Ie and £les of the same name located in each of the named 
directories. 

Disrep is used to dissolve a reproduction set. The member files continue to 
exist; it is only the reproduction set relationship that is affected. 

Addrep is used to add a new member (or members) to an existing repro
duction set specified by repfile. The new £Ie( s) may not already belong to 
a reproduction set. 
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St£brep removes each jilenam.e from the reproduction set to which it belongs. 
Files specified as arguments need not be members of the ~ame reproduction 
set, although they may be. Files removed from reproduction sets in this 
manner continue to exist. 

Lsrep causes a list of the members of the reproduction set indicated by 
repjile to be printed on the standard output device. The list will include 
the argument file, repfile. 

TOt£chrep makes sure that all members of a reproduction set are reachable, 
locates the copy with the most recent timestamp, and copies it to all of the 
other members of the set. It is a convenient way to reestablish consistency 
in a reproduction set. 

/usr/local/repro 

contains these commands and must be in the user search path. 
Versions of the editors vi, emacs, and s as well as some utility 
programs linked with the reproductions/metafiles library routines 
are also available in this directory. 

/ usr /local/lib /librep.a 

is a version of the Ibis library routines that contains reproduc
tion/metafile modifications and should be linked with user pro
grams wishing to use these facilities. 

SEE ALSO 

BUGS 

Purdin, T., Schlichting, R., and Andrews, G., A File Replication Facility 
For Berkeley Unix, Software-Practice and Experience, 1987, to appear. 

-~. --
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META(IL) UNIX Programmer's Manual META(IL) 

NAME 
mkmeta - create a meta:file 
rmmeta - remove a metafile 
addmeta - add files to an existing meta:file 
submeta - remove files from a metafile 
lsmeta - list the contents of a meta:file 

SYNOPSIS 
mkmeta filename [filename ... ] 
rmmeta meta:file 
addmeta meta:file filename [filename ... ] 
submeta meta:file filename [filename ... ] 
lsmeta metafile 

DESCRIPTION 

FILES 

Mkmeta creates a meta:file with the name metafile and makes the file
names( s) from the command line members of the new meta:file. Once the 
metafile exists, programs linked with the reproduction/metafile version of 
Ibis will view the members of the metafile as an equivalence class for the 
purpose of opening a file. Metafile must not already exist. The member 
filename(s) may be of any type, i.e., ordinary files, symbolic links, or other 
metafiles. 

Rmmeta removes the target metafile. Metafile need not be (should not be) 
empty. 

Addmeta adds the specified filename(s) to the named metafile. Metafile 
must already exist. The filename(s) may be of any type, i.e., ordinary files, 
symbolic links, or other metafiles. 

Sub meta removes the specified filename( s) from the named metafile. It 
prints the number of files successfully removed from the metafile on stderr. 

Lsmeta prints a list of the files that make up (are members of) the named 
metafile on the standard output device. 

/usr/local/repro 
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contains these commands and must be in the user search path. 
Versions of the editors vi, emacs, and s as well as some utility 
programs linked with the reproductions/metafiles library routines 
are also available in this directory. 

/ usr /local/lib /librep.a 

is a version of the Ibis library routines that contains reproduc
tionjmetaffie modifications and shomd be linked with user pro
grams wishing to use these facilities. 

SEE ALSO 

BUGS 

Purdin, T., Schlichting, R., and Andrews, G., A File Replication Facility 
For Berkeley Unix, Software-Practice and Experience, 1987, to appear. 

Mkmeta does not evaluate filenames to see if they actually exist before 
adding them to the metafile. 

Sv.bmeta does not report failure to match a particular filename argument. 
It also does not report that a metafile has become empty as a result of such 
removals. 
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