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ABSTRACT 

This dissertation covers theoretical and experimental work on applying optical 

processing techniques to the operation of a Boltzmann machine. A Boltzmann machine is 

a processor that solves a problem by iteratively optimizing an estimate of the solution. 

The optimization is done by finding a minimum of an energy surface over the solution 

space. The energy function is designed to consider not only data but also a priori 

information about the problem to assist the optimization. 

The dissertation first establishes a generic line-of-approach for designing an 

algorithmic optical computer that might successfully operate using currently realizable 

analog optical systems for highly-parallel operations. Simulated annealing. the algorithm 

of the Boltzmann machine. is then shown to be adaptable to this line-of-approach and is 

chosen as the algorithm to demonstrate these concepts throughout the dissertation. The 

algorithm is analyzed and optical systems are outlined that will perform the appropriate 

tasks within the algorithm. From this analysis and design. realizations of the optically

assisted Boltzmann machine are described and it is shown that the optical systems can 

be used in these algorithmic computations to produce solutions as precise as the single

pass operations of the analog optical systems. Further considerations are discussed for 

increasing the usefulness of the Boltzmann machine with respect to operating on larger 

data sets while maintaining the full degreee of parallelism and to increasing the speed 

by reducing the number of electronical-optical transducers and by utilizing more of the 

available parallelism. It is demonstrated how. with a little digital support. the analog 

optical systems can be used to produce solutions with digital precision but without 
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compromising the speed of the optical computations. Finally there is a short discussion 

as to how the Boltzmann machine may be modelled as a neuromorphic system for added 

insight into the computational functioning of the machine. 



CHAPTER I 

INTRODUCTION 

The capabilities of information-processing systems are presently increasing at 

phenomenal rates. The better these systems get. the more the people who use them 

realize that the systems are not good enough. Because there will never be a complete 

description of the universe there will always be a desire to make a better processor. 

Presently. better is typically construed as faster. not so much to' do the same amount of 

processing in less time. but more often towards processing more information in the same 

amount of time. 

In most of today's processors. the information is carried by electrons in solid

state media. The designers of such systems have at their beck and call many devices to 

manipulate the signals. and communications for the signals between devices can be 

reliably built into the systems. The systems available from this technology continue to 

offer more and more performance. but the headroom from which this performance is 

being derived is getting rather small. This technology is doing quite well at overcoming 

the engineering limitations. but is bearing down hard and fast upon more physical 

limitations. The performance of these systems. as a function of the effort put into their 

construction. is becoming asymptotic to what nature will allow. 

It seems reasonable to believe that. in order to continue realizing significantly 

greater performance. the technology must move on to a field where the physical 

limitations. as well as hard-and-fast practical limitations. will allow such performance. 
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A very promising direction for such a move is into the field of optics. In an optical 

information-processing system the information is carried by visible or near-visible 

photons. or on their associated electromagnetic fields. An optical signal can have many 

information channels simultaneously that can be predictably isolated and/or manipulated 

with very little need for physical delineation and confinement. This opens up the 

possibility of extensively interconnected systems that can perform much more 

sophisticated communications than are practical in electronic systems. This provides 

greater possibilities for massively parallel computing systems. where much of the 

information processing is going on simultaneously. 

Optical signals are the fastest moving signals available. and those with 

frequencies in or near the visible offer a good compromise between their mobility and 

controllability in various media and the sizes of the devices needed to control them. The 

interfacing of optical systems to electronic systems is usually straightforward. so a 

change from electronic to optical processing need not occur in one complete. 

restructuring jump. but .may be more gradually implemented as optics technologies 

mature. The development of optical computing is a long but fertile row to hoe. 

Optical Computing 

The word "computer" often brings to mind visions of complex systems of micro

electronics and associated hardware that can perform an extremely rong. generally 

predetermined. sequence of relatively unsophisticated (i.e. logical and simple 

mathematical) operations much faster and more reliably than a human could. They are 

useful in that the processing sequence can be programmed such that the result of doing 

many simple operations can represent the result of performing some more complex task 
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that would be of some interest to someone. In this dissertation. however. computers will 

not be restricted to resembling these products. Any system that can autonomously carry 

out mathematical or logical operations. or otherwise manipulate information in a 

predictable and useful way. will be called a computer. and the use of such a computer 

will be called computing. The word "computer". by itself. will often not be adequately 

descriptive of a system. and in such cases the distinguishing details will be found in the 

context. 

An optical computer is a computer in which the information to be processed is 

represented in the. structure (spatial and/or temporal) of an optical field. and the system 

directs the evolution of the optical field such that the structure of the field at the 

output of the system represents the results of the desired process. Optical computers 

may process information faster than electronic systems by operating at higher temporal 

bandwidth and/or spatial densities. An optical signal can be potentially modulated at 

much higher rates than an electrical signal (alternatively. an electrical signal modulated 

at these rates will behave as an optical signal). and high bandwidth can be maintained 

within an optical system. A small spatial volume can support many optical channels in 

parallel. The channels passing through a plane can be dis tin gushed by their positions. 

direction of propagation. and/or the wavelength of the optical signal. Optical systems 

can be designed to manipulate the spatial and angular (and maybe wavelength) channels 

to another plane to accomplish interconnection. broadcasting (fan-out). and combination 

(fan-in) of the original channels. 

An optical computer is quite a radical evolution from the technology of micro

electronics. Research is needed in all areas. from the basic behavior and manipulation 

of an optical field. to the ways in which information should best flow in an optical 
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system to accomplish the desired process. Changing the fundamental way in which 

information is processed presents an enormous challenge and opportunity. The only 

contribution and restriction electronics technology imposes on the design of an all

optical system is the potential ability of, and sometimes perverseness towards, direct 

emulation of the internal operations of an electronic processor in order to accomplish 

the same processing task. 

The various areas of research for optical computing exist in a sort of upwards 

dependence. Research on the basic physics can be done independent of what its results 

may imply towards devices, but in order to conduct research that· will yield knowledge 

that might interest device designers, it helps to have a feeling for how useful devices 

may behave. The device architect must use this physics to make some device to modify 

the optical signal in a predictable way and, with an eye towards systems. design the 

device such that it might be useful and efficient. The system architect should stand on 

the shoulders of those who have contributed before and design systems to solve real 

problems with consideration of devices and components that have been demonstrated or 

reasonably predicted. All this dependence, however. tends to go with the gross progress 

in the areas. and work in anyone area can yield significant contributions without 

needing to keep day-to-day track of the progress in the other areas. With this in mind. 

the concentration for optical computing in this dissertation will be on applications of 

demonstrated optical components to system architectures and algorithms. particularly 

those that can take significant advantage of the available parallelism. It is not necessary 

to construct an all-optical computer in order to make a contribution to the field. By 

using optical systems for various sub-tasks and interfacing them to other types of 

systems to complete the overall task. one can get not only the improvements of the 
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hybrid system. but also knowledge that can help towards the realization of an all-optical 

processor. if that is also a goal. For this work. the optica.1 systems and algorithms will 

be kept relatively insensitive to the absolute performance quality of the components 

used within them and interfaced to them. The systems should be able to be tested with 

conventional processing support. and their performance can be extrapolated for more 

exotic processing. 

Algorithms For Optical Processing 

Much of the present efforts to increase the speed of electronic computers is 

dedicated to decreasing the "switching time". or how long it takes a device to recognize 

a change in the information it is receiving and produce a change in its output state. By 

decreasing this processing time. a single device can perform more operations in a given 

time and a given signal can propagate through a requisite number of gates in less time. 

Because optical devices have the promise of being able to perform equivalent processing 

functions with faster switching times than can be promised by dey-ices switching 

electronic signals. much of the effort in optical computing is directed towards 

constructing optical devices to demonstrate these properties. These optical gates will 

manipulate optical intensities representing "bits" just as electronic gates manipulate 

volatage levels. These devices can take advantage of the speed potential of optical 

signals to make faster computers. but because they are best suited for performing 

algorithms that may well be fundamentally incompatible with massively parallel 

computations. they do not utilize the high-parallelism potential of the optical medium. 

There are many optical processing systems. or "devices". that have been 

demonstrated to perform operations that are exemplary of "communications-intensive" 
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systems. They tend to use analog representations for numerical values and are hence 

generally inadequate for performing the algorithms used in digital computers. 

Consequently. these architectures inspire little interest in the optical computing 

community. The algorithms have become sacrosanct. and the unhallowed devices must 

conform to their demands.· These analog optical devices are so foreign to the dominant 

computing philosophy that they are not even considered devices. but rather systems. 

because it would take a complex system of digital devices to emulate their operation. 

Yet in their own domain. these optical devices may be as simple and fundamental as 

gates are in the digital domain. They have at most one node (where they can interact 

with other devices and things) for each information value (e.g. input and output signals). 

and the outputs dynamically represent the desired functions of the inputs. They can be 

fundamental devices in communications-intensive computing. 

Even though they are inadequate for direct performance of the preferred 

algorithms (perhaps even in spite of this). these optical devices are intriguing enough to 

remain present. at least to a small extent. in optical computing efforts. These devices 

generally work on parallel information. that is. information that must be characterized 

by many values simultaneously. Since we like to represent such information by vectors 

or matrices. these architectures are often characterized in terms of the linear-algebra 

operations they are designed to perform. Architectures have been described that 

perform matrix-vector multiplications (Goodman. Dias. and Woody. 1978) and matrix

matrix multiplications (Tamura and Wyant. 1976; Dias. 1981). These simple devices 

have been combined to make slightly more sophisticated devices that perform an 

operation by carrying out the steps of a simple decomposition of that operation (Heinz. 

Artman. and Lee 1970; Schneider and Fink. 1975). or they can be simplified even 
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further through symmetries in a matrix to do specialized computations (Psaltis et. al.. 

1980). Perhaps the most used version of these devices uses the complex exponentials 

represented by a simple spherical lens and some free-space propagation to do Fourier 

transformations (Goodman. 1968). Numerous variations can be made on these basic 

architectures to make devices to do specific tasks (Rogers. 1977; Lee. 1981). These are 

communications-intensive devices performing communications-oriented tasks. and the 

advantages of the optics medium shine brightly in these applications. 

Communications-rich optical architectures can also be used effectively in more 

processing oriented tasks. The devices used to do this can often be understood as 

continuously having many or all of the anticipated operations being performed in the 

various optical channels. The information then merely acts to select the appropriate 

channel to be presented at the output rather than being operated upon directly to 

produce the desired output (Gaylord. Mirsalehi. and Guest. 1985; Huang. 1983). Such 

devices could greatly increase the speed of a serial computation when used to replace a 

set of digital devices used within that computation. 

In order to use these communications-intensive devices in algorithmic 

computations. either the devices must be modified to be compatible with the digital 

algorithms or suitable algorithms must be found that are compatible with the operations 

of these devices. To do the former generally involves breaking up the number 

representations into expansions (typically binary) where the signals are capable of 

representing values of greater range and precision. This can be effective towards 

generating the correct answer. but it tends to sever the lines of communication. The 

information in the optical system is not represented in nearly as natural a manner. and 

the device now needs much processing support to do something it so easily does 
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otherwise. These optical systems may be more powerful than an equivalent electronic 

system. but they are not as elegantly powerful as the original device. 

To find algorithms that can be performed with these optical devices. it helps to 

understand where the devices fail in the performance of conventional algorithms. The 

favored digital algorithms usually carry out specific mathematical determinations of 

solutions (Ben-Isreal and Greville. 1974; Melsa and Cohn. 1978). These algorithms have 

no anticipation or recognition of what types of values will occur or where cumbersome 

operations might result. Executing these algorithms with optical systems often places 

very exacting demands on the numerical performance of the optical system. Often in 

these algorithms. the information being processed evolves to states very much different 

than either the initial or final states of the process. The algorithm must simply execute 

its program with the implicit faith that the desired steps are being taken with the 

utmost reliability and precision. The necessary reliability and precision for such 

algortithms is much. much higher than is warranted by the initial ("input':') information 

or final ("output") state of the system. These algorithms can adequately yield the 

desired results on a digital computer. as the software and hardware have been over the 

years designed to work reasonably well together. to solve many problems of real 

interest. However. the optical devices mentioned do not have such extreme precision in 

their representations of the values and hence can not produce adequate results with the 

digital algorithms. 

The optical devices can be very powerful. yet very simple. A good example of 

this is a matrix-vector multiplier. where the optical signal can be processed to form the 

full inner product of a matrix and a vector in about a nanosecond. All the necessary 

operations are done simultaneously. so there is no first-order effect on the speed as the 
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size of the matrix and ~~e vector increase. as long as they can be physically mapped 

onto the device. The speed of computing an inner product is invariably determined by 

the time required to interchange the signals being processed wi~h the necessary optical 

signals. If the matrix is established in the optical device. but the vector to be multiplied 

and the product to be determined need to be carried on electronic signals for use in the 

rest of the processor. then the electronic vector signal must be turned into an optical 

signal for the matrix-vector multiplier. and the resulting optical signal must be turned 

into an electronic signal. These conversions take much longer than the computation and 

will determine the speed of the system. which consists of the optical device and the 

mlcessary transducers. The product (output) optical signal can be made instantaneously 

compatible with the necessary input signal for another optical matrix-vector multiplier 

by destroying its angular properties with a diffuser. Many of these devices could be 

cascaded together with no need for any internal transducers (still assuming static 

matrices). and the composite system would perform the cascaded operation about as 

quickly as the single system could perform the single operation. 

The problem with using these devices and systems in the conventional digital 

algorithms is that the algorithms are "blind". They simply accumulate the results of 

many computations to determine a solution. If the operations are done by imprecise 

systems. the errors accumulate. usually with greater alacrity than the desired answer. 

and the solution will be extremely poor or totally useless. With no way to monitor or 

modify their own progress. the processes must be guided extremely accurately in order 

to reach the solution with the desired precision. If the algorithm were "sighted". such 

that it could watch its progress and keep itself on course to the solution. it would be 
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much more tolerant of less precise guidance. Such an algorithm could be much better 

suited for application of optical processing techniques. 

One type of algorithm that is "sighted" and can be used for solving a wide 

variety of real-world problems is an inversion process called simulated annealing 

(Metropolis et. al.. 1953; Kirkpatrick. Gelatt. and Vecchio 1983; Rubinstein. 1986). 

Simulated annealing is not only well suited to make use of. optical computations. but it 

also serves as a good way to test and compare the performance of its internal 

processors. It can tax the parallelism. speed. and dynamic range of its subsystems to 

their full capabilities. wringing the last bit of ·performance out of a powerful and 

precise system. yet not falling apart if given a system of lesser performance. When a 

system is constructed with a fundamental purpose of carrying out a simulated-annealing 

algorithm. the resulting assembly of hardware will be called a Boltzmann machine 

(Fahlman. Hinton. and Sejnowski. 1983; Ticknor and Barrett. 1987). for reasons that will 

be seen in the description. 

Scope of This Dissertation 

Optical computing is a burgeoning field. and even limited efforts towards finding 

and implementing appropriate algorithms would be enough to entertain a great many 

people for the rest of their careers. and beyond. The nature of the work to be covered 

in a dissertation is more appropriately met by choosing a more specific problem from 

the area and addressing it more completely. hoping it will be representative of the 

broader class of problems. or finding why it may be unique. In this dissertation. the 

specific problem is the construction and operation of a Boltzmann machine that uses 

optical computing systems. It is hoped this will address the more general problem of 
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applying optical computing procedures to sighted algorithms. 

The simulated annealing algorithm will be described in chapter 2. where it will 

also be broken down and analyzed to find where it may benefit from optical computing. 

Chapter 3 will detail the construction of a Boltzmann machine for deblurring 

small (few-hundred-pixel) images from aberrated imaging systems and describe the 

actual performance of two such systems. 

Chapter 4 will suggest ways to increase the utility of the Boltzmann machine that 

need further development. These suggestions will cover ways of processing larger data 

sets. producing more precise solutions. incorporating more optical processing. and 

looking at the machine in a different light to understand it better. 

In chapter 5 the dissertation will be summarized and pertinent questions that 

should be addressed further. but that were not discussed in earlier chapters. will be 

mentioned. 



CHAPTER 2 

SIMULATED ANNEALING AND THE BOLTZMANN MACHINE 

The canonical function of the simulated-annealing algorithm and the Boltzmann 

machine is to invert the equation: 

g=Hf+n. (2.1) 

That is. given the information. g. and any other information about the problem. recover 

missing information about Hand/or f. 

This expression may indicate a concern only with linear problems. but there is 

no such requirement on the operation of a Boltzmann machine. It is necessary only to 

be able to express the problem such that the observed output state. g. is the result of 

some process. H. operating on an input state. f. plus some observational error. n. The 

process! H. need not be linear. or even deterministic. The Boltzmann machine uses the 

data (g) and any other knowledge it has about the situation to recover either the 

function (0. the process (H). or some combination of the two. 

The Boltzmann machine performs the inversion by optimization of an estimate. 

Hf. of the unknown information. The measure (of an estimate) that is to be optimized is 

called th~ energy E of the estimate. The energy is a scalar. and its form is designed to 

use the data as well as other information about the problem such that the energy value 

is minimized in the reconstruction space when the estimate best matches the known and 

inferred properties of the original function and the process. The energy values can be 

thought of" as" defining a hyper-surface over the reconstruction space that has its lowest 

12 
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point (minimum value) at the desired solution. To find the solution the Boltzmann 

machine must find the estimate that corresponds to this minimum. 

The Algorithm 

The simulated-annealing algorithm uses a Monte Carlo procedure to locate the 

desired minimum. The estimate is perturbed in a locally random but globally directed 

walk in the solution space. The walk is random in that. at any point. a proposed 

perturbation is selected. without regard to the local structure of the energy surface. 

from a set of perturbation functions that spans the reconstruction space. It is globally 

directed by whether or not the proposed perturbations are accepted into the estimate. 

with consideration of how they will affect the energy of the solution. The estimate does 

not know in what direction to evolve. but rather tests for directions that may be good. 

There are certainly more efficient ways to _ find the minimum of a simple energy 

surface. but this approach is chosen in anticipation of heavily structured energy 

surfaces. The local features on such surfaces may be indicative of the path to the global 

minimum. but will not be reliable enough to be followed incontrovertibly. 

When the energy surface has complicated structure. defining an algorithm that 

will reliably find the desired solution. short of some kind of exhaustive search. is less 

obvious than on very simple energy surfaces. If the surface contains local minima in 

addition to the global minimum. then a simple direct determination of the the global 

minimum can be forsaken in favor of an approach relying on statistical mechanics. The 

best an algorithm may be able to do is to have an overwhelming tendency to find the 

desired solution. In simulated annealing. this tendency is such that the estimate is 

attracted to the minima on the energy surface. but not entrapped by them. The estimate 
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is given a property. analogous to the thermal energy in a physical system. that allows 

the search to make uphill excursions on the energy surface. The perturbations are 

chosen randomly in direction. as mentioned. and any perturbation attempted that would 

take the estimate to a lower energy is accepted. attracting the estimate to the energy 

minima. Perturbations leading to a non-negative ~E (energy not decreasing) are 

accepted with a Boltzmann probability. 

e-[t.E/kTJ. (2.2) 

where T is a dynamic variable called the "temperature" of the system. and k is such 

that kT is the "thermal energy" of the estimate. The acceptance of some uphill steps 

keeps the estimate from being trapped in local minima and allows it to continue the 

search. 

Perturbations are selected from a predetermined set of functions. and given any 

function in the set one can try a perturbation that adds that function to the estimate or 

one that subtracts it away. Away from extrema on the energy surface. adding the 

function will change the energy in one direction. and subtracting the function will 

likely change the energy in the other. Perturbations that decrease the energy are about 

as likely to be proposed as those that increase it. but are more likely to be accepted 

under the Boltzmann selection criterion. The energy of the estimate will. on the whole. 

decrease. As the estimate nears a minimum on the energy surface. more of the 

perturbations will cross the minimum and start climbing the other side. giving an 

increase of energy for either adding the function to or subtracting it from the estimate. 

The ratio of proposed perturbations that increase the energy to those that decrease it 

will get larger. At a minimum. by.definition. no perturbations are to lower energy (if 

they are appropriately small). hence none will be proposed or accepted. From a given 
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estimate some percentage of the perturbations will lead to an increase in energy and 

some percentage will lead· to a decrease. When the estimate nears a minimum. the 

percentage of perturbations leading to an energy increase gets larger at the expense of 

the percentage to lower energies. All perturbations to lower energies will be accepted 

while many perturbations to higher energies will be rejected. but the perturbations to 

higher energies will be tried more often. The ratio of accepted perturbations to higher 

energies to those to lower energies will increase. At a fixed temperature the estimate 

will eventually reach a point where. in the long term. as many perturbations to higher 

energy will be accepted as perturbations to lower energy. At this state the estimate is 

said to be in equilibrium. 

When an estimate is in equilibrium at temperature T. the probability of finding 

it in a state C\( with energy E~ as opposed to finding it in state {3 with energy Ej3 can be 

expressed. 

~ -[(E~ - Ej3)/kT] 
p({3) oc e • (2.3) 

which is just the ratio of the probability of making a transition from state {3 to state O! 

to the probability of making a transistion from state O! to state {3. It can be seen then. 

that at very low temperatures the global minimum will be highly favored. However. at 

low temperature it would take an extremely long time to reach equilibrium. At high 

temperatures. equilibrium can be reached much more quickly. but confidence in finding 

the estimate at the global minimum is decreased. In order to take best advantage of 

these properties. an estimate is initialized with a high temperature. to let it get a gross 

feeling for the structure of the energy surface and move mqre easily to the general 

vicinity of the lower energies. and the temperature is gradually lowered to "freeze" the 
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estimate into the global minimum. This is the process that leads to the name "simulated 

annealing" for the algorithm. in analogy to the process where materials are slowly 

cooled to freeze them into a crystalline structure that has lowest energy. 

The temperature of an estimate not only affects the probability of accepting 

perturbations of increasing energy. but should also affect the size of the coefficients for 

the perturbation functions. While the functions define the direction the proposed 

perturbations are to move the estimate in the reconstruction space. the coefficients 

define how far in that direction the perturbations are to go. At high temperatures. the 

probability of accepting a l?eI1urbation that leads to a small change in the energy is 

nearly equal to one. The Boltzmann criterion provides little distinction between energy 

decreases and energy increases when the magnitude of the energy change is much less 

than kT. and its direction of small energy perturbations is very inefficient. On the other 

hand. the Boltzmann criterion discriminates well between increases and decreases in 

energy that are comparable to kT. and it is most powerful in directing perturbations 

leading to such changes. In general. the best size for the coefficients depends on the 

temperature in such a way that the resulting changes in energy are commensurate with 

the thermal energy of the estimate. 

To properly anneal an estimate. the temperature should be lowered such that the 

estimate is continually in equilibrium. The functional form of this cooling schedule 

depends upon the distribution of the coefficients for the perturbation functions. and it 

often can be expressed in some analytic form that is asymptotic to zero as time (t) gets 

large. e.g. lit. I/ln(t). etc .. For the perturbations that will be chosen in this work. a 

I/ln(t) cooling schedule will assure that the final equilibrium will abide by equation 2.3 

(Geman and Geman. 1984). This cooling schedule is often "cheated" on in real 
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applications. reducing the temperature in chunks. and processing between reductions 

until an ostensible equilibrium is reached. This usually leads to a quicker cooling 

schedule. probably because the energy surface has a less complicated structure than has 

been allowed for. and/or because of uncertainty as to when equilibrium is actually 

reached. If an estimate is cooled faster than it should be. there is reduced assuredness 

that the final state will be in true equilibrium for that temperature. In light of the 

reconstructions seen to arise from these quicker cooling schedules used on simple energy 

surfaces. the compromise in confidence seems to be minor compared to the time saved. 

But when the consequences of an incorrect solution are more critical. or when the 

energy surface is much more complicated than those that have been demonstrated. it 

should not be taken for granted that quicker cooling schedules will give acceptable 

results. 

It should be obvious at this point why simulated annealing is referred to as a 

sighted algorithm. It is searching for a solution rather than following an explicit course 

to one. The accuracy of the solution will be determined by the ability of the processor 

to measure that accuracy. not by the accumulation of errors in the steps taken to get 

there. 

Specifying the Task 

The Boltzmann machine. in its most generic form. is capable of solving many 

problems. In order for it to solve the desired problem it must be programmed and. 

towards that end. the problem must be defined. Throughout this dissertation. the general 

task of the Boltzmann machine will be the inversion of the discrete. linear equation: 



g=Hf+n 
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(2.4) 

where boldface symbols represent a vector or a matrix operator. Par.ticular emphasis 

will be placed on the recovery of an object distribution from an image produced by an 

indirect or aberrated imaging system. The data, g, will represent a vector (i.e. the 

lexicographic ordering of the pixel values in an image), the function, f, will represent a 

vector (i.e. the pixel or voxel values of an object), and the operator, H, will be the 

matrix that describes the vector transformation. The noise, n, is then also a vector, to be 

dimensionally correct. There is a wealth of pertinent problems that can be solved by 

inversion of a linear equation. The purpose of this work is to examine optical 

applications to the internal systems of a Boltzmann machine, rather than just the 

assembly of a processing architecture. It is no great sacrifice of purpose to investigate 

only problems that can be represented by linear equations, and this limitation allows 

more straightforward design and analysis of the systems to be tested. Simulated 

annealing has been shown to work well on this type of problem (Gem an and Geman, 

1984; Smith, Barrett, and Paxman 1983; Smith, 1985) and that work may help establish 

guidelines for realizing this machine. 

The programming for the Boltzmann machine will be derived for the recovery of 

an object from image data measured from the output of a well characterized system 

(known H). The modifications necessary to also recover information in H will be either 

straightforward extensions or will be explicitly mentioned in the description. 
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Programming and Optical Implementations 

The necessary operational flow of a Boltzmann machine can be outlined into a 

few tasks as shown in the following. 
AA AA 

1) Propose a perturbation, A(Hf). to the current estimate, Hf. 
AA 

2) Calculate the change in energy, AE(A(Hf», that would result from this 

perturbation. 

3) Decide to either accept or reject the perturbation: 

a) If AE<O, then accept the perturbation unconditionally; 

b) If A~O, then accept the perturbation with a Boltzmann probability, e-[AE/kT]. 

4) Update the estimate to reflect the decision made in step 3. 

5) Track the ratio of accepted perturbations that decrease the energy to those that 

increase the energy in order to indicate the state of equilibrium. 

A machine that performs this sequence of tasks and repeats the sequence for many 

perturbations is operating as a Boltzmann machine. A machine that is optimized for, or 

dedicated to, performing this sequence will be called a Boltzmann machine. 

Once the processing tasks have been delineated, the next step is to consider the 

best division of labor for these tasks among the available genera of the computer 

family. In particular, the intent of this work is to identify procedures where established 

electronic processing can be more efficiently accomplished with realizable optical 

processors, and to implement such systems. The rest of the architecture will be patched 

up, generally with electronic systems, such that it will operate in conjunction with, and 

benefit from, the optical processors. 
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The first task. proposing a perturbation. involves generating a random number. 

This is computationally tedious on a digital computer. but can be easily obtained from 

noise in an analog system. Whether an optical system will be more appropriate than an 

electronic system will depend on the distribution of values desired and the demand on 

the simultaneity and rate of perturbations. This task is a good candidate for an optical 

processor and will be considered when the problem becomes more defined. 

The next step is to determine how the perturbation will affect the energy. The 

most prominent contribution to the energy is typically. though not necessarily. a least-

squares fitting of the transformed estimate to the data: 

(2.5) 

where II xl1 2 represents the squared norm of the vector x. The energy term for simple 

least-squares fitting to the data. when H is constant. is quadratic upwards or flat 

[ 
8~ ~ 0] throughout the reconstruction space. The energy surface looks like a 

8{f-f}j 

multi-dimensional souP. bowl and the minimum can be found by a gradient search or 

other simple descent method. But. because of noise in the data and because H may be 

insensitive to some of the structure of f. a least-squares fitting is often not sufficient to 

recover f. There may be many solutions giving the lowest energy (the problem is ill-

posed) and energy differences between solutions "close" to the lowest energy may be too 

easily overwhelmed by noise (ill-conditioned). In order to give a more reliable solution. 

other terms can be added to coerce the estimate to agree with other qualities the vector 

f is known or highly suspected to have. These a priori constraints or information can be 

extremely powerful towards reconstructing good solutions from otherwise inadequate 
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information. but it must be applied carefully. because a priori misinformation is equally 

powerful in reconstructing poor solutions. Calculating ~Els is a communications

intensive task. It requires global interconnections of many signals to produce a single 

value. To construct such a densely interconnected system with electronics. fully 

simultaneous. would be prohibitively difficult. In order to accomplish this task with an 

electronic system. the task must be broken up into many smaller tasks that can be 

performed consecutively. These smaller tasks can then be performed individually. with 

more manageable processors. and cycled and recycled through the system to yield ~Els 

after many operational time constants of the system. On the other hand. an optical 

system can often be designed that will accomplish this task tout de suite. In the 

Boltzmann machine, this is probably the task where optics will make its greatest 

contribution. 

The third task. deciding whether to accept or reject a perturbation. involves the 

generation of a random number. as did the proposal of a perturbation. Irrespective of: 

the perturbation scheme or of the particular form of the problem being inverted. the 

distribution of this random number is always the same in a Boltzmann machine. an 

exponential distribution. If the demand on the simultaneity of independent decisions and 

on the rate of uncorrelated samples can be met. then the same system can be used for 

all realizations of the Boltzmann machine. There is an optical system that performs this 

task quite well. and it existed in its entirety. long before it was ever designed. as a 

bane rather than a benefit. The task can be accomplished by measuring the coherent 

optical noise in a speckle pattern. Such a system can be used to generate values from 

the proper distribution and can generate a great many of them simultaneously. The 

details will be justified in chapter 3. but this system will be satisfactory for all 
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Boltzmann machines considered in tNs work. The simplicity and generality of this 

system should not be allowed to belittle its power. A simulated annealing program 

running on a digital computer often spends the majority of its time on this task, while 

the optical system can reduce the task to one quick operation. 

The fourth task, updating the estimate, involves simple mathematical processing 

(addition or subtraction), local (point-to-point) communications, and read-write memory 

operations. These functions can be handled quickly and efficiently by electronic 

systems, while optical systems available to handle the memory functions would be 

complicated without returning much advantage in this application. This task will be 

assigned to electronic devices in the experiments for this work. 

The final listed task is to track the rate of acceptance of perturbations to higher 

energy as compared to those to lower energy. This requires global communication, and, 

by itself, seems best suited for an optical solution. However, it is often easily 

piggybacked onto the updating system with adequate performance. This task will 

probably be performed by the updating system with completely acceptable results. 

By examining the processing in a Boltzmann machine we find tasks that are 

indeed likely candidate areas where optical subsystems may result in an overall 

performance improvement for the system. The next step is to determine the precise 

form of these optical computing systems and try to implement them in a Boltzmann 

machine, to see if they do indeed perform as suspected. Chapter 3 will describe this 

process for the construction of a Boltzmann machine that will invert a linear equation . 



CHAPTER 3 

OPTICAL BOLTZMANN MACHINES 

This chapter will describe the design. construction. and operation of optical 

computing systems that will be used in the construction of a Boltzmann machine. The 

Boltzmann machines developed in this chapter will be specific to the task of recovering 

the values of an object vector from a data vector that represents some linear 

combination of the values in the object vector. The particular problem considered here 

is the recovery of an object intensity distribution from an image formed by an indirect 

or aberrated imaging system. The elements of the vector f will represent the n pixel 

values in the object. the elements of the data vector g will represent the m pixels of the 

image. and the mxn matrix H will describe the imaging system that produces the vector 

g from the vector f. The matrices. H. considered in this chapter will be assumed to be 

known and constant throughout a reconstruction; emphasis will be on recovering the 

vector f. 

The developments of this chapter will be realized in two similar constructions of 

optical Boltzmann machines. The first. which will use 100 data values to reconstruct 

100 pixel values in the object. is essentially limited to this simple type of operation. 

serving primarily as a proof of concept for the algorithm and the hardware. The second 

machine. more versatile in attacking various forms of this problem with greater speed 

performance. will be used in this chapter in a limited configuration to demonstrate a 

simple reconstruction similar to those done by the first machine. 

23 
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In describing the design and construction of the necessary hardware. the order in 

which the tasks are approached is not the order in which they have been listed. but 

rather the necessary optical systems will be established first. followed by the patching 

and gluing hardware required to make the machine work and communicate with the 

outside world. 

Calculating .6.E 

The first and most complex task to be approached is that of determining the 

change in energy ~E that would result from a perturbation ~( of the estimate. Since a 

least-squares fitting of the transformed estimate to the data is typically the starting 

point for an energy formula. the first emphasis will be on determining the change in 

energy contributed by this term. Terms representing a priori knowledge will generally 

be linear additions to this term. so a system to calculate the least-squares contribution to 

~E is fundamental to the construction of a Boltzmann machine. 

Expanding the least-squares energy term (equation 2.5) gives 

(3.1) 

where (x.y) represents the scalar product between the vectors x and y. The change in 
,.. 

energy • .6.E1s' resulting from a finite perturbation. ~f. is then 

(3.2) 

The third term in this expession. which goes as 11.6.(11 2 • acts as a stabilizing 

term to keep the estimate from oscillating around the solution at very low temperatures 

(kT «.6.E). To see this. consider an estimate at kT =0 near a minimum. Since in the 

absence of noise gaHf (eq. 2.4). equation 3.2 can be rewritten as 

(3.3) 
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" A minimum is at the point where Hf =Hf . At kT =0 the only significance of the energy 

term i.s its sign. All AE<O perturbations are accepted and all others are rejected. In the 

absence of the II Afl12 term. any perturbation that moves the estimate towards 

agreement with the data would be accepted. Estimates that are within a single 

perturbation of the minimum would predict a negative AEls for the perturbation in the 

direction of the minimum and accept that perturbation. Because the estimate is less than 

one perturbation from the minimum along each perturbation axis. it can jump back and 

forth across the minimum. and the n-pixel solution can rattle around among the 2n 

estimates closest to the minimum and never settle down on the one that is closest. The 

" . II Af 112 term gives a preference for the lowest energy by giving a truer prediction of 

AEls ' and not letting the estimate jump over the minimum unless it will truly go to a 

lower energy. Farther away from the minimum. the magnitude of the term for the 

difference between the estimate and the data is greater than the stabilizing term. and 

the sign of AEls will not be affected by the stabilizing term. The only real effect of the 

II Afl12 term is to keep the estimate from oscillating within one perturbation of the 

solution. However. with proper annealing. the temperature and perturbation size are 

such that the estimate rattles arQund typically a few perturbations from the solution. 

Although the II Afl12 term is not always insignificant compared to the other terms in 

AE. its effect should always be overwhelmed by the thermal energy. Unless the solution 

is to be finally frozen out at zero temperature. which is not planned in this work. the 

II Af 112 term can be ignored. 

Equation 3.2 can be rewrigen in many forms using two simple facts of linear 

algebra: 



(x.y) = (y.x); 

(x.Ay) = (A tx.y) 
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(3.4a) 

(3.4b) 

where At is the Hermitian adjoint of A. Because the systems being considered form 

real images of real objects. At is AT, the transpose of A. All of the equivalent forms 

of equation 3.2 share a dependence upon two fundamental types of computations: the 

forming of a vector as a matrix-vector inner product Ax; and the forming of a scalar 

as a vector-vector inner product (y,z). The scalar products represent "comprehensive" 

terms, a few of which must be added or subtracted to yield the value AE. 

The inner products represent the accumulation of many independent operations. 

Electronic systems that perform these computations do the individual operations. or 

small groups of them. one at a time and distribute the overall processing over many 

operational time periods of the fundamental processor. Optical systems have been 

demonstrated that distribute the basic processing in space and form the full product in 

one operational time period of the device. 

The various rearrangements of equation 3.2 suggest many optical systems, both 

coherent and noncoherent. For instance. the value (Hf,HAf)-(g,HAf) could be computed 

by a coherent optical system as represented in figure 1. In this representation the 

single-walled boxes represent transparency devices that multiply the incident wavefront 

signal by the indicated vector. and the double-walled boxes represent systems that 

perform the indicated matrix operation on the wavefront signal. In the lower arm of the

interferometer of figure 1. the vector f is impressed upon the wavefront and relayed 
A. 

through the system H to produce the signal Hf. This signal is relayed to a transparency 
A 

device representing HAf. and the entire signal emerging from that device is collected 
A. A 

by a coherent detector system to produce a value representing (Hf ,HAf). In another arm 
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of the interferometer the vector g is impressed onto the wavefront, and this signal is 

relayed to the device representing HaC and onto the coherent detector system. The 

interferometer can be aligned such that the output of the detector system represents the 

",.. " difference between these terms to give aE1s .. (Hf ,Haf)-(g,Haf). 

Coherent systems offer the advantage that, because they manipulate the complex 

amplitude of the optical signal, they can directly perform bipolar (and complex) 

mathematical functions. As other terms are considered in the energy formula, other 

arms must be added to the interferometer. Because of the great number of channels in 

the interferometer, and because of complicated devices and systems within the 

interferometer, it will be very difficult to align the interferometer with the precision 

necessary for a coherent system, even for just the two arms described. Alignment of the 

coherent system will likely lead to much more difficult problems than are justified by 

the ability to do bipolar mathematics directly on the optical signal. 
,..,.. ,.. 

A noncoherent optical system for computing (Hf ,Haf)-(g,HAf) could be 

represented as in figure 2. In this case the two comprehensive terms are computed and 

detected separately and summed after they are formed rather than as a part of their 

formation. The adjective noncoherent as used here does not necessarily imply 

incoherent optical systems. What it does imply is that, whether or not the separate 

systems compute their terms with coherent light, there is no need for any optical 

coherence between the systems calculating different comprehensive terms. The bipolar 

outputs of these systems should have no dependence on optical phase, but should be 

simply two-channel optical intensities or bipolar electronic signals. The bipolar 

mathematics to be done on these few signals should then be accomplished with optical 

devices operating on multichannel intensity signals or with bipolar electronic processors. 



reference 

FIGURE I 

Coherent Formation of AEls 
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([He -g) ,HAC) 

Delegating some of the mathematical processing to electronic systems goes against the 

grain of building an optical computer, but since there are relatively few comprehensive 

terms, and they can easily be summed in an analog electronic system with acceptable 

accuracy and speed, this may well be the most practical approach currently available. 

The previous figures blithely show the matrix-vector and vector-vector products 

being formed by "black box" systems. Although there are many partic,}lar optical 

architectures that could fill these boxes, optical systems for computing the matrix-vector 
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'" '" '" (Hf .H~f)-(g.H~f) 
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FIGURE 2 

Noncoherent Formation of ~Els 

product can be typified by the matrix-vector multiplier described by Goodman et. al. 

(1978) and shown in figure 3. An optical signal spatially representing the elements of x 

is displayed at the input. This distribution is anamorphically imaged to the plane of A 

such that the ith pixel in x uniformly illuminates the ith column of A and nothing else. 

A tranparency or spatial light modulator with a transmittance distribution that 

represents A is in this plane such that the optical signal coming through the region 

representing the matrix element ajj is xjajj. This plane is then anamorphically imaged to 

the product plane such that all the light passing through the jth row of A falls upon the 

jth pixel in the product plane. The signal at this pixel then represents LXjajj = (A,x)j 
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and the spatial signal distribution in the product plane represents the matrix-vector 

product Ax. 

Determining the scalar product (z.y) is just a special version of the matrix

vector product, where one row of the matrix is one of the vectors, and the 

corresponding element in the vector product represents the scalar product. The optical 

matrix-:vector multiplier could, by displaying z in the vector plane and representing y in 

the ith row of the matrix plane, detect the scalar product at the ith pixel in the product 

plane. If this were all the system were to do, there would be very inefficient use of the 

channels available and, in fact, the anamorphic imaging optics between the vector plane 

and the matrix plane would be unnecessary, only moving signal into dead channels. 

However, if there are several vectors y, and it is desired to form their scalar products 

with Z, each one could be represented in a different row of a matrix Y and a full 

matrix-vector multiplier could. form the vector product Yz. Each element of this vector 

then represents one of the scalar products (z,y), and the complete vector represents all 

the scalar products for the set Y. 

If the matrices and/or vectors in these systems are bipolar, then the 

comprehensive terms can be computed with either coherent sytems or by integration of 

incoherent subsystems. The coherent system would be much like that of figure I, but 

with no arm for the data g. The incoherent system requires integration of subsystems 

because, since an incoherent processor can manipulate only intensities, the subsystems 

must represent only non-negative values. In order to accomplish bipolar operations, 

channels must be separated (only in processing; they may still be interleaved in space) 

by the signs of their various elements. The resulting unipolar products can be 

non coherently summed to produce the appropriate bipolar product. The incoherent 
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FIGURE 3 

Optical Matrix-Vector Multiplier 

matrix-vector multiplier requires four times the number of channels as the coherent 

system when the matrices and vectors are biploar, but it has no sensitive first-order 

dependence upon optical path length in each channel. The ease of alignment of the 

incoherent system and availability of adequate internal processing devices may easily 

outweigh the need for extra channels over the coherent system. A modification of the 

system of figure 3 that will perform bipolar operations is shown in figure 4, with the 
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anamorphic imaging optics implicit. In this representation the superscript "+" on a 

vector or matrix means the elements greater than zero have their magnitudes 

represented and the elements less than zero are represented by a value of zero, while 

the superscript "_" means the magnitudes of the values less than zero are represented 

and the other elements display zeros. 

(Ax)+ 

(Ax)-

Figure 4 

Bipolar Optical Matrix-Vector Multiplier 



33 

The manipulations of the terms in equation 3.2 can always yield comprehensive 

terms that can be expressed in the form (Ax.y). Such a term can be computed in 

cascaded matrix-vector multipliers. The first multiplier can form the vector Ax at its 

output to be used as the input to the second multiplier with y represented in its matrix 

,plane. Since there is a set of perturbation vectors that the Boltzmann machine considers. 

it is useful to manipulate equation 3.2 into terms where the vector y in (Ax,y) is 

always af. The set of perturbations can then compose the rows of a matrix Y. and the 

cascaded multipliers could determine the vector VAx. each element of which represents 

" a scalar product (Ax.y) for one of the perturbations y=af. 

The manipulation of equation 3.2 that results in comprehensive terms of the 

form (Ax.Af) is. ignoring the II Afl12 term. 

T "" T" AE1s=2(H Hf .Af) - 2(H g.Af). (3.5) 

To get a feeling for what t.his equation and its equivalent expressions mean. it helps to 

consider three different multidimensional spaces. 

The first space is the object space. This space encompasses all possible objects 

and. if the perturbations have been chosen properly. all possible estimates. This space is 

also the reconstruction. or solution. space and its axes could represent. for example. the 

pixels of the object. Such an object space will have as many dimensions as there are 

pixels in the object (n). and the location of an arbitrary object in this space would be 

found by travelling parallel to each axis a distance equal to the value of the pixel 

corresponding to that axis. 

The next space to consider is the data space. and it naturally contains the data g. 

the transformed object and estimate vectors. and the measurement noise. The axes of 

this space could correspond to the pixels of the data vector and the location of a 
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particular data set could be found by moving distances appropriate to the pixel values 

parallel to the appropriate axes. A vector in object space is "projected" into data space 

by the matrix H. There may be regions of the data space that are inconsistent with the 

projection by H of any possible vector in the object space, although real data vectors 

may exist in these restricted regions by having contributions from the noise. 

The final space is the back-projection space. It has the same description as the 

object space and can be thought of as the same space or as an identical parallel space. 

A vector in back-projection space can be created by the back-projection of a data

space vector by the matrix H T, or by projection and back-projection of an object-space 

vector by the composite matrix H T H. The back-projection space has the same 

dimensions as the object space, but much of the volume may be restricted from 

occupation by being inconsistent with the projection and back-projection of any vector 

in the object space. Some of this restricted volume may actually be occupied. however, 

by the back-projection of noise from the data space. The operator H T H effectively 

expunges from an object those functions to which H is insensitive, at the expense of 

commingling the remaining information. 

With these interpretations equation 3.5 can be understood slightly less abstractly. 

The first comprehensive term forms the back-projection-space representation of the 

estimate and measures how much of this vector is parallel to the proposed perturbation. 

The second term makes this measurement for the back-projection-space representation 

of the data. Since HTH is positive along its major diagonal, back-projection-space 

vectors never have an antiparallel component to the object vector that created them, the 

difference between these terms gives a strong indication of how well the perturbation 

will move the estimate towards agreement with the data. 
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There is no change in the vector represent~~g the values of the second term in 

aE)s during a reconstruction (constant g ). The system determining YHT g (Y is the set 
A 

of ar ' s) is then not so much a computer as it is an optical' memory. After this vector 

has been initially computed. any type of memory that can satisfy the processing needs 

will perform adequately. It will be possible to use electronic memory in this task to 

save on optical hardware. with the only speed expense being a small overhead in 

initially loading the memory. 

The efforts of the optical system can now be concentrated upon computing the 

vector YH T Hf . Cascading together two systems as described earlier will compute this 

term quite nicely. The estimate. f. will be displayed as an intensity at the input of the 

first mUltiplier. a transparency representing H T H will be used for the matrix of the 

first multiplier. and another transparency representing the perturbations Y will be used 

for the matrix of the second multiplier. The output of a detector system at the product 
A 

plane of the second multiplier will. for a given perturbation ar. represent the desired 

term for that perturbation. 

Although the magnitudes of the perturbations change during the course of a 

reconstruction. their functional form .does not. The normalized perturbations can be 

defined as functions scaled such that their values range between zero and one for 

unipolar vectors. or between negative one and positive one for bipolar vectors. These 

normalized perturbations can be represented by the perturbation transparency to give 

optimum efficiency in transfer of the optical energy. The output of the multiplier can 

be scaled appropriately to represent the desired perturbation size. eliminating the need 

to physicaily change this transparency as the perturbation size decreases. The 

normalized perturbations and H T H should not change during a reconstruction. hence the 
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only dynamic transducers necessary in the optical matrix-vector multiplier are at the 

front. where the estimate is to be displayed. and at the back. where the product is to be 

detected. The estimate doesn't change drastically on the time scale of processing a 

perturbation so the source de~ice need not necessarily be driven at bandwidths 

commensurate with the desired processing speed of a perturbation. The cascaded optical 

system. despite the mathematical complexity of its operation. should be fairly 

straightforward to build and to drive. 

The most precise interpretation of this algorithm dictates considering the exact 

contribution to the energy of each attempted perturbation to decide on its acceptance. 

Because the peruturbations affect each other. only one perturbation. or a very select 

few. can be considered simultaneously, waiting for the results of the decisions of this 

processing to be reflected in the estimate before continuing on to new perturbations. 

This would be a very inefficient use of the parallelism established. where the 

information for a large set of perturbations is available in parallel. Making decisions 

about many of these perturbations simultaneously ignores cross terms that represent how 

accepting one perturbation affects the energy difference of another. These cross terms 

are generally smaller than the direct terms, but there are enough of them to appreciably 

affect the energy. Ignoring these terms will lead to some wrong decisions. while 

accounting for them would be equivalent to making only a single perturbation selected 

from a denser. though not much more sophisticated. set of perturbation functions. But. 

since the Boltzmann machine is searching for an answer rather than calculating one. 

making wrong decisions from time to time does not affect the final precision. as long as 

enough correct decisions are made to eventually find the solution. Making bad decisions 

simply leads to a need for more steps to reach the solution. Making many decisions 
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simultaneously without considering the cross terms may take twice as many. or maybe 

even ten times as many steps to reach the solution. but if 100 or 1000 steps can be 

taken in the time a single-step machine could take one. then a significant improvement 

in performance can be realized. 

Although the described system is completely sufficient for its contribution to the 

general Boltzmann machine for any set of perturbation functions. it may be more 

complicated than is necessary given a specific problem to solve and/or a specific set of 

perturbation functions. Since the purpose of this work is to investigate the applications 

of optical computing to the simulated-annealing algorithm. then it should be acceptable 

to build a simplified system for the particular application as long as it is 

computationally equivalent to the general system. 

The first simplification occurs because the noncoherent imaging system being 

inverted involves only positive values for object pixels (they all represent intensities) 

and the matrix values (the Fourier transform of an autocorrelation). This means the first 

matrix-vector multiplier system. which operates on a unipolar matrix and unipolar 

vector. can be a simplified version of figure 4. without the multiplexing of negative 

values into the system. There need only be one physical element per pixel in the 

devices for the source. the operator matrix. and the matrix-vector product. The system. 

will have 1/4 the number of channels as the bipolar system. and the conversions 

between optical and electronic signals will be a bit easier. 

Another modification can occur if the process being inverted (H) can be 

modelled as a shift-invariant point-spread function (psf). For implementing a general 

matrix. the operator mask requires two dimensions (i.e. the x and y Cartesian 

coordinates) to locate the necessary matrix elements. and a third dimension (i.e. the 
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combination of index of refraction and optical density. or optical admittance) to 

represent the values for these elements. In shift-invariant systems. the operator matrices 

are Toeplitz so that one row (or column) is sufficient to determine the entire matrix. 

Because of this high degree of redundancy. the necessary matrix elements can be located 

along just one dimension. and the values of the elements can be represented with a 

second dimension. The necessary mask can have binary admittance (i.e. the positions 

can be located along x and the values can be encoded as an open aperture width along 

y) instead of needing gray scale to represent the matrix. The matrix vector product 

becomes a convolution and can be accomplished by "shadow casting" as shown in 

figure 5. 

Choosing the appropriate perturbation functions may also lead to a simplification 

of the architecture. The perturbations can be formed from ,any set of functions that 

span the object space adequately enough to represent the desired reconstruction. but 

some sets may be easier to implement than others. An often used set of functions. 

which coincidentally lead to an architectural simplification. are the pixel functions. The 

normalized functions are zero everywhere except at the pixel to which they correspond. 

where their value is unity. and there is one such function for every pixel in the object. 

If one of these functions is multiplied by a coefficient that is small compared to the 

pixel values in the object. then this represents a perturbation called a "grain". The 

perturbation scheme when using these functions is to add and subtract grains to the 

estimate. The architecture for these perturbations simplifies because the matrix Y with 

rows that are the perturbation vectors can become the identity matrix. zero everywhere 

except along the diagonal. where the values equal 1. Each detector in the scalar-product 

plane receives light from only the corresponding pixel in the matrix-vector-product 
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FIGURE 5 

One-Dimensional Convolution 

plane of the first multiplier in the cascade. The same overall computation can be 

performed by ignoring the optics of the second multiplier, moving each detector to the 

approprite pixel in the first product plane, yielding higher optical efficiency (a greater 

percentage of the light will contribute to the detector output) and a simplified optical 

T A A 

layout. The term (H Hf ,Af) can then be calculated for the full set of normalized 

perturbation functions, fully simultaneously, by the system in figure 5, with the pixels 
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of the product plane physically matching the pixels of a detector array. The magnitudes 

and signs of the actual perturbations can easily be accounted for in the accept-or-reject 

processor to generate the necessary terms for the actual perturbations. 

The optical system for calculating the least-squares contribution to AE is fairly 

simple and quite powerful. perhaps more powerful than was anticipated. The final few 

steps for processing a perturbation and storage of the estimate have been earmarked for 

electronic processing. because they were simple enough to be handled efficiently by 

electronic systems. Creating a system that can determine AE for many perturbations 

simultaneously doesn't affect this simplicity. but it does introduce a demand on having 

many electronic systems simultaneously accessible to handle the processing. Fortunately. 

there is no need for communication between these systems. and each can operate 

independently. A system trying to perturb the ith pixel of the estimate needs to listen 

only to the ith element of the output of the AEls computer and to talk only to the ith 

element of the estimate. It might be nice to try to make the parallel decisions with . 

optical systems. but it doesn't seem to be necessary in order to realize some of the 

performance of the system already defined. What is necessary. to prove the 

performance of the system. is to show that the algorithm will converge under the 

assumptions necessary to do simultaneous processing. The system was designed with the 

philosophy that simultaneous processing will result in a longer path. but faster 

movement along the path will result in an overall quicker convergence to the solution. 

In order for the experiment to illustrate that philosophy it must effectively represent 

such parallel processing. There are two ways to accomplish this; actually do it. or 

appropriately simulate it. To actually do it will involve building several (100-1000) 

independent processors and putting them all in the system in parallel. To appropriately 
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simulate it. the optical signals on the detectors can be stored and a single pr9cessor can 

scan through these values and do the appropriate processing and updating of the 

estimate. Once all the perturbations are processed. the new estimate will be used to 

produce a new set of values that will be stored and the procedure will begin again. 

This "virtual" parallel processing is much slower than true parallel processing. but is 

effective in simulating the results. True parallelism would be a better way to go. but 

that will be left as an area for further research at this point. and virtual processing will 

be used to evaluate the performance of the rest of the system. 

Once the least-squares contribution to ~E has been calculated. the terms 

representing a priori knowledge must be added to determine the complete ~E. The type 

of a priori knowledge used varies considerably from application to application. hence it 

is difficult to explicitly account for it in the design of the machine. Some types of a 

priori knowledge do show up consistently. however. and it will be illustrative to discuss 

how that knowledge can be incorporated into the processor. 

Some ,types of a priori kowledge are referred to as "hard". This means that such 

knowledge represents things that can be explicitly defined and are known to be 

absolutely true. Some examples of hard a priori knowledge are k~owing that no pixel in 

an object has an intensity less than zero and knowing that the object distribution is 

identically zero outside a given boundary region. Such terms are often weighted heavily 

in the energy expression because solutions that violate this knowledge are known to be 

inconsistent with the physics of the true object. The only reason such terms may not 

have infinite weighting in the energy expression is to allow the estimate to wander 

through areas that violate this, knowledge. perhaps finding an easier path to the 

reconstruction. In these cases. the weightings for the hard a priori knowledge may start 
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out weak to allow easy access through the space in violation of this knowledge. but get 

more powerful as the temperature lowers to decisively flush the estimate out into the 

allowed solution space. On the other hand. if the weighting of the hard a priori 

knowledge is kept very high throughout the reconstruction. effectively no perturbations 

resulting in violations of this knowledge are ever accepted. The terms for this 

knowledge need not even be included in AE if there is some other way of 

indiscriminantly rejecting. or not ever proposing. such perturbations. For example. the 

estimate can be forbidden from ever having pixel values less than zero simply by not 

letting whatever device is storing the estimate contain values less than zero. The 

reconstruction can be kept within known spatial boundaries by never proposing 

perturbations that would violate these boundaries. Since simulated annealing works on 

complicated energy surfaces. it doesn't need the possible palhs through the regions of 

the solution space that violate the hard a priori knowledge. A Boltzmann machine often 

uses effectively infinite weightings for these terms by controlling the perturbations and 

updating such that these boundaries are never violated. 

Other types of a priori knowledge may be somewhat "softer". representing 

qualities the estimate is only desired or suspected to have. When many solutions are 

relatively indistinct from each other in how well they comply with the hard knowledge. 

the soft a priori knowledge will nudge the estimate towards a solution best reflecting 

this softer knowledge. None of the solution space really violates this knowledge. its just 

that some reconstructions match it better than others. How "soft" this knowledge is. or 

how strongly it is weighted in the energy expression. depends upon how assured it is 

that the reconstuction should agree with it. and how much the solution will be allowed 

to disagree with the harder knowledge in order to get agreement with the softer. 
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Many types of soft a priori knowledge may be used in a Boltzmann machine to 

distinguish among the many solutions that may equally well agree with the hard 

knowledge and the data. A null function. l/I. of the system is any function in the object 

space to which "is insensitive. such that "l/IE!!O. Such functions have insignificant 

effect on the data. and all functions that differ only by some linear combination of the 

null functions give the same least-squares contribution to the energy value. It is often 

difficult to have much a priori knowledge about the extent of null functions in the 

object. and it may be best to show a complete disinterest in them by coercing them out 

of the solution. The null space of " is orthogonal to the measurement space. The 

addition of a null-space vector to any vector entirely in the measurement space will 

yield a longer vector in an ~ sense (II fI1 2). A minimum-null-function solution can be 

obtained in a Boltzmann machine by adding a term to the energy that is some 

monotonically increasing function (A) of the squared distance of the solution from the 
AA 

origin. A[(f .r)]. Since this contribution to the energy represents soft a priori knowledge 

it is necessary only to consider dominant terms contributing to the energy. so the 

contribution of this term to AE is approximately 

2 d~ A[u] . (f.Af); (3.6) 

where u ... (f.f). The function A[u] is used to control the power of the term over the 

reconstruction space. If A[u]=u then dAjdu= I and the contribution to the energy is 

quadratic from the origin. and longer vectors get greater coercion to become shorter 

than do those nearer the origin. If A[u] ... .JU then dAjdu=- (2.JU]-1 and this term 

contributes the same predisposition for any vector to get shorter. regardless of its length. 
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If A[u] ... ln(u) then dA/du=u-1 and the contribution to ..6.E becomes weaker as the 

estimate vector gets longer. giving up and let~ing the reconstruction agree with the other 

data when the data compel the solution to be a very long vector. If the In(u) form is 

used. it should be clipped to some finite value when the estimate is very short to keep 
A A A 

the term from diverging to -00 and having f == 0 as the best solution. The term (f .Af) is 

a local term that each processor needs to know separately. but for pixel perturbations it 

is simply the perturbation size times the value of the estimate at the pixel being 

processed. and both these values are already known to the processor. The term dA/du is 

a global value. the same for all processors. and can usually be measured by a single-

detector system. looking at the estimate being displayed on the input vector of the 

matrix-vector multiplier. and baving an input-output function appropriate to the chosen 

function A. The value u does not change very quickly and the system measuring A[u] 

can have a fairly low bandwidth. as might be necessary for some of the desirable 

functions A. 

Another soft quality often desired in the solution is some degree of smoothness. 

Real object distributions are often known to be fairly continuous away from their 

boundaries. and the reconstructions should reflect this knowledge (Barrett. 1986). The 

estimate can be coerced into being smooth by adding a term to the energy proportional 

to II \72(112 . The contribution of this term to ..6.E is 

(3.7) 

For a vector as a function of r. the operator \72 is ::2' and this corresponds to a simple 

Toeplitz matrix. The second term of expression 3.7 is only a function of the 

perturbations chosen. It can be predetermined and stored in the same way as the H T g 
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term from the least-squares contribution. The first term can be manipulated to give 

(3.8) 
T A. A 

This looks like the least-squares term. (H Hf.~f). calculated in the matrix-vector 

multiplier. and it could be computed in the same type of system. allowing for the fact 

that \74 is a bipolar matrix. Since the only difference between this term and the least-

squares term is the matrix used. the sum of these contributions could be computed in a 

single matrix-vector multiplier using the sum of the two matrices. appropriately 

combined with the weighting factor. p. for the smoothing term. The necessary operation 

can be expressed as ({H T H+2pV4}f.~f). The composite matrix may still be bipolar. but 

for debluring without exceptionally strong smoothing it will most likely be an all-

positive matrix. 

Many more types of a priori knowledge may arise in various applications. but it 

would be unreasonable to try to consider all the possibilities beforehand. The previous 

examples should be illustrative of how the knowledge should be applied to the energy 

calculation. At this stage. the application of a priori knowledge is probably as much 

artistic flair as scientific prowess. 

Accepting or Rejecting a Perturbation 

Once ~E has been determined. it can be applied to the Boltzmann criterion to 

determine if the corresponding perturbation should be accepted or not. If ~E<O then the 

perturbation should be accepted unconditionally; if ~~O then the perturbation should 

be accepted with the Boltzmann probability. e-[.1.E/kt] . Both of these cases can be 

considered by one judicious comparison. The value I. against which ~E should be 

compared. should be chosen randomly from an exponential distribution. 
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p(l) = 1/(1) e-[I/ I ] (I~O). (3.9) 

where (I) is the average of many sampled values. The probability that an I picked 

randomly from this distribution will be greater than a positive boE is 

00 

p(l>boE) = J dl p(l) = e-aE/ I . 
boE 

(3.10) 

Since there are no I less than zero. the probability of selecting an I greater than a 

negative boE is one. By letting (1)=kT. selecting an I and comparing it to any aE. one 

performs the desired discrimination for any aE. 

Making comparisons of analog values is a simple task that can be accomplished 

quickly and accurately by a single electronic device called an analog comparator. The 

computational challenge here is to generate the random values from an exponential 

distribution. Nature has. in its attempt to annoy everyone else. provided an ideal system 

for generating these values. The only chore in designing this processor is to recognize 

the applicability of the phenomenon and optimize it for the desired use. The 

phenomenon to be recognized usually manifests itself as spatial noise in a coherent 

optical system and is called. often accompanied by profane adjectives. speckle. When 

the phase of a coherent wavefront is badly distorted. such as by a diffuse scatterer. the 

amplitude of the wavefront downstream has noise arising from the addition of many 

random components with uniformly distributed phases. The resulting noise on the 

intensity pattern is a random value from the distribution of equation 3.9. where (I) is 

the average intensity of tqe noise component and I is the instantaneous point intensity 

of the noise. If an intensity value is sampled at a point in the speckle field where there 

is no unscattered light (i.e. anywhere off axis when imaging a monochromatic on-axis 
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point through a diffuser). then the output of the detector will represent a value 

randomly sampled from the distribution of equation 3.9. exactly what is desired. There 

can be many points in the speckle field that can provide uncorrelated samples from the 

distribution. fully in parallel. as would be required by the fully parallel system 

procesSing all perturbations simultaneously. 

Once a set of perturbations has been processed. the Boltzmann machine wants 

another set of random numbers for processing the next set of perturbations. A static 

speckle detecting system will not produce the different values desired for subsequent 

perturbation sets. so the speckle system must have something changing with time to 

behave satisfactorily. The detector (array) could be moved to· some unsampled region of 

the speckle pattern. but this would probably be too slow. and besides. unsampled 

speckle pattern would become pretty scarce quickly. The speckle pattern itself can be 

changed by changing the detail of the diffuser. The illuminated area for a typical 

diffuser (e.g. a piece of ground glass) such that a detector se7s an effective point. yet is 

uncorrelated from neighboring detectors. may be on the order of .1 to 10 mm 

(depending on detector type and arrangement) at typical benchtop diffuser-to-detector 

distances. Moving the diffuser or the illumination spot these distances on the 

appropriate time scales seems more reasonable than moving the detector. There still may 

be a problem of runnIng out of unused areas on the diffuser and getting repetitions of 

the random-number sequence. This mayor may not be physically bad for the algorithm. 

but is certainly conceptually undesirable. One approach to avoiding the repetition may 

be to get a diffuser that is large enough that this does not become a problem. but then it 

gets difficult to scan the beam over the entire diffuser or to move the diffuser quickly 

enough to get values at the desired rate. Another approach is to use a liquid diffuser. 
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such as a scattering colloid, and let the Brownian motion of the particles change the .. 
exact structure of the scattering. This provides all the random numbers desired with no 

apparent correlation over long times, but it is difficult to get the particles to move fast 

enough to get uncorrelated samples at the desired rate. A complete solution to the 

problem, that seems to provide adequate performance, is to combine two of the 

insufficient solutions. A colloidal diffuser can be used to suppress repetition of the 

random-number sequence, and the illuminating beam can be scanned around on the 

diffuser to produce adequate temporal bandwidth. By the time the scanning beam 

returns to a starting point, the particles have moved enough to create a speckle pattern 

that is uncorrelated with the one produced the previous time the scanner was at that 

point. This procedure can produce uncorrelated samples at the desired rate for as long 

as the processing takes. 

When only one speckle value is needed at a time, but at very high rates, such as 

when virtual processing techniques are used, there are two approaches for getting the 

values from the speckle system to the processor. In the first, an array of detectors could 

sample and hold the speckle pattern and the values could be read out of storage as the 

processing needs them. This physically simulates actual parallel processing, but doesn't 

really tax the speed of the speckle system as the fully parallel system would. A better 

solution for simulating the speed requirements is to use a single wide band detector 

feeding real-time values from the speckle system to the processing system. This makes 

the speckle system produce values at a rate that would be required by each speckle 

detection system in the fully parallel processing architecture. 
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Generating Perturbations 

Simultaneous processing of many perturbations ignores the cross terms in AE 

between different perturbations. but does not affect the stability of the final solution. 

As long as the perturbation scheme does not fundamentally misguide the estimate. the 

solution reached with proper annealing will be within a few kT of the lowest energy on 

the energy surface. Even if perturbations along all of the reconstruction axes are 

considered in parallel. and the cross terms make significant contibution to AE. the 

estimate can still converge to the proper solution. As equilibrium is reached. fewer and 

fewer perturbations are accepted. and when a perturbation is not accepted. its cross 

terms contribute nothing to AE. As fewer perturbations are accepted. the cross terms 

become less significant. and the final solution behaves as well as one generated by 

considering only one perturbation at a time. 

The full set of perturbation functions contains two perturbations for each axis; 

one for adding the function describing that axis. and one for subtracting it. Considering 

both these perturbations would not ignore a cross term. but rather an "auto term" that 

will have a profound effect near minima. The thermal energy is provided to allow an 

estimate to travel uphill from a minimum and attempt to continue its search. but 

consider what can happen if both adding and subtracting a grain are proposed 

simultaneously. such as on the one-dimensional energy surface in figure 6. Assume that 

at some point the estimate is exactly at the local minimum and that the proposition to 

add a grain is made simultaneously with a proposition to subtract a grain. From the 

minimum. each of these perturbations will lead to increasing energy. and it is possible 
f 

the Boltzmann criterion will accept one of them. say. subtracting a grain and move the 

estimate one grain to the left. At the next step the system will again consider both 
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perturbations. This time adding a grain will decrease the energy and automatically be 

accepted. Subtracting a grain will likely increase the energy and mayor may not be 

accepted. The only two things the estimate can do are to either return to the minimum, 

or, by accepting both perturbations, stay the same. There is no way for the estimate to 

climb more than one perturbation away from the minimum. Such a perturbation scheme 

not only traps the estimate in local minima, but estimates under this scheme can actually 

be stable at local maxima (if they can get to one). A parallel processing scheme should 

not be allowed to consider all possible perturbations at once. At most, one perturbation 

per direction should be considered at a time. Which one is tried should be picked 

uniformly and randomly at each grain for each processing step. 

If a full set of grains is to be processed in parallel, either physically or virtually, 

only one of the possible perturbations for each grain is considered. The only 

computational task of the perturbation generator is to choose which perturbation to use 

at each grain. Each processor needs a one-bit random number, equally likely I or 0, for 

each operation. The occurrence of a I will trigger an attempt to add a grain and the 

occurrence of a 0 will trigger an attempt to subtract (or vice-versa if necessary). 

Finding such a bit in a digital . machine would likely take some kind of pseudo

randomizing algorithm and would be computationally tedious compared to the 

complexity of the task. Deriving such a bit from the noise in an analog system is quite 

easy, and one good source of analog noise that has already been established is the 

dynamic speckle pattern. If two detectors are placed in this speckle pattern, separated 

by more than a correlation length, at positions of equal (I), then the probability that 

either one will detect an intensity greater than the other is 1/2. Comparing the two 

outputs to each other, or comparing their difference to zero, in an analog comparator 
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FIGURE 6 

Optimizing Over a Single Dimension 

will produce the desired one-bit random number. Figure 7 shows the one-channel 

composite system for generating the sign of the perturbation and generating the values 

needed for the decision to accept or reject a perturbation. Since the speckle pattern 

naturally has a great many independent random values distributed in space, a 

multichannel system for fully parallel processing would simply need to have more 

detectors to produce the parallel values. 
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Integrating the Processors 

The remaining tasks to be accomplished are to update the estimate to reflect the 

decisions made on the perturbations, and to generate a value representing the ratio 

between the number of perturbations leading to aE>O being accepted and those leading 

to aE<O. 

In order to update the estimate for the fully parallel system, each pixel would 

require some kind of continuously accessible memory. When virtual processing is being 

used, the physical processor is communicating with only one memory location at a time. 

In this case, an electronic random-access memory can adequately simulate an array of 

fully accessible memories. To actually go to the fully parallel system would simply 

require more memory, as each processor would require its own local memory. 

As the memory is being updated, the processor can generate some kind of signal 

to indicate the state of equilibrium. This can be done in many ways and needs much 

lower bandwidth than the processors. A simple method is to generate a small current 

pulse each time a grain is accepted, generating a pulse of one polarity every time a 

positive grain is accepted, and of the other polarity when a negative grain is accepted. 

If these pulses are summed in a low-pass summing circuit, the output will roughly 

represent the state of equilibrium, fluctuating near zero when equilibrium is reached. 

With the virtual processing technique this method of monitoring the state of equilibrium 

is very easy, requiring only one wire to the summing circuit and performing the sum 

over time, basically measuring the difference in frequency between accepting positive 

grains and accepting negative grains. When fully parallel processing is used, if the 

number of wires to the summing circuit becomes unwieldy, then the electrical pulses in 

wire can be replaced by freely propagating optical pulses. The polarity of the pulses 
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Add or Subtract 

Figure 7 

Generation of Random Values 

can be mapped onto two channels (i.e. two wavelengths) in an optical system. Taking 

the low-pass difference between the signals in the two channels will produce the 

desired values. 

The matrix-vector multiplier needs to display an accurate representation of the 

estimate, and this display should be "refreshed", in order to represent the current 
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estimate, every time a set of perturbations has been processed. With virtual processing 

this refresh can be synchronized to the updating of the estimate such that when a pixel 

in the estimate is accessed for update, its value at the same time can be sent to the 

matrix-vector multiplier for refresh. This allows reasonably efficient use of the 

random-access memory that would otherwise need to be multi-ported or have· processing 

and updating multiplexed in time. If fully parallel processing were being used, the 

estimate would be stored in the local memories of the processors, and whatever was 

updating and driving the estimate vector onto the input transducer of the matrix-vector 

multiplier would need to access these local memories appropriately. 

With the optical systems of figures 5 and 7, and a feeling for how to connect 

them together and appropriately automate their processing, we have covered the 

fundamental design of an optical Boltzmann machine. The results of this chapter so far 

are compiled to schematically depict an optically assisted Boltzmann machine in figure 

8. The rest of this chapter will be dedicated to the realization of this design in two 

machines. 

A Simple Optical Boltzmann Machine 

Following the schematic of figure 8, we can now build an optical Boltzmann 

machine to deblur an "image". The images we are concerned with here will be rather 

small and abstract compared to the usual complexity of such things. Botli the image and 

the object will be 100 pixels in a line, and hence the linear detector and source can 

represent them geometrically as well as mathematically. The machine will reconstruct 

objects from both modelled and physically gener~ted data of an Image as seen through 

an aberrated (typically defocused) imaging system. The system matrix, H, will be 
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optical MVM 

accept-or-reject bit 

Figure 8 

Optically Assisted Boltzmann Machine 

An estimate storage system sends f to an optical matrix-vector multiplier to form HTHf. 
which is used by the decision processor. along with HT g. a speckle intensity. a priori 
information. and the proposed perturbation. to accept or to reject the perturbation. This 
decision and the perturbation are used by the estimate storage system to form an 
updated estimate which is used for the next cycle of the machine. 

modelled as a Toeplitz matrix representing the blur function. The H T H mask function. 

for a Toeplitz H. will manifest itself as the autocorrelation of the linear blur function. 

The matrix-vector product will be detected with an integrating detector array and the 
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results read out for virtual processing. The vector YH T g will be computed in a host 

IBM PC (or directly measured in a few experiments) and stored in an electronic 

random-access memory that acts as virtual local memory for the virtual processors. 

Smoothing with a derrivative term will not be used because the artificial objects to be 

tested may well have sharp edges in them. The null functions of blurring tend to be 

simply high-frequency spatial oscillations in the intensities. When we desire to repress 

these functions the perturbation scheme will be modified to avoid perturbations that 

make the estimate violate median filtering principles; perturbations that would take a 

pixel past a threshold. about five percent of full scale away from the median values of 

itself and its four nearest neighbors. are summarily rejected. This gives hard repression 

of pixel-to-pixel oscillations of the intensity but allows sharp edges to exist. 

The source for the matrix-vector multiplier is a lOa-element LED array. The 

estimate is displayed on this array by addressing each pixel in the array sequentially 

and sending a fixed current through the diode for a time proportional to the estimate 

value at that pixel. It is this conversion that limits the processing speed of this 

particular processor. taking several hundred milliseconds to display the estimate strongly 

enough to produce good signal at the detector. This speed could be improved greatly. 

but since our plans are not to have this as the ultimate machine of this work. it will be 

used as-is to characterize the algorithm and test for unforeseen problems. It still 

processes grains about five times faster than the digital algorithm on a VAX. but on an 

admittedly smaller data set. 

The matrix-vector product is collected on lOa elements of a I 28-element 

integrating photodiode array. .Each element of the detector array is 100 times as tall as 

it is wide. so the lOa-element array is physically square. providing another dimension to 
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use in representing the matrix function. described as follows. The I-D psf apparent on 

the output signal of the detector is determined by integr~ting the 2-D optical psf over 

the lines of the detector elements. We can manipulate the two spatial dimensions of the 

optical psf to 'affect the functional form of the I-D psf. This allows us to accomplish 

some of the desired Hand H T H operations with only simple phase masks (i.e. tilted 

cylindrical lenses). and those operations requiring gray-scale masks are easier to align 

because there is less need of severe anamorphic imaging of the mask onto the detector 

array. 

Once the estimate has been displayed and the product detected and stored. the 

product is scanned out of the detector for processing. If the detector storage capacitors 

were separate from their integrating capacitors and the output could be scanned at the 

appropriate speed. then the processing readout could be synchronized to the refresh of 

the estimate display. The detector used for this particular machine. however. falls short 

on both counts. The output of the detector is obtained for each pixel by collecting the 

charge on its integrating capacitor. and these pixels must be interrogated one at a time. 

If the detector pixels are interrogated while the estimate is being refreshed. the resulting 

signal will not accurately represent the desired product. Because of the time required to 

use pulse-width modulation for the LED source. the refresh rate is much slower than 

the minimum read-out rate for reliable detector output. Since the refresh and detector 

output cannot be synchronized. either the detector output or the processed decisions 

must be loaded into a first-in first-out (FIFO) buffer to be referred to during the 

refresh. Since the binary decisions require less memory depth than the analog~alues of 

~E. the detector output is processed as it is read out. and the resulting decisions are 
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stored in a FIFO with an output that is synchronized to the refresh and updating of the 

estimate. 

Because there is only the least-squares term in the energy and the a priori 

knowledge is incorporated into the perturbations. the energy surface is quadratic and 

local minima exist only because the perturbations are of finite size and in discrete 

directions. These minima are relatively shallow and annealing is not too critical. The 

temperatures can start out fairly low. even with large grains. and can be reduced to 

zero as the grain size gets small. 

We have constructed a machine as described. detailed in figure 9. and used it 

for reconstructing various object functions that we thought would be good tests of the 

machine. The matrix-vector products in this application can be formed by convolution. 

and the, required 1-0 psf's could usually be adequately obtained by suitable 

combinations of defocussing the imaging lens. inserting a rotatable cylindrical lens near 

the pupil to give the 2-d psf an anamorphic quality. and rotating the detector array to 

give different line integrals over the 2-0 psf. If these manipulations were insufficient to 

establish the correct function. an amplitude mask could also be placed near the pupil 

for more control. Aligning the optical system such that there was pixel-to-pixel 

matching of the source and detector for an identity matrix function (no blurring) could 

be done reasonably closely. but the magnification ratios and psf were not truly uniform 

across the field. Getting exact. sub-pixel. alignment was not possible. This system would 

not be good for reconstructing an object from an image produced by an unaberrated 

imaging system because the blurring function would be narrower than the alignment 

accuracy and the system would be fighting spatial aliasing effects while attempting to 

perform the inversion. But as the psf broadens out. the contribution of a grain is spread 
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out over many pixels and is seen by many of the processors handling other 

perturbations. If the grains decided on by a given processor are not placed correctly. 

the error will eventually be noticed by the other processors and affect their operation. 

These effects will be represented in their placement of grains and will be seen by the 

original processor. establishing a path of negative feedback and compensating for the 

error. 

A typical example of a recovery problem and reconstruction is shown in figure 

10. The object consists of five rectangular intensity profiles. each five pixels wide. 

spaced unevenly across the field. The data vector represents such an object seen 

through a defocussed system with a psf approximately seven pixels wide. giving an 

H T H about 14 pixels wide. The back-projected data H T g. shown as the upper function. 

along with a priori knowledge for median filtering and to keep the estimate within 

~nown spatial and intensity boundaries. were used to generate the reconstruction shown 

by the solid line of the lower function. The original object is represented by the broken 

line -in the lower function. The reconstructed rectangle functions are located with 

respect to the object within one pixel. which is all that's possible with these 

perturbations. The zeros of the object are exact and match the a priori lower limit. The 

intensity values of the rectangles are significantly lower than the a priori upper 

boundary. which was set artificially high because the greatest intensity in an object is 

often not known. Because these values don't interact with the boundary knowledge. and 

the median filtering doesn't kick in for low-intensity null functions. and because the 

dynamic range of the system is not great. the reconstructed values are only within about 

five percent of the object values. The dynamic range could be tweaked up and the 

filtering strengthened a bit to improve this accuracy. but no effort was made to do that 
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on this system. The edges of the function are sharp and clean, more so than they have 

any right to be by looking at the data. This shows the power of the a priori knowledge 

in recovering information not in the data. But with this power comes a need for 

caution. If the object had had ragged edges and we had used a priori knowledge we 

didn't really have to repress the oscillations. we would have still reconstructed the clean 

edges, and in this case, that would have been a poor reconstruction. 
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Comparing a Reconstruction to the Original Object 
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To test the tolerance to misalignment. we displaced the detector array so the 

processors would be getting values from pixels different from those assumed and hence 

miscalculate the energy contributions. For shifts of up to several pixels the processor 

had no trouble in reconstructing the object. shifted on the source to match the shift of 

the detector. For shifts greater than the width of the psf of the system the processor 

was not able to reconstruct anything resembling the object. with many of the pixels 

locking up to one of the a priori intensity limits. The negative feedback was broken by 

the large shifts. and processors were trying to change the intensity on elements that 

were not within their field of view. 

If the median-filter barriers are removed. then as the estimate closes in on the 

solution. it noticeably wanders along the null axes. resulting in ragged. indistinct edges 

and worse oscillations along the tops of the rectangles. All the reconstructions are 

consistent with the data. but they are observably poor reconstructions. Since there are a 

great many solutions that equally well fit the least-squares term. all at the lowest 

energy. and only one represents the object. the reconstruction seldom looks like the 

object. 

The speed of converting the estimate from an electrical signal to an optical signal 

is the major factor limiting the speed of this machine. Because there is very low duty 

cycle of the individual optical channels. the speed of the matrix-vector multiplier. using 

the conversion described. falls far short of its potential. and the grain-processing speed 

is only about 5000 grains per second. It would be relatively easy to push this speed 

higher by speeding up the conversion. but this system was designed just to show that 

an optical machine will converge with simulated parallel processing. Since we 

encountered no fundamental problems in the construction and operation of this machine. 
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it was left behind to construct a new. more useful machine. from the bench up. We 

shall cover this effort in the next section 

An Advanced Optical Boltzmann Machine 

In the optical Boltzmann machine described in the previous section. the accept

or-reject decisions were made by a dedicated processor. The tasks of using these 

decisions to update the estimate. enforcing the hard a priori information. and displaying 

the estimate at the input to the matrix-vector multiplier were performed by the host 

computer. The potential speed of the machine can be improved significantly by 

performing these tasks in dedicated systems. operating relatively autonomously from the 

host processor. In this section we describe a machine that uses dedicated display and 

decision systems. as well as other improvements that have advantages that may not be 

fully obvious at this time. but will be made apparent in the next chapter when we 

discuss extending the performance beyond that demonstrated here. 

The particular type of source to be used has a great effect on the design of the 

display circuitry that will drive it. Many of the matrix-vector multiplier designs we 

anticipate using are radiometrically inefficient. yet we desire an analog optical signal of 

useful dynamic range (Le. continuous rather than photon counting) at the detector. 

Therefore we desire much brightness from the source. The LED source of the previous 

section can be arbitrarily bright by extending the maximum allowed dwell time of the 

refresh pulse at each LED. but this leads to an unacceptable sacrifice in the speed of 

the system. We desire a source that can display the estimate at the desired brightness in 

a reasonably short amount of time. With foresight to extended performance. we would 

like to be able to manipulate the exact geometric form in which the estimate is 
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displayed. without making major hardware changes to the system. so we might easily 

experiment with different matrix-vector multiplier architectures. A source that meets 

these needs reasonably well and that we've chosen to use for this machine is a display 

tube of a projection-television system. It can display the estimate with more than 

adequate brightness. It has a video bandwidth in excess of 10 MHz. allowing display of 

up to about 120.000 elements on a standard video frame. or up to about 180.000 on a 

non-standard frame. The driver to be used will only attempt up to about 64.000 

elements on a standard frame. and the tv should easily respond with the desired 

resolution. The intensity of an element on the tv screen is not very well represented as 

a linear function of the signal driving that element. but correction of this effect is a 

simple point operation and. since virtual processing is to be used. the nonlinearity can 

easily be corrected at anyone of many possible places in the serial data path. The· 

machine is perturbing the estimate. trying to display an estimate that represents the 

desired solution. The nonlinearity does not affect the convergence. but rather affects the 

proper' way to interpret the final solution. The intensity distribution on the tv 

represents the solution. so the signal driving the tv does not linearly and shift

invariantly represent the solution without correction. 

The systems for updating the estimate and driving the estimate onto the tv 

display are synchronized with each other. When a memory location representing a given 

pixel in the estimate is accessed to refresh the tv signal. the value is updated to 

represent the decision made about perturbing that pixel. and the new value is written 

back to that_. memo~y' location. This system generates synchronizing signals for the 

television such that the position of the electron beam addressing the tv phosphor is 

directly related to the value of a digital "pointer" within the updating system. When the 
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electron be~m is addressing a particular element on the display. the pointer addresses 

digital memories for that element in the estimate and in the data. The digital outputs of 

the memories are converted to analog values. and the estimate value affects the intensity 

of the electron beam to control the optical intensity of that element on the tv screen. 

The data value is sent to the decision system for its contribution to the accept-or-reject 

decision. While this element of the memory is still addressed. a digital adder uses the 

estimate value. the grain size. the accept-or-reject decision. and the grain sign to modify 

the value of the estimate element by either adding a grain. subtracting a grain. or 

adding zero. This new value is then written back to the memory location storing that 

element of the estimate. In this way the estimate is updated as it is accessed for 

refreshing the display. Control of the memory can also be transferred to the host 

processor to allow new data and estimates to be loaded into the memory and allow 

reconstructions to be retrieved from the memory for analysis and further processing. 

The focussing lens system used in this architecture was assembled to allow direct 

access to the physical stop of the system. The psf function is straightforwardly 

accomplished by putting the appropriate amplitude mask in the pupil and defocussing 

the system to cast a functional shadow of the mask from the source onto the detector. 

The decision logic is quite similar to that used in the previous section. but has 

been expanded to accept the soft a priori terms and has increased bandwidth to keep up 

with the grain processing speed of 5 MHz. For the demonstrations dis9ussed in this 

section. the back end components of the matrix-vector multiplier (the matrix functions 

and the detector) are the same as in the previous section. The reconstructions discussed 

in this section are similar to those of the previous section. reconstructing 100 element 

(or so) objects from 100 element data vectors. This is not a very efficient use of the 
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display system established. but it performs the algorithm well and gives good insight 

into expanding into the extended performance architectures described in the next 

chapter. 

Data for a reconstruction can be created by the matrix-vector multiplier. The 

original function is displayed on the tv and. with the multiplier set to perform the 

operation H. the output of the detector represents g plus noise. Since H is symmetric. 

HT =H. and g can be displayed on the tv so the detector output represents HT g. and this 

is what is to be stored in the data memory. The matrix-vector multiplier is reset to 

perform HTH and is then used to do the necessary computations for the reconstruction. 

Note that the multiplier could also directly form the vector HT g "" HTHf by displaying 

the object on the tv with the multiplier performing HTH. This would have the noise 

contributed by the stationary system errors (residual nonlinearities from the intensity 

compensation and non-uniformity across the display field) which would be repeated in 

the reconstruction process. and the machine would compensate this noise such that it 

would not have an effect on the solution. 

The a priori term used is one that minimizes null functions in the solution. A 

term proportional to II f 112 is added to the energy function. leading to a term 
,.. ,.. 

proportional to (f .af ) in ~E. To accomplish this. we need only tap into the signal line 

driving the estimate values onto the tv and feed a small fraction of it to the a priori 

input of the decision logic. The coefficient of this term in the energy function is 

controllable by manually turning a small potentiometer screw. so we can easily play 

with this term in real time during a reconstruction and observe its effects. The most 

obvious effect of this term is that it works. With the term completely off. the estimate 

wanders along the null axes in the solution space and rarely resembles the original 
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object. although it always agrees well with the data. As the a priori term is added in. 

the estimate quickly falls ·back to the solutions nearest the origin. Since the original 

object is relatively free of null functions. these estimates have great resemblance to the 

original function. Another obvious effect of this a priori term is that it is not 

discriminate; it represses not only null functions. but also functions in the column. or 

measurement. space of HTH. For small coefficients of the a priori term. the data 

effectively overpower the repression of the measured functions. and the global minimum 

is very near the minimum-null-function solution agreeing with the data. As the power 

of the a priori term is increased. the global minimum is "pulled-in" towards the origin 

and the solution vectors are somewhat parallel to the true minimum null solution. but of 

shorter length. For an a priori coefficient of c. the global minimum is where (ignoring 

noise) 

(3.11) 

To satisfy this. the estimate must have no null functions. If the object has no null 

functions. then the displacement of th~ global minimum is in the same general direction 

as the estimate vector. To know the exact displacement vector. it would be necessary to 

know the exact inverse of HTH. in which case there would be both no. need for a 

statistical reconstruction and no null functions to reject. To be most useful. the 

coefficient of c should end up as weak as possible. 

An example of a reconstruction performed by this machine is shown in figure 

11. The original object is a 120-pixel function described by a pulse with a gaussian 

attack profile and a slightly chirped. oscillating decay. The matrix H is Toeplitz. 

representing a psf of an II-pixel-wide triangle function. The oscillations are just lower 

in frequency than the first zero of the transfer function and are varying in frequency 
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so the transfer function can change by an appreciable percentage across the object. A 

deterministic reconstruction from the noisy data would give dubious results because 

there would be a lot of noise. as well as the signal. near a zero of the transfer function 

and the noise would be greatly amplified. 

Since the original object is bipolar. the system is used on a bias such that an 

estimate value of zero produces a finite intensity on the source (about half the 

maximum intensity). Estimate values less than zero decrease this intensity while estimate 

values greater than zero lead to a greater intensity. If the data are also appropriately 

biased. then the machine c~~ search for a bipolar solution without needing more 

channels in the optical system. at the sacrifice of dynamic range. A priori intensity 

limits in the processor put hard lower limits and upper limits on the intensity values. 

but they are put well beyond likely values to be reached in the reconstruction. and 

estimates rarely interact with these boundaries. 

To' display the estimate. the memory pointer is set up to display the same 128 

locations during every line of the display at half the normal display frequency 

(physically. each pixel is displayed twice at the normal display frequency). This 

displays the estimate varying along the horizontal direction and constant along the 

vertical direction. Since the detector elements have a fixed field-of-view. the function 

they see should be changed only once per frame; therefore only one set of perturbations 

can be processed per frame. This gives a processing rate of about 7500 grains per 

second. This is not nearly up to the speed potential of the architecture. but it is still 

pretty fast and it is a good demonstration with results that are easily analyzed. A 

solution can be obtained in about a second even though the processing duty cycle is 

only about 0.3%. 
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FIGURE 11 

Reconstruction of a Decaying Oscillation 

This machine shows its capabilities well even in this very limited mode of 

operation. but to really use its potential we need to better understand how the 

performance of such a machine can be extended beyond the reconstructions described 

in this chapter. In the next chapter we consider ways of extending several aspects of 

the performance to get faster and more accurate machines working on larger data sets. 



CHAPTER 4 

EXTENDING THE PERFORMANCE 

In this chapter we suggest ways of increasing the performance of the basic 

optical Boltzmann machine. These do not represent methods we have thoroughly studied 

experimentally. but rather suggestions of methods we are confident could be used in 

work on the Boltzmann machine that would extend beyond this dissertation. Some of 

these methods may have been tried in the experiments used for this work. and that will 

be mentioned in the context. but we don't consider those experiments to have been 

extensive enough to adequately investigate the concept. Such experiments were done 

only to support our suspicions that the method is worth investigating. 

A simple optical Boltzmann machine can be much faster than a conventional 

digital processor. Other aspects of its performance mayor may not be adequate to the 

application for which it is intended. In many applications. it is initially obvious that the 

performance of the Boltzmann machines described so far will be lacking in two areas; 

the simple optical matrix-vector multiplier described is practically limited to estimate 

vectors of only a few hundred elements. and the precision with which they can form 

the matrix-vector product is often insufficient for the desired precision of the solution. 

The. information in the optical matrix-vector multiplier travels in spatial 

(spatial/angular) channels. In order to implement arbitrary connection weights between 

the input and output channels. the matrix mask must have one dimeJ?sion. typically 

optical admittance. that is used for encoding the weights of the connections. The' 
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admittance must be varied as a function of the other dimensions (Le. spatial) of the 

mask that are used to define the spatial properties of the interconnections. The number 

of mask dimensions necessary to appropriately transfer an input vector displayed in i 

dimensions to a product vector observed in j dimensions is the sum i+j. The simple 

pixel-transmittance matrix mask has only two dimensions on which to vary the optical 

admittance. This allows one dimension each for the input vector and the product vector. 

Each of these vectors can be represented along only a line. This puts practical limits of 

a few hundred on the number of input and output channels that can be reliably 

connected by a realistic optical system of this configuration. A vector with only a few 

hundred elements can't represent the data sets found in many of the computationally 

tedious tasks we would like to speed uP. such as analysis of images consisting of pixels. 

Another aspect, of performance in which the optical Boltzmann machine shines 

with mediocrity is its precision. The precision is not terrible because the errors made in 

the processing do not accumulate to degrade the final solution. The algorithm searches 

for the solution by measuring the accuracy of its estimate until it is satisfied that it will 

get no closer or until it has used enough time. However. since it is the optical system 

that is measuring the accuracy of the estimate. the solution can have no more precision 

than the optical system. In many problems this precision is not adequate. 

Processing Larger Data Sets 

The matrix-vector multiplier uses a 2-D entity (a matrix) to accomplish a 

transformation from one I-D entity (a vector) to another. This is mathematically 

adequate to describe the imaging of a multidimensional object because the object and 

image can be represented as vectors by an ordering. typically lexicographic (appending 
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many row vectors into one long row vector). of the values measured on an array of 

points. The imaging system. or any linear operation on the object. can be described by 

a matrix operating on the object vector. If we have a nuclear medicine problem of 

imaging a head. partitioned into 8000 (203) volume elements (voxels). onto an image 

plane. partitioned into 1024 (322) pixels. then the problem can be represented as a 1024 

element image vector being the product of a 1024x8000 matrix and an 8000 element 

object vector. 

If only one spatial dimension (a line) can be used in the matrix-vector multiplier 

for defining each the input vector and the vector product. there is a very low usage of 

the parallelism available in the optical system. Being able to represent these vectors 

along two dimensions could greatly increase the practical limits on the number of 

elements of a vector that could be represented. but the optical element necessary to 

perform a gen.eral transfer of a 2-D distribution to another 2-D distribution would have 

to have its admittance manipulated as a function of four dimensions. Such a transfer 

can't be realized in a single. simple pixel-transmittance mask where the channels are 

defined only by spatial dimensions. 

Perhaps the simplest way to overcome this problem. which has already been 

alluded to in chapter 3. is to take advantage of redundancies that occur in the transfer 

matrix. If the form of the process can be modelled as shift invariant. then it is 

represented by a Toeplitz matrix. Any row of the Toeplitz matrix represents a 1-0 

point-spread function (psO. and the vector product can be formed by convolution of the 

object vector with the psf vector. If these two vectors and the product vector are 

antilexicographically ordered (displaying a long row vector as a stack of shorter row 

vectors) then the I-D convolution can be physically accomplished by a 2-D convolution 
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architecture. If the original process was 2-D shift invariant, then edge effects 

discounted in the lexicographic ordering will be re-accounted for in the anti-ordering. 

For other processes it may be necessary to use extraneous pixels to eliminate edge 

effects caused by the ordering. The necessary transmittance mask for the 2-D 

convolution can be made with a gray-scale admittance as a function of two dimensions, 

and the product can be formed in a simple "shadow-casting" architecture extension of 

figure 5 as shown in figure 12. 

The projection tv source used in the second Boltzmann machine of chapter 3 will 

make an ideal source for this type of application, especially if virtual processing is to 

be used. It could easily be used to recover 2-D objects from badly aberrated images, 

processing the grains at video rates. The necessary changes from the system described 

in chapter 3 are to give the address pointer enough range to access enough memory to 

handle the longer vectors, to drive the 2-D estimates onto the tv display appropriately, 

to replace the linear detector array with an integrating area array (i.e. a photodiode ty 

camera) and to construct an optical system to perform the desired convolution. The 

electronic processors have no concern for the length of the vectors. As long as the data, 

estimate, and camera output information are properly synchronized, the accept-or-reject 

processor used in the 1-0 recovery will be all that is needed for the 2-0 recovery. 

Including a priori knowledge of the 2-D signal should not be as lightly delegated 

to the electronics as it was in the 1-0 case. The 2-D object can be rather naturally 

represented by the 2-D optical signal, but the electronic information in the virtual 

processing scheme is still a 1-0 signal. Simple 2-D relationships in the object can take 

on very complicated representations on the electronic signal. The minimum-null

function term is still a straightforward fraction of the display drive signal, but other 



FIGURE 12 

Two-Dimensional Convolution 
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types of information such as filtering and other moderately local ('small kernel') 

operations will probably be more efficiently incorporated into an optical system than an 

electronic one. 

If we want to antilexicographically order the estimate vector in the display and 

product vector on the detector when using a non-Toeplitz matrix. the optical system 

then must have a space-variant psf. Each element in the input vector must have a 
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pattern, into which its light is spread on the product detector, that is independent of the 

patterns of the other elements. To implement any arbitrary matrix that connects an 

input function of two coordinates to an output function of two coordinates we must be 

able to vary the connection strength as a function of four dimensions. The pixel

transmittance mask can't reign over this many dimensions because it controls channels 

distinguished only by their spatial locations on the mask. A hologram can, however, 

manipulate the channels distinguished by their spatial location and by their angular 

direction of propagation. A volume hologram can control channel strength as a function 

of six dimensions. Two of these dimensions are generally used redundantly to ensure 

efficiency and angular selectivity (to make the hologram "thick"), leaving four 

dimensions over which to control the transfer; precisely the number that is desired 

(Collier, Burckhardt, and Lin 1971). 

A holographic transfer mask consists of many gratings. In a thick hologram, each 

component grating can intercept light from a particular point in the illuminating source 

(its reference wave) and redirect some of it to a particular point in the output plane (its 

reconstructed object wave). Each component grating then physically defines one channel 

in the system. In theory, we could make a volume hologram to implement any space

variant psf. In practice that would require making the hologram in unobtainium 

impossiblate, and can probably never be accomplished. The geometrical interconnection 

bandwidth of a volume hologram is approximately equal to the number of X 3 volume 

elements in the piece of holographic material, where X is the wavelength of the light 

being used. This bandwidth is often espoused as the theoretical number of channels that 

can be defined in a volume hologram. This is, however, an extremely gross exaggeration 

of practical limits. What the geometrical interconnection bandwidth does tell us is that 
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if we make a grating in a volume of I OB(~ 3) we should be able to define anyone 

channel in a lOB channel system without any interaction with any of the other channels. 

Such a grating could define one arbitrary channel between a 104 element input vector 

(displayed in 2-D) and a 104 (2-D) element output vector. All the gratings defining 

channels from any particular source point can be coherently superposed to form one 

hologram that will accomplish the desired psf for that source point. To make this 

hologram we must modulate the optical admittance of the holographic material by some 

amount 011 in the appropriate fringe pattern. We want the hologram to be efficient 

enough to deflect a useful amount of light into the psf. which means that 011 will have 

to be on the order of 0.1 ~/t. where t is the thickness of the holographic material. to give 

several percent efficiency. To get the psf for another source point. we must add another 

hologram to the material. Since this other source corresponds to a reference wave 

independent of the first source. the second hologram and the first must be superposed 

incoherently. and the combination will use 2011 of the admittance range. The incoherent 

combination of holograms will quickly use up the available admittance range 6.11. For a 

lcm thick crystal of LiNb03• with A11 of 10-5 and 0.1 ~/t of 5.10-6 in the visible. it is 

pushing the material limits to make two good psf's. More exotic materials may have 

admittance ranges of 10-3• giving admittance limitations on the order of 100 holograms. 

but other limitations are likely to come into play before that many holograms can be 

incoherently multiplexed. Nonlinear processes in the creation of the holograms will give 

rise to cross-talk between signals that must remain independent to accomplish the 

desired operations. Long tails on the psf's may also contribute significantly to cross-talk 

as many of them are added together. These tails can be apodized in the transverse 

direction by using smooth illumination profiles. but to apodize them in the longitudinal 
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direction would require tapering the modulation of the holograms near the longitudinal 

edges of the material. and this appears to be a very difficult thing to do. All these 

effects. and probably more. make it very difficult to predict the practical number of 

holograms that could adequately be mUltiplexed into the same volume. but the state-of

the-art limit seems to be about ten. Except for the tiniest of holograms. the 

interconnection bandwidth has little to do with the number of connections that can be 

physically accomplished in the material. 

As has been seen before. a priori knowledge can be a powerful tool and we 

may be able to use it here to do some preprocessing that will make the problem more 

manageable. In most large. realistic problems the interconnection between the object and 

the data vectors is not dense. Each element in the object probably has an effect on only 

a small number of elements in the data. The matrix representing such a system is 

sparse. that is. a great number of the matrix elements are effectively zero. Many zeros 

in the matrix means spreading the available light over fewer pixels in the psf and can 

reduce the 01'/ required to make the appropriate hologram. If the matrix is only generally 

sparse. the finite elements will occur at arbitrary locations and the psf will still require 

the full interconnection bandwidth of the holographic material. The holograms must be 

able to support any of the possible channels. hence the geometrical interconnection 

bandwidth of each hologram will have to be as high as for the dense matrix. Fewer 

finite elements means some decrease in 01'/ for most holograms. but each one still 

requires the full volume of the material. hence they must all be multiplexed into the 

same volume. Even the sparse matrix will likely have far too many channels to be 

realistically accomplished. If some kind of order can be imposed as to where the finite 

values occur. then the interconnection bandwidth of the hologram can be reduced. With 
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this bandwidth reduced. each hologram can occ-upy a smaller volume of the material. 

More holograms can be put into a given volume of the material because not all of them 

will physically overlap and the degree of multiplexing will be lower. With reduced 

interconnection band.width. more channels can be created in a given piece of material. 

A good way to impose order upon the sparse matrix ·is to transform it to a 

matrix that is "diagonally dominant". Suppose there is some matrix B such that 

BH=D (4.1a) 

and 

(4.1 b) 

The matrix B should preserve in D the rank of H. and the matrix DTD will be said to 

be diagonally dominant if all the finite elements of DTD are near the diagonal. where 

"near" is judged rather than defined. but will probably be on the order of ten ~lements 

or less from the diagonal. Applying equation 4.1a to equation 2.4 gives 

Bg=B(Hf+n)=Df+Bn. 

This would lead to a AE1s equivalent to the form of equation 3.5 that is 

AE1s=2(DTDf.Af)-2(DTBg.f). 

(4.2) 

(4.3) 

As before. the terms for (DTBg.f) can be computed and kept in some memory device. 

and the computing task for the optical system will be to generate the values for 

(DTDf.Af). The matrix DTD descibes a space-variant psf. but since it is diagonally 

dominant the psf is compact. and the hologram necessary to produce each componeI\t 

needs less bandwidth and hence less volume. A holographic system for performing this 

operation is illustrated in figure 13. 
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Producing a Compact, Space-Variant PSF 
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In this holographic system the estimate f is imaged slightly out of focus onto a 

hologram representing DTD such that a point on the estimate illuminates a small volume 

of the hologram. Within the volume illuminated by the ith pixel of f is the hologram 

necessary to represent the finite values of (DTD)ij' Also multiplexed into this volume 

are portions of the holograms from physically neighboring pixels in the estimate display. 
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If the estimate were well focussed onto a thin enough hologram. there would be no 

overlap between neighboring pixels of f. but the interaction volume between the light 

and the hologram would become so small that the 01'/ necessary to give the desired 

efficiency would probably exceed D..1'/. and/or the geometric interconnection bandwidth 

would be insufficient to support the desired number of channels in that volume. The 

estimate is defocussed onto the hologram in order to balance the multiplexing limit and 

the geometric limit into a reasonable compromise. In this way we can get the maximum 

number of gratings into a given piece of material. The diffracted light from the 

hologram is directed to the product plane such that the hologram is slightly out of focus 

on this plane. The defocus this time is such that the combined power of the hologram 

element and the lenses will focus light from a point on the estimate to the desired psf 

within the defocus spot on the product. By compressing the interconnection bandwidlh 

with the diagonally dominant matrix. the hologram that would probably be unrealizable 

for the generally spar~e matrix may well be practically achievable. 

It remains to be considered whether the ne,cessary matrix B can be reasonably 

found. Certainly finding a pseudo-inverse of H fits the requirement in the extreme. 

resulting in a matrix with all finite elements on the diagonal. Intuitively it seems 

obvious that clustering the values around the diagonal should be easier than finding a 

transformation that c~nfines all finite values to the diagonal. Not only should it be 

easier than finding a, pseudo-inverse. but compromises that lead to the 'pseudo' prefix 

can be avoided. Constructing a left-hand-side transformation that diagonalizes a matrix 

has the computational complexity of finding the minimum set of column vectors that 

span the column space and. for each of these. finding the component that is orthogonal 

to all the other column vectors in the spanning set. To make the matrix diagonally 
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dominant does not require determining the minimum spanning set. and it is necessary 

only to find a component of each that is orthogonal to most of the other columns. and to 

arrange the order such that the ones with components not orthogonal are placed nearby. 

If an imaging-system matrix has a left-hand-side inverse. then the inverse applied to the 

imaging matrix yields the identity matrix. and the composite represents a perfect 

imaging system with a delta-function response. The diagonally dominant matrix is not 

the identity matrix. but its associated psf is much more compact than that of the 

original system. The matrix nT8 can be though of as a "pre-inverse" of the matrix H. 

The transformation to a diagonal or diagonally dominant matrix does not require 

the initial matrix to be sparse. Even the densest matrices may have inverses or good 

pseudo-inverses. We suggest first considering sparse matrices. however. for both 

computational and physical reasons. Mathematically. the columns of a sparse matrix are 

generally sparse vectors. Finding a vector that is orthogonal to a bunch of sparse 

vectors should be easier than finding one that is orthogonal to a bunch of dense ones. A 

zero in a vector gives the freedom to add a component in that direction to an orthogonal 

vector and still have an orthogonal vector. Considering the physical aspects. the 

transformation accomplishes a linear combination of the element values of the original 

matrix onto the finite elements of the diagonally dominant matrix. If the original matrix 

is dense. it is possible that elements in the diagonally dominant matrix. which would be 

the combination of many finite elements. might require much more dynamic range than 

the elements of the original matrix. This will increase the variation in 511 necessary to 

replicate that range in the psf and ill1 will probably be used up faster. For the sparse 

matrix the combination involves many zeros. and the dynamic range of the elements is 

much less likely to get out of hand. The dense matrices might be handled well by this 
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procedure if transformed to diagonally dominant, but it would probably be more 

fruitful to consider sparse matrices first and let them get denser if the method works 

and the need arises. 

Use of the pre-inverse can benefit the Boltzmann machine more than just by 

making it optically realizable, and those benefits may add to justifying the effort 

required for the transformation. The pre-inverse performs the processing necessary to 

all inversions of data produced by the same system. When a Boltzmann machine is 

inverting many data sets from different objects subject to different noise and possibly 

different a priori knowledge, then preprocessing by DTB can be thought of as 

representing an automatic response to the system. The Boltzmann machine then doesn't 

need to repeat that response, but can start from that point and glean out the properties 

particular to that inversion. For repetitive inversions it may be useful to pre-process to 

a diagonally dominant matrix even if it ~s not necessary for optical implementation. 

Another way to deal with larger data sets involves not vectors with more 

elements, but vectors with elements that are more significant. A picture may have over 

one quarter of a million pixels, but if there are many pictures to be looked at then they 

probably won't be worth even a thousand words each. The class of objects from which 

these pictures are derived can be spanned by functions more sophisticated then the 

pixel functions. If these new functions contain more information about the class of 

objects than the pixel functions dq, then the object should be well represented by fewer 

of the new functions. We use the Karhunen-Loeve expansion as an example of a better 

set of functions. The eigenvalue equation for the autocorrelation of a continuous, zero

mean function f is 
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(4.4) 

where (ab) is the expectation value of the product ab over the class of objects. Any 

function in the class can be expanded in terms of the eigenfunctions 1/1. 

M 
f(r)=- .L O/ml/1m(r). 

m ... l 
(4.5) 

Equation 4.5 is the Karhunen-Loeve expansion of the function f. It is a popular 

expansion because the coefficients are statistically independent over the class of objects. 

(4.6) 

where 8nm is the Kronecker delta function (Frieden. 1983). This is useful for our 

purposes because the terms needed to adequatelY approximate the function can usually 

be truncated to a reasonably small set over J (J«M) eigenfunctions. In practice it is not 

uncommon that a few tens of the eigenfunctions. those with the largest eigenvalues. will 

more than adequately span the object class for reconstruction purposes. 

To apply this expansion in the Boltzmann machine. we let the eigenfunctions 1/1 

become eigenvectors t/J of the autocorrelations of the object vectors and create new 

object and data vectors. a and fl respectively. with elements that are the expansion 

coefficients of the eigenvectors and transformed eigenvectors. 

O/j =(f.t/Jj) 

Pj -(g.Ht/Jj) 

(4.7) 

(4.8) 

The eigenvectors are orthogonal. but the set is truncated to disregard those with very 

small eigenvalues. so the expansion is only approximate. 

(4.9) 
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Substituting equation 4.9 into g=Hf gives 

gE!!HLajl/lj= LajHl/Ij. (4.10) 

j j 

Using equation 4.10 to substitute for g in equation 4.8 leads to 

(4.11) 

We now define the matrix n with elements 

(4.12) 

and equation 4.11 can be rewritten in the matrix form 

(4.13) 

Equation 4.13 represents a linear process that could be inverted in a Boltzmann 

machine. It makes no reference (other than those implicit in 0) to the structure of the 

eigenvectors but simply describes an operation on the coefficients for the object to 

. produce the coefficients for the image. All the Boltzmann machine has to do is recover 

the vector a from the vector fJ and the a priori knowledge. The solution will be a set of 

coefficients rather than a physical image. but the. reconstructed image can be formed 

directly from a by equation 4.9. It is possible to reconstuct good images from a broad 

class of possible images with only a few teQ,s of coefficients. For such numbers of 

components it should be reasonably straightforward to construct the completely general 

matrix-vector multiplier of figure 4 to form the needed vector product. 

As with the diagonally dominant transformation. the function-expansion 

approach requires that a lot of effort be dedicated to preprocessing. The Boltzmann 
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machine may reap some computational benefit. as well as physical benefit. from this 

preprocessing. When virtual processing is used instead of true parallel decision making. 

just having many fewer elements on which to operate will improve the convergence 

speed. Still. the cost of preprocessing will probably not be justified unless it is 

necessary to invert many different data sets ·produced by objects from the same class 

(objects having the same significant eigenvectors). If this is the task. however. then 

reconstructing eigenvector coefficients rather than pixels looks like a very good 

approach to recovering objects that would require a great number of pixels to be 

adequately represented. 

Bimodal Boltzmann Machines 

A simulated annealing program running on a digital machine can make very fine 

measurements of the energy and produce a very precise solution. To get this precision 

the estimate must be annealed to a very low temperature. which requires the processing 

of a great many grains. In spite of the sophisticated measurements of the energy. the 

estimate does not evolve in a very sophisticated way. The digital machine requires a lot 

of processing time to produce a precise solution. An optical Boltzmann machine. on the 

other hand. can process grains very quickly and produce a solution in much less time. 

The optical machine can't measure the energy at the resolution that the digital machine 

can however. and the solution produced should not be nearly as precise as is possible 

on the digital machine. The optical machine has no hope of producing an accurate 

estimate with more dynamic range than can be distinguished by the optical system 

measuring the energy. 
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Because we are implementing a sighted algorithm. we can symbiotically 

consolidate these two machines into a single. bimodal machine that uses both optical and 

digital computations in complementary ways. This machine can guide the evolution of 

the estimate. at the speed of the optical machine. to a solution with the precision of the 

digital machine. The idea of using two different types of computers to complement each 

other is not new' (Thompson. 1878; Karplus et. aI.. 1971). but it is now deserving of 

some reconsideration (Caulfield et. al.. 1986) because the regimes where optical 

computers can be powerful and where digital machines c~n be powerful are often 

su bstantially different. 

Consider for now only the least-squares energy term (equation 3.1) and separate 

the estimate into an optical and a digital contribution. 

(4.14) 

In this notation a subscript "0" represents an optical representation and a subscript "d" 

represents a digital representation. It is assumed that the digital representation of the 

matrix is accurate. but the optical representation of the estimate is allowed to be only 

approximate. The optical portion of the bimodal machine is just the optical Boltzmann 

machine already desribed. It searches the energy surface of equation 4.14 to fit an 

" optical estimate to the reduced data set (g-Hf d)' The estimate produced by the optical 

machine is not used as the solution to the inversion. but is used as a perturbation to 

form a new digital estimate. 

(4.15) 

The new digital estimate is used to form a new reduced data set to which the optical 

system will fit a new optical estimate. and that will be used as the next perturbation for 

the digital portion of the bimodal machine. 
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The digital part of the machine is doing what it does best; it periodically 

measures the accuracy of the ~olution. The digital system is not very talented at using 

this measurement to improve the estimate itself. so it sends the measured error to the 

optical part of the machine. The error has less dynamic range than the raw data. This 

error vector can be scaled to use the full range of the optical system such that the 

optical portion of the machine is limited to searching a reduced volume of the 

reconstruction space. Because the grain size of the optical system is a consistent 

proportion of its range. the reduced volume is searched in finer detail than the larger 

volumes. The effective grain size (the grain size as interpreted by the digital portion of 

the machine) can proceed to be much smaller than could be resolved by the optical 

machine alone. The optical solutions can then be used as finer and finer adjustments to 

the digital estimate. The optical machine will provide very sophisticated perturbations to 

the digital machine. so it can find a precise solution after many fewer perturbations of 

the digital estimate than would be needed using simple grains (Szu. 1986). The digital 

machine will in turn keep the dynamic range' of the reduced data within the capabilities 

of the optical system such that it can provide meaningful solutions at the desired 

precision. 

The digital estimate will always be a sum of the optically generated estimates; 

(4.16) 

The energy minimized by the optical machine during the Nth reconstruction will then 

be 
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E=II g-H L«(o)j-Ho«(O)NI'12. 
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(4 . .l7) 

As long as the optical estimate is good enough to guide the digital machine towards the 

solution at all. then the transformed digital estimate will more closely represent the data. 

and the optical estimate trying to fit the difference will become insignificant compared 

to the digital estimate. The solution found will be as accurate and precise as the one 

that would be found by the digital machine working without the help of the optical 

machine. 

Managing the cooling schedule in the bimodal machine is a bit more complicated 

than in a single mode machine. The digital perturbations (optical solutions) are very 

sophisticated. and there will be relatively few of them necessary to get the desired 

solution. Substantial cooling can occur from one digital step to the next. The optical 

estimate should be cooled to give a smooth transition in temperature between these 

steps. The reduced data are scaled to match the absolute range of the optical system so 

the grain size used in the optical system is an exaggeration of the grain size as 

interpreted by the digital system. The temperature in the optical system must then be 

scaled to represent the temperature in the digital system. What is important in the 

transitional cooling is that the equivalent temperature of the optical system is not cooled 

below the desired temperature of the digital estimate to be produced. Because the 

optical system has finite range and is using scaled data. it will produce a perturbation 

that will take the estimate to a point somewhere on a subsurface. within the scaled 

range of the optical system. of the whole energy surface. If the optical estimate is 

cooled too far it will become extremely likely that the digital estimate will be perturbed 
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to the lowest point (within the resolution of the optical system) on that subsurface. If 

that point is only a local minimum on the global energy surface. then overcooling of the 

optical estimate can prematurely freeze the digital estimate into a local minimum. As 

long as the optical estimate is not overcooled. the equilibrium optical estimate won't 

necessarily be found at the subsurface minimum. and the subsurface can move around. 

just like the subsurfaces asSociated with grains. and the digital estimate can anneal into 

the global minimimum. 

Although the object may have only nonegative values. the corrections to the 

error may certainly be bipolar. In order that the bimodal system could be implemented 

as described. the optical system should be able to represent and consider bipolar 

estimates. This would allow the optical system to examine the subsurface in all 

directions from the current digital estimate. If the unipolar optical system is to be used 

then the reconstruction space should be biased as was done in chapter 3 for the bipolar 

objects. This allows the unipolar optical system to examine a subsurface in all 

directions from the current digital estimate. 

The a priori terms may also need to be managed differently in the bimodal 

machine than in a single-mode machine. If the dynamic range of the a priori terms does 

not decrease as quickly as the least-squares term. then the dynamic range of .!lE will 

not reduce to match the optical system and the method will bog down. If the a priori 

terms are made to reduce too quickly. then they may not have the desired effect on the 

final solution. It might be necessary to make the weightings of the a priori knowledge 

vary with temperature in order to ba.lance the reduction~ in dynamic range of the 

seperate terms in the energy. 
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The second optical Boltzmann machine described in chapter 3 has been used to 

demonstrate a bimodal Boltzmann machine. A precise data set was constructed by 

convolving a precise sampling of the decaying oscillator described in the previous 

chapter with a precise n function that was a triangle function 11 pixels wide. The 

matrix-vector multiplier was set to approximate nTn closely. but purposely not too 

well. In fact. the optical matrix representation was simply defocus with a circular pupil 

to approximate the correct base-width on the psf. The optical machine used a priori 

repression of null functions by adding a term proportional to 117112 to the energy in 

the optical reconstruction. The digital machine can apply a priori information by 

including disagreements between the digital estimate and the a priori terms in the 

reduced data to try to get the optical machine to include a compensation in its solution. 

The a priori terms used in the digital part of the machine need not be the same as those 

used in the optical part and were in this case used to smooth the estimate by adding a 

"-
term to the reduced data proportional to d2f(r)/?r2• This combination gives a property to 

the estimate that the optical estimates. or digital perturbations. tend to be dev.oid of null 

functions. while the final digital solution tends to be very smooth. 

A reconstruction from the precise data was carried out. increasing the resolution 

of the optical system by a factor of two after each digital perturbation. This rate of 

increase' was very conservative. leading to optical reconstructions occupying only a 

small fraction of their dynamic range. but it was very reliable with little effort. and it 

left much latitude for pJaying with the a priori terms during the reconstruction. The 

processing was arbitrarily stopped after the optical resolution had been magnified by a 

factor of 230. To evaluate the quality of the reconstruction. it was necessary to form a 

different reconstruction to a related global minimum (the original object does not agree 
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perfectly with the a priori information and probably is' not at the global minimum). The 

original function was shifted and reflected and used to produce a new data set. This 

data set was then used to do a reconstruction to a magnification of 230 and the resulting 

estimate was un reflected and unshifted and compared to the original reconstruction. At 

this precision and with this wide a psf. differences in the edges (caused by the clipping 

of the shift) lead to differences that can be seen many pixels into the comparison. 

However. when the reconstructions were compared over the middle 60 pixels. where the 

edge effects were apparently gone. the comparison of the two reconstructions agreed to 

a root-mean-square difference of 2.10-8 on a function with a dyna~ic range of 102• 

This approach is capable of producing solutions with digital accuracy and has a grain

processing speed near that of the analog optical machine. 

All-Optical Boltzmann Machines 

In the search for higher performance it is certainly appropriate to consider what 

would be necessary to construct an all-optical. highly parallel Boltzmann machine. We 

don't mean to imply the devices used should not use electronic effects internally. we 

simply want the information external to the devices to be carried by optical signals. The 

devices should be able to take input information in an optical form. do the appropriate 

processing. and produce an optical signal representing the result of that processing. The 

devices should also be physically simple enough to allow the close placement of the 

input and output ports of many of these devices arranged in arrays. This will allow the 

optical channels to remain physically compact and serve to keep the processing time in 

the devices down. The emphasis for an all optical machine in this section is to increase 

the parallelism of the processor. and we will not show a great concern for the absolute 
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speed of a single processing step. We will describe the necessary devices abstractly and 

consider what they do to the optical signal with little regard to precisely how they do 

it. We seek to increase the speed of the processor in relation to how fast it processes a 

grain. Efforts on engineering of the necessary devices could decrease the time to process 

a grain and increase the absolute speed of the processor. but that is another story and 

will not be emphasized in this work. 

Perhaps the most straightforward way to make a Boltzmann machine that fits our 

very loose definition of "all-optical" is to take the systems described in chapter 3 and 

integrate all the electronics into one highly parallel processor that we can call a device. 

It would have as its inputs detectors for the matrix-vector product and for the speckle 

pattern. Its output would be a modulator or optical source that could represent the 

estimate in the form required for the input of the matrix-vector multiplier. Internally 

the device would have local memories and processors to perform the functions of the 

discrete electronic devices described in chapter 3. The device would also have to have 

some interface to a controlling system to initiate and perhaps guide the machine. 

External a priori knowledge might be fanned in with other information at the existing 

detectors or there may be yet another set of input detectors for such values. This 

approach could certainly be efficacious and might be acceptable as a short-term solution 

to simply making a faster Boltzmann machine. but it really has not addressed the 

implementation of optical processing. The processing would still be electronic to a great 

extent. and there would be little room for the system to take advantage of improving 

optical technologies. We don't mind devices that use electronic effects. but 'lye do want 

to stay away from depending upon electronic processing for the successful operation of 

the machine. We therefore need to analyze the processing into its fundamental 
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operations and then consider what the superficial properties of optical devices to do this 

processing would be. We can then envision connecting together these hypothetical 

devices with optical signals into a Boltzmann machine more deserving of the 

qualification "all-optical". 

The most conspicuous processing task that was delegated to the electronics was 

deciding whether to accept or reject a perturbation. To illustrate the demands of this 

task we will analyze the processing for the basic problem used throughout this 

dissertation; recovery of an object from an image using grains for perturbations and a 

least-squares energy formula. Adding or subtracting a grain at the ith pixel of the 

estimate leads to the perturbation function 

(4.18) 

where €/2 is the grain size and ej is the pixel function for the. ith pixel. This leads to a 

~Els of the form 

(4.19) 

where (x)j is the ith element of the vector x. This perturbation will be accepted if ~E is 

less than a value (I) sampled from a speckle pattern. The addition of a grain can be 

accepted if 

and the subtraction of a grain can be accepted when 

€(HTHf)j + 1>€(HTg)j. 

(4.20) 

(4.21) 

These expressions take this form because now they both represent the comparison of 

one sum of non-negative scalars with another. This allows us to postulate an optical 

device with a well defined operation and that seems as though it may be physically 
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possible. We will call this device an optical comparator. Such a device may manifest 

itself in a form similar to what is shown in figure 14. This is a linear optical resonator 

with two mirrors that are optical-bistable devices (obd's) competing to become 

transmissive (turn on) (Gibbs. McCall, and Venkatesan, 1981). With the resonator 

pumped up, both obd's are biased just below the energy they need to turn on. Since 

they are both off, each one reflects energy back into the resonator and onto the other, 

establishing a biasing feedback between the two. If either of the obd's were to turn on, 

it would reflect less back into the resonator, decreasing the intensity on the other obd 

and dropping its bias well away from the energy needed to turn on. Only one of the 

obd's of the resonator can be on at a time. 

With both obd's off. and biased near turn-on. an external intensity on either can 

turn it on and unbias the other to lock it off. If both obd',s are illuminated with an 

external signal. then the one seeing the greater external signal will initially become more 

transmissive and steal more of the bias away from the other. decreasing its ability to 

turn on. The positive feedback properties of this configuration will allow only the more 

inclined obd to turn on. and with delicate balancing this system may work as an optical 

comparator for the external signals. Such a device could perform the comparisons 

expressed in 4.20 and 4.21 directly on optical signals, producing an optical signal as the 

result of the operation. 

Since only one of expressions 4.20 or 4.21 should be considered at a time (as 

argued in chapter 3), a single optical comparator can be programmed between the two 

situations with a simple two-pixel mask, that can have one pixel opaque and the other 

transparent. and can be switched betweeen the two possible combinations having this 

property. The pixels at and {1 of the mask cover (or are imaged onto) the obd's a and b 
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respectively. as shown in figure 15. A speckle pattern incident on the mask pixels will 

contribute to the signal on an obd if the corresponding mask pixel is transparent. An 
A ' 

optical signal representing (HTHf)j from the matrix-vector multiplier contributes to the 

external signal on obd a and a signal (HT g)j from a vector-optical memory (e.g. a static 

multiplier) contributes to the external signal on obd b. If we attempt to add a grain we 

must perform the test of expression 4.20. To do this the speckle signal must be added to 
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obd band obd b will become transmissive if the test is successful. If pixel {3 in the 

mask is transparent and ex is opaque then the speckle signal will contribute to. and only 

to. obd b. If obd b then becomes transmissive. {3 will pass the light and there will be 

light at the output of the system. If the test fails. a will become transmissive and ex will 

block the light. resulting in dark at the output. By similar argument expression 4.21 can 

be set up and tested by making ex transparent and {3 opaque. producing the same result 

of light out if the perturbation is accepted and dark otherwise. 

Terms in AE beyond least-squares will invariably have signs that change in 

conjunction with the sign of the perturbation. Terms that don't care which way the 

perturbation is going would act like the damping term. They would spoil the effect of 

the Boltzmann selection and probably should not be included in AE. The Boltzmann 

selection criterion should always reduce to the form 

[A-B}(±€)<I (4.22) 

where A and B each represent a sum of positive scalars. This will lead to selection 

expressions like 4.20 and 4.21 which can be set up and tested in systems like the 

optical comparator of figure 15. The signals contributing to A can illuminate one obd 

from various angular channels and the values contributing to B can illuminate the other. 

The value I will still be the only one that needs to be switched back and forth between 

the obd's and will always need to illuminate the one that is having its output tested. 

The device of figure 15 will be satisfactory for extended energy formulae as long as 

there is angular room to get all the signals in. A linear array of such devices could 

perform the selection processing for a full set of perturbations in parallel. and would 

contribute well towards the qualification "all-optical". 
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Figure 15 

Optical Accept-or-Reject Processor 

There is one more device necessary for the constuction of an all-optical 

Boltzmann machine. and we will call it an analog vector'-optical memory. It is even 

more abstract than the optical comparator. but we know what it should do. Its output 

should simultaneously display the intensities representing the analog values of the 

. " 
~ elements of the vector being remembered (i.e. the estimate) in a '[onn compatible with 

the input for the matrix-vector multiplier. The input for each element of this memory 
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should recognize three different optical activities to cause it to either do nothing, make 

the corresponding element a little brighter. or make the element a little less bright. It 

would also be convenient to have some global control over the array of these elements 

as to the size of "a little". An element of this memory might be an electro-optic light 

modulator driven at the command of signals on two optical'input ports. An optical pulse 

at one of these ports could cause the modulator to pass more light. and a pulse at the 

other port could cause it to pass less. If the output at the two-pixel mask on the optical 

comparator were imaged onto these two input ports appropriately it could accomplish 

just ,the interfacing needed. Accepting the addition of a grain would produce an optical 

pulse at one input port to the memory. and accepting the subtraction of a grain would 

pulse the other. Rejecting either grain would produce no pulse and the memory would 

not change. Since this is one-to-one communication. the memory input and comparator 

output could even be put in physical proximity to eliminate the imaging system if some 

other way were provided to selectively illuminate the obd's of the comparator with the 

speckle values. The composite system could be used as a single device to be put in the 

system. much like the electronic device described at the beginning of this section. but 

with processing that is much more optically oriented. 

The application of such an optical memory to the Boltzmann machine places no 

great demand on the linearity of the modulator or the uniformity with which it is 

illuminated. The machine will simply perturb the state of the memory until the optical 

signal presented to the multiplier appropriately represents the solution. If the output of 

the machine is then obtained by measuring the intensity distribution at the output of the 

memory then the exact steps taken to produce it will not matter. The Boltzmann 

machine will have compensated for the nonlinearities and non-uniformity. Since these 
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are often the limiting factor in the precision of other optical processors, this optical 

Boltzmann machine would likely have better precision than the single pass optical 

operations it performs. 

We have desribed in this section the considerations needed to make an all-optical 

Boltzmann machine. In the very hypothetical system developed, the processing would be 

"clocked", though not necessarily synchronously between all the processors, to provide a 

reset time for the obd's and to present discrete pulses to the memory inputs. The 

memory output would evolve very slowly compared to the clock cycle of such a system. 

and the processing in the all-optical machine may be viewed as a continous evolution of 

the estimate into the solution. The number of grains processed per second in such a 

machine could be extremely high and convergence times could possibly be less than the 

time currently required to process a single grain on a digital machine. That could lead 

to a bimodal machine with the precision of a digital processor that processes optically 

generated perturbations as fast as the digital machine processes grains. 

The Boltzmann Machine as a Neuromorphic System 

Up to now we have been characterizing the Boltzmann machine as a processor 

for an algorithm that has been designed to be implemented on digital machines but 

doesn't have characteristically digital requirements on its internal operations and doesn't 

produce the unique solution characteristic of most digital algorithms. It is also possible' 

to view the Boltzmann machine as a realization of another type of system, a neural 

network, that does processing that was never intended to be digital (Hopfield, 1982). 

The understanding of neuromorphic systems is much more sketchy than that of 

digital computers. In the study of these systems we try to characterize algorithms that 
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can be performed by architectures that operate in a way similar to the perceived 

functioning of the human nervous system. I~ has not yet been definitively shown what 

kind of processing, if any, such architectures would be efficient at performing. There is 

however very good reason to suspect they could perform many of the problems that are 

presently considered too abstract to be solved by available digital machines. Researchers 

in neuromorphic systems are trying to find ways to perform tasks the brain performs 

relatively simply but at which digital computers seem hopelessly inept. It is hoped that 

we can design machines that will recognize a bird, audibly communicate, learn an 

adaptive skill, etc .. We seek not to imitate the brain, but to emulate its performance of 

simple (for now) tasks. 

Neuromorphic systems are characterized by many simplistic processing nodes 

(neurons) densely interconnected. The output of a processing node is generally connected 

by weighted channels (axons) to the inputs of many other neurons. Thus the axonal 

input signal seen by each neuron is a weighted sum of the outputs of the other· neurons. 

A neuron uses its axonal input along with internal information and external inputs to 

make some simplistic change in its output state. Such a system is dynamic; outputs 

change, causing inputs to change, causing outputs to change again. The system will be 

stable only when an output state of the system is such that the reSUlting input state 

leads to no change in the output. The output state of a system can be represented as a 

vector and the axonal weights can be represented by a matrix. The vectors 

corresponding to stable states of the system locate the minima of some energy function, 

and it can be shown that, with proper constraints on the axonal~atrix and the type of 

processing in the neuron, the system will evolve to a stable state and hence have found 

a minimum of the energy function. Systems of this kind have been demonstrated to 
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perform such tasks as associative memory. where the system can recall a stored pattern 

when presented with an inaccurate version of that pattern. and solving the travelling 

salesman problem. which seeks to "connect the dots" with the shortest possible line. 

The Boltzmann machine maps very well onto the neuromorphic system (Hinton 

and Sejnowski. 1983). The neurons are the accept-or-reject processors and estimate 

memory. The output of the neurons is represented by the estimate vector. The axonal 

matrix is the matrix in the matrix-vector multiplier. The axonal inputs are the matrix-

vector product inputs to the processors. The values of the vector HT g serve as the 

internal. or thresholding. information. The a priori information fits in as the external 

inputs to the neurons. 

Because the Boltzmann machine can be described as a neuromorphic system. it 

should be able to perform tasks demonstrated by neuromorphic systems. Say we want to 

use the Boltzmann machine as an associative memory to reconstruct one vector. out of a 

stored set of binary vectors (all elements equal ±l). from a partial input of that vector 

(Farhat et. al.. 1984). We can store the desired vectors as a sum of outer products in a 

matrix H. This matrix will correspond to the Tij matrix found in the literature on 

associative memories. We can then define the energy function E"-II Hfl12 for 
,.. 

describing a surface that. when mapped out on all possible binary vectors f. will have 

local minima everywhere the estimate represents one of the stored vectors. We can then 
,.. 

use partial information about a vector to create an intial estimate f o. and search the 

binary vectors for the nearest local minimum. On the continuous energy suface 

described above. there are really no points that are local minima. Each stored vector in 

H creates a null axis that intersects only two binary vectors. the stored vector and its 

antipodal vector. To recover binary vectors. we must use a priori constraints to coerce 
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the estimate to be a binary vector. We could add a term to the energy such as 

kl (fi)(l-fi)1 to make the binary estimates into local minima. or we could simply perturb 

the estimate such that only binary estimates are ever considered. The latter approach 

matches much of the early work on associative memories. though the former better 

represents the "smooth thresholding" considered in some applications (Hopfield. 1984). 

Whichever way is chosen. the Boltzmann machine must find the nearest local minimum 

to f o. Perhaps the easiest way to find the solution is to run the machine at zero 
,. 

temperature. The estimate will fall into the local minimum downhill from f 0 and be 
,. 

trapped there. yielding a solution that is in some sense "nearest" to f o. Another 

definition of nearest would be that vector that is least different from f o. and this may 

not always be the same as the downhill estimate. To find this estimate we might add a 

term to the energy that is some function of 1 fo-fl and search the space using a normal 

cooling schedule. This should bias the global minimum to be the minimum which is 

least different than f o. 

The Boltzmann machine does not make a high-performance associative memory. 

especially in the T .. O case where a gradient search is more efficient. but it can function 

adequately in that task. A familiarity with the Boltzmann machine can certainly 

contribute useful insight to the developing field of neuromorphic systems and vice-

versa. 



CHAPTER 5 

CONCLUSION 

In this chapter we try to condense the substance of this dissertation into a few 

fundamental concepts and then expand these concepts to discuss some other areas of 

their domain that might warrant further examination. 

Summary 

The goal of this work was to demonstrate a machirie that would do simulated 

annealing. as an example of a "sighted" or feedback procedure. using optical computing 

systems. By doing this we hoped to demonstrate that these optical systems are currently 

suitable for performing long algorithmic computations. In chapter 2. we laid out the 

algorithm for analysis. and identified how optical systems ~ight best contribute to its 

execution. In chapter 3. we established specific design parameters for the optical 

systems and the necessary hardware to integrate the processing flow. We then described 

the actual construction of and demonstrated processing on two such machines. In 

chapter 4. we continued past the original goals and discussed how the basic 

performance of these systems might be improved. We also had the opportunity to 

implement some of these improvements and briefly mentioned some of the results from 

those experiments. We believe we have met and surpassed the goal of this work 

without compromise. We strongly believe and hope that this is not a conclusive analysis 

of this subject. but merely part of the conception of a much grander field of interest. 

103 
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Further Considerations 

There is some work reported on using these communications-intensive optical 

devices to do algorithmic computing (Psaltis and Farhat. 1985; Abushager and Caulfield. 

1987). but the number of efforts doesn't seem to reflect the potential power of these 

devices. This is probably because the algorithms envisioned have not been compatible 

with the devices. Hopefully this work will broaden some visions of what are useful 

algorithms and how optical devices can be used to accomplish them. We hope it will 

inspire similar approaches to other problems. but it is difficult to offer any of the 

insight gained from this work without knowing something about the problems to be 

addressed. Perhaps the best contributions to make at this point are those particular to 

the further application of the simulated-annealing algorithm. and hope they can be 

extended to other problems. Chapter 4 was used to cover some particular aspects of 

further interest. but we would like to close with a few thoughts of more general scope. 

The exact form of the algorithm demonstrated in this work is by no means a 

unique way to accomplish the processing. Particular forms were chosen because they 

seemed relatively simple to implement or because they were the ones used successfully 

in other applications. Other manipulations of the AE expressions may lead to systems 

having better properties for some other problem. or even general advantages we have 

not foreseen or desired. Different perturbation functions may not only be more 

appropriate for some problems. but can provide yet another matrix in the AE 

expression. making it susceptible to yet further algebraic manipulations to make even 

more possible designs available. The designer of a system will probably not be limited 

by the shortcomings of having to use a particular architecture for a problem. but rather 
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may be somewhat overwhelmed by the possibilities of how many ~rchitectures can be 

used to solve the problem. 

The application of a priori terms to manipulate the solution is something that 

could use a more thorough understanding than seems to be available. The potential 

power of this method is probably only scratched on the surface by the simple-minded 

applications described in this work. At this point it is difficult to make any distinction 

between the science and the art of applying a priori terms. 

The energy functions for the problems described in this work did not have the 

profound local minima simulated annealing is so good at working through. These are by 

no means necessary for convergence. and we are quite satisfied that it has been well 

established that the algorithm will converge in their presence. Where these 

demonstrations may not be completely convincing in this aspect is whether the algorithm 

will reliably converge in the presence of local minima when parallel processing of the 

perturbations is used. We see no reason it should not. but any carry-on of this work 

would certainly be justified in examining this by attacking problems with local minima 

on the energy surface. The energy surface considered in problems where the matrix H 

is to be perturbed will ususally have a great many local minima. Problems of these 

types do occur in real applications. such as recovery of information about an unknown 

system H in the inversion problem. and learning algorithms in the neuromorphic systems 

(Eichman and Caulfield. 1984). In these applications. simulated annealing could well be 

the most appropriate algorithm to use. 
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