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ABSTRACT 

The commonsense practice of explaining and predicting 

behavior by reference to propositional attitude states such 

as beliefs and desires has recently come under attack. It 

is said that such be:ief/desire psychology is a folk theory, 

vulnerable to being shown false, and replaceable by a 

neuroscientific or computational theory. I argue herein 

that this eliminativist attack on commonsense propositional 

attitude psychology (CPA psychology) is poorly motivated, 

and I present positive arguments to the effect that CPA 

psychology constitutes an independently legitimate 

descriptive and explanatory practice or theory. I argue 

that even if CPA psychology and its embedded propositional 

attitude notions should prove irreducible to anything 

stateable in the language of physical or computational 

theory, this is not by itself any reason for thinking that 

CPA psychology is illegitimate or ought to be eliminated. 

In addition to arguing against eliminativism, I 

explicate and evaluate two non-reductionist alternatives to 

eliminativism: the "intentional stance" theory of Daniel C. 

Dennett, and the property dualism of Donald Davidson and 

Stephen Schiffer. I argue that the latter gives a better 

account than the former of how propositional attitude states 
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can enter into true causal explanations of action. Taking 

mental properties to supervene upon physically-realized 

computational properties of organisms, I argue, secures a 

non-superfluous explanatory role for mental properties. One 

problem for such a supervenience thesis is the "wide" 

individuation of propositional content properties. I 

discuss this problem and conclude that it presents no 

insurmountable obstacle to taking content to play a role in 

causal explanation. 

The upshot of the dissertation is that propositional 

attitudes as explanatory notions can neither be reduced nor 

eliminated; we must count propositional attitude states as 

legitimate explanatory constructs despite the "open texture" 

of propositional attitude properties. I close the 

dissertation with a discussion of Hilary Putnam's arguments 

for conclusions remarkably similar to my own. 
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Chapter One: 
Toward An Autonomous Rational Psychology 

Introduction 

The mind-body problem, as a traditional preoccupation 

of philosophers, attempts to answer three basic questions. 

These three questions are: (1) What is the relationship 

between minds and physical structures such as brains? (2) 

What is the relationship between mental state tokens and 

physical state tokens? (3) What is the relationship 

between mental properties and physical properties? 

This dissertation concerns the second and third of 

these questions. The answer to the first question is, I 

think, relatively uncontroversial; minds are brains. The 

relationship between the mind and the brain is that of 

identity. We cannot leap from this conclusion, however, to 

the further conclusions that mental state tokens are just 

brain state tokens and that mental properties are just 

neurophysical properties. I think it is true that mental 

state tokens are brain state tokens, but how this can be so 

(and wby this must be so) requires argumentation. I do not 

think it is true that mental properties are neurophysical 

properties. This sentiment also requires argumentation. 
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My basic position can be laid out quite simply. I 

believe that some of the physical states of our brains are 

mental states. These physical/ mental states can cause and 

explain our actions. It is quite correct and appropriate to 

describe these states as possessing certain mental 

properties, such as being the belie£ that there are copper 

mines in Bisbee. Descriptions of persons in terms of their 

mental states, and explanations of the actions of persons 

which advert to their mental states, can be true and 

legitimate, and the truth and legitimacy of such 

descriptions and explanations does not depend upon our being 

able to explain what mental properties are in any reductive 

way. It doesn't matter if we can never say in non

intentional (physical or functional) terms what it is to be 

in a particular mental state. It remains the case that 

there are mental states; mental properties are indeed 

exemplified; and we may make true statements and give true 

explanations involving reference to mental states and 

properties. 

The practice of explaining behavior by reference to 

certain types of mental states, mental states with 

propositional content such as beliefs and desires, might be 

called commonsense propositional attitude psychology. (I 

will abbreviate this as 'CPA psychology,' at the risk of 
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sounding as though I am discussing the psychology of 

certified public accountants.> There are two basic ways in 

which a philosopher might approach CPA psychology. She 

might take CPA psychology to be a sort of protoscience, a 

theory about the internal causes of our actions, potentially 

in competition with scientific ways of explaining behavior, 

and vulnerable to being shown false. Or, she might take CPA 

psychology to be a different sort of activity than 

scientific or protoscientific theorizing; she might see CPA 

psychology as an autonomous explanatory practice, not in 

competition with science and not threatened by it. This 

dissertation is an attack on the former sort 6f view, and a 

defense of the latter. I argue for the truth and legitimacy 

of commonsense, propositional-attitude-based explanations of 

behavior, but not on the grounds that a naturalistic 

explication or reduction of propositional attitudes is 

likely to be forthcoming. Rather, I argue that there is no 

reason not to accept the legitimacy of an autonomous 

rational psychology that utilizes propositional attitudes as 

explanatory notions. Such an autonomous rational 

psychology, I argue, may be realistic rather than 

instrumentalistic regarding the existence of propositional 

attitude tokens, and the acceptence of explanatorily 

relevant propositional attitude properties need not offend 



against ontological and methodological scrupils even if 

propositional attitude properties are irreducible. 
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I undertake my defense of an autonomous rational 

psychology by first undermining the opposing view. In the 

first three chapters I present and criticize eliminative 

materialism, the idea that CPA psychology is a theory, in 

competition with scientific theories, and likely to prove 

false. In cha~ters four and five I describe and evaluate 

two non-reductionist approaches to CPA psychology which seem 

to be promising alternatives to eliminative materialism. 

One of these is the instrumentalist "intentional stance" 

theory of Dennett; the other is the property dualist theory 

of Davidson and Schiffer. I opt for the property dualist 

approach on the grounds that instrumentalism provides an 

unsatisfactory account of the causal powers of mental 

states. In chapter six I defend the thesis that 

supervenient mental properties can legitimately enter into 

causal explanations of action, and that the explanatory role 

played by such properties is non-superfluous. My final 

chapter explores recent work of Hilary Putnam, in which he 

reaches conclusions remarkably similar to my own regarding 

the legitimacy and autonomy of commonsense propositional 

attitude psychology. The very different route by which 

Putman arrives at the same destination lends depth and 

support, I think, to my discussion and to my conclusions. 
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What Is Eliminative Materialism? 

In this chapter I define eliminative materialism (EM) 

and explore the definition of this doctrine in a critical 

manner. I argue that the definition of EM contains many 

questionable and problematic points. 

Patricia Churchland defines eliminative materialism 

as follows: 

By Heliminative materialismH I mean the view 
that holds: 
1. that folk psychology is a theory; 
2. that it is a theory whose inadequacies 

entail that it must eventually be substantially 
revised or replaced outright 
(hence Heliminative H); and 

3. that what will ultimately replace folk 
psychology will be the conceptual framework 
of a matured neuroscience (hence HmaterialismH).l 

The first problem with this definition concerns the 

meaning of the term 'folk psychology.' There are at least 

two ways in which the term might be used. 

'Folk psychology' might be used to mean the 

prescientific psychological theory implicitly held, and used 

in everyday life, by Hthe folk H (ordinary, unsophisticated 

persons). Such a folk psychology presumably would include 

prescientific speculations and preconceptions regarding the 

nature of all sorts of psychological phenomena: mental 

illness, sleep and dreams, motivation, problem-solving, 

perception, and so o~. Psychologists might tend to use the 

term 'folk psychology' in this way, and to take it as an 



empirical matter to document the nature of this folk 

theory.2 
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On the other hand, 'folk psychology' might be used as 

philosophers tend to use the term, to refer to the practice 

of predicting and explaining behavior by reference to 

propositional attitudes. This usage is pervasive R but I 

think it is unfortunate. If 'folk psychology' is just 

whatever the folk think about psychology, then commonsense 

propositional attitude psychology (CPA psychology) is only 

one aspect of folk psychology. Since I am primarily 

concerned with the legitimacy of CPA psychology, and not 

with the status of whatever else has been called 'folk 

psychology,' I will henceforth avoid the use of the 

confusing term 'folk psychology' and use the term 'CPA 

psychology' instead. 

Taken as applying to CPA psychology, Churchland's 

definition of EM is highly questionable. Let us go through 

the elements of Churchland's definition of EM, then, 

understanding 'folk psychology' to mean CPA psychology, and 

question the elements of the definition. 

First, is CPA psychology a theory? It seems that CPA 

psychology is a descriptive conceptual framework, describing 

rational capacities, which can functiQn as an explanatory 

and predictive system by subsuming individual actions under 
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generalizations involving the described capacities or 

properties of rational systems. 3 For example, CPA 

psychology describes persons as believing that P, perceiving 

that P, wanting that P, intending that P, and so on. 

Individual behavioral events can be explained by subsuming 

them under generalizations involving these properties, as in 

the following example: users of CPA psychology implicitly 

know some such generalization as i£ X believes that there is 

poison in the glass in £ront o£ him, then, ceteris paribus, 

he will not drink the contents o£ the glass. We may explain 

why X did not drink his wine on a certain occasion by 

reporting that X had a certain propositional attitude 

property: UHe believed that there was poison in it.u 

Certai~ly, there are disananlogies between CPA 

psychology and the classical sort of empirical theory that 

postulates unobservables, and articulates generalizations 

regarding the behavior of those unobservables, in order to 

explain observed data. CPA psychology implies that rational 

beings possess propositional attitude states (properties). 

But the propositional attitude states of CPA psychology are 

not unobservable; we perceive such states introspectively in 

our own case., When we utilize CPA psychology to predict and 

explain the behavior of others, we are not postulating ,the 

existence of unseen states ana entities to account for the 
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behavior we observe. Rather, what we are doing is (it 

seems) projecting onto others an explanator~ system 

experienced firsthand in our own case. We know that our own 

belief and desire states or properties explain our behavior, 

and we project ourselves into other persons' situations, 

asking ourselves what we would believe and desire, and what 

we would do, if we were in that situation. 4 This sort of 

projective practice, based upon first-person experience, 

does not resemble classical theoretical explanation. It 

does not involve unobservable entities, and the 

generalizations of CPA psychology bear little resemblance to 

the generalizations of a typical empirical theory. When 

someone suggests what the generalizations of CPA psychology 

might be, the suggested candidates are always instances of 

principles of practical rationality, such as if X believes 

that P only if Q, and if X desires that P, then, ceteris 

paribus, X will try to bring it about that Q.5 (The 

generalization mentioned above, involving the poisoned wine, 

may be seen as an instance of such a principle of practical 

rationality: if X desires to live, and believes that he 

will live only if he does not drink poisoned wine, then, 

ceteris paribus, X will not drink poisoned wine.) Such 

principles are close to being analytic truths definitive of 
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rationality. They are far from being informative empirical 

generalizations. 

CPA psychology's projective character, and CPA 

psychology's lack of the usual sort of empirical 

generalizations, suggest that it is infelicitous, if not 

just misleading, to call CPA psychology an empirical 

theory. However, it seems harmless enough to admit that CPA 

psychology is a theory of some kind. So long as we keep in 

mind the differences between CPA psychology and classical 

empirical theories, I have no objection to adopting the 

ubiquitous UtheoryU terminology. Given that we admit CPA 

psychology to be a theory, albeit of a special. sort, our 

next question must be: are there any good reasons for 

thinking that CPA psychology is an inadequate theory? 

Surely, all parties must acknowledge that CPA 

psychology works pretty well as an everyday system for 

explaining and predicting the behavior of normal, rational 

persons. We rely upon this system constantly, and it 

seldom fails us. When philosophers speak of the 

inadequacies of commonsense psychology, what, then, do they 

have in mind? 

One factor that philosophers have cited as an 

in~dequacy of CPA psychology is the failure of belief 

attributions utilizing propositional that-clauses to index 
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accurately the causal roles of internal states. 6 The most 

intuitive way to see the alleged problem is to note that the 

that-clauses utilized by users of CPA psychology to 

characterize the internal states of believers do not always 

capture unambiguously the way the believer conceives of his 

situation. Take Kripke's example of the unfortunate Pierre, 

who thinks that 'London' and 'Londres' refer to two 

different cities. He believes that the city referred to by 

'Londres' is pretty, but he believes that the city referred 

to by 'London' is not pretty. By using the familiar that

clauses of CPA psychology, we can attribute to Pierre, 

without evident mistake, both the belief that London is 

pretty and the belief that London is not pretty. Yet Pierre 

suffers no internal, psychological contradiction. The 

internal states that will actually explain his behavior and 

his reasoning are more finely individuated than that-clauses 

can accurately specify. CPA psychology thus fails to 

capture the explanatorily-relevant psychological contents of 

beliefs with perfect accuracy.7 

But the fact that that-clauses fail to capture the 

psychologically relevant contents of beliefs with a perfect 

lack of ambiguity fails to show that commonsense psychology 

is fatally inadequate. What is the purpose or function of 

CPA psychology, anyway? It seems that the function of this 
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theory or practice is the explanation and prediction of the 

normal behavior of ourselves and other persons who may 

properly be considered rational. And how often is it that 

the ambiguities latent in that-clause attribution cause any 

serious interference with this purpose? Not often at all. 

We can usually determine from the context what the 

psychologically relevant content of someone's belief is, 

even if we cannot assign a that-clause that perfectly pins 

down such content. The ambiguity of that-clause attribution 

is perhaps a minor inadequacy of CPA psychology, but surely 

not such a major one that it necessitates elimination of 

propositional attitude notions. 

Yet, the argument that the awkwardness of that

clauses shows CPA psychology to be inadequate has been 

pressed in another form. It has been argued that CPA 

psychology fails utterly to explain or predict the behavior 

of very young children, neurologically damaged persons, or 

persons with bizarre doxastic systems. 8 Indeed, in such 

cases we are hard-pressed to characterize the contents of 

mental states by means of that-clauses at all. But is this 

necessarily an indictment of CPA psychology? It is hard to 

see why. CPA psychology, as I have previously suggested, 

can fairly be taken to be a system for the prediction and 

explanation of the behavior of normal persons, old enough 
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and enough similar to ourselves that we are comfortable 

treating them as rational. There is no reason to expect 

such a system to work in the case of abnormal, non-rational 

subjects. 

Churchland's definition of EM not only asserts that 

CPA psychology is an inadequate theory, it implies that CPA 

psychology could be replaced by a neuroscientific theory. A 

critic might well inquire whether it is really possible for 

a neuroscientific theory, or any other kind of theory, to 

perform CPA's psychology's function as well as, or better 

than, CPA psychology Perhaps CPA psychology is 

disanalogous to other so-called ufolk theories u in that it 

explains facts that cannot be equally well, or better, 

explained by some other theory. The eliminativist argument 

that CPA psychology is replaceable, and likely to be 

replaced, seems to depend heavily upon the comparison 

between CPA psychology and other purported ufolk theories. U 

It is basically an argument by analogy: CPA psychology is 

similar to other folk theories that have proven false and 

been replaced; therefore, it is likely that CPA psychology, 

too, will prove false and be replaced. A careful look at 

this argument, and the dubious analogy on which it is based, 

is warranted. 
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CPA psychology has been compared with something 

called "folk physics.~ Unfortunately, commentators disagree 

as to what folk physics is. Daniel Dennett characterizes 

folk physics as follows: 

Folk physics is the system of savvy expectations 
we all have about how middle-sized physical objects 
in our world react to middle-sized events. If I tip 
over a glass of water on the dinner table, you leap 
out of your chair, expecting the water to spillover 
the side and soak through your clothes. You know 
better than to try to sop up the water with your 
fork, just as you know you can't tip ever a house 
or push a chain. You 9xpect a garden swing, when 
pushed, to swing back. 

Under Dennett's characterization, folk physics is the 

hum~n propensity to reason inductively, applied to our 

interactions with the visible environment. We observe the 

behavior of objects, note regularities, and expect those 

regularities to hold in the future. 

Patricia Churchland gives an interestingly different 

characterization of folk physics. She refers to research by 

psychologist Michael McCloskey,lO seeming to indicate that 

naive subjects possess a relatively uniform set of 

expectations regarding the behavior of moving objects, 

expectations that contradict the experimental findings of 

modern physics and resemble the hypotheses of ancient 

Aristotelian physics. ll 
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Notice that Dennett's version of folk physics does 

not appear likely to prove false in any clearly forseeable 

way. It is true that you can't push over a house. It is 

true that when you push a garden swing, it tends to swing 

back. Likewise, it doesn't se~m that any other theory could 

replace Dennett's version of folk physics. Without our 

everyday inductive expectations regarding the behavior of 

ordinary physical objects, we would have difficulty doing 

much of anything. Could scientific physics replace the 

commonsense framework? It does not seem likely. Physics 

does not even recognize the existence of ordinary, middle-

sized physical objects (at least, terms referring to 

ordinary, middle-sized physical objects do not occur in the 

laws of physics). The purposes served by Dennett's version 

of folk physics seem unlikely to be equally well served by 

any other sort of theory. 

McCloskey's version of folk physics, on the other 

hand, looks as if it embodies false hypotheses. McCloskey's 

version of folk physics, unlike Dennett's, is not a set of 

true commonsense generalizations based upon observation. 

Rather, it seems to be a set of expectations or hypotheses 

not based upon observation. To the extent that observed 
, 

motion of bodies contradicts the folk hypotheses, and to the 

extent that scientific physics can better explain and 



predict what is in fact observed, folk psychology in 

McCloskey's sense is false and does merit replacement. 
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But to what extent is CPA psychology analogo~s to 

either of these versions of folk physics? Is CPA psychology 

like McCloskey's folk physics in that it embodies false 

hypotheses and purports to explain facts better explained by 

a scientific theory? Or is CPA psychology like Dennett's 

folk physics in that it embodies true generalizations and 

seems to meet unique needs? Is CPA psychology relevantly 

similar te either? 

It seems to me that the entire notion of a folk 

theory is so vague that comparisons among various supposed 

folk theories are of dubious value. The many things that 

have been called folk theories are very different from each 

other. The argument for the elimination of CPA psychology 

based upon an analogy between CPA psychology and Uether folk 

theories u that merit elimination strikes me, accordingly, as 

extremely weak. If CPA psychology is similar to either 

version of folk physics discussed above, it would seem to 

resemble Dennett's version; propositional attitudes, I 

think, are obviously existing entities much like the tables, 

chairs, and garden swings of Dennett's folk physics. What 

Dennett's folk physics says about these objects is most 

unlikely to prove false. As I will argue subsequently in 
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more detail, what CPA psychology says about propositional 

attitudes seems even more unlikely to prove false. But 

these considerations, I think, are best established by other 

means than by drawing suspicious analogies among entities 

labelled ~folk theories.~ 

Some philosophers have argued that CPA psychology 

could not be replaced by any other theory because it 

captures certain unique and important generalizations. 12 

According to this line of argument, CPA psychology describes 

certain objectively real patterns or regularities in the 

fabric of reality, that cannot be detected otherwise than by 

categorizing reality in intentional terms (by seeing persons 

as having states that refer to. or are about, their 

environment). Any explanatory framework other than CPA 

psychology misses something, according to this line of 

argument; CPA psychlogy is necessary in order completely to 

describe reality and in order to explain all the facts. 

Stephen Stich has asked: just what are these true 

generalizations that a non-propositional-attitude psychology 

supposedly misses?13 Zenon Pylyshyn and Daniel Dennett have 

both attempted to explain. 

Pylyshyn presents a scenario: a pedestrian views an 

accident p runs to the nearest phone, and dials a '9' and a 

'1.' According to Pylyshyn, if we view this scene from the 
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perspective of CPA psychology, we will be able to detect the 

applicability of the following generalization, which we know 

to be true, based upon observations of objectively real 

regularities in human behavior: i£ a person believes that 

he has seen an accident, and desires to render aid, and 

believes that the means to render aid is at hand, then, 

ceteris paribus, the person will take steps toward utilizing 

the means o£ rendering aid. Application of this 

generalization to the scenario enables us to make an 

accurate prediction about the pedestrian's next act: he 

will probably dial another '1.' Had the scenario been 

slightly different, the same generalization would have 

enabled us to make other predictions about the pedestrian's 

next act, all probably accurate in the given circumstances. 

For example, the pedestrian might have been predicted to 

take ~teps at rendering first aid, had no phone been 

available. According to Pylyshyn, no generalization that 

failed to describe the situation in terms of the contents of 

the pedestrian's mental states (what his propositional 

attitudes were about or referred to) could enable us to 

predict his next action with such accuracy. 

Dennett's argument is similar to Pylyshyn's. He 

argues that it is a useful predictive strategy in many cases 

to adopt what he calls 'the intentional stance. r From this 
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stance, we view a system as being rational, and as 

possessing the beliefs and desires it ought to have, given 

its circumstances, its nature, and its capabilities. The 

supposition of rationality makes various generalizations 

applicable, all of them variations on the theme i£ X wants 

P, and believes thar P only i£ Q, then, ceteris paribus, X 

tries to bring it about that Q. We predict the behavior of 

the system according to our knowledge of these 

generalizations and our knowledge of the particular 

situation. Dennett argues that there are objectively real 

regularities in the behavior of certain systems, 

regularities visible only from the intentional stance. The 

intentional stance thus enables us to make predictions that 

could not otherwise be made. For Dennett, CPA psychology 

just is the practice·of adopting the intentional stance and 

making predictions from that stance. 

The argument that CPA psychology captures certain 

important generalizations and enables us to make otherwise 

impossible predictions is advanced in support of the 

prediction that no other theory will prove adequate to take 

CPA psychology's place. It does seem that when we view 

creatures as rational, patterns and regularities in their 

behavior become visible that would not otherwise be 

de~ectable. Instead of merely seeing physical objects 
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reacting to physical forces, we see episodes of inferring, 

perceiving, detecting, calculating, and other intelligent 

activities. Rational creatures, rather than just responding 

in a tropistic or conditioned manner to stimuli, can respond 

to the meaning or significance of stimuli in the light of 

their own interests. Failing to take regard of this fact 

does, it seems, result in a significant loss of explanatory 

and predictive power. I agree with Pylyshyn and Dennett, 

then, that no other sort of theory could replace CPA 

psychology. CPA psychology just is the conceptual framework 

in terms of which persons are rational beings or cognizers, 

and without this conceptual framework certain facts are 

inaccessible. 

Some readers may think that it is just an empirical 

question whether CPA psychology turns out to be replaceable 

by some other theory, or not. We must simply wait and see 

if future neuroscience, or some other future theory, turns 

out to be powerful enough to explain all that CPA psychology 

explains, and more. But I believe it is wrong to look at 

the issue in this way. The question is not an empirical one 

so much as a conceptual one. CPA psychology is the 

descriptive/explanatory framework that takes us to be 

rational persons, cognizers. Any significantly different 

theory could not explain the rational actions that CPA 
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psychology describes and subsumes, because, without CPA 

psychology's concepts and vocabulary, there would be no 

rational actions to explain. This sort of transcendental 

argument for the irreplaceability of CPA psychology is taken 

up again in Chapter Three. 

So far, I have argued that there are good reasons for 

thinking that CPA psychology is not an ordinary empirical 

theory; that it is not inadequate for its purposes, and that 

it could not be replaced by anything else. Churchland's 

definition of eliminative materialism, as applied to CPA 

psychology, is dubious. When eliminativists actually argue 

for the thesis that propositional attitudes deserve 

elimination, however, what they say generally has little to 

do with how well or how poorly CPA psychology works for its 

humble, everyday purposes. Arguments for EM tend to proceed 

from considerations having to do with the naturalistic 

reduction of theories and theoretical entities. There are, 

I think, two basic arguments for eliminative materialism, 

both having to do with some variety of reduction. We might 

call these two arguments the argument rrom reductionism and 

the argument rrom runctionalism. 14 They are examined in 

detail in the following chapter. 
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Chapter Two: 
Two Arguments For Eliminativism 

The Argument From Reductionism 

The argument from reductionism draws eliminativist 

conclusions from th~ prediction that CPA psychology will 

fail to reduce neatly to neuroscience or to any other 

naturalistic theory. This argument lies at the center of an 

enormous knot of complications and confusions. The whole 

idea of reduction is controversial and unclear. Sometimes 

'reduction' refers to a fairly well-defined relation among 

scientific theories. But sometimes theorists speak of the 

reduction of properties, or of the reduction of theoretical 

entities apart from the theories that embed them. Also, 

there are two notions of reduction: a strong, physicalistic 

notion of reduction, and a weaker, functionalistic notion of 

reduction. All of this, and its application to the argument 

from reductionism for EM, will take some spelling out. 

Initiallyp I wish to raise a question as to whether 

it is even appropriate to see CPA psychology as the sort of 

theory that is subject to an attempted reduction. The 

speculative literature in the philosophy of science on the 

reduction of theories 1 reveals that standard notions of 

intertheoretic reduction apply to theories that can be 
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stated as closed sentences. It has frequently been noticed 

that CPA psychology, if it ha~ any laws at all, has only 

open-ended laws featuring gaping ceteris paribQR clauses; 

CPA psychology could never be stated as a closed sentence. 

It has been suggested that this is a problem CPA psychology 

shares with all other special-science theories; the 

generalizations of all theories less basic than physics 

feature ceteris paribus clauses, whether explicitly stated 

or merely implicit, and hence these theories could not be 

stated as closed sentences. If this is correct, then there 

is no special problem involved in trying to give a reduction 

of CPA psychology. However, if the generalizations of CPA 

psychology are open-ended in a manner distinguishable from 

the inchoate open-endedness of other special-science 

theories, this may be grounds to argue that CPA psychology 

is not in fact subject to an attempted reduction. The 

differences among various types of generalizations, and 

different types of ceteris paribus constraints, is not a 

matter I am prepared to go into here. But I suggest that an 

issue exists as to whether CPA psychology is reducible even 

in principle. 

The ceteris paribus problem is deep, and I do not 

know exactly what to say about it except to raise the 

issue. So, let us assume, for the sake of argument, that 
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CPA psychology is a theory of the sort that is subject to an 

attempted reduction. One question to ask is why we ought to 

seek a reduction of this theory. Hartry Field has 

formulated a methodological principle which seems to capture 

to motivation behind the argument from reductionism for EM, 

and behind the search for reductions in general: 

Methodological Princigle (MP): Any notion 
that plays a causal-explanatorY2role in correct 
explanations must be reducible. 

While MP has officially been endorsed only by Field, 

and not by reductionists and eliminativists in general, I 

shall be so bold as to treat it henceforth as a principle 

that reductionists and eliminativists would be likely to 

endorse. 

One way for the anti-eliminativist to respond to MP 

is to maintain that commonsense psychological explanations 

of behavior, making reference to propositional attitudes, 

are not truly causal explanations. 3 I am not much attracted 

to this response. It seems to me that unless it can be 

shown that propositional attitudes are real states of 

organisms, possessing genuine causal powers, then we will 

have failed to vindicate the truth and legitimacy of 

propositional attitude based explanations. It seems 

appropriate to me to accept that if MP is justifiable, then 
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propositional attitudes must be reducible. However, I think 

that MP is not justifiable. Below, I will argue that 

several possible motivations for MP fail. But first, let us 

examine what 'reducible' means in the context of MP. 

'Reducible' is subject to at least two 

interpretations. The literature on reduction and the unity 

of science indicates that if we require true non-basic 

theories to be 'reducible' to physics, this means that a non-

basic theory (or an approximation thereof) must be logically 

derivable from fundamental physics together with additional 

true premises (sometimes called 'bridge principles') that 

pertain to notions whose presence in the special theory and 

absence in physics prevents the derivation of the former 

from the latter alone. Theorists differ, however, as to 

whether the additional ('bridge') principles must satisfy 

some further constraint, and if so, what is the nature of 

that further constraint. We may divide theorists into two 

groups along these lines. Let us call the two groups 

'physicalistic reductionists' and 'functionalistic 

reductionists. ,4 

The physicalistic reductionist requires that bridge 

principles must satisfy the following further constraint: 

they must identi£y important theoretical notions occurring 

in the special science theory, with theoretical notions 
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available in fundamental phvsics. In effect, the 

physicalistic reductionist requires the bridge principles to 

provide physicalistic explications of the theoretical 

constructs of the special science theory. If no such 

physicalistic explications/identifications are forthcoming, 

the physicalistic reductionist recommends elimination of the 

special science theory as untrue. 

Physicalistic reductionism with regard to the 

propositional attitude notions of CPA psychology is 

generally acknowledged to founder upon the multiple 

realization problem: a given propositional attitude might 

conceivably be physically realized in an infinite variety oi 

ways in different types of systems, or at different times 

within the same system. It seems unlikely that believing, 

for example, is realized by the same physical state in a man 

and in a horse, or that a given person is in the same type 

of physical state every time she experiences a particular 

desire. 

The functionalistic reductionist attempts to avoid 

the multiple realization problem by relaxing the 

requirements on the bridge principles. The functionalistic 

reductionist allows bridge principles which give 

functionalistic explications of the theoretical notions 

utilized in the special-science theory. Any old physical 
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realization of the notion functionally explicated is 

acknowledged by the functionalistic reductionist to be 

acceptable; ontological physicalism and the unity of science 

are deemed to require no more. The functionalistic 

reductionist would presumably require elimination of a 

theory only in case its theoretical notions could not be 

functionally explicated, or in case its functionally 

explicated notions evdidently could not be physically 

realized (or were not physically realized in actuality).5 

As I noted earlier, reduction is sometimes spoken of 

as a relation between theories, and at other times as a 

relation between properties or theoretical entities. Given 

the two versions of reduction, we may suppose that a 

property or entity mentioned in a theory is reduced if that 

property or entity can be identified with some physical 

property or entity, or if that property or entity can be 

given a functional explication. I take it that reduction of 

a property or entity requires something very strong; it 

requires that we be able to state necessary and sufficient 

conditions in physical or functional terms for the 

exemplification of the property in question (for what it is 

to be an entity of the type at issue). 



MP supposes that notions playing causal/explantory 

roles in correct explanations must be reducible. Let us 

suppose that either physicalistic reduction or 

functionalistic reduction will do. Now we must ask, why 
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subscribe to MP? Why think that legitimate 

causal/explanatory notions must be explicable in physical or 

functional terms? 

Perhaps the most elemental motivation behind MP is 

that of ontological simplification: one endorses MP out of 

a desire to avoid dualism, a conviction that reality is 

ultimately physical in nature. Such ontological physicalism 

might be taken to require that since all causal mechanisms 

are ultimately physical in nature, true causal explanations 

must be physically or functionally reducible. 

It is open to question whether ontological 

physicalism is really incompatible with the truth and 

legitimacy of explanations wherein irreducible notions play 

causal roles. 6 If every token of some state type is 

physically realized, then what does it matter if it cannot 

be specified in physical or functional terms what must be 

the case for some token to be a token of the state type at 

issue? A simple example may help to make this point clear. 
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Consider the following causal explanation: Barbara 

fell down because she tripped over a chair. It is evident 

that this is a causal explanation, that it might be true, 

and that the notion of a chair plays a causal/explanatory 

role in the explanation. Individual chair tokens, we know, 

are all physical objects of one variety or another. What it 

takes for some object to qualify as a chair, however, can 

probably not be stated in physical or functional terms. 

(One could probably give a more or less accurate functional 

definition chairs are used to sit on, etc. but since 

not all chairs are used to sit on, there would be 

exceptions.) It is, in all probability, impossible to state 

necessary and sufficient conditions in physical or 

functional terms for what it is to be a chair. Chair is, 

then, an irreducible notion. Yet, there are chairs. And 

chairs can enter into true causal explanations. Why should 

parallel reasoning not apply in the case of propositional 

attitudes? Why could it not be the case that while 

propositional attitude concepts or properties are not 

reducible, those properties or concepts are in fact 

exemplified by certain state tokens which do play causal 

roles? If this sort of reasoning is acceptable, then 

ontological physicalism is not an adequate justification for 

MP; ontological physicalism is quite compatible with there 



being true explanations that make reference to irreducible 

notions. 

Three other possible justifications for MP can be 

distinguished. Let us call them (1) the methodological 

justification, (2) the mesh justification, and (3) the 

reduction-as-explanation justification. 7 

The methodological justification is the assertion 

that the reductionist physicalism embodied in MP has 

motivated a great deal of important and successful 

research. This is taken to justify acceptance of MP. The 

spirit of the methodological justification is nicely 

ilustrated by the following comments of Hartry Field: 

... [reductionist] physicalism should be 
accepted until we have convincing evidence 
that there is a realm of phenomena it leaves 
out of account. Even if there does turn out 
to be such a realm of phenomena, the only way 
we'll ever come to know that there is, is by 
repeated efforts and repeated failures to 
explain these phenomena in physical terms ... 
... The methodology is to look for a real 
reduction. This is a methodology that has 
proved extremely fruitful in science, ~nd 
I think we'd be crazy to give it up ... 

38 
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It appears true that scientists do presume that 

reality is ultimately physical in nature, and that they seek 

to uncover and describe the physical mechanisms that explain 

our observations. In this broad sense, it appears true that 

a physicalistic methodology has proved fruitful in science, 

and that we'd be crazy to give it up. But it does strike me 

as dubious that scientists are in the business of looking 

for reductions of explanatory notions in any strong sense of 

reduction, or that reductionism in any strong sense plays 

any motivational role in science. A strong sense of 

reductionism embodies much more than just the conviction 

that there are physical mechanisms underlying all the 

phenomena we observe. Reductionism in the strong sense, as 

I have noted, demands that there be true definitions, 

necessary and sufficient conditions, in physical or 

functional terms, for notions that play causal/explanatory 

roles in true theories. I doubt that reductionism in this 

latter, strong sense is endorsed by very many scientists 

(probably most of them have never thought about it), and I 

doubt that very many scientists are motivated by it. 

I find it plausible to suppose that all facts 

supervene upon the physical facts, in the sense that if two 

'worlds were identical physically, those worlds would share 

all intrinsic properties. I agree with Field that it is 
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physical facts which ultimately underly all that we observe 

and all that constitutes a true description of the world. I 

do think, however, that there are certain properties that 

cannot be defined physically or functionally, which are in 

fact exemplified by things in the physical world. I think 

that we must accept such properties as really existing, in 

spite of their irreducibility, and I think that we must 

accept some statements and explanations involviLg such 

properties as true. I am not sure what Field means by 

" ... phenomena [left] out of account" by reductionist 

physicalism. If he means irreducible properties that do 

exist and do enter into true explanations, then I think we 

have very good evidence that there are such properties. 

In short, I do not think that scientific methodology 

justifies endorsing anything as strong as MP. The 

methodological principle that in fact seems to motivate 

scientists seems not to demand that there exist physical or 

functional de£initions of all truly existing, causally 

relevant properties. 

The mesh justification for MP is the following idea: 

if we are ontological physicalists, then we must endorse MP 

and require reductions, because otherwise there is no 

explanation of why the causal/explanatory notions of some 

theories succeed in enabling us to make correct predictions 
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about the behavior of physical systems. It must be shown 

how successful theories mesh with underlying physical 

reality, and requiring a physical or functional reduction is 

the only known way of enforcing this desideratum. 

r see no reason to think that an adequate explanation 

of the mesh between a successful theory and underlying 

physical reality should constitute a reduction of the 

successful theory. Again, I take a reduction to be 

something very strong and very precise: necessary and 

sufficient conditions in physical or functional terms for 

the exemplification of some property or notion. Why 

couldn't an explanation of a theory's mesh with physical 

reality consist in an affirmation that tokens of the states 

and entities recognized by the theory were in fact 

physically realized? Must we possess a physical or 

functional definition of 'gene,' for example, in order for 

there to be genes, and in order for there to be an account 

of how gene theory meshes with physical reality? Even if we 

cannot define what genes are physically or functionally, if 

we know more or less what functional role a gene is supposed 

to play, then it seems we can explain the mesh of gene 

theory with physical reality by supposing that individual 

gene tokens are physically realized usually as strings 

of DNA, but perhaps not always. I am suggesting that if we 
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have a fairly good grasp of a functional concept, then we 

may be able truly to assert that this fuctional concept is 

exemplified, in one physical form or another, whether or not 

there is a statable functional role definitive of the 

concept. In such cases, we would have an explanation of the 

mesh between the theory and reality (tokens of the theory's 

positied states and entities are physical) without a 

reduction. 

The reduction-as-explanation justification for MP 

holds that reduction of theories is an instance of deductive-

nomological (DN) explanation, where what is explained is not 

an event, but a theory (a law or set of laws).9 Just as 

events are explained by subsumption under covering laws, so 

theories are explained by subsumption under (or derivation 

from) more basic theories. According to the reduction-as

explanation justification, acceptance of MP is warranted 

because true theories presumably will be such that the laws 

comprising them will be explained by reduction to the laws 

of more basic theories. A non-basic theory whose laws 

cannot be explained by means of reduction, according to this 

justification of MP, is untrue and deserves elimination. 

It is questionable whether true special-science 

theories really must be reducible to lower-level physical 

theories and hence to physics in order to be shown true. 
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That such theories are so reducible appears to be largely a 

philosophical prejudice, unproven in practice. There are 

few examples of successful reductions. One wonders, if all 

true theories are so reducible, where are all the 

reductions? The tired old example of the reduction of 

thermodynamics to statistical mechanics perhaps shows that 

sometimes the laws of one theory can be explained in terms 

of the laws of another theory, but this does not indicate 

that such a relation holds between the laws of every true 

theory and the laws of physics. Certainly science seems not 

to be much concerned with producing these reductions. 

Even if it is the case that true special-science 

theories in biology, chemistry, and so on, must reduce to 

physics in order to explain their truth, there may be unique 

features of commonsense propositional attitude psychology 

that render it immune to the demand for reduction. We have 

already observed that the 'laws' of CPA psychology (if 

indeed CPA psychology has any genuine laws) are entirely 

disanalogous to the laws of most empirical theories. The 

only examples in the literature of CPA psychology's 'laws' 

are variations on a single platitude that seems to be an 

analytic truth derivable from the concept of rationdlity: 

if you really want something, and there's no reason why you 

shouldn't try to get it, you'll probably try to get it. 10 
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How could such a 'law' possibly be explained by reduction to 

the laws of a more basic theory? CPA psychology's 'laws' do 

not appear to be the sorts of entities that could be 

explained; at any rate, it is difficult to imagine what 

would constitute an explanation. 

I take these considerations to undermine the 

reduction-as-explanation justification for MP. If one wants 

to endorse the idea that notions playing causal roles in 

correct explanations must be reducible, one needs a better 

reason than the dubious contention that reduction explains 

theoretical laws. 

We have considered several possible motivations for 

MP, and found them all wanting. If there is in fact no 

sound justification for MP, then perhaps we should reject MP 

and acknowledge that irreducible notions can sometimes play 

causal-explanatory roles in correct explanations. The 

rejection of Field's methodological principle allows us to 

respond to the argument from reductionism for eliminative 

materialism. If indeed there is no good reason to think 

that notions playing causal/explanatory roles in correct 

explanations must by reducible, then there is no good reason 

to think that such notions must be eliminated if they fail 

to be reducible. 
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The Argument From Functionalism 

There is an odd conflict between the argument from 

reductionism for eliminative materialism, and the argument 

from functionalism for eliminative materialism. The 

argument from reductionism can be roughly stated as follows: 

true theories, and their embedded theoretical notions, must 

be physically or functionally reducible; CPA psychology and 

its propositional attitude notions will fail to be 

physically or functionally reducible; therefore, CPA 

psychology is a false theory and there aren't really any 

propOSitional attitudes. The argument from reductionism 

predicts that there will be no correct reduction of CPA 

psychology, physical or functional. Interestingly, the 

argument from functionalism evidently presupposes that there 

will be a reduction of CPA psychology's propOSitional 

attitude notions. The argument from functionalism for EM is 

the idea that the functional roles definitive of 

propositional attitude states are in fact specifiable; its 

jus t tha tit's go ing to turn ou t tha t no tll ing pl ays these 

£unctional roles. 

The argument .from .functionalism is perplexing, 

chiefly because there is great vagueness and uncertainty 
. 

regarding what functional roles it is that nothing is 

supposedly going to turn out to play. The basic idea of 



46 

functionalism is that what makes a particular internal state 

a belief (or a belief that p, according to some 

functionalists) is that state's functional role. However, 

to my knowledge, no functionalist has ever spelled out what 

functional roles are supposed to be definitive of given 

propositional attitude states. There is a great deal of 

hand-waving about this. Sometimes it is said that 

commonsense psychology is a theory that implicitly assigns 

certain functional roles to propositional attitude states. 

But no one can specify what functional roles these are. 

Anyone who thinks seriously about commonsense 

propositional attitude psychology will so~n notice that 

there are no unique functional roles definitive of 

individual propositional attitudes. As Stephen Stich has 

noted, propositional attitude states which we are willing to 

count as Uthe same" are in reality not the same in 

functional role. Rather, we judge these states to be "the 

same U because they are similar along certain vaguely defined 

parameters. 11 The notion that CPA psychology implicitly 

defines propositional attitude states by assigning 

functional roles to these states is plausible only if we 

take it as meaning something very loose and vague: CPA 

psychology involves the practice of counting propositional 

attitude states as "the same" when they are roughly similar 
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in functional role, referential factors, and what Stich 

calls uideological U factors the way the state is 

embedded, and interacts, with other propositional attitudes 

of its possessor. 

Stich, while he clearly does not believe that CPA 

psychology defines propositional attitude states by 

assigning to those states any unique functional roles, does 

advance a version of the argument from functionalism. Stich 

believes that uPerhaps the concepts of folk psychology [CPA 

psychology], like many of those in folk medicine or folk 

cosmology, will turn out to be true of nothing [my 

emphasis]; perhaps there are no such things as beliefs. u12 

Let us attempt to make very explicit what Stich would take 

to be evidence establishing that propositional attitude 

concepts had turned out to be true of nothing. 

Stich believes that CPA psychology describes a 

general cognitive architecture, a gross functional 

organization for cognition, that could turn out not to match 

up very well with the functional architecture described by 

the best theory of our cognitive organization. 13 Stich's 

chief complaint about the functional architecture supposedly 

described by CPA psychology is that it individuates internal 

states by means of propositions, as ascribed by that-

clauses, instead of along internal, narrow-causal 
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organization, Stich believes, must individuate internal 

states according to their internal causal powers, and such 
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internal causal powers could be more accurately indexed by 

syntactic descriptions than by propositions,l5 If it turns 

out that our best cognitive theories do not carve up 

internal states into recognizably belief-like and desire

like states (states roughly similar in functional role to 

the propositional attitude states of common sense), Stich 

thinks this will be good evidence for eliminativist 

conclusions. According to Stich, such a scenario would 

constitut~ evidence that nothing played the functional roles 

definitive of propositional attitudes, and hence, that there 

really were no propositional attitudes. And Stich thinks 

that cognitive science is in fact turning out not to carve 

things up into recognizably belief-like and desire-like 

states. 

Suppose that the scenario envisioned by Stich has 

come to pass. Suppose that cognitive science has matured, 

and has turned out to explain cognition by means of 

reference to states that bear no great resemblance to the 

beliefs and desires of common sense. Would such a turn of 

events establish the conclusion that there really are no 

beliefs and desires, that CPA psychology is a false theory? 



49 

I am inclined to think that whether or not there 

really are beliefs, and whether or not CPA psychology's 

explanations of action are true or not, simply does not 

depend upon how cognitive science turns out. Even if it 

should turn out, as Stich anticipates, that cognitive 

science does not carve up internal states into anything 

recognizably belief-like or desire-like, this will not 

necessarily force the conclusion that beliefs and desires do 

not exist, or that explanations of action making reference 

to beliefs and desires are false. This conclusion follows 

only if one accepts the questionable presupposition that the 

only truly existing states (and the only true causal 

explanations) are those explicitly recognized by scientific 

theories. This is not a presupposition that I am willing to 

accept without argument. 

Sometimes it appears that philosophers make the 

as~umption that a commonsense explanatory framework is 

illegitimate unless it is absorbed into, or explicitly 

recognized by, some science or other,16 but to make such an 

assumption begs an important question. Surely it is 

defensible to hold that commonsense mental states and their 

properties are legitimate constructs, and enter into true 

causal explanations, so long as such explanations are 

compatible with scientific explanations, regardless of 
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whether any science incorporates, recognizes, or mentions 

commonsense constructs. Any position to the contrary, it 

seems to me, demands an argument. 17 I cannot accept, then, 

Stich's argument that the ultimate shape of cognitive 

science may undermine belief and desire explanation. 

I do not believe, then, that anything discovered by 

cognitive science could show the non-existence of 

propositional attitude states. In this context let us 

return to a more straightforward discussion of what I have 

called the argument from functionalism for eliminative 

materialism, the contention that nothing will turn out to 

play the functional roles attributed by common sense to 

propositional attitudes. There is a type-token ambiguity 

latent in this argument. When the eliminativist suggests 

that nothing is going to turn out to play the functional 

roles definitive of propositional attitudes, does he mean 

propositional attitude types, or propositional attitude 

tokens? 

I have already expressed the opinion, in agreement 

with Stich, that it is implausible to suppose that CPA 

psychology assigns any definitive functional roles to 

propositional attitude state types. But CPA psychology 

surely does suggest, in particular cases, that individual 

propositional attitude tokens are playing given causal 
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roles. Stich has one argument that purports to establish 

that CPA psychology assigns causal roles to propositional 

attitude tokens that no real state tokens of the system will 

turn out to play. Let us look at that argument. 

According to Stich, CPA psychology implies that 

beliefs are states which can both cause us to say particular 

things, and to do particular things. However, cognitive 

science has discovered that very different causal mechanisms 

underly verbal behavior and non-verbal behavior. CPA 

psychology is thus in error in supposing that a single 

state, a belief, can cause both sayings and doings. 1S An 

example due to Simon Blackburn19 will help to make this 

argument clear. 

Here is Blackburn's example: according to CPA 

psychology, a single state token is responsible both for my 

saying, "The cat is under the bed," and for my reaching 

under the bed to pull the cat out. The state that is 

supposed to be responsible for both the assertion and the 

act is the token belief that the cat is under the bed. But, 

very different mechanisms in the brain have turned out to be 

responsible for the production of language and for the 

production of body movement. Stich argues that there simply 

is no one state responsible for both the saying and the 

pulling. Does it follow that there is no such state token 
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as the token belief that the cat is under the bed, and that 

CPA psychology implies a falsehood? 

As I see ~t, an adequate response to Stich's argument 

can be given by taking a suitably broad interpretation of 

the word 'state.' It seems, for example, that we could 

define the token state, X's belief that the cat is under the 

bed, in such a manner that the belief state encompassed both 

the relevant action-causing neural state, and the relevant 

speech-causing neural state. The belief token would then be 

a complex state, not individuated in the same way that we 

individuate neural states, but why should we expect or 

require token beliefs to be individuated in just the way 

that sub-personal cognitive psychology individuates neural 

states? 

Terence Horgan and James Woodward have argued for 

this sort of position. They contend that the events or 

states recognized as playing causal roles by CPA psychology 

might well be identical with "arbitrarily complex, highly 

gerrymandered" neural states and events "which themselves 

are not naturally-isolable relative to cognitive science, 

but instead are fully decomposable into parts which have 

this feature. "20 They defend the idea that complex, 

gerrymandered states and events can properly be considered 

causes, even if the structure of these complex events is 
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wildly divergent from the structure posited by lower-level 

th . 21 ", ear les. 

Horgan and Woodward propose the following account of 

causation by complex events: 

Let us say that an event e minimally causes 
an event f just in case e causes f and no proper 
part of e causes f. We want to advance two claims 
about minimal causation ... Flrst, even if an event 
e is a genuine cause of an event f, nevertheless 
f might also be caused by some event which is a 
proper part of e; thus e might be a genuine cause 
of f without being a minimal cause of f. Second, 
if e causes not only f but also some other event 
g, then it might be that the part of e which 
minimally causes f is diffe2~nt from the part of 
e which minimally causes g. ~ 

On Horgan and Woodward's analysis, the complex state 

that is the belief that the cat is under the bed may have as 

proper parts both a neural state that minimally causes the 

verbal behavior of saying that the cat is under the bed, and 

a neural state that minimally causes the action of pulling 

the cat out from under the bed. But it can still truthfully 

be maintained that the complex event, the belief, is a cause 

of both the verbal behavior and the physical behavior, 

though not a minimal cause. 

Someone might object that this account of causation 

is too lenient. It might appear that on this account, 

almost any higher-level causal claim would come out true, 

despite any degree of failure to mesh with the causal claims 
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of underlying physical theory. After all, it is clear that 

some underlying theories, whose truth we accept, are 

inconsistent with the truth of certain higher-level causal 

claims. For example, we do not accept that demonic 

possession is a cause of certain aberrant behavior. We 

explain the aberrant behavior in terms acceptable to 

chemistry and physics, and reject demonic possession as a 

cause, though we could in principle define an event of 

demonic possession to be a complex event composed of 

numerous lower-level physical and chemical events, and thus 

take demonic possession to be a cause, though not a minimal 

cause, of the aberrant behavior at issue. Why, if we reject 

demonic possession as a true cause, should we accept 

arbitrarily gerrymandered mental events as true causes? 

Shouldn't we reject the mental event as a cause, because of 

its failure to mesh with underlying physical causes? 

Horgan and Woodward suggest a plausible response to 

this objection. They argue that when some higher-level 

causal claim is rejected, there is usually some reason to 

reject it besides its mere failure to mesh with underlying 

physical causes. Failure to mesh alone is almost never seen 

to be the entire reason for the rejection of a causal claim: 

We do not deny ... that lower-level theories 
can be incompatible with upper-level theories. 



We do doubt, however, whether it is common or 
typical that one can know that an upper-level 
theory is false only by noting its failure to 
fi t with a true underlying "heory. More typically, 
when an upper-level theory is false there is 
direct evidence for2~his fact, independently of 
the failure of fit. 
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Importantly, the falsity of demonic possession theory 

is discoverable without any reference to underlying physical 

and chemical theory at all. Testing at the level of demonic 

possession theory itself, to see whether (for example) 

exorcisms actually alleviated the condition, would serve to 

falsify the theory. Horgan and Woodward suggest that it is 

only in cases where such simple disconfirmation, without 

reference to considerations of mesh with underlying physical 

reality, occurs, that we are justified in rejecting the 

causal claims of a higher-level theory as false. In the 

demonic possession case, the demon theory assigns a role to 

demonic possession that no physical state or event, however 

complex, would turn out to play in the actual world (e.g., 

being alleviated by exorcism). A theory that assigns to 

some state or entity a causal role that nothing in fact 

plays (the supposed role of phlogiston, of being given off 

in all cases of combustion, comes to mind) will be testable 

at its own theoretical level, and will turn out to be 

disconfirmed. If a theory is not so disconfirmed at its own 

theoretical levelp it may be assumed that its theoretical 
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notions do in fact mesh, whether in a simple or a complex 

manner, with underlying physical reality, and it may further 

be assumed that the causal claims made by the theory are 

acceptable. That complex physical states and events may 

realize the theory's notions ought not to impugn the 

legitimacy of the theory's causal claims. 

I find Horgan and Woodward's defense of causation by 

complex events compelling. It seems that there is no reason 

to doubt that the action-causing roles assigned to 

individual propositional attitude tokens by CPA psychology 

could be played by complex physical event tokens. The 

failure of commonsense-psychological events to "mesh" (the 

failure of commonsense-psychological events to line up 

neatly one-by-one with causally-relevant events as 

individuated by cognitive psychology or neuroscience) seems 

an insufficient reason to deny the causal efficacy of 

commonsense-psychological events, given the fact that CPA 

psychology yields accurate predictions of action and is 

therefore well-confirmed at its own theoretical level. 

I conclude that the argument from functionalism for 

EM is significantly confused. Insofar as CPA psychology 

assigns functional roles to propositional attitude states, 

it is not going to turn out that nothing plays those 

functional roles. It couldn't turn out that nothing plays 
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those roles. If physical states of persons cause rational 

actions, then some such physical states may be identified 

with propositional attitudes. And whether it is legitimate 

to type such states in terms of commonsense propositional 

content need not depend in any way upon how science turns 

out. 
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Notes to Chapter Two 

1. On intertheoretic reduction and elimination see C.A. 
Hooker, "Towards a General Theory of Reduction," Parts I, 
II, and III, pialogue 20, pp. 38-59, 201-236, 496-529; 
Ernest Nagel, The Structure of Science (New York: Harcourt, 
Brace, and World, 1961), chapter 11; Robert Richardson, 
"Functionalism and Reductionism," Phil. of Science 46, pp. 
533-558. 

2. Field formulated this principle during the teaching 
of a seminar on reductionism in the philosophy of mind, at 
the University of Arizona, in the spring of 1987. He has 
not, to my knowledge, published anything explicitly making 
use of the principle. 

3. Many philosophers have argued that propositional 
attitude explanation (rationalization) is not causal 
explanation but a separate category of explanation. See for 
example William Dray, "The Historical Explanation of Action 
Reconsidered," in Sidney Hook, ed., Philosophy and History 
(New York: New York University Press, 1963), pp. 105-135; 
A.I. Melden, Free Action (London: Routeledge and Kegan 
Paul, 1961); Gilbert Ryle, The Concept of Mind (New York: 
Barnes and Noble, 1949). The position has to a large extent 
gone out of fashion, due largely to Donald Davidson's 
influential paper, "Actions, Reasons, and Causes," reprinted 
in his Essays on Actions and Events (Oxford: Oxford 
University Press, 1980), pp. 3-19. 

4. I am indebted to Stephen Schiffer fot this way of 
summing up the requirements on reduction and dividing up 
reductionists into two camps. Schiffer calls the two groups 
'physicalistic sentential physicalists' and 'functionalistic 
sentential physicalists.' I prefer 'reductionist' to 
'sentential physicalist.' 

5. For material on physicalistic reduction, see sources 
mentioned in note 1. An excellent presentation of the idea 
behind functionalistic reduction is Jerry Fodor, "Special 
Sciences, or, The Disunity of Science as a Working 
Hypothesis," in Ned Block, ed., Readings in the Philosophy 
of Psychology. Vol. I (Cambridge: Harvard University Press, 
1980), pp. 120-133. The same material appears in the 



Introduction to Fodor's book, The Language of Thought 
(Cambridge: Harvard University Press, 1975). 

6. Stephen Schiffer, for one, endorses "ontological 
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physicalism and sentential dualism," whereby the physical 
nature of reality is taken to be compatible with the 
existence of true, but irreducible explanatory sentences. 
See Remnants of Meaning (Bradford, MIT Press, 1987), ch. 6. 

7. I owe this terminology to Hartry Field and Stephen 
Schiffer. Several possible motivations for MP were 
discussed by Field and Schiffer during the seminar mentioned 
in note 2. I am indebted to Field and Schiffer for my 
discussion of these issues in the text. 

8. Hartry Field, "Tarski's Theory of Truth," Journal of 
Phil. Vol. 69, No. 13 (July, 1972), pp. 357-358, and p. 363. 

9. On deductive-nomological explanation and its 
relations to reduction, see Patricia Churchland, op. cit., 
pp. 255-256, 294; see also Ernest Nagel, The Structure of 
Science (New York: Harcourt, Brace, and World, 1961); 
Nicholas Rescher, Scientific Explanation (New York: Free 
Press, 1970); ~rian Cupples, "Three Types of Explanation," 
Phil. of Science Vol. 44 (1977), pp. 387-408; Carl Hempel, 
Aspects of Scientific Explanation (New York: Free Press, 
1965). 

10. Thanks are due to Stephen Schiffer for this satirical 
way of phrasing the paradigmatic 'law' of CPA psychology, as 
well as for calling to my attention the general point that 
such a law of practical rationality requires no explanation. 

11. Stephen Stich, From Folk Psychology To Cognitive 
Science: The Case Against Belief (Bradford, MIT Press, 
1983), pp. 84-92. 

12. Ibid., p. 76. 

13. Ibid., p. 229. 

14. Ibid., particularly chapters 4 and 5. 

15. Ibid., chapter 8. 

16. Jerry Fodor, for one, seems to make this assumption. 
He writes: ~Holding onto the attitudes vindicating 
commonsense psychology means showing how you could have 
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(or, at a mLnLmum, showing that you Gould have) a 
respectable science whose ontology explicitly acknowledges 
states that exhibit the sorts of properties that common 
sense attributes to the attitudes." Fodor is cagy in that 
he does not say if the science at issue must explicitly 
acknowledge the mentalistic or semantic properties of the 
states, or just the states themselves. See Fodor, 
Psychosemantics (Bradford, MIT Press, 1987), p. 10. I tend 
to think that commonsense explanatory practices, if they are 
compatible with scientific practices, require vindication in 
neither of these senses. 

17. I agree here with George Graham and Terence Horgan, 
who express a similar sentiment in their "How to be 
Realistic About Folk Psychology," Philosophical Psychology, 
Vol. 1, No.1 (1988), p. 78. 

18. Stich, op. cit., pp. 230-231. 

19. Simon Blackburn, "Finding Psychology," in L. 
Stevenson, R. Squires, and J. Haldane, eds., Mind, 
Causation. and Action (Oxford: Basil Blackwell, 1986), pp. 
2-3. 

20. Terence Horgan and James Woodward, "Folk Psychology 
Is Here To Stay," Philosophical Review XCIV, No.2 (April 
1985), p. 217. 

21. Ibid., p. 218. 

22. Ibid. 

23. Ibid., pp. 220-221. 
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Chapter Three: 
Two Arguments Against Eliminativism 

In the previous chapter I attacked eliminative 

materialism (EM) by undermining the arguments that are 

advanced in favor of EM. In the present chapter I will 

concentrate upon positive arguments against EM. Two 

arguments in particular will concern me: the argument that 

commonsense propositional attitude psychology (CPA 

psychology) could not possibly prove false, and the argument 

that EM is self-defeating or self-refuting. These two 

arguments are closely related. Taken together they form 

what we might call (with apologies to Kant) the 

transcendental deduction of the propositional attitudes. 

Could CPA Psychology Possibly Prove False? 

Jerry Fodor has expressed very nicely the spirit 

behind the argument that CPA psychology could not possibly 

prove false: 

Even if [CPA psychology] were dispensable 
in principle, that would be no argument 
for dispensing with it ... What's relevant to 
whether commonsense psychology is worth 
defending is its dispensability in £act. And 
here the situation is absolutely clear. We have 
no idea of how to explain ourselves to ourselves 
except in a vocabulary which is saturated with 
belief/desire psychology. One is tempted to 
transcendental argument: What Kant said to Hume 



about physical objects holds, mutatis mutandis, 
for the propositional attitudes; we c~nrt give 
them up because we don't know how to. 

Indeed, there is something very odd and paradoxical 

about the idea that commonsense propositional attitude 

psychology could prove false (at least, such an idea would 

appear very odd to the man in the street, whose intuitions 

regarding commonsense concepts were unpolluted by 

philosophical theory.) What evidence could possibly show 

CPA psychology to be false? What could possibly establish 

the non-existence of propositional attitudes? 

Recall that we are taking CPA psychology to be noe 

only an explanatory and predictive calculus, but also the 

conceptual framework or descriptive vocabulary in terms of 

which persons are seen as rational beings, cognizers. 

Whether CPA psychology could prove false is, accordingly, 

the question of whether it could turn out that persons are 
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not rational beings, not cognizers, arter all. It can seem 

that persons are just obviously rational beings, that this 

is a truth too fundamental to be seriously questioned; to 

question it would be to lose "that feeling for reality which 

ought to be preserved even in the most abstract studies.,,2 

Yet, we must acknowledge that to a certain kind of radical 

eliminativist (Paul and Patricia Churchland, in some of 

their moods, would seem to qualify) it seems obvious that 
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any theoretical framework, other than that of fundamental 

physics, could prove false. According to such an 

eliminativist, it could very well turn out that there were 

no such phenomena as rationality, intelligence, and 

cognition. The eliminativist claims that those terms derive 

their meanings from a theory that may be a thoroughly false 

description of reality. Perhaps, when we look at human 

beings, we ought to see physical particles responding to 

physical forces; perhaps that sort of description is the 

only true description. Perhaps, to look at human beings and 

to see episodes of perceiving, inferring, theorizing, and so 

on, is just wrong; the vocabulary in which these 

descriptions are couched may simply not be getting at any 

real phenomena. 

How does one answer the radical eliminativist? How 

does one reply to the contention that we might turn out not 

to be rational beings after all? 

The disagreement between one such as myself, who 

takes it to be true that many different vQcabu~aries, at 

many different theoretical levels, might all provide correct 

descriptions of reality, and the radical eliminativist, who 

takes it to be the case that only one vocabulary, that of 

fundamental physics, can give a true and correct description 

of reality, is perhaps so fundamental that the eliminativist 
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and I have nothing to say to each other. Perhaps we must 

simply agree to disagree. The choice of fundamental 

intellectual orientation is, unhappily, made more for 

reasons of aesthetics or temperament, than because of any 

argument. I cannot bring myself to accept that there might 

not really be beliefs, desires, hopes, fears, wishes, and 

the persons that possess these states; the eliminativist 

cannot accept that there could ever really be anything other 

than the atoms and the void. For reasons of the very 

fundamental nature of the debate, my arguments in this 

chapter may strike the reader as upreaching only to the 

converted. U Be that as it may, I will defend the idea that 

commonsense propositional attitude psychology couldn't 

possibly prove false, in the sense that we could not 

conceivably turn out not to be rational beings. 

Stephen Schiffer has made a suggestion congenial to 

my thesis. In Schiffer's terminology, propositional 

attitude notions contain no Ualgorithm for ellmlnation,u 3 

Schiffer explicates his suggestion as follows (where N is a 

notion that is believed to have application and that is 

typically ascribed on the basis of certain kinds of evidence 

[call such evidence N's ascription basiRl): 

N contains an algorithm for elimination 
provided that there is some scientifically 



discoverable proposition ~ that is consistent 
with N's ascription basis and such that it's 
a griori that N doesn't ha~e application if 
it should turn out that ~. 

According to Schiffer, witch and ghlogiston are 

examples of notions that possess built-in algorithms for 

elimination. In the case of witch, the proposition that 
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nothing possessed certain causal powers was consistent with 

the ascription basis of the notion witch, and if one 

understood the concept·of a witch, then it was a griori that 

if nothing turned out to have certain causal powers, then 

there were no witches. In the case of phlogiston, the 

proposition that nothing is imparted to the air in all cases 

cf combustion was consistent with the ascription basis of 

the notion phlogiston, and if one understood the concept of 

phlogiston, then it was a priori that if nothing was 

imparted to the air in all cases of combustion, then the 

notion ghlogiston had no application. 

The notion of believing that p, argues Schiffer, is 

not analogous to the notions witch and ghlogiston in this 

respect. There is no proposition, consistent with the 

ascription basis of the notion of believing that p, such 

that it is ~~ for someone with the concept of 

believing that p, that if this proposition were true, then 

the notion of believing that p would have no application. 

Schiffer argues that there is nothing that science could 



66 

tell us that would convince us that there were no beliefs; 

the concept of belief that is employed by ordinary users of 

CPA psychology is such that no evidence adduced by 

eliminativists or neuroscientists should, or could, convince 

the ordinary person of the nonexistence of propositional 

attitudes. 

Schiffer's argument is suggestive, though I am 

suspicious of his use of the term "algorithm for 

elimination." An algorithm is a step-by-step procedure 

guaranteed to produce a certain result. Surely there is no 

such fail-safe procedure built into some theoretical notions 

for establishing whether or not there is anything in reality 

corresponding to the notion. But this is only an objection 

to Schiffer's choice of terminology. I agree with 

Schiffer's basic point that propositional attitude notions 

differ from most theoretical notions in that we find it 

difficult, if not impossible, to imagine what would have to 

be the case for there to be nothing in reality corresponding 

to propositional attitude notions. 

Quine has taught us that no theory taken in isolation 

is conclusively falsifiable, and that no theory is immune 

from revision. We can always save a favorite theory from 

elimination by altering some other part of the theoretical 

network. Any theory can in principle be revised or 
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abandoned, or held inviolate. S Let us suppose that Quine is 

correct about this. Then, if CPA psychology is a theory, 

what seems to make it different from other theories is that 

it is one we would be extremely reluctant to give up. Faced 

with giving up propositional attitude psychology, or with 

giving up some other cherished theory, it seems we would 

give up the other theory, unless we were in unimaginably 

bizarre circumstances. This seems to be the insight 

Schiffer seeks to capture with his uno algorithm for 

elimination" point. 

One can indicate reasons, I think, why CPA psychology 

is a theory we cannot imagine abandoning, and why the 

existence of propositional attitudes seems utterly evident. 

One reason is our introspective acquaintance with our own 

propositional attitudes. Introspection is currently out of 

favor in philosophy, but I will be bold: I take it that 

Descartes had a good point when he noted that he could not 

possibly be deceived as to the existence of his own 

thoughts. 

Granted, the term 'belief' is sometimes used to refer 

to unconscious or merely potential states, with which we are 

not epistemically acquainted, at least until some stimulus 

calls these states to consciousness. For example, I might 

unconsciously believe that my father hates me, and not 
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realize this until a hypnotherapist caused me to acknowledge 

it; I might be inclined to assent to the proposition that 

Buckingham Palace is not filled with pickles,6 but this 

belief might never have crossed my mind until somebody 

mentioned it to me. The use of the term 'belief' to refer 

to such unconscious and p~tential states is, I think, quite 

legitimate, but derived from the more basic use of the term 

'belief' to refer to states with which the believer has 

epistemic acquaintance. 

The fact that we are epistemically acquainted with 

our own beliefs indicates, I think, that beliefs exist. We 

may be certain of the existence of phenomena with which we 

are epistemically acquainted, and we may justifiably believe 

that these introspected phenomena have some physiological 

basis or other. When I say to myself, "By 'belief' I mean 

that," performing an act of inner ostention, I refer 

directly to an introspected phenomenon, the existence of 

which is beyond doubt; less directly, I refer to whatever 

turns out to be responsible for that introspected 

phenomenon, presumably a physical state. (As I argued in the 

previous chapter, there is no reason to think that 

propositional attitude tokens must be individuated in the 

manner appropriate to neuroscience or cognitive psychology. 

The state of which I am aware when I introspect a 



69 

propositional attitude may be a complex set of states as 

individuated by sub-personal cognitive science. But the 

propositional attitude exists, and is a genuine physical 

state of me, regardless.) 

By saying that beliefs are introspectible states, 

that we are epistemically acquainted with our beliefs, I 

mean only that we have a unique and direct awareness of the 

contents of our own conscious mental states. I do not mean 

to imply that beliefs possess any qualitative "feel" such as 

a pain, or a scent, or a view of the Grand Canyon 

possesses. Beliefs are cognitive, no qualitative. 

Nevertheless, that we do have beliefs, whose contents can be 

more or less accurately captured by means of propositional 

that-clauses, is evident. If someone asks me if I believe 

that Stephen Schiffer wears colorful socks, I can 

immediately give a truthful reply, by means of consulting 

what I know immediately. 

There are those who ridicule pronouncements, such as 

those I have just made, regarding the certainty of 

introspective knowledge. Paul Churchland, for example, 

comments: 

... an introspective judgment is just an 
instance of an acquired habit of conceptual 
response to one's internal states, and the 
integrity of any particular response is 



always contingent on the integrity of the 
acquired conceptual framework (theory) in 
which the response is framed. Accordingly, 
one's introspective certainty that one's mind 
is the seat of beliefs and desires may be as 
badly misplaced as was the classical man's 
visual certainty that the st,r-flecked sphere 
of the heavens turned daily. 
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Perhaps Churchland is correct that we must interpret 

our introspected states in accordance with some conceptual 

framework, and that this conceptual framework is something 

that we learn. But the interesting question is, could this 

conceptual framework, be it learned or innate, in terms of 

which we come to acknowledge that we are aware of internal 

states appropriately characterized as having propositional 

content, possibly prove false? It seems to me that the 

answer to this question must be no, at least if we mean by 

'possible' conceivable. I simply cannot fathom what would 

constitute its falsity. 

I wish to make it quite clear where I agree with 

Churchland, and where I disagree with him. I quite agree 

with him that pronouncements of certainty regarding the 

truth of what is introspectively experienced must be taken 

with extreme skepticism. For example, in the literature on 

free will and determinism, libertarians sometimes claim that 

they are just certain, for introspective reasons, that they 

are free Uagent selves u who can escape the causal nexus and 

make free choices to perform morally significant acts. This 
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is not a claim to which I would attach much weight. It 

seems to me that Butler's Erewhonians8 would probably be 

equally as certain, upon introspecting, that they had freely 

chosen to catch cold. In addition, certain psychological 

experiments would seem to indicate that we do not have 

reliable introspective access to such matters as whether 

certain information has influenced our behavior. 9 I don't 

doubt the implications of such data; it seems clear that the 

content of introspection is deeply colored by theory and 

prejudice. What I do doubt is that our certainty of the 

existence of introspection itself is the product of a 

theory, or of anything that could prove false. That we 

introspect could not be false, even if what we introspect is 

often false. And to say that we introspect the existence of 

beliefs and desires is just to say that we introspect states 

whose contents may appropriately be characterized by means 

of that-clauses. I would argue that no evidence discovered 

by any science could show either that we do not introspect 

our own internal states, or that it is illegitimate to 

describe these internal states as possessing propositional 

content. 

I would also take issue with Churchland's compar.ison 

of the introspective certainty of the existence of beliefs, 

with the purported ancient UcertaintyU that the spheres of 
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the heavens moved. Nobody ever enjoyed introspective 

acquaintance with the heavenly spheres. Ancient persons 

could be certain of no more than that they perceived a 

certain apparent motion: it looked as if the heavens were 

revolving. The heavenly spheres were posited as an 

explanatory hypothesis to account for the observed apparent 

motion. Perhaps in the heyday of the theory, many did not 

think to question it, but still, when a better theory was 

propounded, most persons came to accept the new theory, 

which did not feature celestial spheres. In the case of 

beliefs, we are introspectively acquainted with the items 

whose existence is at issue. And it is for precisely this 

reason that no theory purporting to establish the non-

existence of these items is apt to win wide acceptance. 

Patricia Churchland, too, attempts to oppose the 

argument that introspection proves the validity of 

commonsense-psychological categories. She argues: 

... the Cartesian argument fails to show that 
our inner goings-on are directly and immediately 
presented to us. It fails to show that no 
categorial framework or theory is employed in 
the app16cation of predicates to one's own mental 
states. 
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But, as I have already noted, the issue is not 

whether introspection does or does not depend upon the 

existence of a theoretical (categorial, conceptual) 

framework. I am willing to concede that the conceptual 

scheme of CPA psychology, positing states with cognitive 

content, is necessarily active if introspection of 

propositional attitudes is to occur. The question is, could 

that theory or conceptual framework turn out to be false or 

fundamentally mistaken? I have responded that I cannot 

imagine what would constitute this conceptual framework's 

turning out to be false. 

Patricia Churchland also makes the following remark, 

which perhaps illustrates more strongly than any other 

passage in the literature the radical nature of some 

eliminative materialists' construal of commonsense-

psychological concepts: 

... it is possible that the folk theory that 
gives "awareness" its meaning might turn out 
to be displaced by a superior theory. Accordingly, 
just as it turned out that there was no such thing 
as impetus 11 there may be no such thing as 
awareness. 
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How could it possibly turn out that there was no such 

thing as awareness? Does Churchland mean to imply that in 

the Golden Age of neuroscience we will all be unconscious? 

Our own consciousness, again, is something with which we are 

directly acquainted. No discovery of science is likely to 

convince us of the non-existence of consciousness. Any 

discovery of science as to the physiological grounds of 

awareness will be an addition to our consciousness, not a 

replacement of it. The ordinary concept of awareness, if it 

is the construct of a theory, is the construct of a theory 

that could not possibly prove false. Here I cannot resist 

quoting Colin McGinn, who has remarked, in a review of 

Patricia Churchland's book, Neurophilosophy: 

When Descartes asserted that he could not be 
wrong in supposing himself to be a thinking 
being he was not being misled by his ignorance 
of neuroscience. Tell him all the neuroscience 
there is to know, and he will not be justified 
in concluding, "Oh, so I'm not really thinking 
after all." At any rate, it is this kind of 
intuitive conviction that Churchland needs to 
undermine and no amount of tired rhetoric 
about the intellectual conservativeness ~Z 
philosophers is going to turn the trick. 
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I have been arguing that it is just evident, that it 

could not conceivably be false, that people have 

propositional attitude states. No evidence adduced by 

neuroscience, or any other field, can be imagined that would 

convince ordinary users of propositional attitude concepts 

that those concepts failed to be exemplified. In this 

context it is useful to recall the thesis of Horgan and 

Woodward, discussed in Chapter Two, that a mere lack of mesh 

between some higher-level theoretical notion and lower-level 

physical theory, a mere failure to reduce neatly, is not 

evidently enough to warrant the elimination of the higher

level theoretical notion. Where elimination is warranted, 

there must be some further reason, some reason not directly 

related to reduction. Perhaps it is shown that nothing 

recognized in science could play the theoretical role 

supposedly played by the higher-level notion. We saw that 

such might be the case with the notion of demonic 

possession; nothing recognized by science would be 

alleviated by exorcism. Horgan and Woodward's point fits in 

nicely with the present point having to do with the seeming 

impossibility of eliminating certain notions. Eliminable 

notions, as Schiffer argues, are such that we can know and 

state what would have to be the case for such notions to 

fail of exemplification. Demon is an eliminable notion 
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because, if we have mastered the concept, we know that there 

are no demons if nothing turns out to possess certain 

magical powers and liturgical vulnerabilities. Belief, on 

the other hand, appears not to be an eliminable concept, 

because we cannot imagine what would prove to us that there 

were no beliefs. Given that belief is this peculiar sort of 

concept, the failure of the notion of belief to reduce is 

insufficient to indicate that nothing corresponds to the 

concept. 

Is Eliminative Materialism Self-Defeating? 

The argument that EM is self-defeating or self

refuting is usually formulated in something like the 

following manner: it is a consequence of EM that there are 

no propositional attitudes; but to accept EM, or to assert 

EM's truth, inescapably involves taking an attitude toward a 

proposition; therefore, in the very act of endorsing or 

asserting EM, one shows that EM cannot be correct. 

Whether this argument constitutes a serious problem 

for the eliminativist, or is merely a trick or a joke, is a 

perplexing question. In order to evalute the charge that EM 

is self-refuting, I think that we must distinguish two 

different types of eliminativist. Let us call them, 



77 

respectively, the radical eliminativist and the conservative 

eliminativist. 

The first type, the radical eliminativist, is the 

Churchland-type eliminativist who claims that there might 

really be no such phenomena as rationality and cognition. 

He takes CPA psychology to be not only a false explanatory 

theory, but a false description oE phenomena as well. He is 

apt to be unconcerned by the sort of charge, mounted in the 

previous section of this chapter, that it is currently 

inconceivable that we might turn out not to be cognizers 

after all. "What is inconceivable today may well be 

conceivable tomorrow," the radical eliminativist would say. 

"It is entirely possible that the new conceptual scheme 

provided by the maturation of empirical science will enable 

us to abandon altogether the propositional attitude concepts 

definitive of rationality." Likewise, the radical 

eliminativist is apt to be unconcerned about the argument 

that EM is self-refuting. According to the radical 

eliminativist, while it may be impossible consistently to 

assert the truth of eliminative materialism within the 

current conceptual scheme, a future conceptual scheme may 

arise, within which propositional attitude notions will be 

utterly unnecessary. 



78 

Paul Churchland lampoons the argument that 

eliminativism is self-defeating by comparing it to a 

fictional argument supposedly advanced by a vitalist against 

an anti-vitalist. The vitalist hopes to prove to the anti-

vitalist that anti-vitalism is self-defeating. The vitalist 

argues as follows: 

The anti-vitalist says that there is no such 
thing as vital spirit. But this claim is 
self-refuting. The speaker can expect to be 
taken seriously only if his claim cannot. For 
if the claim is true, then the speaker does not 
have vital spirit and must be dead. But if he 
is dead, then his statement is a meani~~less string 
of noises, devoid of reason and truth. 

One might contend that this bit of satire does not 

seriously undermine the argument that eliminativism is self-

defeating. For example, one might argue as follows: "The 

vitalist's argument simply is not parallel to the anti-

eliminativist's argument. The vitalist is clearly begging 

the question against the anti-vitalist by assuming that 

vital spirit is necessary in order to be alive. It is a 

perfectly conceivable possibility that vital spirit is ~ 

necessary in order to be alive, which is what makes the 

vitalist's assumption illegitimate. If vitalism is false, 

it does not necessarily follow that everyone is dead; there 

are other possibilities to be entertained. The case of 

propositional attitudes is notably different. The anti-
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eliminativist may appear to be assuming illegitimately that 

propositional attitudes must exist in order for it to be 

possible to make meaningful claims, but the assumption here 

is legitimate due to the lack of any conceivable 

alternative. The lack of such an alternative is the very 

thing that the anti-eliminativist is trying to point out. 

It is not incoherent to suppose that vitalism might be 

false; even when vitalism was a popular theory, it was 

conceivable that some other account of the nature of life 

might turn out to be correct. But it is incoherent to 

suppose that there might not be propositional attitudes. In 

the very act of stating the supposition, one rp.futes the 

supposition." 

However convincing this sort of reply to Churchland's 

vitalism analogy might be to one who is already predisposed 

to oppose radical eliminativism, the reply is inadequate. 

The lack of any conceivable alternative to the necessity of 

propositional attitudes for making claims is not anything 

that will bother the radical eliminativist. He will simply 

argue that we may anticipate a new conceptual scheme that 

will render the entire conversation meaningless .. 

Radical eliminativism, whatever else may be wrong 

with it, is not a self-defeating or self-refuting position. 

There is nothing incoherent about holding that our current 
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conceptual scheme provides a descript~on of relaity that may 

ultimately be overthrown and shown incorrect. The position 

may have consequences that are unattractive to most of us, 

but that does not render the position self-defeating. As 

became clear in the first section of this chapter, all that 

I can really say to the radical eliminativist is that it is 

inconceivable to us at present that CPA psychology's 

conceptual scheme might prove completely wrong. But what is 

inconceivable to us at present is not necessarily logically 

impossible. The argument that EM is self-defeating, in the 

familiar form in which it is advanced against the radical 

eliminativist, is, then, a failure. 

Nonetheless, if radical eliminativism is, in the end, 

just the claim that our current conceptual scheme, involving 

propositional attitude notions, may someday be overthrown, 

why should we care about radical eliminativism? It remains 

the case that radical eliminativism cannot consistently be 

held or asserted within the current conceptual scheme, that 

what radical eliminativism's truth would consist in is 

utterly inconceivable at present. It thus remains open to 

the opponent of radical eliminativism to argue that the mere 

possibility of a conceptual revolution gives us no reason to 

doubt the legitimacy of concepts that currently serve 



purposes no other currently imaginable concepts could 

serve. 
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We have seen that, while radical eliminativism may be 

a thesis we can afford to ignore, we cannot fairly accuse it 

of being self-defeating or self-refuting. However, I think 

that there is a sense in which eliminative materialism is 

self-refuting. Not all eliminativists are radicals like the 

Churchlands. Some are of a slightly different persuasion 

~hat I will call conservative eliminativism. In what 

follows, I will define the conservative eliminativist 

position and argue that this position, unlike radical 

eliminativism, is indeed self-defeating or self-refuting. 

A conservative eliminativist is someone who takes CPA 

psychology to be correct as a descriptive account of 

cognitive phenomena, but who rejects the idea that reference 

to propositional attitudes results in correct explanations 

of behavior. The conservative eliminativist accepts that 

there are such phenomena as rationality and intelligence, 

and takes these phenomena, described by the vocabulary of 

CPA psychology, to be the explananda of a science of 

cognition. But the conservative eliminativist thinks that 

behavior is best explained not by adverting to 

propositionally-described internal states, but to internal 

states described in some non-propositional vocabulary, 
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perhaps in syntactic or neurophysical terms. The 

conservative eliminativist is apt to say that propositional 

attitude ascribing sentences may be true it can be true 

to say that X believes that p but, nevertheless, there 

are no propositional attitudes. Theorists who would seem to 

fit into the conservative eliminativist camp include Stephen 

Stich, John Pollock, and Daniel Dennett. 14 

I think that conservative eliminativism is self

refuting for the following reason: once we have agreed that 

some acts are truly described as rational (as instances of 

intelligent behavior, of cognition), then, it is 

conceptually necessary to see the internal states of the 

behaving organism as possessing propositional content. 

Unless we identify some internal states of the organism as 

propositional attitude states, the behavior to be explained 

is no longer the rational behavior we have acknowledged it 

to be. 

A conservative eliminativist such as Stich claims 

that we can account for cognition, for rational behavior, in 

purely syntactic terms; we needn't describe internal states 

of the organism as possessing content in order to explain 

rational behavior. In order to undermine the conservative 

eliminativist position, I must mount an argument for the 

idea that rational behavior as an explanandum demands 



propositional attitudes in the explanans. The argument is 

available in the literature; Zenon Pylyshyn, for one, has 

stated a version of it. IS But it is a complex and easily 

misinterpreted argument, and I shall therefore take some 

pains to set out clearly my version of it. 

The first premise is that rational behavior is 
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stimulus-independent. 'Stimulus-independent' is a term from 

psychology, and is the opposite of 'stimulus-bound.' An act 

is stimulus-independent if it can be the result of any 

number of different stimuli; it is not a mere tropistic 

response, nor is it merely a conditioned response, to some 

one partic~lar stimulus. To use an example due to Pylyshyn, 

suppose a person (call her 'Mary') has come running out of a 

burning building. Assuming that all parties have agreed to 

see Mary as a cognizer, and to view her running out of the 

building as a rational act, it must be admitted that her 

action might have resulted from a variety of different 

stimuli. She might have smelled smoke. She might have 

heard an alarm. She might have seen flames. She might have 

heard someone yell, "Fir~!" And so on. All rational 

actions are like this. More than one possible stimulus 

might have the same meaning or import for the rational 

actor, and hence, more than one stimulus might produce the 

same action. A rational act is a response to the meaning of 
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a stimulus, not to the stimulus itself. This much, I think, 

is definitional of rationality. 

The second premise of my argument is that cognizers, 

by definition, act because of internal states; the causes of 

intelligent actions are internal. This is a consequence of 

the inadequacy of behaviorism to account for cognitive 

phenomena. We must postulate the existence of causally

relevant internal states of rational organisms, or we cannot 

account adequately for their complex and purposeful 

behavior. 

Third premise: in order for some action, such as 

running out of a burning building, to be ~n appropriate 

(rational) response to some stimulus or other, the stimulus 

must mean something to the cognizer, and this meaning must 

interact appropriately with the cognizer's internal physical 

states in order to produce the appropriate behavior. 

Fourth premise: a "meaning" can have no effect on a 

physical organism unless that meaning is itself embodied or 

enr.oded in some physical state of the organism. 

Conclusion: therefore, some physical states of 

cognizers must encode the meanings of stimuli, and must 

therefore be appropriately described as possessing 

propositional content. 
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I think that this argument establishes that it is 

incoherent for the conservative eliminativist to claim that 

admittedly cognitive or rational acts can be explained by 

reference to states given purely syntactic descriptions. 

Conservative eliminativism is a self-defeating position. If 

one accepts that rational actions are the explananda, one is 

stuck with propositional attitudes in the explanans. 

An example helps to illustrate the force of the 

argument. Let us take Mary again. Suppose that Mary has 

encountered anyone of the myriad stimuli that might mean 

"the building is on fire." Now suppose that something 

occurs in Mary's head, and Mary subsequently runs out of the 

building. My question is, how do we manage to construe 

Mary's running out of the building as a rational or cogent 

response to whatever stimulus she encountered (that is, how 

do we see Mary's behavior as cognitive or intelligent)? 

Surely, it is no help to be given a syntactic or 

neurophysiological description of what went on in Mary's 

head. The fact that a system prints an uninterpreted 

syntactic string subsequent to being exposed to some 

stimulus and prior to performing some act points to no 

rationality connection between the act and the stimulus. 

What is essential to seeing the rationality connection is 

seeing whatever occurs in the head as symbolic, as having an 
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interpretation, as meaning something (such as, that the 

building is on fire). If a system is exposed to a stimulus, 

prints a string of symbols, and then performs an act, we can 

see the act as a rational or cogent response to the stimulus 

only if we can see the symbols as embodying the meaning of 

the stimulus. 

It is important to note that nothing in my argument 

guarantees that the propositional attitude states that 

evidently must be recognized by a science of cognition will 

be exactly like the propositional attitudes presupposed by 

common sense. Perhaps the sort of proposition, the sort of 

content, assigned to internal states by cognitive science 

will be significantly different from the sort of content 

assigned by commonsense explanations. Perhaps the internal 

causal roles of the states recognized by cognitive science 

will not match up with the causal roles assigned to 

propositional attitude tokens by CPA psychology. I am not 

arguing that a science of cognition (rationality> must 

recognize states exactly like the beliefs and desires of 

common sense. I am arguing only for the following claim: 

the conservative eliminativist must acknowledge that CPA 

psychology is true to the extent that explanations of 

rational acts must advert to states described as possessing 

some kind of propositional content. 
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My argument against conservative eliminativism 

amounts to an argument for what Jerry Fodor calls 

"intentional realism,"16 the claim that there really are 

propositional attitude states that will be explicitly 

recognized by cognitive science, whether or not those states 

are exactly like those presupposed by common sense. I 

submit that intentional realism must be true if people 

really do exhibit rational behavior and rational capacities. 

I do not think that any science of rationality could 

turn out so that it utterly failed to recognize states typed 

by content; but I do think that cognitive science may turn 

out so that it doesn't recognize the familiar propositional 

attitudes of common sense. I don't believe that the latter 

outcome would undermine the legitimacy (or truth, for that 

matter) of ordinary belief-desire attributions and 

explanations. As I argued in the previous chapter, ways of 

carving up and typing internal states that differ from 

science's ways may be independently legitimate. 

Some Conclusions and a Look Ahead 

The upshot of this chapter is that while it may be 

inconceivable that CPA psychology could prove false as a 

description of phenomena (we can't imagine what it would be 

like not to see ourselves as cognizers, as rational beings) 
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it is not self-defeating to suppose that CPA psychology 

might prove descriptively false; there is no logical 

incoherency in supposing that the theory that gives 

'rationality' its meaning might ultimately turn out to be an 

incorrect description of reality, given some currently

inconceivable conceptual revolution. Accordingly, there 

exists no knock-down refutation of what I have called the 

radical eliminativist position (though it is not clear why 

radical eliminativism should be a thesis of great concern to 

us. The possibility of future conceptual revolutions ought 

not to prevent us from trusting the best conceptual tools at 

hand in the here and now, especially if the abandoning of 

those tools is utterly inconceivable), 

On the other hand, if we accept that there really are 

such phenomena as rationality and cognition (if we accept 

the descriptive correctness of commonsense propositional 

attitude psychology's conceptual scheme), then, to suppose 

that there might not be propositional attitudes does turn 

out to be self-defeating; propositional attitudes o£ some 

kind are conceptually necessary in order to explain rational 

actions, If cognitive science is in the business of 

explaining admittedly rational action, then cognitive 

science must acknowledge states with some kind of 

propositional content. Thus, even if one endorses the 
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(questionable) opinion that the things that· really exist are 

the things explicitly recognized by science, one must admit 

the existence of some kind of propositional attitudes, some 

kind of internal states which are appropriately 

characterized as having some kind of propositional content. 

If one declines to endorse the notion that science is the 

definitive determinant of ontology, one may accept (as I do) 

that commonsense propositional attitude states, as well as 

scientific propositional attitude states, may exist. 

This chapter combines with the previous two chapters 

in presenting some reasons to reject eliminative 

materialism, and the reductionism upon which it is based. 

If we accordingly accept that CPA psychology is a legitimate 

theory or practice~ not in competition with science and not 

vulnerable to being shown false, we must face the task of 

explaining how CPA psychology's explanations of rational 

behavior work. How does the propositional content of 

certain internal states manage to be explanatorily 

relevant? 

In Chapter Two, I attempted to undermine the idea 

that notions playing causal/explanatory roles in correct 

explanations must be physicalistically or 

functionalistlcally reducible. I have not yet explicitly 

argued for the thesis that propositional content is an 
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irreducible notion; my reasons for my suspicion that content 

is irreducible will be articulated in subsequent chapters. I 

freely admit at this point, however, that I agree with 

Hilary Putnam: content "won't be reduced and won't go 

17 away." Consequently, I think that if we seek an 

illuminating account of what CPA psychology is and how its 

explanations work, we must seek a non-reductionist account. 

In the next two chapters, two such non-reductionist 

alternatives to eliminativism are presented and evaluated. 
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Daniel C. Dennett has advanced a theory of the nature 

of commonsense propositional attitude psychology (CPA 

psychology) that appears, at least at first glance, to be a 

promising non-reductionist alternative to eliminative 

materialism, an account of the truth and legitimacy of CPA 

psychology that does not demand that propositional attitude 

notions be reducible to anything statable in physical or 

functional terms. l In this chapter I will investigate and 

evaluate Dennett's theory. While I shall ultimately argue 

that Dennett's "intentional stance" theory of commonsense 

propositional attitude psychology is insufficiently realistic 

regarding the existence and causal powers of propositional 

attitude states, I believe that much can be learned by 

studying and clarifying Dennett's position. 

Dennett is popularly taken to be an instrumentalist 

with regard to propositional attitudes. He admits to a sort 

of instrumentalism, but claims that the position is also a 

sort of realism: 

My 1sm is whatever ism serious realists adopt 
with regard to centers of gravity and the like, 
since I think beliefs (and some other mental 



items drawn from folk psychology) are like that -
in being abstracta rather than part of the 
"furniture of the physical world" and in being 
attributed in statements that are true only if 
we exempt them2from a certain familiar standard 
of literality. 

Dennett argues that attributions of beliefs and 

desires are "true" in the same sense that it is "true" that 
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hand calculators perform arithmetical operations, and in the 

same sense that it is "true" that the gravitational 

attraction between the earth and the moon applies between the 

centers of gravity of those two bodies. 3 He calls this type 

of truth "veritas cum grano salis," or truth with a grain of 

salt. 4 Dennett holds that propositional attitudes are ~ 

intrinsically contentful internal physical states of the 

organism; rather, propositional attitudes are abstracta, 

attributed by predictors situated outside the organism, for 

the purpose of predicting the behavior of the organism. 

Propositional atitude talk is legitimate because 

propositional attitude based predictions are generally 

effective, but propositional attitude talk is only true in 

the cum grana salis sense. 

While Dennett believes that there is something worth 

hanging onto in commonsense psychology, he is not a 

philosopher who defends the manifest image or the commonsense 

viewpoint just because these perspectives are difficult to 

escape. While he expresses some sympathy with a thinker such 
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as Nagel, who claims that reality cannot completely be 

described without an account of the subjective perspective,5 

Dennett explicitly and resolutely adopts a third-person, 

materialistic, scientific perspective toward both 

intentionality and consciousness. 6 He clearly feels that 

soma sort of objective theory of the nature of these 

phenomena is possible, and that the philosopher has a role to 

play in the formulation of such theories. Accepting the 

'obvious truths' of common sense at face value strikes 

Dennett as "craven and dishonest,"7 a point upon which he 

agrees with such eliminativist theorists as Stich and 

Church~and. Dennett does not advocate retaining belief and 

desire as meaningful categories just because they seem to be 

intimately involved in our conceptual scheme. Rather, he 

argues that empirical fact supports a scientifically 

respectable role for these categories, despite the fact that 

they almost certainly will not reduce to any categories 

recognized by sub-personal cognitive psychology or by 

neurobiology. 

The bit of commonsense psychology that is worth saving 

from elimination, the bit that Dennett takes to be 

empirically respectable, he calls "intentional system 

8 theory." Intentional system theory, the practice of 

attributing propositional attitudes for explanatory and 
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predictive purposes, is a predictive calculus; it is 

"abstract, idealizing, holistic, instrumentalistic."9 It is 

justified or legitimized by the simple fact that it works; 

predictions based upon propositional attitude attributions, 

more often than not, turn out to be correct. IO 

In Dennett's terminology, a creature (whether organic 

or inorganic) whose behavior is accurately predictable by 

means of the attribution of propositional attitudes and the 

concomitant assumption of rationality is an "intentional 

system." To treat a system as rational and to attribute 

propositional attitudes to it in order to predict its 

behavior is to adopt "the intentional stanc~" toward it. 

Intentional system theory is just the practice of using 

propositional attitude concepts and the concept of 

rationality in tandem to predict the behavior of intentional 

systems. II 

Intentional system theory does not attempt to reduce 

or analyze either propositional attitude notions, or the 

notion of rationality. Those notions are used by intentional 

system theory and apparently assumed to be pre-theoretically 

understood. Dennett describes intentional system theory as 

"holistic logical behaviorism. n12 According to Dennett, what 

we mean by attributing certain pro~ositional attitudes to a 

system is that that system should rationally have certain 
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behavioral dispositions, given its circumstances and its 

other beliefs and desires. 13 A system really has the beliefs 

and desires occurring in the best (most predictive) set of 

attributed beliefs and desires. 14 If there is no one most 

predictive set of attributed propositional attitudes, then 

Dennett acknowledges that there is no fact of the matter, 

between equally predictive interpretations, as to what the 

system believes and desires. 

According to Dennett, the practice of holistic 

propositional attitude attribution that constitutes 

intentional system theory enables us to classify systems 

according to the r~tional behavioral dispositions they are 

apt to have in common. This succeeds in capturing certain 

objective regularities in the behavior of intentional systems 

that could not be captured without the use of intentional 

vocabulary. It is this feature that renders intentional 

system theory scientifically respectable: 

What spread around the world on July 20, 1969? 
The belief that a man had stepped on the moon. 
In no two people was the effect of the receipt 
of that information the same, and the causal 
paths eventuating in the state they all had in 
common were no doubt almost equally various, but 
the claim that therefore they all had nothing in 
common nothing importantly in common is 
false, and obviously so. There are indefinitely 
many ways one could reliably distinguish those 
with the belief from those without it ... That is 
not something science should or could turn 
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its back on. iS 

So, whether or not a system has a particular belief 

is, for Dennett, a matter of whether that belief occurs in 

the set of beliefs that succeeds in being the most predictive 

interpretation of that system. What people with the same 

belief have in common is (roughly) that most of them will 

exhibit certain predictable, rational behavioral 

dispositions. For example, we could predict that those 

possessing the belief that a man had landed on the moon would 

respond affirmatively to the question, "Has a man landed on 

the moon?" This prediction would prove accurate in most 

cases. 

But (and this is important) Dennett does not believe 

that the predictive value of propositional attitude 

attribution stems from the fact that propositio~al attitudes 

are real states that cause behavior. On the contrary, 

Dennett thinks it highly probable that whatever states turn 

out to be actually causally responsible for behavior will not 

be identifiable with propositional attitudes. He theorizes 

that the underlying physical organization of the system 

manages to "realize" the intentional system, but the sub

personal states of the system are not individuated in the 

same manner as are propositional attitudes, and if these sub

personal states can be seen as having representational 
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content at all, their content is derived from the content 

that is attributed at the level of the whole organism, from 

the intentional stance. (Interestingly, in his argument that 

the really causally relevant states of a system will not be 

identifiable with propositional attitudes, Dennett again 

agrees with eliminative materialists such as Stich and 

Churchland. Dennett sometimes seems to be trying to have his 

propositional attitudes and eliminate them, too!) 

It can now clearly be seen that when Dennett denies 

that CPA psychology is "a theory in the classical mold,"l6 

he is claiming that CPA psychology is not an empirical theory 

intended to explain behavior by positing causally relevant 

states of organisms. CPA psychology, for Dennett, is a 

stance, a strategy, an instrumentalistic method for the 

prediction of behavior that just happens to work and is 

therefore justified. 

While I agree with Dennett that CPA psychology is not 

a theory in the classical sense, his theory has many features 

which I find unsatisfying. Here is the mo~t important: 

Dennett gives no consistent explanation of why intentional

stance predictions are accurate. If the strategy works 

because propositional attitude notions are effectively 

realized by physical state tokens of the system, then why 

does Dennett claim to be an instrumentalist? Perhaps the 
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most perplexing feature of Dennett's account of CPA 

psychology is his waffling stance between instrumentalism and 

realism with regard to propositional attitude states. An 

instrumentalistic account of propositional attitudes, taking 

propositional attitude states to be true abstracta, cannot, 

it seems, explain how propositional attitude states can cause 

behavior, and giving causal explanations of behavior would 

seem to be the crucial feature of CPA psychology. It seems 

that if Dennett would bite the bullet and acknowledge that 

propositional attitude tokens are actual, physical states of 

the system, he would have an explanation of why intentional

stance predictions work, and he would also have an account of 

how propositional attitudes can genuinely cause behavior. It 

is difficult to understand why he so cagily avoids committing 

himself to this realist point of view. 

Dennett conjoins his thesis about the nature of CPA 

psychology with a denial of what he calls 'intrinsic 

intentionality. ,17 He argues that philosophical thinking 

about the content of mental states divides along a seldom

noticed line, the line between those who do, and those who do 

not, believe in 'intrinsic intentionality~' Dennett 

apparently thinks that his own denial of 'intrinsic 

intentionality' is an important feature of his theory, a 
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feature that distinguishes him from thorough-going realists 

about propositional attitudes. 

I take issue with Dennett's terminology; I think that 

the divide he mentions is not between believers and 

disbelievers in intrinsic intentionality, but between 

believers and disbelievers in determinate thought-content. 

'Intrinsic intentionality' normally means aboutness that is 

original in that it is not derived from some prior 

intentionality. Linguistic marks and sounds, for example, 

are often said not to possess intrinsic intentionality; their 

intentionality is derived from the aboutness of thought. 

Thought, on the other hand, is commonly supposed to possess 

intrinsic intentionality because its aboutness is not derived 

from the aboutness of anything else. Dennett evidently does 

not deny that thought possesses underived aboutness. What he 

does deny is that there is any fact of the matter as to what 

the content of a given thought is. Dennett takes his denial 

of determinate thought-content to be an important part of his 

instrumentalistic approach, so let us look closely at it. 

According to Dennett, writers as diverse as Searle, 

Fodor, Burge, Kripke, Chisholm, Nagel, and Dretske all 

believe that mental states really do have determinate 

contents, in and of themselves. According to these 

theorists, there is such a thing as the content of a mental 
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state, and mental states have such content intrinsically and 

not merely as a matter of interpretation from outside the 

system; mental states are about what they are about, in and 

of themselves. 

On the other hand, there are theorists who, according 

to Dennett, do not believe in this determinacy of content. 

Here Dennett locates himself, along with the Churchlands, 

Davidson, Haugeland, Millikan, Rorty, Stalnaker, Quine, and 

Sellars. Dennett claims that all of these philosophers share 

the view that the intentionality or Uaboutness U of mental 

states is not intrinsic to the states themselves. Rather, 

content is a matter of attribution from outside the system, 

and there is no absolute fact of the matter as to what the 

content of a given mental state is; various methods of 

attribution yield systems of beliefs and desires that are 

more or less accurate in predicting behavior, but beyond the 

most predictive attributed set, there are no facts as to what 

persons believe and desire. 

To illustrate the issue regarding the determinacy of 

thought-content, Dennett tells "the tale of the wandering two

bitser.,,18 The wandering two-bitser is a device, designed 

and built in the USA, for the purpose of serving as a 

~omponent in soft-drink vending machines. The two-bitser's 

function is to recognize and accept US quarter dollars. 
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However, it also accepts certain cleverly-made slugs, as well 

as Panamanian quarter Balboas, which are enough like.US 

quarter dollars in weight and deSign to "fool" the 

mechanism. According to Dennett, a question arises as to 

what the acceptance state of the two-bitser intrinsically 

"means." The device goes into the acceptance state in the 

presence of quarter dollars, quarter Balboas, and slugs. So, 

does the acceptance state "mean" quarter dollar here now, so 

that the machine is mistaken when it accepts quarter Balboas 

and slugs? Or, does the acceptance state "mean" quarter 

doll~r or slug or quarter Balboa here now, so that the 

machine is never mistaken? Does it make a difference if the 

two-bitser "wanders" to Panama, where its primary function is 

to accept quarter Balboas, quarter dollars being accepted 

only occasionally? Dennett argues that there is no 

determinate answer to the question of what the two-bitser's 

states intrinsically "mean," unless we choose to solve the 

dispute by reference to the intentions of the designer (the 

designer intended the device as a quarter dollar accepter). 

Without reference to the designer's intentions, there is 

simply no fact of the matter. Dennett argues that human 

mental states are relevantly similar to the machine states of 

the two-bitser; there is no determinate answer to the 

question of what such states intrinsicall~ mean. 19 Insofar 



as there are facts about the intentional content of human 

mental states, argues Dennett, such facts are derived from 

the "intentions" of the designer (natural selection). 20 
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I do not see why Dennett thinks that he must be anti

realistic (instrumentalistic) about propositional attitudes 

in order to take the position that thought-content is 

indeterminate. Surely it is open to a theorist to affirm 

that propositional attitude states are real physical states 

of subjects, while also affirming that the propositional 

content possessed by some such states may be indeterminate 

among several candidates. For example, why not suppose that 

my belief that there are mice nesting behind the refrigerator 

is some (complex) neural state'in my brain, and that the 

content possessed by that state can be captured with equal 

accuracy by (1) the proposition that there are mice nesting 

behind the refrigerator, or (2) the proposition that there 

are temporal slices in the lives of mice nesting behind the 

refrigerator? And why not say that the content of this state 

is intrinsic to the state, despite the fact that the content 

can be captured with equal accuracy by more than one possible 

that-clause? Why can't content be both indeterminate and 

intrinsic? 
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It seems that Dennett has confused the question of 

whether content is determinate, with the question of whether 

content is intrinsic. And anyway, it isn't clear what this 

has to do with Dennett's general approach to commonsense 

propositional attitude psychology. It doesn't seem that 

Dennett's commitment to the indeterminacy of thought-content 

needs to commit him to the thesis that thoughts are mere 

abstracta. And it is his taking thoughts to be abstracta 

that renders his theory unsatisfying. One wants a theory of 

commonsense propositional attitude psychology to give a 

plausible account of the causal powers of mental states, and 

so to account for the predictive success acheived by CPA 

psychology. 

In a personal communication, Dennett has responded to 

my charge that abstracta cannot figure in true causal 

explanations. Dennett contends that abstracta do enter into 

true causal explanations, but only indirectly: 

Why is the Suzuki Samurai so dangerous? 
Because its center of gravity is too high. 

What is causing the boat to sway like that? 
The· fact that its center of gravity is high, 
relative to its heeling moment, and then there's 
the roundness of the hull. 

Can you cause the lamp to stay put in this 
high wind? Sure, I'll just lower its center 
of gravity by filling the base with lead. 



I submit that just as centers of gravity 
are instrumenta1istic abstracta that can be 
involved in causal explanation, so can beliefs. 
Indirectly. And in fact that is really the 
only way they ever do enter in. What caused 
the contestant to win a thousand dollars? His 
correct belief that p, w~fch led him to give 
the right answer. (etc.) 
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I find Dennett's remarks puzzling. First, it is not 

clear to me why a center of gravity is an abstractum. 

Surely, "having a high center of gravity" is a genuine 

physical property of an object, directly attributable to the 

object's physical composition and organization. Having this 

sort of organization results in the object's having certain 

behavioral dispositions. Thus, having a high center of 

gravity can cause a Suzuki Samurai to fall over when steered 

sharply around a curve, just as being fragile can cause a 

glass bowl to break when struck. Fragility, and having a 

high center of gravity, can be seen as real physical states 

of objects, and not as "abstract" in any sense. 

Second, there is the matter of the "indirectness" of 

causal explanations making reference to such purported 

abstracta as centers of gravity and beliefs. I can see, I 

think, what Dennett means by saying that such explanations 

are indirect: a high center of gravity won't cause a Suzuki 

Samurai to fall over unless the Suzuki Samurai is subjected 
. 

to certain forces, such as the centrifugal force of going 

rapidly around a curve; fragility won't cause a glass bowl to 
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break unless the bowl is dropped or struck. The typical 

causal role of a propositional attitude state may be indirect 

in a relevantly similar sense. It may be true that 

propositional attitudes are basically dispositional states, 

which will never cause a person to do anything unless there 

are other factors (environmental stimuli, and so on) that 

elicit demonstration of these behavioral dispositions. But, 

whether the causal roles of propositional attitude states are 

direct or indirect, it seems that the dispositional states at 

issue must be realized in the physical organization of the 

system, or they will be unable to play any causal roles at 

all. My objection to Dennett is the following: if centers 

of gravity and beliefs play any sort of casual role at all, 

they can't be genine abstracta. They must be real physical 

states of the system. Accordingly, it seems to me that if 

causal explanations making reference to centers of gravity 

and beliefs are true at all, they are true in a quite robust 

sense of truth; Dennett's "truth cllm grana salis" seems 

indistinguishable from ordinary, "unsalted" truth. 

I conclude that while Dennett's "intentional stance" 

theory is a laudable attempt to rescue CPA psychology from 

the jaws of eliminativism while accepting some of the 

eliminativists' own arguments and presuppositions, Dennett's 

theory ultimately fails to give a clear explanation of what 
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propositional attitude states are, and how reference to such 

states can succeed in giving true causal explanations of 

action. 
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Chapter Five: Property Dualism: 
A Realist Alternative to Eliminativism 

We are seeking an account of the truth and legitimacy of 

commonsense propositional attitude psychology (CPA psychology) 

that does not presume that propositional attitude notions will 

prove reducible to anything statable in physical or functional 

terms. Such a non-reductionist alternative to eliminativism 

must give a satisfactory account of the nature and causal 

powers of propositional attitude states .. We have seen that 

Dennett's instrumentalist approach to CPA psychology fails to 

give a wholly satisfactory account of these matters. Another 

non-reductionist approach is realistic about propositional 

attitudes as opposed to adopting Dennett's instrumentalism. 

This non-reductionist, realist approach to CPA psychology might 

be called property dualism. It has been defended in its 

classical formulation by Donald Davidson, and has recently been 

given a new twist by Stephen Schiffer. In this chapter we will 

examine and evaluate the property dualist position. 

Davidson: Anomolous Monism 

In Davidson's familiar paper "Mental Events,"l he argues 

for what he calls "anomalous monism." Anomalous monism holds 

that there is but one kind of stuff: physical stuff; but there 
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are two kinds of events: mental events and physical events. A 

mental event, according to Davidson's somewhat bizarre 

definition, is any event that can be assigned some intentional 

(mental) description or other. A physical event is any event 

that can be described in purely physical vocabulary. Davidson 

admits that most, if not all, events are mental events on this 

unusual characterization. It is difficult to think of any 

event that could not possibly be given a mental description. 

(Davidson's example: the explosion of a distant star could be 

a mental event, if it could be described as the event such that 

blah-blah physical predicate applied to it, and it occurred 

just as Jones noticed a pencil start to roll across his desk.) 

Further, Davidson assumes that at least some mental events 

interact causally with physical events. Davidson argues that 

those mental events that interact causally with physical events 

must themselves be physical events. According to Davidson, 

causality implies the existence of deterministic laws. 

Davidson also holds that there can be no strict deterministic 

laws linking mental event types with physical event types. The 

only deterministic laws of which we are aware link physical 

event types with physical event types. Therefore, if mental 

events cause physical events and vice-versa, the mental event 

tokens involved must have purely physical descriptions, in 
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terms of which they instantiate physical event types and fall 

under physical causal laws. 

Davidson's position amounts to an endorsement of the 

token-token identity theory, along with a denial of the type

type identity theory. Individual propositional attitude tokens 

involved in the causation of action must be individual physical 

state tokens; they must instantiate physical state types 

correlated with physical movement-types; else, they could not 

fall under laws and play causal roles. Yet, it is not the case 

that a particular ~ of physical state is nomologically 

correlated with a particular ~ of mental state (with a 

particular propositional attitude). This is because mental 

states (propositional attitudes) are typed by content, and 

Davidson is a firm believer in the holism of content-

attribution: 

... There is no assigning beliefs to a person 
one by one on the basis of his verbal behavior, 
his choices, or other local signs no matter how 
plain and evident, for we make sense of particular 
beliefs only as they cohere with other beliefs, 
with preferences, with intentions, hopes, fears, 
expectations, and the rest ... the content of a 
propositiona~ attitude derives from its place in 
the pattern. 

In this passage, Davidson fairly clearly rejects the 

possibility of a physicalistic or behavioristic reduction of 

individual PA notions. The possibility of a functionalistic 
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reduction is not explicitly considered, Davidson's paper being 

written prior to the vogue of functionalism. Perhaps Davidson 

would admit that some illuminating functional characterization 

might be given of an entire cognitive system, but he surely 

would not suppose that any individual propositional attitude 

property could be defined in functional terms. Individual 

propositional attitude properties, for Davidson, cannot be 

defined in non-intentional terms for reasons stemming from 

holism; the content of anyone state depends upon the contents 

of all the rest. There is no breaking out of the circle of the 

intentional. 

Davidson has stated that he endorses a supervenience 

thesis such that: 

... if a certain psychological concept 
applies to one event and not to another, 
there must be a difference describable 
in physical terms. But it does not follow 
that there is a single physically describable 
difference that distinguishes any two events 3 
that differ in a given psychological respect. 

Davidson's supervenience thesis states only that if state 

X is appropriately describable as a belief that Alvin Goldman 

has a beard, and if state Y is not appropriately describable as 

that belief, then state X and state Y must have divergent 

physical descriptions. It is, however, not the case that two 

tokens of the belief that Alvin Goldman has a beard must share 

.---
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any particular physical description. (Supervenience has become 

a popular notion in philosophy, and theories concerning 

supervenience have become much more complex since Davidson 

wrote "Mental Events." In the chapter immediately following 

this one, I will present a detailed discussion of the questions 

of what supervenience is, what properties mental properties 

supervene on, and how supervenient mental properties can play 

genuine and non-superfluous explanatory roles.) 

Davidson's anomalous monism could appropriately be called 

property dualism, since it entails that while any given 

causally relevant propositional attitude token must be a 

physical state or event token, the property of having a given 

propositional content (being a particular ~ of mental state) 

cannot be identical to any physical, behavioral, or functional 

property. Davidson evidently does not believe that the 

irreducibility of propositional attitude properties is grounds 

for the elimination of such properties; indeed, he comments: 

Psychological concepts ..• cannot be reduced, 
even nomologically, to others. But they are 
essential to our understanding of the rest. 
We cannot conceive a language without psychological 
terms or expressions - there woulQ be ~o way to 
translate it into our own language. 

To my knowledge, this laconic acknowledgement of the 

indispensability of psychological concepts is Davidson's only 

positive argument against eliminativist sentiments. 
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Schiffer: Ontological Physicalism and Sentential Dualism 

Stephen Schiffer arrives at a property dualism similar to 

Davidson's, by a different route. Davidson's argument for the 

irreducibility of propositional attitude properties proceeds 

from an observation about the holistic nature of content-

attribution; Davidson suggests that given the nature of content

properties, these properties could not in principle be 

identical to properties specifiable in non-intentional 

vocabulary. Schiffer, on the other hand, has no in principle 

objection to the possibility of reduction. Instead, Schiffer 

proceeds from what he sometimes calls 'the argument from 

"where's the reduction?"'S Schiffer exhaustively considers all 

extant approaches to the reduction of propositional attitude 

notions, and mounts arguments against the possibility of the 

success of any of them. (It might be objected that this sort 

of argument is very weak; the possibility always remains open 

that someone will come up with the correct reductive account. 

I do not wish to be taken as endorsing Schiffer's· methodology; 

I am only reporting his theory.) Schiffer, like Davidson, is 

disinclined to eliminate propositional attitude notions. 

Schiffer calls his position "ontological physicalism and 

sentential dualism. "6 
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Schiffer's "ontological physicalism and sentential 

dualism" appears to be Davidsonian anomalous monism, with a 

couple of added features. The added features are: (1) a 

methodological objection to the recognition of causally 

superfluous entities, and (2) a consequent emphasis upon -the 

importance of nominalism with regard to propositional attitude 

properties. 

Schiffer's key move is to separate physicalism with 

regard to the intentional into two separate doctrines: 

ontological physicalism, which holds that there are no 

irreducibly intentional entities, and sentential physicalism, 

which holds that there are no true but irreducible sentences 

couched in intentional terms. Schiffer endorses ontological 

physicalism, but he rejects sentential physicalism. 

Bear in mind that Schiffer takes himself to have 

demonstrated the irreducibility of propositional-attitude

ascribing sentences to anything statable in physical, 

functional, or otherwise non-intentional terms. Schiffer 

desires to maintain that such sentences can be ~ in spite of 

the lack of a reduction, and he further wishes to maintain that 

the truth of such sentences is compatible with ontological 

physicalism. Let us first consider Schiffer's argument for the 

latter claim. 



According to Schiffer, sentential dualism would be 

incompatible with ontological physicalism only if the 

propositional attitude properties ascribed by true but 

irreducibly intentional sentences were themselves irreducibly 

intentional entities. But one may avoid this simply by 

adopting nominalism with regard to propositional attitude 

properties. 7 Nominalism, for Schiffer, is just the denial of 

Platonic realism with regard to propositional attitude 

properties. S According to Schiffer, we may truly state that 
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Barbara believes that Stephen is a tough thesis director; but 

this statement involves no ontological commitment to any 

objective, language-independent entity, the property of 

believing that Stephen is a tough thesis director. Barbara may 

truly be said to possess the property of believing that Stephen 

is a tough thesis director, but only if we are using 'property' 

in a pleonastic or redundant sense, such that 'Barbara has the 

property of believing that Stephen is a tough thesis director' 

and 'Barbara believes that Stephen is a tough thesis director' 

are mere stylistic variations of each other. 'Pleonastic' 

properties involve no ontological commitments to any extra

linguistic, Platonic entities. 'Pleonastic' properties are the 

only sort of properties Schiffer acknowledges. 9 



Schi ffet" t"ej ects non-pleonastic pt"opos i tional atti tud.~ . 

properties because such propet"ties would, he at"gues, be 

causally superfluous entities, and so, an afft"ont to 

methodological pt"inciples such as Occam's t"azot".10 Schiffet" 

argues as follows: if there are propositional attitude 

properties of the Platonic sort, either they are t"educible to 

other properties, or they are not. They can't be reducible, 
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because if they wet"e, some attempt at giving a t"eduction of 

propositional attitude notions would be successful, but no such 

attempt is successful. Anyway, what would be the point of 

having Platonic properties hanging around in Plato's Heaven 

that are reducible to other Platonic properties? Such Platonic 

properties would be superfluous. Just as Platonic properties 

can't be reducible, they can't be irreducible, because we 

justifiably believe that the causes of human bodily movements, 

and hence of all human behavior and action, are exhaustively 

specifiable in terms of physical properties (such as being in 

certain neural state types); thus if there were irreducible 

Platonic propositional attitude properties, they would be 

utterly causally super.fluous and methodol03ically offensive. 

Schiffer's conclusion is that there are no Platonic properties 

at all, either reducible or irreducible. There are 

irreducible, true, propositional-attitude-ascribing sentences, 

but this involves no ontological commitment to irreducibly 



intentional entities (Platonic propositional attitude 

properties), so sentential dualism is compatible with 

ontological Physicalism. 11 
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Schiffer endorses a token-token identity theory on the 

same grounds of parsimony that lead him to reject irreducible, 

Platonic propositional attitude properties. According to 

Schiffer, any given action just is a cer.tain bodily movement, 

and bodily movements are justifiably believed to be caused 

entirely by physical (neural) states and events. So, positing 

irreducible propositional attitude tokens as causes of actions 

is superfluous. If propositional attitude tokens cause token 

actions, those propositional attitude tokens must be 

identifiable with neural state tokens. 

It is easy to see how similar Schiffer's postion is to 

Davidson's: token identity is endorsed but type identity is 

denied. The causes of actions are physical states, but there 

are no non-intentionally-statable criteria for some state's 

having a particular content. 12 

Schiffer's emphasis on nominalism is, perhaps, apt to 

confuse and mislead the reader. The following, I have found, 

is a common reaction to Schiffer's work in this area: "Wait a 

minute. He seems to be saying that so long as we are 

nominalists, there's no problem about explaining what it is to 

believe that P; if we are nominalists, there are no Platonic 
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belief-properties, so there's nothing to explain. But I don't 

see that nominalism solves the problem. I don't care if the 

properties at issue are Platonic, or merely pleonastic. I 

still want an analysis of what it is to believe that P. Even 

if I am a nominalist, and acknowledge only particulars and the 

predicates that apply to them, can't I still demand an 

explanation of in virtue of what the predicate 'believes that 

P' can be truly applied to some individual?~ 

Here Schiffer replies that the critic is asking for the 

impossible. Is the critic asking for a reductive analysis, for 

a true, non-trivial completion of the schema 'X believes that P 

iff ....... '? Th~n the critic is asking for something that 

Schiffer takes himself to have shown to be impossible. Is the 

critic asking for evidence? Then, no doubt, some 

historical/evidential story could be told, in any individual 

case, about how X came to believe that P, and how X 

occasionally exhibits that belief, but such a story would give 

no necessary and sufficient conditions for the applicability of 

the predicate, and would have little philosophical interest. 

And, Schiffer asks rhetorically, what else could the critic be 

asking for?13 

It might be suggested at this point that the critic might 

be asking for a non-reductive logical geography a map of 

the logical relations implicit in propOSitional attitude 
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concepts. While such an exercise in conceptual analysis might 

yield no reductive necessary and sufficient conditions, still, 

it could constitute an illuminating answer to the question of 

what it is to believe that p. Schiffer, for some reason, does 

not consider this possibility, which is roughly equivalent to 

the possibility that a functional or computational account 

might be given of the nature of propositional attitudes that 

did not amount to a reduction in the sense of necessary and 

sufficient conditions. Schiffer apparently makes the 

(questionable) assumption that nothing less than a reductive 

definiton, necessary and sufficient condtions in naturalistic 

terms, could constitute an explanation of in virtue of what 

some belief predicate applied to a person. 

Schiffer points out that propositional attitude concepts 

are not unique in being such that no necessary and sufficient 

conditions can be given for the exemplification of those 

concepts. Most philosophically interesting concepts have 

turned out to be similarly irreducible. Schiffer theorizes 

that there is a perfectly respectable explanation of the fact 

that human reasoning features and utilizes so many irreducible 

concepts. If natural selection saw fit to endow us with a 

particular concept, it is a good bet that that concept plays 

some unique role in our reasoning, and is not readily 

replaceable by another concept. Why would natural selection 
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have bestowed upon the human race the set of seemingly innate 

concepts that we find humans to possess, if very many of those 

concepts were replaceable by others? It is likely that Mother 

Nature endowed us with just as many concepts as we need to 

function efficiently in our environment; no more, no less. Why 

expect Nature to design us so that we reason according to 

concepts very many of which are superfluous and ~eplaceable by 

other notions?14 The upshot of Schiffer's argument is that we 

ought not to be unduly bothered by the fact that the concept of 

belief is not ~educible (not analyzable into naturalistic 

necessary and sufficient conditions). 

Davidson and Schiffer suggest that it is appropriate to 

take individual propositional attitude tokens to be physical 

state tokens, and to take the contents of these propositional 

attitude states to be supervenient, irreducibly intentional 

properties or concepts. (Davidson has no ontological qualms 

about irreducible properties; Schiffer prefers a deflationary 

approach that allows irreducible concepts but not irreducible 

properties. I don't care to get involved in the issue of the 

ontological status of properties, so for my purposes I will 

take it as unproblematical to treat irreducible properties and 

irreducible concepts as if they were exactly the same.) This 

property dualist approach looks like a promising way to defend 

the truth of commonsense propositional attitude psychology; 
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according to property dualism, propositional attitude tokens 

exist; they are quite real, and can accordingly play real 

causal roles. But taking mental properties to be supervenient 

on physical states raises a nest of problems that must be dealt 

with before we can comfortably endorse property dualism as a 

realist alternative to eliminativism. Those problems are taken 

up in the next chapter. 
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Chapter Six: 
Supervenience and Mental Causation 

The topic of this chapter could easily provide 

material for an entire dissertation by itself. It therefore 

seems appropriate to begin with a disclaimer: I am not 

aiming in this chapter to solve all of the problems that 

arise when one takes the mental to supervene upon the 

physical. My aims are more modest. All that I seek to do 

here is (1) to provide a basic explication of the notion of 

supervenience; (2) to explain how the notion of 

supervenience differs from the notion of reduction; (3) to 

provide the reader with a clear statement of my reasons for 

thinking that propositional attitude properties cannot be 

reduced to physical or functional properties; (4) to argue 

that propositional attitude properties supervene upon 

physically realized computational properties of organisms 

embedded in particular environments; (5) to argue that 

supervenient propositional attitude properties can be seen 

as playing non-superfluous roles in the causal explanation 

of action, despite the uwide u individuation of propositional 

content properties. 
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I devote a separate section to each of the six above

listed tasks. While I am aware that each section raises 

many new issues, to discuss all of these issues would 

constitute an unnecessary digression from the main purpose 

of this dissertation, which is to defend the idea that 

propositional-attitude based explanations of action may be 

true and legitimate in spite of their irreducibility. While 

there may be various technical objections to the sort of 

supervenience account I give here, I maintain that there 

exists no conclusive argument that such an account, with 

suitable refinements, would fail to be correct. 

What Is Supervenience? 

The intuitive idea behind the notion of supervenience 

is the following: we want some way of expressing the 

conviction that all facts are somehow dependent upon, or 

determined by, the physical facts, without supposing that 

all facts are reducible to physical facts. Strict 

identities between physical properties and the properties 

that enter into higher-level explanations are not to be 

expected, due to the multiple realizability of most higher

level theoretical notions. Reduction of all properties to 

physical properties thus fails. But the conviction remains 

strong that once the physical properties are fixed, all 
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intrinsic (non-relational) properties are thereby fixed; any 

two worlds that differed in their intrinsic (non-relational) 

properties would have to differ physically.1 

Philosophers have attempted to capture this intuitive 

notion with various formal definitions. Jaegwon Kim, for 

example, distinguishes two varieties of supervenience which 

he calls "weak" and "strong" supervenience, and defines 

these notions as follows [letting A and B be two nonempty 

families of properties closed under Boolean property-forming 

operations such as conjunction, disjunction, etc.]: 

A weakly supervenes on B just in case necessarily 
for any property F in A if an object x has F, then 
there exists a property G in B such that x has G, 
and if any y has G it has F. 

A strongly supervenes on B just in case necessarily 
for each x and each property F in A, if x has F, then 
there exists a property G in B such that x has G and 
necessarily if any y has G it has F. 

The difference between the two formulations is the 

following: weak supervenience holds only within a given 

possible world; strong supervenience holds across possible 

worlds. (The modal force of strong supervenience is a 

consequence of the extra 'necessarily' in the definition.) 

If we think of mental properties as supervening on 

physical properties, it seems that strong supervenience is 

the relation we intuitively want. Suppose for the moment 

that mental properties can be construed as intrinsic (non-
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relational). Then it seems we want to say that if someone 

in physical state X has mental st~te Y j,n the actual world, 

then in any possible world, if someone is in physical state 

X, that person has mental state Y. Unless supervenience 

carries this counter factual force, we can't genuinely say 

that the physical determines the mental. 3 

Yet, strong supervenience has an interesting 

consequence, which Kim explicitly draws: 

If A strongly supervenes on B, then for each 
property G in A there is a property H in B 4 
such that G and H are necessarily coextensive ... 

This immediately raises the question of whether strong 

supervenience differs significantly from reduction. The 

original point of taking the mental to supervene on the 

physical was to avoid having to postulate nomological 

relations between mental properties and physical properties; 

but, given Kim's formulation of strong supervenience, it 

seems that nomological correlations between mental 

properties and physical properties are inevitable if the 

physical determines the mental in any robust sense. 
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How Does Supervenience Differ From Reduction? 

If the mental strongly supervenes on the physical, a 

given mental property will necessarily be coextensive with 

some physical property. But this physical property is 

likely to be a disjunctive property, a very long disjunction 

of all of the physical properties that might constitute the 

supervenience base of the given mental property. And it is 

arguable that such disjunctive properties are net the sort 

of properties presupposed by classical accounts of the 

reduction of one property to another. 

Paul Teller has pointed out that when one property is 

reduced to another for purposes of the unification of 

science, the lower-level property to which the special 

scientific property reduces is normally supposed to be the 

sort of property that can enter into the laws of the 

physical sciences. And it is not clear that infinitely long 

disjunctions of properties could enter into physical laws. 

Teller comments: 

Now what, I want to ask, makes it appropriate 
to call a property 'physical' when it is such 
a disparate and infinitely long disjunction of 
disjuncts each of which is probably already an 
uncountable conjunction of finite physical 
descriptions? Yes, it is a Boolean combination 
of physical properties, but I feel that to call 
it 'physical' threatens to be misleading ... 
... While being a Boolean combination does not 
automatically exclude a property from occurring 
in physical laws, Boolean combinations like the 
ones we are considering will never figure in 
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physics we know today. 
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Essentially the same point is made by Hilary Putnam, 

in the context of an argument against the possiblity of 

"reducing" the notion of reference to physical/computational 

terms by producing a list of all the cases in which a 

physically possible token refers to a physically possible 

object or class of objects. According to Putnam, such a 

list would be infinite, and not constructed according to any 

rule stateable in finitely many words. Such a list, argues 

Putnam, cannot appear in the sorts of statements we call 

"laws" or "explanations:" 

... the "definiens" in an empiric~l reduction 
must be a property or relation which we can 
define in the vocabulary of the reducing discipline 
... where "define" has tRe normal sense of define 
in finitely many words. 

The considerations advanced by Teller and Putnam 

indicate that even though strong supervenience does entail 

necessary coextensions between supervenient properties and 

disjunctions of base properties, this does not indicate that 

supervenience fails to be significantly different from 

reduction. Reductions presuppose that reduced properties 

will be explanatory and capable of entering into laws in a 

manner that long disjunctions cannot. 
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Why Despair of Reduction? 

I expect that there will never be a genuine, 

explanatory reduction of propositional attitude notions to 

physical or functional notions. Hints of my reasons for 

this pessimism have occurred in previous chapters. Here I 

will draw together those hints and explain succinctly why I 

believe that a supervenience account of propositional 

attitude properties is more promising than is the search for 

a reduction. 

Initially, recall that a pure physicalistic reduction 

of propositional attitude properties is generally 

acknowledged to be hopeless due to the possibility of 

multiple realization of the same propositional attitude 

property in various physical systems. The only sort of 

reduction that appears at all viable is a functionalistic 

reduction, which would consist in reducing propositional 

attitude properties to functional (computational) 

properties, or in describing in the vocabulary of functional 

theory what systems with the same propositional attitude 

have in common. 

The main insight of functionalism in the philosophy of 

mind was that it is what mental states do, rather then how 

they are physically instantiated, that makes them the mental 

states that they are. This much seems correct. The problem 
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comes in trying to state what some particular mental state 

does that makes it the mental state that it is. The 

functional role of the belief that Nixon was impeached is 

going to be different in everyone who holds that belief, 

though the different functional roles involved may bear a 

rough "family resemblance" to one another. If belief 

properties are functional properties, they are going to be· 

vast disjunctions of functional properties, and no 

explanatory reduction will have been produced. 

What if we try to state, in some manner that is 

neutral as to p&rticular physical realization, what all 

those. systems have in common who share the belief that Nixon 

was impeached? Again, it seems that all cases of believing 

that Nixon was impeached are unlikely to have anything in 

common that can be stated in purely computational terms. 

Along these lines, Donald Davidson has suggested that 

there are no criteria for determining whether a person has a 

particular propositional attitude except actual 

interpretative practices which take account of the subject's 

mental state as a whole and assume that the subject 

possesses many intentional states. 7 According to Davidson, 

propositional attitude attribution is a matter of inexact, 

holistic interpretation that cannot be expected to mesh in 

any interesting way with objective, scientific ways of 
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identifying and individuating the states of organisms. 

Davidson's insight here strikes me as correct. Yet, if 

there were something computationally describable that all 

believers of a certain proposition had in common, there 

would be a non-intentional criterion for telling whether 

someone did or did not possess a given belief. If Davidson 

is correct about the autonomy of mental state attribution, 

functionalism cannot be correct. 

Of course, to agree with Davidson about the autonomy 

of the mental realm is just to disagree with the 

functionalist, and with anyone who seeks any sort of 

reduction of the intentional. At this point the anti

reductionist must adopt the attitude of "I'll believe in the 

possibility of this reduction when I see the reduction." To 

those with Davidsonian sympathies, it seems unlikely that a 

functionalistic reduction of mental notions could ever be 

produced. But the bare possibility remains that such a 

reduction might be successful in the future. It is 

unsatisfying but seemingly true that reasons for despairing 

of a functionalistic reduction fall short of being 

conclusive (but see Putnam's ingenious arguments detailed in 

the next chapter). 
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Not all functionalists attempt to produce a 

functionalist reduction of believing-that-p. Some have 

adopted a hybrid variety of functionalism, theorizing that 

we may produce a functionalistic account of what it is to 

believe, desire, etc., with the content component being 

separately accounted for by a reliable-indication theory.8 

Reasons for thinking that this kind of account will not work 

are also inconclusive. Here I will only comment that it is 

entirely vague what a computational account of what it is to 

be in a belief state, desire state, etc., would look like. 

In addition, attempts to give a reliable-indication account 

of the content of mental states face grave difficulties. 9 

Again, I must once again bet that no hybrid-functionalist 

reduction of intentional notions will ever be produced, but 

it must be admitted that this is only a bet, based upon 

intuitions regarding the "open texture" of propositional 

attitude concepts. 

What Properties Do Mental Properties Supervene On? 

It seems plausible to suppose that every (occurrent) 

mental state token is identical with some brain state 

token. Indeed, I have previously argued that if mental 

state tokens play causal roles in the genesis of action, 

such token identity is necessary. However, it is 



137 

implausible to suppose that propositional attitude 

properties, for example the property of being the belief 

that wate~ is wet, supe~vene upon the physical prope~ties of 

brain states in isolation from particular physical and 

social environments. This brings us to Hilary Putnam's 

extremely important observations regarding the relational 

nature of content properties as intuitively individuated by 

common sense. 

Putnam showed that a given set of internal (brain) 

state types might fail to determine a unique set of thought

contents. There could be a counter factual person, identical 

to me in physiological state types, and having phenomenally 

identical experjences to mine, whose thought-contents were 

di££erent £rom mine according to commonsense intuitions. 

Why the difference? Because the counter factual person 

and I live in environments that are different at the sub

visual level. Call our environments, respectively, Earth 

and Twin Earth. What we both refer to as 'water' is one 

sUbstance on Earth, and another substance on Twin Earth. 

Hence, 'water' in my mouth and 'water' in my Twin's mouth 

have different meanings, and my water-thoughts differ in 

content from my Twin's Twin-water thoughts. The relevant 

thoughts, while phenomenally identical and identical in 

neurophysical realization, are about di££erent substances, 
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and commonsense intuitions hold that they are therefore 

different in content. 10 Tyler Burge extended Putnam's point 

by noting that differences in social and linguistic 

environment, as well as differences in physical environment, 

could cause divergences in the commonsensically-individuated 

thought-contents of otherwise identical hypothetical 

persons. 11 

One can preserve a token identity theory of mental and 

physical events by widening the supervenience base. One can 

maintain that mental properties of brains supervene upon 

physical properties or brains embedded in particular 

environments. A brain neurophysiologically identical to 

mine would not necessarily share my mental states, because 

that brain might be embedded in a different environment. 

However, in any world physically identical to this one, the 

same mental states would be appropriately ascribable as in 

this world (with certain exceptions for odd properties 

involving relations to particular individuals; see footnote 

1.) 

In order to capture the functionalist insight that the 

functional role of an internal state is more relevant to its 

status as a mental state than is its particular physical 

realization, I suggest we say that mental properties 

supervene on physically realized runctional properties of 
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organisms embedded in particular environments. This 

captures the intuitively correct insight that whenever some 

mental property exists, it will be associated with some 

physically realized computational property or other. 

Content and Psychological Explanation 

If mental properties were supervenient upon physical 

properties of brain states taken in isolation from 

particular environments (that is, if mental properties were 

intrinsic and not relational properties of brain states) a 

token identity theorist could secure an indirect causal role 

for mental properties, derived from the more basic causal 

role of the physical properties upon which the mental 

t " . t 12 proper ~es were superven~en . But given that 

propositional attitude properties are "widely" individuated 

as Putnam maintains, a prima facie problem arises as to how 

such properties can be involved in causal explanations of 

action. A certain intuitive principle regarding 

psychological explanation suggests that the properties of 

causal relevance in producing the behavior of organisms 

ought to be intrinsic to the internal states of those 

organisms. It is counterintuitive to suppose that merely 

relational properties of internal states could be causally 

relevant to the behavior of the organism. 
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Jerry Fodor endorses a doctrine he calls 

"methodological individualism," which he defines as the idea 

that "psychological states are individuated with respect to 

their causal powers."13 Given the intuitive conviction that 

properties of causal relevance in the genesis of behavior 

must be intrinsic to the internal states of organisms, Fodor 

is inclined to think that widely individuated mental 

properties are causally irrelevant; given his methodological 

individualism he thinks that such properties ought not to 

count taxonomically in science. To illustrate the point, 

Fodor uses the following example: Fodor can change the 

relational properties of every particle in the universe 

merely by flipping a coin. When the coin is in the "heads" 

orientation, every particle in the universe thereby 

possesses the h-property; when the coin is in the "tails" 

position, every particle in the universe thereby possesses 

the t-property. But, Fodor states, it would be absurd to 

suppose that whether a particle has the h-property or the t-

property could possibly affect the causal powers of that 

particle. Fodor does concede that relational properties may 

count taxonomically in science if they affect causal powers, 

but not otherwise. l4 
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Could the merely relational properties of brain state 

tokens affect the causal powers of those tokens? Could it 

make any difference to the causal powers of my particular 

brain states at this moment that they are embedded in a 

world where there is water rather than, say, Twin-water in 

the surrounding environment? No, argues Fodor; whether 

there is water or Twin-water in the puddles makes no 

difference to the causal powers of brain states, no more 

than whether a dime is "heads" or "tails" makes a difference 

to the causal powers of elementary particles. 

Because Fodor endorses methodological individualism, 

and because he also believes that content is crucial to the 

explanation of action, Fodor is inclined to carve off a 

notion of content ("narrow" content) that is supervenient 

upon the physical states of brains taken in isolation. 

According to Fodor, narrow content is whatever, when placed 

in a context, yields a content. 15 

Fodor's "narrow content" approach to the problem of 

finding a genuine causal/explanatory role for c~ntent is 

consistent with his conviction that 

... mind/brain supervenience (/identity) is our 
only plausible account of how mental states 16 
could have the causal powers that they do have. 
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Many philosophers are sympathetic to this type of 

position, and have attempted to explain what the notion of 

narrow content comes to. Ned Block construes narrow content 

as the internal conceptual role of a representational 

state;17 Brian Loar theorizes that narrow content is 

"psychological content," the way the individual cognizer 

conceives of the situation;18 Daniel Dennett suggests that 

the narrow contents of a subject's mental states determine a 

set of possible worlds or "notional worlds," those worlds in 

which matters are the way the subject takes the actual world 

to be. 19 Fodor's own construal of narrow content as a 

function mapping a thought and a context onto a content 20 is 

somewhat more difficult to grasp intuitively, but all of 

these theorists appear to be trying to defend the same set 

of convictions: the states causally relevant to the 

behavior of an organism must be internal to that organism; 

commonsense tells us that what causally explains our actions 

is our internal conceptions of the situation; if mental 

properties are even indirectly relevant to the causation of 

action, such properties must supervene upon the local 

microstructure of brains; there must therefore be a sense of 

content, corresponding roughly to subjective conceptions, 

that is locally supervenient and derives its causal role 
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from the causal properties of the physical states upon which 

it supervenes. 

Not all philosophers, however, are sympathetic to the 

project of trying to construct a notion of narrow content. 

Tyler Burge and Hilary Putnam, to mention two notable 

examples, reject the idea that there could be any coherent 

sense of content that is "narrow" or "in the head." 

According to Burge and Putnam, if we are to find a genuine 

explanatory role for content# we must accept the fact that 

widely individuated, relational properties can have 

explanatory relevance. 21 

Insofar as Burge and Putnam,are concerned about the 

taxonomy of a scientific propositional attitude psychology, 

they would deny Fodor's methodological individualism. Since 

propositional attitude properties are inescapably "wide" in 

individuation according to Putnam and Burge, and since 

"wide" (relational) properties can vary without affecting 

the causal powers of internal states, a scientific 

propositional attitude psychology, in classifying internal 

states by content, will necessarily be classifying internal 

states in some other manner than by their causal powers. 

If Burge and Putnam are correct, the propositional 

attitude properties of internal states are, strictly 

speaking, irrelevant to the causal powers of those states. 
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This is a philosophical discovery that can seem quite 

difficult to reconcile with the very strong commonsense 

conviction that it is the content of our mental states that 

causally explains why we do what we do. Indeed, the problem 

of mental causation is one of the most intriguing and 

perplexing in philosophy. The most interesting feature of 

intentional properties of internal states is their apparent 

intimate connection with the causal powers of internal 

states. Yet, how can intentional properties affect causal 

properties? Presumably, causal powers supervene upon local 

microstructure, and Burge and Putnam's work indicates that 

intentional properties are not supervenient in the required 

"local" manner. 

I do not propose here to solve the problem of mental 

causation in all its complexity. The best I can do is offer 

some suggestions as to how we may see widely individuated 

propositional attitude properties as playing crucial 

explanatory roles in genuinely causal explanations. 

Merely relational properties can have explanatory 

relevance if the explananda of psychology are taken to be 

behavioral events under relational descriptions. An example 

will help to make this clear. Physical/functional 

duplicates do diverge in their behavior, if that behavior is 

relationally construed. I drink water. This is a bit of 
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behavior that my Twin cannot duplicate; she drinks Twin

water. Likewise, the explanations of our behaviors will 

differ: I drink water because I believe that water quenches 

thirst; my Twin drinks Twin-water because she believes that 

Twin-water quenches thirst. The relational properties of 

our brain states turn out to be explanatorily relevant, 

after all, when the explananda are relationally described. 22 

Fodor's insight seems correct, that the causal powers 

of my brain states and my Twin's brain states in the above 

example are equivalent. 23 But nonetheless we need to advert 

to the wide content properties of these causally equivalent 

states in order to explain the (relationally different) 

events to which the respective states give rise. An issue 

exists as to whether scientific psychology ought to take 

behavioral events under intentional descriptions as its 

explananda; but it seems perfectly clear that commonsense 

psychology is precisely in the business of explaining 

individual bits of behavior intentionally described. 

It might be questioned whether explanations of 

intentionally (relationally) described behavior, 

explanations making use of relational propositional attitude 

properties, are genuinely causal explanations, given the 

fact that wide content can vary without affecting causal 

powers. What causes me to drink water, it might be 
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maintained, is some neuro~hysical ~ro~erty of me; the fact 

that I am environmentally related to water and not to Twin

water bears no lawlike relationshi~ with my action. If 

content ~ro~erties enter into no genuine laws governing the 

causation of action, it may be argued, then content-based 

explanations are not causal in nature. 

I think there is a reply to this objection. The 

internal states we ~ick out by means of adverting to their 

wide content properties are, ex hypothesi, the causes of 

behavior. And, the explanations we give of action in terms 

of content are counterfactual-su~porting. This would seem 

to be enough to fairly call intentional ex~lanation causal 

explanation,24 despite the fact that it is only intrinsic 

~hysical ~roperties of internal states that will enter into 

strict laws. Why must all causal explanation involve strict 

laws? 

To summarize, the manner in which propositional 

attitude properties manage to play non-superfluous 

causal/explanatory roles is just the following: adverting 

to such properties enables us to give causal explanations of 

facts (intentionally characterized facts) that we could not 

otherwise explain. 
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In discussing the explanatory role of content it is 

easy to lose sight of the forest for the trees. It is 

helpful, I think, to take an objective, non-theory-laden 

look at the way in which commonsense psychological 

explanation of action actually works. Once such an account 

is before us, it can more easily be seen how content

properties are both non-individualistic and crucial to 

causal explanations of behavior. Such an account also makes 

clear that important insights are embodied in both the 

~narrow content~ approach and the Burge/Putnam approach to 

the problem of mental causation. 

It is a datum of common sense that what causally 

explains behavior is the subject's internal conceptions. 

Frege was correct to note that we possess internal ~modes of 

presentation~ of the objects of our thoughts, and it is 

these mental representations that explain the manner in 

which we reason and behave. When we characterize one 

another's mental states by assigning that-clauses, we are 

attempting to capture one another's internal conceptions 

(one another's ~notional worlds,~ to use Dennett's phrase) 

in order to account for one another's reasoning and 

behavior. 
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That-clauses are only roughly accurate in ca~turing 

the subjective, ~sychological contents of beliefs. 25 When 

we characterize the subjective, ~sychological contents of 

the beliefs of others by assigning that-clauses to them, it 

seems that what we are doing is im~osing a rather coarse

grained grid u~on something that is otherwise quite 

ineffable. By means of that-clauses, we can more or less 

accurately charaterize the way a given subject conceives of 

things, and so, more or less accurately ca~ture the internal 

conce~tions that explain his actions. 26 

When we characterize the contents of the beliefs of 

others by means of that-clauses, we are inevitably ascribing 

relational ~ro~erties to the subjects of our attributions. 

This is a simple consequence of the fact that our words 

r.efer to things outside the head. If I say of Schiffer that 

he believes that the best bagels are sold in New York City, 

I am ascribing to Schiffer relations to certain pastries, a 

certain city, and so on. One cannot have beliefs about 

bagels or about New York City unless one is environmentally 

related to bagels and to New York City. 

The internal conceptions that causally explain our 

actions may well be intrinsic to our brains in that such 

internal conceptions do supervene upon internal 

microstructure. But, in order to characterize those 
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internal conceptions for purposes of explanation of action, 

in order to speak of mental content at all, we must ascribe 

relational properties to one another. Causal explanations 

of action must, therefore, make reference to relational 

properties, properties which do not (as Fodor points out) 

affect' the causal powers of internal states, but which are 

nevertheless explanatorily indispensable. 
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Notes to Chapter Six 

1. For a clear and detailed explication of the notion of 
supervenience, see Paul Teller, "A Poor Man's Guide to 
Supervenience and Determination," Southern Journal of Phil. 
Vol. 22 (1984), Supplement: Spindel Conference 1983 on 
Supervenience, pp. 137-162. Two worlds could contain items 
that differed in their relational properties without the two 
worlds differing physically, as Teller points out. For 
example, I remember my seventh birthday. In a world 
physically identical to this one, my physical duplicate 
would remember her seventh birthday, not mine. We would 
thus differ in a relational property. (I wish to point out 
that my use of the term 'intrinsic' in this chapter is 
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Chapter Seven: 
Putnam's Route 

To An Autonomous Rational Psychology 

In the preceding chapters I have defended the thesis 

that commonsense propositional attitude psychology is a 

legitimate descriptive/explanatory theory or practice, 

regardless of whether it is reducible to, or incorporated 

into, any scientific theory. I have argued that attempts at 

producing a physicalistic or functionalistic reduction of 

propositional attitude notions are unlikely to succeed. As 

an alternative to seeking a reduction, I have argue~ that we 

should see propositional attitude properties as supervening 

upon physically realized computational properties of 

organisms embedded in particular environments. 

Hilary Putnam, in a recent book,l argues for 

conclusions remarkably similar to my own regarding the 

autonomous legitimacy of commonsense psychology and the 

supervenient status of propositional attitude properties. 

The similarity between Putnam's work and mine, however, is 

confined largely to the conclusions. Putnam's arguments for 

these conclusions are challenging and unusual, and in most 

cases significantly different from mine. Critical exegesis 

of some of Putnam's arguments is the task of this chapter. 



154 

The chapter is divided into two main sections: one, 

Putnam's arguments to the effect that a functionalist 

reduction of commonsense propositional attitude psychology 

is impossible; and two, Putnam's arguments against the 

elimination of intentional notions. I close with some 

conclusory reflections upon my own work, in the light of 

Putnam's views. 

The Failure of Functionalism 

Putnam, who once enthusiastically entertained the 

possibility of producing a computational (functionalist) 

reduction of CPA psycholo9y,2 now holds that: 

... a straightforward identification of mental 
states with functional states, i.e., with 
computationally characterized states ... cannot 
be right. (Mlental states ... cannot be 
computational states, or computational cum 
physical states (states defined using a mixed 
vocabulary referring both to physical and 
computational parameters), although they are 
emergent from and may be ~upervenient upon 
our computational states. 

Let us trace Putnam's path to this conclusion (a 

conclusion with which I am obviously very sympathetic). Why 

does Putnam think that functionalism, the program of 

reducing propositional attitude properties to computational 

properties, is a failure? 
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There are many varieties of functionalism, and Putnam 

attempts to mount arguments that will be effective against 

all of these varieties. First, he argues against what' we 

might call naive functionalism, a simple form of 

functionalism (such as Turing machine functionalism) that 

assumes that mental state types are computational state 

types, computational state types being defined according to 

purely internal or syntactic paramete~~. Such a 

functionalism, being committed to methodological solipsism 

(the doctrine that mental states have identity conditions, 

usable for purposes of scientific psychology, that make no 

reference to states or events outside the head) fails first, 

according to Putnam, for the very simple reason that 

methodological solipsism is misguided. Putnam famously 

believes that mental content, the crucial factor for the 

typing of psychological states, is in no sense "in the 

head." We might call this first argument against naive 

functionalism the argument from the wide individuation of 

content. According to this argument, mental state contents 

involve features of the physical environment as well as 

linguistic and social features. Two mental states could 

differ in content (be about different things) without 

differing in internal syntactic (computational) features. 

Therefore, mental state types cannot simply be computational 



state types as individuated by the narrow Turing-machine 

vocabulary. 4 
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In response to the argument from the wide 

individuation of content, one might point out that Putnam's 

examples always feature mental states the content of which 

involves natural kinds. (Examples of the same sort might 

also feature mental states about particular individuals 

identified by names, or about referents identified 

indexically or ostensively.) One might argue that even if 

Putnam is correct about the inadequacy of functionalism to 

account for the identity conditions of certain types of 

mental states, ,there may be other types of mental states the 

contents of which do not depend crucially upon anything 

outside the head (upon anything not describable in terms of 

purely computational features of internal states). One 

could thus argue that naive functionalism may be a partially 

correct account of the nature of mental states. 

Alternatively, one could take issue with the entire 

program of taking the content of any mental states to be 

outside the head; one could argue that the intuitions 

grounding the Putnam/Burge viewpoint that content is 

inescapably wide (described in the previous chapter) are 

mistaken. 
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Whether either of these avenues might succeed is not 

an issue I will take up, for I believe that the problems for 

naive functionalism posed by Putnam's second argument are so 

difficult that the argument from the wide individuation of 

content pales by comparison. 

Putnam's second argument against naive functionalism 

might be called the argument Erom the plasticity oE mental 

states. Putnam reminds us that it was the big insight of 

functionalism that mental states are constitutionally 

plastic; that is, the same mental state might be realized in 

a variety of different physical states; there is no type-to

type reduction of mental states to physical states. Now 

Putnam urges that mental states are computationally plastic 

as well; the same mental state might be realized in a 

variety of different computational states, so there will be 

no type-to-type reduction of mental states to computational 

states, either. 5 

Putnam remarks (significantly, I think) that the 

entire notion of a computational state, and hence, what it 

means for two systems to be in the "same computational 

state," is vague and perhaps meaningless given that 

philosophers have abandoned any strict computational 

vocabulary such as the Turing machine formalism. 6 But even 

if we leave this problem aside and assume that we know 
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roughly what it means for two systems to be in the same 

computational state, there is little reason to think that 

any two systems with the same belief (say, believing that 

there are a lot of cats in the neighborhood) will be in the 

same computational state. The only intuitive grasp that we 

have on the notion of two states being the same 

computationally is the vague idea that computationally 

identical states will have the same "conceptual role." 

Ignoring for the moment the previously mentioned problem 

regarding the "wide" content-individuation of beliefs 

involving natural kinds such as cats, there is no reason to 

think that all persons appropriately described as believing 

that there are a lot of cats in the neighborhood will share 

any state that is "the same" in conceptual role. Different 

possessors of this belief are likely to have different 

stereotypes of a cat, different beliefs about cats, and so 

on; their individual beliefs that there are a lot of cats in 

the neighborhood will therefore interact differently with 

inputs, outputs, and other beliefs; so, there is no basis on 

which we can say that all of these persons are in the same 

computational state. 

All of this becomes even more problematical if we 

abandon the intuitive notion of two beliefs having the same 

computational or conceptual role (playing the same role in 
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reasoning, in the genesis of action, etc.) and adopt the non

intuitive notion of sameness of ~conceptua1~ role that 

involves no intuitively conceptual factors at all, but only 

internal ~syntactic~ factors (Ned Block evidently wants to 

adopt such a non-intuitive construal of ~conceptual role.~) 

Putnam suggests that if we divorce so called ~conceptual 

role~ from intuitive factors, there exists no way at all of 

judging sameness and difference of conceptual or 

computational role. In sum, there is just no reason to 

think that two systems sharing the same mental state will be 

in ~the same computational state~ in any meaningful sense. 7 

Putnam's argument from the plasticity of mental states 

strikes me as highly convincing. He is making the same 

point, I think, that I made in the previous chapter when I 

noted that while all beliefs appropriately characterized as 

having a particular content might share some loose ~family 

resemblance~ in functional role, there is no reason to think 

that all such beliefs will have tbe same functional role. I 

think that Putnam has put his finger on the source of a 

great deal of confusion by noting that we possess no clear 

criteria for sameness and difference of functional or 

computational states. Without a clearer idea of what we are 

talking ~bout when we talk about computational states, we 
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who discuss functionalism are doomed to deal in vagueness, 

and we flirt with complete emptiness. 

After advancing the argument from the wide 

individuation of content and the argument from the 

plasticity of mental states against naive, solipsistic 

functionalism, Putnam turns to a more sophisticated version 

of functionalism that he calls socio£unctionalism. 

Sociofunctionalism is not committed to methodological 

solipsism; sociofunctionalism takes the complex of organism 

plus environment to be the "computer," and seeks to find 

something computationally describable that is had in common 

by all such systems of organism plus environment that have a 

certain belief. 

Putnam argues that, in order to succeed, any version 

of sociofunctionalism would have to define in finitely many 

words a physical-cum-computational property whose extension 

coincides with that of 'refers to' in any physically 

possible world. (Recall the discussion in the previous 

chapter regarding the strictures on a genuine reduction of 

one property to another. The reduced property may not be an 

endlessly disjunctive property, or the reduction fails to be 

explanatory or to yield a property that can enter into 

laws.) Putnam argues that principled reasons can be given 

why a finite empirical definition of intentional properties 
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and relations in terms of physical/computational properties 

and relations cannot be given. S He considers first what he 

calls the "singl& computational state version" of 

'f t' l' 9 SOC10 unc lona lsm. 

The "single computational state version" of 

sociofunctionalism is the thesis that any two systems of an 

organism plus an environment that may appropriately be 

described as being in the same mental state must be in the 

same computational state. Again, we encounter the notion of 

"same computational s~ate," which Putnam holds to be without 

meaning in the absence of some defining formalism. In 

addition to the vagueness problem, Putnam argues that no two 

persons can accurately be said to be machines of the same 

type, because of individual differences in neural hardware 

and neural functioning. So, even if we (counterfactually) 

assume that some formalism such as the Turing machine 

formalism is available, it is not clear that two persons 

could ever be in "the same machine state."10 

This problem becomes even more serious if we consider 

other physically possible species besides human beings. 

Such creatures might be similar enough to humans in 

linguistic behavior and range of environments that we could 

appropriately interpret them as saying or believing, for 

example, that there are a lot of cats in the neighborhood. 



But such creatures might be so different from humans in 

hardware and in functional organization that their 

computational states were not comparable to ours in any 

graspable way.ll 
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Putnam concludes that the best we might hope for by 

way of "reducing" mental state types to computational state 

types of organisms-cum-environments would be an infinite 

disjunction of computational state types. Even such an 

infinite disjunction is producible only "in principle," 

since no being could survey and catalog all the possible 

systems of organism-pIus-environment that could possibly be 

interpreted as having a particular belief. And such an 

infinite disjunction would not, as we have seen, constitute 

a genuine, explanatory reduction of intentional 

properties. 12 

The "single computational state version" of 

sociofunctionalism, according to Putnam, is too simplistic 

ever to have been held by any actual theorist. The 

arguments that defeat it, however, also defeat less 

simplistic versions of sociofunctionalism, versions that 

have actually been advanced; or so Putnam argues. 

Suppose we abandon the version of sociofunctionalism 

that requires that the computational states of believers 

with the same intentional content or reference be "the 
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same," whatever that vaguely-defined sameness might come 

to. Instead, suppose we have a version of 

sociofunctionalism that merely requires that the states of 

co-believers be equivalent under some equivalence relation 

which is itself computable, or at least definable in the 

language of computational theory plus physical science. 

What might be wrong with such a version of functionalism, 

more sophisticated than its previously-discussed 

predecessor? 

Recall that the following problem sank the single

computational-state version of sociofunctionalism! it would 

always remain possible that some human or other creature 

embedded in a suitable environment would turn up which we 

could appropriately interpret as believing that p, and that 

creature would not be in "the same" computational state as 

other believers that p. So, even if we could survey all 

possible believers that p (which we can't), there is no 

reason to think that the resultant computational "reduction" 

of the notion of believing that p would be more than the 

infinite disjuntion of computational states that we have 

ruled out as not constituting a real reduction. According 

to Putnam, the same holds for the more sophisticated type of 

sociofunctionalism. 
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In order to discover some equivalence relation R, 

describable in physical-cum-computational terms, that unites 

all believers that p, we would have to survey all possible 

believers that p, which we can't do. In other words, to 

have such a relation R, we'd need to have an ideal theory 

that would tell us in computational terms what it is for two 

terms or thoughts to be co-referential or synonymous, and in 

order to have such an ideal theory, we'd have to be able to 

survey and explain human interpretative practices 

(rationality) in toto and there is just no reason to 

think that such a feat is possible. 13 

And even if we could survey all of rationality, all of 

human interpretative practices, ~in principle," such a 

survey could only come up with an infinite disjunction of 

relations appropriate to different species in different 

environments. There is no reason to think there would be 

any single computational relation R corresponding to the 

relation of coreference or synonymy, and such a single 

relation is what is needed for a genuine explanatory 

reduction of the intentional notions at issue. l4 Putnam's 

argument against the more sophisticated version of 

sociofunctionalism is, we can now see, precisely parallel to 

his argument against the "single computational state 

version" of sociofunctionalism. 
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On~ more version of functionalism remains to be 

examined: David Lewis' version. Lewis argues that instead 

of looking for physical/computational state types or 

computationally-definable equivalences shared by all 

believers-that-p, one should look at propositional attitude 

terms as being implicitly defined by the folk-psychological 

theory we already possess and know. What it is to believe-

that-p (what the property of believing-that-p is) is to be 

in whatever physical (neural) state typically or usually 

plays (in one's own species) the typical functional role 

that is implicitly assigned to the state of believing-that-p 

15 by folk psychology. Putnam himself, at one point in his 

career, proposed a version of functionalism similar to 

Lewis' version. 16 

Putnam raises several objections to Lewis' version of 

functionalism (and so, by association, to his own similar 

former theory). 

First, according to Lewis' theory, what singles out 

the referents of the propositional attitude terms of folk 

psychology is that these referents are "events" which 

satisfy certain "counter factual conditionals." And these 

notions are further explained in terms of a primitive notion 

of a "natural class" conjoined with a "Similarity metric 

over possible worlds. "17 Putnam objects that Lewis' account 
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is not a reduction of the propositional attitudes to 

anything physical or computational, but a reduction of the 

propositional attitudes to a set of highly suspect 

metaphysical properties and relations. Such notions as 

"possible world," "similarity of possible worlds," "natural 

class," and so on, are more problematical, according to 

Putnam, than the propositional attitude notions they are 

designed to explicate. lS 

Second, Lewis' theory supposes that within a given 

species, a given propositional attitude will correspond to a 

given type of physical state, the type that typically or 

usually plays a certain '(theory-specified) typical 

functional role. But, as Putnam has argued against all 

versions of functionalism, there is no reason to think that 

a given propositional attitude has any particular typical or 

usual functional role, even within a given species; the 

propositional attitude notions of folk psychology are simply 

more "open textured" than that. And if a given 

propositional attitude notion has no typical functional 

role, then surely there can be no particular neural state 

type that typically plays that typical functional role. 

Lewis could at best hope to discover a disjunction of 

physical state type~ playing a disjunction of roughly 



similar functional roles. And the latter would not 

constitute a true reduction. 19 
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A further, more general objection raised by Putnam to 

Lewis' version of functionalism is the following: the 

platitudes of folk psychology just are not rich enough to 

define propositional attitude properties. In other words, 

folk psychology assigns no particular definitional (or 

"typical") functional roles to propositional attitude 

notions. 20 

Putnam notes that while his own theory (advanced in 

"Philosophy and Our Mental Life"2l) did not require there to 

be one physical or computational state type per 

propositional attitude type within a given species~ Putnam's 

theory did require there to be this type-to-type 

correspondence within each individual organism. And even 

this is implausible, Putnam now argues. Even within a 

single person, particular beliefs can have vastly different 

conceptual/functional roles at different times, and 

different physical state types will no doubt play these 

different conceptual/functional roles. 22 

There is one last Putnam ian argument against 

functionalism to be discussed, an argument that turns up 

here and there throughout Representatjpn and Reality but 

which is never stated clearly. This last argument might be 
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called the argument from meaning holism. I find it the most 

obscure and the most problematic of Putnam's anti-

functionalist considerations, and I will therefore devote 

the remainder of this section to discussion of it. 

At several points, Putnam makes remarks to the effect 

that something called "meaning holism" is true, and that the 

truth of meaning holism indicates that reductive approaches 

to the propositional attitudes, such as functionalism, 

cannot be successful. But what exactly is meaning holism, 

and why does its truth threaten reductionism? The answers 

to these questions are less than pellucid after reading 

Putnam's work. 

Here are some passages that may shed light upon what 

Putnam means by "meaning holism:" 

... the holistic character of belief fixation 
in science bears deeply on the issue of the 
individuation of "meanings" ... there is no criterion 
for sameness of meaning except actual interpretative 
practice 23 a view made famous by Quine and 
Davidson . 

... most terms cannot be defined ... by a "definition" 

... something that absolutely captures the meaning 
of the term ... [W1hen an entire body of beliefs runs 
up against recalcitrant experiences, "5~vision can 
strike anywhere," as Quine has put it . 

... There are practices which help us decide when 
there is enough continuity through change to justify 
saying that the same person still exists. In the 
same way, we treat "momentum" as referring to the 
same quantity that it always referred to [when there 
has been significant change in surrounding physical 
theory1, and there are practices which help us 



decide that there is enough continuity through 
change to justify doing this. Meanings have an 
identity through time but no essence. w 

Putnam suggests in these passages that "meaning 
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holism" is the idea that what we mean by our terms is fixed 

by the interpretative practices of our communities. Whether 

we mean the same thing by 'water' as did people two thousand 

years ago, such a view suggests, is a matter of whether we 

interpret certain ancient writings as being about water, 

about the same substance we now call 'water.' Our concept 

of water might be significantly different from, say, 

Aristotle's concept of water, but if there is a certain 

indefinable continuity or similarity between Aristotle's 

water-concept and ours, we will interpret Aristotle as 

having certain beliefs about water, and not about some 

other, perhaps mythical, substance. There exists no rule 

defining when two terms have the same meaning and when they 

don't. Sameness of meaning is a loose and imprecise 

judgment, made over time by a community of language-users. 

Such a meaning holism does indeed suggest that 

reductive theories of the propositional attitudes must be 

mistaken. It cannot be the case that a given belief gets 

its identity condition from some defining computational 

(conceptual) role, if the role in thought of certain 

concepts changes over time without any change in the 
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identity of the concept. For example, Aristotle's belief 

that water is fluid undoubtedly had many connotations and 

implications not shared by a modern physicist's belief that 

water is fluid. So, how can it be the case that what makes 

those two beliefs the same belie£ is some shared 

computational or conceptual role? The similarity of the two 

beliefs is too loose, too much a matter of community 

judgment, to be computationally definable. Similar remarks 

would seem to hold with regard to sameness of belief between 

persons of the same era and linguistic community, and even 

with regard to sameness of belief in the same person at two 

different times. The ~same belief~ never has the same 

conceptual or computational role twice. Judging two beliefs 

as ~the same~ is not done on the basis of any strict 

criteria, and it is doubtful that any physical or 

computational criteria underlying such judgments exist. If 

this is a fair statement of Putnam's argument from meaning 

holism against functionalism, then I agree with Putnam's 

position. 

But Putnam, in other passages, advances views that 

would seem to be in conflict with the above. Putnam's 

famous view that "meaning is not in the head~ would seem to 

suggest that whether Aristotle was talking about water is a 

matter of whether the appropriate substance existed in his 
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environment, and not a matter of the holistic judgments of 

our community regarding the similarity of his concept and 

ours. 26 Further, Putnam is quite emphatic that the 

reference of our terms is not determined by anything "in the 

head" our concepts have little or nothing to do with 

determining what it is we are talking about. Sense (or 

"mental representation") does not determine reference; 

environmental factors and the tests utilized by community 

"e:perts" determine the reference of our thoughts and 

words. 27 How is all of this to be reconciled with the 

insight of meaning holism, that it is community 

interpretative judgment regarding similarity of concept that 

determines whether two thoughts or statements are "the same" 

or "about the same thing?" 

Adding to the confusion, Putnam suggests that the 

"meaning is not in the head" point is actually an argument 

for the truth of meaning holism. After discussing at length 

the point that conceptual role is not significant in 

determining the meanings of natural-kind terms, Putnam 

notes: 

Words can keep their meanings invariant 
across conceptual revolutions; this was 
precisely the discovery that motiv2~ed 
Quine's version of meaning holism. 
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If certain words, such as those referring to natural 

kinds, do keep their meanings invariant across conceptual 

revolutions, and if this is due to the fact that 

environment, not concept, is the primary determinant of 

meaning, then this is not an argument for meaning holism as 

Putnam has previously defined meaning holism. Meaning 

holism as Putnam previously characterized it suggests that 

meanings are fixed by community interpretative practices, 

not by the physical environment. 

In short, Putnam seems to assume that his own views 

regarding the extracranial location of meaning enhance, and 

are compatible with, a Quinean meaning holism. And it is 

not clear to me that this is the case. Putnam's thesis that 

concept or mental representation is insignificant as a 

determinant of meaning may actually conflict with meaning 

holism. I agree with Putnam insofar as his view is just the 

following: 

... in the sort of model of linguistic capacity 
that seems reasonable given the insights of Quine's 
meaning holism, there is no way to identify a 
computational state that is the same whenever any 
two people believe that there are 29lot of cats 
in the neighborhood (or whatever). 
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But insofar as Putnam takes umeaning is not in the 

head U to be part and parcel of meaning holism, I cannot 

follow him, and I am unsure that his position is internally 

consistent. 

Another problem with Putnam's remarks about meaning 

holism is their lack of mesh with other discussions of 

meaning holism. Jerry Fodor, for example, defines meaning 

holism as follows: 

Meaning holism is the idea that the identity 
specifically, the intentional content of a 
propositional attitude is determinegoby the 
totality of its epistemic liaisons. 

From this Fodor draws the conclusion that if meaning 

holism is true, then no two people are ever in the same 

propositional attitude state (because no two people will 

ever be in a state with precisely the same epistemic 

liaisons.)31 It thus seems to Fodor that the truth of 

meaning holism would destroy any hopes for a scientific 

propositional attitude psychology, since, if no two people 

are ever in the same propositional attitude state, no two 

people will ever be subsumed by the same intentional 

generalization. 32 

While Putnam endorses something he calls umeaning 

holism,u Putnam clearly does not think that no two people 

are ever in the same intentional state. Rather, Putnam 
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takes it to be the crucial insight of meaning holism that 

when people are in the same intentional state <which they 

quite often are) they do not necessarily have anything in 

common that is stateable in non-intentional (physical or 

functional) vocabulary. Sameness of intentional state is a 

matter of the judgments of a community of rational 

interpreters. 

The truth of meaning holism as Putnam sees it would 

not necessarily destroy the possibility of a scientific 

propositional attitude psychology. Rather, whether such a 

psychology were possible would be a matter of whether it is 

appropriate for a science to subsume persons under certain 

generalizations that cannot be re-stated in physical or 

functional terms, or whether it is appropriate for a science 

to characterize certain physical states as possessing 

certain irreducibly non-physical, non-functional 

properties. There is no immediately apparent reason why a 

science should not make use of irreducible generalizations 

and concepts. Putnam's version of meaning holism is, thus, 

not by itself a threat to intentional psychology. 

Precisely what is the relationship between the 

doctrine, discussed by Fodor, that identity of propositional 

attitudes depends upon the totality of epistemic liaisons, 

and Putnam's idea that sameness of meaning is a matter of 
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community interpretation? Are these in any sense the same 

doctrine? They do not seem to be the same, despite their 

both going under the name of "meaning holism." I can only 

conclude that what "meaning holism" is, and what its 

consequences are, depends upon what theorist one is asking. 

Putnam has here a possibly sound argument that functionalism 

is doomed to fail, but whether this argument proceeds from 

"meaning holism" would seem to be a question without a 

determinate answer. 

The Inconsistency of the Eliminativists 

If Putnam's arguments against functionalism are sound, 

then, given the failure of physicalistic reductionism, 

propositional attitude notions would appear to be 

irreducible. At this point, certain philosophers are likely 

to say, "Well, then, propositional attitude notions belong 

to an illegitimate, unscientific folk theory and ought to be 

eliminated; legitimate theoretical notions must be 

physicalistically or functionalistically reducible." 

I have devoted most of this dissertation to replying 

to such eliminativist sentiments. I have maintained that 

the irreducibility of propositional attitude notions does 

not indicate that we should (or could) eliminate them. 

Putnam is in general agreement with me, but his argument 
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against eliminativism is interestingly different from any of 

mine. 

Putnam's objection to eliminativism with regard to 

semantic notions is just the following: the proponents of 

eliminativism can't be consistent in their eliminativist 

attitude unless they are willing to eliminate not only 

intensional semantic notions such as meaning and synonymy, 

which go hand in hand with propositional attitude notions, 

but extensional semantic notions also notions such as 

reference and truth. And, according to Putnam, no one has 

shown (or is likely to show) how the notions of reference 

and truth can be e~lminated or replaced by succe5sor 

concepts. 33 

The eliminativists, while they do want to give up 

propositional attitude psychology (they want to say that we 

"affirm sentences" rather than that we believe propositions) 

apparently don't want to give up logic; logic is the sort of 

exact science to which eliminativism is friendly. But, 

logic makes use of the notion of truth. So, unless truth 

can be explicated in a way that does not involve any 

semantic notions, the eliminativists are, according to 

Putnam, in trouble. 34 
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Two different ways have been proposed of explaining 

truth in a way that involves no semantic notious. Both are 

versions of what is called a "disquotational theory of 

truth." The first version is Tarski's theo~y of truth;35 

the second is A.J. Ayer's "redundancy" or "disappearance" 

36 theory of truth. Putnam thinks that neither of these so-

called "disquotational" theories of truth actually succeeds 

in explaining truth without semantic concepts, or in 

replacing truth with a suitable substitute notion. 

First, Putnam examines Tarski's theory of truth. 

Tarski defined a property, True-in-L, where L is any 

formalized language (in principle, English could 'be 

fo~malized, or so let us assume.) To be True-in-L is 

identifed with the property of (1) having the spelling of 

anyone of the sentences of L (say the nth, in some 

enumeration of the sentences of L), and (2) its being the 

case that the nth condition in a list of truth conditions 

recursively associated with the sentences of L by the 

definition constructed by Tarski is satisfied. 37 

The Tarskian definition of truth-in-a-language is odd, 

Putnam notes, because it makes whether a sentence is true 

depend upon (1) how the sentence is spelled, and (2) what 

happens to be the case, but not on what the sentence means. 

And, as Putnam points out, it isn't a logical truth that any 
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particularly spelled sentence (say, S-N-O-W I-S W-H-I-T-E) 

means that snow is white. Given a different history of 

linguistic conventions, S-N-O-W I-S W-H-I-T-E might have 

meant that there is an iguana on the coffee table. 38 How 

can Tarski's theory explain, without utilizing intuitive 

semantic notions of the forbidden sort, why the sentence 

spelled S-N-O-W I-S W-H-I-T-E is truth iff snow is 

h 't ?39 w ~ e. 

The classical reply to this sort of objection, a reply 

given by Rudolf Carnap among others, is that if we change 

what given sentences mean, we have changed the language, and 

so, a different truth definition is called for. Languages, 

according to this reply, are defined by their semantical 

rules, and it is a semantical rule of English that the 

sentence spelled S-N-O-W I-S W-H-I-T-E has for its truth 

condition the state of affairs of snow's being white. 40 

According to Put~am, this reply is unsatisfactory, for 

in order to specify the semantic rules that supposedly 

define different languages, we must utilize the ordinary, 

commonsense conception of truth that Tarski was trying to 

get rid of. 4l 

While! would like it to be true that Tarski's theory 

fails to reduce or replace the int~itive concept of truth, 

since this would support my own anti-eliminativist position, 
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I have not myself been able to decide whether I think that 

Putnam's argument on this 'point is sound. Putnam's 

exposition of the argument for the point that the ordinary 

notion of truth is necessary to specify the semantical rules 

defining particular languages is extremely complicated. I 

must leave it to the reader to consult Putnam's argument and 

decide for herself whether she thinks that Putnam has 

succeeded in establishing his point. 

Even if Putnam's argument against Tarski proves flawed 

(even if Tarski has succeeded in eliminating truth as a 

problematical semantic notion) it is still open to the anti

eliminativist to argue that intensional semantic notions, 

such as propositional attitude notions, have not been, and 

cannot conceivably be, eliminated. 42 I do not believe, as 

Putnam seems to, that the anti-eliminativist position stands 

or falls depending solely upon what happens to extensional 

semantic notions such as truth. 

The second sort of "disquotational" theory of truth 

(the second way that has been suggested of eliminating 

extensional semantic notions) is the Hdisappearance~ theory 

of truth. This is the idea that to call a sentence 'true' 

is not to attribute any property to that sentence. Rather, 

to call a sentence 'true' is just to assert the sentence. 43 



180 

Putnam points out that we clearly use 'true' as a 

normative term, to express approval or to indicate success. 

He objects that if truth is not a genuine property, it 

cannot be a normative property. And there seems to be no 

substitute for the normative notion of truth. 44 

Philosophers have suggested that we may use the word 

'true' to express approval or to express the fact that 

certain utterances are reliable indicators of conditions, 

but that this term need not imply the existence of any 

45 metaphysically problematical property. But the problem 

with this suggestion is that there is no clear relation at 

all between the properties of sentence utterances as 

empirical indicators of conditions, and the formal structure 

of language. Hartry Field has pointed out that an account 

of the normative properties of sentences which aims at 

explaining the contribution that linguistic practice makes 

to human social life ought to be systematic; that is, such 

an account must explain how these normative properties are 

preserved in certain patterns of inference and not in 

others. The syntactic and logical properties of sentences 

are related in a rigorous fashion to the normative 

properties of sentences. Any "deflationary" account of the 

normative properties of sentences must account for this 



fact, and it is not clear that such an account can be 

given. 46 
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Putnam adds to Field's point the following: if such a 

systematic account of the normative properties of sentences 

can't be given, then the eliminativist who suggests a 

reliable-indicator concept as a replacement for the concept 

of truth will have no explanation of why we should continue 

to use classical logic. We can't say that logic is approved 

because it upreserves truth U if truth is not a property.47 

Putnam's point here has broad implications for 

scientific realism in the philosophy of mind. If the 

realist adopts a 'disappearance' account of truth, and so, 

gives up the idea that truth is a property, he must give up 

scientific realism itself, since scientific realism is the 

doctrine that science gives us a true description of 

reality. This, Putnam notes, is what happened to Richard 

Rorty;48 starting as an eliminativist in the philosophy of 

mind, Rorty saw that to be consistent he had to give up the 

notions of reference and truth; as a result of which he gave 

up the notion that there is any true description of reality 

at all, other than what is correct by the standards of one's 

cultural peers. 49 
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On the other hand, if the scientific realist defends 

his realism in the traditional way, by adopting a 

correspondence theory of truth, then he hasn't eliminated 

intentional notions. The notion of reference, needed by a 

correspondence theory of truth, is a paradigmatic 

intentional notion. Even if the realist accepts Tarski's 

definition of truth as a rational reconstruction of the 

notion of correspondence, free of intentional notions, we 

have seen that Putnam advances an argument that Tarski's 

definition offers no replacement for, or reduction of, the 

ordinary notion of truth. It is thus incumbent upon the 

realist to refute Putnam's anti-Tarskian argument. 

According to Putnam, there are two possible avenues 

open to the scientific realist. He may abandon 

eliminativism and try to give a ~scientific~ (reductive) 

account of semantic notions such as reference and 

propositional attitudes in physical/computational terms; 

this would be the program of functionalism, which (we have 

just seen) faces dubious prospects fer success. Or, the 

realist may hold to his eliminativism and try to actually 

construct 'replacement concepts' for truth, reference, and 

other semantic notions replacement concepts that can 

account for our trust in classical logic, as well as for our 

ineliminable scientific and linguistic practices. SO 
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Putnam's attitude with regard to constructing these 

possible replacement concepts is one of extreme scepticism. 

I can only agree with what he says here: 

... until this program is more than a gleam 
in the eyes of some scientific realists, 
I do not myself expect it to succeed any better 
than ... the functionalist program. To me it seems 
that what we shall have to give up is the demand 
that all notions that we take seriously be reducible 
to the vocabulary and the conceptual apparatus 
of the exact sciences. I believe that it is 
reductig£ism that is in trouble not intentionality 
itself. 

As an alternative to scientific realism of the 

classical sort, Putnam proposes what he calls "internal 

realism" or "pragmatic realism." This is the idea that the 

same situation can be described in many different ways, 

depending upon what conventions we adopt with regard to the 

use of words. While we, can and should insist that some 

facts are "out there" to be discovered by us, we cannot say 

this, or say anything, until we have adopted a way of 

speaking, a conceptual scheme. There can be more than one 

correct answer to the question, "What objects are there 

really in the world?" because there can be different 

linguistic and conceptual conventions adopted for different 

purposes. There exist no criteria for legislating as to 

which of these conventional schemes is ultimately "right." 

Intentional facts thus have as acceptable a metaphysical 

pedigree as any other sort of fact. 52 
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Conclusions 

While Putnam's arguments are at some points unclear to 

me, I find it both gratifying and reassuring that his 

reflections have brought him to the same basic philosophical 

position that I occupy. It seems to me that we live in a 

world which is (in all probability) ultimately physical in 

nature, but which may be correctly described in terms of 

many properties that cannot be reduced to physical or 

functional properties. Intentional properties are not less 

legitimate for their irreducibility. In arriving at these 

conclusions, I have followed one path; Putnam has followed 

another. I feel as if I have met Putnam at the top of a 

mountain; he has climbed up one side, and I have climbed up 

the other. I cannot know his trail as intimately as I know 

my own; but certainly, by comparing notes with him I have 

come to know the nature of the mountain a little better. 

I can find no more fitting end for this dissertation 

than two brief quotations from Putnam, which express my own 

thoughts with great eloquence: 

I do not see any possibility of a scientific 
theory of the 'nature' of the intentional realm, 
and the very assumption that such a theory must 
be possible if there is anything "to" intentional 
phenomen33at all is one that I regard as wholly 
wrong ... 

... the open texture of the notion·of an object, 



the open texture of the notion of reference, 
the open texture of the notion of meaning, and 
the open texture of reason itself are all 
interconnected. It is from these interconnections 
that serious g~ilosophical work on these notions 
must proceed. 

The end of one project inevitably suggests other 

185 

projects. It is the upshot of this dissertation that there 

can be no reductive explanations of intentional notions, no 

philosophical theories (in the traditional, reductive sense 

of 'theory,') of meaning, reference, or propositional 

attitudes. The question that immediately presents itself 

is: what are we to do now in the philosophy of mind and 

language? If my arguments (and Putnam's) are correct, 

future work in these fields must proceed from remarkably 

different assumptions than has most past work. I take it as 

an exciting, if daunting, future challenge to articulate and 

address the philosophical issues that face us given the 

irreducible and ineliminable nature of mentalistic and 

semantic properties. 
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Notes to Chapter Seven 

1. Hilary Putnam, Representation and Reality (Bradford, 
MIT Press, 1988). 

2. See Putnam's papers on functionalism, reprinted as 
chapters 14, 18, 19, 20, and 21 of his Mind, Language, and 
Reality (Vol. 2 of Putnam's Philosophical Papers] 
(Cambridge: Cambridge University Press, 1975). 

3. Putnam, Representation and Reality, pp. xii-xiii. 

4. Ibid., ch. 2; see also p. 73. 

5. Ibid., ch. 3; see also p. 74. 

6. Ibid., p. 84. 

7. Ibid., pp. 13-74; pp. 52-54. 

8. Ibid., pp. 79-80. 

9. Ibid. 

10. Ibid. , pp. 82-83. 

11. Ibid. 

12. Ibid. , p. 84. 

13. Ibid. , pp. 84-89. 

14. Ibid. , p. 93. 

15. See David Lewis, "Mad Pain and Martian Pain," and "How 
to Define Theoretical Terms," both in his Philosophical 
Papers Vol. I (Oxford: Oxford University Press, 1983). As 
I understand Lewis, the neural state type that typically 
plays the functional role of, say, pain in one's own species 
may occasionally play an atypical causal role. This would 
be the "mad pain" case. Alternatively, some other state 
type besides this neural state type may play the typica~ 
(typical for humans) causal role of pain in some other 
species. This would be the "Martian pain" case. Lewis 
pretty clearly presumes that there will be one neural state 
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type per species that plays the typical causal role of each 
mental state type. He does not discuss the possibility that 
each mental state type might have no Utypical U causal role 
marked out for it by folk psychology; nor does he consider 
the possibility that more than one neural state type might 
play this typical causal role within a given species even if 
the typical causal role does exist. 

16. See Putnam, uPhilosophy and Our Mental Life,u in Mind, 
Language, and Reality, Vol. II of his Philosophical Papers 
(Cambridge: Cambridge University Press, 1975). 

17. David Lewis, UPsychophysical and Theoretical 
Identification,u ~ustralasian Journal of Phil. 50 (1972), 
pp. 249-258; UNew Work for a Theory of Universals,u 
Australasian Journal of Phil. 61 (1983), pp. 343-377. See 
also Lewis' papers on causation in his Philosophical Papers, 
Vol. II (Oxford: Oxford University Press, 1986). 

18. Putnam, Representation and Reality, p. 98. 

19. Ibid. 

20. I made this point myself in chapters 2 and 6 of this 
dissertation; Stephen Schiffer made the point prior to 
either me or Putnam in his Remnants of Me~niD~ (Bradford, 
MIT Press, 1987), ch. 2, part 2. 

21. Cited above, note 16. 

22. Putnam, Representation and Reality, p. 100. 

23. Ibid., p. xiii. 

24. Ibid., p. 9. 

25. Ibid., p. 11. 

26. Putnam discusses Uthe contribution of the environmentU 
at pp. 30-33, ibid. 

27. Ibid., ch. 2, esp. pp. 22-30. 

28. Ibid., p. 52. 

29. Ibid., p. 82. 



30. Je~~y Fodo~, Psychosemantics (B~adfo~d, MIT P~ess, 
1987), p. 56. 

31. Ibid., p. 57. 

32. Ibid. 

33. Putnam, Rep~esentation and Reality, pp. 57-59. 

34. Ibid., pp. 57-60. 
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35. See Alfrad Ta~ski, "The Semantic Conception of T~uth," 
in Semantics and the Philosophy of Language, L. Linsky, ed. 
(U~bana: University of Illinois Press, 1952). 

36. See A.J. Ayer, ~nguage. T~uth, and LogLQ (London: 2nd 
edi tion, 1946). 

37. Putnam, Representation and Reality, p. 63. 
-

38. The p~oposition that the~e is an iguana on the coffee 
table is Vann McGee's example. 

39. Putnam, Rep~esentation and Re~~, p. 63. 

40. Ibid. 

41. Ibid., pp. 63-65. 

42. See, for example, my arguments in Chapter Three of 
this dissertation. 

43. Putnam, Representation and Reality, p. 68. 

44. Ibid., p. 69. 

45. See, for example, Hartry Field, "The Deflationary 
Conception of Truth," in Fact, Science, and Morality, G. 
MacDonald and C. Wright, eds. (Oxford: Basil Blackwell, 
1986), pp. 55-116. See also a conversation between Putnam 
and Paul Churchland that is reported in Meaning and 
Cognitive Structure: Issues in the Computational Theory of 
Mind (Norwood, N.J.: Ablex, 1986), esp. p. 244 and p. 252. 

46. See Hartry Field, op. cit. 

47. Putnam, Rr-presentation and Reality, p. 70. 
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48. See Richard Rorty, uIn Defense of Eliminative 
Materia1ism,u Review of Metaphysics 24 (1965), pp. 112-121; 
see also Rorty's Philosophy and the Mirror of Nature 
(Princeton: Princeton University Press, 1979). 

49. Putnam, Representation and Reality, p. 70. 

50. Ibid. 

51. Ibid. , p. 71. 

52. Ibid. , ch. 7. 

53. Ibid. , p. 109. 

54. Ibid. , p. 120. 
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