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ABSTRACT 

Many accounts of epistemic justification are initially plausible as 

accounts of justifiably coming to believe a proposition, but fail as accounts of 

continuing to believe a proposition. In this essay, I examine candidate 

theories of ongoing justification, arguing that those along both coherentist 

and foundationalist lines are inadequate. First, I argue that coherentism 

doesn't work by dividing such accounts into negative and positive theories. 

Negative coherentism fails because of its dependence on the principle of 

epistemic conservatism, against which there are decisive objections. 

Positive coherentism is also rejected because one can be justified in 

continuing to believe a proposition even if one's doxastic corpus fails to 

entail or make probable or in any way evidentially support the belief. 

Foundationalism is then considered. According to one sort of 

foundationalist, an agent is justified in continuing to believe a proposition 

only if she remembers the original justificatory basis of her belief. This sort 

of foundationalism suffers a fate similar to that of positive coherentism; it 

entails that many beliefs, which clearly are justified, are unjustified. 

Another kind of foundationalism, one that treats memory as a justification 

conferring process, is considered. This version is inadequate as it fails to 

account for the historical nature of justification and fails to account for the 

justification of unactivated mnemonic beliefs. In the essay's final chapter, I 

argue that the failure of both foundationalism and coherentism indicates 
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that internalistic accounts are hopeless. Finally, a theory of ongoing 

justification along reliabilist lines is suggested, elaborated, and defended. 
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CHAPTER ONE: 

INTRODUCTION: 

CLARIFYING THE ISSUE AND LAYING THE GROUNDWORK 

1.1: Introduction 

Just now I came to believe that it is after 10 o'clock in the morning on 

September 19th, 1988 (call the content of this belief 'P'). I take this belief to 

be justified; it was formed on the basis of a glance at my watch, which I 

have owned for eight months and which has, as far as I know, always been 

reliable. I am not now under the influence of any judgment affecting drugs 

and I know of no reason to believe that P is false. Of course, it could turn 

out that I'm wrong in thinking that my belief is justified; I am surely not 

infallible with respect to my epistemological beliefs. Yet my belief that P is 

typical of the kind of belief that I (and everyone I know) assumes to be both 

justified and true. It would take a fair amount of philosophical energy t.o 

convince me to the contrary. 

Now, strictly speaking, the report that I gave of the genesis of my belief 

that P is inaccurate. I did, in fact, look at my watch and then form the 

belief; but my watch is an analog watch without a calender and so I could 

not (justifiably) have inferred that P simply from the premise that my watch 

now indicates that:: t is 10:03. Thus, my belief that P is based in part on my 

visual experience of looking at my watch and in part on background 

information that it is the morning of the 19th of September, 1988. I claimed 

in the first paragraph that my belief that P is justified; if this is so, then it 



-'1 

11 

must be that the belief that comprises my background information is also 

justified. Surely, an unjustified belief can't give rise to a justified one. So 

my evaluation of the belief that I just formed (i.e. my belief that P) entails an 

evaluation of a belief that I formed at an earlier time. 

This situation is extremely common. That is, it is very often the case 

that the justification of one belief will depend on the justification of another 

. which was formed at some time earlier. Thus, we are justified in coming 

to believe a proposition Q only if every belief upon which Q depends is 

justified. Suppose that I am justified in coming to believe that R and, at a 

later time, I come to believe that Q which I base on my belief that R. Given 

what was said above, my belief that Q can be justified only if R is still 

justified. But what is necessary for that? Will R be justified at any future 

time simply because it was justified originally or is there some other 

condition(s) that R must satisfy? The questio~ about what is necessary and 

sufficient for a continued beliefs being justified is what I will call 'the 

problem of ongoing justification.' 

A distinction that will be of central importance for our purposes is that 

of 'coming to believe that P' and 'continuing to believe that P.' This 

dichotomy might well be unfamiliar even to one well-read in contemporary 

epistemology. Typically, the analysandum of a theory of justification is 

simply'S is justified in believing that P at t.' Presumably, the analysans of 

such theories is thought to be sufficiently broad so as to cover both the act of 

forming and the act of continuing to hold a belief. But it is unclear why we 

should think that the conditions necessary and sufficient for justifiably 

coming to believe a proposition are identical with those for justifiably 
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continuing to believe it. And, in fact, I think that there are some initially 

plausible reasons for thinking that the two sets of conditions are distinct. 

Take, for example, the evidentialist theory recently proffered by Richard 

Feldman and Earl Conee. According to their account of epistemic 

justification: 

Doxastic attitude D toward proposition p is epistemically 
justified for S at t if and only if having D toward p fits the 
evidence S has at t. 1 

The details of this view are not spelled out by Feldman and Conee, but I will 

assume with them that we have some intuitive notion of what constitutes 

evidence and what evidential 'fit' comes to. Their basic idea is initially 

appealing as an account of epistemic justification, until, that is, one 

considers it in light of the 'coming to believe'/'continuing to believe' 

distinction. First, as a theory of what is required for justifiably coming to 

believe a proposition, the view looks somewhat attractive. Suppose that 

Jones has just formed the belief that the nearest star, discounting the sun, 

is 4.3 light-years away. Now we want to know if he was justified in coming 

to believe as he did. Evidentialism tells us that if he has good evidence of 

this, then his belief is justified; if he doesn't, then its not. That is, if he 

believes it because a friend who Jones knows to be notoriously unreliable 

with respect to scientific facts has told him so, then his evidence doesn't 

support the proposition well enough to make his belief justified. On the 

other hand, if Jones is now taking an astronomy course and has both read 

1 Feldman and Conee (1985), page 15. 
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this in his text and heard his instructor say it, then his evidence is very 

good and his belief is surely justified. So far, so good for evidentialism. 

But let us now suppose something a bit different from either of the above 

scenarios. Jones has a friend, Smith, who is an astronomy major. One day 

over lunch, Smith tells Jones that the earth is 4.3 light-years from the 

nearest star (besides the sun) and Jones comes to have this belief on the 

basis of this evidence. However, twenty years later, Jones is much older 

and, as is normal, has forgotten a great deal of what he once knew. Among 

those things that Jones has forgotten is that he had a friend in college who 

was a budding astronomer. He no longer remembers either his lunch with 

Smith or that Smith told him the distance of the earth to the nearest star. 

Jones does remember this astronomical belief, however, because he is 

something of a trivia buff. Many times since college when trying to stump a 

co-worker in a trivia game, Jones has asked, "Not including the sun, how 

far is the nearest star?" Now Jones continues to hold this astronomical 

belief and I think that most of us would feel comfortable saying that he is 

justified in so doing. Yet it isn't at all clear now what evidence he has for 

believing it. By hypothesis, he no longer remembers the original evidence 

and we can make it part of the story that he hasn't come to have any 

relevant new evidence in the meantime. It appears that the evidentialist 

will have to say that his belief is no longer justified. But I think that we can 

see with another example that this is an untenable result. 

Consider my belief that my first-grade teacher's name was 'Mrs. 

McDonald.' Undoubtedly, when I came to believe this and for a while 

thereafter, I had a great deal of evidence. I must have heard her refer to 
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herself as 'Mrs. McDonald,' heard other people refer to her by this name, 

and she probably had her name on the door of her room or on a plaque on 

her desk. However, the first-grade was quite some time ago; and I don't 

remember now any of this evidence, nor do I remember that there even was 

this kind of evidence. I have a vague mental image of Mrs. McDonald's 

face, but other than that I don't think have any recollections of, or about, 

her. Nevertheless, my belief that my first-grade teacher's name was 'Mrs. 

McDonald' is very firm and I would be quite shocked to find out that I am 

wrong. I take it that this sort of belief is very common. And we typically 

think that beliefs of this sort are justified. But, once again, it appears that 

the evidentialist will have to deny this. Therefore, evidentialism looks 

significantly less appealing as a theory of ongoing justification (i.e., as a 

theory of justifiably continuing to believe something) than it does as a theory 

of initial justification (i.e., as a theory of justifiably coming to believe 

something). 

Now it hasn't really been my intention to give a sustained argument 

against evidentialism; although, I do think that we have significant reason 

to doubt that evidentialism can be the correct theory of ongoing justification. 

I have used evidentialism mostly for illustrative purposes to raise the 

suspicion that two theories of epistemic justification are needed: one for 

coming to believe and one for continuing to believe. 

In this essay, I will concentrate only on the latter of these; i.e., I will be 

concerned solely with the epistemology of continued or sustained belief. In 

this introductory chapter, I shall say a few words specifying the project that 
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I will be undertaking and lay some groundwork for the more substantive 

chapters which follow. 

1.2: The Relationship of Ongoing Justification to Remembering 

While the philosophical literature discussing ongoing justification is 

very sparse, there has been more written about the epistemology of 

memory; specifically, the literature contains competing conceptual or 

linguistic analyses of the notion or term 'remembering.' 

Philosophizing about memory goes back to Plato and the Theatetus, in 

which Plato considers and rejects the view that minds are like wax tablets 

which are imprinted with sense experience. On such a view, remembering 

consists in recalling the images that remain on the wax after the visual 

experience. This theory became the conventional view with Aristotle and, 

mutatis mutandis, remains the dominant position today (although Thomas 

Reid and Norman Malcolm are notable opponents).2 Although we will 

consider a variation on this view in some detail in a later chapter, I will not 

be explicitly discussing philosophical accounts of memory. For such 

accounts tend to be analyses of what it is to remember that P. And for 

various reasons, that is beyond the scope of this project. 

I am interested in what is necessary and sufficient for justifiably 

continuing to believe that P. Now to be sure, what it is to continue to believe 

that P for any significant length of time is, inter alia, to have P 

2 The conventional view was held, among others by the empiricists as well as Descartes. 
In this century, Bertrand Russell (1921) and C.D. Broad (1925) have also held 
something very much like it. Reid's objections can be found in Reid (1785) and 
Malcolm's in Malcolm (1977). 
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appropriately stored in long term memory (LTM);3 thus considerations 

involving memory will playa role in this essay. However, those who have 

offered philosophical accounts of remembering have been after necessary 

and sufficient conditions of the application of the phrase-schema 'S 

remembers that P.' There has been controversy about whether 

'remembering that P' entails P and whether'S remembers that P' entails 

that S formerly believed that P. These bones of contention I want no part of. 

I am not advertising this project, as a discussion of what it is to remember; 

it is rather a discussion of what it is to be justified in continuing to believe a 

proposition. So although philosophical and psychological considerations 

about memory will be relevant from time to time, the ordinary use of the 

term 'remember' is not particularly germane to my discussion. 

1.3: Memory Belief 

Since ongoing justification IS my topic of interest, I won't need to 

concern myself with the question of whether one can form a new belief on 

the basis of memory. While I think that one certainly can, such cases are 

not relevant for my purposes. Instances in which this happens are not 

cases of continued belief, but are rather cases of coming to believe. So even 

though beliefs formed on the basis of memory might be felicitously called 

'memory (or mnemonic) beliefs,' they are none of my concern. Let me thus 

establish the convention that the expressions 'memory belief,' 'memorial 

belief,' and 'mnemonic belief refer only to beliefs that did not just now 

3 In Chapter Six we will consider a counterexample to this claim that will require me to 
be a bit more explicit about the notion of continued belief. 
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originate with a memory impression, but rather are beliefs which were 

previously formed.4 We will say, then, that S has P as a memory beliefS at t 

only if S believes that P at t and there is a time before t, t-1, at which S 

believed that P and S has not ceased believing that P between t-l and t. 6 

As I will be using the expression, 'memory belief denotes both activated 

and unactivated as well as occurrent and dispositional belief states. I use 

'activated' and 'unactivated' to mark the distinction between states which 

are inert in LTM and those which have been accessed and are immediate1y 

available for processing.7 The occurrent/dispositional distinction is more 

familiar but less clearly defined. I will stipulatively define them by saying 

that an occurrent belief is a belief that is conscious or of which one is 

currently aware; and a dispositional belief is a belief that is not occurrent. 

N ow we can see that these distinctions, as I have made them, are not 

equivalent. A belief that is active in working memory but of which one is 

not consciously aware is an activated dispositional belief. However, I 

presume that at least as a matter of psychological (though I suspeCt not of 

conceptual) fact, there can be no occurrent belief which is unactivated. By 

using 'memory belief to cover all combinations of these types of doxastic 

states, I do not mean to be minimizing the significance of these 

distinctions. By denoting activated and un activated , and, occurrent and 

4 80 a belief might have originated from memory at t and not then count as a memory 
belief as I am defining it, but when it is recalled at some later time it will then satis(v 
my definition. 

5 From now on, anything that I say about the expression 'memory belief is intended to 
also be true of the expressions 'mnemonic belief,' and 'memorial belief.' 

6 I assume that one's not being able to recall that P at t does not imply that 8 doesn't 
believe that P at t. 

7 I follow Goldman in marking this distinction as I do. Cf. Goldman (1986) chapter ten. 
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dispositional beliefs with a single term, I do intend that most of what I say 

will apply across the board. We do, after all, think that at any particular 

time, one knows or justifiably believes a great many things, far more than 

the seven or so items that can ever be activated simultaneously. Thus, a 

theory of ongoing justification should entail that unactivated, as well as 

activated, beliefs have an epistemic status. And the same goes for 

dispositional as well as occurrent beliefs. Hence, unlFss I explicitly note 

the contrary, I intend what I am saying to apply to all four kinds of doxastic 

states. 

In addition to making clear what I mean by 'memory' or 'continued' 

belief, I need to discuss what I mean by 'justification,' It seems to me 

perfectly obvious that there are a plethora of notions that go by this name 

and that many accounts of justification are offered by epistemologists who 

do not explicitly recognize this. I want to avoid this mistake. 

1.4: Epistemic Justification 

I have no particular stake in the claim that the notion that I am about to 

sketch is more felicitously called 'justification' than any of its counterparts. 

I do think that the concept that I am working with is familiar and 

intrinsically interesting, label it as you will. I intend to call it 'epistemic 

justification' and if that seems inappropriate given our ordinary usage, one 

may feel free to look at my definition as stipulative. 

As I will use the term, being justified in believing that P is necessary for 

knowing that P. In addition, it is, more or less, what converts true belief 

into knowledge; i.e., to borrow a term from William Alston, justification 
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'epistemizes' true belief.8 I say 'more or less' because I am a fallibilist 

about epistemic justification. That is to say, I hold that being justified in 

believing that P does not entail that P; one can have a false justified belief. 

Having said this, I want to add quickly that I take there to be some 

important connection between justification and truth. The way that this 

'truth-connection' is to be spelled out is very controversial and committing 

oneself to specifics is not possible without thereby ruling out important 

candidate theories of justification. So I won't stipulate just how this 

connection is to be fleshed out. The only restrictions that I will put on the 

relationship between justification and truth are two. The first is that of 

fallibilism and the second is the affirmation that there is a significant 

relation of some description. Thus, since I am assuming fallibilism, the 

Gettier Problem, while being a serious problem for an account of 

knowledge, is not a problem for the notion of justification that I am glossing 

here. Such a difficulty would have to be handled by a fourth condition of 

knowledge and not by tinkering with the justification condition. And this is 

precisely the way that epistemologists writing in response to Gettier 

attempted to revise their accounts of knowledge. I consider this good 

evidence that there is a relatively common notion, at least among 

epistemologists, of a kind of justification that is fallibilistic, but which 

nevertheless plays the fundamental role in converting true belief into 

knowledge. It is this notion that I am calling 'epistemic justification.' 

8 Alston (1978). 
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I believe that I can further clarify this concept by contrasting it with 

another similar notion. Sometimes the phrase 'epistemic justification' is 

used to denote a concept which is very much like 'rationality.' Roughly, S's 

belief is rational iff she has been epistemically responsible with regard to it 

and she has no obvious reason to think that it is false. So, for instance, 

suppose that a primitive tribeswoman has a responsibly acquired belief that 

the moon is a white hot coal (it is what the tribe's leading intellectuals' 

teach), and that she has no defeater for her belief. One surely can't claim 

that her belief is irrational; she can't be blamed for believing as she does, so 

her belief is permissible. But if permissible, then it is 'justified' in at least 

one sense of that term. It is this sense of 'justification' that is very much 

the same as rationality. And it is not this concept that is the target of my 

investigation. This shouldn't be taken to mean that notion of interest to me 

is completely different from rationality; rather, the point is that it is a 

distinct concept. 

Besides the fact that 'justification' as I am explicating it, is not simple 

rationality and is truth-linked, what else can be said to clarify it? It seems 

to me that a second essential feature of epistemic justification is that it is 

concerned not only (if at all) with an objective relationship between the belief 

and the state of affairs that would make the belief true, but also with the 

subjective characteristics of the believer. Now, just what has to be within 

the subject's perspective for a belief to be justified is a point of heated 

controversy. Internalists tend to stress that the agent must have reason to 

think that a belief is true in order for it to be justified; typically, what. is 

meant is that the agent must believe a justificatory argument that has the 
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belief as its conclusion.9 This is a strong way of satisfying what I will call 

the 'perspectival' element of justification. A much weaker way of cashing 

out this perspectival constraint can be found in the writings of such 

defenders of externalism as Alvin Goldman and William Alston. 

According to both of these theorists, it is necessary that the subject not have 

significant reason to think that a beliefis false ifit is to be justified; and this 

is irrespective of how tight the relationship is between the belief and the 

state of affairs that makes it true.1o In other words, the perspectival 

constraint is satisfied in a negative way: a hard-line externalist will claim 

that it is sufficient for the satisfaction of this condition that the belief in 

question not be apparently false from the subject's view. If there isn't a 

reason to believe it to be false, then the doxastic system contains the belief 

and nothing to cast doubt on it; so it is apparently true from the agent's 

perspective. We can call this sort of position the 'minimalist view' with 

respect to the perspectival element of justification. A 'maximalist view' 

would be that a person needs to have logically conclusive reasons for a 

belief; a belief must be entailed by a subset of the doxastic system which does 

not contain the belief itself. 

I am not going to say any more about what the perspectival element of 

justification comes to for two reasons. One is that it is very hard to 

9 Cf. BonJour (1985). Keith Lehrer, as good an internalist as any, denies that one must 
believe such an argument. According to Lehrer, acceptance and not belief is the 
primary propositional attitude for epistemology. Nevertheless, on his view, one's 
acceptance system must positively support an acceptance if it is to be justified. 

10 See Goldman (1979) and (1986), chapter four, and Alston (1985). Actually, while 
remaining an externalist, Alston has since made greater concessions to internalism. 
See Alston (1986b) and (1987). 
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characterize this except in broad strokes; I'm simply not sure how to 

adequately do it. More importantly, however, the more one says about it, 

the more that one has to take sides on issues of great controversy. I want to 

provide here a sketch of the concept of justification general enough to be of 

interest to internalists and externalists alike. I believe that most 

epistemologists would agree with the two rather minimal positive 

constraints that I place on an adequate theory of epistemically justified 

belief. If I say much more, I run the risk of begging-questions and having 

a more narrowly defined, and so somewhat less interesting, project. 

1.5: Preview of the Project 

As mentioned in the preceding section, I will, in the end, offer an 

account of ongoing justification. My argument will be, more or less, an 

argument from elimination. I will look at what sorts of accounts of ongoing 

justification might be offered and argue that all but one sort cannot 

adequately explain and accommodate all of our intuitions about the 

justification of continued belief. My discussion will include considerations 

of Negative Coherentism (Chapter 3), Positive Coherentism (Chapter 4), 

Foundationalism (Chapter 5), and, finally, Reliabilism (Chapter 6). The 

latter view will be the one that I plump for because of its ability to handle 

our intuitions about cases of continued belief, its ability to account for the 

two important features of justification, and its satisfying the constraint of 

psychological realism. 

Before launching into this, however, I want to have a look at the issue of 

epistemological naturalism. As I just mentioned, a theory needs to be 
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psychologically realistic if it is to be a plausible account of justification. But 

what exactly does this constraint entail about the relationship of 

epistemology to psychology? Since the answer that one gives to this question 

will have a significant bearing on how one does one's epistemological 

theorizing, I shall spend the next chapter developing a position regarding 

the movement known as 'naturalism' in epistemology. 
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CHAPTER TWO: 

WHAT IS NATURALIZED EPISTEMOLOGY? 

2.1: Introduction 

At various points in this essay, psychological considerations will playa 

role in our rejecting, and finally accepting, a theory of ongoing justification. 

However, we have yet to say anything about the relationship between the 

psychological and epistemological enterprises. Why should it be that issues 

in cognitive science playa role in our philosophical theorizing? In recent 

parlance, such a question concerns the legitimacy of 'naturalistic 

epistemology.' Yet it is not completely clear just what these terms mean. 

The whole idea of a naturalistic approach to the theory of knowledge is 

relatively new; Quine wrote his seminal article just twenty years ago. l 

Also, the term has been used to mean different things by different 

philosophers. It is therefore desirable that any epistemological theorizing 

done with an eye on relevant issues in psychology include both an 

explanation of the terms 'naturalistic epistemology' and a discussion of the 

relationship that the cognitive sciences bear to epistemology. That is my 

task in this chapter. 

In what follows, I will canvas some of the more influential and 

interesting naturalistic positions; specifically, I will look at the work of' 

Quine, John Pollock, Alvin Goldman, and Hilary Kornblith. Before I get to 

1 Quine (1969). 
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this, however, I need to make an important distinction between two very 

different ways of understanding what it means to naturalize epistemology. 

I will then conclude by arguing that epistemology can be naturalized 111 

only one of these two ways. 

2.2: Two Ways of Naturalizing Epistemology 

I believe that there are two rather distinct (though not incompatible) 

theses that one can pick out with the expression 'epistemological 

naturalism.' In this section, I want to explain this distinction by cashing 

out the respective programs to which they refer. 

First, consider naturalism as an meta-ethical theory. Naturalism in 

ethics is the position that terms of moral evaluation can be 'reduced' to non

moral, descriptive terms. For example, it might be contended that an 

action is morally right iff it maximizes utility; thus, were this view correct, 

. moral rightness would simply be maximizing of utility. The sentence 

"Mary's feeding the hungry is morally right" could be translated as (or at 

least be explicated as) "Mary's feeding the hungry maximizes utility." 

In this sense of 'naturalism,' the thesis that epistemology should be 

naturalized becomes the thesis that we ought to attempt to give non

epistemic explications of epistemic terms, explications which use only 

descriptive vocabulary. One might then examine our epistemic concepts 

such as 'justification,' 'warrant,' 'rationality,' and 'knowledge' with an eye 

towards explicating them in topic-neutral terms. An example of this from 
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the epistemological literature would be Goldman's analysis of justification 

in "What is Justified Belief?"2 Pared down, his analysis is 

S is justified in believing that p at t iff at t, S's belief that P is 
the result of reliable cognitive processes. 

There is nothing epistemic about the notion of a reliable cognitive process. 

Thus, if this version of reliabilism were true, we would have a naturalistic 

account of epistemic justification. 

Since 'naturalism' in this sense refers to a thesis about epistemic terms, 

. let's call this 'semantic naturalism,' (or 'SN'). To review, SN is the thesis 

that epistemic terms are reducible to, or can be explained by, non

epistemic, descriptive terms.3 

In addition to SN, there is at least one other way to construe 

epistemological naturalism. To say that epistemology ought to be 

naturalized in this sense is to say that epistemology should not be done in 

the empirical dark, that it should be done in light of the results of the 

aposteriori sciences. The most obvious science that epistemology might be 

related to is psychology, although there is no reason to think that this can be 

the only empirical discipline that should have a bearing on our 

epistemological theorizing. Since, as a matter of fact, psychology does seem 

to be the most relevant natural science, let's dub this flavor of naturalism 

'psychological naturalism' (or 'PN'). 

2 Goldman (1979). 
3 I intend to be using the term 'reduced' in a very liberal sense. I am not suggesting that 

epistemological theory needs to be reduced to some more basic theory in order for the 
terms to be reduced. It is sufficient for my purposes that any epistemological term be 
such that necessary and sufficient conditions that do not include in them any epistemic 
terms can be given for the term's application. 
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Now as I said above, PN and SN are not incompatible. In fact, they go 

together rather nicely and have generally both been accepted by those who 

accept either. Moreover, there are versions of PN that would seem to entail 

SN. As we shall see below, a very strong sort of PN claims that 

epistemology (albeit in an altered form) should simply become a chapter of 

psychology. In such a circumstance, SN would have to be true too, since a 

psychological theory is a purely descriptive one. Thus, the terms of 

epistemology get reduced to (or, more likely, replaced by) the terms of' 

descriptive science. In any event, if this very strong reading of PN is true, 

there will be no terms in the epistemological enterprise that are not terms 

of psychology. But not all versions of PN are this strong and so not all have 

SN as a consequence. 

2.3: A Taxonomy of Psychologically Naturalistic Theories 

In what follows I will canvas representatives of different versions of PN. 

I will argue that one of these is superior to the others. The chapter will 

then conclude with a discussion of SN, at which time I shall argue that it 

there is no good reason to think that it is true. 

2.3.1: Quine's Naturalism 

Of the different positions open to the naturalist, the most extreme is that 

taken by Quine. According to Quine, epistemology has traditionally had 

one main task, viz., to account for how it is that we get from the data 

describing the content of our experiences to beliefs about the mind-
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independent external world; or in Quine's terms, how do we get from our 

"meager input" to our "torrential output"? 

Essentially, the program for explaining this connection is the 

foundationalist's program. The idea was to try to demonstrate that one 

could begin from infallible beliefs about the contents of one's experiences 

and construct sound deductive arguments with conclusions concerning the 

natural world. But, alas, attempts at such arguments proved futile. Since 

one couldn't get from our experience to the world, so to speak, it was then 

attempted to bring the world to us. That is, as a sort of desperation move, 

certain epistemologists tried to demonstrate that it was possible to translate 

all of our external world talk into talk of sensory experience.4 But such 

efforts at translation proved no more effective than did the original 

program. For, in Quine's words, " ... a statement about the world does not 

always or usually have a separable fund of empirical consequences that 'it 

can call its own."5 

Given such lamentable conditions, what is to become of the 

epistemological enterprise? Quine's answer is most clearly articulated in 

this familiar passage: 

.... [E]pistemology still goes on, though in a new setting and a 
clarified status. Epistemology, or something like it, simply 
falls into place as a chapter of psychology and hence of natural 
science. It studies a natural phenomenon, viz., a physical 
human subject. This human subject is accorded a certain 
experimentally controlled input--certain patterns of irradiation 
in assorted frequencies, for instance--and in the fulness of time 
the subject delivers as output a description of the three
dimensional external world and its history. The relation 

4 cr. C.I. Lewis (1946) and Carnap (1967). 
5 Quine (1969). 



between the meager input and the torrential output is a 
relation that we are prompted to study for somewhat the same 
reasons that always prompted epistemology; namely, in order 
to see how evidence relates to theory, and in what ways one's 
theory of nature transcends any available evidence . 
.. . [A] conspicuous difference between the old epistemology and 
the epistemological enterprise in this new psychological 
setting is that we can now make free use of empirical 
psychology. 6 

Thus, Quine thinks that the failure of the foundationalist program spells 

the end for conventional epistemology. What we are to do now is just 

psychology. 

It seems to me that the main problems with this Quinean proposal are 

two. First, although he is surely right that epistemologists have failed to 

show how it is that we can rightly deduce our beliefs about the physical 

world from our sense experience, why should we suppose that this 

indicates that epistemology in general has failed? That is, what has clearly 

not worked is the classical foundationalist's program; we just can't 

deductively demonstrate that there is a mind-independent world if we are 

allowed to start with only statements describing our sensory experience. 

And we can't get a workable phenomenalistic reduction of physical objects, 

either. The failure of classical foundationalism is surely good reason to be 

suspicious of it; after all, many brilliant philosophers have spent the better 

part of their careers trying to work it out and each has failed. But there is 

surely more to epistemology than the classical foundationalist's program. 

There is the issue of what the necessary and sufficient conditions are for 

'knowledge.' There is the question of what justification is and how it 

6 ibid. 
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relates to knowledge. While the foundationalist's program may be looked at 

as an attempt to answer the sceptic, it isn't at all clear that that is the only 

way that the sceptic can be silenced. What other ways might there be? A 

great deal of recent epistemology has been concerned with precisely these 

questions. Why should we think that the failure of one epistemological 

enterprise should suggest that the entire discipline needs to be radically 

altered and 'reduced to' (or 'eliminated by') psychology? As far as I can see, 

Quine has offered us no good reason to think that it does. 

A second objection to Quine's claim that epistemology should become a 

chapter of psychology concerns the nature of the terms of each enterprise. 

Psychology, being a science, is purely descriptive. But epistemic terms 

such as 'justified' and 'warranted' are normative or evaluative notions. 

They purport to tell us what ought to be the case, and not simply what is the 

case. Yet it is extremely hard to see how one could do justice to the 

evaluative part of epistemological theory if such a theory is simply a chapter 

of a descriptive theory like psychology. It is one thing to attempt to explain 

how the epistemic supervenes on the psychological; in this case one is 

leaving a legitimate place for the normativity of epistemic statements. 

There will be bridge laws which connect psychological properties with the 

epistemic ones on which they supervene. Yet to say that epistemology is to 

be replaced by psychology is, as far as I can tell, to say that the primary 

terms of epistemic evaluation will simply drop out of the picture in favor of 

the expressions of psychological theory. And we have been given no good 

reason to think that this must take place or that it is desirable. 
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2.3.2: Pollock's Naturalism 

Hence, the Quinean version of PN seems overly strong. A slightly 

weaker, though somewhat similar thesis is proffered by John Pollock. 

Pollock argues that justified belief is belief held in accordance with our 

epistemic norms. These norms describe the way that we should reason 

and form beliefs, and these rules are internalized in us; they form a 

production system which we use in reasoning. We can't introspect these 

norms, but we do have introspective access to the correctness (or 

incorrectness) of particular applications of them. We can come to find out 

what our norms are by considering cases of reasoning and belief formation 

and asking ourselves whether or not they conform to our internalized rules. 

From this data base consisting of cases and evaluations we can then 

construct a theory of epistemic norms. 

Meanwhile, psychologists will not be using the introspective method, but 

will instead be using "more conventional techniques of empirical 

investigation"7 to devise an account of the human production system. 

However, Pollock thinks that this looks extremely hard and that for the time 

being, it is reasonable to think that epistemologists will get further 

describing epistemic norms than will psychologists. Thus, Pollock is not 

claiming that epistemology simply becomes psychology in the way that 

Quine endorsed; there is still room for traditional epistemological 

methods.8 

7 Pollock (1988) page 373. 
8 Some of this comes out in Pollock (1986), but it is most clearly stated in Pollock (1988), 

pages 371-377. 
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Nevertheless, on Pollock's view, it appears that the psychologist and the 

epistemologist are up to the very same thing; they just use different 

methods to construct their theories. Thus, the link between epistemology 

and psychology is extremely tight; essentially, the correct theory of human 

reasoning will be the correct theory of how humans ought to reason. But 

now it seems that Pollock has the same problem that Quine has, viz., how 

does one get from a descriptive science to a normative theory? Pollock 

considers this objection and responds to it as follows: 

One of the central dogmas of philosophy is that you cannot 
derive an 'ought' from an 'is', so psychological investigations 
should not be of much help in deciding how we ought to 
reason. This kind of argument has played a fundamental role 
in philosophical theorizing, but I think that it is fundamentally 
wrong. There are different kinds of 'ought's. Every 
philosopher is familiar with the distinction between the 'ought' 
of moral reasoning and the 'ought' of prudential reasoning. 
What has often been overlooked is that there is another kind of 
'ought' as well. This might be called the procedural 'ought'. 
This is used in formulating procedural knowledge. When you 
have procedural knowledge of how to do something, you have 
in some sense internalized rules of how to do it ... 

Linguistic rules comprise a species of procedural rules 
with which cognitive scientists are quite familiar. Rules of 
grammar are quite naturally given a normative 
formulation ... But despite their apparent normativity, no one 
thinks that they are moral rules, or rules for prudential 
reasoning ... 

I think that precisely the same thing should be said about 
the normativity of epistemology. Rules for reasoning are the 
rules of a production system whose internalization comprises 
our knowing how to reason ... 

So my claim is that the apparent normativity of 
epistemology is just a reflection of the fact that epistemology is 
concerned with rules for how to do something, just like 
linguistics is. This is no reason for thinking that you cannot 
derive epistemic 'ought's from psychological 'is's. It would be 
very surprising if we could not do that for linguistics, and I 
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Pollock's point is this: While it might be that deriving moral or even 

prudential 'ought's from 'is' statements is difficult or impossible, such is 

not the case with procedural 'ought's. Once one has a description of how 

something, e.g., reasoning, is done, one may easily derive procedural rules 

or norms that one should follow in order to perform the task. So if we can 

construct a psychological theory which correctly describes the human 

production system, we can derive rules for how reasoning is to be done. 

Just as linguistics gives us rules for how to construct sentences with the 

result that one who is constructing sentences, if one wants to be successful, 

ought to follow them, so psychology can give us rules that ought to be 

followed if we want to be successful (i.e., norm-following) reasoners. 

What should we make of Pollock's reply? I think that it is weak in two 

ways. First, although he has given an interesting account of how one 

might be able to derive epistemic 'ought's from psychological 'is's, it isn't 

clear that a procedural 'ought' is sufficient to the task. It is generally 

thought that certain terms of epistemic appraisal, such as 'justified' and 

'rational,' imply praise, while their counterpart terms denote blame or 

censure. Thus, when one believes that P even though she recognizes that 

her best evidence plainly supports -P, we think, generally, that she is to be 

blamed for her condition. She has behaved, we say, in an epistemically 

irresponsible manner. Of course, this doesn't mean that she is guilty of 

any moral wrongdoing; but she has been, with respect to her believing that 

9 Pollock (1988), pages 372-373. 
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P, a bad epistemic agent. Now if this way of speaking is appropriate, that 

is, if epistemic agents may properly be the praised or blamed for the way 

that they form and hold beliefs, then it is hard to see how the 'ought' that 

they are violating could be merely procedural. Consider another sort of 

procedural 'ought' mentioned by Pollock, although not included in the 

above quotation. One who knows how to ride a bike has procedural 

knowledge. One of the rules for successful cycling known to such a person 

is "if you feel yourself falling to the right, then turn the handlebars 

clockwise." This rule, Pollock claims, can be expressed as "when [you] feel 

[yourself] falling to the right, [you] should [or 'ought to'] turn the 

handlebars clockwise." No doubt this is right; the kind of 'ought' involved 

here is not moral or prudential, but procedural. The problem, however, is 

that this procedural 'ought' doesn't imply the culpability of one who violates 

it. The person who refuses to turn the handlebars clockwise in the 

appropriate circumstance might be imprudent, stupid, or have a death

wish, but he is not irresponsible or in any way culpable simply in virtue of 

his failure to comply with the procedural 'ought.' The same applies to 

cases in which linguistic rules are flouted. Thus, it seems to me that on 

Pollock's brand of naturalism, epistemology may keep a part of its 

normative nature, but it must surrender the idea of epistemic responsibility 

and with it, epistemic praise and blame. 

There is a second objection to Pollock's view as well. Consider again the 

examples of bike riding and linguistics. In both of these cases, following 

the right rules is sufficient for success in each respective area. One who 

follows the correct linguistic rules will be successful as a communicator; 
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one who follows the right rules of bike-riding will be successful in getting 

around on a two-wheeled object. Were certain facts different, of course, the 

rules would have to change since following them wouldn't make one a 

success. So if humans had very different language processing capabilities, 

we would have to have different rules of linguistics; if the law of gravity or 

other natural laws were very different, the rules of bike-riding would differ 

accordingly. But as things stand, we can be quite sure that following the 

rules in these areas will get us success in those areas. 

My contention is that in matters epistemic, the situation is rather 

different. To see this, we need to consider what our measure of epistemic 

success is. We can find this out if we know what our goal, or our end, is as 

epistemic agents. The answer is that our goal is to now acquire truth and 

avoid error; how well we accomplish this goal determines whether we are 

epistemic successes or failures. The important question now is, is there 

good reason to think that each rule in the human production system helps 

us achieve this goal? The answer would seem to be that we don't really 

know, but that it would be quite surprising ifit turned out that way. That 

is, if one considers every way of forming beliefs that accords with our 

epistemic norms, will it turn out that each one is strongly truth-conducive? 

If there is some reason to think this apriori, then Pollock's view looks 

attractive. The trouble is, of course, that there isn't such a reason. So if it 

is true that each rule is truth-conducive, we can only have aposteriori 

reason to believe it. I am unaware of any such reason and given the work of 
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Ross and Nisbett,10 Tversky and Kahneman,ll and others it seems very 

unlikely that that is indeed the case. The trouble, then, is that we don't 

know that following our internalized production rules tends to make us an 

epistemic success (although there might be some reason to think that we 

are successful on the whole). And if we don't have reason to believe that all 

of our production rules are success enhancing, then we can't make the 

simple move from a description of them to a normative theory of how we 

ought to go about forming and sustaining beliefs. 

2.3.3: Goldman's Naturalism 

A more moderate example of how epistemology might be naturalized is 

Alvin Goldman's view as expressed in Epistemology and Cognition. 

According to Goldman, the first level of epistemological theorizing is 

conceptual analysis or something very much like it. One attempts to spell 

out what the content of the notion of 'justification' is. A very simple idea is 

that a belief is justified if and only if it is allowed by the correct system of 

justification (or J) rules. But as this stands it fails to be very informative. 

Until we have a criterion of rightness for J-rules or J-rule systems, this 

analysis will be unhelpful. It is the job of the epistemologist qua 

philosopher to discover what 'rightness' comes to; this part of the 

epistemological project is to be done without the aid of psychology. It is 

purely the province of philosophy. However once the criterion for J-rule 

rightness has been determined, the philosopher will need the help of the 

10 Ross and Nisbett (1980). 
11 Kahneman, Slovic, and Tversky (1982). 
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psychologist to tell us the properties that our beliefs and psychological 

processes have. The epistemologist will then be in a position to make an 

evaluation of our epistemic situation, but he can only be in that position 

with the help of the cognitive scientist.12 

Actually, on Goldman's view the role of the psychologist is even greater 

than I have suggested. For Goldman thinks that the correct criterion of 

rightness for J-rule systems is reliability; a system, in order to pass 

muster, must be such that the processes allowed by its rules, when taken 

together, produce a high ratio of true to false beliefs. Thus, the correct set of 

J-rules will specify which processes confer justification. The psychologist 

is then needed not only to help us determine which of our beliefs are 

justified; she is also needed to help us pick out the psychological processes 

that the correct system of J-rules (if such there be) will sanction. 

Goldman's naturalism allows for a much more traditional conception of 

epistemology than either Quine's or Pollock's. Conceptual analysis is 

needed to tell us the content of key epistemic terms; psychology has no role 

in our determination of what it is to be, say, justified in believing that P. On 

Quine's view, it seems, there simply won't be talk of 'justified belief; the 

correct epistemological theory is simply the correct psychological story of 

how we get from the stimulation of our sensory organs to our beliefs about 

mind-independent objects. Pollock's account is quite a bit less radical, 

allowing as it does for traditional epistemological methodology and 

terminology. However, on his view, the correct account of justified belief is 

simply belief that accords with the rules of our production system. There is 

12 Goldman (1986), chapter 3. 
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no possibility, then, that scepticism is true, because there clearly are some 

rules that describe the way what we take to be the correct way of forming 

and sustaining beliefs. Pollock believes that psychology is a long way from 

describing the human production system for us, but he surely sees no 

problem in principle with epistemology being read off of our psychological 

data. In fact, I am tempted to say that it is simply a contingent fact about 

scientific method that prevents Pollock from adopting a Quinean 

replacement thesis; if scientific psychology were easier and more 

productive for the purpose of discovering our norms than epistemological 

methodology, there would be no purpose in philosophical epistemology. Of 

course, there would still be differences between Pollock and Quine (e.g., 

Pollock's theory would tell us what methods of belief formation and 

sustenance are justified, Quine's wouldn't), but both would see psychology 

as doing the whole job that was long thought the epistemologist's. 

On Goldman's view, however, psychology can't possibly bear the entire 

weight. Even if one had a completed psychology, if one knew exactly how 

people form and sustain beliefs and how they think about how they form 

and sustain beliefs, nothing follows, directly, about whether people are 

justified or have knowledge. In order to know that, one must have an 

account of what justification is, and that can only be done by philosophical 

analysis. Most significantly, one must know what the criterion of rightness 

for J-rule systems is; and this criterion is discovered by the traditional 

philosophical method and not simply by exploiting available psychological 

data. Thus, as Goldman sees things, philosophy and psychology are 

inseparable partners in the epistemological enterprise. 



39 

2.3.4: Kornblith's Moderate Naturalism 

The only criticism that I have of Goldman's naturalism is that I don't 

think that it goes far enough. Recall that on his view, psychology has two 

roles to play. First, once we have the correct account of justification, we 

will see that it is a process account, and so it will refer to certain properties 

of psychological processes. Thus, in order to know if we are justified in 

what we believe, we will have to know what properties our psychological 

processes have, and surely that is the province of psychology. This first role 

for psychology, Goldman thinks, will hold for any plausible theory of 

justification. There is, however, another more central place for psychology 

in Goldman's account of justification. After one has come up with the rule

schema for a theory of justification and decided that the criterion of 

rightness for a system of J-rules is reliability, the next task is to determine 

just what basic processes there are in order to be able to specify just what 

the correct J-rule system is. Thus, it turns out that psychology has a more 

foundational role to play than merely telling us which (if any) of our beliefs 

are justified. On Goldman's theory, one can't offer a complete account of' 

the rules of justification without getting help from the cognitive scientist. 

It is not a part of Goldman's account that the cognitive sciences have 

any role to play in the explication of the notion of justification; in fact he 

seems to suggest that their job is only at the higher, less foundational 

levels. It is this that I take issue with. In the introduction to the anthology 

Naturalizing Epistemology, Hilary Kornblith claims that the naturalistic 

approach to epistemology is simply the thesis that questions of how people 
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ought to arrive at their beliefs cannot be answered ip.dependently of the .. 
answers to questions about how people actually do arrive at their beliefs. 13 

Stated this broadly, the naturalistic approach can be spelled out in many 

ways. Kornblith eventually gives roughly the following argument for his 

favored brand of naturalism. Most of us are willing to reject the skeptic's 

claim; we "believe that the processes by which we arrive at beliefs are at 

least roughly like the processes by which we ought to arrive at our beliefs; 

the one set of processes is in the same ballpark as the other."14 Kornblith 

calls the thesis that we believe more or less as we ought to 'ballpark 

psychologism.' What should motivate the acceptance of this doctrine, 

Komblith claims, is the rejection of scepticism. One who thinks scepticism 

is false thinks that we often believe as we should and that is to believe 

ballpark psychologism. 

All of this relates to naturalism in the following way. If ballpark 

psychologism is true, then any account of justification that has the 

consequence that we are never (or nearly never) justified in believing as we 

do is a bad account. We can thus whittle down the list of prima facie 

plausible theories by seeing which ones are psychologically realistic. Since 

scepticism is rejected, we are committed to the view that an accurate 

account of epistemic justification entails no cognitive capacity lacked by 

humans. By keeping track of developments of the cognitive sciences we can 

get a better idea of what the human psyche is like; and the more we know 

about the human mind, the smaller the list of candidate theories of 

13 Kornblith (1985), page 3. 
14 Ibid, page 9. 
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justification will be. So if we have an intuitively plausible account of 

justification, but if it requires that humans have mental capacity C in order 

to have justified beliefs, the epistemologist should look to the psychological 

literature to see if it says anything about our having or lacking capacity C. 

If we lack it, then he should reject that account of justification and look 

elsewhere. Thus, Kornblith's naturalism implies that psychology is 

relevant to the epistemological enterprise even at the level of conceptua1 

analysis.15 It is, then, a stronger version of naturalism than Goldman's 

but a weaker sort than either Quine's or Pollock's. In light of this, let's can 

Kornblith's thesis 'moderate naturalism' (or 'moderate PN'). 

On the whole, I am very sympathetic to a brand of moderate naturalism. 

There are, however, a couple of points that I would want to clarify. First, it 

isn't true that the rejection of scepticism entails ballpark psychologism. 

There are many types of scepticism, only the weakest of which have this 

implication (e.g., the sceptical thesis that we have very few justified beliefs). 

To accept the denial of the more radical sceptic's claim that it is impossible 

for humans to have justified belief is simply to allow for the possibility of 

human justified belief; one needn't even affirm that there is even one such 

belief. Similarly, one might reject the claim that there is no knowledge, 

and yet assert that there is no justified belief if one thinks that knowledge 

doesn't entail justification. Be this as it may, I think that most of us would 

be willing to deny the sceptic's claim that we have very few justified beliefs. 

And inasmuch as we are willing to do that, Kornblith's argument goes 

15 cr. Taylor (~987). 
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through. He is, however, too quick in claiming that the simple denial of 

scepticism gets one to ballpark psychologism. 

A second point of clarification might indicate a point of genuine 

disagreement; again, this has to do with the rejection of scepticism. I 

think that it would be wise to distinguish a strong and a weak form of the 

rejection thesis. According to the strong form, one rejects scepticism if one 

claims that nothing could ever make scepticism plausible. On this 

understanding of 'rejection', one who rejects scepticism claims to be 

certain that it is false; to reject it is to simply not allow for the possibility 

that it is true. Thus, showing that a candidate account of justification is 

psychologically unrealistic is always sufficient for demonstrating the 

inadequacy of that account. 

If this is what it is to reject scepticism, I am not inclined to do it. At 

least, I'm not willing to con1pletely write-off scepticism with respect to the 

sort of justification in which I claimed in Chapter One to be interested. As 

I stated there, I think that there are several notions that go by the term 

'justification' and I suppose that with respect to some of them, this strong 

rejection of the sceptic's claim is appropriate. Clearly, we sometimes 

believe in a blameless way; indeed, I would think that the majority of beliefs 

that most of us have are held nonculpably. Perhaps a very strong rejection 

of scepticism is appropriate with respect to this deontic notion of 

justification.16 Surely, it seems, there are many instances of blameless 

16 Actually, I don't think that we should strongly reject scepticism even with respect to the 
purely deontic notion of justification. It could turn out that that the deontic notions of 
justified and unjustified simply have no application with regard to human believing. 
In such a circumstance, the sceptic who claims that there is no justified belief would be 
correct. 
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belief; and if we are trying to explicate a concept of justification that is 

simply the concept of blameless belief, it must be a requirement on our 

analysis that it not demand more than humans can give. However, if one is 

concerned with a more strongly truth-connected kind of justification, with 

the sort of justification that (together with a Gettier-defeating condition) 

epistemizes true belief, one ought to have a less cavalier attitude towards 

the sceptic. Even though it is immensely reasonable that we have a great 

number of beliefs that are so justified we are not, I believe, in a position to 

sensibly claim that it could not turn out that we are wrong. 

There is, however, a less drastic way to construe the rejection of 

scepticism. According to this weaker version of the rejection thesis, one 

admits the possibility of eventually adopting scepticism but maintains that 

scepticism is such an implausible thesis that it is reasonable to exhaust all 

other avenues before accepting it. Thus, one who adopts the weaker 

rejection thesis will generally think that it is more reasonable to reject any 

given psychologically unrealistic account of justification than to accept the 

account together with its sceptical consequence. However, one might 

claim, it could turn out that the only intuitively satisfying accounts of 

justification fail the test of psychological realism. And if this bleak scenario 

were to unfold, the reasonable thing to claim would be that there isn't any 

such thing as justification in the sense needed to turn true belief into 

knowledge. 

I will adopt this weaker account of the rejection thesis. And with it, I 

accept the motivation for naturalism at the conceptual level of the 

epistemology. Moderate naturalism entails neither that psychology dictates 
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epistemology nor the strong rejection of scepticism. Thus, a naturalism of 

this variety is more in keeping with traditional epistemology than are some 

of its cousins. Moreover, it is hard to see what grounds there could be for 

objecting to it. After all, the role that cognitive psychology is to play, 

according to moderate naturalism, is necessary but in the grand scheme of 

epistemological theorizing, rather minor; epistemology will still be largely 

apriori. 

Nevertheless, there is an objection that comes to mind. Typically, when 

one is considering a candidate account of epistemic justification, one tests it 

for counterexamples by imagining possible worlds at which either the 

conditions are satisfied by a unjustified subject or the subject is justified 

although he doesn't satisfy all of the conditions set forth by the analysis. 

Now given that we are doing conceptual analysis here, of what special 

relevance are the actual psychological facts? That is, suppose we are 

considering an account of justification that claims that we must have 

psychological capacity C if we are ever justified. As luck would have it, 

cognitive scientists don't yet know whether human beings have C. Does 

this mean that we can't tell whether this condition makes the account 

unviable? No, it doesn't. After all, we can imagine a world at which we 

don't have C; now, is it reasonable to say that, ceteris paribus, no belief is 

justified at this world? Surely we can answer such a question without 

finding out if this world is actual. And if there are justified beliefs at such 

a world then we have a counterexample to the candidate theory. So we 

don't really need to know anything about the actual psychological facts, we 

only need to be able to imagine a world at which we lack the relevant 
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capacity and ask ourselves whether we would have justified belief in that 

situation. 

There is a response to this objection which recognizes that a significant 

point has been raised, but insists that it is insufficient to defeat moderate 

naturalism. When testing the adequacy of an analysis of an epistemic term 

against potential counterexamples we ought not to pay special attention to 

contingent psychological facts; that is certainly true. Any possible case in 

which the subject satisfies the conditions and fails to be justified (or vice 

versa) should equally well serve as a counterexample to the account. 

However, there is more to confirming a theory than testing it against 

counterexamples. One must know, for instance, that in actual cases of 

justified belief, each condition of the account is satisfied. Now if one of the 

conditions of a theory is that humans have capacity C, then if we are to have 

the theory confirmed (that is, assuming ballpark psychologism) we must 

know that humans do have C. Hence, the psychological data is relevant to 

confirming a theory of justification even if it doesn't help us locate 

counterexamples. 

Following Kornblith, my argument for naturalism has been grounded 

in a rejection of scepticism. And, like I said earlier, I don't expect for 

scepticism to be vindicated. So I will be operating under the assumption 

that all serious forms of scepticism are false and that this Kornblithian 

brand of naturalism is true. I take this to be the claim that epistemological 

theorizing ought not to occur without attention to the cognitive sciences. I 

am not claiming that it is impossible that one could correctly analyze the 

notion of justification without the help of psychology. One might stumble on 
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it; but the theory will go unconfirmed until it is shown to be psychologically 

realistic. 

2.3.5: An Objection to Moderate Naturalism 

In a recent paper, Earl Conee has offered the following argument 

against moderate naturalism: 

A ... remarkable fact about Kornblith's naturalism is 
that ... trouble arises for the approach from a view of 
justification that might seem to be most congenial to a 
naturalistic perspective, viz. reliabilism. Consider the simple 
reliabilist thesis that any sufficiently reliable process of belief 
formation justifies the beliefs that result from it. Kornblith's 
naturalism implies that we could not find out that this 
reliability thesis is true, unless we use empirical information 
about belief formation processes. Yet if the fact that a belief 
results from a reliable process suffices to justify the belief, then 
surely it is possible for a process that begins with reflection on 
this reliabilist thesis and goes straight to belief in the thesis to 
have been reliable enough. Kornblith's naturalism is 
incompatible with this possibility. It denies that any such 
process, however reliable, could justify the resulting beliefs 
since nothing in the process implies that the believer have 
information about which contingent sorts of belief forming 
processes are actual. The same point applies to any more 
elaborate reliability theory of justification, as long as 
acceptance of the theory via any sort of apriori reflection might 
have met the theory's sufficient condition for justification. 17 

Conee objects that moderate naturalism is incompatible with our 'finding 

out' that reliabilism is true without our first learning the relevant 

contingent psychological facts. Yet it would seem that if reliabilism is true, 

we ought to be able to come to find out that it is if our belief in it is reliably 

formed. 

17 Conee (1988), page 15. 
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It seems to me that the weakness in Conee's argument has to do with 

the phrase 'finding out.' What is it to 'find out' the truth of reliabilism 

(assuming that it is true)? I would suppose that the most likely answer is to 

come to have a justified belief, or perhaps to come to know, that reliabilism 

is true. Now if the simple reliabilism mentioned by Conee is right, then one 

could become justified in believing that reliabilism is true if the process that 

led one to that belief is reliable. But this is where the trouble is according to 

Conee; for Kornblith's thesis entails that one could only come to know that 

some epistemological theory is correct if one knew the relevant 

psychological facts. Although Conee doesn't carry the argument this far, it 

would seem that if he is right, he has an argument that one can't 

consistently accept reliabilism (at least not in the sense he defines) and 

moderate naturalism; for reliabilism will entail that it is sufficient for 

justification that one's belief be reliably formed and moderate PN will imply 

that no belief that a given theory of justification is true can be justified if one 

doesn't know the appropriate psychological data. 

I think there is a reasonable way of interpreting Kornblith according to 

which this objection is fair. Recall that Kornblith claims that naturalism is 

the thesis that questions about how we ought to form our beliefs can't be 

'answered' independently of questions about how we do form our beliefs. 

The sixty-four dollar question is, What does it mean to 'answer' the 

epistemological question? Now if it means to form a justified belief in a 

response to this question, then it looks as though Conee is right. But this 

needn't be what Kornblith has in mind. I think that a better way of 

understanding Kornblith is as claiming that one can't argue for, or 
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demonstrate, the correctness of an epistemological theory without knowing 

something of how we come to form the beliefs that we do. After all, it 

certainly seems that the right way to interpret Kornblith's moderate PN is 

as a constraint on epistemological theorizing and not on epistemological 

theories. As such, it is hard to see how the requirement that one know 

some cognitive science could become a necessary condition of justifiably 

believing a proposition, even if that proposition is about the correctness of a 

given account of justification. So it seems to me that we should take 

Kornblith as claiming that in order for an epistemological theory to be 

confirmed or shown to be true the relevant psychological data must be in 

and examined. But this doesn't entail that one can't be justified in believing 

that a given theory is correct if one doesn't know the right psychological 

contingencies. Whether or not one can will depend, inter alia, on which 

theory of justification is true. 

Thus, I think that Conee's objection can be met. Furthermore, I think 

that moderate naturalism is true. This commits me to looking at whatever 

psychological data are relevant to the epistemological enterprise that I will 

be engaged in. So I will use, in conjunction with philosophical arguments, 

psychological evidence to argue against candidate accounts of ongoing 

justification; and I will have to be open to the charge of psychological 

unreality as a response to the positive theory that I will propose. 

Moderate naturalism is a kind of PN. What relationship does this bear 

to the other type of naturalism, namely SN? We must now consider this 

together with the question of whether epistemic terms can or should be 

naturalized. 
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2.4: Three Types of Semantic Naturalism 

There are, I think, three ways that one might attempt to naturalize 

epistemic terms. First, one might attempt a 'meaning analysis.' On such 

a construal of SN, an account of an epistemic term will only be correct if it 

accurately reproduces the meaning of the analysandum. The conditions 

set forth in the analysans will be necessary but not sufficient if they capture 

all and only those cases to which the term correctly applies. Sufficiency can 

be had only if the analysans unpacks the meaning of the analysandum. 

The second way of honoring SN is to find conditions that are individually 

necessary and jointly sufficient for the application of the term, but which 

fail as a meaning analysis. To take a rather striking example, consider the 

following recent account of omnipotence that might provide necessary and 

sufficient conditions but which surely can't be thought of as a mere 

unpacking of the meaning of the term. 

S is omnipotent at t in W if and only if for any state of affairs p 
and world-type-for-S Ls such that p is not a member of Ls, if 
there is a world W* such that 
(i) Ls is true in both Wand W*, and 
(ii) W* shares the same history with W at t, and 
(iii) at t in W* someone actualizes p, 
then S has the power at t in W to actualize p.18 

("World-type-for-S" is defined as the set of all and only those true 

counterfactuals of freedom (or true negations of such counterfactuals) over 

whose truth-value S has no control.) Now, surely, whatever 'omnipotence' 

18 This definition is taken from "Maximal Power" by Thomas P. Flint and Alfred J. 
Freddoso, in Freddoso, ed. (1983), page 99. 



means, it does not mean that. If it did, no one who does not understand 

what a counterfactual of freedom is or what it is to actualize a state of 

affairs could understand the sentence 'God is omnipotent.' But grasping 

these technical philosophical notions is not necessary for understanding 

what 'omnipotence' means. Therefore, while this might be a correct set of 

necessary and sufficient conditions for the application of the term 

'omnipotence', it could not be a correct meaning analysis. 

Finally, one might hope to comply with SN by spelling out conditions 

that are sufficient, though not necessary, for the term's application. 

Normally, if one takes this route, one is attempting to give a sufficient 

condition that is satisfied at the actual world (or at least on earth) but that 

might not be satisfied by other possible beings to whom the term clearly 

applies. For example, suppose that at some future date neuroscientists tell 

us that toothaches are always correlated with brain state type T. It would 

then be plausible to offer as a sufficient condition of toothache pain that one 

have brain state T tokened in one's head; i.e., X is in toothache pain at t if 

brain state T is tokened in X at t. One could, in a sense, 'naturalize' the 

mental term 'toothache pain' if one claimed that as a contingent fact every 

toothache pain is an instance of brain state T.19 To naturalize in this sense 

is to do something quite weak; it is simply to say on which properties the 

mental property of toothache pain supervenes.20 Nevertheless, I will call 

19 As it stands, this isn't quite right. For it might be that our world contains beings that 
the neuroscientists mentioned in this paragraph know nothing of. Such beings might 
have toothache pain but no brains; so the claim really would have to be that toothache 
pain in terrestrial creatures is always correlated with T. 

ro I realize that this is a strange sort of naturalism. Part of its strangeness derives from 
the fact that the notion of supervenience was first explained by G.E. Moore, who 
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this a type of SN, albeit a weak type, because the claim is that one can give a 

sufficient condition for the application of epistemic terms employing only 

nonepistemic terms. 

It is my contention that no version of the SN thesis is true. My primary 

reason for this stems from something that I don't have the space to argue 

for adequately; however, it is a thesis that I think almost everyone will 

grant me. The thesis is that the right account of epistemic justification 

must include something like a 'no defeater' clause. The point is a familiar 

one: if S believes that P on the basis of even a strong evidence set (e1, e2, 

e3 ... en) such that were other things equal, S would be justified In so 

believing that P, nevertheless, S isn't justified if there is some other 

epistemically relevant proposition f, such that (e1, e2, e3 ... en and D is not 

good evidence for P. 

A couple of points of clarification. First, although I have stated the 'no 

defeater' point in terms particularly favorable to an evidentialist view of 

justification, the same point can be recast for every view of justification of 

which I am aware.21 Second, there are two ways which a 'no defeater' 

clause can be relevant to epistemology: as a necessary condition of 

justification and as a necessary condition of knowledge. This distinction 

can best be seen by considering the typical response to the Gettier example. 

claimed that moral properties supervened on but were not reducible to, natural 
properties; Moore thus denied naturalism by means of accepting a supervenience 
thesis. Yet as I have things carved up, the claim that an adequate sufficient condition 
of an epistemic term can be given using only non-epistemic terms, i.e., that the 
epistemic supervenes on the natural, is a type of naturalism. I admit the queerness of 
this, but I don't think that I am begging any questions or gaining any unfair 
advantage by adopting it. 

21 'No defeater' type clauses can be found in theories as diverse as Pollock (1986), 
Goldman (1979) and (1986), Lehrer (1974) and recent papers, and Alston (1985). 
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Most epistemologists think that the Gettier cases demonstrate that justified 

true belief is not sufficient for knowledge. What is needed, they aver, is a 

fourth condition; a popular suggestion is that one's justification be 

undefeated. When a defeater does exist, one is justified but one fails to have 

knowledge. So on this view, the 'no defeater' clause is a condition of 

knowing and not of justified belief. 

However, most theories of justification also contain 'no defeater' 

clauses. Certain kinds of defeaters, it is thought, not only make knowledge 

impossible, but justified belief as well. For instance, if S justifiably believes 

Q which is a good reason for believing that P, and if she also justifiably 

believes R which is as good evidence for -P as Q is for P, then not only will S 

not know that P but, according to most views anyway, she will not even be 

justified in believing that P. Very broadly, most theories of justification will 

take the following form: 

S is justified in believing that P at t iff at t 
i) S's belief that P has property J; and 
ii) there are no defeaters for S's belief that p. 

What 'property J' comes to will vary with the theory of justification. It 

might be the property of being formed by a reliable process or cohering wi th 

a doxastic system or being based on adequate evidence. I am not claiming 

that every theory of justification looks like this; however, I do mean to say 

that any theory will have to allow for a belief to be held in a way such that 

were other things equal it would be justified, but, as things actually stand, 

is not justified because it is defeated by some other proposition. 
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A third point of clarification of my initial statement of the 'no defeater' 

clause involves explaining the notion of an 'epistemically relevant 

proposition.' First, what is epistemically relevant will depend in part on 

whether the 'no defeater' clause under consideration is part of an account 

of justification or knowledge. The standards for epistemic relevance are 

looser in the case of knowledge. This is because any defeater for 

justification will be a defeater for knowledge since justification is necessary 

for knowledge; however, there will be propositions that can defeat 

knowledge that don't defeat justification. For example, according to 

Goldman's brand of reliabilism, knowledge is defeated if there are relevant 

alternatives of which the agent is not aware. So if Jones -is traveling in 

what appears to be typical countryside and he sees a barn and forms the 

belief that he has just seen a barn, his belief will be an instance of justified 

belief (assuming the process by which he formed the belief was a reliable 

one) but he won't know that he has seen a barn if there are many barn 

facsimiles so realistic that were he to have seen one of those instead of a 

real barn, he would nevertheless have believed as he did. Thus, his 

knowledge is defeated by the existence of relevant alternatives, although his 

belief is still justified.22 On the other hand, if Jones is aware that there are 

a great number of barn facsimiles in this county and yet ignores the 

relevance of this when he believes that he sees a barn, then he has a 

defeater for his justification. So he isn't justified in believing that he sees a 

barn, and hence doesn't know that he is seeing one. 

22 cf. Goldman (1986) page 106. 
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I want to focus on the notion of epistemic relevance for justification. 

What is it for a proposition Q to be epistemically relevant to 8's belief that P? 

One feature of epistemic relevance is that Q must bear some kind of 

evidential or justificatory relation with respect to P. That is, Q must be 

such that if it is believed by 8 it will either add to or subtract from 8's 

justification for P; it must be either evidence for or against Q, or it must 

affect the probability of P given the rest of 8's evidence. 

8urely, however, epistemic relevance comes to much more than this. 

Not just any proposition that raises or lowers the probability of P for S is 

epistemically relevant. Consider again Goldman's barn facsimile case: if 

Jones has no reason to suspect that the countryside through which he is 

driving is atypical, the mere fact that it contains barn facsimiles doesn't 

affect his justification (although, as previously noted, it does prevent him 

from knowing) that he is seeing a barn. Thus, the proposition "The 

countryside contains extremely deceptive barn facsimiles" is epistemically 

relevant to the claim that Jones knows that he is seeing a barn but not to his 

being justified in believing that he is seeing a barn. The reason for this is 

straightforward: what determines whether one is justified in believing a 

proposition is in part a function of how one takes the world to be. It's partly 

a function of an agent's internal perspective. 

In light of this consideration, it seems reasonable to require that only a 

proposition believed by 8 can be epistemically relevant for her. Assuming, 

for the moment anyway, that this is true, we need to consider whether just 

any belief of 8's has the potential to be epistemically relevant for some 

proposition that 8 believes or will believe. 8pecifically, can an unjustified 
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belief play the role of a defeater?23 Suppose that S is justified in believing 

each member of an evidence set (el, e2, e3 ... en) and that this set provides 

adequate support for S to be justified in believing P; however, suppose that S 

comes to believe that Q unjustifiably and that the evidence set (el, e2, e3 ... en 

and Q) no longer provides sufficient evidence for P. In fact, let's go as far as 

to say that it offers good reason to think that -Po Is this a situation in which 

S now fails to be justified in her belief? I think that it is. Mter all, from S's 

perspective there is good reason to believe that P is false; and since 

justification is in part a function of what the agent has in her perspective, S 

is now unjustified in believing that P. 

So we shouldn't require that S justifiably believe P in order for P to 

qualify as a defeater; it is enough that S believes that P. But is it necessary? 

That is, are the only propositions that are epistemically relevant for S 

propositions that S believes? I think that we can see that the answer to this 

question is 'no.' Let's go back to Jones and the ersatz barns. Suppose that 

Jones is overly sceptical concerning that which people tell him. Persons 

who have never lied to him or misled him in any way and who have 

frequently told him the truth are not above suspicion for him. When they 

tell him anything that he finds the least bit surprising, he simply doesn't 

believe them. Just before going on his famous jaunt through the country, 

Jones is told by his old and reliable friend Smith that a film is being shot in 

the area Jones will be driving through and that there are many props that 

23 Another question that is relevant here is, Does a belief need to be activated in order for 
it to be a defeater? Or can an un activated belief that is relatively easy for S to retrieve be 
a defeater too? How about a belief that is difficult for S to activate? These and related 
issues will be discussed in Chapter 6. 
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look from the highway just like barns. Jones hears what Smith says (i.e. he 

is paying attention) but doesn't believe him because Jones hasn't heard 

anything about this before. Jones proceeds with his journey and forms the 

belief that we have been discussing .. Now, Jones does not believe that there 

are barn facsimiles in the countryside. Nevertheless, he has been exposed 

to the information; given that Smith is reliable, that Jones has good reason 

to think that he is, and that Jones heard Smith report the presence of the 

facsimiles, Jones ought to believe "The countryside contains extremely 

deceptive barn facsimiles." Clearly, it would be wrong for Jones's 

unwarranted rejection of a moderate principle of credulity to let him off of 

the hook. But for his rejection of this principle, which he ought to accept, 

he would believe the defeating proposition. Thus, he ought to believe the 

defeating proposition. And because he ought to believe it, he is unjustified 

in his belief that he sees a barn even though he doesn't believe the defeater. 

One might claim that in the above example he does possess a different 

defeater than the one that I mention. That is, although he doesn't believe 

"The countryside contains extremely deceptive barn facsimiles," he does 

believe "Smith says that the countryside contains extremely deceptive barn 

facsimiles." And this, it might be argued, is sufficient to defeat Jones's 

justification for believing that he sees a barn. To this response, I am 

inclined to counter in a couple of ways. First, it can be imagined that Jones 

doesn't in fact recall what Smith said; after all, since Jones doesn't take 

Smith's word, he will make little effort to remember Smith's words. 

Second, and more significantly, as I have described it, even if Jones does 

remember what Smith said, his so remembering is not what defeats his 
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justification. It would, I think, if Jones also believed, or at least assumed, 

that Smith is right. And normally, that would be the case. A typical person 

in Jones's position would see the barn and say to himself, "Now, 

remember, Smith said that there were many convincing barn facsimiles 

around here," and assume that Smith is right. But Jones is making no 

such assumption; quite the contrary, he has explicitly rejected it. So his 

mere remembrance of what Smith told him isn't sufficient to defeat his 

belief that he is seeing a barn. The defeater instead is the proposition "The 

countryside contains extremely deceptive barn facsimiles," which Jones 

ought to believe but doesn't. 

So it is not necessary that one believe a proposition in order for it to be 

epistemically relevant; it is enough that the proposition be one which the 

agent ought to believe. At last we have a characterization of epistemic 

relevance. 

[ER]: 
Proposition Q is epistemically relevant to S's belief that P 
which is based on reason R at t =df at t: 

i) (Q & R) is either a better or worse (but not equal) 
epistemic ground for S's belief that P than R is alone; 
and 

ii) S believes Q or S ought to believe Q. 

My claim, then, is that a proposition is a defeater for S's belief that P only if 

it is epistemically relevant to S's belief that P. Epistemic relevance is a 

necessary but not sufficient condition for a proposition's being a defeater. 

What else is needed? Well, the proposition must make the person's 

justification for her belief insufficient; it must, counterfactually speaking, 
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take the person's belief from the status of justified to that of unjustified. 

This gives us a formulation of what a defeater (for justification) is: 

[D]: 
Proposition Q is a defeater for S's reason R for her belief that P 
at t=dfat t: 

i) Q is epistemically relevant to S's belief that P; 
ii) R is a sufficient epistemic ground for S's belief that P; 
and 
iii) (Q & R) is not a sufficient epistemic ground for 

S's belief that P. 

It is precisely here that my argument against the various types of SN 

begins to take shape. I think that there are three primary problems for the 

semantic naturalist. First, condition (i) of [ER] (and hence condition (i) of 

[D]) contains the notion of an 'epistemic ground.' Now surely this notion is 

thoroughly epistemic and needs to be unpacked. But it is extremely difficult 

to see how that could be done. One could do so by using the notions of 

evidence, reasonableness, or probability but it seems that any plausible 

account of these concepts, as so employed, would make reference to still 

other epistemic terms. 

A second and similar problem concerns condition (ii) of [D]. Here we 

have the idea of a sufficient epistemic ground. To sayan epistemic ground 

is sufficient for believing that P is to say that one can justifiably believe that 

P on the basis of it. But as this stands, it quite clearly won't do because the 

very notion of justification has just been referred to in an account of a 

defeater which will be a part of an analysis of epistemic justification. It 

seems to me that explaining the notion of a sufficient epistemic ground 

without employing epistemic terms is not possible. And yet, since a 

defeater just is the kind of thing that takes one from being justified in 
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believing that P to not being justified, 'sufficiency' of epistemic grounds is a 

notion that can't be done without. 

Finally, [ERrs second condition is also apparently problematic from the 

standpoint of SN. In the second disjunct of (ii) an epistemic obligation is 

made reference to. I have argued that belief in a proposition is not 

necessary for epistemic relevance but that the person to whom the 

proposition is relevant needs to bear some kind of positive relation to it. If 

the person doesn't believe the proposition, I argued, it must at least be the 

case that she ought to believe it. The challenge for the defender of SN is to 

find a plausible way of cashing out the epistemic 'ought' in naturalistic 

terms. 

How might one give a characterization of an epistemic 'ought' in 

nonepistemic terms? Given the general difficulty of generating 'ought's 

from 'is's, it seems very unlikely that one will be able to offer a purely 

descriptive sufficient condition for the satisfaction of an epistemic 

obligation. This isn't, of course, a knockdown argument, but it is relevant 

than no one, as far as I know, has offered a naturalistic account of 

epistemic duties and obligations; and it is extremely difficult to see what 

such an account would look like. Failing this, however, the SN advocate 

might maintain that the epistemic 'ought' reduces to the prudential 'ought' 

and that one can give an account of that in terms of natural selection. 

Unfortunately, the failure of this defense is overdetermined. First, it 

seems abundantly clear that the epistemic doesn't reduce to the prudential. 

To take a quick example, suppose that John has very good evidence that he 

isn't a good enough athlete to make the Olympic track team; however, all 
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things considered, John is a fine sprinter and it isn't in any sense 

impossible that something should happen in the next four years that would 

change things. Be that as it may, it is still the case that John's best 

evidence strongly suggests that he won't make it. But suppose that it is also 

true that the only way that John can make it is if he believes that he will; 

otherwise, he won't be able to bring himself to train as well as he can. In 

such a case John is surely prudentially justified in believing that he will 

make the team; but just as surely he is epistemically unjustified In 

believing as he does. And if epistemic justification doesn't reduce to 

prudential justification, then the epistemic 'ought' doesn't reduce to the 

prudential 'ought' since'S is unjustified in believing that P' entails that S 

ought not to have that belief. 

The defense also fails because prudential obligation can't be accounted 

for via natural selection. First, natural selection is an account of how 

species survive and is not about individuals. But prudential concerns are 

concerns about what is best for a given individual. Of course, one can think 

about what is prudential for a species, but if epistemic notions were to 

reduce to prudential ones, the sort of prudentiality involved must be 

individualistic, since that is what the relevant epistemic notions are. 

Secondly, even if one were to say that what is prudentially justified is that 

which enhances the individual's survival, one would be making an 

extremely dubious claim. There are clearly imaginable circumstances in 

which it is in one's best interest not to survive. So I see no way that the 

epistemic can be reasonably thought to reduce to the prudential. But if it 
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doesn't, it is extremely hard to see how else one could give a semantically 

naturalistic account of epistemic obligation. 

Before concluding, let's consider an account of justificatory defeat that 

appears to by-pass all of the problems that I have alluded to above. I am 

particularly interested in considering this view since the account of 

ongoing justification that I will offer in Chapter Six could benefit if it is 

correct. In "What is Justified Belief?" , Goldman considers an objection to 

an initial formulation of his theory which, essentially, points to the need for 

a 'no defeater' clause. Goldman responds to the objection by altering his 

previous account so that it reads as follows: 

[G]: 
If S's belief in p at t results from a reliable cognitive process, 
and there is no reliable or conditionally reliable process 
available to S which, had it been used by S in addition to the 
process actually used, would have resulted in S's not believing 
pat t, then S's belief in pat t is justified.24 

The second conjunct of the antecedent is the relevant clause for our 

purposes. The idea here is clear enough: even if a belief has the right kind 

of causal roots, it isn't justified if the person has evidence that could figure 

in a reliable cognitive process (that is available to her) which is such that if 

the process involving the defeating evidence had been used, she wouldn't 

have had the belief in question. 

I think that this reliabilist account of defeat is ill-conceived. First of all, 

consider the following counterexample. Curtis has very good reason to 

believe that Mary is cheating on him and he recognizes this, but being an 

incurable optimist, he nevertheless continues to believe that she is faithful. 

24 Goldman (1979), page 20. 
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We can even imagine that Curtis thinks that he is irrational in believing as 

he does, but he simply can't refrain from believing the best of Mary. Now, 

Curtis's belief is surely unjustified; however, we may suppose that his 

belief is formed (and sustained) by a reliable process,25 and as I've 

described the situation there is no reliable process available to him such 

that had he used that process, he would no longer have faith in his wife. 

Hence, as it stands [G] is open to counterexamples and so can't be adequate. 

There is however a second, more crucial problem that shows that [G] 

fails as an account of epistemic defeat. And it fails for reasons that are very 

supportive of my claim that accounts of defeaters must make reference to 

epistemic obligations, and that this can't be done in a way that conforms to 

semantic naturalism. Consider a person who has a cognitive process that 

is very reliable but who is unaware that she possesses it; yet it is 'available' 

to her in the sense that were she to become aware of it, she could use it 

immediately. Now suppose that she forms the belief that P using another 

reliable process, but had she used the former, equally reliable process, she 

would not believe that P. In such a case, she is surely justified in believing 

that P even though she has available to her a process which would have 

resulted in her failing to have this belief. 

In such a case, one might not want to say that the process is 'available' 

in the appropriate sense. Even if this is not granted, a similar problem can 

arise. Suppose that S has a reliably produced belief that P, and that there is 

25 If this seems unreasonable, consider this: Suppose that Curtis is a normally a very good 
judge of character and that when he recognizes that S has qualities X, Y and Z, he 
believes that S is faithful and true. Surely we can imagine that this process is reliable 
and that it is what underlies his belief about his wife. 
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a process (of which S is aware) that is available to her, but which is very, 

very time-consuming and for all practical purposes, can be used only 

occasionally. Now suppose that S's belief that P is the belief that she will 

have meatloaf for dinner; however, if she had used this time-consuming 

process she would realize that she lacks a certain spice that is necessary for 

making this dish and so she would not believe that that is what she will eat. 

Now it certainly seems to me that the mere fact that she has this time

consuming process available to her does not make her unjustified in 

believing as she does. 

Yet there may be situations in which her having this unused process 

available to her would defeat her justification. What is the difference 

between the cases in which the availability of the process defeats 

justification and those in which it doesn't? I suggest that in certain 

instances one has an epistemic duty to be more thorough in one's 

cogitations, and hence one has a duty to use this process; however, other 

cases are such that there is no duty to be this thorough and so failing to use 

the process will not make one unjustified. This is, more or less, admitted 

by Goldman himself. After glossing the position expressed in [G], he 

describes how it would handle cases of defeat. In response to a particular 

case, Goldman claims that the reason that the belief is unjustified is that 

the subject " ... failed to do something which, epistemically, he should have 

done [viz., employed the alternative process]."26 A bit later, Goldman 

admits that the notion of availability is vague, and that " .. .it seems 

2S Goldman (1979), page 20. 
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implausible to say that all 'available' processes ought to be used."27 Hence, 

as I claimed above, only available processes which ought to be used, but are 

not, can serve in spelling out the notion of epistemic defeat. Hence, this 

reliabilist account does not provide the means for a semantically 

naturalistic theory of defeat. 

I would like to offer a very brief diagnosis of why this reliabilist account 

fails. As will become clear, I am sympathetic to reliabilist theories of 

epistemic justification, and so my rejecting such an account of defeat may 

seem odd. On my view, as stated in the previous chapter, there are two 

fundamental elements of epistemic justification: truth-relatedness and the 

perspectival element. Now, reliabilism offers us a pretty neat and simple 

account of the former; the notion of defeat, however, concerns the latter. 

Defeat occurs when there are other items in one's perspective (or items that 

should be in one's perspective) that void the justification that other items 

provide for a belief. Now accounting for defeat in terms of psychological 

processes available to one looks unpromising because psychological 

processes are not the sort of things that one has within one's perspective. It 

might be claimed that we can build the perspectival element into the notion 

of 'availability,' so that a process will only count as available if we believe 

that we have it. But what is really doing the work now is the belief about the 

process and not the process itself. For instance, suppose I believe that P is a 

process which is available to me that might change my mind about my 

belief B but I decide not to utilize P. Now, does it really matter whether I 

have this process? Isn't the defeating done, if done at all, by my believing 

Z7 Ibid. 
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that I have P? Intuitively, the answer is 'yes.' And this is because what 

counts as a justificatory defeater has to be within one's perspective; and 

beliefs about processes are properly perspectival, but the processes 

themselves are not. Thus, I think that the reliabilist should see reliabilism 

as a good way to account for the truth-conducivity of epistemic justification, 

but seek other methods of accounting for the perspectival element. 

2.5: Conclusion 

Therefore, I think that it is extremely doubtful that any variant of 

semantic naturalism is true. So I won't make conformity with SN a 

condition of adequacy of theories of ongoing justification. A theory of 

justification might be correct and maximally enlightening even if it 

contains epistemic terms. Of course, the closer that the terms in the 

analysandum are to the terms in the analysans the less informative the 

account will be. Thus, one who rejects SN will still want to do away with as 

many epistemic terms as one can. 

On the other hand, I am sympathetic with moderate psychological 

naturalism. Since ballpark psychologism entails that we have the capacity 

for justified beliefs, the epistemologist must make sure in developing a 

theory of justification that the proffered necessary and sufficient conditions , 

are of the sort that humans can satisfy.28 In what follows, then, I will 

assume moderate psychological naturalism, but reject all versions of 

semantic naturalism. 

28 cr. Taylor (1987). 



CHAPTER THREE: 

NEGATIVE COHERENTISM AND THE PROBLEM OF ONGOING 

JUSTIFICATION 

3.1: Introduction 

It is now time to get back to the primary focus of this essay, viz., the 

problem of ongoing justification. Since relatively little is written on this 

subject, it is important that I highlight what has been said about it in the 

literature. In his recent book Change in View,1 Gilbert Harman offers a 

theory that can be construed as just the sort that interests me here. While 

couching his discussion in terms of a theory of 'belief revision,' Harman 

discusses the conditions under which an ongoing belief is justified, so it is 

legitimate to take him to be offering an account of what I am calling 

'ongoing justification.'2 Hence, his account will be the focus of thi s 

chapter. I will begin with an exposition of the argument Harman offers for 

his position and attempt to demonstrate that both his argument and his 

theory are vulnerable to devastating objections. 

1 Gilbert Harman (1986), chapter four. 
2 My only reservation here concerns the notion of justification that Harman has in 

mind when he uses that term. It might be that he has in mind the 'rationality' sense 
described in Chapter One. However, since the concept that interests me is that of the 
epistemizer, I will interpret Harman as speaking of a reasonably full-blooded sense of 
justification. If that is not his intent, then one can think of the discussed in this chapter 
as a Harman-like theory; in any event, we will be able to see that a negative coherence 
theory of ongoing justification is inadequate by construing Harman accordingly. 



3.2: Harman's Position 

Let's begin by looking at the theory against which Harman argues, viz., 

what Harman labels 'the foundations theory.' According to Harman, the 

foundationalist claims that in order to be justified in believing that P 

.. .it is required either that P be a foundational belief whose 
intrinsic justification is not defeated or that there be at least one 
undefeated justification of P from other beliefs one is justified in 
believing. If one believes P and it happens that all one's 
justifications for believing P come to be defeated, one is no longer 
justified in continuing to believe p, and one should subtract P 
from one's beliefs.3 

The foundations theorist is committed to the denial of the principle of 

conservatism; loosely, this principle states that a belief is justified in the 

absence of special reasons to think the contrary. According to 

conservatism, a belief gains defeasible positive epistemic status simply by 

being believed; that is, every belief is innocent until proven guilty. The 

foundationalist, on the other hand, asserts that a belief gets no justificatory 

support from merely being held; a doxastic state is justified only if it is 

intrinsically justified or soundly based on other justified beliefs. And such 

justification is, of course, defeasible. This is very important for the 

foundationalist since she claims that if S justifiably believes P and 

permissibly infers Q from P, and later comes to have her justification for P 

defeated, then her justification for Q and for any belief justificatorily 

dependent on Q, is likewise defeated. Thus, new evidence can create a 

great stir in one's doxastic pool. 

3 Ibid, page 31. 
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Furthermore, the foundations theorist thinks that one ought to always 

keep track of the justification of one's beliefs. If I believe that P and infer 

from P that Q, I must continue to keep P in mind if my belief that Q is to 

remain justified. This point gives rise to the following principle: 

Principle of Negative Undermining (PNU): One should stop 
believing P whenever one does not associate one's belief in P with 
an adequate justification (either intrinsic or extrinsic). 

The coherentist, however, rejects the PNU and accepts conservatism. 

This leads him to replace the PNU with the 'principle of positive 

undermining. ' 

Principle of Positive Undermining (PPU): One should stop 
believing P whenever one positively believes that one's reasons 
for believing thatP are no good.4 

Harman's theory is variety of negative co'herentism. A belief properly 

coheres with a doxastic corpus as long as it doesn't conflict with other 

things that the agent believes; one way in which a conflict can arise is if the 

agent believes that another belief of hers is based on reasons which are 'no 

good.' Harman explains that reasons are no good if they are either 

themselves false or based on false assumptions. Finally, the coherentist 

accepts a two-fold goal of belief revision: the maximizing of coherence and 

the minimizing of change. 

After elucidating the coherentist and foundations positions, Harman 

argues with the aid of an example that the coherence theory is superior 

both as a descriptive and as a normative theory of belief revision. He asks 

4 Ibid, page 39. 



us to consider a certain student, Karen, who recently received the results of 

her aptitude test. Her scores indicate that Karen has considerable aptitude 

for science and music but little aptitude for history and philosophy. This is 

surprising to her, since she has done well in science and history, and not so 

well in music and philosophy. In light of the test scores, Karen comes to 

believe that her history course was easy and that she didn't work hard 

enough in her music class. Sometime later and much to Karen's chagrin, 

she finds out that the test scores that she received were not her own and 

that the results of her tests were lost never to be found. 

The pertinent question is, how should Karen go about revising her 

beliefs? Put differently, which of her beliefs is Karen still justified in 

holding in light of her new evidence? To make things clearer, I will list 

Karen's relevant beliefs prior to her learning of the test score foul-up: 

1) The report shows that K has an aptitude in science and music. 
2) The report shows that K has little aptitude for philosophy and 

history. 
3) K has an aptitude for science and music. 
4) K has little aptitude for philosophy and history. 
5) K has done well in science and history. 
6) K has not done well in philosophy and music. 
7) K's history course was an easy one (and that explains K's doing 

well). 
8) K didn't work hard enough in music (and that explains K's 

doing poorly). 

The relations among these beliefs are as follows: Karen comes to believe (3) 

because she believes (1) and she comes to believe (4) because she believes (2). 

She remembers (5) and (6) and has, or has had, independent reason for 

believing them. And Karen comes to believe (7) because she believes (4) and 

(5); she comes to believe (8) because she believes (3) and (6). At the time 
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before she receives word that the scores sent to her weren't hers, Karen is 

justified in believing propositions (1)-(8). 

As a result of her most recent letter from the testing service, Karen 

further believes that 

9) The earlier report K received indicates nothing about her 

aptitudes. 

Karen now has some incoherence in her doxastic system. It is instructive 

to see just how the foundations and coherence theories differ in how they 

evaluate and in what they recommend for Karen's situation. Let's hear 

first from the former. 

The foundationalist will claim that Karen needs to consider which of her 

beliefs are undercut by (9). She should then try to rid herself of those beliefs 

as well as any others that depend on them for their justification. It is clear 

that (9) defeats Karen's justification for both (1) and (2). And since (3) and 

(4) are based on (1) and (2) respectively, both of these should also be 

abandoned. Similarly, (7) and (8) have been undercut since their 

justification depends on an inductive argument in which (3) and (4) (along 

with (5) and (6» figure as premises. According to the foundationalist, then, 

Karen is now justified only in her belief in propositions (5), (6), and (9). 

The coherentist has something very different to say. Remember the 

two-fold goal of belief revision according to coherentism: the maximizing of 

coherence and the minimizing of change. So the coherentist will 

recommend that Karen seek to regain coherence in her system while 

making the fewest number of changes needed to accomplish this. It is 

clear that if she believes (1)-(9), Karen will have an incoherent system. 
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What is the reason for this incoherence? Proposition (9) is inconsistent with 

(1) and (2); what (9) says, loosely, is that the report Karen received shows 

nothing about her aptitudes (since the scores reported weren't Karen's). 

On the other hand, (1) and (2) assert that the report indicates Karen's 

aptitudes. So Karen ought to give up either (9) or (1) and (2). Now surely 

Karen should realize that the reason she had for believing that the report is 

indicative of her aptitudes is no good and that she should quit believing (1) 

and (2). What of her beliefs (3)-(9)? Well, is there any conflict between, say, 

(9) and (3) or (4)? Perhaps surprisingly, there is not. Propositions (3) and 

(4) are statements about Karen's aptitudes; such statements are not in the 

least inconsistent with a proposition about scores not reporting her 

aptitudes. So the coherentist would recommend that Karen cease believing 

(1) and (2), but keep all of the rest. 

Harman admits that at this stage, foundationalism is likely to seem the 

better normative theory. Our intuitions tell us that since Karen's belief 

about her aptitudes and her resulting beliefs about her history and music 

courses are based on her belief about the accuracy of the scores she 

received, Karen ought to see that her only reason for holding her aptitude 

beliefs has been undercut; she now has no reason whatsoever to think that 

they are true and so she ought to drop them. However, Harman argues, 

although we are initially tempted to think this, ultimately coherentism can 

be shown to be the better normative theory. 

The road to seeing this, Harman avers, begins with the recognition that 

it is likely that Karen would do just as the coherence theory recommends. 

The evidence for this comes in the form of the data compiled on the belief 
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perseverance phenomenon. Harman quotes the following descriptions of 

experiments from a survey article by Lee Ross and Craig A. Anderson: 

Subjects first received continuous false feedback as they 
performed a novel discrimination task (i.e., distinguishing 
authentic suicide notes from fictitious ones) ... [Then each 
subject] received a standard debriefing session in which he 
learned that his putative outcome had been predetermined and 
that his feedback had been totally unrelated to actual 
performance ... [E]very subject was led to explicitly acknowledge 
his understanding of the nature and purpose of the 
experimental deception. 

Following this total discrediting of the original information, 
the subjects completed a dependent variable questionnaire 
dealing with [their] performance and abilities. The evidence for 
post debriefing impression perseverance was unmistakable ... On 
virtually every measure ... the totally discredited initial outcome 
manipulation produced significant 'residual' effects upon 
[subjects'] ... assessments ... 

Follow-up experiments have since shown that a variety of 
unfounded personal impressions, once induced by experimental 
procedures, can survive a variety of total discrediting 
procedures. For example, Jennings, Lepper, and Ross ... have 
demonstrated that subjects' impression of their ability at 
interpersonal persuasion (having them succeed or fail to 
convince a confederate to donate blood) can persist after they 
have learned that the initial outcome was totally inauthentic 
[sic]. Similarly, ... two related experiments have shown that 
students' erroneous impression of their 'logical problem solving 
abilities' (and their academic choices in a follow-up measure 
two months later) persevered even after they had learned that 
good or poor teaching procedures provided a totally sufficient 
explanation for the successes or failures that were the basis for 
such impressions. 

In summary, it is clear that beliefs can survive ... the total 
destruction of their original evidential bases.5 

Briefly, the belief perseverance literature suggests that in very many 

cases, if a subject comes to believe that P and on that basis comes to believe 

5 Ibid, pages 36 and 37. Harman is quoting from Ross and Anderson (1982). 
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that Q, and subsequently, has her justification for P thoroughly defeated, 

she will nevertheless persist in believing that Q. The relevance of this to 

Karen's case is straightforward. Having had beliefs (1) and (2) completely 

discredited, Karen will probably continue to believe (3) and (4), as well as (7) 

and (8), even though these latter beliefs were formed (in part) because 

Karen came to believe (1) and (2). 

It would appear that the coherence theory is the better descriptive theory 

while the foundations theory is the superior normative theory; for our 

intuitions tell us that Karen, inasmuch as she is able, ought to rid herself of 

every belief that was formed in light of (1) and (2). Yet, if Karen acts as the 

subjects in the aforementioned experiments act, she will continue to hold 

all of her new beliefs with the exception of (1) and (2). It thus looks as if we 

should say that Karen's beliefs (3), (4), (7), and (8) are unjustified. 

Appearances, Harman argues, are in this instance deceiving. 

Harman states his case by offering an explanation of the belief 

perseverance phenomenon. Why would people fail to recognize when the 

justification of a belief is thoroughly discredited? Harman suggests that 

... what the debriefing studies show is that people simply do not 
keep track of the justification relations among their beliefs. 
They continue to believe things after the evidence for them has 
been discredited because they do not realize what they are doing. 
They do not understand that the discredited evidence was the 
sole reason why they believe as they do. They do not see they 
would not have been justified in forming those beliefs in the 
absence of the now discredited evidence.6 

Thus, Harman is claiming that Karen continues to believe as she does 

because she doesn't remember that her reason for believing (3) was belief (1) 

6 Harman (1986), page 38. 
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and her reason for believing (4) was (2). And she doesn't realize that beliefs 

(7) and (8) were originally formed in light of (3)-(6). 

It follows from Harman's proposal that the foundationalist will find 

fault with Karen because she has refused to keep track of the justification of 

her beliefs and has thus violated the PNU. Furthermore, the 

foundationalist will be forced to conclude that most of what most of us 

believe is not justified since we rarely do keep track of our reasons for our 

beliefs. Thus, Harman claims, "[foundations theory] implies that people 

are unjustified in almost all their beliefs. This is an absurd result!" 7 So 

the foundations theory is not the intuitively plausible theory that it initially 

appeared to be. 

But isn't Karen unjustified in believing as she does? No, Harman 

claims, she is not. We are inclined initially to think that she is because we 

naturally suppose that people keep track of the justification of their beliefs. 

Had Karen done this, and continued to believe the discredited beliefs, then 

she would be believing unjustifiably, since she would be violating not only 

PNU but the PPU as well. However, when we think about her situation, 

bearing in mind that she hasn't kept track of the justificatory relations that 

hold among her beliefs, it would appear that she isn't believing 

infelicitously. She doesn't remember that (1) was her reason for believing 

(3) and so even if (1) is shown to be an unjustified belief, we can't expect her 

to draw any conclusions regarding (3). Given what she has to work with, it 

7 Ibid, page 39 
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isn't epistemically negligent of her to continue to believe the propositions 

that were originally based on a now discredited belief. 

All right, one may well think, given that Karen hasn't kept track of her 

justification, we can't expect that she should now see that there are other 

beliefs which she should surrender. So there is a sense in which she is 

justified in believing as she does. However, there is another sense in which 

her failing to keep track of her justification doesn't get her off of the hook. 

Suppose that she ought to keep track of why she believes as she does. Our 

pleading ignorance for her now is no excuse; her ignorance is a culpable 

one. My honestly forgetting that I promised to repay the money today that 

you lent me is no excuse for my not doing what I ought. I ought to have 

remembered and my dereliction of this duty surely can't justify my 

dereliction of the other. Why, then, can't the foundationalist reply to 

Harman and the coherentist by saying that Karen is after all unjustified in 

continuing to believe as she does because she ought to have kept track of her 

justifications? And had she done this, she would no longer hold these 

defeated beliefs. 

Harman has foreseen such a response and is ready with a reply. He 

appeals to a principle that the calls 'Clutter Avoidance' (CAP). This 

principle simply states that one should not clutter one's mind with 

trivialities.8 Writes Harman, 

... [T]here is a practical reason to avoid too much clutter in one's 
beliefs. There is a limit to what one can remember, a limit to the 
number of things one can put into long-term storage, and a limit 
to what one can retrieve. It is important to save room for 

8 Ibid, page 12. 



important things and not clutter one's mind with a lot of 
unimportant matters . 

... It is .. efficient not to try to retain these justifications and the 
accompanying justifying beliefs. This leaves more room in 
memory for important matters. 9 
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Harman's view, then, is that it is perfectly appropriate and hence 

justifiable for Karen to lose track of the justification of her beliefs. Humans, 

after all, are finite beings with limited storage capacity, retrieval ability, 

and time. One's capacities are better used by remembering only beliefs and 

not the relations between them. Actually, Harman suggests that it isn't 

always a good thing to remember the beliefs upon which another belief is 

based. Once a conclusion is reached, it is normally appropriate not to 

remember the premises from which the target belief was derived. Such 

beliefs were had only as a means to an end; once they have accomplished 

their purpose, there is no longer any point in maintaining them. 

A very brief recap is now in order. Harman has argued that the 

coherence theory is right. He has done this by contending that the lesson 

afforded by the belief perseverance phenomenon is that people do not keep 

track of the justification of their beliefs. Thus, when a belief that serves as 

the evidential basis for another belief is undercut, one won't generally stop 

believing the second belief since one won't know at that point that the 

second belief is justificatorily dependent on the first. Our failing to keep 

track of the justification of our beliefs is not an epistemic liability; quite the 

contrary, it is a virtue. For if we did keep track, we would clutter our minds 

with trivialities that will only get in the way when we try to store more 

important information in memory. 

9 Ibid, pages 41 and 42. 
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In the following four sections, I will argue that Harman has not made a 

good case for negative coherentism as a theory of belief revision or ongoing 

justification. I will argue against him in four ways. First, I will argue 

that his explanation of the belief perseverance phenomenon is false. 

Second, I will argue that he takes far too dim a view of the capacities of 

human memory. Third, I will claim that there are substantial epistemic 

and practical reasons for keeping track of the justification of at least very 

much of what one believes. Finally, I will argue that no negative coherence 

theory can be an adequate theory of ongoing justification. 

3.3: An Objection to Harman's ACCOunt of Belief Perseverance 

Let's begin with the first objection. Recall that Harman's explanation of 

the belief perseverance phenomenon is that " .. what the debriefing studies 

show is that people simply do not keep track of the justification relations 

among their beliefs."10 It is important to know what Harman means when 

he says that people 'fail to keep track' of the justification of their beliefs. 

One might answer for Harman by claiming that to not keep track of P is 

merely to forget that P. While I don't have any problem with this response, 

it fails to end our query since there are at least two different ways of 

interpreting'S forgets P.' It might mean simply that S no longer has P 

stored, or it might mean that that either S no longer has P stored or that S 

can't retrieve P. So is Harman's claim that people forget the justification 

relations that hold between beliefs the claim that (i) people no longer have 

10 Ibid, page 38. 
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such information stored or that (ii) they either no longer have it stored or 

else they retained it but are unable to recall it when it is needed? Let's call 

(ii) the 'strong account' since it includes forgetting in the first sense. 

Clearly, Harman intends the strong account of 'forgetting.' He claims 

that 

It stretches credulity to suppose people always keep track of the 
sources of their beliefs but often fail to notice when these sources 
are undermined. That is like supposing people always 
remember everything that has ever happened to them but cannot 
always retrieve the stored information from memory. To say 
that one remembers something is to say one has stored it in a 
way that normally allow it to be retrieved at will. Similarly, to 
say people keep track of the sources of their beliefs must be to say 
they can normally use this information when it is appropriate to 
do so.l1 

Harman therefore thinks that it sufficient for forgetting that one often can't 

recall the information when needed and that at least most of such forgotten 

material isn't in LTM at all. 

So it is Harman's opinion that belief perseverance is caused by people's 

failure to keep track of why they believe as they do. But a closer look at the 

original experiments performed by Lee Ross and his colleagues reveals that 

Harman's account is most implausible.12 Subjects had been told as they 

performed the suicide note task whether their previous response was 

correct or incorrect. After twenty-five such trials, the subject was told that 

she had been right in so many cases and wrong in so many cases; and, in 

the first of the experiments, subjects had been told that "16 or so" correct 

11 Ibid, page 41. 
12 See Ross, et ai. (1975). 
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answers was an average score while a score of 24 showed one a success and 

a score of 10 showed one a failure at distinguishing real from fictitious 

suicide notes. After this success-failure manipulation, the subjects were 

left alone for a period of five or twenty minutes. Following the delay 

manipulation, the subjects were debriefed, i.e., it was revealed to them that 

the scores that they received told them nothing about how they had in fact 

done on the task. Mter the debriefing the subjects were given a 

questionnaire in which they were asked to evaluate how well they think 

they actually did in the task, how many answers they thought that the 

average student would have gotten correct, and how many answers they 

would get right if they were to do the same sort of task again. There is no 

indication in the description of the procedure offered by Ross, et. al., that 

there was any significant delay between the debriefing and the 

administering of the questionnaire. 

I go through these details because they are relevant to Harman's claim 

that the explanation of the perseverance phenomenon is people's failure to 

keep track of the justifications of their beliefs. We can now see just how 

implausible this is. For the delay between the success-failure manipulation 

and the debriefing/questionnaire administration was five minutes for some 

subjects and twenty-five minutes for others. Furthermore, it is interesting 

to note that: 

In none of these analyses was there a main effect for the length 
of delay variable or an interaction involving this variable that 
approached statistical significance; accordingly, the data were 
collapsed across the delay dimension for further analyses." 13 

13 Ibid, page 883. 



Thus, the results of the experiment were unaffected by a delay variable of 

five minutes as opposed to twenty-five minutes. So the results of the study 

were reported without distinguishing between the two sets of subjects. Any 

relevant forgetting that was done by the subjects must have occurred in five 

minutes time, or less. 

So Harman must claim that a subject forgets in around five minutes 

that the reason that she believes that, say, she is poor at genuine suicide 

note detection is that she was told that she had done poorly on a genuine 

suicide note detection task. That just seems wildly implausible. Surely, if a 

subject comes to believe that she is good at making such suicide note 

distinctions because she has been told this by a psychologist, she will not 

maintain the belief five minutes later and yet be unable to recall why she 

believes as she does. Suppose that we were to ask subjects these questions 

immediately before debriefing: Do you believe that you are average, better 

than average, or below average at distinguishing real from phony suicide 

notes? Why do you believe as you do? I would been stunned if it turned out 

that among those people who did come to believe something about their 

genuine suicide note detection abilities on the basis of the initial feedback 

from the testers, the great majority didn't answer that they believe as they 

do because of what they had been told. 

Harman can't plausibly object that in asking the question we are cuing 

the subjects and hence improperly frl'ompting them. This is so for two 

reasons. First, as we have seen, Harman means to be claiming that in 

most instances information about justification relations simply isn't in 
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LTM at a11;14 if that is the case, then cuing would do no good. And second, 

according to Harman, to keep track of one's justification means to be able to 

put it to use when it's needed. Yet surely being asked why you believe as 

you do is an appropriate time for such recall. But if that is right, then these 

subjects are keeping track of the justification; our asking the above 

questions does not serve as an inappropriate prompt. 

Harman's assertion that the belief perseverance phenomenon is due to 

the failure of people to keep track of the justification of their beliefs seems 

clearly wrong. It stretches credulity to the breaking point to suppose that 

the relevant forgetting is happening in only five minutes. Of course, it 

might still be that people very often do forget the justification of their beliefs. 

And it might be, though I'll soon deny it, that people ought to forget such 

things. All that I have argued at present is that the belief perseverance 

phenomenon can't be explained in this way; it doesn't show that people fail 

to keep track of the justificatory relations among their beliefs. 

3.4: An Objection to Harman's Portrayal of Human Memory 

My second objection to Harman concerns his view of our memorial 

capacities and abilities. Harman quite rightly wants to incorporate into his 

discussion a recognition of the limits and shortcomings of human memory. 

As argued in Chapter Two, the correct theory of ongoing justification will 

almost certainly be such that humans are capable of satisfying its 

requirements for justified belief. So in order to establish that a candidate 

14 See the quotation on page 78 above. 



82 

theory is a legitimate contender, one will need to know that it is 

psychologically realistic. 

Immediately following his initial explication of the CAP, Harman gives 

his rationale for accepting it. 

To suppose one's mind could become cluttered with beliefs is to 
suppose such things as (1) that it takes time to add to one's 
beliefs further propositions that are trivially implied by them, 
time that might be better spent on other things, and/or (2) that 
one has 'limited storage capacity' for beliefs, so that there is a 
limit on the number of things one can believe, and/or (3) that 
there are limits on 'information retrieval," so the more one 
believes the more difficult it is to recall relevant beliefs when one 
needs them. 15 

Let me begin by saying that I think that his first point is absolutely right. If 

the CAP suggested only that one should not routinely derive everything that 

one can from one's beliefs, then I would have no qualms with it whatsoever. 

It is the second and third rationales for the CAP that I find objectionable. 

Now it seems to me that there are two ways of understanding Harman's 

second point; the trouble is that on one way of understanding it, the claim is 

true but not strong enough to motivate the CAP and the alternative reading 

has the point sufficiently strong, but there is no reason to think that it is 

true. 

Suppose that we take Harman simply to be making the point that 

humans, being finite entities, cannot store an infinite number of beliefs. 

Here one needs to make the distinction between explicit and implicit beliefs. 

An explicit belief is a belief which "involves an explicit mental 

15 Harman (1986), page 12. 
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representation whose content is the content of that belief,"16 while an 

implicit belief is a non-explicit belief that is "easily inferable" from one's 

explicit beliefs. So what is being claimed is that since one has limited 

storage capacity, one can only store so many explicit beliefs. Very well, if 

this is all that is being asserted, I can find little with which to disagree. 

However, this fact about human memory doesn't support the CAP at all; 

storage limitation is relevant to the CAP only if there is any real danger of 

one's LTM being used up. The bare fact that the human brain has storage 

limitations is in itself no reason to accept the CAP. It is as though one said, 

"You best not keep your pennies in the Grand Canyon; instead store only 

your currency there. For the Grand Canyon is finite in size and so it can 

hold only a certain amount of money. You should save space for more 

important denominations." 

All right, then, suppose we take Harman to be making a stronger, more 

interesting point, viz., that not only is the human mind finite, but there is a 

real danger that storage space will eventually be used up. It is very 

reasonable to take Harman to be saying precisely this. I have previously 

noted that Harman claims: "It is important to save room [in memory] for 

important things and not clutter one's mind with a lot of unimportant 

matters" and "It is ... efficient not to try to retain these justifications and the 

accompanying justifying beliefs. This leaves more room in memory for 

important matters."17 One needs to 'save room' and worry about leaving 

16 Ibid, page 13. 
17 Ibid, pages 41 and 42. 
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more room for important matters only if there is a danger of the room's 

running out. 

The problem with adopting this reading of Harman's second point is 

that there isn't any reason to think. that it is true. The long term memory 

store is thought by psychologists to be an enormous receptacle, so large that 

there isn't any real danger of it ever getting used up. Traditional estimates 

of the number of bits of information that the brain is capable of storing 

range from 1013 to 1020. In a recent article in Cognitive Science,18 Thomas 

K. Landauer estimates claims that 

If we assume synaptic storage and suppose that each synapse 
corresponds to from 2 to 10 bits of storage and the brain of from 
1012 to 1014 relevant synapses, then it would seem that the 
underlying physical storage devices are capable of a thousand to 
a million times the capacity manifest in learned behavior ... An 
attractive speculation from these juxtaposed observations [i.e., 
brain v. computer comparisons] is that the brain uses an 
enormous amount of extra capacity to do things that we have not 
yet learned how to do with computers .... Possibly we should not 
be looking for models of mechanisms that produce storage 
economies ... but rather ones in which marvels are produced by 
profligate use of capacity. 19 

If Landauer is right, there is so much extra space in memory that it gets 

used in ways that don'ts have primarily to do with simple storage. And if 

that is the case, then surely memory space is large enough to hold whatever 

we might want to put there. 

Furthermore, a hypothesis that has received significant attention 

among psychologists who do memory research is that what makes it into 

18 Landauer (1986). 
19 Ibid, page 492. 



B5 

the LTM is stored permanently.20 Now, of course, to say that such 

information is permanently stored is not to say that it can be recalled, even 

if cued. It might not even be recognized. Nonetheless, it is argued, we 

forget because of interference and not because of decay in LTM. Whether or 

not this hypothesis is true needn't concern us here. What is important is 

that even those who argue that decay occurs in LTM do not argue that 

storage limitations require this. Thus, they are apparently assuming that 

there is enough room in LTM to store everything that ever gets put there. 

And according to the traditional duplex model of memory, all that one 

remembers for more than a matter of seconds is remembered in LTM. 

Psychologists, therefore, do not seem to work under any assumption that 

there is any practical limit on the amount of information that can be stored 

in LTM. 

Harman further argues that the more beliefs one has the more difficult 

it is to retrieve a significant piece of information when it is needed. The 

picture he has in mind seems to resemble that of a typical attic. When 

there is something that needs to be stored, one places it in the attic in the 

first convenient space. Eventually, the pack-rat will have filled his attic and 

when he needs to find something important, say the deed to his house, he 

will have to dig through mounds of junk before he happens upon it. Such a 

view of memory seems totally inadequate. And is very much at odds with 

the account ofLTM that one finds in the psychological literature. There one 

discovers a picture of memory as that of a library. When one stores a belief 

ro cr., in particular Penfield (1959). 
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in memory one does not simply put it in the first convenient shelf. Rather, 

one files it with other things to which it is similar; there is a system that 

determines where the belief will be filed. Brief reflection on human 

memory is enough to convince one that something like this must be the 

case. How could we ever access all of the relevant memories that we do at a 

moments notice if memory were not highly organized? It seems then that 

our remembering many trivial things would not cause the trouble that 

Harman suggests that it would. 

Harman has been overly pessimistic about the mnemonic powers of 

humans. His pessimism motivates him to claim that people ought to limit 

what they continue to believe. However, once one recognizes that there is no 

need to worry that we will use up our storage capacity and that having 

many beliefs will make it less likely that we will remember any particular 

belief, then one will not be inclined to follow Harman in thinking that 

people ought to lose track of the justificatory relations among beliefs. 

Having said all of this, let me now suggest a line of response for 

Harman. While it is true that there aren't any practical limitations on 

what we can store in LTM, and that the amount of items stored has no 

serious adverse effect on retrieval ability, nonetheless we have a limited 

amount of attention to be allocated at any given time. Perhaps the most 

widely accepted model of attention in current cognitive psychology is the 

Capacity Mode1.21 According to this view, attention is central processing. 

There are limitations on the processing capacity of the human mind, and 

21 cr., Ellis and Hunt (1987), chapter three, and Kahneman (1973). 
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something gets processed depends on whether it is given enough attention. 

Certain kinds of input can be processed with very little attention; such 

processes are automatic (e.g. the processing of information that occurs 

when one drives a car). A piece of information will stay in LTM only if it 

has received attention. Thus, there is a very real connection between what 

one pays attention to and what one remembers. 

Arguing along Harmanian lines, one might suggest that due to our 

cognitive limitations, one ought to pay careful attention to that to which one 

pays careful attention. In other words, since only so much can be 

processed, we should try to have our central processor concerned with only 

matters of significance. For instance, we shouldn't try to remember the 

justificatory relations between beliefs because that would be a poor and 

impractical use of our attentional resources. Thus, once I see that there is 

an evidential connection between A and B and, believing A, I come to 

believe B, I ought to not pay any more mind to that connection and not 

worry if my belief about it fails to be properly stored in LTM.22 

This argument from attention is superior to Harman's argument from 

storage limitations and retrieval problems because its premises have the 

virtue of truth. One simply can't pay attention to all of the stimuli with 

which one is hit. One must choose what to allocate attention to in the first 

22 As mentioned earlier, there is a view which has it that every belief we ever hold is 
permanently encoded in LTM. I don't wish to broach this issue here; so if one is 
attracted to that model, one can read this point as instead that one ought not pay undue 
attention to the evidential relation and not worry if one cannot recall it at a future time. 



88 

place, and having chosen to attend to a stimulus one must not dwell 

needlessly on it. 

While I believe that this argument has some merit, I think that it won't 

do much for Harman's cause. First, it should be recognized that we are 

considering this argument as a rationale for the CAP. But it is hard to see 

how this argument has anything to do with avoiding overcrowding in one's 

memory banks. The conclusion of the argument has to do with what one 

ought to pay attention to and not with how much one should remember. To 

put the point slightly differently, the issue is not the overcrowding of 

memory but rather with putting the right things there in the first place. 

This leads to a second reason for thinking that the attention argument is 

irrelevant to Harman's argument for the CAP. Harman wants to establish 

the CAP in order to make his theory of belief revision fly. Now it should be 

clear that the attention argument isn't an argument that has anything to 

do, at least directly, with how one should revise one's beliefs. It is an 

argument concerning what should go on when one forms them. When 

forming my belief that B on the basis of my belief that A, I ought not to pay 

much attention to the evidential connection once I have noticed it. Once I 

have formed the belief that B and moved on to the consideration of other 

things, the limitations of my attentional capacities are irrelevant to what I 

should continue believing. Finally, even if the other points are wrong and 

the argument from attention lends significant support to the CAP, I don't 

believe that it has been established by Harman that among those things to 

which one should not pay attention are the justificatory relations among 

beliefs. Indeed, I will argue in the next section that, prima facie, there 
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would seem to be good epistemic and practical reasons for keeping track of 

one's reasons for one's beliefs. 

3.5: Reasons to Keep Track oftbe Justification of One's Beliefs 

I move now to my third argument against Harman's theory of belief 

revision. Harman claims that one needn't be concerned with the 

justificatory relations that hold between one's beliefs; one should remember 

the target belief and not the reasons that one has for it. What does the 

claim that we shouldn't remember the reasons for our beliefs come to? It 

seems to me that there are two main possibilities, distinguished by two 

senses of 'reason to believe.' Consider again my coming to believe that B on 

the basis of A. My reason for believing B may be thought of as my belief that 

A. It might be that in such a case I don't believe anything about the 

relationship between A and B; I simply believe A and because I believe A, I 

believe B. Another case would have me believing A and also seeing the 

evidential connection between A and B; here my reason for believing B is 

my belief that A and my belief that A implies B. To put the point more 

generally, for any nonfoundational belief, the reasons for holding that belief 

may be thought of as either the premises that form the justifying argument 

of the belief or the premises together with the argument's corresponding 

conditional. Now when Harman claims that we should not normally keep 

track of the justification of our beliefs, does he mean that we shouldn't keep 

track of our reasons in the first sense (i.e. premises of the justificatory 

argument) or in the second sense (i.e. the premises plus the corresponding 

conditional)? Harman apparently intends the second sense. For while at 
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times he writes of our failing to "keep track of the justification relations 

among our beliefs, "23 towards the end of the chapter he specifically states 

that when we have reasoned to a conclusion it is often appropriate not to 

remember the steps of the argument.24 So Harman's point is really quite 

strong. He is not contending simply that we have no obligation to 

remember the corresponding conditional as well as the premises of the 

argument; he seems to be saying that we have a positive obligation not to 

believe the corresponding conditional and in many cases, not the justifying 

premises either.25 

Pace Harman, it seems clear that we have no obligation to forget the 

justification of our beliefs and that there are important reasons to keep 

track of them. First of all, from an epistemic point of view, the person who 

keeps track of her reasons for holding a belief will be in a much better 

position to justifiably revise her beliefs in light of new, conflicting 

information. Suppose that I believe that there is a tenth planet in our solar 

system and that I was initially led to believe this by an astronomy professor 

who claimed that certain irregularities in the orbit of Pluto had recently 

been discovered that could be best explained by the existence of a planet 

orbiting to the outside of Pluto. Now the professor said that while such 

evidence is far from conclusive, it was some significant reason to believe 

this because the initial hypothesis of Pluto's existence was spurred by 

23 Harman (1986), page 38. 
24 Ibid, page 42. 
25 Harman claims on page 42 that "one should not try to remember those intermediate 

steps [i.e., the steps of the justificatory argument]; one should try to avoid too much 
clutter in one's mind." 
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similar irregularities in Neptune's orbit. Now, suppose that I have 

forgotten all about why I came to believe that there is a tenth planet. I later 

come across a textbook, written before the orbital irregularities of Pluto 

were noticed, which says that there are nine planets in our solar system. 

Now, having no recollection of why it was that I believed what I did, I come 

to revise my doxastic system so that it accords with what the text says. 

Since I don't remember why I believed what I believed, I have done the 

rational thing. However, if I had only remembered why I believed what I 

did, I would have known, had I looked at the date of the text, that this 

evidence doesn't really conflict with my belief. I would have a better chance 

of arriving at the truth of the matter had I kept track of the reasons for my 

beliefs. 

It might be objected that Harman doesn't say that one should never keep 

track of the justification of one's beliefs; he only claims that generally we 

shouldn't. So it doesn't matter that this case is one in which it would have 

been good to remember the reasons for the belief; Harman doesn't claim 

that there aren't any such examples. My response to this is simply that one 

doesn't know in advance which beliefs will be challenged by additional 

evidence. There is nothing particularly significant about one's belief that 

there are ten planets in our solar system; it isn't of much practical or, for 

most of us, theoretical importance. Yet we've seen a case in which one who 

follows Harman's advice is not in a position to realize that a piece of 

apparently contradictory information is perfectly compatible with one's 

evidence for a memorial belief. Our goal as truth-seeking/error-avoiding 
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beings would be hampered if we fail to remember why be believe what we 

do. 

There is, moreover, a practical concern as well. Our actions, I take it, 

are a result of, inter alia, our beliefs and desires. Thus, there is a real and 

direct sense in which we are always acting on what we believe. Now 

suppose that I am in need of a lawn mower. One grey Saturday I decide 

that I have put off for too long this needed investment and I leave with the 

intention of making this process as quick and painless as possible. Just as 

I buckle my seatbelt I think to myself, Where shall I go to buy the mower? I 

find that I believe that I can get a decent mower cheaply at both Penny and 

K-Mart. Now suppose that my reason for thinking that Penny is 

inexpensive is that a friend once got a good deal on a mower there and my 

reason for thinking the same of K-Mart is that I recently read a newspaper 

article reporting that K-Mart has the lowest prices for mowers with at least 

moderately good reliability records. If at the time that I make my decision I 

remember the basis for my beliefs, and if I am atypically rational, I will go 

to K-Mart for my purchase.26 If, however, I have lost track of the 

justification for my belief, then I won't remember why I believe what I do 

and I will let some other irrelevant characteristic (e.g., which store is 

easiest to drive to) determine my choice. I may very likely not get as good a 

deal as I could have had I remembered. And cases like this are very 

common. The amount of inconvenience and expense produced by 

26 I say "if I were atypically rational" because it turns out that particularly 'vivid' 
information like a neighbor's testimony is often sufficient to outweigh other more 
relevant evidence, like statistical reports. Cf. Nisbett and Ross (1980), pages 55-61. 
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trivial in the least. Thus, there is a very practical as well as a purely 

epistemic reason for retaining such information.27 

Harman might reply that in examples like the mower case, one could do 

just a little bit of investigation in order to find out where to make the 

purchase. It would, it could be claimed, still be more pragmatic to relearn 

things on a few occasions than to keep everything in LTM. This way one 

relearns what one knows one needs and doesn't waste time maintaining 

lots of things for which one might never have a use. 

This response is wrongheaded. The whole point of my choosing such a 

mundane case as the lawn mower example is to show just how often we are 

in a position to use knowledge of the reason that we believe something. And 

if these kinds of things happen frequently, then it would be much more 

practical for us to make an effort to remember such relations; it would save 

us from trying to relearn a great amount of information later. Of course, 

even if one makes an effort to remember justificatory beliefs, one will often 

fail. And even if one does remember, when it comes time to act on a belief 

one might still want additional information. But if one is conscientious 

when forming beliefs, one will frequently need no more information than 

one had originally to act rationally on a belief. 

27 Even the practical ramifications of failing to keep track can have epistemic 
consequences. For instance, in the above example, I am likely to reflect on my beliefs 
and come to believe that "I can get an equally good deal at both Penny and K-Mart." 
Had I had my original evidence (and been atypically rational), I would not have come 
to this conclusion. I thank Alvin Goldman for this point. 
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It is important that one not misunderstand the point that I am making 

here. I am not claiming to have shown conclusively, by way of these 

examples, that keeping track of the justification of one's beliefs is necessary 

for ongoing justification. Nor am I thinking that I have made that thesis 

more reasonable than not. I am merely arguing that these cases show that 

we have a very real epistemic and practical interest in remembering why 

we believe as we do. Now it might be that because of human limitations it is 

unreasonable to expect people to act in a way that satisfies this interest. 

That is to say, it might be that we aren't capable of remembering all that we 

have reason to remember; and a correct theory of ongoing justification will 

have to incorporate these limitations if it is to be normatively correct. My 

point, which I take to be at odds with Harman, is simply that, prima facie, 

we do have rather powerful reasons for keeping track of our justifications. 

Harman frequently derides such epistemic bookkeeping by saying that, in 

most cases, the practice is unimportant. We only care about the 

conclusions of our inferences and not the arguments which support them. 

I think that this is wrong; ceteris paribus, we ought to keep track of our 

justifications. Of course it might very well turn out that other things aren't 

equal (i.e. that because of our limitations this isn't a realistic requirement 

for epistemic justification). But it seems as though Harman doesn't agree 

that we have any prima facie good reason to keep track of justification; and 

I take it that the above examples and subsequent discussion shows that that 

is mistaken. 



3,6: Locating the Difference between FoundationaIism and Coherentism 

Most of the objections that I have raised are either psychological or 

practical. What I shall consider now is decidedly more philosophical. I 

want to first get clear on just what the primary difference between the 

coherentist and the foundationalist is; i.e., I want to locate the center of the 

dispute. I shall then argue that the coherentist view is untenable. Whether 

or not this implies that foundationaIism is correct is an issue that will be 

postponed until the fifth chapter. 

It should be noted straight-off that there is no clear connection between 

Harman's negative coherentism and the PPU. The PPU is, of course, not a 

complete theory of belief revision; it is rather a single principle which states 

a sufficient condition for one's being obligated to cease believing that P. Put 

the other way, the PPU states a necessary condition of ongoing justification, 

viz., S is justified in continuing to believe that P only if S does not positively 

believe that her reasons for believing that P are no good. It will be 

convenient if we view the PPU in this latter way. 

I trust that it is clear that this necessary condition is one that the 

foundationalist has no reason to reject. Indeed, it is hard to imagine 

anyone objecting to it. According to a minimally sophisticated 

foundationalism, it is not sufficient for S to be justified in believing that P 

that SiS beliefbe based on good reasons. For it might be that there are other 

beliefs which S has that serve to defeat the justification afforded by the 

supporting argument. Thus, the foundationalist will be willing to accept 



that one may continue to believe that P only if one does not believe that one's 

reasons for believing that P are no good.28 

I thus assume that, like anyone, the coherentist will accept the PPU. 

However, coherentism seems to more closely entail a different principle, 

one which Harman refers to as the 'Logical Inconsistency Principle.' 

Logical Inconsistency Principle (LIP): Logical inconsistency is 
to be avoided. 

This principle is more in accord with spirit of coherentism than is the PPU. 

And these principles are, of course, quite different. Suppose S believes that 

P and that -P. Further, suppose that it never occurs to S that she believes 

both P and -P, and that S does not believe for either conjunct that her 

reasons for believing it relied crucially on false premises. The PPU has 

nothing to say about such a case while the LIP entails that S disabuse 

herself of one belief or the other. Thus, these principles are quite different. 

The foundationalist has no reason to accept the LIP. Everyone will 

agree that conflict in the doxastic system is not optimal. Yet the 

foundationalist may well be willing to grant that there may be times when 

one has two beliefs, both grounded on good evidence, which are inconsistent 

and that in such a case there is no reason to suppose that both beliefs are 

not justified. Perhaps if one comes to discover this tension one or both 

justifications will be defeated. But coherence is not at the root of 

justification, or so the foundations theorist will say. 

28 There may be times when one who believes both that P and that his reasons for 
believing that P are no good should surrender the latter belief. This point is recognized 
by Harman on page 39. As long as this proviso is included, I see no reason for the 
foundationalist to not accept the PPU. 
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Thus the foundationalist rejects the LIP; but is that what he ought to 

do? In other words, is there good reason to think that the LIP is a true 

principle of ongoing justification? The answer to this, as Harman himself 

recognizes, is clearly 'no.' There are two main reasons for rejecting the 

LIP. First, one might have two beliefs which are inconsistent but which 

are such that it would take a logician to discover the inconsistency. We 

can't expect people to be perfect natural deduction machines, so we can't 

expect that just any inconsistency is reason for a person to alter a belief. 

The second reason is related to the first and a bit more controversial. It 

might be that two beliefs are inconsistent and are such that the subject 

could recognize this rather quickly. However, in order for such conflict to 

be noted, both beliefs must be activated, or in short-term memory at the 

same time. LTM is inert; it is a storage house from which information is 

retrieved to be processed. So two inconsistent beliefs that are in LTM can 

never be recognized as such if they are not recalled together. And it could 

be that the subject's memory is organized in a way that makes this most 

unlikely; that is, the two beliefs could be contained in very different 'files' so 

that there are very few retrieval cues that would activate them both. 

Furthermore, even if one considers that P and does a memory check for -P 

(or something that entails it), it isn't certain that one will be able to recall 

-P even if one does believe it. And one can't simultaneously examine all of 

one's beliefs; short-term memory can hold only around seven pieces of 

information at once. Thus, one might think it too stringent a requirement 

to demand that all logical inconsistency is to be avoided. 
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To accommodate points like these, Harman rejects the LIP in favor of a 

doctrine that Harman calls the 'Recognized Inconsistency Principle' (RIP). 

This principle states that one has a reason to avoid believing things that one 

recognizes to be inconsistent (where 'inconsistent' is to be taken more 

broadly than 'logically inconsistent'). Thus, the RIP avoids the objections 

launched against LIP; the RIP is clearly not a psychologically unrealistic 

principle. The question now is, Are there any serious objections to the RIP? 

It is hard to see that there could be any such problems for the RIP. It 

should be kept in mind that Harman doesn't see this principle as 

exceptionless; the Paradox of the Preface suffices to show this. Yet surely, 

in most cases, if one recognizes an inconsistency in one's doxastic corpus, 

one has a sufficient reason for no longer believing as one does. However, it 

should be noted that once we have watered down the LIP so that it becomes 

the RIP, it is no longer clear that we have anything that the foundationalist 

won't accept. 

The foundationalist claims that in order to be justified in a memory 

belief, one must have a justification for that belief. Now suppose that S 

believes both that P and -P. Furthermore, suppose that S comes to 

recognize this. S then considers his reasons for believing that P and finds 

them relatively strong, but finds that his justification for -P is tenuous at 

best. Now to have good reason to believe that P is true, but no good reason to 

think that -P is true, is, on the balance, to have good reason to think that P 

is true. But good reason to believe that P is true is good reason to believe 

that -P is false. And good reason to believe that P is false is good reason not 

to believe that P. Thus, in this scenario, recognizing an inconsistency leads 
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one to have good reason to avoid it by maintaining one belief and dropping 

the other. 

In cases where the evidence is more evenly split, the foundationalist still 

would recommend a policy that comports well with the RIP. Suppose that S 

has as good a reason to believe that P as she does for believing -P, but that 

she finds herself believing them both anyway. Now if she is playing by the 

foundationalist's rules, she will have kept track of her reasons for believing 

as she does. Suppose, in the first case, that her evidence for both P and -P 

is weak; then she has no particular reason to believe either way, no 

adequate justification for either belief, and so she isn't justified in either 

and should abandon them both. Next, suppose that she does have 

reasonably good evidence for them both; i.e., if she had only the evidence 

that she does for P (and if she failed to have the evidence or the belief that 

-P), and she were to properly base her belief on this evidence, then she 

would be justified in believing that P. The same goes, mutatis mutandis, 

for her evidence for -Po Now of course, there will be some cases in which 

the rational thing to do is to keep both beliefs; that is merely to repeat the 

point about there being exceptions to the RIP. But suppose that one 

afternoon S believes both that it will rain this evening and that it won't rain 

this evening. She believes that it will rain because a remarkably reliable 

weatherman has forecasted a wet night. However, S has never seen rain 

in the evening of a day when the afternoon is as cloud-free as today is. She 

has remarkably good inductive evidence that it won't rain; but she also 

realizes that this weatherman that is reliable has the same data that she 

has, in addition to his more technical information. It seems to me that 
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what S ought to do, if she can, is suspend belief in both P and -Po And the 

foundationalist will have reason to assert this as well. For each belief, she 

will have no good reason, on the whole, for accepting it. The evidence for 

each belief is relevant to the other; that is, the evidence set for both her belief 

that P and her belief that -P is same. Since both beliefs have as much 

evidence against them as for them, there is no good reason to believe either. 

Once the inconsistency is recognized, the justifications are to recalled, and 

one will discover that the evidence positively relevant to one belief is 

negatively relevant to the other. The result will be that neither belief can be 

well-founded and thus, ceteris paribus, both beliefs ought to be 

surrendered. 

I have been arguing that the difference between foundationalism and 

coherentism cannot have to do with the RIP or the PPU, since both positions 

will accept both principles. On the other hand, each view will also reject 

the LIP, so that can't serve to distinguish them either. It seems that 

ultimately the difference between the foundations and coherence theories 

lies in their respective attitudes to the principle of conservatism. The 

coherence theorist accepts conservatism, claiming that a memorial belief 

needs no justification unless there are reasons for questioning it. The 

foundationalist denies this; according to him, a belief must always have 

some justification if it is to be rationally held. And the justification must be 

the original justification which the agent had when the belief was formed. 

It would seem, then, that the issue of whether or not coherentism is true, is 

crucially dependent on the truth of conservatism. It is to this doctrine that 

we now turn. 
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a.7: Conservatism 

I take it that, prima facie, conservatism is a puzzling doctrine. A 

common thought about justified belief is that it is belief which one has 

reason to think is true (so says the intemalist) or which is likely to be true 

(so says the externalist).29 Conservatism, however, significantly weakens 

this to "justified belief is belief that one has no reason to think false." Thus, 

it seems to me that if we are to accept conservatism, we must be presented 

with an argument for it. What might such an argument look like? 

Nowhere in Change In View does Harman argue explicitly for 

conservatism. Reconstructing what he says throughout the chapter, 

however, one can derive an anti-foundationalist argument that can be used 

to support conservatism. The argument is as follows: 

[C]: 
1) We only seldom rem'ember our reasons for holding a 
particular belief. 
2) In such cases, we can rarely generate, on the spot, new 

reasons for the belief. 
3) Thus, we only seldom have reasons for our beliefs. 
4) If conservatism is false, then we are only seldom justified in 

believing as we do. 
5) But it is absurd to think that we are only seldom justified in 

believing as we do. 
6) Therefore, conservatism is true.30 

There are, I believe, several places at which this argument is potentially 

vulnerable. One will need to know just what it is to 'remember' the reason 

for a belief (for Harman this means being able to recall it in appropriate 

29 Cf. BonJour (1985), chapter one. 
30 One can find most of this one pages 38 and 39 of Harman (1986). 
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circumstances) in order to be able to assess step (1). As we shall see in 

Chapter Five, there is a reason for thinking that there is a significant sense 

in which we do generally come up with new reasons 'on the spot;' so there 

is some real reason to doubt (2). Since step (3) follows from steps (1) and (2), 

any reason to doubt the latter is a reason to doubt the former. Similarly, 

step (4) presupposes the truth of (3), so it and likewise the final conclusion 

are also shrouded in doubt. Furthermore, even if (3) is true, there is, as we 

shall see in the final chapter, reason to doubt (4). Now from what I have 

here said, it doesn't follow that (C) is unsound. The issues and potential 

problems that I have raised need to be much more fully discussed. 

However, I will not go into these now, although certain of them will 

reappear and be more thoroughly addressed later. Unless Harman can 

show that there is no other way to account for the rejection of skepticism 

than the acceptance of conservatism, there will be cause for doubt. I 

propose now to consider two other possible motivations for the acceptance of 

conservatism. 

(A) The reliability motivation: Suppose that it is true that humans are 

basically reliable cognizers. This is an assumption which is ubiquitously 

made and for which, presumably, we can gather evidence. Thus, for 

instance, the cognitive sciences might be able to provide experimental 

evidence for the reliability of our perceptual and memorial processes. 

Another possible reason for thinking ourselves basically reliable comes 

from considerations involving evolutionary theory, viz., the argument from 

natural selection. The idea here is that natural selection favors organisms 

that are adapted for survival. But any organism so adapted must be able to 
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accurately represent the world to itself (otherwise its ability to find and eat 

non-poisonous food, to avoid predators, to find mates for reproduction, etc., 

would be entirely miraculous). Thus, any highly evolved species must have 

accurate representational states. Humans are such highly evolved 

animals and our representational states are beliefs. Hence, most of our 

beliefs must be true. Thus, for each of our beliefs, that belief is likely to be 

true. Therefore, since a justified beliefis one that is likely to be true, a belief 

will be justified provided that one has no reason to think that it is false. 

There is an initial difficulty with this argument that I will note before I 

give my objection to all such reliability arguments. The problem with this 

evolutionary argument is that is isn't altogether clear that natural selection 

would favor animals with mostly true beliefs. What makes for the survival 

of the species is that a significant percentage of the species be able to live 

long enough to reproduce. Thus, for example, it is important that a 

species' members be able to find food and mates, and avoid predators. For 

this purpose, it might suit a species better if, with respect to predators, it is 

overly cautious. Believing of many things that are harmless that they are 

not will frequently have little negative affect on an animal's survival. But 

believing of even one thing that it is not harmful when it is could easily cost 

it its life. With respect to food, if there is little that is poisonous around, 

believing of many things that are not particularly good to eat that they are 

good will cost little while being overly picky could, during winter or times of 

drought, result in starvation. The very same point holds for mating; being 

too choosy about what to mate with could lead to species' extinction. In all 

of these cases, there seems to be good reason for natural selection not to 
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prefer animals with reliable cognitive processes; frequently making certain 

errors can be better for survival than infrequently making certain others.31 

There is, however, another possible basis for the reliability motivation. 

Some philosophers hold the view that in order to accurately ascribe beliefs 

and desires to an agent, one must make the assumption that the agent 

believes a greater number of truths than falsehoods. Donald Davidson is 

the chief proponent of this view, calling this reliability assumption the 

'principle of charity.'32 If Davidson is right, we are faced with a choice. 

Either refuse to ascribe beliefs and desires to agents or do so and 

automatically credit them with mostly true beliefs. And since it just seems 

clear that our belief/desire interpretations are right, we must, if we are to 

follow Davidson, see our fellow agents as fairly reliable cognizers. 

A real question, however, is Why should we follow Davidson in his 

reliability constraint? It certain seems that such is not the case. 

Epistemologists have long argued that error on a massive scale is logically 

possible; that possibility, after all, is what caused Descartes such anxiety in 

the Meditations. One needn't, however, stretch one's mind to such remote 

possible worlds in order to devise what looks like a devastating 

counterexample. Consider, for instance, a recent story of Alvin 

Goldman's: 

Imagine a child who grows up normally and develops a 
mastery of English. Several cognitive catastrophes then befall 
him. He is stricken by diseases that distort his visual powers 
and his memory--except his memory for language. As a result, 
he now describes his visual environment in ways we regard as 

31 Points like this are also made in Stich (1985). 
32 Ct Davidson (1984), chapters 9, 10, and 11. 



massively false. And when he recalls things from his personal 
past, his accounts are systematically erroneous. To ensure his 
health and well-being, he is placed in the hands of a guardian, 
who feeds and treats him well except for instruction in cognitive 
matters. The diabolical guardian reads him specially concocted 
newspapers and encyclopedias full of falsehoods. So the child 
gradually acquires a radically false picture of the world. The 
guardian even teaches him fallacious inference patterns, which 
take him even further from the truth. His misconceptions are 
expressed in avowals of belief, and since there is nothing amiss 
with his linguistic memory, we have every reason to interpret 
his utterances homophonically. We would then be strongly 
disposed to ascribe to him a system of belief that is massively 
false.33 
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I take it that this (and the Cartesian demon) case makes it extremely 

plausible that Davidson is wrong in his assertion. Of course, it doesn't 

follow that such cases l:ire possible because we can imagine them. Yet the 

burden of proof would, I suppose, be squarely on the shoulders of one who 

claimed that examples like Goldman's don't represent real possibilities. 

As I mentioned at the beginning of this section, one might also be able to 

adduce evidence from experimental psychology which at least makes it 

reasonable to believe that we are reliable cognizers. Let us suppose that 

one could. Or, for that matter suppose that contrary to what I've argued, 

either the argument from natural selection or the Davidsonian principle of 

charity (or both) does serve to demonstrate that we have more true than 

false beliefs. It nevertheless isn't the case that the principle of 

conservatism is well-supported. 

Richard Foley has considered a version of the reliability motivation and 

has rejected it as a proper rationale for a particular brand of 

33 Goldman (1986) page 176. Colin McGinn has given arguments with a similar point in 
McGinn (1977). 
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conservatism.34 Actually, the principle that Foley considers is rather 

different from the one currently under consideration, but a Foley-type 

objection may be offered here.35 The objector avers that in order for the 

reliability argument to give its intended support, it would have to be rational 

for any believer to believe that it is sound. But surely very few people are in 

such a position (how many people are able to construct an argument from 

natural selection, a theory of language which implies the principle of 

charity, or an argument from experimental psychological data to support 

the claim that we are reliable cognizers?), so it can't be that generally a 

person's beliefs are justified as long as she doesn't have evidence to the 

contrary. 

While I share Foley's view that the reliability motivation doesn't provide 

a sound basis for conservatism, I think that his objection isn't really to the 

point, at least not with respect to Harman's principle. It is one of the jobs 

of the epistemologist to discover the proper epistemic principles, and 

ideally, to provide reason for thinking that his favored list is the correct one. 

So when epistemologists consider conservatism and wonder whether to 

accept it as a true epistemological principle, it is appropriate that evidence 

34 C£ Foley (1987) pages 273 and 274. 
35 There are two different conservative principles that Foley is discussing, both of which 

are quite distinct from Harman's principle. The first of Foley's is: (If S believes 
(p,p1,p2 ... pn) --> it is epistemically rational for S to believe that a high percentage of the 
set (p, p1, p2 ... pn) are true). This is a very strong conservatism indeed. A 
signific~ntly weaker type is Foley's second kind: It is often, or even almost always, 
the case that (If S believes (p,p1,p2 ... pn) --> it is epistemically rational for S to believe 
that a high percentage of the set (p, p1, p2 ... pn) are true). Even this second principle is 
stronger than the one that we have been considering, for ours says merely that a 
proposition is justified if it is believed and there is no reason to think that it is false. 
This doesn't entail anything about the subject's believing anything about the truth or 
falsity of her beliefs. 
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be given for the principle's legitimacy. In order to be justified in coming to 

believe the principle, one must know, say, the argument from natural 

selection. However, in order for the principle to work in normal situations, 

when it is not the epistemic target as it were, one needn't justifiably believe 

it or even believe it at all. It must only be true. It would be sufficient that 

conservatism is a correct principle for one to be justified in believing that P 

if one has no reason to believe that P is false. Thus, if the argument from 

natural selection is sound then it will provide support for conservatism 

regardless of who believes it.36 

The primary problem with the reliability motivation is that it simply 

doesn't follow from our being generally reliable that every belief is likely to 

be true. Of course it is the case that it is likely that any belief selected at 

random will be true. But this doesn't entail that any belief selected at 

random will be likely to be true. Now if the only evidence base for making 

the judgment of likelihood is the claim that the person has more true than 

false beliefs then it might follow. But why should we restrict ourselves to 

that? That is, why not take into consideration, from our removed, third 

person perspective, the reliability of the belief-forming processes that 

produced and sustained the belief? Or how well the belief coheres with the 

entire doxastic corpus? Or whether the belief is founded on solid grounds? 

The idea here is simply that not every belief is equally likely to be true; a 

person who has a doxastic system that is 90% true can still have beliefs that 

are very likely false. Analogously, suppose that the great majority of apples 

36 For important discussions of the epistemic status of epistemic principles, see James 
Van Cleve (1979) and William P. Alston (1986a). 
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from farmer Jones's orchard are very good tasting. Thus, if you reach into 

a box of Jones' apples, selecting one at random, it is likely that you will get a 

, good tasting one; yet it isn't the case that any apple that you select will be 

likely to be good tasting. Surely if you are unlucky and pick one that is very 

badly bruised, it is unlikely that that apple will be good to eat. So it isn't the 

case that every apple will be likely to be good tasting simply because the 

great majority of them are. In the same way, just because most of our 

beliefs are true, it doesn't follow that every belief is likely to be true. Much 

else needs to be factored in to the determination of the probability of a given 

belief.37 

Thus, I conclude that the reliability motivation is insufficient as a 

grounds for the coherentist's principle of conservatism. 

(B) A Jamesian Motiyation: A want to now consider a rationale for 

conservatism that, with apologies, I will call 'Jamesian,' after a position 

that William James argues for in liThe Will To Believe." Simplifying 

dramatically, I take James's position to be this: Our cognitive goals are the 

acquisition of truth and the avoidance of error. Generally speaking, we 

know how to balance these two goals; if we have a lot of reason to believe a 

proposition to be true, then the small chance of error is worth taking given 

the very strong likelihood of our gaining truth. Conversely, if we have good 

:r7 Here I make the assumption that it makes sense to speak of the probability of a single 
belief. John Pollock has argued in Pollock (1986) that this isn't the case. If he is right, 
then things are even worse for this motivation for conservatism; for the idea is that we 
should accept this principle because any undefeated belief is likely to be true if the 
majority of our doxastic system is. And justified belief is belief that is likely to be true. 
But if probability does apply (nontrivially) to single beliefs, then the whole point must 
be rejected. 
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reason to think that a proposition is false, the risk of error is too large to 

chance and we should not come to believe it. However, there are times 

when the evidence is divided, when the odds seem relatively even. Now 

W.K. Clifford's advice in such a circumstance is unequivocal: "It is wrong 

everywhere and for anyone to believe anything upon insufficient 

evidence."38 There is no doubt that in Clifford's view, split evidence is 

inadequate. James, however, disagrees. With respect to a certain domain 

of propositions, when the evidence is evenly divided, it is allowable for one to 

believe. Why, James asks, should we slavishly stand by a principle which 

would remove our chance of gaining more truth? 

It seems to me that conservatism might be motivated by an extended 

Jamesian argument. When we come to a case in which we have no reason 

to think that a belief is true, but we likewise have no evidence that it is false, 

we find ourselves in something of a middle ground between our primary 

epistemic objectives. It just isn't clear whether we should favor the truth 

maximizing or error minimizing goal. Is it better to have a larger set of 

beliefs with a relatively larger percentage of false ones, or is the smaller, 

more verific doxastic set preferable? Given these choices, one might agree 

with James and argue that unless we have some significant reason to think 

ourselves unreliable, we would do better to believe more truths even if that 

brought with it a greater percentage of false beliefs. Thus, the idea is to 

accept an extended version of James's position, one that is not limited to a 

certain domain of propositions. One inclined to accept this view ought to be 

38 Clifford (1879). 
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equally inclined to accept Harman's conservatism. This quasi-Jamesian 

position is stronger than conservatism; it claims that any time when the 

evidence is more or less equal one is justified in believing as one does 

(presumably this implies than whenever one believes that P and the 

evidence favors this, the belief that P is justified), while conservatism only 

claims that belief in the absence of defeaters is sufficient for justification. 

Thus conservatism doesn't imply that a belief is justified if there is 

relevant, though counterbalanced, negative evidence. 

One needs to be sure to distinguish this motivation from the above 

discussed reliability one. It is not a part of the Jamesian argument that we 

be reliable cognizers or that we have reason to believe this; it is sufficient 

that we have no reason to think that we are unreliable. 

I confess to not having an interesting and completely adequate response 

to this particular motivation. It seems to me to be stronger than the others 

that have been discussed; but it can only serve as a good reason to accept 

conservatism if there aren't good reasons to think that conservatism is 

false. But I shall now argue that there are such reasons and that they are 

overwhelmingly convincing. 

3,8: Against Conservatism 

The primary difficulty with the principle of conservatism is that it treats 

all beliefs as though they were created equal. And I see no reason to believe 

that that is the case. There are two aspects to this objection to 

conservatism: one 'backtracking' and the other 'forward-looking.' Let's 

look at the former first. 
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The conservative claims that, ceteris paribus, any believed proposition 

has a positive epistemic status. The negative coherentist completes the 

picture by adding that as long as the belief is not now defeated, it is justified. 

This makes any theory which accepts conservatism a synchronic theory 

with a vengeance. Nothing about the past is relevant to the determination 

of a beliefs present epistemic status. But surely this isn't right. Suppose 

that John is aware of much information that suggests that P is false, and 

yet because he wants P to be true, he intentionally pays little attention to the 

negative evidence and believes P. Every theory of epistemic justification of 

which I'm aware would claim that John is not justified in coming to believe 

as he does. And the one who accepts conservatism isn't precluded from 

saying this either. What the conservative must say however, is that as soon 

as John is no longer aware of the negative evidence, that is, as soon as he is 

not in possession of defeaters for P, then his believing that P becomes 

justified. So suppose that John manages to forget the defeaters at the very 

first moment after he forms the belief that P; in such an instance, the 

conservative must claim that John's belief is now justified even though a 

moment earlier, as John was forming the belief, his coming to believe that 

P was not justified. Yet the basis of John's belief is still the same; that is, 

we haven't imagined the case as one in which John perversely bases his 

belief that P on evidence that supports -Po John's belief was and is founded 

solely on wishful thinking. Surely, John's having good reason to believe 

that -P and no good reason to believe that P at the time he formed his belief, 

together with the fact that John has not gained any new evidence for P, is 

sufficient for John's failing to be justified in his belief a moment after it is 
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formed. And this is so, I maintain, even if John has forgotten the negative 

evidence that initially defeated his justification for P. What this 

demonstrates is that epistemic justification. has a diachronic component; 

that is, the history of any belief is relevant to its epistemic status at any 

given time.39 This point has been commonly recognized by epistemologists 

who discuss the basing relation. Presently, I shall say more about this. 

Before discussing the second diachronic component of justification40, I 

want to note that these two features of ongoing justification are motivated 

rather differently. I have suggested that the backtracking aspect is derived 

from what has commonly been called the 'basing relation.'41 The idea is 

that that in order for evidence (or perceptual state or a belief forming 

process) E to justify a beliefP, P must be 'based on' E. It is not enough that 

the subject merely have possession of E; the evidence must be the basis of 

the belief. Furthermore, it is usually thought that this basing relation is a 

causal or counterfactual notion, such that the person wouldn't believe P 

39 Of course, I am not denying that one can believe that P for bad reasons, but later come to 
have good reasons for believing it and still not be justified simply because of the 
beliefs genesis. 

An important issue that I have yet to touch upon is just what it is to 'possess a 
defeater.' There seem to be many things that such possession could consist in. One 
might possess a defeater just in case one has it in short term memory. That would be a 
very limited sense of possession. Perhaps what is crucial is the ability to recall it on 
demand or maybe it is to merely have it encoded in LTM (that would be a very liberal 
sense of possession). Also, to possess a defeater is it necessary that one recognize it as a 
defeater? Or need one be able to tell, if one were to reflect on it, that it is a defeater? 
Perhaps, the only thing necessary is that it be a defeater, even if not recognized or 
recognizable to the subject as such. These are important and interesting issues, but a 
discussion of them must wait for another time. I don't believe that they need to be 
decided in order for conservatism to be shown false. 

40 The synchronic/diachronic distinction that I am making is of the same sort as the 
Historical/Current Time-Slice distinction that is made in Goldman (1979), page 104. 

41 For the best discussions of the basing relation with which I am familiar see Pappas 
(1979) and Swain (1981). 
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unless she believed E.42 I explicate the historical nature of justification by 

means of the basing relation because in most cases, the current basis of an 

ongoing belief will be the same as, or at least include, the beliefs original 

basis. I currently believe that Bill Alston doesn't eat chocolate pie; I have 

had this belief for about five years. The basis for this ongoing belief is in 

large part the basis that I originally had for forming it, viz., hearing Bill (or 

Valerie) Alston say that he doesn't eat chocolate pie. Surely that is not the 

entire story; were I not the sort of being who has long term memory and the 

ability to access what is stored there, I would not have this ongoing belief. 

Just as clearly, however, my memory isn't the only thing that explains my 

having this belief. Thus, to put the matter in an intuitive counterfactual 

way, were I not to have the sort of memory that I do, I would not believe as I 

do; but also, were I never to have heard Bill (or Valerie) Alston state that he 

doesn't eat chocolate pie, I wouldn't now believe that he doesn't. 

Counterfactual accounts of the basing relation do run into problems and as 

far as I know no one has given a completely satisfactory analysis. In any 

event, I would claim that the basing relation and hence the backtracking 

aspect of justification is a part of the notion of justification itself; that is, I 

think that it is a conceptual truth that "E justifies SiS belief that P" is true 

only if SiS belief that P is based on E. However, I don't think that the 

forward-looking aspect of justification has such a deep motivation. Rather, 

it is based on theoretical considerations about the kinds of belief systems 

that we want to say contain mostly justified beliefs. 

42 A notable exception to this is Keith Lehrer. See Lehrer (1974), chapter six. 
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In his essay entitled "Epistemic Conservatism," Richard Foley presents 

an anti-conservative argument of the forward-looking sort. 

The unwelcome consequences for a conservative principle are 
not restricted to propositions which the person happens to 
believe. Rather, they also extend to any proposition which it 
would be rational for a person to believe if some other proposition 
has some positive epistemic status for the person. 80, suppose S 
neither believes i nor believes h. 8uppose further that h is 
counterbalanced epistemica1ly for him; the evidence in favor of h 
is exactly as strong as the evidence against h. Suppose also that 
proposition i is barely irrational for him to believe. It is just 
barely more reasonable to withhold on i than to believe i. 
Finally, suppose that were proposition h to have any kind of 
favorable epistemic status for him, even a very weak one, this 
would make it at least as reasonable for 8 to believe i as to 
withhold on it. It would, that is, make believing i acceptable or 
rational for him. Now ask, what would be the consequences, 
according to the conservative, if 8 came to believe h and nothing 
else changes? The answer is that the proposition h would then 
have a weak but favorable epistemic status for S and thus it 
would be rational for him to believe i. And, the epistemic 
conservative is committed to this conclusion even though 
intuitively, S in the second situation is in no better an epistemic 
position to assent to the truth ofi.43 

Thus, it is Foley's contention that we don't want our theory of justification 

to entail that a proposition can go from being irrational to accept to rational 

to accept when nothing else changes in the subject's epistemic position. 

The mere believing of a proposition can't change the epistemic status of 

another proposition. The conservative, however, is committed to this 

possibility. 

I believe that the conservative's situation is even worse than Foley 

suggests. In Foley's case, 8 has as much reason to think that h is true as 

43 Foley (1983), page 177. 
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he does for thinking that it is false. But that needn't be the case for 

problems to arise for the conservative. Consider the following rather 

extreme example: Mary goes about believing as many false perceptual 

beliefs as she can. She forms beliefs against her best evidence whenever 

she is able. Furthermore, let's suppose that after a certain amount of work 

(and perhaps neurosurgery) Mary gets quite good at it. Now on anyone's 

view, Mary's perceptual beliefs are unjustified when they are formed. But 

suppose that Mary also brings it about that she always forgets the reasons 

that she had for believing as she does (perhaps she has read Harman and 

does this is the spirit of doxastic economy). She forgets all of the reasons to 

think that the propositions that she believes are false. Moreover, Mary gets 

so good at all of this that it becomes completely natural. When she forms 

beliefs she automatically does so against the evidence; furthermore, she 

has forgotten that she has this practice. According to the conservative, 

Mary's beliefs, once she has forgotten the reasons against them, are 

justified. So any beliefs that Mary goes about forming inferentially, if she 

uses the proper inferential rules, will be justified as well. Let's suppose 

then, that it never occurred to Mary to mess with her inferential faculties, 

and that she is quite a good reasoner. Mary's doxastic system would then 

be such that nearly all of her immediately-formed beliefs about her 

environment are unjustified when they are formed, but nearly all of her 

inferential beliefs based on these perceptual ones are justified. This is so 

even though (i) the reasons supporting the inferential beliefs are beliefs that 

were formed in the face of evidence to the contrary, (ii) there is no new 

evidence in their favor and (iii) the positive epistemic status that the beliefs 
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now enjoy is derived solely from Mary's forgetfulness. Now surely it is a 

desideratum of a theory of ongoing justification that it not allow such a 

thing. If Mary's beliefs are unjustified when they are formed and Mary 

doesn't at a later time come to base them on some other justification 

conferring grounds, then Mary's inferentially-based beliefs must also be 

unjustified. Thus, one ought to reject conservatism because it implies that 

improperly formed beliefs that are now justified as a result of the agent's 

forgetfulness can confer their justification to other beliefs. Once one allows 

the initial beliefs to be justified, they will reach forward and confer their 

justification on other beliefs thus extending the ill-founded chain 

indefinitely. 

For a final, and I believe, fatal blow to conservatism, let's again look at 

the quotation from Foley. Although I'm sympathetic with his point, I think 

that as it stands it is poorly stated and that once it is clarified, there is a 

powerful objection to be made. Foley has said nothing that would stop the 

conservative from claiming that it is sufficient for a beliefs being initially 

justified that the person have no good reason not to believe it. Such a 

conservative is now holding a very liberal account of initial justification, but 

that might be expected. The point is, however, that if the belief formed in 

this manner is justified, then surely it is allowable that it could transfer its 

justification to a proposition as yet not believed, as long as there is the right 

sort of relationship between the two propositions.44 What Foley must be 

44 Note that if one is a negative coherentist with respect to corning to believe, one will take 
an extremely liberal view with respect to the right rules of inference. One will have to 
hold that if 8 infers A from B, such an inference is allowable just in case B is not a 
reason to think that A is false. 80, presumably, I would be justified in inferring that 
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assuming is that in coming to believe that h, when she has no reason to 

believe it, S is not justified in believing as she does. However, once she 

believes h, having no reason to think that it is false, S now is justified in 

believing it. And since h is good evidence for i, i is now justified. 

But surely a conservative won't want to say that. I take it as a reductio 

on a theory if it entails that a belief that one is unjustified in forming 

becomes justified a moment later simply in virtue of being held. Of course 

one can unjustifiably come to believe P and later be justified in continuing to 

believe P if one has since come to base the belief differently. But the 

conservative who rejects a complete negative coherentism will have to hold 

that the forming the belief is sufficient (in the absence of defeaters) to alter 

the epistemic status of the proposition believed. And surely that can't be 

right. What this means is that the conservative must be a negative 

coherentist all the way around; she must hold that one may justifiably come 

to believe that P as long as the evidence doesn't suggest that .... P. But is this 

view at all plausible? I don't think that it is. Suppose that last August I 

came to believe that Dukakis will win the Presidential election and that the 

evidence that I had for this tells me that there is a .5 probability that this 

will come to pass; my evidence then also indicates that there is a .5 

probability that Bush will be our next president. Am I justified in believing 

about Dukakis as I do? It is hard to see that I am. Surely the reasonable 

thing in such an instance is to withhold judgment; i.e., ceteris paribus, I 

"Ronald Reagan is President" from "Orel Hershiser is the World Series MVP." 
This, I take it, is an unwelcome consequence. 
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would be not be justified in believing that Dukakis (or Bush for that matter) 

will be our next president. 

Now it may be that the example that I've chosen is overly favorable to the 

negative coherentist. For, as a Jamesian might say, it could be that my 

option is forced; I will be asked many times who I think will win and there 

is certainly some pressure to go out on a limb and make a prediction. And 

if I do this enough times, I might just start to believe what I answer. But 

suppose I am interested in knowing whether there is an odd or even 

number of ducks currently alive.45 There is a fifty/fifty chance no matter 

which option I believe, and I've got no reason to disbelieve that the number 

is even, so the negative coherentist will have to say that it is allowable for 

me to form this belief. But surely it isn't. Moreover, it might be claimed 

that I have no reason to disbelieve that the human population of the planet 

earth at this precise moment is 5,001,234,987. I think that I remember 

some months ago the papers' reporting that the 5 billionth person had been 

born. And I have no reason to think that the net increase in our population 

since then hasn't been 1,234,987. So the negative coherentist will have to 

claim that this belief, or at least my belief that there are, say, an even 

number of living ducks, is justified. But, again, surely this isn't right. 

One might object that we have second-order epistemological beliefs that 

could serve as defeaters for the belief that the human population is 

5,001,234,987. Even if I believe that it is very likely that between one and two 

million people have been born since the birth of the 5 billionth person, the 

45 I take this example from Conee and Feldman (1985). 
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odds that I am right in my belief about the exact population are one in a 

million. Thus, the probability of my beliefs being true is extremely low and 

I have reason to believe that my belief is false. So I do have evidence to the 

contrary and the negative coherentist needn't countenance my belief. 

It might be that this response does adequately rebuff this example. It is 

surely true that any reasonably well-educated adult would be in possession 

of such a defeater. However, I am not sure that it is in any sense necessary 

that every person capable of justified belief would be able appreciate, much 

less construct, such reasoning. A child or extremely uneducated adult 

might very well fail to have any beliefs about probabilities. If such an 

individual believed for no reason that the human population was a certain 

number, he would be unjustified in so believing, even though he would have 

a belief that was undefeated. I realize that some grow weary of unusual or 

even downright bizarre counterexamples in epistemology, and so might 

object to my criticisms of negative coherentism on those grounds. However, 

I see no impropriety in this philosophical method; it is, after all, relatively 

easy to construct a theory that can account for typical cases of justified belief 

or knowledge. The difficult and unusual cases are those which separate 

the average from the exceptional theories. 

The conclusion to draw, I believe, is that the principle of conservatism 

must be rejected. For either one needs some kind of evidence or reason in 

order to be justified in coming to believe a proposition or one doesn't.46 If 

46 In a later chapter, I argue that this actually a false dichotomy. Another option is 
reliabilism. According to the reliabilist, I needn't have evidence in the form of other 
beliefs (perhaps not even in the form of nondoxastic states) in order to be justified; but 
this doesn't mean that I am justified in a belief as long as I don't have any defeaters 



one does, then an initially unjustified belief that one has no reason to think 

is false but likewise no reason to believe true, will become justified once one 

has formed the belief. And that can't be right. Conversely, it might be 

contended that one is justified in coming to believe a proposition if one has 

no reason to believe that it is false. Yet that is also wrong because it entails 

that I would now be justified in believing that the number of living ducks is 

even; but such is not the case. Hence, the principle of conservatism is 
.. 

false. And if it is false, then so is negative coherentism as a theory of 

ongoing justification. 

3.9: Historical Negatiye Coherentism 

Before concluding, I would like to briefly consider a position that the 

negative coherentist might consider falling back on. What has caused him 

all of his problems is the ahistorical nature of his theory of ongoing 

justification. Suppose that, feeling the weight of the counterexamples and 

arguments presented in this chapter, the negative coherentist changes his 

position so that an ongoing belief is justified iff it was initially justified and 

there are (and, perhaps, have been) no defeaters for the belief. Thus, the 

position might still be thought of as negative coherentism since an ongoing 

belief may be justified even if the believer currently has no positive support 

for it. I skip this option here, however, because it would only complicate matters; 
reliabilism does not support conservatism. The reliabilist claims that a necessary 
condition for justification is that the belief be reliably formed and sustained. So not 
every undefeated ongoing belief is justified according to the reliabilist. 
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for the belief; however, it would lack the chief liability of the view that has 

been under discussion heretofore. 

One should see how attractive this suggestion appears. After all, we are 

looking for a theory of ongoing justification which (i) enables us to avoid a 

mild form of scepticism with respect to continued beliefs, and yet (ii) gets 

around counterexamples in which a subject unjustifiably forms a belief and 

later is justified simply because he now has no defeater. This amended 

negative coherence theory is able to make good on both of these desiderata. 

Despite its attractiveness, however, I think that it is relatively easy to see 

that it fails nonetheless. Consider a ,case in which a person comes to believe 

that P justifiably, and does not at any time come to have a defeater for her 

belief. However, suppose that her memory for a class of propositions of 

which P is a member is extremely unreliable. The class of beliefs is small 

enough that she can't be expected to notice her mnemonic failures, so her 

unreliability is consistent with her not having any good reason to suspect 

this. Now to say that her memory is unreliable here is not to say that she 

frequently can't recall a stored belief when needed; rather the problem is 

that she does seem to remember a proposition, but most of the time she is 

wrong about her ostensive memory. 

The sixty-four dollar question at this juncture is, Granted that she was 

justified in coming to believe that P, is she justified in later continuing to 

hold it? The answer, it seems to me, has to be 'No.' Now since she can't be 

expected to notice the difference, her belief might very well be rational, and 

if there is a synonymous sense of 'justified,' as I believe there probably is, 

then she is justified in that sense. However, I made it clear in the initial 
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chapter of this essay that that isn't the sense that interests me. I am 

interested in the sort of justification that is primarily what turns true belief 

into knowledge. N ow suppose that in the above case her memory belief 

happens to be true; are we willing to say that it is knowledge?47 Surely, not. 

Her connection to the truth of the belief is far to tenuous for this to be a case 

in which she knows that P. Hence, even this more plausible version of 

negative coherentism must ultimately be seen to be inadequate. 

3.10: Conclusion 

In sum, I believe that Harman has not made a good case for negative 

coherentism as a theory of ongoing justification. Furthermore, there are 

good reasons for thinking that the principle of conservatism, upon which 

negative coherentism crucially rests, is false. My rejection of Harman's 

coherence theory of ongoing justification should not be taken to imply that I 

accept the theory that Harman labels 'foundationalism.' As will become 

apparent later on, I believe that theory to be false as well. 

What other candidate accounts of ongoing justification are there? Well, 

we have discussed one form of coherentism in this chapter, but we have yet 

to say a word about was is known as 'positive coherentism.' It is this 

position that will be the focus of the next chapter; we will then return to 

consider foundationalism in Chapter Five. 

47 Here we are putting Gettier worries aside. 
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CHAPTER FOUR: 

POSITIVE COHERENTISM AND THE PROBLEM OF ONGOING 

JUSTIFICATION 

4.1: Introduction 

In the previous chapter, I argued that Gilbert Harman's negative 

coherence theory of ongoing justification is false. I want now to turn our 

attention to so-called 'positive coherence theory' and see if the prospects for 

success look better there. The particular view that I will examine is that of 

Laurence BonJour, as found in his book, The Structure of Empirical 

Knowledge. 1 While BonJour is not specifically interested in the problem of 

ongoing justification, he does offer a theory of justification simpliciter and 

he even makes a few cryptic remarks about how mnemonic beliefs are to be 

justified on his account. 

BonJour never really explicitly offers necessary and sufficient 

conditions for an empirical beliefs being justified, but it is clear that he is 

committed to the view that S's belief that P is justified iff P coheres with the 

rest of S's doxastic system. Not surprisingly, the key notion in this account 

1 BonJour (1985). I choose BonJour's theory rather than Keith Lehrer's because the 
latter's updated theory is what Lehrer himself calls a 'monster theory,' i.e., it 
incorporates elements of various theories and so would not serve as well as BonJour's 
as a model of a pure coherence theory (cf., Lehrer (1989) and (1989a». An aspect of 
Lehrer's account is discussed, however, in sections 4.5 and 4.6 of this chapter. 
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is coherence. What is it for a belief, or a set of beliefs, to cohere? BonJour's 

answer to this question is the subject of the following section. 

4.2 BonJour on Coherence 

The first point that BonJour makes about coherence concerns not the 

very concept but the relata between which coherence is a relation. The 

traditional regress argument takes the coherentist to be assuming that 

inferential justification is essentially linear, that the relata are the 

particular belief in question and a proper subset of other beliefs with which 

the former coheres. The problem with such a position is that it makes the 

justification relation ultimately circular. For if my belief that P is justified 

by its relation to my belief that Q and Q is justified via R and if the chain of 

justification eventually doubles back on itself, then my justification for 

believing R will ultimately be based on my belief that P; but my belief that P 

is itself based on Q which, in turn, is based on R. So R turns out to be 

justificatorily dependent on R; what could be more circular than that? 

To avoid this most unwanted consequence, BonJour points out that the 

coherentist should see inferential justification as having a holistic 

structure. Thus, the relata are the belief in question and the entire doxastic 

corpus. BonJour writes, 

According to the envisaged coherence theory, the relation 
between the various particular beliefs is correctly to be 
conceived, not as one of linear dependence, but rather as one of 
mutual or reciprocal support. There is no ultimate relation of 
epistemic priority among the members of such a system and 
consequently no basis for a true regress. Rather the 
component beliefs of such a coherent system will ideally be so 
related that each can be justified in terms of the others, with 
the direction of argument on a particular occasion of local 



justification depending on which belief (or set of beliefs) has 
actually been challenged in that particular situation. And 
hence, a coherence theory will claim, the apparent circle of 
justification is not in fact vicious because it is not genuinely a 
circle ; the justification of a particular empirical belief finally 
depends, not on other particular beliefs as the linear 
conception of justification would have it, but instead on the 
overall system and its coherence.2 
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The positive coherentist will claim that the justificatory status of a belief is 

determined by the relationship that the belief bears to the subject's entire 

doxastic system.3 

Now that we know what the relata of the coherence relation are, we 

need to know something about what this relation is. As we saw in the 

previous chapter, the negative coherentist offers very weak conditions for a 

beliefs cohering with a doxastic system; so long as the belief doesn't conflict 

(in some suitable sense of that term) with the system, it coheres with it. 

The positive coherentist, by definition, makes a much stronger claim. As 

BonJour puts it, intuitively coherence has to do with how well one's beliefs 

'hang together; '4 failing to repulse is not sufficient for cohering. 

According to BonJour there are five primary components of coherence. 

The first is that a coherent system must be logically consistent.5 Since 

2 Ibid, pages 91-92. 
3 Alvin Goldman points out that it is not at all clear how reconstruing the relata suffices 

to get the coherentist out of the charge of circularity, and, furthermore, that the most 
obvious way of understanding BonJour's revised account of the relata entails, 
unhappily, that all of a subject's beliefs are justified or all are unjustified. Sec 
Goldman (1989). Whatever problems there might be here, I propose to ignore them, for I 
have other axes to grind. 

4 Ibid, page 93. 
5 BonJour notes in a footnote that there is some reason for thinking that this constraint is 

overly strong. A doxastic system that was in many respects rich in term s of 
explanatory coherence and probabilist··!c relations but which contained one trivial 
inconsistency might well be preferred to one that is logically consistent by decidedly 
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logical inconsistency is the strongest kind of incoherence possible, it must 

be a defining feature of a coherent system that it not contain any pair of 

inconsistent propositions. However, a system that is merely logically 

consistent is surely not coherent in the appropriate sense. 

A system that is logically consistent but in which most beliefs are 

improbable with respect to others would be incoherent although it would 

satisfy this first criterion. Thus, a second condition necessary for 

coherence is probabilistic consistency. 

If we were to stop here we would have a description of coherence in the 

negative coherentist's favored sense of the term. All that has been required 

heretofore is logical and probabilistic consistency. No positive relations 

have yet been mentioned. BonJour quickly corrects this. We are asked to 

consider two sets of beliefs, A and B. Set A contains these three beliefs: 

"this chair is brown," "electrons are negatively charged," and "today is 

Thursday." Set B consists of the following: "all ravens are black," " this 

bird is a raven," and "this bird is black." A and B are both logically and 

probabilistically consistent, but only B is properly called 'coherent.' What is 

missing from A are inferential relations. Such relations need not be 

less rich. Also, the Paradox of the Preface seems to suggest that inconsistency might be 
recommended for rational fallible beings like ourselves. By my lights these are very 
significant problems for a coherence theory, but BonJour says that they are too 
'complicated' (!) and 'remote' to be entered into in his gloss of coherence. Since the 
objection that I will be most interested in does not depend on these points, I won't make 
much of them here (although they will briefly re-surface). Nevertheless, I take them to 
be significant and even central, hence not 'remote,' to concerns of coherence theory. 
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deductive; it is enough if they are to 'some degree truth-preserving.'6 This 

then is the third component of coherence. 

Furthermore, we can imagine a doxastic system containing, say, four 

distinct and extremely large subsets with every member of the system being 

a member of one and only one of these subsets. We can imagine that each is 

logically and probabilistically consistent and that within each subset there 

are a great many inferential connections. But now suppose that these four 

subsets are completely unrelated; we should have to say that while the 

subsets are perhaps paradigms of coherence, the coherence of the system 

as a whole is decidedly lacking. Thus, the fourth component of coherence is 

the lack of large and independent subsets within the larger system. 

Finally, the coherence of a system is adversely affected to the extent that 

it contains anomalies, i.e., 

a fact or event, especially one involving some sort of recurring 
pattern, which is claimed to obtain by one or more of the beliefs 
in the system of beliefs, but which is incapable of being 
explained (or would have been incapable of being predicted) by 
appeal to the other beliefs in the system.7 

It is not altogether clear to me why this fifth component isn't just a special 

case of the fourth. Nevertheless, the point is obvious enough: the more 

propositions that are explanatorily or otherwise inferentially disconnected 

from the system, the less coherent it is. 

6 Ibid, page 96. 
7 Ibid, page 99. 
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It should be noted that only one of the five components is stated as a 

necessary condition of coherence. Since the notion of coherence is a degree 

notion, it is plausible to state the components as ones that tend to make a 

system more or less coherent, rather than as requirements for simple 

coherence or incoherence. Let's review the five points by stating them 

exactly as BonJour does: 

1) A system of beliefs is coherent only if it is logically 
consistent. 
2) A system of beliefs is coherent in proportion to its degree of 
probabilistic consistency. 
3) The coherence of a system of beliefs is increased by the 
presence of inferential connections between its component 
beliefs and increased in proportion to the number and strength 
of such connections. 
4) The coherence of a system of beliefs is diminished to the 
extent to which it is divided into subsystems of beliefs which 
are relatively unconnected to each other by inferential 
connections. 
5) The coherence of a system of beliefs is decreased in 
proportion to the presence of unexplained anomalies in the 
believed content of the system.8 

4.3: An Initial Formulation of a Theory of Ongoing Justification 

Although he never actually states necessary and sufficient conditions 

for justified belief, it seems clear that BonJour has in mind something like 

the following: 

S is justified in believing that P at t iff S's belief that P coheres 
with S's (coherent) doxastic system. 

There are many complications, some of which will be discussed presently, 

but this is the idea in a nutshell. What we need to consider now, however, 

8 Ibid, pages 95, 98, and 99. 
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is how to alter this theory of justification simpliciter into a theory of ongoing 

jus tification. 

It would seem that the alteration would be straightforward, i.e., that all 

that is required is a change in the analysandum. So let's take BonJour to 

claim that S is justified in continuing to believe that P at t iff S's ongoing 

belief that P coheres with S's (coherent) doxastic system at t. 

The problem with this view is that it doesn't seem to countenance 

memory knowledge of a host of propositions that we take ourselves to 

believe. Consider the positively mundane example alluded to in Chapter 

One: I believe that my first-grade teacher's name was 'Mrs. McDonald.' 

However, try as I might, I can't seem to recall any other beliefs that I have 

with which this belief coheres in the way that BonJourian coherentism 

requires. As far as I can tell, I simply haven't any beliefs that are 

inferentially related to this belief in the requisite way. For instance, I don't 

have any memory of being introduced to her, nor can I recall seeing a sign 

on the door of her classroom that identified her as 'Mrs. McDonald.' I do 

have a faint memory image of her face, but other than that I can't recall 

anything about her. So it seems that my belief bears remarkably few 

evidential or inferential relations with other of my doxastic states. Hence, it 

doesn't cohere in the requisite sense, and it thus appears not to be justified 

on BonJour's account. 

Yet surely this consequence is not right. I take it that we have many 

mnemonic beliefs that are relatively anomalous; beliefs that we have, and 

that we confidently hold, but for which we can no longer adduce, even if 

prompted, satisfactory evidence. Thus, if a positive coherence theory 



100 
entails that such beliefs are unjustified, it is not acceptable as a theory of 

ongoing justification. 

4.4: Cognitiyely Spontaneous Memory Beliefs 

BonJour, however, would object. One of the complications of his theory 

is the requirement of what he calls 'cognitively spontaneous beliefs' or 

'CSBs.' CSBs are forced into BonJour's account as a response to a standard 

objection to coherence theories. Briefly, the objection is that a doxastic 

system could be maximally coherent even though it was completely cut off 

from the external world. In BonJour's words, 

Nothing about any requirement of coherence dictates that a 
coherent system of beliefs need receive any sort of input from 
the world or be in any way causally influenced by the world. 
But this is surely an absurd result. Such a self-enclosed 
system of beliefs, entirely immune from any external 
influence, cannot constitute empirical knowledge of an 
independent world, because the achievement of even minimal 
descriptive success in such a situation wold have to be either 
an accident or a miracle, not something which anyone could 
possibly have any reason to expect--which would mean that the 
beliefs involved would not be epistemically justified, even if they 
should somehow happen to be true .... how can a system of 
beliefs be justified in a sense which carries with it likelihood of 
truth, while at the same time being entirely isolated from 
reality, however that be understood, which it purports to 
describe?9 

The problem, then, is to construct a coherence theory which accounts for 

and indeed requires input from the world. 

The way that BonJour tries to do this is by requiring that the system of 

which the belief in question is a member meet the Observation 

9 Ibid, page 108. 
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Requirement. This states, roughly, that the doxastic system contain eSBs 

as well as "laws attributing a high degree of reliability to a reasonable 

variety of cognitively spontaneous beliefs."10 If a system doesn't satisfy the 

Observation Requirement, none of its beliefs can be epistemically justified. 

Just what are eSBs? BonJour says far less about this than one might 

like, but he characterizes them as noninferential, as not resulting from any 

other deliberative or ratiocinative process, as beliefs that strike one "in a 

manner which is both involuntary and quite coercive."l! What he has in 

mind, primarily, are standard observation beliefs, e.g., there is a book on 

the table. 

Having described such beliefs and stated their importance for his theory, 

we now want to know how they are to be justified according to a coherentist. 

BonJour's discussion of this is rather lengthy, so I will have to hit only the 

highlights. The basic idea is that one must have a justifying argument for 

the target belief which includes: a meta-belief to the effect that one has the 

belief; the relevant law about the veracity of such beliefs; a belief about what 

kind of belief the target belief is; and a belief that the conditions of 

observation are such that the relevant law applies. And every premise in 

the argument must not only be true but justifiably believed by the subject as 

well. Let's look at the example that BonJour offers, Suppose that as I write 

this, I look up and come to believe that there is a red book on the desk. 

Typically, I will be then able to offer the following justificatory argument: 

10 Ibid, page 141. 
11 Ibid, page 117. 



1) I have a cognitively spontaneous belief of kind K1 that there 
is a red book on the desk. 

2) Conditions C1 obtain. 
3) Cognitively spontaneous visual beliefs of kind K1 in 

conditions Clare very likely to be true. 
Therefore, my belief that there is a red book on the desk is very 
likely to be true. 
Therefore, (probably) there is a red book on the desk. 12 
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A few words of explanation: belief kind K1 would be something like "visual 

belief about the color and general classification of a 'medium-sized physical 

object.'" C1 would contain a description of the lighting, my proximity to the 

object in question, the proper functioning of my visual system, etc. Finally, 

the actual truth of each of the premises is inessential. For example, it 

needn't be the case that beliefs of kind K1 are likely to be true in C1; I only 

need to be justified in believing that they are reliable. 13 

I go into this detail about CSBs and the route their justification takes 

because BonJour claims that mnemonic beliefs can be CSBs. Thus, 

BonJour would not be bothered that my justified belief that my first-grade 

teacher's name was 'Mrs. McDonald' fails to have inferential ties to other 

12 Ibid, page 118. 
13 BonJour is very slippery here. For at times he writes as though (3) needs to be true. For 

instance, he frequently calls such generalizations 'laws'; and I take it that, 
necessarily, there are no false laws of nature. Also, when he is informally glossing 
the aforementioned argument he writes: "it is a true law of nature concerning me and 
a large, though indefinite class of relevantly similar observers .. that our cognitively 
spontaneous beliefs of that kind in conditions of the sort specified are highly reliable, 
that is, very likely to be true" (page 118). However, in his more careful moments 
BonJour says the following: " ... the immediate concern of a coherence theory of 
justification must be reliability as judged from within the person's system of beliefs" 
(page 123) and " ... the enumerative inductive justification of such a law can appeal 
only to the truth or falsity of previous particular beliefs of the kind in question as 
assessed from within the system" (page 125, the emphasis is BonJour's). Therefore, in 
what follows, I will use the expression 'apparent reliability' when what is at issue is 
whether a kind of belief in a given condition will appear, from the subject's perspective, 
to be likely to be true. 
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beliefs about the first grade or Mrs. McDonald. On BonJour's view, such a 

belief is justified in much that same way that cognitively spontaneous 

observation beliefs are. Let's look a bit more closely at the points 

highlighted by BonJour. 

First, a cognitively spontaneous memory belief is a belief "which is 

cognitively spontaneous and which is identifiable as a memory belief by 

reference to its content and very likely also to its phenomenological 

character and to various introspectively observable accompaniments."14 

Such beliefs must be recognized as being CSBs and, further more, 

recognized as a particular kind of memory belief. This latter point is 

crucial since the apparent reliability will vary with the type of memory 

belief in question. 

Second, the degree of apparent reliability will usually be lower with 

respect to memory beliefs than with observation beliefs. In fact, in many or 

even most cases the reliability will be too low to satisfy the justification 

condition in a way sufficient for knowledge. Hence "a further appeal to 

coherence obtaining within the class of memory beliefs will be needed if 

knowledge based on memory is to be attained." 15 So unlike observation 

beliefs, the justificatory argument based on the apparent reliability of CSBs 

will not be sufficient for knowledge. 

Finally, the initial justificatory status of a belief has no direct bearing on 

the justificatory status of a memory belief with the same content. This, 

BonJour claims, is a virtue of this theory since it is often the case that a 

14 Ibid, page 155. 
15 Ibid. 
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belief will be unjustifiably formed although later becoming justified if the 

person becomes aware of a better reason to believe that it is true. 

4.5: The [MJ Argument and the Justification of Qngoing Belief 

Let's look carefully at a run-of-the-mill case of ongoing belief and apply 

BonJour's theory to it. For simplicity, let's consider the belief that I formed 

yesterday that there was a book on the table. Qf course, yesterday when I 

formed the belief, I would have expressed it with the sentence "There is a 

book on the table." However, since this belief was about there being a book 

on the table yesterday, I can no longer use the same English sentence to 

express the appropriate proposition. When I remember and wish to 

express the belief now, I must use a sentence like "There was a book on the 

table yesterday." So let's see how this mnemonic belief is to be justified. 

First, let's suppose that the belief just occurs to me (perhaps I am 

looking for the same book today and it occurs to me that there was a book on 

the table yesterday); i.e., it is cognitively spontaneous. Therefore, if it is to 

be justified, I must possess the following justificatory argument (call 

argument's of this basic form ,[M], arguments): 

[M]: 
1) I have a cognitively spontaneous memory belief of kind K1 
that there was a book on the desk yesterday. 
2) Cognitively spontaneous memory beliefs of kind K1 that 
there was a book on the desk yesterday are very likely to be true. 
Therefore, my belief that there was a book on the desk 
yesterday is very likely to be true. 
Therefore, (probably) there was a book on the desk yesterday. 

For the time being, I want to skip over the question of how the premises 

of an [M] argument are themselves justified. Instead, I want to consider 
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just what is involved in having such a justificatory argument in one's 

possession. 

There would seem to be two conditions necessary for having an 

argument in one's possession. First, the premises of the argument would 

need to be (justifiably) believed and second, one would need to be able to form 

the argument. This latter condition is not so much a coherentist 

requirement as it is an internalist one. That is, one could consistently hold 

that the positive coherence relation is such that merely believing 

propositions which are in fact such that they can be used to construct a 

justificatory argument is sufficient. This kind of coherentism would be 

internalistic in a Pickwickian sense, in that the states which are doing the 

justifying are belief, hence internal, states. However, the spirit of 

internalism requires that nothing which the agent fails to have in her 

perspective is relevant for epistemic appraisal; and in the case of a person 

who believes the appropriate propositions but is incapable of putting them 

together to form the relevant argument, the aforementioned argument is 

not in her perspective. 

Nevertheless, it is reasonable to take coherentism as having this 

intemalistic corollary since that is what seems to motivate coherentism in 

the first place. Furthermore, the two most prominent coherence theorists 

currently working, BonJour and Keith Lehrer, are both staunch defenders 

of epistemic internalism. 16 In any event, BonJour requires in addition to 

16 cr. BonJour (1985) passim, and Lehrer (1989). 
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justifiably believing the premises of the justificatory argument that the 

inference be available to the subject as well. 

The first question to ask is, Is it true, as BonJour's theory requires, that 

for every case of knowledge, there is an argument the premises of which 

are in fact believed by the subject? Consider [M] again. Will every knower 

who has this sort of simple memory knowledge that P actually believe that 

she has a memory belief that P, that her mnemonic belief is a CSB, and that 

it is a particular sort of cognitively spontaneous memory belief (CSMB)? I 

think that it is very safe to say that she won't. And this is so even if 

consciously entertaining a proposition isn't necessary for believing it. 

Consider the belief "I have a cognitively spontaneous memory belief that 

there was a book on the table yesterday." Even if one can believe this 

without having consciously entertained it, one must at least have all of the 

requisite concepts needed to have this thought. But surely most people don't 

have the concept of a CSMB. In fact, even after reading BonJour, I'm not 

sure that I really have the concept. Things are a bit clearer for me with 

respect to non-memory CSBs; but it seems to me that all of the beliefs that 

are occurrent and have been retrieved from long term memory are CSMBs; 

does this mean that every memory belief is a CSMB? I don't know the 

answer; so I possess a great number of potentially occurrent memory 

beliefs that I don't know how to characterize. 

Actually, I believe that we rarely have any of the justificatory beliefs that 

BonJour claims are necessary for justification. As BonJour notes, the first 

premise of an [M]-type argument can be broken down into three parts: (i) I 

have a belief that there was a book on the desk yesterday, (ii) this belief is 
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cognitively spontaneous, and (iii) this eSMB is of kind Kl. Thus, on 

BonJour's view, for any eSMB, I must have a meta-belief stating that I 

have the former belief, a belief that the first-level belief is a eSMB, and that 

this particular eSMB is of kind Kl. Now, for the sake of argument, I 

might be willing to grant that I have the concept of a eSMB, and that one 

can believe a proposition without having consciously entertained it; even 

with these suppositions, however, I find it absolutely implausible that I 

have the conjunctive belief that constitutes the first premise. Remember, 

the claim here is that for every justified eSMB (actually, for any justified 

eSB at all) I possess an argument similar to [M]. But that is surely not the 

case, even if 'possessing an argument' only requires that I believe the 

premises and not that I can actually formulate it. 

But even if one typically does have the required beliefs, it is extremely 

unlikely the one will be able to formulate the argument as BonJour would 

seem to require. Now we must tread carefully here in order to be fair. 

BonJour is well aware that there is more than a modicum of psychological 

unreality required by his position. While he touches on this problem in 

more places than one, he comes closest to facing the issue head-on in the 

following passage: 

... [T]he objection is obviously correct in its contention that 
ordinary knowers have no explicit grasp of ... the inferences 
appealed to by the account of justification in question ... And it is 
also clear that [this] element if [it is] to be part of an account of 
actual human knowledge, must be somehow relevant to the 
actual cognitive states of such knowers. Thus the basic claim 
of my coherentist position ... must be that careful reflection on 
actual cases will reveal that [this] element [is] tacitly or 
implicitly involved in the actual cognitive state of a person who 
has empirical knowledge, even though he does not bring them 
explicitly to mind and indeed would normally be unable to do so 



even if explicitly challenged. Such a claim is obviously difficult 
to establish. It seems to me to be basically correct in the 
present case, but there is very little more I can do to support it 
beyond asking the reader to reflect as carefully as he can and 
arrive at his own assessment. 17 
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BonJour buttresses his response with a secondary defense. He is willing to 

grant that his theory entails that there are a good number of cases that we 

might have intuitively thought were instances of knowledge which in fact 

aren't. Such is the price of taking the sceptic seriously. Writes BonJour: 

Thus, the account of justification offered here will represent at 
best an idealization which is only loosely approximated by 
ordinary cognition ... ! would be inclined to favor a ... view, 
according to which it could well turn out, as it does on the 
account presented here, that typical commonsensical cases of 
knowledge are only loose approximations to an epistemic ideal 
which is seldom if ever fully realized. This amounts to saying 
that our actual cognitive states, though not without a 
significant degree of positive epistemic value, would be 
improved from a purely epistemic standpoint (though perhaps 
not from a practical standpoint) if the inferences in question 
and the grasp of one's own belief system to which they appeal 
were fully explicit. And I can see no serious implausibility in 
such a claim.18 

I think that these responses just won't do. Let's evaluate the former first. 

BonJour claims that if we truly reflect on it, we will see that such 

justificatory arguments are "implicitly involved in the actual cognitive state 

'of a a person who has empirical knowledge, even though he does not bring 

them explicitly to mind and indeed would normally be unable to do so even 

if explicitly challenged." Now it might be thought that what BonJour has in 

mind here is that there is psychological evidence suggesting that such 

17 BonJour (1985), page 152. 
18 Ibid, pages 152-153. 
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justificatory arguments are behind the scenes and that they can be mapped 

onto the computational processes underlying the mechanism responsible 

for the beliefs sustenance. It is extremely implausible, however, to 

interpret BonJour this way since he fails to adduce any such evidence and 

ends the passage by asking the reader to reflect carefully and make his own 

assessment. So inasmuch as psychological evidence is relevant here, it is 

introspective and not scientific. 

My introspective searching doesn't turn up any reason to think that 

such an argument is behind my memory belief that there was a book on the 

table yesterday. But, once again we must be careful. For there are two 

ways that the relevant argument could be "tacitly or implicitly involved in 

the actual cognitive state." It could be involved causally, that is in the 

production or maintenance of the belief or it could be involved epistemically, 

in such a way that unless I tacitly possess or assume such an argument, I 

am not justified in my memory belief. Now on some views there really isn't 

much of a distinction here; that is, many epistemologists think that the 

causal basis of a belief is extremely relevant for epistemological evaluation. 

However, there isn't much motivation within internalistic coherentism for 

demanding that a belief be of a certain pedigree in order to be justified. So 

let's suppose that these two ways of being involved in the actual cognitive 

state of the agent are indeed quite distinct. Is there any reason for thinking 

that BonJour's claim, construed either way, is true. 

Let's first consider the causal reading. As I mentioned in first sentence 

of the last paragraph, I don't find any introspective evidence that this is the 

case. Furthermore, I'm not aware of psychological data suggesting that 
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behind every belief is an argument of type [M]. In fact, it would be quite 

astounding if there were. Why would we be so designed that we would have 

an argument like [M] supporting a great deal of what we believe? It would 

surely be more economical for us to be constructed in such a way that when 

we, say, have a certain kind of memory impression we simply form a belief 

based on it, unless we possess some reason for thinking that it is false. The 

claim that implicitly supporting every justified belief is an entire argument 

actually realized in one's psychology is, unless substantiated empirically, 

incredible. 

There is, however, a more significant reason to think that there can't be 

an argument tacitly involved in an actual CSMB state. Remember how 

BonJour defines CSBs in general: they are noninferential states which do 

not result from "any other sort of deliberative ratiocinative process, whether 

explicit or implicit."19 Thus, it is a matter of definition that a CSMB is not 

psychologically supported by other beliefs and, a fortiori, any justificatory 

argument. This is puzzling because it certainly seems that the most 

natural way to take BonJour's remark that the justificatory argument is 

"tacitly involved in the actual cognitive state of a person who has empirical 

knowledge" is that the argument is causally or psychologically involved. 

But given the definition of CSBs, that can't be the right interpretation. 

So perhaps the sort of involvement is purely epistemic. That is, the 

argument might not be doing any work in causing or sustaining the belief, 

but it is necessary for the beliefs having positive epistemic status. The 

19 Ibid, page 117. 
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problem with this reading, however, is that if the subject doesn't have the 

argument in her doxastic corpus, then, if internalism is true, it can't do 

any justifying. So if BonJour is to be taken to mean that possession of the 

argument is necessary for the belief to be justified, he will have to embrace 

a quite serious form of scepticism since it will surely tum out that there are 

few beliefs that are supported by appropriate justificatory arguments. 

BonJour might try to respond in the following way: you are right that I 

take such arguments to be necessary for justification. Furthermore, you 

are right that in only rare cases will people have the requisite beliefs and be 

able to construct the needed argument. However, people nevertheless make 

certain assumptions about what is the case. And it is sufficient for 

possession of an argument that the person assume both the truth of the 

premises and that the conclusion will be true if the premises are.20 

Surely this response is at best only as good as the term 'assumption' is 

clear. So the question that is absolutely crucial is, How does the coherentist 

propose to explicate this concept? It can't mean what it does in "assume for 

the sake of argument ... " For in this case, the assumption has been called 

attention to and has been consciously entertained; yet the very reason that 

BonJour might consider making the move we are now examining is 

because typically the steps of the needed justificatory argument have not 

been consciously considered and so are not believed by the subject. On the 

ro My use of the term 'assumption' is likely to bring to mind BonJour's puzzling notion of 
the 'Doxastic Presumption.' I will not discuss it here for two reasons: first, I'm not 
sure that I adequately understand it and second, and more importantly, inasmuch as I 
understand it, I take it as an attempt to explain how the metabeliefs involved in [MJ 
arguments are justified. However, the discussion that we are about to enter concerns 
not the justification of these beliefs (or assumptions) but their very existence. 
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other hand, we often speak of one's argument's being sound only if a 

certain further assumption is granted. Normally in this situation, we 

mean to be intimating·that the assumption is behind the scenes; in fact, it 

might even be that we wouldn't expect the person to be able to locate or see 

the assumption if we hadn't pointed it out (or, in some instances, even once 

we have). In at least a good number of these cases, we think that the 

subject has never thought about or consciously entertained such 

assumptions. Perhaps, employing this sense of the term, BonJour can 

maintain that an argument like [M] is assumed by the subjects that are 

justified in a particular CSMB; the idea here is that although the 

assumption has never been consciously formulated it is nevertheless at 

work behind the scenes psychologically upholding the belief in the way that 

BonJour thinks is necessary for justification. 

4.6: Acceptance 

An idea similar to what I've been calling 'assuming' is a notion that 

Keith Lehrer has been expounding as central to epistemological concerns. 

According to Lehrer, the propositional attitude necessary for knowledge is 

not, as is commonly thought, belief.21 Rather it is 'acceptance.' I want to 

have a look at this notion of Lehrer's because it might be argued that we 

accept the premises of [M] arguments even if we don't believe them. Let me 

say, however, that I am not suggesting that we now take acceptance that P 

rather than belief that P as necessary for knowing that P; it will be 

21 Indeed, Lehrer himself took belief to be the appropriate attitude in Lehrer (1974). 
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sufficient for our purposes to examine the claim that a proposition or 

argument that one 'accepts' can serve to justify a target belief. 

Acceptance is a propositional attitude state that is defined by its 

functional role in the mental economy; and this functional role is not 

dissimilar to that of belief. Where belief and acceptance differ, however, is 

that the latter is relative in a way that former is not. Acceptance is always 

relative to a purpose or goal. One may accept that P because one thinks that 

accepting P will be in one's long term good. Or one may accept that P 

because one will thereby be comforted. These acceptances are not relevant to 

epistemological evaluation, according to Lehrer. What matters for our 

purposes are those acceptances that are specifically aimed at now obtaining 

truth and avoiding error. 

Acceptance and belief coincide except in two kinds of situations. First, a 

person might have very good reason to believe that P, recognize this, and 

accept that P even while continuing to believe that -Po There can arise 

conflicts between what one believes and what one accepts upon rational 

reflection. So one can believe that -P while at the same time accepting that 

P for the purpose of truth-seeking. 

The second way in which belief and acceptance can be seen to be distinct 

is that believing would seem to require having thought that P consciously; 

contrarily, it is not necessary for acceptance of P that one has consciously 

entertained that P. Lehrer writes: 

A mental state having the appropriate sort of functional role 
with respect to the content that p is what I have referred to as 
accepting that p. It is not essential to such a mental state 
having such a functional role that a person have considered 
and judged that p, though it may arise in that way. Of course, 



if the state of accepting that p does not arise from consideration 
and judgement, the person will not think or infer that he or 
she did consider and judge that p, but he or she may otherwise 
use the content that p in the same manner as one who did so 
judge. Thus, accepting that p is a mental state assigning a 
similar functional role to the content that p in truth seeking 
inference and thought as a mental state arising from 
considering and judging that p. Accepting that p is a sort of 
positive attitude toward a content, that p, resulting in 
employment of the content, that p, as background information 
in thought, inference, and reflective action as well.22 
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-Elsewhere, Lehrer identifies acceptance with those states that are certified 

by the Central Processing Unit (CPU).23 So while all acceptance is not belief 

and vice versa, there is considerable overlap. However, a salient difference, 

for our purposes, is that acceptance doesn't require conscious judgement or 

entertainment. 

The initial attractiveness of this proposal as a means for BonJour to get 

around the charge of psychological unreality is clear. For as Lehrer 

defines acceptance, such states are actually doing psychological work and 

work very much like that of belief. And the fact that one fails to have the 

requisite beliefs and might not be able to consciously formulate the 

argument doesn't tell against this. So one might accept the premises in 

the [M] argument and even accept [Mrs corresponding conditional, and all 

the while fail to believe any of it. And accepting, as here defined, is a 

psychologicalJy potent state and hence is capable of being "tacitly or 

implicitly involved in the actual cognitive state of a person who has 

empirical knowledge," as BonJour requires of [M] arguments. 

22 Lehrer (1989a), page 11. 
23 Lehrer (1983). 
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The main problem that I see with this use of acceptance is that I can't 

see any reason to think that we accept the justificatory argument in the 

requisite sense. While it is true that Lehrer makes a suggestion that ties 

acceptance to Jerry A. Fodor's theory of faculty psychology,24 he does 

nothing to suggest that our acceptances include propositions about our 

beliefs or about the reliability of particular kinds of beliefs in the particular 

circumstances. And it is very implausible to think that as a general rule, 

people would have such acceptance states. The states that get certified by 

the CPU come from two places: long term memory and the output of the 

Input sensors. What goes into LTM first goes through the CPU so (for the 

moment discounting innate beliefs) whatever we accept must at sometime 

have either been the output of the Input sensor or have been derived from 

other certified states in the CPU. Now, by definition, the Input sensors give 

output about what has been sensed; such output would never include a 

content about the reliability of the senses (unless perhaps one had read or 

heard someone else say it). So the only way for such an acceptance state to 

be produced is in the CPU. While there is good reason to suppose that not 

everything that goes on in the CPU is introspectable, it is generally thought 

(indeed, Lehrer himself mentions this) that nonintrospectable certification 

is the result of particularly automated processes.25 For instance, I would 

suppose that we form many acceptances about the perceptible qualities of 

our immediate physical environment that we never consciously entertain. 

However, why should we suppose that, unconsciously, we form acceptances 

24 cr. Fodor (1984). 
25 Lehrer (1983), page 178. 
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about what we believe and the reliability of every particular belief-type? I 

would suppose that especially with respect to the latter, there would not be a 

nonautomated process that routinely spit out beliefs of that sophistication. 

However, even if that were the case, why should that be necessary for 

justification? Would we really be willing to bet on such a speculative thesis 

of empirical psychology when scepticism is at stake? That is, would we be 

willing to grant that a rather robust version of scepticism is true ifit were to 

tum out that there aren't states certified by the CPU with the content that 

we are reliable cognizers with respect to a certain belief? I certainly would 

make no such concession to scepticism on those grounds. 

Another problem with this utilization of the notion of acceptance is its 

compatibility with any strong intemalism. Suppose for a moment that we 

do have acceptance states of the sort that Lehrer describes and that among 

those states are ones which can be used to construct a justificatory 

argument like [M], Such states have never been a part of the agent's 

conscious life, since their certification might well have been 

nonintrospectable. Thus, let us suppose that at the time that S has the 

CSMB that P, there is a justificatory argument for believing that P in her 

possession, even though she has never formulated the argument (and 

might not be able to if she tried) and has never consciously judged that the 

propositions that are the premises of the argument are true. Now in what 

sense is the justificatory argument S's reason for believing that P? It 

certainly isn't that her judging that the argument was sound made her 

believe that P. It would seem as though the only way that such an 

acceptance state could function as her reason for believing that P is 
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causally; i.e., the set of acceptances which form the premises of the 

justifying argument causally produce S's belief that P. And were any of the 

acceptances to be missing, or replaced with another that didn't preserve the 

strength of the justificatory argument, then S wouldn't believe that P. 

The problem is that what is doing the justifying in this case is 

something that is not really in the subject's perspective, at least not in the 

sense that intemalists typically demand. Let me explain. I take it as a 

necessary condition of a theory's being intemalistic in the requisite sense 

that any two people who are doxastic26 and phenomenalistic twins,27 and 

whose beliefs all have the very same truth-values,28 will not have two 

beliefs that differ in justificatory status. But now consider S and her 

doxastic and phenomenalistic Twin, TS. Although both have had all of the 

same thoughts and made all of the same judgments, and both have been 

right or wrong in all of the same instances, Sand TS differ in one 

26 As I am using the expression, 'doxastic state' simply means 'belief state.' So the set of 
S's doxastic states would include all of her belief states but only those of her acceptance 
states which are also belief states. 

27 Strictly speaking, this is impossible, at least if the twins have any de se beliefs. When 
each believes of himself, "I am feeling good today" each has a different belief, since the 
proposition believed differs due to the indexicality of the word 'I.' This doesn't matter 
for my purposes, however, since one can imagine that for each belief of this sort that one 
Twin has the other has a counterpart belief with the same truth-value. 

28 I want to here define a type of internalism that is a necessary condition of a theory of 
strongly truth-linked notion of justification. That is, I don't want to define 
internalism in such a way as to make it consistent with only a relatively weak sense of 
justification. The express purpose of this dissertation is to consider accounts of a 
strong form of ongoing justification and hence my defining and defeating a sort of 
internalism that is best construed as an account of a weaker notion of justification 
would be truly a hollow victory. And even internalists like Lehrer are not committed to 
the view that two people who are Twins will be strongly justified in all of the same 
beliefs. The way that such internalists deny this is by appealing to the truth-values of 
the states in relevant belief or acceptance systems (cf. Lehrer (1974), (1989), and 
(1989a»; therefore, I have included the clause about uniformity of truth-values. 



148 
important way. While 8 has an acceptance to the effect that she is reliable 

with respect to a certain kind of C8MB, T8 does not. Of course, TS doesn't 

believe or accept that she isn't reliable in the relevant domain. 8he simply 

has no psychological state with respect to that proposition. However, like S, 

when T8 seems to remember that P and she finds no conflict in her doxastic 

system, she believes that P. One might say that she behaves as though she 

believed or accepted her reliability. Now, given the above internalistic 

principle, the internalist must say that any C8MB that is justified for S is 

justified for T8. The problem is, however, that if BonJour is to make use of 

the notion of acceptance as I have been suggesting, then he can't say this. 

Why not? Well, remember, 8 accepts an [M] argument for her C8MB that 

P; although she hasn't consciously considered it, it is still underlying her 

belief. T8, however, has no such acceptance, and, like 8, doesn't believe an 

[M] argument for P. Thus, T8 possesses no justificatory argument for P, 

while 8 does. 80 if BonJour is to use Lehrer's notion of acceptance as a way 

of dodging the charge of psychological unreality, he shall have to say that S 

is justified while T8 is unjustified in believing that P. But such a claim 

would be a direct violation of the internalism that BonJour has been so 

valiantly defending, since both 8 and T8 have had identical conscious and 

doxastic lives. 

Now it might be that, if 8 and T8 were both to reflect on the reliability of a 

particular type of C8MB, their cognitive paths would come apart. It might 

be that at that point 8 would be able to introspect the acceptance states that 

could be used to justify her belief. But even if this were the case, all that 

that would show is that after the introspection, 8 has an internalistic 



149 
justification that ST still lacks; before the introspection, however, the 

acceptance states were a part of SIS reason for believing that P only in a 

causal, and on internalistic assumptions, nonepistemic sense. Hence, I 

conclude that BonJour can't take any refuge in the notion of acceptance as 

previously defined. 

4.7: Implicit Acceptance 

Perhaps, however, we need to have another look at what acceptance 

comes to. For instance, one might claim that one needs to distinguish 

implicit from explicit acceptance, much as some philosophers have 

distinguished implicit from explicit belief.29 (I won't worry here about how 

these distinctions are related to each other.) It could then be claimed that a 

justificatory argument like [M] would be implicitly accepted by nearly all 

believers for nearly all of the CSMBs that we would take to be justified. 

That Lehrer has implicit as well as explicit acceptance in mind seems 

implied in the following passage from his paper "Knowledge Revisited." 

... [W]e accept things that we have never thought about, and 
everyone trusts her senses and draws inferences on the 
assumption that they are to be trusted. For that reason, I 
maintain people accept things about the trustworthiness of 
their mental states, acceptance included, because their 
thoughts, inferences and actions exhibit a state functionally 
similar to one arising from conscious consideration of the 
matter.30 

29 Cf, e.g., Dennett (1978) and Harman (1986). 
30 Lehrer (1989a), page 19. 
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Now I grant that this is not conclusive proof that Lehrer has in mind 

implicit acceptance here. He might be claiming only what I attributed to 

him earlier, viz., that there are certain states which are certified by the 

CPU that have functional properties very much like beliefs have. But if that 

is what is being claimed, then, again, we have been given no reason to 

suppose that this bit of speculative psychology is true. However, the claim 

is much more plausible if it is the assertion that although there aren't any 

causally efficacious acceptances in many of these circumstances, 

nevertheless, the sorts of inferences that one draws are the ones that one 

would draw if one had such states. 

We must now ask whether this maneuver helps. Do people implicitly 

accept the premises and corresponding conditionals of [M] arguments? 

This of course depends on just how liberal we are with the notion of implici t 

acceptance. A quite liberal version of implicit acceptance would be that one 

implicitly accepts that P just in case one does not believe -P or withhold that 

P. This analysis won't work for a least a couple of reasons. First, it should 

be possible to have an implicit acceptance which contradicts a belief, and 

this analysis disallows that. Second, on this view, one implicitly accepts a 

great many things that one doesn't understand and wouldn't explicitly 

accept were one to consider them. For example, this account entails that a 

child accepts that E=MC2 even before he has had any training in physics 

whatsoever. Surely, this is stretching the idea of acceptance beyond its 

legitimate bounds. 

A more reasonable account of implicit acceptance would reqUlre that 

one have the concepts needed to understand the content of P. Also, since we 
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have a reasonably well-defined account of what we may now call 'explicit' 

acceptance (viz., states that are certified by the CPU for the purposes of 

gaining truth and avoiding error), it is desirable for our account of implicit 

acceptance to make use of this related notion. The account which follows is 

of this sort: 

[IA]: 
S implicitly accepts that P at t iff at t: 
(i) S has the conceptual wherewithal to understand that P; 
(ii) S would explicitly accept P if he were to consider it; and 
(iii) S's explicit acceptance would not significantly change the 
functional make-up of his thoughts, inferences, and actions. 

The third condition is required for anything like Lehrer's sense of 

acceptance to work since on his view, acceptance is defined functionally. 

Let's suppose that this account, or one much like it, is right. Will it be 

apparent that one implicitly accepts the premises of [M] arguments? I 

think that the answer is 'no.' One has to be able to classify one's belief as a 

CSMB of a particular sort in order to accept the first premise of the 

argument. But how reasonable is it that one will be able to do this? In order 

for the argument to be a good argument, one must be able to specify the sort 

of belief that one has, and justifiably believe that beliefs of that particular 

sort are reliable. It is interesting to note that the ability to specify the 

relevant belief-type doesn't appear to be much different than the ability that 

the reliabilist needs to specify cognitive process-types. But given how 

difficult this latter task has proven for professional epistemologists, why 

should we think that the average knower has implicitly accepted the right 

specification of CSMB types? It seems clear that he would not be able to 
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explicitly accept only the set of propositions with the right CSMB types if he 

were to consider a set consisting of both right and wrong specifications. 

It might be thought that BonJour could change his theory so that the 

subject would only need to accept a proposition such as "I am reliable with 

respect to memory beliefs." Now it is apparent that the normal adult 

knower implicitly accepts a proposition like that. And when this is 

combined with an acceptance that I have the memory belief in question, one 

gets an argument that (probably) this belief is true. Such a maneuver won't 

work, however. For it could be the case that, on the whole, one is reliable 

with respect to memory and yet certain classes of memory beliefs are 

unreliable. Suppose that Jones is not very attentive and rarely notices for 

more than a moment when a belief of hers is shown false. She has a 

memory belief that her former friend Smith has never repaid a debt that 

she owes Jones. While this belief is true it is atypical for the following 

reason. Jones and Smith have h8:d a severe falling out, and generally, 

Jones memory is very unreliable with respect to beliefs about former friends 

who are now enemies. I suggest that even though Jones implicitly accepts 

a modified [M] argument with the conclusion that "Probably, Smith has 

never repaid her debt," her belief fails to be justified. The problem is that 

even though Jones' memory is basically reliable, there is a more limited 

domain with respect to which it is unreliable and so her belief is not 

justified in the strong sense required for knowledge. 

The justificatory argument would need to accurately pick out, as 

BonJour suggests, the particular sort of CSMB that is said to be reliable and 

there is no good reason to suppose that such a fine-grained description 
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would be accepted by the vast majority of those who have justified ongoing 

beliefs. 

While I think that this is sufficient to show that implicit acceptance 

really won't help matters much, I think that there is a deeper difficulty 

with this move. The central problem is that it is hard to see how implicit 

acceptance could play the extremely important epistemic role that this 

employment would require. For these implicit acceptance states have never 

been a part of the conscious life of the person nor are they actual 

psychological states of the cognizer, i.e., they have no causal history and, as 

things stand now, no causal future. Just how is it that such states could be 

a person's reason or justification for holding a belief? The internalist 

should object to the centrality of implicit acceptance because any state that 

is merely implicitly accepted has never been taken by the subject as a good 

reason for anything, since no merely implicit acceptance has ever been 

consciously entertained. Such acceptance might provide a reason for a 

belief should a person reflect on the belief, but until she does that her 

implicit acceptance can't be her reason for her belief; and hence it can't 

then serve to justify it. 

On the other hand, the extemalist will typically want no part of implicit 

acceptance because such epistemologists tend to stress causal 

considerations in their accounts of justification.31 And a state that is only 

potentially causally efficacious can't now be playing the causal role 

31 It is, I take it, no accident that the most prominent externalists all include causal 
factors in their explication of the notion of justification or knowledge. Cf. Goldman 
(1967), (1976), (1979), (1986), Alston (1985), (1986), Dretske (1981), and Armstrong 
(1973). 
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necessary for justifying a belief. Perhaps surprisingly , BonJour himself 

seems to rule out implicit acceptance on these grounds by claiming that [M] 

arguments must be "tacitly or implicitly involved in the actual 

psychological state" of the believer. So it looks as though implicit 

acceptance can serve no useful purpose for either internalistic or 

extemalistic theories, since the former sort stresses the perspective of the 

cognizer and the latter sort tend to stress the relationship of causal grounds 

to epistemic justification, and implicit acceptance is irrelevant to both 

concerns. 

4.8: The Consequences of Frequently Failing to Have [Ml Arguments 

Recall that BonJour had two responses to the problem that we have been 

considering. Besides claiming that there are justificatory arguments 

tacitly underlying the relevant belief, BonJour claimed that if it turns out 

that there are very many cases which, commonsensically, we think are 

knowledge but which our epistemological theory claims aren't, we should 

be willing to prefer our theory over our intuitions. Our standards of 

justification are only 'loosely approximated by ordinary cognition.' 

However, BonJour fails to tell us precisely what this means. 

The most straightforward interpretation is that we have far less 

knowledge than we thought that we had. And this is quite a radical result 

that BonJour doesn't seem to recognize or, at least fully stress. While he 

does say that we shouldn't ignore sceptical possibilities and that common 

sense is not the last court of appeal, he fails to make explicit that his theory 

seems to imply a relatively strong brand of scepticism. 
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It is hard to see how else to understand BonJour. While justification is a 

relative concept, knowledge is not; one can be more or less justified in 

believing a proposition but one can't more or less know it. If the level of 

justification that we have fails to transcend the threshold for knowledge in 

a great many cases, then we fail to know in those cases. Hence, there is a 

great deal less knowledge than we thought. 

I don't mean to be claiming that since BonJour is committed to some 

kind of scepticism, we have indefeasible grounds for thinking that his 

theory is false. As I stated in Chapter Two, I think that would be an over

reaction. However, I remain convinced that scepticism of any serious 

nature is most implausible and that one would need a very well-worked out 

and strongly defended theory to make it reasonable. And I think that it is 

obvious that despite the very real virtues of BonJour's book, he has not done 

enough to place the burden of proof on the lap of the anti-sceptic. 

4.9: Conclusion 

Let's sum up this chapter. A positive coherence theory of ongoing 

justification will try to account for the epistemic status of a continuing belief 

by virtue of its relation to the entire doxastic system. Unlike his negative 

cousin, this coherentist will require that there be positive support between 

the belief under consideration and the person's other beliefs and (perhaps) 

acceptances. 

The first stumbling block for the positive coherentist concerns 

explaining how many of the ongoing beliefs that we normally take to be 

justified, and even instances of knowledge, can have this epistemic status 
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given the lack of inferential connections between it and the rest of the 

system. We all have many beliefs for which we once had good evidence 

which now simply stand on their own; we have forgotten the reasons that 

we once had for believing as we do. 

We then considered BonJour's account of the justification of memory 

beliefs or as he calls them, cognitively spontaneous memory beliefs. Such 

beliefs are justified in virtue of an argument that has premises stating that 

one has a CSMB of a certain sort and that such beliefs are reliable. The 

difficulty here, as BonJour himself realizes, is that it is dubious that people 

have the requisite beliefs and that they would be able to offer this form of 

argument for them if they were pressed. In light of this problem, which 

BonJour never really meets head on, we tried to make use of Lehrer's 

notion of acceptance. The idea was that even if one doesn't have the 

requisite beliefs and can't formulate the argument, perhaps such things 

could usefully be thought of as accepted. However, that proved inadequate 

as people would generally, at most, only implicitly accept the beliefs and 

arguments needed to justify their beliefs. Such implicit acceptance is 

neither a psychologically potent state nor has ever played a part in the 

conscious life of the subject. Hence it was judged inadequate for either an 

internalist or externalist theory of ongoing justification. So since belief or 

explicit acceptance of justificatory arguments are each overly demanding 

and since mere implicit acceptance of the arguments is not sufficient, the 

positive coherentist can find nothing with which relatively anomalous 

beliefs like my belief that 'Mrs. McDonald' was the name of my first grade 
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teacher can cohere strongly enough for it to be justified. But since such a 

belief is justified, positive coherentism is false. 

Finally, let me mention that I have not even broached the question of 

how the premises of [M] arguments are to be justified. Particularly 

troubling is the premise about the reliability of the particular sort of 

memory belief. There are well-known and initially persuasive arguments 

for the claim that any inductive argument for such a conclusion would 

have to be circular. Raising this issue might expose another place in which 

BonJour's position is vulnerable. However, since I haven't argued that this 

is indeed the case, I cannot hold this against him. It seems to me that we 

have enough evidence to make our verdict on BonJour's theory beyond a 

reasonable doubt.32 

32 Interestingly, there are some recent articles about the status of epistemic principles that 
might be used to argue that such an inductive argument for the reliability of memory 
might be justification conferring after all. (Cf. Van Cleve (1979) and Alston (1986a». 
However, such arguments depend crucially on externalistic assumptions and thus it is 
extremely unlikely that, even if sound, they would be of any use to BonJour. 
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I have now argued that neither positive nor negative coherentism are 

suited as theories of ongoing justification. The obvious place to turn our 

attention next is to the foundationalist. Indeed, we have already had some 

contact with foundations theory in Chapter Three. There, one will recall, 

we examined Harman's anti-foundationalist arguments, in addition to his 

positive arguments for negative coherentism. In what follows, we shall 

examine the prospects for a foundationalist account of ongoing 

justification. For while I think that Harman is right to reject the version of 

foundations theory that he considers, it is clear that there are other, more 

attractive, candidates that can felicitously go by that name. 

5.2: What is Foundationalism? 

I will begin by, more or less, going along with Harman's 

characterization of foundationalism. According to Harman, 

The basic principle of the foundations theory .. .is that one must 
keep track of one's original reasons for one's beliefs, so that 
one's ongoing beliefs have a justificational structure, some 
beliefs serving as reasons or justifications for others. 1 

1 Harman (1986), page 3~. 
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I say that I will follow this 'more or less' because I think that as it stands it 

puts a needless and most implausible restriction on the foundations theory. 

Suppose that S comes to believe that P on the basis of his belief that Q. 

Sometime later, however, S comes to learn that R and sees that R is a much 

better reason to believe that P than Q is. Accordingly, S now believes P 

because he believes R and he soon forgets that his original reason for P was 

Q. It is hard to see the motivation that a foundationalist could have for 

saying that it is sufficient for S's no longer being justified in believing that P 

that he has failed to keep track of his original reason for believing it. Thus, 

I think that it is more plausible, and still within the spirit of the view that 

Harman attacks, to read the foundationalist as claiming that to remain 

justified in a belief one must either keep track of the original justification 

for the belief or, if the justificatory relations have changed since the belief 

was originally formed, one must keep track of this change and know what 

the new relations are. Despite this qualification, for ease of reference, let's 

call this version of the theory 'origins foundationalism.' 

Again in keeping with Harman, I do not claim that this view that I am 

calling 'foundationalism' is the same position that usually goes by that 

name in discussions of epistemic justification. Clearly, it is not. But there 

are important similarities. This view entails that there are basic 01' 

foundational beliefs; these are beliefs which don't depend on other beliefs 

for their justificatory status. And the underlying picture is that of a 

structure with a supporting base and auxiliary supporting relations all the 

way up; so that if the justification for a belief is defeated, not only does that 
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belief 'collapse' (epistemically speaking) but so do all of those beliefs 'farther 

up' in the structure which were justificatorily supported by the now 

undercut belief. So it should be kept in mind that throughout this essay, the 

terms 'foundations theory' and 'foundationalism' are meant to denote 

accounts of ongoing justification, rather than epistemic justification 

simpliciter. 

The origins foundationalist claims that one is justified in believing that 

P only if one has kept track of one's justification for P. When P is a 

nonbasic belief keeping track of the justification comes to two things: 

remembering the beliefs which serve as premises in the justifying 

argument and remembering that the reason one believes that P is because 

one believes these premises. 

On the other hand, if the belief is a basic belief things are a bit more 

complicated. As I understand it, to call a belief basic is simply to say that it 

doesn't derive its positive epistemic support from other beliefs. Because 

such beliefs are defeasible, it isn't correct to say that the justification of a 

basic belief is independent of whatever else the subject believes. Other 

beliefs can have a negative effect on the justification of a basic belief; they 

can serve as defeaters. What isn't possible, however, is to have a basic 

belief that gets its positive support from other doxastic states.2 A basic 

belief, however, needn't be groundless. Such beliefs may be grounded in 

non-doxastic perceptual states or mental states.3 My present belief that I 

2 The way that I am carving things up, a belief that is justified by both non-doxastic and 
doxastic states is not a basic belief. 

3 Here I apparently part company with Harman. Harman says that a basic belief is one 
with an intrinsic justification. If this means that the justification is somehow 
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have a word processor in front of me is grounded in my perceptual state of 

being appeared to 'word processorly.' A belief that I have a slight pain in 

my neck may be based on feeling the pain. Such beliefs are basic but well

grounded. 

The question before us is, What does one have to do to keep track of the 

justification of one's basic beliefs? One might have been tempted to say that 

all one needs to do is keep in mind that the belief is a basic belief. Now it 

might be that for certain basic beliefs, e.g., that 1 + 1 = 2 or that a bachelor is 

an unmarried man, that is all that one needs to remember. What else 

could there be? However, it would seem that such an answer isn't 

sufficient for cases of empirical belief like that there is a word processor in 

front of me or that I have a pain in my neck. It would be much more in 

keeping with the spirit of foundationalism to require that the subject 

remember the nondoxastic state that the basic belief is grounded in and that 

the reason for the belief is the nondoxastic state. This gives us a nice 

parallel with what origins foundationalism takes to be necessary for 

justified nonbasic belief. 

5.3: An Objection to Origins Foundationalism 

Keeping track of one's belief, it will be remembered, requires more on 

Harman's view than keeping it stored in LTM. It must be the case that one 

intrinsic to the content of the proposition believed, then we differ in our 
characterizations of basic belief. He never discusses intrinsicality so I'm not certain 
that we have different views in mind, but we might. 
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can "normally use this information when it is appropriate to do so."4 Now I 

have argued that Harman's explicit reasons for rejecting origins 

foundationalism are ill-founded. Nevertheless, he does hint at an 

argument that seems to me much more persuasive. Adding a bit, here is a 

reformulation of it. 

[AR]: 
1) If origins foundationalism is true, then if S is justified in 
continuing to believe P, 8 has kept track of her justification for 
P. 
2) If 8 has kept track of her justification for P, then she can 
normally recall it at will. 
Cl) If origins foundationalism is true, then if 8 is justified in 
continuing to believe that P, then she can normally recall her 
justification for it at will. 
3) But S has many justified beliefs for which she can't 
normally begin to recall her justification. 
C2) 80, origins foundationalism is false. 

If one is committed to ballpark psychologism, as I am, one ought to find 

this argument persuasive. However, one really needn't trot out a proof for 

this seemingly obvious conclusion. Consider a simple and extremely 

typical sort of case. Bob takes a high school science class in which he 

learns that the sun is 93 million miles from the earth. Twelve years later 

Bob is teaching his eight-year old some basic astronomy and he tells the 

child, "80n, the sun is 93 million miles from the earth." The boy, sceptical 

that anything could be that far away, asks "How do you know that?" Bob 

thinks for a moment and responds, "Go wash up for supper." 

Bob doesn't remember how it was that he learned this astronomical fact. 

He is quite confident that he is right, but he can't remember learning it in a 

4 Harman (1986), page 41. 
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class or reading it in a book. Now I take it that this sort of situation is 

extremely common; we come to know something and then forget what our 

original ground was for believing it. And we haven't replaced that ground 

with another; we simply remember the proposition. If we conclude that 

Bob is not justified in believing as he does, then we shall have to conclude 

that very much of what we once justifiably believed is now unjustified. And 

this claim is inconsistent with ballpark psychologism, and a fortiori, is 

extremely implausible. 

Yet we must surely tread carefully here. If in reflecting on the correct 

principles of ongoing justification we come to see that the standards which 

are intuitively correct are drastically different from that which humans are 

capable of satisfying, it would be cavalier to respond blithely by saying "I 

guess that our normative standards aren't what they seem to be." Perhaps 

the better response would be "I guess humans have less justified belief than 

we previously thought." As argued in the second chapter, even our belief in 

ballpark psychologism is not indefeasible. The initial plausibility of the 

thesis 

[J]: There are justified beliefs 

is extremely high; it would therefore take a significant overriding 

consideration to defeat our justification in believing it. And I believe that 

whatever prima facie plausibility attaches to origins foundationalism as a 

account of ongoing justification, it is not sufficient to outweigh the initial 

plausibility of [J]. 

It may have been noticed that, strictly speaking, there isn't an 

incompatibility between [J] and origins foundationalism (together with the 
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relevant psychological facts). Surely there are times, even if they are few 

and far between, when people remember the justification for their beliefs. 

What this foundationalism is at odds with, however, is the following claim: 

[J']: Most of what people believe is justified. 

For this entails that most of the time people keep track of their justification 

and it seems quite clear that this is not the case. Now [J] is clearly higher 

on the plausibility scale than is [J']; yet they are both extremely plausible. 

But it would take less to defeat the justification that one has for [J'] than it 

would to defeat one's belief that [J]. Nevertheless, it still seems clear that, 

at least for the time being, we ought to suppose that [J'] is true even if this 

means denying origins foundationalism. If we examine all of the other 

candidate theories and find that all of them have problems as serious as 

those plaguing origins foundationalism, then perhaps we may be forced to 

reconsider. 

5.4: Foundationalism Revised 

A foundationalist might be impressed with [AR], but not be convinced 

that the spirit of foundationalism has been thus shown false. The version 

of the foundations theory that we have been examining requires that the 

agent be able to recall the basis of any justified belief, the basis consisting 

both of the reasons for the belief and a further belief that the target belief is 

justified via the other beliefs. A natural move for the foundationalist to 

attempt here is to drop the latter, higher-level requirement. The 

foundationalist could require that the subject remember the beliefs or non

doxastic states which originally served as the basis for the belief, but allow 
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that the subject might not remember the justificatory relations between the 

beliefs. Since this view requires one to remember the premises of the 

justificatory argument, but not the corresponding conditional, let's dub this 

'premise foundationalism.' More concretely, this is the suggestion: 

Suppose that S learns that P on the basis of Q. At the time, S is aware that 

her reason for coming to believe that P is her belief that Q. However, after a 

while, S's memory fades a bit and she no longer remembers why she 

believes P, although she remembers that she does believe it. Furthermore, 

she also remembers Q; what she doesn't recall is that Q is her reason for 

believing P. In such a situation, the origins foundationalist must say that S 

isn't justified in believing that P since she hasn't kept track of her 

justification. 

It isn't at all clear, however, that this is the proper analysis. S does, 

after all, remember the justifying argument or ground of her belief; she 

just doesn't remember that it is the ground. After all, there is still an 

important sense in which S has kept track of her justification; and were she 

to no longer remember those beliefs then she would fail to be justified. The 

premise foundationalist will conclude that she is remains justified in her 

belief that P. Why should we further require her to remember the 

justificatory relations? 

This question has an answer that the premise foundationalist won't like 

because it would appear to devastate his position. There is a very important 

reason, from the perspective of the kind of foundationalist theory that we 

are considering, for one to keep track of why one believes as one does. It is 

essential to such a perspective that if Jones believes that P because he 
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believes that Q and he has his justification for Q undercut, then, ceteris 

paribus, his belief that P becomes unjustified as well. But he will only be in 

a position to appreciate this ripple-effect if he knows the justificatory 

relations between his beliefs. The spirit of the foundationalist view that we 

have been examining requires that one be in a position to note when a once 

justified belief has been undermined. 

Having had this revision fail, the foundationalist could reconsider and 

try a slightly different tack. He could continue in the claim that one ought 

to keep track of the justificatory relations between one's beliefs but deny that 

this entails being able to recall them at will. It isn't necessary that Jones be 

able to recall, at any given time, what his reason is for believing that P. 

Furthermore, it isn't even necessary that he be able to recall his reasons for 

P should P come into doubt or question. All that is necessary to satisfy the 

motivation for the foundations theory is that should the justification for Q be 

undercut, Jones would be able to recall that he believed that P because of his 

now discredited belief that Q. This move assumes that there are two ways 

of keeping track of justification: one such method allows a person to get 

from the justifiee belief to the justifier and the other takes one from the 

justifier to thejustifiee. If one has kept track in the former way, one can get 

from one's belief that P to the reasons that one has for believing it. The 

second method, however, requires only that one be able to get from that 

which justifies a belief to the belief thereby justified. 

Foundationalism requires that one get from a defeated belief to beliefs 

that one inferred from them. Thus, foundationalism requires only the 

latter method of keeping track. So whether or not one can recall at will the 
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basis of a belief should not be at issue. What is required is simply that one 

have the ability to get from a discredited belief to the doxastic states which 

are justificatorily dependent on it. Since the primary requirement here is 

that one be able to move forward from the justifier to the justifiee, let's call 

this 'forward-tracking foundationalism.' 

Although this forward-tracking foundationalism is more plausible than 

either of its predecessors, it is nevertheless inadequate. Recall the case of 

Bob, who knew that the sun is 93 million miles from the sun but couldn't 

remember how he came to know it. The case is not supposed to be one in 

which Bob currently can't recall the genesis of the belief but if properly cued 

would have no trouble. Rather this is a case in which Bob has completely 

forgotten the supporting belief. Now if we are to accept the second revision 

of foundationalism, we shall have to insist that Bob is unjustified in 

believing as he does. At whatever point Bob wasn't able to recall, even if 

cued, the basis of his belief, Bob ceased to have the justifying belief and so 

lost his justification. But as before, this is an unacceptable result. 

Assuming that he hasn't come across good reason to think that his belief is 

false or that his memory is unreliable, Bob surely remains justified in his 

astronomical belief. 

5.5: A Final Revision of Foundationalism 

I think that the foundationalist can do better than we have seen thus far. 

The problem is that we have continued to think of foundationalism as, 

fundamentally, the doctrine that an ongoing belief is justified only if one 

remembers what one's justification was for it an an earlier time. 
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However, this is surely not the only way to construe foundationalist theories 

of ongoing justification. In fact, it might even be argued that the theories 

we've been considering in this chapter aren't properly called 

'foundationalist' at all. For these theories are supposed to be theories of 

ongoing justification; and if such justification has a foundationalist 

structure, there should be some continued beliefs the justificatory status of 

which are not (positively) determined by other beliefs. But the 

foundationalism that we have been considering requires that we have a 

belief about the basis of our earlier belief in order for any ongoing belief to be 

justified; hence, all justified ongoing beliefs must be epistemologically 

nonbasic. 

I propose now to consider a radically different verSIOn of 

foundationalism which entails that at least some ongoing beliefs are 

justificatorily basic. Unlike Harman's version of foundationalism, and its 

near cousins that we have been examining, this position is one that has 

been endorsed by a fair number of philosophers in the present century: 

among them, Bertrand Russell and C.D. Broad, and, more recently, George 

Pappas and John Pollock.5 It is important to keep in mind, however, that to 

call a belief 'basic' is not to say that it is base-less, but only that its base 

doesn't include any doxastic states. In what follows, I will consider 

Pollock's version of foundationalism and argue that the problems his view 

5 Russell (1921), Broad (1925), Pappas (1980), and Pollock (1974) and (1986). This is not to 
say that all of these philosophers give the same account of what it takes for a mnemonic 
belief to be justified. On the contrary, Russell thinks that an image and a certain 
feeling of familiarity are necessary, while Pollock speaks more loosely of the 
'phenomenal character' as being significant; Pappas, on the other hand, doesn't make 
any claims about what it is in virtue of which a memory belief is justified. 
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faces are general enough that any similar version of foundationalism 

cannot fail to have them. 

5.6: Pollock's Foundationalism6 

Like BonJour, Pollock's account of ongoing justification is really an 

account of the justification of memory beliefs. Thus, the relevant issue is, 

given that I am now having a memory belief that P, what is necessary for 

me to be justified in believing as I do? . 

It is crucial to begin by noting a distinction that Pollock makes in 

Knowledge and Justification, viz., 'remembering that P' v. 'recalling that 

P.' 'John remembers that he had eggs for breakfast' entails 'John had 

eggs for breakfast.' That is, 'to remember' is a factive verb, or a success 

term. However, there is also a need for a word to describe the state of 

seeming to remember, of having an experience just like remembering but 

without the implication of truth. It is this role that 'recalling' is to play for 

Pollock. Loosely, to say '8 recalls that P' is to say that 8 is in a state that is 

phenomenologically indistinguishable from what she would be in if she 

6 In constructing Pollock's theory, I will draw from both Chapter Seven of (1974) and 
Chapter Two of (1986). In the latter book, Pollock expressly denies that his favored 
theory is a version of foundationalism. My classifying his view as I do should suggest 
only a semantic, and not philosophical, difference of opinion. For in (1986) Pollock 
makes it necessary for a theory to be of the foundations variety that that theory accept t.he 
'doxastic assumption.' This assumption is that only a belief can serve to justify other 
beliefs. I make no such assumption in classifying a theory as 'foundationalist.' On 
my view, an account which says that some beliefs are justified solely in virtue of 
certain relations to nondoxastic perceptual states counts as such a theory. 
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remembered that P. Thus, '8 recalls that P' is entailed by '8 remembers 

that P' but not vice versa.7 

It is Pollock's view that a mnemonic belief is justified by the state of 

recollection that comes with it. That is, 

[A]: 
'8 recalls that P' is a prima facie reason for 8 to believe that it 

was true that p.8 

Being only a prima facie reason, of course, it might be that all things 

considered, 8 isn't justified in her belief. 8he might, for example, have 

reason to believe that her memory is unreliable. This would undermine 

her justification because it would give her reason to deny that unless it were 

true that P, she wouldn't recall that P.9 

It should be noticed that this sort of justification is open to virtually any 

memory belief, regardless of content. 80 while John's belief that he had 

eggs for breakfast would be so justified, his belief in the truth of a set 

theoretic theorem that he had proved the night before would likewise be 

justified. In fact, while one might still have other justifications for certain 

mnemonic beliefs, such auxiliary reasons would not be necessary as long 

as one possessed no defeaters for the target belief. Every undefeated 

memory belief would qualify as basic! As Pappas has noted in another 

discussion of foundationalism, this is likely to strike some as so 

7 Pollock (1974), page 178. Pollock is explicitly not interested in the way that these terms 
normally operate; thus, his distinction is made for theoretical purposes and not as n 
report of actual usage. 

8 Pollock (1974), page 193. See also, Pollock (1986), page 178. 
9 This is an example of what Pollock calls an 'undercutting defeater.' Cf. Pollock 

(1986), page 39. 
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counterintuitive as to be a reductio of the view. 10 It has usually been 

thought that if there were any directly justified beliefs, they would be 

limited to either beliefs about one's own present conscious states or, more 

liberally, perceptual beliefs about medium-sized physical objects in one's 

immediate environment. That a belief in the truth of a theorem of set 

theory could be epistemologically basic is at the very least surprising. 

It is interesting to note how much Pollock's view sounds like 

Harman's.ll Remember that Harman contrasted his (negative) 

coherentism with a brand of foundationalism which made a necessary 

condition of ongoing justification that one continue to associate any given 

belief with an adequate justification. As opposed to this, Harman claimed 

that one ought to give up a continued belief only when one realized that 

one's original reasons for that belief were no good (this was called the 

'Principle of Positive Undermining'); one needn't keep track of one's 

original justification. Compare this position with that of Pollock, who 

writes: 

This is not to say that my original warrant is totally irrelevant 
to the justification of my present claim to remember. Although 
I need not first ascertain that I originally had a good reason for 
believing-that-P before I can justifiably claim to remember
that-P, nevertheless, if I discover somehow that I did not have 
a good reason, this entails that I do not remember, and hence 
defeats the justification of my claim to remember. Thus, my 

10 Pappas (1980), page 133. 
11 Actually, since Pollock's theory predates Harman's by about ten years, one should 

probably put this the other way around; I state it as I do only because Harman's work 
was considered first in this essay. 
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defeater. 12 
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Despite the striking similarity of their positions, there is one important 

difference. Harman does not so much as mention the phenomenology of 

memory, while Pollock makes it central to his theory of ongoing 

justification. On Pollock's view, what makes John's belief that he had eggs 

for breakfast justified is not the mere fact that it is held; rather it is the fact 

that he recalls that he had eggs for breakfast that is justificatorily crucial. 

And 'recalling' is defined as that phenomenological state which 

accompanies remembering. Hence, one should not see Pollock as 

endorsing the principle of conservatism; memory beliefs are justified in 

virtue of their relation to a nondoxastic state, and not simply because one 

has them. 

In order to properly evaluate Pollock's theory, one needs to know more 

about what this phenomenological state of recalling is. However, I think 

that we should realize that in principle such a state is extremely hard to 

properly characterize and so we shouldn't set our sights too high. As has 

been frequently remarked by philosophers of mind in connection with the 

qualia debate, "If you have to ask what phenomenological states are, you 

ain't ever gonna know."13 Nevertheless, given the importance of this notion 

in Pollock's work, I think it fair that we be offered some kind of 

characterization of these enigmatic states. 

12 Pollock (1974), page 193. 
13 As I guess everyone knows, this adapted quotation is lifted from Louis Armstrong who 

was speaking of jazz and not qualia. 
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In his initial description of recollection, Pollock simply defines it as the 

"phenomenological state which is involved in that kind of knowledge [i.e. 

the kind that is involved in remembering]."14 He does, however, say more 

when confronting the potential objection that there doesn't in fact exist such 

a psychological state. The objector claims that recalling that P is just the 

same thing as believing that P. In response to this challenge, Pollock 

describes three possible cases which lend credence to the recollectionlbelief 

distinction. Here is one such example: 

Consider a physicist who has spent years working on a certain 
project. He has proposed an intricate theory to explain some 
previously puzzling observations, and both he and the scientific 
community at large have performed a truly vast number of 
diverse experiments all of which confirm the theory. The 
result is that the theory has become a well-entrenched part of 
physics. However, when the physicist was a young research 
assistant, he performed a single, at the time inconsequential, 
experiment whose results contradict his later theory. Now, on 
the eve of receiving a Nobel Prize, the physicist thinks back 
over his long career, and suddenly he recalls that early 
experiment. Because that experiment, as he recalls it, 
conflicts with such a huge body of subsequent evidence, he 
might reasonably and with complete justification mistrust his 
memory and be absolutely convinced that his recollection is in 
error. This illustrates that one can recall-that-P without 
believing-that-P, and hence the two states are distinct.15 

Pollock's second example: 

I recall that pi is approximately 3.141592653589793 .... My 
having the recollection tags the source of belief as being 
memory rather than present calculation or the result of 
reading the value off of a table presently before me or simply 

14 Pollock (1974), page 178. 
15 Ibid, page 189. 



pulling the number out of the air at random. For example, 
suppose I have the bad habit, when asked for the value of 
various mathematical and physical constants, of confidently 
spieling off numbers at random without at all trying to 
remember their correct values, and furthermore, I believe 
each time that I have got them right. I am invariably wrong, 
but I remain unrepentant. Then some unsuspecting soul asks 
me the value of pi and I reply at random "3.141592653589793". 
Phenomenologically, picking a number out of the air like this 
and believing that it is the right number "feels" very different 
from recalling that that is the desired number. Thus once 
again, recollection is to be distinguished from belief. 16 

Finally, Pollock describes a kind of case familiar to us all. 

There is a clear phenomenological difference ... between 
remembering and simply accepting what you are told. For 
example, upon meeting someone, you may be told that you met 
him once before at a convention in Philadelphia. You may 
simply take your informant's word for this and on this basis 
know that you met the man in Philadelphia. But it may also 
happen that your memory is jogged by your being told you met 
the man in Philadelphia, and you now remember that you did. 
The difference between these two cases is a purely 
phenomenological one. In the latter case, you are led to recall 
that you met the man in Philadelphia, and you then believe 
this on the basis of your recollection. This difference would be 
inexplicable if there were no such phenomenological state as 
recollection. 17 

So far, then, Pollock's view amounts to this: 

[B]: 
S's memory belief that P is justified at t iff at t, S recalls that P 
and possesses no defeater for her belief that P. 
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There is, however, one more wrinkle. Earlier, I mentioned Pollock's 

claim that recalling is a prima facie reason for belief. Now, on Pollock's 

16 Ibid, pages 189-190. 
17 Ibid, page 190. 
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view, Q is a reason for P iff it is logically possible for a person to become 

justified in believing that P by believing it on the basis of Q.18 SO it is 

definitional that something's being a reason for a belief entails that the 

beliefbe based on the reason. The problem with [B] as it is currently stated 

is that one could recall that P, and have no defeater for it, and yet still base 

the belief that P on wishful thinking. In such a case, S's belief that P would 

not be justified. So we should make the basing requirement explicit in the 

account. Thus, [B] yields: 

[C]: 
S's memory belief that P is justified at t iff at t, S recalls that P, 

bases her belief that P on her recollection, and S possesses no 
defeater for her belief that P. 

The virtues of this account are clear. One will recall that Harman's 

theory had the advantage of avoiding scepticism; since one isn't required to 

keep track of one's justification for P, many beliefs which our intuitions 

claim are justified tum out to be justified even though we currently have no 

evidence for them. The down-side of the Harmanian approach, however, is 

that to adopt it, one must swallow the unpalatable principle of 

conservatism. Pollock's theory manages to take from Harman's account 

it's primary virtue, while leaving its vices. For Pollock's foundationalism 

requires that for any belief to be justified it must be properly based on 

something that justifies it; but that which is doing the justifying will be 

available, it appears, in each case of intuitively justified belief that the 

18 Pollock (1986), pages 36-37. For more discussion of the basing-relation see also Ibid, 
pages 81-83, and 175-179. 
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versions of foundationalism canvassed earlier can't account for. Thus, one 

must always have a reason for believing a proposition if one's belief is to be 

justified; and every time one has a memory belief that P, one will have a 

reason for thinking that P is true. 

5.7: Why Pollock's Foundationalism Fails 

Despite its initial appeal, I believe that Pollock's theory fails as an 

account of ongoing justification. In this section, I will discuss five 

objections to the theory that strike me as decisive reason to reject Pollockian 

foundationalism, and with it foundationalism in general. 

1. I am willing to grant Pollock the point that the three quoted passages 

are intended to establish: what he calls 'recalling that P' is a different 

mental state from 'believing that P.' In fact, however, I think that the 

examples that Pollock chooses might very well show too much. I shall now 

argue that because of the distinction between believing that P and recalling 

that P, there will be cases of justified memory belief which do not have any 

phenomenological state as a ground for their justification. 

While Pollock's examples show that there is a difference between belief 

and recollection, they certainly haven't indicated that every justified 

memory belief carries with it a distinct phenomenological state. And it is 

precisely this claim that I maintain to be both essential for any theory like 

Pollock's to work and yet quite implausible. Consider the following kind of 

example. You and I are working in our shared office. I am trying to plan 

our next committee meeting so I ask you, "Do you teach at noon on 

Wednesdays?" Quickly, you take your nose out of your book just long 
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enough to respond, "No, I don't." In such a case you have a memory belief 

with the content "I don't teach on Wednesdays." But your attention has not 

been focussed entirely on my question. Instead, you have paid me just 

enough attention to answer me properly, and spent the rest of you 

attentional capacity puzzling over BonJour's notion of the 'doxastic 

presumption.' Because of the limited attention that you give my question, 

you attend to your memory belief, but there is a significant sense in which 

you aren't really aware of it. This, I take it, is an example in which one's 

memory belief fails to have the kind of phenomenological properties 

experienced by the people in Pollock's examples. 

Consider his first example. The physicist is recalling an experience 

that he had as a scientific neophyte just before receiving the Nobel prize. 

The picture that this description conjures up is that of a person at the 

pinnacle of his career, looking down on the rest of it. He is recollecting in 

the common sense of the term. In the third case, we are to imagine 

someone asking us if we remember so-and-so, and then giving us a perfect 

prompt which opens the floodgates of our memory. Surely in these two 

cases, memory exhibits a real and distinct phenomenology. The problem is 

that not all memory is like that. Finally, recall Pollock's second example, 

involving the decimal expansion of pi. This case is one in which the 

phenomenology of memory is highlighted by contrasting it with the state of 

a person who forms beliefs for no reason at all. As I previously quoted, 

Pollock claims that, 

Phenomenologically, picking a number out of the air like this 
and believing that it is the right number 'feels' very different 
from recalling that that is the desired number. 
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I have a hard time knowing whether this statement is true or false; as far 

as I know, I have never picked a number out of the air and believed it, so I 

can't be sure what it feels like. I suspect that inasmuch as we are willing 

to go along with Pollock on this example, it is because there is a 
• 

phenomenological difference between guessing and believing. If I make 

myself really try to think about what it would be like believe in this aberrant 

way, I'm not sure that there is any phenomenological distinction between 

my simply having the belief and my having quickly, and rather 

thoughtlessly, retrieved it from memory. 

That one can have an occurrent memory without having having a 

recollection is brought out nicely in a well-known example by C.B. Martin 

and Max Deutscher in their article "Remembering."19 They describe a case 

in which a painter images a scene and paints it. It turns out that the scene 

is a very good representation of an area in which the painter lived as a 

child. However, when this is pointed out to him, the painter responds by 

denying that he was remembering and asserting that he was instead 

imagining. Now one may surely stipulate that this is a case in which the 

painter is indeed remembering the scene but not recalling it, in Pollock's 

sense. Such a stipulation would not violate either conceptual or 

psychological possibility. It must be granted that this isn't a case in which 

one believes that P, but doesn't recall it.20 Nevertheless, it does effectively 

19 Martin and Deutscher (1966). 
20 In fact, the point of this example in the original essay was to demonstrate that '8 

remembers that P' does not entail'S believes that P.' 
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show that one can have an occurrent memory which one doesn't recognize 

as a memory. And Pollock seems to be committed to denying that. 

Let's get back to your belief about when you teach. I am claiming that 

this is a case in which you have a bona fide memory belief, but without any 

experience of recollecting. It is certainly true that the phenomenology 

involved in Pollock's first two examples is altogether unlike that of this 

case. One might note, however, that the belief in question is one for which I 

probably have other good reasons. So we will be able to say that it is 

justified, even if it were to fail to be an instance of genuine recollection. But 

surely other examples can be generated that will do the trick. Consider a 

variant of the case mentioned earlier in the chapter about the boy who asks 

his father, Bob, how far the moon is from the earth. Suppose that Bob has 

just come home from a hard day at the office and is relaxing, reading the 

newspaper. His son asks his question and Bob, having a good memory for 

numbers, is able to respond without paying much attention to either the 

question or his response. He has no evidence for this proposition, he has 

not had any particular phenomenological state that can justify his belief,21 

but yet Bob is justified all the same. 

So the first reason to think that this new and improved foundationalism 

is not the correct theory of ongoing justification has to do with the very 

distinction that Pollock argues for: the problem is that recalling that P and 

believing that P are so distinct that one may have a memory belief that P 

21 Now of course when the son presses his dad, the latter will then pay more attention and, 
perhaps, at that point have the phenomenal glow deemed by Pollock necessary for 
justification. But before that, the phenomenal state hasn't been experienced, which is to 
say it hasn't existed, and so it can't do any justificatory work. 
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without recalling that P (in Pollock's technical sense). And these beliefs 

can be justified even though they aren't formed on the basis of a 

recollection. 

2. A second objection to Pollock's view has to do with its compatibility 

with the basing-relation requirement. In his book Contemporary Theories 

of Knowledge, Pollock argues, persuasively to my mind, that positive 

coherence theories of justification are doomed to failure because they can't 

adequately account for a crucial epistemological distinction: viz., justifiable 

belief and justified belief. The former sort of belief requires that the subject 

have an adequate justification, but not that the belief be held in light of the 

justification. To have justified belief, however, one must have adequate 

reason for believing as one does and one must base one's belief on this 

reason. Although Pollock doesn't say much about just what this basing

relation comes to, he does claim that it is "in some loose sense a causal 

relation ... "22 Intuitively, anyway, the idea is pretty clear; and we've 

already said a bit about it in Chapter Three. As mentioned above, the 

basing-relation is so epistemically central for Pollock that he builds it right 

into the definition of a reason. 

So Pollock is committed to the view that recollection can serve as a 

reason for believing a proposition only if the belief is based on the 

recollection. But consider now a case in which a memory belief has an 

unquestionable phenomenological feel. Is it clear that the belief is based on 

(i.e., caused by) the state of recollection? It surely isn't clear to me. 

22 Pollock (1986), page 37. 
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Introspectively, I generally don't notice a temporal succession between my 

having a recollection and my having the belief, even when I am looking for 

one. It all crashes through at once. Now, it is certainly true that 

introspection can be unreliable as a means of checking on one's 

psychological processes; so I am not making the strong claim that this 

shows that recollection isn't typically a causal ground of belief. However, 

the onus of proof would surely seem to be on one who is claiming that 

introspection is misleading us in this case. And Pollock hasn't offered any 

evidence for this. 

Consider the following possibility. Suppose that the feel of recollection is 

generated by the beliefs being held in working memory. The 'feel' 

accompanies the beliefs becoming occurrent, but plays no causal role in 

activating it. In such a case the phenomenological characteristics of the 

belief might nevertheless act as a sign which signifies the working of the 

mnemonic, as opposed to say the perceptual, process. Would Pollock be 

willing to argue that creatures with that kind of cognitive makeup do not 

have justified memorial beliefs? Would he come to the same conclusion if it 

turned out, as I think it might, that humans are such creatures? 

3. A third objection to Pollock's foundationalism, which is similar to 

the second, is that it is in danger of exhibiting a rather severe form of 

circularity. Consider again Bob's belief that the earth is 93 million miles 

from the sun. Suppose that this time, Bob is paying significant attention to 

his son and his memory belief brings with it a state of recollection. By 

hypothesis, Bob has believed this proposition for a long time; so Bob had this 

belief in the moments before his son asked him the question. Now, as I 
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mentioned above, I think that it is plausible that when one introspects a 

memory belief of the sort that Bob has when thinking about the answer to 

his son's query, what one introspects is the beliefs becoming accessed from 

long term memory and utilized in working memory. This would 

phenomenologically distinguish memory belief from perceptual belief or 

belief that one has just 'picked out of the air.' But if the state of recollecting 

that the earth is 93 million miles from the sun has as a part of its cause 

John's belief with the same content, then how can the former be the reason 

for the latter? The belief would ultimately have itself as its cause and, 

besides being epistemologically embarrassing, that is impossible. 

It must now be admitted that some of the above difficulty is generated by 

equivocating on the word 'belief.' As discussed in Chapter One, there are 

two relevant distinctions that need to be made with respect to belief. First, 

there is the philosol?her's occurrent v. dispositional belief dichotomy; and, 

second, there is the psychologist's division between activated and 

un activated belief states. Now the belief that John had before his son's 

question was a dispositional one. However, when having his recollection, 

the belief becomes occurrent. So this really isn't a metaphysically 

problematic instance of a self-caused cause; it is the dispositional belief 

which is said to be a part cause of the occurrent phenomenological state, 

and these are not identical entities. Nevertheless, the epistemological 

embarrassment persists. For a part-cause of the recollection is a belief 

state with the very same content as the occurrent belief state which the 

recollection is supposed to be justifying. In fact, I may have been overly 

generous in my description of the case. It seems to me plausible to think of 
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John's astronomical belief as being a single belief-token which undergoes 

change when going from dispositional to occurrent and back. On this view 

of belief token individuation, my belief that, say, "Bush is President," is the 

same token belief for as long as I continue in the belief--whether the state is 

dispositional or occurrent, activated or unactivated. If I for~et that Bush is 

President at some point and come to relearn it, I then have a different 

belief-state token. So on my view, a belief-state token can go through 

various stages; at any time if it is occurrent or activated, it is only 

accidentally so. And of course the same is true if it is dispositional or 

unactivated. If my view about the durability of belief tokens is correct, it 

would be the very same state that both is a part cause of the recollection and 

is justified by it. And surely that is epistemologically intolerable. But even 

if I am wrong and the occurrent state is token-distinct from the 

dispositional state that is part of its cause, it is still hard to see how the 

latter state, being of the same content, can noncircularly justify the former. 

One obvious answer to this problem is to give an account of the 

justification of dispositional memory beliefs; then it would be unproblematic 

how a dispositional state could justify an occurrent state with the same 

content, especially if the former was a cause of the latter. However, as we 

shall see below, Pollock is explicitly not interested in accounting for the 

justificatory status of dispositional beliefs. And inasmuch as he says 

anything about it, he suggests that the status of these beliefs is 'parasitic' 

on that of the occurrent beliefs. 

4. My fourth objection is in a way similar to my third. Consider an 

example that I used in previous chapter, viz., that my first grade teacher's 
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name was 'Mrs. McDonald.' Recall that I claimed that as far as I could 

honestly tell, I have no other beliefs that I can find to support this belief. 

Despite this, I take it that my belief is now justified. Furthermore, last 

year I had this belief (in an unactivated, dispositional state), even though it 

had not been occurrent for quite some time. Clearly, if that is right, it can't 

be justified on the basis of recollection, since I didn't recollect it then, and 

hadn't for years. 

The point here is neither subtle nor insignificant. At any given time, we 

all have a great number of beliefs that are justified, but for which we no 

longer have good evidence. Also, at any given time, we are able to recall (if 

what cognitive psychologists tell us is right) about seven items. So that 

would mean that, at very most, we could have seven beliefs that are justified 

via recollection. But it seems clear that we then have a far larger number 

of justified beliefs for which we have no evidence. As I claimed in Chapter 

One, we need an account of ongoing justification at a high enough level of 

generalization so that it can account for the justificatory status of all modes 

of belief states, since we don't think that dispositional and unactivated 

beliefs are without epistemic status. 

Furthermore, whether a belief that I now come to form is justified will 

depend on the other justified beliefs that I have. In particular, a 

nonfoundational belief that I form is justificatorily dependent on the 

reasons that I have which have actually led me to that belief. Now in cases 

in which one is deciding to believe a proposition,23 it may well be that all of 

23 Although this terminology is highly suggestive of doxastic voluntarism, I do not intend 
for this example to turn on that controversial (and probably false) doctrine. 
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one's reasons are occurrent and attended to, and so justified if undefeated 

on Pollock's view. However, psychologists claim that some of what goes on 

in one's working memory is not conscious; hence, beliefs involved in such 

processing are not occurrent, although activated.24 Now if one is to take 

the basing-relation seriously, then any belief that is formed in part by this 

unconscious processing will be justified only if the beliefs upon which it is 

based are themselves justified. Yet, on Pollock's view these basing beliefs 

will not be recollected; so it is unclear how they can themselves have the 

justificatory status to pass on to their progeny. 

A Pollockian foundationalist might try to respond by saying that any 

undefeated dispositional belief state is justified because if it were to become 

occurrent, one would have evidence that supports it. So even though, at t, 

the person fails to have a reason to believe that P, nevertheless the 

undefeated belief is justified since the person has a dispositional state 

which guarantees that if he were to have the occurrent belief that P, he 

would have a reason to believe it. 

I don't believe that this response is adequate. First of all, if my first 

objection is right, we will frequently have occurrent beliefs (or at least 

activated beliefs) that lack the phenomenology of recollection. And since 

what determines whether or not one recalls has to do with the amount of 

attention the state receives and not with any of the state's intrinsic features, 

it would seem that, under the right circumstances, most of our 

dispositional beliefs are such that they could become occurrent without our 

24 See Ellis and Hunt (1987), chapter three. 
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recalling them. So the relevant subjunctive, as it stands, will be false for 

very many of our dispositional beliefs. One could amend it to read: If one 

were to believe that P occurrently, and to pay non-minimal attention to it, 

then one would have a reason to believe that P. While this altered version 

appears to get around the above objection, it does so at the cost of losing 

whatever initial plausibility the original had, since the solution seems 

entirely ad hoc. 

More generally, it seems to me that appealing to subjunctive 

conditionals of the above sort is most counterintuitive. The problem that 

this response is supposed to hurdle is how recollection can be the basis of 

ongoing justification if the majority of our beliefs are not being recollected at 

a given time. The foundationalist's answer is that many of our 

dispositional beliefs are justified because in the appropriate conditions we 

could recollect them, and thus have a reason for believing them. But just 

how does this answer the initial difficulty? What the answer seems to say is 

that a belief is now justified because in certain counterfactual conditions 

one would have a reason for believing it. Yet the question wasn't, how the 

belief can be justified in the future, but in virtue of what it is justified now. 

And it is very hard to see how one's now being justified in believing that P 

can depend on one's having a phenomenological state at a later time, even 

if one currently has a dispositional state to that effect. 

One can glean from Pollock's work the lines of a response to the above 

objection. In Knowledge and Justification, Pollock writes the following: 

The knowledge constituted by nonoccurrent remembering is 
nonoccurrent in the sense that one is not explicitly thinking 



about what it is that is known. When one consciously thinks 
about what it is that he knows, the memory, by definition, 
becomes occurrent. When philosophers have talked about 
knowledge, they have, as a general rule only been thinking 
about occurrent knowledge. It is arguable that most of what 
we know at any given time we know nonoccurrently, but 
somehow this does not seem epistemologically important. It 
seems that what we want to know, as epistemologists, is how it 
is possible for us to have occurrent knowledge. The reason for 
this seems to be that nonoccurrent knowledge is parasitic on 
occurrent knowledge. Nonoccurrent knowledge introduces no 
new sources of knowledge. We cannot have nonoccurrent 
knowledge-that-P unless we can also have occurrent 
knowledge-that-P .... The point is that epistemologists are 
interested in knowledge at a conscious rational level. 
Nonoccurrent knowledge consists merely of a certain kind of 
disposition to have occurrent knowledge, and does not add 
anything to what it is possible for us to know or how it is 
possible for us to come to know it ... The analysis of 
nonoccurrent memory is an interesting problem for the 
philosophy of mind, but it does nothing further to elucidate the 
structure of historical knowledge.25 
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So Pollock would apparently be unconcerned with his theory's inability to 

account for justified nonoccurrent memory beliefs. What Pollock means by 

'S believes that P' and'S has the memory belief that P' is'S occurrently 

believes that P' and'S has an occurrent memory belief that P,' respectively. 

These, and these alone, are the domain of the epistemological enterprise 

with respect to ongoing beliefs. 

It is hard to see much of an argument in the above quoted passage. If 

there is one, it seems to be that since nonoccurrently knowing that P is 

'parasitic' on occurrently knowing that P, it is only the latter that need 

concern epistemologists. I do not find this argument very persuasive. It 

appears to rely on a principle similar to this: If A is necessary for B, then B 

25 Pollock (1974), page 195. 
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IS parasitic on A, and so A and A alone is worthy of philosophical 

consideration. But obviously, this principle is absurd. A necessary 

condition for knowledge is truth, but that doesn't mean that knowledge is 

importantly 'parasitic' on truth and so isn't a worthy object of philosophical 

inquiry. Furthermore, the primary reason that nonoccurrent knowledge 

might be thought parasitic on occurrent knowledge is because 

nonoccurrent belief is parasitic on occurrent belief. But the condition of 

knowledge that has intrigued philosophers most is not the belief condition, 

but the justification condition. 

I think that Pollock is right that most epistemologists have been 

thinking only of occurrent knowledge or belief when doing their theorizing. 

Whether or not this is a virtue is where Pollock and I disagree. Since what 

I currently come to believe is in many ways justificatorily dependent on 

beliefs that are nonoccurrent,26 it is of upmost importance that a part of our 

epistemological theorizing focus on just these sorts of beliefs. We won't 

have a completed theory of justification until we have an account of the 

justificatory status of our ongoing beliefs. 

5. My fifth and final objection is one that was raised against the negative 

coherentist; it is relevant to Pollock's view because, as noted earlier, his is 

in many ways similar to a theory like Harman's. The problem is that the 

account of justification explicated here is ahistorical. On Pollock's view it 

is sufficient for being justified that one have an undefeated recollection that 

2£) At a mmlmum, non occurrent beliefs can serve as defeaters. Furthermore, as 
suggested above, it seems to me that epistemic status of activated, nonoccurrent beliefs 
which serve as part of the causal basis for a new belief are relevant to the epistemic 
status of their product. 
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P. The causal past of the belief, as well as the past role that P has played in 

the conscious mental life of the subject, is not relevant to the beliefs present 

epistemic standing unless it is remembered by the subject. But that is 

surely not right. (For a more full-blooded version of this objection, see the 

discussion of this point in section eight of Chapter Three.) Suppose that an 

agent knowingly believes that P against her best evidence, manages to 

forget the negative evidence, and later recalls that P. On Pollock's view, 

such a belief is now justified. As I argued earlier, this simply cannot be 

correct. "Two wrongs don't make a right" is as good a rule in epistemology 

as it is in normative ethics; believing against one's evidence and forgetting 

what doesn't tend to confirm one's view are epistemic vices that should not 

conjunctively turn unjustified belief into justified belief. 

5,8: Conclusion 

In this chapter, I have been concerned to argue that foundationalism is 

not the correct theory of ongoing justification. I do not claim to know that 

the arguments which I have provided are applicable to every possible 

version of foundationalism. However, as far as I can tell, any theory that 

requires there to be a certain phenomenal feel to memory beliefs in order for 

them to be justified will face versions of objections 1-4. If this requirement 

is dropped, the foundationalist would still falter on objection 5. And if, to 

avoid this last objection, the foundationalist were to require that the belief be 

initially justified in order to be justified now, the position would no longer be 

one of foundationalism. For I take it as necessary for a theory to be 

foundationalist, that there be beliefs that are justified but not on the basis of 
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other justified states, and that condition would here be violated. 27 

TherefQre, we must look elsewhere for the right account of ongoing 

justification. 

'Zl I did consideT a view just like this in Chapter Three. There it was called 'negative 
coherentism' since it allowed that some beliefs are justified so long as they were 
initially justified and there are no defeaters. Such a view was rejected since a person's 
memory might be extremely unreliable, and so even an initially justified belief would 
no longer be justified once it was stored in this untrustworthy manner. 
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CHAPTER SIX: 

A RELIABILIST ACCOUNT OF ONGOING JUSTIFICATION 

6.1: Introduction 

I have argued that positive and negative coherence theories arc 

inadequate as theories of ongoing justification; furthermore, I have 

attempted to demonstrate that the same is true of foundationalism. In 

short, any theory which requires mnemonic belief to positively cohere with, 

or be supported by, other believed propositions demands too much. Surely 

we have justified ongoing beliefs which are relatively anomalous. On the 

other hand, a theory of ongoing justification that requires only that a belief 

not be defeated in order to be justified requires too little. We are looking for 

an account of justification which explains how ongoing knowledge is 

possible, and a theory that ignores the history of ongoing beliefs can't 

possibly explain that. 

If my arguments have been convincing, it might appear that we have 

eliminated all of the possible alternatives. Mter all, either an ongoing belief' 

needs to be supported by other beliefs in order to be justified, or it does not. 

But theories that would claim that it does (viz., positive coherentism, org;n~ 

foundationalism and its cousins, and evidentialism) fail to capture our 

intuitions about common cases of justified memorial belief. On the other 

hand, theories that don't require positive support for justified ongoing belief' 

are too liberal and count as justified many beliefs that aren't. If we have 
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canvassed all of the options, then what should we conclude? Must we 

decide that some of our intuitions are wrong and accept a version of 

evidentialism, positive coherentism or foundationalism? If we accept this 

position we run the risk of having fewer justified memorial beliefs than we 

originally, and common sensically, thought. 

To see just what sort of epistemic catastrophe we might be courting, 

consider this. Even if classical foundationalism is true, and some of our 

beliefs are justified apart from their relations to other beliefs, it is 

nevertheless the case that a great deal of the beliefs that we form are only 

justified in virtue of our having other justified beliefs. Indeed, it would 

seem that with the exception of perceptual beliefs about medium-sized 

physical objects in our immediate environment and introspective beliefs 

about our current conscious mental states, few if any of our beliefs arc 

justificatorily independent of other beliefs. And of course a belief can only 

get epistemic support from another belief if the former belief is justified. So 

if a good number of our ongoing beliefs turn out to be unjustified, a good 

number of beliefs that we later form will also be unjustified. Thus, there 

are serious implications for a theory initial justification if we accept this 

semi-sceptical position with respect to ongoing justification. 

Fortunately, there is a way out. I will argue in this chapter that 

reliabilism offers us an attractive alternative to semi-scepticism; it provides 

us with an account that satisfies many of our intuitions about what 

justification is like while not entailing that many ongoing beliefs which we 

take to be justified are in fact not justified. 



193 

6.2: Reliabilism 

Given my commitment to ballpark psychologism, I want a theory that 

implies that a great deal of what most of us remember at a given time is 

justified. Of course, our theory should also be intuitively plausible. If the 

only account which satisfies our intuitions about which cases of ongoing 

belief are justified, and which aren't, is intuitively unsatisfying as an 

theory of what ongoing justification is, then we will be forced to accept some 

kind of scepticism. 

Now, given the arguments presented in the previous chapters of this 

essay, the following kinds of accounts must be incorrect: 

(i) Theories which require one to remember one's original justification. 

(ii) Theories which require one to have a set of beliefs with which the 

target belief positively coheres. 

(iii) Theories that require only that an ongoing belief be undefeated. 

(iv) Theories that require only that the beliefbe initially justified and 

currently undefeated. 

(v) Theories that require that there be a certain phenomenal state on 

which an ongoing belief is grounded. 

A striking fact about each sort of theory that we have previously 

considered is that each is a brand of internalism. They all seem to restrict 

justifiers to that to which the subject has cognitive access. And it looks as 

though we have pretty well exhausted the possible kinds of internalism 

available. To see this, divide the above views into those which requi 1'e a 

belief to be positively supported and those which don't. The kinds that don't 

provide negative internal constraints; they entail that a continued belief is 
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justified as long as it is not defeated. Among those which claim positive 

support is needed there are various options: one must have the original 

reasons that one had for the belief; one may fail to have the original reason 

as long as one has a new, justificatorily sufficient, reason; or, one must 

only possess a new nondoxastic reason. It is hard to see what other options 

there could be. 

The one internalistic view that comes closest to getting things right is 

the drastically amended version of Harman's view that we considered at 

the very end of Chapter Three. According to this view, conservatism is 

rejected, and one is justified in continuing to believe a proposition if the 

belief was initially justified and the person now has no defeaters for it. The 

primary problem with this, one will recall, is that the subject might be 

terrifically unreliable with respect to this kind of memory, or with respect to 

memory in general. Now it seems to me that this is very suggestive. To let 

the cat out of the bag, if we change this view so that it can't be objected to in 

this way, we will have a very plausible candidate for the correct theory of 

ongoing justification. 

However, as has been pointed out time and again, considerations of 

reliability are external to the subject. Of course, one could develop a notion 

of 'apparent reliability' that might be within the subject's perspective, but 

actual reliability is surely not within her ken. Consider a person in a 

demon-world: her memory is as unreliable as you please, but due to the 

imperceptible workings of the deceiver she has no reason to believe this; in 

fact, she has every reason to trust her memory that we have to trust ours. 

Yet if she is to be justified in the epistemizing sense, this apparent 
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reliability is insufficient. So if what is needed to account for ongoing 

justification has to do with reliability, then an externalistic theory is in 

order. Thus, we need to develop an externalistic theory of ongoing 

justification. 

The first condition necessary for an ongoing belief to be justified is that 

the belief be sustained by a reliable cognitive process. Shall we say, then, 

that a continued belief is justified iff it is maintained by a reliable process? 

Surely not. The reasons for this are as old as process reliabilism itself. In 

"What is Justified Belief?", Alvin Goldman quickly recognizes that a belief 

might be reliably acquired even though the subject believes, with good 

reason, the contrary,! Hence, there needs to be a 'no defeater' clause added 

to the analysis. This is not an ad hoc adjustment to the theory since, as I 

claimed in Chapter One, there are two essential elements to epistemic 

justification: the truth connection and the perspectival dimension. 

Reliabilist theories offer an extremely simple account of the truth 

connection; and the 'no defeater' clause is needed because the presence of 

defeaters makes the subject's perspective not one according to which the 

belief appears true. 

These considerations lead to the following account of ongomg 

justification: 

[OJ1]: 
S is justified in continuing to believe that P at tiff: 
i) S's belief that P has been sustained by reliable cognitive 

mechanism(s) from t-l, when the belief was formed, to t; and 
ii) S has not come to have available to her any epistemically 

relevant proposition that would have defeated her 

1 Goldman (1979), pages 18-19. 



justification at t-1 had she had it then then nor is there an 
epistemically relevant proposition for 8 at t to the effect 
that her memory is unreliable. 
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It should be noted that we have here two different sorts of defeaters. One 

kind is just the same sort of defeater that is relevant when one is 

considering an instance of initial justification. The other sort, however, are 

relevant only to cases of ongoing justification. For what the subject believes 

about how she has stored the belief is significant; if she believes that she is 

unreliable with regard to memory, then she has reason to doubt her 

mnemonic belief. Presently, I shall have more to say about this clause of 

[OJ]. 

There is, however, still a problem with this analysis. Recall that an 

objection to both negative coherentism and foundationalism is that both 

theories are ahistorical; the history and, in particular the genesis, of the 

belief was irrelevant to epistemic considerations. But as we have [OJ] 

stated, it too is, in a way, ahistorical. While condition (i) does place a 

constraint on the causal history of the belief, the justificatory history of the 

belief is never mentioned. Thus, one may have had a defeater at the time 

the belief was formed, and so the belief will fail to be initially justified, but 

later if the defeater is forgotten, it will be justified if it is sustained by a 

reliable cognitive process. We must then add the proviso that the belief was 

initially justified. Adding this to our account we get: 

[OJ2]: 
8 is justified in continuing to believe that P at tiff: 
i) There is a t-1 prior to t such that 8's belief that P has been 

sustained by a reliable cognitive mechanism(s) from t-1 to t; 
ii) at t-1, 8 was justified in coming to believe that P or at t-1, 

8' s ongoing belief that P became justified; and 



iii) for every ti in {t-1, ...... t}, there is no epistemically relevant 
proposition for S at ti that would have defeated the 
justification at t-1 had she had it then nor is there an 
epistemically relevant proposition for S at ti to the effect 
that her memory is unreliable from t-1 to t. 
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All of this can be pared down to the following core idea: S's ongoing belief 

that P is justified at t iff P is an undefeated, initially justified belief that has 

been reliably maintained. It is [OJ2] that is the best candidate for an 

adequate theory of ongoing justification. 

Some clarificatory remarks are in order. First, I need to say more about 

what it is to 'continue to believe that P' in the appropriate sense, for my 

analysis is not intended to cover everything that could reasonably fall under 

that description. For example, suppose that S believes that P from tl-->t2 

(that is, for every moment from t1 to t2 inclusive, at that moment, S believes 

that P). However, S's belief that P is, as it were, born anew at every 

moment; that is to say, the ground of S's belief changes from moment to 

moment in such a way that if G is S's ground for believing that P at t, a 

moment later at t1, ceteris paribus, S won't believe that P even though he 

continues to have G. His continuing to believe that P depends on there 

being another ground G' to serve at t1. And, of course, at t2, G' no longer 

suffices, now a Gil is needed. A most peculiar believer such as this might 

be said to have a continuing belief that P. However, since there is no 

stability in the ground of his belief and his believing that P at t1 is in no way 

based on, or grounded in, his reason for this belief a moment earlier, the 

beliefs justificatory status will be determined solely by his present ground, 

and not by the ground that he had at the earlier moment. Thus, his 

continued belief will be initially justified, if justified at all, at any moment 



that he holds it. 

198 

For in a typical case of continued belief, the belief is 

causally dependent on one's earlier ground and hence that ground is 

relevant to its current justificatory status; but since in this case at any given 

moment that belief is only causally dependent on the current ground, the 

earlier ground is irrelevent. In this way, then, the peculiar believer's 

continued believing is similar to a normal case of coming to believe, in 

which there is only a current ground. And like a normal case, the peculiar 

believer's continued belief, if justified, is initially justified. 

Another case in which one has a 'continued belief in a sense different 

from what I have in mind is one in which a subject has two 

representations, to which he bears the belief relation, with identical 

propositional content. Suppose that in a certain context C at time tI, S 

comes to believe that P and stores it in her LTM. Later, at t2, and in a very 

different context D, S again considers P and, not recalling it (it is stored in a 

file thought irrelevant to D), S comes to believe that P and stores it in LTM. 

Suppose, also, that her first representation of P was completely inert when 

her second representation was formed; the representations are causa11y 

unrelated. Now suppose that S was justified in coming to believe that P the 

first time and unjustified in the second instance. Furthermore, suppose 

that at ta, S comes to lose the first representation to decay, but continues to 

have the second and so continues to believe that P. Does S continue to 

believe that P from t1 to t3? On one way of understanding continued belief 

the answer is clearly 'Yes.' However, these are two different, causally 

unrelated, belief-tokens and so there is clearly a sense in which S's belief 

that P at ta is not continued from t1 (viz., the sense in which the same belief 
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token endures across that time).2 The case under consideration is an 

example of 'continued believing' in a sense different from the one I am 

intending. The reason for this is really quite simple. The analysandum of 

[OJ2] could equally well be written'S is justified in continuing to hold his 

token-belief that P at t;' it is, after all, not simply a question of whether S is 

epistemically in the clear with respect to having a belief with the content 

that P. The issue is whether that particular belief is justified at that time. 

And in the above case, the belief-token that was formed at t1 is distinct 

from, and causally unrelated to, the token held at ta. 

So I intend 'continuing belief to refer to a token belief that endures over 

a given period of time. Alternatively, one might say that a belief that P is 

held from t1-t3 if each token 'belief stage' is appropriately causally related to 

the temporally preceding one. Because I am talking about this mode of 

continuing to believe, I have frequently referred to memory which 

essentially includes a causal element.3 This also explains the reference to 

memory in condition (iii). 

The second point of [OJ2] that I wish to clarify concerns the potential 

appearance of circularity. It might be argued that since the crucial notion 

of 'justification' appears on both ,sides of the biconditional the account is 

2 As became apparent in Chapter Five, section seven, I think that belief tokens endure 
over time and undergo change (i.e. from activated to unactivated). However, the point 
that I am making now, while being couched in these terms, doesn't depend on my 
brand of individuation. That is, even if one thinks that at each moment my belief that 
P is token-distinct from my belief that P the moment before, there is still a way to drive 
a wedge between the sort of case that we are considering and typical cases of continued 
beliefs. In a typical case, my token belief that P at t is causally related to my token 
belief that P at t+1, but in the current example, such is not the case. 

3 See Martin and Deutscher (1969). 
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viciously circular. However, I think that such circularity is only apparent. 

Since the analysandum is 'justified in continuing to believe' and not simply 

'justified' there is nothing circular or question-begging about the analysans 

including this crucial epistemic term. Notice that the only way that 

'justified' and its cognates are used in the analysans is in reference to what 

I have called 'initial justification;' but since the analysandum is ongoing 

justification, these are simply two different notions. In fact, I think that 

given the aims of this essay, it is important that 'initial justification' and 

not a non-epistemic analysis of it be included in [OJ2], For I have been 

isolating the issue of ongoing justification and have not presented any 

arguments for a particular theory of initial justification. What I hope to 

have shown is that in order for an ongoing belief to be justified, it must have 

been justified in the past. To replace 'initial justification' in [OJ2] with my 

favored account would have been out of place. However, to show that [OJ2] 

isn't in fact circular, let me offer a sketch of an account of initial 

justification that doesn't utilize the notion of justification in an 

unacceptable way. 

[IJ]: 
S is justified in coming to believe that P at t iff 
i) S's belief that P is formed at t by a reliable belief-forming 
process; and 
ii) P is undefeated by propositions that are epistemically 
relevant for S at t. 

Now I will readily grant that condition (ii) does implicitly contain epistemic 

terms; I have argued in Chapter Two that there is apparently no way of 

cashing out the concept of 'defeat' without the help of epistemically loaded 
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However, that is a perfectly general problem for 

epistemological theorizing and not the particular one that was causing 

concern for [OJ2]. We can now see that, problems with 'no defeater' 

clauses aside, there is at least one way to account for initial justification 

that doesn't make use of the 'justification' at all and so there is no reason to 

think that [OJ2] is circular. It all depends on how one spells out 'initial 

justification. ' 

Of course, one won't have a complete theory of epistemic justification 

unless one develops accounts of both initial and ongoing justification. So 

anyone who accepts my account of ongoing justification ought to see the job 

as only half completed; one won't know exactly what the conditions of 

ongoing justification are until one knows what the conditions of initial 

justification are. So there is a sense in which the initial justification is 

more basic; and that seems intuitively right. For a belief can't have 

ongoing justification unless it was initially justified. 

The primacy of justifiably coming to believe shouldn't be 

overemphasized, however. Any theory of justification will have to explain 

the conditions under which an inferential belief is initially justified. One of 

the conditions will surely be that the beliefs which constitute the premises 

of the justificatory argument are themselves justified. But in most cases, 

some of these beliefs will not have just been formed, and so their 

justification is ongoing. So one won't be able to give an adequate account of 

justifiably coming to believe that won't have to make reference to ongoing 

justification. Each sort of justification is important and will be needed to 

completely understand the other. 
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The interdependence of the two sorts of justification might once again 

lead to circularity concerns. This is how. [OJ2], as we have seen includes 

the term 'initial justification.' So if the analysis of initial justification 

makes reference to ongoing justification we have a blatant kind of 

circularity. Now I attempted to demonstrate above that this need not be the 

case, that a reliabilist account of initial justification would not make 

reference to initial justification. While this may be true at the most abstract 

level of analysis, as soon as one begins to get more precise, one seems to be 

in for trouble. One's theory of initial justification will either be of a 

coherentist or foundationalist kind. Suppose that one is a coherentist. One 

will then think that one is justified in forming a new belief if that belief is 

inferentially supported by other beliefs; i.e., all justification is indirect. So 

one will be justified in coming to believe a proposition if one is justified in 

continuing to believe other propositions. If this is right, then any detailed 

account of initial justification on coherentist lines will make reference to 

ongoing justification. So one who accepts [OJ2] together with a coherentist 

account of coming to believe will have a circular account. Now suppose that 

one is a foundationalist. In her description of indirect justification, she will 

have the same problem as the coherentist. However, the foundationalist 

will also have to provide an account of basic or immediately justified beliefs. 

These will be beliefs that are justified apart from the relations that they bear 

to other beliefs in the subject's doxastic system. As such they will not 

appeal to the justification of continued beliefs. Now it might be thought that 

there would be an indirect tie to ongoing justification through the 'no 

defeater' condition. That is, if a defeater must be justified in order to defeat 
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the justification of a newly formed belief, then the notion of ongoing 

justification infects even an account of immediate justification. I believe 

that this is mistaken however. Recall that in Chapter Two, I argued that a 

belief need not be justified in order to act as a defeater. It is enough that the 

subject believes that proposition to be true. Therefore, I conclude that so 

long as one is willing to adopt a foundationalist account of initial 

justification, one hasn't any problems of circularity. An account of direct 

justification can be specified without reference to ongoing justification; 

from there one can account for being indirectly justified in coming to believe 

a proposition, by referring only to ongoing direct justification. The way 

things work out is quite nice from the foundationalist's perspective. The 

most basic kind of justification is direct initial justification; in other words 

all justification is ultimately derived from the one's being justified in 

coming to accept the foundational beliefs and that has always been the 

heart and soul of foundationalism. 

A third, related worry also needs to be addressed. Condition (ii) refers 

to an ongoing beliefs becoming justified. Now, one might claim, even if it 

is legitimate to appeal to justifiably coming to believe a proposition in an 

analysis of ongoing justification, surely it is not allowable to build into the 

account the notion of an already believed proposition's becoming justified. 

Although I think that this objection doesn't point to a significant problem, it 

will force me to make a distinction that has not previously arisen. 

Throughout this essay, I have stressed a distinction between the conditions 

necessary and sufficient for initial justification and those necessary and 

sufficient for ongoing justification. I have tended to speak as though the 
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cases of continuing to believe. But now I need to recognize that things don't 

divide up quite so neatly. The question that I have been concerned with is 

the general one of when a continuing belief is justified. Now one who takes 

a historical perspective on tins issue, as I do, will think that a belief must be 

initially justified if it is to justified later. However, initial justification can 

occur at one of two times: either when the belief is formed (which is, I 

think, what typically happens) or at a time after the belief was formed. 

When the latter situation obtains we have an instance of an ongoing belief 

becoming initially justified. Since [OJ2] is an account of ongoing 

justification, and I have said that I am not here interested in the conditions 

of justifiably coming to believe, I had better say something about what 

initial justification for ongoing beliefs comes to. I propose to account for 

this via the notion of justifiably coming to believe a proposition. It seems to 

me that if S unjustifiably believes that P, what S needs in order to become 

justified in this belief is precisely what he would need to become justified in 

believing that P if he didn't already believe it. Hence, I offer the following 

account of initial justification for ongoing belief. 

[IJOB]: 
S becomes justified in her ongoing belief that P at t iff at t, 
i) S acquires a property J such that if she did not antecedently 
believe that P and she came to instantiate J at t, she would be 
justified in coming to believe that P at t if she formed her belief 
in virtue of instantiating J; and 
ii) S believes that P in virtue of instantiating J. 

I make use of the elusive property J to avoid begging any questions about 

what is needed for justifiably coming to believe. And we now have an 
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analysis of the phrase'S becomes justified in her ongoing belief that P' that 

clearly doesn't refer to ongoing justification, but only to justifiably coming to 

believe. So [OJ2] is not in danger of circularity due to the second disjunct of 

condition (ii). 

A fourth issue in the above analysis requiring clarification also has to do 

with the relationship between initial and ongoing justification. Could one 

consistently hold a reliabilist theory of ongoing justification and some other 

account of initial justification? I'm not sure. I argued above that the 

coherentist would run into a problem of circularity that the foundationalist 

would not have. So I think that a coherentist couldn't accept [OJ2]. Yet, I 

suppose that some types of foundationalism would be compatible. The 

primary restriction is that the theory of initial justification must emphasize 

the truth-connection if it is to be well matched with [OJ2]. So, for example, 

an evidentialist who thought that an evidence set could be strong enough to 

justify a belief without in any sense making tha~ belief likely to be true could 

not consistently accept [OJ2]. Be this as it may, I think that anyone who 

has been persuaded by my arguments ought to have some motivation to 

accept reliabilism all of the way around. 

A fifth point of clarification concerns condition (iii). In order for an 

ongoing belief to be justified the agent must not have significant reason to 

distrust her memory. There are two different kinds of reasons that a 

person might have, in any given instance, to be suspicious of her memory: 

she may either have evidence that her memory is generally unreliable and 

that there is nothing special about the belief in question which suggests that 

it is an exception, or she may have evidence that her memory is unreliable 
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with respect to this belief in particular or with respect to a class of beliefs of 

which this one is a member. Much more needs to be said about what it is to 

have a defeater available to one; presently, I will offer a rather lengthy 

discussion what I take this to come to. 

Finally, I would like to forestall a possible objection to [OJ2]. One might 

object that an ongoing belief satisfies a reliabilistic constraint, but in a 

trivial way. Take any continued belief that you like; it will have to be the 

case that that belief has been reliably maintained. Why? Because if it is the 

very same belief token that was formed earlier which now continues to be 

believed (as it must in order to be a continued belief), then the process that 

sustained it must be conditionally reliable since the beliefs being true 

initially guarantees its being true now. And that is precisely what 

conditional reliability is all about, getting truth from truth. Hence, 

reliabilism with respect to ongoing justification is simply trivial. Every 

continued belief is reliably sustained. 

The problem with the objection is that its central assertion is quite 

simply, and demonstrably, false. To say that a belief has been reliably 

maintained is not merely to say that it in fact as survived without a change 

in content.4 Rather, it is to say that it has been maintained in such a way 

that it changes in content at neither the actual world nor at the majority of 

close possible worlds. And, of course, not every case of continued believing 

can pass this test. The point can be made more clearly by considering a 
I 

4 In what follows, it will be convenient to talk of a beliefs changing in content as though 
a belief could undergo such an alteration without thereby ceasing to exist. Of course, 
beliefs can't stand such changes, but no harm will be done by ignoring this for a 
while. 
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distinction of Goldman's between local and global reliability.5 A process is 

locally reliable with respect to the belief that P if it tends to produce a belief 

that P only if P is true and a belief that -P only if P is false. Clearly, not 

every process supporting continued belief will pass such a test. However, 

even those that do are reliable in the requisite sense only if they are also 

globally reliable. That is, if they generally, in actual as well as relevant 

counterfactual conditions, produce true beliefs; a process's being reliable 

with respect to only the belief that P is not sufficient. Thus, a continued 

belief can be maintained by a process that can be unreliable along two 

different dimensions, so the reliability constraint is not trivial in the least. 

I believe that it is easy to see the attractiveness of reliabilism as an 

account of ongoing justification. First of all, I claimed in Chapter One that 

there are two main conditions of adequacy on theories of ongoing 

justification: that they give us the right answer with respect to particular 

cases and that the account be intuitively satisfying as a theory of 

justification. With respect to the first of these desiderata, [OJ2] clearly is 

up to snuff, especially when compared with the other candidate theories. 

We have seen that theories which require the believer to have positive 

reason to continue believing a proposition fail to account for our convictions 

that long held beliefs for which one no longer has any evidence are justified. 

What they seem to get right, however, is that they explain how unactivated 

beliefs can have positive epistemic status. On the other hand, theories that 

don't require any evidence for a memorial belief to be justified fail exactly 

5 Goldman (1986), chapter three. 
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where the evidence-requiring theories succeed, i.e., they fail to recognize 

the historical nature of epistemic justification. In contrast, the above 

sketched reliability theory manages to get things exactly right. It allows 

memorial beliefs for which we no longer possess evidence to be justified 

without the overly permissive consequence that any belief is justified 

provided that it isn't defeated. And our currently unactivated beliefs can 

now have any epistemic status whatever since such status is not dependent 

on an ostensible memory event. 

And I also think that [OJ2] is intuitively attractive as a theory of 

justification. Both of the main elements of epistemic justification are 

included; its requiring reliability of the maintenance processes satisfies the 

truth-conducivity requirement and the 'no defeater' clause insures that no 

belief which is, or ought to be, apparently false from the subject's 

perspective will be justified. 

Now I have been assuming all along that we want our theory of ongoing 

justification to not have sceptical consequences. That is, we take ourselves 

to be justified in believing the deliverances of memory even when we don't 

remember any longer why we believe as we do; we want our theory of 

ongoing justification to countenance such beliefs. Furthermore, we want 

our theory to help us make distinctions even among those beliefs which are 

justified, or those which are unjustified. After all, justification comes in 

degrees. The question that I want to raise concerns how well reliabilism 

fulfills our hopes. Does it allow us to be justified in those cases in which, 

intuitively, we think that we are? Now this question can only be answered if 



we know to what extent our mechanisms and processes of belief 

maintenance are reliable. 

It stands to reason that if one wants to know about the reliability of our 

mnemonic processes, one should check with people who study such things, 

viz., cognitive psychologists. The only trouble, however, is that one can 

rarely find assertions in the writings of working psychologists about the 

general reliability of memory; those doing research in memory tend to be 

interested in developing a general theory of memory. Thus, although they 

conduct experiments to test, say the effects of context at the time of 

encoding, the point of such experiments is not to make an evaluation of the 

reliability of memory but to confirm or disconfirm a model or theory of 

memory. In an address to colleagues, Ulric Neisser makes the following 

observation about the work of psychologists in this domain: 

You need only tell a friend, not himself a psychologist, that you 
study memory. Given even a little encouragement, your friend 
will describe all kinds of interesting phenomena: the 
limitations of his memory fore early childhood, his inability to 
remember appointments, his aunt who could recite poems 
from memory by the hour, the regrettable recent decline in his 
ability to recall peoples names ..... Our research, of course, has 
virtually nothing to say about any of these topics . 
... Why, then, have [psychologists] not turned their attention to 

practical problems and natural settings? 
The answer is not far to seek. Psychologists are not 

interested in such questions because they believe they are doing 
something more important. They are working toward a 
general theory of memory, a scientific understanding of its 
underlying mechanisms, more fundamental and far reaching 
than any research on worldly questions could possibly be.6 

It is interesting to listen just a bit more to Neisser. 

6 Neisser (1982), pages 5-6. 



Let us look at empirical generalizations [about memory]. No 
one could deny that many of them are solid and well
established; so solid that occasional exceptions may be 
intriguing but cannot undermine their validity. Consider, for 
example, mnemonic interference and its dependence on 
similarity, the superiority of meaningful material (stories) 
over meaningless material (lists), the positive effect of 
increasing study time, or the savings that appear when once
familiar material is relearned. Such enduring principles 
comfort those of us who teach courses in memory, because they 
provide a refuge from the undecided quarrels of the 
theoreticians. Besides, they are true. Unfortunately, they 
rarely make much impression on our students, perhaps 
because they are so unsurprising. Students know them long 
before they hear our lectures. This has been made 
embarrassingly obvious by the results of Kreutzer, Leonard, 
and Flavell's (1975) interview study of children's knowledge 
about memory. Everyone of those generalizations I have 
mentioned is familiar to the average middle-class third-grader 
in America from his own experience! Indeed, most of them 
are known to kindergarteners. If the psychology of memory 
must rest its case on accomplishments like these, it has little to 
boast of.7 
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Given the interests of psychologists of memory, one shouldn't expect 

much in the way of a general evaluation of our mnemonic processes, 

especially as they operate in natural, i.e. non-experimental, contexts. 

Nevertheless, there are some data which would seem to be relevant for our 

purposes; these findings say little about the general reliability of any given 

process, but one can at least make comparative judgments about the 

reliability of one way of remembering as opposed to another.8 And we can 

7 Ibid, page 6. 
8 It must be noted that psychologists who work on memory tend to test for two things: the 

likelihood that an item will be recalled and the accuracy of the recall. Strictly 
speaking, the first of these concerns is outside the scope of my interest here. For I am 
interested in the reliability of mnemonic processes, and not what Goldman calls their 
'power.' (Cf. Goldman (1986), chapters six and ten.) 



211 

test these against our intuitive judgments about cases to see whether we get 

a good match. In what follows I will give two examples of how 

experimental data seem to suggest that our intuitive epistemic judgments 

about certain cases comes out exactly as the reliabilist who accepts ballpark 

psychologism would hope. 

First, consider the role that rehearsal in short term memory plays in 

determining the likelihood of accurate recall. It has been argued that the 

most important control process in STM is that of rehearsal. Rehearsal 

allows one both to keep the item in STM from decaying, as it would in a 

matter of moments, and to transfer information to LTM. Take the case of 

remembering a telephone number. If one looks up a number and doesn't 

write it down or rehearse it in STM, one will soon be looking it up again. 

The act of rehearsal allows one to keep the information in STM so that it 

can be more effectively stored in LTM. Now there is a significant difference 

between what is known as 'rote rehearsal' and what is called 'elaborative 

rehearsal.' Rote rehearsal involves simply repeating information to one's 

self without making any effort to tie it together. For example, suppose that 

one is told to remember the words 'bread' and 'sky.' If a subject is simply 

rote rehearsing she will think the words over and over, or perhaps say 

them under her breath. Elaborative rehearsal would occur were she to 

make an effort to tie the two words to other things that she knows. For 

instance, she might link these words with a memory that she had of a cloud 

formation that she had seen that resembled a giant loaf ofbread.9 

9 See Hunt and Ellis (1983), chapter three and Baddeley (1976), chapter seven. 
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It is important to note that a significant difference between these two 

modes of rehearsal has to do with the amount of attention allocated 

respectively. Rote rehearsal requires very little of one's attentional 

capacity, while elaborative rehearsal takes much more. Thus, one who 

'memorizes' using the first method has given little attention to that which 

he is remembering; and one who stores information in the second manner 

must utilize more of her attentional capacity. Now let's consider what our 

intuitions will tell us about a case in which two people believe the same 

proposition, but one has stored the belief in virtue of rote rehearsal and the 

other by elaborative rehearsal. Imagine that Rob and Eli have to learn 

many facts for a history exam. Both realize moments before the exam that 

they have forgotten to study a certain list of dates. Rob attempts to learn this 

list by rote rehearsal, while Eli elaborates. Eli hooks up the dates on the list 

with other things that he has been studying and Rob just repeats them to 

himself. They both spend the same amount of time studying this list and 

they both have the same amount of background information. Suppose an 

hour later they are taking the test and when asked when the Battle of 

Hastings was, they each answer 1066.10 If we know nothing else about the 

case and we assume that both are equally intelligent, I think we will say 

that, other things being equal, Eli is more justified than Rob is. Why? 

Because elaborative rehearsal requires more attention and hooking up 

what is in STM with other items already in LTM, and this leads to both 

10 I take it for granted here that neither of them is guessing; each actually has the belief 
that the Battle of Hastings occurred in AD. 1066. 
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better retrieval and a higher degree of accuracy. This isn't to say that Rob 

is unjustified, but simply that Eli's better justified than is Rob's. 

N ow I am not claiming here that only reliabilism can explain our 

intuitive judgments about the justificatory difference between Rob and Eli. 

Surely a coherence theory could also get things right in this context. The 

point that I am trying to make is that it is an advantage of an 

epistemological theory if it accommodates our intuitions about cases 

without doing violence to our intuitions concerning the nature of the 

explanandum, and without having sceptical consequences. That 

psychological investigation suggests that a process which we always 

thought was justification conferring is also reliable, is a feather in the 

reliabilist's cap. 

A second example of how our intuitive judgments about cases are 

vindicated by psychological studies concerns the importance of the context 

in which the to-be-remembered is encoded. According the 'encoding 

specificity' hypothesis,ll a retrieval cue is successful to the extent that it 

was present when the event that is to be remembered was encoded. Thus, 

the more closely the present context matches the context during encoding, 

the more likely it is that the to-be-remembered event will be accurately 

recalled. As Neisser points out in the second passage above, this sort of 

result is not surprising. Intuitively, the epistemic judgments that we make 

are quite in accordance with this. Ceteris paribus, one who is asked about 

an event in a context very much unlike that in which the event took place 

11 See Tulving (1968). 
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will not be as well justified as one who is recalling in conditions very much 

like that in which the recalled event took place. The person in the context 

similar position will be more justified because he is more likely to 

accurately recall the event that he is remembering. Of course, a reason for 

this is that he has many more cues than the other person has, and perhaps 

such cues could be exploited by the coherentist to account for the difference 

in justificatory status. But the reliabilist also has a plausible explanation 

for why the one sort of mnemonic situation is epistemically preferable to the 

other. 

These two examples have been meant to indicate that one of the 

desiderata of a theory of ongoing justification can be fulfilled on a view like 

that expressed by [OJ2]. A theory of ongoing justification should give us 

intuitive results when applied to cases; i.e., it should tell us that a belief is 

unjustified if intuitively it seems unjustified, and it should tell us that a 

belief is justified if that is what our intuitions tell us. Furthermore, it 

should be able to account for why some justified beliefs are more justified 

than others, and do this in a way that is consistent with our intuitions. It 

turns out that, at least in the two cases mentioned above, our intuitive 

judgments are backed up by a reliability theory in light of the psychological 

data concerning the effectiveness and accuracy of memory. And the 

second quotation from Neisser suggests that the sorts of judgments that we 

would intuitively make about what kinds of memorial practices lead to 

justified memory beliefs are backed up by the findings by the psychological 

data. In fact, Neisser seems to be claiming that the only generalizations 

about the conditions in which memory is effective and reliable which can be 
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in any significant sense 'confirmed' by scientific psychology are those that 

are believed by average, middle class eight-year olds. So it appears that our 

intuitive evaluations of the epistemic status of memory beliefs in various 

circumstances quite nicely mirror the circumstances in which memory is 

reliable. 

There is, in fact, a further significant point to be made here. I have 

accepted ballpark psychologism and claimed that, while this thesis is 

defeasible, its epistemic status is very strong and it would take a great deal 

of surprising evidence to defeat it. Now, under what conditions would we 

be willing to rethink our commitment to ballpark psychologism? It seems 

to me that the answer is under the same circumstances in which [OJ2] 

would insist we have few justified continued believings. That is, suppose 

we were to find out that our memorial processes are massively unreliable, 

that very often we seem to remember that which we haven't before believed, 

that when a belief is stored in LTM it will frequently undergo changes in 

such a way that a new belief with a different content will take its place. 

Were we to learn all of this, I think that we would naturally be led to change 

our minds about accepting ballpark psychologism. Indeed, I think that if 

we made this sad discovery, we would conclude that all of those beliefs that 

we had henceforth taken to be justified, really weren't. We commonly 

assume both that we are reliable with respect to much of what we 

remember and that we are justified in very many of our memory beliefs. If 

we were to learn that the first assumption isn't warranted, we would give 

up the second as well. Thus, I think that a reliabilist theory like that 

expressed by [OJ2] is attractive because, together with the psychological 
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data, it supports our belief in ballpark psychologism, and those situations 

in which, intuitively, we would say that we had been wrong in this belief 

are situations in which [OJ2] has the consequence that a great many of 

beliefs which were originally thought to be justified fail to be justified. 

These past few pages have been intended as a bit of elaboration and not a 

defense of [OJ2]. As I see it, what needs to be done now is to further clarify 

and defend some of [OJ2]'s ideas and claims. In particular, I need to (i) 

explain what it is to have a defeater available to one, (ii) defend my account 

from the objection that there is no adequate way of individuating cognitive 

processes and (iii) defend [OJ2] from the objection most often offered against 

reliabilism, i.e., the demon-world objection. In the next three sections I 

will undertake these three tasks respectively. 

6.3: pefeaters 

We have already had occasion to spend some time with the notion of 

epistemic defeat. One will recall that in Chapter Two I argued that the 

concept of a defeater could not be accounted for in topic neutral terms and 

that semantic naturalism was thereby false. What interests me here is 

what conditions a proposition must satisfy in order to be a potential 

defeater. That is, in what sense must a subject 'possess' a proposition if it 

is defeat the justification of one of her beliefs? 

I argued earlier that not all defeaters are beliefs. There will be some 

epistemically relevant propositions that serve to defeat a person's belief that 

P even though she doesn't believe the defeating proposition. Typically, such 

a case will be one in which the subject formerly believed the defeater but has 
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since come to forget it. However, it might even be that the subject has never 

had the requisite belief, but that nevertheless, it is a belief which t1he should 

have. That is, if there is a proposition Q which defeats S's reason R for 

believing that P, and if Q is not believed by S, but if her failing to have this 

beliefis the result of the dereliction of some epistemic duty, Q does not cease 

to to defeat her justification for P. Thus, one may 'possess' a defeater for a 

proposition without believing, or for that matter, accepting, it. 

Giving a detailed account of our epistemic obligations would be required 

in order to get clear on just what conditions a not believed proposition must 

satisfy if it is to be a defeater. I will not attempt such an analysis here. 

Instead, I want to focus our attention on the requirements that a belief 

must satisfy in order to defeat the justification that a person has for another 

belief. N ow I am not going to offer an analysis of the notion of defeat; I 

haven't any good idea how to do that. The question that interests me can be 

brought out this way: suppose that S believes P, Q, and R, with R being S's 

justification for believing P, and R being sufficient to the task. Q, however, 

is a defeater for R as a reason for believing that P; i.e. (Q & R) do not provide 

a sufficient justification for S to believe that P. The question is, Is it 

sufficient to defeat S's justification for P that S come to believe Q, or is 

something else required? If the answer is that belief is indeed sufficient, 

then the following must be correct: 

[A]: 
Q is a defeater for S's reason R for her belief that P at t iff: (i) 

(Q & R) fail to provide a sufficient epistemic ground for S to 
believe that P and 
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(ii) S believes, or should believe, that Q. 

We can see with the aid of the following example that [A] is inadequate. 

Suppose that Q is a very complicated and generally accepted scientific 

theory and that, to many a scientist's initial surprise, Q can be used to show 

that P, a 'common sense' belief, is false. The path from Q to -P, however, is 

so difficult and convoluted that it takes a trained physicist to find or even 

follow it. Now George has always thought that P is true and, until 

learning Q in a recent class, he has never had any reason think otherwise; 

but, alas, yesterday's lecture made him come to believe that Q is true, 

although his instructor never bothered to show the class the difficult 

reasoning that leads to -P, and in fact never even mentioned that Q has this 

consequence. In such a situation, the conjunction (Q & R) is not good 

reason to believe that P (indeed, it is sufficient reason to believe -P). So if 

the bare fact that George believes Q is sufficient for Q to do its defeating, 

then he is no longer justified in his belief that P. Yet this doesn't seem 

right. According to the above description, George simply isn't capable of 

appreciating that this new theory undermines a long-held belief. The fact 

that George, given his current knowledge of physics, can 't appreciate the 

connection between Q and P negates the former's efficacy as a defeater for 

the latter. 

It appears that this situation can be remedied with the an addition to 

[A]. Making this correction gives us: 

[B]: 
Q is a defeater for S's reason R for her belief that P at t iff at t 
(i) (Q & R) fail to provide a sufficient epistemic ground for S to 
believe that P; 



(ii) S believes, or should believe, that Q; and 
(iii) S is capable of appreciating the epistemically relevant 
connection between Q and P. 
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If my purpose in this section were to give a full-blooded account of defeat, I 

would have to spell out what it means to 'appreciate' an 'epistemically 

relevant' connection. However, I am not so ambitious as to attempt all of 

that. I will assume that, as stated, condition (iii) is sufficiently clear and 

intuitive, and so I will leave it alone. However, this doesn't mean that I am 

satisfied with [B] as it is. 

The first problem with [B] is that it makes defeat overly relative; that is, 

according to [B] if the individual in question is such that she cannot see the 

epistemic significance of the potentially defeating proposition, then her 

justification will not be defeated. Suppose that a certain subject is looking at 

an object, with which he is heretofore unfamiliar, in red light and reports 

that he believes that the object he sees is red. Without getting overly 

technical, you call to his attention the fact that the object is bathed in red 

light, and that any object will look red in such circumstances. Surely, a 

normal perceiver will come to appreciate the epistemic relevance of his 

belief about the conditions of observation and hence will have his 

justification for his belief that the object is red defeated. However, suppose 

that we have a particularly dense subject here, and try as you might, you 

just can't get him to see the significance of undercutting defeaters (though, 

we may suppose, he has no problems with the rebutting type). According to 

[B], the proposition that the object is bathed in red light does not constitute a 

defeater for the subject's belief that the object he sees is red, since he isn't 

capable of appreciating its significance. 
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Now I submit that, with respect to the sort of justification which 

interests us, this result is undesirable. What is important in determining 

whether a proposition is 'possessed' in such a way to allow it to be a defeater 

is that it be a part of the person's view of the world. A proposition that is 

not believed is thus not a part of the person's perspective and, hence, 

(unless the proposition ought to be believed) can't serve as a defeater. In 

the above case, the proposition is believed, and the connection between the 

potential defeater and the belief is not obscure and takes no advanced 

training that the normal subject is likely to lack. It is this second condition 

that separates the case of George from this one. George's belief that Q 

doesn't defeat his reason for believing that P because one can't expect that 

George, a subject without advanced training in physics, would be able to 

make the connection between the two. However, in the case of the subject 

who can't see the relevance of undercutting defeaters, the situation is very 

different. We can and do have expectations that a subject will have these 

abilities; a normal cognizer can see the relevance of undercutting defeaters 

in general and, in particular, of the proposition that the object is bathed in 

red light to the proposition that the object that one is currently seeing is red. 

This suggests a re-working of [B] to: 

[C]: 
Q is a defeater for 8's reason R for her belief that P at t iff at t 
(i) (Q & R) fail to provide a sufficient epistemic ground for 8 to 
believe that P; 
(ii) 8 believes, or should believe, that Q; and 
(iii) A normal cognizer is capable of appreciating the 
epistemically relevant connection between Q and P. 
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There is now the issue of what constitutes 'normal.' Is the class of 

cognizers out of which we are to pick our class of 'normal cognizers' to 

include all cognizers. So the class would include humans as well as other 

primates, angels, God and all other creatures <terrestrial or 

extraterrestrial) who are properly classified as 'cognizers.' If we are to go 

this route, it is extremely hard to see what could count as normal. Clearly, 

the intention behind [C] is that 'normal' be taken to mean 'of intellectual 

ability typical of being-type B.' So on this understanding, a normal angel 

might have significantly higher intellectual abilities than a normal human 

who has significantly higher intellectual abilities than a normal 

chimpanzee. Following Stewart Cohen, we can call this standard of 

defeater opacity, 'intersubjective.'12 What matters is not whether the 

individual in question can see the relevance of the defeater, nor whether an 

ideal epistemic agent could see it, but whether the normal perceiver of the 

same relevant type as the subject could appreciate it. 

Even one who agrees that the relevant scale is the intersubjective one 

might argue that [C] is incorrect. The objection that I now have in mind is 

this: A person might believe that P because she believes R and also believe a 

potential defeater Q, be a cognizer of the sort who can see the connection 

between P and Q, and yet still remain justified if, in fact, she didn't put P 

and Q together. That is, it is a fact of human cognitive systems that when 

considering a proposition, other propositions which might be evidentially 

12 Cohen (1987), pages 5-7. Actually, I am using using 'intersubjective' a bit differently 
than Cohen does. I have been writing as though the relevant groups are individuated 
according to natural kinds. Cohen, however, explicitly mentions 'social groups' as 
those which determine the relevant intersubjective standards. 
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relevant lie dormant. One simply doesn't have the time or ability to check a 

belief against every other belief that might be relevant to it. However, [C] 

entails that as long as a potential defeater is believed, it can take away the 

justification of the belief that P; I needn't call it to mind, or be disposed to do 

so should I consider my reasons for and against my belief. 

In a paper on the notion of the availability of evidence, Richard Feldman 

has argued that simply believing a proposition is not sufficient for it to be 

available as evidence for something else that one believes. Although the 

topic of his paper is the availability of evidence and not the availability of 

defeaters, the second category is simply a subdivision of the first. Defeaters 

can be thought of as negative evidence sufficient for voiding the justificatory 

adequacy of positive evidence for a belief. It will then be instructive to see 

why Feldman holds the position that he does. 

Before offering the account that he eventually accepts, Feldman 

considers the following necessary and sufficient condition of available 

evidence: 

[D]: 
S has p available as evidence at t iff S is currently aware of p or 
S could easily access a memory of p.13 

This account of availability of evidence suggests the following as its 

corollary: 

[E]: 

13 Feldman (1988), page 94. 



S has Q available as a defeater for her belief that P at t if, at t, S 
is currently aware of Q or S could easily access a memory of Q 
at t. 

An immediate problem with [E] is the obscurity of the idea of current 

awareness; this is not something that has been defined in Feldman's essay 

and it isn't something that I have discussed either. Hence, I suggest that is 

well within the spirit of Feldman's proposal to amend it in this way: 

[F]: 
S has Q available as a defeater for belief that P at t if, at t, S has 
an occurrent belief that Q or S could easily access a memory 
which would give her an occurrent belief that Q. 

[F] is a rather intuitive candidate. For while we can't expect people to 

make super-human efforts at detecting conflict in their cognitive systems, 

we can expect them to do a quick search of memory to see whether anything 

immediately turns up. Feldman, however, thinks that despite its initial 

appeal, [F] can be seen to be inadequate. He argues as follows: 

One problem with this view is its vagueness. There seems to 
be no definite boundry between those memories that are easily 
accessible and those that are not. However, I don't think that 
this vagueness is as serious a problem as is a different sort of 
obscurity in the notion of easy accessibility. Whether a person 
will think of some fact depends largely upon how the person is 
prompted or stimulated. If I ask my childhood friend if he 
remembers the time we spray-painted my neighbor's dog, I 
may get an embarrassed "Yes." If I ask him if he remembers 
any of our childhood pranks, this one may fail to come to mind. 
Is the fact that we spray-painted the dog easily accessible? 
There seems to be no clear answer. If we say that something 
can be easily accessed if there is some prompt that will bring it 
rapidly to mind, then almost everything stored in memory is 
likely to be easily accessible .. .14 

14 Feldman (1988), page 94. 
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I'm not sure that I see the problem that Feldman is pointing to. It is 

unquestionably true that one's ability to recall a belief is frequently 

dependent on the sort of cue available at the time. So at one time a given 

proposition might be rather easily recalled (if, for instance one asks, Do you 

remember, or believe, that P?), while at a later time, in different 

circumstances, the same belief will be decidedly more difficult to bring to 

mind. But why is this a difficulty? As far as I can tell, it is only 

problematic if one thinks that whether or not a given belief is easily 

accessed is a matter that should have nothing to do with the context of a 

particular situation. But the point that Feldman seems to have brought out 

rather convincingly is that one shouldn't think of accessibility in this static 

manner. So in order to know whether a subject could access a belief at a 

given time, one will need to know more about the situation than facts about 

the way that the belief is stored; in particular, one will need to know what 

cues are available to the subject at the time. 

Despite my defending [F] against Feldman's objection, I think that it is 

not a good account of the type of availability needed for a proposition to act as 

a defeater. My reason for this is in a way similar to my reason for holding 

that a proposition need not be believed in order to be a defeater. The reason 

for this, in a nutshell, is that one may fail to believe a proposition that one 

ought to believe, and such epistemic failure should not put one in a 

favorable position with respect to another belief which would be defeated 

had one believed as one ought. With this in mind, reconsider [F]. Suppose 

that I have good reason to believe that P, and that I also have good reason to 
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think. that P is epistemica1ly relevant to a certain class of propositions that I 

think that I may have reason to consider in the future. In such a 

circumstance, it might well be the case that I ought to have given sufficient 

attention to P so that it will come readily to mind should I consider one of 

the aforementioned propositions. If, however, I am lazy and give 

insufficient consideration to P, I might not be able to access it when it is 

relevant. Hence, even though I believe it, since I can't access it when 

necessary, [F] would entail that P can't serve as a defeater. But I don't 

think that the epistemic vice of cognitive laziness should produce 

justification where epistemic conscientiousness would prevent it. Hence, I 

think. that [F] is inadequate. 

The position for which Feldman eventually plumps is even weaker than 

[F]. Because of the obscurity that he finds in the second clause of [F], 

Feldman proposes simply dropping it. His position, modified to be a partial 

account of negative evidence or defeat is: 

[G]: 
S has Q available as a defeater for her belief that P at t if, at t, S 
has an occurrent belief that Q. 

[G] has the virtue of clarity, but that is about all that can be said for it. 

First of all, my argument for rejecting [F] applies equally well against this 

new account. But more importantly, [G] allows that a belief that P is 

justified even if under any normal circumstances, were I to consider it for 

moment, I would recall a defeater Q which would negate my justification. 

To see how implausible this is, let's get a concrete case at hand. I read in 

the newspaper that the Wildcat's next opponent includes a pair of identical 
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twin brothers. The only way to tell them apart on the court is that one of 

them (Rick) shoots a right-handed jumpshot while the other (Louie) is a 

southpaw. Having tickets to the game and being something of an avid fan, 

I pay close attention to this; I even bring up the unusual fraternal tandem 

in a lunch-time conversation with colleagues. That night I go to the game, 

at which I find out one more fact about the brothers, viz., that Louie is the 

better player and so plays more minutes per game than Rick does. 

Sometime into the game, I see one of the twins shoot and score; I lean over 

to my colleague and say, "That Louie can really has a nice jump shot, 

doesn't he?" To which my friend replies, "Perhaps, but that was Rick that 

just scored." Immediately, I think to myself "Of course! I even noticed 

that he shot the ball right-handed and yet I still failed to make the obvious 

connection. The old neurons are working slowly tonight!" 

In such a case, I am surely not justified. Had I stopped to consider my 

belief for even a moment, I would have recalled the article that I had read 

earlier in the day. Now I do not mean to suggest that I have violated an 

epistemic duty or obligation by not stopping in the heat of the game and 

checking my doxastic system for defeaters. The violation of an epistemic 

duty is only one way that one's justification may be defeated. As I claimed 

in Chapter One, the notion of justification that we are interested here has 

two primary components: one is its truth-conducivity and the other its 

perspectival nature. The perspectival aspect of justification requires that 

for a belief to be justified it must appear to be true from the agent's 

perspective. Now as I said earlier, a limiting case of the perspectival aspect 

is that the belief be undefeated; in such a case the doxastic system (which, 
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includes the proposition and nothing to suggest that it is false. However, in 

the above example, my perspective isn't so pure. That is, given the fact that 

I believe what the paper reported about the twins, my belief that the person 

who shot made the (right-handed) shot was Louie, doesn't appear to be true 

from my perspective. 

If my claim about the perspectival nature of justification is right, it 

would seem to push us to what might be thought of as a rather liberal view 

of what can play the role of defeater. If a subject's perspective is 

determined by her entire set of beliefs, then even a belief that isn't currently 

accessible to her (i.e., isn't such that she can, with the cues that she now 

has, recall it ), will be able to defeat the justification that she has for a belief. 

Thus, in place of the above accounts of the conditions under which a 

believed defeater is available, I offer the following: 

[H]: 
S has Q available as a defeater for her belief that P at t if, at t, S 
has the belief that Q. 

Now it should be duly noted that the subject must still believe that Q ifit is to 

now be available as a defeater.15 If the subject once believed that Q and if 

his reason for now believing P is R, and if the conjunction of Q and R fails to 

provide adequate epistemic support for P, then the person's justification for 

P is defeated only if he still believes Q. If he has permissibly forgotten that 

Q, then it can't now serve as the defeater for P. His simply having a once

believed proposition in LTM isn't sufficient for now believing it; in order to 

15 Unless the subject should still believe it. 
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something to be a belief, it must be possible for the subject to recall it 

without a complete prompt. I don't have a complete account of belief at 

hand to fully clarify this point; but if it should turn out that every 

proposition once believed is stored somewhere in LTM, that would not entail 

that every proposition once believed is still available as a defeater. 

Notice an interesting connection between this and an earlier point. 

Suppose that once upon a time, S believes that P because he believes that R, 

but he also believes that Q which defeats what would have been adequate 

justification for P. Now, time passes and P forgets that Q. Is he now 

justified in believing that P if he continues to believe that R? I had better not 

answer in the affirmative because I argued that negative coherentism and 

Pollockian foundationalism were false in part because they entailed that a 

person whose original justification for P was defeated could become 

justified if only she could forget the defeater. Fortunately, I have the 

theoretical means to say "No." It is not necessary according to my account 

that one have a defeater for an ongoing belief in order for that belief not to be 

justified; if the belief wasn't initially justified or if it isn't sustained by a 

reliable cognitive process, then it isn't justified now. So merely forgetting 

the only defeater I have for a proposition will not entail that I am now 

justified in the once defeated belief. 

Let's get back to the main issue. Just how should we think of belief? 

Since that is the key notion in my account of defeater availability, I need to 

say at least a bit more than I have. For example, suppose that Mary has a 

representation with the propositional content that P stored in LTM, but that 

because of interference this content simply can't be retrieved. At an earlier 
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time, P was believed by Mary, but now the representation is always inert. 

No matter how hard she tries to recall it, it simply won't come to mind. 

Does Mary now believe that P? I think that depends on some as yet 

unspecified conditions. Suppose that the representation is so inaccessible 

that even if Mary was given a 'complete' prompt, she will not recall that P. 

By 'complete' here, I mean a prompt that contains all of the content of her 

representation. One might add to the case that there is, nevertheless, a way 

that the memory can come to mind: direct stimulation of the brain by 

electrodes. Now if this is Mary's situation, I think that it is absolutely clear 

that she doesn't still believe that P. Because I am willing to take a hard 

line on defeater accessibility doesn't mean that I am willing to take a (very) 

hard line on what counts as belief. I think that it is sufficient for Mary's no 

longer believing that P that a complete prompt will not activate it. In order 

to believe that P at t, Mary must be such that, at t, her representation that P 

can become active (and play the 'belief role in her psychological economy) if 

given an prompt that is not complete. I don't know just how to specify how 

much of the content of P can legitimately be in the prompt, but if all of it is, 

then Mary doesn't believe that P before the prompt. 

Now I will grant that the following kind of case is possible. At tl, Mary 

has a representation that P stored and this can only be activated by a 

complete prompt. At t2, Mary receives a complete prompt, and instantly 

recalls that P; that is, the representation that P is now activated by the 

prompt. Mary's reaction to this might be "Oh, that's right. Now I 

remember that P." So at t3 Mary believes that P. It might be tempting to 

say that because Mary believed that P at tl, and her belief that P at t3 is in 
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appropriately related to the original representation) that she had at ti, 

Mary believed that P all along. I think, however, that this is wrong. Now I 

am not denying the important causal role that the newly activated 

representation plays in Mary's believing that P at ta. Indeed, it seems to me 

that her remembering that P at t2 causes her belief at ta. But since at ti, no 

incomplate prompt could have activated her belief, it seems to me right to 

say that she doesn't then believe that P. But as long as she could activate 

her belief that P given a less-than-complete prompt, I am inclined to say 

that she continues to believe that P. Furthermore, the belief must be 

capable of being activated by her and not solely by a neurosurgeon directly 

stimulating her brain. 

So my position, then, is that as long as a once believed proposition is 

stored in memory and the person could activate it without a complete 

prompt,16 and the representation once activated would play the causal role 

of belief, then the person believes that P. And if the person believes that P 

then P is eligible to play the role of a defeater for any of her beliefs. 

In considering the above account of defeater availability, one should keep 

in mind a distinction that came up in Chapter One and that will be 

especially significant in the fifth section of this chapter. The notion of 

justification that I am interested in is quite different from, inter alia, 

rationality. [H] would be a very implausible principle of defeater 

16 I don't really mean to commit myself to saying that just any incomplete prompt is 
sufficient. For example, being such that only a prompt with at least 99% of the 
informational content that P would activate P would also not count. As I mentioned 
before, I don't know where to cut this off, but it would surely be below .99. 
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availability if the concept under consideration were rationality. Rationality 

has to do with drawing the right conclusions based on what one has to work 

with; if one can't recall a belief no matter how one tries, then that stored 

belief surely can't defeat the rationality of the target belief. But if our 

attention is focused on the concept of the justification that is central to 

knowledge, then it is p I believe, not so crazy to claim that any belief in one's 

entire doxastic corpus is 'possessed' in the sense necessary for defeat. 

6.4: The Problem of Generality and Mnemonic Processes 

An often-voiced objection to reliabilism is that there is no appropriate 

way to individuate cognitive processes. If one individuates them broadly, 

then two beliefs that intuitively should differ in justificatory status, will 

have the same since both are formed by the same process. For example, Joe 

and John both have beliefs that the book each is seeing is red. Both beliefs 

are formed on the basis of vision and so, on one way of individuating 

processes, they are formed by the same cognitive process. However, 

suppose that John is looking at a book illuminated by red light and the book 

that Joe is seeing is under white light. In the one instance, color perception 

is reliable, while in the other it isn't. So in order to make things work out 

right, the reliabilist will either have to claim that what is significant for 

justification is the reliability of a process relativized to a certain set of 

conditions or else more narrowly circumscribe the process-type. I think 

that the reliabilist should opt for the former strategy. Here's why. 

The intuitive appeal that reliabilism has is derived mostly from what we 

ordinarily take to be the case about the way we form beliefs. Our beliefs are 
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formed by some kind of psychological process; when the process responsible 

for our believing that P is one which we take to be reliable, we believe that 

the belief is justified. The reason that we think we are justified in believing 

what our eyes 'tell' us when we look at a medium-sized physical object in 

good light is that such beliefs are almost always true. Similarly, the reason 

that we think that beliefs based on the process of wishful thinking are 

unjustified is because we think that there is no particular reason to believe 

that what we wish for is true or will come true. In these sorts of cases, we 

individuate processes rather widely. Goldman recognizes this in (1979) 

and offers as examples of relevant belief-forming process types: standard 

perceptual processes, remembering, good reasoning, wishful thinking, 

hasty generalization, mere hunch or guesswork. 17 As one refines and 

narrows the process types relevant to the reliabilist's program, reliabilism 

seems to loose much of its intuitive appeal. 

Consider for example my belief that there is a clock on the wall, which I 

have because I now see one there. If the mechanism responsible for that 

belief is simply the visual belief-forming process, the claim that my belief is 

justified only if that process is reliable has significant intuitive appeal. 

However, it is much less clear how the epistemic status of my belief can be a 

partial function of a very narrowly construed process like that of forming 

beliefs about round objects that are twenty to twenty-five feet in front of and 

slightly to the left of me, when the lighting is produced by fluorescent tubes. 

Why? I think that the answer is obvious. I don't believe that I have a 

17 Goldman (1979) pages 99 and 100. 
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causally operative psychological process that is sensitive to objects that are 

twenty-five feet in front of me and to my left and insensitive to objects that 

are twenty-six feet in front of me and to my left. I take it that the same 

visual processes would have been at work had the object been a rectangular 

picture twelve feet in front and to the right of me and illumined by standard 

white light. 

Inasmuch as the reliabilist must gerrymander process-types in order to 

make his account have the right results, his theory becomes less plausible. 

Also, inasmuch as the reliabilist's taxonomy of processes is at great 

variance with that of the cognitive psychologist, the reliabilist has failed to 

fulfill an initial promise, viz., that of being a naturalistic theory. I'm not 

claiming that a gerrymandered process individuation makes reliabilism 

positively nonnaturalistic, for surely it doesn't. But if the reliabilist were to 

insist that belief-forming processes should be individuated in just the same 

manner for epistemological purposes as for psychological ones, reliabilism 

would be a as fine a naturalistic epistemology as one could hope for. As 

long as propositional-attitude psychology is a legitimate (i.e., scientifically 

reputable) cognitive theory, then a reliabilist could account for certain 

epistemic properties making use of only those objects quantified over by 

science together with the naturalistically felicitous notion of reliability. On 

the other hand, if the reliabilist divides processes differently than the 

cognitive psychologist, the fit will not be nearly as tidy and the naturalistic 

promise not nearly so well-kept. 

So the reliabilist should let the psychologist individuate processes, and 

claim that a belief is justified only if it is produced or sustained by a process 
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that in the circumstances (e.g., given the particular conditions of 

observation that occurred when the belief was formed) in which it operated 

is reliable. 

Such a proposal is not without problems, however. John Pollock brings 

them out as follows: 

... [H]ow do we decide how specific to make the circumstance 
short of total specificity? The following seems initially hopeful. 
Although we cannot talk about the reliability of a cognitive 
process under the present circumstances in all their specificity 
without trivializing things, we can talk about the reliability 
under different general conditions satisfied by the present 
circumstances. Consider a belief P produced by the cognitive 
process M. If the present circumstances are of some general 
type C under which M is reliable, that might incline us to 
regard P as justified. For instance, M might be color vision 
and circumstances C might consist of viewing things in white 
light. But, given reliabilist intuitions, we would retract this 
judgment of justifiedness if the present circumstances were 
also of some more specific type C* under which M is 
unreliable. For example, C* might consist of viewing things in 
very dim white light. In other words, in evaluating M we need 
not appeal to totally specific circumstances, but we cannot 
ignore features of the present circumstances that would make 
M unreliable. This suggest that we should regard P as justified 
if and only if (1) there is a description C of the present 
circumstances such that M is reliable in circumstances of type 
C, and (2) there is no more specific description C* of the 
present circumstances such that M is unreliable in 
circumstances of type C*. Unfortunately, this does not resolve 
our problem. Suppose that P is false. One condition satisfied 
by the present circumstances is that the process M is currently 
producing belief in the proposition P and P is false. The 
probability of a belief being true given that it is produced by M 
and M is currently producing belief in the proposition P and P 
is false is O. Thus, the reliabilist criterion once more entails 
that a belief is justified only if it is true.18 

18 Pollock (1986), pages 118-119. 
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The problem that Pollock has his finger on is a sticky one for the reliabilist. 

Clearly, the reliabilist will want to say that a specification of conditions that 

includes the truth or falsity of the proposition believed is illegitimate. 

However, coming up with a principle that indicates which conditions are 

legitimate and which aren't is something that, as far as I know, no one has 

done. 

The point that I want to make, however, is that one who wishes to adopt 

[OJ2] doesn't seem to have any such difficulty. The example on which 

Pollock focuses an instance of perceptual belief formation. In such a case, 

observation conditions, or the like, are very important factors for 

relativizing the reliability of the process. However, when the relevant 

cognitive mechanism is one of memory, it isn't clear at all that the 

reliability claim needs to be about the process relative to conditions. The 

sorts of things that effect the reliability of memory seem to be things that are 

built right into the processes themselves. Consider a couple of examples. 

Take first a mnemonic process which involves elaboration. The process 

will include the to-be-remembered item's being encoded in way that ties it 

in with other of the subject's psychological states. Remembering in this way 

is more reliable than remembering in a way that doesn't integrate the 

target item with other items in the subject's psychological system. So 

memory is thus more reliable in these cases; but what accounts for this is 

the particular psychological process itself and not external conditions in 

which the belief is sustained. A second example involves the 

aforementioned importance of encoding specificity. In as much as the 

context of encoding is reproduced at the time of recall, memory is more 
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effective and reliable. However, what is important here is not simply the 

environment in which the subject is embedded, but the information that he 

is receiving and noting. Hence the process itself will include a description 

of noted cues present at the time of testing (or recall) and noted cues 

present at the time of learning. Again, it is very hard to see how any 

conditions external to the psychological process will be relative to its 

reliability. 

Now it might be thought that the reliability of mnemonic processes is 

crucially dependent on the truth-value of the input beliefs. If one puts 

. falsity into memory, one will get falsity out. Such a claim, however, would 

rest on a confusion about the sort of reliability relevant to memory. When a 

mnemonic process is under consideration, it is surely too great a constraint 

to say that it must be reliable; that is, that it must produce truth in the 

majority of actual and counterfactual circumstances. This is because 

memory processes are what Goldman has called 'belief dependent.' 19 

Such processes take beliefs as inputs, and so it is too much to require that 

they actually produce true beliefs in the majority of actual and 

counterfactual situations. For if the inputs are false beliefs, the problem 

might very well not be with the processes. Belief dependent processes count 

as reliable if they are conditionally reliable, i.e., if they tend to produce true 

beliefs when given true beliefs as inputs. So a mnemonic process can be 

justification sustaining ev'en if it tends to produce mostly false beliefs, 

19 Goldman (1979), pages 13-14. 
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provided that counterfactua1ly, when the inputs are true, the outputs tend 

to be so as well. 

So even if the problem of appropriately relativizing processes to contexts 

is generally a sticky one for the reliabilist, it doesn't appear to be any sort of 

difficulty for one who accepts [OJ2]. 

6.5: Memory. ReHabilism. and Demon-Worlds 

The other problem that one hears directed at the reliabilist time and 

again is the so-called demon-world objection. The point is quite simple. We 

can imagine being in a world in which everything appears to us exactly as 

things at the actual world do and in which we experience all of the same 

mental states that we experience here. The difference is that at this other 

world, all of one's experiences are produced by a Cartesian demon who is 

very effectively deceiving us. At the demon-world, all of our cognitive 

mechanisms are unreliable. So if reliabilism is true, no belief is justified at 

this world. Yet the beliefs that we have at the actual world have exactly the 

same evidential support as they did at the demon-world; that is, we have 

just the same reasons for believing at the demon world that we have for 

believing at the actual world. But surely, many of our beliefs at the actual 

world are justified. But if we have exactly the same reason for believing at 

the demon world that we do at the actual world, then some of our beliefs 

must be justified there too; and since reliabilism denies this, reliabilism is 

false. 

I think that this objection rests on a simple equivocation. As I claimed 

in Chapter One, there are at least two notions of justification, one of which 
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is essentially the same as rationality. This notion is more strongly 

intemalistic and has more to do with doing the best that one can. Our 

intuition that believers at the demon-world are justified in some of what 

they believe is the intuition that such believers are rational in some of their 

believings. The notion of justification that I intend to be partially 

explicating is a much stronger and more truth-connected one; it is the 

notion of the epistemizer. Now surely believers at demon worlds who never 

get things right fail to have beliefs that are so closely connected to the truth 

that if the beliefs were true, they would be instances of knowledge. 

It has been claimed by Stewart Cohen that demon-world cases show that 

reliabilists can't make important epistemic distinctions that clearly need to 

be made. Cohen writes, 

Since Goldman cites reliability as the relevant feature that 
distinguishes justLfication-conferring processes from the class 
of non-justification conferring processes, he is committed to 
the view that in the evil demon world, the cognitive processes 
he lists are indistinguishable from the perspective of epistemic 
justification. Thus we can imagine two inhabitants of this 
world, A, who is a good reasoner, i.e. reasons in accordance 
with the canons of inductive inference, and B, who engages in 
confused reasoning, wishful thinking, reliance on emotional 
attachments, guesswork, etc. Since the beliefs of A and Bare 
both produced by unreliable processes (the evil demon sees to 
this), a reliabilist theory of justification must render identical 
appraisals of both sets of beliefs. 

Plainly, this cannot be correct. A's beliefs are conditioned by 
the evidence whereas B's beliefs are not. A is a good reasoner 
whereas B is not. A's beliefs are reasonable whereas B's 
beliefs are not. there is a fundamental epistemic difference 
between the beliefs of A and the beliefs of B. But the Reliabilist 
does not have the theoretical means to display this difference.20 

21) Cohen (1984) page 283. 
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Although Cohen makes his case using an example of reasoning, I want to 

consider instead another belief-dependent process that is more relevant to 

this essay, viz., memory. Suppose we amend the example so that A has a 

good memory and B doesn't. So when the demon gives A the false belief 

that P, A will accurately remember that P for a considerable time. B, on the 

other hand, will think that he remembers but will always be wrong. Now 

suppose we continue to read the case as Cohen does and claim that A is the 

sort that we take to have justified memory beliefs while B isn't. Given that 

all of the beliefs of both are false, how can the reliabilist make a distinction 

between A's justified memorial beliefs and B's unjustified ones? 

First of all, the reliabilist will deny that A's memory beliefs are justified 

since they aren't initially justified in the appropriate sense. However, even 

while maintaining this, the reliabilist is able to make the relevant epistemic 

distinction between A and B. Recall that to say a mnemonic process 

'reliable' is really to say that it is conditionally reliable; that is, it is to say if 

the inputs to the process are true, the process will generally produce true 

outputs. Now, even though A does not possess a single true belief, that 

doesn't stop his mnemonic processes from being conditionally reliable. 

However, B's processel:l aren't even conditionally reliable. So the reliabilist 

can say that although both have entirely false doxastic systems, the lack of 

justification of B's memory beliefs is over determined while A's isn't. 

Actually, it would seem that B's failure to be justified in his memory 

beliefs is overdetermined by another factor. According to [OJ2], a memory 

belief is justified only if it is undefeated. But given the description of B, it 

would seem that he would likely have good reason to think that his memory 
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is generally unreliable. Now it could be that the demon can take care of this 

so that he is never in a position to notice his unreliability and if that is the 

case then the unjustifiedness of B's belief is only over-determined by one 

factor. 

Thus, I think that the the demon-world objection is not a problem for one 

who accepts [OJ2].21 

6.7: Conclusion 

In this chapter I have outlined a theory of ongoing justification. I 

believe that [OJ2] satisfies the desiderata of such a theory and avoids the 

difficulties that plagued its primary rivals. I say that I have 'outlined' a 

theory because I realize that in order to be complete, many parts of the 

picture need to be filled in. For instance, a more detailed and adequate 

theory of epistemic defeat, and an account of epistemic obligations are both 

needed before we have anything that can be called a 'complete' theory. 

And, as mentioned earlier, in order to be absolutely complete, one also 

needs to provide an account of initial justification. 

What I have hoped to accomplish in the larger work is to have raised 

some issues that are frequently neglected in typical discussions of justified 

belief. I also hope to have given convincing reasons for thinking that 

coherentism and foundationalism cannot account for the justificatory 

status of many of our ongoing beliefs. Finally, in this chapter, my goal has 

21 For a more detailed discussion of the demon-world objection, see Senor (1988). 
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been to make attractive a reliabilist solution to the problem of ongoing 

justification. 
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