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ABSTRACf 

The mainstream usage of computer applications is expanding 

from pure data processing to intelligence processing through 

information processing and knowledge processing. There IS 

increasing demand for high performance computer systems to solve 

bigger and more complex AI problems. 

Simulation can offer an efficient means of investigating the 

enormous number of alternatives for existing or proposed computer 

architectures, thereby saving effort, time and cost. However, a model 

developed using the conventional simulation languages is non

modular, not-reusable, inflexible and provides no support for 

hierarchical decomposition of the system. To enable the hierarchical 

decomposition of systems and the development of modular, reusable 

models, object-oriented concepts are required. 

In this dissertation, an object-oriented modelling and 

simulation environment using the System Entity Structure (SES) and 

Discrete Event System Specification (DEVS) formalism is shown to be 

a powerful, knowledge-based environment for hierarchical modelling 

and simulation. This knowledge-based simulation environment 

provides a means for designing complex multiple processor systems. 

Modelling and simulating the Traveling Salesman Problem usmg 

DEVS-Scheme rule-based models with an inference engine and a set 

of rules is shown. Also centralized, distributed and multilevel control 

strategies 

modelled, 

for heuristic search by 

simulated, and analyzed. 

AI multiagent systems are 

The importance of high 
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bandwidth, high connectivity communications, such as expected from 

optical devices, is demonstrated. Based on the ~xperiments, a new 

multilevel computer architecture for artificial intelligence search 

applications is proposed. 
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INTRODUCTION 

13 

As computational tasks leap from small scale to large scale and 

from numerical data processing to non-numerical data processing 

such as symbolic processing and pattern recognition, it is becoming 

more evident that computing must move from a sequential, 

centralized paradigm to a parallel, distributed paradigm. 

Advances in VLSI technologies have led to high performance 

microprocessors with significant advantages in performance to cost 

ratios when compared mainframe and mini-computers. Computer 

systems composed of multiple processors or computers are becoming 

increasingly necessary to meet the large scale computational 

requirements of today. Multiprocessor or multicomputer systems 

provide the potential for accelerating applications and increasing 

throughput by the use of parallelism, and also have the potential to 

support inexpensive incremental expansion in computational power 

by simply adding more processors or computer. The addition of 

processors or computers to increase performance of a multiprocessor 

or multicomputer system is inexpensive when compared to the cost 

of obtaining a new mainframe or mini-computer. 

1.1 Motivation 

The application of computer technology is expanding from pure 

data processmg applications to intelligence processing through 

information and knowledge processing [Hwang 84]. Pure data objects 
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are considered mutually unrelated in the problem space. An 

information item is a collection of data objects that are connected by 

some syntactic structure or relation. Thus an information system 

may be said to be a computerized record-keeping system [Date 86]. 

Knowledge is acquired through education and experience and 

consist~ of information items plus semantic meanings. The most 

sophisticated application level is intelligence processing. Intelligence 

is derived from a collection of knowledge items. Many applications of 

knowledge or intelligence processing are characterized by symbolic 

processing, nondeterministic computations, dynamic execution, high 

potential for parallel and distributed processing, knowledge 

management, and open systems [Wah 87]. The relationships between 

data, information, knowledge, intelligence and their processing levels 

are illustrated in figure 1.1. 

Parallel mechanisms developed in uniprocessor computers 

h.::ve improved the performance of computer systems for many 

applications. The major hardware bottlenecks have been identified 

and moderated with multiple resources and time overlapping. 

Operating systems supporting time sharing and multiprogramming 

have improved resource utilization and throughput. Major 

mechanisms to overcome the limitations of the von Neuman 

architecture are the following: multiplicity of functional units, 

parallelism and pipe lining within the CPU, overlapped CPU and I/O 

operations, use of a hierarchical memory system, balancing of 
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acting like a human being 

intelligence processing 

IN1ELLIGENCE 

knowledge processing 

KNOWLEDGE 

EDUCATION EXPERIENCE 

information processing 

INFORMATION 

data processing 

DATA 

Figure 1.1 Expansion of computer applications 
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subsystem bandwidth, multiprogramming and time sharing, and 

optimization of instruction set [Hwang 84], [Louri 90]. 

However the fundamental physical limits of current technology 

have not been overcome for the more sophisticated computational 

intensive problems, such as predictive modelling and forecasting, 

design automation, large scale simulation, and artificial intelligence 

(AI). The combination of technological and economic factors make 

parallel and distributed computing systems attractive and effective 

for a large variety of applications [Louri 90]. 

The design complexity of large systems using multiple 

processors, however, is much greater than designing a large system 

using a single centralized processor. A multiple processor system's 

dynamic behaviors are too complex to be evaluated analytically. The 

analytic models based on queueing theory necessarily omit aspects of 

target system behavior that may be crucial [Garzia 86]. 

Simulation offers an efficient means of investigating the 

enormous number of alternatives for existing or proposed computer 

architectures. A computer system may be viewed as a discrete-event 

system. Existing discrete-event simulation languages (e.g., 

SIMSCRIPT, SIMAN, SLAM, GPSS) focus on flat operations and 

collections of statistics based on event subroutine calls [Law 82], 

[CACI 83], [Pegden 86]. These simulation languages are suitable for 

the modelling and simulation of material handling systems such as 

those used in manufacturing, however they have significant 

limitations when used to model and simulate computer architectures. 
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Models developed using the conventional simulation languages 

are non-modular, not-reusable, and inflexible. Additionally the 

conventional simulation languages do not support or assist the 

modeler in d~scribing the system structure. To enable the 

development of modular, reusable models, object-oriented concepts 

such as data encapsulation, class inheritance, message passing and 

dynamic binding are required [Zeigler 90a], [Thomas 89]. Object

oriented concepts also assist the modeler in describing the system 

structure in a hierarchical manner. 

DEVS-Scheme, an object-oriented modelling and simulation 

environment using the System Entity Structure (SES) and the Discrete """ 

Event System Specific'ation (DEVS) formalism both proposed by 

Zeigler, has proven to be a powerful, knowledge-based environment 

for hierarchical modelling and simulation [Zeigler 90a], [Kim 90], 

[Conception 88], [Kim 88]. This knowledge-based simulation 

environment provides a means for designing complex multiple 

processor systems. 

1.2 Objectives 

The objectives of this dissertation are outlined as follows: 

a. review the characteristics of AI-oriented applications and 
existing or proposed high performance AI computer 
architectures. 

b. review modelling and simulation tools for analyzing the 
performance of the computer architecture models. 
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c. extend the SES and the DEVS formalism for hierarchical 
modelling and simulation for AI-oriented multicomputer 
architectures. 

d. develop knowledge-bases and inference engines for 
solving AI search problems. 

e. using DEVS-Scheme, build models of knowledge-based AI 
computer architectures to conduct simulation studies of the 
architectures. 

f. identify the advantages and disadvantages of centralized, 
distributed, and multilevel AI computer architectures. 

g. propose further work on the developed environment to 
provide more powerful support for the AI-oriented 
computer architecture design. 

1.3 Organization 

Chapter 2 reviews computer classification schemes and high 

performance computer architecture design issues. Various 

multiprocessing computer models for AI-oriented applications 

including adaptive architectures and multilevel computers are 

presented. Chapter 2 concludes by proposing a new computer 

architecture which is optimized for AI applications. In Chapter 3, 

various tools for analyzing the operations of computer models are 

discussed. Chapter 3 concludes by presenting object-oriented 

programming concepts for hierarchical modelling and simulation 

environments. Chapter 4 describes the SES and the DEVS formalisms, 

focussing on how to represent, build, and simulate hierarchical 

multiprocessor computer models In DEVS-Scheme. Chapter 5 
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illustrates and validates the use of the DEVS-Scheme kernel model 

class. An application of the heuristic search problem is modelled with 

base models in Chapter 6. Lumped models of the base models 

developed in chapter 6 are constructed and simulated in Chapter 7. 

Chapter 7 concludes by analyzing the simulation results of heuristic 

search problem models using different control strategies. Chapter 8 

concludes the dissertation summarizing the results and suggesting 

further research related. 

1.4 Contributions 

The results of this dissertation contribute to the fields of 

Artificial Intelligence and Discrete Event Simulation. Significant 

contributions are as follows: 

a. simulation and validation of DEVS-Scheme models using 
the DEVS-Scheme kernel model class. 

b. modelling and simulating the Traveling Salesman Problem 
using DEVS-Scheme rule-based models with an inference 
engine and a set of rules. 

c. modelling, simulating, and analysis of the centralized, 
distributed and multilevel control strategies for 
multiprocessor AI search computer systems. 

d. proposal of a new computer architecture for Artificial 
Intelligence applications. 
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CHAPTER 2 

DESIGN OF mGH PERFORMANCE COMPU1ER ARcmTECIURES 

This chapter reviews the various computer classification 

schemes, and design issues that must be considered when designing 

computers for AI applications. The chapter concludes by proposing a 

new computer architecture which is optimized for AI applications. 

2.1 Classification schemes 

A proper classification scheme is important for the 

development of high performance parallel processing AI computer 

architectures. Classification schemes differ in the information on 

which they are based and it would be difficult to produce sets of 

characteristics that would definitively place a computer system In 

one of these categories. Classification scheme may be based on the 

hardware device, such as electronics or optics, or the control 

mechanisms, such as control-driven, data-driven or demand driven. 

The well-known classification by Flynn is based on instruction 

streams and data streams [Flynn 66]. The number of processors and 

the number of words which are processed in parallel are the basis of 

Feng's classification [Feng 81]. Handler's classification focuses on 

characterizing the parallelism and pipelining in a computer system 

[Handler 77]. The hardware granularity (Le., the number and the size 

of the processors) also can be used to classify computer systems 
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[Hillis 85], [Louri 90]. Hwang [87] provides a classification for AI

oriented computers based on their functionality. 

Flynn's classification scheme is not fine enough to classify a 

computer which contains both parallelism and pipelining (e.g., 

pipelined vector processor) [Duncan 90]. Feng's and Handler's 

classifications are useful for descriptions of hardware structures, but 

are not easily understood. More details of the Flynn's and the 

hardware granularity classification schemes are described in the 

following subsections. 

2.1.1 Flynn's classification 

In Flynn's classification scheme, computer systems are 

characterized by the multiplicity of the hardware provided to service 

the instruction and data streams. Stream in thh; context means a 

sequence of items (instruction or data) as executed or operated on by 

a processor [Flynn 72]. Four classifications are: Single-instruction 

stream - single-data stream (SIS D), Single-instruction stream -

multiple-data stream (SIMD), Multiple-instruction stream - single

data stream (MISD), and Multiple-instruction stream - multiple-data 

stream (MIMD). 

In a conventional von Neuman machine, a single data stream is 

processed by a single instruction stream. An SISD machine may have 

more than one functional unit in it and most SISD machines are 

pipe lined in fetch-execute overlap [Hwang 84]. In an array computer, 

a single instruction stream processes many data streams. ILLIAC IV 
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is a non-pipelined SIMD computer for vector and matrix processing 

[Bouknight 72] and Cray-l is a pipelined SIMD [Russel 78]. MISD 

machines may include various types of pipeline computers. However 

MISD machines have received less attention because of their 

impractical characteristics. Most multiprocessor systems and multiple 

computer systems can be classified in MIMD category. In an MIMD 

machine each processor is executing its own program. Cm* [Swan 81], 

DAD02 [Stolfo 87], and iPSC [Shih 89] are good examples of MIMD 

machines. 

Choosing between an SIMD and an MIMD architecture has been 

a big issue for high performance computer design. For a well

structured problem with regular patterns of control, SIMD machines 

have the edge over MIMD machines, because more of the hardware 

is devoted to the data operations. In AI-oriented applications in 

which the control flow required of each processing element is 

complex and data dependent, the MIMD architecture has the 

advantage. 

2.1.2 Processor granularity classification 

The various computer systems can be classified into three 

broad classes based upon the granularity or grain size of an 

individual task to be processed on a computer system. The 

granularity determines the size of processors and also affects the 

total number of processors. In other words, the data structure of a 

problem or algorithm will dictate the choice of processor granularity 
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to be used which will maximize performance. There is a large range 

of possible trade-offs, such as cost and processing power, between 

the number of processors and the power of each processor [Louri 90], 

[Hillis 85]. 

In the coarse grained class, the computer system is composed 

of a few (usually less "than 10), but powerful minicomputers each 

with its own main memory and peripheral devices. Job or process 

level of parallelism is involved. From the view point of the users and 

their software, the system is a single large powerful computer, such 

as the Cray-2. 

The medium grained class consists of a number (8 to 128) of 

interconnected workstations or microcomputers each with its own 

main memory and sometimes a mass storage device. Procedure level 

of parallelism is involved. An examples of this class is the Intel iPSC 

Hypercube [Graham 87]. 

In the fine grained class, the number of processors (more than 

1000) is usually greater than the number of jobs that exist at any 

given point in time. Instruction level of parallelism is involved. Due 

to the advances in VLSI technology this model is becoming more and 

more attractive. MPP [Potter 85] and Connection Machine [Hillis 85] 

are examples. 

Coarse grained architectures are better for well-structured 

problems such as numerical computation for aerospace applications, 

but suffer from the problems of the von Neuman architecture which 

separates the processor and memory. The data communication delay 
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between processor and memory dominates the minimum required 

processing time. Medium-grained architectures are networks of 

minicomputers which have the inherent advantages of a network but 

lack the power for memory intensive applications. 

The fine grained processors have a higher degree of parallelism 

resulting from the ability to allocate the number of processors based 

upon load requirements. The demand for massively parallel 

processing power arises from the development of symbolic 

processing systems such as expert systems. Arranging the processing 

elements to match the natural irregular structure of data for 

symbolic processing has been shown to achieve high performance 

[Hillis 85]. Parallel processings are shifting to the fine grained class as 

hardware costs keep decreasing, together with a shift of functions 

from software to hardware [Hwang 87]. 

2.2 Design issues of AI -oriented computers 

AI-oriented applications differ in many characteristics from 

conventional applications. AI applications can be characterized by 

symbolic processing, nondeterministic computations, dynamic 

execution, large potential for parallel and distributed processing, 

management of extensive knowledge, and flexible systems [Wah 89]. 

These characteristics are different from those of the conventional 

numeric-oriented applications. The AI computer designer must be 

aware of these conflicting characteristics to get the desired high 
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performance. Thus we need to consider these characteristics when 

designing AI-oriented computer architectures. 

Deering [85] discussed the key issues of an AI-oriented 

computer design: the development of AI programming languages, 

parallel algorithms, distributed operating systems and distributed 

problem solving, knowledge acquisition and inference mechanisms, 

and intelligent man-machine interfaces. 

Wah classified the essential issues in designing a computer 

system to support an AI application into the representation level, the 

control level, and the processor level [Wah 89]. 

The representation level deals with the knowledge and 

methods used to solve a given AI problem and the means to 

represent it. Issues in choosing an appropriate knowledge 

representation, representing meta-knowledge, and acquiring domain 

knowledge and meta-knowledge are included in this level. The 

control level is concerned with the detection of dependencies and 

parallelism in the algorithmic and program representations of the 

problem. Process synchronization, problem partition, granularity of 

parallelism, dynamic scheduling and load balancing are listed in this 

level. The processor level addresses the hardware and architectural 

components needed to evaluate the algorithmic and program 

representations. Designing the interconnection structure for proper 

parallelism with load balancing and efficient communication is the 

main issue of this level. 
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The interconnection network must provide the following 

features: simplicity of interconnection, efficiency of message routing 

and broadcasting, a fine scalability, and a high degree of fault 

tolerance. To fully utilize the recent technology developments in 

VLSI, it is preferred that each processing element have fixed 

connectivity [Chen 90]. Many research papers discussing 

interconnection topology have been published [Bhuyan 87], [Duncan 

90], [Chen 90], [Feng 81]. 

2.3 Adaptive computer architectures 

One of the fundamental concerns of modular distributed 

system design is the configuration of system hardware and software 

to match the problem requirements for a particular application. Real

time applications are often characterized by a prob1em environment 

that is subject to change over time [Zeigler 84]. Also the 

nondeterministic character in AI-oriented computations requires 

dynamic reconfigurations of hardware and software to match the 

changing problem requirements over time. However, most of existing 

computers have serious drawbacks In meeting the dynamic 

reconfiguration requirements. 

Various tasks in one algorithm may require different types of 

computations. One task may be best computed by a multiprocessor 

system, the next may be best computed by an array system, the next 

by a pipeline system, and so on. Having all these different types of 

computation facilities, as in the Cray series of supercomputers, 



27 

introduced increased system complexity and hardware resource 

underutilization. 

Computer architectures may be grouped into two categories: 

static and adaptable [Vick 80]. Static computers do not adapt via 

software to the programs being computed. Adaptable systems adapt 

to the programs being computed to meet their continuously changing 

mission needs. Major characteristics and requirements of adaptive 

systems are real-time response, high throughput rate, increasing 

speed, parallel information streams, and ability to evolve and grow 

[Alexandridis 86]. 

Adaptive computer architectures may be partitioned into three 

classes depending on the hardware level of reconfiguration 

microprogrammable, reconfigurable, and dynamic [Vick 80]. In 

microprogrammable computers, it is possible to reconfigure 

interconnections between different devices, such as registers and 

counters. In reconfigurable computers, the interconnections of 

various functional units, such as processors, memories, and I/O may 

be changed depending on the structure of the executing algorithm. 

In dynamic computers, it is possible to reconfigure not only 

interunit but also intermodule (e.g., computers) connections. Zeigler 

et. al. [Zeigler 90b] proposed and simulated a dynamic adaptive 

architecture where the goal of adaptation is to maintain good 

performance (measured by average turn-around time and 

throughput) under work-load changes while minimizing the number 

of employed computers. The scheme is called "hire/fire" analogous to 
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the manner in which a business organization adjusts its personnel 

size in the face of variations in product demand. They employ the 

term "adaptive" to indicate that the system adjusts its structure or 

behavior to changing environments. This is the sense of the term 

often employed in the control engineering and other fields [Holland 

75]. "Adaptive" capability may be distinguished from "learning" 

capability, which connotes a more specific set of mechanisms for 

acquiring knowledge about the environment [Oren 86]. A system 

may be adaptive without possessing such learning mechanisms. The 

model under discussion has definite (unlearned) strategies for 

adapting to changing work-load by changing its structure. 

2.4 Multilevel computer architectures 

Processing elements in a massively parallel computer must be 

able to communicate with each other. VLSI, wafer scale integration 

(WSI) and 3-dimensional structures reduce the bottlenecks resulting 

from the pins that are used to link chips to one another. However for 

a massively parallel computer a true complete connection (each 

processing element in an N-node network must have N-I interfaces 

to other processing elements) is too expensive, and even impossible 

for large N. 

Thus a multicomputer system that combines small local 

clusters of processors with point-to-point links is desirable. The 

processors may be interconnected in a hierarchical manner to 

compose a more powerful computer system. Uhr has emphasized the 
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need to explore clusters, and compounds of clusters for massively 

parallel computers [Uhr 87]. These kinds of computer architectures 

can be synthesized in a rather simple and elegant manner by 

combining the clusters to form a multi-layer system. Arranging the 

processing elements to match the natural problem structure is 

important for optimal performance. 

As an example, Cm*, one of the earliest multilevel computers 

had five clusters of ten PDP-ll/32s [Swan 81]. Each computer 

module (Cm) consists of a DEC LSI-II processor, a local switch, bus 

memory and devices. Ten computer modules and one mapping 

processor, named Kmap, form a cluster. Finally the five clusters are 

interconnected through the intercluster bus (Figure 2.1). The 

Connection Machine, one of the powerful AI machines, is also a two

level computer. At high level, it has a 12-ary hypercube of units. 

Sixteen processor cells in each unit are mesh-connected. 

2.5 Some representative AI computers 

In this section, some representative AI computers- MPP, 

Connection Machine, Intel iPSC, and DAD02- are analyzed and 

compared with each other. Uniprocessor based AI machines, such as 

Symbolics or TI Explorer, are excluded since the focus is on 

multiprocessing. 
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2.5.1 The Massively Parallel Processor (MPP) 

The MPP -is a high speed SIMD digital processor designed to 

solve two-dimensional data processing problems such as those 

encountered in the processing of satellite imagery. To handle two

dimensional data processing problems at high speed, the array unit 

of the MPP is organized with up to 16384 elements. The array unit 

contains one S-plane, 1024 memory planes, and 35 processing 

planes. Each plane is a square with 128 rows and 128 columns of 

processing elements. The processing elements are bit-serial, allowing 

for a flexible data format and efficient utilization of resources. 

Instructions operate on a whole plane of data in parallel [Potter 85]. 

The array unit can be programmed at different levels. Low 

level program modules contain instructions that specify how each 

data plane is transferred to and from memory, between processing 

planes, etc. High level programs contain instructions that specify how 

memory planes or arrays of memory planes are to be combined and 

processed. High level programs make calls to low level modules to 

perform the micro-steps of each high level operation. 

The MPP has proven to be very powerful for low level image 

processing. A clear advantage of processing images on a highly 

parallel array IS the direct spatial mapping of image pixels to 

processors in the array. However the SIMD implementation of the 

MPP is handicapped by the irregular communication patterns and 

the complex problem structures because it lacks the control 

flexibility for medium or high level image processing. 
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2.5.2 The Connection Machine 

In the design of a thinking machine, Hillis emphasized the 

requirement for processing elements in proportion to the size of the 

problem [Hillis 85]. Each cell is sufficiently small so that it is 

incapable of performing meaningful computation on its own. Multiple 

cells are connected together into data-dependent patterns. The 

ability to configure the topology of the machine by software to match 

the topology of the problem is one of the most important features of 

the Connection Machine [Hillis 85]. 

The CM-l contains 64K cells, each with 4K bits of memory and 

a simple serial arithmetic logic unit. The processors are connected by 

a packet switched network based on a 12-ary hypercube topology 

and use an adaptive routing algorithm. Sixteen processor cells 

connected in a 4*4 grid and one router unit of the packet switch 

communication network are implemented in a custom designed VLSI 

chip. Each Connection chip has associated with it 4K*4 static memory 

chips. Thirty-two of these units are packaged onto a single printed 

circuit board, called a module. The modules are plugged into 

backplanes of 16 modules each, and two of these backplanes are 

mounted into a single rack. Four racks are placed together into 

roughly the shape of a cube to form the 64K processor machine. 

The activities of the Connection Machine are directed by a 

conventional host computer. The host computer stores data 

structures on the Connection Machine in much the same way that a 

conventional machine stores them in a memory. The control of the 
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individual processor/memory cells are orchestrated by the host, and 

the control unit in each chip decodes nanoinstructions and produces 

signals that control the operation of the processor and the router. The 

router is responsible for routing messages between chips and 

delivering them to the destination specified by the address. 

2.5.3 Intel Personal Supercomputer (iPSC) 

In early 1985 Intel announced the first commercial hypercube, 

a medium grained MIMD computer, the iPSC. The iPSC ranges from 

32 to 128 nodes and uses a message-passing, autorouting operating 

system. Each node has an Intel 80286 CPU and 80287 floating point 

processor plus 512 Kbytes of RAM. An Intel 82586 local area 

network coprocessor controls each link, and passes messages via 

direct memory access communication channels. The iPSC offers more 

node configuration flexibility than other existing hypercubes. 

However, the iPSC node processor suffers from a segmented address 

architecture which makes programming with large data structures 

difficult [Shih 89]. 

Intel estimated that a 128-node iPSC costing $520,000 is 24 

times as powerful as a $225,000 DEC VAX-ll/780 [Uhr 87]. Intel has 

announced enhanced version of their system called the iPSC-MX, 

with expanded memory, and the iPSC-VX, with vector capability. The 

newest product, iPSC/2 consists of a 32-bit Intel 80386 CPU paired 

with 64 Kbytes of high speed instruction and data cache and 4 
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Mbytes of dynamic RAM at each node. Its power is the equivalent of 

a Cray-l. 

2.5.4 DAD02 

Stolfo [87] at Columbia University designed and built a special 

purpose computer to handle expert production systems. DAD02 is a 

fine-grain parallel machine in which memory and processor are 

extensively intermingled. Each DAD02 processing element is a simple 

8-bit Intel 8751 processor and 1023 PEs are interconnected in a 

complete binary tree. Each PE is capable of executing in either of two 

modes under the control of run-time software. In SIMD mode, the PE 

executes instructions broadcast by some ancestor PE within the tree. 

In MIMD mode, each PE executes instructions stored in its own local 

RAM, independently of the other PEs [Stolfo 87]. 

An arbitrary internal node in the tree acts as the root of a tree 

structured SIMD device in which all PEs execute a single instruction 

at a given point in time. This flexible architectural design supports 

multiple-SIMD which allows selected portions of an MIMD machine 

to be controlled in SIMD fashion. 

2.5.5 Comparison 

For low level processing of machine vision problems, the SIMD 

machines such as the MPP and the Connection Machine have shown 

their superior power. However, in the irregular patterns of medium 

or high level processing, the SIMD machines suffer very low 
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processor utilization. The MIMD machines including iPSC and DAD02 

are fit for complex, data-dependent processing but suffer from 

synchronization and load balancing problems. 

LeMair et al [90] reported that highly parallel SIMD processors 

had been shown to be very effective for regular algorithms such as 

image filtering in large numbers of small regions. They compared the 

SIMD MPP and MIMD iPSC in region growing problems. Region 

growing is a technique for partitioning an image by linking 

individual pixels into groups called regions. The MPP may be 

considered to be 10-100 times faster than the 16-node iPSC at 

computing simple image filtering operations. However, they also 

reported that the MIMD strategy appeared to be more effective than 

the SIMD scheme for large regions. 

The peak performance of the Connection Machine for 32-bit 

integer additions is about 2000 MIPS. Some applications, such as 

image processing and cellular automata, run significantly faster than 

2000 MIPS because they commonly use instructions on less than 32-

bits [Kahle 89]. 

In solving benchmarks of AI production systems, DAD02 

showed a maximum of 31 speedup over a V AX 750 for rule 

matching, and DAD02 is six times faster in selecting data from a 

relational database than the IBM 4381. DAD02's hardware 

complexity is roughly equivalent to a V AX 750 and much smaller 

than an IBM 4381. The DAD02 is less expensive than an IBM 4381. 

However, the DAD02 binary tree multicomputer has a major 
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problem: most expert systems are coded so that only a few 

production rules would be expected to fire at one time [Stolfo 87]. 

2.6 A proposed AI architecture 

Based upon the previous review of AI computer architectures 

and a comparision of their features a new AI computer architecture 

is proposed. 

AI-oriented computer systems, such as production system, 

usually have three levels of processing: match, select, and fire. By 

providing different granularity and topology for each level, in other 

words, by providing three level computers to match the production 

cycle, we can expect higher performance. Arranging the processing 

elements to match the natural problem structure is critical for 

optimal performance. 

Some existing AI machines lack the concept of modularity and 

do not fully utilize the VLSI technology. Modular systems can be 

more flexible, easily expanded and updated. The MPP, for example, 

was introduced in 1983. Since then we could not find any major 

hardware improvement. But as we have seen in the iPSC series, the 

initial 80286 in the iPSC was replaced by 80386 in the iPSC/2 

without any software problems. Software costs are a significant 

consideration since they represents approximately 80-90% of the 

development costs. 

The standard VLSI implementation also contributes to 

modularity and cost saving. Thus, a mesh or tree with fixed 
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or medium level 

MIMD network of 

computers, such as the DAD02, might be used to handle the problem 

by having each computer handle a subtree. But all subtrees should 

be as close as possible to equal size. To fully utilize the benefit of the 

standard VLSI implementation and SIMD and MIMD modes, it is 

worth to think about two separate modes and topologies for low and 

medium levels. The combination of an SIMD type mesh-connected 

scheme for low level and an MIMD type tree-structured scheme for 

medium level is ideal for relatively simple low level data processing 

and reasoning at the medium level. 

One microcontroller is required at the medium level to control 

a set of low level processors. The controller provides an interface 

between the high level processors and the low level processors. It 

broadcasts microinstructions to the set of processors- all processors 

can be globally synchronized at the instruction level. The controller 

should be off-the-shelf technology for easy upgrade. 

Reliability and higher communication bandwidth are key issues 

at the high level. In a hierarchical multilevel computer architecture, 

the number of high level processors will be small enough to 

implement the crossbar interconnection scheme. Figure 2.2 shows the 

summary of this proposal. 

In the proposed architecture upto 64K processors are 

hierarchically clustered in three levels. The three-level structure is 

matched to the production cycle. 
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The low level processors are mesh connected in SIMD mode for 

fast low level data processing. The medium level includes a 

microcontroller chosen from the off-the-shelf technology for cost 

savings and ease of upgrade. The microcontroller also supports 

multiple SIMD (MSIMD) modes or MIMD modes for medium level 

reasoning. Mesh-connected and tree topologies are used for the low 

level and medium level, since standard VLSI implementations. 

The crossbar interconnection scheme for the high level has 

advantages of effective communication control and easy expansion 

up to one hundred components. The overall cost would be 

significantly less than that of the Connection Machine. However this 

proposed machine is expected to be more flexible, expandable and 

effective for a variety of applications. 

Parallelism Granularity Mode Topology 
Level 
Job Coarse MIMD Crossbar 

Hypercube 
Procedure Medium MIMD Tree 

MSIMD 
Instruction Fine- SIMD Mesh 

Figure 2.2 Brief summary of a proposed architecture 
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CHAPTER 3 

MODELLING AND SIMULA nON ENVIRONMENTS 

This chapter reviews system design and validation 

methodologies. It also provides a brief overview of object-oriented 

programming concepts and simulation. 

If the relationships within the model are simple enough, it may 

be possible to use mathematical methods to obtain necessary 

performance information. However, the design of the multilevel 

computer architecture is too complex to be evaluated analytically. 

The dynamic behaviors such as task computation, communication 

requirements, and resource contention cannot be easily 

characterized. For example, the communication overhead in Cm* was 

so great that unless the programmer very carefully minimized the 

intercluster communications, degradations were severe [Swan 81], 

[Uhr 87]. Thus the problems in designing such a multilevel computer 

architecture must be investigated by means of simulation. 

3.1 Analytic modelling 

In the early 1960s, it was found that analytic modelling based 

on queueing theory was an effective tool for studying the 

throughput, response time, and other measures of performance for 

computer systems. Until the mid 1970s the use of queueing theory to 

analyze resource allocation and job flow through computer systems 

was the only method available to computer scientists In 
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understanding the behavior of -the complex interconnection of their 

systems [Kleinrock 75]. 

The analytic model basically involves the three-part descriptor, 

A/B/m that denotes an m-server queueing system, where A and B 

describe the interarrival time distribution and the service time 

distribution, respectively. For the simple M/M/3 queue (figure 3.1), 

suppose that the job service time is exponentially distributed with a 

mean of 3 minutes and the distribution of the job arrival is a Poisson 

process type. Then we are able to estimate the maximum arrival 

rate- 60 jobs per hour- from the following equation: 
I.. 

p = 8*0) 

where p is the server utilization ratio, I.. is the job arrival rate, s is the 

number of servers, and 0) is the service rate for each server. 

In multiprocessor computer network models, because of the 

high cost of hardware implementation and/or software simulation, 

performance evaluation of these networks needed to be carried out 

through analytical techniques [Bhuyan 87]. In choosing a proper 

interconnection scheme, for example, the bandwidth can be defined 

as the expected number of requests accepted per unit time. Since the 

bus system cannot provide sufficient bandwidth for a large-scale 

multiprocessor system and the crossbar switch is too expensive, it is 

of particular importance to know what kind of bandwidth various 

interconnectio'i networks can provide. The analytic method has been 

used to estimate bandwidth. However, with this method one cannot 
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obtain a closed-form solution. In addition the analytic model is 

sometimes too simplified [Feng 81]. 

"~I server! r, 
queue " 

-~I I I ~<:- -~ I~ 
, 

... I server2 -~ -. 
/ . 

" 
/ 

'I server3 ~/ 

Figure 3.1 An analytical model for M/M/3 queuing system 

3.2 Simulation 

Most complex, real-world systems with stochastic elements 

cannot be accurately described by a mathematical model which can 

be evaluated analytically. At AT&T, two coordinated research groups 

were established to evaluate network performance: an analytic 

model group and a simulation group. The engineers who developed 

the analytical model had necessarily omitted aspects of network 

behavior that turned out to be crucial to performance [Garzia 86]. 

The target system of modelling and simulation can either be 

existing or in design stage. The model is a set of instructions for 

generating data. The simulator is a device that carries out model 

instructions to generate actual data. Modelling deals primarily with 

the relationships between target systems and models. Simulation 
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refers primarily to the relationships between computers and models 

(see figure 3.2). The modelling relation concerns the validity of the 

model. If the model-generated data agrees with real system data, 

then the model is validated. The simulation relation concerns the 

faithfulness with which the computer carries out the instructions 

intended by the model [Zeigler 76]. 

target system 

modelling 
(validation) 

model 

simulator 

simulation 
(verification) 

Figure 3.2 Relations of the modelling and simulation enterprise 

Simulation can offer an efficient means of investigating the 

enormous number of alternatives for existing or proposed computer 

architectures, thereby saving effort, time and cost. Desirable aspects 

of simulation are as follows [Law 82]: 

Ease of model development 

Modelling flexibility 

General attributes support 



Debugging aids 

Fast simulation speed 

Maximum model size 

Compatibility across various computers 

Statistical capability. 
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Advantages and disadvantages of simulation for general 

applications can be found in [Law 82]. It is clear that simulation is 

well suited as a tool for computer design for several reasons. First, a 

simulation model can represent all of the important characteristics of 

a computer system, including special logical conditions, processing 

rules, and scheduling constraints. Second, a simulation model 

behaves dynamically just as the actual system does. Another 

important feature that distinguishes simulation from other design 

tools is its ability to directly address the measures of performance 

typically used in system evaluation. 

Usually, discrete event simulation is used for modelling 

computer systems to test the interconnection schemes, the protocol, 

optimal size of components, etc. To demonstrate the capability of the 

simulation, the M/M/3 queueing system is modelled and simulated 

under the same conditions with the SIMAN simulation language 

(figure 3.3). The simulation output shows details of the queuemg 

system including the required maximum size of the input queue. It 

also demonstrates Little's Law: the average number of jobs in a 

queueing system (2.84186 + 18.56415) is equal to the average 
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arrival rate of jobs (1.0) to that system, times the average time spent 

in that system (20.43442). 

To simulate a target system one can use a general purpose 

simulation language or a specific simulator. Several general purpose 

simulation languages are used in modelling computer systems, e.g. 

SIMAN, SIMSCRIPT, SLAM, and GPSS. In addition several specific 

packages, called simulators, have been developed to simplify model 

building and data analysis. A simulator allows users to simulate a 

system contained in a specific class of systems with little or no 

programming. These simulators are useful in a high level analysis, 

where a computer system is modelled at an aggregate level and 

details of the operating or control logic are not included. 

Various simulators for Flexible Manufacturing Systems (FMSs) 

are commercially available. These packages usually have a modular 

structure to simplify model building and data input efforts [Looveren 

86], [Lee 89]. In Stanford University's Knowledge Systems 

Laboratory, an event driven computer network simulator was 

developed [Rice 89]. 

The simulators are favored for specific features because of 

their ease of use and less program development time. However, the 

simulators are limited to modelling only those specific configurations 

allowed by their standard features. The general simulation languages 

are more flexible and better for detailed analysis. Many detailed 

analyses are done using a simulation language because of the need to 
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model complex decision logic, which may be unique to the system 

being studied [Law 89]. 

SIMAN MODEL PROCESSOR RELEASE 3.0 
COPYRIGHT 1985 BY SYSTEMS MODELING CORP. 

BEGIN; 
10 CREATE, I,EX(1, 1): EX(I, 1): MARK(1); Attribute 1 = Arrival time 
20 QUEUE,I; 
30 SEIZE: SERVER; 
40 DELAY: EX(2, 2); processing time 
50 RELEASE: SERVER; 
60 TALLY: I, INT(1): DISPOSE; Tally time in system for each job type 

, 
END; 

Figure 3.3 (a) Model frame for M/M/3 queueing system 

SIMAN EXPERIMENT PROCESSOR RELEASE 3.0 
COPYRIGHT 1985 BY SYSTEMS MODELING CORP. 

BEGIN; 
10 PROJECf, SIMAN MM3 SAMPLE, CHILGEE LEE, 04/15/90; 
20 DISCRETE, 1000, I, 1; 1000 Entities, 1 Attribute,l Queue 

, 
30 RESOURCES: I, SERVER, 3; 

, 
40 PARAMETERS: I, 1.0: ! Mean interarrival time 

2, 3.0; ! Mean processing time 
, 

50 TALLIES: 
, 

60 DSTAT: 

, 

I, T.I.S. JOB TYPE; ! Time in system of job 

I, NR(1), BUSY SERVERS: ! Number of busy servers 
2, NQ(1), QUEUE LENGTH; 

70 REPLICATE, I, 0, 480.0; One run, Starting 0, Run time 8 hours 
END; 

Figure 3.3 (b) Experimental frame for M/M/3 queueing system 



SIMAN RUN PROCESSOR RELEASE 3.0 
COPYRIGHT 1985 BY SYSTEMS MODELING CORP. 

SIMAN SUMMARY REPORT 

RUN NUMBER 1 OF 1 

PROJECT: SIMAN MM3 SAMPLE 
ANALYST: CHll..GEE LEE 
DATE : 4/15/1990 

RUN ENDED AT TIME: 0.4800E+03 

TALLY VARIABLES 

NUMBER IDENTIFIER AVERAGE STANDARD MINIMUM 
DEVIATION VALUE 

1 T.I.S. JOB TYPE 20.43442 13.54177 0.17833 

DISCRETE CHANGE VARIABLES 

NUMBER IDENTIFIER AVERAGE 

1 BUSY SERVERS 2.84186 
2 QUEUE LENGTH 18.56415 

STANDARD MINIMUM 
DEVIATION VALUE 

0.56520 
14.97442 

0.00000 
0.00000 

MAXIMUM 
VALUE 

55.98749 

MAXIMUM 
VALUE 

3.00000 
51.00000 
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NUMBER 
OFOBS. 

460 

TIME 
PERIOD 

480.00 
480.00 

Figure 3.3 (c) Simulation output for M/M/3 queueing system 
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3.3 Object-oriented simulation 

Existing discrete-event simulation languages focus on flat 

operations and collections of statistics based on event subroutine 

calls [Law 82], [Pegden 86]. These simulation languages are suitable 

for simulations of material handling systems such as those used in 

manufacturing. 

In traditional programming environments, data and procedures 

are separate entities; the programmer is responsible for applying 

active procedures to passive data structures. In object-oriented 

programming systems (OOPS), an object is an entity that combines its 

state variables and its associated methods [Thomas 89]. An object's 

method or state variable may only be accessed by sending a message 

to the object. Similar objects can be organized into a hierarchical 

family of classes which are definitions of types. Each instance of a 

class is distinct but shares certain fundamental properties with other 

instances. Objects in a subclass inherit all features of the parent class. 

Object-oriented programming is a paradigm in which a 

software system is decomposed into subsystems based on objects. It 

encourages a much more decentralized style of decision making and 

concurrent operations by abandoning the concept of a main routine 

[Zeigler 90a]. In a typical non-object-based program, a main routine 

calls on other routines to work at appropriate times and a large 

percentage of the machine's time is spent in the overhead of 

subroutine calls [Hillis 85]. The subroutine call in a conventional 

program is a command sent by a master to a specific slave 
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determined at compile time. In contrast, the message-passing in the 

object-oriented paradigm allows a much higher degree of flexibility. 

In OOPS the actual receiver of a message is not determined until run 

time. 

The object-oriented programming technique enhances software 

maintainability, extensibility, and reusability. For the same reasons, 

in an object-oriented modelling and simulation environment, we can 

reduce designing and testing time significantly. Major concepts in 

OOPS are as follows [Thomas 89]: 

Data encapsulation - information hiding 

Inheritance - children inherit features of their parent. 

Message passing - not subroutine call 

Dynamic binding - run time message interpretation. 

Data encapsulation or abstraction has an important 

consequence, called extensibility - the ability to extend a software 

system by adding in new definitions without modifying earlier ones 

[Zeigler 90a]. 

In object-orient programming a class definition provides a 

template for generating instances. Any instance in a class inherits all 

common features of its parent class. The class inheritance concept 

increases the object describing capability. 

Objects in object-oriented programmIng communicate with 

each other by sending messages. The message passing is a polite 

request to invoke the receiver's method. The usual message format 
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is: (send object-name method-name optional-arguments). Only the 

methods owned by the object can access and change the values of its 

variables. Different objects can have the same variable names and/or 

method names. The actual processing performed by the methods 

may differ. This phenomenon is called polymorphism. 

The real system interaction In a multilevel computer 

architecture can be conveniently represented by message-passing 

[Zeigler 90a]. Incorporating object-oriented concepts into the 

modelling and simulation environment also reduces designing and 

testing time significantly. Similar processing elements and the 

clusters of those processing elements can be easily built using OOPS. 

More details of this model building methodology are described in the 

next chapter. 
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CHAPTER 4 

THE SYSTEM ENTITY STRUCTURE, MODEL BASE, AND DEVS 

FORMALISM 

This chapter provides an overview of DEVS-Scheme, a 

hierarchical, object-oriented, knowledge-based modelling and 

simulation environment. Knowledge-based concepts, which isolate 

knowledge from the procedures for knowledge processing, have been 

suggested as means to achieve advanced simulation environments 

[Zeigler 90a], [Elzas 86], [Oren 86]. A knowledge-based environment 

for hierarchical modelling and simulation requires the ability to 

explicitly represent both the static structure and the dynamic 

behavior of a system. 

The implementation described here is fully integrated within 

the DEVS-Scheme environment which provides the underlying model 

synthesis and simulation layer in a hierarchical manner. 

4.1 Knowledge representation 

A knowledge representation scheme 

representing reality in computerized form" 

IS "a means of 

[Zeigler 87]. The 

distinguishing feature of AI schemes is their ability to represent 

knowledge in declarative, as opposed to procedural form [Winograd 

76]. It is very desirable to isolate the knowledge initially given to a 

program, and acquired during its operation, from the procedures for 

processing it. Such knowledge modularization leads to a knowledge-
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based environment where the knowledge is usable not only for its 

primary purpose but also for other subsidiary purposes [Zeigler 90a]. 

Knowledge representation schemes developed in AI research, 

such as semantic networks or rule-based systems, have extensive 

applications. Semantic networks, a most popular graphical 

representation scheme, are labeled graphs in which each node 

represents an object and each edge represents a relationship 

between nodes [Hillis 85]. Semantic networks are excellent for 

representing declarative knowledge, particularly that which has a 

hierarchical structure. The rule-based representation scheme 

(prevalent in expert systems) uses a set of rules to represent an 

object's knowledge. The rule condition is evaluated by an inference 

engine, and then the rule action will be invoked (fired) if the 

condition is satisfied [Rauch-Hindin 86]. 

Rule-based representation schemes are capable of providing 

behavioral knowledge but lack the capability to represent important 

structural knowledge and meta-knowledge. The complexity of 

semantic networks increases as the number of nodes increases, thus 

usability decreases. For hierarchical modelling and simulation, a 

framework for hierarchical knowledge representation for both the 

structure and behavior of a system is required. The ability to 

represent structure and behavior allows us to construct a system 

hierarchically without changing the existing behavioral knowledge of 

the system. Zeigler [84] proposed the Entity Structure Base (ENBASE) 

which contains a set of System Entity Structures (SESs) for the 
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structural description and a Model Base (MBASE) which contains a 

set of models in a modular form (figure 4.1). Each model is the 

behavioral description of a component, such as how to react to the 

receiving of an external input . 

....--- KNOWLEOOEBASE -----------.. 

ENTITY STRUCfURE 
BASE 

ABC AB 

r-, rL, 
AB C A B 

rL, 
Cl C2 

r- MODEL BASE 

AB I Cl I 
A I C2 

B - :- .. 

L..-

Figure 4.1 System entity structure/model base framework 

4.2 System entity structure (SES) 

A SES is a structural knowledge representation scheme that 

contains knowledge of decomposition, taxonomy, and coupling 

relationships of a system necessary to direct model synthesis [Zeigler 

90a], [Kim 90]. Formally, the SES is a labeled tree with attached 

variable types that satisfy six axioms- alternating mode, uniformity, 

strict hierarchy, valid brothers, attached variables, and inheritance. 

A detailed discussion of the axioms is available in [Zeigler 90a]. 

There are three types of nodes in the SES - entity, aspect, and 

specialization - which represent three types of knowledge about the 

structure of systems. The entity node, having several aspects and/or 
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specializations, corresponds to a model component that represents a 

real world object. The aspect node (a single vertical line in the 

labeled tree of figure 4.2) represents one decomposition of an entity. 

Thus the children of an aspect node are entities, distinct components 

of the decomposition. The specialization node (a double vertical 

arrow in the labeled tree of figure 4.2) represents a way in which a 

general entity can be categorized into special entities. 

A mUltiple entity represents the set of all members of an entity 

class and it is a special entity that consists of a collection of 

homogeneous components. We call such components a m u I tip 1 e 

decomposition of the multiple entity. The aspect of such a multiple 

entity is called multiple aspect (triple vertical lines in the labeled 

tree of figure 4.2). 

The ability to specify multiple entities and multiple 

decompositions provides a powerful means for representing 

massively parallel computer architectures which may have different 

connection topologies- such as broadcast, hypercube, controlled, or 

cellular. The specification of a parallel processor will be used to 

illustrate the use and power of multiple entities and multiple 

decompositions. 

Two SES's for the well-known multiprocessor computers, the 

Cm* and the Connection Machine, are shown in figure 4.2 and 4.3 

(refer to the figure 2.1, construction of a Cm*- two level 

multicomputer). 
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The subsystems of Cm* are identified as entities falling under 

an aspect called Cm*-dec, which represents the decomposition of the 

Cm* into a intercluster-bus and clusters. Device-spec represents that 

the device might be a terminal or a printer. There are three cases of 

multiple entities (clusters, Cms, and devices). Note that instead of 

presenting all Cm's for Cms' components, only one Cm is placed in the 

labeled tree. The number of Cm's is specified by a variable, which is 

attached to the multiple aspect node. 

The coupling scheme of an entity specifies external input, 

external output, and internal couplings of a system and its 

components. It is attached to an aspect of the entity in the system 

entity structure [Kim 88], [Zeigler 90a]. 

In the SES scheme, the representation concerns the admissible 

variants of components In decompositions and the further 

specializations of such variants. The interaction of decomposition, 

coupling and taxonomic relations in an SES affords a compact 

specification of a family of models for a given domain. 

This framework applies to all levels of system design: from the 

top level multiprocessor's interconnection scheme [Lee 90a], to the 

low-level hardware description language [Yang 90]. In design 

applications the SES serves as a means of organizing the possible 

configurations of a system to be designed which may be identified 

with a pruning process [Zeigler 90a], [Rozenblit 89]. Pruning is a goal

directed process where the goal is formulated by the modeler 

(designer) to meet the system design requirements. Pruning reduces 
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the set of candidate models to those suitable for the problem under 

study. 

Cm'" 

I 
Cm"'-dec 

.J.... 
I I 

intercluster-bus clusters 
I I I number: 5 

cluster 

I 
cluster-dec 
~ 
I 

Cms Kmap map-bus 
I I I number: 10 
Cm 
I 

Cm-dec 
.J,. 

I I I I 
LSI-ll Slocal LSI-11-bus memory devices 

III 
device 

" device-spec 

JJ. 
I 

tenninal printer 

Figure 4.2 System entity structure for the Cm* 
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VAX 

I 
host 
II 

host-spec 

..Lk 

CONNECTION-MACHINE-SYSTEM 
I 

CMS-dec 
~ 

micro controller 
I 

CM 

III nwnber: 4 
type: cube 

racks 

memory-bus 

Symbolics III 
nwnber: 2 
type: cube 

backplanes 

III nwnber: 16 
type: cube 

modules 

III nwnber: 32 
type: cube 

unit 

I 
unit-dec 

I 
~ 

I 
PIR-chip memory-chips 

I 
PIR-chip-dec 

W III nwnber: 4 
type: bus 

memory-chip I 
router processor-cells 

III nwnber: 16 
type: gnd 

processor-cell 

I 
processor-ceIl-dec 
~ 

I 
ALU memory 

Figure 4.3 System entity structure for the Connection Machine 
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4.3 Model base 

Our approach to model base management stems from the need 

to develop computerized support for multifacetted modelling 

methodology [Zeigler 84]. This methodology recognizes that· most 

systems of interest require a multiplicity of submodels to be 

developed since a single, all encompassing, model is not 

computationally feasible. 

The model base management system, based on the SES, is the 

only one that provides a working software system capable of 

addressing the needs of model repositories. We note that "model 

management" here refers to the storage, cataloguing, and reuse of 

component models to synthesize simulation models to meet current 

objectives. 

The user can reduce the initial SES to a structure called a 

composition tree using pruning operations based on his/her design 

goal. The composition tree contains all the information needed to 

synthesize a simulation model in hierarchical fashion from 

components in the MBASE. The transform operation visits each entity 

in the pruned entity structure, and calls upon a retrieval process that 

searches the model base for a model corresponding to the current 

entity. If one is found, it is used and transformation of the entity 

subtree is aborted. 

All models in the MBASE are in modular form where a model is 

described as a black box with declared input ports and output ports. 

All interactions with the outside are mediated through the I/O ports. 
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Modular models have a hierarchical structure in which 

subcomponents are coupled together to form larger ones. 

4.4 DEVS formalism 

The DEVS (Discrete Event System Specification) formalism 

developed by Zeigler is a set-theoretic formalism and supports 

specification of discrete event systems in hierarchical, modular 

fashion [Zeigler 90a], [Concepcion 88]. In the DEVS environment, a 

system has a time base, inputs, states, outputs, and functions. The 

system functions determine next states and outputs based on the 

current states and inputs [Zeigler 84]. In the formalism, an atomic

model is defined by a structure: 

M = <X, S, Y, Oint, 0ext, A, ta> 

where X is an external input set, S is a state variable set, Y is a 

external output set, Oint is a internal transition function, Oext is an 

external transition function, A is an output function, and ta is a time 

advance function. 

Several atomic models can be coupled to build a more complex 

model, called a coupled-model. A coupled model tells how to couple 

several models together to form a new model. The DEVS formalism 

also defines a coupled model in modular form as a structure: 

DN = <D, {MJ, {IJ, {Zi,j}, select> 

where D is a set of component names, M i is a component basic model, 

I i is a set of influencees of i, Z i, j is an output translation function, and 
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select is a tie-breaking function. Such a coupled model can itself be 

employed in a larger coupled model. 

Zeigler [84] proposed an abstract simulator concept for correct 

simulation of a multicomponent DEVS model in modular form. The 

separation of model and simulator is important in the DEVS's object

oriented approach to behavior representation. The interface between 

a model and its attached simulator is defined by methods. Any model 

can be simulated by a simulator if it has the required interface 

methods. The removal of all simulation-related information from the 

model specification enables us to treat models as knowledge [Zeigler 

90a]. 

An abstract simulator for a DEVS model M is shown in figure 

4.4. The simulator S:M has two state variables: the sequential state 

for M and the time of the last event tL. S:M also stores the time of 

next scheduled internal event, tN, and the time elapsed since the last 

event, e. The simulator communicates with the external world via an 

input port and an output port. It sends tN and receives external 

inputs and synchronization signals. The details of the abstract 

simulator's operation can be found in [Zeigler 84, 90a]. 

4.5 DEVS-Scheme 

DEVS-Scheme, a general purpose modelling and simulation 

environment, is an implementation of the DEVS formalism in a LISP

based, object-oriented programming system [Kim 88], [Zeigler 87]. It 

is written in the PC-Scheme language which runs on DOS compatible 
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microcomputers and on the Texas Instruments Explorer II under a 

Scheme interpreter. DEVS-Scheme is implemented as a shell that sits 

upon PC-Scheme in such a way that all of the underlying Lisp-based 

and objected-oriented programming language features are available 

to the user. Its environment supports building models in a 

hierarchical modular manner and a system oriented approach which 

is not possible in conventional simulation languages. The result is a 

powerful basis for combining AI and simulation techniques. The 

layers of DEVS-Scheme are shown in figure 4.5. 

The class specialization hierarchy in DEVS-Scheme is shown in 

figure 4.6. All classes in DEVS-Scheme are subclasses of the universal 

class entities which provides tools for manipulating objects in these 

classes. The inheritance mechanism ensures that such general 

facilities need only be defined once and for all. 

Models and processors, the main subclasses of entities, are 

provided for the basic constructs needed for the separate creation of 

models and simulators based on the abstract simulator concepts. The 

class models is further specialized into the major classes atomic

models and coupled-models, w~ich in turn are specialized into more 

specific cases, a process which may be continued as the user builds up 

a specific model base. The class processors, on the other hand, has 

three specializations: simulators, co-ordinators, and root-co-ordinators. 

The simulators, co-ordinators, and root-co-ordinators carry out the 

simulation of a model in a hierarchical manner following the abstract 

simulator concepts. The class definitions for atomic-models and 
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coupled-models closely parallel those for atomic DEVS and coupled 

DEVS, respectively. The model-processor pairing is recorded in the 

variables: processor of the model and devs-component of the 

processor. 

s 

(x, t) 

or (*,t) S:M 

Figure 4.4 An abstract simulator for DEVS model M 

DEVS-Scheme Layers 

I Layer 3 : Systems Design 

I Layer 2 : System Entity Structure/Model Base 

I Layer 1 : System Model Specification 

Layer 0 : Lisp-Based, Object-Oriented Foundation 

Figure 4.5 DEVS-Scheme layers 
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Figure 4.6 Class hierarchy in DEVS-Scheme. 
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4.6 DEVS kernel models for multiprocessor systems design 

As we reviewed in the chapter 2, high performance computers 

have multiple functional units and/or multiple processors. In the 

standard VLSI implementation, the replication of a regular pattern, 

such as a systolic array, can improve the performance/cost ratio. The 

DEVS-Scheme environment provides convenient facilities using the 

class kernel-models for constructing models having arbitrary 

numbers of homogeneous components. Each component is generated 

from a prototype and the coupling schemes, both internal and 

external, are uniform. The kernel-models encode the coupling 

pattern as a formula applicable to whatever number of components 

is chosen [Zeigler 90a], [Kim 88]. Currently there are six subclasses of 

kernel-models. Each realizes its own internal and external coupling 

scheme: broadcast-, hypercube-, controlled-, cellular-, tree-, and 

ring-models. 

For easy understanding of the operation of the kernel-models, 

let us think about a digraph model which is composed of one 

generator and five isomorphic processors. The interconnection 

scheme of those processors is a ring (figure 4.7). Each processor has 

two input/output port pairs: one I/O pair for the external coupling 

and the other one for the internal ring connection. The :-ing itself has 

a one way path and any processor in the ring can receive from or 

send to outside of the ring. Without the facilities of the kernel

models, we have to specify all couplings one by one in a digraph 

model. Figure 4.8 shows 
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Figure 4.7 Sample of ring-models 

(load-from model-base_directory gen.m) 
(load-from model-base_directory p.m) 
;; make five copies from the original p and copy its initial state 
(send p make-new 'pO) 
(send p make-new 'p 1) 
(send p make-new 'p2) 
(send p make-new 'p3) 
(send p make-new 'p4) 
;; couple them to the ring architecture 
(make-pair digraph-models 'ring-arch) 
(send ring-arch specify-children (list gen pO pI p2 p3 p4» 
;; internal coupling between generator and processors 
(send ring-arch add-couple gen pO 'in 'in 1) 
(send ring-arch add-couple gen p I 'in 'in I) 
(send ring-arch add-couple gen p2 'in 'in 1) 
(send ring-arch add-couple gen p3 'in 'in I) 
(send ring-arch add-couple gen p4 'in 'in I) 
;; internal coupling between processors 
(send ring-arch add-couple pO pI 'out2 'in2) 
(send ring-arch add-couple pI p2 'out2 'in2) 
(send ring-arch add-couple p2 p3 'out2 'in2) 
(send ring-arch add-couple p3 p4 'out2 'in2) 
(send ring-arch add-couple p4 pO 'out2 'in2) 

out 

;; external output coupling between processor and ring architecture 
(send ring-arch add-couple pO ring-arch 'out I 'out) 
(send ring-arch add-couple p I ring-arch 'out 1 'out) 
(send ring-arch add-couple p2 ring-arch 'out I 'out) 
(send ring-arch add-couple p3 ring-arch 'out I 'out) 
(send ring-arch add-couple p4 ring-arch 'out 1 'out) 

Figure 4.8 Digraph model specification of the ring architecture 
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the representation of this ring model with digraph-models 

specification. 

We now show how the ring structure is defined by using a 

kernel-models sub-class called ring-models. In hierarchical 

modelling environments, isomorphic copies of existing models are 

needed to conveniently construct complex models. A method, named 

make-new, is provided for this purpose in atomic-models, digraph

models, and every subclass of kernel-models. When this method is 

sent to the original model, the model creates an isomorphic copy of 

the original. The copy is an instance of the same class as the original. 

A new class definition is required to establish a class to serve 

as the kernel class for an instance of kernel-models. Make-class 

creates a class defini tion with the original model as a template. In 

line (2) of the following example, the ps is a subclass of atomic

models, but new-p is an instance of ps. 

(1) (load-from model-base_directory p.m) 
(2) (send p make-class IpS) 
(3) (mk-ent ps new-p) 

Figure 4.9 shows the class definition of the ring-models, and 

figure 4.10 (a) and (b) show the steps to build a ring-model based on 

the figure 4.8 with a model base utility and with the system entity 

structure utilities, respectively. Other necessary methods and a more 

detailed description of all classes in DEVS-Scheme are available in 

[Zeigler 90a], [Kim 88], [Kim 90]. Applications of DEVS-Scheme 



66 

kernel-models will be provided in chapters 5 and 6 to illustrate 

salient features. 

(define-class ring-models 
(classv ars) 
(instvars 

num-nodes 
top-child 

; total number of nodes 
; top of circular ring 

(any-child, top-child} 
(any-child, top-child} 
(forward, backward} 

(ext-in-coup 'any-child) 
(ext-out-coup 'any-child); 
link 
(inf-table (table» 

) 
(mixins kernel-models) 
(options 

gettable-variables 
settable-variables 
inittable-variables) ) 

influencees table 

Figure 4.9 Class definition of ring-models 



(load-from model-base_directory p.m) 
(send p make-class 'ps) 
(make-ring ps) 
(alias ri lri-PSI) 
(send ri add-port-pair 'out2 'in2) 
(send ri make-members 'p 5) 

Figure 4.10 (a) Buildup of a ring-model in model base 

RING·ARCH 

I 
RING·ARCH·dec 

~ 
I 1 

GEN PS 

III ~~~:~s 
P 

(make-entstr 'ring-arch) 
(add-item e:ring-arch asp 'ring-arch-dec) 
(set-current-item e:ring-arch 'ring··arch-dec) 
(add-item e:ring-arch ent 'gen) 
(add-mult e:ring-arch 'p) 

Figure 4.10 (b) Buildup of a ring-model in entity structure base 
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CHAPTER 5 

TELECOMMUNICATION SYSTEM: EXAMPLE OF DEVS-SCHErvtE KERNEL 

MODELS 

The DEVS-Scheme modelling and simulation environment can 

be used to model and simulate systems which require numerical or 

symbolic processing. This chapter illustrates the use and validation of 

the DEVS-Scheme kernel model class in controlling an arbitrarily 

large number of subordinate models. The validation of the kernel 

model concept provides a sound base for using the kernel model 

class in the modelling and simulation studies shown in the later 

chapters. The RegistT~tion System Via Phone (RSVP) System at the 

University of Arizona was selected to illustrate the use and 

validation of the kernel model class. This system was selected for the 

following reasons: real system performance data was available, and 

there was a reasonably large number of models to be controlled. 

As shown in Chapter 3, the modelling relation concerns the 

validity of the model. If the model-generated data agrees with the 

real system data, then we can say that the model is validated. 

However, the model is only valid within some defined criteria. An 

experimental frame specifies the set of circumstances under which 

the real system is to be observed or experimented [Zeigler 76]. In 

this example however since the kernel model class does not provide 

any processing of the experimental data, its validity is not restricted 

to a particular set of experimental data. 
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5.1 RSVP simulation: a numerical example 

The objective of the project was to provide a valid simulation 

of the RSVP system and then determine the required number of 

telephone lines to support the system. The University was 

considering a request to increase the number of lines to improve the 

system's student registration throughput. 

Specific issues included the impact of adding advertising to the 

system and the effects of the length of time to perform a transaction. 

The latter issue addresses the effect of adding advertising onto the 

system after a student's transaction is completed. 

The primary performance measures are the grade of service 

provided, utilization rate of the lines, and the student registration 

throughput. The grade of service is a ratio of call completions to call 

attempts. The throughput is measured by the number of students 

who can be registered per unit of time. 

5.2 RSVP system description 

The RSVP system consists of a Perceptron VOCOM-I package, 

an IBM 3725 communications processor which serves as a terminal 

controller, and an IBM 3090 mainframe computer. The VOCOM-I 

package consists of two major components: a BT-II unit and a YOCOM 

unit. The BT-II unit based upon a PDP-II minicomputer with a real 

time operating system answers the phones (up to 32 at a time), 

provides the voice feedback to the student and provides a translation 
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from the touch tone phone inputs into an ASCII format. The VOCOM 

unit displays system operating status and statistics, and it provides a 

translation of the ASCII to EBCDIC. The IBM 3725 communications 

processor acts as a terminal controller and treats the VOCOM-l 

package as an IBM 3271 terminal. The RSVP system software runs 

on the IBM 3090 mainframe computer. A block diagram of the 

system is as shown in figure 5.1. 

VOCOM 

phone I r ........, 
lines 

Tucson ~ ./ 
mM IBM 

telephone 0 BT-11 3725 
I--

3090 - DBMS 
0 

exchange 0 
V" 

""""" '-.. 

Figure 5.1 RSVP block diagram 

5.3 Structural representation of the RSVP system 

Model construction 10 the DEVS-Scheme environment consists 

of three subactivities: specification of the model structure, 

specification of the model behavior, and synthesis of a simulation 

model. The structure of the system is represented by the SESe The 

behavior of the system is represented by the models in the model 
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base. The simulation model synthesis is accomplished via the 

transform operation described earlier. 

To generate inputs to the RSVP system and to measure its 

performance, an experimental frame was used. The SES coupling the 

RSVP and experimental frame (EXP) is shown in figure 5.2. The 

coupling schemes designated by {CS I}, {CS2}, and {CS3} in figure 5.2 

show the external input, external output, and internal port 

connections of the models. 

RSVP-EXP 

I 
RSVP-EXP-dec {CSt} 

~ 
I I 

EXP RSVP 

I I 
EXP-dec {CS2} 

..J,. 
RSVP-dec {CS3 } 

..J,. 
I 

GN 
I I 

1RANSD CONlROLLER RLS 

{CSt} = {(EXP.out. RSVP.in) 
(RSVP.out. EXP.in)} 

{CS2} = { (EXP.in. TRANSD.out) 
(GEN.out. EXP.out) 
(GEN.out. TRANSD.attempt)} 

III 
RL 

{CS3} = { (RSVP.in. CONTROLLER in) 
(CONTROLLER assign. RLS.assign) 
(RLS.done. CONTROLLERdone) 
(CONTROLLERdone. RSVP.out)} 

Figure 5.2 System entity Structure for RSVP simulation 
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5.4 Behavioral representation of the RSVP components 

To model the behavior of the RSVP system required the 

implementation of four atomic-models. A generator and a transducer 

were required for the experimental frame (GEN and TRANS D) and a 

set of registration lines and a controller were required for the RSVP 

system (RL and CONTROLLER). 

GEN and TRANSD were required to generate the call attempts 

and to collect output data respectively. RL represents the behavior of 

a single telephone registration line and CONTROLLER represents the 

behavior of the BT -II when selecting an available telephone 

registration line. The DEVS-Scheme implementation of the RL without 

advertising is shown in figure 5.3. 

The simulation of the registration procedure is initiated by the 

generator outputting a call attempt to BT-I1_RSVP and TRANSD. BT

II_RSVP outputs the call attempt to CONTROLLER which in turn 

passes the call attempt to an RL if available, otherwise the call 

attempt is ignored. When a call is completed RL sends a call 

completion notice to CONTROLLER. CONTROLLER then passes the 

completion notice to BT-I1_RSVP which in turn sends the completion 

notice to EXP. EXP completes the simulation of one registration by 

sending the completion notice to TRANSD. 

5.5 Model validation 

Each atomic-model constructed was tested independently using 

the facilities provided by DEVS-Scheme prior to storing the atomic-



;Creates an atomic model RL and an attached simulator s: RL 
(make-pair atomic-models 'RL) 
(send RL def-state '(ta-time ; length of call 

extra» ; advertising time 
;;Establishes the state variables for RL 

(send RL set-s(make-state 'sigma 'inf 
'phase 'passive 
'ta-time '0 
'extra 0» ; without advertising 

(define (ext-RL sex) 
(let ( 

) 

(call-length (content-value x») 
(if « call-length 0.5) 

(set! call-length 0.5» 
(set! (state-ta-time s) (+ call-length (state-extra s») 
(hold-in 'busy (state-ta-time s» 

); let 

;; (set! (s.tate-sigma s) state-ta-time s) 
;; (set! (state-phase s) 'busy) 

(define (int-RL s) 
(passivate) 

) 
(define (out-RL s) 

(make-content 

) 

'port 'done 
'value (list (state-name s) (state-ta-time s» ) 

;; Attach external and internal transition functions and output 
;; function to the model RL 
(send RL set-ext-transfn ext-RL) 
(send RL set-int-transfn int-RL) 
(send RL set-outputfn out-RL 

Figure 5.3 DEVS-Scheme code for the registration line 
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model in the model base. This facilitated the debugging of the 

atomic-models and any coupled-model of which they are a 

component. 

The simulation model of the RSVP system was synthesized 

using the transform operation. The transformed RSVP system model 

is shown in figure 5.4. The model was validated by comparing the 

model output to the actual system performance data provided by U.S. 

West Communications to the University of Arizona. When using 32 

lines the actual grade of service was 100% and the simulation grade 

of service was also 100% with a standard deviation of 2.3%, using 3 

replications. The call arrival rate was stationary Poisson, and the call 

lengths were normally distributed [Christensen 88] . 

......-- RSVP-EXP --------------, 

RSVP ---------..., 

in I Fdone 
~. CONIROllER . -

.§> t 1 § 
~ "C:l 

in done 

'[hlJ§ § ~ tU "C:l 

RLI RL2 

EXP -----------., 

lou, j-I GIN I arp'+"RANSD ~ in I 

Figure 5.4 Transformed RSVP-EXP model 
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5.6 Experiment 

The call attempt rate was modelled using a non stationary 

Poisson process to reflect the change in the call attempts per hour 

from 7:00 a.m to 10:00 a.m. local time. This particular time period 

was chosen as it contained the peak for call attempts. This was 

determined from studying the US West Communications performance 

data for 2 different registration periods. Four different system 

configurations were simulated: the current 32 line system, a 32 line 

system with advertising, a 64 line system without advertising, and a 

64 line system with advertising. Each replication of a particular 

configuration used a different set of random number streams. 

However, each configuration used the same set of random number 

streams for performance comparison purposes. 

The simulation output shown in figure 5.5 is the mean of 3 

replications, and for all data points the standard deviation was less 

than 0.05. The simulation study showed that the current system 

configuration was not adequate to meet the current registration 

demand as it did not sustain a grade of service above 90%. If 

advertising was added to the current 32 line configuration the grade 

of service will deteriorate even more. The 64 line configuration had a 

grade of service above 90% and if advertising was added, there 

would be no appreciable change in the grade of service. Details of 

this simulation study can be found in [Kim 90], [Christensen 88]. 
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Figure 5.5 Performance of RSVP systems 

5.7 Summary 

In this chapter we have validated and illustrated the use of the 

DEVS-Scheme kernel model class by modelling and simulating the 

University of Arizona RSVP System. The validation of a system model 

using the kernel model class provides a fundamentally sound 

foundation for the modelling and simulation studies in the later 

chapters. 
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CHAPTER 6 

A BASE MODEL FOR HEURISTIC SEARCH: TRAVELING SALESMAN 

PROBLEM 

The classic Traveling Salesman Problem (TSP) is a well-known 

AI search problem: find the shortest tour for a traveling salesman so 

that he visits every one of a set of cities exactly once, and returns to 

his initial city. In solving the TSP, a lot of decision factors can be 

taken into account such as distance, travel cost, etc.. The approach we 

are taking is an application of the bounding heuristics technique, 

using multiple agents containing an inference engine and a set of 

rules. The agents combine the branch-and-bound algorithm and 

artificial intelligence [Lee 90b]. 

6.1 Original branch-and-bound algorithm 

Branch-and-bound is an optimal path finding algorithm. The 

basic idea is simple. Suppose that we have a method for getting a 

lower bound on the travel distance of any solution among those in 

the set of solutions represented by some node n in a search tree. If 

the shortest travel distance found so far is less than the lower bound 

for node n, we need not explore any of the nodes below n [Aho 83]. 

There are two main strategies in the branch-and-bound 

algorithm: depth-first and best-first. Depth-first explores one subtree 

completely before going on to the next subtree while best-first hops 
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around on the tree, always expanding the most promising node first 

[Aho 83]. 

To illustrate the best-first, let's try to find an optimal solution 

for five cities shown in figure 6.1. At the beginning of the algorithm, 

the lower bound is calculated without any constraints. Two shortest 

distances are picked from each city's row. For instance, 3.0 and 2.2 

are picked at the city A's row. The sum of ten shortest distances from 

the five rows has to be divided by two because each city is counted 

twice. The initial lower bound of figure 6.1 is 15.8. 

c 

B 

E 

A D 

'" A B C D E 

A ~ 3.0 6.4 5.0 2.2 

B 3.0 ~ 5.1 5.8 2.8 

C 6.4 5.1 ~ 4.0 4.2 

D 5.0 5.8 4.0 ~ 3.2 

E 2.2 2.8 4.2 3.2 ~ 
Figure 6.1 Five cities and their distance matrix 
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A lower bound of a subset of tours is defined by each node in 

the search tree. Each node represents tours defined by a set of edges 

that must be included and a set of edges that must be excluded. The 

included edges are listed in parentheses and the excluded edges are 

listed with minus( -) sign. Based on these constraints, we can infer 

additional constraints, called inferred-constraints. For example, at the 

node4 in figure 6.2, the given constraints from the search tree are 

(AB,AC). AB is inherited from the node2. In this case, the city A is 

selected twice. Thus selecting AD or AE violates the principle rule of 

the TSP: visit each city once except the origin city. Selecting BC also 

violates the rule. The rules for these inferences can be found in [Aho 

83], [Lee 90b]. 

For each branch, the lower bounds for both children are 

computed based on the given constraints and the inferred 

constraints. If the lower bound for a child is equal or greater than 

the shortest travel distance found so far, then we can prune that 

child and need not construct or consider its descendants. In figure 

6.2, after we find a complete path and its travel distance in node8, 

the nodes 6, 4, and 3 which have greater lower bound than the 

shortest travel distance so far will be pruned. However, those nodes 

which have smaller lower bounds than the shortest travel distance so 

far should be backtracked to find a better solution. 



N:4 
C: (ae) 
IC: -(ad,ae,be) 
LB: 19.5 

N: node number 
c: constraints 
IC: inferred-

constraints 
LB: lower bound 
CP: complete path 
TO: travel distance 

N:2 
C: (ab) 
IC: none 
LB: 15.8 

N:6 
C: (ad) 
IC: -(ae,bd) 
LB: 18.2 

N: 1 
C: none 
IC: none 
LB: 15.8 

N:5 
C: -(ae) 
IC: none 
LB: 15.8 

N:8 
C: (be) 
CP: (abedea) 
TO: 17.5 

N:3 
C: -(ab) 
IC: none 
LB: 17.85 

N:7 
C: -(ad) 
IC: (ae),-(be) 
LB: 17.15 

N:9 
C: -(be) 
CP: (abdeea) 
TO: 19.2 

Figure 6.2 Search tree of the original branch-and-bound 

6.2 Modified branch-and-bound algorithm 
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In figure 6.2, edges for each branch are selected In 

lexicographic order (ab), (ac), (ad), (ae), (bc), and so on. There are 

some drawbacks in the previous approach. For N cities there are 

~ (~) edges, thus the search tree grows too complex. Also the 

branch pattern is irregular because of the overlapping of the next 
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branch condition edge and the inferred constraints. The most critical 

disadvantage is its slow movement to the bottom of the tree. Getting 

a reasonably good solution quickly can contribute to a lot of pruning. 

Instead of choosing the edges in lexicographic order, we choose 

every possible node for expansion as in the pure sequential path 

finding. For instance, at nodel in figure 6.3, the search tree expands 

to cities C, D, and E. The lower bounds for each city are calculated. 

The most promising city gets the first expansion. In this way, we can 

reach the tree bottom with fewer steps. Thus more pruning can be 

done. Also inferring constraints is easier and the sequential path 

finding is more visible. 

N: 2 
C: (ab, bc) 

N: 1 
C: (ab) 
IC: none 
LB: 15.8 

N:3 
C: (ab,bd) 

IC: -(bd,be,ac) 
LB: 17.5 

IC: -(bc,be,ad) 
LB: 18.4 

N:5 
C: (ab,bc,cd) 
CP: (abcdea) 
TD: 17.5 

N: 5 
C: (ab,bc,ce) 
Cp: (abceda) 
TD: 20.5 

N:4 
C: (ab,be) 
IC: -(bc,bd,ae) 
LB: 18.4 

N: node number 
C: constraints 
IC: inferred-

constraints 
LB: lower bound 
CP: complete path 
TD: travel distance 

Figure 6.3 Search tree for modified branch-and-bound 
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An atomic-model, named AGENT, has an inference engine and a 

set of rules. After the agent receives the constraints (a list of selected 

edges and prohibited edges) and the shortest travel distance so far, 

named so-far-best, the agent starts its execution to reach the goal. 

The goal is to find the complete path with the given constraints or 

inform that there is no shorter path. The execution of an agent IS 

performed by a forward chaining inference engine and seven rules 

(figure 6.4). 

The inference engine first checks the goal condition. If the 

selected edges (s-edges) does not satisfy the goal condition, the 

inference engine starts its operation to find the correct path. In rules 

R 1, R2, and R3, the inference engine checks whether the s-edges are 

almost done or not. If the number of required edges for s-edges to a 

complete path is just one or two, we can directly connect the 

remaining edges from the rules. 

Once the constraints and so-far-best are given, the inference 

engine checks the expected lower bound with the given constraints. 

If the expected lower bound with given constraints is not better than 

the so-far-best, which implies that there is no way to find a better 

path, the inference engine suspends further execution at the node. 

In our implementation, the initial so-far-best was obtained by 

the shortest-edge-first algorithm instead of reaching the bottom of 

the search tree. Thus pruning can be done from the early stages. 



Rl: IF and s-edges need one more edge 
all of the s-edges are connected each other 
backtrack? is 'no 

THEN append the remaining edge to s-edges. 

R2: IF and s-edges need two more edges 
s-edges form a connected path, 
backtrack? is 'no 

THEN append the shorter edges to s-edges. 

R3: IF and s-edges needs two more edges 
s-edges form two connected paths, 
backtrack? is 'no 

THEN append remaining edges to s-edges. 

R4: IF and unexpanded s-edges 
expand-from-s-edges is 'yes 

THEN try to expand expanded-path from unexpanded 
s-edges 

R5: IF and backtrack? is 'no 
good-edges is unknown 
or expand-from-s-edges is 'no 

unexpanded-s-edges is null 
THEN find good-edges for expansion. 

R6: IF and good-edges are known 
good-edges are not null 

THEN expand to the best-fit edge (lowest bound) 

R7: IF or 

THEN 

good-edges are null 
backtrack? is 'yes 
backtrack to the previous city. 

Figure 6.4 Rules for modified branch-and-bound 
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6.3 Model description 

To implement the modified branch-and-bound algorithm with 

an inference engine and a set of rules, a system entity structure and 

its transformed simulation model are provided (figure 6.5 and 6.6). 

The generator (GEN) has a state variable for selected-city-list. 

The selected-city-list is passed to the preprocessor (PREPROC) which 

determines an initial path length, named as so-far-best-distance, 

using the shortest-edge-first algorithm. For the manipulation of the 

cities, the preprocessor makes the triangular distance matrix. In the 

DEVS-Scheme implementation, by calling function mk-d-matrix and 

tri-matrix-ref, we can build a distance matrix and access the 

elements of the distance matrix. 

From the distance matrix, the preprocessor finds the shortest 

edge between two different cities. Using it as a starting edge, the 

find-shortest-edge-first-path function searches the next nearest 

cities from the two cities of the starting edge to establish two 

different paths using the shortest-edge-first algorithm. The find

shortest-edge-first-path returns the path which has lower overall 

path length. And then this path is fed into the function fine-tuning 

which is used to improve the path. The returned path and path 

length from the function fine-tuning are used as the so-far-best-path 

and so-far-best-distance, respectively. 

The controller (CONTROL) generates the combination of 

constraints that is to be fed into the agents. The constraints are 
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Figure 6.5 System entity structure of a multiagent model 
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Figure 6.6 Transformed simulation model of multiagent model 
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generated based upon the so-far-best-path and the number of 

agents. 

Every agent has its own inference engine and begins 

inferencing concurrently to find its own path. Any agent whose 

expected lower bound is equal to or greater than the initial provided 

so-far-best-distance terminates its processing. If an agent finds a 

shorter path than the so-far-best-distance, the agent sends a 

message to the controller to update the value of so-far-best-distance. 

The CONTROL broadcasts the updated so-far-best-distance to 

all working agents in order to interrupt any agents whose lower 

bound are equal to or greater than the updated so-far-best-distance. 

The CONTROL also keeps monitoring the status of all agents and 

distributes the next assignment to the terminated agents for higher 

agent utilization. 

The final optimal path is determined after all agents complete 

their processing or have been terminated. The final solution is passed 

to the transducer (TRANSD) in the experimental frame. 

6.4 Experiment 

Eight cities 10 the United Kingdom have been selected for a 

sample domain (figure 6.7). The preprocessor determines an initial 

path, using the shortest-edge-first algorithm. The travel distance of 

this path is 844 miles (figure 6.7). The travel distance is reduced to 

838 miles after fine-tuning (figure 6.8). 
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The simulation outputs for the eight cities problem using a one 

agent model and a four agent model are shown in figure 6.9 and 

6.10, respectively. Finding of new shorter paths and their associated 

distances are marked as arrows and values in the figures. The 

optimal travel distance is found to be 808 miles (figure 6.11). In 

these simulations, we assumed that the time unit is the time period 

for one rule to fire and the interrupt handling takes one time unit. It 

takes 439 time units for the one agent model and 143 time units for 

the four agent model to solve the eight city problem. 

6.5 Summary 

Agents containing an inference engine and a set of rules were 

able to successfully solve the TSP and provided an optimal solution. 

From the simulation outputs using a single agent and multiple agents, 

the speedup of a multiagent system can be obtained. 

We may reduce the time units for the multiagent model with 

an interruptable inference engine. The current inference engine 

cannot be interrupted during its inferencing. Thus a new shorter 

travel distance is not used immediately. A detailed description of 

interruptable inferencing can be found in [eho 89]. 
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Aberdeen (31 181) 

Leed (218227) 
Hun (224 278) 

Sheffiel (260 228) 

cardiff (335 158) London (360 266) 

Bristol (345 180) 

Figure 6.7 Sample city map and its shortest-edge-first path 
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Figure 6.8 Fine-tuned path 
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Figure 6.9 Simulation output using a one agent model 
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Figure 6.10 Simulation output using a four agent model 
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CHAPTER 7 

PERFORMANCE OF MULTICOMPUTER ARCIDTECTURES FOR AI SEARCH 
PROBLEMS 

In this chapter the branch-and-bound algorithm for the 

heuristic search problem is implemented on simulated parallel 

architectures using three different control strategies: centralized, 

distributed, and multilevel. The multilevel control strategy may also 

use the distributed control strategy to provide interlevel control. 

Lumped models are developed to compare the control strategies. 

Simulation studies of the control strategies are presented and 

analyzed. Results of the simulation studies are used to propose 

guidelines for use of the control strategies. 

7.1 Lumped model validation 

The agent model in the previous chapter can be considered as a 

base model, which is a model capable of accounting for all the input

output behavior of the real system. Since the base model provides a 

complete description of the behavior of a real system, the base model 

is likely to be extremely complex. If a relatively simple model can be 

shown to be valid, a significant amount of time and effort may be 

saved with its use. The relatively simple model, called a lumped 

model, is valid for the real system under the experimental frame if 

its I/O relation and the base model's I/O relation are the same 

[Zeigler 76]. 
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Here the focus of our simulation study is the comparison of 

centralized and distributed computer systems. In the lumped models, 

required variables such as the number of rules fired can be found 

using random distribution functions. The random distribution 

functions are determined from the simulation studies using the base 

model. 

A lumped agent model (LA GENT) for a heuristic search problem 

has a stack to store the branch conditions same as in the base model 

but the inference engine is not necessary. When it meets a branch 

condition, it sends a query whether the condition has been explored 

or not. If the response is 'stop-branch, which means the branch 

condition was explored previously, then the agent need not repeat 

the same branch condition. If the answer is 'go-ahead, then the agent 

branches with that condition in the search tree. A lumped agent 

sends a 'done message when its stack is empty. More details of the 

LA GENT are shown in Appendix A. 

7.2 Centralized vs. distributed control 

Computer systems can be classified as either centralized or 

distributed. Centralized computer systems either have a single 

processor or tightly coupled multiple processors [Gray 86]. A tightly 

coupled system is a system in which the communication delay 

between all processors is constant, all processors share a single large 

main memory, and usually communication between the processors is 

via the sharing of variables. 
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A distributed computer system is a collection of modular 

autonomous (not necessarily homogeneous) computers which 

communicate with one another [Gray 86]. By giving the operational 

units control of their data, a distributed system allows more 

flexibility for growth of capacity and function. Distributed systems 

can be very effective for handling parallel and non-deterministic 

processes due to their underlying architectural characteristics. In 

order to allow a program to run on several processors at the same 

time, however, a more complex processor scheduling algorithm is 

required to optimize the amount of parallelism achieved. Resource 

management issues and interprocess communication problems 

require a new approach and a real departure from the conventional 

methods used in the operating systems of centralized systems. 

In this heuristic search study, we assume that the controller 

(CONTROL) in the centralized computer model has a large knowledge

base and every lumped agent (LAGENT) sends queries to the 

CONTROL whenever it meets branch conditions. The controlled

models class of DEVS-Scheme is used to model the centralized control 

strategy. 

In distributed computer model, the controller's capability and 

responsibility in the centralized computer model are distributed to 

all agent cells. Each agent cell (AC) consists of a distributed controller 

(DISTCON) and a lumped agent· (LAGENT). The DISTCON has a 

relatively small size of knowledge-base. The LAGENT sends queries 

to the associated DISTCON. If the condition is not found in the 
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DISTCON, the query is broadcast to other agent cells. The broadcast

models class of DEVS-Scheme is used to model the distributed control 

strategy. 

7.3 Centralized computer model 

In the centralized computer model, the CONTROL is the key 

component for the overall operation. It assigns the problems to every 

agent, and monitors every LA GENT's status. It has a relatively large 

size of knowledge-base which is a kind of record keeping of branch 

history. Whenever it receives a query from a LAGENT it searches the 

knowledge-base. If the query condition is found in the knowledge

base, it sends a 'stop-branch message to the LAGENT. Otherwise, it 

adds the query condition into the knowledge-base and sends a 'go

ahead message to the LAGENT. The incoming messages to the 

CONTROL are stored in the input queue when its phase is not 

'passive. 

A system entity structure for a multiagent model with a 

centralized control mechanism and its transformed model are shown 

in figure 7.1 and 7.2, respectively. 

7.4 Distributed computer model 

The LAGENT in the distributed model is the same as in the 

centralized model. It sends a query to its associated DISTCON and the 

DISTCON searches its own knowledge-base. If the query condition is 

found, the DISTCON sends a 'stop-branch message to its associated 
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Figure 7.2 Transformed simulation model of centralized computer 
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LAGENT. If not, the DISTCON broadcasts the query to all other agent 

cells. DISTCONs in all other agent cells check their own knowledge

base then respond· 'stop-branch or 'go-ahead messages. If any 'stop

branch is returned to the original DISTCON, the DISTCON sends a 

'stop-branch message to its associated LA GENT. If all other DISTCONs 

respond 'go-ahead, the initiated DISTCON adds the condition into its 

knowledge-base and then sends a 'go-ahead message to its associated 

LAGENT. 

Every DISTCON is initialized with the total number of agent 

cells and its own identification. Each agent cell can receive external 

incoming messages and can broadcast messages to all other agent 

cells. If one agent cell finishes its assignment, it broadcasts a 'done 

message to all other agent cells. The receiving agent cells decrement 

their count of working agent cells. The termination of the overall 

operation is determined by an active agent cell that finishes its 

assignment and count of working agent cells is one. The agent cell 

then outputs a 'final-done message to the experimental frame. 

A system entity structure for a multiagent model with a 

distributed control mechanism and its transformed model are shown 

in figure 7.3 and 7.4, respectively. 

7.5 Multilevel computer model 

The basic concepts and their advantages of multilevel computer 

architectures have been discussed in section 2.4. Here the centralized 

control strategy model can be expanded to a multilevel computer 
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Figure 7.3 System entity structure of a distributed control model 
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Figure 7.4 Transformed simulation model of distributed model 
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model. The controller's bottleneck problem can be softened by 

having several controllers with moderate capabilities. The latency 

problem from the buffering also can be reduced. 

Several agents can be grouped to form a cluster with each 

cluster having a local controller. The global controller (GLOBALC) 

communicates with the local controllers (LOCALCs) and the internal 

communications of a cluster are handled by the local controller. 

Figure 7.5 shows the system entity structure of a two level controlled 

model and its transformed simulation model is shown in figure 7.6. 

Each LOCALC has its own knowledge-base and controls the 

associated LA GENTs in the cluster. An LAGENT sends a query to the 

LOCALC and the LOCALC searches its knowledge-base. If the query 

condition is found, a 'stop-branch message will be sent to the original 

LA GENT. If not, the query is sent to the GLOBALC and then broadcast 

to LOCALCs in other clusters. 

If all agents in a cluster finish their assignments then the 

LOCALC sends a 'done message to the GLOBALC. The GLOBALC 

monitors the status of clusters, not agents. The bottleneck problem in 

the controller in the centralized model can be reduced by 

distributing the control capabilities to the local controllers. 
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Figure 7.5 System entity structure of a two level controlled model 
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7.6 Experiment 

In this experiment several assumptions are made. The overall 

knowledge-base size is equal to the number of-agents (N) times the 

initial knowledge-base size. The initial possibility of finding a branch 

condition from the overall knowledge-base is 50% and all distributed 

controllers initially have an equally sized knowledge-base. For the 

centralized system: 
o _ initial-knowled-base-size * N 

.5 - initial-knowled-base-size * N + a. 

Th us a. is chosen as (initial-knowledge-b~se-size * N). In a similar 

way, variables for the distributed system or the two-level system 

are defined: 

13 = (N-l) * initial-knowled-base-size + a. 

'Y = (number-of-clusters - 1) * initial-knowled-base-size + a.. 

Every agent starts its processing with the initial search cases. The 

processing time and the number of branches at a node have Poisson 

process distributions. There are no limits to the communication 

bandwidth and the input queue. However, no component can handle 

the input messages unless its phase is 'passive. The input messages 

must wait in the input queue until the component finishes its current 

processing. 

Parameters and their associated values used in this experiment 

are listed in the following: 

number-of-agents 

initial-knowledge-base-size 

ini tial-search -cases 

4, 8, 16 

2 

2 



processing-time (mean) 

branch-leaves (mean) 

buffer-checki n g - time 

10 

2 

1 (short), 10 (long) 
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Very high communication bandwidth will be realistic when 

advanced technology, such as optical devices, are implemented in the 

communication channel [Louri 88]. However, the interrupt handling 

cannot be done without affecting the receiving component's current 

activity unless the components have independent buffer components. 

The primary performance measures are: 

1) total time to complete the search problem 

2) average time per newly added branch condition. 

Simulation outputs from three different control strategy 

models are listed in figure 7.7 and figure 7.8. The number of added 

branch conditions are listed in parentheses. Because of the limited 

memory space of the Explorer II, the distributed control strategy 

with 16 or more agents would not run to completion. The data shown 

for the distributed control strategy using 16 agents are partial 

results. However, even with only partial results for the distributed 

control strategy it can be seen that the multilevel control strategy 

provides superior performance in the measure of time of completion. 



number of centralized distributed two-level 
agents 

4 306(9.7) 214(10.0) 231-<7.7) 
8 790(16.7) 412(15.0) 359(10.3) 

16 2824(32.7) 150(5.0)* 487(10.0) 

Figure 7.7 (a) Total time and added branch conditions with short 
buffer checking time 

number of centralized distributed two-level 
agents 

4 31.5 21.4 30.0 
8 47.3 27.5 34.9 

16 86.4 30.0* 48.7 
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Figure 7.7 (b) Average time per added branch condition with short 
buffer checking time 

number of centralized distri buted two-level 
agents 

4 425(9.7) 725(11.0) 348(8.0) 
8 1185(16.7) 2560(17.7) 645(10.3) 
16 3598{38.0) 1000(4.01* 1563JI0.3) 

Figure 7.8 (a) Total time and added branch conditions with long 
buffer checking time 
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number of centralized distri buted two-level 
a~ents 

4 43.8 65.9 43.5 
8 71.0 144.6 62.6 
16 94.7 250.0* 151.7 

Figure 7.8 (b) A verage time per added branch condition with long 
buffer checking time 

7.7 Summary 

The simulation output shows that the input buffer checking 

time can become a critical factor in large multiagent systems. With a 

short input message handling time, the distributed model has a clear 

advantage over the centralized model in both measures. The two

level model has the best performance in the total time units with 8 

or 16 agents (figure 7.7). 

With a long input buffer checking time, due to large queues, 

the distributed model suffers from a high frequency of interrupts. 

The centralized model also suffers from the bottleneck of the 

CONTROL. The simulation outputs show that the centralized model 

has better performance than the distributed model in both measures. 

However the two-level model is still the best in the total time to 

finish a search problem (figure 7.8). 
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CHAPTER 8 

SUMMARY AND FU1lJRE RESEARCH 

8.1 Summary 

Traditionally the following steps have been followed for system 

design: 

1) For the initial stage of a project, queuing models are used to 

provide a fast and economical estimation. 

2) For an aggregate level analysis, special purpose simulators, if 

they exist, are used to suggest some standard features. 

3) For a broad, one-time view of the system the general 

simulation languages, such as SIMAN, SIMSCRIPT, SLAM, GPSS, etc., 

are used. 

However, the design of high performance computer 

architectures and their associated complexity should be investigated 

using an object-oriented hierarchical modelling and simulation 

environment. The facilities provided by ESP-Scheme and DEVS

Scheme have proven to be a very powerful knowledge-based 

modelling and simulation environment for studying the vanous 

design alternatives in high performance computer systems. 

We have shown the capabilities of DEVS-Scheme to model AI 

computer systems having numeric and symbolic applications. Due to 

DEVS-Scheme's message based execution, the trace of each 

component's behavior is easy. Required capacities, such as buffer 

size, local memory size, communication bandwidth, etc., can be 
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estimated along with their impact. The SES formalism in DEVS

Scheme directly supported the multifacetted simulation of the 

models shown in figure 8.1. 

Figure 8.1 

experiments 

EFSOLVER 

I 
EFSOLVER-dec 

I .J< 
EF 

I 
EF-dec 

rk-, I 
GFN TRANSD Centralized_ 

solver 

Centralized_ 
solver 

I 
Centralized-dec 

I 
J,. 

I 
OONIROL LAGENrS 

III ~tt~lIcd 
LAGENT 

Distributed_ 
solver 

" p~~cast 
AC 

I 
AC-dec 
..J,. 

I 
DISTCON LAGENr 

I 
SOLVER 

II 
SOLVER-spec 

.J1.. 
I I 

Distributed_ Two-Ievel_ 
solver 

Two-Ievel_ 
solver 

I 
Two-level-dec 

"" I I 

solver 

GLOBALC CLUSTERS 

III :Ctt~lIcd 
CLUSTER 

I 
CLUSTER-dec 

J.... 
I I 

LOCALe LAGENTS 

III ~=~lIcd 
LAGENr 

Multifacetted system entity structure of heuristic search 



111 

The heuristic search simulation study facilitated the 

development of lumped models that enabled the simulation of a 

large multiagent system. The results of the large multiagent system 

simulation study validated the AI computer architecture proposed in 

Chapter 2. The simulation study showed that, when communications 

delay is high, a centralized control strategy should be used, and, 

when communications delay is low, a distributed control strategy 

provides better performance. With the existing technology the 

centralized control strategy is used since normally communication 

delay times are much larger than processing times/search times. 

However, when advanced technologies such as optical devices are 

used then the distributed control strategy could be employed. The 

multilevel architecture proposed in Chapter 2 was less sensitive to 

communications delays and in general it performed better than 

either the centralized or distributed control strategies. 

The significant contributions of this dissertation are as follows: 

• DEVS-Scheme kernel model class was simulated and 
validated. 

• the Traveling Salesman Problem was modelled and 
simulated using DEVS-Scheme rule-based models with an 
inference engine and a set of rules. 

• the centralized, distributed and multilevel control 
strategies for multiprocessor AI computer systems were 
modelled, simulated, and analyzed . 

• a new multilevel computer architecture for Artificial 
Intelligence applications was proposed and simulated. The 
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simulation study results indicate that the multilevel 
architecture offers a significant improvement in 
performance when compared to existing architectures. 

8.2 Future research 

Currently the DEVS-Scheme is limited to IBM-PC series and TI

Explorer II with a Scheme-Common lisp translator. An additional 

limitation is imposed by MS-DOS since it restricts the number of 

characters which may be in a file name and its extension, which 

severely hinders the real implementation of a multifacetted SES. The 

hardware limitations result mainly from the portability of the 

Scheme language and its object-oriented programming system 

(SCOOPS). The DEVS-formalism and its associated abstract simulator 

concepts, however transcend any particular language and may be 

implemented in any language which supports object-oriented 

programming. 

Candidate languages for the implementation of the DEVS

formalism are Classic-Ada™ , C++, and Common Lisp Object Systems 

(CLOS). The use of these languages will overcome the hardware 

portability problem. Also the execution speed will be improved 

significantly. 

For high level design verification, high level languages, such as 

CLOS, are better because of their prototyping and more abstract 

capabilities. For performance analysis, C++ may have an advantage 

because of its numerical capabilities. It can easily utilize existing 

libraries written in C or Fortran. Classic Ada exhibits characteristics 
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which are present in both CLOS and C++. It is easily read, understood, 

and maintained. It provides the portability of Ada and can use 

existing Ada packages as well as interfaces with C and Fortran 

libraries [Christensen 90b]. 

To fully utilize the DEVS formalism's distributed simulation 

capabilities, a real multiprocessor system and distributed DEVS 

environment are required [Christensen 90a]. The Intel Hypercube IS 

a possible candidate for a distributed simulation platform. 

To facilitate the ability to rapidly simulate all design variants 

an automated experimental frame generator is required. The 

automated experimental frame generator should take as its input a 

set of design criteria and produces an experimental frame which 

could be used in the simulation study. 

More research is required on the automatic pruning of design 

models. ESP-Scheme provides the capability to prune the SES 

interactively but does not provide an automated constraint driven 

pruning capability. ESP-Scheme does provide an automated means 

of transforming pruned entity structures into models for simulation. 

The research gap between the modelling process and the design 

reasoning process must be closed [Rozenblit 87]. 

An expert system that will automate the development of 

models and the simulation process including output analysis is 

needed. This includes an interface or translator that would allow 

users to construct models using a natural language grammar based 

on the DEVS formalism. The interface or translator would then 
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translate the natural language grammar description of the model into 

an appropriate object-oriented simulation programming language. 



APPENDIX A 

AGENT LUMPED MODEL 

;;;LAGENT.M : A lumped model of an agent 

; Create an atomic model and a simulator 
(make-pair atomic-models 'Iagent) 

; Add state variables 
(send lagent def-state 

'(stack max-stack-size self») 

Initialize the state variables 
(send lagent set-s 

(make-state 'sigma 
'phase 
'stack 

'inf 
'passive 
o 

'max-stack-size 0 
'self '0 

)) 

input message format 
('start initial-search-cases) 

(' go-ahead q-id) 
(,stop-branch q-id) 

Definition of external transItIOn function 
(define (ext-Iagent sex) 

(let* ( 

) 

(val (content-value x)) 
(type (car val)) 
(ptime (round (expon processing-time stream!))) 

(case type 
('start 
(let ( 

(initial-search-cases (cadr (content-value x))) 
) 
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(set! (state-stack s) initial-search-cases) 

) 

» 

(set! (state-max-stack-size s) initial-search-cases) 
(hold-in 'branch-query ptime) » 

('go-ahead 
(let ( 

(bleaves (-1 + (round (expon branch-leaves stream2»» 
) 

(if (> bleaves 1) 
(let ( 

) 

(new-stack-size (+ (state-stack s) 
(if (> bleaves (* 2 branch-leaves» 

(* 2 branch-leaves) 
(-1 + bleaves»» 

(set! (state-stack s) new-stack-size) 
(when (> new-stack-size (state-max-stack-size s» 

(set! (state-max-stack-size s) new-stack-size» 
(hold-in 'branch-query ptime» 

(if (zero? (state-stack s» 

»» 

(hold-in 'done ptime) 
(begin 

(set! (state-stack s) (-1 + (state-stack s») 
(hold-in 'branch-query (1 + ptime» ) 

(' stop-branch 
(if (zero? (state-stack s» 

(hold-in 'done 1) 
(begin 

(set! (state-stack s) (-1 + (state-stack s») 
(hold-in 'branch-query (1 + ptime») 

); case 
); let* 
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; Definition of output function 
(define (out-Iagent s) 

) 
) 

(case (state-phase s) 
(,branch -query 
( make-content 
'port 'intra-c 

'value (list 'branch-query (state-self s) ))) 

('done 
(make-content 'port 'intra-c 

'value (list 'done (state-self s) 
(state-max-stack-size s)) )) 

(else (make-content)) 

Definition of internal transition function 
(define (int-Iagent s) 

(passivate) 
) 

; Assign functions to the lagent model 
(send lagent set-ext-transfn ext-Iagent) 
(send lagent set-outputfn out-lagent) 
(send lagent set-int-transfn int-lagent) 
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