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ABSTRACT

The application of optimization techniques to the design and analysis of physical optics
systems is studied. Optimization techniques such as the method of least squares are
commonly applied during design and analysis of geometrical or ray-based optical
systems. Many optical systems, such as simple laser oscillator cavities have properties
well described by geometrical optics. However, a more general class of optical systems
exists where geometric properties do not sufficiently describe the system. For example,
ray-based optical descriptions are adequate only in regions away from focal points. In
simple laser oscillators, ABCD matrices provide an adequate description, however, when
complex apertures or gain media are introduced, the system is no longer adequately
described by these geometric properties. These more general optical systems fall under

the category of physical optics.

Optimization has found widespread use in geometrical optics design. Physical optics
design using optimization techniques adapted from geometrical optimization techniques
is the primary focus of this research. The key issues were: identification of differences
between geometrical and physical optics optimization, development of a suitable op-
timization algorithm, determination of solutions for dealing with noisy derivatives and
singular systems, identification of classes of problems which benefit from optimization

techniques, and testing of the algorithm through representative examples.
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This dissertation discusses aspects of optimization techniques applied to physical optics
modeling problems. The method of singular value decomposition is discussed as it
applies to the solution of singular least squares matrices. The computational difficulty
with noisy derivatives is discussed, and a solution proposed. Physical optics modeling

and optimization is described, and several example cases are studied at length.
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CHAPTER 1

INTRODUCTION

Motivation for the Research

Virtually all modern lens design is performed with the aid of powerful computer
programs which provide the capability of making detailed ray-tracing calculations. These
programs generally have some form of optimization, or automatic design, built in as a
standard feature. Optimization algorithms can improve a design given a suitable starting
point and some definition of what constitutes performance, which is usually specified
in terms of a merit function. These lens design programs have become ubiquitous in the

optical design discipline, and are an essential tool of the optical designer.

Even though computers now are routinely used to design optical systems using exact
ray traces, it is still true that light does not travel in rays. Light is fundamentally a wave
phenomenon, at least for macroscopic optical systems at visible wavelengths. Most lens
design codes contain some analytical capability which acknowledges this fact. For
example, most lens design codes can calculate the Optical Transfer Function (OTF),
Diffraction Modulation Transfer Function (MTF), or Diffraction Point Spread Function
(PSF) for a modeled optical system, but these calculations are almost universally
extensions of ray-based calculations. In particular, most OTF’s and MTF’s are calculated
by tracing a set of exact rays to the exit pupil to form a representation of the wavefront
there. An autocorrelation of the complex pupil function is then performed to provide the

required OTF, from which the MTF can be derived. The PSF is often calculated using
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rays to form the requisite wavefront, and then a diffraction calculation on the wavefront
is implemented as the last step. Alternatively, the PSF, which is the Fourier transform of
the OTE, can be calculated as the convolution of the geometric PSF (spot diagram) and
some idealized (e.g. Airy) function. In either case, the only diffraction effect included is
the last one, from the exit pupil to the image. These procedures, although sufficient for
some problems, ignore diffraction effects while the wavefront is propagating through
the system. Intermediate diffracting apertures are ignored. Intermediate aperture effects

are usually only included to the extent of geometric shadowing or vignetting.

Physical optics analysis considers many effects beyond aberration correction. For
example we may wish to maximize power output of a resonator, maximize the uniformity
of intensity in the near- or far-field, enhance or suppress wavelength conversion in
nonlinear optical elements such as Raman amplifiers, maximize wide angle scattering,

or suppress higher order resonator modes to improve stability.

As the cost-per-calculation has steadily decreased due to faster computers and lower
computer costs, more detailed optical modeling has become feasible on small computer
systems. Computer modeling of optical systems which include diffraction effects is
referred to as physical optics modeling in this dissertation. Many important optical
systems require adequate modeling of diffraction and nonlinear effects. For example,
most aspects of lasers, including diffraction, gain, saturation, and mode shape require a
physical optics description for meaningful analysis. Atmospheric aberrations, such as
thermal blooming and turbulence, are not modeled in standard lens design codes, and

also require a wave-based description. Physical optics modeling programs such as
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GLAD (an acronym for General Laser Analysis and Design, [Applied Optics Research,
1991]) are available commercially. However, prior to the work, these programs did not

have any optimization capability.

The motivation for this research was the assumption that if optimization techniques could
be developed for application to physical optics modeling problems, then these techniques
would be as useful as optimization is for geometric lens design. It is important to note
that from the beginning, the goal was to develop techniques useful to an end user of a
physical optics modeling program. In the early work on geometrical optics optimization,
many of the algorithms developed were primarily used by the author of the algorithm.
Only later did sufficiently robust methods become available to the non-programmer in
the form of a complete lens design program. In this research, it was desired to skip the
intermediate stage of development, and directly develop an optimization facility for the

end user. This implies that robustness was emphasized over efficiency.

In conducting the research described in this dissertation, the author devised the methods
of optimization and established the numerical procedures for optimization, adaptive
damping, and constraint control. Several application examples were also studied. The
singular value decomposition (SVD) algorithm described in a subsequent chapter was
taken from Numerical Recipes [Press, 1989]. The algorithms were initially tested using
the author’s own lens design program, primarily because of the fast computation times
typical of geometric optics calculations. Some test work was also performed using
polynomial merit functions with known solutions to test for convergence and execution

speed. The prototype optimization algorithms were then incorporated, under the author’s
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direction, into GLAD. The finished GLAD executable was then tested, and the correct
operation of the algorithms was verified. Several iterations were required of this basic
procedure to develop the algorithm described in this dissertation and ultimately incor-
porated into GLAD. The finished algorithms incorporated into GLAD were then used
to develop the examples which are described in subsequent chapters. Because of the
highly specialized nature of the GLAD code and conflict-of-interest concerns, Applied
Optics Research made the changes to the GLAD source code which were necessary to
incorporate the author’s optimization algorithms. These changes were made per the

author’s prescription and subsequently the code was evaluated and tested by the author.

Overview of the Dissertation

The following sections provide an overview of the remaining chapters.

Optimization Methods in Geometrical Optical Design

Optical design was radically transformed when computers became commonly available
in the early 1950’s. Prior to the availability of computers, ray tracing by hand (typically
by using tables) was the only available method of tracing exact rays through optical
systems. Computers could calculate the sine and arcsine easily, and therefore could
calculate refraction angles using Snell’s law without approximation. Computers are
ideally suited for the repetitive, numerically intensive procedure of tracing exact rays
through optical systems, and were quickly put to this use. Almost as soon as ray trace

programs became available, research began on optimization of system configurations;
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for example see Feder [Feder, 1951] or Allen [Allen, 1951]. As a result, a variety of
optimization procedures have found applications in optical design, and these are briefly
reviewed in Chapter 2. There are other optimization techniques which have not found
application in geometric lens design, but which are useful for certain, primarily
univariate, optimization problems, and they are also briefly discussed in Chapter 2 for

completeness.

Singular Value Decomposition as an Optimization Tool

A very powerful numerical technique called Singular Value Decomposition (SVD) has
found application to optimization problems [Golub, 1970], and the optimization algo-
rithms discussed in this dissertation are SVD-based. SVD is primarily used for solving
ill-conditioned equations, although there are other benefits of the method. SVD has not
been mentioned extensively in the lens design literature. However, due to the frequent
singular nature of physical optics systems, it is an invaluable tool in physical optics
optimization. A review of SVD, and a discussion of SVD’s relation to this work can be

found in Chapter 3.

Physical Optics Modeling

Physical optics, including diffraction, deals with many properties of optical beams not
readily or commonly handled by geometric descriptions. For example, rays are construc-
tions not usually associated with energy propagation, although some lens design

programs do support very limited energy distribution models, such as gaussian apodiza-
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tion. Modeling the wavefront via sampling of the complex amplitude provides a way to
account for arbitrary energy flow and density. This makes modeling saturable gain
medium, variable mirror reflectivities, and irregular apertures feasible because the
complex amplitude data are stored in large arrays, and each array point can contain the
local phase, magnitude, and polarization information. There is a myriad of other
phenomenon, such as atmospheric aberration, laser mode competition, and holographic
elements which are best modeled by wave-based descriptions. Physical optics modeling

issues as they relate to this dissertation are discussed in Chapter 4.

Physical Optics Optimization

Physical optics is very computation intensive, and even relatively simple problems have
required long computer runs. However, computer technology has evolved, and suffi-
ciently fast computers are now readily available, and the number of tractable problems
in physical optics is increasing steadily. The approach taken in this dissertation is to
assume that faster computers will, in the future, make extensive physical optics modeling
problems more practical. A general approach is therefore taken where the optimization
methods studied are well adapted for handling large numbers of variables and intricate
design goals. The examples selected for presentation here are relatively simple to better

illustrate some of the important considerations.

Just as there are important differences between geometrical and physical optics model-
ing, there are important differences in the requirements of optimization algorithms that

will work for the two regimes. There are distinct differences between the two regimes
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due to the accuracy of numerically calculated derivatives, the number of variables, the
number of target functions, and the ease with which the system function can be evaluated.
These considerations lead to somewhat different requirements for physical optics

optimization, and special care in the evaluation of certain derivatives.

This investigation required the development of a specially suited optimization algorithm.
Because the algorithm needed to be effective for a general optimization problem,
robustness was emphasized over absolute efficiency. A general purpose optimization
strategy, which includes methods for calculating derivatives, evaluation of a variety of
design parameters, means for specifying variables and boundary conditions, and tech-
niques for solving for improved system configurations, needed to be developed with no
prior information about the system to be optimized. This is an important point; the
approach taken in this dissertation is that the optimization algorithm should be both
general and robust, and be designed to work for optimization problems where the
configuration to be optimized is not known in advance. This is in contrast to most
geometrical optics optimization algorithms, which rely heavily upon the well defined
structure of surfaces, glasses, thicknesses, and the general assumption of aberration

reduction.

The objective was to develop an optimization procedure of sufficient generality so that
it could be incorporated into a general purpose physical optics modeling program such
as GLAD. Such a modeling program can be used to describe and analyze a large variety
of physical optics systems. No particular configuration or optimization goals can be

assumed in advance, rather, these all need to be defined by the user. This means a
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minimum of assumptions about the problem to be solved should be made in the
development of an optimization algorithm. A detailed discussion of the algorithm used

for this work and the special requirements for physical optics optimization are described

in Chapter 5.

The type of applications for physical optics optimization can be roughly divided in two
categories. First, optimization to accelerate solutions to problems which can be found
without optimization, and second, to optimize problems too complex for ordinary trade
studies. Problems which fall in the former category, which will be referred to as analysis
problems, have no real counterpart in geometrical optics analysis. Problems which fall
in the latter category, which will be called design problems, have many direct analogies
in geometrical optics. However, many new types of design problems can be addressed

with the more general approach of physical optics modeling.

Optimization of Adaptive Mirror Characteristics

One of the initial problems considered in this research was the optimization of adaptive
mirror characteristics. To optimize a design first requires a suitable model. The model
should describe the relevant behavior, in this case the corrective ability of the adaptive
element, in terms of the parameters the designer can in principle control. For a typical
adaptive element, the designer may have control over the number of actuators (or
equivalently the actuator spacing assuming the aperture is fixed) and the stiffness of the
faceplate. There may also be a distinction between force actuators, which only move to

exert a specified force on the mirror, and position actuators, which will develop whatever
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force required to displace the mirror a specified amount. There may also be a need for
consideration of the inducement of moments on the surface of the mirror. These latter
effects were not considered in the model presented. The control system which deforms
the mirror in response to the input wavefront does not provide any additional degrees of
freedom because the least squares corrected wavefront solution can be shown to be
unique. Assuming that minimum variance is desired, the mirror response is completely

described by the actuator spacing, faceplate stiffness, and input wavefront.

A zonal model which is useful for adaptive optics with many actuators is developed and
described in Chapter 6. The result developed there shows that the selection of the actuator
spacing and faceplate stiffness are always optimal in the limit of fine spacing and infinite
stiffness, respectively. For this reason numerical examples of optimization were never
performed, because the optimal solution will always be the same. This important result
is nonetheless closely related to the goals of this research, the optimization of physical

optics systems, and therefore it is included as Chapter 6.

Estimation and Optimization of Laser Oscillator Properties

Several examples of problems which fall into the earlier described category of ac-
celerated estimation are described in Chapter 7. A simple example which is included in
Chapter 7, is to estimate the steady-state outcoupled power in a simple laser oscillator
which has a saturable gain medium. There are actually two sides to this problem. First,
the steady state eigenmode needs to be determined, and second, the eigenvalue, which

is related in a simple way to the outcoupled power. This problem is readily solved by
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initiating a small-signal plane wave in the oscillator, and letting the wavefront bounce
between the mirrors and through the gain region, with power loss at one of the mirrors
on each round trip. After a sufficient number of bounces the energy and mode shape will
be well established. The issue for an optimization approach is to determine whether or
not a more efficient method can be found to determine the same information. For an

important class of problems the answer is yes, calculation times can be decreased

substantially.

Optimization of a Pinhole Aperture

Optimization problems of the second kind, which are more closely related to problems
in geometrical optics, involve determining the optimum optical configuration for a given
criteria. This class of problems is quite general, and yet the optimization approach needs
to be fairly uniform, as there would be little value in optimization strategies which would
need to be customized for each new problem. Examples of problems of the second kind

can be found in Chapter 8.

Design of a Ground-to-Space Communication System

Chapter 9 provides a detailed end to end analysis and optimization of a sample physical
optics system. The hypothetical system considered here is a ground-to-space com-
munication system. The essential components of the system include a laser source and
a beam expander on the ground, a relay mirror in space, a second pointing relay mirror

also in space, and then a target detector on the ground. The optimization procedure is
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used to find the best curvatures and other parameters for maximum delivered power for

this hypothetical configuration.

Conclusion

Chapter 10 provides an overview of the research, and summarizes the results and
conclusions. Since there has been very little study of the application of optimization to
a general purpose physical optics modeling program, many new avenues of unexplored
research occurred to the author during this effort. Regrettably it was necessary to limit
the scope of the work to the fundamental considerations. In spite of this, many interesting
problems could be considered. Suggestions for further work are discussed at the end of

Chapter 10.

Description of Notation

Lower case letters such as x will be used for scalar quantities and functions. Boldface
lower case letters such as x will be used to denote vectors. Individual components of

vectors are denoted with subscripts such as x;. Capital letters such as H will be used to

describe matrices. Certain exceptions to this notation are occasionally used for operators,
such as F for the Fourier transform operator, or diag( ); these exceptions are noted in the

text where the functions are used.
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CHAPTER 2

OPTIMIZATION METHODS IN GEOMETRICAL OPTICAL
DESIGN

Introduction

Geometrical optics has been the mainstay of optical design and analysis since the days
of Gauss. Although no scientist or engineer believes that light travels in rays, the ray
description of light is universal because of the elegant simplicity and ease with which a
system may be analyzed using a few rays. Indeed, two independent rays completely
describe an axially symmetric system to first order, in the sense that any other ray chosen
can be written as a linear combination of the first two. In the limit of very small incidence
angles, first order optics may be made arbitrarily accurate, and for this reason optical
systems with small aberrations are well described by their first-order properties. These
properties include object and image location and size, pupil location and size, magnifica-
tion, effective focal length, F/#, and others; deviations from these quantities are called

first order aberrations.

The Seidel formulas [Welford, 1986] provide the third order aberrations of an optical
system using only first-order ray tracing. Fifth, and in principal, higher-order aberrations
can also be derived, but the utility of the information gained rapidly decreases, and the
difficulty of the calculations rapidly increases as well. For this reason, most hand

calculations are limited to first-order, with a few rays yielding the aberrations to third
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order. Most optical systems designed in this fashion had relatively few elements because

of the complicated calculations.

Numerical optimization techniques applied to lens design were first investigated when
digital electronic computers became generally available in the early 1950’s [Feder,
1951], [Allen, 1951]. Although various approaches have been studied, there are common
aspects to all techniques. Usually a merit function is defined which describes the errors
in an initial design, and a set of variable parameters is defined. The object of the
optimization procedure is to minimize or maximize the merit function by suitable
manipulation of the variable parameters. In this context, the merit function can be defined
quite arbitrarily. For example, the merit function can be a sum of the magnitudes of
specific aberrations, or an estimate of the RMS spot size averaged over a few field points,
or the difference between a desired focal length and the actual one, or some weighted
sum of all of these parameters. It is conventional in optical literature and in commercial
lens design codes to define the merit function in a manner such that the optimum design
has a merit function of zero, and non-optimum designs have merit function values greater
than zero. With this convention, the optimization procedure is seeking the set of variable

values that minimize the merit function.

This discussion is intended to summarize the basic principles of geometric optical
optimization so that the changes required for adaption to the physical optics optimization
problem are more transparent. For a more complete discussion of the principles presented
here, see Table 2.1, included at the end of this chapter, which provides references to work

in the field of geometrical optics optimization.
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The Merit Function

The symbol @ will be used to describe the scalar merit function. The scalar merit function
must be defined to depend upon the free parameters in the system, which are called the

variables. Since @ is a function of the variables, it can be written

xl (2~l)
X2
=P (x) =P ,

Xn

where x is the vector of variables and x,, is the n™ variable, or more generally, x is an

n X 1 matrix. This implies that the solution space over which the search for a minimum

of ® must be conducted has n dimensions. Note that @ is a scalar. The minimum value

of @ occurs at a new point in the solution space commonly given the symbol x*. At x*,

@ has the property that

(90 .2)
ax;
ad

ox
Vo (x)=g(M=| 2|=0,
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where the O on the right hand side means that all the components of the vector are

individually zero, and V is the gradient operator vector defined by

d @2.3)

Note that Equation (2.2) also defines the gradient vector g(x). Equation (2.2) simply says
that the first derivative of ® with respect to all of the variables is zero. This is a necessary,
but not sufficient, condition for a minimum in ®, because the gradient vanishes at
maxima and saddle points as well as at the minimum. The more complete definition of
a minimum is that the gradient vector be zero and that the second derivative matrix be

positive definite. A matrix A is said to be positive definite if

xX*Ax>0 24

for every non-zero vector x. The second-derivative matrix is called the Hessian matrix,

and is defined by
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Note that the Hessian is a two dimensional matrix of size n X n.

First and Second Derivatives of the Merit Function

There are several factors which greatly complicate the optimization problem in lens
design. First, the exact functional dependance of ® on the variable set is known only in
the very simplest of definitions for ®. It is more common for @ to be defined in a way
which includes data from dozens or even hundreds of exact ray traces through the optical
system, as well as constructional parameters and paraxial targets. This fact precludes
even determining the functional dependance of @ on x, much less solving for the

minimum value of ®.

A second important factor is the large number of variables involved in the computation.
The optical system itself may consist of many surfaces, spaces, refractive indices,
dispersion numbers, potential stop locations, and perhaps zoom positions. The Cooke

triplet, which is considered to be one of the best lenses designed before the computing
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age, has only three elements and (usually) two glasses. A representative example of a
Cooke triplet is shown in Figure 2.1. This seemingly simple combination of elements
nonetheless has seven spacings (assuming the stop does not need to lie on an optical
surface), six curvatures, two indices, and two dispersion values (assuming only two
glasses are used), for a total of 17 potential variables. More complicated systems can

easily have 100 potential variables.

-
=

LAYOUT

WED MAY @1 21:4@:38 1991
TOTAL TRACK: 63.582¢6 MM

Figure 2.1. A typical Cooke triplet configuration. The stop is located at the center element,
which is typically a negative flint. The positive crowns on either side of the flint are often,
but not always made of the same glass.
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These two factors, the unknown nonlinear functional dependance and a large number of
variables, also combine to add an additional factor of difficulty. Virtually all optimization
procedures require some sort of derivative information, and even first-order derivatives
must be calculated approximately by finite differencing, which requires two evaluations

of the merit function per variable. Ideally, finite differences are calculated by

00 Plx+1Ax) - B(x - YoAx) (2.6)
ox; Ax. ’

i

where Ax; is a differential change in the i variable of x. The notation (x+ 1/2Ax‘-) means

that only the iM variable of the vector x is incremented by V2 Ax;. This method is the

most accurate form of the finite difference algorithm obtainable, but it has the disad-
vantage that two function evaluations are required per variable, or 2n function evalua-
tions for the entire gradient vector g(x). A more efficient but less accurate approach is

to define

99 Pl +Ax) - D) @7
ox; - Ax; )

i

The unperturbed state, ®(x) need only be evaluated once, and therefore this requires
n+1 function evaluations. The computational savings approaches a factor of two for large
n. The error in using this approximation is always greater than using the symmetric finite

difference, although the differences become smaller for small Ax;. The magnitude of
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Ax; cannot be reduced arbitrarily however, as round-off error in the subtraction step will

ultimately limit accuracy. Unfortunately, the error in the derivative taken using the
asymmetric step is at a maximum at the minimum of the function ®, where the first
derivative has a true value of zero. The error in the symmetric finite difference is quite

small at the minimum of @ because ® can be approximated by a parabola at that point.

The difficulty with the nonlinear merit function comes in the calculation of higher-order
derivative terms. Using the asymmetric finite differences, each row or column of the

Hessian matrix can be calculated by #+1 function evaluations, but again the unperturbed
state need only be calculated once, so n? + 1 function evaluations are required for second

order derivatives, and n3 + 1 for third order derivatives, and so on. It is obvious for the
general case of moderate n, on the order of 20 or so, that higher-order derivatives are
not practical to compute, because roughly 400 function evaluations would be required.
There is also the concern of round-off error, which increases with the number of

subtractions required.

Assuming the merit function has been defined and that at least the first derivatives are
calculable (or estimable by finite differencing), there are several optimization approaches
which can be considered as candidates. The most commonly considered methods are the

gradient method, Newton’s method, and the method of least squares [Lawson, 1974].
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The Gradient Method

Early in the original research on optimization, the steepest descent, or gradient method
was considered a possible approach. It is easily demonstrated however, as these early
researchers discovered, that steepest descent is virtually always a poor choice. The

method simply defines a change vector to be parallel to the local gradient of the merit
function,

Ax=-0VDd, 2.8)

where the scalar o determines the size of the step. Usually the gradient is calculated, and
then o is determined by successive guesses until the minimum value of @ is found along
the vector defined by the gradient. Because the gradient always points along the path
towards lower values of @, it seems to be a reasonable approach. Consider however a

simple merit function, suggested by Feder [Feder, 1957], whose contours are ellipses:

Q=X+ 10x2 (2.9)
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4

O =02+

Although the solution for minimum @ is obviously x; =0, x, =0, the gradient method

converges very slowly if the initial coordinates are near the end of the major axis, as
illustrated in Figure 2.2. The reason is that the search for lower @ is constrained to be
along the gradient, which for highly elliptical contours does not point toward the global
minimum. After each search is exhausted, and the minimum along the gradient is found,
the new gradient then by definition is orthogonal to the previous gradient, and the search
continues in this zig-zag fashion, and the rate of convergence is very slow. For example,
if the starting point is x = (100, 1), the gradient is g = (400, 400), and the search direction
is oriented at 45 degrees. Since each subsequent step is perpendicular to the last, all steps
will be oriented at either 45 or -45 degrees, and the solution is approached only in a series
of small steps. Since each step decreases in magnitude from the previous step, the steepest

descent method in principle never reaches the minimum.
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Figure 2.2. The gradient method in optimization. For highly elliptical contours, the gradient
method converges very slowly because each step must be orthogonal to the last. This causes
the solution vector to zig-zag down the valley rather than moving directly along it. This
effect can be corrected by a change of variables, which maps the elliptical contours into
circular ones.

It may seem that the highly elongated ellipse is an artificial pathological case, but in fact
highly elliptical contours are very common in general optimization problems. Consider
for example the optimization of the Cooke triplet. The variables include thickness,
curvatures, and perhaps indices. These parameters do not even have the same units, and
may vary in magnitude by several orders. The problem is more extreme in the design of
an aspheric mirror, for example, where the thickness and polynomial aspheric constants

may differ by thirty orders of magnitude.
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There are procedures for minimizing the adverse effects of magnitude differences by
scaling the variables [Feder, 1957], although there are other reasons to not use the direct
gradient method. One of the most compelling is that direct gradient provides only a
direction, and not a step size. A separate procedure must be invoked after each gradient
calculation to search along the gradient for the minimum in that direction. This in turn

demands more function evaluations, whose total number is desired to be a minimum.

Newton’s Method

Newton’s method is essentially the gradient method with the second derivative term in

the Taylor series expansion retained. The expansion is (from [Huber, 1982]):

D)= D) +2° (x) Ax+%Axt H(x) Ax . 2.10)

The symbol 7 is used here to denote the transpose of a matrix or vector. By definition,

the first derivative of & at x* is zero, so taking the first derivative with respect to Ax (not

x ) yields the vector equation
0= Vb(x) + Vg °(x) Ax + V%Ax" He) Ax @.11)

which can be simplified to
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1 (2.12)

0=0+g7x) } + VoA HGx) Ax .
The middle term on the right hand side is just g(x). The last term may be evaluated by
expanding the matrix product and differentiating with respect to Ax, the result is
0=g(x)+HXx)Ax , (2.13)
and solving for the step length, the result is
Av=—H" (x)g(x) . (2.14)

Using the same numerical example given in Equation (2.9), the Hessian becomes

Ja 0] 215)
H ‘[0 400]’

and the step size according to Equation (2.14) is

Ar=_[% 0 [400]_[-100 2.16)
=" 0 Yaco||400|T| -1 |’
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which in a single step finds the correct solution. Newton’s method will always converge
in a single step for a quadratic function. In general, sufficiently near the minimum, all
merit functions of the form of Equation (2.8) are well described by the quadratic
truncation of the Taylor series. If the merit function is not purely quadratic, iteration is
required to find the solution. Newton’s method has the benefits of quadratic convergence
but requires the numerically intensive computation of the Hessian. The Hessian is
numerically intensive to calculate because of the second derivative data required.
Construction of the Hessian is usually too costly in terms of computation time to make

Newton’s method attractive.

The Method of Least Squares

To avoid the difficulties associated with these gradient methods, the method of least
squares, originally described by Legendre in 1805, is often used. The least squares

method is applicable to problems where the merit function takes the form [Lawson, 1974]

D=0 +9,2+...+9,2=0 0. @17

Here m has been used to represent the number of component functions @; whose squares
comprise the merit function. The individual @; functions are functions of x, and are

commonly called targets; and m is therefore the number of targets. These targets can be
specific values of aberrations, or transverse ray errors, or mechanical parameters. The

only constraint is that the ¢; be defined so that the optimum value of each @; individually
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is zero. The ¢; are arranged in a m X 1 vector denoted by ¢. As the name implies, the

method of least squares seeks to find the minimum value of ® by finding x* such that
the individual @; functions are minimized in a least squares sense. After the minimum is
found, the individual @; functions will not necessarily be zero, but will more likely have

some residual values @’;. This residual of the @; can be determined by

, 99, 99; oQ; (2.18)

assuming ¢, is the current value of the i target function, Ag; is the change in the target

function, and Ax,- is the step size of the i variable. Equation (2.18) also assumes that
the target functions are linear. Note that there are m equations of the form above, one for

each target function residual. Taking the derivative with respect to the i variable of

Equation (2.17),

oo [0, fow] [, e
205, ok |7 o |7 T oy |

i

There are n of these equations, one for each variable, each developed by taking the partial

derivatives of all the @;’s with respect to each variable. All n of these equations can then

be written as
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-;—V o=, (2.20)

where J is the m by n Jacobian matrix, written explicitly as

K e2p
axl L. ax,,
J = - . . -
a(pm . . a(pm
ox; ox,

In a similar way Equation (2.18) can be written

¢ =¢+JAx. (222)

Since the derivatives of @ should all be zero at the next x, where @ =@’, substitute

Equation (2.22) into Equation (2.20), and the result is

JIAx=-I"¢, (2.23)

which is the famous least squares equation. This equation is often called the normal

equation matrix, or simply normal equation. The normal equation is often written in

standard form:



43

AAx=b, 2.24)

where
A=JT, (2.25)
b=-J". (2.26)

Note that A is an n by » matrix. The system of equations defined by A and b are called

the normal equations. The step size is then

Ax=A1p. 227

Note again that this assumes that the target functions are linear with x. Since this is not
likely to be the case, the procedure simply provides a guess at the solution for the
minimum, and the process is repeated until the merit function converges. This procedure

is called linear least squares.

It is convenient to write the expressions for A and b in terms of the derivatives (which
are elements of the Jacobian) and the current values of the functions as sums over all

m target functions:
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m (2.28)
9,00,
U} 2 ox; ox
k=1
m 3 2.29)
Pk
b== 35 %
k=1

Least squares has become the method of choice in geometrical optics design because it
usually is less prone to problems with singular matrices, and because the matrix equations
to solve are of dimension #, independent of the number of target functions. It is important
to note however, that if m, (the number of targets) is less than »n, (the number of variables)
then the system is underconstrained, and the solution for Ax is not unique. This also
implies that the rank of A will be m rather than n, and therefore A will be singular. In this
case some criterion must be determined for selecting a particular solution. If n = m, the
system is exactly constrained, and in principle there is a unique solution. In practice,
least squares only works well when m is larger than n, and preferably much larger. The
reason for this is that the matrix A is singular if m is less than », and ill-conditioned if
m is not much larger then n. This phenomenon and a practical solution for handling these

cases are described in Chapter 3.
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Local Minima in Least Squares Methods

One of the most exasperating problems with the damped least squares method, and with
optimization methods in general, is the avoidance of local minima. Local minima are
points in the solution space which meet the criterion for minima described earlier, but

do not represent the best (or lowest, by our convention) merit function obtainable.

Local minima are often present in highly non-linear solution spaces. This is a well known,
if not well understood, problem in geometrical lens design. See for example a recent
paper by Kidger and Leamy [Kidger, 1990]. If the solution space were linear, that is, if
the target functions were linearly dependant upon the variables, local minima would not
exist. However, most systems of interest are highly non-linear, and yet the method of
least squares is developed upon the assumption that the solution space is linear, at least
locally. The result is that least squares converges toward a local minimum once the
solution vector is near the minimum. There is no known method for avoiding local
minima, and indeed, there is no known way to even determine if the minimum you have
found is a local or the global minimum. Some algorithms purport to have a better chance
of finding the global minimum, such as simulated annealing. See for example a recent
paper by Forbes and Jones [Forbes, 1990]. These methods require much longer computer
runs than conventional differential algorithms such as least squares. For this reason they
were not considered for the physical optics optimization problem. As is common in
geometrical optics design procedures, the only way to determine if the best minimum

found so far is the global minimum is to try a different starting point, and reoptimize.
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Accelerating Convergence of Least Squares Methods

For large step sizes, it is likely that the merit function is not sufficiently linear for the

linear least squares solution to be valid, and therefore the new guess for x* may actually
be further from the minimum than the previous guess. This was recognized early in the
original research on optimization [Wynne, 1959], and the technique of damping was
introduced. Damping originates from the argument that the step size should be held to
a minimum during the optimization process, and the normal equations are therefore

modified to include a term proportional to the step size,
[77+ PP )pxe =T, 2.30)

The parameter p2 is the damping term, which simply adds to the diagonal elements of

the A matrix, and / is the n by » identity matrix. If the system were linear, the optimum

value of p2 would be zero, but for real systems, the value varies as the optimization
process continues. An alternative viewpoint is that damping accounts for the fact that
the second (and higher) derivatives were ignored in the derivation of the least squares
expression given by Equation (2.23). If the second (and higher) derivatives were known,
then these terms would be non-zero near the minimum point, and the normal equations
would not be singular. The damping terms in the normal equations are a crude replace-

ment for this missing higher-order derivative information.
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Because the variables to be optimized may vary widely in magnitude and sensitivity, it
is unlikely that all variables should be damped the same. Levenberg [Levenberg, 1944]
recognized this difficulty and proposed that the diagonal elements should be damped in

a multiplicative fashion:
[f] + p2diag(fJ)]Ax =-J'p, (2.31)

where the diag( ) operator takes only the diagonal elements of the normal equation

matrix. This method in effect multiplies each diagonal element in the matrix by
1+ p2). This has the added benefit of being easy to program. Kidger has presented

methods of determining p2 dynamically from comparisons of the expected and actual
values of ® [Kidger, 1967] and these methods are in common use although the method
is somewhat empirical. The damping term usually starts out small relative to unity, and
increases as the solution is approached. A slightly modified technique has been used for

this work, as described in Chapter 5.

In an attempt to more rigorously determine appropriate damping parameters, Dilworth
[Dilworth, 1978] developed a method of approximating second derivatives using finite
differencing of previously calculated first derivatives. The increase in computation time
is negligible, since no merit function evaluations are involved. There is however more
memory required to store the previous Jacobian matrix on each iteration. This is usually
not a problem for reasonable numbers of targets and variables; recall that the Jacobian

is of order m X n.
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When the second derivative terms are included in the Taylor series expansion of ¢;, the

normal equation matrix A takes the form

m (2.32)

A= 0Py 0P + 9,
5= & 3, ox; " Pk axx, |’

k=1

The inclusion of the Hessian matrix, as described earlier, would allow quadratic
convergence and remove some concern over the singularity of A, if only there was a way
to efficiently calculate it. Dilworth’s contribution was to approximate the second

derivative terms along the diagonal of the Hessian by

ipﬁ (2.33)

ox;

20

a%k xHAx,

Xk
ax,ax,. Ax;,

The vertical bars here mean evaluate the enclosed expression at the subscripted value.
These terms, which Dilworth called pseudo-second derivatives, were then added to the
diagonal of A much like the damping terms. There are several advantages to Dilworth’s
method. First, it puts damping on solid mathematical footing, even if the terms are only
approximations. Second, different variables are damped differently depending upon their
sensitivity, which helps prevent oscillation. Lastly, it requires no significant computation

time to implement.
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Two serious problems remain, however. The off-diagonal terms are completely ignored,
and although there are arguments that these terms are unimportant in optical systems
(see for example Grey [Grey, 1963], Wynne and Wormell [Wynne, 1963], and Dilworth
[Dilworth, 1978]), the loss of generality is disturbing. The second problem involves the

case where on a particular iteration, Ax; happens to be small or even zero. The

pseudo-second-derivative becomes huge, and by adding this term to the normal equation
matrix, that particular variable becomes so heavily damped that it is incapable of making

further change. This means Ax; becomes even smaller on the next cycle, aggravating the

problem. This also has a tendency to make the normal equation matrix A more ill-con-
ditioned than it otherwise might be, leading to errors in the solution for Ax. Dilworth
avoided this problem by adding a small constant value to the denominator of the
approximation for the pseudo-second-derivative. This procedure works, but unfortunate-
ly adds yet another parameter which requires dynamic estimation. The empirical nature

of the fix is also disturbing.

Dilworth’s method will converge in a single cycle (after the initial cycle to compute the
starting Jacobian) for functions like that given by Equation (2.9) because the off-axis
Hessian terms are identically zero. This is not the general case however, and Dilworth’s
method still requires iteration, although his reported results show an improvement in

convergence over least squares alone.
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Huber, in his Ph.D. dissertation [Huber, 1982] introduced an extrapolation technique for
updating the target vector ¢ and the Jacobian matrix J by using the initial values for these
quantities and the change vector Ax. These new matrices are used to update the solution
vector, based upon the extrapolated values of the normal equations. In his dissertation,
many examples are given, and the general conclusion is that extrapolated least squares

requires fewer function evaluations than conventional least squares.

Robb [Robb, 1979] also presented a method of accelerating the convergence of the least
squares solution by noting that often the calculated change vector had nearly the same
values at each iteration. Robb suggested that only a single merit function evaluation is
required to try the same solution again, and he even exponentially scales the solution to
cover many successive steps at once. This method works well for the particular case
studied in his paper, but it is not clear that all, or even many, of the more general optical
problems would benefit from this technique. This technique is quite effective when the
merit function takes the form of a long, gently sloped valley. The overhead of only a
single function evaluation is small when there are a large number of variables. Robb’s
technique was not used in this research because the physical optics optimization
problems considered did not tend to have long gentle valleys in merit function space.
The relative numerical overhead to try one additional step is small if the number of
variables is large, however if the number of variables is small, on the order of four or

less, it is not prohibitive to simply evaluate a new Jacobian.
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Methods which do not Require Derivatives

So far only gradient and derivative-based optimization algorithms have been discussed.
Although for large numbers of variables and larger numbers of targets least squares is
probably the best all-around algorithm, there are cases where non-derivative approaches
have superior convergence properties. Consider the special case where n=m =1. The

normal equation (Equation 2.23) becomes

9099 , _ 99 (2.34)
ox ox A = ox ?
which simplifies to
Ax==@. (2.35)
90
ox

which is the direct gradient method. Note that Ax and ¢ are scalars in this special case.
This means that for the case n =m =1 least squares without damping is guaranteed to
oscillate around the minimum value of @ if @ is not zero. This is due to the singularity
at the minimum. The closer a given starting point is to the minimum, the farther away
the subsequent trial solution will be. This phenomenon will be discussed in the Chapters

on singular value decomposition (Chapter 3) and on physical optics optimization
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(Chapter 5). Univariate cases in particular then should probably be handled by special-
ized search algorithms.

One such method, particularly well adapted to univariate optimization, is called the
golden section search. For a complete description, see Press, Flannery, Teukolsky, and
Vetterling [Press, 1989]. The method requires that the minimum value of @ be bracketed.
Bracketing a minima requires a triplet of points, unlike bracketing a zero which requires
only a pair. The reason is that the mid-value point must be known to determine if both
end-points have greater values of ®. Supposing that the x coordinate and the correspond-

ing @ are known at three points, x,, X, and x,. The optimum choice for the next trial

point to be evaluated can be shown to be at a distance of .38197 times the interval width
¢ — a into the larger of the two segments (a , b) or (b , ¢), measured from the center point
b. This fourth point is evaluated, and from the four @ values a new triplet is selected,
and the procedure repeats. The convergence is linear, which means once convergence

has set in, one additional significant figure is determined on each iteration.

Golden section search for the minimum of a function is analogous to bisection for finding
functionroots. Although bisection is robust, it is not optimum. A faster method of finding
roots is linear interpolation, which makes successive guesses for the root by placing the
next trial point proportionally between the bracketing points. This is the same thing as
connecting a line between the points on either side of the root, and solving for the line
intercept. The corresponding method in minima determination is parabolic interpolation.
Parabolic interpolation converges quadratically, which means each iteration doubles the

number of significant digits. The method is given in Press [Press, 1989] and Brent [Brent,
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1973). For a triplet of bracketing points, as defined previously, the next trial point is

given by

(b — ) D(b) - D] ~ (b — ) [DD) — D(a)] (2.36)
(b —a)[D(b) — D(c)] - (b - c)[D(B) - Dla)]

x=b~-

Brent’s method, [Brent, 1973] uses golden section search until the bracket is sufficiently
quadratic, then switches over to parabolic interpolation for faster convergence. This

algorithm is reliable and robust, and has excellent convergence characteristics.

These non-derivative methods can be extended to multivariate algorithms by using a
gradient method to determine a search direction, and then using a univariate algorithm
to determine the optimum scaling. This is less desirable than least squares however,
because at intermediate steps the exact minimum point is usually unimportant, and if
derivatives are taken, then the least squares method only requires (usually) simple matrix
operations to arrive at the next trial point. The slow convergence of the gradient method

is also a concern.

All optimization methods have special cases for which the particular method is optimum,
and correspondingly have cases where the perform poorly. It is not the intention of this
work to judge the applicability of these algorithms in general, but only as they relate to
various classes of physical optics problems. The individual merits of selected algorithms
will therefore be discussed in the context of the particular problem under consideration.

Univariate methods were not implemented in this work because it was desired that a
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single algorithm be developed which was robust enough to be useful in a variety of
conditions. The particular problem of singularity represented by Equation (2.35) is

handled by an appropriate damping term. This is discussed in more detail in Chapter 5.

Table 2.1

References on Geometrical Optics Optimization

| Author Subject

Feder 1951 Optical calculations with computers
Rosen 1954 Least squares methods

[Hopkins 1955 Automatic correction of aberrations
Feder 1957 Automatic optical design

Merion 1959 Least squares techniques

Feder 1963 Automatic optical design

Grey 1963 Aberration theory

Wynne 1963 Lens design by numerical methods
Grey 1966 Boundary conditions and optimization
Feder 1966 Optimization procedures

Lavi 1966 Optimization methodology

Pegis 1966 Orthonormal optimization technique
Kidger 1967 Automated double gauss design
Buchele 1968 Damping factor for least squares
Adachi 1971 Variable metric algorithms

Jamieson 1971 Comprehensive introduction to optimization
Wiese 1974 Physically significant merit functions
Dilworth 1978 Pseudo-second-derivative damping
Robb 1979 Accelerating convergence

Faggiano 1980 Pseudo-second-derivative damping
Brixner 1981 Accelerating convergence

Anderson 1982 RMS spot size by ray tracing
Huber 1982 Extrapolated least squares
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CHAPTER 3

SINGULAR VALUE DECOMPOSITION AS AN OPTIMIZATION
TOOL

Introduction

A very powerful numerical technique exists which permits useful solutions to be found
for systems of equations which are singular. A singular system is one whose determinant
of the coefficient matrix is zero. This method is called Singular Value Decomposition
(SVD), and there is little discussion of this method as applied to lens design in the
literature [Ooki, 1990]. The method is of great value in the physical optics optimization
problem for reasons that will be presented in the following discussion. SVD is less
efficient than standard means of solving linear equations [Press, 1989], but this not a

concern for the physical optics optimization problem,; this will also be discussed.

The normal equations were described in Chapter 2, and are given in a standard form:

AAx=b, 3.1

which implies that the solution for the change vector is given by

Ax=A"1p. (32)
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Recall that A is an n by n (square) matrix, where n is the number of variables, and m is
used to represent the number of target functions. A problem occurs if A is singular, or
near-singular. If A is exactly singular, then the solution is not unique, and a matrix
inversion routine like Gauss-Jordan [Arfken, 1985] or LU decomposition [Dongarra,
1979] will fail. The more likely outcome is that A will be ill-conditioned (defined shortly)
rather than exactly singular, but first, the reasons for the potential singularity need to be
addressed. Feder [Feder, 1957] suggests that if m is greater than #, that A is "not likely"
to be singular. In reality, there are ample cases where A is exactly singular independent
of m. To be more precise, A will be of rank # as long as m is greater than » and the
Jacobian is neither row nor column degenerate. The rank of a matrix is simply the number
of independent rows or columns, and the term degenerate means that two or more of the
rows (or columns) are linearly related. If any row (or column) can be written as a linear

combination of the other rows (or columns) then that row (or column) is degenerate.

If the Jacobian is neither row nor column degenerate, all of the target functions (the ¢;

’s) have different derivatives with respect to the variables. If any two of the variables are
redundant, then the Jacobian will be column degenerate, and the effective number of
variables will be reduced by one, and the rank of A is reduced by one. If three variables
are redundant, then the rank of A is reduced by two, and so on. Reducing the rank of A

guarantees that A is singular, and the greater the reduction in rank, the more ambiguous

the solution vector becomes.
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If two target functions are identical for a given data set, the derivatives are identical, and
the Jacobian will be row degenerate and the effective m is reduced by one. This poses
no real problem as long as the effective number of targets is larger than, or equal to, »,

the number of variables.

Sources of Matrix Singularity

As an example, consider an optical system consisting of two thin lenses, separated by a
dummy surface equidistant between the two lenses. If each of the separations on either
side of the dummy surface were specified as variables, every element of the column of
the Jacobian associated with one separation would be identical to the elements of the
column associated with the other separation. This is an exactly singular case, where J
has a column degeneracy. This type of redundancy in the variable set must be considered,
no matter how obvious, especially for programs designed for commercial use where the
exact configuration, variable set, and user expertise cannot be predicted in advance. This
leaves the responsibility of handling singularities on the algorithm programmer. The
possibility of singular normal equations implies that the optimization algorithm should

be able to trap, and then deal with this potentiality.

A slightly more subtle example of exact singularity is found in the case where a thin lens
is optimized for a specific focal length. The curvatures on either side of the lens are
allowed to vary. Here the singularity arises because it is actually only the difference
between the variables that influences the target, and there is really only one variable.

Again A will be perfectly singular in this case.
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Another example of column degeneracy is the inclusion of a variable which has no effect
on the specified target functions, such as a stop shift variable to control spherical
aberration. The column associated with this variable is a linear combination of some
other column, namely zero times that other column, and again A is exactly singular. This

case only arises when all m targets are independent of the variable in question.

An important case to consider is where m must be less than n because of the nature of
the physical system. This is the primary difference between physical optics systems and
geometrical optics systems, and this point is described in more detail in the chapter on
physical optics optimization (Chapter 5). Now A must be singular, as the system is

underconstrained (more variables than constraints).

Another consideration in solving the normal equations is the possibility of round-off
error, especially when the normal equation matrix is large, and A is ill-conditioned. The
condition number is defined to be the ratio of the largest to the smallest eigenvalues of

a matrix. The eigenvalues of a matrix A are usually denoted by A are defined by

Ar=Ar, (3.3)

where r is the eigenvector.
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Exactly singular matrices have infinite condition numbers, because one or more of the
eigenvalues are zero. Meaningless solutions for the normal equations are possible when
the condition number approaches the reciprocal of the square root of machine precision.
A typical 32-bit computer has a machine precision of roughly 10e-12, and condition
numbers on the order of one million or less are acceptable, although greater condition

numbers may be acceptable when using double-precision calculations.

Although exact singularities are possible, as shown by the previous examples, it is more
likely that the normal equations will start out fairly well conditioned, and then will
progressively become less well conditioned as the minimum is approached. The reason
for this is that as the minimum is approached, the derivatives, which are the Jacobian
elements, tend toward zero for targets which the solution satisfies. Although the residuals
of the targets should all be roughly equal in magnitude, in practice some targets can be
met exactly without much penalty in terms of the magnitude of other residuals. Since
targets in this class are parabolic near their minimums, their first derivatives are zero.
For each target that can be met exactly, the effective m is decreased by one, and if enough
of the targets fall in this category it is possible for the effective m to be less than n.
Although it is possible for A to be exactly singular due to this phenomenon, it is more
likely that A be very ill-conditioned. The reason is that numerically calculated derivatives
are not likely to be zero since the target is evaluated at two discrete points, and both

cannot be at the minimum value of zero.
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Ideally, the optimization algorithm should employ a technique for solving the normal
equations that works equally well for m less (and perhaps much less) than n, m equal to
n, and the more usual m greater (and perhaps much greater) than #. The ill-conditioned
or singular A must be dealt with, and preferably redundant or ineffective variables should

be detected and perhaps eliminated.

Assuming the singularities can be identified, what solution is desired when the system
is underconstrained? Since the solution for Ax is not unique, there is a particular solution
and a set of n — rank(A) basis vectors which span the solution space. Which solution do
we choose? One very reasonable answer is to choose the solution vector which has the
minimum magnitude. This implies that the desired changes are the minimum possible

from the starting configuration, which is assumed to be a reasonable design.

Singular Value Decomposition

Luckily, there exists an algorithm which handles all of these cases, and meets all of our
requirements. SVD provides a means of determining which variables are redundant or
ineffective, and can provide the minimum magnitude least squares change vector for any
relationship between m and n. The details of the algorithm are provided elsewhere, see
Table 3.1 at the end of this chapter for a list of reviews on SVD. A summary is provided
here to give the reader a feel for the basic components of the technique. Essentially, the

normal equation matrix A is decomposed into the product of three matrices of the form

A=UWV*, G4
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where U, W, and V are all n by » matrices (for this special case of least squares, where
Ais square), and U and V are orthogonal to themselves, and W is a diagonal matrix whose
elements are all zero or positive. Because U and V are orthogonal, they can individually
be inverted trivially; the inverse of an orthogonal matrix is simply it’s transpose. The

inverse of A is given by

Al= [wa]—l —vwlpr, @:3)

Since W is a diagonal matrix, it’s inverse is also a diagonal matrix. Each element along

the diagonal of w1is the reciprocal of the corresponding element in W. The solution

for the vector Ax is then given by
Ac=V [diag (% )](U" b), 3.6

where diag() is an operator that forms a diagonal matrix whose elements are the inverted
elements of W. The only potential pitfall in generating the solution for Ax is if one or
more of the W;; diagonal elements are zero. This problem is avoided by inspecting W

after the decomposition is performed, but before the solution vector given by Equation

(3.6) is constructed.
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If a particular W;; element is zero, diag() ignores it, and leaves the element set to zero.

This is where the singularity is removed; the division by zero is simply replaced by zero.
In practice, because of round-off errors and other inaccuracies such as finite differencing
for derivatives, values which are near-zero are also best removed by replacing their

reciprocals by zero. Near-zero is defined as any W;; which is smaller than the largest
W;; divided by a constant factor. The constant factor is simply the maximum condition
number the programmer will tolerate. For example, suppose the maximum W;; returned

by SVD was 123.4, and the maximum condition number desired is 1E6 (a typical number

for 32 bit computers). Any W;; which are less than 1.234E-4 should be set to zero, rather

than inverted, in the calculation of WL, This insures that the effective condition number
of A is kept within the machine accuracy limits, preventing meaningless large-magnitude
solutions. If only one zero or near zero value is found, then A has rank n ~ 1, if two are

found, the rank is n — 2, and so on.

The W matrix reveals useful information about the system being optimized. If any of the
Wii elements are zero, then the jih variable, X is ineffective or redundant. The more usual

case is that some of the W;; will be very small compared to the largest W;;, these
correspond to variables that are not completely ineffective, but merely insensitive, that

is, they have little effect on the target parameters. Small W; values may also imply that

the variable is very nearly redundant, or perhaps nearly linearly related to the other
variables. The condition number of the matrix is given by the ratio of the largest to the

smallest W; [Press, 1989], and SVD therefore provides a convenient check of the matrix
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condition. Values of W; which are smaller than the largest W;; by more than a factor of

the machine precision are too small to have meaningful contribution to the solution
vector, and are more likely to make the solution large and erroneous. These values are

set to exactly zero instead, which in effect eliminates the linear combination of equations

which make A singular.

Because of the dimensionality of the least squares solution, the normal equation matrix
is always n by n square. What solution is provided if the rank of A is less than n? It can
also be shown [Press, 1989] that SVD provides the smallest magnitude solution that still
satisfies the ill-conditioned equations. For example, consider the following set of very

ill-conditioned normal equations:

(3.6)

The solution which SVD returns is Ax = (0, .25, .25) which does in fact solve Equation
(3.6), and is the smallest magnitude solution vector which will do so, although there are
an infinite number of larger magnitude solutions (consider Ax = (0, .5, 0)). The W matrix
for this case has diagonal elements (6.8288, 1.1716, 0.0000), which indicates that the
third variable is redundant, and that the normal equations are exactly singular, i.e. the
condition number is infinite. In constructing the solution vector, the contribution of the
third variable is ignored (hence it has a zero solution), and the condition number is

reduced to 5.8286 (just the ratio of the largest to smallest of the retained eigenvalues).
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This type of information could be used to eliminate certain variables from the optimiza-
tion process, which helps reduce the dimensionality of the problem as well as indicate
to the designer the ineffective components in the system. For the programmer, SVD
eliminates concern of singular equations, and provides a single robust algorithm that

provides a useful solution to the normal equations in virtually all circumstances.

The only disadvantage to SVD is computation time. Depending upon the system of
equations, SVD can take up to three times as long to solve the system as efficient methods
such as Gauss-Jordan elimination or LU decomposition [Press, 1989]. However, the high
probability of having singular A matrices makes SVD an important method. SVD was
used to solve the normal equations and the augmented normal equations (described in
Chapter 5) for all of the optimization problems in this dissertation. The relative slowness
of SVD is also not considered a serious drawback for physical optics optimization
because the evaluation of the Jacobian is normally far more time consuming than the

solution of the normal equations.

The SVD algorithm used in this research was taken directly from Numerical Recipes,
by Press, Flannery, Teukolsky, and Vetterling [Press 1989]. The algorithm is presented
there in source code (either FORTRAN, Pascal, or C), which simplified the incorporation
of SVD into the GLAD optimization program. Once SVD was identified as being a
practical solution for solving physical optics normal equations, the algorithm was treated
as a "black box". This means no modifications were required or desired to the algorithm

as given in Numerical Recipes.
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References on Singular Value Decomposition
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| Author Subject

Golub 1970 SVD theory and origins
Dongarra 1979 SVD algorithm and discussion
Press 1989 SVD algorithm and discussion
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CHAPTER 4

PHYSICAL OPTICS MODELING

Introduction

There are compelling reasons why geometric optics is so prevalent in areas where
diffraction and other complex amplitude properties do not dominate the phenomenon of
interest. The primary reason is that ray-based calculations are numerically more efficient
than wave-based calculations. Also, geometrical theory is much simpler and more widely
understood. For example, a first-order system is completely described by two rays. A
geometrical system modeled using exact rays is well described by a few to a few dozen
rays --usually the chief and marginal rays-- and enough rays across the pupil to describe

the primary aberrations.

Conversely, a system described by a complex amplitude model requires a substantially
greater number of data points. A 64 by 64 array used to sample a wavefront --a rather
coarse sampling-- constitutes 4096 data points. The reason for the high sampling required
has to do with the nature of diffraction. When the optical beam is represented by discrete
sampling of the complex amplitude, and diffraction propagation is performed, informa-
tion of high spatial frequency content is induced. This phenomenon can be seen from
the concept of Fresnel zones, explained thoroughly in a review by Lawrence [Lawrence,
1991]. To resolve fine features in the complex amplitude past a diffracting aperture, the
advancing beam must be sampled with enough points to meet the Nyquist sampling

criterion, see for example Gaskill [Gaskill, 1978].



67

The complex amplitude propagation is commonly implemented with Fourier transforms
[Sziklas, 1975]; and the transform of the complex amplitude is often called the angular
spectrum domain [Goodman, 1968]. In the angular spectrum domain, a 64 by 64 array
can be interpreted as 4096 individual plane waves, each propagating independently
(without interference). Although each plane wave can be propagated with roughly the
same computational overhead as a ray, there is considerable calculation required to move
the data in and out of the angular spectrum domain, namely the computation of the
Fourier transform and the inverse Fourier transform. For larger arrays with finer
sampling of the wavefront, it is conceivable to require a 1024 by 1024 array, in excess
of one million data points. It would be hard to imagine a ray-based analysis that required

the tracing of one million rays through the system.

The key difference between geometrical, or ray-based analysis, and physical, or wave-
based analysis is that diffraction effects are ignored in the former, while they are included
in the latter. While geometrical modeling traces a single ray through the entire system,
and then another ray, and so on, physical optics modeling treats the wavefront as a single
entity, propagating the entire complex amplitude to each new element in the system.
Because rays are usually traced sequentially through optical surfaces, ray-based models
are said to be configuration-based. It is usually the case that the entire optical configura-
tion must be known in advance. This is a direct consequence of the fact the rays in
geometrical systems are completely independent from one another. Neighboring rays do
not alter the paths or properties of the ray being traced. For this reason it is irrelevant

whether a ray is traced from object to image, and then a new ray traced; or if a set of
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rays is traced from object to image as a group, surface by surface. The results of the

calculations are the same because geometric rays do not exhibit interference effects.

Physical optics calculations are, by contrast, event-based. The entire complex amplitude
must be propagated from plane to plane as a unit, because the complex amplitude at
every sample point at the next plane depends upon every point in the current plane.
Because the complex amplitude is propagated as a unit, systems can be analyzed in an
interpretative fashion, with each event independent of previous or future events, and in
principle at least the configuration need only be specified as the wavefront reaches each
system component. This allows for the possibility of dynamically modifying the system,

for example, with an adaptive optic.

Although the field of general purpose physical optics modeling is relatively new, a great
deal of knowledge has already been accumulated on the subject. The mechanics of
propagating complex amplitudes, combining beams, and modeling optical media and
components is to physical optics what exact ray trace formula and surface intersection
calculations are to geometric optics. As in geometrical optics, physical optics modeling
is not an end to itself, but a tool used to analyze and design complex systems quickly
and efficiently using high speed computers. The physical optics modeling program

GLAD was used to perform the modeling calculations in this research effort.

A summary of the issues in numerical modeling of wave propagation and interaction in
physical optics systems is provided here, with an emphasis on the relationship to the

optimization study. More detailed treatments are available elsewhere [Lawrence, 1991],



69

[Lawrence, 1980]. This review is provided primarily to define and describe the physical
optics modeling tools used at other points in the dissertation, especially those tools and
techniques that are used in the optimization examples in Chapters 6, 7, 8, and 9. For
more information of physical optics modeling, see Table 4.1 at the end of this chapter,

which references literature on some of the topics summarized here.

Differences Between Geometrical and Physical Optics Modeling

In physical optics modeling, the fundamental operation is propagation of complex
amplitudes. Facilities must be developed for representing the complex amplitude in
space, for propagating the complex amplitude to new locations, are for altering the
complex amplitude when it is incident upon a medium or aperture. Although these steps
are analogous to those in geometric modeling, one key difference is that propagation is
vastly more complex. Rays traced through homogeneous media alter only their
transverse coordinates; the fundamental nature of the rays are unaltered. By contrast,
wavefronts diffract while propagating and may experience gain or loss. Apertures in
geometric optics have a binary influence on rays, either the ray passes or it is vignetted.
In physical optics apertures clip off portions of the beam, but other areas of the beam
are influenced by the clipping as propagation continues past the aperture. The diffraction
can be considered an interference phenomenon between a continuum of beams; changing

the properties of one beam can affect the entire propagation thereafter.
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Review of Numerical Diffraction Propagation

The first consideration is representing the optical beam in the modeled system. Most
generally, a single beam is a continuous, complex, time-varying electric field existing

over all space with components in three orthogonal directions:

E(x.y,2,t) =E (x,y,2,!) i+ Ey(x, \2,1) f+ E (x,y,2,0) k. @.1)

The notation and development presented here is from Lawrence, [Lawrence, 1980]. For
areference on electromagnetic theory, see Lorrain, Corson, and Lorrain [Lorrain, 1988].
Because computers have both finite speed and memory, the above description is not
entirely practical. Several steps can be taken to implement a more efficient means of
representing the beams. First, the time dependence is assumed to be oscillatory with a
known frequency that can be stored as a parameter if it is required at all. This is adequate
for steady state analysis, which is the primary subject of this study. Second, the beam
characteristics are usually only of interest at specific planes, so propagation down the
z axis is assumed, and the parameter z is stored separately. The beam is now adequately

described by

A A
ax,y;z2)=a, (x,y;2) i+ a, xy2J, @.2)
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where the semicolon signifies that the z coordinate is a parameter and not an array
dimension. In this representation, two beams of orthogonal polarization are stored
separately as complex two dimensional arrays. Since these complex amplitudes are
separable, the distinction between them is dropped and it is assumed that both arrays are
available if a particular calculation requires them. In many cases, only a single complex
array is required. It also convenient to assume that the parameter z is known, so it will
be dropped from the notation. The complex amplitude must still be sampled discretely

to describe the wavefront in finite memory. Using the notation a(x , y) for the sampled

complex amplitude, the selected sampling interval in x and y, denoted by x; and y,, yields

ayx,y)=a(x,y) comb (xi : yl) =alxg, ly), @3
5

§

where ! and k are integer indices which refer to various elements in the sampled array.
The comb function used here is as described in Gaskill [Gaskill, 1978], and is defined
by

comb(ﬁ,%)ﬂab 1Y, > 8(x ~ ja) 8(y — kb) .
ik

The array need not be square, and the number of indexed points may be different in the
x and y directions, as suggested by Figure 4.1. Assuming M samples in the x direction

and N samples along y, the indices are defined in the interval
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Figure 4.1. Schematic representation of complex amplitude sampling array. The sampling
array may be rectangular, with more samples in one direction than another, and the sampling
interval need not be the same in both directions.
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There are two concerns with selecting the sampling intervals x; and y; and the number

of indices M and N. The sampling must be adequate to represent the wavefront, and there
must be enough points to span the majority of the energy in the wavefront to minimize
the effects of aliasing. Aliasing can never be eliminated in both spatial and frequency
domains; the reasons for this will be presented shortly. Generally in physical optics the
quantity of interest is the spatial domain complex amplitude, and therefore a strategy for

minimizing aliasing in the spatial domain is discussed in the following paragraphs.
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The highest frequency component that can be represented in the wavefront along the x

direction is given by the Nyquist frequency,

1 4.5)
fn =§s 4

with a similar expression for the y direction. The Fourier transforms are commonly
implemented with the Fast Fourier Transform (FFT) algorithm, and a review of this
algorithm may be found in Hayes [Hayes, 1990]. Smaller sampling intervals require a
greater number of samples to span the same lateral dimension, therefore there is a tradeoff
in array size versus bandwidth. If either the number of samples or the sample size is
made too small, then significant portions of the beam will extend beyond the sampled
region. Because diffraction propagation is commonly implemented using sampled
functions, inadequate sample density or an insufficient number of samples will lead to
aliasing of the spatial domain function. The reason for this phenomenon s that the Fourier

transform of a discretely sampled function is periodic in frequency domain:

Fla(x,y) comb (2, %) ] = A(E , 1 )#lx, yl comb &z, ;) 4.8
S

s

where the notation F[] means Fourier transform, the symbol * means convolution, and
A, M) is the Fourier transform of a(x, y). The comb function erects a replica of the
function A(§ , M) at integer multiples of the reciprocal of the sampling interval. The

frequency domain representation is also truncated and sampled with a finite number of
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samples (usually the same number of samples as in the spatial domain). For this reason,
the spatial domain function, when reconstructed from the frequency domain function, is
effectively replicated as well. In each domain the functions are therefore replicated at
periodic intervals equal to the width of the sampled region in the respective domains.

This effect is illustrated schematically in Figure 4.2.

A a(x)
n I I ; | I —
T A®
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Figure 4.2. Schematic of replication due to finite sampling. Sampling of the wavefront in
spatial domain causes replicating of the transform of the function in frequency domain at
integer multiples of the reciprocal of the sampling interval, xs . Because the frequency
domain is also discretely sampled, the spatial domain is also replicated when the spatial
domain is reconstructed, as represented by the function a’(x). The maximum frequency
represented by the sampling interval is the Nyquist frequency, fn, which is half the reciprocal
of the sampling interval.
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Since the replicating effect applies to both the spatial and frequency domain repre-
sentations of the function, when either representation has significant content near the
boundaries of the array, the transformed function will exhibit aliasing, which is the
overlap of the adjacent replicated functions into the function of interest centered at the

origin.

It is impossible to avoid aliasing in both the spatial and the frequency domain repre-
sentations of a discretely sampled function. For example, if the spatial domain function
has compact support (such as the complex amplitude just past an aperture), then the
frequency domain function does not have compact support. This in turn implies that if
the number of samples in the frequency domain is finite, then the representation is

aliased.

Aliasing is often exhibited in diffraction propagations when there is significant amplitude
in the spatial domain near the edges of the boundary of an array. The reason for this is
that as the complex amplitude propagates, portions of the beam diffract and move away
from the central regions of the distribution. Since the amplitude is replicated in adjacent
sections of the array, this amplitude will "leak" out to the next replicated function, and
will appear on the other side of the sampled distribution. Aliasing, therefore, can be
considered to be interference between adjacent replicated functions. Aliasing can there-
fore be minimized in the spatial domain by keeping significant amplitude portions of the

beam away from the array boundaries.
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The best way to avoid aliasing is to provide a sufficient guard band of zero values around
the sampled distribution. Figure 4.3 shows a plane wave immediately after passing
through a circular aperture with minimal guard band. Figure 4.4 shows the same size
region sampled with twice as large a sampling interval, which results in a large guard
band. Both distributions are propagated 10cm, and the resulting distributions are shown
in Figures 4.5 and 4.6, respectively. The propagation methodology is discussed in a
subsequent section. The distribution with the minimal guard band suffers from high
frequency noise characteristic of aliasing. This is due to interference from the adjacent
replicated distributions. The distribution with adequate guard band exhibits smaller
aliasing effects, because the adjacent replicated functions are further away from the

central distribution.

Figure 4.3. Isometric plot of a distribution with a cylindrical intensity profile. The
cylindrical distribution has a .5 cm aperture represented on an array spanning .64 cm,
leaving minimal guard band. The entire array is shown.
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Figure 4.4. Isometric plot of a distribution with a cylindrical intensity profile with
expanded units. This distribution is the same .5 cm aperture cylindrical distribution as in
Figure 4.3, except the array units have been expanded to span 1.28 cm, leaving a larger
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Figure 4.5. The distribution in Figure 4.3 after a propagation of 10 cm. Note the extensive
high frequency noise due to aliasing.
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Figure 4.6. The distribution in Figure 4.4 after a propagation of 10cm. Note the aliasing
effect has been substantially diminished. The large guard band around the distribution is
not shown. The sampling density here is half that of Figure 4.5.

Variable Sampling Density

Plane waves propagate through homogeneous media without alteration of their essential
form, which is to say that plane waves are eigenfunctions of diffraction propagation in
homogeneous space. Plane waves are never physically realizable however, and the more
usual case, and the case of interest for this study, is the class of complex amplitude
distributions represented by Hermite-gaussian functions, or gaussian beams. Gaussian

beams are characterized by transverse amplitude profiles of the form

2,2
ar)=age " . @7
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Although not all beams are exactly gaussian, it is convenient for modeling purposes to
treat a given beam as being an aberrated gaussian beam. In this model, only the amplitude
and deviation from perfect phase curvature needs to be stored. This reference gaussian
beam is called the surrogate gaussian beam, and is used to define appropriate sampling
of the complex amplitude as it is propagated. As the complex amplitude is propagated,
the transverse extent of the beam will tend to increase or decrease as suggested by Figure

4.7, where the beam waist ® is a function of position. Asymptotically the beam waist

approaches

lim,_,, o(z)= mo(zi) , 4.8)

r

where z, is the Rayleigh range [Siegman, 1986].
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Figure 4.7. Potential beam sampling schemes. In the upper figure, a constant sampling
density, which implies a fixed lateral dimension for the array representation, is sufficient
in the region near the waist, but fails as the beam expands. In the lower figure, a linear
variation in lateral beam sampling allows the array to follow the expanding beam away
from the waist, bit fails in the region of the waist due to the finite beam size there.

The difficulty in maintaining adequate sampling of the beam occurs for z values within
the Rayleigh range. One means for maintaining adequate sampling is to scale the
sampling linearly in accordance with Equation (4.8) for z coordinates outside the
Rayleighrange, and to keep the scaling constant within the region, as suggested by Figure

4.8. This method is used in GLAD for scale changes during propagation.
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Figure 4.8. A hybrid beam sampling scheme. Away from the waist, a linear scaling law
governs the array expansion to follow the asymptote of the expanding wavefront. Within
the Rayleigh range, a fixed sampling density is used. There are four different types of
diffraction propagations in this variable array sampling scheme: outside to outside, inside
to inside, inside to outside, and outside to inside; where the words to outside and inside
refer to the beam location relative to the Rayleigh region.

Beam Propagation

Propagation of beams is the most numerically intensive, and therefore time consuming,
process in most optical modeling problems. The angular spectrum method is used for
near-field propagations, while the Fresnel integral method is used for far-field propaga-
tions. Since plane waves are eigenfunctions of propagation in homogeneous media, any
complex amplitude which has a Fourier transform can be decomposed into a sum of

plane waves, which can be individually propagated, then recombined to form the new
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complex amplitude. The procedure begins with the Fourier transform of the complex

amplitude,

Fla(x,y;z=0)]1=A(§,n;0), “4.9)

where F denotes a Fourier transform operation; F— 1is used to denote the inverse Fourier
transform. The coordinates x and y are spatial domain coordinates, while £ and 7 are

spatial frequency coordinates with units of cycles per length. The propagation in

frequency domain takes the form

ACE,M;2)=A(E,n;0)* 2, (4.10)

where k is the wave number vector, and z is the propagation length along the z axis.

The dot product can be written as

k-z =k,z=2zNE(1-0?—-p?, @.11)

where o and [} are the x— and y- direction cosines, respectively. For beams which are
primarily pointed along the z axis and not converging or diverging too quickly, the radical

can be approximated by the first two terms in the series expansion; the propagation can

then be written as
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. [-ike
A(i,n;2)=A(§,n;0)e"‘ze[—z—(azwz)]. @.12)

The direction cosines are commonly associated with the spatial frequency variables &

and M using
o _B @.13)
&=2 7%
Using the substitutions
a?=£E222 and PZ=n2%AZ, 4.14)

and noting that for most cases of interest the absolute phase term, which simply keeps

track of the phase along the axis, may be dropped, the propagator becomes

ACE.M32)=ACE,1;0) e iTzA(E+0%) 4.15)

These propagation techniques are commonly implemented using Fourier transform

techniques. The form of the propagator is

a(x,y;z)=F Y T@Flakx,y;z=0)]], (4.16)
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where

T(Ar)=e I RAA(E +1), @1

This is the angular spectrum propagation model used. Other models may be better suited
for special cases, namely far field propagations, where the Fresnel model is preferred.
The Fourier transforms required for beam propagation are implemented using the FFT

algorithm, described elsewhere, see for example Hayes [Hayes, 1990].

Modeling Apertures

Apertures which clip off portions of the beam are implemented simply by setting to zero
those complex amplitude array values which are outside of the edges of the aperture.
The fact that the beam is sampled implies that the resulting complex amplitude edges
are jagged; this leads to problems in calculating certain derivatives. This phenomenon

and a practical solution are presented in Chapter 5 in the section on noisy derivatives.

Definition of Beam Energy

The terms power and energy are often interchanged in steady state physical optics
modeling. The reason for this is that an intensity profile can represent a finite cross
section of the mode at a particular location in the beam path, for example, in the vicinity

of the waist in a laser cavity. The energy contained within a thin but finite cross section
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is related to the intensity profile and the cross section thickness. Alternatively, the time
required for the beam to traverse the thin cross section can be calculated explicitly, and
the same intensity profile can then be considered a power density profile. The two views
are equivalent and arbitrary for the work discussed here. A similar argument applies to
the use of therm intensity rather than irradiance. For discretely sampled data, the intensity
at one point is associated with a finite area (the x-sample interval times the y-sample
interval). Therefore the measured value can be considered an irradiance, i.e.
watts/cm/cm. The distinction is unimportant as far as how the beam is modeled or

propagated, and so the term intensity is used in this dissertation. The beam energy is

calculated from

E=Y Yla(x,y)PAxAy. 4.18)
xy

Note this expression considers the sampling area, and therefore the data is considered to
be an irradiance. The summation is taken over all points in the beam array. Most of the
beam calculations used in the example cases presented in latter chapters use normalized

units for convenience.

Definition of Strehl Ratio

One example presented in Chapter 8 requires a measure of beam quality, and the Strehl
ratio was chosen for convenience. The Strehl ratio is normally defined for uniform

intensity distributions, however it can be generalized using the definition
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2
- lZZa(m)! @.19)
(XY laCx, )

This definition is taken from Lawrence [Lawrence, 1980]. The summation is over all
points in the beam array. Note this definition has the desired properties that as the phase

of a(x , y) becomes more uniform, S goes to unity. The S is also bounded between zero

and one.

Beer’s Law Gain Model

In Chapter 7, a gain model is used for determining the local round trip gain through a
lasing medium. The amplitude change is implemented as a generalization of the
transmission concept, where the transmission has local variation dependent upon the

localized beam energy. Gain is applied according to
1(x , y)=efsal® )2 | (4.20)
where z is the propagation distance, and the other terms are defined by

8unsat (X1Y) @21)

Q’
[1+—-—LI(;’ )]

sat

8a{X-Y)=
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¥ (7 “.22)
8unsat & »¥) =Gy exPl:(E) * (R) ] )

Here I(x,y) is the local intensity, I, is the saturation intensity (a constant set as part of
the gain model parameters), G, is the small signal gain (another user defined constant),

and R is the characteristic radius of the gaussian gain roll-off. R may be set to infinity
(or a number much larger than the array width) if the gain is essentially independent of
distance from the beam axis. The parameter Q is 0.5 for inhomogeneously broadened
media, while Q is 1.0 for homogeneously broadened media. Beer’s law gain models are

discussed in Siegman [Siegman, 1986].

Table 4.1

References on Physical Optics Modeling

Author Subject

Fox 1961 ' Seminal work in physical optics modeling

Goodman 1968 Fourier optics reference

Siegman 1973 Hermite-gaussian beams

Sziklas 1974 FFT methods for propagation

Kogelnik 1979 Laser beam propagation

Lawrence 1980 Laser optical train simulator model

Siegman 1986 Laser medium and cavity theory

Hayes 1990 FFT methods and applications

Lawrence 1991 Comprehensive reference on physical optics
modeling
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CHAPTER 5

PHYSICAL OPTICS OPTIMIZATION

Introduction

Optimization algorithms tend to fall into two categories, those that require derivatives,
and those that do not. Derivative-based optimization algorithms are powerful, because
the derivatives provide information about the local contour of the merit function in
solution space. However, as discussed in Chapter 2, there is often considerable overhead
in calculating the derivatives. Methods which do not require derivatives can also be
called search methods, and often incorporate some assumptions, such as a parabolic
shape for @ in parabolic interpolation. Search methods can be quite inefficient if the
assumptions are poor, especially when the number of variables is large. Derivative
methods such as damped least squares are well suited to handling a large number of
variables, and for a general purpose algorithm, this is an essential feature. Although
current computer speed limits to a large extent the complexity of problems that can be
optimized, the generality of the damped least squares algorithm provides an "upwardly
compatible" approach to the modeling problem. For this reason, damped least squares
was selected for the optimization approach in this study. There are however important
differences between damped least squares applied to geometrical optics optimization

and physical optics optimization.



89

Differences Between Geometrical and Physical Optimization

There are three key differences between physical optics optimization and geometric
optics optimization: (1) the number of target functions compared to the number of
variables, (2) the discrete nature of sampled complex amplitude data, which leads to
"noisy derivatives", and (3) the complex effects of small changes in certain parameters,
which is related to diffraction propagation. These three phenomena and their consequen-

ces are discussed in the following sections.

The Number of Targets and Variables

Traditionally least squares algorithms depend upon the number of targets, m, exceeding
the number of variables, n. If there are fewer targets than variables, the normal equation
matrix is singular, and no unique solution exists. For a geometric model, the number of
targets can be increased as necessary by simply tracing more rays, or by using more field
points, or wavelengths. This is the reasoning behind most "default" merit functions in
lens design programs. By tracing a sufficient number of rays, the RMS spot size can be
controlled, even if the designer has not specified any specific constraints. Each individual
transverse ray error is considered to be a parameter whose target is zero. Specific
constraints, such as effective focal length or the amount of spherical aberration are added

in addition to the default few dozen rays being traced.
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If a user specifies a large number of free variables in a geometric optics system to be
optimized, then the optimization algorithm can freely increase the density of rays traced
through the system to increase the number of independent targets until m exceeds n.
Since an assumption has been made that imaging systems should have small RMS
transverse ray errors, the number of targets can be increased as required. This insures

that m is much greater than n, and assuming the variables are independent and are not

ineffective, a unique solution for Ax can be found.

In physical optics, the evaluation of certain targets may lead to large computation times.
For example, targets such as the steady-state output power of a laser are not trivial to
determine. Because of the time-varying nonlinear nature of the system, steady-state laser
modes may require multiple propagations of the complex amplitude through the cavity
before the mode stabilizes. The large computation times are aggravated by the fact that
at least n + 1 evaluations of the targets must be made. The computation times therefore
scale with the number of variables. More importantly, m, the number of targets, cannot
be increased at will because the objectives of the system design are not known to the
optimization algorithm in advance. Most geometrical optical system optimization algo-
rithms have some underlying assumption that the system is going to form images, and
the desired wavefront quality or RMS spot size should therefore be optimized. Algo-
rithms incorporated in such optimization models make extensive use of information
assumed in advance regarding sensitivities of various parameters. Most lens design
programs, for example, use different fixed derivative increments for curvatures than for
thicknesses, which are in turn different from those used for conic constants. Physical

optics systems are supersets of geometrical systems, and do not have such commonality.
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The number of targets is likely to be low, and often m will be just one or two. For example,
a laser is desired to have a particular beam waist and maximum output power. These
parameters are the only ones of concern, and there is no way of readily increasing m (two
in this case) without making some assumptions about the design goals. This is neither

feasible nor desired.

The effect of m being small, and often less than # insures that no unique solution for
Ax can be found, because the normal equation matrix A is exactly singular. The solution
to this problem lies in the use of the SVD algorithm described in Chapter 3. SVD, in
conjunction with a damping scheme described later in this chapter, eliminates the concern
about singular normal equations. SVD will provide the shortest solution vector which
meets the underconstrained problem, and provides useful results for this case which is

common in the physical optics optimization problem.

The Problem of Noisy Derivatives

The second difference between physical optics and geometric optics optimization is that
the coarseness of the discrete data representing the systems. Geometrical systems are
continuous in the sense that the ray tracing properties are mathematical functions which
can be evaluated at continuous points, say within the pupil. Ray properties are also
continuous with changes of index, curvature, and so on, except for the special cases of
total internal reflection or if the ray misses the surface. In practice, the continuity is
limited by the machine precision, however this is a very small number compared to the

resolution of discretely sampled complex amplitude data. The granularity of the sampled
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complex amplitude data leads to discrete steps in the finite difference derivative

calculation.

Suppose that a laser oscillator design is being optimized for maximum outcoupled power.
The free variable is the diameter of an aperture of one .mirror, which is the outcoupling
mechanism. In the process of optimization, the derivative of outcoupled power with
respect to hole diameter is required. If the power encircled by the aperture is calculated
by summing over the points enclosed by the aperture, there will be a discrete response
to changes in the aperture size. For small changes of the aperture diameter, no change
in outcoupled power is determined because no additional points are enclosed, as
illustrated in Figure 5.1. This means the derivative of power with respect to aperture is
identically zero over some range of change in radii, a nonphysical result. However, there
are cases where that same derivative increment will yield a large change in the outcoupled

power.
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Figure 5.1. Schematic showing calculation of encircled energy for discretely sampled data.
Because the wavefront is discretely sampled, changing the radius of an aperture changes the
encircled energy discretely. The inner ring encircles 12 data points. If the aperture is now
slightly increased to the middle ring, the number of encircled points remains fixed at 12. If
the same increase in radii is made again, to the outer ring, now 16 data points are enclosed.

The number of enclosed points, and therefore the encircled energy, is not continuous with
discretely represented data.

For example, consider Figure 5.2, which shows the encircled energy as a function of
radial aperture size for a typical gaussian beam. The function is clearly monotonic, but
the granularity due to the finite sampling of the complex amplitude is evident in the
discrete steps taken by the function. As the increasing aperture envelopes more data
points, the encircled energy abruptly increases then levels off. If a small incremental
change to the aperture radii is made, the change in the encircled energy will also change
abruptly. This is illustrated in Figure 5.3, where the finite difference formula was used
to estimate the derivative of encircled energy with respect to aperture radii. If the

incremental change encloses new data points, the derivative is large. If the increment
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did not enclose new data points, the derivative is zero. The derivative calculated at any
point is therefore a function of both the derivative increment size and the initial radii
value. The net effect is that derivative calculations are noisy, and must be implemented

with greater care than their geometrical optics counterparts.

DELIVERED POWER VS RPERTURE RADII
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Figure 5.2. Encircled energy function for discretly sampled data. Because the intensity
distribution is discretely sampled, changing the radius of an aperture changes the encircled
energy discontinuously. Here the encircled energy of a gaussian beamis plotted as a function
of radius. The intensity pattern is discretely sampled in a rectangular array, and the total

energy of the beam is normalized to one. The granularity of this function leads to noisy
derivatives.

It is interesting to note that taking a smaller derivative size not only fails to alleviate the
noisy derivative problem, but actually makes it worse. Consider Figure 5.4, where a
smaller increment has been used to calculate the finite difference. The derivative also

exhibits sharp peaks, like Figure 5.3, but now the calculated values have twice the
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magnitude due to halving the differential; clearly this result is wrong. The calculated
derivative in this latter case is said to be worse because the total range in the magnitude

goes from zero to twice the previous maximum (and also incorrect) value.
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Figure 5.3. Derivative of encircled energy for discretly sampled data. This is the finite
difference derivative of the energy function shown in Figure 5.1. Here the increment is 0.05
cm, while the array sampling density was 0.04 cm. Note that the derivative is zero for small
radii values, then jumps to a high value, and then back to zero. When the derivative is taken
over an interval where the energy function is unchanging, the derivative is identically zero.

There are several solutions to the problems of noisy derivatives. One effective way is to
increase the sampling density. An increase from a 64 by 64 array to a 128 by 128 array
quadruples the points encircled by a given aperture, and breaks the discrete steps into

many smaller steps. The obvious disadvantage is the increase in computational load and
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memory required. The fundamental cause of the granularity has not been removed, but

the resulting derivatives will exhibit less granularity for a given increment.
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Figure 5.4. Derivative of encircled energy for discretly sampled data with smaller increment.
This is the finite difference derivative of the encircled energy function shown in Figure 5.2.
This is similar to Figure 5.3, except now the derivative increment is 0.025 c¢m, half of the
previous value. Note a similar problem; either zero or large derivatives. Note also that the
peak value of the first derivative spike is different from that of Figure 5.3. This is caused by
the smaller differential in the denominator of the finite difference formula. The energy
change is the same over the increase in radius which includes the new points, but the
differential is half as large. The point of this figure is to show that smaller differentials do
not solve the noisy derivative problem.

Abetter method is to use a more sophisticated algorithm for determining the contribution
of encircled points. One approach would be to weight each primitive cell defined by an

array point according to the amount of area of that cell enclosed within the aperture. A
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simpler approach with essentially the same effect is to multiply the sampled complex

amplitude with a supergaussian distribution of the form

£ (e}

where R is the aperture radius and N is the supergaussian exponent. The supergaussian
approaches a cylinder function for large values of N, but has rounded edges. The rounded
edges provides a smoothing function on the discretely sampled data. Points well within
the supergaussian radii are weighted by a factor of unity, while points near the edge or
weighted by a factor of less than unity. This method is simple to implement, and is used

in examples in later chapters to smooth derivatives over the discrete complex amplitude.

Using the supergaussian aperture function, the encircled energy plot of the same gaussian
beam is shown in Figure 5.5. Note the smooth monotonic behavior of the encircled

energy.
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Figure 5.5. Encircled energy function for a supergaussian aperture. This is the same gaussian
beam as shown in Figure 5.2, but now the hard aperture has been replaced by a supergaussian
weighting function to smooth the boundaries. Note the energy is still changing in discrete
steps with the characteristic plateau, but only at very small aperture radii where only 1 point
is enclosed in the circle. The energy distribution beyond this regime is quite smooth. Note
that this function follows the envelope of that in Figure 5.2.

The derivatives calculated using the same finite differencing intervals as in Figures 5.4
and 5.5, respectively, are plotted in Figures 5.6 and 5.7 with the supergaussian aperture.
Note the smooth derivative curve, and that the calculated values are the same in both
figures; this implies the calculated derivative is independent of the increment size (for

this range of increments), which is of course a desirable feature.
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Figure 5.6. Derivative of encircled energy function for a supergaussian aperture. This is
similar to Figure 5.3, except now the aperture is the supergaussian described in Figure 5.5.
The derivative is smooth. The increment size was 0.05 cm, the array size 0.04 cm, just like
in Figure 5.3.
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Figure 5.7. Derivative of encircled energy function with smaller increment. This plot is
similar to Figure 5.5, except now the derivative increment is 0.025 cm instead of 0.05 cm.
The important feature to note here is that the derivative values are nearly the same as in

Figure 5.5, that is, they are independant of the increment size. Compare with Figures 5.2
and 5.3.

Complications due to Diffraction Propagation

The third key difference in physical optics optimization is the high spatial frequency
structure that can be found with diffraction propagation. In particular, calculation of
changes in parameters which depend upon diffraction propagation is a noisy process,
although there are other considerations. Suppose the same laser oscillator model
described previously has a saturable gain medium. Changing the aperture size will also
change the steady state mode of the resonator, which will need to be reestablished prior
to every evaluation of the outcoupled power. Once the mode has been established, small

changes in the aperture size usually will not drastically change the mode. However, after
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an optimization step, due to the possibility of large changes in the aperture size, this
assumption may be invalid. Reestablishing the mode usually requires many propagations
of the complex amplitude through the system until the mode stabilizes. For this reason
optimizing systems which include diffraction propagation is a computation intensive

process. Unfortunately, most variables alter the diffraction propagation.

Note the extreme difference here between geometrical and physical optics optimization
procedures. With a large or small change in a geometrical optics system, all important
data can be immediately recalculated, and the trial solution quickly evaluated. There is
no requirement for iteration or long term repercussions associated with making changes
to the geometric system. In contrast, the physical system described in this example, a
laser oscillator, has memory in the sense that a change in the aperture requires many

passes through the resonator before the performance is stabilized.

These key differences between physical and geometrical optimization are summarized

in Table 5.1.
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Table 5.1

Comparison Between Physical and Geometrical Optics Optimization

| Parameter Physical optics Geometrical optics
Number of "rays" Up to one million A few dozen
Number of variables =n One to 10 Up to 50

Number of targets = m Few in number As many as required
Relation between mand n__ |m usually <<n n usually <<m
Computation of function Significant Insignificant
Computation of solution|Insignificant Significant

vector

Assumptions None Image formation
Singularity of normaljAlmostalways Rarely

equations

Noisy derivatives Yes No

Iteration required for stability| Yes No

Nonlinearity Yes Yes

Large scale changes Yes Yes

Mismatched dimensionality |Yes Yes

Optimization Method in Physical Optimization

A general-purpose physical optics modeling program needs to have a uniform approach
to modeling systems. It is therefore not desirable to have many special algorithms which
are optimum under different circumstances. For this reason, least squares optimization
is the algorithm of choice for the optimization problems discussed in the following
chapters. Least squares can be made to be well suited to problems with minimum prior
knowledge. The problems with ill-conditioned or singular normal equations are essen-
tially solved by use of SVD, and the effects of noisy derivatives can be minimized

through careful preparation of the optimization problem.
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The optimization approach needs to be general, allowing for the future possibility of a
large number of variables, constraints, and targets. The method of damped linear least
squares was selected for this research because of the proven ability of the method in
geometric optics optimization. Dynamic damping was implemented using a method
similar to the one presented by Kidger [Kidger, 1967], which will be discussed in the
following section. Exact constraints are handled using the Lagrange multiplier method
to augment the normal equation matrix, and boundary conditions on the variables are
met using a step and check method which will also be discussed. Finally, the components

of the optimization process are integrated in a single algorithm which was incorporated

into GLAD.

Dynamic Damping

Kidger suggested a simple method for adjusting the damping factor on the diagonal
elements of the normal equations [Kidger, 1967]. The optimization algorithm starts by
assuming a small value of the damping term p2 in Equation (2.30). In the geometric
optimization Kidger was studying, a value of 0.005 was selected as a first guess. The

solution for Ax is then calculated, and the new merit function ®’ is evaluated. The

predicted merit function, <I>p can also be calculated from

5.2)
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where

n G-3)
=

The predicted merit function and the actual merit function are then compared by defining

6= d-P 64

The value of 0 is now considered. If 0 is 0.9 or greater, then the agreement between the
actual and predicted merit function is excellent, which implies the step size is too

conservative, and the damping is probably too high. In this case, the solution is accepted,
the term p2 is halved, and the next cycle is implemented. If © is between 0.9 and 0.2,

then the step size is acceptable, the solution is accepted and p2 is not changed, and the

next cycle is implemented. If 6 is between 0.2 and 0.0, then the solution is probably near
the minimum, the solution is accepted, and p2 is doubled for the next iteration. If 0 is

less than 0.0, then the solution is rejected, and p2 is doubled for the next iteration.

Although there will always be cases where some other boundaries for the various regions

of modifying p2 provide either faster convergence or a better minimum, this method has

been found to provide acceptable results in most cases.
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The only modification made in adapting this method for physical optics optimization
was to change the initial damping value from 0.005 to 1.0. The higher, more conservative
damping was used because evaluation of the merit function is so costly in physical optics
optimization that a series of solution rejections and reevaluations leads to inordinately
long computation times. Additionally, the inherent singularity of typical physical optics
optimization problems implies high damping; in practice (specifically, the examples in
the last three chapters of this dissertation) damping values of 1 to 25 or so were used.
Damping factors much beyond 25 lead to infinitesimal changes in the solution vector,

which are interpreted to mean convergence.

An alternative dynamic damping scheme which was also used is to simply increase the
damping by a constant factor (values from 2 to 5 were used in the examples presented
in subsequent chapters) whenever the merit function increased, but retain the solution
anyway. The reason for this alternate (and simpler) scheme is empirical; in practice the
rapid increase of the damping using the method described by Kidger implied the system
was frozen near the optimum solution. Any change in the variables lead to higher merit
functions. The constant rejection of the solution simply increased the computation time,
and did not lead to better solutions. The disadvantage to this simple scheme is that the
damping was never allowed to decrease, as might be desired if the solution vector moves
to a well-behaved region of solution space. Ultimately Kidger’s method was abandoned,
however the concept of rejecting the solutions in the event the merit function increased
was retained. Since there may be cases where solution rejection is not preferred, a

user-settable switch was provided in the code to select whether or not rejection was

permitted.
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Exact Constraints

The method of least squares attempts to find an optimum balance between a set of
conflicting targets. If one particular target is more important than the others, this can be

reflected in a weighting of the term in the construction of the merit function. The merit

function becomes
d=90"Wo, $.5)

where W is a diagonal matrix whose elements W are the weighting of the target functions

@;. The least squares equation is readily shown to be

(77w r+p% |ax=-T"We. (5.6)

If certain targets are required to be met exactly, the corresponding weights could, in
principle, be set very high. This is generally a poor approach. The reason is that very
large weighting terms tend to make the normal equations singular and decrease the
accuracy of the solution vector. There is also the problem of setting the weight. An initial
weight could be guessed, and if the solution is not adequately close to the constrained

value, the weight can be increased.
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Abetter method is to use Lagrangian multipliers. The method is easy to implement, and
has only one disadvantage. The Lagrangian multipliers increase the size of the system
of linear equations to be solved. This is not considered to be a significant disadvantage
because the computational effort to solve for the solution vector is generally insignificant
compared to the computation required to evaluate the Jacobian. Let the number of exact

constraints be /. Each constraint is written in the form

v, ) =0. .7

The first derivatives of each y, are computed, and the solution vector Ax is given by

CAx=-y, (5.8)

where V is the /-dimensional vector consisting of the current values of the errors in the
constraints, in other words, the desired change in the parameter. The new matrix C is a
I-by-n rectangular matrix. Now a solution must be found which simultaneously solves
Equations (5.6) and (5.7). Equation (5.6) represents the solution which minimizes to first
order @, while Equation (5.7) represents the constraint on the variables so that the exact
targets are met. A solution can be found in principle by eliminating / of the # available
x variables between the two equations, and then solving for the remaining »n — / variables.
Eliminating variables is difficult when no prior assumptions are made about the vari-
ables. A better technique is to use the undetermined multiplier method due to Lagrange

[Arfken, 1985]. A new merit function @ is defined as
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! (5.9
=0+ M\ V,.,
k=1

where the A, values are undetermined. Treating the Ax and A values as variables, the

derivatives of @ with respect to Ax yields
AAx+C'A=b, (5.10

while the derivatives with respect to the A, yield Equation (5.8). These equations can be

simultaneously solved by augmenting the normal equation matrix with the exact con-
straint matrix C, and by augmenting the solution vector Ax with the A values. The

resulting system of equations is represented by

HOCEE

Solving for the augmented solution vector yields the Ax values which simultaneously
meet the constraint specified by Equation (5.7) and the least squares solution specified
by (5.6). The only disadvantage of this method is the system of equations is now of order

n + [, rather than », but this is not a major concern, as discussed earlier.
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As an example of how the undetermined multiplier method works, consider once again

the optimization problem described by Equation (2.9). The Jacobian is

J=[ i ‘1100 ] (5.12)
the A matrix is
A=f1=[ e ] (5.13)
and the b vector is
b=j‘<p=[ :ggg ] (5.14)

This system of equations will yield a solution, in accordance with Equation (2.27), of
x=(-100,-1), which is the ideal solution. (The least squares solution in this case

converges in one step because of the lack of second derivative terms.)

Now suppose that a single constraint on the variables were imposed, such as

xl —x2-1=0. (5.15)
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The matrix C is

c{%‘% %]—[1 1. (5.16)

The normal equations are augmented according to Equation (5.11) to yield

2 0 1 ] A -200 G.17)
0200 -1 | Ax, |=| —200
1-1 0 | a ~100

The solution for Ax is ( -99, -1) which yields the solution of x = (1,0). This is now the

least squares solution with the constraint that the difference in the variables be one.

Boundary Conditions on Variables

The Lagrange multiplier method can be used to find exact solutions for certain target
functions, as described in the previous section. However, this method can also be used
to constrain relationships between the variables themselves. The relationships must be
linear, and be described in terms of a function v, as before. Inequality constraints can
also be specified using this technique. If the boundary condition is a relationship between
two or more variables that is always enforced, then the methods of the previous section
are used. For an inequality constraint, the Lagrange multipliers are only applied if the

boundary is violated.
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Initially, the normal equation matrix given by Equation (5.6) is solved, and the boundary
conditions represented by y are evaluated. If the boundaries are not violated, the solution
is accepted, and no changes are required. If the boundary is violated, then the solution
is rejected, the normal equation matrix is augmented to include the new constraint, and

a new solution vector determined.

Summary of the Optimization Method

It becomes increasingly complex to integrate all the components of an optimization
procedure as more capabilities are incorporated. One problem arises when the initial
system to be optimized violates certain boundary conditions. In this case, it is likely that
the merit function will increase initially as the violating variables are adjusted. This in

turn will cause the dynamic damping parameter 0 to be negative, and if the previously

suggested algorithm is used for adjusting p2, the solutions will constantly be rejected by
the algorithm. The solution to this dilemma is to define a hierarchy of control for the
optimization procedure. The algorithm used here avoids this particular problem by
adjusting the damping factor at each iteration before considering the boundary violations.
If boundary violations are found, the damping is held at the current value for the

remainder of the cycle.

Since there are situations where a particular target function is desired to be an exact
value, such as the length of a laser cavity or the Fresnel number of a beam, and there are
other cases where simply an extremum is desired, such as maximizing output power,

both exact and weighted targets should be supported in a general optimization algorithm.
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The convention chosen here is that unweighted constraints are assumed to be exact, and
weighted constraints are incorporated into the normal equations. The solution matrix

will be of size n + I, the number of variables plus the number of exact constraints.

The flow chart in Figure 5.1 summarizes the optimization procedure. This procedure
was implemented into GLAD and was used to optimize many of the physical optics

systems described in the remaining chapters.
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K

Calculate jacobian

Calculate new solution

Inequality violated?

Add equality constraint

L

Calculate new solution

Yes

Merit function decreased?

Accept solution

Adjust damping

Solution converged?

Rejection selected?

Exit

Figure 5.8. A flowchart of the general optimization algorithm.
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CHAPTER 6
OPTIMIZATION OF ADAPTIVE MIRROR CHARACTERISTICS

Introduction

One of the initial problems considered in this research was the optimization of adaptive
mirror characteristics. To optimize a design first requires a suitable model. The model
should describe the relevant behavior, in this case the corrective ability of the adaptive
element, in terms of the parameters the designer can in principle control. For a typical
adaptive element, the designer may have control over the number of actuators (or
equivalently the actuator spacing assuming the aperture is fixed) and the stiffness of the
faceplate. There may also be a distinction between force and position actuators, and
perhaps the inducement of moments on the surface of the mirror; these latter effects were
not considered. The control system which deforms the mirror in response to the input
wavefront does not provide any additional degrees of freedom because the least squares
corrected wavefront solution can be shown to be unique. Assuming that minimum
wavefront error variance is desired, the mirror response is completely described by the

actuator spacing, faceplate stiffness, and input wavefront.

A zonal model which is useful for adaptive optics with many actuators is developed and
described here. The result is that the selection of the actuator spacing and faceplate
stiffness are always optimal in the limit of fine spacing and infinite stiffness, respectively.
For this reason, numerical examples of optimization were never performed, because the

optimal solution will always be the same. This important result is nonetheless closely
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related to the goals of this research, the optimization of physical optics systems, and

therefore this work is included.

Adaptive optical components are commonly implemented as deformable mirrors whose
surface profile can be altered at high speed to provide phase compensation for aberration
correction. These adaptive mirrors are commonly used to remove effects of atmospheric
aberration. Many common adaptive elements have from dozens to hundreds of actuators
attached to the back surface of the mirror which in turn provide many degrees of freedom
for the surface profile. To effectively model adaptive mirrors requires that the number
of free parameters be reduced to a small subset which can be more readily analyzed using
numerical methods. Specifically, optimization of adaptive mirror characteristics requires
a reduction in dimensionality of the adaptive mirror model. For a list of references on

adaptive optic modeling, see Table 6.1 at the end of this chapter.

An approximate model of an adaptive optic element is presented which works well for
components having many actuators. A key assumption made in the development of this
model is that the influence function, which describes the surface deformation by a single
actuator, is separable in the two lateral dimensions. This permits a one-dimensional
analysis of the corrective properties of the mirror. This model is referred to as a "zonal"
model because it is assumed that the number of actuators is large, and the zone of interest
does not include regions near the edge of the mirror. The zonal model is used to gain
insight into the general behavior of systems that correct for high spatial frequency errors.
The model is derived from the method of least squares, and considers the non shift-in-

variant properties of adaptive mirrors. It may be implemented with Fourier transform
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techniques and is therefore easy to program. The relationship between the zonal model
and the simpler bandpass filter model of Harvey and Callahan [Harvey, 1978] is

discussed.

Adaptive mirrors can be locally deformed by displacement of the mechanical actuators
attached to the back of the mirror surface [Pearson, 1979]. This local deformation, which
has a characteristic shape called the influence function, can be used to correct phase
variations in the incident wavefront introduced by atmospheric propagation or other
aberration. Conversely, phase variations can be introduced to account for errors that will
be introduced further down the beam path. In 1976 Wagner [Wagner, 1976] suggested
that the corrective ability of an adaptive optic could be described by a linear-filtering
operation utilizing a bandpass filter. Harvey and Callahan [Harvey, 1978] and other
authors (see for example [Tyson, 1980, 1982]) have refined and discussed this approach.
However these discussions were based on physical intuition and some numerical studies,
but were not justified mathematically. This discussion establishes an analytical basis for
the bandpass model. Additionally, the model efficiently evaluates the corrective
capability of a large-aperture adaptive optic with a large number (several hundred) of
actuators. Our discussion will be limited to steady-state analysis. Techniques for real-
time monitoring of the necessary correction have been covered in detail in the literature
([Pearson, 1977], [O’Meara, 1977]) and will not be discussed here. Throughout this

discussion the terms frequency and spectral will refer to spatial, and not temporal,

properties.
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Of primary importance in the design of adaptive-optic systems is the spacing of the
actuators, the stiffness of the mirror surface, and the spectral content of the aberrations
that require correction. Previous work in the modeling of adaptive-optic correction has
primarily consisted of two approaches. The first is numerical modeling of all of the
actuators simultaneously, and the second is a linear-filtering approach. Least-squares
fitting of the influence functions of all actuators is the most accurate method of modeling
the performance of the adaptive mirror. It can treat the influence functions individually,
allowing for nonuniform spacing and for actuators near the edges of the mirror. While
least-squares fitting of the influence functions remains the most accurate method of
modeling, a simpler, faster model is preferred for application to the optimization problem

due to the large number of function evaluations required.

The linear-filtering approach is also useful in the conceptual design of such systems
because the knowledge is established in this area and the calculations are simple. The
simplest linear-filtering method assumes a transfer function that is perfectly rectangular
in frequency space. This function is referred to as an ideal low-pass filter, whose value
is unity below some cutoff frequency and zero above that frequency, as shown in Figure
6.1. This model is credited to Harvey and Callahan [Harvey, 1978], who reasoned that
the cutoff frequency should be the reciprocal of twice the actuator spacing. Often the
transfer function is shown as a high-pass filter to indicate that frequencies above cutoff
are passed by the adaptive optic, however, here the low-pass filter shows what frequen-
cies are effectively filtered. The linear-filtering model, while useful, was not justified

mathematically and erroneously assumed that the mirror responds in a shift-invariant



118

fashion. The actuators exist in specific locations and, in general, the mirror should not

be expected to respond in a shift-invariant fashion.

X&)

WV

=1 L g
2T 0 2T

Figure 6.1. The band-pass filter model of Harvey and Callahan. Spatial frequencies beyond
the cutoff frequency are not filtered out by the mirror, but remain in the reflected beam.
Spatial frequencies below the cut off can be removed by the mirror. The cutoff frequency
is determined strictly by the actuator spacing. The transfer function has a peak value of unity.

In this discussion, a zonal model that correctly treats the non-shift-invariant behavior of
the adaptive mirror is described. The linear-filtering model is shown to be a more
approximate form of the zonal model. The particular implementation of the zonal model
described here is restricted to mirrors having actuators spaced on a uniform rectangular

grid with all actuators performing identically.
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Theory

The deformation of the mirror surface whichresults from the operation of all the actuators
is assumed to be the sum of the contribution from each actuator individually, in other
words, linear-superposition holds. Each individual actuator deforms the local mirror
contour in a characteristic shape called the influence function. This function is assumed
to change only in scale with a change in actuator displacement. The general shape of the
influence function is therefore fixed and only the magnitude is varied. A representative
gaussian influence function is depicted in Figure 6.2. Further, the influence functions
are assumed to be identical and uniformly spaced on a rectangular grid. The model will
enable the effects of influence-function shape and actuator spacing to be considered. In
many cases, this level of accuracy is sufficient in the conceptual design process and the

more accurate (but more complex) least-squares solutions are not needed.
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Figure 6.2. A typical gaussian influence function. This local profile is induced in the adaptive
mirror surface as a result of influence from the actuator beneath the surface. The vertical
scale is arbitrary and greatly exaggerated in this figure for clarity.

This zonal model presented here is most directly applicable to position actuators.
Conclusions about the spacing of actuators and the effect of the width of the influence
functions pertain to force actuators as well. However, many practical considerations of
both position and force-actuator design are not considered, such as moment effects at

the actuator-mirror junction and force saturation of the actuator drivers.

With the actuators located on a rectangular grid and a simple mirror faceplate of uniform
thickness, the analysis may be done in separable fashion, as discussed earlier. This

simplifies the notation. Let the incident wavefront be described by the vector w sampled

atevery jith point. All of the wavefronts discussed in this chapter are described as physical
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displacements from an ideal reference surface, so that a non-aberrated wavefront would
be described by a vector whose elements were all zero. The vector w consists of /
elements that correspond to the number of samples taken across the x-direction of the
mirror surface. The mirror is controlled by J actuators, assumed to be evenly spaced.

Note that / and J are constants, whereas i and j refer to particular elements. The actuator
displacements can be described by the vector a, where the jth actuator has a displacement
a; which can, in general, be positive or negative. The influence function of the jm actuator
is given by mj(x), a function that varies with physical position on the mirror, x. The

corrected wavefront is denoted by the vector w” where

J 6.1)
W= Dami).
=1
In matrix form this is written
w=Ha, 6.2)

where H has elements H i defined by

Hy=mj), 63)
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where the notation mj(i) means the i value of the j"h influence function.

Each column of H represents the full surface of the mirror, presumed to be of infinite
extent. However, it will only be necessary to consider the inner portions of the matrix

which represent regions of the surface away from the edges.

The matrix H is, in general, not square, but usually has many more rows than columns
because the sampling of the wavefront must in general be considerably larger than the
number of actuators to be controlled to prevent aliasing. Each column of H represents
an actuator, with the influence function for that actuator shifted to correspond to the

actuator position. Each row of H corresponds to a single position on the adaptive optic.

The adaptive-optic surface is deformed to minimize the error between the incident and
desired wavefronts measured in the plane of the mirror. A vector error function € can

then be used as a best-fit criterion:

©64)

Some authors have included a 2cosa coefficient on the w’ term in this expression, where
o is the ray angle of incidence to the optics surface and the 2 accounts for the round-trip
path, but this factor can be included in the control system for operating the actuators and

serves no purpose here. The wavefront variance is then defined as
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o?=¢, (6.5)

where 7 represents the transpose operation. The solution for minimum variance is the

well-known least-squares solution [Lawson, 1979]:

a=HHY Hw, : (6.6)

where the vector a represents the heights of the actuators.

Equation (6.6) is the standard least-squares solution for controlling the actuators to

minimize the wavefront error. The best-fit wavefront is

w=H HH Hw . 6.7

Equation (6.7) can be further simplified by introducing the concept of a system matrix
S defined by

S=H HH) 1", (6.8)

such that

w=Sw. 6.9
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The § matrix is sparse because of the finite width of the influence functions. For
calculations with S of finite size, an inner region away from the aperture edges will be

unaffected by the edges.

Zonal Model

An alternate approach to computing the matrix S that provides insight and is numerically
simple assumes that each actuator behaves identically to its neighbors. This must be true
if the number of actuators is large, the width of the influence function is small compared
to the dimensions of the aperture, and actuators near the edges are ignored. If the mirror
is stopped down to exclude the actuators at the edge, the approximation extends over the
entire aperture. The influence functions in this case become a single influence function

replicated at the actuator locations. This is described mathematically as

mj(i) = m(xi—xj) , (6.10)

where x; represents the location of the ith sampled point, x; represents the location of the

fh actuator, and m is the influence function common to all actuators. The significance
of this notation is that m(x) is a continuous function that is discretely sampled to form m;.
Each column of the matrix H now contains the influence function m shifted to correspond
to the position of the actuator represented by that column. This puts special symmetry

into the matrix H which can be used to derive the zonal model.
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The matrix S is symmetric and sparse; symmetric because of its method of construction
and sparse because the influence functions are assumed to be of less extent than the full

aperture. The matrix S may be factored into a matrix H’ and its transpose,

S=HH", 6.11)

such that

W= HH W . (6.12)

with the matrix A’ having the properties that its columns are orthogonal and consist of
an array of shifted, orthogonal influence functions that can be constructed from the actual

influence functions. The matrix H’ is rectangular and of the same dimensions as H.

The columns of H’ are all identical; each one is a shifted version of a new orthogonal
function m’. The m" function can be found directly from m through a modified Gram-
Schmidt [Arfken, 1985] orthogonalization process, or any other orthogonalization
procedure. Harvey and Callahan described an alternative technique that attempted to fit

gaussian functions to particular spatial frequencies [Harvey, 1977].
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Modified Gram-Schmidt Orthonormalization Procedure

The Gram-Schmidt process used here is designed \0 othonormalize a central influence
function against its nearest neighbors, then against its second nearest neighbors, and so
on to as many neighbors as required. The process is then repeated for the resulting m’

until the solution converges. The procedure follows in detail.

First, create a function u;, by normalizing m,

m 6.13)
o= tml

Now create a candidate orthogonal function ¥’ by a linear sum of u and its nearest-
neighbor function, u;. Here 1, is the sum of the nearest neighbors on either side of the
central function, while i, is the sum of the second-nearest neighbors, and so on. The

function #’ is a normalized sum of the central function plus some multiple of the first

nearest neighbor functions. This is given by

. ugtfiuy (6.14)

W= ,
Vg +fuy
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where the term in the denominator serves only to normalize the function and #; can be

written as

_ ux-T)+ uo(x +7) 6.15)
M =D Fugx+ I

where T is the actuator spacing.

Now determine the value of the constant f| so that 4’ is orthogonal to a shifted version

of itself. The required relation is

<(u0 +fiulug+fiu)>=0, 6.16)

where < > is the inner product of the enclosed functions. This condition leads directly

to

1

_ (6.17)

fi= (1—W—<uolul>2),

where the symbol < ug | 4; >is the inner product of uy and ;. Note that if <ugy lu; > is

zero then f) is zero, indicating that the functions are already orthogonal and w=u.
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Now the new m’ can be determined from the value for f),

Repeat the process for as many neighbors as the influence function spans. This is done
by renormalizing back at Equation (6.13), and then normalizing against the second

nearest neighbor functions. Note that all the above steps can be generalized such that

e Ug+fu; 6.19)
luy +jj.ujl ’

uy(x = JjT) + ug(x + jT) 6.20)
4= Lug(x = jT) + ugx +jT) 1 °

__ -
<u0luj>

2
J; (1—‘h~<uoluj>2), 6.21)

When numerically computing m’, it may be necessary to repeat the process. This is
because the orthogonalization of each pair of neighbor functions ignores the effect of
other neighbors. The solution for m" quickly converges with multiple passes. Note that

when discretely computed, the inner product takes the form

<uglu;>= > ug(i) ui) . (6.22)
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The orthogonalized n?’ is related to m by

m’(x) =m(x) + flm(x + T) + m(x = T)] + frlm(x + 2T) + m(x - 2T)] +. ... (6.23)

The mirror can be deformed to the shape described by m” by suitable movement of the
actuators. For instance, if actuator k is selected to be the center of the deformation, then

a is constructed by

a;= Jr - j (6.24)
fh=1, (6.25)
=6 (6.26)
fo=h... et 6.27)
The mirror then deforms according to
m' =Ha (6.28)

Because m’ is a linear superposition of the actual influence functions, the mirror surface
can be deformed to the shape described by m’ by suitably weighting and summing a local

group of actuators; this is true since we earlier assumed that superposition holds. In the
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next section the least-squares fit of the mirror surface to the incident wavefront will be
described by a linear superposition of the shifted m’ functions, and therefore the

least-squares fit is a superposition of the actual influence functions, as required.

The m’ can now be used to construct the A’ in exactly the same manner used to construct

H from m, specifically,

H ij=m j(i) =m'(x; -xj) . (6.29)

Description of Mirror Response

Equation (6.12) can now be written in terms of the orthogonalized influence function.
The high degree of symmetry in H’ leads to a compact solution for w’ which does not
require the calculation of H’ or S. Note that Equation (6.12) can be divided into two

operations:

’

w=Ha, (6.30)

a=H"w, (6.31)

where a is the actuator control vector of dimension J. Note that @ can be written in terms

of the orthogonalized influence function and the incident wavefront

=Y H (6.32)
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aj:Zm'(xj —Xw(x,) . (6.33)

Since m’(x) and w(x) are really continuous functions, (they are the influence function
and the wavefront, respectively) we can write the vector a as a sampled version of the

product represented by Equation (6.33):

a f[_“m’(xj - xi)w(xi)dxi] comb(%) .

The vector a is seen to be a sampled version of the convolution between m” and w(&B4)

is written more compactly as

af[m'(x)*W(x)]comb(%). (6.35)

Using Equation (6.30), the vector w can be written as a correlation sampled every i
point. Recall that / is the number of sample points in the wavefront, which are spaced a
distance Ax, while J is the number of actuators, spaced a distance T apart. The corrected

wavefront can now be written as
=S . &30

wi(x) = [Jm'( xX—x j)a(x j)dxj]comb(-Aix) , 6.37)
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where the sum has been converted to a continuous integral expression times the comb

function as before,

w(x) = [m'(x)*a(x)]comb(i) , (6.38)

The continuous form for w’(x) is then

> =

w' = m’(x)I[[m'(x)*w(x)]comb(

x)] ’ (6.39)

where the symbol * represents convolution and * represents correlation. Usually m” is

symmetric if m is symmetric and the distinction between these operations is unnecessary.

Equation (6.39) exhibits many important properties of the adaptive optic. Most notably,
Equation (6.39) shows that the spectral corrective ability of the adaptive optic cannot be
described in terms of a simple multiplicative transfer function; in other words the

response of the adaptive optic depends upon the input.

Let the transfer function be defined as the output (reflected wave) spectrum divided by
the input (incident wave) spectrum. The transfer function will in fact be different for
different incident wavefronts. This is a direct consequence of the lack of shift-invariance
in the system response. Although Equation (6.39) is linear, it is not shift-invariant. The

lack of shift-invariance results from the fixed positions of the actuators. Another
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argument to make this point clear follows: imagine a wavefront which is shifted slightly
parallel to the optic plane. The shifting has no effect on the spectrum (other than a phase
shift) of the incident wavefront. However, the least squares fit of the mirror surface will
not be the same for the shifted and unshifted wavefronts due to the inability of the
actuators to match the shift. Thus the reflected spectrum will be different in the two cases,

and the transfer function is not unique.

Fourier Description of Adaptive Element

Taking the Fourier transform of Equation (6.39), and using § as the frequency variable

leads to

W= M €)M EYW(E)*Tlcomb(T E)] , (6.40)

where the capital letters indicate frequency domain representation. Again it is clear that
(in general) no multiplicative relationship between the corrected and incident spectra
exist. However, if M’(E) is assumed to be a rectangle function with a cutoff frequency

of the reciprocal of twice the actuator spacing (the ideal low-pass filter model), then

Equation (6.40) reduces to

W) =M EW(E) . (641
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For M’(n) to be the ideal low-pass filter solution of Harvey and Callahan with cutoff

frequencies i(ZT)‘l, m’(x) must be a scaled version of the sinc function defined by

. (mx (6.42)
sin | =
m'(x) = sinc | = |= T
T L5 S
T

The ideal m’(x) has zero crossings at the neighboring actuator locations, and is orthogonal
to m’(x + T) . Because the sinc function is of infinite extent, infinite surface stiffness and
infinite actuator force would be required to produce it. For finite surface stiffness and
actuator forces, m’(x) can only approximate the sinc function. For this reason M’(E) is
never a perfect rectangle function, and the bandpass model is only approximate, as the
example in the next section illustrates. However, for relatively stiff surfaces, where the
influence function spans several actuators, the bandpass model for M’(§) is quite
reasonable, as shown in the next section. However, w'(x) can be determined more

precisely by Equation (6.39) if the actual influence functions are known either analyti-

cally or experimentally.

Because M’(£) is not exactly a rectangle function, several interesting properties appear
in the analysis which do not appear in Equation (6.41). If M’(E) extends beyond the ideal
cutoff frequency, then the replicating property of the comb function will cause a spectral
overlap or aliasing. In the spatial domain, this will represent a periodic component
corresponding to twice the actuator spacing. This problem is acute when the actuator

spacing is too large or M’(€) is too wide. Another property is that, in general, M’(E) will
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not be constant in the frequency range below the ideal cutoff frequency, which implies
that perfect adaptation to even low-frequency aberrations is not possible. These proper-

ties are more clearly seen by way of example.

Sample Calculation

To illustrate the technique described, a Gaussian influence function of the form

2 ] 6.43)

m(x) = exp[ln(c)(%)

was orthonormalized using the modified Gram-Schmidt method described earlier. The
symbol In represents the natural logarithm. The parameter ¢ determines the width of the
influence function, and is called the coupling. Coupling refers to the height of an
influence function measured at the nearest neighbor as a percentage of the peak height.
The resulting form for m’(x) is shown in Figures 6.3a, 6.3c, and 6.3e, for a coupling of
5%, 15%, and 50%, respectively. The Fourier transform M’(§) for each value of c is
shown in Figures 6.3b, 6.3d, and 6.3f. For all of the graphs, six nearest neighbors were
orthonormalized. As the coupling increases, which means larger values of ¢, the gaussian
becomes wider (corresponding to a stiffer surface), the orthogonalized m’(x) functions
become better approximations to the sinc function, and the M’(€) functions become better

approximations to the ideal low-pass filter.
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One way to quantify the degree to which a given filter approximates the ideal filter is to

define a merit function of the form

1 6.44)
2T
=M.
1

Tor

The parameter ¢ will vary from zero to unity, with unity representing a perfect match to
the ideal filter. Equation (6.19) assumes that m’(x) has been normalized to have a value
of unity at the origin, so that the total integral in frequency space is also unity. The
parameter g as a function of coupling is shown in Figure 6.4. In the limit of 100%
coupling, the approximation that the influence function has a width small compared to
the mirror aperture becomes invalid. Additionally, as mentioned before, infinite forces
would be required to drive the mirror. It is nonetheless interesting to note that the ideal

filter can be obtained only in the limit of infinitely stiff deformable surfaces.
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Figure 6.4. The wavefront fit merit function as a function of nearest neighbor coupling. A
perfect fit to an arbitrary incident wavefront requires high coupling, and therefore stiff
faceplates. A stiff faceplate implies that each influence function spans many actuators, or
alternatively, many actuators influence the mirror displacement at a given point.

Alternative Calculation of the Orthogonalized Influence Function

33

An alternative method to the Gram-Schmidt procedure of determining the orthogonal-
ized influence functions is to use a direct calculation of the system matrix S. It is only
necessary to calculate a portion of S that corresponds to the central actuators of the mirror,
since it is assumed that all actuators are identical. The columns of S corresponding to

the other actuator positions will all be identical. To calculate this central region of S,
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select an H matrix constructed using Equation (6.3) that includes enough columns

(actuators) to adequately describe the controlled mirror movement at the center actuator.

It may be helpful to visualize the form of a typical system matrix S. A Gaussian influence
function of the form described by Equation (6.44) was used to create a sample A matrix.
The calculations described by Equation (6.9) were performed by computer, and the
resulting § matrix is represented by the isometric plot shown in Figure 6.5. In this figure,
a three-dimensional surface is simulated by using the i and j indices of the matrix as the
x and y axes, and using the value S(iy) as the vertical (z) coordinate. Twelve actuators
were included in the A matrix, and the coupling value was 37%. Note that all of the
columns corresponding to actuator locations, except those at the very edge of the figure,

are identical.
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Figure 6.5. An isometric plot of the system matrix for a gaussian influence function. A
coupling value of 37% was used for this calculation. Note that away from the edges the
matrix exhibits high symmetry about each actuator peak. This shows that the assumption of
all actuators being considered identical, displaced functions, is valid away from the edges.
Near the edges the symmetry is broken.

From Equation (6.11), it can be shown that

So=m'(x)xm’(x) (6.45)

where S is a central column of S corresponding to an actuator location. This would

correspond to a column through the center of the S matrix. The center column represents

effects at the center actuator.
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Table 6.1

References on Adaptive Optics

Author Subiect

Wagner 1976 Multiple focal plane imagery

Harvey 1977 Transfer functions for adaptive optics

O’Meara 1977 Adaptive optics theory

Pearson 1977 Experimental results

Harvey 1978 Error compensation for adaptive optics

Pearson 1979 Comprehensive reference on adaptive
techniques

Tyson 1980 Corrective capability and control system

Tyson 1982 Spatial filtering of aberrated beams

Moore 1990 Zonal model for adaptive optics

compensation
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CHAPTER 7

OPTIMIZATION OF LASER OSCILLATOR PROPERTIES

Introduction

This chapter introduces some simple optimization analysis and design problems using
a laser oscillator as a basic platform for evaluation. Analysis problems belong to a class
of problems that can be solved without optimization. The role of optimization is to
accelerate the determination of system properties. Optimization can greatly increase the
speed of calculating certain parameters. This application of optimization has no direct
counterpart in geometrical optics. The optimization for design can also be applied to

simple laser oscillators, and several examples are described.

Example 1: Accelerating Mode Convergence

Example 1 consists of a laser oscillator with one plane mirror and one concave mirror.
The concave mirror has a reflectivity of 97%, while the plane mirror has a reflectivity
of 100%, and absorption losses at the mirror are ignored. The gain medium is modeled

as a very simple saturable gain per pass coefficient of the form
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Figure 7.1 Schematic of laser oscillator used in Example 1. The schematic shows a plane
mirror, concave mirror, and aperture. The beam divergence is shown greatly exagerrated
for clarity. The outcoupling mechanism is the transmission of the concave mirror.

G, (7.1)

sat

G, is the small signal gain, E is the total energy in the beam within the cavity, and
E,, is the saturation energy. This is a simplified form of the gain expression given in

Chapter 4. The factor g simply scales the energy on each round trip through the laser.
There are two loss mechanisms, the transmission of the concave mirror and the
diffraction loss at a small aperture placed at the beam waist, which in this case is located
at the plane mirror. A schematic of the oscillator is shown in Figure 7.1. The properties

of the laser oscillator and the numerical values for the gain model are listed in Table 7.1.
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The small aperture at the waist is required to prevent modes other than the fundamental

TEMy, mode from oscillating. It is important to note however that the aperture is large

compared to the beam waist, and does not substantially alter the steady state mode from

the ideal TEM;, mode. The diffraction properties of the aperture are negligible, however

the aperture does promote numerical stability in the diffraction propagation algorithms
because higher order modes which originate in round-off error are quickly diffracted out

of the complex amplitude representation.



Table 7.1

Model Parameters for the Laser of Example 1
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radius of mirror 1 infinity
radius of mirror 2 800 cm concave
mirror spacing 25cm
wavelength 633 microns
aperture location mirror 1
aperture size .lcm
sampling interval .005 cm
lateral array dimension 315cm
array size 64 x 64
waist location mirror 1
waist size .0442 cm
transmission mirror 1 0%
reflection mirror 1 100%
transmission mirror 2 3%
reflection mirror 2 0%

small signal gain 1.08
saturation energy 200

The object of the analysis is to determine the steady state outcoupled power from this
laser. For such a simple gain formula, as given by Equation (7.1), the solution can be

found exactly by setting the round trip gain equal to the loss per pass.

G, 2)

where T is the transmission of the mirror. The steady state energy in the cavity is then
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G, (13)
and the outcoupled energy is
G (74)
Eour=Esa T 1+T_1 :

Although the exact solution is simple to calculate, it is interesting to assume that the
answer is unknown (the reason for this will be presented shortly) and see if the energy
can be calculated by propagation analysis. The known steady state gaussian beam with
waist specified in Table 7.1 was used as a seed beam, and the initial beam energy was
set to 2, simply as a guess. The beam intensity profile is shown in Figure 7.2. The
wavefront was then propagated through the laser oscillator, with the éain added on each
round trip and the mirror and aperture loss accounted for. The outcoupled energy was
stored upon every round trip, and the resulting outcoupled energy per pass as a function
of the number of passes is shown in Figure 7.3. The energy at first increases exponentially
with the small signal gain, and then rolls off toward the steady state value as the saturation
reduces the gain. After roughly 120 passes through the cavity, the energy is essentially
at the steady state value predicted by Equation (7.4), although the convergence is

asymptotic. The steady state mode is very nearly the TEM;; mode.
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Figure 7.2. Isometric plot of steady state beam intensity for the laser oscillator of Example
1. This is simply the gaussian intensity profile.
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Figure 7.3. Outcoupled power as a function of cycle number for the non-optimized case.
Each cycle consists of a double pass through the cavity, with one contact with the
transmitting mirror. The power converges slowly toward the steady state value of 0.29.
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Figure 7.4. Outcoupled power as a function of cycle number for the optimized case. The
data were calculated using optimization to accelerate the convergence for the laser of
Example 1. Note the procedure converges to 0.29, the steady state value, in roughly two
steps.

The task for optimization is to accelerate this procedure while yielding the same
information. The first consideration is to select the optimization variables and targets.
The obvious choice here is to optimize the seed beam energy for a target round trip net
gain of unity. The round trip net gain is defined as the ratio of the energy before and after
a single round trip. This parameter is convenient because it is exactly unity when the
laser has reached a steady state mode, is greater than unity when the cavity energy is too
low, and is less than unity when the energy is too high. This optimization problem is
therefore an example of the simplest kind, one variable, one target, and an exact solution.
The exact solution exists because it is presumed that for some energy the net gain is

unity.
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The same initial energy and waist used earlier were selected for the optimization
approach to the problem. The optimization procedure described in Chapter 5 was used
for this, and the following examples. Each optimization cycle requires two passes
through the cavity, because there are n + 1 function evaluations required to evaluate n
derivatives. Here # is unity, and a function evaluation means a round trip propagation
and gain. The outcoupled energy as a function of optimization cycles is shown in Figure

7.4. The round trip net gain is also plotted against cycles in Figure 7.5.

In one cycle, the optimization approach very nearly converges on the steady state
outcoupled energy, but slightly overshoots the estimate. By the third cycle, the energy
is completely converged. This means roughly six function evaluations were required to
yield the same result as over 120 evaluations in the non-optimized case. It is very
important to note that the optimization algorithm requires insignificant overhead in terms
of computation time. The number of function evaluations is essentially linear with
execution time. This particular example was run on a IBM compatible 486 computer
with a 33 MHz clock speed. The optimization took 48.2 seconds to run five optimization
cycles (ten function evaluations) although only three cycles were required for conver-
gence. The unoptimized case took 571 seconds (nine and a half minutes) to run 120
cycles. The savings is better than a factor of ten, even considering the extra optimization

cycles ran.
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Figure 7.5. Round trip net gain per pass for the oscillator of Example 1. The gain

converges quickly to one, indicating a steady state mode has been achieved. Note the
slight overshoot in the first step.

Example 2: Including Saturable Gain in the Model

It would be useless to prove that optimization is a faster method than brute force for
solving problems that are trivial, such as the solution specified by Equation (7.4).
However, the preceding problem can be generalized slightly by adding either of two
effects, 1) a more realistic gain medium, and 2) a smaller or more complex aperture so
diffraction effects become more important. For the gain medium a reasonable model is

given by the expression
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—r (1.5)
_ GSSe R

g= .
1_I_I()Ic,x)

sat

The exponential expression in the numerator is the supergaussian roll-off of the available
gain, This parameter allows the gain to vary with radial distance from the axis. The local

intensity gain is

(7.6)

where [/ is the local intensity in the wavefront profile, [y, is the saturation intensity, r is

the radial coordinate, R is the supergaussian radius to the el gain point, and N is the
supergaussian exponent. Now the steady state wavefront is not likely to be the pure

TEMOO mode, but rather some form of supergaussian mode.

This model for the gain medium is the important change from Example 1 to Example 2.
For Example 2, the aperture was left at the previous value, although decreasing the waist
would also alter the steady state profile. The results of 200 propagations of a modeled
laser with similar gain coefficients and saturation intensity, whose parameters are listed
in Table 7.2, is shown in the outcoupled energy per cycle graph, Figure 7.6. The
definitions for the Beer’s law gain model used here can be found in Chapter 4, in the

section on Beer’s law modeling. Even after 200 round trip propagations, the energy has
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Figure 7.7.
Table 7.2
Model Parameters for the Laser of Example 2
small signal gain go .0026
saturation energy Esqr 800
gain radius R .04 cm
broadening factor O S
radius of mirror 1 infinity
radius of mirror 2 800 cm concave
mirror spacing 25 cm
wavelength 633 microns
aperture location mirror 1
aperture size .dcm
sampling interval .005 cm
lateral array dimension 315¢cm
array size 64 x 64
waist location mirror 1
waist size .0442 cm
reflection mirror 1 100%
transmission mirror 2 3%
reflection mirror 2 97%
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Figure 7.6. Outcoupled energy per pass for a laser with a more realistic gain. The energy
was initially set low, and then allowed to buildup by succesive passes through the gain
medium. Note that even after 200 cycles the steady state energy is still not achieved.
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Figure 7.7. The steady state mode shown in an isometric intensity plot for the laser of
Example 2. Although it is difficult to tell by casual inspection, the mode shape is broader
than the mode for Example 1, and the profile is not strictly gaussian. This is due to the
saturable gain medium which is less saturated away from the peak of the beam.
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There is an important difference in the effects of optimization between Example 1, which
has a simple gaussian mode, and Example 2, which has a more general supergaussian
mode. Because the exact beam profile is not known in advance for the laser of Example
2, the gaussian mode is used as a seed, and then through successive passes through the
cavity the mode is allowed to evolve to the steady state mode. After a few cycles without
optimization, this new mode is well established, and the primary change in successive
propagations through the cavity is to develop the steady state energy in the cavity. When
optimization is invoked, the cavity energy is quickly adjusted to be close to the steady
state value, but this procedure is so fast that the mode does not have sufficient time to
be established. For Example 2, the steady state mode is very nearly the ideal gaussian
mode, and only one or two additional cycles are required for convergence when
compared to Example 1. For cases where a higher order mode is the steady state mode,

this may not be sufficient.
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Figure 7.8. The outcoupled power per pass as a function of optimization cycles for the
laser of Example 2. After 5 cycles the outcoupled power is converged.

Optimization for accelerated convergence was applied, and in roughly 5 cycles the steady
state energy and mode were found. The outcoupled energy per cycle for the optimized
analysis is shown in Figure 7.8. This represents a substantial time savings over the
non-optimized method. The mode is essentially the same as shown in Figure 7.7,
although one or two extra cycles may be required for the mode to stabilize. In this sense
the optimization process is actually optimizing both the steady state energy and the beam
profile. This effect is another key difference between geometrical and physical optics:
the state of the system is dependant upon past history of the beam. Changing design
parameters or beam parameters has effects on the wavefront that diminish only slowly
and with successive propagations through the oscillator. The discrete, and sometimes

large steps in the optimization process can lead to instabilities in the convergence.
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Example 3: Mode Establishment with Complicated Apertures

For example, consider again the laser oscillator as in Example 1. The aperture used to
control the mode was an oversized circular aperture that had essentially no effect on the
gaussian mode, but attenuated other, higher order modes. If that aperture is replaced by
an aperture with a sufficiently large central obscuration, the lowest loss mode will no
longer be the first order Hermite-gaussian, but a higher order mode. If the initial seed
beam is a random wavefront, and this seed is allowed to propagate through the medium
a number of times, the lowest loss mode will eventually be established. This is true
because a random wavefront can be considered to contain components of all possible
modes, and only modes which the cavity can support will build in intensity. When the
gain begins to saturate, only the mode with the lowest loss of these modes will be
sufficiently reinforced on each pass to survive. Modes other than the fundamental can
be allowed to dominate if the fundamental mode is suppressed by higher losses. An
aperture consisting of two rectangular areas, each offset from center to yield a central
obscuration, will suffice to prevent the fundamental mode from oscillating. This aperture

function is shown in Figure 7.9.
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Figure 7.9. Schematic of aperture function for Example 3. Within the two rectangular
areas, the transmission is unity, while outside this area, including the central region, the
transmission is zero. The central obscuration will prevent the fundamental mode from
oscillating.

With this more complex aperture function in place, a random seed beam was introduced
into the cavity. Figure 7.10 shows the seed beam for this resonator, after being clipped
once by the aperture. The shape of the aperture appears to be a square, but upon closer
inspection, a small central obscuration may be seen running through the center of the
profile. As suggested in Figure 7.9, the aperture is two decentered rectangles, placed to
provide an obscuration in the axial region of the beam. Figure 7.11 shows the intensity
profile after 5 passes. Figures 7.12, 7.13, and 7.14 show the intensity after 15, 50, and
200 passes, respectively. The resulting steady state mode is very nearly the Hermite-
gaussian (1, 0) mode. The slight rippling along the sides of the mode are due to diffraction

from the edges of the aperture.
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Figure 7.12. The beam for Example 3 after 15 cycles through the resonator. Fewer modes
now remain.

Figure 7.13. The beam for Example 3 after 50 cycles through the resonator. The (1,0)
mode is more evident now.
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Figure 7.14. The beam for Example 3 after 200 cycles through the resonator. This is very
nearly the Hermite-gaussian (1,0) mode.

The beam energy is plotted as a function of round trip cycles in Figure 7.15. Initially,
the beam energy drops quickly, because most of the energy contained in modes which
the cavity does not support is diffracted out and lost at the apertures. Eventually, the
mode stabilizes, and the energy climbs steadily until the saturation roll off begins. Even

after 200 cycles, the energy is not quite up to the steady state value.
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Figure 7.15. Outcoupled power as a function of round trip cycles for the laser of Example
3. The power decays initially, and then grows exponentially as the mode is established.
The saturation roll off then slows the outcoupled power to the steady state value, which

has not quite been reached after 241 cycles, although the mode shape is completely
established.

The question now is can an optimization approach accelerate this procedure? The
difficulty here was mentioned in the discussion following Example 2. Optimizing the
seed beam energy would do little good if the mode were not established. In fact, the least
squares approach fails completely because the derivative of the steady state gain for
small changes in the seed beam energy is essentially a random variable before the mode
is established. However, it is possible to use optimization to accelerate the determination
of the steady state beam energy if the mode shape is known in advance, or if one is

attempting to confirm a hypothesis about the mode shape.
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Using the Hermite-gaussian (1, 0) mode as a seed, the optimization for steady state round
trip gain quickly finds the required value. The optimization history is shown in Figure
7.16. Note that 17 cycles were required for reasonable convergence, a total of 34 function
evaluations. This compares very well with the 200 cycles required without optimization.
Roughly six times fewer round-trip propagations were required for convergence. Once
again it is important to note that the optimization algorithm has essentially no overhead
in terms of computation time when compared to the propagation computation times.
Since only one variable was used, the optimization procedure requires only the solution
of a single linear equation, (Equation (2.30) for the univariate case) which requires

insignificant computation time to solve.
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Figure 7.16. Outcoupled power as a function of optimization cycles for the laser of
Example 3. The optimization oscillates somewhat because the finite aperture mode is not
quite the Hermite gaussian (1,0) mode (note the small diffraction fringes in Figure 7.14).
The optimization improves as the mode becomes better established.
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Because of the mode evolution problem, optimization has only a limited value in
estimating steady state mode shapes. This is a reflection of the fact that estimating the
mode shape is equivalent to estimating the values for n» parameters, where # is the number
of samples in the array. Since 64 by 64 arrays were used in these previous examples,
which is 4096 complex amplitude points, this is similar to optimizing 8192 (4096 X 2
for magnitude and phase) interdependent unknowns given one variable. The single
variable, beam energy, simply has no leverage in adjusting each of the 8192 values. The
energy can not independently scale each of the values, but only all the points collectively.
Once the mode shape is established, the only remaining variable is the steady state

energy; a considerably more tractable problem.

The implicit high dimensionality of the mode shape estimation problem is what fun-
damentally prevents optimization from being useful for determining complex mode
shapes. For optimization to be an effective tool, the dimensionality of the problem needs
to be reduced to the essential minimum number of targets that still adequately describe
the system. Note also, the mode shape for a loaded cavity (that is, one with non-linear
gain inside) is generally similar to that of the bare cavity (an empty or linear gain inside),
so the bare cavity mode shape can be used as the starting point for a variety of loaded

cavity problems.



164

Example 4: Optimization of Mirror Transmission

Besides mode estimation, there is a large number of potential applications for optimiza-
tion in design of physical optics systems. A simple example is described here. Again
using the laser of Example 1, the problem is to maximize the power out of the laser
oscillator by varying the transmission of the outcoupling mirror. A lower transmission
increases the energy in the cavity, but decreases the outcoupled power per pass. A higher
transmission will outcouple more power per pass, but maintain a lower cavity energy.
The optimum can be found by setting the round trip gain per pass equal to the loss per
pass, solving for outcoupled power, then differentiating with respect to the transmission

to find the optimum. The result is

T, +1=VG, a.n

where T is the transmission of the mirror and G ; is the small signal gain factor per pass.

The laser of Example 1 has a small signal gain of 1.08, therefore the optimum mirror

transmission should be about 4%. As in Example 1, the G term is taken to be a

dimensionless multiplicative factor here. Alternatively, G, can be considered to be the

product of the gain in units of cm™! and the effective length of the gain medium. Again
the "optimization" for this simple case can be calculated trivially, but it is important to
show that the optimization method is sound, so that more results from more complex

problems, where the answer can not be readily calculated, can be trusted.
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There are also a few potential pitfalls even in this simple case, and they serve to illustrate
considerations for more complex problems. The primary pitfall here is that the mode
energy needs to be reestablished after adjusting the mirror transmission before a
judgement can be made as to the effect on the steady state power. The reason for this is
that a discrete change in the transmission will require from several to many passes of
the beam through the system before the steady state is again reached. Small perturbations
to the transmission can introduce a gradual decay or increase in mode energy, which
manifests itself only over many cycles. Larger perturbations can cause transitory
oscillation in the mode. In either case, many passes are required for the mode to be

reestablished.

To illustrate this problem, the transmission of the outcoupling mirror in the laser of
Example 1 was optimized for maximum outcoupled power. The laser was not allowed
to reestablish the steady state power condition between optimization cycles. At each
iteration, the optimization algorithm determines that the only way to increase outcoupled
power is to increase the transmission of the mirror. On the first cycle this greatly increases
the outcoupled power, but then the cavity is so depleted that the energy quickly decays.
Figure 7.17 shows the initial burst and subsequent decay of the outcoupled power. The

"optimized" reflectivity and transmission of the outcoupling mirror are shown in Figure

7.18.
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Figure 7.17. Outcoupled power as a function of optimization cycles for the laser of
Example 1, with no allowance for reestablishment of the mode. The optimization
procedure continually reduces the transmission to maximize the power out. Not allowing
the mode to stabilize leads to incorrect conclusions about the effect of changing the
variable parameter, in this case the transmission of the outcoupling mirror.
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Figure 7.18. The resulting transmission (bottom curve) and reflectivity (top curve) for

the optimizing procedure of Figure 7.17. The transmission continues to increase while
the reflectivity decreases.

The solution to this problem is to allow the cavity energy to become reestablished after
each change in the transmission. The acceleration methods discussed earlier could be
used to quickly reestablish the energy, and this turns out to be an efficient procedure. An
outer optimization loop is established for optimizing the mirror transmission, and an
inner loop to efficiently determine the steady state outcoupled power for each new trial
transmission value. Rather than use the least squares algorithm on the inner loop, a simple

scaling algorithm was used to accelerate the convergence of the steady state power.
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The simple scaling algorithm for accelerated determination of the steady state outcoupled
power is as follows. At the beginning of each round-trip pass through the cavity, the
beam energy is stored. When a single round-trip journey is completed, including gain
and losses, the new energy is computed, and the ratio between the initial and final beam
energies is calculated. If the beam energy is increasing, which implies the steady state
energy is higher than the current energy, this ratio is greater than one. If the energy is
decreasing, then the ratio is less than one. In either case the beam energy is scaled by
this ratio to some power. The ratio was taken to the sixth power for this example, although
the exact value does not really matter. The exponentiation is used to accelerate the
convergence. As the beam energy approaches the steady state value, this scale factor
goes to unity, and the solution does not oscillate. This type of scaling optimization is
quite suitable for univariate non-singular problems, and requires no additional function
evaluations (in this case a round-trip propagation). A schematic of the procedure used in
Example 4, including the outer optimization loop for mirror transmission and the inner

scaling loop for steady state power is shown in Figure 7.19.
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Outer loop for transmission optimization.

Store initial beam energy

Diffraction propagation through cavity

Add gain to beam, recaclculate energy

$cale beam energy by ratio of final to initiall
beam energies

Is transmission converged?

End of transmission optimization

Figure 7.19. Schematic of inner and outer optimization loops for Example 4. The outer
loop controls the determination of optimum mirror transmission, and uses the damped
least squares algorithm described earlier. The inner loop uses a scaling algorithm to
accelerate convergence of the steady state outcoupled power each time the outer loop
requires evalulation of the outcoupled power. Only the scaling algorithm is shown in
detail here.
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The resulting optimization history is shown in Figure 7.20, which shows the outcoupled
power as a function of cycles, and Figure 7.21, which shows the resulting transmission.
The optimum transmission is not exactly that given by Equation (7.7) because diffraction

losses were ignored in the derivation of that expression.
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Figure 7.20. The outcoupled power optimized by varying the transmission of one mirror
in the laser of Example 4. The mode is allowed to reestablish itself after each optimization
cycle.
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Figure 7.21. The resulting transmission for the laser of Example 4, when the steady state
energy is allowed to reestablish itself after each optimization cycle.
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CHAPTER 8

OPTIMIZATION OF APINHOLE APERTURE

Introduction

In this chapter an optical system whose important features are diffraction-related are
considered. The system includes a small pinhole aperture placed near the focus of an
aberrated laser beam. The task is to simultaneously optimize both the transmitted beam
quality and power. Consider Figure 8.1, which schematically shows an aberrated laser
beam being brought to a focus. A small pinhole aperture is placed at the focus with the
intent of removing some of the aberration. As the hole is made smaller, the beam quality
improves, but the transmitted energy decreases. To optimize both beam quality and
transmission involves some trade offs, and therefore optimization can be invoked to find
an appropriate balance. As an additional complication, the aperture will be allowed to

take on an elliptical profile.
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Astigmatic wavefront Elliptical aperture

T

Figure 8.1. Schematic of optical configuration showing aberrated wavefront, focusing lens,
elliptical pinhole, and collimator. The objective of the optimization procedure is to find the
optimum dimensions and placement of the pinhole to simultaneously maximize transmitted
energy and beam quality.

The case considered is for a 20 cm diameter aperture, a focal length of 100 cm, and 1
wave of astigmatism at a wavelength of 0.5 microns. There are three potential locations
for the pinhole; the sagittal focus, the medial focus, or the tangential focus. The
astigmatism that is added will be a phase advance of the wavefront along the y-axis,
while along the x-axis the relative phase will remain at zero. In this context, the sagittal
focus will mean the geometrical focus at which the sagittal "rays" would come to focus,
which yields a vertical (along the y-axis) intensity profile orientation, while the tangential
focus will yield a horizontal (along the x-axis) intensity profile orientation. At either of
the astigmatic foci, an ellipse will be the optimum aperture shape, while we would expect

acircle at the medial focus. The three diffraction foci are shown in Figures 8.2, 8.3, and
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8.4, for the sagittal, medial, and tangential foci, respectively. Note that the intensity

profiles are not perfect lines or circles, but have a distribution due to diffraction effects.
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Figure 8.2. The intensity distribution function at the tangential astigmatic focus.
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Figure 8.3. The intensity distribution function at the medial focus.
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Figure 8.4. The intensity distribution function at the sagittal astigmatic focus.
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The pinhole is configured initially as a circle, although the x and y radii are independent
so that an ellipse may be formed. There are therefore three variables; the position of the
pinhole, measured as a displacement from the paraxial focus, and the two radii. The
targets are a Strehl ratio of unity, which is a convenient measure of beam quality since
it is normalized to unity, and a transmitted energy of unity. The incident beam is

normalized to an energy of unity. The merit function to be minimized is

®=(1-572+(1~-E)?, 8.1)

where S is the Strehl ratio and E is the energy transmitted (see Chapter 4).

The Three Solutions

Initially, the pinhole is placed at the paraxial focus location and the aperture is set to be
circular with a radius 0.0003 cm, which is roughly the Airy disk radius. Although the
" optimization algorithm is free to move the pinhole along the propagation axis, the
converged solution first found retains the initial location at the paraxial focus. The merit
function history is shown in Figure 8.5. The merit function decreases quickly in the first
two steps, then levels off. The x- and y- radii vary during the optimization, and these
values are plotted in Figure 8.6. Note that initially the radii both increase to the same
value; this implies that the pinhole was too small and that the transmitted energy was

too low. After a few cycles, the radii split briefly, but then recombine and converge at
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equal values. Although it is not shown graphically, the pinhole position did not change

at all. This solution is therefore the medial focus circular pinhole solution.

MERIT FUNCTICON V.S. CYCLES
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Figure 8.5. The merit function as a function of optimization cycles for the medial focus
solution. The merit function is the sum of the squared values of the Strehl ratio and the
transmitted energy. The merit function is well converged after eight cycles.
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X AND Y RADII V.S. CYCLES
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Figure 8.6. The x and y radii of the elliptical pinhole as a function of optimization cycles
for the medial focus solution. Note the radii split briefly, then reconverge. The optimal
aperture shape at the medial focus is a circular aperture, and so the converged values of x
and y should be the same.

It is possible to converge on either of the two astigmatic foci, although a little help is
required from the designer. If the pinhole is initially placed on either side of the medial
focus, then the optimization will push the pinhole location to the nearest astigmatic
solution. Figure 8.7 shows the merit function history of this procedure. The pinhole was
initially placed half way to the tangential focus. The resulting merit function is lower
than the solution found at the medial focus, although it takes the algorithm slightly longer
(more cycles) to find the solution. In Figure 8.8 the x- and y- radii are shown; note that
the values split and converge to different values. This is the formation of the ellipse, the

optimum pinhole shape at the astigmatic foci. Similar results were obtained for the

sagittal foci.
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MERIT FUNCTION V.S. CYCLES
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Figure 8.7. The merit function as a function of optimization cycles for the sagittal focus

solution. Note the merit function is ultimately lower for the astigmatic foci than the medial
focus position.
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Figure 8.8. The x and y radii of the elliptical pinhole as a function of optimization cycles
for the sagittal foci solution. The x and y radii both initially increase, then the radii split, and
the aperture shape becomes an ellipse.
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CHAPTER 9

DESIGN OF A GROUND-TO-SPACE COMMUNICATION SYSTEM

Introduction

This chapter details the design process of a hypothetical ground-to-space laser com-
munication system. The basic model consists of a ground-based laser and two relay
mirrors. The design procedure involves optimizing the properties of several mirrors
located at large distances from one another in order to maximize the delivered beam

energy to a small target far from the source laser.

System Requirements and Considerations

Consider a laser communication system, which is intended to project a laser beam up
from the planet surface through the atmosphere to a relay mirror in low earth orbit. The
relay mirror reflects the beam to a second orbital mirror which in turn directs the beam
to a target low in the atmosphere. From these simple building blocks either a simple or
a complicated analysis can be performed. For instance, there are many possibilities for
the mirror configurations. One or both of the orbital mirrors may be powered or even
active to correct for atmospheric effects. The mirrors clearly cannot be used on-axis, or
the signal would return to the sender, (not a good situation if the "communication" is not
very friendly), therefore astigmatism may need to be considered. The atmosphere may
be modeled as a simple transparent medium, or thermal blooming, aberrations and

absorption effects may be considered. The ground-based system may suffer from random
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jitter. Only the fundamental considerations of aperture sizes, focal lengths, and modest

aberrations will be evaluated here.

The basic system constraints are the sizes of the orbital mirrors and the required power
delivered to the target. Large mirrors minimize diffraction losses, and also minimize the
effects of small amounts of jitter and thermal blooming. However, it is assumed that
lofting large mirrors into orbit is expensive, and maneuvering and fabricating large
mirrors provide difficulties as well. These considerations are simply lumped into the
requirement that the mirrors be reasonably small. Since there are two mirrors, they will
be kept distinct by the names relay mirror for the first mirror the laser beam strikes and
focusing mirror for the second mirror, although these names are arbitrary since both

mirrors may do both jobs.

There are two possible goals for evaluating the delivered power at the target. Either the
absolute power can be used as a criterion, which implies a particular fixed source power,
or the relative efficiency, i.e. power delivered divided by power transmitted can be used,
which implies that some sort of scaling holds for the system. Here the "system" includes
the beam expander, atmosphere, relay and focusing mirrors, and the diffraction propaga-

tions. Relative efficiency will be used as a criterion for the examples to be presented.

Neither the efficiency or the absolute power delivered criteria is optimum for all possible
cases. One application of optimizing for absolute power would be to consider the source

laser power output a variable, but then make a minimum cost an optimization target,
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assuming that some function exists to relate power to cost. For simplicity, only efficiency

will be considered in the examples presented here.

To minimize the orbital mirror sizes, the beam diameter at the source should be as large
as possible. If a beam expander is used, it can in principle compensate for aberrations
induced in the atmosphere (if it is active) or at the relay and focusing mirrors (if it is

astigmatic).

Initial Design and Analysis of the System

It is often desirable to start a design considering only the primary effects first, and then
add the more complex considerations as the design evolves. For the first analysis then,
atmospheric effects will be ignored, and initially, the orbital mirror size will be fixed at
2 meters diameter for both mirrors. The details of the system are summarized in Table
9.1. The defocusing of the beam expander is modeled as a lens with variable focal power
placed at the beam expander. A first order design is considered, where the waist is first
relayed to halfway between the ground and the relay mirror. The relay mirror reimages
the waist to halfway between the relay and the focusing mirror, and then the focusing
mirror images the waist onto the target. Although this is not optimum because the
minimum delivered beam size is not the same as that provided by imaging the waist onto
the target, it is reasonably close. This is analogous to designing a geometric optical
system. Paraxial optics are used to rough out component location and power, and the

image is often initially placed at the paraxial focus. The focus shift is added later to fine
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tune the performance. Using standard gaussian optics equations the initial focal lengths

were determined to be as listed in Table 9.1.

Table 9.1

Model Parameters for Initial Design

wavelength .48 microns

beam expander focal length 2.50x10E7 cm

relay mirror focal length 2.14x10E7 cm

focus mirror focal length 3.75x10E7 cm

beam expander increment 1x10E6 cm

relay mirror increment 1x10E6 cm

focus mirror increment 1x10E6 cm

target delivered energy efficiency = 1
initial array increment .4 cm

array size 64 x 64

seed waist 1.25cm

beam expander 20x with a 400 cm and 20 cm afocal design
beam expander aperture 50 cm

ground to space distance 5x10E7 cm

relay to focusing distance 3x10E8 cm

focusing to ground distance 5x10E7 cm

target diameter 50 cm

The Rayleigh range of the beam is given by

©.1
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where Wy is the beam waist. For the beam leaving the beam expander, this is roughly

4x10E7 cm. The relay lens is 5x10E7 cm away, so the diffraction spread in the beam
propagating from the ground to the relay is small. This will be put to use in a subsequent
discussion on optimizing the mirror sizes. The primary loss mechanism is at the focusing
mirror where the beam has traveled many Rayleigh ranges and has spread past the mirror

edges.

Optimizing the Basic Configuration

With the basic system components in place, now is the time to introduce optimization
to improve the design. The variables considered first are the three focal lengths,
corresponding to the beam expander and the two orbital mirrors. The merit function is

simply

®=(1-p)?, ©2)

where p is the delivered power. There are three variables and only one target, and without
question the normal equations will be singular, and yet this is not at all an unrealistic or
impractical example. The beam energy is normalized to unity at the output of the beam
expander, and the goal of the optimization process is to maximize the energy delivered
to the target. The initial beam intensity profile at the target is shown in Figure 9.1. Note
the paraxial solution is reasonable; the spot looks well focused and does not spill much

beyond the 50 cm aperture. The delivered energy efficiency is 15%. The primary loss
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mechanism is overfilling of the focusing mirror. This can be seen from Figure 9.2, where
the intensity profile on the focusing mirror is shown. The hard aperture defined by the

mirror diameter can be seen defining the edges of the profile.

* INITIAL INTENSITY PROFILE ON TRROET
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Figure 9.1. The initial intensity profile on the 50 cm diameter target. The delivered energy
is 15% of the initial energy. Note that the 50 cm aperture is barely visible; this implies
that most of the energy falls within the 50 cm target aperture. The primary loss mechanism
is the small aperture at the focusing mirror.
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Figure 9.2. The initial intensity profile on the focusing mirror. Note the loss at the small
aperture of this mirror. The beam which extended beyond the aperture is clipped off, and
does not propagate to the target.

The optimization procedure is now invoked, and the three focal lengths are adjusted to
maximize the delivered power. The history showing delivered power as a function of
optimization cycles is shown in Figure 9.3. The resulting delivered power is improved
- from 15% to 83% - a factor of over 5. The three focal lengths were continuously adjusted
by the optimization algorithm, and their history is shown in Figure 9.4. The resulting
delivered intensity profile is shown in Figure 9.5. The resulting focal lengths are listed
in Table 9.2. The other parameters used in the model, which were not varied during the

optimization process are listed in Table 9.1.
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Figure 9.3. The optimization of delivered energy as a function of optimization cycles..
The delivered energy is improved from an initial value of 15% to 83%, a factor of more
than five. The three variables were the focal lengths of the beam expander, the relay, and
the focusing mirror.
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Figure 9.4. The changing focal lengths of the three mirrors as the optimization progresses.
After 13 cycles there is still some variation in the focal lengths, although the delivered
energy is essentially converged.
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Figure 9.5. The converged intensity profile on the target. Note that the beam has lower
sidelobes than the initial distribution shown in Figure 9.1. The plot does not fill the scale
due to a change in units, which were automatically altered by the propagation algorithm.
The energy of this spot is 85% of the initial energy, as compared to 15% for Figure 9.1.

Table 9.2

Model Parameters for Optimized Design

beam expander focal length 1.81x10E7 cm
relay mirror focal length 3.54x10E7 cm
focus mirror focal length 3.84x10E7 cm

The variation of the focal lengths during optimization, and the dramatic change in the
delivered power efficiency, indicate that the initial beam waist sizes and locations were
not optimal. One could argue that the success of this example really indicates a poor
initial design rather than an effective optimization procedure. The point of this example,

however, is to indicate that useful system improvements may be derived even from
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mediocre initial conditions. This is analogous to geometric optimization procedures,
where rough initial designs are far from optimal, but computer assisted optimization may

still be applied to finish, and in most cases, greatly improve the design.

The changes that were introduced by the optimization procedure to this ground-to-space
system can be seen by the focal length changes. It may be more physically intuitive to
study the change in the gaussian beam waist sizes and locations. However, it must be
stressed that the apertures in this system (particularly at the focusing mirror) limit the

utility of using the unobscured gaussian beam parameters for analysis.

The initial and final beam waist sizes and locations are listed for various segments of
the beam in Table 9.3. A schematic of the changes in beam waist location is shown in
Figure 9.6. The primary change, as seen from both Table 9.3 and Figure 9.6, is the shift
of the beam waist between the relay and focusing mirrors towards the focusing mirror.

This also correlates with the relay mirror having the greatest change in focal length, as

seen in Table 9.2.



Table 9.3

Initial and Final Beam Waist Parameters

190

beam segment |initial distance to|initial waist final distance tojfinal waist
waist waist

beam expander |10.54x10E6 cm |13.734 cm 10.53x10E6 cm [11.679 cm
relay mirror 38.68x10E6 cm |13.436 cm 71.88x10E6 ¢cm [47.660 cm
focus mirror 43.06x10E6 cm [9.182 cm 42.85x10E6 ¢cm {9.136 cm

I ] ] }7 |

i ! I

Beam expander Relay mirror Focusing mirror Target

Figure 9.6. A schematic representation of the beam waist locations before (top graph)
and after (bottom graph) optimization. The vertical lines represent beam waists, and
they are scaled proportionately with the waist sizes given in Table 9.3. The beam
expander, relay mirror, focusing mirror, and target apertures are also shown to scale for
reference. The distance between each of these components has been normalized in the
figure, with the beam waist placed proportionately between each aperture.
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CHAPTER 10

CONCLUSION AND SUMMARY

Summary of the Research

The issues, methodology, and applicability of cptimization of physical optical systeins
has been researched. The methods of optimization used in geometric design were
reviewed and summarized. Definitions of merit functions, and the strengths of damped
least squares optimization were discussed. The sources of singularity of the normal
equations used in the method of least squares were identified, and a practical solution

for the problem using singular value decomposition techniques was reviewed.

Physical optics modeling was discussed. The concepts of sampling density and propaga-
tion were summarized. The definitions for various physical optics modeling terms used

in this dissertation were provided.

The relevant similarities and differences between geometrical and physical optics
optimization problems were identified. The significance of the relationship between the
number of targets and variables was discussed with respect to the singularity of the

normal equations to be solved in the optimization procedure.

A general method for optimization of physical optics systems was presented. Solutions
of the normal equations, including dynamic damping and enforcement of boundary

conditions was addressed. The problem of noisy derivatives was introduced, and
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methods of reducing the effects of this problem were described. Several illustrative

examples of noisy derivatives were presented.

A mathematical model for adaptive optical elements was derived. The model has
application to adaptive optical elements with a large number of actuators, and ignores
edge effects. The model is well suited for evaluation of atmospheric correction, and

considers the lack of shift invariance of fixed actuator adaptive elements.

Optimization of basic laser systems has been demonstrated, and several examples were
presented to illustrate the classes of problems which can be solved, and the variety of

analyses which can be accelerated.

A pinhole aperture system was also optimized, and several examples were presented

which demonstrate the basic procedure of the optimization method.

A hypothetical system, in the form of a ground-to-space-to-ground laser communication
relay system, was evaluated and optimized. The optimization procedure demonstrated
the ability to improve a complex physical optics system given only the user defined

variables and target with no information on the nature of the system itself.
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Conclusion

Optimization has been found to be a useful analytical tool in physical optics systems
studies. Optimization can be used to accelerate mode convergence of laser systems, and
to improve design performance given a set of variable parameters, a suitable starting

point, and some measure of best performance.

Damped least squares is a suitable and appropriate algorithm for physical optics
optimization. The ability of damped least squares to work for an arbitrary relationship
between the number of target functions and the number of variables depends upon
dealing with potential singularities in the normal equations, however this problem has
been addressed through the use of damping and singular value decomposition, and the
methods are well understood. The benefit of a single algorithm being capable of handling
all damped least squares optimization problems has great utility for general purpose

modeling programs where the configuration to be optimized is not known in advance.

The difficulty with noisy derivatives can be minimized by appropriate use of damping

and averaging of the parameters to be differentiated.
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Suggestions for Further Work

Although several types of problems were considered here, by no means all of the classes
of physical optics optimization applications can be addresses in one s{udy. More classes
need to be identified, and the suitability and utility of optimization in these problems
evaluated. Any one of these classes, including the ones introduced here, could also be

evaluated in greater detail.

One interesting study that presents itself is the reduction of rank. Suppose that a 1024
by 1024 array is used to sample the mode of a complex laser. To find the eigenmodes,
one could in principle optimize the roughly one million points (two million, if phase is
considered) for minimum energy loss per pass. This would be an enormous computation.
In this study, a reduction in rank was achieved by parameterizing the mode; a few simple
parameters were identified (energy, beam waist) and the mode constructed from a model
of the mode. This method is not well suited to problems were the mode does not conform
to a convenient model, or the mode is simply unknown. An interesting approach would
be to determine the minimum number of sample points or parameters required to
optimize the mode roughly. For example, every other point, or every tenth point, could
be considered a variable, and then the rest of the wavefront could be interpolated using

a spline or other method.
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There are many other issues to resolve which could not be fully considered in this effort.
For example, most of the optimization problems considered here have a well defined
global minimum (the exception is the ground to space communication system, which
may have other solutions). The existence of local minima was essentially ignored. The
optimization algorithm developed finds only the local minimum of the merit function.
Like most lens design optimization programs, finding another local minima would
require specifying a new starting configuration, and then reoptimizing. The properties

of the optimization convergence in these circumstances needs to be studied.

Another area which should be given further attention is the removing of redundancy in
some of the calculations. Most of the optimization runs require long computation times,
and any improvement in efficiency would directly impact the usefulness of the program.
It may be possible to improve the execution time by a more efficient method of
calculating, or perhaps estimating, derivatives. Alternatively, some of the derivatives in
the Jacobian may not vary from cycle to cycle, and need not be recalculated. Whether
this is feasible to incorporate into a general-purpose algorithm or not deserves more

study.
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