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ABSTRACT
The

DNA

sequence in every human being is a text of three billion characters from

a four letter alphabet; determining this sequence is a major project in molecular
biology. The fundamental task biologists face is to reconstruct a long sequence
given short fragments from unknown locations. These fragments contain errors,
and may represent the sequence on one strand of the double-helix, or the reverse
complement sequence on the other strand. The Sequence Reconstruction Problem
is, given a collection :F of fragment sequences and an error rate 0 ~ f < 1, find a
shortest sequence S such that every fragment FE :F, or its reverse complement,
matches a substring of S with at most

flFI errors.

Sequence Reconstruction is NP-complete. We decompose the problem into
(1) constructing a graph of approximate overlaps between pairs of fragments, (2) selecting a set of overlaps of maximum total weight that induce a consistent layout
pf the fragments, (3) merging the overlaps into a multiple sequence alignment and
voting on a consensus. A solution to (1) through (3) yields a reconstructed sequence feasible at error rate 1~£ and at most a factor

1:(

longer than the shortest

reconstruction, given some assumptions on fragment error. We define a measure of
the overlap in a reconstruction, show that maximizing the overlap minimizes the
length, and that approximating (2) within a factor of

0

approximates Sequence

Reconstruction within a factor of (l-f)o under the overlap measure.
We construct the overlap graph for (1) in O(fN2) time given fragments of total
length N at error rate

f.

We develop two exact and two approximation algorithms

for (2). Our best exact algorithm computes an optimal layout for a graph of E overlaps and V fragments in O(K(E + V log V)) time, where K ~ 2E is the size of

14

the branch-and-bound search tree. Our best approximation algorithm computes
a layout with overlap at least

l

the maximum in O(V(E + V log V) log V) time.

We construct the multiple sequence alignment and consensus sequence for (3) in

O(H2 L + M + N) time given a layout with at most H mutually overlapping fragments, where L is the length of the alignment and M is the number of pairs of
aligned characters in the overlaps.
We evaluate an implementation by comparing the computed reconstruction to
the sampled sequence. For a random sequence of length 50,000 sampled at 10% error
with 500 fragments of length 500, the software reconstructed the correct layout.
For a human

DNA

sequence of length 50,000 containing 18 repeated elements of

length 300 to 2,000 sampled as above at 5% error, the software found a shorter
layout, though over 95% of the layout was correct. When covered by three or more
fragments, the reconstructed sequence had less than 1 error in 5,000 characters,
given input with 1 error in 10.
This is the first treatment of Sequence Reconstruction with inexact data and
unknown complementarity.
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CHAPTER 1

INTRODUCTION

At the center of every living cell of every human being is a molecule of deoxyribonucleic a.cid, or

DNA.

Ea.ch molecule of human

DNA

contains a text of three billion

characters that spell the complete instructions for development and maintenance
of the body. A major project of molecular biology is to determine the sequence of
chara.cters that form this text.
This work develops algorithms for reconstructing

DNA

sequences from the frag-

ments biologists can obtain. These fragment sequences are of limited length, contain
errors, are often from unknown locations, may not cover the molecule, and may represent a complementary sequence from the opposite strand of the double-stranded
molecule. We consider the full problem with errors, missing fragments, unknown
location, and unknown complementarity.
In the worst-case this problem is intractable. We design both exact algorithms,
which compute an optimal reconstruction but can take exponential time, and approximation algorithms, which compute a reconstruction close to optimal and always run in polynomial time. Our algorithms can a.ccomodate incomplete information regarding fragment order and complementarity, and generate alternate solutions on demand. They have successfully reconstructed non-repetitive sequences of
length 50,000 from fragments of length 500 containing 10 percent enor.
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In this chapter we first describe some of the biology in determining the sequence
of a

DNA

molecule. This motivates our formal definition of the problem, which we

show is NP-complete. We follow with a history of related work, and close with
an overview of the chapters. A detailed summary of results may be found at the
beginning of Chapter 9.

1.1 The biology of sequencing
To motivate the problem of sequence reconstruction, we explain some of the biology
of

DNA

sequencing. We describe what a

DNA

sequence is, how it is obtained for

short fragments, and how these fragments are obtained from a long molecule. 1
1.1.1 What is a DNA sequence?

A DNA molecule is completely described by its sequence of bases. Four bases occur,
named adenine, cytosine, guanine, and thymine. If we denote a base by its first
letter, a

DNA

sequence is a string over the alphabet {a, c, g, t}. 2

The bases in a

DNA

sequence lie on two parallel strands of the molecule. Each

base on one strand is paired with a corresponding base on the other strand. Adenine
always pairs with thymine, and cytosine always pairs with guanine. We say one is
the com plement of the other and write, for example,

a: =

t and

t

= a.

Because

of this pairing, the bases on one strand can always be obtained from those on the
opposite strand by complementing each base.
An isolated strand of DNA has distinct ends. Biologists identify one as the

5'

end

and the other as the 3' end. With the ends identified, the sequence can be given a
direction. By convention, sequences are written 5' to 3'.
When two strands are paired in a DNA molecule, the 5' end on one strand always
of this material is drawn from Lewin (1985).
strinl over an alphabet A is a list of characters 0102 ••• an where each CIi E A. Generally
we use the word sequence to describe a string that may contain errors, such 88 the insertion or
deletion of a character.
1 Much

2A
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...

...
• ••

•• 0

Fig.1.1 The sequence of bases in a

DNA

molecule. Bases are read 5' to 3'.

pairs with the 3' end on the opposite strand. Figure 1.1 gives an illustration. This
means the sequences for the two strands are related by complementing the bases and
reversing the strings. If one strand reads a·t·g·c·c, the other reads c·c·g·t·'i = ggcat.
We say each sequence is the reverse complement of the other, and write

S for

the

reverse complement of S.
1.1.2

How is the sequence obtained?

The classic technique for DNA sequencing begins with many copies of a single strand
of DNA. Certain enzymes can add a phosphate group to the 3' or 5' end of a strand.
With such an enzyme, radioactive phosphorus is added to the 5' end of every copy.
This gives a mixture with a large number of identical molecules, all radioactively
labelled at the same end.
In the method of Maxam and Gilbert (1977), four mixtures are prepared. To

each, a reactant is added that will cleave a strand wherever a particular base occurs.
In the first mixture, a reactant that cleaves at adenines is added, in the second, one
that cleaves at cytosines, and so on. By controlling the conditions of the reaction,
the probability of cleavage at a susceptible base is kept low. Each molecule is cleaved
at only a small number of sites, but in the whole preparation, every site is cleaved
in some molecule. This means for every length in bases, there is a labelled piece of
that lengt,h in some mixture.
Gel electrophoresis can separate molecules with the same sequence differing in
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Fig. 1.2 Gel electrophoresis. Reading the bands, atgc:c ... is recovered.

length by as little as one base. Molecules are placed at one end of a lane of agarose
or acrylamide gel through which an electric current is passed. In the electric field,
the molecules drift down the lane. Smaller molecules move faster, and travel farther;
the distance they travel depends roughly on the logarithm of their length. When
a photographic plate is exposed to the gel, radioactively labelled molecules of the
same length produce a band on the film. These bands sort labelled molecules by
length.
The four mixtures are placed in four parallel lanes of an electrophoresis gel, as
shown in Figure 1.2. Each lane contains pieces cleaved at a particular base. The
farthest band on the gel corresponds to the shortest 5'-labelled piece; if this band is
in the adenine lane, a is the first base in the sequence from the 5' end. 3 The next
farthest band is one base longer; its lane gives the next base in the sequence. By
walking the bands and reading off' the lanes, a sequence is recovered.
Bands for longer pieces lie closer together, which makes them harder to follow,
and causes reading errors. Most errors are due to the insertion or deletion of a base
3The shortest piece captured on a gel is usually about 20 bases long. This means we cannot
read closer than about 20 bases from the 5' end.
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when bands appear to merge. Eventually the bands are so close the gel cannot be
read; this limits the length of a sequence.
There are other methods for obtaining a sequence, and new ones are continually
developed. The method of Sanger, Nicklen and Coulson (1977) produces molecules
of various lengths by synthesizing DNA rather than cleaving it. Here DNA is copied
from a fixed end; by adding a concentration of specially prepared base that prevents
further copying, the reaction can be terminated at any of the four bases. Terminating
at a different base in four different mixtures, a series of molecules is produced,
each one base longer than the last. The molecules may then be separated with gel
electrophoresis as before.
For all methods, there is a reading limit of around 500 to 1,000 bases, and an
error rate of about .5 to 5 percent.
1.1.3 How are fragments produced?
If only a fragment of limited length can be read from a longer sequence, fragments
must be read from many locations to obtain the entire sequence. The classic method
for producing fragments is with restriction enzymes. A restriction enzyme recognizes
a specific target sequence and cuts a

DNA

molecule wherever it finds the target.

Typical target sequences are 4 to 8 bases long. Enzymes recognizing longer targets
are more specific, and cut less often. In a complete digest, the enzyme cuts every
target, and in a partial digest, only some are cut. By running partial or complete
digests with enzymes of appropriate specificity, fragments are obtained of length
suitable for sequencing.
Of course once an enzyme cuts, the fragments are free in solution; when later
retrieved, they come out in unknown order. For a long molecule moreover, it is not
practical to retrieve every fragment; missing fragments cause incom plete coverage.
How is the complete sequence obtained?
Biologists begin with a molecule of length 10,000 to 50,000 and prepare many
copies in several solutions. Each solution is digested with different enzymes. This
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Fig. 1.3 Fragments produced by restriction enzymes. Dashed fragments are not recovered.

varies the location of the cuts, so fragments from different solutions will overlap;
Figure 1.3 is an example with three digests.
Fragments from a common interval will share some common sequence. Consider
fragments A and B in Figure 1.3. Assuming the same strand is read for both, an
end of the sequence for A will match an end of the sequence for B. As there is some
error in sequencing, the match will not be exact, but it should be within the error
rate. From these approximate matches, biologists infer how fragments overlap.
Given the pattern of overlaps, the complete sequence can be pieced together.
Note though that if the underlying sequence contains repeats, this process will be
confounded: fragments will match when they do not overlap. And if different strands
are read on different fragments, we will have to examine reverse complement sequences for matches. In Figure 1.3 for example, A may match

Ii, rather than B.

When the strand that is sequenced is unknown, we say the fragments are in unknown

orientation.
Again there are other methods for fragmenting a molecule. A fast ultrasound
technique shakes copies until they shatter. With such a method, biologists sequence
fragments until they are confident the molecule is covered. The general strategy of
randomly sampling a molecule to determine its sequence is called shotgun sequencing.

In contrast, directed sequencing produces fragments whose order is known. The
method of nested deletions, for example, shortens single-strand copies with enzymes
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that remove bases from a fixed end. By consistently removing bases from the 5' end,
a series of shorter copies is produced. Reading the copies from their 5' ends gives

a series of ordered fragments across the molecule. This has the advantage of reading the same strand for every fragment-so orientation is known-and being fairly
certain of achieving complete coverage. Directed sequencing is slower, however, and
usually reserved for smaller molecules; most large scale projects rely on shotgun
sequencing.

1.2

The sequence reconstruction problem

In short, while biologists want the DNA sequences of whole molecules, the data they
can obtain is the sequence of smaller fragments. These fragments
• are of limited length,
• contain errors,
• may give incomplete coverage,
• may be in unknown order,
• may be of unknown orientation.
The problem biologists face is to reconstruct the complete sequence from the fragments.
We tackle the problem for the most general data, This lets biologists use the
simplest sequencing methods, and puts the burden of reconstructing the sequence
on the computer (and the algorithm designer). It means we assume (a) that while
errors will be rare,

the~T

cannot be ilisregarded, (b) some fragments will be missing,

(c) the order of the ones we have is not known, and (d) their opposite orientation

will have to be considered. We point out though that the algorithm we develop is
more efficient for more accurate sequences, and will take advantage of ,even partial
information concerning fragment order and orientation.
Let us assume there is a parameter 0 :5

€

< 1 that bounds the error rate in

the sequencing technique. In other words, a fragment of length n suffers at most
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f·

n errors, where an error is the insertion, deletion, or substitution of a base. In

terms of the underlying sequence we are trying to' recover, there is a substring that
matches the fragment, alter performing f·n edit operations."
We use the edit distance function d(A,B) to denote the minimum number of
insertions, deletions, and substitutions to edit sequence A into sequence B. In this
notation, for every fragment A there is a substring B of the underlying sequence
such that d(A,B) ::;

f1AI. 5

Of course if fragment orientation is unknown, the best

we can say is either d(A,B) ::;

flAI, or d(A,B) ::; fiAI.

While we cannot know the underlying sequence, we can find complete sequences
that explain the data. A sequence explains the data if every fragment or its reverse
complement matches a substring within the error l·ate. A shortest sequence is the
simplest, or most parsimonious, explanation. Thls leads to the following definition.
Definition 1.1

The Sequence Reconstruction Problem (RECONSTRUCT) is, given

a collection :F of fragment sequences and an error rate 0::; f < 1, find a sequence S
such that for every fragment A

e :F there is a substring B

min{ d(A,B), d(X,B)} ::;

of S such that

t~AI, .

(1.1 )

and S is as short as possible. 6
We call any sequence S for which (1.1) holds a reconstruction, independent of
its length, and say S is feasible at rate

f.

In RECONSTRUCT, we seek a shortest

f-feasible reconstruction.
RECONSTRUCT

is unfortunately NP-complete_ (This means we are unlikely to

find an algorithm that computes she-nest reconstructions and runs in polynomial
4Given 8 string A = 0102 • " On, a substring of A is a string B = OiOi+l ••• oJ where 1 ~ i ~j ~ n.
In contrast A is a superstring of B.
5We denote the length of a string A by IAI. For example, 101'" onl = n.
6The seqtlence S is over an implicit alphabet which in our case is {a, c, g, t}. Also, we number
equations, definitions, theorems, sections, and figures first by chapter, then within chapters.
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time for all inputs.1 ) We give an informal proof using a reduction from the Shortest
Common Superstring Problem, which we abbreviate to SUPERSTRING.
In SUPERSTRING, we are given a set of striOlgs {Si}, and we seek a shortest
string 8 such that every Si is a substring of 8. If we consider RECONSTRUCT for the
same set of strings with no error, we also seek a shortest string 8, but now we allow

Si or its reverse complement S; to be a substring of 8. Clearly RECONSTRUCT and
SUPERSTRING are similar; we show that in fact any polynomial-time algorithm for
RECONSTRUCT yields a polynomial-time algorithm for a version of SUPERSTRING

that is NP-complete.
Gallant, Maier and Storer (1980) show that Shortest Common Superstring is
NP-complete for strings from an alphabet of four letters. Let us take an instance
of SUPERSTRING to be a set of strings {Si} over the alphabet {a, c, g, t} where
we ask, "Is there a superstring of {Si} with length at most L ?,,8 We construct
an instance of RECONSTRUCT as follows. For each Si we create a fragment Fi by
replacing every character x with the five characters aaxcc. For example, if Si = t·g·t,

Fi

= aatcc·aagcc·aatcc.

We then ask, "Is there an f-feasible reconstruction for {Fd

of length at most 5L for f = 0 ?"
Recall the reverse complement of a fragment aaXlCC ... aaXnCC has the form
ggTntt ... ggx1tt. This guarantees that a reconstruction of {Fi} cannot overlap
one fragment with the reverse complement of another. Thus every reconstruction
for {Fd with f

= 0 yields a superstring of {Sd,

of aaxcc by x, and every occurrence of ggxtt by

after replacing every occurrence

x. Similarly any superstring of

{Sj} yields a reconstruction for {Fi}. Since the reconstruction will have exactly five
times the length of the corresponding superstring, our instance of RECONSTRUCT
7See Garey and Johnson (1979)for a discussion of N'P-completeness.
BWhile we are dealing with optimization problems, the formal theory of N'P-completeness is in
terms of decision problems requiring yes or no answers. Thus we take an instance of SUPERSTRING
to be the question, "Does this set of strings have a superstring of length at most z," and an
instance of RECONSTRUCT to be, "Does this set of fragments have a feasible reconstruction of
length at most y." Since a polynomial-time algorithm for the optimization version of the problem
gives a polynomial-time algorithm for the decision version, if the decision problem is intractable,
so is the optimization problem.
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has a solution if and only if the instance of SUPERSTRING has a solution.
We can construct the instance of RECONSTRUCT from an instance of SUPERSTRING

with

f

in polynomial time. Thus a polynomial-time algorithm for RECONSTRUCT

= 0 yields a polynomial-time algorithm for

SUPERSTRING.

Since any algo-

rithm for Sequence Reconstruction must handle the case f = 0, we have shown,
Theorem 1.1

1.3

The Sequence Reconstruction Problem is NP-complete.

History

Work on algorithms for reconstructing sequences from fragments began in the late
1960's. At that time, the technological limit for fragment sequencing was eight
bases, which motivated researchers to consider a somewhat different problem. Enzymes were known that could cleave a molecule at anyone of the four bases. For
a given enzyme, the molecule was cleaved in a complete digest, and the fragments
collected. Each digest gives a partition of the sequence with respect to a'base b:
concatenating the fragments in some order gives the underlying sequence, and each
fragment contains b exactly once, as its last character. The question is, when do the
fragments determine a unique sequence?
Shapiro (1967) appears to be the first to consider an algorithm for the problem.
He gave sufficient conditions for a unique solution, but could not prove necessity.
Hutchinson (1969) solved the problem, for the case of two digests. He constructed
a directed graph whose vertices correspond to overlaps and whose edges correspond
to fragments, and proved that the fragments determine a consistent sequence if
and only if the graph contains an Euler trai1,9 Moreover, every Euler trail of the
graph encodes a consistent reconstruction. We note that the existence of Euler trails
can be tested in polynomial time (see for instance Bollobcis (1979), pages 14-15).
Smetanic and Polozov (1979) generalized Hutchinson's construction to any number
9 An Euler trail of a directed graph is a sequence of edges such that (i) every edge leaves the
vertex its predecessor enters, and (ii) every edge appears exactly once in the sequence.
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of complete digests, and asked whether a polynomial-time algorithm existed for
reconstructing a sequence from partial digests.
Gallant (1983) formalized a general version of the problem for partial and complete digests, and proved it was NP-complete. He took as input (i) a set of fragments, (ii) a set of bases at which the molecule is cleaved, and (iii) a distribution
of bases for the molecule. The distribution gives the number of times each base
occurs in the underlying sequence. The problem is to find a string S meeting the
distribution such that every £ragment can be obtained from S by cleaving at one of
the bases in the set. In other words, every fragment F must end in a base b from
the cleaving set, and b must immediately precede F in S. (In a partial digest, b
may appear more than once in F.) While this problem is NP-complete, Gallant
went on to show that if all prime fragments are given, the problem can be solved in
polynomial time with Hutcnhlson's technique. A prime fragment is the result of a
complete digest, and contains at least one occurrence of every base in the cleaving
set.
The most recent work in this line is Foulser (1990), which examines the Unique
Superstring Problem. The input is a collection of arbitrary partitions of an unknown
sequence, an abstraction of restriction enzyme digests. Assuming every repeat in
the sequence is surrounded in a fragment by some disambiguating context, Foulser
gave a linear-time algorithm for reconstructing the sequence, when it is unique.
Expressing these results in our framework, they assume no error and known
orientation; some fragments are known to not overlap, namely those in a partition.
Shapiro (1967), Hutchinson (1969), Smetanicand Polozov (1979), and Foulser (1990)
further assume no fragments are missing; Gallant (1983) permits missing fragments,
but assumes all prime fragments are known. These results are not easy to apply,
especially for the real case of error. The Euler trail construction seems difficult if
not impossible to generalize; indeed, the whole approach is based on uniqueness of
solution, which breaks down' once errors are allowed. Foulser's repeat requirement
forces the length of a fragment to exceed the longest repeat, yet it is not always
possible to read across a repeat with just one fragment. (The human DNA sequence
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of Chapter 8, for example, contains repeats of length 2,000.} Finally, fragments
obtained from a restriction enzyme digest generally do not. partition the sequence,
since most sequencing techniques can only start reading a fixed number of bases
from the beginning of a fragment. For problems of the size biologists wish to solve,
input for these algorithms is hard to collect.
Soitware for reconstructing sequences began to appear in the late 1970's. In
the packages of Staden {1979} and Gingeras, Milazzo, Sciaky and Roberts (1979),
the user decided which fragments to overlap, and in what orientation; error was
accomodated by computing a heuristic alignment for each overlap. The general
procedure was for the system to compare all fragments and compute an alignment
for each pair. The user selected an overlap, and the two fragments were merged
and replaced by a continuous sequence called a contig. This was repeated until one
contig remained or no overlaps could be found.
Pe)to)a~

Soderlund and Ukkonen (1984) describe the first program to automate

this process.

Their software ran in three phases. The first computed overlaps

between pairs of fragments, and represented these as edges in a directed graph having
a vertex for each fragment. The second phase selected overlaps from the graph. The
third merged these overlaps into a simultaneous alignment of the fragments, from
which a sequence was extracted by voting.
The algorithms for each pbase are in Peltola, Soderlund, Tarhio and Ukkonen (1983), which contains the first definition of the sequence reconstruction problem with error. \Vhile their algorithms do not solve or approximate this problem, they were the first based on sequence comparison and graph theory. The
overlaps they computed were minimum edit-distance alignments, and from a few
candidate alignments between a pair of fragments, they chose one that minimized
d(A,B)/ min{IAI,IBI}, where A and B are the aligned prefix and suffix. To select

overlaps, they chose edges that formed a directed interval graph.10 Starting from
a vertex of minimum in-degree, they extended a path by always adding a longest
10 An interval graph has the property that its vertices can be represented as intervals of the line
so that two vertices share an edge if and only if their intervals intersect.
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overlap; the path was enlarged to a tree by adding edges while preserving the property that no vertex has two children that are not leaves. By continuing from an
unreached vertex of minimum in-degree, a maximal forest was obtained. Each tree
of overlaps was merged into a multip1e sequence alignment, and each column of the
alignment contributed a character to the reconstruction. The resulting solution was
of quality comparable to the best technicians could produce by hand.
In the late 1980's, computer scientists began to investigate approaches like Peltola et al. (1983) for the Shortest Common Superstring Problem. Tarhio and Ukkonen (1988) and Turner (1989) analyzed the following greedy algorithm: Repeatedly
merge two strings with the longest overlap until one string rem:.ins, or none overlap;
output the concatenation of the final strings. Let the overlap in a. superstring S be

Li ISd - lSI, the total

length of the input less the length of the superstring. Note

that maximizing the overlap of a superstring minimizes its length. Tarhio, Ukkonen,
and Turner showed a greedy superstring is close to optimal in the sense that its overlap is at least ~ that of a shortest superstring. Turner in addition considered several
non-greedy algorithms, but none improved on the factor of ~ in the worst-case. For
k strings of total length n, Tarhio and Ukkonen gave an implementation that runs

in O(kn

+ P log k) time. 11

Turner's implementation runs in O(nlog k) time. Both

conjectured that a greedy superstring is at most a factor 2 longer than the shortest
superstring.
Li (1990) considered sequence reconstruction from the viewpoint of computa-

tional learning theory. In this framework fragments are considered examples of an
unknown string S. After seeing some examples, we propose a string S'; we have
learned S at that point if S' explains future examples. Of course this can be impossible if early examples are designed to confuse us_ In the probably approximately
correct model, examples are drawn from an unknown but fixed distribution; to learn,
we must explain all examples with probability greater than 1-0, where 0 is the uncertaint.y. The question is, how many fragments suffice to learn a sequence with

=

11 We write /( n)
O(g( n» if there are constants c and m such that /( n) ::; c.g( n) for all n 2! m,
and write /(n) S1(g(n)) if g(n) O(f(n».

=

=
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confidence 1-S?
Li showed that if Shortest Common Superstring can be approximated with respect to length within a factor of 2, then

enJ:r' fragments suffice to learn a sequence

of length n with confidence 1 - S probably approximately correctly, where m is the
expected length of a fragment. To relate this to practice, we note that with shotgun
sequencing, biologists cover a sequence a fixed number of times, usually 3 to 5. If
the sequence is covered 6 times, this means :: fragments are sampled; Li's theorem
says a factor lo~n more are needed. To achieve a confidence of 90% on a sequence
of 1,000 bases, this is more than a 30-fold increase over current practice.
Recently Blum, Jiang, Li, Tromp and Yannakakis (1991) proved that the greedy
algorithm does in fact approximate Shortest Common Superstring with respect to
length. They showed a greedy superstring is at most a factor 4 longer than the
shortest, and that a slight variation of the greedy algorithm achieves a factor of 3.
It is not known whether these bounds are tight.
We remark that while many papers on Shortest Common Superstring offe,r as
motivation its relation to sequence reconstruction in computational biology, most
resul ts rely on properties of exact string matching that do not hold in the presence of
error. For example, a consequence of the proofs of Tarhio ~nd Ukkonen (1988) and
Blum et al. (1991) is that the greedy algorithm computes an optimal superstring if
the fragments do not overlap in a cycle. Yet Section 6.2.3 shows that once fragments
contain even an arbitrarily small amount of error, greedy performs no better than ~
for the same class of fragments. In other words, the slightest error can make greedy
relatively far from optimal for an otherwise identical input. Clearly, results that
assume exact matching may be sensitive to error, and do not necessarily have smooth
generalizations.

1.4

Overview

Our algorithm for Sequence Reconstruction has three phases: overlap graph construction, fragment layout, and multiple sequence alignment. In this respect, it is
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similar to Peltola et al. (1983). We define each phase however as a combinatorial
optimization problem, and show that a solution to each gives a solution to Sequence
Reconstruction. Some subproblems remain NP-complete, and for these we design
either an exact algorithm that guarantees an optimal solution but takes exponential
time in the worst-case, or an approximation algorithm that guarantees a solution
close to optimal and always runs in polynomial time. For some problems, we offer
both.
Our presentation follows the flow of control shown in Figure 1.4. For fragment
layout we have two approaches, one based on a relaxation to maximum weight
branchings, the other on a relaxation to maximum weight matchings. The first approach, layouts from branchings, requires a fixed orientation of the fragments, which
results in an intermediate phase, fragment orientation. The second approach, layouts from matchings, considers all orientations while computing a layout; it sidesteps
this orientation phase. We now give a brief outline of the chapters.
Chapter 2, Overlap Graph Construction, describes how we construct a graph of
fragment overlaps. In practice, we compute an overlap within the error rate having
the minimum probability of occurring by chance; in other words a least random
overlap. Our analysis of Chapter 4 of the quality of a reconstruction requires longest
overlaps, and we can efficiently find these as well.
Chapter 3, Fragment Orientation, describes our algorithm for orienting the fragments; this is used in Chapter 5. We seek an orientation maximizing the weight
of all overlaps consistent with it, where overlaps may be weighted by likelihood or
length. For this problem we give a branch-and-bound exact algorithm and a fast
approximation algorithm.
Chapter 4, Fragment Layout, reduces the problem of finding an overlapping
layout of the fragments to the problem of finding a set of edges in an overlap graph
that form a "dovetail-chain branching." We prove that a maximum weight dovetailchain branching yields a shortest layout under some assumptions on fragment error,
and that approximating the branchings problem yields an approximation of the
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Fig. 1.4 The phases of our algorithm. Two approaches are developed for fragment layout.
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layout problem with respect to an overlap measure.
Chapter 5, Layouts from Branchings, describes our first approach to layout. For
a fixed orientation, our exact algorithm generates branchings in order of decreasing weight until finding one that is dovetail-chain. Using a greedy approximation
algorithm to transform generated branchings that are not dovetail-chain, we can
find a good layout after a few iterations. We also show how to accomodate layout
contraints, and generate alternate layouts.
Chapter 6, Layouts from Matchings, presents our second approach to layout. We
develop a branch-and-bound exact algorithm that without a fixed orientation, finds
a maximum weight dovetail-chain branching by effectively generating matchings.
\Ve also give a non-greedy approximation algorithm. This solves the combined
orientation and layout problems.
Chapter 7, Multiple Sequence Alignment, describes how we compute an alignment of the fragments from all overlaps consistent with a layout. \Ve seek an alignment that is most compatible with the overlaps, and give an approximation algorithm for this problem. By voting on a consensus character for each column of the
alignment, we arrive at a reconstructed sequence. This completes the description of
our algorithm.
Chapter 8, Experimental Results, tests an implementation of Chapters 2, 3, 5,
and i. \Ve sample a known sequence at a given error rate and compare the computed
reconstruction to the original. For sequences of length 50,000 our method produced
reconstructions of high quality even at error rates of 10 percent.
Chapter 9, Conclusion, summarizes our results, lists several open problems, and
sketches a spectrum of generalized reconstruction problems for further research.
Appendix A, Implementation, describes the interface to our implementation.
Our goal has been to address the real-world problem while being algorithmically
rigorous, and our work makes several contributions in this regard.
Our method of Chapter 2 for the initial overlap graph phase is unique in. that
it infers a most likely overlap on the basis of alignment probabilities, and weights
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edges using these probabilities.
Our method of Chapter 7 for the final consensus sequence phase optimizes a
multiple sequence alignment with a new sliding window algorithm, and formally
characterizes the problem of merging pairwise overlaps into a multiple sequence
alignment.
Our middle chapters on the fragment layout phase are the first to emphasize exact
algorithms. Previous research has focused on approximation algorithms, as the N'Pcompleteness of Sequence Reconstruction virtually assures exact algorithms will not
have a polynomial running time. We believe our exact algorithms are practical,
however, and view our apptoxlmation algorithms as ways of providing good initial
estimates for branch-and-bound methods, or for transforming infeasible candidate
solutions into good feasible solutions.
Unique is our exact algorithm of Chapter 6, which is the first to solve the problem
with orientation unknown, and does so without explicitly searching the space of
orientations. Along with the analysis of Chapter 4, we consider this our main
contribution.
Chapter 4 presents the first careful treatment of reconstruction in the presence
of error. It provides bounds on the error in a reconstruction in terms of bounds on
the error in the input, and shows that as the input error tends to zero, so does the
reconstruction error.
In spirit, this follows a recent trend in discrete algorithms to design methods that
tolerate errors. In computational geometry, this has led to the design of algorithms
robust to rounding error, a necessity for application to computer graphics. In the
area of string a1gorit.hms, this has leU to the development of sequence comparison,
which has flourished with its application to molecular biology. As computer science
becomes more applied, we believe such consideration of error will assume greater
importance, and become more common.
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CHAPTER 2

OVERLAP GRAPH CONSTRUCTION

Our algorithm for

RECONSTRUCT

forms a solution by overlapping the fragments in

pairs. We represent the set of all pairwise overlaps with a directed edge-weighted
graph called an overlap graph. This chapter describes the structure of this graph
and how we construct it.
Recall from the introduction that we would like to infer the pattern of overlaps
between fragments. If we consider fragments as intervals and overlaps as intersections of intervals, there are essentially four ways a pair of intervals can intersect, as
shown in Figure 2.1. Each kind of overlap is an alignment between the sequence
for A and the sequence for B. If the alignment is between a proper suffix of A and a
proper prefix of B, we call it a dovehil and say A dovetails to B.1 If the alignment is
between a substring of A and all of B, we call it a containment and say A contains B.
An overlap is denoted by an ordered pair (A,B) of sequences, which represents an
alignment where either A dovetails to B, or A contains B. The overlap is at rate e
if the number of errors in the alignment is at most

elAI + elBI, where an error is

the insertion, deletion, or substitution of a character.2 We also attribute an overlap
1A proper suffix of a string A = a1 a2 ... an is a substring aiai+l .. - an where 1 < i. A proper
prefix is a substring a1a2" ·ai where i < n.
2In Chapter 4 we will consider a more restricted definition, where an overlap at rate f can
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with a real-valued weight, which is a function of the alignment. While there are
many possible alignments for a given kind of overlap, Chapter 4 shows it suffices to
consider one alignment maximizing an appropriate weight function; the next section
defines the weights we use in practice.
An ove,\ap graph G = (V, E, w) represents fragments with a vertex set V and
overlaps with an edge set E; edge weight function w gives the weight of overlaps.
In an unoriented overlap graph, V contains two vertices for every fragment F, one
representing the sequence F, the other representing the reverse complement sequence

F.

An overlap (A,B) of sequence A with sequence B is represented by an

edge directed from vertex A to vertex B. An edge corresponding to a dovetail is
denoted by

A~B,

Note that

and a containment is denoted by A=>B.

B dovetails to A is just another way of saying A dovetails to B.

other words, any alignment between a suffix of 13 and a prefix of
ment between a suffix of A and a prefix of B. Similarly,

In

A gives an align-

A contains B is equivalent

to saying A contains B. This equivalence is reflected in our representation: A ~ B
is always accompanied by

Ii ~ A, and A=> B

is always accompanied by

A => 13.

With this pairing of edges, there are four possible overlaps between two fragments
when their orientation is unknown, namely (A,B), (B,A), (A,R), and (R,A); each
overlap may be a dovetail or a containment.
Our algorithm for overlap graph construction builds an unoriented graph. We
contain at most

clA'1 + ,IB'I errors, where A' and B' are the aligned substrings.
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(b)
Fig.2.2 Overlap graphs. (a) An unoriented graph. (b) An oriented subgraph.

form an oriented overlap graph from an unoriented graph G when the orientation of
fragments is speciDed. In t.his case we -restrict ourself to the subgraph of G induced
by the vertices consistent with the orientation. 3 For example, Figure 2.2 shows
an unoriented overlap graph and the subgraph induced by a particular orientation.
Chapter 3 describes how we find an oriented subgraph for the fragment layout
algorithm of Chapter 5. The layout algorithm of Chapter 6 operates directly on
unoriented graphs.

2.1

The least random overlap problem

Given two fragments, we would like to infer how they overlap in the underlying
sequence, if they overlap at all. We model this inference problem as one of finding,
for each type of overlap, an alignment of minimum probability. If this alignment
is statistic-ally rare, it is probably not due to a chance matching of characters.
An overlap poorly explained by chance is likely to represent a true overlap of the
fragments. 4
To determine the probability of an alignment we treat the fragments as ran-

E'

3The subgraph of (V,E) induced by a subset V' ~ V of vertices is the graph W',E') where
~ E contains just the edges joining vertices in V'.
4The other possibility, of course, is that the sequence contains a repeat.
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dom sequences with each character drawn uniformly Gild independently from the
alphabet {a, c,g, t}; this means every sequence of length n is equally likely. While
the exact probability of an alignment is unknown even for this model,5 a result of
Chvatal and Sankoff (1975) on random common subsequences gives a good upper
bound.
The alignments we compute match a pair of characters only if they are equal.
These matches give a common subsequence of the fragments, and each unmatched
character is considered an error-an insertion or a deletion.6 The quantities we
measure for an alignment are I, the length of the common subsequence, and d, the
number of errors. Sankoff and Chvatal (1983) show the number of sequences of
length 1+ d over an

~lphabet

of size s containing a fixed subsequence of length 1 is

N.{l, d)

=

(l+d) (s-l)'.,

~
LJ

(2.1)

.
~

°SiSd

independent of the particular subsequence. For an alignment of sequences A and B,
let d.,r be the number of unmatched characters in A and dB be the number of
unmatched characters in B. Then the number of pairs (A,B) of sequences containing
a subsequence of length 1 with d = dA

E i

+ dB errors is at most

NIJ(l, dA ) N.(1~dB)

= s' E

dA+dB=d

N,(l,i)N,(I,d-i).

O$iSd

Note this is an upper bound as a pair may be counted more than once. The total
number of pairs of sequences is

E

s'+dAS'+dB

= (d+1) S2l+d

•

ci.A+ds=ti

Thus an upper bound on the probability of an alignment with I matches and d errors
&See Arratia, Goldstein and Gordon (1990) for recent information on the problem.
6In this model a substitution is counted as a deletion followed by an insertion, though it may
be more realistic to count a substitution as one error. The only algorithm we know, however, to
compute a minimum probability overlap where the number of errors counts insertions, deletions,
and substitutions is an order of magnitude slower than the algorithm of Section 2.2.
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is

P.(l,d)

= E

N.(l, i) N.(/,d-i)/(d+l) s'+d •

(2.2)

°SiSd

We sayan overlap minimizing P.(/,d) is least random. Our problem is the following.
Definition 2.1

The Least Random Overlap Problem (OVERLAP) is, given an

ordered pair A,B of sequences from an alphabet of size s and an error rate f, find an
overlap (A,B) at rate f minimizing P.(/, d), where I is the number of exact matches
in the alignment and d is the number of errors.
''''Ie make a few remarks on the problem. Our sequences are from an alphabet
of size foul, so we are interested in P4 (l, d). As these probabilities are miniscule in
practice, their representation become'B an issue. For example, P4(lOO,1O) < U)16
and P4(500,50) < (~)370. The values we manipulate are logarithms of P4(/,d).
Instead of minimizing P4 (1, d), we maximize

(2.3)
which we call the likelihood of the alignment. Since log is strictly monotonic increasing, maximizing the likelihood is equivalent to minimizing the probability. Moreover, likelihood has several nice properties. L(/, d) is increasing in I, decreasing
in d, concave in both arguments, and bounded by I. While we do not prove it
here, asymptotically L( I, d) = 0(1 - d log ~). Where earlier systems use heuristics,
likelihood balances more matches against greater error in an objective manner.7
7Intuitively one would like an overlap with the greatest number of matches, yet matches are
usually achieved at the price of error in the alignment. The packages of Gingeras, Milazzo, Sciaky
and Roberts (1979) and Staden (1979) use rules of thumb such as "extend an alignment with
5 matches if this can be done with only 3 errors," while the system of Peltola, Soderlund, Tarhio
and Ukkonen (1983) tries to minimize dll, which approximates the behavior of L(l,d) but does
not discriminate between longer and shorter overlaps with the same error density.
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2.2

Computing overlaps

To find an overlap of A and B maximizing L(I, d) it suffices to consider, for every
dovetail and containment, an alignment that minimizes the number of errors. This
is because any alignment of I matches and d errors between substrings A' and B'
satisfies 21

+ d = IA'I + IB'I.

I' matches and d' errors with d'
I' < I imply L(/', d') < L(/, d).

If another alignment between A' and B' achieves

> d, then necessarily

A simple algorithm then for

OVERLAP

I'

<

I. Together d'

> d and

is (1) compute for all dovetails and

containments between A and B the edit distance d(A',B') of the overlapped substrings; (2) evaluate L(I,d) for each overlap of distance at most elAI + flBI, where
d

= d(A',B') and 1 = (IA'I + IB'I- d) /2; and (3) output the overlap with maxi-

mum L(l, d). Since a pair of sequences (A,B) of lengths m and n has O(mn) dovetails and O( m 2 ) containments, and as the edit distance of each may be computed in O(mn) time with the classic dynamic programming algorithm, this gives
an O(m 2 n 2 ) time algorithm for m :5 n. s It is not hard to bring ihis down to
O(m 2 n) time by combining subproblems, but this is intolerably slow for a problem

that must be solved four times for every pair of fragments. In a tour de force, Myers (1986a) showed how to solve all O(mn) subproblems in O(on) time, where 0 is
the maximum edit distance allowed.9 In our application 0 = Lfm + fn J, so this gives
an O(fn2) time algorithm.
The idea of Myers' algorithm is to (a) solve the alignment problems incrementally, and (b) represent the solutions with a data structure that can be efficiently
updated. For a string
Si,.

S

= 8182'"

8n,

let

Si,;

denote the substring

8i8i+1'" 8j,

denote the suffix Si,n, and S.,j denote the prefix Sl,;. Given sequences A and B of

length nand m, Myers solves a series of n alignment problems that compare increasSSee Sankoff and Kruskal (1983) pages 23-29 for a description of the dynamic programming
algorithm.
9This is possible because only O(c5n) subproblems can have dista.nce at most 15. It is remarkable
that a subproblem, which in isolation requires O(c5n) time, can be solved in effectively constant
time. In achieving this, Myers does assume edit distance is measured in terms of insertions and
deletions only.
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ingly longer suffixes Ale •• against B. For each suffix Ale•• the edit distance is obtained
between all prefixes AIe.i of Ale•• and all prefixes B.,j of B for which d(AIe.i, B.,j) $ 6.
Note this includes the dovetails (Ale•• , B.,j) and the containments (AIe.i, B ••• ). These
distances are not explicity computed, but are represented implicitly by a sparse
data structure that encodes their values; any particular distance, if needed, can be
recovered from the encoding.
Given the encoding for AIe+1 •• versus B, Myers showed the encoding for Ale•• versus B can be obtained in 0(6) time. To find a least random overlap, the distances
we need for a fixed k are d(AIe •• , B.,j) for the m possible dovetails, and d(AIe.i, B ••• )
for the roughly n possible containments. Of these O( m + n) dovetails and containments, only 0(6) can have distance at most 6. With the encoding for Ale•• versus B
in hand, Myers showed these 0(6) distances can be recovered in O( S) time. Given
the distances, we can evaluate the likelihoods. This spends a total of 0(6) time per
problem, and as there are n problems, it gives an O(6n) time algorithm.
Throughout the above we have assumed the likelihood function can be evaluated
in 0(1) time. Computing L(/,d) directly from equations (2.1) and (2.2) however
involves a sum of O(eP) terms, and the nu.merator and denomerator can grow quite
large. In practice, we precompute a. table of likelihoods and evaluate L(I, d) by table
look-up. This is possible because fragment lengths and the experimental error rate
are bounded. For fragments of length at most 1,000 and error rates of at most
10 percent, it suffices to store a table of L(/, d) for 0 $ I $ 1,000 and 0 $ d $ 200.
Our table was generated by computing P4(l, d) with an arbitrary precision arithmetic
package, and storing - log4 P4 (I, d) to a fixed precision. 1o
We remark that standard algorithms for approximate string matching will not
solve

OVERLAP

in the same time as Myers' algorithm. The standard approach for

approximate string matching modifies the houndary conditions of the classic edit
distance recurrence so when a suffix of A is aligned against B, for example, the
unaligned prefix of A is not charged for deletions. Solving this modified recurrence,
lOThis one-time computation took several days in 1985. Fortunately once it was finished, it
never had to be repeated.
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as in Peltola, SOderlund, Tarhio and Ukkonen (1983), will yield the edit distance d for
dovetail and containment overlaps in O(c5n) time-but not the I1umber of matches I.
Without 1 however, L(I, d) cannot be evaluated. In the more general problem solved
by Myers, the distance d is found in conjunction with the poaition of the overlapped
substrings

Ak,i

and B • .;. Only with this additional information can 1 be determined.

We also note this algorithm for

OVERLAP

uses no special properties of the ob-

jective function L(I, d), other than that it suffices to look at alignments where d is
minimum. In particular, the same algorithm in the same amount of time finds an
overlap at rate f of maximum length, as defined in Chapter 4, though for this problem a simpler approach is possible. The length of an overlap (A,B) is the length of
the aligned prefix of B.
To construct an overlap graph then for fragments :F at error rate

f,

for every

pair of fragments A and B we solve OVERLAP for (A,B), (B,A), (A,R), and (R,A)
using Myers' algorithm. For fragments of total length N, this takes time O(fN2).
Each overlap is classified as a dovetail or a containment, and we add the appropriate
edges to the graph attributed with the corresponding alignment, weighted by the
likelihood of the match. Alignments are encoded by edit scripts to conserve space
(see Section 7.3.4).

2.3 Culling overlaps
The construction we have descrjbed gives a complete overlap graph. In practice,
though, most of the edges are chance alignments, rather than true overlaps. We
now describe how to cull or remove such edges from the graph. In practice culling
reduces the number of edges from O(V2) to O(V) (see Chapter 8). Our layout
algorithms of Chapters 3, 5, and 6 take advantage of this sparsity.

41

T.ble 2.1
Number of matches to achieve L(I, d) ~ ~.

I

I
0

Errors, d

1
2
3
4
5
10
15
20
25
50
75
100

2.3.1

Matches,

:\ - 5 I :\ = 10

5
7
8
9

10
12
18
24
30
37
69
102
135

I

I .x =25 I :\ = 50

10
12
14
15
17
18
25
31
38
45
78
111

144

25
28
30
32
33
35
44

51
59
66
101
135
169

I

50
53
56
58
60

62
72
81
89
97
136
172
207

Match significance

We use two criteria for culling edges, the first based on match probability. We
assume the user has a match significance threshold ,\ for the minimum acceptable
likelihood. An overlap of I matches and d errors is rejected if
L(l, d) < ,\.

(2.4)

\Vith edges weighted by likelihood, this means every edge in the graph must have
weight at least ,\. Since L(l, d) is at most I, it also means every overlap must have
at least

r,\1 matches.

In practice, we use a

~

of around 10. To give a feeling for how likelihood behaves

at various thresholds, Table 2.1 lists the minimum number of matches to achieve a
given threshold, for a given number of errors. This table shows, for instance, that
an overlap with 10 matches and no errors has roughly the same significance as an
overlap of 25 matches and 10 errors.
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2.3.2

Error distribution

Our second criterion for culling edges is based on the distribution of errors in an
overlap. The alignment for an edge between fragments A and B is guaranteed to

flAJ + flBI errors, but we expect an overlap that aligns substrings A'
and B' to have around flA'1 + flB'1 errors. H the number of errors far exceeds this,

have at most

we suspect the edge is not a true overlap, and should be rejected. l1 Such an edge is
inconsistent with the hypothesis that errors are roughly evenly distributed.
Let us assume fragments A and B have a total of n =

LfIAI+fIBIJ errors between

them, and that the probability of observing an error in an overlap of substrings A'
and B' is p

= 1~ltIZil. Then if errors are independent, the number of errors in the

overlap, D, is a binomial random variable with parameters nand p. The probability
of observing d or more errors is

(2.5)
To cun overlaps on the basis of error distribution, we il$sume the user is willing
to reject a small fraction of all alignments that do not distribute the n errors evenly,
but whose error count d within the overlap exceeds a critical value. We call this
fraction the error distribution threshold

e, and reject an overlap with d errors if

Pr{D~d}

$

e.

(2.6)

Pictorially, this is shown in Figure 2.3.
In practice we use a eof around 5 percent, and evaluate the probability Pr{ D ~ d}
using the incomplete beta function [=(0, b). This function is defined by
l(ab) = r(a)r(b) rta-1(1_t)b-1dt
:&,
r(a+b) 10
'
llThis can happen when A and B are long, but A' and B' are short.
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P,.{D=x}

J.

np
Fig. 2.3

n

Culling an overlap by error distribution.

where

For a binomial random vadable D with parameters n and p,
Pr{D~d}

= Ip(d,n-d+l}.

This yields an efficient test of inequality (2.6), as there are fast numerical methods
for evaluating the incomplete beta function (see, for instance, Press et al. (1988),
pages 178-180) .
. We note a mOTe precise model would express D as the sum DA

+ DB

binomial random variables with parameters nA, PA and nB,PB. Here nA

PA

of two

= LfiAIJ,

= IA'IIIAI, and similarly for B. We know of no fast numerical method, however,

#- PB, and precomputation is not feasible.
In any event, both models give similar results for the common case of IAI ~ IBI and

for evaluating Pr{DA+DB
f

~

d} when PA

~ 1.12

Finally, we note both the match significance and

errol

distribution criteria are

needed. \Vithout a match significance threshold, time and space are wasted on short
overlaps, such as those which align one character. Without an error distribution
threshold, long but poor ovedaps are permitted, such as those which align many
121n this region, PA ::::: PS. When PA
model.

= PS, Pr{DA+Ds ~ d}

is equal to Pr{D~ d} in our simpler
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characters, but whose error rate is 50 percent. Also note that the extreme case

>. = 0 and e= 0 is allowed, which means no overlaps are rejected.
To summarize, given fragments F of total length N, error rate
threshold

>., and error threshold

E,

significance

e, our algorithm constructs a graph of least ran-

dom overlaps, weighted b~ likelihood, in time O( EN'l). A graph of longest overlaps
weighted by length can be constructed in the same amount of time.
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CHAPTER 3

FRAGMENT ORIENTATION

Once we have constructed an overlap graph G and culled its edges, we are left
with a collection of significant overlaps. With high probability these edges represent true overlaps between fragments, and while some may align reverse complement
sequences and others not, the majority of overlaps should indicate a consistent orientation. This chapter describes how we find an oriented subgraph of G in preparation
for fragment layout in Chapter 5. 1

3.1

The fragment orientation problem

Finding an oriented subgraph means deciding for every fragment F whether to use
F or

F

in a reconstruction. If we decide to use F we say the fragment is assigned

the forward orientation, and if we use

F we say it is assigned the reverse orienta-

tion. Assigning orientations eliminates some overlaps and retains the possibility of
using others. For example, giving A and B the forward orientation eliminates any
overlap between A and

B, but permits us to use (A,B) or (B,A) when overlapping

fragments.
lChapter 6 presents an alternate algorithm that works directly with the unoriented graph.
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For A and B from an overlap graph G with edge weight function w, let
same(A,B) = max{ w(A,B), w(B,A)}
and
opp(A,B) = max{ w(A,B), W(B,A)},

with the understanding that the weight of an overlap is zero when it is not in G.
The weight of the best overlap between fragments A and B is given by same(A,B)
when both are assigned the same orientation; opp(A,B) applies when they are assigned opposite orientations.2 Note that same(A,B) and opp(A,B) are symmetric
in their arguments. We view these functions as defining an undirected graph G'
whose vertices are the fragments and whose edges are the pairs {A,B} for which
same(A,B) or opp(A,B) is nonzero; with this interpretation, same and opp are two

edge-weight functions for G'. For an overlap graph with V fragments and E overlaps,
G' has V vertices and at most E edges.

°

An orientation of fragments F is represented by a partition (O,F -0) where
~

F is the set of fragments in the forward orjentation, and F -

the reverse orientation. We write (5 for F -

°

°

is the set with

when F is given by context and

often specify partition (0,0') by giving just set O. For an edge {A,B} of G' and a
partition (0,0) of F, we use the notation (A,B) E (0,0') to indicate Ae

V, and write (A,B} " (O,~ when A,B e

°

°

and BE

or A,B eO.

Since all overlaps remaining after culling are significant, we would like an orientation (O,V) that minimizes the weight of all overlaps it eliminates, or equivalently
maximizes the weight of all overlaps it retains. Our problem is the following.
2Since w(A - B) = w(l1 - A) and w(A::} B) = w(A::} 11), s&me(A,B) gives the weight
of the best overlap when A and B are both in the forward orientation or both in the reverse
orientation. Similarly opp(A,B) applies when A is forward and B reversed, or B is forward and
A reversed. In the definition of same and OPP we take a maximum because only one overlap
between a pair of fragments can be used in a reconstruction, and we assume optimistically that
the best overlap is used.
,
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Fig.3.1 The weight of an orientation O.

Definition 3.1

The Fragment Orientation Problem (ORIENT) is, given frag-

ments F and functions same and opp, find an orientation 0 for F such that

2:

w(O) =

opp(A~B)

+

L

same(A,B)

(A,B)~(O,O)

(A,B)e(O,O)

is maximum.
'Ne call w(O) the weight of the orientation. Figure 3.1 gives an illustration.

UnfDrtunate1y, ORIENT is intracta.ble. We show it is equivalent to the Maximum "'eight Cut Problem

(MAXCUT),

which is NP-complete. 3 In

MAXCUT

we are

given an undirected graph together with an edge weight function c, and want a
partition (X ,X) of the vertices maximizing

E

c(X) =

c(x,y).

(:,11) e (X.xl

C1early

b}'

defining opp(x,y) = c(x,y) and

same(z~u)

= 0 we can reduce

to ORIENT, which proves,
Theorem 3.1

Fragment Orientation is NP-complete.

3S ee Garey and Johnson (1979), page 210.

MAXCUT
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We can also easily reduce ORIENT to MAXcUT. Given F, same, and opp, we define
an undirected graph on F with edge weights

c(z,y) = opp(z,y) - same(z,y).
For this choice of weights,
c(X) -

w(X) -

E same(z, y) ,
(:,,)

which means c(X) is just w(X) shifted by a constant. A partition (X,X) that
maximizes c(X) must also maximize w(X), which reduces

to

MAXcUT.

While polynomial time algorithms are known for special cases of

MAXcUT,

ORIENT

we

have been unable to make practical use of this reduction. For example, Hadlock (1975) has shown. tha.t if the input is a planar graph, a maximum cut can
be found in polynomial time, while Barahona (1983) shows the same for graphs not
contractible to Ks, the complete graph on five vertices. In general, the instances
of

MAX CUT

arising from the reduction can contain complete subgraphs of nonzero

weight edges on five or more vertices; such graphs are clearly contractible to K s ,
and so are non-planar.

3.2

An approximation algorithm

While finding an optimal orientation is hard, it is surprisingly easy to find an orientation that is close to optimal.
Given an ordering Fb F2 , ••• ,Fn of F we compute an orientation 0 as follows.
Initially, we set 0 +-

n.

At step i, we consider adding Fi to 0 where (0,0)

partitions {Fit ... , Pi-d. If w(O U {Fi}) ~ w(O U {Fi}), we set 0 +- 0 U {Fi}.
Otherwise, we leave 0 unchanged, effectively adding

Fi

to O. After n steps, we

output O.
We call this the greedy algorithm as it greedily decides whether to add Fi to 0
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or~. Since each decision involves only edges incident to Fi, given an ordering of of

it runs in O(E + V) time and O(V) space, for a graph with V vertices and E edges
of nonzero weight.
A greedy orientation is close to optimal in the sense that its weight is at least
~ w(O*)

where 0* is an optimal orientation. To see this, notice that a trivial upper

bound on w(O*) is the total weight of the graph,

~~<. (same(Fj,Fi) + opp(Fj,Fi)) .
•

J •

If the greedy algorithm adds Fi to 0 at step i, the weight of the orientation increases

by
(3.1)
If it does not add Fi to 0, the weight increases by

(3.2)

Let us denote the actual amount of increase at step i by

~W(Oi)'

Since greedy

chooses the greater of (3.1) and (3.2),

2~W(Oi) ~ ~<. (same(Fj,Fi) + opp(Fj,Fi)) .
J

I

Summing over all steps,

w(O) =

~~W(Oi) ~ ~ ~~(same(Fj,Fi)+oPp(Fi,Fi)) ~ ~w(O·).
1

1

J<I

A polynomial-time algorithm that produces a feasible solution to an NPcomplete optimization problem is called an a-approximation algorithm if the value of
its solution is always within a factor ex of optimal. We have shown,

50

Theorem 3.2

The greedy algorithm is a i-approximation algorithm for ORIENT.

This is a worst-case bound, and it holds for any order of the fragments. In a good
order, the difference in weight between being in and out of 0 should be large for
early fragments. Otherwise, unrelated fragments appearing early in the order may
get an arbitrary orientation.
We determine an order as follows. Given F, same, and opp, we form an undirected graph with vertex set F and edge weight function
w(A,B)

= Isame(A,B) -

OPP(A,B)I·

Over this graph we compute a maximum weight spanning tree T.4 Such a tree
clusters vertices by edge weight. We then select a root R of greatest total distance
from all other vertices, where the distance between A and B is the number of edges
on the path connecting them in T. As T tends toward a single path, R tends toward
an endpoint of the path. Finally, we order the fragments depth-first in T from R.
The intuition behind this heuristic is that we expect the graph on which we compute
a spanning tree to be an interval graph induced by a layout of the fragments, with
some weak edges thrown in. For such a graph, the fragment order given by the
heuristic will tend to the fragment order given by the underlying layout.
Constructing the graph takes O( E

+ V) time where V is the number of fragments

and E is the number pairs of fragments with nonzero same or opp. Tree T can be
found in O(E + V log V) time and OeV) space (see Fredman and Tarjan (1987».
Root R can be located in time and space O(V) with two passes over T.5 Thus
determining the fragment order takes O(E + V log V) time and O(E + V) space,
4 A maximum weight spanning tree of an undirected graph G = (V, E, w) is a set of edges T ~ E
such that (i) every. pair of vertices in V is connected by a path in T, (ii) T contains no cycles, and
(iii) EeeT wee) is maximum.
5The first pass computes bottom-up the total distance of each vertex t1 to all vertices in the
subtree rooted at v, along with the size of the subtree. The second pass uses this information to
compute top-down the total distance of each vertex in the whole tree, while keeping track of the
vertex of maximum total distance.
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h#J.jI.-/: k

/'er,ht k-I
•
•

he"ht

,.

··

Fig.3.2 The branch-and-bound search tree for problem Ft, A root-to-Ieafpath assigns an orientation to Ft,Ft-l, ... ,Fl.

which dominates the time and space for the greedy algorithm.

3.3 An exact algorithm
Along the same lines, it is possible to devise an exact algorithm that computes an
optimal orientation. Given an ordering FI , ••. , Fn of fragments:F, let :Fik denote the
subset {Fa, FHI, .. " Fk} and let Fk denote Ft. We compute an optimal orientation
for Fl, P, ' .. , ?, using the solutions for smaller problems to solve larger ones.
To solve a particular problem Fk, we use the branch-and-bound technique. The
computation may be viewed as a binary tree of height k as shown in Figure 3.2.
A node at height i assigns an orientation to Fi, and a root-to-Ieaf path gives an
orientation of :Fk • We arbitrarily assign the forward orientation to

Fk

as shown,

since pairs of solutions with opposite orientations are equivalent,
As the exact algorithm explores the tree from the root to a node of height i, it
accumulates an orientation O~ of :Fik. On descending to height i-I, it extends this
partial orientation first by adding Fi-l to

Of, which takes a left branch in the tree,

and·later returning to add Fi-l to Of, which takes the right branch.
'When considering a move, branches can be eliminated using subproblems already
solved. When tackling Fk for instance, the solutions to Fl, ... ,:Fk- 1 are in hand,
which allows us to quickly compute an upper bound on the weight w(O) of any
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completion of Of to a partition (0,"<,) of Fk. For subsets .A and 8 of Fk, let us
write
w(O)

Choosing .A =

I

A,B

Fi-l

E

=

E

+

same(A,B).

AeA

AeA

BeB
(A,B) e (0,0)

BeB
(A,B) f (0,0)

and 8

w(O)

opp(A,B)

= :Fik,

= w(O)

I

A,A

+ w(O)

I

B,B

+ w(O)

I.

(3.3)

.A,B

We bound each term as follows. The first term is at most the weight of the optimal
orientation for :Fi - 1 , which is known; the second term is exactly w( Of), which is
the weight of our partial orientation; the third term is at most

E

A e.A

max{w(Of U {A})

I ' w(O:
{A},B

U {A})

I }.
{A},8

(This last allows the fragments of .A = :Fi - 1 to greedily join Of or

Of, independent

of how they are partitioned in the first term.) The sum of these three quantities is
an upper bound on (3.3).

Ul;. We can also maintain a lower bound Lk on the
k
weight of a solution to :F . Initially, Lk may be obtained by greedily adding Fk
to the solution for :Fk- 1; whenever our search reaches a leaf corresponding to an
Call this upper bound

orientation of greater weight, we raise Lk. If we discover at height i that Uik $ Lk, it
is not worth searching the subtree further, and we backtrack. In this way the exact
algorithm avoids exploring the whole search tree.
Evaluating the upper bound at a node takes O(E + V) time. The bounding
quantities for the first and second terms of (3.3) can be looked up in constant
time if the weights of solutions to subproblems are saved and the weight of Of is
accumulated while descending the tree. Bounding the third term involves looking
at no more than E edges and V vertices. If K nodes are explored in the search trees
for 1='1 through :Fn , the total time is O(K(E + V)) where K $ 2v.
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The space for subproblems is O(V) as only the weights of solutions need to be
store~,6

and the stack to traverse a tree has height at most V. The total space then

is q(E + V).
One nice feature of our exact and approximation algorithms is they lend themselves to a hybrid algorithm that enjoys some of the advantages of both. Suppose
the user places a bound

I(

on the maximum number of nodes he is willing to explore

in any search tree. Now when we run the exact algorithm on problems :F1 , P, ...
we count the number of nodes explored in the current tree. H this count exceeds

I(

on problem :Fk , we stop the exact algorithm, take the optimal orientation for problem :Fk-l, and extend it with the greedy algorithm to an orientation of P.
The argument of the previous section shows this hybrid algorithm achieves at
least the factor of i attained by the greedy algorithm. Moreover, it has the capacity
to compute an optimal orientatjon (and prove that it has found one) while always
running in polynomial time. Though we have solved problems of 500 fragments with
the exact algorithm, some instances of 250 fragments have proved difficult to solve
to optimality. With a

I(

of say 500, the transition from the exact algorithm to the

approximation algorithm can be made at run-time.
Finally, we note that all these algorithms can accomodate orientation constraints.
For example, the user may know that some fragments should be forward and others
reversed, or that some pairs of fragments should have the same orientation while
others should have opposite orientations. Such constraints can easily be accomodated in time linear in the number of constrained fragments and constrained pairs.
Since all our algorithms form an orientation a fragment at a time, any constraint
that applies can be checked before each decision.

6Note that storing the orientations for ;Fl, •.. , Fn would take O(V2) space.
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CHAPTER 4

FRAGMENT LAYOUT

A layout describes how fragments are positioned with respect to one another in a
reconstruction. In this chapter we show that we can reduce RECONSTRUCT, the
problem of reconstructing a sequence, to LAYOUT, one of determining a layout,
and that LAYOUT reduces to BRANCHING, a problem of selecting edges fro~ an
overlap graph. Chapters 5 and 6 solve LAYOUT by designing different algorithms for
BRANCHING.

These reductions generalize the work of Tarhio and Ukkonen (1988) and Turner (19S9}, which reduces the Shortest Common Superstring Problem, a special case
of RECONSTRUCT, to the Longest Path Problem, a special case of BRANCHING. Here
we are interested in establishing that BRANCHING solves RECONSTRUCT even in the
presence of error. With the right definition of the intermediate problem LAYOUT,
the proofs become straightforward. We present them in detail to make explicit
where various assumptions come into play, and to show why they are necessary. To
simplify the presentation, we treat the fragments as being oriented. One can either
take the proofs as showing that B1\.ANCHING solves RECONSTRUCT conditioned on
the particular orientation found in Chapter 3, and apply the algorithm of Chapter 5
to solve BRANCHING over an oriented overlap graph, or assume for the moment that
we have guessed the correct orientation, and apply the algorithm of Chapter 6 to
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solve BRANCHING over an unoriented overlap graph.
The next section presents the definitions and assumptions we use in our proofs.
Section 4.2 proves LAVOUT both solves and approximates RECONSTRUCT, and Section 4.3 proves BRANCHING both solves and approximates LAYOUT. Section 4.4
contrasts these reductions with what we do in practice, and Section 4.5 justifies our
assumptions.

4.1

Definitions and assumptions

We refer to a substring of a sequence A by giving an interval [i,j]. For example,
if A is ala2··· an and 1 ~ i ~ j ~ n, A(i,j] refers to aiai+1··· aj. It turns out
that for our proofs, we also need to refer to substrings with intervals having realvalued endpoints. When an interval [x,y] is real-valued, substring A[x,y] refers to
arzl a rz+11· ··aLvJ, assuming 1 ~

rxl

~

lyJ

~ n. If

rxl > lyJ, A[x,y] is the empty

string e.
Often the interval for a substrjng will be given by a function, say

I,

that maps

an interval Ix,y) into another interval [a,b). When we want to refer to the substring
of A given by applying I to interval [x,y], we write (A 0 I)[x,y] for A[a,b].
When biologists want to show how fragments from a sequencing project overlap,
they draw diagrams that we call fragment layouts. 1 Our layouts show how fragments
are placed with respect to an implicit reconstructed sequence. We formalize the idea
of a layout by a collection of functions, one for each fragment, that map intervals
corresponding to fragment substrings into intervals corresponding to substrings of
our reconstructed sequence. We specify a layout l, by giving a function CA for every
fragment A, that takes intervals into intervals. To make this concrete, if A has
n characters, CAl1,n] js the interval corresponding to fragment A in layout C. Since

£A [l;n] occurs so often, we abbreviate it to C(A). Figure 4.1 gives an example. All
the layouts we will discuss map intervals in an intuitive way, in that £A([a,b] U [c,d])
lIn Section A.2 of Appendix A, we give a routine that draws a layout using our package.
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A layout t:, of five fragments, forming two contigs.

is always the same as £A[a,b] U £A[C,d]. Also, the inverse function £.;.t, which maps
intervals in the layout to intervals in A, will always exist.

A subset

e of fragments forms a contig if the union of their layout intervals

UFec £(F) is contiguous. 2 Strictly speaking, we apply the term contig to

e only

when there is no larger set that contains e, and is a contig. The length of a layout £
with contigs {ei} is,
len(£)

= L: U £(F) ,
i

FeCi

the sum of the lengths of its contigs. We sometimes write 1£1 for len(£).
In Section 4.3 we win construct a layout 'hom alignments of fragment sequences.
To do this, we need to translate an alignment between two sequences A and B,
which describes how their characters line up, into a function that maps intervals
corresponding to substrings of A into intervals corresponding to substrings of B.
This function describes how corresponding substrings are stretched or compressed
by insertions and deletions. We refer to an alignment between A and B by an
ordered pair (A,B), and we think of it as aligning B against A. We denote the
function that maps intervals of B into intervals of A according to alignment (A,B),
by warp(A.B).3 For example, if A is of length m and B is of length n, and (A,B) aligns
all of B with all of A, then warp(A.B)[l,n] = [I,m]. Of course, alignments are really
undirected, and for every alignment (A,B) there is an equivalent alignment (B,A).
2We borrow this term from Staden (1979).
3The function warps B onto A.
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Fig. 4.2 The function warp(A.B)' Alignment (A,B) as a whole aligns B[o,b] against A[c,d]. In this
example, A dovetails to B.

It will always be the case that warp(B.A) is equal to warp(A~B)' the inverse of warp(A.B)'
The warp function we use in Section 4.3 is the following. Suppose alignment

(A,B) as a whole aligns B[a,b] against A[c,d]. For instance if (A,B) is a containment,
then a

= 1 and b = IBI.

Let us use a· [x,y] to denote [ax,ay], and [x,y]

+ (3 to

denote [x+(3,y+(3]. Then for [x,y] ~ [a,b],
warp(A.B) [x,y] = a.[x,y]
where

Q

= \A[c,d]\/\B[a,b]\ and (3 = c -

+ (3,

aa. For [x,y]

warp(A.B) [x,y] = [x,y]

~ [-co,a],

+ (c-a).

For [x,y] ~ [b,oo],
warp(A.B)[X,y]

= [x,y] + (d-b).

To extend warp(A.B) to all intervals, we define
warp(A.B) ([x,y] U (p,q]) = warp(A.B) [x,y] U warp(A.B) (p,q] .
Notice that the inverse function warp{:t~B) exists, and has the same form. Figure 4.2
gives an illustration.
This function is the simplest one that still expresses that (A,B) may align sub-
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strings of different lengths. Admittedly, (A,B) may not align the sequences as
uniformly as warp(A.B)' However, all that our proofs of Section 4.3 require of a warp
function is that Ass~ption 4.2, which we soon state, must hold. (Assumption 4.2
formalizes a notion of even error distribution in sequences.) A more complicated
warp function, that more closely describes how (A,B) relates substrings of B to
substrings of A, may make this assumption more valid, but it does not change the
form of our proofs. The function we have given above is simple to state, and easy
to compute.
We use the following notation for approximate matching of strings. We write
A a~{3 B where a and f3 are error rates, when
d(A,B)

:5 alAI + f3IBI.

Here d(A,B) measures the edit distance between A and B, as defined in Section 1.2.
For example the sequence reconstruction problem states, for every fragment A, there
must be a substring B of the reconstruction, such that A

B when

a

= (3 = f.

matches B at rate

We abbreviate A

(~(

B to A

~

(~o

B. Often we use A a~{3
B, and say A approximately

f.

We use two properties of approximate matching. The first is a kind of transitivity
relation, and the second allows us to CODcentrate error on one sequence.

If A (:::::0 B and B o~( C, theD A ~ O.

Property 4.1
Proof.

Immediate from the definitions and the triangle inequality on edit dis-

tance.

0

If A ~ B, then A f.!c~o B.

Property 4.2

IBI :5 IAI +d(A,B). Since A ~ B, we
know d(A,B) :5 fIAI+fIBI. Together they imply IBI:5 ~IAI. SO d(A,B) :5 l~(IAI,
Proof.

By our definition of edit distance,

which means A

2.

r=<

~o

B.

o
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Fig.4.3 Transitive approximate matching. We &I81lme in a layout that if A" B and B" C,
then A~C.
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Fig. 4.4 Even error distribution. A' is a substring of A corresponding to substring B' of B in a
layout. We assume that if A ~ B, then A' ~ B'.

Our proofs of Sections 4.2 and 4.3 take the following two assumptions as axioms.
Our first assumption, illustrated in Figure 4.3, says we can link together pairs of
fragments that match within the error rate, and have them continue to match within
the error rate. This is an assumption because, in general, sequences related in this
manner can drift apart.
Assumption 4.1 (Transitive approximate matching at rate e)

If A ~ B and

B ~ C, then A ~ C.
Our second assumption, illustrated in Figure 4.4, says that if two fragments
match within the error rate, then corresponding substrings of them match within the
error rate. This does not hold in general, because error can be unevenly distributed
along fragments. Our statement is a kind of deterministic analogue to a uniform
error distribution.
Assumption 4.2 (Even error distribution at rate e)

Let a,{3 :5 e be error rates
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and (A, B) be an alignment. If B[z,y] O/~{J (A 0 W&rp(A.B»[Z,y], tben for all [a,b] ~
[z,y], B[a,b] O/~{J (A 0 warp(A.B»[a,b].

Notice both assumptions hold at an error rate of zero; Section 4.5 argues why
they hold in practice. Essentially, we invoke them at low error rates, over long
stretches of sequence. At these conditions, if two fragments approximately match,
then with high probability (1) they come from the same part of the sequence, which
is a transitive property, and (2) substrings will have the same proportion of errors
as the whole string.

4.2

Reducing sequence reconstruction to fragment layout

We now show that we can search for reconstructions by considering layouts. Of
course, not all reconstructions will do~ we want ones that are feasible and short. To
ensure feasibility, we define layout consistency, and to address length, we introduce
length-preserving layouts.
Intuitively a layout is consistent with the error rate if fragments that overlap
in a common interval have corresponding substrings that match within the error
rate. Formally, a layout l is consistent at rate f, or f-consistent, if every pair of
fragments A, B that share an overlap [x,y] = leA) n l(B), satisfy
(A 0 lAl )[x,y] ~ (B

0

l:i/ )[x,y] .

Figure 4.5 gives an illustration.
Suppose leA) = [x,y] and £(B)
written A -<.c B, if x

= [a,b].

We say fragment A precedes B in l,

< a, or x = Q and 1/ > b. To handle the case x = a and y = b,

we place all fragments where C(A)

= £(B)

into an equivalence class, select one

representative from each class, and say a representative precedes all other fragments
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Fig. 4.5 Layout consistency. In layout 1:" fragments A and B overlap in substrings A' and B'.
I:, is (-consistent if A' ~ B' for all A and B.
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Fig. 4.6 A length-preserving layout. Overhanging intervals are highlighted. I:,(A') is the overhanging interval of A, and A' is the corresponding suffix of A. I:, is length-preserving if IA'I II:,(A') I
for all A.

=

in its class. By the overhang of fragment A in layout 1:" we mean the interval,
jutc(A) = I:,(A) -

U

I:,(F).

F-<.c A

The overhang of a fragment is the part that juts beyond its predecessors. Figure 4.6
gives an illustration. Note that a contained fragment that is not a representative,
one for which I:,(A)

~

I:,(B), has no overhang. Also, for any layout,

A length-preserving layout preserves the length of substrings that overhang in
fragments. In our notation, a'layout I:, is length-preserving if for every fragment A,
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In words, the overhanging interval of a fragment, and the corresponding substring
of the fragment, must have the same length.
4.2.1

Shortest reconstructions

In the next two lemmas we show that by restricting our attention to consistent,
length-preserving layouts we roughly double the error rate of our reconstruction in
the worst-case.

Assume error is evenly distributed at rate

Lemma 4.1

f.

Then for every

f-feasible reconstruction, there is an f-consistent length-preserving layout, that is
at most a factor
Proof.

I:' longer.

Suppose S is an [-feasible reconstruction for F. This means for every F

in F there is a substring

F and

F that

given by CF

F of S such that F

(~o

F. Let the alignment between

achieves rate f be (S,F), and the layout C corresponding to S be

= warp(S,F)'

Then if error is evenly distributed, for any two fragments

A and B that overlap in [x,y], (AoCAI )[x,y]
By Property 4.1, (A

0

CAl )[x,y]

~ (B

0

,~o

S[x,y] and (Bot:;;l ) [x,y]

(~o

S[x,y].

CB1)[X,y]. Thus, C is f-consistent.

,c is essentially the layout we want, but the length of overhanging suffixes may
not be preserved. We transform ,c into a length-preserving layout [ by shrinking or
stretching the suffix intervals to their correct length, and express the transformation
by a function! that maintains consistency.
Number the fragments F1 , F2 , ••• ,Fn so that whenever Fi is a left predecessor
of F j , i < j. Let Fi be the substring of S to which Fi aligns. Call the overhanging
suffix of F;,

Sj,

and the suffix of Fi to which Si aligns, Si. Let us abbreviate jutdFj)

to [Xi,Yi].
For [a,b]

~ [Xi,Yi], we define ![a,b]

Pi = \Uj<i ![x;,yj]\'

= Qi[a,b] + Pi

where Qi

=

ISil/lsil and

Note that the [Xi,Yi] partition [1,151]. To define! for all

inten'als, let !([a,b] U [c,d])

= f[a,b] U f[c,d].

Our transformed layout is given by [F; = !

0

'cF;. The effect is that jutz =
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j

0

jute, which implies

Thus

l

is length-preserving.

= [a,b] and l(A) nl(B) = [a,b], then [a,b] = j-1[a,b].
So (AolAI)[a,b] = (A o CAl oj-l)[a,b] = (AoC A1)[a,b]. Similarly, (Boli1)[a,b] =
Moreover, if C(A) nC(B)

(B 0 CEl )[a,b]. Since (A 0 CAl )[a,b] ~ (B 0 Ci1 )[a,b] , l inherits the e-consistency of

C.
Finally, if preserving the length of an 8i increases the length of the layout, it is
because some characters of Si were deleted in Si. If error is evenly distributed at
rate e, there can be at most elsil such deletions. So ISil2: (1-e)18il, or equivalently,
ISil:5 ISil/(l-e). Thus,

E
I-e'
Since

lSI

=

1£1, l

Lemma 4.2

is at most

1:( longer than S.

o

Again assume even error distribution at rate e. For every e-

consistent length-preserving layout, there is a 1~( -feasible reconstruction of equal
length.

Proof.

Let C be the given layout. Once more number the fragments FI , F2 , ••• ,

Fn so that when Pi is a left predecessor of Fj, i < j. Again call the overhanging
suffix of F i , 8i. Our reconstruction S is 81'82'" 8n , the concatenation of the suffixes.
Since

C is

length-preserving,

lSI = ICI.

Since

C is

e-consistent and error is

evenly distributed, every Fi approximately matches a substring

By Property 4.2, Fi ~~o

Fi.

Thus S is l~( -feasible.

Fi

of S at rate e.

o

The error bound of the preceding lemma cannot be improved. There does not
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exist, for every set of sequences {Ai} where Ai ~ Aj, a sequence B such that

Ai (:::::0 B for all i. This accounts for the asymmet~y in the reconstruction error rate
of Lemmas 4.1 and 4.2.
With the relation between layouts and reconstructions established, our objective
becomes the following.
Definition 4.1

The Fragment Layout Problem

(LAYOUT)

is, given a collection r

of fragments and an error rate f, find a shortest f-consistent layout for

r

that

preserves length.
Assuming even error distribution, LAYOUT approximately solves RECONSTRUCT.
Our reduction is summarized in the following theorem.
Theorem 4.1

Assume error is evenly distributed at rate f. An algorithm for

r

at rate f, yields a 1~( -feasible reconstruction. This reconstruction

LAYOUT

over

is at most a factor 1~( longer than the solution for

Proof.

RECONSTRUCT

over

r at rate f.

By Lemma 4.1, the shortest f-consistent length-preserving layout is

at most a factor

J':(

longer than the shortest f-feasible reconstruction. By the

construction of Lemma 4.2, we can produce a reconstruction having the same length
as the shortest layout, but feasible at rate 1~(' The theorem follows.

0

In practice we can find a reconstruction with an error rate much lower than 1~(
by solving a multiple sequence alignment problem, as described in Chapter 7.
4.2.2

Approximate reconstructions

Consider for a moment the restriction to zero error rate. A 1~( -feasible reconstruction is then f-feasible, and error is certainly evenly distributed. By Theorem 4.1,
LAYOUT

solves RECONSTRUCT, which remains NP-complete for f

= O. Since the re-

duction can be carried out in polynomial time, this means LAYOUT is NP-complete.
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Finding a shortest layout is intractable.
An alternative is to find a layout C that is approximately the shortest. As is
standard in this context, we take approximately the shortest to mean, there exists

> 1 such that the length of C is at most a times longer than
the minimum. In general, algorithm A is called an a-approximation algorithm for

a small constant a

minimization problem 'P with respect to function
time a feasible solution S for 'P, such that f(S)

~

I,

if A delivers in polynomial

a f(S-), where S- is a solution

to'P that minimizes f. For a maximization problem, we require f(S) ~ af(S-),

where

Q

< 1 and S- maximizes f.

Unfortunately, we know of no algorithm that approximates LAYOUT with respect
to length of layout. 4 Another approach is to approximate

LAYOUT

with respect to

amount of compression, or overlap. The amount of overlap in a layout Cis,
lap(C) =

L \FI-Ien(C) .
F

Denoting

EFE:F

IFI by IIFII, we have lap(C) + len(C)

=

IIFII.

Since this is a con-

stant for any particular problem, a layout of maximum overlap is necessarily the
shortest. Thus we can take OUI problem to be, find a layout C that minimizes function f(C) = len(C), or, find a layout C that maximizes function f(C) = lap(C).
They are equivalent. In Chapters 6 and 5, we will present a-approximation algorithms for

LAYOUT

with respect to the second measure, amount of overlap. They are

generalizations of the algorithms of Tarhio and Ukkonen (1988) and Turner (1989),
which apply to the case of zero error rate.
Nevertheless,

LAYOUT

is only an intermediate problem. If our goal is to re-

construct short sequences, why are we interested in approximating

LAYOUT

with

respect to overlap? The reason is (1) we can show that approximating LAYOUT with
respect to overlap approximates

RECONSTRUCT

with respect to overlap, and (2) a

4The closest known results are those of Li (1990) and Blum, Jiang, Li, Tromp and Vannakakis (1991). which give algorithms that approximate RECONSTRUCT with respect to length.
These results are for the case ( = O.
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reconstruction with high overlap is short.
Informally, the amount of overlap in a reconstruction S is the maximum amount
of overlap in any layout induced by S. More precisely, if S is f-feasible, for every
fragment F E :F there is a substring

l' of S

such that F c:~o F. The amount of

overlap in Sis,

where the maximum is taken over all choices of the F. Note that the positions in S
of the maximizing

l'

give an f-consistent layout with overlap equal to that of S,

assuming even error distribution, but that this layout may not be length-preserving.
This definition of overlap for a reconstruction generalizes that of Tarhio and
Ukkonen (1988) and Turner (1989), namely, IIFII-len(S). While we can no longer
say that maximizing the overlap of a reconstruction minimizes its length, we can
say
(1-f) IIFII ~ lap(S) + len(S) ~ (1+f) IIFII.
This is because lap(S) + len(S) =

F,

EF 11'1 for some choice of the 1', while for any

(l-f)IFI ~ IFI ~ (1 + f)IFI. Since 11.1'11 is a constant, for small f this implies

that a reconstruction S maximizing lap(S) is nearly the shortest. Approximating
RECONSTRUCT

with respect to overlap is therefore worthwhile. We obtain such an

approximation using our reduction to
Theorem 4.2

LAYOUT.

Assume error is evenly distributed at rate f. An a-approximation

algorithm for LAYOUT yields a (1-f)a-approximation algorithm for RECONSTRUCT,
where approximation is with respect to the overlap measure.

Proof.

Given fragments F and error rate f, let S- have maximum overlap

among f-feasible reconstructions for F, and

t:

have maximum overlap among f-

consistent length-preserving layouts for F. The approximation algorithm for
OCT

produces an f-consistent length-preserving layout C, with lap(C)

~

LAY·

a lap(c'-).
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By Lemma 4.2, £, gives a 1~f. -feasible reconstruction S of equal length. We show
~

lap(S)

(l-e)a lap(S·).

By the definition of reconstruction overlap, lap(S) ~ lap(£,). Consider the layout K, induced by S· for which lap(K:)

= lap(S·).

K, is an e-consistent layout that

may not preserve length. Using the transformation in the proof of Lemma 4.1, we
can convert K, into a length-preserving layout f that remains f-consistent. Since

= EFljutdF)I, the overlap in K, can be expressed as EF(lK,(F)I- putd F )\).

IK,I

Each term in this sum is the length of the non-overhanging prefix of the fragment's
interval. The transformation of K, into f will shrink these prefixes by at worst a factor of 1~f.' Thus lap(f) ~ l~f.lap(K,) ~ (I-e) lap(K,). Certainly lap(£'·) ~ lap(f),
as £,. has maximum overlap among layouts of type f. We have then,
lap(S) ~ lap(£,) ~ a lap(£*) ~

Q

lap(K) ~ (l-e)a lap(K:)

= (l-f)a lap(S·),
o

which implies the theorem.
In Chapters 5 and 6 we develop exact algorithms for

LAYOUT,

to which The-

orem 4.1 applies, as well as a-approximation algorithms, to which Theorem 4.2
applies.

4.3

Reducing fragment layout to dovetail-chain branchings

\Ve now develop a correspondence between fragment layouts and certain collections
of edges from weighted overlap graphs called branchings. This correspondence transforms solution values so that a branching of greatest weight gives a layout of shortest
length.
A branching of a directed graph is a cycle-free collection of edges no two of which
enter a common vertex. Equivalently, a branching is a collection of vertex-disjoint
trees whose edges are directed away from the roots. Here a root is a vertex with no
incoming edge. A directed tree in a branching is called an arborescence.
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Our branchings are from overlap graphs, which consist of dovetail and containment edges. Of particular interest are dovetail-chain branchings. A branching has
the dovetail-chain property, or is dovetail-chain, if its dovetail edges form disjoint
paths originating at its roots. Equivalently, a branching is dovetail-chain if it does
not contain the following forbidden subgraphs: (1) two dovetail edges A -+ B and
A -+ C leaving a common vertex, called a dovetail conflict, or (2) a containment edge

A ~ B followed by a dovetail edge B -+ C, called a containment conflict. Absence of

the first kind of subgraph ensures dovetail paths are disjoint. Absence of the second
kind ensures they start at the roots.
In this section, we sayan overlap graph G is at rate
approximate match at rate

f.

f

if each of its edges is an

For an edge (A,B) of G that as a whole aligns Bl1,l]

against A, the overlap length of (A,B), denoted lap{A,B), is t. We say G is weighted
by overlap Jength if it uses overlap lengths for its edge weights. We extend an edge
weight function such as lap to a set of edges E by defining lap(E) = EeeElap(e).
4.3.1 Shortest layouts
The next two lemmas deVelop the correspondence between layouts and branchings.
lemma 4.3

Let G be a complete directed graph on fragments F. For every

f-consistent length-preserving layout C for F, there is a branching 8 in G and
alignments at rate f for each edge of 8, such that 8 is dovetail-chain and

lap(8)
Proof.

= IIFIl-Ien(C).

Let C be the given layout. For each contig of C we construct an

arborescence; the branching 8 is the union of these arborescences.
Suppose C is a contig of C. As in the definition of interval precedence in layouts,
partition the fragments of C into equivalence classes so that A and B are in the
same class if and only if C(A) = C(B). Within each class select a representative,
and put containment edges in 8 from the representative to the other members of its
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Fig. 4.7 (a) A layout with two contigs. (b) The induced branching, with two arborescences.

class. Remove from further consideration any fragment that is not a representative.
The distinct intervals remaining are totally ordered left to right by the interval precedence re1ation. Thus, if C(B) is contained in another interval, there is a
leftmost predecessor of B among the intervals containing C(B). Let this leftmost
interval be C(A). Put a containment edge from A to B in B, and remove from
further consideration any contained fragment.
The remaining intervals have distinct left endpoints. Sort them in increasing
order by left endpoint. For each consecutive pair of fragments A,B in order, put a
dovetail edge from A to B in B. This completes the description of 8 for C. Note
that since C is a contig, consecutive pairs of intervals intersect in the sorted order.
Certainly every fragment in the construction above receives at most one in-edge.
As the left predecessor relation and the left endpoint order are total orders, the edges
cannot form a cycle. This means B is a branching; Figure 4.7 gives an example.
Moreover, every edge (A,B) of B corresponds to a non-empty overlap of ,C( A)
and C(B). Let their intersection be [3:,y]. Associate with edge (A,B) a minimum
distance alignment between (A 0 C:( 1 )[3:,y] and (B 0 CB1 )[3:,y], and weight the edge
by w(A,B)

= lap(A,B).

As C is f-consistent, the interval intersections that define

the edges of B represent approximate matches within rate

f.

The construction

guarantees B is dovetail-chain.
Finally, for any layout, len(C) = EFeF ljut(F)I. Since C is length-preserving,
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any B with (A,B) E 8 has ljut(B)1 = IBI-Iap(A,B). Summing over all fragments,
len(£)

= IIFII -lap(8).

Lemma 4.4

0

Let G be an overlap grapb at rate

f

for fragments F, weigbted by

overlap lengtb. For every dovetail-chain branching 8 in G, tbere is an f-consistent
lengtb-preserving layout £ sucb tbat

len(£)

= IIFII - lap(8) ,

assuming even error distribution and transitive approximate matching at rate

Proof.

Let B be a dovetail-chain branching over G. Using

t

f.

to denote the

identity map on lntervals, the layout induced by an arborescence A of B is,

£B = {

if B is the root of A,
warp(A,B) if (A,B) is in A.
I

£A

0

(4.1)

This recurrence is well-defined, and may be evaluated top-down over A.
Recurrence (4.1) gives a contig for A. To see this, note that for every edge (A,B)
of A, warp(A,B) assigns B an interval that overlaps with A. By induction, the ensemble of intervals for A overlap contiguously. Note also that the inverse £il exists.
Both

Z-1

and warp~~B) are well-defined, so by induction,

equal to warp("1.B) 0

£i/

is well-defined and

C-i.

The complete layout £ is the ensemble of contigs for the arborescences of B.
While the root of every arborescence is laid out from position 1, it is understood
that two fragments overlap in a layout only if their intervals intersect and they are
from the same arborescence.
Layout £ preserves length. To demonstrate this, we only need to verify that the
lengths of overhanging suffixes are preserved for fragments along the dovetail-chain,
as these are the only ones with non-empty overhang. Clearly the length of the root
of an arborescence is preserved by z. For a fragment B with dovetail edge (A,B)
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in 8, recall that outside an alignment,

Warp(A,B)

preserves the length of intervals.

By i:cduction, £A does not distort intervals beyond the right end of A. Since jut(B)
is exactly the portion of B mapped beyond the end of A, put(B)1 =

I£i

l

(jut (B) )

I,

which means £ is length-preserving.
Moreover, the suffix of B corresp~nding to jut(B) has length IBI-lap(A,B).
Since any layout

£ has length LFe.1' ljut(F)I, this implies 1£1 =

IIFII-lap(8).

Finally, to see £ is f-consistent, consider any two fragments A and B whose
intervals intersect in [x,y]. We must show (A 0 CAl )[x,y] ~ (B 0 Cil )[x,y].
Since A and B overlap, they are from the same contig, so they are in the same
arborescence of 8. This means they have a nearest common ancestor X. 5 Since
8 is dovetail-chain, the paths relating X to A and X to B have, without loss of
generality, the form X =>. A and X

~.

Y =>. B, where =>. is a possibly empty

path of containment edges, and ..... is a possibly empty path of dovetail edges. As
X contains A and Y contains B, by the properties of our warp function overlap [x,y]
must be contained in both C(X) and C(Y). Thus, it suffices to show that the
substrings corresponding to interval [x,y] approximately match within rate f for
fragments X and A, X and Y, and Y and Bj transltivity of approximate matching
will imply that (A 0 CAl )(~,!ll ~ (B 0

ei/ )[x,y1. We show this for pairs of fragments

related by paths of containment edges, or paths of dovetail edges.
So, suppose for two arbitrary fragments X and Y related by X .... • Y in 8, that

C(X) n C(Y) ;2 [a,b]. We show (X 0 C'xt )[a,b] ~ (Y 0 Cyl )[a,b], by induction on the
number of edges in X

~·Y.

If X ~. Y consists of zero or one edge, certainly (X 0 ext )[a,b] ~ (Y 0 £yl )[a,b],

as G consists of approximate matches at rate f. In general, Jet the path X

~.

Y

begin with X ~. Z, and end in Z .... Y. As X .... • Y and [a,b] S; C(X) n C(Y),
we know by the properties of our warp function that [a,b] S; C(Z). Thus, we may
(; A common ancestor of nodes tI and w is a node of which tI and ware descendants. The nearest
common ancestor of tI and w is a node u such that (i) u is a common ancestor of tI and w, and
(ii) no proper descendant of u is a common ancestor of v and w.
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assume by induction that

Since alignment (Z,Y) is within rate

(Y 0 .cy1 )[a,b] ~ (Z 0
-

(Z
(Z

waI'p(Z,Y) 0

0 warp(Z,Y) 0
0

E,

we have

.cy1 )[a,b]
warp(Z~y) 0 .cZ )[a,bj

(definition of .cyl

)

l

.cZ )[a,b].

By transitivity of approximate matching at rate
Thus

(even error distribution)
l

E,

(X 0 .cXl )[a,b] ~ (Y 0 .cyl)[a,b].

.c is f-consistent for fragments related by dovetail chains.

An identical argument shows C is f-consistent along paths of containment edges.

By the earlier decomposition of paths in dovetail-chain branchings, this implies Cis
f-consistent.

0

In Section 4.3.3 we give an algorithm for computing a layout from a branching by
evaluating recurrence (4.1). Rete we note that while the relation given from layouts
to branchings is one-to-one up to the choice of Tepresentatives from the interval
equivalence classes, the relation from branchings to layouts given by equation (4.1) is
many-to-one. For example, the arborescences {A -+ B, A -+ C} and {A -+ B, B -+ C}
induce the same contig if Wat'P(A.C) = warp(A.B) 0 warp(B,C,.s This will be significant
in Chapter 5 when we give an algorithm for generating branchings.
'With the relation between branchings and layouts established, our objective
becomes the following.

Definition 4.2
(BRANCHING)

The Maximum Weight Dovetail-Chain Branching Problem

is, given a directed graph (V,E) with edge weight function w, where

edges are classified as dovetails or containments, find a dovetail-chain branching B ~. E maximizing w(B).
6Note, however, that only one of these arborescences is dovetail-chain.
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An algorithm for BRANCHmG yields an algorithm for LAYOUT. Our reduction is
summarized in the following theorem.
Theorem 4.3

Let G be a complete overlap graph on

represent longest overlaps at rate

f.

fragme~ts

F, whose edges

With G weighted by overlap length, an algo-

rithm for BRANCHING solves LAYOUT for F at error rate

f,

assuming even error

distribution and transitive approximate matching.

Proof.

Let 8* be a maximum weight dovetail-chain branching over G. Call

the edge weights of G for which 8* is optimal, laPG' By Lemma 4.4, 8* yields
an f-consistent length-preserving layout C of length IIFII- laPG(8*}. As IIFII is
a constant for any given graph,

.c

is a shortest layout among those induced by

dovetail-chain branchings over G. To prove the theorem, we must show there is no
f-consistent length-preserving layout shorter than C.
Consider a shortest f-consistent length-preserving layout C* for F. By Lemma
4.3, C* yields a dovetail-chain branching 8 over G, and for every edge (A,B) of 8,

there is an alignment of A and B within rate f. Let us call the overlap length of
this alignment, laP.c.{A,B). With these alignments, C* has length IIFII-Iap.c.(8}.
Since G contains longest overlaps within rate

f,

laPG(A,B} ~ lap.c. (A,B) for

every (A,B) E B. In addition, 8* is optimal for weights laPG' Thus

which implies,

o
The following is immediate from Theorems 4.3 and 4.1.
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Fig.4.8 Non-dovetail-chain branchings do not necessarily induce consistent layouts. (a) Branching {A - B, A - C} is a dovetail conflict, and induces an inconsistellt layout when z #; y.
(b) Branching {A => B, B - C} is a containment conflict, which induces an incon~istent layout
under the same conditions.

Corollary 4.1
ing at rate

f.

most a factor

Assume even error distribution and transitive approximate match-

An algorithm for

BRANCHING

yields a 1~( -feasible reconstruction at

1:( longer than a shortest f.-feasible reconstruction.

0

The relevance of the dovetail-chain property to the reduction may be unclear,
since under recurrence (4.. 1) any branching induces a layout. The point is that
unless the branching is dovetail-chain, the layout is not necessarily consistent. We
give two illustrations in Figure 4.8. In part (a) we have four distinct strings, v, w,
x, y, and we form three sequences, A

= v·w, B

= w·x, and C

= w·y.

A, B,
and C overlap in A .... B and A .... C, a dovetail conflict. This is a branching, which
through equation (4.1) gives a layout, but since x
In part (b), A

#- y, the layout is not consistent.

= v·w·x, B = v·w, and C = w·y. The overlaps are A=>B and B .... C,

which induce an inconsistent layout, due to a containment c.onftlct.
4.3.2 Approximate layouts
Our correspondence between layouts and branchings yields approximation results
for

LAYOUT

and

RECONSTRUCT.

75
Theorem 4.4

An a-approximation algoritbm for BRANCHING is an

a-approximation algoritbm for

LAYOUT,

assuming even error distribution and tran-

sitive approximate matching. Approximation is witb respect to the overlap measure,
Proof.

By Lemma 4.3, any consistent length-preserving layout of overlap i

gives a dovetail-chain branching of weight I.. By Lemma 4.4, any dovetail-chain
branching of weight w gives a consistent length-preserving layout of overlap w. The
result follows.

0

The following is immediate from Theorems 4.4 and 4.2.
Corollary 4.2

An a-approximation algoritbm for

(l-f)a-approximation algorithm for

RECONSTRUCT,

tion and transitive approximate matchiIJg a.t rate

f.

BRANCHING

yields a

assuming even error distribu-

Approximation is with respect

to the overlap measure.

0

Chapter 6 develops an interesting algorithm that can approximate BRANCHING
on unoriented overlap graphs to within a factor of

i.

It turns out that the natural

and fast greedy algorithm is also an approximation algorithm for BRANCHING, and
it achieves a factor of~. The greedy algorithm for BRANCHING starts with the empty
branching, and repeatedly adds an edge of maximum weight that maintains the
feasibility of the dovetail-chain branching. An edge maintains feasibility if it does
not create a cycle, cause a vertex to have in-degree two, create a dovetail conflict,
or create a containment conflict. The greedy algorithm was analyzed by Tarhio
and Ukkonen (1988) and Turner (1989) for a variant of BRANCHING that arises
with perfect data,1' Turner (1989) in addition analyzed other non-greedy algorithms
similar to what we consider in Chapter 6.

Theorem 4.5

Tbe greedy algorithm is a ~-approximation algorithm for

7The variant is essentially the Longest Path Problem, for which see Garey and Johnson (1979),
page 213.
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BRANCHING. S

Proof.

Certainly the greedy algorithm can be implemented to run in polynomial

time. We must show, for any directed graph G and edge weight function w, that if

B· is a maximum weight dovetail-chain branching and B is a greedy dovetail-chain
branching, then w(B) ~ i w(B·).
Consider the edges of B* that are eliminated by the selection of an edge by the
greedy algorithm. To be precise, let elim( e)

~

B* be the set of edges feasible before

the selection of e E B, but not after. Note that {elim(e)lee8 is a partition of B·,
and that by the definition of the greedy algorithm, w(f) =::; w(e) for any f E elim(e).
We show that for all e E B, lelim(e)1 =::; 3.
Selecting (v, w) eliminates,
(i) any edge entering w,
(ii) any edge from a descendant of w to an ancestor of v in the current

branching,

(iii) if it is a dovetail edge, any other dovetail leaving v,
(i\') if it is a dovetail edge, any containment entering v, and
(v) if it is a containment, any dovetail leaving w.
Cases (i) and (ii) ensure the selected edges form a branching, while (iii) through (v)
maintain the dovetail-chain property. Every edge eliminated by (v,w) is covered by
one of the five cases, and each case applies to at most one edge of B·. Furthermore,
only three of the five cases apply for any (v,w). (It may appear that (i) through (iv)
can hold simultaneously, but in fact (ii) and (iv) are mutually exclusive.) Thus, any
greedy edge eliminates at most three edges of the optimal solution. We have,
w(S·)

= Ew(elim(e»
ee8

=::; E3w(e) = 3w(8),
ee8

8We credit the form of our argument to Turner (1989). As Tarhio and Ukkonen (1988) point
out, the result is similar to Jenkyns (1979), who appears to be the first to prove that the greedy
algorithm for the Longest Path Problem achieves . a factor of!.
3
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Fig. 4.9 A graph for which greedy achieves a ratio of only
All edges are dovetails of unit
weight. Choosing edge Z-1I, greedy achieves weight 1, while path tI-1I-Z-W has weight 3.

which gives the theorem.

D

We remark that for general graphs, the bound of Theorem 4.5 is tight, as shown
by Figure 4.9. Corollary 4.2 allows us to translate this into an approximation result
for RECONSTRUCT.
Corollary 4.3

The greedy algorithm for BRANCHING is a l;(-approximation

algorithm for RECONSTRUCT, assuming even error distribution and transitive approximate matching at rate E. Approximation is with respect to the overlap measure.
D

\Vhile the bound of Theorem 4.5 is tight for general graphs, in Corollary 4.3 we
are applying the greedy algorithm not to arbitrary graphs, but to overlap graphs,
whose weights have additional structure. Tarhio and Ukkonen (1988) and Turner (1989) were able to show that for perfect data, the greedy algorithm gives a
reconstruction with worst-case overlap ratio of ~, which is also tight. Their result,
however, does not apply to the case of nonzero error rate. We conjecture that greedy
does approximate RECONSTRUCT within a factor of ~(1 - feE»~, where feE) -.0 as
E -.

O.

4.3.3

Induced layouts

Our algorithm of Chapter 5 for dovetail-chain branchings requires the determination
of layouts induced by branchings, and the branchings it considers are not always
dovetail-chain. \Ve now describe an algorithm for computing the layout induced by
an arbitrary branching.

78
Recall that the layout induced by a branching is a collection of contigs induced
by arborescences. The equation for the contig induced by an arborescence A is,
£B

= {

,

if B is the root of A,
£A 0 Warp(A.B) if (A,B) is in A.

If the path in A from the root to B is (Bo, B l , · · · , BIc), we have,

Writing [x] as an abbreviation for interval [x,x], the warp function for alignment
(A,B) has the form

It.[x] + (3, x e [a,b];
warp(A.B) [x]

for constants

It,

=

{

[x] + ,,/,

x < aj

[x] + 6,

x > b.

(4.2)

P, 7, and 6. Interval Ia,b] is the portion of the domain over which

warp(A.B) scales an interval; it corresponds to the substring of B which (A,B) as a
whole aligns to A. Constants 1 and 6 are a-a and b-b, where [a,b] = warp(A.B)[a,b].
Equation (4.2) makes clear that with

It,

(3, ,,/,6, a, and b in hand, warp(A.B)[X,y] can

be evaluated in 0(1) time. Note that outside [a,b], warp(A.B) is a simple translation.

A simple layout algorithm visits A in any order, and for a node labelled A with
path (Ao, Al ,···, Ale) from the root, computes £(A) by mapping [l,IAI1 through
warp(AJo-l. Alr) down to warp(Ao.Al)' For a tree of V nodes this takes time proportional
to the internal path length, which is 0(V2).
We can do better by traversing A in preorder and computing a little more information at a node. When we visit node A, we not only compute and store £(A),
but also cover(A)

= Uo<i<1e £(Ai), where (A o, Al , " ' , Ale) is the path from the root

to A.
To determine £(A), we compute £A[1] and £A[lAI]. In general, computing £A[X]
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involves evaluating [xil

= Warp(Ai,Ai+)Xi+1] for 0 !5 i

< Ie,

where [Xk] = [x] and

[xo] = .cA[X], The functions Warp(Ai,Ai+1) are accessed by walking up the tree from
A. In contrast to the simple algorithm, this walk is termina.ted for i

> 0 once Xi is

a.t least IAil and the right endpoint of l(Ai) is at least as great as the right endpoint
of cover(Ai). Early termination is possible because the remaining w&rp(Ai,Aj+l) for
j

< i simply translate [xil, and the net translation is exactly the position of the

right endpoint of .c(Ai) minus IAil.
To determine cover(A), we simply form the union of .c(A)

=

£(Ak) and

cover(Ak_l), the cover of its parent. With leA) in hand, this is an 0(1) time
operation.
The time for this version is proportional to the number of edges traversed while
walking up the tree "from a node. This is bounded by the coverage depth H of the
layout, which is the maximum number of fragments that mutually overlap in the
layout. The total time spent 1S then O(H K). In practice, H is a small constant (see
Section 8.2.3), so this is really O(K).
We note that an alternative is to compute an explicit representation of Ls for
each fragment B from the map lA of its parent. The function Warp(A,B) can be represented by two intervals, namely [a,b] and {a,b] = warp'A.B)Ia,b] of equation (4.2),
since

0,

(3, 1('" 1b can be recovered from them. Every composition of two warp

functions gives rise to at most two more intervals in this representation. However,
composing warp(A,B) with .cA to compute £s can rescale O(H) intervals in the representation of .c A , where H is the coverage depth. Since updating the representation
at B to perform the rescaling takes O(H) time, this is no faster than the version
above.

4.4

Comparing theory to practice

We remark that the algorithm we use in practice differs from that implicit in Corollaries 4.1 and 4.2 in four respects.
First, between a pair of fragments we do not choose an overlap of greatest length,
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but an overlap of greatest likelihood. While longest overlaps are necessary for achieving a shortest reconstruction, they are poor for recovering the true overlaps between
a pair of fragments. A longest overlap will introduce mismatches to extend an
alignment as far as possible while remaining within the error rate.
Second, edges are weighted not by overlap length, but by likelihood. For zero
error rate, these measures coincide, but for nonzero error rate, the likelihood measure
favors overlaps with less error. Consider two fragments that overlap in the graph
with the same prefix of A. Since both overlaps will have the same length, neither
one is better than the other under the overlap length measure. Likelihood, however,
will give greater weight to the overlap with less error, assuming both have the same
number of matches. When inferring a consensus sequence, this makes.a difference.
An interesting consequence of weighting edges by likelihood is that a maximum
weight branching may be viewed as a most likely reconstruction. If we consider each
edge t,o be an independent probabilistic event, a branching is a collection of independent events. 9 The joint probability of a configuration represented by a branching
is then the product of the probabilities of the edges in the branching. To find a
least random configuration we can minimize the logarithm of the joint probability,
",;hich is a sum of logarithms of overlap probabilities, or maximize a sum of overlap
likelihoods. A branching 0{ maximum weight maximizes this sum.
Third, our overlap graphs are not complete graphs, since we cull edges of low
weight. Admittedly, removing these edges can prevent finding a shortest reconstruction, but it affords a significant speedup in practice. Our algorithms are sensitive
to the density of an overlap graph, and culling reduces the number of edges from

0(1,1='12) to 0(1,1='1).10
Fourth, we do not determine a reconstructed sequence by identifying overhanging
suffixes and concatenating them. We solve a multiple sequence alignment problem,
as discussed in Chapter 7.
9This is a simplification, as edges that share a common substring of a fragment are not independent.
lOSee Section 8.2.3 of Chapter 8.
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While Theorems 4.1 through 4.4 do not apply directly to our implementation, it is
reassuring that a slight variant of the algorithm we use delivers good reconstructions
even in the worst-case.

4.5

Regarding our assumptions

Our analysis has relied on the assumptions of even error distribution and transitive
approximate matching. We now argue that the first assumption is necessary for the
validity of our model, and that the second assumption holds with high probability.
Our formulation of sequence reconstruction takes as input a collection' of sequences F and an error rate

E.

Parameter

E

captures the dependence of error on

the length of a fragment: a fragment of length n is permitted
rule,

E

E' n

errors. In this

is independent of n, and implicit in this independence is that the error rate

is constant along a fragment. For consider the consequence of allowing E·n errors in
a fragment, while allowing these errors to be unevenly distributed. Take one long
fragment S' that covers a sequence S, and many short fragments F1 , ••• , Fk that
partition S. If error is unevenly clistributed, the many errors permitted in S' can
cluster, so some of the alignments between the Fi and S' are allowed to be very
poor. However, if S' is split into fragments F{, ... ,Fk the same length as the Fj,
no

F! can contain many errors.

Thus all alignments between the Fi and the F! must

be relatively good. Clearly this sensitivity to fragment length is not intended.
If the error rate cannot be modelled as a constant along a fragment, our formu-

lation should include a function that specifies the error rate in terms of position.
For instance, error in sequences read from electrophoresis gels is not uniform. As
explained in Section 1.1.2, the error rate tends to increase along the length of a
fragment. For such data, however, the error rate we use is the maximum rate at
the end of a fragment, which is around 1 to 5%. For this choice of E, error is evenly
distributed.
Second, we assert that if the error rate is small and overlaps are long, then with
high probability approximate matching is transitive. An overlap with many matches
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and few errors is an unlikely event.l l So a match A ~ B is probably not due to
chance, but occurs because there is & portion S of the underlying sequence such that
A ~:::::o S and S o:::::c B.12 H there is another fragment 0 such that B ~ 0, then with
high probability 0 c:::::o S. This implies A ~ 0, which means approximate matching
is transitive.
We also point out that, without this assumption, any algorithm that forms a
reconstruction by overlapping fragments a pair at a time will form a reconstruction
with an arbitrarily poor error rate. For without transitivity of approximate matching, error can accumulate; a configuration of k fragments in the worst-case can have
a cummulative error rate of (k-l)I~C.13 To avoid this, a reconstruction algorithm
will have to ensure the mutual proximity of every pair of fragments overlapping in
a layout. Yet proximity over pairs of fragments, triples of fragments, and so on for
any fixed-size subproblem, is insufficient to guarantee mutual proximity. Moreover,
it is no longer possible to build a shortest layout from shortest 8ubconfigurations,
as we did when building a graph of longest overlaps, since an optimal layout may
be forced to use suboptimal configurations to ensure mutual proximity. This suggests sequence reconstruction would have to be approached as a multiple sequence
alignment problem from the start.
To summarize,_ given an overlap graph G over fragments F at rate E, we can find a
reconstruction for F, feasible at rate I~C' by computing a dovetail-chain branching
over G. A maximum weight branching yields a reconstruction that is at most a
factor I:C longer than the shortest. A branching of weight within a factor a of
optimal yields a reconstruction of overlap within a factor (l-E)a of the maximum.

11 As mentioned in Section 2.1, the overlap probability decays like (~)O(n-dlog(nld» for n matches
and d errors.
12 S can be a repeat.
13This bound follows from Properties 4.1 and 4.2.
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CHAPTER 5

LAYOUTS FROM BRANCHINGS

In Chapter 4 we saw that dovetail-chain branchings represent reconstructions, and
that in essence a branching of maximum weight represents a reconstruction of shortest length. This chapter describes our first approach to dovetail-chain branchings.
Computing a maximum weight dovetail-chain branching is NP-complete. This
is implicit in what we have shown, since we proved the maximum weight dovetailchain branching problem solves sequence reconstruction without error, which is NPcomplete.
Given that a polynomial-time algorithm is unlikely, how can we find a maximum
weight dovetail-chain branching in practice? Our strategy is to relax the dovetailchain constraint. We can compute a maximum weight branching, which may not be
dovetail-chain, in polynomial time. Moreover, branchings can be produced in-order
of decreasing weight. So, we generate branchings in order of weight, until finding
one satisfying the dovetail-chain constraint; the first one we find is a dovetail-chain
branching of maximum weight. Our premise is that for fragments at a low error
rate from a sequence with few repeats, few branchings have to be generated.
It should be emphasized, however, that this approach requires exponential time

in the worst-case. Figure 5.1 gives a simple example where the maximum dovetail-
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~n.
2

Fig. 5.1 A graph for which a maximum weight dovetail-chain branching has exponential rank. All
edges are dovetails, 110 a dovetail-chain branching has just one edge, and is preceded by O(2n) nondovetail-chain branchings of greater weight.

chain branching has a rank that is exponential in the number of vertices.1 Since
a biologist may be unwilling to wait an exponential number of iterations, we place
a limit on the number of branchings generated.2

F~r

each branching generated we

invoke a procedure that greedily repairs any conflicts it may have. This procedure
produces a dovetail-chain branching through local transformations that eliminate
forbidden subgraphs. Of the branchings generated, the repaired branching of maximum weight is returned as a solution. As the limit on iterations is a constant and
greedy repair is efficient, a dovetail-chain branching is delivered in polynomial time.
Biologists often have additional conditions on a solution, besides length of reconstruction, that are difficult to capture formally. In such circumstances it is desirable
to see not one solution, but several solutions, from which the truly best may be
chosen. We show alternate layouts are easily computed and that our approach can
accomodate various constraints.
In the next four sections we present our algorithm for computing a dovetailchain branching; Section 5.5 describes how alternate solutions are found. We then
conclude by explaining why an approach based on branchings necessitated separating
orientation from layout.
IThough see Section 5.2 for techniques to deal with such graphs.
now there are two criteria for termination: either a branching is generated that is dovetailchain, or the number of iterations has exceeded our limit.
2S0
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5.1 Generating branchings
Efficient algorithms are known for maximum weight branchings anJ for generating branchings by decreasing weight. A maximum weight branching over a graph
of E edges and V vertices can be computed in O(E + V log V) time and O( E + V)
space, as shown by Gabow, Galil, Spencer and Tarjan (1986).3 The K branchings of
greatest weight can be generated in O(K E Jog V) time and O(K + E + V) space, as
shown by Camerini, Fratta and Maffioli (1980). Our method of generating branchings, while similar to that of Camerini, Fratta, and Maffioli, has some unusual
differences. These differences are due to our particular application, namely, generating branchings to find one that is dovetail-chain and of maximum weight, and
allow us to generate K branchings in O(K(E + V log V)) time.
5.1.1

Forming constrajnts

Suppose we have computed a maximum weight branching, and it is not dovetailchain. Such a branching contains a forbidden subgraph: either a pair of dovetail

f leaving a common vertex, or a containment edge
dovetail edge f. In either case, we say e conflicts with f.

edges e and

Certainly a dovetail-chain branching B

B contains (1) neither e nor f, (2)

~

e followed by a

E cannot contain both e and f. Either

f but not

e, or (3) e but not

f. These three

conditions can be expressed as the two disjoint conditions,
(i) B S; E - {e} or,

(ii) B S; E - {J} and {e}

~

B.

In the first case, we can continue by seMching for a maximum weight branching
over graph (V, E - {e}). In the second case, where e = (v,w) is part of the solution,
we can remove all out-edges from v, all in-edges to w, merge v and w into a single
vertex to obtain (V',E'), and then continue by searching graph (V',E'-{f}) noting
3This algorithm is optimal, but see Tarjan (1977) and Camerini, Fratta and Mamoli (1979) for
an O(E log V) time algorithm better suited for implementation.
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that e is part of the solution. Solving both problems recursively and choosing the
solution of greater weight, we will find a maximum weight dovetail-chain branching
for the original problem. Since both problems are of smaller size, we have made
progress. Since together they partition the solution space, they yield a solution to
our original problem.
Refining one of our two subproblems, we arrive at three problems, then four
problems, five problems, and so on. In general, at any point in branching generation we have a collection of subproblems that partition the space of dovetail-chain
branchings. Each subproblem is represented by an in-set of edges that a dovetailchain branching must contain for the subproblem, and an out-set of edges that a
solution must not contain. We also associate with each subproblem the weight of the
heaviest branching satisfying the in- and out-constraints. This weight is an upper
bound on the value of a solution to the subproblem.
An iteration of the generator involves finding a subproblem 'P of greatest upper
bound and computing a maximum weight branching 8 meeting 'P's constraints. If
B is dovetail-chain, it is an optimal solution to the original problem, so we halt. (8

has weight as great as any solution to a subproblem.) If 8 is not dovetail-chain, a pair
of conflicti~g edges {e, f}

~

8 is located, and 'P is split into two subproblems. Let I

and 0 be the in- and out-sets for 'P. One subproblem receives constraints I and 0 U
{e}, the other, constraints I U {e} and 0 U

{fl. This follows a general technique

of Lawler (1972) for generating next-best solutions to combinatorial optimization
problems.
The resulting collection of problems is conveniently represented by a computation
tree. Each node in the tree contains an in-list and an out-list, along with the weight
of the heaviest branching meeting these edge constraints. Internal nodes have two
children, which refine their parent's subproblem. Leaves encode the current partition
of the solution space. A heap of leaves prioritized by weight allows us to find a
subproblem of greatest upper bound by extracting a leaf of maximum priority.
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5.1.2 Computing constrained branchings
We find a branching of maximum weight meeting our in- and out-set constraints
by transforming the problem into one without constraints. This transformation has
two steps.
First, instead of solving a branching problem, we solve a rooted spanning arborescence problem. A rooted spanning arborescence is a branching where every vertex
other than a specified root has an incoming edge. We reduce the maximum weight
branching problem to the maximum weight rooted spanning arborescence problem
by (1) adding an artificial root to the graph, and (2) adding edges of zero weight
from the root to every vertex in the original graph. Choosing an edge from the root
to vertex v in a rooted spanning arborescence means no in-edge to v is chosen in the
corresponding branching. We remark that the branchings algorithms of Camerini,
Fratta and Maffioli (1980) and Gabow, Galil, Spencer and Tarjan (1986) actually
compute maximum weight rooted spanning arborescences.
In the second step of the transformation we remove the edge constraints. Every
edge in the out-set is removed from the rooted graph, and for each edge (v,w) in the
in-set, all edges of the form (x,w) are removed, where x is not equal to v. Clearly
the set of unconstrained arborescences over the resulting graph is the same as the
set of constrained arborescences over the original rooted graph.4
5.1.3 Time and space
The method we have outlined can be implemented efficiently in terms of the number
of iterations and the size of the original graph. Each branching generated requires at
most three constrained branching computations, two heap insertions, and one heap
extraction. One branching computation is for recovering the branching that meets
the upper bound for the extracted subproblem, and the other two are for bounding
the weight of its children when they are inserted into the heap.
4Note that if the in- and out-sets intersect for a given problem, it has no solution. Such a
problem is not placed on the heap of leaves.
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Each maximum weight branching computation .involves reducing the constrained
branching problem to an unconstrained arborescence problem. The reduction takes
O(V) time, and computing a maximum weight rooted spanning arborescence takes
O( E

+ V log V) time.

We can bound the time for heap operations as follows. The heap contains leaves
of the computation tree; these leaves partition the space of dovetail-chain branchings.
Each leaf contains an in-set of edges, and these in-sets must be distinct if the leaves
form a partition. This means the total number of leaves is at most 2E , which bounds
the size of the heap. A heap insertion or extraction takes time logarithmic in the
heap size, so the time per iteration for heap operations is O(log 2E) = O(E).
Combining this with the above, the total time per iteration is O(E + V log V).
Generating K branchings takes O(K(E + V log V» time.
Space is required for the constrained branchings algorithm, the computation tree,
and the heap. Computing a branching takes O(E + V) space. The heap uses constant space per leaf, or O(K) space in all. The computation tree appears to require
O(K E) space-it has O(K) nodes, each with an in- and out-set of size O(E)-but

we can reduce this to constant space per node using an idea of Gabow (1977).
The in- and out-sets of a left child 1 in the computation tree may be obtained
from its parent p by (1) adding one edge e to p's out-set, to form l's out-set, and
(2) copying p's in-set. Sets for a right child r may be obtained from its parent p
and left brother 1 by (1) adding one edge

f

to p's out-set, to form r's out-set, and

(2) adding I's edge e to p's in-set, to form r's in-set. This being the case, instead of
storing two edge lists at a node, we can store pointers to (i) its parent, (ii) its left
brother (if it has one), and (iii) the edge it adds to its parent's out-set. Following
these pointers back to the root, we can recover the in- and out-sets for a node in
O(E) time using just O(K) space for the tree.

With this representation, generating K branchings takes O(K + E

+V) space.
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5.2 Accelerating convergence
We now present two optimizations that accelerate convergence to a dovetail-chain
branching. The first concerns edge conflicts.
Before computing a branching for a problem with in-set 1 and out-set 0, we add
to 0 all edges in the graph that conflict with an edge of 1. Certainly this is correct,
as no dovetail-chain branching for the problem can contain any of these edges. All

edges conflicting with a set can be computed in O(E + V) time. In the example of
Figure 5.1, this reduces the number of branchings generated from 0(2n) to 0(n).5
The second optimization addresses an inherent redundancy in branching generation. We generate branchings as a means of generating layouts, but because the
relation from branchings to layouts is many-to-one, several generated branchings can
result in the same layout. Factoring out this redundancy requires a modification of
the computation tree data structure and a more careful method of identifying edge
conflicts.
We capture the set of edges in all branchings that induce the same layout as
a branching B, by the closure of B.6 Informally, this set contains all edges in the
graph that overlap fragments in the same relative position as B. Formally, let us
write X

eY

for (X -Y) u (Y -X), the symmetric difference of sets X and Y. In

the notation of Chapter 4, the closure of a branching B inducing layout C in overlap
graph G is the set 7
closure(B)

IC(B)

e

= { (A,B) e G

:

lCA 0 warp(A.B)](B)1

+

IC(A)

e

lCB

0

warp<:t~B)](A)1

$

flAI + flBI} .

5 Also note that for this example, n represents the Dumber of repeats of a given substring, not
the dovetail out-degree of a fragment. If the n fragments are not all from repeats, they must share
overlaps, which reduces the number of branchings generated.
6We call it a closure because it is similar to the transitive closure of the containment and
dovetail relationships in a branching, restricted to edges in the overlap graph.
7In this definition it is understood that (A,B) is in the closure only when A and B are in the
same arborescence of B.
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In words, we measure the difference between the placement of A and B in layout 1:,
and alignment (A,B). H this difference can be explained by the error rate, (A,B) is
in the closure.s Given a branching we can compute its closure in O(E + V) time, as
determining the layout takes O(V) time, after which testing an edge for membership
takes 0(1) time.
Removing (A,B) from a branching and replacing it with (:c,B) from the closure
gives in essence the same layout. This is exactly what we want to avoid. Formally,
let the kin of an edge (A,B), with respect to branching B and graph G, be the set
kin8(A,B)

= {(:c,B) E G : x#A} n closure(B U {(A,B)}).

\Ve form kin8(A,B) only when B U {(A,B)} is a branching, so that the closure is
well-defined. The kin of (A,B) can be computed in O(V) time, as determining the
layout takes O(V) time, and we only need to examine edges that enter B and agree
with the layout, of which there can be at most V.
Before computing a branching for a problem 'P with in-set I and out-set 0, that
adds (A,B) to the out-set of its parent, we augment 0 with kinr(A,B). We know
(A,B) was removed from the branching of 'P's parent (which contained set 1) be-

cause it created a conflict; adding kinr(A,B) to 0 prevents the selection of another
edge that places B in the same position. Note that obtaining 0 involves recovering the out-set of 'P's parent, which requires computing another kin-set, which
involves another out-set, and so on up the tree. Computing all kin-sets could take
O(KV) time.

To retain the O(E) time-complexity for recovering in- and out-sets, we modify
the computation tree. A node now stores, along with edge e that it adds to its
parent's out-set, a kin-list for e. This list contains kinr(e) - 0, where I is the in-set
for the node and 0 is the out-set for its parent.
To recover an out-set for ~ node, we follow its pointers back to the root, copying
edge e and the kin-list of the nodes visited. We recover in-sets as before. So,
8Th is assumes £, is length-preserving.
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recovering in- and out-sets now takes time O(E). When creating a node, we recover
its in-set I, its parent's out-set 0, compute kinl(e), and store kinl(e) - 0, all in
time O(E + V). Thus this optimization does not increase the time complexity of
branching generation.
Unfortunately the space complexity increases to O(KV) in the worst-case, as the
tree has O(K) nodes and each kin-list can have O(V) edges. In practice, however,
kin-sets have size 0(1) as the in-degree of a vertex is bounded by a constant (see
Section 8.2.3). We call such graphs sparse. For sparse graphs the space for all kinlists is O(K), so the space complexity of branching generation does not increase in
practice.

5.3

Resolving conflicts

\\Then incorporating these optimizations we must be careful, since a representative
branching is being chosen for a layout. Consider two branchings, 8 1

= {A .....

B, A ..... C} and 8 2 = {A ..... B, B ..... C}, that induce the same layout. Only 8 2 is
dovetail-chain. If the representative that is generated is 8 1 , a consistent layout will
be rejected.
Consequently, it no longer suffices to test whether or not a branching 8 is
dovetail-chain. We must ask whether there is a dovetail-chain branching

8

over

B exists, we say it resolves
If no B exists, the conflict we

the graph that induces the same layout as 8. If such a
the conflicts in 8. In this case we return

B, and halt. 9

use to generate subproblems must be one that cannot be resolved. We now present
a procedure for identifying irresolvable edge conflicts; as a side effect, it will find a
resolved branching B when one exists.
Given a branching 8 with conflicts, we compute its layout £, and closure C. Over
9In general we cannot claim that w(B) = weB), 80 B may not be a maximum weight dovetailchain branching. However, in the absence of error, the overlaps in Bmust be as long as the overlaps
in 8, so in fact w(B) ~ weB). Thus for low error rates it is reasonable to assume the weight of B is
close to the weight of B. In such a situation, B cannot be far from optimal, and is certainly worth
reporting; Section 5.5 will discuss how to generate alternates.
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the containment edges in C, we compute a maximum weight branching

81 ,

Every

fragment that is contained by an edge of 81 is removed from consideration. The
remaining fragments are roots of 8h and we sort them within contigs by increasing
left endpoint in £'. For consecutive pairs of fragments A,B we look for a dovetail A-.

B in C. Call the set of dovetails that are found, 82' If no dovetail exists for
some pair of fragments, B contains an irresolvable conflict. Otherwise, resolved
branching 8 =

81 U 82 is returned.

Note 8 is dovetail-chain.

This procedure is correct, as one can show that a contained fragment in £, must
have a containment in-edge in

8, and the remaining fragments must be related by

a chain of dovetails in C. This chain is unique, as two distinct chains through the
same set of fyagments would create a dovetail cycle, which is impossible for a given
layout. Thus if there is a dovetail-chain branching in the graph that yields the given
layout, our procedure will find it. Moreover, the resolved branching is unique up to
containment edges. By using containments of maximum weight, the procedure finds
an optimal resolved branching.
If a dovetail chain is not found, what pair of edges in B forms an irresolvable

conflict? Certainly the first consecutive pair A,B with no dovetail A -. B in C is
the source of a conflict in B. Dependjng on whether one fragment is a descendant
of the other, there are two cases.
Suppose without loss of generality B is a descendant of A, and let P be the path
from A to B in B. Since B is not contained in C, P must end in a dovetail edge e.
Since A and B are adjacent in the layout and (A,B) ¢ C, P must begin with a
containment f. We choose for our conflicting pair {e, f}. It is irresolvable, as there
is no edge (A,B).
Now suppose neither A nor B is a descendant of the other. Let P be the path
from their common ancestor to A, and Q be the path from this ancestor to B. Since

A and B are not contained in C, both P and Q must end in a dovetail edge. Let
these final edges be e and

f. Since (A,B) ¢ C, this pair is again an irresolvable

conflict.
In both cases, the conflicting pair can be located in O(V) time by walking up B.
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Determining layout t, takes time O(V), and forming closure C takes time O(E).
Sorting the fragment intervals by left endpoint takes O(V log V) time. Verifying
the dovetail chain takes O(E) time. Hence we can find a resolved branching, or
an irresolvable conflict, in O( E + V log V) time, which is within the complexity of
branching generation.
Before moving to the next section, we review how the closure optimizations and
conflict resolution are incorporated into our generator.
An iteration consists of removing a problem of greatest upper bound from the
heap, recovering the branching meeting the bound, and splitting the problem into
two subproblems. To recover a branching, we determine its in- and out-sets and
compute a maximum weight branching meeting the constraints. To determine its
sets we walk up the computation tree, collecting an in-set I and an out-set O. We
augment 0 with the kin-sets encountered during the walk, and all edges conflicting
with I. The recovered branching is tested for irresolvable edge conflicts. If none
exist, an equivalent dovetail-chain branching is returned, and we halt. Otherwise,
an irresolvable conflict is identified, two subproblems are placed in the heap, and
we iterate.
A dovetail-chain branching is delivered in O(K(E + V log V)) time, where K is
the number of iterations. Space is O(KV + E) worst-case, and O(K + E + V) for
sparse graphs.

5.4

Repairing irresolvable conflicts

On every iteration that fails to produce a dovetail-chain branching, conflicts in
the generated branching B are repaired by a greedy procedure to give a dovetailchain branching

8.

Of these repaired branchings, one of maximum weight over all

iterations is retained. In the event the generator exceeds the limit on iterations, we
return a maximum weight repaired branching.
To repair a non-dovetail-chain branching B, we locate its forbidden subgraphs,
and remove their edges. Note the resulting branching

8 is

dovetail-chain. Edges
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8 are ordered by decreasing weight, and Considered for inclusion in 8. If
including an edge in 8 preserves the branching property and the dovetail-chain
in E -

property, it is added and B is updated. After all edges have been considered, 8 is
returned.
Locating and removing the forbidden subgraphs of B takes O(V) time. Sorting
the edges in E -

B takes O(E log E) time, which is O(E log V).

Testing an edge for

the dovetail-chain property can be done in 0(1) time by maintaining two boolean
variables for each fragment. One variable records whether the fragment has a containment in-edge in 8, and the other records whether it has a dovetail out-edge.
Including containment A => B preserves the dovetail-chain property if and only if

B has no dovetail out-edge, while including dovetail A -+ B preserves the dovetailchain property if and only if A has no dovetail out-edge and no containment in-edge.
Including (A,B) preserves the branching property if and only if B has no in-edge
and (A,B) does not create a cycle. Since (A,B) forms a cycle if and only if A and B
are members of the same arborescence, we can test for cycle creation in essentially
contant time by maintaining a partition of fragments into arborescences with disjoint sets (see Tarjan (1983), Chapter 2). This means the dominant step is sorting
the edges. Hence greedy repair can be

perf~rmed

in O(E log V) time worst-case.

Interestingly, it is asymptotically more expensive to greedily repair a branching
than to compute one of maximum weight. This is in the worst-case, however. For the
sparse graphs of practice, E = O(V). The time for greedy repair is then O(V log V),
which is within the complexity of computing a branching.
Finally, we note the analysis in Chapter 4 of the greedy dovetail-chain branching
algorithm shows it achieves overlap at least

lit of optimal.

Our greedy repair proce-

dure is really just the greedy branching algorithm started from a partial branching.
In a sense it is partially greedy, since the initial branching is obtained by a global
optimization. Nevertheless, we do not know how to extend the analysis of Chapter 4 to such an algorithm. Indeed, the two algorithms are incomparable in a strict
sense, since as Figure 5.2 shows, there are instances for which the completely greedy
algorithm outperforms the partially greedy algorithm, and vice versa. Even so, we
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Fig. 5.2 The partially greedy and completely greedy dovetail-chain branching algorithms are
strictly incomparable. (a) A graph for which partially greedy achieves weight 4, while completely
greedy achieves weight 3. (b) A graph for which partially greedy achieves weight 8, while completely
greedy achieves weight 9. All edges are dovetails.

suspect the partially greedy algorithm does achieve the worst-case performance ratio of the completely greedy algorithm. Moreover, the weight of the last maximum
weight branching generated is an tipper bound on the weight of an optimal dovetailchain branching. If we do terminate without finding an optimal solution, we can
report how far from optimal our solution is. This is not possibly with a purely
greedy strategy.

5.5

Producing alternates

Just a shortest reconstruction may not be all the biologist wanted; there can be
additional criteria that are difficult to formalize or incorporate into an algorithm.
The biologist may have a rough idea of the length of the solution, or know that a
section of the reconstruction arranging repeats is not WIrect. In short the biologist
may demand an alternate solution, and may wish to specify additional constraints.
5.5.1

Strongly independent alternates

A natural approach to finding alternates is to generate branchings until the next-best
layout is found. This has at least two drawbacks.
Next-best layouts are usually nninteresting, since a generator that outputs layouts by order of length will by definition make the least possible change to produce
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the next solution. To give an example, suppose fragments in separate contigs have
several consistent arrangements. A generator will output the product of all arrangements, while a user scanning output prefers to see solutions that differ appreciably.
Second, to guarantee the alternate layout is distinct, the generator must iterate
until the next dovetail-chain branching is found, which may require an exponential
number of iterations. While we were able to reach an acceptable solution after a fixed
number of iterations by greedily repairing branchings, greedy repair of subsequent
branchings may repeatedly give the same layout.
Our approach exploits the notion of closure to guarantee distinct alternates.
Notice that if closures C1 and C2 of two branchings differ, their layouts must differ.
Requiring in addition that C1

~

C2 and C2

~

C1 ensures one layout is not contained

in the other. II two branchings have closures that meet this requirement, we say
they are weakly independent. A collection of branchings is weakly independent if
every pair is.
There can be many weakly independent branchings of an overlap graph. In
fact, at worst

(l!t2J) = O(2E /VE)

of them. 10 Moreover, most will induce layouts

that combine sublayouts alTeady seen. A stronger notion of independence is the
following. Suppose the closures of the first n branchings are C1 ,C2 , ••• ,Cn' We say
the nth branching is strongly independent of the first n-l branchings, if

This guarantees every branching induces some configuration not seen before. While
we do not know how to produce strongly independent branchings on-line in order
of weight, there are at most E of them, so we can afford to generate them all, and
sort them.
So, to generate an alternate layout, we find the heaviest edge in the graph not in
the union of the closures of all previous dovetail-chain branchings. We then invoke
lOThis bound is from Sperner's theorem on the maximum number of incomparable subsets. See
Bollobas (1986), page 10.

97
our generator with the constraint that it produce a branching containing the chosen
edge e. This simply involves adding e to the in-set of the root of the computation
tree, and forcing greedy repair to retain e.
Generating A alternates takes O(Elog V

+ A(E + V»

time on top of branching

generation. Before computing any alternates we form a sorted list of edges in the
graph. As each alternate is produced, we compute its closure, and remove the closure
edges from our list. To produce the next alternate, we seed the branching generator
with the edge at the head of the list. Sorting the edges takes O(E log V) time, and
computing the closure and updating the list takes O(E + V) time for each alternate.
Producing all A alternates in order requires an additional O(AlogA) =
O(E log V) sort, and can take O(AV) additional space to store the branchings.

The space can be reduced to O(A + V) = O(E + V) at a cost of doubling the time,
by storing only the A seed edges, and regenerating an alternate from its seed after
their order has been determined.
In short, we can generate A strongly independent alternates off-line in order
of weight in O(AK(E + V log V)

+ ElogV) time and O(K + E + V) space, where

[{ is the maximum number of branchings examined for an alternate.

5.5.2

User-constrained alternates

We can also produce alternates from constraints provided by the user. Biologists
sometimes know the order in which a subset of the fragments should overlap, say
from a directed sequencing method. Othertimes they may know that a configuration
of fragments is incorrect, and wish to prevent it from occurring again. Or, they may
want to freeze a portion of the layout that they know is correct. We can express
each situation with in- and out-sets of edges.
When the order of some fragments is known, we retain in the graph only those
edges that can be consistent' with the ordering. All inconsistent edges are placed
in an out-set. It should be understood this can fail to enforce a partial order. For
example, if A should precede B but nothing is known about C, we cannot rule out
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c -+ A and B -+ C individually, yet together they form a path placing A after B.
When a total order on some fragments is known and no fragments are allowed
in-between, we can enforce the order by placing a dovetail-chain in our in-set.
On the other hand, while the order for the layout may not be known, the biologist
may know that what was given is incorrect. Here we envision the user selecting a
portion of a contig in a generated layout, and asking that the fragments selected be
completely rearranged. In this case we would compute a closure from the sublayout,
and place these edges in our out-set. Note this constraint is very severe, as no pair
of fragments in the sublayout would be in the same relative position in an alternate.
Finally, if the user wishes to freeze a sublayout, we can use our.conflict resolution
procedure of Section 5.3 to determine a branching inducing just the sublayout, and
place these edges in the in-set.

5.6

Why was separating orientation necessary?

Before leaving this chapter, we close by explaining why our present approach, based
on maximum weight branchings, necessitated separating fragment orientation from
layout. Certainly this is undesirable, since solving them separately does not guarantee an optimal solution to the combined problem.
Our method for solving fragment layout has been to find a maximum weight
dovetail-chain branching. As this is NP-complete, our strategy has been to solve
a relaxation-such as finding just a maximum weight branching-and by solving a
set of relaxations, find a solution to the full problem. This worked because we chose
a relaxation that is polynomial-time solvable.
An important point to keep in mind is that we solved our relaxation over an
oriented overlap graph. We now show that the polynomial-time solvability of our
branchings relaxation hinges on this fact.
Consider finding a branching without first fixing an orientation, in other words,
finding a branching over an unoriented overlap graph. This means, find a collection
of edges without cycles such that every vertex has at most one in-edge. In an
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unoriented graph edges come in pairs, so choosing A -+ B is equivalent to choosing

Ii -+ A, and choosjng 0 => D is equivalent to choosing C => D.

This coupling of

edges implies that if we consider subgraph {A -+ B, A -+ O} for our branching, we are
equivalently considering {B -+ A,

C-+ A}, which violates the in-degree constraint

at vertex A. Hence, any branching in an unoriented graph cannot contain a dovetail
conflict.
Similarly, if we consider subgraph {A => B, B -+ O} for our branching, this is
equivalent to

{A => B, C -+ B},

which violates the in-degree constraint at

B.

Hence a branching in an unoriented graph cannot possess a containment conflict.
Thus any feasible branching over an unoriented overlap graph is necessarily
dovetail-chain. This means that solving the maximum weight branching problem in
an unoriented graph is just as hard as solving the full maximum weight dovetailchain branching problem. So in the context of an unoriented graph, our branchings
relaxation is just as hard as the full problem, which is NP-complete. Our branchings
approach cannot make progress.
In the next chapter we will see that by choosing a different relaxation-relaxing
the acyclicity constraint instead of the dovetail-chain constraint-we can make
progress. This new relaxation gives rise to an approach based on maximum weight
rnatchings, and allows us to solve fragment layout while considering all possible
orientations.
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CHAPT·ER 6

LAYOUTS FROM MATCHINGS

In Chapter 4 we saw that by solving LAYOUT we can find reconstructions that are
feasible at. roughly twice the input error rate and are essentially as short as possible.
In turn,

LAYOUT

could be solved by finding a dovetail-chain branching of maximum

weight in an overlap graph. Our development up to now has separated fragment
orientation and layout sinceoul' branchings approach l'equire.d it. This first approach
computed layouts by relaxing the dovetail-chain constraint; our second approach,
based on matchings, retains the dovetail-chain constraint but relaxes acyclicity. As
we will see, this allows us to compute layouts without having fixed an orientation.

6.1 The unoriented dovetail-chain branching problem
Recall from Chapter 3 that an unoriented overlap graph has two vertices for every
fragment, one for A and one for

A, and if we decide to overlap the end of A with

fragment B, there are two possibilities: eit.her A dovetails to B, or A dovetails to

B.

The unoriented graph contains two edges for an overlap such as A dovetails to B:
one is A - t B and the other is

B - t A. This double representation of fragments and

overlaps means pairs of vertices and edges are linked. It is this linking of vertices
and edges that makes computing an optimal layout over an unoriented graph more
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Fig.6.1 An unoriented dovetail-chain branching.

difficult.
In Chapter 4 we saw that layouts correspond to dovetail-chain branchings. Computing a layout with fragment orientation unknown corresponds to finding a dovetailchain branching in an unoriented overlap graph. We call such a branching an unoriented dovetail-chain branching. Figure 6.1 gives an example. Notice that in an
un oriented graph, a branching is accompanied by its mirror-image.
While unoriented overlap graphs make the profusion of choices introduced by unknown orientation explicit, they make the formalization of unoriented dovetail-chain
branchings awkward. To simplify our model, we capture the implicit dependencies
among edges and vertices by defining a new graph where a fragment is represented
by a single vertex, and an overlap by a single edge. We call this a deoriented graph,
as its vertices no longer have an orientation. The relative orientation of fragments
will be encoded in edges.
Given an unoriented graph G, we construct a deoriented graph
fragment A, which is represented by vertices labelled A and

g as follows.

A

A in G, is represented

by a single vertex A in g. An overlap between fragments A and B, represented by
two edges in G, is represented by one edge (A,B) in g.
\Vhereas directed graphs could represent the possibilities for overlapping oriented
fragments, we need an expanded notion of edge direction in g. Table 6.1 lists the
four types of dovetail overlaps, along with their directions. We call these four types
a left edge, a right edge, an up edge, and a down edge. \Ve express edge direction with
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Type

Em

A Eout(B)
A--B down edge between A and B BE out(A)
A E out(B)
A--B up edge between A and B
BE inCA)
A E in(B)

two adjacency functions: in and out. Formally, iIlQ and outg for a graph g = (V,e)
are functions from V to

2V.l

For example, if A-- B is a right edge in g, we say

B E outo(A) and A E iIlQ(B).2 We define the in-degree of a vertex A in g, written
indego(A), to be \ino(A)I. Similarly, the out-degree of A, written outdeg(A), is
\out(A)\. The relevant property of edge direction is that if a dovetail edge in G
enters A (leaves

A), the corresponding edge of g contributes to the in-degree of A.

If a dovetail edge leaves A (enters

A), it contributes to the out-degree of A.

The four types of containment edges are listed in Table 6.2. They all form selfloops in g, and we call them right loops and left loops. Here the relevant property is,
if a containment edge in G enters A or

A, the corresponding edge of g contributes

to both the in-degree and out-degree of A. Notice that in the event A is contained
by Band

B, A

has two self-loops: a right loop A~::> A and a left loop A -cP<= A.

They are considered distinct. Similarly, A:f::> A and A~::> A are distinct. Due to
multiple self-loops,

g is a multigraph.

With this understanding, there is a one-ta-one

correspondence between overlaps in G and edges in g. Corresponding edges have
the same weight.
Lastly, we say a set of edges in

g forms

a cycle if the corresponding edges of

G form a directed cycle. For example, A -- B -- C -- A is a cycle because it
IThough technically inCA) and out(A) are multisets.
2We have designed our notation so that edge direction can be read from the edge symbol. For
example, an edge boeginning with A- contributes to inCA), while an edge beginning with Acontributes to out(,Aj.
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Tlble 6.2
Containment edge types in a deoriented graph.
Type II Symbol I Name

I Direction

A:>B

B::t'=>B

right loop on B from A

A e ineB)
A e outeB)

A<=B

A ::~"CI=> A

right loop on A from B

B~.A~B

left loop on B from .A

Be inCA)
Be out (A)
A e ineB)
A e out(B)

A.J'~A

left loop on A from B

A:>lf
A<=lf
A:>lf
A:>B

A<=lf
A<=B

Be inCA)
Be out(A)

corresponds to A--.B--. G --.A. Set {B::f=>B,C./=>C,A~=>A} is also a cycle, since

A => B => C => A is a cycle. However, A -- B -- C-- A is not; it corresponds to
the path A --. B --. G--. A.
The reason for defining degree and cycle in this manner is that a set of edges in g
corresponds to an un oriented dovetail-chain branching if and only if the set contains
no cycles and every vertex in g has in-degree and out-degree at most one. We give
an informal proof using a characterization of unoriented dovetail-chain branchings
in terms of forbidden and permitted subgraphs.
Figure 6.2 lists all forbidden vertex-subgraphs for an unoriented dovetail-chain
branching over G, along with their corresponding in-

an~

out-degrees in g. The

first six subgraphs violate the in-degree constraint on a branching, and the last four
violate the dovetail-chain constraint. Note that in each case, the corresponding
vertex of

g has

in-degree or out-degree exceeding one. Requiring the vertices of

g

to have in- and out-degree at most one excludes all forbidden subgraphs. This may,
however, exclude too many graphs.
Figure 6.3 gives the general form of a permitted vertex-subgraph for an unoriented dovetail-chain branching. Note that in each case, the in- and out-degree of
the corresponding vertex of g. does not exceed one. Thus, our degree constraints for
a deoriented graph exclude just the forbidden subgraphs.
In short, a set of edges in g that has in- and out-degree at most one and does

104

F()J'"/:n°clden sub.9~ph
A

)Of

~1'''~~f~hdll?J d4jr.c.
incJej $( IA) :: 2

DKtd~t& (/A) :: 2
A

Zo:

,""Je~q; (IA) ::: 2

iYla.eg G (IA) ::

2.

/",d~e (IA) = 2

A

)C' :

olC/-de,g G (tA):: 2
oj,A.fcle.g~ (IA):: 2
il'l(jeSG (IA) = 2.

t>/'(td::J(G ( IA) :: Z
Inde!J~ (IA) :: 2

Fig. 6.2

Forbidden vertex subgrapbs of an unoriented dovetail-chain branching.
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Fig. 6.3 Permitted vertex subgraphs of an unoriented dovetail-chain branching.

not form cycles corresponds to an un oriented dovetail-chain branching in G. We
take this as our definition of the problem.

Definition 6.1
lem

The Unoriented Maximum Weight Dovetail-Chain Branching Prob-

(UNORIENTED BRANCHING)

is, given a deoriented graph (V,£) with edge weight

function w, find a subset B ~ £ of maximum weight w(8) inducing an edge subgraph

9 = (V,8) such that
(i) for all

V

E V, in.degQ(v) $ 1,

(ii) for all

V

E V, outdegQ(v) $ 1, and

(iii) 8 is acyclic.
Given a solution 8 to UNORIENTED BRANCHING we can easily assign an orientation to the fragments. Map 8 into the unoriented graph to obtain the corresponding
branching and its mirror-image. Select one arborescence in each mirror-image pair,
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and disregard the other. This fixes the orientation of every fragment. A reasonable
choice is to select the arborescence having a majority of fragments in the forward
orientation, which can be done in linear time.
To summarize, an algorithm for

UNORIENTED BRANCHING

solves

BRANCHING

without a. fixed orientation, hence LAYOUT with fragment orientation unknown. The
next section develops an approximation algorithm for

UNORIENTED BRANCHING,

and in Section 6.3, we design an exact algorithm that exploits this approximation
to obtain an optimal solution.

6.2 An approximation algorithm
UNORIENTED BRANCHING

is NP-complete. This can be seen directly by consider-

ing a deoriented graph of left and right edges, for which

UNORIENTED BRANCHING

is equivalent to the NP-complete Longest Path Problem. 3 Our strategy for approximating

UNORIENTED BRANCHING

is as follows. Using nonbipartite matchings

we solve an easier version that relaxes acyclicity. The relaxed solution may contain cycles; it is made feasible by breaking them. This approach is nearly identical
to that discovered by Turner (1989) for the case of known orientation and perfect
data. 4 Remarkably, the reduction to matchings can in addition encode all possible
orientations.
6.2.1

Reduction to matchings

A matching of an undirected graph is a collection of edges no two of which touch
a common vertex. In other words, a matching is an edge subgraph whose vertices have degree at most one. Matchings of maximum total edge weight can be
3See Garey and Johnson (1979) page 213 for the Longest Path Problem.
4'With perfect data, containments can be ignored; with orientation known, a deoriented graph
only has left and right edges. UN ORIENTED BRANCHING without &cyclicity is then equivalent to the
Assignment Problem, which can be solved by a reduction to bipartite matchings (see Lawler (1976),
page 183). As Turner (1989) shows, this yields a provably good approximation. The same result
can be found in Moran, Newman and Wolfstahl (1990).
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found in O(V(E + V log V)) time for bipartite and nonbipartite graphs, though the
algorithm for nonbipartite graphs is considerably more complicated.s We reduce
VNORIENTED BRANCHING

without the acyclicity constraint to a maximum weight

matching problem as follows.
Given a deoriented graph g, we construct an undirected graph G'. A vertex A
of 9 is mapped into two vertices in G'. We call them AiD and Aout:

A ......... Ain
A ......... Aout.
An edge (v,w) of 9 is mapped to an edge {v',w'} in G' as follows:

A--B .........
A--B .........
A-.. . B
A--B 1--+
~

A~~A
A~~A

{Bin,A out }
{Ain,Bout}
{AOUhBout}
{Ain,Bin}

......... {Aout,Ain}
......... {Aout,Ain} .

Due to the presence of left and right loops in g, G' is a multigraph. With this
understanding, there is a one-to-one correspondence between edges of 9 and G'.
Corresponding edges have equal weight.
Note G' is in general not bipartite. 6 In the absence of up and down edges however
(which are due to unknown orientation), G' is bipartite, with one class being the
in-vertices and the other the out-vertices.
The effect of this construction is that an edge of 9 contributes to the in-degree
II A graph is bipartite if its vertices can be partitioned into two classes X and Y such that
every edge joins a vertex in class X to a vertex in class Y. Fredman and Tarjan (1987) give
an O(V(E + V log V» time algorithm for maximum weight matchings in bipartite graphs, and
Gabow (1990) proves the same bound can be achieved for nonbipartite graphs. For a general
O(EV log V) time algorithm better suited for implementation, see Galil, Micali and Gabow (1986).
6 A graph is not bipartite if it contains an odd.length cycle. The configuration .A -- B -- C-.A for example, is mapped into {Aout,Bin}, {Bin,Cin}, {Cin,Aout }, a cycle of length three.
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of A if and only if the corresponding edge of G' touches AiD. Similarly, an edge
contributes to the out-degree of A if and only if the corresponding edge touches
Aout • In a matching, each vertex is touched by at most one edge. Thus a maximum
weight matching over G' gives a maximum weight edge subset of g where every
vertex has in- and out-degree at most one. This is a solution to
BRANCHING

UNORIENTED

without the acyclicity constraint.

To recap, we have taken the problem of finding a maximum weight dovetailchain branching over an unoriented graph G, and by allowing cycles, reduced it to
the problem of computing a maximum weight matching over an undirected graph

G'. We are left with the problem of eliminating cycles.
6.2.2

Breaking cycles

Before describing our method for breaking cycles, we work out the structure of
solutions to

UN ORIENTED BRANCHING

with acyclicity relaxed.

Suppose we have a solution S in the deoriented graph g that satisfies the in- and
out-degree constraints, but violates acyclicity. What is the corresponding structure
of S in the unoriented graph G? First, we observe that every vertex A or

A in G

has at most one in-edge. (A vertex may have more than one out-edge, however, due
to containment edges.) Note that a collection of edges with in-degree at most one
may contain cycles, but all cycles must be vertex-disjoint. This means a weaklyconnected component in such a collection can contain only one cycle.
Second, we observe that by construction S has no dovetail or containment conflicts. This limits where a dovetail edge can occur. If a weakly-connected component
of S does not contain a cycle, it is an arborescence, and its dovetails form a path
from the root. On the other hand, if a weakly-connected component that contains a
cycle also contains a dovetail edge, the cycle must consist only of dovetail edges, and
all dovetail edges in the component must lie on the cycle. The following structure
emerges.
Observation 6.1

A solution to UNORIENTED BRANCHING with acycJicity relaxed
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Fig. 6.4 A dovetail-chain pseudobranching.

is the disjoint union of a branching 8 of containment edges with a collection 'P of
disjoint paths and cycles. The paths and cycles 01'P touch S only at the roots, and
each path or cycle consists exclusively of dovetail or containment edges.
Let us call a collection of edges where every vertex has at most one in-edge a
pseudobranching. In a pseudobranching, we call a weakly-connected component that
contains a cycle, a pseudoarborescence. 7 Let us say a pseudobranching is dovetailchain if its dovetail edges either {ann paths starting at vertices of in-degree zero,
or form closed cycles. s In this terminology, our solution S is a pseudobranching.
Observation 6.1 is simply that S is dovetail-chain; Figure 6.4 provides an illustration.
To satisfy acyclicity then, we could simply break each cycle of 8 by throwing
out a. least weight edge. We may be able to do better, however.
Given a solution S = 8 1 to UNORIENTED BRANCHING over g = gl with acyclicity
relaxed, delete a least weight edge from every cycle of 8 1 , This transforms 8 1 , a
maximum weight dovetail-chain pseudobranching, into a dovetail-chain branching
8 1 • Further remove from gl any edge whose addition to 8 1 violates the in- or out-·
degree constraints, or creates a cycle. Form a new graph

g2

by shrinking every

arborescence of 131 to a supervertex,and treat the remaining edges' as superedges
between the supervertices of

g2'

Superedges in

gl,

have the same weight as the

corresponding edges in gl.
Recursing on

g2

produces another pseudobranching 8 2 • Breaking the cycles of

7The terms pseudobranching and pseudoarborescence are analogous to the terms pseudoforest
and pseudotree for undirected graphs. A pseudotree is a tree plus an edge, and a pseudoforest is a
collection of trees and pseudotrees.
8Note this generalizes the definition of Chapter 4.
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$2

by deleting least weight edges creates a branching B2 • Removing edges conflicting

g3, over which we
Eventually a graph g" must be reached

with B2 and shrinking its arborescences creates a smaller graph
compute a pseudobranching $3, and so on.
for which $" contains no cycles.
The edges of 8

g" could be a single vertex.

= Us" Bi are an approximation to UNORIENTED BRANCHING.

(Bl is an unoriented dovetail-chain branching, and we have added edges only if they

preserve the degree constraints and do not form cycles, so

8 is also an unoriented

dovetail-chain branching.) We call this the patching algorithm as it forms a solution
by patching cycles together, and we call one recursive iteration, a stage.
\'file can bound the time per stage as follows. A stage involves

(1) constructing the reduction to matchings,
(2) computing a maximum weight matching,
(3) recovering the pseudobranching,
(4) breaking cycles,
(5) shrinking arborescences, and
(6) deleting conflicting edges.
All but (2) can be performed in O(V + E) time for a deoriented graph of V vertices
and E edges. Thus the time per stage is dominated by the time to compute a
matchhlg, which is O(V(E + V log V)).
We can bound the number of stages as follows. Each stage shrinks the graph by
contracting along branching edges; so in the absence of isolated vertices, a stage at
least halves the number of vertices. A vertex with no incident edges in the shrunken
graph after conflicting edges are deleted can be thrown out. Any isolated vertex that
survives will either be joined to a supervertex in the next stage or will be thrown
out then, so the presence of isolated vertices can add at most one additional stage.
Thus the total number of stages is O('og V}.
This gives a worst-case time complexity of O(V(E + V log V) log V). The survey
of Karp and Steele (1985) shows the expected number of components in a random
pseudobranching over n nodes is bounded by Hn , the nth harmonic number, which
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is O(log n). If this applies, the expected number of stages is O(log- V), which makes
the overhead for recursive patching negligible.9
We remark that if we are going to break a cycle by adding at most two edgesan in-edge and an out-edge-we might consider how to do this optimally. The
algorithm above always removes a least weight edge from a cycle, and adds an inand out-edge to the resulting path if possible. It might be better, however, to retain
the least weight edge and break the cycle at different locations, as this may permit
two edges of greater weight to be added. Such a strategy might weight a superedge
e

= (v,w)

with the weight of e in the expanded graph, minus the weight of the

edge in supervertex v thrown out by e and the weight of the edge in w thrown
out bye. Unfortunately, superedges cannot be weighted independently like this.
Edges (u,v) and (v,w) may throw out the same edge in v, in which case the weight
of the eliminated edge would be counted twice. Remedying this by computing
a maximum weight matching where pairs of edges are considered simultaneously
appears intractable. (It is similar to Three-Dimensional Matching, for which see
Garey and Johnson (1979), page 50). Section 6.3 presents a conceptually simpler
method that guarantees an optimal solution. Moreover, as we see in the next section,
simple patching is already quite good.
6.2.3 Quality of the approximation
As the following theorem shows, the patching algorithm delivers an approximation
guaranteed to be close to optimal.
Theorem 6.1

The patching algorithm is an a-approximation algorithm for

UN ORIENTED BRANCHING with a

Proof.

= l.

In the worst-case the graph provides no edges with which to patch

cycles, so it suffices to consider one stage.
9The function log-n is the minimum number of logarithms such that log log ... log n !5; 1.
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Let S· be an optimal solution to UNORIENTED, BRANCHING, and S be the maximum weight dovetail-chain pseudobranching extracted from the matching. The
patching algorithm returns B = S - {ei}, where {Ci} are the cycles of Sand ei is a
least weight edge of Ci. H we denote by B the branching S - {C,}, we have

weB)

-

weB)

+ ~(W(Ci)
,

~

weB)

+

~

weB)

+ ~2W(Ci)
,

~

~ (W(B) + It W(Ci»)

w(ei»)

lt W(Ci)(l- I~il)
1

(6.1)
(6.2)

1
- 2 w(S) .
Inequality (6.1) follows from w(eiHCi~ ~ w(C,), and inequality (6.2) from

IC,I ~ 2.

Since S is obtained from a relaxation of UNORIENTED BRANCHING, w(S) ~
w(S*). Thus w(S) ~ ~ w(S·).

0

The bound of Theorem 6.1 cannot be improved. As Figure 6.5 shows, there
are instances for which patching achieves

l.

By poorly resolving ties, the patching

algorithm may output A -- 8, which has weight one, though C -- 8 -- A has
weight two. Note from the proof of Theorem 6.1, however, that patching achieves

! only when (1) every edge of the pseudobranching is in a cycle, (2) every edge in
a cycle has the same weight, and (3) every cycle is of length two. Each of these
contingencies is unlikely. In practice, we expect patching to perform much better
than ~.
An open question is whether UNORIENTED BRANCHING can be approximated
closer than

!.

While we do not know the answer, we can say that a polynomial-

time approximation scheme is unlikely.lo Results of Blum, Jiang, Li, Tromp and
10 A polynomial-time approximation scheme for a maximization problem is an algorithm that,
given any a < 1, computes an approximation within a factor a of optimal in polynomial time.
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Fig. 6.5 A worst-case instance for patching. All are left and right edges of unit weight.

Yannakakis (1991) imply UN ORIENTED BRANCHING is complete for a class of optimization problems defined in Papadimitriou and Yannakakis (1988). Every problem
in this class has a polynomial-time approximation scheme if UNORIENTED BRANCHING

does. This is considered unlikely, as the class includes such problems as maxi-

mum satisfiability, maximum cut, and independent set. Note that one strategy for
approximating UNORIENTED BRANCHING closer than ~ is to compute k-cycle-free
pseudobranchings, where a k-cycle is a cycle of length k. Such an algorithm would
achieve a bound of 1- t. Since this gives a polynomial-time approximation scheme,
it is likely that computing such a pseudobranching is NP-complete even for k fixed.
We close our discussion of the

appr~ximation

algorithm with a few general re-

marks. First, we note that in contrast to the greedy algorithm, the patching algorithm can report for each input how close the approximation is to the optimum.
After execution, both the initial pseudobranching B and the final approximation

B

are available. We can quote 8 is within 6 of optimal, where 6 is 1 - w(B)/w(8).
Second, we note that recent results on the Shortest Common Superstring Problem imply that for perfect data, the patching algorithm delivers a reconstruction
whose length is guaranteed to be close to the shortest, even with unknown orientation. The TGREEDY algorithm analyzed in Blum, Jiang, Li, Tromp and Yannakakis (1991) computes a superstring at most three times longer than the shortest,
and the patching algorithm can be shown to perform at least as well as TGREEDY.
This paper also contains the best known bound for the greedy algorithm, which
is four times the length of the' shortest. We caution, however, that these results
The running time may be exponential in 1/(1-0').
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rely heavily on special properties of exact string matching that do not hold in the
presence of error, though it may be possible to extend them by assuming even error
distribution and transitive approximate matching.
Finally, we note that if the unoriented overlap graph is acyclic, the patching
algorithm computes an optimal solution. (A sequence without approximate repeats
will form an acyclic overlap graph, though this is not a necessary condition.) The
same cannot be said for the greedy algorithm. A typical example in which greedy
fails involves three sequences A, B, 0 with overlap graph {A -. B, B ~ 0, A ~ O},
where A ~ 0 is longest.l l Greedy chooses A ~ 0, leaving B isolated, even when
A -+ B ~ 0 has twice the overlap. Interestingly, Tarhio

an~

Ukkonen (1988) prove

greedy is optimal for an acyclic overlap graph with perfect data. This shows how
sensitive such 'results can be.

6.3

•

An exact algorithm

We now develop an exact algorithm for

UN ORIENTED BRANCHING

using the branch

and bound technique. The algorithm parallels in many respects the exact algorithm
of Chapter 5.
Suppose we have computed a maximum weight, dovetail-chain pseudobranching
B over the deoriented graph (V,E) via our reduction to matchings. If B contains no

cycles, it is a solution to

UNORIENTED BRANCHING.

If B contains a cycle C, though

B is not a solution, we know any solution B- must eliminate at least one edge of C.

The patching algorithm of the previous section eliminated a minimum weight edge,
and we have seen this guarantees a good approximation. Our exact algorithm, to
guarantee optimality, will consider each edge of C for elimination.
If C contains n edges, n subproblems arjse, each specified by an edge eliminated

from C. To avoid redundant computation we want the solutions to the subproblems
to be distinct, and we achieve this by specifying additional edges which must be

=

=

=

=

11 An instance is A
aen , B gen - I t, C en - I tee with (
2~' n> 1. Then Jap(A,B)
lap(B,C) n, but lap(A,C) = n+1. Thus greedy fails for any (> O.

=

=
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present in a solution. This process of refining a problem on the basis of a cycle is
applied recursively, resulting in a hierarchy of subproblems, each specified by a set
of edges which must be in a solution, and a set of edges which must bl:: out. The
situation is identical to when we generated branchings. Once more we maintain a
computation tree whose nodes represent subproblems and are attributed with inand out-sets of edges. Certain features of the reduction to matchings, however,
permit us to simplify the approach in this context.
In general, suppose we have a maximum weight dovetail-chain pseudobranching

B that satisfies in-set I and out-set 0, but contains a cycle {ell C2, ••• ,·en}. We form
n subproblems, where subproblem i receives in-set Ii and out-set Oi. The solution

B; to subproblem i must satisfy

where the out-sets are given by
Oi=OU{Ci}, i=1,2, ... ,n,

(6.3)

and the in-sets by

(6.4)
(In the above, {CI, ... , Ci-tl is empty when i = 1.) The solution we seek is a

B; of

maximum weight. Note that the in- and out-sets partition the set of solutions to
the problem 1,0. Also note that if Ii intersects Oi, problem i has no solution. This
happens when part of the cycle lies in I.
The subproblems that arise involve the solution of a constrained pseudobranching
problem. Fortunately, in- and out-set constraints are easy to meet: we can remove
them by deleting edges from the graph. Given a graph G = (V,E), an in-set I and
an out-set 0, we form a subgraph G' = (V,E') where E' C E. Let us say edge e
com petes with edge f if e and

f contribute to the in-degree of the same vertex, or to
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the out-degree of the same vertex.12 Then E' contains every edge of E except any
member of 0 and any edge that competes with a member of I. It is straightforward
to show that 8 is a maximum weight dovetail-chain pseudobranching of G subject to

I S; 8

~

E - 0 if and only if 8 is a maximum weight dovetail-chain pseudobranching

of G'.
We now have a search procedure for UNORIENTED BRANCHING. Of course, the
size of the search tree is 0(2E) in the worst-case. To obtain a practical procedure,
we must keep the tree small and avoid exploring all of it. To keep the tree small,
we form subtrees from a carefully chosen cycle. To avoid exploring the entire tree,
we prune subtrees with lower and upper bounds on the weight of a solution. Once
we consider how to prune subtrees several factors come into play. Subtree pruning
is influenced by the order in which we search the tree, which in turn affects how we
compute the pseudobranchings for our bounds.
To present this material, we first describe how to form subtrees, as this determines the tree's overall structure. We go on to explain how subtrees can be
pruned, which introduces upper and lower bounds. Once subtree bounding is clear,
we discuss two strategies for searching the tree using these bounds, and settle on a
depth-first strategy. We then describe how to efficiently compute pseudobranchings
depth-first, and conclude with some general remarks.
6.3.1

Forming subtrees

Given a pseudobranching 8 containing cycles, we may choose any cycle of 8 to form
subproblems. To keep the search tree small, we suggest choosing the cycle that
forms the fewest immediate problems. Call an edge e in a cycle of 8 free if e is not a
member of the in-set for 8. Only free edges contribute subproblems, so we choose a
cycle with the least number of them. (This is better than picking the shortest cycle,
12For example, a right edge from A to B competes with an up edge between B and C, since both
contribute to the in-degree of B. On the other hand, a right edge from A to B does not compete
with a down edge between Band C, since the right edge contributes to the in-degree of B while
the down edge contributes to the out-degree.
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as a longer cycle may have fewer free edges.) Since cycles in pseudobranchings are
disjoint, the minimizing cycle can be found in time O(V) by a. simple depth-first
search.
Once we have chosen a cycle C, we may order its free edges

Cl, C2," •

,en

in

any manner, as the in- and out-sets Qf equations (6.3) and (6.4) do not require
adjacency among the

Ci.

Since subtrees will be eliminated on the tightness of our

upper and lower bounds, and our lower bound will be raised whenever we discover a.
better feasible solution, it is to our advantage to encounter feasible solutions of high
weight early in our search. We suggest ordering the edges by nondecreasing weight.
This breaks the cycle by removing edges of least weight first, on the assumption
that S is near-optimal. Sorting the free edges of C takes O(V log V) time.
6.3.2

Pruning subtrees

Given a collection of subproblems and an order in which to solve them, we skip a
problem whenever we determine it cannot give the optimum. This is detected as
follows.
Before executing the exact algorithm, we run our approximation algorithm to
obtain a good feasible solution

B.

Whenever our exact algorithm finds a feasible

solution by computing a maximum weight dovetail-chain pseudobranching Si for
subproblem i and discovering it has no cycles, we set

B

know the global solution S* must weigh as much as

B,

bound on w(S*), L

4-

S, if weB,) > weB). We

so we always have a lower

= weB}.

On the other hand, when we compute B, and discover it contains a cycle, we
know the solution Bt tG subproblem i has weight at most W(Bi). (This is because
B; is also a pseudobranching, and B, has maximum weight among pseudobranchings
for problem i.) Thus, we also have available an upper bound on weB;), U,

= w(B,}.

If Ui $ L we can safely ignore B; in our search for B*, and we do not explore subtree

i further.
In fact, anytime we compute a B, with cycles, we can use our patching algorithm
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to convert it into a feasible solution B~. Then if w(BH > w(B), we can set B 4- B~
immediately, raising our lower bound before encountering a pseudobranching without cycles. The recursive matchings needed by our patching algorithm, however,
cannot be efficiently computed within the incremental matchings approach we will
describe for the Bi. Furthermore, the extra computation may not give much improvement. We suspect the initial approximation for

B will often be optimal, and

the exact algorithm will essentially prove optimality.
6.3.3 Searching subtrees
There are two common strategies for exploring a search tree. Both advance a frontier
of unexplored nodes.
In what we call a breadth-first search, the frontier is maintained in a heap ranked
by upper bound, and the node of greatest upper bound is removed and explored next.
The search halts when the node removed from the heap corresponds to a feasible
solution. This is the strategy used by the branchings approach of Chapter 5.

In a depth-first search, children are ordered left to right, and the leftmost node on
the frontier is explored next. The search halts when all nodes have been explored.
This is the strategy we suggest for our matchings approach.
While breadth-first search has the advantage that it never visits more nodes than
a depth-first search and may visit less, its disadvantage is it requires space proportional to the size of the frontier,13 (In fact, a breadth-first search must construct the
explored search tree to parsimoniously represent the in- and out-sets.) This means
the working storage grows without bound as more subproblems are generated. In
our application, the limiting resource in finding an optimal solution is often not
time, but space. A depth-first search requires far less space, and as the next section
shows, far less time per node.
13 A breadth-first search visits fewer nodes because any node eliminated in a depth-first search
by applying upper and lower bounds would never have been explored in a breadth-first order. This
assumes there are no ties for best upper bound in the breadth-first search, and that lower and
upper bounding in the depth-first search is only on the basis of information obtained along the
path to the root.
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In a depth-first search, the search tree need not be constructed: a stack of
nodes on the path from the current node to the root is sufficient. In the node for
subproblem i we store the free edges of cycle C ~ Bi in sorted order, along with
the index of the current child. With this representation, we can recover the in- and
out-sets for the current node in time proportional to their size, by following the path
to the root and using equations (6.3) and (6.4). Since a cycle contains at most V
edges, each node on the stack takes space O(V) in the worst-case. As each node
adds at least one edge to the in- or out-set of its parent, we can crudely bound the
height of the stack by mint E, K}, where K is the number of nodes explored. Thus,
the working storage is O(V min{E, K}) worst-case. This is certainly O(V E), so the
space remains bounded as K grows without limit.
We expect our pseudobranchings to contain few cycles, most of them large, which
WO:.lld tend to gi,·e shallow, bushy search trees. As we noted earlier, the survey of
Karp and Steele (1985) shows that for a random pseudobranching the expected
number of cycles is asymptotically In V.

6.3.4

Com puting pseudobranchings

Since depth-first search visji,s the children of a node in order, successive problems
are similar. In fact, we can solve the consecutive ,pseudobranching problems incrementally, as follows. The constraints for a leftmost child differ from those of its
parent by the addition of one edge to its out-set. The constraints for any other child
i differ from those of its left brother i-I by

(1) the removal of edge

Ci-l

from its out-set,

(2) the addition of Ci-l to its in-set, and
(3) the addition of Ci to its

out~set.

Recall that in- and out-set constraints are enforced by deleting edges from the
graph. Operation (1) involves restoring an edge e to the graph, (2) involves removing
all edges competing with e, and (3) involves removing another edge

f. Having

computed a maximum weight matching for one pseudobranching, we can compute
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another after an arbitrary number of edges have been added or deleted at a single
vertex by executing one phase of Edmond's algorithm. (See, for

inst~ce,

Ball

and Derigs (1983).) A phase of Edmond's algorithm can be accomplished in time
OCE + V log V), as shown by Gabow (1990).14 Since operations (1) through (3) can

be achieved by adrung and deleting edges a.t three vertices, with three matching
updates we can find the maximum weight dovetail-chain pseudobranching for the
next brother in O(E + V log V) time.
Of course, to have the previous solution a.vailable for an update we must be able
to backtrack to the parent as well. Note, however, that the in- and out-sets of a
parent and its rightmost child differ by more than a constant number of edges. To
backtrack to a parent we can either
(a) save the state of the matching computation at the parent, and restore
it directly, or
(b) undo the updates that brought us from the parent to the rightmost child,
moving incrementally to the brother on the left and from the leftmost
child to the parent.
Option (a) computes a pseudobranching once and requires only O(V) time to restore
the state ofihe parent, but takes e(V) space as well to record the state of Edmond's
algorithm. IS The extra space could make (a) costly in practice. Option (b) computes
a pseudobranching at most three times: once when we enter a node from the left,
once when we return from its children, and once when we backtrack to its parent.
This takes no additional space, and is the option we recommend.
Moreover, (b) is not as redundant as it might appear. Even a breadth-first
search computes every pseudohranching twice: once when a node is placed in the
heap, and once when it is removed. Note also that if we visit nodes breadth-first by
upper bound, we cannot control the order in which subproblems are encountered, so
14But see GaIil, Micali and Gabow (1986) for a more practical algorithm that implements a
phase in time O(Elog V).
15We write fen)
9(g(n» if fen) O(g(n» and g(n) O(l(n».

=

=

=
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each matching problem must be solved from scratch. Computing a matching from
scratch takes O(V(E + V log V» time, a factor of V slower than depth-first search.
Lastly, we note it is possible to combine some of the advantages of breadth-first
search with those of a depth-first strategy. The principal advantage of a breadthfirst search is that it can halt with proof of optimality once a feasible solution is
generated. The principal advantage of a depth-first search is that it can navigate
the tree with just a stack of nodes. Suppose that instead of ordering children by the
weight of the edge they eliminate, we order them by upper bound. This can be done
by (1) arbitrarily ordering the free edges of the cycle to fix the in- and out-sets of the
children, (2) incrementally computing the pseudobranchings for the children, saving
only their weight, (3) sorting the children in order of decreasing pseudobranching
weight, and (4) exploring them in this order. (We now have two orders for the edges
in a cycle: one which gives the in- and out-constraints for a child, and one which
gives the order to vjsit t.hl1dren.) At a Dode on the stack we store (i) the free edges
of the cycle in some order, (ii) indices of the children in order of upper bound, and
(iii) the number of the current child. Notice that at each level of the tree, the upper
bound of the brother immediately to the right of the current child dominates the
upper bounds of all unexplored brothers at. that level. Call the right brother at each
leyel the uncle, great uncle, great great uncle, and so on, of the current node. The
maximum upper bound of these uncles, call it U, is the maximum upper bound of
all nodes on the frontier. When we explore a node, compute its pseudobranching,
and discover a feasible solution, we can halt as in breadth-first search if its weight
is at least U. We can keep track of U in constant time as we descend and backtrack
through the tree, or we can avoid maintaining U altogether: a feasible solution that
would cause us to halt will prune all remaining nodes on the frontier.
This hybrid strategy has the space complexity of depth-first search, but the time
complexity per node of a breadth-first search: when we move from the current child
to explore the next brother on the right, we may be forced to perform O(V) matching updates to apply the new constraints. Only practice can tell if the additional
computation is worthwhile. Our tactic of sorting the edges ill a cycle by increasing
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weight can be viewed as an inexpensive approximation of the hybrid strategy.
To summarize, the total time for the exact algorithm is O(V(E + V log V) log V)
plus O(K(E + V log V)) for a search tree of K nodes. The first term is the time
to compute the initial approximation and the second term is the time to solve the
search problems incrementally. The working space is O(V H) where H, the height of
the search tree, is bounded by min{K, E}. It is interesting that' the time complexity
per node is the same as for the branchings approach, even though matchings are
much more expensive to compute.
We conclude with a few general remarks. First, we note that the approach of
Chapter 5 was considerably complicated by efforts to avoid generating branchings
that induce the same layout. This was because branching generation progressed
by eliminating dovetail or containment conflicts, and conflicts could be resolved
in ways that produced an identical layout. Duplication of layouts was reduced
by augmenting nodes with kin-set constraints. In addition, some conflicts were
resolvable and others were not, and this had to be detected. These complications
are avoided by the matchings approach. Every position at which a dovetail cycle
is broken must produce a different order of the fragments, hence a different layout.
Furthermore, it may be acceptable in practice to eliminate containment cycles by
precomputing a maximum weight branching over containments in the unoriented
graph and removing any fragment contained in the branching, leaving resolution of
dovetail cycles to the exact algorithm.
Second, we note the matchings approach can generate alternate layouts and
accomodate layout constraints using the methods of Chapter 5. In the branchings
approach, alternates were computed by identifying the maximum weight edge of the
overlap graph not in the closures of the previous solutions. The next solution was
constrained to use this independent edge by adding it to the in-set at the root of
the computation tree. Layout constraints were applied by adding parts of solutions
to the in- or out-set of the root as well. Since our matchings approach also uses a
tree of in- and out-sets, the same technique works.
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Finally, we note the exact algorithm is very similar to branch-and-bound algorithms for the asymmetric Travelling Salesman Problem surveyed in Balas and
Toth (1985). This survey indicates that search trees of less than 100 nodes a.re
sufficient to solve to optimality travelling salesman problems on complete graphs of
250 vertices whose edge weights are chosen uniformly and independently from the
interval (0,1]. Part of this success can be explained by the tightness of the bounds:
the matchings relaxation gave a bound that

W~

99.6% of the length of a shortest

tour-and the percentage improved as the problem size increased. (In contrast, the
branchings relaxation was on average only 63% of the tour length.) Moreover, the
study found that if the average running time is in fact exponential in the number
of vertices n, it is very slow growing: a base between 1.007 and 1.037 to the nth
power. 16 This gives some reason to believe the exact algorithm could be feasible in
practice. \Vhile our graphs will contain 1,000 vertices for problems involving 500
fragments, they are extremely sparse and highly non-random (see Chapter 8). We
suspect their additional structure will make them even easier to solve than those in
the above study.

16 Actually, the average running time was modelled almost equally well by a polynomial of degree
1.4 to 4.4.
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CHAPTER 7

MULTIPLE SEQUENCE ALIGNMENT

A layout, by specifYlng how fragments overlap, establishes a correspondence between
fragment substrings. In Chapter 4 we saw that by concatenating selected substrings
we can form a reconstruction that under suitable assumptions is feasible at roughly
twice the input error rate.
In this chapter, we show how to refine a. Jayout into a multiple sequence alignment. This alignment will establish a correspondence between fragment characters,
and for each group of corresponding characters, we will vote on a consensus. By
concatenating these consensus characters we can recover a sequence whose error in
practice is far less than twice the .input rate.

7.1

The maximum weight trace problem

The layouts of Chapters 5 and 6 are specified by branchings of overlaps. Chapter 5
also introduced the closure of a brancbjng, which consists of all edges in the graph
that overlap fragments the same way as the induced layout. Each edge in the closure
aligns a pair of fragments, and the multiple sequence alignment we seek should agree
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(b)
Fig. 7.1 Pairwise alignments do not necessarily form a multialignment. (a) Three pairwise alignments of OJ a2a3a4, b1 b2hs6", and CIC2CSC4. Edges join matched characters. (b) The induced
connected components, which form a cycle under -<.

with these pairwise alignments. 1 Exact agreement, however, is not always possible.
We settle for a multiaJignment that is close to the pairwise alignments, and formalize
a notion of closeness as follows.
An edge in the closure that aligns A

= a1a2'"

am

and B

= b1b2 ••• bn may be

represented as a list of pairs of positions (il,it), (i 2,h), ... ,(ik,jk) where 1 ~ i l < i2 <
... < ik ~ m and 1 ~it <h < ... <jk ~n. Pair (i,j) matches characters ai and bj.
We treat. each pair as a constraint on our multiple sequence alignment, namely,
both characters must appear in the same column of the alignment. As shown in
Figure 7.1 part (a), it may not be possible to satisfy all the constraints induced
by a collection of pairwise alignments; we may have to settle for just a subset. To
discriminate among subsets we associate a weight with each constraint, such as
the similarity of the pair of characters, and seek a subset that is satisfiable and of
maximum total weight.
When exactly is a set of constraints satisfiable? To give a precise answer, we define an alignment graph (V, E,~) whose vertices V correspond to sequence characters
and whose edges E correspond to pairs of characters matched by the alignments.
1A

multiple sequence alignment or multialignment of sequences 5 1 ,52 , ••• ,51: is a matrix A

(aij) IS~Sl such that row ail·ai2··· ain gives 5i. An entry aij of A may equal the null character
l~'Sft

the identity under concatenation.

=
&,
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Over the vertices we define a partial order

~.2

Vertex v --{ w if v and w corre-

spond to characters of the same sequence S and character v precedes w in S. The
significance of this relation is that the order of characters between columns of an.
alignment must respect

~.

In an alignment graph (V, E, --{) any subset of edges T

~

E induces a collection

of connected components that partition V.3 In a component, every two characters
match through a sequence of pairs in T. This means all characters in a component
must be placed in the same column. Such columns form an alignment only when
they can be ordered so as to respect --{.
Formally, let X --{ Y for sets X and Y if there is an x E X and ayE Y such
that x --{ y. Then constraints T represent an alignment only when the connected
components induced by T have a linear order that respects

--{.4

Determining such

an order is called topological sorting, and it is well-known that a set with a relation
can be topologically sorted precisely when it does not contain a cycle. In short, a set
of constraints is satisfiable if --{ on its connected components is acyclic. 5 Figure 7.1
part (b) shows the constraints in (a) are not satisfiable.
We call a satisfiable set of edges from an alignment graph G a multiple sequence
trace or multitrace of G. This generalizes t,he traditional notion of trace in sequence
comparison (see for instance Sankoff and Kruskal (1983), page 12) hence we often
call a multi trace a trace. Given a trace, we can form a multiple sequence alignment
simply by determining its connected components and topologically sorting them.
For a trace of m edges over a graph of n vertices, finding the components takes
time Oem + n) while the topological sort takes time linear in the size of the order
2 A partial ordef on a set. S is a relation ~ such that every 0, 6, c E S satisfies (i) 0 ::5 0, (ii) 0 ::5 6
and 6 :: c implies 0 ::5 c, (iii) 0 ~ 6 and b :5 a implies 0 = 6. We use a ~ 6 to denote a :: b
when a :/: 6, and prefer to work with ~ for technical reasons.
3 A connected component of graph (V,E) induced by edge set F !; E is a maximal set of vertices
C!; V such that every pair ofvertices in C is connected by a path in F. (A set S is maximal with
respect to property 'P if no set properly containing S enjoys 'P.)
"Note that relation ~ on sets of vertices is no longer a partial order, ~ it is possible for X ~ Y
and Y ~ X when X and Yare distinct.
5 A component C for which C ~ C is considered a cycle. Such loops occur when a component
contains two characters from the same sequence.
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relation, which is O(n).6 Since just reading the input and outputing the alignment
requires time fi( m + n), we concentrate on finding traces rather than computing
alignments. Our problem is the following.
Definition 7.1

The Maximum Weight Trace Problem (TRACE) is, given an align-

ment graph (V, E, -<) witn edge weight function w, find a trace T

~

E of maximum

total weight weT).
We remark that TRACE is quite general. When the input is a complete multipartite graph over the sequences with edges weighted by substitution scores for
example, TRACE is equivalent to the Minimum Sum of Pairs Alignment Problem
considered in Carrillo and Lipman (1988), assuming insertions and deletions have
similarity zero. Extending the input to alignment hypergraphs (in other words, allowing edges to be arbitrary subsets of vertices) our definition can accomodate a
very general notion of trace.
As might be expected, TRACE is NP-complete. We present a simple proof that it
remains NP-complete even when, as in our application, the edges between any two
sequences form an alignment and the length of a sequence is bounded by a constant.
OUT

reduction is from the Feedback Edge Set Problem (Garey and Johnson (1979)

page 192). In Feedback Edge Set, the input is a directed graph G = (V,E) together
with an integer K and we ask, "Is there a set F

~

E of at most K edges such

that (V,E - F) is acyclic?" We reduce this to Maximum Weight Trace as follows.
Given G, we construct an alignment graph 9 = (V, e, -<). Every vertex v E V is
represented in Q by a vertex sequence v of one character, and every edge V-4W E E
is represented by an edge sequence v·w of two characters. The characters of these
sequences form the vertices V of g. In addition, every edge sequence v·w has two
edges in Q, one joining its first character to vertex sequence v, the other joining
its second character to vertex sequence w. These edges constitute

e.

Partial or-

6See Mehlhorn (1984b) pages 17-20 for computing connected components. For topological
sorting, see pages 4-7.
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(b)
Fig.7.2 Reducing an instance (a) of Feedback Edge Set to (b) Maximum Weight Trace. Assigning
trace edges unit weight, (a) has a feedback edge set of at most k edges if and only if (b) has a
multitrace of weight at least 10 -I:.

der -< simply contains a -< b for the two vertices of each edge sequence a·b. Vertex
sequences are not ordered by

-<.

Figure 7.2 shows an instance of this reduction. In general, the connected components of g are star graphs centered .on vertex sequences; these components are
ordered under -< by the edge sequences. 7 The effect is that, after removing an edge
incident to v·w, the graph of -< over the resulting components is isomorphic to G
with v -. w removed. If we assign edges in £ unit weight, g has a trace of weight at
least

1£1- k if and only if G has

a feedback edge set with at most k edges. As the

alignment graph can be constructed in polynomial time, this implies
Theorem 7.1

Maximum Weight Trace is NP-complete.

Notice all sequences in the reduction have at most two characters and edges between
sequences trivially form pairwise alignments.
For the record,

TRACE

can be solved for k sequences of length n in O(nk) time

using dynamic programming.

Thus for a fixed number of sequences

TRACE

is

polynomial-time solvable. Of course k is often five or more and n is in the hundreds, so this does not give a. practical algorithm.
Vve next analyze a simple approximation of Maximum Weight Trace, and in
7A

star graph centered on v has edges (V,Wl), (V,W2), ... , (v,w n ).
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Section 7.3, adapt it to the. instances that arise in sequence reconstruction.

7.2

A general approximation

Given the N'P-completeness of TRACE, our strategy is to design an algorithm that
in practice delivers near-optimal traces. Our algorithm is based on the following
observation. 8
Observation 7.1

Given an alignment graph G, select a pairwise trace between

every two sequences. A tree over the sequences of these pairwise traces is a multitrace
forGo

Proof.

This follows easily by induction on the size of the tree T. When T

consists of one pairwise trace, or in other words contains one edge, the basis clearly
holds.
In general, suppose the observation is true for all trees smaller than T and
consider a leaf of T, say sequence A. A is joined to some sequence B in T by a
pairwise trace (A,B). By the induction hypothesis, T - (A,B) is a multitrace, which
means its connected components can be topologically ordered

under~.

(A,B) by

definition is a trace, so its components, which are just pairs of matched characters,
also have a topological ordering under

~.

Traces T - (A,B) and (A,B) interact only through the vertices of B. These
vertices are totally ordered by

~,

so their relative order in any topological ordering

of T - (A,B) and (A,B) must be the same. This ensures a merge of the two orderings
will agree with

~,

which means their union, T, is a multitrace.

0

Since any tree of pairwise traces is a multi trace, we might as well consider maximum weight pairwise traces and maximum weight spanning trees. Efficient algorithms exist for both, and they are the basis of our approximation of TRACE.
8EssentialJy the same observation can be found in Sankoff (1975).
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We can compute the pairwise traces by modifying the longest common subsequence algorithm of Hunt and Szymanski (1970). Viewed in our framework, this
algorithm computes a trace of two sequences having maximum cardinality. The edge
set is fixed by the sequences, and consists of all pairs (i,j) for which the ith character of the first sequence equals the jth character of the second. For two sequences
of at most n characters with at most m such matching pairs, their algorithm runs
in O(n + mlogn) time.
In TRACE, edges are part of the input and have an associated weight; instead
of a pairwise trace of maximum cardinality, we want a pairwise trace of maximum
total weight. A reader familiar with the details of Hunt and Szymanski's algorithm
will have no trouble extending it to handle this variation without increasing its time
complexity. The time then to compute aU pairwise traces is O(E log N

+ V) fo~ an

alignment graph of E edges and V vertices over sequences of length at most N.
Space is O(E + V).
After computing a maximum. weight trace between every pair of sequences, we
compute a maximum weight spanning tree of traces. The algorithm of Fredman
and Tarjan (1987) computes a maximum weight spanning tree for a graph of n vertices and m edges in O( m + n log n) time and O( m

+ n)

space. Given pairwise

traces from an alignment graph of V vertices and E edges, we can construct a reduced graph whose vertices correspond to sequences and whose edges correspond
to pairwise traces in O(E + V) time. If this graph has K sequences, Fredman and
Tarjan's algorithm finds a maximum weight spanning tree in O(E + K log K) time.
Expanding the spanning tree into a multitrace adds O(E + K) time.
We call this two-phase approach the greedy algorithm as it is greedy between
pairs of sequences, and maximum weight spanning trees are greedy structures. It
delivers a multitrace in time O(E log N

+ V + K log K) and space O(E + V).

We

next analyze the quality of the resulting tra.ce, and in Section 7.3, tailor this general
algorithm to our particular application. For now we note our alignment graphs are
given by the closure of a branching of overlaps; this means the edges between a pair
of sequences already form a pairwise trace. Skipping the first phase reduces the
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running time to O(E + V

+ K log K}, which is O(K2 N}.

How poor can the approximation be? We show for K sequences the approximate
multitrace has weight at worst

-k of the maximum. Most alignment graphs, however,

can be decomposed into subgraphs of H fragments, where the coverage depth H

«

K

is the maximum number of fragments that mutually overlap in the layout. In this
case we can say the approximation is within :, of optimal. For a typical depth of
five or six fragments, this means the approximation is within

i

of optimal. Even

the coverage depth bound, however, is only met on unusual inputs.
To prove the bound, we use the following lemma.
Let G = (V,E) be a graph on n vertices with edge weight func-

Lemma 7.1

tion w. A maximum weight spanning tree of G has weight at least ~ w(E).
Proof.

The proof is by induction on the number of vertices, n. For the basis

note that the lemma holds when n is one or two.
In general let Tn be a maximum weight spanning tree of the n-vertex graph
Gn

= (Vn,En)

with edge weight function w. We show w(En)

~ ~

w(Tn} assuming

the lemma holds for all graphs with less than n vertices.
Consider removing a minimum weight edge e of Tn. This breaks Tn into trees
Ti and Tj of i and j vertices each. Let Gi = (\ti,Ed and Gj = (V;,Ej) be the

subgraphs of Gn induced by the vertices of T j and Tj.
Since Tn is of maximum weight, e must be the heaviest edge in Gn connecting
Ti and T j • Thus

As Tn is optimal, Tj and Tj must be maximum weight spanning trees of Gi and Gj •

By the induction hypothesis,

Subject to (1) i

+ j = n,

and (2) w(Tj )

+ w(Tj ) = w(Tn) -

w(e), the above is
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maximum when i

=j

and W(Ti} = w(Tj}. At these conditions,

Since e has minimum weight in Tn, we know (n-l) w(e} ~ w(Tn}. This implies

o
Notice the lemma is tight. Equality is met on a complete graph of unit-weight
edges, for which w(En) = (~) and w(Tn) = n-l.
Theorem 7.2

On an alignment graph of k sequences, the greedy algorithm is a

f-approximation algorithm for TRACE.
Proof.

Let T- be a maximum weight multitrace for a graph on k sequences,

and T be the trace computed by the greedy algorithm. It suffices to show w(T) 2:

f w(T-).
T is obtained from a maximum weight spanning tree over a graph (V,E) of
pairwise traces. An edge (A,B) E E has weight w{A,B) equal to the maximum
weight pairwise trace between sequences A and B. Certainly the edges in T- between
characters of A and.B weigh at most w(A,B). Thus w{T-)

w(T) 2:

f w{E).

So w(T) 2:

~

w{E). By Lemma 7.1,

i w{T-}_

0

The performance ratio of Theorem 7_'2 cannot be improved. Figure 7.3 shows
a simple example where the optimum solution can be a factor

i -1

better than

a greedy trace, and more elaborate examples meet the ~ bound. Such instances,
however, seem unlikely to occur in practice. Real data has few errors, which lends
structure to the pairwise traces. We refine our general algorithm to take advantage
of this structure.
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..
Fig. 7.3 A near-extremal alignment graph for the greedy algorithm. The edges, all of unit weight,
form a complete graph on k vertices except those joining Sj to Si+l have been displaced one
character. Greedy, when breaking ties, may choose path (Sl,S2, ... ,St) for its tree, but the
maximum weight multitrace is a factor ~ -1 heavier.

7.3 A sliding window variant
At the low error rates of current practice, we observe that our alignment graphs have
a regular underlying structure. When no error is present our sequences are identical,
and their alignment graph looks like a series of columns, one character wide, each a
complete subgraph. When a rare error is present, its effect on this regular structure
is to displace or delete some edges, much as in Figure 7.3 but with fewer defects. For
such graphs, most edges in a trace (A,c) coincide with the alignment of A and G
induced by (A,B) and (B,G). In other words, the structure of pairwise traces tends
to be transitive due to high edge-transitivity in the near-complete subgraphs. In
such a situation our approximation performs well since most trees of' pairwise traces
induce an alignment of near-optimal weight.
We can further improve these alignments by adapting to local variation in sequence simj]arity. Errors tend to cluster at fragment ends; instead of using one tree
across a fragment, we allow the tree to adapt as errors arise, switching to a tree that
favors similar sequences. To do this, we maintain a window containing a limited
number of columns and pass it across our multialignment, left to right. Within
the window we apply our general approximation by computing a maximum weight
spanning tree over the traces inside the window. Of course, there is some tension
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in deciding on the number of columns. A narrow window will miss outlying optimizations, while a wide window will ignore local .">pportunities. In practice we use
a window four to seven columns wide. The width is a parameter to our algorithm.
How should the window be positioned? We start with the multialignment produced by applying the general algorithm to the sequences as a whole. A window of
fixed width is then swept across these columns. Over the alignment graph restricted
to the characters in the window, we compute a maximum weight spanning tree. The
first column of the alignment induced by the tree is output. These characters are
removed from the window, and the column to the right of the window is added.
The window itself is represented by a window graph. This graph consists of supervertices, representing the sequences spanned by the window (that is, sequences with
a character in the window), and superedges, representing pairwise traces between
the spanned sequences.
The restriction of the alignment graph to the window is given by left and right
boundaries. These are the positions of the leftmost character in the window, and
the rightmost character in the window, for each spanned sequence. Supervertices
are attributed with a left position, for the character just inside the left boundary,
and a right position, for the character just outside the right boundary.
We assume for now that each pairwise trace is given by a list of match points in
left to right order. Superedges are attributed with a left match, which points to the
first match on the list inside the left boundary, and a right match, the first match
outside the right boundary. Superedges also record the total weight of the matches
between the left and right boundaries.
To specify this sliding window variant we describe how the alignment within the
window is computed, and how the window is advanced. The window can be viewed
as a generator of columns and Sections 7.3.1 through 7.3.3 describe the overall steps
in column generation: how we update the window when advancing the left boundary,
how we advance the right boundary, and how we incrementally compute an optimal
spanning tree over the window graph. The final sections specify our representation
of pairwise traces, our weighting function for trace edges, our voting function for
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consensus characters, and a column compression optimization.
7.3.1

Advancing the left boundary

A spanning tree T over the window graph selects pairwise traces whose matches
form a multi trace on the characters in the window. These matches form connected
components of characters in the restricted alignment graph. The column generated
by the window is an initial component under

--c, consisting of characters on the left

boundary. Given our window graph representation, we can find an initial component
by a short-circuited depth-first search over T.
We first make T an ordered tree by picking a root and ordering children left to
right. 9 The depth-first search recursively traverses the tree, passing up the initial
component for the alignment over the subtrees. The component is represented by
a list of pointers to sequences, with the understanding that the non-null characters
of the column are given by the left boundary position of each sequence on the
list. Spanned sequences not on the list contribute null characters to the generated
column.
'When the search visits a node of T, the component list for the subtree is initialized to the sequence at the node. Its children are then examined in order. For each
child, the left match in the superedge to its parent is examined. Suppose the child
is B and its parent is A. We identify four cases by the characters the left match
touches, as illustrated in Figure 7.4. Cases (c) and (d) are handled together.
CASE (A). The match touches the left boundary character of A, but not B.
This means the boundary characters of A and B are not in the same component.
Since the match is always to the right of the boundary, B's boundary character
must precede the one that is matched in B. Thus the component containing B
precedes the one containing A.
9While any supervertex may serve as the root, a pleasing alignment is obtained by ordering
sequences left to right by the layout, and picking the first sequence for the root. This also gives a
good ordering of children.
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Fig.7.4 Left matches of A and B. Cases (a) through (d) are distinguished by whether or not the
match touches a left boundary character of the window.

In this situation, we recursively search the subtree rooted at B. When this
search returns and passes up a component C, we short-circuit the search of A's
subtree and simply return C.
CASE (B). The match touches the boundary characters of A and B.

Here

A and B are in the same component. We recursively search the subtree rooted
at B. If B is a member of component C returned by this search, we append C to

A's list and continue the search from the next child of A. Otherwise, component C
precedes the component containing Bj once again we short-circuit the search
from A and simply pass up C.
CASES (c) AND (D). The match touches either the boundary character of B,

but not A, or neither B nor A. Here as in (a) the components of A and B are
distinct, but now either A precedes B, or they are incomparable. In either case,
we retain A's component for the generated column. Instead of searching B's
subtree, we continue the search from A's remaining children.
The component returned from a search at the root gives the column generated.
We account for the time to find the initial component by charging operations to
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the edges of T. The major operations are concatenating component lists and testing
whether the sequence at a node is in the component passed up. With doubly linked
lists,

~oncatenation

can be performed in 0(1) time. By indicating whether A is in

the component list returned by A, the test can be performed in 0(1) time. Each
edge here is charged a constant number of operations. Thus the time to compute a
column is linear in the size of T, which for a layout of coverage depth k, is O(k).
Space is also O(k) for the spanning tree, component lists, and call stack.
Having determined the characters forming the first column of the aligrul1ent in
the window, we advance the left boundary. For each sequence in the column, we
remove its character from the window. If a character is the last in a sequence, we
delete its supervertex and all incident superedges from the window graph. Otherwise, its Jeft boundary position is incremented and its incident superedges are
updated. To update a superedge we may have to advance its left match pointer and
decrease its weight. If the match involved tbe character in the column, we advance
the pointer to the next match of the pairwise trace and decrease the weight of the
superedge by the match weight. With the given representation, this can be do~e in
time linear in the size of the window graph. The total time spent advancing the left
boundary (except for computing a. maximum weight spanning tree) is linear in the
size of the aiignment graph.

7.3.2

Advancing the right boundary

The second step in moving the window is to advance the right boundary, which
involves adding a column on the right. We determine this column the same way as
the one on the left, except here the spanning tree is fixed.
Having found the column to. be added, we update supervertices and incident
superedges for each sequence in the column. If the sequence is new t.o the window,
a supervertex is created. to Upon creation, the left and right positions are set to 1
lOWe detect this by maintaining with each sequence a pointer to its supervertex in the window
graph. Pointers for all sequences are initialized to null at the start of multiple sequence alignment,
and set to the corresponding supervertex at its creation.
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and 0 and all pairwise alignments that are incident in the closure are examined. If
the alignment is with a sequence of the window graph, a superedge is created. The
weight is initialized to zero, and the left and right matches are set to the first match
of the pairwise

tr~ -:e.

Since each sequence is inserted into the window graph

once~

the total time for insertion is linear in the number of fragments and overlaps in the
closure.
Once any new supervertices and edges have been created and initialized, the
right boundary position is incremented for every sequence of the column. For each
incident superedge with a right match touching a character on the boundary, the
match pointer is advanced. If in addition the other character touched is in the
window, the superedge weight is increased by the weight of the match. The total
time to add columns on the right is linear in the size of the alignment graph.
One reason for adding a column on the right after removing one from the left
is to maintain the window at. roughly the same width. We want to prevent the
window from shrinking to a single column or expanding to encompass the sequences,
since both reduce the effectiveness of a window. Care must be taken, however, in
formulating a rule for column addition. If we add just one column on the right
whenever we remove a column from the left, the window may shrink. (This will
happen when the column removed contains a character from nearly every spanned
sequence and the column added contains almost none.) And if we always add a
column whenever one is removed, the window may expand. (This will occur when
the column removed contains few characters and the column added contains many.)
Our rule is,
COLUMN ADDITION RULE.

Add a column on the right while half the

spanned sequences extending beyond the right boundary have less than w characters each, where w is the window width.
Sometimes this will add no column, and sometimes it will add many. It ensures the
majority of sequences are at the window width, and tends to maintain the volume
of the window. Checking the rule takes O(k) time where k is the number of spanned

139
sequences. As determining the column on the right takes at least this much time,
it does not increase the complexity.

7.3.3 Computing the spanning tree
The last aspect of generating a column is computing a maximum weight spanning
tree over the window graph. As noted in Section 7.2, a maximum weight spanning
tree for a graph of V vertices and E edges can be found in D(V log V + E) time.
This algorithm uses the Fibonacci heap data structure, or in practice a pairing heap,
and executes a heap operation for every edge (see Fredman and Tarjan (1987) and
Fredman, Sedgewick, Sleator and Tarjan (1986)). As a spanning tree is computed for
every column, the overhead of such data structures is unappealing. Sometimes the
weight of only a few edges is changed, after emitting a column with few characters,
so an incremental algorithm is desira.ble. Such algorithms are known, and they
can quickly recompute an optimal tree when the weight of one edge has changed.
Other times, however, nearly every edge of the graph is decreased by the same
amount after emitting a column of many characters, all identical. This could require
O(E) invocations of an incremental algorithm to arrive at a tree that is the same as

the initial one. An ideal algorithm would avoid the overhead of a pairing heap and
perform gracefully at both extremes.
Such an algorithm is Kruskal's. Recall this starts from the empty tree, sorts the
edges by non-increasing weight, and considering them in order, adds an edge to the
tree if it does not. create a cycle. This can be accomplished in time O(E log V) (see
for instance Mehlhorn (1984b) pages M-W).Using the disjoint set data structure
to maintain a partition of vert1ces, an edge can be tested for cycle creation in
essentially constant time. The dominant step is sorting the edges, which takes
D( E log E) = D( E log V) time. If, however, we retain the sorted edge list after

generating a column, our list will already be partially sorted; an insertion sort, for
example, may quickly restore it to order.11 This is the implementation we chose.
11 For

an n element list with m total inversions and k elements out of order, an insertion sort
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When few edge weights have changed or nearly all weights have changed uniformly,
it works well.
7.3.4

Representing pairwise traces

As concerns space, other than the list of matches for the pairwise traces, all data
structures are linear in the size of the window graph. 12 This is linear in the number of
fragments and overlaps in the closure--except for matches. In practice we represent
pairwise traces as edit scripts. A script specifies where sequences do not match,
as opposed to a trace which specifies where they do. For low error rates and long
sequences, this is a substantial savings. An edit script will have size roughly
(n

+ m)

for error rate

size (1 - f)(n

f

f·

and sequences of length n and m, while a trace will have

+ m), nearly a factor

~ larger.

Edit scripts do complicate the algorithm somewhat, as our basic operation on
an alignment is to ask for the match at a given position. Fortunately, these queries
come in a strict left to right order across a sequence. For a window boundary, we
only need to deliver the first match to the right of the boundary and update this
match when the boundary is advanced. Edit scripts are represented by two vectors
of positions of unmatched characters, one for each of the aligned sequences, both in
ascending order. For each superedge we maintain the pair of positions at the current
match and two pointers into the edit script giving the next unmatched character in
each sequence. With this representation the next match on the boundary can be
delivered and updated with no increase in time or space complexity. While finding
the next match may require skipping over many unmatched characters, the total
time is still proportional to the number of multialignment columns and the length
of the sequences. This does assume that the weight of a trace edge is only a function
takes O(n + m) = O(kn) time using a linear list. Using a balanced tree to perform insertions, this
can be reduced to O(n + k log(mjk» = O(n + k logn) time (see Mehlhorn (1984a) pages 222-224).
121n fact the sliding window algorithm never constructs the complete alignment graph or multiple
sequence alignment matrix.
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of the symbols matched, not the position of the characters.13 Of course this is the
case in our application, since trace edges are weighted by similarity.
7.3.5

Weighting trace edges

Characters in the data we encounter are really am biguous base codes, which give
the set of bases that may occur at a given position in the sequence; such codes are
used when a base cannot be uniquely determined (see Table A.l of Appendix A).
Each character then is a set of symbols. We encode a set as a bit-vector, which
fits in a byte, since only four bits are needed to encode

DNA.

When computing

pairwise alignments for overlap graph construction we consider two characters to
match if their encoded sets intersect; intersections are computed in constant time
with a bitwise AND.
When computing multiple sequence alignments, we favor more precise matches
by giving such edges more weight. The weight of an edge between characters with
sets X and Y is

IxnYI / IXUYI.
Since X and l' are never both empty, the denominator is never zero; this means the
formula is well-defined. It gives an exact match unit weight, an ambiguous match
somewhat less, and a complete mismatch no weight. No graph edge is a complete
mismatch, so all edges have nonzero weight.
We can evaluate the formula in 0(1) time. The intersection and union are
computed with bitwise

AND

and

OR.

Cardinalities are computed by look-up in a

table of 24 entries, giving the number of bits set in each possible bit-vector.
7.3.6

Voting on a consensus

Our reconstructed sequence is determined by consensus from the multiple sequence
alignment. The consensus is determined a character at a time by voting within
130therwise we would have to store the weight of the matches as well, which takes as much space
as a match list.
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columns. Each sequence with a character in the col1:lffin places a vote for each symbol
in its set. 14 For each symbol in the alphabet, the votes are tallied. The consensus
character is the set of symbols that receive at least k/2 votes where k is the

numb~r

of sequences spanned by the column, including those with a null character. The
time then to determine a consensus character is O(nIEI) for a column of n non-null
characters from alphabet E.
The rationale for selecting a character by majority vote is that it minimizes the
number of insertions, deletions, and substitutions to convert a consensus character
into the symbols in its column. Equally valid is to use match similarity. Here we
would choose a consensus character that maximizes the sum of the similarities to
column characters. This is equivalent to optimally labelling the internal node of a
star graph mutation tree (see Sankoff (1975». Finding the optimum by considering
all possible consensus characters takes time O(k 211:1), which is viable since lEI = 4
for

DNA.

7.3.7 Compressing columns
The last detail is column compression. As described up to now, characters are
aligned in a column only when they are matched through a path in the multitrace.
This is a conservative policy, which can overlook matches outside the tree that
join a.djacent columns. Since we compute a consensus from the multialignment by
voting, we want to merge columns whenever possible. If characters are spread across
se\"eral columns their vote gets divided, and they may end up being deleted from
the consensus.
We correct this as follows. Generated columns are filtered through a press before
being output. This press is a data structure containing a. set of sequences from the
window graph. For each sequence in the set, the press holds a non-null character;
these characters form a column not yet output.
Recall we represent a column generated by the window also as a set of sequences
14The null character is considered the empty set.
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with non-null characters. So, when a new column is generated, we compare it to
the one in the press. If their sets are disjoint, we form their union, effectively
compressing the two columns. Otherwise, there is some sequence with a non-null
character in both the press and the generated column; we output the column in
the press, and replace it with the newly generated one. Compression takes time
proportional to the number of non-null characters in columns entering and leaving
the press.
To summarize, given an alignment graph of N vertices, induced by a closure
of E overlaps from a layout with coverage depth K, the sliding window algorithm
computes a multiple sequence alignment of L columns in O(N + K2 L) time and
O(E

+ J( + fN2)

optimal.

space. The underlying approximation is within a factor

ic

of
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CHAPTER 8

EXPERIMENTAL RESULTS

To explore the viability of our approach to sequence reconstruction, we have implemented the exact algorithm based on branchings, described in Chapters 2, 3,
describe~

5, and 7, and the greedy approximation algorithm,

in Chapter 4. This

chapter presents results from tests of these implementations on simulated sequencing experiments. The basic structure of our implementation and its interface is
described in Appendix A.
Before presenting our results, we note that Chapters 3 through 6 describe three
approaches for the fragment layout phase. One is the branchings approach of Chapters 3 and 5, whjch represents an exact algorithm for

ORIENT

and

BRANCHING,

but

which separates orientation from layout. The second is the matchings approach of
Chapter 6, which is an exact algorithm for

UNORIENTED BRANCHING

that solves

orientation and layout simultaneously. And the third is the greedy approach of Section 4.3.2, which is an approximation algorithm for
BRANCHING.

BRANCHING

and

UN ORIENTED

These three approaches have different. advantages and disadvantages

with respect to implementation.
The greedy approach is clearly the simplest to implement. It has the advantage
of being fast, but the disadvantage that the quality of its approximation cannot
be determined per problem instance; even if the approximation coincides with an
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optimal solution, it cannot be detected.
The branchings approach, while requiring a more involved implementation, is
capable of detecting when it has found an optimal solution. Its chief disadvantage
is that it separates orientation and layout; even if it has solved both to optimality,
it cannot guarantee it has an optimal solution to the combined problem.
The matchings approach enjoys the advantages of both. It can solve the combined orien~ation and layout problem to optimality, it can deliver an approximation
of guaranteed quality, and it can report that its approximation is optimal. It is
unfortunately difficult to implement. All polynomial time algorithms for general
maximum weight matching are based on the intricate method of expanding and
contracting blossoms discovered by Edmonds (1965). We are aware of only one implementation: a

~ORTRAN

code published in Derigs (1988). This code implements

an algorithm with running time O(V3) for graphs with V vertices and E edges. A
cubic time algorithm appears prohibitive for realistic problems, which can involve
more than 500 fragments. For such inputs, the graph constructed in our reduction
to matchings would contain more than 1,000 vertices. Nevertheless, the matchings
approach should not be considered impractical. The maximum weight matchings
algorithm of Galil, Micali and Gabow (1986) has time complexity O(EV log V) and
appears feasible even for such large inputs, especially since our graphs are in practice
exceedingly sparse (see Section 8.2.3). To the best of our knowledge, however, no
one has ever implemented it.
On the other hand, an algorithm for maximum weight branchings can by comparison be readily implemented. The algorithm of Tarjan (1977) and Camerini, Fratta
and Maffioli (1979) runs in time O(E log V) and is practical. It is the algorithm we
chose to implement for the branchings approach.
We now describe the design of our experiments. Section 8.2 follows with statistics
from a variety of performance measures, and makes some qbservations on the results
for each measure.
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8.1

Experiments

Our experiments were conducted as follows. Given a sequence, we sampled it at
randomly chosen intervals to form a collection of substrings. All substrings were
of the same length; each was reverse complemented with probability

i.

With the

introduction of error, this collection of substrings formed our input fragments.
Given a substring of length n and an error rate

E,

we chose i insertions, d dele-

tions, and s substitutions by repeatedly choosing at random between another insertion, deletion, or substitution while satisfying

i + d + s ::;;

E'

(n + i-d).

In other words, we chose a maximal number of errors within the error rate for the
resulting fragment. As the relationship between the error in the input and the error
of the reconstruction was of interest, we wanted to keep the edit distance between
overlapping fragments as close as possible to the input error rate. Care was taken
to ensure that any character was edited at most once when generating the input. 1
The input parameters for the experiments were the sampled sequence, the number of fragments, the substring length, and the error rate. (From now on we call
substring length, fragment length.) Since we recorded the positions of the substrings
and the sequence that was sampled, we knew the "true" layout and "correct" sequence, and could compare this to the output of our software.
We performed twelve experiments in all, and their parameters are given in Table 8.1. For the first group of experiments, numbered 1 through 3, we generated
a random sequence of length 50,000 with characters drawn uniformly and independently from the alphabet {&, c, g, t}. We then sampled this sequence with 500 fragments of length 500, a sample of roughly 250,000 characters. Sample size divided
by sequence length is called the number of genome equivalents, which for all experiments was fixed at five. These values-500 fragments of length 500, five genome
1 After determining d and B, we chose a random sample of d + s distinct positions from the
n possible locations at which to delete and substitute.
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T.ble 8.1
Experiment parameters.
Group
1

Experiment
1
2

2

4
5
6
7

3

8

500

Genome
equivalents
5

500

500

5

50 ,COO

250

1,000

5

human

50,000

1,000

250

5

human

73,360

1,000

367

5

Sequence
length
50,000

Fragment
length
500

human

50,000

human

Sequence
type
random

Number of
fragm~nts

3

4
I)

9
10
11
12

Error
rate
2.5 ~
5.0
10.0
0.0
2.5
5.0
10.0
2.5
5.0
2.5
5.0
2.5

equivalents-are intended to reflect laboratory practice. The error rates we chose2.5, 5, and 10 percent-far excede those encountered in practice, which are often
quoted at less than 1 percent. Our intent here was to explore the robustness of our
approach to error in the data.
A random sequence has no structure, while biological sequences contain repeats.
In the remaining experiments, numbered 4 through 12, we used the human ,B-like
globin gene clust.er se<\uence, documented in Margot, Demers and Hardison (1989).
2

This 73,360 character sequence contains many repeated elements, and presents

a challenging reconstruction problem. Thirteen short interspersed Alu repeats are
present, nine in the forward direction and four in the reverse, as well as eight long
interspersed LlHs repeats, of which two are forward and six reversed. The Alu
repeats are well separated and each is roughly 300 bases long. The LIHs repeats
are recursive in structure, and contain as many as 2,000 baSes. All these repeats
are approximate; in addition, the sequence contains many exact repeats of ten to
fifteen bases. It js our understanding that this degree of repetition is unusual. We
chose the sequence because instances of this difficulty apparently do arise, and we
were interested in testing the limits of the branchings approach.
2We thank Webb Miller for providing this sequence.
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For experiments 4 through 11 then we took the first 50,000 characters of the
human gene cluster sequence. 3 In 4 through 7 the parameters were held at the same
values as the random sequence group, with the addition of a run at zero error. This
additional run permitted us to make a comparison between sequences with repeats
and without, and also to observe how we performed on perfect data, though with
fragment orientation still unknown.
We point out that within groups, fragments were formed from the same collection
of substrings; only the error rate varied. In fact, between the first and second groups
the position of the substrings was the same as well as the location of errors: only the
underlying sequence varied. Thus any difference in output between groups 1 and 2
is due to the structure of the sequence, rather than the pattern of sampling.
The effect of fragment length was examined in the third and fourth groups.
Experiments 8 and 9 were at length 250, while 10 and 11 were at length 1,000, which
is reported to be technologically feasible. Motivated by the results at length 1,000
we decided to perform one more experiment, number 12, taking the complete gene
cluster sequence and covering it with 367 fragments of length 1,000. This held the
number of genome equivalents at five across all experiments.
'Ve emphasize that the object of these experiments was to get a feel for the
performance of the two approaches we implemented. This is not an exhaustive or
conclusive study.

8.2

Results

Our experiments naturally divide into 1 through 3 for the random sequence, and 4
through 12 for the biological sequence; the point to keep in mind is that the first
sequence contains essentially no repeats, whi1e the second contains many. For the
random sequence group the branchings implementation found solutions that were
provably optimal, as the maximum weight branchings were already dovetail-chain.
3The first 50,000 bases contain all but two of the Alu repeats and one of the LIHs repeats.
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For the biological sequence group however, we could not solve to optimality experiments 4 through 7. Moreover the greedy implementation found the same optimal
solutions for the r1.ludom sequence group, and equivalent solutions on 4 through 7
for the biological sequence group. In light of this, on 8 through 12 we ran just the
greedy implementation.
The lesson we draw from our experience is that the branchings approach works
well in the absence of repeats, but for a sequence as repetitive as the human ,a-like
globin gene cluster, it is incapable of finding an optimal solution. Moreover the
greedy approach appears to work just as well, and produces layouts of acceptable
quality. It would be interesting to learn whether the matchings approach can solve
these instances to optimality, or produce an approximation of higher quality.
We now present our results for various performance measures. Those of primary
interest are the quality of the layout and consensus sequence, and we examine these
first; the layout statistics we

quot~

are for the greedy implementation as explained

above. "'Ne follow with some interesting parameters of the overlap graphs and multiple sequence alignments, report computation times, and describe how the software
was run.
8.2.1

Layout quality

Four measures of layout quality are summarized in Table 8.2. The first measure,
number of contigs, is expressed as a composite number x/viz. Here x is the number
of contigs in the computed layout, and y is the number in which every fragment was
correctly ordered. The last figure, z, is the number of contigs in the correct layout
given that some edges were erroneously culled from the overlap graph. In other
words, z is the number of contigs in a perfect reconstruction restricted to overlaps
in the graph. 4
The Dumber of incorrect culls is listed in the following column. All such culls
4In all experiments, the number of contigs in the true layout is this last figure z minus the
number of incorrect culls.
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T.ble 8.2
Layout quality.
Experiment

Fragment
length

1
2
3

500

4

500

Number Of.!' Error
fragments
rate
500
2.5 %

Incorrect
culls

~1,494

10.0
500

6

7
8
9

250

1,000

10

1,000

250

1,000

367

0.0
2.5
5.0
10.0

11

2.5
5.0
2.5
5.0
2.5

Incorrect
adjacencies&

0/494
0/492

5.0

5

12

Number of
contigsG

7/616

0

7/5/6
10/9'/8

0
0
2

7/616

~1,494

16/494
19/494
27 492
2~1 992

23 992

6 5 5

0

5 362

Overlap
savings

o
o
o
268
767

1,076
994
824
1,110
-56

2,164
784

GThe number of contigs z/y/z is expressed as the number z in the computed layout followed
by the number y in which every fragment is correctly ordered, followed by the number of contigs z
in the correct layout given that some overlaps were culled.
&The number of incorrect adjacencies z/y is expressed as the maximum z ofthe number of pairs
of fragments adjacent in the computed layout order or the correct order but not both, followed by
the total number y of pairs in the correct order.

occurred because the score for the overlap was below the overlap threshold. To give
an example, the one incorrect cull in experiments 8 and 9 o.ccurred because the two
SUbstrings involved had an overlap in the true layout of only thirteen characters.
With deletion errors, the score for this overlap had value less than the threshold
of 10, causing it to be culled during overlap graph construction. While the true
layout consisted of seven contigs, without this overlap it broke into eight. To permit
a fair comparison with the computed layout-which can be formed only on the basis
of overlaps in the graph-we report the number of contigs in the correct layout
as eight for these two experiments, and give in a separate column the number of
incorrect culls. "Correct layout'" from now on means the true layout modulo culls.
The third measure is the number of incorrect adjacencies. Counting contigs that
are completely correct is a very coarse measure of quality. For instance, while only
six of the seven contigs computed in experiment 4 were completely correct, much of
the seventh was correct as well. We took as a measure of the degree of correctness
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the number of pairs of fragments which were adjacent in layout order for both
the computed layout and the correct layout. 5 To count the number of incorrect
adjacencies, we tallied the number of pairs uijacent in one order but not the other,
and took the maximum of the two. In Table 8.2, incorrect adjacencies are expressed
as this tally, followed by the total number of adjacencies in the correct layout.
As an example, consider a layout of six fragments in two contigs, correctly ordered (1,2,3) and (4,5,6). Suppose in a computed layout we take fragment 5 and
move it after 3, breaking the layout into (I, 2, 3, 5), (4), and (6). This layout has
one pair (3,5) which is not present in the original order, while the correct layout has
two pairs, (4,5) and (5,6), not present in the computed order. We count this as two
incorrect adjacencies.
The last measure is overlap savings. This is the weight of the branching inducing
the computed layout, less the weight of the branching in the same overlap graph
inducing the correct layout. A positive quantity means the computed layout has
greater overlap, or is in a sense shorter.
The most striking feature of Table 8.2 is that all the random sequence experiments, and none of the biological sequence experiments, were solved correctly.6 This
suggests the branchings and greedy approaches work well in the absence of repeats.
In the presence of repeats, the greedy approach found a layout shorter than the
correct one for all experiments except number 10, at error rates of 5 percent or less
it correctly determined over 95% of the adjacencies. Perhaps with the methods of
Chapter 5 for producing alternate layouts and accomodating layout constraints, a
biologist could correct the remaining 5% .
. As a general trend within a group, the compression and rearrangement within
layouts increased at higher error rates. This can be explained by approximate repeats in the gene cluster sequence: our criterion of minimizing layout length will
compress approximate repeats, assuming they are long and occur at low error. Com5Fragments are listed in layout order first by increasing left endpoint and second by decreasing
right endpoint (see page 60).
6In fact the random sequence experiments were solved to optimality.
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paring the second, third, and fourth groups at the same error rate, the number of
incorrect adjacencies increased with the number of fragments in absolute terms, but
as a fraction of the total number of adjacencies, there is no discernable relation.
This is probably due to changes in the pattern of repeats that were sampled as the
fragment length varied across groups. The other identifiable trend is there were
fewer contigs with longer fragments for a fixed sequence length and a fixed number
. of genome equivalents.
One statistic not presented in Table 8.2 is the number of incorrect orientations.
This is because for all twelve experiments, the relative orientation of fragments was
correctly determined in all contigs, even when a contig contained incorrectly placed
fragments. This is somewhat surprising since, not counting the experiments within a
group at varying error rates, there were more than 2,500 orientations to determine, of
which roughly half were reverse complementations. This suggests either the internal
reverse complementarity or the gene cluster sequence is sufficiently simple, though
reverse repeats are present, or fragment orientation is easier than fragment layout.

8.2.2

Consensus error

Measures of the error in the reconstructed sequence are given in Table 8.3; these
also require some explanation.
We examined the consensus sequence in experiments 5 through 7 for two contigs
that were correctly laid out in all three experiments. These consensus sequences were
compared to the correct sequence by counting the number of insertion, deletion, and
substitution errors. The raw error is given in column in sample under tally as the
error count followed by the number of characters in the sample. The next column
expresses the error as a rate, for example, one error in 560 characters.
Most of the errors in the consensus occurred when only one or two fragments
participated in the voting. When only one sequence votes, neither the presence nor
the absence of an error can be detected. When two vote, an error can be detected,
but not how to correct it. Consequently, counting errors at a coverage of one or
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Table 8.3

Experiment
5
6
7

Input error
rate
lIn 40
1 in 20
1 in 10

Consensus error.
Output errorG
In sample
At coverage> 3
rate
tally
rate
t~ly
1~1,6163 1 in 560
~1,5379 lID 1075
29/6158 1 in 212 3/5367 1 in 1789
41/6154 1 in 150 9/5422 1 in 602

Wli.n correctIon

tal}}'

?1,5374
1/5365
0/5413

rate
OlD 5374
1 in 5365
oin 5413

GThe output error tally ~/'11 is expressed as the number ~ of insertion, deletion, and substitution
errors between the computed consensus sequence and the correct sequence followed by the number 11
of characters in the consensus sequence, over a sample of the output.

a-

-a

a-

-a
aa
-a

aa

-a

Fig. 8.1

-a

-a

... AA···

... A .. •

A typical configuration causing an error in the consensus, and its correction.

two fragments misrepresents the error rate, since few users would accept such a
"consensus.'" Column at coverage

~

3 gives the error in the sample when three or

more sequences participated in the voting.
Of the seventeen errors at coverage at least three, all but one were insertion
errors caused by the configuration of Figure 8.1. This configuration is characterized
by two adjacent columns where the first half of the rows contains a-, the middle
row contains aa, and the last half contains -a. Of course the choice of character a
is arbitrary, as well as the order of the two columns, and the order of the rows.
Suppose both halves contain at least

fk/21 -

1 rows, where k counts the total •

number of rows. Since each column then contains at least rkj21 characters, the
voting procedure of Chapter 7 will interpret the alignment as the result of k - 1
deletions and correct them by outputing AA for the consensus. Consider however
sliding the characters of the top half one column to the right; this also gives a valid
alignment. Our alignment algorithm of Chapter 7 which approximates Maximum
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Weight Trace may not distinguish between these two configurations, or may even
prefer the first to the second. Our consensus algorithm on the other hand will
interpret the second alignment as the result of one insertion, and output a single A.
This is a more parsimonious explanation of the data, and in our experiments, it was
the correct one.
The configuration of Figure 8.1 is not hard to recognize and correct prior to
voting. Column with correction gives the error in the sample at coverage at least
three, taking this into account.

It is clear from the table that the error in the reconstructed sequence at a coverage
of three or more is already less than one in 1,000 for input rates of 5 percent or less.
With the correction described above, it is less than one in 5,000. Of course at rates
this low, the figure will be somewhat inaccurate as we sampled little more than
5,000 characters.
One in 5,000 is a dramatic improvement over an error of one in 20. These
experiments were at an average coverage of five (see Section 8.2.3) which indicates
rapid convergence to the underlying sequence. Perhaps a coverage of eight would
yield output of sufficient accuracy for most conceivable applications. This suggests
a strategy of DNA sequencing based on high coverage, with accuracy, economy, and
speed achieved through more fragments from faster, less accurate, less expensive
machines, as opposed to low coverage by fewer fragments from slower, more accurate,
but more costly equipment. 7
8.2.3 Coverage depth and vertex degree
In Chapters 5 and 7 we claim that in practice, the coverage depth of a layout
and the vertex degree in an overlap graph are both small constants relative to the
number of fragments. Table 8.4 presents some statistics for these two parameters.
Average coverage depth was computed by summing the number of spanned sequences
7 A word of caution, however. It may be that certain errors are systematic, such 88 those due
to folding of the molecule or runs of repeated bases. If that is the case, repeated sampling will not
improve the accuracy.
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Table 8.4
Coverage depth IUld vertex degree.

Experiment
1
2
3
4
5
6
7
8
9
10
11
12

Number of
fragments
500

500

1000
250
367

Error
rate
2.5 %
5.0
10.0
0.0
2.5
5.0
10.0
2.5
5.0
2.5
5.0
2.5

Genome
equivalents
5

5

5
5
5

. Coverage depthG
average maximum
14
5.1
14
5.1
14
5.2
14
5.1
15
5.2
5.2
15
5.3
16
5.2
19
5.2
19
12
5.1
5.2
12
5.2
13

Vertex degreev
average maximum
5.0
17
16
5.0
5.2
17
5.2
17
5.3
17
5.6
17
19
6.3
30
5.4
5.6
30
14
5.2
5.4
15
14
5.3

GAverage coverage depth is the sum over all columns of the alignment of the number of spanned
sequences, divided by the total number of columns.
bAverage vertex degree is the number of edges in the overlap graph divided by the number of
vertices. Maximum vertex degree is the maximum number of in-edges or out-edges for a vertex.

in all columns of the multiple sequence alignment, and dividing by the number of
columns; the maximum was taken similarly. Average vertex degree was computed
by dividing the number of edges in the overlap graph by the number of vertices.
For the maximum degree we counted the number of in-edges and out-edges of each
vertex, and took the max,lmum of the two. Taking the sum for a vertex would yield
a figure that should be compared with twice the average degree.
The data supports our assumption that both the expected coverage depth and
vertex degree are near the number of genome equivalents, which in practice is a
constant. The maximum values are much higher, but still more than an order of
magnitude less than the number of fragments. As a general trend, the maxima
increased slowly with the number of fragments and the error rate. This suggests the
variance grows in these parameters as well, though it was not measured.
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Table 8.5
Computation time.

Experiment

1
2
3
4
5

Fragment
length
".

500
500

250
1,000

11

12

8.2.4

500

Error
rate

2.5 %

5.0

6
7

8
9
10

Number of
fragments

1,000

10.0
500 0.0
2.5
5.0
10.0
1,000 2.5
5.0
250 2.5
5.0
367 2.5

Overlap
time
0.9 bour

1.8
2.5
0.4
1.1
1.8
3.3
1.3
1.8
1.2
2.4
2.5

Layout
time
6 sec
6
7

4
6
6

8
15
16

2
3
5

Alignment
time
2.9 min

2.9
3.0
2.8
3.0
2.8
3.0
4.3
4.4
2.5
2.5
4.5

Computation time

To produce the output for the experjments our software took as input the fragments,
the error rate, and some additional parameters. These additional parameters were
the match significance and error distribution thresholds for overlap graph construction, and the width of the window for multiple sequence alignment. For all twelve
experiments, we used a match significance threshold of 10, an error distribution
threshold of 5 percent, and a window width of 4.
Table 8.5 gives the computation times. Overlap time is the time taken by overlap
graph construction, layout time is for fragment layout by the greedy implementation,S
and alignment time is for multiple sequence alignment and consensus voting. These
times are given in units of hours, seconds, and minutes on a six-processor Silicon
Graphics Iris 4D/300GTX running at 33 megahertz with 16 megabytes of RAM. 9 Our
code did not exploit any parallelism in the machine.
As Table 8.5 shows, nearly all the running time was taken by overlap graph
8For the branchings implementation we tried an unbounded number of tree nodes for the orientation algorithm of Chapter 3, and an unbounded number of generated branchings for the layout
algorithm of Chapter 5. We were unable, however, to find an optimal cut or dovetail-chain branching for experiments 4 through 7 within an overnight run. Thus the layout times we quote are for
the greedy implementation; these are the layouts measured in Table 8.2.
9We thank David Sankoft' for access to this machine while at the Universite de Montreal.
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construction. The data supports a linear growth in overlap time as a function of
error rate, which agrees with the worst-case time bound of O( EN2) for fragments of
total length N at error rate

E.

As experiments 1 through 11 all have roughly the

same number of input characters, another study would be necessary to observe a
quadratic growth with input length.
It should be understood that while overlap time is on the order of hours, it may
be amortized over the period of data acquisition. As the sequence for each fragment
is obtained, the overlap graph can be updated with the insertion of one vertex and
the comparison of the new fragment to those currently in the graph. If we divide the
time to compute the overlap graph by the number of fragments, the amortized time
is less than ten seconds per fragment, for 500 fragments of length 500 at 2.5 percent
error. For 250 fragments of length 1,000 at 2.5 percent, this time is less than five
seconds. lo Note the Hme to compute a layout is also on the order of five and ten
seconds. This suggests for problems of current size, it is possible to deliver an
updated layout as each fragment is obtained. And as Section 8.2.1 indicates, the
layout may be of acceptable quality even for problematic, repetitive sequences.

lOOf course response time will degrade for the last fragments inserted.
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CHAPTER 9

CONCLUSION

Motivated by the challenge of determining man's genetic sequence, we have examined the sequence reconstruction problem in computational biology. Our goal has
been to unify the work of biologists, who developed heuristics for their laboratories,
and computer scientists, who studied important special cases. To

th~

best of our

knowledge, our work is the first to treat the problem in full generality.
\Ve conclude with a summary of Chapters 1 through 8, list some open problems,
and indicate a promising direction for further research.

9.1

Summary

Chapter 1 formalized our problem as

RECONSTRUCT:

Given a collection of frag-

ments and an error rate, find a shortest sequence such that every fragment matches
a substring within the error rate jn the forward or reverse orientation. We showed
RECONSTRUCT

is NP-complete, and sketched a decomposition into constructing a

graph of fragment overlaps, selecting a set of overlaps that fix an orientation and
layout, merging the overlaps into a multiple sequence alignment, and voting on a
consensus sequence for the alignment. The chapters that followed developed two approaches within this framework, and evaluated an implementation of one approach
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on human

DNA.

Chapter 2 described an algorithm for constructing a graph of approximate overlaps. We modelled the problem as

OVERLAP:

Given a pair of fragments and a

maximum error, find a least random overlap within the error. While we use minimum probability overlaps in practice, maximum length overlaps are needed for our
theoretical analysis. We described an algorithm that constructs an overlap graph
for either measure in O( fN2) time, where N is the total length of the fragments and
f is the error rate.
Chapter 3 presented an algorithm for fragment orientation. We formalized the
problem as

ORIENT:

Given an unoriented overlap graph, find an orientation max-

imizing the weight of all overlaps that are consistent with it. We showed
ENT

ORI-

is NP-complete, and designed a branch-and-bound exact algorithm and a

greedy approximation algorithm. The exact algorithm solves progressively larger
subproblems; by extending the largest exact solution with the greedy algorithm,
we could halt with a good orientation after a search of bounded size. For a graph
of E edges and V vertices, the exact algorithm runs in O(K(E + V)) time and
O(E + V) space, where K ~ 2v is the size of the search tree. The greedy algorithm

runs in O(E + V log V) time, O(E + V) space, and approximates
factor of

ORIENT

within a

i.

Chapter 4 reduced

RECONSTRUCT

to

LAYOUT

and

LAYOUT

to

BRANCHING:

Given an oriented overlap graph whose edges are classified as dovetails or containments, find a maximum weight dovetail-chain branching. We proved that a solution
to

BRANCHING

gives a reconstruction that is feasible at rate l~C and at most a

factor l~C longer than the shortest, assuming even error distribution and transitive
approximate matching at rate f. We showed that approximating BRANCHING within
a factor of 0' approximates RECONSTRUCT within a factor of (l-f)o under the overlap measure, and described a greedy approximation algorithm for

BRANCHING.

The

greedy algorithm runs in O(E log V) time, O(E + V) space, and achieves a factor
of

l.
Chapter 5 developed our first approach to

LAYOUT.

We obtained an exact al-
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gorithm by relaxing the dovetail-chain constraint and generating branchings of decreasing weight until finding one that is dovetail-chain. By repairing non-dovetailchain uranchings with the greedy algorithm, we could halt with a good solution
after generating a bounded number of branchings. The exact algorithm runs in

O(K(E + V log V)) time and O(K

+ V)

space, where K ~ 2E is the number of

branchings generated. We also gave a method for producing alternate layouts and
accomodating layout constraints.
Chapter 6 developed our second approach to

LAYOUT.

This solved the ori-

entation and layout problems simultaneously, which we reduced to
BRANCHING.

UNORIENTED

We obtained an exact algorithm by relaxing the acyclicity constraint

and generating matchings until finding a dovetail-chain paeudobranching without
cycles. We also described an approximation algorithm for UNORIENTED BRANCHING
that recursively patches cycles. The exact algorithm runs in O(K(E + V log V)) time
and O(HV) space, where K::;; 2E is the size of the search tree and H ::;; min{K, E} is
its height. The approximation algorithm runs in O(V(E + V log V) log V) time,
O(E + V) space, and achieves a factor of ~.

Chapter 7 designed an algorithm for merging the overlaps in a layout into a multiple sequence alignment. We formalized the problem as TRACE: Given a collection
of alignments represented as pairs of aligned characters, find a set of pairs of maximum total weight that form a multiple sequence alignment. We showed

TRACE

is

NP-complete, and designed a simple approximation algorithm. The algorithm runs
in O(N

+ !If + LH2)

time, O(fN2

+ H)

space, and achieves a factor of

ir, where

N is the total length of the fragments, M is the number of pairs of aligned char-

acters, L is the length of the resulting alignment, and H is the maximum number
of fragments overlapping at any point in the layout. We recovered a sequence by
voting on a consensus character for each column of the alignment.
Chapter 8 evaluated an implementation of the branchings approach of Chapter 5
and the greedy approach of Chapter 4. For a random sequence of length 50,000 sampled at 10% error with 500 fragments of length 500, the branchings implementation
computed the correct orientation and layout in 2.5 hours. For a human DNA sequence

161

of length 50,000 containing repeats of length 300 to 2,000, sampled at 5% error with
500 fragments of length 500, the greedy implementation correctly determined over
95% of the layout in.1ess than 2 hours. At a coverage of three or more fragments,
the reconstructed sequence had less than 1 error in 5,000 characters.
In short, we gave a solution to the sequence reconstruction problem based on
pairwise overlaps, proved that a pairwise approach can guarantee a good reconstruction given some assumptions on fragment error, and demonstrated that this
approach works well in practice.

9.2 Open problems
\Vhile we have resolved some questions in sequence reconstruction, our work leaves
many open. We consider them by subject.

9.2.1

Match probability

The algorithm of Chapter 2 for overlap graph construction uses the probability of
a match between two random sequences. We obtained a qualitatively correct upper
bound on the match probahility using results of Sank off and Chvatal (1983), but we
ask,
• Given sequences A and B of length m and n generated uniformly and
independently from an alphabet of size k, what is the probability that
A and B have edit distance d ?
The probabmty is unknown even for the metric that counts insertions and deletions. 1
For this model, the question is equivalent to determining the distribution of the
length of the longest common subsequence of two random sequences. Note that if
an answer is to be useful for our application, it must apply for small m and n, not
just asymptotically. Such probability questions appear quite difficult.
1 But see the survey of Arratia, Goldstein and Gordon (1990) for an approach based on Poisson
approximation.
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Another problem is to remove the error assumptions of our analysis. As we
argued in Section 4.5, it is likely that no efficient algorithm can produce a reconstruction of bounded error without the assumptions of even error distribution and
transitive approximate matching; nevertheless probability may be of use here as well.
We observe our assumptions hold in practice, and for long overlaps and low error
rates, the probability that they hold should be high. This suggests removing the
assumptions by deconditioning on their probability, treating our approach as a probabilistic algorithm. Our reduction would then take the form, "Given k fragments of
length n sampled at error rate f from a random sequence, with probability P(k, n, f)
an algorithm for BRANCHING yields a reconstruction feasible at rate 1~(; with probability Q(k, n, f), it is at most 1~( longer than the shortest."
The probability of even error distribution is easily quantified given a uniform
distribution of error along fragments. 2 The probability of transitive approximate
matching is more difficult to quantify, however. This requires a result on the distribution of approximate repeats at a given error rate. Furthermore, if the result is to
be meaningful, the notion of random sequence must be carefully defined, since as
we have seen in Chapter 8, completely random sequences are too easy a distribution
compared to biological data.
9.2.2

Overlap graph construction

Though RECONSTRUCT is NP-complete due to the inherent difficulty of LAYOUT,
the bottleneck in practice is not fragment layout, but overlap computation (see
Chapter 8). Given fragments of total length N and error rate

f,

the algorithm of

Chapter 2 constructs an overlap graph in O(fN2) time worst-case. We suspect this
cannot be improved without significant progress in sequence comparison. 3 Never2 Admittedly, error is not uniformly distributed in practice. With gel electrophoresis, for instance, the error probability increases towards the end of a fragment. Nevertheless, for analysis
it suffices to treat error as uniformly distributed according to the maximum rate measured at an
end.
30r course an easy way to speed up overlap graph construction is to exploit its inherent dataparallelism. We are concerned here with algorithmic improvements.
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theless, it may be possible to improve this in expectation. We ask,
• Given k random sequences of length n and an error rate f, is there a
o(fPn 2 ) expected-time algorithm for overlap graph construction?4
For the case

f

= 0, Gusfield, Landau and Schieber (1991) obtain an optimal

O(kn + P) time algorithm by effectively solving the O(k2) exact string matching
problems simultaneously. Perhaps our approximate string matching problems may
be combined as well. Recent progress by Chang and Lawler (1990) in sublinear
expected-time approximate string matching suggests one approach to breaking the
O( n 2) barrier when f

':f: 0, though extending approximate string matching algorithms

to compute least random overlaps, as in Myers (1986a), appears difficult.

9.2.3

Fragment layout

Our method for approximating LAYOUT under the overlap measure is fundamentally
an approximation of the Longest Path Problem for directed graphs. (Our algorithm
of Chapter 6 approximates a more general problem, but it must, as a special case,
approximate Longest Path.) The best known bound seems to be a performance
ratio of

t, achieved by Turner (1989), Moran, Newman and Wolfstahl (1990),5 and

our algorithm of Section 6.2. We ask,
• Is there an a-approximation algorithm for Longest Path on directed
graphs with a > ~ ?
All the above algorithms solve a relaxation that allows cycles. As we indicated at
the end of Section 6.2.3, one strategy for improving the approximation is to solve
a relaxation with no cycles of k or fewer edges; this achieves a ratio of

k!l'

Our

discussion showed it unlikely we can do this in polynomial time for every k less than
the number of vertices, but what about small values of k? Cycles of length 1 are

=

=

4We write J(n) o(g(n» if Iim n _ oo J(n)/g(n) O.
5Mor~n, Newman and Wolfstahl (1990) state a ratio of ~, but it is for the case of directed
graphs WIthout cycles of length two. For general directed graphs, their ratio is ~.
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easily prevented by removing self-loops from the graph, yet it appears difficult to
prevent cycles of length 2.
Some light is shed on the problem by considering undirected graphs. Here it
suffices to find a collection of edges such that every vertex has degree 2; this is
called a 2-factor. We seek a maximum weight 2-factor with no cycles of k or fewer
edges, which we call k-cycle-free. Finding maximum weight k-cycle-free 2-factors for

k = 1 and k =2 is trivial: as before, remove self-loops, and now, retain one edge of
maximum weight from every set of parallel edges. This gives easy ratios of ~ and

i;

what about ~, ~, and beyond? Corneujols and Pulleyblank (1980) give a proof by
Papadimitrou that just deciding whether a graph has a k-cycle-free 2-factor is NPcomplete for k 2= 5 (leaving k = 3 and k = 4 open). This implies our relaxation for
directed graphs is also NP-complete for k 2= 5: After replacing every undirected
edge with a pair of oppositely directed edges, the resulting graph has a k-cycle-free
solution if and only if the undirected graph does. Hence our strategy cannot achieve
a ratio of ~ or greater.
Can we can solve any nontrivial k-cycle-free relaxation? Suprisingly, yes. Hartvigsen (1984) shows that the undirected problem can be solved in polynomial time
for k

= 3,

implying an approximation of ~ is achjevable for undirected graphs.

Perhaps ~ is achievable for the directed case.
Another question concerns the expected performance ratio of our approximation algorithm. Worst-case ratios are notoriously pessimistic, and as we noted in
Section 6.2.3, our approximation meets

~

only when every edge is in a cycle, all

edges in a cycle have the same weight, and all cycles are of length two. Each of
these contingencies is unlikely, and we expect a ratio much better than

!. Perhaps

a probabilistic analysis can support this, though here again, it is unclear what distribution is realistic. Certainly overlap graphs are not random graphs; what is an
appropriate model of an overlap graph for a random sequence with repeats?
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9.2.4 Multiple sequence alignment
Our final questions concern the multiple sequence alignment problem of Chapter 7.
Maximum Weight Trace is of potential interest outside the context of sequence
reconstruction, as it formalizes the everyday practice of merging pairwise alignments
to form multialignments. Our approximation algorithm of Section 7.2 achieves a.
ratio of

f for k sequences. We ask,

• Is there an a-approximation algorithm for Maximum Weight Trace with
a a constant?
Vve know of an algorithm that achieves

t

in polynomial time for any fixed a less

than k, but this is far from a constant ratio. Even an algorithm that achieves

lo:k

for some a may be useful, since k is relatively small in practice. The only other
performance bounds we know for multiple sequence alignment are in Gusfield (1991),
where a ratio of ~ is achieved for the Minimum Sum of Pairs Alignment Problem.
This problem asks for a multi alignment that minimizes the sum of the costs of all
induced pairwise alignments. Minimum Sum of Pairs and Maximum Weight Trace
are closely related; in fact, a version with simple alignment costs can be reduced to
TRACE.

A crucial difference, however, is that the triangle inequality on alignment

costs, which enabled Gusfield to prove a bound of

!, does not hold for TRACE in

general. This makes TRACE difficult to approximate.
Of course exact algorithms are also of interest. We believe

TRACE

is one of

the few multiple sequence alignment problems that can be solved to optimality in
practice. As noted above, it is closely related to Minimum Sum of Pairs, which
Carrillo and Lipman (1988) examined with exact solution in mind. As Lipman,
Altschul and Kececioglu (1989) demonstrated, Minimum Sum of Pairs can be solved
to optimality for as many as 5 sequences of length 100.

TRACE

should be somewhat

easier to solve given an alignment graph that is the union of pairwise alignments,
as much of the structure of the optimal alignment is specified a priori. It would be
interesting to see if similar techniques applied to
of even larger problems.

TRACE

permit the exact solution
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We used our approximation of TRACE to obtain a consensus sequence by voting,
and our experiments of Chapter 8 show it works. well in this context. While the
approximation is with respect to the weight of the trace, sequence reconstruction is
more concerned with the error of the resulting consensus. Given sample sequences
within a fixed error rate of an unknown sequence, can we compute a consensus that
converges to the underlying sequence? Clearly it is not possible in the worst-case,
since an adversary can repeat the same erroneous sequence; with such data we can
never get any closer to the underlying sequence. However, ifthe error in the samples
is random, convergence may be possible. We ask,
• Given k sequences Sh" . ,S" within edit distance 0 of an unknown sequence S, is there a polynomial-time algorithm to find a consensus sequence S' such that, assuming errors are uniformly and independently
distributed, the expected distance E{ d(S, S')} -.0 as k -. ex> ?
V\7e believe our algorithm of Chapter 7 finds such a consensus. Certainly the empirical evidence supports a fast rate of convergence, though a proof appears

diffi~ult.

We note that if an algorithm meeting the above criterion exists, we can improve the
bound of 1~( on the error in our reconstruction.
From another point of view, the question above can be phrased in computational
learning theory: can we efficiently learn a string from examples with errors?6 A
similar question is examined by Li (1990), who shows that a string can be efficiently
learned from a set of substrings. Perhaps such results can be extended to accomodate
error. In general, computational learning theory seems particularly well-suited to
computational biology, since many of the fundamental problems are questions of
reconstruction, or inference.
6Convergence is somewhat stronger than most formulations of learning, however, since a concept
is usually considered learned if it explains all examples. This means we have learned a consensus S'
if all Sj are within distance 6 of S', which is subtly different from convergence to S.
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9.3

Further research

While all the open problems are topics for further research, we wish to point out an
especially promising area.
For biologists, our sequence reconstruction problem is really just one in a hierarchy of DNA sequencing problems. The human genome, a sequence of three billion
bases, is too large to be solved as one massive reconstruction problem, and biologists have developed strategies to make such projects manageable. Portions of the
genome are cloned in a hierarchy of fragments of increasingly finer scales. At the
finest scale, the fragment sequence itself is determined; at higher scales, coarser
features are extracted. Such features range from
(1) whether or not a given probe sequence will bind to the bases of the
fragment,
(2) the lengths of pieces of the fragment after cutting it with given enzymes,

to
(3) the actual positions of the sites where the enzymes cut the fragment.
At all scales, the problem remains the same: reconstruct the sequence of features
that gave rise to the fragment data. We call these general reconstruction problems,
generalized sequence reconstruction.
We can model generalized reconstruction as follows. In a problem of type (1),
a fragment is represented by a set of attributes: each attribute represents a probe
sequence, and an attribute is in the set if the probe binds to the fragment. In
type (2), a fragment is a multi set of piece lengths, and in (3), a sequence of piece
lengths. The simplest explanation of the data is a shortest sequence of features
such that every fragment matches a substring. For type (1), the sequence is over an
alphabet of attributes, and for (2) and (3), an alphabet of lengths. For types (1)
and (2), a fragment is matched if its set consists of the characters in a substring,
and for (3), if its sequence is in the same order as a substring. Turner (1986)
appears the first to examine the complexity of finding such sequences; he shows (2)
is NP-complete.
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Of course, each type of data, being determined by experiment, is subject to error.
The binding of a probe sequence to a fragment is not absolute, and data of type (1)
is better described by a number between 0 and 1. Lengths of type (2) and (3)
are resolved to within a limited accuracy, and several pieces of the same length are
sometimes indistinguishable from one piece. A notion of approximate matching is
crucial.
Moreover, (1) through (3) list only some of the types of data biologists have
collected; one can imagine an infinite variety of problems as new experiments are
devised. Fortunately, the overlap graph paradigm suggests a unified approach. In all
problems, a fragment samples an interval of the underlying sequence, so if fragments
share an interval, they sha.re common features. We can infer fragment overlaps by
deriving the probability of an approximate match for each type of problem, and
computing a least random ovedap between each pair of fragments. This forms an
overlap graph; for types (1) and (2), the graph is undirected, while for the ordered
data of type (3), it is directed. We have dovetail or containment edges as an overlap
is with part or all of a fragment. Once again solutions correspond to dovetail-chain
branchings, or in the undjrected case, dovetail-chain forests. With edges weighted
by the negative logarithm of the o\'erlap probability, maximizing the total weight of
a dovetail-chain branching maximizes the likelihood of the reconstruction.
A significant difference in generalized sequence reconstruction is that the dovetailchain constraint is no longer sufficient to guarantee a feasible reconstruction. Moreover, much of the shortest common superstring theory does not apply: for types (1)
and (2), containments cannot be ignored, and as Rhee (1988) observes, the simple
greedy algorithm performs poorly. These difficulties do not appear insurmountable,
however. The generative approaches of Chapters 5 and 6, with their strategy of conflict resolution, suggest a method perhaps more appropriate for these more general
problems.
The present flowering of computational biology is good news for computer science. Certainly problems like generalized sequence reconstruction will keep algo-
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rithm designers occupied for many years to come.
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APPENDIX A

IMPLEMENTATION

This appendix describes an evolving implementation of the algorithms of Chapters 2,
3, 5, and 7. Most of this material is from Kececioglu and Myers (1989).
The implementation is organized as a library of procedures in the C programming
language. Our intent is to enable biologists to use our algorithms by providing a
portable core on which utilities and user interfaces may be built. 1 Section A.l
describes procedures for constructing an overlap graph from input fragments, A.2
covers generation of dovetail-chain branchings from overlap graphs and querying
branchings for fragment layouts, and A.3 describes how to produce multiple sequence
alignments from branchings. Section AA summarizes the interface to the library and
discusses storage requirements. Each section develops a working example illustrating
use of the library; together these examples form a simple sequence reconstruction
tool.
Functions are declared in this appendix in the style of ANSI C. The code itself,
however, uses the original language definition of Kernighan and Ritchie (1978). In
addition to a standard C compiler, the implementation requires the stdio and ma.th
1Version 1.5 is available by anonymous ftpfrom c•. arizona. edu in directory allellbler. This
version is not in the public domain, as described in the copyright conditions of the distribution.
Specifically, commercial use is prohibited without written consent.
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libraries and malloc memory allocation.
Programs that call the library include two files:
'include <atdio.h>
'include "fa..interface .h"

File fa_interface. h contains external definitions for all library procedures. It
also defines an overlap graph data type and a name data type for referencing fragments. To avoid conflicts with the calling program, all identifiers exported by the
library have prefix fa_, for fragment assembler.2
Two procedures enclose all other calls to the library:
• void fa_startup

(int max_distance);

• void fa_shutdown ();
Procedure fa_startup jnitializes the library. Argument max_distance is an
upper bound on the number of errors allowed in an overlap between two fragments.
A conservative bound is 2· f· n where

f

is the error rate and n is the maximum

fragment length.
Procedure fa_shutdown exits the library.

A.l

Constructing overlap graphs

The overlap graphs of Chapter 2 are implemented as an abstract data type,
FA_GRAPH. Overlap graphs can be created and destroyed (fa_create_graph,

fa_destroy_graph). They are constructed by adding sequences to an empty graph,
and updated by deleting old

sequen~ and

adding new ones (fa_delete_sequence,

fa_insert_sequence). Because constructing ovedap graphs is time consuming,
primitives are provided for writing out grapbs and reading them in using text files
(fa_write_graph, fa_read_graph).

2Biologists call sequence reconstruction, fragment assembly, and call fragment layouts, assemblies.
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• void
Function fa_create_graph returns a pointer to an empty overlap graph. Procedure fa_destroy..graph frees the space allocated to graph .

• FA_NAME fa_insert_sequence (FA_GRAPH *graph. char *.equence. int id.
float error_rate. float overlap_thre.hold);
Fragments are created by calling fa_insert_sequence, which adds a sequence
to an overlap graph. Each fragment is assigned a unique name of type FA_NAME,
returned by fa_insert_sequence. Fragment names are integers, and are assigned
consecutively from 1 for each overlap graph. Library functions of type FA_NAME
return the null name on failure, which has value O.
Argument graph points to an existing overlap graph. Argument sequence is a
null-terminated string over the alphabet of Table A.l, with no distinction between
upper and lower case. This extended alphabet contains ambiguous base codes conforming to the IUPAC standard. Biologists use these codes to indicate possible bases
at a gel position that cannot be resolved to one base. Characters match if their
encoded sets intersect. 3
The library makes a copy of the string passed to fa_insert_seq,uence that may
be accessed given the fragment name (see £a_s&quence). Since this copy consumes
space, a utility built on top of the library should free the original string.
Argument id is a name for the fragment given by the calling program, included
for convenience. 4 The library provides a mapping from its names to ids (see fa_id).
Utilities built on top of the library are responsible for mapping ids to library names.
'When a fragment is created by fa_insert_sequence, it is compared to allothers in the graph in both orientations, and overlap edges are created. Arguments
error_rate (a number between 0 and 1) and overlap_thTeshold (a length) control the creation of overlaps. As described in Section 2.3, only overlaps with at
3The implementation maps ambiguous base codes to integers in the range 1 to 24 - 1 with a
table, using one bit fo! each base. Set operations are precomputed or implemented with C's bitwise
logical operations. This accomodates ambiguous base codes with little loss of performance.
4 An id has no meaning to the library and need not even be unique. All procedures that
reference fragments require library names.
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T.ble A.l
Extended input alphabet.
Ambiguous
base code

a

e
s
t

•p
r

•
•
J
It
v
h
d
b
n

most f(n

+ m)

Encoded
bases

l:~

{g}
{t}
{a,e}
{a,g}
{a,s}
{.,t}
{e,s}
{e,t}
{S,t}
{a,c,g}
{a,c,t}
{a,s,t}
{e,s,t}
{a,c,g,t}

errors are considered, where

f

is the error rate and nand mare

the fragment lengths. Of these overlaps, only those that score at least the overlap
threshold are admitted to the graph.s
Typical values are 5 percent for error_rate and 10 for overlap_threshold.
Raising the error rate allows more errors, but takes more time; lowering the overlap
threshold admits more edges, but consumes more space.

Procedure fa_delete_sequ.ence removes a fragment and its incident edges from
an overlap graph. Argument name must have been returned by an earlier call to
fa_insert_sequence on the graph. The library may reuse this name and return it
on a subsequent call to fa_insert_sequence.
• void

5The overlap threshold is effectively a lower bound on the length ofan exact match (see page 41).
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Computing overlaps is time consuming. An overlap graph can be stored in a file
by fa_vri te_graph and later recovered with fa_read_graph. This allows fragments
to be added and deleted in an ongoing sequencing project without recomputing
overlaps between old fragments. The output of fa_wri te_graph is text, and the
length of the output is recorded. Hence a graph file may be appended to and still
read by a correctly positioned fa_read_graph.
The file passed to fa_write_graph should be opened for writing, while
fa_read_graph expects a file opened for reading. Fragment names are preserved
across the reading and writing of graphs.
Three functions return fragment attributes:
• char *fa_sequence (FA_GRAPH *graph. FA_NAME fragment):
• int ta_1ength

(FA_GRAPH *graph. FA_NAME fragment):

• int fa_id

(FA_GUPH *graph. FA_WAKE fragment);

Function fa_sequence returns the sequence for the named fragment (but see
also fa_reversed in Section A.2). If the overlap graph has no fragment by that
name, fa_sequence returns the null pointer.
Function fa_length returDS the length of a fragment. 6 If there is no such fragment, fa_length returns

o.

Function fa_id returns the id supplied by the calling program when the frag.
ment was created (see fa_insert_sequence). If there is no such fragment, fa_id
returns O.
Example.

To give an example of using these primitives, the following procedure

adds new fragments to a graph file. It takes the name of the file (which is created
if it does not exist), the name of a file containing new sequences (one per line), an
error rate, an overlap threshold, and returns the updated graph. Ftagment ids are
ignored.
#define FR1GMEIT_LEITB 1000 /*

.ax~um

6This is a constant·time operation.

fragment length */
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/

.

• overlap -- Overlap ne. fragaentl .ith old
./
FA_GRAPH .overlap (char .graph_file, char •• equencG_file, float error_rate,
float overlap_thre.hold)
{

static char liDe [F'R1GMElT_LElGTH + 1];
FA_GRAPH
.graph;
FILE
•• treaa:

/.
• Read overlap graph file, if pre.ent: el.e create ..pt, graph
./
if «streUl = fopen(graph_flle, "r"» != lULL)
{

graph = fa_read_graph(stream):
fclose(stream) :

}

else
graph

= fa_create_grapb();

/.
• Insert nev sequences into graph
./
stream = fopen(sequence_file, "r"):
vhile (fgets(line, FRAGMEIT_LEIGTH + 1, Itreaa) != lULL)
{

=

line[strlen(line) - 1]
'\0': /. delete nevline character ./
fa_insert_sequence(graph. liDe, O. error_rate, overlap_threshold):
}

/.
• Update overlap graph file
./
stream =fopen(graph_file, "V"):
fa_vu ICe_graph (graph , .tream):
fcloae(stream):

return graph:
}

A.2

Generating fragment layouts

The fragment layouts or assemblies of Chapter 4 are generated from overlap graphs
with three procedures:
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(int vork.quota);

Procedure fa.ini t.assemble computes an orientation for the overlap graph
(see Chapter 3) and initializes the assembly generator (see Chapter 5). Subsequent
calls to fa.assemble generate assemblies. Calling fa.finis.assemble terminates
assembly generation and frees the associated data structures.
Fragment assemblies are not explicitly returned by fa.assemble. When an
assembly is generated, fa.assemble returns 1; after the last assembly is generated
and there are no more, it returns O. The current assembly can be queried for
the fra;gmeni layout (see fa.position) and multiple sequence alignments can be
produced (see Section A.3).
Argument work.quota bounds the number of branchings examined to generate
the next assembly (see Section 5.1). A typical value is 100. Values less than or
equal to zero allow examination of an unbounded number of branchings, but may
exhaust available memory.
Successive assemblies are guaranteed to be distinct, but are not necessarily produced in order of score, even for a work quota of zero. See Section 5.5 for a definition
of alternate assemblies.
The current assembly is represented internally as a branching (see Section 4.3).
Routines are provided for traversing the branching (fa.root, fa.parent, fa.child)
and querying the induced layout (fa.size, fa.position, fa.reversed).
Three functions return contig attributes:
• FA.NAME fa.root

(int contig).

• int

fa.size

(int contig).

• float

fa.score (int contig);

Recall that contigs are in correspondence with the roots of a branching (see
Section 4.3). Function fa.root returns the name of the root fragment for a contig.
Given the root, the rest of the contig can be found by traversing the branching.
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Contigs are indexed from 1, and ordered by decreasing score (see fa_score). If the
assembly has no contig with the given index, fa_root returns O.
Function fa_size returns the length of a contig in the layout, measured in
bases. 7 This is useful for scaling layout diagrams. Ifthere is no such contig, fa_size
returns O.
Function fa_score returns the score of a contig. Contigs are scored by the sum
of the weights of the edges in the branching hanging below their corresponding root.
If there is no such contig, fa_score returns O.

The following functions return assembly attributes for a fragment.

• FA_HAME fa_parent
• FA_HAME fa_child
fa_contained
• int
fa_reversed
• int
• float fa_overlap
• int

(FA_HAME
(FA_HAME
(FA_HAME
(FA_NAME
(FA_NAME

fragment);
fragment. int index);
fragment);
fragment);
fragment);

fa_position (FA_HAME fragment);

Function fa_parent returns the parent of a fragment in the branching. If the
fragment is a root, fa_parent returns O.
Function fa_child returns the child of a fragment with the given index. Children
are indexed from 1, and ordered first by increasing position (see fa_position) and
second by decreasing length. If there is no child with the given index, fa_child
returns O.
Function fa_contained returns 1 if the fragment is contained by its parent, and

o otherwise. 8
Function fa_reversed returns 1 if

t~e

fragment is oriented in the reverse

direction in the assembly, and 0 otherwise.

When fa_reversed is true, the

string returned by fa_sequence is the reverse complement of the string passed
to fa_insert_sequence.
7The length of a contig is the length of the interval covered by its fragments in the layout (see
page 56).
8 A fragment is contained if all of its sequence overlaps with part of another (see page 2).
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Function fa_overlap returns the score of the overlap between a fragment and
its parent.9 If the fragment is a root, fa_overlap.returns

o.

Function fa_position returns the position in the layout of the left end of the
fragment, which is useful for drawing layouts.

Example. The following example outputs a diagram of a layout. Once an assembly has been generated, calling ini t_layout computes the scale of the diagram;
calling layout thereafter outputs the diagram for a contig. Procedures traverse
and visit show how to walk a branching using fa_root and fa_child.
'define LIIE_WIDTH 79
/* aaxiaUII width of output */
*define LAYOUT_WIDTH (LIIE_WIDTH - 18) /* aaxiaUII width of layout */
.tatic float
.cale;
.tatic int
contig;
static FA_GRAPH -graph;

/- number of diagraa character. per ba.. -/
/- current contig of a ••••bly -/
/- overlap graph of a •• eably -/

/- init_layout -- Initialize and co.pute scale of layout diagraa
./
void init_layout (FA_GRAPH -overlap_graph)
{

int size, s. i;
graph = overlap_graph;
for (size = 0, i
1; • = fa_.ize(i); i++)
if (. > .ize)
.ize = .;
.cal. = (float) LAYOUT_WIDTH / siz.;

=

}

/.
- layout -- OUtput layout for contig
-/
void layout (int contis_index)
{

traverse(fa_root(contig

= contis-index»;

}

/- traverse -- Traver.e branching in pre order from fragment
90 ve rlaps are scored by the negated logarithm of the probability of the overlap occuring by
chance (see page 37).
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./
.tatic void traver.e (FA_lAKE fragment)
{

FA_.AKE child;
int

i;

vi.it(fragaent);
for (i • 1; child. fa_child(fr.,aeat. i); i++)
traver.e(ehild);
}

/

.

• visit -- Visit fragment by outputing it to scale at its position in layout
./
.tatic void visit (FA_.AME fragaent)
{

FA_lAME parent;
int

reversed. contained. i;

parent = fa_parent(fragment);
rever.ad =1a.rever.ed(1ragaent);
contained = fa_contained(fragment);
if (parent)
printf (11%6 .1f Y.3d%c ". fa_overlap(fragment). parent.
reversed ? ,\., : ' ');
else
printf("%6.1f %4s ". fa_score(contig). II II);
printf("%*I%C". (int) floor(lcale * fa_polition(fragment». II ".
reversed? 'C' : ' ,);
for (i
ceil(scal. * f~_length(graph. fragment»; i > 0; i--)
putchar(contain~d? '-' ~ '=');
print:f("%s Y.d%s\n". reversed? " .. : ">". :fragment, reversed? 11,11

=

1111);

}

The following is a sample output from layout on a contig of six fragments. Reading
the diagram, the contig has a score of 63.8 and corresponds to the edges 1=> "5,
1 --. 6, 6=> 3, 6=> 8, and 6 --. 4". Fragments 5, 3, and 8 are contained; 5 and 4 are

reversed.
63.8
16.1
7.2
13.6
18.3
9.7

1
1
6
6
6

===========================> 1
C--------------- 6'
==================================> 6
--------------> 3
------------------> 8
C==================== 4'
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A.3

Producing mUltiple sequence alignments

The multiple sequence alignments of Chapter 7 are produced from assemblies a
column at a time. This allows a utility calling the library to buffer only as much
of an alignment as it needs, rather than having to store the complete alignment to
produce output. Since multiple sequence alignments can be quite large, this can
save a great deal of space.
Four procedures generate the columns of an alignment:
• void fa_init_align

(int window_width):

• int fa_align

(int contig):

• int fa_column

(FA_NAME (.fragments) O.
int .number_of_fragments):

• void fa_finis_align ();

Procedure fa_init_align initializes the alignment computation for the current assembly, fa_align begins column generation for a particular contig, and
fa3inis_align terminates the computation by freeing the associated data structures. After calling fa_align (and before calling fa_finis_align), each call to
fa_column produces a column.
Argument window_width gives the width of the optimization window used by
the multiple sequence alignment algorithm (see Section 7.3). Typical values of
window_width range from 4 to 7. Increasing the width tends to degrade the alignment, but optimizations can be overlooked with too narrow a window.
Argument cont ig specifies the contig for alignment. Contigs are indexed from 1
and ordered as in assemblies (see fa_root). If the contig exists, fa_align returns
1, otherwise O.

Procedure fa_column generates the next column for the current contig. It returns 1 when a column is generated, and 0 when there are no more. The arguments
to fa_column are output variables. A column is represented by an array containing
the names of fragments that contribute a base. IO Argument fragments is the address
laThe example shows how to recover an alignment from this terse representation. One way is to
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of a variable that receives a pointer to the array. Argument number_of_fragments is
the address of a variable that receives the length of the array. The array is allocated
once, and reused on each call to fa_column.
Exam pie. The following extended example outputs a multiple sequence alignment using fa_align and fa_column. The example uses space proportional to the
number of fragments in a column-far less than the size of an alignment. Procedure
alignment buffers columns until enough have been generated to fill a line of out-

put. Procedure ini t_alignment initializes the computation, and finis_alignment
terminates it.
The code maintains a queue of buffers. Each buffer accumulates a row of the
alignment for one fragment. When the first character of a fragment appears in
a column, a buffer is created and placed on the queue. When the last character
appears, the huHer lS removed {Tom the queue as soon as its row is output.
'define LIIE_WIDTH 79
/. aaziaua vidth of output ./
'define ALIGI_WIDTH (LIIE_WIDTH - 6) /. aaziaum vidth of alignment ./
typedef atruct buffer {
FA_lAME fragment;
/.
char
.Iequence;
/.
,.
int
length;
int
pOlition.
/.
char
rov [ALIGI_WIDTB + 1J; /.
struct buffer .next;
/.
} BUFFER;
Itatic
Itatic
static
static

BUFFER
BUFFER
int
FA_GRAPH

head;
.tail;
column;
.graph:

/.
/.
/.
/.

fragment name ./
fragment sequence ./
1ragaent length ./
pOSition of character in current coluan ./
rov of buffered alignment ./
nert buffer on queue */

anchor for buffer queue ./
tail of buffer queue ./
current coluan in buffer ./
overlap graph for alignment ./

/.
• init_alignment -- Initialize the coaputation vith an e.pty queue
./
count the number of times a fragment in the array has appeared in previous columns. A count of
n for fragment A means the current column contains the (n+l)st character of A.
Also note that the array representation does not specify a consensus character. Section 7.3.6
describes two reasonable (but differing) methods for voting on a consensus.
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void init_alignaent (FA_GRAPH .overlap_graph, int window_width)
{
graph = overlap_graph:
head.next • lULL: tail = ahead:
fa_init_align(window_width):
}

/.
• finis_alignaent -- Terainate the

co~utation

./
void finis_alignment ()
{
}

/*
• alignment -- Output the alignment for a contig
*/
void alignment (int contig)
{

FJ __JHB *tragaents:
int
length, i:

/*
* Buffer all the columns
*/
column = 0:
fa_align(contig):
while (fa_column(afragments, tlength»
append_column(fragmenta. length);
/*
* Flush any non-empty buffers
*/
if (column> 0)
flush_buffers():
}

/*
* append_column -- lppend a column to the buffers in the queue
$/

static void append_column (FA_lAME fragmentsD. int length)
{

BUFFER *p;
int
i, j;

/*
* Update the buffers for fragments not in the column
*/
for (p = head.next; p != lULL: p = p->next)
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p->rov[coluan] = (p->po.ition < p->length) ? ,_,

,

I •

•

/*

*

Update the buffer. for fragaent. in the coluan

*/
for (1

a

0: 1 < length: 1++)

{

/*

* Find the buffer on the queue for the fragaent
./
for (p = head.next: p != lULL: p =p->next)
if (p->fragaent == fragaent.[i])
break:
/*

*

If the fragment va. not found, add a nev buffer to the queue
*/
if (p == lULL)
{

p; (BVlFEl .) malloc(sizeof(BUFFER»:
p->fragment = fragments[i]:
p->sequence fa_sequence(graph, p->fragment):
p->length = fa_length(graph. p->fragment):
p->position = 0:
for (j = 0: j < column: j++)
p->rov[j] = , ':
tail->next = Pi p->hext = lULL: tail = p:

=

}

/.
• Add the character contributed by the fragment to its buffer
*/
p->rov[columnJ = p->sequence[p->position++]:
}

/'4<

* Flush the buffer. if they are full
*/
if (++column >c ALIGI_VIDTB)
flush_buffers():

}

/.
• flush_buffers -- Flush the bufters on the queue

*/

static void flUSh_buffeTS 0
{

'

/
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..

• Output the rovs of the buffer •

/

for (p = head,nezt; p 1= lULL; P

c

p->nezt)

{
p->ro.[col~

• '\0';
priDtfC"Yo3d%c %.\n", p->frapent, fa_rneraed(p->frapent)
p->rov) ;

? '\"

, ,,

}

putchar( '\n');
colUIID = 0;

/

.

• Reaove all buffer. with a frapent no longer in the alignaent

./

=

for (p = ahead, q p->nezt; q 1= lULL; q = p->nezt)
if (q->position < q->length)
p
q;
else

=

{

p->next

= q->nezt;

free«char -) q);

}

tail

= p;

}

The following is a sample output from alignment on the earlier layout example.
Note that although there are six fragments in all, only five were on the queue at any
one time.
1

6'
6
3
8

acccgaaatacc-aggggtaccagacctaggccat-tgttaattac-cgatacagga
ctaggggtac-agaccta-gccat-tgt
cat&~gttaattacccgataca-gataggcccgc-atatta

aattae-egataeaggataggeeege-atatta
tagge-egetatatta

6 g-taattgeegtaettaeeeatae-gga
3 gataa
8 gataattg-egtaet-aee
4'
aettaeeeataeaggataatte~gggttacagg

A.4 Summary
The following lists all library procedures along with the page where they are described.

.,

...
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void fa_startup (int .ax_distance)j
void fa_shutdoVll 0 j

(171)

FA_GRAPH .fa_cr.ate_~aph ();
void
fa_destro1_~aph (FA_GRAPH .graph);

(172)
(172)

FA_GRAPH -fa_read_graph (FILE .streaa);
void
fa_vrite_graph (FA_GRAPH -graph. FILE .streaa) j

(174)
(174)

FA_lAKE fa_insert_sequence (FA_GRAPH .~aph. char •• equence. tnt id.

(172)

void

(171)

float error_rate. float overlap_threshold);
fa_delete_sequence (FA_GRAPH -graph, FA_1m nue);

(173)

char -fa_ ..quence (PA_GUPH .~aph. FA_1A1IE fnpent);
int fa_length
(PA_GRAPH -graph, FA_IAIIE fragaent);
int fa_id
(PA_GRAPH -graph. FA_lAME fragment);

(174)
(174)
(174)

void fa_init_assemble (PA_GRAPH -graph)j
int ta_assemble
(int vort_quota)j
void ta_finis_assemble ();

(176)
(176)
(176)

FA_lAME ta_root

(176)

float
int

(177)

(int contig};
fa_score (iut contig)j
ta_size (int contig)j

PA_IAME fa_parent
PA_IAME fa_child
int
int
int
float
void
int
int
void

(FA_lAME
(PA_IAME
fa_contained (FA_lAME
fa_reversed (FA_lAME
fa_position (FA_lAME
fa_overlap
(FA_IJXE

fa_init_align
fa_align
ta_column
fa_tinis_align

(177)
(177)
(177)
(177)
(177)

tragment);
fragment. int index) ;
fragment);
fragment);
fragment)j
tragment)j

(178)
(178)

(int vindov_vidth)j
(int contig)j
(FA_lAME (-fragments) O. int -number_ot_fragmenta);
();

(180)
(180)

(180)
(180)

Because the library allocates its data structures dynamically, there are no a priori
limits on the number of fragments, length of fragments, number of assemblies, and
so on. To give some idea of the space taken by a run, the

CUtreJ1t

implementation

allocates
• 18 words per fragment, plus a byte per base,
e 16 words per overlap graph edge, plus 2 words per overlap error, and
• 8 words per generated branching.
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A precomputed probability table for scoring overlaps takes 101,101 floating point
words. Tables for a sequence comparison algorithm based on a technique of Masek
and Paterson (1980) take 52,714 words.
The source code is roughly 25 files and 5,500 lines of C. Compiled on a Silicon
Graphics Iris 4D/300GTX under IRIX SYSTEM V, the executable is 730 Kb. Chapter 8 provides some benchmarks for this machine; runs involving 500 fragments of
length 500 at 5 percent error completed in under 2 hours.

Example. To conclude, we give a driver for a simple fragment assembly tool.
The program takes (1) the name of an overlap graph file, (2) a file of new sequences,
one per line, (3) an error rate, in percent, and (4) an overlap threshold. It incorporates the sequences into the graph file, and for each assembly, outputs a layout
and multiple sequence alignment. The program combines all the routines we have
developed: overlap, layout, and alignment.
'include
'include
'include
'include

<stdlib.h>
<stdio.h>
<math.h>
"fa_interface.h"

'define MAX_DI5rlICi 100
'define WORK_QUOTA 100
#define VlIDOW_WIDTH 6
main (int argo. char .argv D)
{

FA_GRAPH .graph;
int
contig;

/.
• Initialize the library
./
fa_8tartup(MAl_DISTAICE);
/.
• Overlap the fragments
./
graph = overlap(argv[1J. argv[2J. atof(argv[3])/100. atof(argv[4]»;
/.
• Generate the assemblies
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*/
ta_iDit_a....bl.(graph):
vhil. (ta_a....bl.(VORX_QUOTA»
{

/*

* OUtput

& layout and .ultipl. ..qu.nce aligna.nt tor each contig
*/
iDit_layout(graph):
init_aligna.nt(graph. VIIDOV_VIDTB):
tor (contig = 1: fa_root(contig): contig++)
{

layout (contig) :
putchar( '\n'):
aligna.nt(contig):
put char ( '\n'):
}

tini._alignaent():
put char ( ·\t·):
}

/*

* Exit the library
*/
f &_Bhutdo1m () :
}

188

REFERENCES

ARRATIA, RICHARD, LARRY GOLDSTEIN, and LOUIS GORDON (1990). Poisson approximation and the Chen-Stein method. Statistical Science 5:4, 403-424.
BALAS, E. and P. TOTH (1985). Branch and bound methods. The Travelling Salesman
Problem: A Guided Tour of Combinatorial Optimization, E. Lawler et al. editors,
John Wiley and Sons, 361-401BALL, MJCBAEL and ULRICK DERIGS (1983). An analysis of alternative strategies for
implementing matching algorithms. Networks 13, 517-549.
BARAHONA, FRANCISCO (1983). The max cut problem in graphs not contractible to
Ks. Operations Research Letters 2, 107-111.
BOLLOBA-S, BELA (1979).
New York.

Graph Theory: An Introductory Course. Springer-Verlag,

Combinatorics: Set Systems, Hypergraphs, Families of Vectors and
Combinatorial Probability. Cambridge University Press, Cambridge.

- - - (1986).

BLUM, AVRIM, TAO JIANG, MING LI~, JOHN TROMP, and MIHALIS YANNAKAKIS (1991).
Linear approximation of shortest superstrings. Proceedings of the 23rd ACM Symposium on Theory of Computing, 328-336.
CAMERINI, P., L. FRATTA, and F. MAFFIOLI (1979).
branchings. Networks 9, 309-312.
- - - (1980).

A note on finding optimum

The k best spanning arborescences ola network. Networks 10,91-110.

CARRILLO, HUMBERTO and DAVID LIPMAN (19B8). The multiple sequence alignment
problem in biology. SIAM Journal on Applied Mathematics 48,1073-1082.
CHANG, WILLIAM and EUGENE LAWLER (1990). Approximate string matching in sublinear expected time. Proceedings of the 31st IEEE Symposium on Foundations of
Computer Science, 118-124.

189
CHVATAL, VACLAV and DAVID SANKOFF (1975). Longest common subsequences of two
random sequences. Journal of Applied Probability 12, 306-315.
CORNUEJOLS, GERARD and WILLIAM PULLEYBLANK (1980).
side conditions. Discrete Mathematics 29, 135-159.

A matcbingproblem with

DERIGS, ULRICH (1988). Solving non-bipartite matcbing problems via shortest path
tecbniques. Annals of Operations Research 13, 225-261.
EDMONDS, J. (1965). Maximum matching and apolybedron witb 0,1 vertices. Journal
of Research of the National Bureau of Standards 69B, 125-130.
FOULSER, DAVID (1990). A linear time algoritbm for DNA sequencing. Research Report 812, Department of Computer Science, Yale University, New Haven, Connecticut 06520.
FREDMAN, MICHAEL, ROBERT SEDGEWICK, DANIEL SLEATOR, and ROBERT TARJAN
(1986). The pairing heap: a new form of self-adjusting beap. Algorithmica 1, 111129.
FREDMAN, MICHAEL and ROBER.T TARlAN (1987). Fibonacci beaps and their uses in
improved network optimization algorithms. Journal of the Association for Computing Machinery 34:3, 596-615.
GABOW, HAROLD (1977). Two algoritbms for generating weighted spanning trees in
order. SIAM Journal on Computing 6:2, 139-150.
Data structures for weighted matching and nearest commor. ancestors
with linking. Proceedings of the 1st ACM-SIAM Symposium on Discrete Algo-

- - - (1990).

rithms, 434-443.
GABOW, HAROLD, ZVI GALIL, THOMAS SPENCEB.~ and ROBERT TARJAN (1986). Efficient algorithms for finding minimum spanning trees in undirected and directed
glii.pbs. Combmatorica 6, 109-122.
GALIL, ZVI, SILVIO MICALI, and HAR.OLD GABOW (1986). .4n O(EVlogV) algoritbm
for finding a maximal weigbted matcbing in general grapbs. SIAM Journal on Computing 15:1, 120-130.
GALLANT, JOHN (1983). Tbe complexity oftbe overlap metbod for sequencing biopolymers. Journal of Theoretical Biology 101, 1-17.
GALLANT, JOHN, DAVID MAIER., and JAMES STORER (1980). On finding minimal
length superstrings. Journal of Computa and System Sciences 20:1,50-58.
GAREY, MICHAEL and DAVID JOHNSON (1979). Computers and Intractability: A
Guide to the Theory ofNP-CompJeteness. W.H. Freeman and Company, New York.

190
GINGERAS, T., J. MILAZZO, D. SCIAKY, and R. ROBERTS (1979). Computer programs
for the assembly of DNA sequences. Nucleic A~ds Research 7:2,529-545.
GUSFIELD, DAN (1991). Eflicient methods for multiple sequence alignment with guaranteed error bounds. Technical Report 91-4, Computer Science Division, University
of California at Davis, Davis, Ca.lifornia 95616.
GUSFIELD, DAN, GAD LANDAU, and BARUCH SCHIEBER (1991).
for the all pairs suflix-prefix problem. Manuscript.

An eflicient algorithm

HADLOCK, FRANK (1975). Finding a maximum cut of a planar graph in polynomial
time. SIAM Journal on Computing 4:3, 221-225.
HARTVIGSEN, D. (1984). Extensions of matching theory. Ph.D. thesis, Department of
Mathematics, Carnegie-Mellon University, Pittsburgh, Pennsylvania 15213.
HUNT, J. and T. SZYMANSKI (1977). A fa.st algorithm for computing longest common
subsequences. Communications of the Association for Computing Machinery 20,
350-353.
HUTCHINSON, GEORGE (1969). Evaluation of polymer sequence fragment data using
graph theory. Bulletin of Mathematical Biophysics 31,541-562.
JENKYNS, T. (1979).

The greedy travelling salesman's problem. Networks 9, 363-373.

KARP, RICHARD and J. MICHAEL STEELE (1985). Probabilistic analysis of heuristics.
The Travelling Salesman Problem: A Guided Tour of Combinatorial Optimization,
E. Lawler et al. editors, John Wiley and Sons, 181-205. .
KECECIOGLU, JOHN and EUGENE MYERS (1989). A procedural interface for a fragment a.ssembly tool. Technical Report 89-5, Department of Computer Science, The
University of Arizona, Tucson, Arizona 85721.
KERNIGHAN, BRIA.N and DENNIS RITCHIE (1978).
Prentice-Hall, Englewood Cliffs New Jersey.

The C Programming Language.

LAWLER, EUGENE (1972). A procedure for computing the k best solutions to discrete
optimization problems and its application to the shortest path problem. Management Science 18,401-405.
- - - (1976). Combinatorial Optimization: Networks and Matroids. Holt, Rinehart
and Winston, New York.
LEWIN, BENJAMIN (1985).

Genes, second edition. John Wiley and Sons, New York.

LI, MING (1990). Towards a DNA sequencing theory. Proceedings of the 31st IEEE
Symposium on Foundations of Computer Science, 125-134.

191
LIPMAN, DAVID, STEPHEN ALTSCHUL, and JOHN KECECIOGLU (1989). A tool for
multiple sequence alignmen t. Proceedings of the National Academy of Sciences USA
86, 4412-4415.
MARGOT, JEAN, G. WILLIAM DEMERS, and Ross HAB.DISON (1989). Complete nucleotide sequence of the rabbit fJ-Hke globin gene cluster: analysis of intergenic
sequences and comparison with the human p-Hke globin gene cluster. Journal of
Molecular Biology 205, 15-40.
MASEK, WILLIAM and MICHAEL PATERSON (1980). A faster algorithm for computing
string-edit distances. Journal of Computer and System Sciences 20:1, 18-31.
MAXAM, ALLAN and WALTER GILBERT (1977). A new method for sequencing DNA.
Proceedings ofthe National Academy of Sciences USA 74:2,560-564.
MEHLHORN, KURT (1984a). Data Structures and Algorithms, Volume 1: Sorting and
Searching. Springer-Verlag, Berlin.
Data Structures and Algorithms, Volume 2: Graph Algorithms and
NP-Completeness. Springer-Verlag, Berlin.

- - - (1984b).

MORAN, S., I. NEWMAN, and Y. WOLFSTADL (1990). Approximation algorithms for
covering graphs by vertex-disjoint paths of maXimum total weight. Networks 20,
55-64.
MYERS, EUGENE (1986a). Incremental alignment algorithms and their applications.
Technical Report 86-2, Department of Computer Science, The University of Arizona,
Tucson, Arizona 85721.
- - - (1986b).
251-266.

An O(N D) difference algorithm and its variations. Algorithmica 1,

PAPADIMITRIOU, CHRISTOS and MIHALIS YANNAKAKIS (1988). Optimization, approximation and complexity classes. Proceedings of the 20th ACM Symposium on Theory
of Computing, 229-234.
PELTOLA, HANNU, HANS SODERLUND, JORMA TARDIO, and ESKO UKKONEN (1983).
Algoritbms for some string matching problems arising in molecular genetics. Proceedings of the 9th IFIP World Computer Congress, 59-64.
PELTOLA, HANNU, HANS SODERLUND, and ESKO UKKONEN (1984). SEQAID: a DNA
sequence assembly program based on a mathematical model. Nucleic Acids Research
12:1, 307-321.
PRESS, WILLIAM, BRIAN FLANNERY, SAUL TEUKOLSKY, and WILLIAM VETTERLING
(1988). Numerical Recipes in C: The Art of Scientific Computing. Cambridge
University Press, New York.

192
RHEE, GWANGSOO (1988). DNA restriction mapping from random-clone data. Technical Report 88-18, Department of Computer Science, Washington UnivelSity, Saint
Louis, Missouri 63130.
SANGER, F., S. NICKLEN, and A. COULSON (1977). DNA sequencing with chainterminating inhibitors. Proceedings ohhe National Academy of Sciences USA 74:12,
5463-5467.
SANKOFr, DAVID (1975). Minimal mutation trees of sequences. SIAM Journal on Applied Mathematics 28:1, 35-42.
SANKOFF, DAVID and VACLAV CRV ATAL (1983). An upper bound technique for lengths
of common subsequences. Time Warps, String Edits, and Macromolecules: The
Theory and Practice of Sequence Comparison, David Sankoft' and Joseph Kruskal
editors, Addison-Wesley, Reading Massachusetts, 353-357.
SASKOFF, DAVID and JOSEPH KRUSKAL eds. (1983). Time Warps, String Edits,
and Macromolecules: The Theory and Practice of Sequence Comparison. AddisonWesley, Reading Massachusetts.
SHAPIRO, MARVIN (1967). An algorithm for reconstructing protein and RNA sequences.
Journal of the Association for Computing Machinery 14, 720-731.
SMETANIC, Y. and R. POLOZOV (1979). On the algorithms for determining the primary
structure of biopolymers. Bulletin of Mathematical Biology 41, 1-20.
STADE~.

R. (1979). A strategy of DNA sequencing employing computer programs.
Nucleic Acids Research 6:7, 2601-2610.

TARHIO, JORMA and ESKO UKKONEN (1988). A greedy approximation algorithm for
constructing shortest common superstrings. Theoretical Computer Science 57,131145.
TARJAN, ROBERT (1977).

Finding optimum branchings. Networks 7, 25-35.

- - - (1983). Data Structures and Network Algorithms. Society for Industrial and
Applied Mathematics, Philadelphia.
JONATHAN (1986). The complexity of the shortest common matching string
problem. Technical Report 86-9, Department of Computer Science, Washington University, Saint Louis, Missouri 63130.

Tl1RNER,

- - - (1989). Approximation algorithms for the shortest common superstring problem. Information and Computation 83, 1-20.

