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ABSTRACT 

Naturalistic theories of the content of mental representations almost universally 

hold that mental content is a function of the use of mental representations. However, use 

theories of meaning have a problem explaining how misrepresentation could be possible. 

If all uses count in fixing meaning, then none of them can be misuses, and there can be 

no misrepresentation (as well as no conceptual error or false belief). Typical use theories 

seek to limit the uses which count towards meaning, and they propose criteria which are 

supposed to make some uses not count in the determination of the meaning of a mental 

representation, so that some of those non-meaning-fixing uses could be 

misrepresentations. I argue that none of these attempts can succeed. They are either 

inconsistent, or question-begging and arbitrary. This includes all two-factor conceptual 

role theories, causal theories, informational theories, and adaptational role theories. 

Most also cannot allow for misrepresentation, and those which can do so by invoking 

some non-naturalistic source of meaning. So, I conclude that no naturalistic theory of 

content is consistent with the possibility of misrepresentation. 

Moreover, I propose a way to make sense of content without misrepresentation, 

by adopting a pragmatic view of representation, inference, and learning. On such a 

view, identification of an 'error' is interpreted as the adoption of a new concept and 

discontinuation of the use of the old concept. Concepts are judged with an eye not to 

truth, but rather, to their utility. We adopt some concepts and not others in virtue of 
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their success in maneuvering through the world, and the social pressure to speak and 

think using the concepts which others use. Communication between people holding 

different concepts is stilI possible provided that the concepts are similar enough for the 

differences to be irrelevant in the context of the communication. This pragmatic view 

of meaning and concept change has significant implications for epistemology, 

metaphysics, truth, philosophy of science, psychology, and artificial intelligence. I pay 

special attention to the issue of meaning holism, explaining the various levels of holism 

that the no-misrepresentation can entail. 
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CHAPTER ONE 

GROUNDWORK AND OVERVIEW OF THE PROJECT 

I. INTRODUCTION 

In this work I will argue for two main theses. The flrst is that no naturalistic 

theory of the content of mental representations can consistently allow the possibility of 

misrepresentation and the normativity of content. The second is that we can retain the 

notion of mental content despite the impossibility of misrepresentation, identify content 

with conceptual role, and give a pragmatic theory which will explain talk of (apparent) 

misrepresentation. The result will be a view of content according to which content is not 

explanatory of cognitive processing and behavior, but is merely descriptive of the 

cognitivt! processing of representations and the role they play in causing behavior. The 

result will be what can be called a valence theory of the content of mental 

representations, and I will refer to the resulting theory of content as Strict Conceptual 

Role Theory, or SCRT. 

The most obvious candidate for a naturalistic theory of mental content is that the 

content of a mental representation is some function of its use. A formal way of 

describing the pattern of a representation's use is to refer to the 'conceptual role'. 

Conceptual role tells us the what in the cognitive system causes the representation 

(stimuli and mental processing), and how that representation, causes other representations 

to be tokened, as well as how it leads to behavior. Conceptual role theories identify the 

-----------------
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content of the representation with this pattern of use, as the place of the representation 

among the other representations which mediate its occurrence. Use theories of 

representational content can thus be equated with conceptual role theories. Conceptual 

role is just a complex way of describing the use of the representation, identifying a 

pattern of use with the causes and effects of tokening of the representation, as well as its 

connections to other representations. Whether we should consider only the internal 

causes and effects, those within the head, or can be allowed to include external 

conditions, is the subject of some dispute. But, I will argue, virtually all of the proposed 

theories of mental content are use (conceptual role) theories, even the 

causal/informational (Fodor and Dretske) and adaptational (Millikan and Papineau). 

I will argue that there is only one kind of consistent use theory, a one-factor 

conceptual role theory, SCRT. The adoption of SCRT leads us to the radical view that 

there is no conceptual error, no false belief, and no misrepresentation. It isn't as if I am 

rejoicing at this result - it is counterintuitive, goes against very commonly held views 

about representation and knowledge, and will surely meet with resistance. The problem 

is that try as we may, we cannot have a naturalistic theory of content which is consistent 

with the existence of misrepresentation and normativity of content. The argument that 

use theories (simple conceptual role theories) cannot allow for misrepresentation can be 

stated informally in the following way: If every actual use of a mental representation or 

concept is constitutive of its meaning, then there can be no misuse. If one is tempted to 

say that misuses of mental representations can be part of the meaning as well, the 
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problem is that we cannot call the application of a concept a misuse until we know the 

meaning of the representation or concept, and that is just what we are trying to 

determine. 1 

The most common solution to this problem is to limit the uses of a concept that 

count in determining its meaning. Rather than say that meaning is a function of all use 

(leaving no room for misuse), one can say, somewhat imprecisely, that meaning is a 

function of 'special' use, or 'good' use. On such a view, no special use is misuse, some 

non-special uses can be correct uses, and other non-special uses can be incorrect uses, 

or misrepresentations. Every misrepresentation must be a non-special use. The 

specification of which uses are the special uses differs from theory to theory, and we see 

Fodor (1987, 1990a) and Dretske (1981, 1986) identifying special uses as uses by 

detectors under optimal conditions, Millikan (1984, 1986) identifying special uses as the 

ones which maximize biological fitness, Papineau (1989) identifying special uses as the 

ones adapted to satisfy desires, and Harman (1982) identifying special uses as those in 

"normal contexts". Figure 1.1 below is a diagram of these distinctions between uses. 

The key thing to observe is that this division of uses into special uses and non-

special uses is either just the old analytic/synthetic distinction all over again (but now 

applied to mental representations rather than public language), or a distinction very 

similar to the analytic/synthetic, and one which does the same job. The special uses are 

IBy the term 'concept' I do not mean an eternally existing object of thought, but 
rather just a representation-type, the sum of all the representation-tokens with the same 
content. 
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those in which application of a concept is correct in virtue of its meaning, and the non-

special uses are those concept applications which, if correct, are not correct due to 

meaning. So we can interpret most of the well-known recent theories of mental content, 

from Fodor and Dretske, to Millikan and Papineau, Block, and Harman, as arguing as 

follows: 

1. meaning is a function of use 
2. misrepresentation exists 

3. something like the analytic! synthetic distinction is tenable 
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This is a common strategy, even if its proponents do not acknowledge that they are in 

fact trying to resurrect some kind of analytic/synthetic distinction2. Most theories. of 

content do not argue for or require the analytic/synthetic distinction itself. Rather, they 

require a larger distinction which I will call the distinction between meaning:fixing uses 

and non-meaning:fixing uses of a type of mental representation. A meaning-fixing use 

is special because it plays a part in determining the meaning of the representation. Every 

meaning-fixing use is automatically a correct use because its very occurrence adds that 

use to the meaning of the representation. If it is part of the meaning of the 

representation that is be used in that way, then that occurrence cannot be a misuse, and 

so it cannot be a misrepresentation. Meaning-fixing uses are guaranteed to be correct, 

for they are semantical self-fulfilling prophesies. The meaning-fixing uses fix the 

representation's satisfaction- or truth-conditions, but also, by that very same occurrence, 

actually satisfy the conditions they establish. Non-meaning-fixing uses have no role in 

the determination of the meaning of the representation, and since they do not, the 

meaning could tum out to be inconsistent with that use. If so, the non-meaning-fixing 

use would be a misuse, and hence a misrepresentation. In fact, the only way a use could 

be incorrect, a misrepresentation, is if it is a non-meaning-fixing use. The 

analytic/synthetic distinction, when applied to mental representations, is one attempt to 

draw the distinction between meaning-fixing uses and non-meaning-fixing uses. The 

2See Fodor and Lepore (1992: Ch. 1,2,6) for a detailed examination of the 
connection between the analytic/synthetic distinction, meaning holism and conceptual role 
semantics. 
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analytic/ synthetic distinction fails in this attempt for all the reasons that Quine (1951, 

1960) and others have enumerated. So all of the various use theories of content, whether 

or not their proponents realize it, are really just attempts to find a substitute for the failed 

analytic/synthetic distinction as a means of making the meaning-fixing/non-meaning

fixing use distinction. They must make this latter distinction or the theories will make 

no room for misrepresentation. However, I will argue that no use theory can 

successfully make this distinction between meaning-fixing uses and non-meaning-fixing 

uses of a representation. Thus I conclude, reluctantly, that no use theory can allow for 

the possibility of misrepresentation. 

If we are still committed to naturalism about the content of mental representations, 

and use theories fail to allow for misrepresentation, there are two options: (1) reject the 

possibility of misrepresentation (which nobody chooses to do), or (2) deny that meaning 

of mental representations is a function of use (which some do choose to do). However, 

many apparent non-use theories are in fact use theories of a limited kind: they limit the 

kinds of uses that count toward fixing the content of the representations. Causal theories 

are the foremost examples of this, along with informational theories in general, as well 

as adaptational role and teleological theories. They seem like non-use theories partly 

because they are accompanied by severe criticisms of conceptual role theories (which are 

obviously use theories). But they are not non-use theories; they are simply restricted use 

theories. We must be careful to avoid thinking that a theory of content is a non-use 

theory simply because its proponent says it is. Nonetheless, there are some genuine non-
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use theories, and we would do well to briefly review the reasons that have moved so 

many philosophers of this century to think that linguistic meaning is a function of use, 

and most philosophers of mind to view meaning of mental representations as a function 

of use as well. The short answer is that non-use theories have insurmountable problems. 

II. WHY A USE THEORY OF CONTENT? - THE PROBLEMS WITH NON-USE 

THEORIES OF CONTENT 

Many non-use theories of meaning, typically for linguistic meaning. But they can 

also be interpreted as theories of mental representation, especially if representation 

content is thought to be dependent on linguistic meaning. But if the meaning of mental 

representations were a function of some non-use factor, what is the non-use factor? We 

would need to explain the relation of denotation, reference, or, more generally, the 

relation of satisfaction, SA T(x,y) , in terms of a semantic 'hidden variable' theory. We 

would claim something like SAT(x,y)~(3Z)(R(zxy», where z is the hidden variable 

which binds word or representation to its object, referent, or whatever satisfies it. In the 

Tractatus, Wittgenstein identifies this hidden relation for complex expressions as logical 

form, but the issue here is primitives, and we cannot appeal to any internal complex 

structure. So what could z be for primitives in this story? It could be the way that the 

representation x is used, in which case we are back to the view that meaning is a function 

of use. What else could it be? Answers have included a relation to Platonic Forms, 

relation to actual objects (including Meinongian 'subsistent' objects for thoughts about 
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fictional objects), or just primitive intentionality (Brentano). These all have well-known 

problems that I need not spend time going into. If we could fix the references of the 

primitives, perhaps a picture theory of meaning could do as a theory of complex 

expressions. Russell, in his logical atomism stage (1917, 1918, 1924), tried to do this 

by claiming that we know the reference of primitives by direct acquaintance, and 

complex expressions picture facts by virtue of their logical form. But all of these non

use theories have difficulty explaining how we could have different thoughts with 

different contents about the same objects, as in Frege's (1892) case of 'Morning Star' 

and 'Evening Star' (which at least seem to denote the same object - Venus.) In the end, 

one is either forced back into having a use theory (perhaps without realizing it). or one 

is pushed away from naturalism into a non-naturalistic theory which will be beset with 

notorious ontological and epistemological difficulties. In fact, Russell's picture theory 

is still mainly a use theory of language. A word stands for an item of direct 

acquaintance, and gets its meaning from one's intention to use it to stand for the mental 

item that one is acquainted with. So Russell's answer is that meaning is "intended use". 

However, Wittgenstein effectively removes this option in the Philosophical Investigations 

(1953), arguing that one cannot tell whether one is following one's own earlier intentions 

or not. 

We can eliminate some non-use theories from contention immediately. For the 

thesis that naturalized theories of content carmot allow misrepresentation, non-use 

theories which are non-natural are irrelevant. In addition, the most popular and 
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established theories of content are symbolic, that mental representations are symbols, 

perhaps even in a language of thought (Fodor 1975). If mental content is naturalistic and 

symbolic, then we can eliminate non-use theories from contention rather easily. In 

seeking to take advantage of the clear understanding we have of symbols and symbol 

systems in general to shed light on mental representation, we must retain the arbitrary 

nature of symbols to preserve the analogy. And this is what leads us to have a use 

theory of mental content; we must have a use theory of the meaning of symbols. 

Primitive symbols can have their meaning specified by stipulation or definition, 

and they can be stipulated to mean anything. This is what makes them so versatile and 

useful. But this can be done only if we consider whatever internal structure they might 

have to be irrelevant to their meaning. Which symbol is written is crucially important 

to knowing what is meant; whether it is written in pencil or pen is not relevant to its 

meaning (unless that feature is specified to be relevant to the symbol system). We can 

decide to make a feature relevant or not, but no feature is intrinsically meaningful. If 

it were, then the meaning of the symbol could not be arbitrary. So the symbol may have 

intrinsic structure, but such structure is not intrinsically meaningful unless it is specified 

to be so when the system is defined. If the arbitrariness of symbols is to be preserved, 

then no intrinsic structure can have intrinsic meaning. The meanings of symbols would 

have their meanings fixed non-arbitrarily by whatever non-use factor gave them meaning 

at all. On the other hand, use, an extrinsic (relational) property of the symbol, can 

change with changes in the meaning of the symbol. So it seems that use is just the thing 

----_ ...... - ... - .. _---_ .. 
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to detennine meaning of symbols and still allow the symbols to have arbitrary meaning. 

I submit that the following is true: use is the only alternative to intrinsic structure 

in detennining symbolic meaning. That is to say, use is the only possible variable in a 

hidden variable theory of meaning. Intuitively, this seems fairly obvious: what else 

could meaning be if it is not intrinsic? And it seems that use is the only property of 

symbols that has the requisite arbitrariness required for symbol meaning to be arbitrary 

in the way described above. Now this may seem like a very weak argument, an 

invitation to find an alternative to both intrinsic structure and use. The response might 

simply be that we haven't found it yet. But I think it is stronger than that. After all, I 

have been deliberately vague about all of the varieties of intrinsic properties. They 

include relations to Fonns and facts and primitive intentionality, and many other stabs 

at detenninants of meaning. In fact, they seem to include everything other than the use 

that the symbol is put to. The intrinsic properties include all the properties which are 

intrinsic, and which can not be changed by the user of the word or representation. The 

only thing we can challge is how we use the word or representation. So it seems that the 

arbitrariness, our ability to detennine and change the meaning of any symbol we like, 

could only be grounded in the ways in which we use the symbols. Thus, if we are to 

have a symbolic theory of language or of thought, meaning must be a function of use. 

So there is no question of a non-use theory for symbolic theories. The work for 

symbolic theories is then to decide how use detennines meaning, whether it is causes, 

-------- _. ---- ..... 
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information, adaptational role, ideal conceptual role, actual conceptual role, or some 

other set of uses of the symbol. 3 

So, the incompatibility of intrinsic meaning with arbitrariness of symbols means 

that if we are to have a non-use theory of meaning at all, it must be a non-symbolic 

theory. However, this may not seem so much to ask for. After all, there seem to be 

more and more non-symbolic theories of mental representation being proposed lately. 

Two recent proposals about the nature of representations, distributed representations and 

3 At this point it will be useful to say a word about this arbitrariness of symbols. It 
is of course true that a mechanism can be hardwired, so to speak, to interpret symbols 
only one way. Once certain causal mechanisms are in place, the symbols will not be 
used any old way, but in the particular way that the mechanism is set up to use them. 
Once a typewriter is constructed to print a 't' on the page in response to the T key being 
pressed, the letter on the keyboard is no longer arbitrary relative to the states of the 
machine it can cause. And it is entirely possible, indeed even likely, that at least some 
mental representation types are hardwired to certain kinds of mental processing the same 
way that the T key is connected to the printing of a letter '1'. But the symbols in both 
cases still remain arbitrary relative to meaning, for the machine, or the brain, could have 
been constructed differently. Nothing in the intrinsic structure of the symbol would, in 
principle, prevent the machine or the brain from being constructed to use it differently. 
Of course, practical matters could limit the mechanism's capacity to use different 
symbols for different purposes. The physical layout could be such that only certain 
symbols can physically enter into certain processes. Perhaps only keys on the edges of 
the keyboard can be efficiently wired to be used in some rather delicate process. But 
even if this were the case, it is still true that in principle the mechanism could be 
designed to use any key in any way. The mechanics might limit their actually being so 
flexible, but their internal structure does not. As far as that goes, they could mean 
anything. If all of this mechanical, causal talk seems somewhat far removed from the 
keys having semantic value, it shouldn't. A naturalized theory of content is precisely a 
reduction of semantic properties to non-semantic, natural (presumably causal) properties. 
While practical and physical factors may limit the actual range of meanings that a symbol 
can be assigned, these factors are extrinsic to the symbol itself. If that symbol were to 
occur in a more flexible system, it could assume other semantic values. The symbol 
itself still has arbitrary meaning. 

------ --_ ..... _-_.. -_.-._. 
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images, seem like just the non-symbolic theories we are looking for. But this is only 

apparent, because, misleading advertizing notwithstanding, both distributed 

representations and mental images are not non-symbolic in the sense required for them 

to be non-arbitrary and have their content specified by something other than use. 

Without going into too much of the connectionist vs. orthodox computationalist 

debate here, one can say at least this about connectionist distributed representations: 

Connectionism still considers mental representations to be symbols, but does not consider 

them to be data-structures or language-like. So, contrary to orthodox computationalism, 

which holds that the symbols computed are the very objects which have semantic 

interpretation, connectionists hold that the objects of computation are not the objects with 

semantic interpretations. As Smolensky (1988) argues, the processing of representations 

occurs at the sub symbolic level.4 Paul Churchland (1989) describes the distributed 

representations as positions in state-space. But the crucial thing to remember is that 

connectionism is a theory about what kind of objects representations are, not about how 

they get their content. I think that, in the course of doing battle with orthodox 

computationalists like Fodor and Pylyshyn, and in rejecting their symbolic view of what 

the representations are, connectionists may seem to reject the theories of content that 

orthodox computationists invoke in favor of a new source of mental content. In fact, in 

connectionist systems the content of distributed representations comes from their 

4Some of these comments about th~ symbolic nature of distributed representations are 
inspired by Cummins (1989:6,146-156). 
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conceptual roles. Connectionism just posits different objects, distributed representations 

in a network, as the things which have conceptual roles. But when seen as a new view 

of the symbols which have semantic value as a function of their use or conceptual role 

in the connectionist network, connectionism is not a non-symbolic, non-use theory at all. 

And when viewed as having their content in virtue of their uses, the content of 

distributed representations are just as arbitrary as the content of symbols. The vector 

encodings that make up distributed representations are arbitrary, too. So even if they are 

not orthodox symbolic representations, the way in which distributed representations differ 

from orthodox computational representations is not a way which makes them any less 

arbitrary, nod so they are also not capable of being given a non-use semantic theory. 

And the failure of use theories to allow for misrepresentation infects connectionist 

architectures just as much as any orthodox computationa.l architecture. So this is not the 

place to look for a naturalistic non-use theory. Distributed representations get their 

content as a function of how they are used in the connectionist network. And if use 

theories make misrepresentation impossible, so does connectionism. 

But what about images as mental representations? Another strenuous debate in 

the philosophy of psychology is whether all representations are symbols (as Pylyshyn 

(1984) takes them to be) or whether at least some of them might be images (as Kosslyn 

(1980) and others argue). I do not propose to try to settle this debate either, mainly 

because that is not necessary. Even if representations were image-like as Kosslyn 

argues, they are not going to give us a naturalistic non-use theory of representations with 
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intrinsic meaning. Assuming for the moment that representations are images, does this 

make them non-symbolic? After all, images can be u.sed as symbols, as in ancient 

Egyptian hieroglyphics. But the argument might be that in using images as arbitrary 

symbols their image-like nature is being used only for individuation of them as distinct 

symbols, just as the shape of the letters is an intrinsic feature that individuates the 

symbols that comprise the alphabet. If we really used the internal structure of images 

to be the basis of their content, then they would not be arbitrary, and that would be a 

non-use theory of content. However, the notion that images have their content 

intrinsically and non-arbitrarily has been forcefully challenged by Goodman, in 

Languages of Art. He argues that at bottom all depiction is symbolic. For example, he 

writes: 

Descriptions are distinguished from depictions not through being more 
arbitrary but through belonging to articulate rather than to dense schemes; 
words are more conventional than pictures only if conventionality is 
construed in terms of differentiation rather than artificiality. Nothing here 
depends upon the internal structure of a symbol; for what describes in 
some systems may depict in others. (Goodman 1976:230-231) 

Goodman's insight is that even pictures represent only by being part of a representational 

scheme; they do not represent intrinsically. If they did represent intrinsically, then there 

could not be more than one interpretation of a picture, or more than one scheme that 

used any particular picture. But multiple interpretations are possible, and the same 

picture can be an element of many different schemes. To know the content of the picture 

requires knowing the representational scheme being used. After all, two-dimensional 

pictures are not, strictly speaking, very similar to three-dimensional scenes, but as part 

-----, ... --_ .. '----
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of a representational scheme which includes the convention that lines converging toward 

the center represent depth, we can use a two-dimensional image to depict a three 

dimensional scene. That the two-dimensional picture does not intrinsically represent the 

three-dimensional scene becomes apparent when we note that certain groups of non

Western people, who are not familiar with these conventions of perspectival drawing, do 

not see the two-dimensional picture as representing a three-dimensional object or scene. 

The fact that those who have internalized the conventions of the representational scheme 

often cannot fail to see the converging lines as representing three-dimensional depth does 

not make the picture's content any less conventional. 

It is not that pictures have too little internal structure to represent, but that they 

have too much. The two-dimensional photo of a three-dimensional scene has features 

which are irrelevant to the representational function that it serves in our pictorial 

representational scheme. The trick is to determine which properties of the photo are 

relevant to its content, and which are not. In a picture of, say, a ball, the shape of the 

image it depicts is crucially relevant to its content; the flatness of the photo is not. The 

picture itself does not tell us which properties are relevant to the representational 

function; the representational scheme tells us that. Relative to different representational 

schemes, we could use the same picture to represent different things, and vastly different 

pictures to represent the same thing. 

It should be no surprise, then, why images and pictures will not serve as the basis 

for a non-use non-symbolic representation relation: the content of pictures is a function 

---_._ ... _. __ ..... . 



30 

of the representational scheme that we use to interpret them. Hence, the content of 

pictures is a function of how we use them. Pictures are symbols, and the amount of 

internal structure that is relevant to their content depends on the scheme they are part of. 

If a particular scheme does not count any of the picture's structure as relevant to the 

content, then the picture is being used like a letter or a numeral, and the structure merely 

individuates the various symbols. If a representational scheme counts some of the 

internal structure of the picture a relevant, this amounts to making the distinction between 

the uses of it that fix its meaning and the uses which do not. We have already seen that 

this distinction between meaning-fixing uses and non-meaning-fixing uses is what is 

required for any misrepresentation to occur. But as soon as we have seen that this is 

what representational schemes do for pictorial content, it should by now also be apparent 

why this will not really solve the misrepresentation problem. Any alleged case of 

misrepresentation can be interpreted as a case of correct representation relative to another 

scheme. This is the same problem that plagues use theories generally. 5 

Stipulating a representational scheme amounts to stipulating an analytic/synthetic 

distinction. But stipulation is not enough for naturalization, and there seems to be no 

legitimate way of specifying the meaning-fixing uses. If we could non-arbitrarily fix the 

scheme, we could get misrepresentation. But what will non-arbitrarily fix the scheme? 

The bind we are in is similar to trying to pop a long skinny balloon. Squeeze on the 

5 As we will see later, it is the same basic problem as the Kripke/Wittgenstein 
skepticism about rule following (which will be dealt with in Chapter 2), and also at the 
heart of Fodor's "disjunction problem" (which will be discussed in Chapter 3). 
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content side in an attempt to fix on a case of misrepresentation, and there is movement 

on the scheme side. The other side of the balloon expands to take up the pressure. 

Squeeze on the scheme side and try to keep it stable, and the contents of the individual 

representations adjust themselves to match the actual use. So you never get a case of 

misrepresentation. 

As far as my main thesis goes, that naturalistic theories of content cannot allow 

for misrepresentation, it has nothing to say about whether non-natural theories of content 

are right or wrong. Of course, the importance of the thesis is due to that fact that we 

have independent reasons for thinking that meaning is naturalistic, specifically, that it is 

a function of use. But if one is willing to opt for Platonism, my main thesis about the 

incompatibility of naturalism and misrepresentation still stands: if mental content is to be 

explained naturalistically, and naturalistic theories of content cannot allow for 

misrepresentation, then there is no misrepresentation. Some may want to take this 

incompatibility as a reductio against naturalistic theories of content - if they can't handle 

misrepresentation, then content cannot be naturalized. The problem is that denying 

naturalism about content is easier said than done. Throughout the history of philosophy, 

we have seen a long series rejection of non-naturalistic non-use theories as untenable. 

The opponent of naturalism should be invited to produce a coherent non-naturalistic non

use theory before the challenge is a serious one: from Platonism to Meinongian 

'subsistent objects' to logical atomism, non-use theories have proved to have a poor track 
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record. But besides this, they also simply cannot non-arbitrarily solve the problem of 

misrepresentation. 

The first way to see this is fairly simple. Whatever the non-use factor one is 

tempted to invoke as a theory of mental content, that factor had better actually 

determinately make some representations misrepresentations, and most of the proposals 

fail to do this. Most non-use theories manage to give a representation content at all by 

giving content that is guaranteed to be correct. (This is a failing that such non-use 

theories share with use theories.) Take Platonism, for example. A Platonistic theory of 

mental content would hold that a representation has a certain content in virtue of being 

related to some Form (or perhaps 'having a share of' or 'participating in' some Form). 

If, in an example from Fodor (1988), one 'mistakes' a dimly lit cow for a horse, how 

can we get this result from appealing to Forms? If the representation means horse, then 

it must be somehow related to the Form of HORSE. But if one applied the representation 

to a cow, could it not also be that there is a Form of HORSE-OR-DIMLY-LIT-COW, and 

that it is this Form that the representation is actually related to? If so, the representation 

in the example would not be a misrepresentation, but a correct representation of an object 

(a cow) that is indeed a Horse-or-dimly-Iit-cow. There are long unanswered questions 

about how we are to know these Forms, and on what basis we could say that the Form 

HORSE really exists, but the disjunctive Form HORSE-OR-DIMLY-LIT-COW does not. 

I will not undertake to argue in detail here, but it is clear that the argument against the 

existence of the disjunctive Form will be ad hoc. 
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The same sort of problem would occur in a semantics for mental states based on 

Aristotle's theory of potential and actual Forms. Aristotelian final causes are the Form 

that the object has as its purpose to develop into - the potential Form to be actualized. 

The paradigm is the acorn growing into an oak tree in virtue of having the potential 

Form of oak tree. If we were to adapt such an that kind of theory as our non-use theory, 

we have a similar problem to the Platonism case. In addition to growing into a mature 

oak (actualizing the Form of oak tree), the acorn may end up as squirrel food and never 

grow into an oak, or may grow jnto an oak, be chopped down and used for the walls of 

a house, and after that perhaps it will be food for termites. Of course, Aristotle tells us 

that it is the Form of OAK, and not of SQUIRREL FOOD or HOUSE-BUIWING 

MATERIAL or TERMITE FOOD that is the final cause of the acorn's growth. But with 

all those other possible Forms to choose from, how could we be sure the Form that gave 

our representation its content was the one that, in the horse/cow case, makes the 

representation of the dimly lit cow a misrepresentation? If the representation got its 

content from the Form HORSE-OR-DIMLY-LIT-COW, rather than HORSE, the 

representation would again be correct. If we are to appeal to Forms (as either Plato or 

Aristotle conceived of them) in specifying content, we have the same problem: Where 

do we stop? Which Form is the one which fixes meaning, and which other Forms are 

merely accidental and non-meaning-fIxing? To pick one Form seems in this case also 

to be an arbitrary idealization. Of course, if we already. know what the content is 

'supposed to be', then we can point to the appropriate Form. But to do that is to beg the 



34 

question. For any given representation, the theory of content should tell us what it 

means independently of intuitions about the common sense assignment of meaning. Yet 

from this position, we are faced with a multiplicity of Forms any or all of which the 

object participates in or which get actualized in the object. Appeal to Forms does not 

tell us which one of these is the one that fixes the meaning of the representation. As the 

basis of a non-naturalistic theory of mental content, appeal to Forms leaves the content 

underdetermined. The possibility of these disjunctive Forms being the source of the 

representation's content eliminates the ability of such non-use theories to clearly designate 

a representation as a misrepresentation. Any alleged misrepresentation might just as well 

be a correct representation of some other object, or a disjunctive set of objects, identifies 

by an odd-looking, but legitimate Form. 

Other non-use theories also have exactly the same problem. Take a semantics 

based on the kind of pseudo-objects proposed by Meinong (1904). On his view, non

existent objects that can be thought about because thought they do not exist, they do 

"subsist". Such an appeal to abstract or pseudo-objects does not really help us in our 

search for misrepresentation. In fact it makes it worse, for now there will always be 

something subsistent (or abstract) to which the representation refers or which the 

representation correctly represents. In the alleged cases of misrepresentation, the 

representation will always represent some subsistent object better than any actual object 

it supposedly misrepresents. If I represent Beethoven as having had purple hair (which 

he did not in fact have), then I am correctly representing the subsistent object, a thing 
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like Beethoven but with purple hair. So I am not representing the actual Beethoven at 

all, and hence I am not misrepresenting the actual Beethoven. So adding more objects 

(these subsistent or abstract ones) to be the realm of objects represented makes 

misrepresentation harder, not easier. Besides this, of course, there remain the 

epistemological worries about how we could know of these alleged entities, and the 

unanswered question of how being related to one of these entities could make any 

difference to us in our cognitive activity. But this somewhat unexpected effect of 

proliferation of objects which are supposed to ground the relation of representation 

pushes us away from ever misrepresenting anything. 

The same point holds for all picture theories of mental content. Imagine a 

semantics for mental representations that followed Russell's logical atomism theory of 

linguistic meaning. In this case, the objects being appealed to are not Forms, but/acts. 

The suggestion is that all empirical statements picture facts. If a sentence asserts that 

object x has the property P, it is supposed to picture the fact that Px. Russell's view (at 

least during his atomist period) (1918, 1924) was that the reference of the individual 

terms was known by direct acquaintance, and that these combine together to picture facts 

in virtue of sharing logical form with facts. Of course, it was only ideal languages which 

straightforwardly match facts, and statements in natural languages must be translated into 

the ideal language before the picturing of facts is readily apparent. The thing of interest 

here is that such a logical atomist theory of mental content does not solve the problem 

of misrepresentation. If the source of meaning is logical form, then for a representation 

--------------------------------- -
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to mean a state of affairs at all is to have the right logical form, and this is to represent 

that state of affairs correctly, not to misrepresentation it. Of course Russell was aware 

of this problem of which facts are pictured by false statements. If the statements mean 

anything, it is in virtue of picturing some fact or other. Ifthe statements are false, they 

cannot picture actual facts (true states of affairs), so Russell (1924) posits negative facts 

(false states of affairs) as that which is pictured by false statements. But, in addition to 

being ad Izoc, this appeal to negative facts does not solve the misrepresentation problem. 

'Px' perfectly represents the negative fact that Px, and hence isn't a misrepresentation 

at all. In general it is not a misrepresentation to represent a falsity. So we need some 

independent notion, perhaps of what the representation was supposed to represent, in 

order to say that if it is supposed to represent a positive fact. Then representing a 

negative fact would be a misrepresentation. But then it is not logical form or relations 

to facts that fixes the content of the representation, but rather the teleological notion of 

what it is supposed to represent. So logical atomism fails to solve the problem of 

misrepresentation, both because it supplies more things to be correctly represented (such 

as negative facts), thus eliminating cases of misrepresentation, and because it has no 

means, by itself, of saying that the representation which correctly represents one fact 

should have represented another fact. 

The appeal to a relation to facts, and especially to negative facts, makes logical 

atomism count as a non-natural theory. The many difficulties with both naturalistic 

theories and non-naturalistic reductions of meaning has driven some, like Brentano, to 
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view intentionality and meaning as non-natural and simply irreducible: R represents x, 

and no more can be said about what it is that makes R represent x. The trouble with 

such a move is that it makes both representation and misrepresentation utterly 

mysterious. It does not give us any account of misrepresentation, but rather makes it a 

brute fact. And this does not help us in deciding if a particular representation is correct 

or incorrect. If we know anything at all about misrepresentation, making it primitive 

does not explain how we could know when any misrepresentation occurred. 

The general problem with non-use theories is that they are usually non

naturalistic. But worse still, if one were tempted to accept them as an alternative to use 

theories that cannot allow for misrepresentation, it turns out that non-use theories cannot 

account for misrepresentation either. The proliferation of Forms, or facts, of subsistent 

objects as the basis for non-use theories ends up providing us, in every case of 

representation, with a possible candidate content such that the representation is correct. 

There is nothing but bias or presupposition or ad hoc restrictions that prevents these non

use theories from giving us correct representation in every case. So if it is 

misrepresentation that one seeks at all costs, even at the cost of naturalism, non

naturalistic non-use theories will not provide it either. 

flI. A STEP BY STEP INITIAL STATEMENT OF THE ARGUMENT 

I have no direct quarrel with those who would take my arguments to show that 

naturalism about mental content is untenable and that Platonism or some other non-
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naturalistic theory is the correct theory of mental content. I simply invite them to come 

up with one which does not come apart in a flurry of ontological extravagance and 

epistemological mysteriousness or circularity. I expect that they cannot. Furthermore, 

the goal for analytic philosophers of mind is to find a naturalistic theory of content, to 

go along with a naturalistic theory of the mind itself. Virtually everyone involved in 

theorizing about the content of mental representations is committed to naturalism and will 

not be seriously tempted to reject it. Most of them, whether they realize it or not, are 

committed to a use theory of content. Yet few or none of them have seen that the 

consequence of holding a use theory is, in the end, the rejection of the possibility of 

misrepresentation. Along with it we must reject the possibility of conceptual error, since 

if every use of a concept plays a part in fixing the content of that concept, no one can 

use a concept in a way that is inconsistent with the content of that concept. Every use 

of a concept is ipso facto correct use. And if a belief is a state in which a mental 

representation goes through certain kinds of mental processes, then it would seem that 

true beliefs are processing of correct representations, and false beliefs are processing of 

misrepresentations. If there are no misrepresentations, there can be no false beliefs. 

Since both the questions of conceptual error and of false beliefs rest on the possibility of 

misrepresentation, I will focus my arguments on misrepresentation itself, and leave it 

implicit that they are also, in effect, arguments against the possibility of conceptual error 

and false belief as well. 
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The overall argument can be put somewhat more formally, as follows: 

1. If naturalism about the representation relation is true, then mental 
content is either a function of use or a function of some non-use factor. 

2. If content is a function of all the uses of a representation, then there 
can be no misrepresentation, since every use would be part of what fixes 
the content of the representation, and hence could not be a misuse. 

3. For a use theory to allow for misrepresentation, it must divide correct 
use from incorrect use, and to do this, it must divide meaning-fixing uses 
from non-meaning fixing uses (where only non-meaning-fixing uses could 
possibly be misrepresentations). 

4. This distinction cannot be made by appeal to the analytic/synthetic 
distinction, for such distinction has been shown to be untenable. 

5. All of the other ways of making the distinction between meaning-fixing 
use and non-meaning-fixing uses are circular and question-begging. 

6. Hence there is no viable way for a use theory of content to divide uses 
into meaning-fixing and non-meaning-fixing. 

7. Therefore, no use theory can allow for misrepresentation. 

8. Many apparent non-use theories of content, such as causal and 
adaptational role theories, turn out to be disguised use theories. Being use 
theories, they fail to non-circularly distinguish meaning-fixing from non
meaning-fixing uses (in much the same way that the obvious use theories 
fail to make the distinction). 

9. Most non-use theories are non-naturalistic, and consequently they are 
not candidates to underwrite naturalistic misrepresentation. (Besides, 
many of them also have trouble with misrepresentation.) 

to. For a genuine non-use theories to ground naturalistic 
misrepresentation, it must be naturalistic. Due to the arbitrariness of 
symbols, a non-use theory must also be a non-symbolic theory. 

11. But all naturalistic, non-use, non-symbolic theories are insufficiently 
worked out to be convincing bases for naturalistic misrepresentation, and 
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they have serious structural weaknesses which prevent them from 
grounding misrepresentation. 

12. As a result, no use theory or naturalistic non-use theory can allow for 
misrepresentation. 

13. Therefore, on a naturalistic account of the content of mental 
representations, there can be no misrepresentation. 

Given the unwelcomeness of non-natural theories of the mind and of mental 

representation (and this includes most non-use theories), and the difficulty of finding a 

naturalistic non-use theory, I will conclude that the content of mental representations is-

indeed a function of use. It is step (5) in the above argument, the claim that there is no 

consistent non-circular or non-arbitrary way for a use theory to successfully ground a 

distinction between meaning-fixing uses and non-meaning-fixing uses (thus allowing for 

misrepresentation), which is probably the most controversial. It will also be the premise 

which I will spend the most time arguing for. But I think the arguments conclusively 

show it to be true. This leaves us with one option: the only viable use theory is one 

according to which meaning is a function of all use. It amounts to having a conceptual 

role theory with no second factor, no external factor, no 'long arm'. I call such a theory 

a Strict Conceptual Role Theory (SCRT) of content, as opposed to qualified use or 

conceptual role theories which attempt to count some uses as non-meaning-fixing. It 

leads us to the realization that, in response to widespread theoretical failure to account 

for misrepresentation, we should simply accept the result that we must count all uses as 

correct uses, and we should deny that misrepresentation ever occurs. This is a radical 
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solution to the problems of explaining mental content; it seems like curing the disease by 

killing the patient. But certain suggestive steps along this path have already been taken, 

by Quine, Wittgenstein, Davidson, Harman, and others. I want to push the use theory 

of meaning to its extreme, reject misrepresentation, and see what happens. 

In this first chapter, I am setting the stage for the major arguments against the 

possibility of misrepresentation. To avert misunderstandings, we need early on to 

examine exactly what is meant by naturalism and what a naturalistic theory of content 

requires. In addition, it will help to explain the general strategies for accounting for 

misrepresentation. In doing that we will need to settle certain confusions about the 

distinction between narrow and wide content, and explain how this is related to the 

overall issue of misrepresentation. I will also set out the arguments for why we should 

think that meaning is conceptual role, and why only narrow or strict conceptual role will 

do. In this chapter I will explain only a basic, somewhat unrefined, version of strict 

conceptual role theory, and only briefly explain the arguments against misrepresentation. 

Later chapters will go into much more detail and make some much needed distinctions 

and correct some of the inaccuracies and imprecise formulations in the initial statements 

of this view. Although denying misrepresentation seems like a disaster, having been 

called "preposterous" and "perfectly mad" (by Fodor and Lepore) and "cognitive suicide" 

(Putnam 1981), I argue both that there is simply no way to account naturalistically for 

misrepresentation, and that the sting of rejecting it can be alleviated by a pragmatic 

theory of concept change. 

---------------- ---------



42 

IV. NATURALISM: THE RIGHT KIND AND THE IRRELEVANT KINDS 

The first step in making a claim about what naturalistic theories of mental content 

require is to establish just what is meant by naturalism. It might seem that naturalism 

about the mental is clear enough so that not much need be said about exactly how it 

applies to the issue of mental content. However, there are three ways that naturalism 

relates to the issue of mental representation. To understand my main thesis, that no 

naturalistic theory of content is compatible with misrepresentation, we need to examine 

and distinguish these varieties of naturalism and determine which is tile relevant kind for 

this worry about misrepresentation. It turns out that only one of them is directly 

relevant, and many of the long-standing ontological and metaphysical debates regarding 

meaning and mental representation are beside the point for the kind of naturalism we are 

concerned with here. 

Naturalism, in general, is the strategy of giving an account of some domain of 

objects, properties, or events solely in terms of natural objects, properties, or events, that 

is, solely in the quantifiable terms of physical science. This need not go so far as the 

Logical Positivists' demand that everything is to be reduced to fundamental physics, but 

it does require that it be placed in the natural order, be it in the terms of biology, brain 

science, physicalistic psychology, chemistry, or physics. With regard to semantic and 

intentional properties, Fodor (1987) explains the push toward naturalism quite aptly: 

I suppose that sooner or later the physicists will complete the catalogue 
they've been compiling of the ultimate and irreducible properties of 
things. When they do, the likes of spin, chann, and charge will perhaps 
appear on their list. But aboutness surely won't; intentionality simply 



doesn't go that deep. Its hard to see, in the face of this consideration, 
how one can be a Realist about intentionality without also being, to some 
extent or other, a Reductionist. If the semantic and the intentional are real 
properties of things, it must be in virtue of their identity with (or maybe 
their supervenience on?) properties that are themselves neither intentional 
nor semantic. If aboutness is real, it must really be something else. 
(1987:79) 
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There is significant disagreement about how far we can or should go in identifying 

semantic and intentional properties with some physical properties (and also about whether 

intentional realism requires naturalism (see Boghossian 1991». Many seek a full-blown 

reduction of the semantic and intentional to the physical, and thus look to brain science 

as the reduction base for the mental. Physicalism is so compelling that it leads many, 

upon failure to find a reduction of mental states to physical states, to reject the reality 

of beliefs and desires. (See Paul Churchland 1979, 1981, 1984, Patricia Churchland 

1986, and Stich 1983.) Fodor, however, favors realism about intentional states and a 

non-reductive physicalism. His view of naturalism is weaker than reductive physicalism, 

for he merely claims a supervenience of semantic and intentional properties on physical 

properties. He (1980) argues that the special sciences are searching for causal laws at 

a higher level than fundamental physics, and that the generalizations required for such 

laws are not capturable in the terms of physics itself. But the properties of the special 

sciences, while not reducible to physical properties, must at least supervene on the 

physical to be naturalistic. So, to step away from the particular positions in this debate 

about reduction versus supervenience, we can generally defme naturalism about mental 

representation as the claim that intentional and semantic properties be either reducible to, 
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supervene on, or be replaceable by, nonintentional and nonsemantic properties, i.e., 

physical properties. 

This still does not completely narrow the field of connections between naturalism 

and what I want concentrate on: the content of mental representations. What exactly are 

we demanding a naturalization of? In a vital step toward untangling the various threads 

involved, Cummins' (1989) makes the distinction between theories of representation 

(singular) and theories of representations (plural). The problem of representation 

(singular) is the problem of explaining the relation of representing, and the major 

proposed solutions are that the relation is one of similarity, covariance, or functional or 

computational ('conceptual') role. Put another way, the representation relation itself 

could be a primitive (as in Brentano's notion of primitive intentionality), a non-physical 

relation to Platonic Forms or some other non-natural objects, or reducible to or 

supervenient on physical properties (be they causal, spatial, relational or other 

properties). Naturalistic theories of the representation relation seek to identify which 

physical property or properties it is that the representation relation reduces to or 

supervenes on. On the other hand, Cummins describes the problem of representations 

(plural) as that of finding an empirical theory of "which states and processes are involved 

in which [mental] activities, and how" (1989: 1). The chief proposals are that 

representations are either "mind-stuff inFORMed" (as Cummins (1989) describes 

Aristotle's theory of what thoughts are), images (as Berkeley and Hume hold), symbols 

(as many, from Hobbes to Fodor believe), or actual neurological states (as behaviorists 
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and modem-day eliminativists like the Churchlands hold). Thus, representations could 

be soul states or natural states of the brain. If they are soul states, they might be states 

which interact with the physical body, as dualists claim, or they might be states of a 

soul/mind which has no body, as Berkeley held. But naturalism requires that they be 

physical states of the physical body, specifically, we now believe, states of the brain. 

So in looking for a naturalistic theory of misrepresentation, are we trying to find 

a naturalistic theory of what representations are, or what the representation relation is? 

There is yet a third possible subject of naturalism: the objects of representations, namely, 

what things the representations are representing, or simply, what the representations are 

about. This question of the objects represented is a separate question from either the 

question of what the representations are or how they represent the objects. As far as the 

contents or objects of representations go, the representations could be about concrete 

physical objects like tables and chairs and planets, but they could also be about imaginary 

objects like Sherlock Holmes or the tooth fairy, abstract objects like sets and numbers, 

or even about Platonic Forms and God (whether or not abstract objects, Forms, or God 

actually exist). Within this category of the content of representations, naturalism seems 

to amount simply to metaphysical and ontological austerity. So it accepts as ontologically 

legitimate concrete physical objects, and refuses to countenance imaginary objects and 

some abstract objects, including, probably, God. Exactly how far naturalism goes in 

excluding abstract objects is controversial; some, like Goodman (1955), argue that it 

requires rejecting all abstract objects including numbers and sets, whereas others, such 
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as Quine (1953), argue that since doing science requires using mathematical and 

geometrical objects, these abstract objects are ontologically respectable, even for fans of 

'desert landscapes'. 6 

What is the relationship between these three subjects and how does naturalism 

about one affect the possibility of naturalism about the others? Curiously, we can insist 

on naturalism about one of these topics without holding naturalism about the other two 

(with one possible exception). Consider first naturalism about what kinds of objects or 

events mental representations are, that they are brain states. This is consistent with 

either a naturalistic or non-naturalistic view of the source of their semantic properties. 

Even physical brain states could get their content from a property which neither reduces 

to nor supervenes on physical properties. This would leave the source of the content of 

these representations somewhat mysterious by the standards of science, but it is by no 

means guaranteed that just because the representations are physical things that their 

content is naturalizable. It could be that these physical representations get their content 

by somehow participating in Platonic Forms. And we have seen non-naturalists about 

representations try to incorporate a naturalistic representation relation into their accounts 

of the nature of ideas. For example, Berkeley tries to translate all of physics into 

idealistic terms, and in the same way we could try to translate the representation relation 

6This Quinean argument is perhaps more clearly presented by Putnam (1971, 
especially chapters V-VIII), and opposed by Field (1981), who seeks to show that we can 
do "Science Without Numbers" by, for example, mapping numerals onto the infinity of 
space-time points, which he views as non-abstract objects. 
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idealistically. Even for an idealist, the representation relation could be on a par with the 

"physical" world and no less natural than physics. Such a view amounts to non

naturalism about representations themselves and naturalism about the representation 

relation. Even a two-way interactionist dualist like Descartes could allow that the 

representation relation is a natural on~. After all, if he can manage to explain the 

mental-physical interaction generally, why not for the particular relation of representing? 

There may in fact be no consistent explanation, but it isn't a problem with the 

representation relation per se, but with dualist interactionism generally. So it seems that 

there is no in principle reason why a dualist couldn't put the representation relation on 

the physical side of the interaction, thereby being a non-naturalist about representations 

but being a naturalist about the representation relation itself. 

Now what about the content or object of the representations, that is, the things 

they are about? It is even more obvious here that naturalism about representations, that 

is, about what kinds of entities representations are (namely, brain states), does not 

require naturalism about the objects represented. It does not require that representations 

can only be about physical things (or sets, numbers, and geometrical objects, if one 

believes that physicalism allows these abstract entities ontological respectability). It 

surely will not do to accuse the atheist of being non-naturalistic because to deny God's 

existence requires one to think about God (though some have in fact argued in such a 

way, in pa11icular, Anselm). Similarly, it seems unfair to accuse Goodman of really 

being a nominalist because his belief that sets do not exist includes a representation of 
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sets, and this presupposes that sets must really exist as the object of that representation. 

Regardless of the ontology one happens to hold, it seems clear that the theory of mental 

representation should not dictate which objects really do exist. And, conversely, we can 

think that the relation of representation is naturalizable without thereby insisting that 

there are no sets or that there is no God. 

Now consider naturalism about the contents, i.e. objects, of representations, 

which really just amounts to nominalistic ontology. Does the fact that only concrete 

objects exist require a naturalistic relation between representations and those objects? 

Why should it? Of course, many who are drawn to nominalism are drawn to it because 

they see science as the premier discipline, and this feeling holds over to their view of 

representations and the representation relation. But this simply means that an 

overarching physicalism in general will yield naturalism in all three realms we are 

discussing. But nominalism itself, without this general physicalistic bias, need not imply 

naturalism about the representation relation. But how does naturalism about 

representations combine with nominalism? Nominalism typically enjoins us not to 

multiply entities beyond necessity. Usually this rules out the reality of abstract objects, 

since nominalists claim we can do without them and still give an account of language and 

thought. Typically nominalists also reject immaterial objects, and this includes souls 

and, with them, it eliminates soul-states as possible candidates for what kinds of objects 

or events representations are. This is an example where naturalism about one of the 

three areas (representation, representations, and the objects represented) does seem bring 
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with it naturalism in another. But there is one way out of this entailment. Suppose we 

follow Ockham's advice not to multiply entities beyond necessity. We will take 

nominalism to be the rejection of all unnecessary objects, in the sense that we should do 

away with any objects which we can do away with and still be able to explain whatever 

those objects were alleged to explain. But what if we cannot explain representations 

naturalistically? What if our attempt to identify them with physical entities or physical 

states fails? Then, it would seem, souls and soul states are necessary in our theory of 

representations, as the only explanation of representation. So even on our 

naturalistic/nominalistic ontology we could have reason to admit the existence of non-

natural representations or a non-natural representation relation. So we could be 

nominalists in general, rejecting abstract objects whenever we can, and yet be forced to 

admit that representations are non-physical states, that ideas are states of the soul or that 

representation is a non-natural relation. I admit that this is an unlikely situation, and it 

would surely be an unwelcome blow to nominalists, most of who are at root naturalists 

about everything, but it is theoretically possible. 

What about the consistency of naturalism about the representation relation with 

naturalism or non-naturalism about representations and the objects of representation? It 

seems that naturalism about the representation relation does push us some distance toward 

naturalism about both contents and representations. If the relation is physical, how could 

a non-physical state of an immaterial mind enter into a physical relation at all? (Of 

course, this is just the dualists' interaction problem again, which is still unsolved.) If the 

---- --_._---_ .. _ ... _--
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representation relation is physical, how could such a physical relation exist between an 

abstract object and a brain state? If the representation relation is similarity, how could 

a brain state be similar to an abstract object? It was Berkeley who argued that an idea 

(for him a mental entity) could only be similar to another idea. The modem answer 

might be that a representation, a physical state of the brain, could be isomorphic to the 

abstract idea even if not similar in other properties. (See Cummins 1992, forthcoming.) 

If representation is causal, how could an abstract object cause a representation in the 

brain? If representation is covariation, how could brain states come and go with abstract 

objects if such objects exist eternally? Perhaps we could make sense of properties, which 

are after all abstract, as having causal powers. Of course, we might say that 

representations covary with the presence of concrete objects that arc related to the 

abstract objects, and we might then appeal to the occurrence of some kind of Lockean 

abstraction to explain representations of abstract objects. But since the abstract objects 

do not change through time, how can abstract ideas represent them in virtue of covarying 

with them? These are difficult questions, and probably ones which we should put off 

until later. Here I will only say that naturalism about the representation relation seems 

to heavily favor naturalism about representations, and to a lesser extent, it favors 

naturalism about their contents, depending on how we understand the causal powers of 

properties. But it entails neither one, and we might be able overcome the difficulties in 

explaining how a naturalistic relation could connect to non-natural objects and non-natural 

representations. 
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We do not have to solve all of those problems here, however. It is the 

representation relation itself which is involved in accounting for misrepresentation. In 

arguing about the representation relation, I will try not to presuppose a general 

nominalism. My views about naturalizing the representation relation do not rule out 

naturalistic relations to abstract objects (though it will take some work to explain how 

these objects enter into the naturalized representation relation). Though I will assume 

naturalism about representations, that they are brain states, most parties to the problem 

of misrepresentation are also naturalistic about representations, either being reducible to 

at least supervening on brain states. (One notable exception is Davidson (1970) and his 

'anomalous monism'.) But I will not insist on any specific account of whether they are 

symbols or images or non-symbolic non-imagistic neural states, since SCRT and the no

misrepresentation thesis hold regardless of what kind of neural states they turn out to be. 

Those inclined to believe that representations are soul states are welcome to explain how 

such a theory could work. So far no one has. My goal in this section has been to clarify 

what I am and am not going to be investigating. The target is the representation relation. 

My thesis is that no naturalistic account of representation (singular, the representation 

relation) is compatible with the possibility of misrepresentation. And I have tried to 

show that the naturalism issue treats each area, representation, representations, and the 

objects or contents of the representations, independently. If that is so, then I need not 

even attempt to settle the naturalism issue about the objects represented or the nature of 

the representations themselves. So I will not advocate any particular position concerning 
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those questions, since they are not directly relevant to the issue of the representation 

relation itself. 

v. TRYING TO MAKE ROOM FOR MISREPRESENTATION 

It is generally agreed that anything that represents can, and often does, 

misrepresent. We sometimes apply concepts incorrectly, or token certain representational 

state types in inappropriate contexts. It is part of our normal way of thinking about the 

relationship between our ideas and the world that sometimes our ideas get the world 

wrong. If an idea can correctly represent a horse then surely it misrepresents when 

applied to a can opener. Any theory of mental representation that does not have a way 

to account for misrepresentation would appear to be fatally flawed. If we are to have a 

naturalistic theory of representation, the chief candidate is that content is a function of 

the use of the representation, especially if we think that the representation is symbolic, 

and consequently has the arbitrariness of meaning that symbols have generally. If we 

hold the simplest use theory, that content is a function of the actual use of a 

representation, then we will not be able to account for the commonplace view of 

misrepresentation. If all uses determine the content of a representation, there will be no 

misuses, and therefore no misrepresentation. 

So how do use theories attempt to make misrepresentation possible? They do it 

by defining content as a function not of actual use, but of ideal use. This division into 

actual and ideal uses is the predominant method for drawing the distinction between 
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meaning-fixing uses and non-meaning-fixing uses that I introduced in the beginning. The 

work comes in deciding which uses are the ideal ones, what are the conditions under 

which use is ideal, and hence meaning-fixing? The answers come in many forms, but 

they all have this strategy in common. One obvious kind of use theory is conceptual-role 

theories. To define content as conceptual role tout court is just to define it as actual use 

by the cognitive system, and this leaves no room for misrepresentation. So we need to 

define conceptual role in one of three ways: as not including all of the actual uses, as 

more complex than actual use as originally understood, or as requiring supplementation 

by a second factor to limit it and create an idealized use theory. There are well-known 

representatives of each option. Causal, informational, and adaptational role theories all 

turn out to be limited use or conceptual role theories, in which not all uses are meaning

fixing, but only the uses which fit the respective proposed criteria fix meaning. The 

criteria often identify the meaning-fixing uses of a representation as those regularly 

caused by the object represented (and, perhaps, that the causal relation satisfy certain 

conditions, such as Fodor's (1997, 1990a) asymmetric dependence). It can also require 

that meaning-fixing uses be the ones that can)' information about the object (Stampe 

(1977), Dretske (1981). Another option is that the meaning-fixing uses of a 

representation are defined as those that occur in a cognitive mechanism that has the 

function to generate representations which represent only a subset of all the objects 

capable of causing the representations (Dretske (1986), Millikan (1984, 1986), Papineau 

(1987». So these theories are really use theories, even if they do not seem like it and 
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are not advertized as such. The debate between them is exactly how to limit conceptual 

role. 

One problem for such views of content and misrepresentation is the dreaded 

disjunction problem. The 'disjunction problem' is that proposed cases of 

misrepresentation can be redescribed as cases of correct but disjunctive representation. 

Suppose that some non-cat, Fido, causes the concept 'CAT' to be tokened in my head. 

'CAT' is supposed to represent the property of being a cat, and Fido isn't a cat. But on 

a crude causal theory of representation, a representation means whatever causes it, so 

'CAT' actually means dog-or-cat. More sophisticated causal theories try idealization 

(Le. optimal conditions), and Fodor (1987, 1990a) proposes the ingenious solution of 

'asymmetric dependence', according to which 'CAT' means cat and not dog-or-cat 

because dogs wouldn't cause 'CAT' unless cats did, but cats would stilI cause 'CAT' 

even if dogs didn't. I will not discuss the details of the various attempts to solve the 

disjunction problem yet, for we will look at them in Chapter 3. But in general it is the 

disjunction problem that theories of content (Dretske's and Fodor's) have desperately 

tried to wiggle out of in order to account for error and misrepresentation. I agree with 

Cummins' (1989) assessment of all these attempts - even if they get the conditions for 

content right, it is not clear that they explain anything. They don't indicate why it is that 

those conditions are the ones that correctly identify the content of a representation, and 

how such conditions could help us understand the role that representations play in our 

cognitive functioning. 
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The admitted conceptual role theories also try to idealize in various ways and 

depart from a strictly internal source of content. The identification of content with 

something internal does seem to connect it with the role that representations play in 

cognitive processing, but this also brings the risk of having the content of the 

representations restricted toward internal objects. It is hard to see how representations 

could have content that reaches out into the world and refers to external objects. Yet it 

must be about external objects if it is to fail to match them, and it is such failure of 

match that is misrepresentation. So most of the conceptual role theories that have been 

proposed have an external component. Some, like Sellars (1963) and Harman (1973, 

1982), conceive of the conceptual role of a representation as reaching beyond its internal 

processing and including properties of and relations to the external world. Still others, 

such as Field (1977), Block (1986), McGinn (1982,1989) and others, turn this external 

arm of conceptual role into a distinct factor, thereby proposing a two-factor conceptual 

role theory. But these all have the common goal of defining idealized use, and with it 

cut off some uses from being meaning-fixing. As we have seen, this is what is necessary 

to make misrepresentation possible. The specific motivation for adding a second factor 

to supplement internal role in processing is the Twin cases of Putnam and Burge. Many 

of the conceptual role theories take great pains to modify straight conceptual role to allow 

for wide content that reaches outside the head and accounts for the Twin-earth cases. It 

will be crucially important to understand the connection between the Putnam and Burge 

Twin cases and the problem of misrepresentation. One way to interpret the urge to 
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incorporate wide content is that only representations with wide content are capable of 

certain kinds of misrepresentation. 

VI. TWIN-EARTH. WIDE CONTENT AND MISREPRESENTATION 

The distinction between wide and narrow content is a distinction between 

individualistic and nonindividualistic taxonomies of mental states. Narrow content is that 

which can be specified solely by reference to the role of internal states of a relatively 

closed system (e.g. internal states of the brain). If content is narrow, there can be no 

psychological or semantic difference without differences in internal state. Wide content 

is specified in part by reference to the external environment or history of the system, and 

there can be psychological and semantic differences in wide content due to different 

outside-the-head factors without any difference of internal state. The move towards wide 

content will play an important role in my arguments against misrepresentation, since the 

appeal to wide content, as I see it, is required to make possible a certain kind of 

misrepresentation. But this view of wide content is not the common one, and we need 

to look at the motivations for wide content, and why I see it as intricately related to 

misrepresentation. 

The motivation for the distinction between narrow and wide was Putnam's (1975) 

famous Twin-earth case, which considers the possibility of one's having a Twin on Twin

earth whose internal states are syntactically identical to one's own, but where the 

environment on Twin-earth is slightly different than on Earth. I use 'water' to refer to 
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H20, but on Twin-earth my Twin uses the same word in response to XYZ, a substance 

chemically distinct from H20 but which appears just like H20. Putnam argues that since 

natural kind words are rigid designators in the Kripkean (1972) sense, 

[W]ords like 'water' have an unnoticed indexical component: 'water' is 
stuff that bears a certain similarity relation to the water around here. 
Water at another time or in another place or even in another possible 
world has to bear the relation sameL to our 'water' in order to be water. 

(Putnam 1975:234) 

So my Twin and I do not have the same disjunctive thought, H20-or-XYZ; I mean H20 

and my Twin means XYZ, since H20 is the stuff around here on earth, and XYZ is the 

stuff around here on Twin-earth. This is true even though I would call XYZ 'water' if 

I ever saw some, unless my Twin and I possessed the relevant knowledge of chemistry 

and could distinguish XYZ from H20, which it is stipulated that we do not possess. 

Putnam argues that there is a "linguistic division of labor", and that it is commonplace 

to use an expression, and to be a competent user of it, even if one does not know 

everything about it that the experts do. If I call some wet water-like stuff 'water' even 

though I lack the thorough knowledge of chemistry that would allow me to verify that 

it is H20, I am still considered to possess the concept of 'water' and I mean water (that 

is, H20) when I use that word to refer to the liquid in my glass. I mean water by 

'water' in virtue of the fact that I am a member of a linguistic community, and some 

members of the community, the 'experts' do know the chemistry to detennine whether 

the wet stuff really is water, even if I myself do not have such knowledge. 



Thus the way of recognizing possessed by these 'expert' speakers is also, 
through them, possessed by the collective linguistic body, even though it 
is not possessed by each individual member of the body, and in this way 
even the most recherche fact about water may become part of the social 
meaning of the word while being unknown to almost all speakers who 
acquire the word. (Putnam 1975:228) 
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This rigid designation and the social detennination of meaning entails the denial of what 

Putnam identifies as a common view shared by many different theories of meaning, that 

grasping the meaning of an expression is an individual psychological act. Putnam 

identifies two assumptions which he views as deeply imbedded in ordinary meaning talk, 

but which are jointly inconsistent: 

(I) That knowing the meaning of a tenn is just a matter of being in a 
certain psychological state. 

(II) That the meaning of a tenn (in the sense of 'intension') detennines the 
extension (in the sense that sameness of intension entails sameness of 
extension) . 

Putnam argues against (I): "Meanings just ain't in the head." If the meaning of one's 

natural kind tenns is detennined in part by factors external to the mind, such as whether 

the substance one uses the tenn for really does stand in the sameL relation to the local 

stuff that the experts in the community count as defining the meaning of the tern1.7 

Knowing the meaning of a tenn is partly being a member of a community which has 

experts who know much more about the reference of the tenn than the ordinary user of 

it. One can even have a false view of what one's own tenn really means. Putnam 

7Putnam later argues (1975:242-245) that such external specification of meaning 
holds for other types of expressions as well, not just natural kind tenns. 
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introduces the notion of stereotypes as the conventional idea of what an X looks like or 

acts like or is. The average user of the expression 'X' does not have a set of necessary 

and sufficient conditions for something's being an X, but rather has a stereotype of what 

X's are like. These stereotypes can sometimes have inaccuracies, but one is required to 

have certain elements in one's stereotype to count as possessing that concept. 

In this view, someone who knows what 'tiger' means (or, as we have 
decided to say instead, has acquired the word 'tiger') is required to know 
that stereotypical tigers are striped. More precisely, there is one 
stereotype of tigers ... which is required by the linguistic community as 
such; he is required to have this stereotype, and to know (implicitly) that 
it is obligatory. This stereotype must include the feature of stripes if his 
acquisition is to count as successful. (Putnam 1975:250) 

The point of invoking stereotypes is that something can be a 'tiger' even if it lacks 

features included in the stereotype, or possesses features not included in the stereotype. 

So three-legged tigers and albino tigers are still 'tigers'. It is also possible for the 

information contained in the stereotype to be incorrect. These cases are ones where the 

experts have knowledge contradicting some features of the stereotype, but where most 

people acquire the stereotype, not the expert concept. They still mean 'tiger' even if the 

stereotype is inaccurate because they are in a linguistic community where the expert 

usage establishes that 'tiger' means tiger even if the stereotype is somewhat misleading. 

Putnam ends up agreeing with (II), that meaning determines extension, but only 

"by construction, so to speak", in that the meaning is itself socially determined. So he 

denies (I), that one's psychological state determines what one means. The kind of 

content which is determined by external factors is known as 'wide content'. 
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Burge (1979) makes the external specification of content more general, with an 

argument that the meaning of any term, not just natural kind terms, is determined by 

social factors. I say to my doctor "I have arthritis in my thigh", and since 'arthritis' 

means inflammation of the joints, and a thigh isn't a joint, the doctor tells me I've made 

a mistake. My counterfactual Twin, who until the visit to the doctor has exactly the 

same internal states (syntactically described) as I do, also says "I have arthritis in my 

thigh." But in the counterfactual world, the usage of the word 'arthritis' is different, and 

does correctly apply to thigh pains. So, according to Burge, my belief is false, and my 

Twin's is true. So the contents of our beliefs must be different, and different due to 

external social facts that haven't impinged on me or my Twin yet. Hence, mental 

content is wide, not narrow. 

The connection between these arguments about the social aspect of linguistic 

meaning have straightforward links to the content of mental representations. If mental 

representations are simply sentences in a language of thought, and public language words 

have direct connections to these Mentalese expressions, then the connection is obvious. 

Just as we can use words which we incompletely understand, we can use mental 

representations which we incompletely understand. My mental representation 'water' 

means H20 even if I don't know enough chemistry to tell H20 from XYZ. Even if 

thoughts are not as language-like as that, this general feature still seems to hold. Or so 

proponents of wide content for mental representations claim. But what is the exact link 

to our topic here, viz. misrepresentation? 
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The Putnam and Burge cases basically fOIm an argument like the following: 

(1) The psychological states of S1 and S2 are the same. 

(2) S1 and S2 mean something different by X. 

(3) Therefore, the meaning of X is not specified by psychological state, 
but rather is specified (at least in part) by something external (such as the 
community, the experts, rigid designation, etc). 

I do not claim that these arguments are invalid, but the trouble spot is premise (2). 

Putnam and Burge design examples in which they think it is obvious that the meaning is 

different across possible worlds, or even in widely separated parts of the actual world. 

But if their arguments are based simply on the intuition in these cases we have same 

psychological state but different content, they can be undone by denying the intuition 

(which, for example, I do not share). But simply denying the intuition is not really a 

very compelling argument either; intuition bashing in general is no way to construct a 

solid philosophical argument. So if all the arguments for wide content were simply based 

on that intuition, they'd be shaky indeed. 

Putnam and Burge do have somewhat more to say in favor of the above argument, 

of course. And while they hint at what I take to be the real argument, they don't come 

right out and present it. Putnam considers the option of replacing our language with one 

without an external deteIminant of meaning, where: 

(1) teImS were replaced by coextensive teImS which were not indexical 
(e.g. 'water' by 'H20', assuming H20 is not indexical); and (2) we 
eliminated the division of linguistic labor by making every speaker an 
expert on every topic? (Putnam 1975:265) 
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He rejects this move, saying first that all natural-kind terms and physical magnitude 

words are indexical ('hydrogen' in 'H20' as much as 'water'). In addition, we cannot 

make everyone an expert (by, say, appeal to sense data about which we're infallible) 

because: 

... even if something looks yellow it may not be yellow. And it doesn't 
help to say that things that look yellow in normal circumstances (to 
nOlmal perceivers) are yellow; 'normal' here has precisely the feature we 
called indexicality. (Putnam 1975:266) 

He objects to the elimination of the linguistic division of labor by claiming that every 

human language does have such a division: 

A world in which every one is an expert on every topic is a world in 
which social laws are almost unimaginably different from what they now 
are. (Putnam 1975:266)8 

Burge comes closer to tying wide content to misrepresentation when he argues 

extensively that we shouldn't reinterpret the content in the arthritis case as shared in both 

the actual and counterfactual world. He insists that in actual practice people do defer to 

the experts, and this is strong evidence that they possess the same concept as the doctor 

(the expert). Burge acknowledges that: 

8This is not a very compelling complaint if, as I will argue in Chapters 2 and 4, it 
is possible to reinterpret the people as having infallible, but not always useful, 
representations. Through a pragmatic theory of concept change, we can preserve the 
social practices of condemnation and approval of beliefs and representations in spite of 
the result that mental content is nalTOW, not wide, and there. is no misrepresentation. In 
the end, I will argue that things could be much as they are now, and yet we could 
interpret everyone as being incapable of misrepresentation. The world would not be, as 
Putnam says, "unimaginably different" - it is, I argue, the world we inhabit. But it will 
take until the end of Chapter 4 to explain how this could be so. 



[T]he thought experiment does appear to depend on the possibility of 
someone's having a propositional attitude despite an incomplete 
understanding of some notion in its content. (Burge 1979:83) 

More directly, he says: 

[I]t is important to see what an array of conceptual errors is common 
among us. And it is important to note that such errors do not always or 
automatically prevent attribution of mental content provided by the very 
terms that are incompletely understood or misapplied. (Burge 1979:82) 
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Actually, Burge runs the argument for wide content backwards to show that the argument 

does not depend on one's being in error. The Twin in the counterfactual world might 

correctly believe that he has 'arthritis' in his thigh, not having heard that (as understood 

in the counterfacntal world) 'arthritis' can occur not only in joints, but in muscles. So 

Burge (1979:84) claims the 'arthritis'-sufferer does properly understand the concept, and 

yet he could be informed to his surprise that the 'arthritis' has spread to his thigh, a 

place that the patient didn't know 'arthritis' could arise. In such a case, once the patient 

defers to the doctor, neither is using the word 'arthritis' to mean arthritis (as we 

understand it), but rather, both have the THARTHRITIS concept. 

However, we can see that such a case really does depend on incomplete 

understanding. As Burge tells the reversal story, the patient uses 'arthritis' for his joint 

pain, and doesn't know that it can occur in muscles too. This is indeed clearly a case 

of incomplete understanding. In addition, Burge's argument seems to depend on his 

already having shown that there is a social component to meaning, for he seems to take 

it as given that if the patient defers to the doctor, he shares the doctor's concept. But 

this is just what is at issue. The patient could have pragmatic reasons for not putting up 
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a fight even if he did not share the doctor's concept. At bottom, it is the possibility of 

incomplete understanding that is evidence for mental content being wide. 

Burge considers the possible reinterpretations of the content which would 

undermine the argument for wide content. The two methods which are important for my 

argument are ones which Burge describes as working in tandem: 

One is to attribute a notion that just captures the misconception, thus 
replacing contents that are apparently false on account of the 
misconception, by true contents. For example, the subject's belief (true 
or false) that that is a sofa would be replaced by, or reinterpreted as, a 
(true) belief that that is a chota, where 'chofa' is introduced to apply not 
only to sofas, but also to armchairs the subject thinks are sofas. The 
other method is to count the error of the subject as purely metalinguistic. 
Thus the patient's apparent belief that he had arthritis in the thigh would 
be reinterpreted as a belief that 'arthritis' applied to something (or some 
disease) in his thigh. (Burge 1979: 93) 

The first method, ascribing an object-level concept that makes the belief true (and not a 

misconception) has, Burge says, little to recommend it as a natural and general account 

of belief ascriptions. It simply does not match our actual practice of belief ascription; 

we do not normally reinterpret the concept in use and replace it with one that is 

infallible, especially in cases which seem like true beliefs and are unaffected by the 

incomplete understanding. One reason Burge cites as to why we do not reinterpret in the 

proposed manner is that it would be difficult to know exactly what alternative concept 

the believer is using. 

Is just any problem in the thigh that the patient wants to call 'arthritis' to 
count as tharthritis? Are other ailments covered? What would decide? 
The problem is that there are no recognized standards governing 
application of the new term. In such cases, the method is patently ad 
hoc.(Burge 1979:94) 

---------------_. __ .- -- --_.---
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Burge takes this kind of reinterpretation to be implausible for another reason as well: it 

does not seem to match the way the patient describes the situation. Suppose the patient 

has believed that 'arthritis' was in his joints but has not moved to his thigh. If we take 

him to mean tharthritis, and take his new belief as true, then his earlier fear that it had 

spread upwards is realized. But when the doctor tells his he cannot have arthritis in his 

thigh, he is relieved that his fear was not realized. 

He does not think: Well, my tharthritis has lodged in the thigh; but 
judging from the fact that what the doctor called 'arthritis' cannot occur 
in the thigh, tharthritis may not be a single kind of disease; and I suppose 
I need not worry about the effects of its occurring in various locations, 
since evidently the tharthritis in my thigh is physiologically unrelated to 
the tharthritis in my joints. There will rarely if ever be an empirical basis 
for such a description of the subject's inferences. The patient's behavior 
(including his reports, or thinkings-out-loud) in this sort of case will 
normally not indicate any such pattern of inferences at all. (Burge 
1979:95) 

So Burge thinks the ascription of content without possibility of misconception is ad hoc 

and not supported by behavioral evidence. 

The problem with this response is that what is at issue is the very possibility of 

misconceptions and misrepresentation, and it does not seem to be enough to insist that 

there can be incomplete understanding and misrepresentation because we routinely talk 

as if there is. Such talk might be incorrect. The folk theory of belief ascription might 

be mistaken, or, in keeping with the elimination of misrepresentation, the folk theory 

might have to be interpreted differently, and in a way which does allow the kinds of 

reinterpretation in question. The other problem is that Burge's description of the 

inferences made by the believer in THARTHRITIS is that for the inferences to be made 
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at all, the believer must describe them just as they occur. Of course, it would be self-

defeating to try to eliminate error by saying that the believer is in error about how his 

inferences went. But we can reinterpret his description of his inferences, and say that 

the correct analysis of what he is doing is that he is using the THARTHRITIS concept. 

He is also making inferences about the doctor's diagnosis in accordance with the fact that 

he does not have the same concept as the doctor. But what of Burge's charge that the 

reinterpretation is ad hoc? We could just as well say that his method, interpreting every 

disagreement as misconception, is just as ad hoc as reinterpreting every disagreement as 

correct but non-standard conception. It may be that from the outside there is little to tell 

us what is covered by the subject's THARTHRITIS concept. But this does not entail that 

there is no determinate extension of THARTHRITIS (unless one holds the behaviorist 

view that meaning just reduces to dispositions to behave). In fact, on my account there 

are facts about the application of THRATHRITIS: its meaning is determined by its 

conceptual role, and its having whatever conceptual role it has is not ad hoc. 

Burge's evidence against the reinterpretation method proposed trades heavily on 

how the speaker behaves. This is, however, uncomfortably close to the verificationist 

view which has notorious problems, and which I will argue (in Chapter 2) cannot allow 

for misrepresentation. If behavior is all we have to go on, then we have already seen 

that it does not tell us which of infinitely many meanings, all of which match actual use 

up to a certain point, is the real meaning of the word or representation. If we are 

allowed to go beyond behavioral evidence, then such reinterpretation is not ruled out. 
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Let us use the terms 'Twin-error' and 'Twin-misrepresentation' to refer to those 

conceptual errors and misrepresentations which can only occur in the unusual context of 

Twin-earth. With this we can now formulate what I consider to be the real argument in 

favor of wide content, or at least what it should be: 

1) If beliefs and mental representations have only narrow content, there 
is no possibility of incomplete understanding - every concept is 
completely understood. 

2) Only if beliefs and mental representations have wide content, can there 
be incomplete understanding - there can be more to one's concept than 
one comprehends, because there is an external determinant of meaning. 

3) Incomplete understanding is necessary for there to be a certain class of 
conceptual errors and misrepresentation (and hence false beliefs), the 
Twin-errors and Twin-misrepresentations. 

4) Twin-errors and Twin-misrepresentations do occur. 

5) Therefore, beliefs and mental representations must have wide content. 

What is important is to see the link between wide content and the possibility of 

misrepresentation. Exactly how much misrepresentation is made possible by wide 

content depends on one's view of use or conceptual role. Not all misrepresentations are 

necessarily due to incomplete understanding made possible by wide content. It is 

possible, on some readings of conceptual role, to have some misrepresentations occur 

even with complete understanding - they might occur due to incomplete knowledge. 

Even if I fully understand the concept WATER, that it includes all and only bodies of 

H20, I might simply not check to see what the clear liquid is made of and call it 'water'. 

If the liquid is in fact vodka, and ",yater' has wide content, this use of the concept 
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WATER would be a misrepresentation that is not a Twin-misrepresentation. It is just 

careless application of a completely understood concept. We can see that if we were 

epistemic saints, and never jumped to conclusions and reasoned beyond the evidence, 

then the misrepresentations would come closer and closer to being reduced to just the 

Twin-misrepresentations. The verificationist view of meaning being determined by that 

which would be verified in the ideal limit of investigation (such as Peirce's view, and 

probably Putnam's anti-realist view (1981)) does remove all, or nearly all, of the gap 

between misrepresentation and Twin-misrepresentation. 

As we will see later, we can view conceptual role as epistemic, as verificationists 

typically do, or as functional or computational. 9 On the epistemic version all 

misrepresentation is Twin-misrepresentation because verificationism equates complete 

understanding with complete knowledge. So there can be no misuse of a completely 

understood concept. The possibility of misrepresentation requires ~ncomplete knowledge, 

and verificationism just equates this with incomplete understanding. So on this view, if 

there is no wide content, and hence no Twin-misrepresentation, then there is no 

misrepresentation at all. 10 On the functionalist, computationalist view of conceptual 

9StrictIy speaking, 'epistemic role' is not the same as 'conceptual role'; 'conceptual 
role' is really the semantic version of functional role in general. But often the term 
'conceptual role' is used rather vaguely, and can mean either functional role or epistemic 
role. I will aIlow 'conceptual role' to mean either one, and specify (in Chapter 5) how 
the 'functional role' and 'epistemic role' readings lead to different versions of the one
factor strict conceptual role theory that I advocate. 

100f course, this brief explanation of the relation between misrepresentation and 
verificationism has omitted many important details. These will be examined further and 
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role, incomplete knowledge is not just the same as incomplete understanding, and this 

can perhaps allow for misrepresentations due to incomplete knowledge accompanied by 

complete understanding of the relevant concepts. I say 'perhaps' because though the 

functionalist view of conceptual role makes it theoretically possible for misrepresentation 

to occur outside of the Twin-cases, in that the possibility of incomplete knowledge with 

complete understanding does not make misrepresentation impossible, it does not by itself 

make it possible either. We still need to somehow allow a use of a representation to be 

a non-meaning-fixing use, and I will argue that no use theory (and this includes all 

functionalist theories) can manage to make a use non-meaning-fixing. So not even on 

a functionalist reading of conceptual role is misrepresentation possible, even when it is 

not Twin-misrepresentation. 

Burge and Putnam do make the connection between wide content and incomplete 

understanding and the possibility of error, but they do not explicitly rest the argument 

for wide content on insuring the possibility of Twin-error and Twin-misrepresentation. 

The argument for wide content I have given above is to be preferred to their general 

arguments because where they have the argument for wide content rest on the intuition 

that the Twin earth cases are ones in which the meanings are different but psychological 

states are the same, the above argument does not assume (on the basis of intuition) that 

I mean something different than my Twin on Twin-earth. Many philosophers are 

clarified in Chapter 2, the verificationist argument against misrepresentation, and Chapter 
5, the explanation of the degree to which this results in meaning holism. 
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inclined to deny that content is wide, but not many are prepared to accept all the of the 

consequences of that position, namely, that there are certain errors and 

misrepresentations that are impossible. Of course, my argument is stronger than this, 

for I reject not just the Twin-errors and Twin-misrepresentations, but all conceptual error 

and misrepresentation. In arguing against wide content, I am indeed arguing against the 

possibility of Twin-misrepresentation. I still take the argument for wide content above 

to be valid: if there were Twin-misrepresentations, then content would have to be wide. 

I deny premise 4); there are no Twin-misrepresentations. This claim is due both to 

arguments that misrepresentation cannot occur and because of the advantages of 

construing content as narrow. 

The upshot of this discussion of wide content and Twin-earth is that I take the 

search for misrepresentation to have shifted to the search for wide content. Appeal to 

wide content is one way to make room for at least some misrepresentation, namely, 

Twin-misrepresentation. In the two-factor conceptual role theories of content we see the 

external factor as specifying wide content. One might wonder why these theories place 

such emphasis on accounting for the Putnam and Burge Twin-earth cases. Consider, for 

example, Hannan's (1982) modification of his earlier (1973) conceptual role theory: he 

defines content as not specified by actual conceptual role, but by conceptual role in 

'normal contexts', to accommodate Putnam's claims in the Twin-earth case. l1 Given 

that Harman's earlier view is inconsistent with Putnam's conclusion, we may wonder 

llFor a detailed examination of Harman's conceptual role theory, see Chapter 3. 
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why he did not simply reject the Twin-earth results? The point here is that there is 

indeed good motivation to be very concerned about the Twin-earth cases, because to be 

consistent with Putnam's conclusion is to allow for wide content, and the reason for 

allowing for wide content is that without it there can be no Twin-error or Twin

misrepresentation. So in examining the various realist theories of content, we must be 

sure to see how they account for Twin-earth, because in doing so, they are accounting 

for a certain subclass of misrepresentation. If they can establish that Twin

misrepresentations do occur, then my main thesis, that all misrepresentation is 

impossible, will have been disproved. 

I have now explained my particular view of why the Twin-earth cases are 

important for the issue of misrepresentation. I also have tried to show that they are 

actually somewhat less central to the issue of misrepresentation than they might appear 

to be given their prominent position in many discussions of mental content. They only 

involve a very small and seemingly highly theoretical and speculative kind of 

misrepresentation, Twin-misrepresentation, and the whole issue of wide content is in fact 

focused on making this small class of misrepresentations possible. When we look at two

factor conceptual role theories, it will be ironic that they spend so much time dealing 

with Twin-misrepresentation and seem to obviously fail to account for all of the other, 

rather mundane kinds of misrepresentation. Given our concern for misrepresentation, 

these Twin-earth cases seem to have received more attention than they are probably 
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really due, considering the very restricted class of misrepresentations that are Twin-

misrepresentations. 

We have now covered the necessary background on the Twin-cases and 

misrepresentation. It is obvious that one-factor conceptual role theories do not allow for 

misrepresentation: they are entirely 'narrow' and do not rule out any uses from the set 

of uses which fix meaning. So we need now to take a brief look at the structure of 

sophisticated conceptual role theories, the two{actor or dual- aspect theories, and their 

strategies for establishing the wide content of mental representations, and with it at least 

some kind of misrepresentation. We will then go on to the preliminary version of the 

argument that two-factor conceptual role theories in general cannot make 

misrepresentation possible. We will also look at a the preliminary version of the 

argument that verificationist theories of content also cannot allow for misrepresentation. 

Both arguments will be filled out in Chapters 2 and 3. 

VII. ADVERTISEMENT FOR ARGUMENTS AGAINST THE POSSmILITY OF 

MISREPRESENTATION 

The main thesis of this work is that misrepresentation is impossible. The 

arguments for this claim can be broken down into two general approaches: the 

verificationist argument, and the realist/cognitive science argument. The full arguments 

will take a chapter each, but to give a clear overview of the strategy, it may help to give 

-----------------------
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previews of them here. I will now briefly and very generally describe the way each side 

makes the case against misrepresentation. 

VII. A. THE VERIFICATIONIST VERSION 

The verificationist argument arises from the fact that the predominant 

verificationist view of linguistic meaning is that it is a function of the use of linguistic 

expressions. This is due to the obvious point that the use of language is observable and 

verifiable, and the meanings (or whatever there are) in the heads of language users are 

not (directly) observable. Verificationists go to great length to show that the 'meaning 

is use' thesis does not imply that all uses are correct. They are so concerned about 

making this point because they see that their use theories, if held unchecked, would 

indeed entail that the impossibility of misuse, and hence no false statements (and, it turns 

out, no false beliefs). This is the basic point made by the skeptical arguments about rule 

following in Wittgenstein (1953) and Kripke (1982). Nothing in the actual use indicates 

which rule is being followed in the application of a word or concept, and error and 

misrepresentation require that a determinate rule that one can fail to follow. 

However, the verificationists still insist on allowing false statements, and this is 

one of Wittgenstein's primary motivations for his argument against private languages: if 

there were such languages, there would be no way to use one's private language 

incorrectly. To allow such relativism would be a disastrous result, Wittgenstein claims, 

and would remove any sense of meaning or thinking anything at all. This connection to 
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what one could think is the link between these claims about language and our concern 

with mental representation and misrepresentation. Verificationism when applied to the 

mental yields behaviorism, and this connects belief and mental representation to 

language. For example, to believe that p is to be disposed to behave in certain ways, 

chief among which is to use certain linguistic expressions in certain ways presumably 

consistent with believing that p. (Of course, they never managed to exhaustively specify 

which behaviors are relevant to which beliefs.) Their general method of trying to retain 

error, false belief, and misrepresentation, is to make meaning a social phenomenon, so 

that social use determines which rule is being followed and what the meaning of words 

and representations are. We see this appeal to the social level in Wittgenstein (1953), 

Quine (1951, 1960), Davidson (1973, 1974a), and Sellars (1956). This social 

determination of meaning then allows an individual to deviate from the social pattern of 

use, and that is how one could say or think something false. 

The problem with the appeal to the rules in place in the society for language and 

representation use is that it ends up simply begging the question: does the individual 

mean the same thing as those around him mean by his words or mental representations? 

To automatically assume, a priori, that he does, is to assume just what is at issue. Their 

argument is that not to assume this results in disaster, no error, false belief, or 

misrepresentation. But if we are willing to consider that it might be possible to have a 

coherent and viable theory of content without error or misrepresentation, then this modus 

tollens seems far less motivated and far more unfounded. Of course, this brief sketch 
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leaves out the substance of the arguments, on both sides, but when we look at the details, 

we will see that the main point against misrepresentation holds. The verificationists 

make a very good case against error and misrepresentation, and then fail to get out of 

the hole they dig for themselves. 

VII.B. THE REALIST/COGNITIVE SCIENCE VERSION 

The realist/cognitive science theories of content, all of which are really varieties 

of conceptual role semantics, fail to allow the possibility of misrepresentation. They all 

try to allow for it by in some way getting away from the single-factor strict conceptual 

role theory, which holds that meaning is a function of entire conceptual role, that is, of 

all of the uses of a representation. The idealization away from entire conceptual role can 

come by expanding what counts as conceptual role, by adding an additional determinant 

of content other than conceptual role, or by limiting content to being fixed by only part 

of the representation's conceptual role. 

On the side of acknowledged conceptual role theories, Harman's (1973, 1982) 

strategy is to expand conceptual role to reach outside of the head, and also to limit 

content to being fixed by conceptual role in 'normal contexts'. Block (1986) proceeds 

by adding an additional, external factor, which turns out to be a causal theory of 

reference. These two-factor or dual-aspect conceptual role theories all have the problem 

that basically each factor or aspect can pick out a different content. This is the whole 

point of having two, of course; they can diverge and allow for misrepresentation. But 
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the divergence or misalignment of the factors makes it hard to see· which is to dominate 

and constitute the real content. The actual method of choosing is to presuppose what we 

already think the content is, but this begs the question. Unfortunately, there is no non

arbitrary ground for deciding which of the two factors takes precedence over the other 

and determines meaning; all the attempts tum out to be circular or question-begging. 

The limited conceptual role strategy is employed by all causal, informational, and 

adaptational/teleological theories of content. Fodor (1988, 1990a), Dretske (1981, 1986), 

Millikan (1984, 1986, 1993), and Papineau (1987) all limit content to being fixed by 

some subset of conceptual role, either on the causal input side, or on the behavior

determining output side. The basic problem with limiting conceptual role is that this still 

requires idealization, and it turns out, there are numerous ways to idealize, some of 

which allow for misrepresentation and others of which do not. If content is to be fixed 

by causes of detection uses of representations, there is always a reading of the cause such 

that the representation always means what causes it. If it is appeal to the function of the 

representation, there is always a reading of function such that the representation always 

means what its function is, and hence can never fail to perform its function and be a 

misrepresentation. Of course, both conceptual role strategies are much more complex 

than I have described here, but when we look at the details, we will see how these basic 

criticisms undermine all of these various use theories. 

----_ .. ---_._-_.- _.-"'--" 
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VIII. REJECTING MISREPRESENTATION: OVERVIEW OF SCRT AND A 

PRAGMATIC THEORY OF CONCEPT CHANGE 

Suppose that these arguments for the main thesis are correct: no naturalistic 

theory of content is compatible with the possibility of misrepresentation. What are we 

to do? We could reject naturalism about representation, but that would leave the 

representation relation unexplained and mysterious. We might be tempted to reject the 

existence of intentional states, but, though it would seem to be a relevant response, it 

really isn't. Eliminativism is a thesis about representations (plural), that there are no 

states which are beliefs, desires, and intentions, and it is simply neural states which are 

involved in cognition. The favorite choice of contemporary eliminativists (Stich 1983, 

Paul Churchland 1990; Patricia Smith Churchland 1986) is that representations are 

distributed representations in state space. This isn't a thesis about representation (the 

representation relation) at all. It still requires that these neural states represent the world 

somehow, presumably naturalistically, and probably in virtue of their uses/conceptual 

roles. So my main thesis is just as much of a problem to eIiminativists like Stich and the 

Churchlands as it is for intentional realists like Fodor, Dretske, Block and Millikan. We 

could opt for a non-use theory, but these all seem to collapse back into being non

naturalistic. We could take the thesis as a reductio on being able to explain 

representation at all. But I think we should do none of these things. I think we should 

remain loyal to naturalism about representation, have a use theory of content (the most 

popular and plausible kind of naturalistic theory), and bite the bullet and accept the result 
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that there can be no misrepresentation. Since this might look to be easier said than done, 

I will try to explain how I think it could be done. 

We should say that sameness of formal structure in the head determines sameness 

of content, or at least sameness of concept, for it is syntactic structure which lies at the 

bottom of any story of mental representation. Wide or broad content is at most a 

property true of one's overall set of brain states plus one's situation in a context. It is 

a relational property of one's set of formal structures. In the story of cognitive 

processing, wide content is about as important as the fact that while I am thinking I 

happen to be 128 feet away from my office right now. True perhaps, but unilluminating 

in an explanation of how my thinking proceeds. 

If we limit ourselves to narrow content and do not allow the determination of 

concepts to go beyond conceptual role, then we have a conceptual role theory which falls 

right in to the problem of misrepresentation. If meaning is use, then if a representation 

is used in a certain way, that's (part of) what it means, and there can be no 

misrepresentation. But given the problems with all of the alternatives, we should not 

dispute this result, we should embrace it: there is no misrepresentation. If beliefs are 

just representations processed in a certain way (representations put in the belief box), 

then the impossibility of misrepresentation brings with it the impossibility of false belief; 

all beliefs are trivially true, due to the meanings of the representations involved, and 

therefore they are analytic. Misrepresentation not only does not occur; it is impossible. 
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This result leads us to say exactly what Burge and Putnam argue we shouldn't 

say: my twin and I both mean something like thigh-or-joint-pain by 'arthritis'. I could 

defer to the doctor, but I could also say "Well, I don't know how you use the word 

'arthritis', but I use it to refer to thigh or joint pains." If I have a concept 

THARTHRITIS (spelled "arthritis") which includes any old pain in the leg, then my 

concept does indeed apply to both joint and muscle pains, so I am not wrong in saying 

"I have arthritis in my thigh." I accept the consequence that if our mental contents were 

disjunctive like this, then this would rule out any possibility of error, and every belief 

anyone had would be trivially true: what I would mean by my WATER concept would 

be whatever I use it for, and in this sense I cannot be wrong. My twin and I both have 

the same concept, WATER, and we would both apply it equally to H20 and XYZ, were 

we exposed to both (unless one or both of us knows about the difference). Parity of 

argument shows that I don't mean the same thing before and after I learn enough 

chemistry to distinguish H20 from XYZ. So on a Strict Conceptual Role Theory (SCRT) 

which allows only narrow content and allows no limiting of the uses that count in 

determining meaning, we don't learn new information about the original subject and we 

don't learn that our old beliefs were false and our old representations incorrect. Rather 

we just coming to use different (perhaps more discriminating) concepts. 

With this last point we see that we need to supplement SCRT with a pragmatic 

theory of concept change to explain why we would ever alter the ways that we represent 

the world. Even with all of the arguments against misrepresentation, I do not claim that 
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our practice of representing the world is static. Just because our altering of our 

representations is not in virtue of their being incorrect (there are no misrepresentations), 

this does not require us to ignore the obvious fact that our conceptions of the world do 

change. And it does not mean that all such change is random or haphazard. The 

pragmatic theory of concept change holds: when we change the way we represent 

something and give up our old way of representing it, we do this not because the old 

representation was incorrect, but because it is more useful to represent the object with 

different concepts. The new concept may be more useful on a survival level (if the new 

concept keeps us away from danger better), or more generally because it does a better 

job of assisting in the satisfaction of desires, or because other people use the concept and 

it is useful to represent things as our fellow human beings do. 

We will need to explain the fact that we view ourselves as having made 'mistakes' 

and holding 'false' beliefs, not only on the first-person level, but on the interpersonal 

level of people criticizing others' beliefs as false, and their representations as being 

incorrect. I think that these can also be accounted for by the pragmatic theory of concept 

change. We stop using concepts which prove not to be useful and don't lead to success. 

We replace them with concepts which cut the world up somewhat differently, and, 

perhaps, in a more useful and successful way. This is often an unconscious process, but 

sometimes a conscious process. And when it is conscious, we don't think. of it as 

concept change, but as correction of false beliefs and misrepresentations. But though we 

do get by with this way of thinking about our reasoning and mental representations, I 
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claim that given all of the various arguments against the possibility of misrepresentation, 

a more useful way of looking at these adjustments in representing the world is that we 

are changing the concepts we use. 

The above description of SCRT is somewhat misleading in one respect, for it 

might seem that SCRT should lead us to deny the wide/narrow distinction itself. The 

problem is that wide content is typically understood as the content that has 

truth/satisfaction conditions, and narrow content is said to be non-truth-conditional. On 

this characterization of wide and narrow content, the question of misrepresentation does 

not even arise for narrow content. But this identification of wide content with truth

conditional content is contentious and question-begging, for it assumes Putnam's point, 

which I (and most non-philosophers) deny. What we should say is that if contents are 

conceptual roles and there is no analytic/synthetic distinction or distinction between 

meaning-fixing use and non-meaning-fixing use, then there is no distinguishing use from 

misuse, and conceptual roles won't distinguish H20 from XYZ. But this means that the 

concept I apply to H20 is satisfied by XYZ. So what I have been calling 'narrow' 

content does indeed have truth/satisfaction conditions, and for those who consider only 

wide content to have truth/satisfaction conditions, SCRT just denies the distinction. For 

convenience I will continue to use the tenn 'narrow' to refer to the kind of internally 

detennined content that strict conceptual role gives us. The important thing to remember 

is that there is no other kind of content to be truth-conditional. The concept WATER 
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really does apply to the substance XYZ, and the notion that there is some further kind 

of content is an illusion. 

IX. CONCLUSION 

When I first began thinking about this approach, I expected it to go down in 

flames early. Besides being counter-intuitive and apparently crazy, there had to be some 

insurmountable obstacle that would be pointed out and that would be that. Of course 

there are problems with it, and they will take a lot of work to get around. But instead 

of failing spectacularly, a lot of seemingly unrelated ideas came together rather nicely, 

and it opened up new avenues in a whole variety of areas in metaphysics, epistemology, 

philosophy of science, and philosophy of psychology and Artificial Intelligence. The no

misrepresentation view has fallout for almost every area of philosophy, cognitive science, 

and the social and behavioral sciences. It requires a reformulation of many theories and 

of many results, especially, for example, those psychological studies which describe 

experiments in which people sometimes give the "wrong answer". One apparent nasty 

consequence of rejecting error might be that it seems to lead to total meaning 

incomparability - no common meanings between people with different conceptual roles 

and across different stages of oneself and one's conceptual roles. But though this is 

indeed the result of one version of SCRT, the most radical one, not all formulations of 

conceptual role (according to SCRT) give us this result. However, the details of all the 
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alternate formulations are too complicated to go into here, and will be dealt with at the 

end in the chapter on holism. 

So we have a general claim about naturalism and misrepresentation, and a brief 

sketch of a way to live with the result that there is no misrepresentation. What remains 

is to layout the arguments in detail for the main thesis that no naturalistic theory can 

include misrepresentation. This argument will come in several stages: First, in Chapter 

2, we will look at the verificationist use theories of meaning and how they lead to the no

error, no-misrepresentation result, and how they try, unsuccessfully, to avoid such a 

result. Then, in Chapter 3, we will examine non-verificationist use theories - the realist 

theories within the cognitive science approach to the mind. These will divide into the 

acknowledged use theories and the 'disguised' use theories. The acknowledged use 

theories are called 'conceptual role theories', and just about all of them are two-factor 

or dual-aspect theories, with the second, external, factor intended to account for certain 

kinds of misrepresentations (the Twin-misrepresentations). Then we will look at theories 

which are 110t advertized as use theories at all, which I call 'disguised' use theories. 

These include causal and informational theories, as well as teleological/adaptational role 

theories. We will see why they actually are use theories and why they fail to make room 

for misrepresentation. This will complete the argument that use theories cannot account 

for misrepresentation. If I had to stop at this radical result, the picture of content that 

remained would be puzzling. One might even say that it showed that there cannot be any 

theory of content. But I think there can be, and that it must be a use theory. So, in 
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Chapter 4, I will layout the details of my positive theory of content, Strict Conceptual 

Role Theory - a use theory of content that accepts the no-misrepresentation result, and 

present the details of the pragmatic theory of concept change that accompanies SCRT. 

I will show how these combine to reduce semantics to pragmatics, and try to show how 

to get around some important objections. In the process I will show some of the 

implications of SCRT for metaphysics, epistemology, and theories of truth. Chapter 5 

will relate all of this to the rejection of the analytic/synthetic distinction and the issue of 

meaning holism. We need to clear up some puzzles about the motivations and premises 

for meaning holism, and then explain how different understandings of 'conceptual role' 

within SCRT lead to different levels of meaning holism that result from SCRT. Finally, 

in Chapter 6, I will tie up some loose ends, explain how SCRT impacts various areas in 

science and philosophy of science, and argue that SCRT should be preferred to other 

naturalistic theories of content even once they give up on their goal of accounting for 

misrepresentation. 

In closing this chapter, let me repeat the dilemma I posed at the beginning: a 

naturalistic theory of content that allows misrepresentation must do one of two things -

deny that meaning is a function of use, or claim that something like the analytic/synthetic 

distinction is viable after a]]. The only foreseeable hope of doing the latter is to find a 

way of distinguishing meaning-fixing uses from non-meaning-fixing uses in a non-circular 

way that avoids the problems with the analytic/synthetic distinction. I argue that there 

is no way to do this successfully. For one to argue against SCRT and insist that 
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misrepresentation is possible, one must explain either how there can indeed be an 

analytic/synthetic or meaning-fixing/non-meaning-fixing use distinction despite the well

known problems in defining it non-circularly, or accept an ontologically extravagant and 

non-naturalistic theory of meaning. So I'm not the only one with some explaining to do. 

In the end, I think the costs of rejecting misrepresentation are lower than the costs of 

accepting the alternatives. 

--- ----- ----



CHAPTER TWO 

VERIFICATIONISM AND FAILURE TO ALLOW 

FOR ERROR AND MISREPRESENTATION 

I. INTRODUCTION: WHY USE/CONCEYfUAL ROLE THEORIES? 

A. ORIGINS AND TRADITIONAL 'USE' THEORIES 

86 

We could perhaps go far back into the history of philosophy to find 'use' theories 

of meaning. The ancient Greek sophists' view of meaning as conventional and to some 

extent arbitrary (Le. a function of use) was surely partly the target of Plato's doctrine of 

Forms, with its thesis that representations, be they words or thoughts, get their meaning 

by being intrinsically related to the Forms. In Protagoras and Thrasymachus we see the 

early roots of the view that the meaning of a word or idea rests in nothing more 

metaphysically elaborate than the way it is used. This general view also seems to be held 

by Medieval nominalists was prevalent with empiricists such as Hobbes and Locke. In 

fact, we might view the entire realist/nominalist debate about universals as being a debate 

about intrinsic meaning versus conventional meaning (as established by use). The 

Realists hold that meaning is an intrinsic property of abstract objects (Forms or 

Universals), and particular words and thoughts derive their meanings by being related 

in some way (e.g. participation, instantiation, having a share) to those abstract objects 
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with intrinsic meaning. The Nominalists, hold that words and thoughts can acquire 

meaning simply by being used in conjunction with certain concrete objects. 

During this century we see 'use' tlleories being put forward as at least part of 

what comprises linguistic meaning, and since the 1960's, 'use' theories of meaning have 

become 'conceptual role' theories of mental representation. Frege (1892) was taken by 

the idea that though meaning has something to do with extension, the meaning of a word 

is not the same as its extension or reference. Meaning can't be a simple relation between 

words and objects in the world, because the same symbol-world relation can hold in 

cases where there is difference of meaning. The paradigm case is that of 'Morning Star' 

and 'Evening Star'. We now know these expressions refer to the same object, Venus. 

Previously, they were believed to denote two distinct objects. Consequently, 'That is the 

Morning Star' and 'That is the Evening Star' differ in meaning, due to the difference 

between 'Morning Star' and 'Evening Star'. If these terms (and sentences) had the same 

meaning, all of those who believed that the two "stars" were different would have had 

obviously contradictory beliefs. Also, but oddly, to believe the expressions to refer to 

the same object would be to believe tautologously. However, Frege took it as obvious 

that we often have beliefs about the same thing under different descriptions, and these 

beliefs are neither obvious contradictions nor tautologies. 

To supply the required distinction, Frege utilizes the notion of "sense": the sense 

of an expression determines the reference, and maps thoughts (or propositions), onto 

their truth values. Two different senses can determine the same reference; they are 

--------- -----
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different "modes of presentation" of the same object. Since Frege holds that the unit of 

meaning is not the individual word, but the sentence, Frege concludes that there can 

really be only two referents, the True and the False. The senses of sentences must in 

the end be explained as being what we now call functional roles (though Frege didn't use 

this term). As Schiffer (1992) argues, "modes of presentation are functional roles, 

perhaps conceptual roles of Mentalese expressions. ,,12 For two sentences to have 

different cognitive significance, and for one of a pair of co-referential sentences to have 

a property that the other lacks, each sentence must have a different functional role, a 

different place in the interactive system of linguistic usage. 

The logical atomists Russell and Wittgenstein held that in an ideal language, all 

expressions would have their meaning intrinsically. While Russell (1918, 1924) thought 

the meaning of primitives was a direct relation to sense-data, and Wittgenstein (1921) 

thought they referred directly to objects, they agreed that complex expressions have 

meaning in virtue of having logical form which pictures the logical form of the states of 

affairs in the world. Wittgenstein later (1953) rejected atomism precisely because he 

rejected the view that there is any fixed meaning to our words independent of how we 

actually use them. He rejects 'private languages,' and denies that there are any pre-set 

rules for correct usage of the terms of a language. Even if such things did exist, he 

12See also Schiffer (1990). If we were to say that the senses of sentences are the 
Mentalese expressions themselves (not their functional roles), then the meanings of those 
Mentalese expressions would have to be explained in terms of their functional roles. 
Either way, directly or indirectly, meaning is based on functional role. 
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argues that they could not help determine meaning, for the speaker would have to contain 

something, a rule, formula, or image, which represented the infinite division between 

things the word correctly applied to and things it did not, and this is impossible. It is 

our impressions of correctness, of going on in the same way as before, but with nothing 

at the base of our judgments of correctness, which is the only possible basis of meaning. 

So as we use words, each use is part of the ongoing process of constructing the meaning, 

not responding to a meaning independent of use. So Wittgenstein argues for the general 

conclusion that 'meaning is use' , stating that "to understand a sentence is to understand 

a language". 

But it was Quine (1953, 1960, 1969) who expanded this theme into the conception 

of the web of belief, that sentences in a language have meanings not locally, but only 

systematically. He begins by allying himself with Duhem's view that the statements of 

science are not individually confirmable or disconfirmable by empirical evidence. A 

failure in a supposedly "crucial" experiment cannot force us to give up a single statement 

of the theory, or the whole theory, for there are always background presuppositions upon 

which the veracity of the experimental observations rest. We could believe the data and 

reject all or part of the theory we are testing, or we could reject one of the background 

assumptions that the troublesome data rest on, like the correct working of the measuring 

apparatus, etc. So our statements asserting the veracity of our data do not stand one by 

one, but are supported only in relation to the entire belief system. And statements are 

not based individually on their own funds of confirming evidence, but are confirmed only 
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relative to the entire belief system. This is the thesis of confinnational holism, also 

known as the Quine-Duhem thesis. Add to this the verificationist view that a sentence 

is meaningful iff it is verifiable, and that its meaning is just the empirical data that 

verifies it13 , and we get the result that meaning is as holistic as confirmation is. There 

is an interanimation of sentences, and our choice to accept anyone of them is 

inextricably connected with what else we accept or reject. Quine argues that there is no 

hard line between the meaning of a term and the epistemic properties we attribute to it, 

and with this comes his famous denial of the analytic/synthetic distinction. There is no 

guarantee that identical extensions rest on identical meanings rather than merely on 

coincidence of fact. So, there is no hard line between the meaning of a statement and 

the evidence for its truth; no hard line between the meaning of a term and things believed 

about its referent. What the objects of a theory are is not a separate issue from what the 

theory says about its objects. No statement is immune from revision: we can save any 

statement if we are willing to make compensatory adjustments elsewhere in the system. 

One cannot translate pieces of a language independently from the language as a whole, 

13This is a general and composite version of the definition of verificationism. There 
are many different formulations of vcrificationism. Quine describes it as the claim that 
"the meaning of a sentence turns purely on what would count as evidence for its truth" 
(1969:80), and says that meaning is "centered" on verification (1969:89). Quine takes 
linguistic meaning to be based on the evidence for translation, and he argues that such 
evidence always comes from empirical observation. Another way of describing 
verificationism is as the claim that to know what evidence would verify a sentence is to 
know its meaning, or to know what procedure could be used to verify the sentence. 
(Verifiability does not require actual verification, only the possibility of verification.) I 
do not propose to embark on a detailed examination of all of the various versions of the 
verificationism. 
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and one cannot confIrm sentences singly (at least theoretical ones, for Quine waffles on 

observation sentences), but only as a "corporate body". If confIrmation of sentences is 

holistic, and the meaning of them is just their method of verificatioIl, then they have no 

meanings individually, but only all as a group: meaning is holistic. We shall see in the 

chapter on holism that this well known view of Quine'S theory is not as straightforward 

as it seems and, as told so far, is just wrong. But it is the source for contemporary 

functional or cOIlceptual role theories, which apply many of Quine's views about 

linguistic meaning to mental representation directly. 

I. B. MODERN CONCEPTUAL ROLE THEORIES 

The modern offspring of Quine's theory of the interanimation of sentences are 

conceptual role theories of representational content. The basis of all of them is that 

meaning is a function of use: the meaning of a linguistic expression is its role in a 

language; the content of a representation is its role in the system of mental 

representations. Modern conceptual role theories leave out (or claim to leave out) the 

behaviorism and verificationism of Wittgenstein and Quine, and have no reluctance to 

embrace mental representations and attribute content to them, whereas Quine restricts 

things to the level of linguistic expressions. In fact this move (begun in the 1960's) to 

make talk of mental representations respectable is a marked break from the linguistic turn 

that dominated 20th-century analytic philosophy, and the behavioristic psychology that 

so long accompanied it. 
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The Representational Theory of the Mind is the view that beliefs and other 

propositional attitudes are relations to mental representations. A consequence of this is 

that psychological generalizations describing the causal interactions between mental states 

do so by appeal to the contents of the representations. These internal representational 

structures also play a part in directing behavior. Typically, the mental representations 

are taken to be sentences in a language of thought ("Mentalese"). Most versions of 

conceptual role theory subscribe to some sort of Gricean intention-based semantics: the 

content of language is derived from the content of mental representation, though some 

(like Harman (1973), following Sellars (1956» see the content of mental representations 

as deriving from public language content. So, according to most conceptual role 

theories, in effect both linguistic meaning and mental content are constituted by 

conceptual role. Because of this interconnection both public language sentences and 

mental representations (mental sentences) are often referred to together simply as 

"expressions". Conceptual role theories are a subset of functionalist theories of the 

mind, which hold that the essential feature of any mental state is its functional role. 

Mental states are functional states, which in humans are taken to be instantiated by 

physiological states of the brain. For example, a mental state is one of pain if it is 

(typically) caused by physical (or emotional) trauma, like putting one's hand in a fire, 

and (typically) causes distinctive mental, behavioral, and physiological consequences, like 
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moving one's hand out of the fire, etc. 14 A conceptual-role theory of mental content 

takes the content of a mental representation to be functionally definable, in terms of the 

role it plays in the system of representations. Functional role is often, but not always, 

analyzed as causal role. IS So we can specify that the role of an inner sentence is a 

counterfactual property specifiable independently of its semantic properties, and which 

is specified by the transitional or causal role the sentence has in reasoning. 16 I will 

follow Schiffer's (1987:92) formulation in saying that the conceptual role of a mental 

sentence e is the combination of the functional roles of believing e, desiring e, intending 

e, and so on. The conceptual role of a subsentential expression is its contribution to the 

conceptual roles of all the sentences in which the expression occurs. These subsentential 

expressions are what I will be referring to as concepts. 

The exact definition of 'conceptual role' is a subject of controversy. They can 

be characterized ideally, in normative terms, or tied to what people actually do and 

characterized in causal terms. Another issue is whether the roles involved are roles in 

cognitive processing as a whole, or only roles in reasoning (inferential roles). 

Functionalists take conceptual role as the causal role of a representation in cognitive 

I4See Armstrong (1968), Fodor (1968), Putnam (1975a, papers 16-21), David Lewis 
(1972, 1980), Block (1980, 1981), and Sterelny (1990). 

ISField (1977, 1978) does not characterize functional/conceptual role causally, but 
rather epistemically, in terms of the conditional probability that one assigns to various 
beliefs. But in general functional role is taken to be casual role (as in Block 1986). 

I6Some of this formulation is due to Schiffer (1987:186-7 and elsewhere). 

---------------- - ---- -
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functioning, whereas verificationists construe it as epistemic role. In this chapter, since 

we are concerned with the verificationist argument against misrepresentation, we will 

take it as epistemic role. In Chapter 3, where we will look at non-verificationist 

arguments against misrepresentation, we will understand 'conceptual role' to be 

functional role. The epistemic version of SCRT gives us much more holism than does 

the functionalist version. This issue of holism is so complex, llifficult, and important 

that it will be put off for a while, and dealt with in detail in Chapter 5. Until then, any 

discussion of the holism that is involved in SCRT can only be viewed as approximately 

or partly correct, since it sometimes slides between functional and epistemic versions of 

conceptual role (as much of the literature does as well). 

Holism is indeed a key issue in conceptual role theories. In specifying the 

conceptual role of one mental sentence or representation, we must also specify the 

conceptual roles of all the other sentences or representations. So, since a conceptual role 

theory of meaning specifies both the meaning of the representation and its connections 

to other representations as 'conceptual role', conceptual role theory erases any hard line 

between meaning of concepts and their interconnections. Since there is no hard line 

between the meaning of a statement or concept and its epistemic connections, how do we 

avoid the slippery slope to the position that identifying content with conceptual role 

makes the content of a representation determined by the entire set of its functional and 

inferential relations? (And perhaps even desires about it, and even emotional reaction 

to it?) This push to identify the content of a belief with its whole psychological role 
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forces us to the conclusion that in any supposed case of misapplying a concept, that very 

instance of application becomes part of the conceptual role and hence of the meaning. 

We're pushed toward the result that however one uses an expression or a concept, 

trivially, that use is part of its meaning. This radical result would rule out, in principle, 

the possibility for error or misrepresentation. Since the content of a representation also 

specifies an extension (objects in the world which will be counted as satisfying it), the 

radical consequence of conceptual role theory is that whatever objects in the world a 

representation is applied to will count as being part of the extension of the concept, and, 

as a result, the concept can never be misapplied. 

Since, in normal cases, no two people use an expression or have a concept with 

exactly the same role (given that their overall belief sets are most probably different), 

conceptual role theory also seems to push us toward the conclusion that it is virtually 

impossible for two people with different beliefs to have any of the same concepts, or 

even for a single person to use the same concept through a change in beliefs. If belief 

systems differ at all in the propositions they accept, then they differ completely in the 

propositions they accept (since they would share no beliefs with the same content). Only 

in bizarre cases of functional twins will it be possible for two people to actually have the 

same concepts. 17 It is this problem, radical holism and its consequences, which is (or 

17This assumes Quine's theory of the web of belief, that every belief is epistemically 
connected to every other belief. Every belief could be relevant to every other, since for 
any two seemingly unrelated beliefs Rand R', one could believe that R ~ R', and this 
would epistemically connect Rand R'. 

--------_._-.-._-_. ._- .-. 
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should be) foremost in the minds of conceptual role theorists, for it is the most obvious 

and apparently damning objection to conceptual role theory. 

The problem is of course that just about everyone takes it as plain that we 

occasionally make errors in judgment of fact. It is generally agreed upon that anything 

that represents can, and often does, misrepresent. We sometimes apply concepts 

incorrectly, or token certain representational state types in inappropriate contexts. It is 

part of our normal way of thinking about the relationship between our ideas and the 

world that sometimes our ideas get the world wrong, and that two people can share 

concepts even if they have different beliefs about them. Certain behavior is taken as best 

explained as resulting from false beliefs or misrepresentation. If we take the best 

explanation of certain psychological phenomena to be the existence of unconscious 

inference, they had all better leave room for those inferences to go wrong. Any theory 

of mental representation that does not have a way to account for misrepresentation 

appears to be fatally flawed. If meaning is a function of use, and a representation is used 

in some particular way, then that use contributes to the representation's meaning, and, 

hence, cannot be an erroneous use. Straightforward 'use' theories of meaning just seem 

incapable of allowing for error and misrepresentation. 

So far I have introduced informally, and sometimes inaccurately, the argument 

that all 'use' theories of meaning, those which hold that meaning is a function of the use 

of representations (either expressions in public language or Mentalese or non-linguistic 

mental representations), cannot allow for error or misrepresentation. What I need to do 

-------------------_. __ .. _._------.-_.------- - ----
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now is make the argument more precise. My method throughout this work is to arrive 

at the real argument by successive approximation. In Chapter 1 and the preceding 

section we have the quick and dirty version. Now I hope to clean it up a bit. And later 

on, when I take on the holism issue directly in Chapter 5, I hope to complete the 

polishing. 

To allow room for misrepresentation, any theory of meaning needs a distinction 

between correct and incorrect representation. A 'use' theory of meaning that allows all 

uses to count equally in fixing the meaning of a representation cannot do this. All uses 

count toward what the representation means, so none can be incorrect or in variance with 

its meaning. What is needed for a use theory to allow for error is a distinction between 

what we might loosely call 'good' use and 'bad' use, or 'special' and 'non-special' use, 

that is, between uses that fix meaning and use& that do not. The problem is exactly how 

to draw this division in such a way as to remain faithful to the view that meaning of a 

representation is a function of its use. The Logical Positivists held a use theory of 

meaning but didn't come face to face with the problems of holism and the impossibility 

of error since they invoked what they thought was a perfectly dependable distinction: the 

analytic/synthetic distinction. Once this distinction is shown to be untenable, by Quine, 

but also in a way by Wittgenstein, the problems of use theories allowing for error and 

misrepresentation become apparent. 

It may at first be unclear what the connection is between the analytic/synthetic 

distinction and the possibility of error and misrepresentation. As I have already 
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explained, for a representation to be a misrepresentation, it must be non-meaning-fixing. 

All meaning-fixing uses are guaranteed to be correct uses. What is needed is a way to 

divide the meaning-fixing uses from the non-meaning-fixing ones. This is where the 

analytic/synthetic distinction can be invoked. Analytic statements or inferences are true 

in virtue of the meanings of the parts, or (as Kant defined them) have the predicate 

contained in the subject, or are simply true according to the definitions of the terms. 

They are true independent of any contingent facts about the world. Synthetic statements 

or inferences are those which are not analytic, and their truth is dependent on actual 

states of affairs in the world. In synthetic statements the predicate asserts something of 

the subject which is not contained in the subject, and it is therefore an empirical matter 

whether the subject actually has what is predicated of it. We might try to use analyticity 

to ground meaning by saying that any thing that can be inferred analytically from an 

expression A is part of the meaning of A. Nothing that can be inferred analytically from 

A can be false, given the truth of A. No analytic statements or inferences could be 

errors, and no analytic representations could be misrepresentations, since their truth is 

guaranteed by their formal structure and their meaning, and is independent of contingent 

facts about the world. Anything which cannot be inferred analytically from A is not part 

of the meaning of A, and these are at least possibly false even given the truth of A. Only 

synthetic statements, inferences, or representations could be errors or misrepresentations, 

since they are the only ones which can be falsified by contradicting empirical facts. So, 

deviation from meaning that is fixed by analytic inferences would be errors or 

----- ----------- ----------
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misrepresentations, as in the case the inference (A v B) :::> A. The problem which 

remains is how the analytic/synthetic distinction itself is grounded. 

If the analytic/synthetic distinction is simply based on prior determination of the 

meanings of expressions, then it will not help us in the very determination of those 

meanings, for such a method would be viciously circular. Unfortunately, it appears that 

it is grounded in just this way. This distinction presupposes that the terms are clearly 

defined, so that it is possible to say that the meaning of an expression does or does not 

contain what is predicated of it, or include what is predicated of it as palt of its meaning, 

or can be analytically inferred from it. It looks like the analytic/synthetic distinction 

rests on there being determinate facts about the meaning of an expression (linguistic or 

mental), and then invokes these facts about its meaning to say that certain uses of the 

expression, which are not dictated by the meaning of the expression, and which make 

claims about the state of the world which are false, are errors. The verificationist 

argument against misrepresentation is simply a result of having a use theory of meaning 

without the analytic/synthetic distinction to divide uses into meaning-fixing and non

meaning-fixing. If there is no way to dictate that certain uses are not part of meaning, 

thereby allowing them to be misuses (i.e. misrepresentations), then we are forced to say 

that if any uses count as meaning-fIXing, they all do, and there can be no 

misrepresentation. But if the analytic/synthetic distinction presupposes meanings, then 

it cannot be the grounds for saying that certain uses are not meaning fixing. This is one 

way to describe Quine's (1953) basic criticism of the analytic/synthetic distinction. It is 
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not the basis for establishing the meanings of expressions, because it rests on those 

meanings already being determined. 

To get around this threatened circularity, we might be tempted to try to ground 

the analytic/synthetic distinction by appeal to the distinction between statements which 

will be true in all possible worlds, and statements true in some possible worlds and false 

in others. However, this approach also turns out to be circular. How can we say which 

possible worlds an expression is true in without having specified what it means? If it 

means that a=a then it is true in all possible worlds, and if it means my cat has fleas 

then it is only true in some of them. But independently of having some particular 

meaning or other, it has no truth conditions. Without a meaning, it is neither true nor 

false, it is just so many funny sounds or symbols. 

But whereas this criticism takes meaning to be prior to truth, truth is sometimes 

taken to be prior to meaning. Davidson (1984) ·takes uses prior knowledge of the truth 

of Tarskian T-sentences to specify the meaning of linguistic expressions. But while this 

might work for the actual world, it will not do for specifying truth in other possible 

worlds. "Snow is white" is true iff snow is white, and the consequent disquoted 

statement is a statement about the color of snow in the actual world. To apply this 

Tarskian scheme across worlds and cover truth of an expression in other possible worlds, 

the expression must have determinate meaning to for it to pick out a particular set of 

objects in other possible worlds. Only when we know which objects it picks out can we 

say whether or not it is true in those worlds. So we cannot depend on an 

----_._ .. _---_ ... _- ----
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analytic/synthetic distinction based on truth in possible worlds to give us meanings. So 

it seems plain that we can't appeal to truth in possible worlds before we have some 

specification of the meaning of the expression. 18 

In addition, it is no good to ground the analytic/synthetic distinction on 

supervenience of analyticity on truth in all possible worlds without an account of why 

they are so correlated. 19 But any account of why will either be a semantic account, 

that there are rules grounding the meanings of the expressions which make them true in 

all possible worlds, or simply a stipulation that these sentences will be true in all possible 

worlds. However, neither of these will do for establishing the distinction between 

meaning-fixing uses and non-meaning-fixing uses in a 'use' theory of meaning. The first 

assumes that meanings are determined by rules, not by use, and the second simply 

concedes that there is no real distinction except an arbitrary one. There is nothing in 

I8Besides, all of this talk of the existence of possible worlds would fail the 
verificationist test, so verificationists will not be tempted to save the analytic/synthetic 
distinction in this way. We could also save it by grounding it in Platonic Forms, but we 
have no evidence of the existence of those either. 

I9The fact that one property supervenes on another is in itself not explanatory. 
Without some reduction or other account of why it holds, it is perhaps as big a mystery 
as how Cartesian minds could interact with physical bodies. As Blackburn writes: 

[S]upervenience is usually quite uninteresting by itself. What is 
interesting is the reason why it holds .... [W]hen we rely upon it we are 
in effect promising an alternative to the Cartesian picture of mind and 
body. But the supervenience claim does not by itseif fulfil that promise, 
and the pair of properties, supervenience and lack of necessity are 
awkward bedfellows in the theory of mind just as they are in moral 
theory. (1984:186) 
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principle to stop one from stipulating that all uses count toward fixing meaning, and all 

statements are analytic. There is no way to save the analytic/synthetic distinction that 

could be of any help in giving us a non-arbitrary distinction between uses that fix 

meaning and uses that don't.20 

So now at least we know what the target is - a distinction between uses that fix 

meaning and uses that do not, which does not depend on the analytic/synthetic 

distinction, and, of course, which does not presuppose anything semantic in its 

formulation. The question is whether there is anything that can do the job. I will argue 

that there is not: All of the attempts to make the distinction fail, so there is no non-

arbitrary way of allowing a 'use' theory to account for error and misrepresentation. 

Since a use theory says that meaning is a function of use, it seems to be a function of all 

use, and not only can there be no error, but all statements, and thoughts, are analytically 

true - true on the basis of the meanings of the elements. Misrepresentation is 

impossible. 

20Block tries to save the analytic/synthetic distinction in one way, yet deny it 
generally. He says that conceptual role semantics "cannot make use of an 
analytic/synthetic distinction" (1986:629), and yet he insists on accounting for 
compositionality, which depends on analyticity. But the analyticity that compositionality 
requires seems to rest on the meanings of the elements. So this requirement of 
compositionality rests not only on analyticity, but on meaning too. So invoking it in a 
theory of meaning is circular. Block (1986:624) expresses hope for a graded or context 
relative notion of analyticity, but in the end it must either account for compositionality 
via real analyticity or give up on compositionality, which Block is unwilling to do. This 
is dealt with in more detail in the discussion of holism in Chapter 5. (See also Fodor and 
Lepore 1992: 174-185.) 
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The general argument against misrepresentation has two versions, corresponding 

to the two ways of understanding the notion of conceptual role: the 

epistemologicallverificationist side and the anti-verificationist, realist, cognitive science 

side. Verificationism is a tradition which is somewhat skeptical of meanings altogether, 

but would still have us hold on to some notion of correctness and incorrectness of 

representation and truth and falsity of belief. They supply all of the arguments that error 

cannot occur, and then attempt to base the possibility of error on the social nature of 

meaning. But, I will argue, this attempt fails. The realist, cognitive science camp is not 

at all bashful about meaning or representations, and seeks to discover the functional 

architecture of the mind, and its mechanisms for representing and misrepresenting. 

However, even on this view, meaning is a function of use, and, in Chapter 3, I will 

argue that in spite of efforts to explain how error and misrepresentation can occur, the 

cognitive science, functionalist side has just as much trouble making room for them. 

n. VERIFICATIONIST VIEWS OF MEANING 

The verificationist approach to meaning and belief content is well known. Its 

proponents are the later Wittgenstein (1953) (along with Kripke's (1982) account of his 

private language argument), Quine (1953, 1960), Davidson (1984), Dennett (1989), 

Dummett (1975, 1976, 1978), the psychologist John Anderson (1978), and, perhaps 

surprisingly, Stich (1983, 1990). Of course there are individual differences, such as the 
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issue of whether verificationism leads to meaning holism, with Dummett claiming that 

it does not, and Quine and Davidson claiming that it does. But the common thread is 

that the epistemic status of meaning claims should be our primary concern. This 

demands that meanings be verifiable. If they are based on rules, then it must be 

verifiable which rule is being followed as the basis of the meaning of each meaningful 

expression. The problem is that either we cannot verify which rule is being followed, 

or it is impossible to follow the rule that is required to give the expression the meaning 

it is claimed to have (if, for example, it is an infinite specification of which objects fall 

under the expression and which do not). Either way, the theory of meaning is in trouble. 

At least as far back as the empiricism of Berkeley and Hume, verificationism has almost 

inevitably lead to anti-realism. Here too, verificationism leads to doubts as to whether 

there is any such thing as meaning. 

II. A. QUINE AND WITTGENSTEIN ON INDETERMINACY 

As background to the verificationist skepticism about rule following and error, 

let us look first at the arguments in Quine and Wittgenstein that verificationism yields 

indeterminacy of linguistic meaning. In these arguments we see the supposed safety of 

Positivism being dismantled piece by piece. This opens the door for the challenges to 

the reliance on rules of language and the possibility of assigning meanings at all. 

Quine (1960) allows that there is some legitimate kind of meaning, "stimulus 

meaning", which includes the various stimuli which can generate the utterance of a 
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sentence. But this is a far cry from the traditional notion of meaning. We are left with 

only pragmatically governed translatability between sentences. The indeterminacy of 

translation results from the possibility of equally good translations, with no fact of the 

matter as to which translation yields the real meaning of the original sentence. 

The later Wittgenstein (1953) also is skeptical of meaning, and this comes partly 

from his verificationist worries about rarifying mental states and his ske.pticism about rule 

following. He initially criticizes his own earlier views, that each word has a meaning 

and that each word straightforwardly stands for an object, as being too simple and 

ignoring the complex ways in which words are used. His discussion of language games 

emphasizes that there are many roles a word can play, and standing for an object is just 

one of them. His verificationism comes at least partly from considerations of language 

learning. His worry about the notion that teaching a word is simply done by pointing 

to an object and uttering a word is that "ostensive definition can be variously interpreted 

in evelY case." (1953:§30) His example is of defining the number word "two" by 

pointing to two nuts. The learner might suppose that '''two' is the name given to this 

group of nuts!" And if it is the name of this group of nuts that is intended, the learner 

might interpret it as defining the number of nuts. To eliminate the ambiguities in 

pointing to objects, one must use other words which are already understood. In the 

above example, we might tell him that it is the number of nuts that is in question, and 

the learner must already know the meaning of "number" for that concept to help in 

learning the meaning of "two". (1953: §28-9) How the learner '''takes' the definition is 
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seen in the use that he makes of the word defined." (1953: §29). From this simple point 

Wittgenstein draws far-reaching conclusions: "[T]he ostensive definition explains the use 

- the meaning - of the word when the overall role of the word in language is clear. " 

(1953: §30). So we have all of the key notions here: meaning is use because learning 

the meaning of an expression is learning how to use it correctly; such learning can only 

be done against the background of the rest of the language; so the meaning of the 

expression is its role in the language. 

Note the similarity between Wittgenstein's argument and Quine's (1960) famous 

'gavagai' case: Quine argues that, in radical translation, ostensive definition of the native 

expression "gavagai" does not distinguish the whole rabbit from undetached rabbit parts 

and temporal rabbit stages. But where Wittgenstein sees this as indicating that learning 

isn't simply a result of ostension but of learning a language game, Quine sees ostension 

as the only source in radical translation of connecting word and object, and hence sees 

meaning as indeterminate and reference as inscrutable.21 But this issue is difficult, and 

there are at least two ways to interpret Quine when it comes to the meaning of one's own 

words. 

Quine argues that when one is doing radical translation there can be different and 

competing translation manuals for interpreting the subject's words. Since Quine holds 

that evidence from observing the subject's behavior is all the evidence allowed for the 

linguist, this is not merely an epistemological problem of not knowing what the real 

21See Quine's Word and Object eh. 1 and 2, and also "Ontological Relativity". 
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meaning is. Quine's verificationism allows nothing else to serve as the basis for the 

supposed real meaning, and the really correct translation manual. On language learning 

Quine writes: 

Internal factors may vary ad libitum without prejudice to communication 
as long as the keying of language to external stimuli is undisturbed. 
Surely one has no choice but to be an empiricist [read: behaviorist] so far 
as one's theory of linguistic meaning is concerned .... No wonder there 
is indeterminacy of translation - for of course only a small fraction of 
our utterances report concurrent external stimulation. (1969:81) 

Quine uses the example of Japanese quantifiers to illustrate the indeterminacy of 

translation. He points out that the Japanese phrase meaning roughly "five oxen" has 

three words, and the difficulty is determining exactly what each individual word means. 

On one interpretation, the first term is the numeral "5", the second is a classifier of the 

animal kind, and the third "corresponds in some fashion to 'ox"'. On another reading, 

the third word is the mass term "cattle", the classifier applied to this term to make the 

term "head of cattle", and the neutral numeral applied to this to make "five head of 

cattle", or "five oxen". (1969:36) As Quine memorably put it: 

[T]he Japanese phrase comes out as "five bovines," as desired, when 
parsed in either of two ways. The one way treats the third Japanese word 
as an individuative term true of each bovine, and the other way treats that 
word rather as a mass term covering the unindividuated totality of beef on 
the hoof. (1969:36-7) 

Then Quine insists that between the two accounts "there is no question of right and 

wrong" . The choice of translation is "undecided by the totality of human dispositions 

to verbal behavior. It is indeterminate in principle; there is no fact of the matter." 

------------------------_._---- --------.-_._-.-._.-_. 
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(1969:37-8) The most determinate sentences are the ones most directly tied to 

experience, the observation sentences, and as statements become more theoretical, the 

indeterminacy grows. 22 

The problem is when we move to the level of ontology: What object does each 

word refer to? What objects is the speaker committed to? To answer this, one must 

retreat to the background language, and this is how we specify the sense of the words, 

as in the sense of 'gavagai' being rabbit or undetached rabbit part. This background 

language is analogous to a coordinate system, and, Quine says, "reference is nonsense 

except relative to a coordinate system." (1969:48) Of course, the background language 

coordinate system itself needs to have its meanings determined by still another 

background language or coordinate system. 

In practice of course we end the regress of coordinate systems by 
something like pointing. And in practice we end the regress of 
background languages, in discussions of reference, by acquiescing in our 
mother tongue and taking its words at face value. (1969:49) 

22Quine's view on the status of observation sentences is difficult. Early on, it seems 
he took even observation sentences to be subject to indeterminacy, but later he says that 
they wear at their stimulus meanings on their sleeves (1960:42), and that their stimulus 
meanings do not vary at all due to collateral information. Yet stimulus meanings are not 
full-fledged meanings, which even for observation sentences are indeterminate. It seems 
that there is an overall trend in Quine's philosophy (from "Two Dogma's of Empiricism" 
to The Roots of Reference) to allow more and more determinacy to basic observation
level statements. I take the earlier position to be more conSistent with his overall view 
of indeterminacy and inscrutability, but this is really a sign of a deep inconsistency 
between Quine's physicalism and his anti-realism (Le. indeterminacy, inscrutability, and 
holism) which I will not pursue further here. 

------------_ .. _------------- -.------- - ---
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But this is "just a degenerate case of translation still - the case where the rule of 

translation is the homophonic oneil (1969:55) In making this move, Quine goes so far 

as to apply the inscrutability of reference to oneself, with the comment IIAfter all, as 

Dewey stressed, there is no private language. II (1969:47) And at the level of theories, 

Quine says lIit makes no sense to say what the objects of a theory are, beyond saying 

how to interpret or reinterpret that theory in another. II (1969:50). There is no lIultimate 

sense II in which the ontology can be specified. 

A major difficulty with this relativity of reference applied to one's own words has 

been pointed out by Donald Hockney (1975). Making reference relative to a background 

language, like a coordinate system, only works if we can uniquely specify the language 

or system to which reference is relative. However, 

If we are to believe Quine's indeterminacy thesis, then, contrary to what 
he claims, no such unique specification is forthcoming by lIacquiescing in 
our mother tongue and taking its words at face value. II Words do not 
have a face value in the required sense. (Hackney 1975:418) 

The dilemma is that relativity of reference only succeeds if you can stop at a level (the 

mother tongue) at which reference is determinate, hence denying Quine'S indeterminacy 

thesis. But if Quine is right that indeterminacy begins at home, then reference is 

undermined all the way up. But if we are entitled to stop at homophonic translation of 

the mother tongue simply because we do not know where else to tum, one wonders what 

the status of this entitlement is. 
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It is at this point in the dialectic that Wittgenstein tried to stop the regress into 

indeterminacy: We should be comfortable with the natural way of understanding words 

and stop worrying. 

If I have exhausted the justifications I have reached bedrock, and my 
spade is turned. Then I am inclined to say: "This is simply what I do." 
(1953: §217) 

Those who keep worrying need therapy, not more philosophy. And this is where the 

social aspect comes in: talk of meaning is just a feature of a social language game, and 

other than this system of use there is no deeper level at whkh words really have 

meanings. The language game is something agreed upon by the society, and in so 

agreeing they share a "form of life". This notion of hitting bedrock in determining 

meaning is perhaps more compatible with a modified version of Quine's view: he could 

say that acquiescing in the mother tongue is not translation at all, but base level use of 

the expressions. And this use is of course the result of praise and condemnation of one's 

use of the expression while learning it. But nowhere is there an explicit meaning that 

one appeals to. The question now arises with force: what does govern one's own use of 

expressions? Meanings? Rules? If not those, what? If nothing, then what could be the 

basis for saying that one has made a mistake? Quine's vague instruction to acquiesce 

does not tell us what, for my purposes, is the most crucial thing: how does what one 

acquiesces in regiment use to allow for error? 
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II. B. WITTGENSTEIN AND KRIPKE ON RULE-FOLLOWING 

The basis for correctness of language use was long thought to lie in the presence 

of linguistic rules. These rules were to govern the circumstances or objects to which 

words and sentences would and would not correctly apply. Synonymy of linguistic 

expressions would be simply having the rules for the use of the expressions pick out the 

same pattern of use. And if there were such rules, then they could be the basis for 

drawing the much needed analytic/synthetic distinction. A rule-based semantics would 

allow for error just in case one's use of the expression deviates from the rules for its use. 

So rules are what allowed a use theory of meaning to establish that certain uses were 

errors. So when Wittgenstein began questioning the idea that we follow rules in using 

language, he was challenging the cornerstone of use theory's method of insuring the 

possibility of misuse of language, the possibility of error. 

Wittgenstein (1953) becomes skeptical of the notion of following a rule when he 

notices that when we look to see what rule it is that we're following, we either find 

nothing or we find too many candidates. Kripke's (1982) illustrative example is the case 

of the functions plus and quus. '68' plus '57' equals '125' as expected. but quus works 

differently. The guum of any two numbers is equal to their sum for numbers less than 

or equal to 57, and equal to 5 for all other numbers. So where '2' quus '2' equals '4', 

and '4' quus '2' equals '6', '68' quus '57' equals '5'. The problem is that there are an 

infinite number of alternative functions that could be the rule behind the expression 

"plus" all of which coincide with each other for all actual uses of "plus." The point of 

------~--.--. -~- ~.-- .. ~---. 
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divergence can be arbitrarily set; it is merely for convenience that Kripke defmes is as 

diverging above '57'. In fact it diverges one number higher than the highest number that 

the user actually computes using the function(s). Kripke concludes, "nothing in my 

mental history of past behavior - not even what an omniscient God would know -

could establish whether I meant plus or quus." (1982:21) One's actual behavior, or even 

disposition to behave, is flnite, whereas the functions have values for an infinite set of 

numbers. Consequently, the functions are bound to reach beyond actual implementation. 

Given this, how can one be sure which function one is using, and which rule one is 

following, when one uses the expression? Does "plus" mean plus or quus? The answer, 

according to Kripke and Wittgenstein, is: there is no fact of the matter. One's use 

accords with an inflnite number of rules, and nothing in one's use distinguished one of 

the rules as the rule that one is following. 

It is instructive to examine Kripke's discussion of trying to specify the rule being 

followed by appeal to dispositions to behave. This turns out to be circular. Besides the 

fact that even dispositions are flnite, on the view that there is a distinct rule being 

followed, one will have dispositions to make mistakes. The very point of bringing in 

rules was to allow for mistakes. 

That means, that for them as for us, '+' means addition, but for certain 
numbers they are not disposed to give the answer they should give, if they 
are to accord with the table of the function they actually meant. But the 
dispositionalist cannot say this. According to him, the function someone 
means is to be read off from his dispositions; it cannot be presupposed in 
advance which function is meant. (Kripke, 1982:29) 
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Kripke calls the function which accords with the actual dispositions the 'skaddition' 

function, and concludes (ignoring for the moment the finiteness of the disposition): 

So, where common sense holds that the subject means the same addition 
function as everyone else but systematically makes computational 
mistakes, the dispositionalist seems forced to hold that the subject makes 
no computational mistakes, but means a non-standard function 
('skaddition') by '+'. (Kripke 1982:30) 

So the dispositional account cannot simultaneously determine the rule that the subject 

means and allow for error, for in allowing for error it must presuppose the rule intended 

as that which the subject fails to follow in the case of error. Kripke (1982:57) points out 

that since Quine formulates these issues dispositionally, he cannot distinguish between 

following a rule and according with it. The most dispositions give us is a rule which, 

if being followed at all, is followed infallibly. 

We may question the claim that dispositions cannot reach out to an infinite 

number of cases. After all, there are an infinite number of counterfactual uses of any 

expression. If we follow the infinite counterfactual uses, they seem to pick out one 

unique pattern of use, and, it will be claimed, one determinate rule is being followed. 

The behaviorist will resist this move, saying that one never actually has even the 

disposition to follow a rule after one dies, and everyone dies, so dispositions are finite. 

However, it is this insistence of behaviorists to consider only finite dispositions that is 

challenged by Chomsky's competence/performance distinction, where only time and 

resource limitations prevent one from following a unique rule in an infinite number of 

applications. This is what it is to have unlimited competence but limited performance. 
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But we should not forget the verificationist premise here. Even if we view dispositions 

as infinite, we still have the problem of verifying which rule is being followed. It cannot 

only be theoretically possible to have one's uses follow one and only one rule, but it 

must be verifiable that one can do this. What is the empirical evidence that in another 

possible world one uses an expression in a way that accords with one rule and not 

another? This, the verificationist will claim, is a metaphysician's dream, not verifiable 

reality. 

But Wittgenstein considers more than merely behavior and dispositions to behave 

in his skepticism of rule-following. He argues that besides being undetermined by 

behavior, nothing in the mind will determine which nde one is following either. He 

rejects the notion that there is something internal, a unique introspectible state, which is 

at the base of meaning. In this he is criticizing Russell's view that there are 

introspectible states at the base of language use: sense-data. In addition to pointing out 

that we simply do not find any such state when we introspect, Wittgenstein argues that 

no such state could guide future behavior in the way required for genuine rule-following. 

An internal impression, with a qualitative experience associated with it, still does not 

itself tell us how to interpret it. And if there are alternate possible interpretations, then 

the state itself doesn't specify meaning. An additional problem is that appeal to such 

states does not allow distinguishing between seeming to be guided by a state S and really 

being guided by S. Yet this is the same distinction that we have seen over and over 

again, and is precisely the one that is necessary to establish the possibility of error. If 
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we can have reason to think that one could be guided by an internal state other than the 

state one believes one is guided by, then the state itself is not the basis for what one 

means. 

II. C. SKEPTICAL PROBLEMS OF RULE-FOLLOWING, RELATIVISM AND 

COGNITIVE SmCIDE 

Kripke describes Wittgenstein giving not a "straight" solution to the skeptical 

paradox, which would involve pointing out some unnoticed fact to show that the 

skepticism was unwarranted. Rather, it is a 'skeptical' solution, in which he admits that 

the skeptic's point is unanswerable, but claims that our ordinary practice need not answer 

it to be tenable.23 The solution involves appeal to the community, and the denial that 

an individual in isolation can be a language-user, or a thinker, at all. The solution agrees 

that the skeptic's point does indeed doom the correspondence-to-facts picture of 

meaningful statements, but nevertheless there is: 

a useful role in our lives for a 'language game' that licenses, under certain 
conditions, assertions that someone 'means such-and-such' and that his 
present application of a word 'accords' with what he 'meant' in the past. 
It turns out that this role, and these conditions, involve reference to a 
community. (Kripke 1982:79) 

23In this sense, the pragmatic account I propose in Chapter 4 is similarly a skeptical 
solution, which tells us how to retain and justify our ordinary practice given the force 
of the skeptical argument. I am claiming both that invoking the community to account 
for meaning and error is an untenable solution, and proposing that even though we must 
reject the possibility of error, pragmatic considerations still give us some kind of solution 
in accounting for apparent error. 
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Wittgenstein's view is that the way to save the notion of rule-following is to make it 

relative to a community. If we consider just an individual's language-use, no unique rule 

is identifiable, not even from dispositions to use the language. On the individual level, 

there is nothing to hold onto, nothing to ground one's linguistic meaning. From the 

individual point of view, any word could mean anything. There is no sense of going on 

in the same way in language use, or in rule-following in general. For the individual in 

isolation, there is no difference between following a previously established rule, and 

merely seeming to follow it. This is the argument against 'private languages'. If there 

were a single person, who does not inherit a language from a community that they are 

now separated form, that person could not set down genuine rules for a self-invented 

language. To have a language is to have some regimentation of use. A word cannot 

mean just anything, or whatever I choose to use it for today. Such an utterance would 

have no established meaning. What basis would there be for saying that one had used 

the word incorrectly? 

We can see in the discussion so far the verificationist insistence that we allow for 

error, in spite of the fact that verificationism and a use theory of meaning take away 

most of the possible sources for error. Since there is no way to be sure to follow a 

specific rule on an individual basis, failure to follow a rule (which amounts to error) is 

almost always accounted for by appeal to a social group. The group establishes the rules 

to be followed, and these are supposed to be what ground linguistic meaning. The 

existence of social standards makes it possible for use to conflict with those standards 
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and, as a result, social standards allow for error, false belief, and misrepresentation. To 

make this vivid, consider Putnam's (1981) statement of the case against relativism and 

individual standards: 

Wittgenstein's argument. . .is that the relativist cannot, in .the end, make 
any sense of the distinction between being right and thinking he is right; 
and that means that there is, in the end, no difference between asserting 
or thinking, on the one hand, and making noises (or producing mental 
images) on the other. But this means that (on this conception) I am not 
a thinker at all but a mere animal. To hold such a view is to commit a 
sort of cognitive suicide. (1981: 122) 

[W]hat the relativist fails to see is that it is a presupposition of thought 
itself that some kind of objective 'rightness' exists. (1981:124) 

Putnam's arguments in favor of this all involve showing that the relativist cannot 

consistently draw the required distinction between being right and thinking one is right. 

To make the distinction one could appeal to the idea that truth is idealized rational 

acceptability, and "hold that X is true for me if 'X is justified-for-me' would be true, 

provided I observed carefully enough, reasoned long enough, or whatever." To deal 

with such conditionals one must either be a metaphysical realist and hold that there are 

objectively true statements about what would be the case if I observed under ideal 

conditions, etc., or one could follow Putnam's internal realism and hold that we 

understand such conditionals largely by grasping their justification conditions, and 

relating these to how we grasp the concept of truth. Relativism cannot utilize such 

conditionals to distinguish between being right and thinking one is right because it has 

no objective notion of rightness for these conditionals. On the individual level, there are 
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no controls on what I would conclude if I observed carefully enough, etc. Without some 

objective basis for judgment, I could accept anything, under any conditions. If the 

relativist just bites the bullet and gives up the distinction, and admits that being justified 

is the same thing as thinking one is justified, then, Putnam says: 

[W]hat is speaking ... beyond producing noises in the hope that one will 
have the feeling of being right? What is thinking - beyond producing 
images and sentence-analogues in the mind in the hope of having a 
subjective feeling of being right? The relativist must end by denying that 
any thought is about anything in either the realist or non-realist sense; for 
he cannot distinguish between thinking one's thought is about something 
and actually thinking about that thing. In short, what the relativist fails 
to see is that it is a presupposition of thought itself that some kind of 
objective 'rightness' exists. (1981: 124) 

The verificationist approach, in all its versions, is unified by the view that objective 

rightness, and hence the possibility of error and false belief, is required for having a 

determinate thought. They all see the dangers of relativism right around the comer, and 

insist on some kind of external standard to avoid the alleged disaster. This same 

maneuver, from skepticism about determinateness of meaning to presumption of a 

community standard, can also be seen in Quine and Davidson, and it is to their version 

of the strategy that we move next. 

II. D. QUINE AND DAVIDSON AND THE PRINCIPLE OF CHARITY 

Quine demands that meaning and reference be established empirically, as much 

as it can be established, and that we reject them to any degree to which they cannot be 

so established. He begins with radical translation, translating a totally alien language 
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with no known cognates. This alien-ness avoids any possible presuppositions and allows 

us to clearly see how much of the notion of meaning we are entitled to. All the data we 

have is the subject's assent and dissent from sentences, and this we are allowed to 

assume we can establish, for if we cannot then there is no hope of translation at all. We 

use one word sentences and correlated stimuli to responses. If the native utters 

"Gavagai" and the sensory stimulation is produced by a rabbit, it is still not clear what 

the meaning is. 'Gavagai' could mean rabbit or undetached rabbit part or temporal 

rabbit stage, for all of these are present in the stimuli. To say it means only one of these 

is to make what Quine calls an "analytical hypothesis", and later information may lead 

us to change our initial hypothesis of the meaning of 'Gavagai.' From information about 

how 'gavagai' is quantified, pluralized, etc. we may conclude initially that "'Gavagai" 

means rabbit.' But there is a problem in translation: the assent or dissent to a sentence 

is the result of two factors - the meaning of the words and the beliefs of the speaker. 

The native could assent because he sees the rabbit and 'gavagai' means rabbit, or because 

he falsely believes that there is a cat and 'Gavagai' means cat. There is only the native's 

behavior to be used to solve for both variables as once, and this would seem to be 

insufficient. 

To solve this problem Quine invokes the Principle of Charity: we should translate 

so that we assume that the beliefs we end up ascribing to the speaker are mostly true. 

Quine says: 

--------------- -----



... assertions startlingly false on the face of them are likely to tum on 
hidden differences of language .... one's interlocutor's silliness, beyond a 
certain point, is less likely than bad translation. (1960:59) 
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If, for example, our translation of a subject's utterance 'p flurg p' is p and not p, then 

our choice is either that we have mistranslated 'flurg', or that the subject does not hold 

the law of non-contradiction. Charity requires us to revise our translation rather than 

attribute too much "silliness" to the subject, though the most we can do is minimize the 

odd beliefs we ascribe by coming up with the best translation manual we can. Quine 

does not require us to eliminate oddities altogether; they probably do hold some false 

beliefs, but probably not about basic principles of logic. More importantly, if we were 

to attribute beliefs in explicit contradictions to the natives, this would undermine our 

confidence in their assent to or dissent from the one-word sentences that are the 

fundamental data for translation. If the natives might be rejecting the law of non-

contradiction, we could not know when they were assenting and dissenting, for fear that 

they are doing both. Without this, translation is doomed to failure. So QUine's 

conclusion is that translation is possible only if we invoke Charity, and assume that the 

native does not utter logical contradictions. In the 'gavagai' case, we have to assume 

that, in normal conditions, if there is a rabbit causing sensory stimulations, the subject 

will believe there is a rabbit. If we could control the stimulus conditions so that we 

insure that the subject is looking directly at the rabbit, and the light is good, and the 

duration of stimulus of short enough to factor out competing stimuli, then we have even 

better reason to think the subject's belief will be true. If we can assume the beliefs true, 
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that flxes one of the factors, and allows us to use assent and dissent to make hypotheses 

about the meaning of the words. Of course, Quine holds that occasional mistakes are 

tolerable, charity assumes mostly true beliefs. After a large number of exposures to 

rabbitish stimuli the subject may dissent a few times from our prompting question 

"Gavagai?" in the presence of a rabbit. If ascribing the meaning as rabbit makes the 

most sense of most of the subject's uses of the word, occasional divergences will be 

ignored as the equivalent of 'experimental error'. 

Of course, as I have already discussed, Quine does not think that this method 

gives us determinate meaning and reference, hence the theses of indeterminacy of 

translation and inscrutability of reference. If we appeal only to the individual's 

responses, and we must translate using Charity, then we will end up ascribing mostly 

true statements to the native, probably implausibly many true statements. So how can 

we establish that the native has uttered a false statement if we must translate using the 

Principle of Charity? This is where the communal aspect enters in. The community 

comes into play initially in the theory of language learning, which, Quine says, occurs 

through condemnation and praise of the learner's use of the language. One cannot learn 

a language unless there is someone else there to determine that some uses are incorrect, 

and teach the learner which uses are correct and incorrect. Without this outside source, 

the language learner could very well consider all of their uses correct. But the social 

aspect enters in further because the most sensible translation manual will be the one that 

makes the most sense not of any individual's language use, but of the language group's 
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use. Error will be determined as variance with the general pattern of use in the language 

community. To say this, we must assume that the general pattern of use in the 

community is correct. This is QUine's way of escaping complete charity: we begin by 

using charity at the individual level, but in refining our translation manual, we retain 

total charity only at the community level, and allow individual's uses of an expression 

to be translated as incorrect use of the communal language. 

Davidson's project of radical interpretation was inspired by Quine, but differs 

from Quine's and goes beyond it in several ways. First off, Davidson does not at any 

point seek to eliminate the semantic, so he allows himself to talk of finding the meanings 

of a subject's words and sentences, rather than just translations of theirs to ours: hence 

'radical interpretation' instead of 'radical translation'. Secondly, whereas Quine's 

account begins at the level of sensory irritations24, Davidson sees the interpreter and 

subject as both in a world of objects from the start, and his theory is based solidly on 

distal stimuli - the objects to which both observer and subject are exposed to. Also, 

Davidson gives a particular form to the statements of meaning that Quine doesn't - we 

get meaning from truth conditions of sentences via statements of Tarskian T -sentences 

like: '''Schnee ist weiss" is true iff snow is white'. 

Given this, Davidson's version of the Principle of Charity is that we interpret the 

subject as believing what the interpreter would believe in the same circumstances, and 

24Sensory "surface irritations" were considered early on, in Word and Object, to be 
proximal stimuli, but later, in The Roots of Reference, Quine relents and allows a place 
for distal stimuli. (Cf. footnote number 22 in this chapter.) 
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since the interpreter thinks what he believes is true, we still get the statement then that 

charity involves assuming that the subject's beliefs are mostly true. The purpose is stilI 

the same: to fix one of the two variables, meaning and belief, in order to use statements 

about when sentences are true to determine the meanings of the component words. If we 

know that the belief is true (because of Charity), then we can use the objects that cause 

its utterance to determine what it means. Much of the initial work is done with 

indexicals and demonstratives: "That's a tree" uttered in the vicinity of a tree is likely 

to be true. But it is this same method that is to be used to interpret all sentences. 

Davidson argues that not only should we assume that the subjects of interpretation do not 

openly believe in logical contradictions, but we should assume that if they are in the 

middle of a rainstorm (or can clearly see that it is raining), they should not be interpreted 

as believing that it is not raining. There may be anthropological cases in which subjects 

do hold what are to us fairly bizarre beliefs, but in general they will share many beliefs 

with us. We should attribute to them the beliefs we would have were we in their 

circumstances (e.g. being rained on.) In "Radical Translation" Davidson writes: 

If we cannot find a way to interpret the utterances and other behavior of 
a creature as revealing a set of beliefs largely consistent and true by our 
own standards, we have no reason to count that creature as rational, as 
having beliefs, or as saying anything. (1973c:137) 

Davidson's version of the Principle of Charity is in some ways more radical than 

Quine'S. Davidson holds that for the person being interpreted to be considered a thinker 

---- -- ----------_.-_ .. _- . ---_.-
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and a speaker at all, radical interpretation must be possible, we must interpret most of 

the subject's beliefs as true, and we must take the subject to be rational. 

Another noteworthy difference between Quine's and Davidson's views is that 

while Quine often speaks of people having different conceptual sc.hemes, Davidson (1974) 

argues that there is no possibility of different and non-comparable conceptual schemes. 

He calls the scheme/content distinction the "third dogma of empiricism". His rejection 

of different conceptual schemes is related to his position on charity: we cannot assume 

the truth of most beliefs of an alternate conceptual scheme. Since understandability, and 

interpretability is essential to being considered a thinker and speaker, we could not 

attribute a radically different conceptual scheme since we could not interpret their 

language, and hence we could not view them as rational beings with language and 

thought at all. If a scheme is really so different as to be incommensurable with ours, 

then we will not consider the people using it as speakers or thinkers at all. If we are to 

consider them to be speakers and thinkers at all, their concepts must be interpretable by 

ours. 

This instrumental understanding of content ascription is a result of verificationism 

in Quine, Davidson, and also Dennett. Quine (1960) sees attributions of propositional 

attitudes via intentional idioms not as "limning the structure of reality", but rather as a 

"dramatic idiom" which is a practical necessity of life. Davidson goes further in 

claiming that to interpret others as thinkers, we must attribute veridicality and rationality 

to them a priori. Dennett (1989) holds that there are three basic ways to interpret the 
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internal states of a cognitive system, and only one of them, the "intentional stance" 

assigns intentional content to the states. To interpret the states intentionally and to do 

so usefully, we must interpret the subject as rational, and as having true beliefs, or at 

least beliefs that they ought to have given the context. In all of them we see the same 

theme: to ascribe linguistic meaning and belief content at all we must assume a priori 

either that a certain class of beliefs are error-free and guaranteed true, or that a certain 

class of uses of language are guaranteed correct. Appealing to the side that we can hold 

fixed allows us to determine the ascriptions on the side that is not fixed. But if we hold 

neither fixed, then we cannot get anywhere in interpretation of either belief content or 

linguistic meaning. There must be some class of beliefs or expressions that we grant 

infallibility to, but which class of beliefs or expressions we hold guaranteed true or 

correct is not predetermined. We simply must hold something fixed, and error-free, to 

get off the ground in interpretation and ascription of content. 

flI. THE SOCIAL BASIS OF ERROR AND THE ARGUMENT AGAINST ERROR 

The verificationist position is that not even the subject can tell which rules he 

himself is following, and we cannot generate a competence/performance distinction or 

choose between saying the subject is following the wrong rules and saying that we have 

the wrong translation or interpretation. The end result is that we can't know the meaning 

of anything, so we should either just eliminate meaning, or view it as merely 

instrumental and pragmatic, and guided by a priori principles of content attribution 
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including both the Principle of Charity and the possibility or error. We need to examine 

in detail the verificationist appeal to the community as the basis for facts about rule-

following, and linguistic meaning. Then we can see that the failure of this appeal brings 

with it the verificationist argument against error and false belief. 

III. A. THE RISE AND FALL OF THE APPEAL TO COMMUNITY STANDARDS 

To begin with, it is ironic that it is the Principle of Charity doing much of the 

work for Quine, Davidson, Dennett and Putnam, for though they are in general against 

incommensurability of content and elimination of error, the Principle of Charity can be 

extended to lead to the very conclusion they are running from: that there can be no false 

belief. The Principle tells us that in the case of having a translation or interpretation 

scheme that ascribes false belief to a subject, we should instead revise our translation or 

interpretation of her words. We should translate and interpret so as to maximize the 

truth of the subject's beliefs. The danger is that this eliminates the possibility of 

ascribing false belief. As Simon Evnine puts it in a critique of Davidson: 

If interpretation of a sentence depends on our adopting the policy of 
treating a speaker's holding it true under certain conditions, how could 
anyone be mistaken? To give scope to the notion of a mistake, we need 
something general from which the speaker's misguided adherence to the 
truth of some sentence can be judged to deviate. (Evnine 1991:105t5 

25Much of the exposition of Davidson has been influenced by Evnine's excellent 
book Donald Davidson (1991). 
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Davidson (1974b) sees this problem and specifically avoids it by holding that it 

is the standards of the subject's linguistic community which fix our interpretation of their 

language, and an individual can be ascribed false beliefs if that individual's usage 

deviates from that of the community. But it is true even on this view of the Principle 

of Charity that an alien community as a whole cannot be interpreted as having massively 

false beliefs, for we will probably at best only be able to optimize ascription of true 

beliefs to them. 

Davidson's view has been criticized (by Grandy (1973), and McGinn (1977» in 

that it seems to require us to attribute true beliefs to someone even when attribution of 

false ones would lead to greater understanding of them. Grandy recommends what he 

calls the 'humanitarian strategy' of attributing beliefs that we would expect humans to 

have in the circumstances. If we know that the subjects have had a bad statistical 

sample, or are situated in such a way that it would be understandable that they would 

make a mistake (e.g. if they have been looking at a mischievous epistemologist's barn 

facades), then we should interpret them as having false beliefs. Davidson's newer 

formulation of the Principle of Charity admits that maximizing agreement is not the 

whole goal. "The aim of interpretation is not agreement but understanding." (1984a:xvii) 

So we are told that we can attribute errors where they are explicable by what we know 

of the subject's circumstances. Interpretation will be guided by epistemological 

constraints which we apply to our own beliefs, and where it would be natural or even 

justified, for a subject to form a false belief, the revised Principle of Charity tells us to 

------------------- -- ------------
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attribute that false belief to her. But where false beliefs would be inexplicable, we are 

still directed to maximize agreement. Ultimately Davidson thinks that we can triangulate 

between "speaker, interpreter, and the world" to determine the contents of both speech 

and thought.(1990:325)26 

But these seemingly innocent revisions may end up generating just the position 

that is being resisted so strenuously. One problem is that the move from interpreting an 

individual's utterances to interpreting a community's utterances leaves open a new 

choice: Either the individual is speaking the same language as the community and 

diverging from them, in which case she has a false belief, or the individual is speaking 

a different (though phonically similar) language than the community, and given that 

language the individual's belief is correct. To simply stipulate that she is speaking 

precisely the language of those around her is to beg the question. 

Other elements of Davidson's view tend to undercut the appeal to public language 

as a way to allow for individual error. For instance, he has argued (1986) against the 

view that language and communication require conventions, which are characterized by 

adherents' beliefs about what various sentences mean. If meaning and belief are 

interdependent, we could not attribute adherence to various conventions to people without 

interpreting their language at the same time. And if radical interpretation is possible, 

then two people with totally different languages could figure out the others' language and 

26Davidson's recent thoughts on this are in "The Structure and Content of Thought" 
(1990). 
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beliefs without any linguistic conventions.27 So, it would seem, Davidson does indeed 

allow that we can attribute meaning and beliefs to an individual without relying on the 

person's being a member of a linguistic community. Yet this brings us back to a version 

of charity which eliminates false beliefs. Of course, Davidson could still try to account 

for error and misrepresentation by saying that a translation that attributes errors, 

misrepresentations, and false beliefs could turn out to be simpler and more explanatory 

than an attribution of all true beliefs and all correct representations. But it is not enough 

to claim that attributions of error could be simpler or more explanatory, they must 

actually turn out to be simpler or more explanatory. While we are more accustomed to 

explaining behavior in terms of error and misrepresentation, I contend that error-free 

attributions could do just as well. And they have the advantage of taking all uses as 

meaning-fixing, a gain in simplicity over making a division between meaning-fixing and 

non-meaning-fixing uses of a representation. 28 

The later Wittgensteinian view that the use of a term constructs en route the rule 

for its correct usage leads us right into the same problem: if nothing but our feeling that 

we're using a word correctly determines its correct use, then we can never use it 

incorrectly. In Wittgenstein's metaphor, the individual rule-follower looks down to see 

the rope being followed, fmds nothing but the direction he gives himself. So how can 

27See Evnine (1991: 107) for a more detailed examination of this idea. 

28The details of my pragmatic account of how to explain behavior while attributing 
only correct representations and true beliefs will come in Chapter 4. 
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one we get it wrong? Wittgenstein's claim is that getting it wrong is playing the 

language game incorrectly, and it is the community that detennines the standards of 

correctness. But this attempt to allow error, by insisting that a subject is a playing a 

particular language game, and claiming that his use conflicts with the community rules 

of the game, begs the question against the no-error view. It is indetenninate which 

language game is being played. A pattern of use that is an approximate but partly 

incorrect playing of one community's game is a fully correct playing of another language 

game, or actually a whole set of games, each of which accords with the finite set of uses 

that the individual exhibits. An individual's language use doesn't detennine a unique rule 

that is being followed; it accords with many rules. And it accords with all of them better 

than it accords with the language game of the community it is claimed to partially deviate 

from. 

Moreover, this problem affects not only individual rule-following, but the 

community's as well. Wittgenstein claims that on the community level there are 

detenninate rules to the game, but assuming the community does last forever, and fully 

specify into infinity the correct use for every case, there are an infinite number of rules 

that the community standard accords with. The community's pattern of use does not give 

any greater detenninateness to the rule it sets down than there is for the rule that the 

individual tries to set down. The pattern of use does not magically zero in on one 

detenninate rule just because it is exhibited by numerous people, instead of just one 

person. So the notion that it is safe once we get to the level of the community is an 
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illusion. If indeterminateness robs the individual of rule-following, language use, and 

even the capacity of thought, then it does so in the exact same way for the community's 

rule-following and rule-establishing. 

III. B. RELATIVITY AND THE PRIMACY OF "LOCAL" JUDGMENTS 

For another path to this same conclusion, let us go back to QUine's theses of the 

indeterminacy of translation, inscrutability of reference, and ontological relativity. At 

the crucial point in relativizing meaning and reference to a background language, 

background theory, or background coordinate system, Quine is taking the same approach 

as Einstein takes in his theory of relativity of time and space. There is no absolute space 

and time, but one inertial frame is merely relative to another, with no absolutely fixed 

frame for all others to be relative to. Einstein avoids the regress by saying that we must 

take local simultaneity as primitive. This is the precise analogue for Quine's saying we 

must acquiesce to our mother tongue and take it at face value, and also Wittgenstein's 

comment about hitting bedrock, at which point on can only say: "This is simply what I 

do ". But notice that it is precisely here that Quine and Wittgenstein (and, Quine reminds 

us, Dewey) take this local base as a social communal one, not a private language but a 

public one. This is their mechanism for attempting to allow for error. But what about 

Einstein? He wasn't a solipsist about local judgments of simultaneity, and perhaps he 

thought that the local case was unproblematic. If various people are in the same room, 

or same city (or same planet?), the distances separating them and speeds at which they 

---------------------------------------------- - ------------- ---- -----------
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move relative to each other are not significant enough to affect judgments of simultaneity 

of events (based on seeing the events, not hearing them, for sound perception is affected 

by position even on our local level). So, practically, we can take the assumption that 

they will all agree on "local" simultaneity as non-problematic. 

However, what if we do get disagreement about whether two events are 

simultaneous? All we can do then is allow that each observer can take her own 

judgments about simultaneity as primitive - a sort of principle of charity for interpreting 

claims about simultaneity. So what must we conclude of two observers who differ in 

their judgments of simultaneity of the same two events? They must be in different 

inertial frames, and hence it is not a case of local simultaneity, since, relativistically 

speaking, they are not in the same locale. So we get the same kind of result that I have 

been urging elsewhere: on the local level, there is no difference between events which 

seem simultaneous and those which are simultaneous. Hence, the observer cannot be 

wrong about judgments of local simultaneity. If we follow the Quinean analogy between 

relativity of ontology, meaning and reference and relativity of time and space, we get the 

same result at the end. At the local level one must take something as primitive for there 

to be any sense to meaning, reference, or position space and time. And in doing this and 

saving at least something of these notions, we must make a move which eliminates the 

possibility of error. For meaning as well as for simultaneity, at the local/individual 

level, is right reduces to seems right. The analogy is perhaps stronger than Quine would 

have liked. 
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Quine, Wittgenstein and Davidson all would have us stop at the social level, and 

would claim that going to the individual level destroys any sense in which there is 

thinking or speaking going on. But in the simultaneity analog there is no question of 

requiring either the possibility of error or membership in a social group to allow 

individual judgments of simultaneity of events. It seems ad hoc for Quine to stop the 

analogy here and insist that the two cases are disanalogous precisely at this most basic 

level, and insist that the relativity of meaning does require a social context and the 

possibility of error. Relativity of this sort can occur, as it does in physics, without error 

and without a social context. So why can't this also occur for meaning, reference, and 

representation? In fact, this reliance on social practice to allow for error undermines the 

arguments that there is no flxed point of determinate meaning and reference. If we take 

the Principle of Charity very seriously, we flnd that even this intrasocial level is subject 

to indeterminacy, and that it is never a sure thing that two speakers or thinkers are 

sharing the same language or set of concepts. There is still a sense of meaning and 

reference at the individual level; there is simply no possibility of error. If there is 

representation at all, there must be a background frame which is non-relative. If there 

is a non-relative frame, there is no misrepresentation within that frame. So all 

representation is relative to the base, non-relative frame within which misrepresentation 

is impossible. 
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IV. VERIFICATIONIST BARRIERS TO DETERMINATE REPRESENTATIONAL 

CONTENT 

So far this whole discussion has centered around linguistic meaning, and the 

possibility of using language incorrectly. Of course, the general case against 

misrepresentation does include this result, but it goes beyond it. The arguments 

presented so far do also make claims about the ascription of belief content and the 

possibility of having thoughts both being predicated on the possibility of error. But what 

about the content of mental representations? On this issue we see verificationist 

arguments used to undermine the determinateness of the content of mental 

representations. Two particularly interesting examples are arguments from Stich and 

Anderson. 

IV. A. STICH'S ELIMINATIVISM: BARRIERS TO CONTENT EXPLANATIONS 

This verificationist move is also to be found in Stich's eliminativism, though it 

is well concealed. Stich (1983) opposes the common view of folk psychological notions 

of belief and desire as states with content and states which are psychologically efficacious 

or explanatory. His basic argument is that belief ascription is riddled with difficulties, 

most notably the problems of vagueness and context sensitivity. His example (1983:54-

6) is the sad case of Mrs. T, who has degeneration of brain tissue resulting in memory 

loss. By the end, she loses some rather philosophically crucial memories. Specifically, 

Mrs. T still assents to the sentence "McKinley was assassinated," but she does not assent 
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to the sentence "McKinley is dead," and when asked "What is an assassination?" she 

replies "I don't remember." Stich claims that we have trouble granting her the belief that 

McKinley was assassinated unless she also believes that he is dead, since, of course, to 

assassinate someone is to kill them. It would seem that she has lost the concept of 

assassination, and without it she cannot believe that anyone has been assassinated, she 

can only mouth the words. Stich uses this example to argue for holism of belief content 

ascription and toward a claim of context sensitivity of belief ascription. Stich's point is 

that given reason to doubt that she has the second belief, it is not clear what the content 

is of the belief that she expresses by saying "McKinley was assassinated." But what we 

do know is that she doesn't mean that McKinley was assassinated when she utters those 

words, and we're not sure what she does mean. His argument is specifically pointed 

toward narrow causal views of the mental sentence theory, which seem to give us the 

wrong result for this case. As far as the causal powers, and hence, for the causal 

theorist, the content of Mrs. T's mental sentence 'McKinley was assassinated' go, the 

sentence remains intact, and so her belief should be intact and unaffected by whatever 

other mental sentences she possesses or lacks. But the intuitive answer is that she does 

lack the belief if she lacks certain other beliefs. 

Stich argues for context sensitivity of belief ascription with a case involving 

incomplete knowledge of the subject of the belief. Suppose that a certain 19th-century 

man knows of a politician, a Victorian named Reginald Angell-James, only that he was 

a politician nicknamed 'Ike' and that he played a lot of golf. Suppose also that a 20th-
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century man knows of President Dwight David Eisenhower only that he was a politician 

named 'Ike' and that he played a lot of golf. Now we get the result that if we asked both 

men about 'Ike' they would both say the same thing: 'He was some kind of politician 

who played golf a lot.' Yet the beliefs are about two different men, a century apart, and 

if we add to the story that Angell-James did not play golf at all but it was merely widely 

believed that he did, then we get the result that one of the beliefs is true while the other 

is false. The upshot is that it seems that the two men have different beliefs even though 

the sentence in their heads is the same, and the only difference comes from the context 

in which they believe. 

The belief ascription problem is made worse by Stich's considering absurd beliefs, 

such as the belief which the anthropologist Evans-Pritchard reported was widely held by 

the Nuer people, the belief that a certain sacrificial cucumber used in religious ritual is 

an ox. 

On the one hand we are inclined to say that a suitably mad person might 
perfectly well come to believe that a cucumber is an ox or some other 
patently absurd claim. On the other hand we are inclined to say that if a 
person's inferential capacities are that far gone, then no content sentences 
in our language will adequately characterize his belief states. (1983: 101) 

Stich is concerned here with the same crucial issues: how can one make an error, 

especially radical error, and still count that person as having the concept in question at 

all. If it is another concept, then no error has occurred, but we cannot find any way of 

saying what the content of the belief is. Davidson's view about conceptual schemes is 

also in view: if we cannot translate or interpret content, why think that there is content 
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there at all? Against this there is the intuition that we ourselves could evolve in the future 

to have beliefs that our present language and conceptual system could not express. 

Ultimately, Stich argues that, because of all these failings of folk psychology, we 

should reject folk psychology in favor of a cognitive science which utilizes syntactic 

structure of brain states to explain behavior. Folk Psychology fails to ascribe the content 

of Mrs. T's belief, and the 'absurd' Nuer belief, and the child who has only very 

incomplete knowledge of the subject that she has beliefs about, and animals, at least 

some of which probably have beliefs which guide their behavior. 

To characterize Stich's argument quickly and crudely: belief ascription and 

specification of truth conditions of beliefs is hard (because of vagueness, context 

sensitivity, and holism), so content must not be relevant to psychological explanation, and 

syntactic structure must be what's behind psychological explanation. On Stich's view, 

all we get is graded similarity of content, and vague contents due to the difficulties in 

content ascription. Note that this move is implicitly verificationist. To see this we need 

only imagine a realist who claims that belief content ascription is one thing, and actual 

belief content is quite another thing. To suppose that they are the same, that all the 

content there is is the content we can ascribe, is a form of verificationism. Without the 

premise of verificationism, difficulty of belief ascription says nothing about the reality 

of belief content. So where Wittgenstein, Davidson, and Quine (on one interpretation) 

try to save content by appeal to a normative external (social) factor, Stich (and perhaps 
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also Quine, on another interpretation) opts to just eliminate content. But their reasons 

for these moves are similar. 

IV. B. ANDERSON 

REPRESENTATIONS 

INDETERMINACY OF THE NATURE OF 

We see a similar move in the cognitive science debate about the nature and form 

of mental representations. John Anderson (1978) argues that no behavioral data can 

determine the exact nature of mental representations, i.e. whether they are strings of 

symbols (as Pylyshyn and Fodor argue) or images (as Kosslyn and others argue). The 

problem is that different representations can, when processed differently, give the exact 

same behavioral responses. He argues that if (contra Pylyshyn) the steps in processing 

can take different amounts of time, then a more complex process can yield the same 

complexity curve as a less complex process which computes different kinds of 

representations. Hence the cognizers would have different representational schemes, but 

the difference would be undetectable. 

Anderson's method begins with one system M, with one representational scheme 

(r) and a process (p) applied to them giving a transition rule T: S ~ R. Anderson then 

devises a another system M>/<, with an inverse process (p*) which uses an inverse set of 

data (representational scheme r*), such thatr1 T rl: S ~ R. With faster hardware for 

the inverse system, the stimulus-response link will be the same, and behavioral data 

could not tell us which kinds of representations and processes the system was really 
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using. In the end he thinks that the weak equivalence between M and M'" makes the 

difference between them meaningless, and that for purposes of cognitive science they are 

the same system. The overall picture he leaves us with is coherent and compelling, and 

is one that fits well with the theme being developed in this section. Not only does 

behavior underdetermine the meaning of representations, but, Anderson argues, it 

underdetermines the choice of representational scheme. We can't even know what kind 

of representations are involved. Specifically, Anderson sees this as undermining the 

whole debate between those who argue that representations are images (Kosslyn) and 

those who argue that they are language-like symbols (Fodor, Pylyshyn). Since there is 

no empirical basis for deciding what representational scheme one is using, the conclusion 

for misrepresentation is that there cannot even be any misrepresentation due to limitations 

of expressive power of one's representational scheme. 

v. APPLYING THE VERIFICATIONIST ARGUMENT TO MENTAL 

REPRESENTATION 

How do we get from linguistic rules and meaning of linguistic expressions to 

mental representation? To start with, we take beliefs to be assenting to a proposition, 

and all or most propositions can be expressed in language. If a mental representation 

either gets its content from language, or gets its content from its use (i.e. its conceptual 

role), then the exact same problems of indeterminacy, charity, and lack of error arise at 

that level: there can be no misrepresentation. On this view, a belief is just a 
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representation processed in a particular way. True beliefs are the processing of correct 

representations, and false beliefs are the processing of misrepresentations. If each 

occurrence and each instance of processing counts as a use of the representation, then 

each of those uses plays a role in determining the meaning of the representation. So each 

use of a representation is a meaning-fixing use, hence a correct use. So there is no 

misrepresentation, and as a result, no false belief. 

From this tie between language and representation, we can see the following 

general argument develop: if verificationist theories of representational content are to 

give us content at all and avoid begging the question as to what the content is (or what 

the language is), they will give us content that does not allow misrepresentation, and 

consequently, does not allow error or false belief. While the typical verificationist 

position is that verificationism implies either the elimination of meaning or 

instrumentalism about meaning, there is in fact a third option: realism about error-free 

meaning. And this result is actually the most warranted of the three positions, since it 

is simply the result of consistently applying the Principle of Charity without cheating, 

where the pervasive cheat is to assume or insist upon something (like presence in a 

linguistic community) to allow for error. 

This position also gives us a way to be verificationists in spirit and also be 

physicalists.29 The physicalism we are allowed is the claim that mental state tokens 

29Yerificationism and physicalism are the two views that Quine seeks to combine, 
and he has trouble reconciling the two sides. Quine's holism puts electrons, chairs, and 
the Greek gods on a par as theoretical constructs or posits, but his physicalist side makes 
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are just physical state tokens, and that it is these physical states of the brain which have 

content. The old Positivist version of verificationism would not underwrite this talk of 

brain states with semantic value, because there is no way to line up individual empirical 

observations with these claims about internal states. But the Quinean holistic view of 

verification does allow legitinlate reference to such entities, since it allows general 

theoretical pressure to count as confirmation of certain unobserved phenomena, such as 

the existence of electrons and the functionally defined content of brain states. The 

content can be specified dispositionally, not just in terms of dispositions to behavior, but 

as functionalism has us do, in terms of position or role in a functional system. So mental 

states happen to be instantiated in physical states in humans, but they are really functional 

states. The reasons for moving from behaviorism to functionalism are well known and 

need not be rehearsed here; we now define a particular mental state not just in terms of 

inputs and outputs, but also in relation to the other states in the system. This 

functionalist view is still a dispositional and verificationist position in spirit, but a more 

sophisticated version than behaviorism. And this dispositional strategy gives us just the 

result that Kripke (1982), disapprovingly, says it will: it eliminates error. Whatever 

dispositional properties there are will specify a certain content of the mental 

representations, but one such that the representations will always necessarily be correctly 

used. It was the insistence on allowing for error that was blocking a dispositional 

account in the first place. Wittgellstein argued that without the possibility of error, we 

him want to consider the scientific view of things to be the most respectable one. 
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could mean just anything, which would show that we do not actually mean anything. 

However, this result only follows given behaviorism, the thesis th~t mental content must 

be reducible only to verbal behavior. And it does seem from the outside as if we could 

just say anything. But if we view mental state tokens as (instantiated in) physical state 

tokens in the brain, and we think that overall the evidence does confirm that view, then 

we avoid such an undermining of mental content. The conceptual role of a belief is a 

summary of all the potential interactions it has with other beliefs, and with other mental 

states, including desires, perceptual inputs, and states leading to behavioral outputs. The 

mental state is instantiated by a physiological state, with physical connections to other 

brain states. The structure of the state itself (along with the physiological laws) will 

determine which connections it has to other states. There is indeed a matter of fact about 

what the conceptual role of a particular state is, and hence what its meaning is: they are 

the cognitive states which are functionally connected to the state in question. The use 

theory of meaning applies to representations in much the same way it does to linguistic 

expressions. Three are good reasons not to view meaning as intrinsic, so what else could 

it be but use? And use of representations simply amounts to their conceptual roles. 

Making meaning identical with conceptual role automatically alleviates skepticism about 

which rule is being followed, and what the content of an attitude is. We can think of 

ourselves as thinkers because what it is to have a thought with a certain content is to 

have a state with a particular conceptual role. 
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Now we have seen how one gets from verificationism to a theory that meaning 

is use, but also to the view that there can be no misuse of representations, and hence no 

error, no false belief, and no misrepresentation. Near the end I have tried to defuse the 

verificationist argument that meaning must be social, since if it weren't (i.e. if there 

could be private languages), error and misrepresentation would be impossible, and there 

would be no fact of the matter about what anything meant, and consequently nothing 

would really mean anything. I try to reverse only the last step: there are facts about 

conceptual role, so even if there is no misrepresentation, there can still be content. If 

this is true, then we can adopt all of the verificationist arguments against rule following 

and against the possibility of error on an individualist view of content as arguments 

against misrepresentation and in favor of SCRT. We just need to block the last 

verificationist step, that impossibility of error entails lack of content. And physicalism, 

plus a Quinean view of confirmation (as opposed to a localist view of confirmation that 

most Positivists have) allows us to appeal to conceptual roles as determinate, and this 

allows content to be determinate according to SCRT. 

But verificationism that involves confirmational holism is not the only route to the 

no-error no-misrepresentation view. In fact, one might take it as a reductio of 

verificationism (as some take it to be a reductio of the existence of content itself). So 

what we need to do now is see if we can start from a realist perspective in cognitive 

science and still have reason to accept the possibility of conceptual error and 

misrepresentation. The answer that I ,am urging, of course, is: no. The arguments for 
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this conclusion will be our main concern in Chapter 3. But even there we will still see 

verificationism coming through: in the causal theories of Fodor and Dretske, which hold 

that in optimal/normal/ideal conditions, our perceptual mechanisms operate perfectly. 

In the ideal limit, the meaning of representations is exhausted by their role in detection. 

So in ideal conditions, all perceptual representations are guaranteed correct, and there 

can be no misrepresentation. According to the causal theorists, it is the non-ideal 

conditions under which actual perception occurs that allows some representations to be 

misrepresentations. However, I will argue in Chapter 3 that this appeal to idealization 

fails to allow for misrepresentation, and that such theories actually end up making all 

representation infallible. 
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Ie INTRODUCTION: THE COGNITIVE SCIENCE ARGUMENT AGAINST 

MISREPRESENTATION 

The basic outlook of cognitive science is that through empirical research we can 

discover the functional architecture of the mind/brain. It is anti-verificationist in 

approach: just as we can have indirect evidence about the real nature of the world, even 

of unobservable particles, we can use psychological and neurophysiological evidence, to 

establish how the mind works. On such a view, we are required to be able to give a 

naturalistic account of mental content to allow it a place in the explanation of how the 

mind works. The going theory of content in cognitive science is a functionalist one: the 

meaning of a representation is a function of its role in the cognitive system. By another 

name this is conceptual role semantics, but it is the same basic view as what I have been 

calling a use theory of meaning. The question for us is: do we get the same rejection 

of error without the verificationism that leads us to it in the way described in the 

previous chapter? How and why would this result be obtained? To explain this, I will 

first sketch a general argument that applies to all forms of the realist, cognitive science 

side of theories of content. Then I will go into detail about how the acknowledged 
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'conceptual role theories' try to establish wide content, and with it at least some 

misrepresentation, Twin-misrepresentation. All of these theories are two-factor or dual

aspect conceptual role theories, and we will see that they all fail due to a fundamental 

structural flaw. Then we will look at causal, informational, and adaptational role 

theories of content. I call these 'disguised use theories', since they often proclaim not 

to be use theories, but they are in fact use theories, but they consider only a restricted 

class of uses to be meaning-fIxing. We will look at their attempts to allow for 

misrepresentation, and see why they fail. 

n. GENERAL ARGUMENT AGAINST MISREPRESENTATION 

n. A. USE OF LOGICAL CONSTANTS 

To make things easier, let's begin our investigation of the content of mental 

representations by asking how representations of the logical constants get their meaning. 

Surely these meanings are the simplest to ascertain. I will focus on the representation 

of '&'. DefIning it via its extension is problematic, since to conjoin members of an 

extension, we must conjoin them with a logical primitive, '&'. We cannot use a causal 

theory to ground the meaning of such a logical constant, for there is no object that 

directly causes its use. The only possible object behind '&' would be a Platonic Form, 

Conjunction, and I take naturalism about content to prohibit this kind of appeal to Forms 

as explanations of the representation relation itself. The meaning of '&' is so basic that 
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it would be hard to fmd any ~ource:!or its meaning other than the pattern of use of the 

representation. To discover the ~eaping of this concept we need to analyze the uses of 

it and formulate its meaning out 0';' ~at. If this is our strategy, then of course the 

meaning will be just the conceptual.role (understood functionally) of the representat10n. 
•••. .• I 

Even those who do not ~tWtt .~~ meanings of all representations are defmed by 

conceptual role do think that the mc;anings of the logical constants are indeed defmed by 

conceptual role. For example, causal theorists (such as Fodor and Dretske), who 

otherwise claim that meaning is determined by causes under optimal conditions, think 

that, for logical constants, meaning is determined by conceptual role. Why should we 

think that representations of logical connectives are defined by conceptual role? Because 

the content is too primitiW~;~9jJbe ~ased on anything but conceptual role. Any 

representation whose processing conforms to the &-function, which does the job of 

conjoining other representations, means 'and'. 

The question now becomes:, if this is how we determine the meaning of 

representations of logical conne~9~es, can we ever misuse them? There seems to be no 

basis for saying some uses of l~ ffr:i: are correct, and others are misuses. There are no 

causal links to some object & that som~ uses of the representation have and others lack. 

Appeal to a Platonic form or ~stract ~bject makes our theory of content non-naturalistic. 

So when '&' is defined by concepm~'If.<?le, it is defmes by the entire conceptual role, that 

is, the entire set of uses. So none can be misuses. So when Fodor concedes that logical 
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cOIUlectives are defined by conceptual role, this amounts to conceding that we cannot 

misuse them. 

To solve this problem, Fodor and other causal theorists appeal to the 

competence/performance distinction. We can claim that limited computational resources 

and limited memory lead us to exhibit limited performance in the use of a concept, like 

, &', for which we have genuine competence to use correctly. We could try to designate 

some uses of the concept misuses due to performance limitations. But we should be 

wary. 

Here we see an opening for the same sort of WittgensteinianlKripkean skeptical 

arguments that we saw in the last chapter. When we consider the actual performance in 

one's use of the concept, what tells us that it is 'and' being misused rather than 

'schmand' being used correctly? The dispositional nature of the functional story would 

seem to lead us to prefer the second definition, the one which the user always uses 

correctly. We can grant that there might be a competence/performance distinction due 

to limited memory and resources, but what evidence is there that this is a case of limited 

and flawed performance rather than perfect use of a different concept? But these 

considerations are verificationist, or at least motivated by the same considerations we 

have already identified. It is important that the computationalist view of logical constants 

is a prime target for such an attack, and the attack goes to the core of such a system, 

since, for example, Fodor (1975) argues that there is a mental language, Mentalese, 

behind mental representation, and all mental sentences are built up from primitives and 
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logical constants. Unfortunately for Fodor and followers of this kind of approach, 

defining the content of logical constants by their conceptual roles, along with the 

compositional nature of Mentalese, has the consequence that any complex representation, 

containing primitives linked by logical connectives, also cannot be a misrepresentation. 

The argument is startlingly simple: consider two representations 'A' and 'B', 

linked by a logical connective' &'. In our representation 'A & B' , we cannot presuppose 

that' &' means and. Our theory of content must determine what '&' means, along with 

the rest of our representations. Now suppose that either 'A' or 'B' is false, or that both 

of them are false. (Notice that for this argument, we need even specify the meanings of 

'A' and 'B'. We need only suppose that at least one of them is false.) This gives '&' 

a conceptual role which includes connecting two representations at least one of which is 

false. But the and-function does not do this. Some other function does, but not and. 

So, defining our representation '&' by its conceptual role, since it fails to have the 

conceptual role of conjunction, it isn't a conjunction. It cannot mean and, but must mean 

something else. If it never connects two false primitive representations, then perhaps it 

is a disjunction. If it also never connects two true connectives, then perhaps it is means 

exclusive-or. But it doesn't have the conceptual role for the and-function. If it really 

means and, it cannot be misused, for any such alleged misuse would thereby force its 

conceptual role to deviate from the and-function, and it would then match some other 

function. The result is that any argument that we cannot misuse logical connectives is 

----- --- --- ... _----
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an argument that we cannot misuse any complex representation containing logical 

connectives. 

So, because the logical constants are defined by functional role, and as such 

incapable of being misused, the compositional nature of Mentalese allows extension of 

the no-misrepresentation argument to all complex statements, and we get the result that 

none of these can be misrepresentations. The only remaining possible misrepresentations 

would have to be non-logical primitives (which we will discuss in the next section). But 

I advertized this section as giving a non-verificationist argument for the no-error view, 

and so far we do not have it. It is no surprise that the WittgensteinlKripke strategy gives 

us the no-misrepresentation result, but is there another avenue to rejecting error? 

We can start the non-verificationist version of the argument by making a 

distinction: Are the actual uses of tokens of a specific representation-type due to 

interactions with other representations or not? This allows us to divide up the territory 

somewhat, and examine each side separately. The argument will end in a dilemma: 

either way we go, we do not get error or misrepresentation. 

Suppose first that the tokenings, i.e. uses, of a mental representation R are not 

due to interactions with other mental representations. I'll call this the independent use 

model. Representations whose meanings are fixed independently from each other are 

often said to get their meaning by a relation to the causes of tokening of that 

representation-type. !t is fairly cle~r how this is supposed to work for non-logical 

expressions. For a causal theorist, R means cat because under optimal/normal/ideal 
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conditions, cats cause R to occur in the head (and, on Fodor's (1990a) view, the 

connection between any other property that can cause R to be tokened is asymmetrically 

dependent on the R-cat connection). The idea is that if meaning is a function of use, and 

the use is not connected to other representations, then the meaning won't be.30 But 

how can this independent use model be applied to '& '? If representation R is used in 

accordance with the &-function, then, according to a use theory, R means &. But if we 

have a representation, R, that means &, it represents & perfectly. If it didn't, the pattern 

of use of R would match some other function it, perhaps &-or- -- and hence means &-

or- --, and not &.31 So if we have a mental symbol or representation for conjunction 

at all, we're conjunction infallible. Hence, there can never be any erroneous uses of 

, & ' , and ' &' is never a misrepresentation. So a use theory of the meaning of ' &' makes 

us conjunction infallible. 

What is wrong with this position? After all, it has the no-misrepresentation result 

for which I have been arguing. Yet for many, this independent use model for '&' will 

301 will argue later in this chapter that these causal theories are really limited use 
theories, and that they cannot escape the disjunction problem, that if R is caused by (Le. 
used in response to) small dogs as well as cats, then is doesn't mean cat, but rather cat
or-small-dog. 

31 At this point again we could say that any evidence that we're fallible is better 
evidence that we've gotten the content wrong, or gotten the rules wrong. Cohen (1981) 
makes this move, holding that psychological evidence can not tell us that people's beliefs 
or probability estimates are frequently or even characteristically irrational or unjustified. 
We are rational and justified with regard to the concepts that we are using in reasoning, 
but those may not be the ones the psychologists assume we mean by our words. But this 
again hearkens back to arguments that we've already discussed. 



152 

be unsatisfactory. For one thing, it seems that it should be an empirical question how 

we go about reasoning and what sort of logic and logical connectives we use, and what 

the rules are for this reasoning and these connectives. To have that issue settled a priori 

by the theory of meaning is a bit bizarre. Certainly psychologists like Kahneman and 

Tversky (1982), and Nisbett and Ross (1980), who have engaged in empirical research 

to discover what kind of reasoning people actually do, would be surprised to have the 

theory of meaning decide it for them. But this is the result of considering the meaning 

of a representation and the rules for its use to be independent of the meaning and rules 

for all the other representations. If we have a representation meaning and at all, then 

we're conjunction-infallible. 

The objection to the claim of conjunction infallibility is that the theory of meaning 

shouldn't settle these substantive issues about logic and reasoning. Empirical science 

should. However, we might conceive of the empirical work as merely finding out which 

pattern of use of, say, 'probability' (in Kahneman and Tversky's case), we are infallibly 

exhibiting when we reason. The theory of meaning tells us that we are infallible users 

of a representation R, with pattern of use 'It', and the experimenters merely tell us which 

function v turns out to be. But it is still suspicious that the theory of meaning has so 

much influence on empirical issues. 

But the independent use model doesn't fit the case of logical connectives very well 

anyway. After all, if any representations are relational, the connectives are. Their entire 

function is to link other representations together, and it is hard to see how they could do 
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this without having their status as connectives (their meaning be of connectives and not 

something else) without any relation to the other representations. So suppose we reject 

the independent use model, and adopt the interdependent use model, according to which 

the use of '&' is due partly to the &-rule and partly to the other rules of other 

representations. A case of misuse would then result if a representation got its meaning 

in virtue of having the &-rule defme its meaning, but was misapplied because of the 

influence of the other rules that its use is dependent on. Its meaning would be clearly 

defmed by one rule, but its use would be due to the combination of that rule with other 

rule, rules which do not defme its meaning. It is important to see that this is simply a 

case of saying that uses of '&' that are due to its following the &-rule are meaning

fixing, and uses that are a result of following any other rule are not meaning-fixing. 

This distinction between meaning-fixing and non-meaning-fixing uses is just what is 

necessary for misrepresentation to occur. But does this strategy really make the 

distinction? 

The problem that this account leaves us with is: What makes these other rules 

"other" rules? That is, how do we separate out the rules that specify the use of '&' and 

the rules that specify the uses of all the other relevant representations. What's more, 

how do we separate the relevant ones from the irrelevant ones? We could easily say 

which rules belong to '&' and which rules belong to other representations if we 

antecedently knew the meaning of '&'. But that is just what we're trying to specify by 

appeal to rules for the use of the representation. To presuppose the meaning would be 
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to beg the question. If none of the "other" rules count as meaning-ftxing, we're back 

to independent use model just discussed, which was not very satisfactory, and which 

ended up giving us the no-misrepresentation result. But if other rules are involved, and 

we cannot presuppose the meaning of the representation and the rules that belong to it 

and not to other representations, then how can we eliminate any? We need a principled 

way of dividing the rules into the ones which count towards meaning and the ones which 

do not. But there is no non-arbitrary way of separating apart the meaning-ftxing rules 

from the non-meaning-ftxing rules, or at least no way that doesn't just presuppose the 

meanings that the rules are supposed to establish. So all of the rules for all of the 

representations must count as specifying the meaning of '&'. The entire functional 

architecture must be specified to specify the meaning of '&', and such holism gives just 

the result we are looking for: any alleged error, mismatch between representations, will 

in fact be a correct use of representations when we consider the overall system. The 

meaning of anyone representation, even '&', will depend on the rest of the system and 

the meanings of all the other representations. It will in part be specifted, for example, 

by all the other beliefs which are either about '&' or which contain '&'. So one can 

never have a false belief about or involving even '&', since that belief, whatever it might 

be, is part of what fixes the rules for the use of '&', and hence the meaning of '&'. 

This holism is the nightmare that Fodor and Lepore (1992) rail against, and part of the 

reason for the nightmare, one which they do not mention, is that this kind of holism 
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inevitably leads to the impossibility of error. However, this is the result which we 

cannot get around. 

ll. B. USES OF NON-LOGICAL CONCEPTS 

Now, suppose that after all of that haggling about '&', you think that ultimately, 

with a lot of fiddling with the details, we could specify the rules for the use of '&' , and 

specify them in such a way that we could get error. I would like to point out now that 

'&' was the simplest case I Everyone, and I really do mean just about everyone, from 

conceptual role theorists to causal theorists to adaptational role theorists, agrees that the 

meanings of the logical constants are to be specified solely by their functional or 

conceptual roles. Such general agreement is hard to come by in philosophy, and it does 

not hold for any other representations other than the logical constants. For those other 

concepts and representations theories of content abound. So let us try it for 'PROTON'. 

What we need, to have a use theory of meaning for the representation 

'PROTON', is use in accordance with some function specifying its use. Such a function 

really just amounts to rules for the use of 'PROTON', and those rules must be such that 

some of the uses can possibly be misuses given the rules for 'PROTON'. So what do 

the rules have to do to allow this? They must require some uses, prohibit other uses, but 

be neutral about some uses. Any alleged misuse that is supposedly ruled out by the rules 

of 'PROTON' will in fact simply be part of the uses that specify the real set of rules 

such that those rules allow 'PROTON' to be used in that case. After all, the meaning 
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is specified by use. It is the grey area, in which the rules don't tell you whether to use 

'PROTON' or not that is the only place that error could occur. What we need, in other 

words, is a distinction between uses that are correct or incorrect in virtue of the rules of 

the use of the mental representation 'PROTON' (or its linguistic counterpart, the word 

'proton'), one the one hand, and uses that are correct or incorrect on the basis not of the 

rules for 'PROTON' (or 'proton'), but on the basis of the way the world is. If some 

uses are only correct in virtue of states of affairs in the world, and the representation is 

tokened when the circumstances in the world don't warrant it, then that use of the 

representation will be a misuse. But we all know what this distinction is: it is just THE 

analytic/synthetic distinction. But if it turns out to be that, we also know that it will not 

do the job. We have already discussed why the analytic/synthetic distinction will not 

give us a non-circular basis for distinguishing the meaning-fixing "good" uses from the 

non-meaning-fixing "bad" uses of a mental representation (or for words in public 

language for that matter). So what goes around comes around, and the circle that we 

have traveled has made a noose around the use theorist's neck: No matter how you slice 

it, meanings based on use cannot get you misrepresentation. 

This, however, it only an initial stab at showing that even a realist/cognitive 

science oriented approach yields the no-misrepresentation result. The real theories of 

content on this side are not as simple as this general argument makes them out. They 

see the need to make a division between uses which fix meaning and uses which do not, 

and formulate often complicated methods to make this distinction and allow for 
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misrepresentation. Theories which seek to make the use of a representation independent 

of the other representations include causal, informational, and teleological/adaptational 

theories. These are actually use theories despite claims to the contrary, but they seek to 

identify a privileged class of uses, usually detection uses, which count toward fixing 

meaning, and to count all the other uses as non-meaning-fixing. The theories which 

explicitly take the use of a representation to be dependent on the other representations 

are the various 'conceptual role theories'. To distinguish meaning-fixing from non

meaning-fixing uses, they either add some additional factor to conceptual role, or subtract 

some class of uses from conceptual role. We will begin with the acknowledged 

conceptual role theories, and see how they try to allow misrepresentation by making 

some uses non-meaning-fixing. I will argue that none of these attempts succeeds, and 

that they all fail for a common reason: a deep structural problem with two-factor 

conceptual role theories. Then we will see how the disguised use theories, the causal, 

informational, and adaptational theories, try to allow for misrepresentation, and we will 

see why they too fail in this attempt. 

m. THE STANDARD STRATEGY OF USE THEORIES TO ALLOW FOR WIDE 

CONTENT AND MISREPRESENTATION: ADD A SECOND FACTOR 

The real task of all the conceptual role theories is to fmd some way to replace the 

untenable analytic/synthetic distinction with some other factor that will do the same job: 

distinguish between meaning-fixing uses and non-meaning-fixing uses of representations. 
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This is required if they are to make misrepresentation possible. The unifying theme that 

conceptual role semantics pursues in this regard is not "error" and "misuse" per se, but 

"wide content". Of course, it is the fact that wide content reaches out of the head into 

the world that is supposed to allow one to have a representation that means X even when 

applied to a non-X, and hence is supposed to allow for error and misrepresentation. I 

have already dealt with the Twin-earth cases in detail in Chapter One, so here I will only 

reiterate. In Putnam's (1975) Twin-earth case the conceptual roles of my 'WATER' 

thoughts and my twin's 'WATER' thoughts are the same, but the extensions of the 

concept 'WATER' in our heads are different: I mean H20 and my Twin means XYZ, 

that alien substance similar in appearance to water. In Burge's (1979) case, the same 

functional states have different meanings on the basis of facts about the way the term 

'arthritis' is used in the actual and a counterfactual society. In our society it cannot be 

correctly used for thigh pains, but in the counterfactual society it can, and their word 

'arthritis' means not arthritis, but what we can call tharthritis, which correctly applies 

to any joint or thigh pain. 

The crucial point of dispute is whether someone who says "I have arthritis in my 

thigh" (in either the actual or Burge's counterfactual world) means arthritis or tharthritis. 

If they mean tharthritis, then the sentence is true, whereas if they mean arthritis it 

cannot. To allow one to be capable of misusing a concept or representation in the Twin 

cases, Putnam claims that representations have wide content. Wide content reaches out 

of the head by having a referential relation to outside objects grounded in a causal 
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baptism (as Kripke (1980) calls it). On this view, the term 'arthritis' gets its meaning 

by this baptism and refers to the disease arthritis even if one has false beliefs about 

arthritis. Straight adherence to conceptual role will not correctly specify an expression's 

or representation's meaning, which, according to Putnam, Burge, et ai, is the wide 

content. Some conceptual role theorists, like myself, simply deny that the meanings are 

different in the two cases. But we have to pay the price for this position, and the price, 

as was well known to Putnam and Burge, Twin-misrepresentation is impossible. 

Because of a problem closely related to misrepresentation, the Twin-earth cases, 

some so-called "conceptual-role" theories are not strictly use theories, but add some 

external component of meaning to account for wide content. Such theories are two-factor 

theories, or "dual-aspect" theories. Block's view of these factors is that there are not 

two kinds of meaning, but two "aspects" or "determinants" of meaning. (1986:626) The 

internal component/factor/aspect is intended to provide an account of understanding and 

cognitive significance, and conceptual role is the natural candidate, for it is the 

conceptual or functional role which is "in the head" and determines narrow content. The 

second component is external and it is intended to provide an account of the relations 

between the language and the internal mental representations and the external world. It 

is supposed to account for truth, satisfaction, and reference, and usually (but not always) 

does this via a causal theory of reference, capturing wide content. 32 The reason that 

32 Field 1977, 1978; Fodor 1980; McGinn 1982, 1989; Loar 1982; Block 1986, 
1987; Lycan 1981, 1982, 1984. 
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some writers, Lepore and Loewer (1987) for example, prefer the term "dual-aspect" 

theories is that some of the theories which follow this approach do not, strictly speaking, 

have two factors, but one factor with the external component built in. Such single-factor 

conceptual role theories (such as Harman's) typically take the conceptual role itself to 

have a 'long arm' which reaches outside the head, and includes relations to external 

objects to allow for wide content. 33 Block argues that this simply reduces to the two 

factors that he includes in his own view, but perhaps for neutrality's sake, we might be 

advised to say that even if it is one factor, it has two aspects, an internal one and an 

external one. Given this proviso, I will include such views under the general heading 

of "two-factor" theories. 

All of these theories concentrate on allowing for content to be 'wide'. The 

presence of two factors is supposed to allow us to say, in Putnam's Twin-earth case, that 

our expression 'water' means H20, and not H20-or-XYZ. It does this by viewing 

conceptual role as underdetermining the content of the representation, and viewing the 

referential factor as a way to make as yet underdetermined content more determinate. 

The 'WATER' concept's underdetermined content H20-or-XYZ is supposed to be made 

more determinate by appeal to reference, and made to include only H20, and not XYZ. 

This allows an earthling's tokening of 'WATER' on Twin-earth to be a 

33 Block (1986:636) has dubbed these two sides of Harman's view the 'long arm' and 
'short arm' of conceptual role. The tradition of viewing conceptual role widely begins 
with Sellars (1963, 1969, 1974), and is followed more recently by Harman (1973, 1982). 
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misrepresentation, whereas if it meant H20-or-XYZ it would be a correct representation 

of XYZ. However, though this is how advocates of two-factor theories describe things, 

this is a very misleading way to interpret the effect of the referential factor on content. 

What people often overlook is that conceptual role doesn't point to a vague and 

underdetermined content at all. It picks out a perfectly respectable content, but one that 

is often disjunctive. In the Twin-earth case, the conceptual role picks out a respectable 

extension, H20-or-XYZ, a concept we can call 'TWATER'. The referential factor 

doesn't make the content picked out by the conceptual role more determinate, but rather 

the referential factor gives us a different content entirely. There is sometimes a great 

deal of overlap in the extensions of the content fixed by conceptual role and the content 

fixed by reference, but the contents are distinct and different. So when the two-factor 

theorists claim that the referential factor merely modifies and focuses the content fixed 

by conceptual role, what is really going on is that the referential factor fixes a different 

content, perhaps a less disjunctive content, and the content fixed by conceptual role is 

discarded in favor of the referentially-determined content. Where the referential factor 

is claimed to make the content more detenninate, in fact what happens is that the two 

factors diverge and yield different contents. In the Twin-earth cases, we get wide 

content by ignoring the content picked out by conceptual role and having content totally 

determined by reference, where the reference is based on the causal baptism of the tenn 

or representation. It is this divergence and separation of the content picked out by the 

two factors that allows misrepresentation in the Twin cases. But the two-factor theories 
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do not have only the Twin cases to worry about, but misrepresentation generally. And 

they all invoke the second factor to ground not just Twin-misrepresentation, but 

misrepresentation generally. I will show that the second factor, in any of its many 

incarnations, simply is not up to the job of accounting for misrepresentation, including 

Twin-misrepresentation. 

While these two-factor dual-aspect theories have their general strategy in 

common, there are a number of different dimensions in which they differ from one 

another. We need to see the details of how they differ, and how the general argument 

against the possibility of error affects each particular theory. The general differences 

between varieties of two-factor conceptual role theories can be categorized by a series 

of distinctions: Is conceptual role solipsistic or not? Is conceptual role to be specified 

by actual use (Le. causally) or ideal use? Is the external factor merely truth-conditional 

(i.e. Tarskian) or causal, teleological, or based on facts about reliabiHty? All ofthe two

factor or dual-aspect theories on the market are basically a combination of positions on 

these issues. As a graphic representation of who stands where, Figures 3.1 and 3.2 

below summarize the territory, and show how the various different conceptual role 

theories compare. 

It also turns out that among the various ways to specify the external factor, Field 

(1978) has it being a truth conditional view based on a causal theory of reference: the 

truth conditions of a sentence are determined by the references of its parts. This sort of 

view of the external factor is the dominant one, adopted by Fodor, McGinn (in his earlier 

~~.-----------



Fig. 3.1: INTERNAL FACTOR = CONCEPTUAL ROLE 
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solipsistic Field Fodor 
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non-solipsistic Sellars 

Fig. 3.2: CONCEPTUAL ROLE AND HOLISM OF MEANING 

holistic meaning non-holistic meaning 

solipsistic Field Fodor 
conceptual roles Block 

non-solipsistic 
conceptual roles 

Harman 
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163 

(1982) view), and most of the other two-factor theories. McGinn later (1989) adopts a 

teleological view of the external factor. Block has a similar view, but differs regarding 

. the source of the external factor. Field (1978) also suggests an alternative view which 

is based on the reliability of beliefs, which then can be the basis for a functional account 

of truth and reference for the system of representations, and this approach also appears 

in Loar (1981). To make the argument that all use theories lead to the impossibility of 

error, we have to look at the leading conceptual role theories, all of which are claimed 
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to allow for error. I claim that they all fail to adequately account for error, and that they 

all fail for similar reasons. 

III. A. HARMAN AND A ONE-FACTOR, TWO-ARMED CONCEPTUAL ROLE 

THEORY 

Hannan (1973) seeks to have a version of conceptual role theory in which the 

conceptual role is not definable solipsistically, but includes external relations. Hannan 

is also a sententialist, who holds that mental states are functionally individuated relations 

to mental representations, some of which, the mental sentences, are tokens of sentences 

in one's public language which have a fully disambiguated truth-conditional structure. 

He reserves 'meaning' for something semantic in public sentences fit for communication 

and uses 'representational character' to refer to the content of mental sentences. He 

holds that two things detennine the conceptual role of a mental sentence: the mental 

words in it, and the grammatical! logical! truth-conditional structure of it. He accepts 

many of Quine's insights about meaning, such as the elimination of the analytic/synthetic 

distinction and holism (though not Quine's reluctance to talk about the mental). He 

rejects the view that mental sentences get their meaning by matching abstract 

propositions, noting that a major argument for that view is that it is supposed to account 

for synonymy across languages and allows us to rule out semantically deviant sentences, 

syntactically well fonned but nonsense sentences like "Green ideas sleep furiously". This 

might be said to be semantically deviant in virtue of the fact that it does not match a 
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proposition; the meanings of its parts do not cohere. This is very close to saying that 

it is false in virtue of the meanings of the words, or analytically false. On this view 

analytically true sentences would be so in virtue of their being associated with necessarily 

true propositions. 

Hannan argues against this view in a very Quinean way: propositions as posits 

to preserve synonymy are not needed because there is no real synonymy to 

accommodate, either across or within language, only similarity of meaning. (1973: 109-

110) There is also no such thing as analyticity, only epistemic centrality and degrees of 

resistance to revision. Those sentences which have been called analytic are just the one's 

which we are detennined to count as true at any cost. This recalls QUine's arguments, 

as well as Putnam's, whose robot-cat example is intended to show that even a sentence 

like 'All cats are animals' might be rejected upon discovering that lots of cats are really 

robots. So Hannan (1973) is willing to accept the holism that a conceptual role theory 

thrusts upon us, and agrees that there is no principled difference between 'change in 

meaning' and 'change in view'. If meaning is detennined by conceptual role, and that 

is just epistemic liaisons among mental sentences, then to change liaisons is both to 

change one's view about X's and also to change the meaning of "X". The consequence 

for Hannan would seem to be that even natural kind tenns will change in meaning over 

time as our theories change, but the extension of the tenns, and hence the reference, 

stays ftxed. Or at least this would be the result of the view he espouses in Thought 

(1973). 



166 

But in his 1982 "Conceptual Role Semantics", Harman accepts Putnam's 

arguments about Twin-earth cases in which there is difference in meaning without any 

difference in functional role, and wants to allow for incomplete understanding (and hence 

to allow one to make errors). So Harman needs something to rule out certain uses of 

concepts from being correct by building in reference to outside factors. He utilizes three 

different mechanisms to do this: 1) by citing causal chains reaching back and linking 

names to objects through a Kripkean "baptism", 2) by making content relative to the 

choice of a "normal context" (1982:248-9), and 3) by making the content of one's 

representation flxed in some cases by proxy by the conceptual role the representation has 

for other people (Le. "the experts"). Error can be made possible in many cases by 

causal baptisms, because the baptism fixes the reference of the representation at the start, 

and it remains fixed to the object it was baptized to refer to through changes in the 

conceptual role of the representation. Error and misrepresentation are supposed to be 

made possible in Putnam's Twin case by appeal to context: the Earthling's tokening of 

WATER in the presence of XYZ is a mistake because the normal context for the 

Earthling tokening of WATER is on Earth, in the presences of H20, not XYZ. If the 

Earthling were to remain on Twin Earth long enough, Twin Earth might become the new 

normal context, and the tokening of WATER in response to XYZ would no longer be 

an error. Putnam's case of incomplete understanding of such words as 'oak' and 'elm' 

is another one related to the issue of error and misrepresentation: I am supposed to be 

able to have thoughts about elms and not oaks even though I cannot distinguish the two 
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kinds of trees. If this is not made possible by our theory of content, then my thoughts 

have the content elms-or-oaks, and I can never mistake an elm for am oak, since the 

representation I apply to the one is equally correct for the other. Harman seeks to 

account for these kinds of cases of incomplete understanding by appeal to the conceptual 

roles of the expressions for the experts. The expert's thoughts about oaks and elms are 

completely specified by the expert's individual conceptual role. In cases of incomplete 

understanding, Harman agrees with Putnam's claim that the meaning is inherited from 

the experts, and Harman's particular version is that it is still conceptual role, in the 

experts, which determines the content of the representations. The upshot is that Harman 

puts a limit on conceptual role being the sole determinant of content by expanding it to 

include wide content via the 'long arm' of conceptual role, the link to public language, 

nonnal contexts, and the conceptual roles of other individuals, the experts. He thus also 

limits the semantic holism he is willing to subscribe to. 

Loar (1982) has several telling objections against Harman's attempts to account 

for Twin cases, incomplete understanding, and error and misrepresentation. First, he 

complains: 

[1]t is not clear what would make some state of x's and some state of y's 
count as the same concept (oak) if not their conceptual role. What else 
is there on Harman's account? (Loar 1982:279) 

We must ignore the conceptual role of the representation in x to allow the content to be 

fixed by y's conceptual role, but then there seems to be nothing in common between the 

two representations to tie them together. Harman might appeal to the causal baptism of 
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x's oak concept to do this identification, but then it seems that the causal link itself is 

detennining the content of the concept, and we have no conceptual role theory at all, but 

a causal theory, which cannot account for all the cases (like Morning Star - Evening 

Star) that motivated appeal to conceptual roles in the first place. Secondly, Loar asks: 

"Why not say that x's concepts differ in content by virtue of those differences in x's 

individual conceptual organization?" (1982:279) He notes that x's "conceptions" of oaks 

and elms are different, for she believes that oaks are called 'oaks' by the experts, and 

elms are not called 'oaks', but 'elms', by the experts. Loar claims that "given a suitable 

theory of reference" this approach would explain how the reference of the concepts is 

inherited from the experts. The problem with such a view, I think, is just that if x does 

not know the difference between oaks and elms, besides this tenninological difference, 

it is still not clear that the concept which x applies to an oak is the same concept as either 

of the ones which x knows are tied to the words 'oak' and 'elm', respectively, by the 

experts. It seems that x has a third concept, meaning oak-or-elm, which is the one 

involved in oak and elm identification, and the word associated with it may have a 

orthographic similarity to the words tied to the concepts which one knows the experts 

distinguish. In fact, if we really do have a conceptual role theory of concept 

individuation, the concepts will not be the same, for the concept applied to oaks and elms 

indiscriminately has a different conceptual role than either of the concepts whose 

conceptual roles involve mention of the words the experts use. Of course, conceptual 
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role can include one's willingness to defer to the experts, but if it includes one's 

indiscriminate use, then it cannot generate misrepresentation. 

It is Loar's third criticism that ties in to what I argue is the deep flaw in all two-

factor theories: 

[W]e need some criterion for saying when x's concepts get their content 
from the conceptual role for x and when from some other individual(s). 
The theory otherwise seems a collection of ad hoc judgments. (Loar 
1982:279) 

Loar also objects to the appeal to normal contexts on the grounds that this is just 

incompatible with the whole notion of content being determined by conceptual role: 

"Why should content be detennined in part by context if conceptual role is the key 

semantic concept?" One thing we should notice is that Loar's complaint might be off 

target if he is taking conceptual role to be actual causal role in the system. 34 However, 

I think this objection does have merit, in that it is the context that is doing all the work 

in specifying content in the Twin cases, and it seems to have very little to do with 

conceptual role at all. It is this feature of two-factor (or, in this case, dual-aspect) 

theories in general that is most troubling, that the two factors do not always contribute 

together to the content, but that in various hard cases one of the two factors takes 

exclusive charge of specifying the content. What is the criterion specifying which factor 

34In relativizing to functional role in a normal context, Harman could be interpreted 
as moving from the causal view of conceptual role to some idealized version of 
conceptual role, one not exactly like Field's idealized version based on subjective 
conditional probability, but idealized nonetheless. 
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is in charge? We will return to this theme as the root of the general failings of two-

factor theories. 

m. B. FIELD AND THE ORIGINAL TWO-FACTOR THEORY OF CONTENT 

Field (1977, 1978) sees meaning as determined by conceptual role plus a causal 

theory of denotation or reference. More specifically, he has a denotational theory for 

s means that p, but a functional role account of type individuation of belief states. The 

truth conditions of the mental representations are to be specified by a compositional 

Tarskian theory, where some of the compositional elements denote objects in the external 

world. Field's view of denotation connects the sentence in question to a set of possible 

worlds in which the sentence is true, but later he claims that we can do this without 

realism about possible worlds by putting the connection in something like the following 

way: 

'Fb' means that x is a G iff 'b' denotes x and 'F' denotes the property G, 
and 'Fb' is true just in case x has the property G. 35 

Field admits that though the truth-conditional factor is the dominant one, it is not 

fine-grained enough to cover all differences in the content of mental representations. 

What is needed to account for these is a factor in meaning to cover differences in 

understanding of representations (such as the difference between beliefs about 'Cicero' 

and beliefs about 'Tully'); in short, what is needed is conceptual role. And where 

35Field explains 'denotes' with a causal theory of reference. 
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Hannan needed to make conceptual role non-solipsistic and reach out into the world, to 

account for the Twin cases and tie representation to the world, Field has already taken 

care of the external tie to the world with the referential factor. His view of conceptual 

role need only be narrow, individualistic, and solipsistic. And furthermore, it must only 

be narrow if it is to account for differences in understanding of representations which 

have the same referent and not have that sameness in reference destroy the difference in 

conception of, say, 'Cicero' and 'Tully'. 

Field's conception of conceptual role is idealized, characterized in terms of a 

subjective conditional probability function defined over all of the sentences of a person's 

language. It specifies the person's commitments to the various sentences and how she 

would change her degrees of belief in them on the basis of new information. The 

conceptual role of a sub sentential expression is specified in terms of the conceptual roles 

of the sentences in which the expression appears. And this use of conceptual role is 

specifically intended to allow the thoughts such as 'Cicero is bald' and 'Tully is bald' to 

have different conceptual roles for a person (who doesn't know that the two expressions 

refer to the same person), since additional information about 'Cicero' will affect one's 

degree of belief that 'Cicero is bald' but not affect one's beliefs about 'Tully'. On 

Field's view, any change in the probability function changes the conceptual role of every 

sentence or representation. Since different people will almost always have different 

subjective conditional probability functions, and the same expression (syntactically 

specified) will have a different conceptual role (except in bizarre Twin cases), his view 
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will not allow useful comparison between individuals, or even across changes in the same 

person. Field considers it only an account of intra-individual meaning, and admits the 

holism and the impossibility of comparing the conceptual roles of different individuals. 

It is the denotational external connection to the world that different people can have in 

common, and Field thinks that there is no determinate intersubjective sameness of mental 

content beyond this sameness of referential meaning. It is important to notice that 

Field's theory isn't really a naturalistic one, for his appeal to subjective conditional 

probability is not given a naturalistic reading (though perhaps it could be given one). His 

view is, however, a major influence on all of the other two-factor theories of content. 

At this point I will not attack it specifically, but I will say only that the divergence of the 

two-factors that occurs in Field's view ultimately going to be the source of its inability 

to account for misrepresentation, as this is the deep instability that undermines all two

factor theories. Once we have seen some of the details of the others, we will see that 

despite differences between various formulations of the two-factors, they all have the 

same problem. 

DI. C. ALTERNATE VIEW OF TRUTH-CONDITIONS: RELIABILITY 

Field (1978, 1986) has introduced (though not really endorsed) an alternative 

formulation of the two-factor, denotationallconceptual role theory of content that could 

also explain beliefs and their relation to objects. He suggests a special way in which 

beliefs can be related to the external world: they can reliably indicate the state of the 

---- ------ -.--- .. 
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world. (Field (1986:90) uses the technical tenn T-reliability.) A belief type is T-reliable 

iff it reliably indicates its truth-conditions. For a given belief-state type b, if its truth 

conditions are thatp, then probably p. If we could work out such a view, then we could 

explain the relation of beliefs to the world, and the success of actions based on those 

beliefs, without appealing to the content of the beliefs at all, just in tenns of the tendency 

to reliably indicate (i.e. covary with) properties of the world. T -Reliability could be the 

basis of a functional account of truth and reference for mental representations. As such 

it isn't really a two-factor view of content at all, but reliability could also appealed to as 

that which detennines the external, referential factor in a two-factor theory of mental 

content. 36 Loar (1981) also appeals to such reliability in his account, though more 

closely tied to a functionalist account of belief content. 

There is more to the story than this, but this is enough to see that appeal to 

reliability will not make mental content wide, will not give us Putnam's answer in the 

Twin cases. The reason is simple: in the Twin case, my 'WATER' beliefs (Le. 'There 

is water in my glass now') are reliable indicators of the presence of H20. But since I 

would represent XYZ on Twin-earth just as I do H20 on Earth, 'W A TER' thoughts are 

even more reliable indicators of the presence of H20-or-XYZ than they are of merely 

H20. After all, according to Putnam, the Twin case is precisely one in which I fail to 

perfectly represent H20, but I do correctly represent the presence of the disjunctive class 

H20-or-XYZ. Making the content disjunctive makes the representation more reliable, 

36For a discussion of Field's proposal, see Schiffer (1987: 103-107). 
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not less. So we can't invoke reliability to rule out the disjunctive content assignment in 

favor of the non-disjunctive, less reliable content. On the no error view, my beliefs are 

perfectly reliable indicators of the state of the world. They are just not as specific as the 

proponents of reliability theories of reference had wanted. 

Loar tries to move against this kind of argument, and writes: 

It is striking that our beliefs tend to be true in far greater quantity than 
could be expected simply from their functional roles .... no a priori 
principle of charity implies that those functional states are highly reliable 
under T [the truth function]. (1981:175-76) 

To account for error and misrepresentation he puts conditions on the relevance of 

reliability to content, and stipulates: 

A minimal condition for reliability under T* to be noteworthy is that, 
relative to T *' s distribution of truth values among belief-types, there is an 
antecedent improbability of the totality of belief-tokens being more than 
moderately reliable. If they tum out to be immoderately reliable, T* 
becomes of interest; something is afoot. (1981:176) 

Here Loar highlights that it really isn't reliability that is interesting and significant for 

specifying content, but 'informativeness'. But he is just wrong to begin by stating that 

beliefs are true more often than would be suggested by their functional roles: if content 

is determined by unlimited functional roles, then they'll always be true. The only way 

to avoid this result is to make the distinction between meaning-fixing and Ilon-meaning-

fixing uses of the representations. And that is just what Field and Loar are suggesting 

can be done by considerations of reliability. Unless we have already invoked reliability, 

we won't have added a second factor and we won't have differentiated the segment of 
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functional role which flXes meaning from the segment that does not. Without that 

distinction, functional roles make all the beliefs true. Under those circumstances, beliefs 

couldn't be more true than their functional roles suggest, since they couldn't be more 

true than all true. 

Furthermore, we are told that reliability isn't really the anchor that ties the beliefs 

to the world, 'informativeness' or 'boldness' is. But what makes bold or informative 

beliefs the interesting ones? To get an argument that informative reliability must specify 

a second, referential factor to content, there had better not be any alternative way of 

accounting for informativeness that doesn't require that it be reified as a reliability-based 

wide factor in a two-factor theory of content. I take it that success of the behavior the 

beliefs yield makes them the interesting ones. Loar needs to argue that beliefs whose 

content is fixed merely by functional or conceptual role, with no external factor (and 

hence guaranteed true), could not or would not lead to such success. In Chapter 4 I will 

be arguing for a pragmatic account of concept change, which holds that success can 

indeed be independent of the truth and falsity of beliefs (since Strict Conceptual Role 

Theory makes them all true). I argue that informativeness is the pragmatic factor that 

is behind the dubbing of concepts as being good or bad relative to various tasks, and it 

does not in itself motivate or require appeal to an external referential factor to specify 

the content of mental representations. Success, in its guise of informative 

representations, is what makes one concept better than another, not what makes the 

concepts mean anything different. 
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I do not take this to be an independent conclusive refutation of reliability as 

external factor, since the ramifications of the alignment problem are what I take to be the 

main flaw in all two-factor views. So informativeness can not be used to make the 

distinction between meaning-fixing use and non-meaning-fixing use as a way of saving 

two-factor theories. But my pragmatic account can bring in the relevance of 

informativeness while not making it part of the determination of the very content of 

mental representations. 

III. D. McGINN AND TWO KINDS OF EXTERNAL FACTOR 

McGinn's earlier (1982) view is very much like Field's, opting for Field's 

idealized view of intra-individual conceptual role, defined by subjective conditional 

probability, and for something very much like Field's external referential factor. He 

even considers adopting Field's suggestion about reliability as the basis for reference. 

But he complains (1982:226) that Field's view "makes the raison d'erre of reference and 

truth too dependent on conditions of the hearer, instead of locating their point in the 

characterization of the activity of the speaker." He prefers to find reference in the 

"intention with which assertions (and other speech acts) are made." 

[We] need semantic concepts to explain why it is that the speaker chose 
those words to convey knowledge (or belieO about a certain state of 
affairs to an audience. 

So McGinn's (1982:229) theory of meaning is that: 

-----.--- ----. 
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for s to mean that p is for s to be true iff q, for some 'q' having the same 
truth-conditions as 'p', and for s to have some cognitive role tp such that 
'p' also has cognitive role tp. 
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So two expressions mean the same thing, according to the second factor, only if they 

share conceptual role. In this way, two different speakers can mean the same thing by 

their utterances, and have representations with the same content, only if the expressions 

have the same conceptual role in each individual. In this condition McGinn is departing 

from Field (1977), who claimed that same conceptual role was necessary for same 

meaning for one individual, but denied that different individuals would have the same 

conceptual roles, and hence denied that conceptual role could establish inter-personal 

synonymy. And here we should wonder, as Lepore and Loewer (1987:174) do, how 

McGinn can invoke inter-personal sameness of "cognitive role". If he understood 

"cognitive role" as functional role, then it would be possible for people with different 

beliefs to have a representation with the same "cognitive" (functional) role. But McGinn 

understands cognitive role as Field does, epistemically: "cognitive role will naturally be 

theorized in evidential terms" (McGinn, 1982:234), and cites Field's (1977, 1978) view 

of it as the complex of one's probability assignments. When we have such an epistemic 

view defInition of conceptual role, conceptual role becomes idiosyncratic: conceptual role 

will be different for any individuals except bizan-e Twin cases. Under normal 

circumstances, say in which two people (a layman and an expert) have different beliefs 

about oak trees, the (epistemicaIIy defIned) conceptual roles of the concept 'OAK' (and 

the word 'oak') wiII be different for the two individuals. This is just the result that we 
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cannot be left with if we are to account for error and misrepresentation: we need the 

meaning of oak to be the same between the layman (who can't tell the difference between 

oaks and elms, and who believes "falsely" that they are the same species) and the expert 

(who can tell the difference) in order to say that they both mean the same thing, and that 

the layman has made an error and has a false belief. McGinn's formula is doomed, 

because he says synonymy requires both sameness of truth conditions and sameness of 

conceptual role. This gives McGinn all of the disadvantages of two factors with none 

of the advantages - all of the crucial cases involve either same conceptual role with 

different reference (H20/XYZ case) or same reference but different conceptual role 

(Cicero-Tully). If McGinn requires both, he cannot account for either kind of case! And 

because accounting for these cases (especially the Putnam/Burge cases) is required to 

account for error, McGinn cannot account for error. 

McGinn's later (1989) version of two-factor semantics still has an idealized view 

of conceptual role (still following Field (1977», but it has a different (or additional 

determinant of) external role, a teleological one. 

[TJhe teleological theory suggests a particular conception of how these two 
components interlock. Internally there is a causal mechanism; externally 
there is a relational function of the mechanism. The mechanism is 
designed to discharge the function, though the function cannot be read off 
its intrinsic features. . .. The relation between the two aspects of content 
is thus like the relation between any causal mechanism and its biological 
purpose: intimate, but not too intimate. [1989: 162J 

So McGinn seeks to capitalize on the work done on functions from Cummins (1975) to 

Dretske (1986) and Millikan (1984, 1986) to distinguish between the function that the 

---- -- . ----
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cognitive mechanism actually performs and the one that it is it's function to perform. 

The gap between the two is supposed to allow that the mechanism has a function/even 

when it fails to perform that function, and the content of the representations in it is fixed 

(in part) by the function it is supposed to perform. This gap is intended to allow 

misrepresentation and error: they are just cases in which the mechanism fails to perform 

its proper function. McGinn concurs: 

The two components of content interlock or harmonize only to the extent 
that proper function and actual causal performance do - which is to say, 
only to a point. (1989:163) 

McGinn acknowledges that he is invoking the teleology that has been worked out in 

Millikan, but where other theories try to define content solely in terms of proper 

function, McGinn seeks only to make it the second factor in a two-factor theory. He also 

distinguishes this mismatch of function with performance from the Twin earth cases: 

This possibility of disengagement is additional to that present in twin earth 
cases: causal role can come apart form content by virtue of the normative 
character of content as a teleological notion, but also by virtue of the 
extrinsicness of content with respect to causal role. Identity of causal 
powers is therefore doubly insufficient for identity of content; and this 
shows that the taxomony of content cannot be (fully) explicated in terms 
of causal powers. [McGinn 1989: 163f] 

Though I think McGinn is overestimating the separateness of these two kinds of 

mismatch, this revised version of his two-factor view is an improvement over the earlier 

one, for at least this is not obviously incapable of giving us an account of error. 

However, it is not obviously capable of accounting for en'or either, and in fact it, too, 

fails. But it fails for more standard reasons, now that the two-factors can come apart, 
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we have the alignment problem again. And we have the deeper structural flaw that 

plagues all two factor theories. But even barring that, the teleology will not do the job. 

An indepth examination of Millikan and Dretske will come later in this chapter, 

where we will see the problem which I take to be telling against using teleology to 

establish the gap between proper function and performance. To give a bit of a preview, 

teleology seeks to establish the function of a cognitive mechanism, and the content of the 

representations used by the mechanism, on the basis of appeal to the objects which when 

represented correctly, cause the mechanism (and the organism) to survive and reproduce. 

So, in Millikan's (1986) example, the target of frogs' snapping is supposed to be the flies 

that are its food, for snapping at them causes reproduction of the mechanism. The 

problem is that for every 'wide' or 'conservative' reading of the function, that the frog's 

representation is of flies, there is a corresponding 'narrow' or 'liberal' reading of the 

content, where the representation is of Iittle-black-moving-dots. Millikan argues that the 

frog's representations have the content 'flies' and not Iittle-black-moving-dots, because 

flies are what it needs to eat and eating them is what leads to the organism's survival. 

Fodor's (1990a) objection is simply that if the content were Iittle-black-moving-dots, and 

enough of the dots happened to be flies, the frogs and their cognitive mechanisms would 

survive just fine. The frogs would survive if either a) they have the "right" content, 

flies, or b) if they have the "wrong" content, Iittle-black-moving-dots, but they are 

sufficiently lucky to have enough of the dots tum out to be flies. So survival does not 

tell us which reading of the content, the narrow function or the wide function, is the 
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content of the mental representations. But even if it did, that wouldn't get McGinn out 

of the general flaw in two-factor theories: he takes divergence and misalignment between 

the two factors as a virtue, and in a way it is, for it is required if there is to be any 

misrepresentation. But in a worse way it isn't. But before we get to the general 

argument why divergence between factors is a fatal flaw in two-factor theories, let us 

look at the specifics of some of the other two-factor views. 

m. E. BLOCK AND THE COMPUTATIONAL TWO-FACTOR CONCEPTUAL 

ROLE THEORY 

Block argues that Harman's wide conceptual roles just collapse into two distinct 

factors (1986:636-7), and Block develops a "conceptual role theory" similar to Field's, 

with two distinct factors. Every mental representation or mental sentence gets its 

semantic properties from two factors: its conceptual role (for its narrow content) and its 

truth conditions (for its wide content). On the narrow content side, the mental 

representation's conceptual role is individualistic or "in the head", constituted by its 

epistemic liaisons, its inferential relations to inputs, outputs, and other mental 

representations. Inputs are taken to be outputs of sensory transducers (which tum surface 

stimulation into an internal representation), and outputs are taken to be motor activity or 
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movement of the body, and must be nonintentionally described.37 His conception of 

conceptual role differs from Field's, as Block comments: 

Field's account is not quite a conceptual role account in the sense in which 
I have defined it, since his conceptual roles are not quite causal. Field 
defines conceptual role in tenns of conditional probability. (1986: 630) 

Block follows Field's characterization of the wide content side, holding that truth 

conditions must be detennined naturalistically, via a causal theory of denotation or 

reference. Again, Block thinks that these are not two kinds of meaning, but two 

different aspects or "detenninants" of meaning and content. (1986:626) One of them, 

the referential factor, takes care of Putnam's case for the claim that "meanings just ain't 

in the head", while the other, the conceptual role factor, accounts for the Fregean cases 

in which expressions or representations with different meanings have the same extension 

(like "Cicero" and "Tully"). 

Block is not a holist about meaning in both aspects primarily because such a 

position violates one of the desiderata he sets out for all theories of content to meet: 

compositionality, which is the idea that "the meaning of a sentence is in some sense a 

function of the meanings of the words in it (plus a syntax of the sentence)" (1986:616). 

He is a holist about narrow content, but that is not the whole of meaning on his account. 

37This requirement highlights one of the major problems for a narrow content view: 
how can one separate output from mere motions of the body without characterizing the 
motion intentionally. After all, being thrown off a horse is a movement of the body, but 
doesn't count as behavior (at least non on the rider's part.) It is the intentional 
description which makes the distinction on many views, but a narrow content view cannot 
utilize that. So it needs a replacement, and that it a tough assignment (Cf. Block's 
"Troubles with Functionalism" 1978) 
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Block's second factor, the tie to truth conditions, is supposed to allow us to specify the 

reference of a representation, and hence one aspect of the meaning, independently of the 

representation's holistic inferential role. Thus, one aspect of meaning accrues non

holistically to individual representations in isolation from the others consistent with 

compositionality . Yet he still says that "the conceptual role is primary in that it 

determines the nature of the referential factor, but not vice versa", specifying that "what 

theory of reference is true is a fact about how referring terms function in our thought 

processes. This is an aspect of conceptual role." (1986:643) So, unlike Field, Block 

does not think that reference is wide due to an across-the-board causal theory of 

reference. Rather, Block thinks that what gives the representations wide content is their 

conceptual roles and the way their conceptual roles determines which theory of reference 

is true of them. For instance, if a term has the conceptual role of a singular term, then 

it is the conceptual role of the concept of reference as it relates to singular terms that 

specifies what the term refers to (its wide content). So it is conceptual role that 

determines what sort of term it is, be it a name, description, singular term, etc. 

Moreover, the Kripkean view of rigid designation and reference turns out to be the one 

which the conceptual role of the concept 'REFERENCE' matches. Block's example of 

a specific theory of reference is Kripke's (1979) causal theory of naming, which holds 

that, for example, the name 'Moses' would refer to the person to whom it has causal ties 

even if that person had failed to have done any of the deeds he is said to have done. The 

causal theory of naming holds here because the conceptual role of names has the function 
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it does, i.e. that names apply to things independently of many of the facts that are true 

of those things (as determined through our intuitions about whether the name would still 

apply in certain counterfactual circumstances). If the terms we now call 'names' had 

functioned differently, perhaps as descriptions, then if Moses had in fact failed to see the 

burning bush, we'd say that there never was a "Moses" at all. But it is the causal theory 

of reference itself which determines which fixed object the name refers to, and it does 

this independently of conceptual role. Kripke's argument is precisely that names have 

wide content: they refer to the same object through changes in conceptual role. Block 

tries to extend that account of names to cover reference of all kinds of terms. If concepts 

are used in a way which meets the conditions of a Kripkean theory of reference, then 

they have wide content in virtue of having that conceptual role. 

DI. F. PoLLOCK AND AN EPISTEMIC EXTERNAL FACTOR 

Pollock (1989a) has a somewhat unconventional two-factor theory of content. He 

holds a solipsistic individualistic view of conceptual role, and views it as based on actual 

causal role (like Block's view) as opposed to a Fieldean idealized role.38 He agrees 

that narrow content defmed by individualistic conceptual role does not fix truth 

conditions, thereby motivating an external factor to determine truth conditions. But 

where Block and McGinn and Field take the external factor to consist of the referents of 

38This is in part because Pollock views subjective probability in general as just 
misguided and indefensible. See Pollock 1986, 1989a. 
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mental terms, Pollock takes them to be established epistemically. In a case involving a 

representation causally connected to perception of red object, the problem is specifying 

whether the content of the representation is the external red object or the state of 

something appearing red. Pollock (1989b:99) argues that: 

Perceptual judgments strive to correct for deviations between perceived 
states of the world and the states of our perceptual apparatus. 
Accordingly, the perceptual judgments are more strongly correlated with 
the perceived state than they are with other states comprising causal links 
in perception, and that can be used to detennine the content. 

So his proposal for detennining the content of the mental representation is as follows: 

(1) P gets its content by virtue of the fact that perceptual judgments of the 
fonn 3P are more highly correlated with the presence of red objects than 
they are with anything else causally involved in perception, and (2) a is 
a state of being appeared to redly by virtue of the fact that it is a 
computational prima facie reason for endorsing 3P. 

The key is that judgments about the presence of red lights are defeated by different 

considerations than are judgments about being appeared to redly. For example, the 

fonner can be defeated by discovery of peculiar lighting in the room, whereas the latter 

judgments cannot. So the external factor is not causal links to external objects, but 

epistemic links to external properties, such as there being red lights in the vicinity. 

The problem with Pollock's epistemic account of the link to external properties 

is that in the error cases that I am concerned with, I am not sure the correlations go the 

way he thinks they go. His argument is that we are to prefer external properties to 

properties of our perceptual system as detenniners of the content of the representations. 

However, in Putnam's Twin case, it is not a state of being appeared to wetly that is the 
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main candidate for the content of my WATER thoughts, it is between H20 and H20-or-

XYZ. Being H20 and being H20-or-XYZ are both external properties, and it seems that 

my belief that the stuff in my glass is more highly correlated to H20-or-XYZ than it is 

to H20, for the obvious reason that if the content is the disjunctive H20-or-XYZ I am 

more likely to be right. The disjunctive properties all seem more highly correlated to 

the mental representation than do the more discriminating, and error-prone, non

disjunctive properties. 

In addition to this, the general move to making the content of a representation 

determined by its role in reasoning is problematic in that it doesn't cut out potential 

reasons. Pollock wants to say that certain associated properties are part of the meaning 

of a concept C because they are the ones involved in reasoning about C, and other 

properties are irrelevant. The question is: are there any properties that could not ever 

be relevant to reasoning about C! The answer seems to be no. For any property p, if 

I believe p ~ C, then p is relevant to reasoning about C. And even if I do not currently 

believe p -+ C, I could come to believe it, and in reasoning about C, its connections with 

even potential other beliefs seems very relevant to my reasoning about it now (for 

example, in anticipating what else I would have to believe if I adopted a certain belief). 

More generally, p is relevant to reasoning about C if I have a theory that links them 

together. For example, instances of pressing a button on a machine could be relevant 

to preferences for flavors of ice cream if I have put people in an experiment where they 

press the button that indicates their favorite ice cream. And even if I have not begun that 

---_._---_ ..... _ .... -



187 

experiment, the fact that these two seemingly unrelated properties could come to be 

related means that the one could become relevant to reasoning about the other. So no 

two properties are guaranteed to be forever unrelated, and that is part of their roles in 

reasoning now. 

This is all just the Quinean point about the interanimation of sentences and the 

web of belief. Pollock is no fan of Quinean epistemology, but I do not see how he can 

deny that anything is potentially relevant to reasoning about anything else given the 

appropriate possible intervening connections. So if it is role in reasoning that makes one 

representation relevant to the specification of the content of another, then everything is 

potentially relevant to everything, and we cannot get a~ account of error or false belief. 

Any claim of the form Fx will be true because part of the meaning of x is its inferential 

connection to being-an-F. In addition to these problems, which are peculiar to Pollock's 

brand of two-factor theory, he too has the general problem of aligning the factors, and 

having seen various different kinds of two-factor theories, it is high time to bring out the 

general argument in all its detail. 

IV. GENERAL ARGUMENT AGAINST TWO-FACTOR THEORIES OF 

CONTENT 

All of these two-factor conceptual role theories (including the dual-aspect theories 

as well) try to make content wide by adding a second factor to conceptual role, or 



188 

expanding conceptual role to include an external element. Each factor (or aspect) is a 

separate assignment of content: we get truth or satisfaction conditions both from 

causalldenotationallreferential connections to the world and from conceptual role, and 

there is nothing to insure that these give us the same truth or satisfaction conditions.39 

Of course, the ironic thing is that this is also the very reason for having a second factor: 

mismatch allows the possibility of misrepresentation, error, and false belief. The cases 

that motivated appeal to conceptual role in the first place, the Fregean 'morning 

star'l'evening star' type cases, are prime examples of when same reference does not 

yield same meaning. 

The birth of two-factor conceptual role theories required misalignment of 

reference and conceptual role, in the Frege cases of same reference but different 

meaning, and this was the impetus for making conceptual role relevant to meaning. But 

then we get the Putnam/Burge Twin cases, in which same conceptual role does not yield 

same meaning. In the Putnam cases, the reference of WATER for me and my twin are 

(claimed to be) different, and in the Burge case the truth value of my belief in the actual 

world is false, but in the counterfactual world it is true, and the conceptual role of my 

representation 'arthritis' is the same. So after being convinced by Frege that meaning 

is not exhausted by reference, and crucially involves conceptual role, we are pressed by 

39See Fodor (1987:81-83), and Fodor and Lepore (1992:170) for the basic statement 
of the alignment problem. 
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Putnam and Burge that in some cases conceptual role doesn't fIx meaning, reference 

does. So naturally we should have two factors. 

Everyone agrees that the conceptual roles of representations of H20 and XYZ are 

the same in the Twin cases. So to distinguish the two as having different content, we 

must have a non-use component of meaning. The problem with all the theories that 

supplement conceptual role with a second (usually causal) factor is that the two factors 

can become misaligned. Fodor and Lepore (1992) put the problem like this: 

What keeps the two jactors stuck together? For example, what prevents 
there from being an expression that has an inferential role appropriate to 
the content 4 is a prime but the truth conditions appropriate to the content 
water is wet? (Fodor & Lepore, 1992:170) 

Fodor and Lepore take such a nonsensical hybrid expression to be prohibited by any 

adequate semantics. They criticize Block's explanation of how the referential and 

conceptual role factors keep together. On Block's view, the conceptual role of the kind 

of tenn involved, "how the referring tenns function in our thought processes" (e.g. as 

names, singular tenns, etc.), detennines their reference. (Block 1986:643) Fodor and 

Lepore complain: 

In this context it does no good to be told what Block appears to be telling 
us: namely, that T isn't a kind tenn unless the causal theory of kind tenns 
is true of it. That consideration doesn't block the possibility that "water" 
has the extension oj a kind tenn but the logic oj a number tenn. 
(1992: 171, their italics) 

So the problem is the possibility of misalignment of the two factors, and the two-factor 

theories have no way of blocking misalignment and having content pull apart. 

----- ._-_. - .. __ ._ .. _. ------_ .. 
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The power of the alignment problem isn't just that it is an abstract structural 

untidiness in an unlikely counterfactual case that someone dreamed up; it is rather that 

bizarre divergence could be just around the corner for even expressions that we think we 

understand perfectly well. For example, a concept could have the conceptual role of 

Goodman's 'grue' (green until Jan. 1, 2001, and blue afterwards) but refer to the color 

green (have the truth conditions matching 'green') even after 2001. The worry isn't just 

that two-factor theories allow the existence of hypothetical nonsense, but that they allow 

for the possibility that the most familiar expressions are, unknown to us, just so much 

divergent nonsense. There are shades of Kripke's Wittgenstein here: the conceptual role 

is such that it matches nicely with the truth conditions so jar, in the limited instances it 

has been instantiated. But there are an infinite number of possible roles all of which 

match the truth conditions ~,- There is nothing in the two-factor theory to pick out 

the role that will keep it on track with truth conditions in the future. 

The problem is even worse than that, however. Not only might there be a bizarre 

case of divergence, and not only might the conceptual role of even familiar expressions 

be in fact on the brink of divergence, but some have already diverged. The very cases 

that motivate the external factor in the first place - Putnam's Twin-earth case, Burge's 

arthritis case (and Kripke's "Moses" case and perhaps "puzzling Pierre" (1979» - are 

cases in which conceptual role has come unglued from truth conditions. It is only the 

intuition that the meaning of the expressions in question follows the truth conditions and 

not the conceptual role that is the reason we are supposed to need a causal theory of 

reference to get the meanings 'right'. But from a theoretical standpoint it is arbitrary 

whether we follow the conceptual role or the truth conditions in such cases of 
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misalignment; it is only because we (or some of us, myself not included) have intuitions 

about the right answer that we pick the causal side to have precedence in these cases. 

Unless we already know what the real meaning is, we don't know how to settle such 

cases of misalignment, and we cannot always expect to know all the meanings in 

advance. 

This alignment problem is a very serious flaw in two-factor theories, no doubt. 

And the Frege cases and the Putnam/Burge cases are both ones in which such 

misalignment occurs. But what we should remember is that the point of two-factor 

theories was to allow such misalignments to occur, in order to allow incomplete 

understanding, error, false belief, and misrepresentation. So misalignment is not an 

unintended accident; not only is it intended, it is required. I agree that the possibility 

of wild misalignment of factors is a damning objection to two-factor theories. But the 

real difficulty is even worse than that. Not only are two-factor theories sloppily aligned, 

they are in fact circular. 

All two-factor theories work by alternately having content fixed sometimes by 

conceptual role and sometimes by reference to the external world (and in non-problematic 

cases, by both). But the deep structural problem is something that I hinted at above: 

What governs the choice of factor in any particular use of the representation? Why is 

it that in the Frege case we know the content is fixed by conceptual role, but in the 

Putnam/Burge cases the content is fixed by reference? What tells us this? In these actual 

examples, the cases were cooked up specifically so that we have to use one factor to fix 

content and not the other. But in such cases we "know" which factor to depend on only 

because we "know" what the meaning is "supposed" to be. For WATER, it is supposed 
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to be H20, and not H20-or-XYZ because, we are told, we mean something indexical in 

saying 'That stuff in the glass is water'. The meaning of 'water' here includes the claim 

that it is the same stuff I drank last week, and last year, and that the experts call 'water'. 

If we know all of this about the meaning, then we don't need either of the two-factors. 

We already know the meaning of 'water', but in giving a theory of meaning we've 

begged the question. The question is: for some representation r, given that it has 

conceptual role C and its truth conditions are T, which factor fixes the meaning of 11 

To make a two-factor theory work, we would have to have a principled criterion 

for determining which factor fixes meaning in which cases, without any antecedent appeal 

to the meaning we're supposed to get. We cannot say this: () is one of those cases in 

which reference fixes meaning and conceptual role doesn't, because if it didn't, () could 

not be a case of error or misrepresentation. It is true that if we only appeal to conceptual 

role, we never get error. But it is also true that so far we do not know whether () is one 

of those cases of error or not. Again that would beg the question as to the meaning of 

e. 

In the end, we find that two-factor theories define the meaning of mental 

representation () in the following way: 

If 0 is a representation such that we have another representation (J that 
means something different from () but has the same reference, then () 
means what its conceptual role specifies, but if () is a representation such 
that its meaning is preserved across changes in conceptual role, then () 
means what its reference specifies. 

Obviously, such a definition is circular, and viciously so. The choice of factor depends 

on already having a specification of the meaning of the representation. But without such 

a basis for choosing which factor is the content-determining one in any particular case, 
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the two-factors are impotent. It is not enough to say that whether or not we can say 

which factor takes precedence, the factors are misaligned, so it is a case of 

misrepresentation. To really allow misrepresentation, we must be able to say which 

misrepresentation has occurred, misrepresenting X as Y, or Y as X. Without this, we 

cannot appeal to misrepresentation as an explanation for anything, since we do not know 

which misrepresentation has occurred. The usefulness of pinpointing misrepresentation 

is supposed to be to enable us to explain failures in behavior. You didn't get what you 

wanted because you misrepresented something, perhaps the presence of a means to 

getting what you wanted. So being able to say only that misalignment occurred in a 

particular case is not enough to identify misrepresentation in a useful way. 

Typically, when two-factor theorists get to a supposed case of error, the 

conceptual role factor suddenly fades, and the link between the meaning of the subject 

of the sentence and its predicate suddenly disappears, allowing the causal chain to 

establish the denotation of the subject expression, and facts about that subject to govern 

the truth of the predicate of the sentence. The ironic thing is that it has to be the holistic 

conceptual role factor that is ignored in supposed cases of error, yet the two-factor 

theories are commonly called "conceptual role theories". But if we are serious about 

having two factors, we cannot summarily dismiss one of them when the going gets tough. 

But we cannot safely choose one either. 

The upshot is that two-factor theories are stuck in a dilemma. If the factors are 

always exactly aligned, then 1) one of the two factors is superfluous, since one factor 

would specify the same content as both do, and 2) there is no possibility of error or 

misrepresentation. So the factors must be able to be misaligned. But if the factors can 
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be misaligned, then 1) there is the possibility of their becoming badly misaligned and 

making nonsense of the meaning they are supposed to detennine, and 2) to detennine 

which factor is the operative one the meaning must already be specified, and neither of 

the two-factors can have specified that meaning since we don't know which of them is 

to dominate until it has been specified. And we know of examples that either factor can 

dominate the other:, conceptual role dominates in the Frege cases, and the external, 

referential factor dominates in the Twin cases. So a two-factor theory is either 

superfluous or question-begging and circular. That is the deep structural problem with 

two factor theories. As far as choosing one factor over the other: They're damned if 

they do, and damned if they don't, 

So what are we to conclude? If we are to have a use theory at all, we cannot 

consistently add a second, external factor in an attempt to cover over the limitations of 

a single-factor narrow conceptual role theory. All such two-factor theories are untenable; 

they cannot account for misrepresentation. They cannot because they cannot non

arbitrarily separate uses into meaning-fixings ones and non-meaning-fixing ones. So 

given the basic premise that meaning is a function of use, it is a function of all use, and 

the only viable conceptual role theory is a one-factor theory which making all uses 

meaning-fixing and eliminates the possibility of misrepresentation. 

So isn't this just a long drawn out argument against use theories, otherwise known 

as "conceptual role theories"? Why not go for one of the alternatives, such as causal 

theories, or adaptational theories, or non-use theories? Doesn't this simply show that 

Block, Hannan, Field, McGinn, Loar, Schiffer, Pollock, and other conceptual role 

theorists are just wrong, that the verificationists like Quine, Davidson, and Wittgenstein 
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can't have error either, but that most any other theory of content, from Fodor and 

Dretske to Millikan and Papineau, is to be preferred to conceptual role or use theories? 

Actually not, for those alleged non-use theories are in fact disguised use theories, and 

they each fail for what turn out to be the very same reasons that the admitted 'use' 

theories fail. We need now to show how these disguised use theories fail to account for 

misrepresentation. 

Beyond that, however, the failure of causal theories is directly relevant to the 

discussion of two-factor conceptual role theories, and my criticism of them. My 

statement of the problem with two-factor theories depends upon the premise that the 

Frege cases (such as 'morning star'/'evening star' and 'Cicero'/'Tully') are genuine cases 

of expressions with the same reference but different meanings. As I diagnose things, this 

feature of the Frege cases is the initial motivation for rejecting straight referential 

theories of content in favor of conceptual role theories. But in 'Substitution Arguments 

and The Individuation of Beliefs' (1990:161-175), Fodor denies that these Frege cases 

are really cases of expressions with the same reference but different meaning. He agrees 

that beliefs involving 'Cicero' and 'Tully' are different beliefs, and that they are different 

belief-states. But he claims that it doesn't follow that the expressions (or representations) 

'Cicero' and 'Tully' have different meanings. He thinks that beliefs are individuated by 

conceptual role, but that this doesn't show that representational content is. He argues 

that: 

the most that the standard skeptical arguments about content show is that 
belief individuation is plausibly pragmatic and holistic. But this implies 
nothing about the individuation of content unless you accept 'different 
beliefs ~ different propositional objects'. Which I don't, (1990a: 174) 
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Fodor adds another variable in the specification of belief. It is not just that having a 

belief that p is equivalent to having a representation that means p in the belief box, but 

rather that a belief is: 

a four-place relation, viz., a relation between a person, a proposition, a 
vehicle, and a functional role. According to my story, if all you know is 
that two of a guy's belief-states differ, then all you can infer is that they 
differ either in content or in vehicle or in functional role. (1990a: 167) 

The vehicle is a representation, a symbol with a certain causal role and possessing certain 

semantic properties. So it is distinct both from its content and from its functional role. 

If Fodor is right, then conceptual role theory can't jump directly from different belief-

states (regarding 'Cicero' and 'Tully') to the representations involved having different 

contents, and the argument I make against two-factor conceptual role theories will be 

missing its first premise. But Fodor is not right. 

We should keep in mind that Fodor's story requires that something other than 

conceptual role fixes the content. Specifically, Fodor thinks that some kind of causal 

theory (namely Fodor's own theory) will determine the content. But if that causal theory 

fails (as all alternatives to conceptual role theories of content fail to allow 

misrepresentation) then the only thing left to determine content is conceptual role. As 

a result, the representation (the "vehicle", as Fodor calls it) and its conceptual role and 

its content will all collapse into one, and different belief-states do indeed require 

representations with different meanings. Fodor's point only works if there is a 

dependable determinant of representation content other than conceptual role, and it turns 

out that there isn't. So now it is incumbent upon me to show why causal theories fail, 

not only to show that all use theories fail to account for misrepresentation, but 
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specifically in order to protect the argument against two-factor theories from Fodor's 

challenge. 

V. CAUSAL AND ADAPTATIONAL THEORIES OF CONTENT: ORIGINS AND 

STRATEGY 

Causal and informational theories of mental representation go back at least as far 

as Descartes and Locke. In the search for an account of how thoughts can represent 

external objects, the most obvious theory was that they are like their objects. However, 

similarity at the most simple level will not do, since obviously we do not find anything 

in the head that is red when we have ideas of red objects. So the next best thing is a 

representation which, though itself not red, only occurs in the presence of red thin.gs, and 

this relation would be mysterious if that representation were not regularly caused by red 

objects. In his Dialogues Berkeley rightly argues that ideas cannot be like (Le. similar 

to) material objects, but only like other ideas, but his point is not effective against Locke, 

for Locke's causal theory (in the Essay concerning Human Understanding) does not 

require ideas to be like their objects, just the regular effect of perceiving their objects. 

Seeing the faults with the view that representation is similarity, Locke holds that 

representation is covariation. 

The other inspiration for the causal/informational approach is the notion of one 

type of event or object being an indicator of another type of event or object. As the 

saying goes: Where there's smoke, there's fire. And we need not see the fire to know 

that it is there if the correlation between the presence of smoke and the presence of fire 
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is strong enough. If the correlation is perfect, then smoke is not just a reliable indicator, 

it is an infallible indicator of ftre. This relationship is what is hoped for in a causal 

account: events or objects of type "X" never occur except when caused by events or 

objects of type X.40 If this is so, then objects or events of type "X" can stand for 

objects or events of type X; "X"s represent X's. If "X" could be caused only by an X, 

or could only be tokened if X obtains, then the presence of object or event "X" carries 

the infonnation that X. However, it is claimed, we cannot require such completely 

perfect correlations for representation, for misrepresentation occurs in just those cases 

when a non-X causes a "X". If an explanation of misrepresentation is what is desired, 

then we do not need peTject correlations, or even reliable correlations, but in fact we 

need lawlike correlations between the representation and the object or event represented. 

(Though on Dretske's view the lawlike connections is the basis for the representation 

reliably indicating some state of affairs in the world.) 

While it is hoped that causal/informational theories of content can account for 

misrepresentation by citing imperfect correlations, this proves to be difficult to insure. 

The main problem is that if a non-X causes an "X", that non-X is of some other kind Y, 

and it turns out that the actual complete specification of the causes of "X" is Y-or-X, not 

just X, and therefore, on a simple causal theory, "X" represents that total cause Y-or-X. 

Hence, "X" means Y-or-X, not X. But if "X" means Y-or-X, a Y-caused "X" token is a 

correct representation, not a misrepresentation. So the straightforward naive causal 

401 signify the representation by "X" because in the case of mental representation, 
it will presumable be a Mentalese predicate. If the representations are not in a mental 
language, this notation will still help us identify at least the alleged content of 
representation "X", which is the event-type or object-type X. 

---- ---- -- ------
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theory cannot allow for misrepresentation. If another object or event of type Z then 

caused a tokening of "X", then "X" means Z-or-Y-or-X, and this too is a correct 

representation. This result is what Fodor (1987, 1990a) has called the "disjunction 

problem II , and Dretske (1986) has simply called the problem of "misrepresentation". As 

holders of the causallinfonnational view of mental content, they nevertheless insist that 

for it to be an adequate account of representation, it must al!ow for misrepresentation. 

To allow for misrepresentation, causallinfonnational theories must somehow 

divide the causes of the representation type into those which fix the content of the 

representation and those which do not. We must restrict the causes that count in 

detennining the content of the representation. The difficult task is finding criteria for 

making this division which do not beg the question as to what the content is, which help 

to explain why "X" represents X, and which are exceptionless for the meaning-fixing

causes. That is, once we have settled on a set of causes of "X" which do exhaust the 

content of "X", there had better not be any such causes which seem intuitively like 

objects or events which "X" does not correctly represent. Within the class of meaning

fIxing causes, representation is infallible. The job then is to specify the criteria for 

identifying that class of causes. In all of the causal, infonnational, and adaptational 

theories we are about to consider, we are interested to see what class of meaning-fixing 

factor they invoke to account for misrepresentation, and to examine whether that factor 

does in fact make misrepresentation possible. We will find that none of the factors does 

the job. 

-------------- -------
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Dretske's 1981 book Knowledge and the Flow of Information is an attempt to 

make just such a division of causes to specify content. Dretske takes the content of a 

cognitive state M to be the information it carries, that is, the way that it bifurcates the 

possibility space into those propositions or states of affairs that are consistent with the 

representation and those which are not. This information is typically introduced by 

sensory input, and representation which are less directly caused by sensation get their 

content as a function of those representations which are directly caused by sensory input. 

Cummins (1989:67) aptly formulates two claims to which, for his purposes and mine, 

Dretske's 1981 view can be reduced: 

(D 1) The semantic content of a cognitive state M is a privileged part of 
its informational content, viz., that informational content of M which is 
nested in no other informational content of M. 

(D2) A cognitive state M of 0 has the proposition p as an informational 
content If the conditional probability that p is true, given that 0 is in M, 
is 1. 

The information that t is G is nested in the information that s is F just in case s's being 

F carries the information that t is G. The information that s is an F specifies the 

semantic content carried by the representation only if it is in digital form, that is, only 

if the information that s is an F is the most specific information that that tokening carries 

about s. So, the representation gets its informational content by covariation with 

properties which would not be present to be perceived unless a particular proposition 

were true. This covariation isn't merely evidence that M has the content that p, it is 

constitutive of it. 
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Dretske is well aware of an apparent consequence of this view: it looks as if his 

theory eliminates the possibility of misrepresentation. After all, as Fodor (1990a:39) 

notes, "there is no such thing as misinjonna/ion. II A representation will mean whatever 

it covaries with, and so its content includes whatever causes it. Dretske's solution in 

Knowledge and the Flow oj Injonnation is to appeal to a special kind of ideal conditions: 

the representational content of M is the informational content it would have under ideal 

conditions, which are those during the period in which the representation is learned. 41 

The relevant passage (as picked out by Fodor 1990a) is the following: 

In the learning situation special care is taken to see that incoming signals 
have an intensity, a strength, sufficient unto delivering the required piece 
of information to the learning subject. ... Such precautions are taken in the 
learning situation ... in order to ensure that an internal structure is 
developed with the information that sis F .... But once we have meaning, 
once the subject has articulated a structure that is selectively sensitive to 
information about the F-ness of things, instances of this structure, tokens 
of this type, can be triggered by signals that lack the appropriate piece of 
information .... We (thus) have a case of misrepresentation - a token of 
a structure with a false content. We have, in a word, meaning without 
truth. [Dretske's emphasis] (Dretske 1981: 194-195) 

So, during the learning period M is a perfect indicator, since the input signals are 

controlled precisely so that the subject acquires the desired representations and all the 

inputs count as meaning-fIxing-causes. After the learning period ends, wild tokenings 

of "x" can occur: ones not caused by a X. But on Dretske's view, since "X"s were only 

caused by X's during the learning period, "x" means X, and after the learning period is 

over, all non-X caused tokenings of "x" are misrepresentations. 

41This is similar to Stampe's (1979, 1986) informational account, but Stampe appeals 
simply to ideal conditions: R represents p only if R is such as to enable one to come to 
know the situation, i.e. that the situation is p, should R be a faithful representation. So 
R carries the information that p. If R were faithful, (i.e. if conditions were optimal or 
ideal) one would infallibly know that the situation is p. 

----_ .. ---._. .. 
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However, there are well known problems with this sort of idealizing to infallible 

representation during the learning period. For one thing, it limits the possibility of 

misrepresentation to learned representations, and cannot account for incorrect tokenings 

of innate representations. Fodor (1990a:41) comments: 

This is bad for me [Fodor] because it leaves no way in which innate 
infonnation could be false; and it's bad for him [Dretske] because it 
implies a basic dichotomy between naturalrepresentation (smoke and fire; 
rings in the tree and the age of the tree) and the intentionality of mental 
states. 

This dichotomy is damning to Dretske because he invokes these cases of natural signs 

carrying information to motivate the informational view of content in the first place. 

Fodor has another, simpler and more well known objection which is simply that there 

does not seem to be any principled way to distinguish the learning phase from others; 

Does a whistle blow when training is over? Learning is a process which doesn't seem 

to have a clear cut-off point, and if the goal is to allow for error, it is odd that such an 

account should rest on a period during which there is no error. "There is no time after 

which one's use of a symbol stops being merely shaped and starts to be, as it were, in 

earnest." (Fodor 1990a:41) 

For our purposes, however, the important thing to notice is that appeal to the 

learning period does not do what it is designed to do: specify the content such that 

misrepresentation is possible. This is seen in Fodor's most serious criticism of Dretske, 

that his theory is supposed to utilize counterfactual supporting correlations, and his 

appeal to the learning period "ignores relevant counterfactuals". Suppose that during the 

learning period, representation s was caused exclusively by property T. What would 

have happened if a wild input F had occurred during the learning period of representation 
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8? If the theory includes counterfactuals, then such a possible wild input contributes to 

fixing the meaning of s even if F did not actually occur. And even if s was only actually 

ever tokened by T during the learning period, if F would have also caused it, then s in 

fact carries the information that T-or-F. Hence s means that T-or-F and any F-caused 

tokening of s after the learning period is hence correct representation, not a 

misrepresentation. 

To rule out such unwanted counterfactuals and allow only the convenient and 

cooperative counterfactuals to contribute to the meaning would be both ad hoc and would 

seem to beg the question by already assuming that s means that T and nothing more. If 

we do not presuppose that s is supposed to mean that T, how are we to specify which 

counterfactuals to exclude? We might try to exclude all of them and have meaning 

constituted solely by actual tokens of T (the actual causes of s) during the learning 

period, and at times it seems that Dretske leans in this direction. But this would make 

s mean too little, since, obviously, not all exemplars of type T were causes of s during 

that learning period. Without those counterfactual instances of T the representation s 

would only have the content T1 & T2 & T3 through Tn' for the n tokens of objects or 

events of type T which actually did occur during the learning period. In this case s 

would not carry the information that T, but merely the information that Tr or-T2-or-T3-

or .. . or-Tn' It is not clear what the point would be of having n representation which is 

merely record of all the actual causes during the learning period. There would be a point 

if it reliably indicated objects or events of type T in the future as well. But for the 

representation is to have any such generality at all, any applicability to all tokens of type 

T, this generality can only be generated by having counterfactual instances of T count 
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towards the meaning of s. After all, Dretske's view is that it is a law that Ts cause s's, 

and for this to be true it must be counterfactual supporting. It is this nomic relation 

between the representation and what it represents that gives it its power and usefulness 

as a reliable indicator of presence of objects or events of type T in the future. But if we 

let in those counterfactuals that connect the representation to all tokens of type T, we 

need some grounds for excluding the ones that connect the representation to whatever 

objects or events might it to be tokened, and there is no principled yet non-question-

begging basis for doing so. The account we get is that representation s means that Tiff: 

1) s reliably indicates T during the learning period, 

2) possible occurrences of T would have caused tokening of s during the learning 
period, and 

3) possible occurrences of anything other than T which would have caused 
tokening of s are ignored. 

Of course such conditions would yield T as the meaning of s, but the conditions can be 

satisfied only by specifying ahead-of-time which counterfactuals do not fix meaning, and 

so it will not serve as a criterion for determining the content of any representation the 

meaning of which is not already determined at the outset. But if it had already been 

specified which counterfactuals mattered and which didn't, that is, if it had already been 

specified which counterfactuals were meaning-fixing and which were not, we wouldn't 

need to look for a source or ground for the representation's content - it would already 

have to have one. Dretske's theory doesn't supply a theory of content, it presupposes 

one. 

Also significant is that Dretske's 1981 theory does not give the representation 

wide content, insofar as it doesn't give us Putnam's answer for the Twin-earth case. 

-----------_ .... - - .__._. 
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This is significant since if it did give us Putnam's answer, it could generate at least a few 

misrepresentations, the Twin-misrepresentations, the most famous example of which is 

when I token 'WATER' upon seeing XYZ, and since 'WATER' means H20 and not 

XYZ, this token is a misrepresentation. On Dretske's view, we must include some 

counterfactuals to make the connection between representation and object lawlike, yet 

including all the counterfactuals (as we must to avoid begging the question) will include 

the counterfactual that XYZ would have caused 'WATER' to occur during the learning 

period (even though it couldn't actually cause it on Earth, since XYZ is only on Twin

earth). So the content of 'WATER' will include XYZ, and 'WATER' will apply 

correctly to XYZ. Hence, Dretske's view makes no room for Twin-misrepresentation. 

Thus, Dretske's causallinfonnational theory as first fonnulated (1981) does not 

succeed in allowing misrepresentation of any fonn. In "Misrepresentation" (1986) he 

tries to deal more satisfactorily with the deficiencies in appealing to a leaming period 

during which representation is infallible. But before we look at Dretske's later 

suggestion that a teleological theory can allow for misrepresentation, let us examine 

Fodor's causal theory. 

VI. B. FODOR'S CAUSAL THEORY OF REPRESENTATION: ASYMMETRICAL 

DEPENDENCE 

Fodor's more recent (1990a) version of his causal theory of content, which is 

supposed to be a sufficient condition for a primitive Mentalese predicate "X" to mean X, 

can be summed up as follows: 
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1. NOMIC CONDITION: 'Xs cause "X"s' is a law 

2. HISTORICAL CONDITION: Some XS actually cause "X"s 

3. ASYMMETRIC DEPENDENCE CONDITION: "X"-tokens being caused by 
non-XS is asymmetrically dependent on Xs causing "X "-tokens. 

The first condition is the straightforward causal element. This establishes that the 

meaning of Mentalese primitive tenns is a function of what causes them, and it is here 

that Fodor is agreeing with the basic insight of the causallinfonnational theorists like 

Dretske (1981). But as we have seen above, that theory suffers from the disjunction 

problem: sometimes non-Xs cause "X" tokens. On what Fodor calls the "crude causal 

theory' whatever causes "X"s fixes the meaning of "X". If Ys as well as XS can cause 

"X" tokens, then the crude causal theory makes the content of "X" disjunctive: it means 

X-or-Y. If Y causes and "X" token, it is not a misrepresentation. An account of 

misrepresentation requires solving the disjunction problem. 

Fodor rejects both Stampe's ideal conditions solution and Dretske's appeal to a 

distinction between the learning phase and post-learning use of the representation. He 

also rejects his own earlier suggestion of a teleological solution, as well as Millikan's 

elaborate teleological theory. (We'll see the problems with teleology later.) Fodor's 

solution to the disjunction problem is 'asymmetrical dependence'. The idea here is that 

if some cows cause 'HORSE' tokens (say because of bad lighting) we can still say that 

'HORSE' means horse and not horse-or-cow if the fact that cows cause 'HORSE' tokens 

is dependent on the fact that horses cause 'HORSE' tokens, but the fact that horses cause 

'HORSE' tokens does not depend on cows causing 'HORSE' tokens. This is supposed 

to capture the notion that it is the horse-like appearance that the cow mimics in bad 

lighting that makes it cause a 'HORSE' token, and the tie between horsey looks and 
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horses is the reason that cows in bad light cause 'HORSE' tokens. The reverse relation 

does not hold: horses would still cause 'HORSE' tokens even if cows didn't, So this is 

why 'HORSE' means just horse, and not horse-or-cow. 

This theory in "Theory of Content II" (1990a) is a change from the "slightly less 

crude causal theory" of Fodor's Psychosemantics (1987) in two respects. First, the 

earlier theory just had two parts, the Nomic and Asymmetric dependence conditions; 

Fodor adds the historical condition in "Theory of Content II". Second, Fodor now 

invokes causal relations between Mentalese tokens and properties (e.g. horse-ness), rather 

than relations between Mentalese tokens and individuals (e.g. Secretariat). This 

modification is intended to avoid a whole series of objections, most important of which 

is the problem of small horses and unicorns. Some 'HORSE' tokens are caused by small 

horses, and Fodor's theory seems to make all 'HORSE' representations dependent on 

being small horse caused, since those 'HORSE' tokens caused by non-small horses would 

not cause 'HORSE' were small horses not to. Furthermore, if 'UNICORN' is to mean 

unicorn, but there are no real unicorns, then how can the asymmetric dependence clause 

be met? Fodor's reply is that we should appeal to properties, not individuals, so the 

horse vs. small horse issue is met because the dependencies( are not relative to the 

I 

property of being a small horse, but rather to the property of being a horse. And even 

though there are no existing individual objects that are unicorns, the property of being 

a unicorn is still nomically related to being a cause of tokenings of 'UNICORN' and if 

any other property is nomic ally related to the property of being a 'UNICORN' cause, 

then that relation is asymmetrically dependent on the relation between being a unicorn 

and the property of being a 'UNICORN' cause. So if a horse mistakenly causes a 
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'UNICORN' token, this doesn't make 'UNICORN' mean unicorn-or-horse, because the 

tie between being a horse and being a 'UNICORN' cause is asymmetrically dependent 

on the tie between being a unicorn and being a 'UNICORN' cause. This may be 

troublesome because, in appealing to the property of being what is in fact nonexistent, 

it requires that the things be possible, and so it rules out being related to logically 

impossible things, and it is not clear that we cannot have mental primitives which 

represent impossible things. However, in the end, after adding the historical condition, 

this account of the meaning of predicates referring to non-existent entities is undermined, 

and Fodor concedes that such predicates cannot be primitive, but must be constructed out 

of predicates that represent properties of actually existing things. 

The historical condition, that some horses actually cause 'HORSE' tokens, is 

added to give the representation some wide content, and it is Fodor's attempt to account 

for Putnam's Twin-earth cases. It rules out the possibility that the meaning of 'HORSE' 

includes TWIN-horse, and the meaning of 'WATER' includes XYZ, and so on. It also 

allows for the intuition that (in Baker's (1989) example of 'CAT' being caused by robot 

cats until a certain point at which a real cat causes a 'CAT' token) the first nonrobot

caused 'CAT' token is false. But it is still the asymmetric dependence clause that does 

most of the work. 

One objection that seems similar to Baker's is Maloney's (1989) argument 

concerning training: if we teach a subject to token 'DOG' upon seeing cats, and the 

subject has never 8eem a dog, then 'DOG' means cat. But is might still be a law that 

dogs cause 'DOG's, and if this is so, showing the subject a dog will cause a 'DOG' 

token in her head. Now we've fulfilled Fodor's three conditions, but clearly in such a 
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situation 'DOG' means cat, where Fodor's conditions deem it to mean dog. However, 

in the end I think this objection fails. The tricky part of this kind of case is saying what 

it is that is the basis for its being a law that dogs cause 'DOG' tokens. If it is a law that 

dogs cause 'DOG's, then dogs would have caused 'DOG's during the learning period. 

If dogs would have caused 'DOG' in virtue of appearing similar to cats (under certain 

conditions), then the asymmetric dependence makes the dog-'DOG' connection 

asymmetric on the cat-'DOG' connection, and 'DOG' means cat, and 'DOG' is a 

misrepresentation when caused by a dog. However, if cats caused 'DOG' because they 

appear similar to (some) dogs (under certain conditions), then the asymmetric dependence 

works out in favor of 'DOG' meaning dog. If this is the connection, then 'DOG' is a 

misrepresentation when caused by a cat, and all of those cat-caused representations 

during the learning period were misrepresentations. If both dogs and cats cause 'DOG' 

in virtue of some shared property P, then both the dog-'DOG' connection and the cat

'DOG' connection are asymmetrically dependent on it being a law that P's cause 'DOG'. 

Actually, this option seems the most plausible, since we could just as well have taught 

the subject the cat-'DOG' connection with pictures of cats (or dogs). Saying it is a law 

that a certain connection holds does not in itself tell us in virtue of what it is a law, and 

it this is what we must know to fix the content of the representation. This is a deep 

problem, and, ultimately, failure to be specific about this is why Fodor's theory does not 

account for misrepresentation. 

The problem is that Fodor is vague about the reason for wild tokens and the basis 

for the law-like connection between properties and representation-types. The most 

obvious reason for wild tokens is that their causes look like the correct causes. The 
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reason that cows in dim light might cause 'HORSE' to be tokened is that in such 

conditions cows look like horses, and it is a law that horses cause 'HORSE' tokens. But 

why is it a law that horses cause 'HORSE'? It could be in virtue of anyone of the 

following: 

a) the property of being horses, 

b) the property of being similar to cows (where it is a law that in virtue of being 
cows, cows cause 'HORSE'), or, 

c) having some property P (perhaps the property of appearing in such-and-such 
a way (like a horse or cow or other large mammal), and it is a law that P causes 
'HORSE'. tokens. 

Now we can see that nomic condition of asymmetric dependence, by itself, does not tell 

us that 'HORSE' means horse rather than cow, for it does not tell us in virtue of what 

the law holds, and thus does not tell us what is asymmetrically dependent on what. If 

we eliminated the connection between property P, we might or might not undermine the 

horse-'HORSE' connection, or the cow-'HORSE' connection. It all depends on which 

property is really doing the causing, and asymmetric dependence doesn't tell us that. If 

cows and horses cause 'HORSE' in virtue of having P, then both cow-caused and horse-

caused 'HORSE' tokens are correct representations, and both the cow-'HORSE' and 

horse-'HORSE' connections asymmetrically dependent on the connection between 

property P and 'HORSE' .So by itself asymmetric dependence does not give us a means 

of identifying the cow-caused 'HORSE' representation as a misrepresentation. 

At this point, will it help to add the historical condition: some horses have 

actually caused 'HORSE' tokens? Not a bit, for this still does not tell us in virtue of 

having what property the horses actually caused 'HORSE' tokens. In general, then, the 

----- ~--~--.--~~ 
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historical condition doesn't make the general lack of an account of misrepresentation any 

better. And it wasn't designed to. It was designed to give the representation wide 

content, in order to make XYZ-caused tokens of 'WATER' on Twin-earth count as 

misrepresentations. And it might seem promising, not in accounting for 

misrepresentation in general, but for making what I have called Twin-misrepresentation 

possible. If we can get Twin-misrepresentation, where 'WATER' is a misrepresentation 

when caused by XYZ on Twin-earth, then that's at least some misrepresentation, if not 

very much. But the historical condition doesn't succeed in doing even this. 

What we should notice is that just as in the 'HORSE' case, the property of being

H20 and the property of being-XYZ could both cause 'WATER' tokens in virtue of some 

shared property W, which could be the property of being a clear drinkable liquid, or 

something like that. On Fodor's account, to make H20-caused 'WATER' tokens correct 

representations and XYZ-caused 'WATER' tokens misrepresentations, two things must 

be true. First, it must be the case that H20 causes 'WATER' tokens in virtue of being

H20 and not in virtue of being-W. Second, We need to know that H20-caused 

'WATER' tokens were not misrepresentations. Only then will 'WATER' mean just 

H20, and not H20-or-XYZ, or W (the extension of which includes H20 and XYZ). 

What is important here is that adding the historical condition that some H20 has caused 

'WATER' in the past doesn't give us the Putnam result unless those historical cases were 

not misrepresentations. But the historical condition does not state that the historical 

examples were correct representations, and it can't, for to do so would make the theory 

circular. We can't say whether they were correct representations or misrepresentations 

----------- ----- - --.- _. 



212 

until we know what 'WATER' means. And that's what the historical condition is 

supposed (along with the other two conditions) to tell us. 

The moral here is this: You have to solve the disjunction problem with the nomic 

condition or you won't solve it at all. Fodor's nomic condition doesn't solve it because 

it does not specify the details of the nomic relation - in virtue of what property the 

nomic connection holds. Adding the historical condition doesn't help, since it doesn't 

tell us whether in those actual causes it was being-H20 or being-Wthat was the cause. 

If it was being-W that was the cause, then since XYZ also has property W, a XYZ-

caused 'WATER' token will be a correct representation. There is always the possibility 

of a common property, and Fodor's theory includes no way to say whether it was a 

specific property, being-H20, or the common property that was the basis for the law-like 

connection to the representation. Furthermore, the fact that the property of being-XYZ 

also causes the 'WATER' representation to be tokened gives us reason to favor the 

common property as the one being represented. So Fodor's historical condition doesn't 

even insure the possibility of Twin-misrepresentation. And since these were the only 

kind of misrepresentations left in the running, Fodor's theory doesn't account for any 

misrepresentation at all. 

This point ties in with a point that Maloney (1989) makes about disjunctive 

causes: Suppose we have an air pressure gauge with numerals which, according to 

design, indicates the air pressure measured. However, in addition to the intended method 

of measurement, one can move the register manually, and force it to point at those same 

numerals. The relevant point is this: 

Might it be that the same force that causes the gauge to register '32' when 
attached to a tire containing thirty-two pounds of pressure also causes the 



register to show '32' when pulled by a detennined mechanic? 
.. . apparently different kinds of things, air pressure and hands, seem on 
occasion to have the same effect. (1989: 193) . 
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The natural reaction to this sort of situation is to search for a common cause. For our 

purposes the significance of this suggestion is that if there is a common cause to be 

found, and our general method of scientific inquiry is to look for common causes, then 

we cannot appeal to such disjunctive cases in our search for misrepresentation. On a 

simple causal theory of content, this common cause, the force necessary to move the 

needle to '32', is what all gauge readings of '32' indicate, and what the '32' means, and 

we do not get any possibility of misrepresentation. We cannot divide the readings of 

'32' and say that sometimes when the gauge registers '32' it means thirty-two pounds of 

air pressure, but when it is pulled by the mechanic it's indication of thirty-two pounds 

of air pressure is an error; whatever the common cause is, it is being correctly 

represented in both types of situations. The gauge indicates the force required to move 

the needle, and it means '32' units of force when being pushed both by the air in the tire 

and by the mechanic's ann. This ubiquitous presence of a common cause, which is a 

more conservative description of the cause than either of the more specific liberal ones, 

air pressure or the mechanic's hand, is what in the end also undennines all attempts to 

ground misrepresentation, be they causal, infonnational, or adaptational accounts. When 

we examine the details of teleological theories of content, we will see that this result 

holds for that approach as clearly as it does for the causallinfonnational theories. 

-----_ .. _-----_._. 
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VI. C. CAUSAL AND INFORMATIONAL THEORIES AND CONCEPTUAL 

ROLE 

Before moving on to adaptational theories, we should ask how causal theories are 

in any way connected with use theories, and to the overall theme developed so far, that 

use theories or representation cannot allow for misrepresentation. There may be flaws 

with causal theories, but so far they seem independent of any of the weaknesses of use 

theories. Or do they? 

An important feature of causal and informational theories is that they concentrate 

on perception of the objects which are represented. When I think about the cat I had as 

a child, this is not supposed to have any impact on the meaning of CAT in my head, but 

when I see the cat I have now, it is. This latter case is what Fodor (1987) calls a 

"labelling use" of the representation, and only in labelling uses are causes of the 

representation relevant to its content. With this requirement Fodor seeks to avoid 

meaning holism. Of course, something caused me to think of myoId, now-dead, pet cat. 

But whatever that cause is, nostalgia or boredom or low blood sugar, it is supposed to 

be irrelevant to the meaning of my representation of cat-in-general, and my 

representation of that individual cat. So the relevant causes of the tokening of 

representations are those which cause labelling uses. Such labelling uses are those which 

occur in perception: in detecting the presence of objects in the external world. With this 

in mind, we can say exactly how causal/informational theories specify which uses are the 

meaning-fixing uses: Meaning-fixing uses are successful/correct detection uses. 

All of these causal and informational theories are simply different theories of how 

to discharge "successful" and defme success non-semantically. Ideal conditions, normal 
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conditions, occurrences during the learning period, or tokenings which exhibit 

asymmetrical dependence (depending on whether you're reading Stampe, Dretske, or 

Fodor) are all designed to pick out the successful uses "naturalistically". Teleological 

and adaptational theories are attempts to do the same thing, except they appeal to 

conditions under which detection mechanisms fulfill their function, and the adaptational 

slant is that fulfilling that function is adaptive to survival. These theories are all trying 

to specify what the conditions for correct use are. Ultimately, the use of a representation 

is correct when it does what it is supposed to do: indicate the state of the world, the 

presence of objects or properties or events, or just be true, and help the representor get 

what she wants, and ultimately, help her survive. The causallinfonnational theories all 

have this purposefulness in the background. What is the point of having a representation 

that is true, or indicates some facts about the world? It helps you get what you want, 

and one of the things we all (typically) want is to survive. The leading strategy for 

naturalizing success, and hence naturalizing content, is to combine the infonnational goal 

of representation with a biologicalladaptational theory of the usefulness of having 

representations that carry infonnation. Precisely because of this connection between 

content and naturalization, if it is true that use theories cannot account for 

misrepresentation, no naturalistic theory of content is compatible with misrepresentation. 

If any naturalistic theory were compatible with misrepresentation, we could make its 

natural foundation the basis of a use theory of content that had room for 

misrepresentation. 

Indeed, causal theories should never have been thought to be able provide the 

nonnative aspect to mental content. Citing the cause of an event is to describe its 
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history, not to approve or disapprove of that history, just as citing the conceptual role 

simply describes use, and cannot govern use. The fact is that causation itself is modal, 

and the limitations of this are· obvious: modal facts are still just enumerative of 

counterfactual causes. They are not normative. If we could reduce normativity to some 

natural physical features of the world, then we could use that naturalistic theory as a 

basis for establishing the normativity of meaning, and in tum for establishing which uses 

are misuses. We could invoke normative facts to account for misrepresentation. So not 

only is naturalism incompatible with misrepresentation, it is incompatible with 

normativity itself. If there are norms, they are not susceptible to naturalistic reduction. 

Remember that one of the crucial aspects of causal theories (indeed of all use 

theories) is that they are an alternative to similarity theories of representation, which are 

typically non-naturalistic. On a causal view the internal structure of the representation 

is irrelevant; it's etiology, and the causal laws governing it, are what gives it the meaning 

it has. But of course there is no causal history unless the representation has actually been 

tokened. The conditions ofitsntokening are part of its functional role, which is simply 

a specification of its causes, itstrelations to other internal states, and its effects. On a 

causal/informational theory of content, those causes are what determines the meaning of 

the representation. In the end, causal and informational theories are functionalist 

theories, conceptual role theories of content, which attempt to limit the backward looking 

aspects of conceptual role to. only those ideal detection uses. If all conceptual role 

theories of content fail to successfully distinguish meaning-fixing uses form non-meaning

fixing uses, part of that failure is the failure of causal and informational theories to make 

that distinction. In away, these causal/informational accounts can be viewed as 
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replacements for the defunct (and unsuccessful) analytic-synthetic distinction as divider 

between meaning-fixing and non-meaning-fixing uses. But any causal or informational 

theory which has a chance of accounting for misrepresentation will have to do so by 

distinguishing between the causes which fix meaning and the causes which (for whatever 

reason the theory supplies) do not fix meaning. This split is just what we have seen as 

the distinction that determines misrepresentation - the distinction between meaning

fixing uses and non-meaning-fixing-uses of a type of mental representation. Besides the 

particular problems with the individual specific formulations, the causal/informational 

theories all fail to make this distinction because of the possibility of citing a common 

cause and because of the existence of a conservative reading of the cause involved which 

is satisfied by all causes of a type of representation. Though they try to divide the causes 

into those that count toward meaning and those that do not, the division ends up being 

arbitrary, or it is question-begging. Each of these theories picks out criteria which, for 

any given representation, happen to give the intuitively right answer about what we have 

already decided the representation means. We need a criterion which does not sneak in 

intuitions about what the content of the representation is. If we could non-arbitrarily 

make the split between meaning-fixing and non-meaning-fixing uses without presupposing 

content, we could have an account of misrepresentation. But every time a criterion is 

proposed to ground the split, the need for a split arises again at a new level within that 

criterion. At every level, basically the same problem of meaning re-emerges, and the 

distinctions at every level end up being ad hoc, arbitrary, or question-begging. This is 

the deep problem of dividing use into correct and incorrect, and allowing for 

misrepresentation. 
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Vll. ADAPTATIONAL THEORIES OF CONTENT 

In the search for a non-arbitrary way to distinguish causes and uses as meaning

fIxing and non-meaning-fIxing, it seemed natural at a certain point to appeal to biology. 

After all, the distinction wouldn't be arbitrary if it were built-in, selected by evolution. 

The attraction is heightened. by the depth of actual empirical data about the design of 

organisms and the well-confmned scientific theory of evolution as an explanation of the 

source of this structure and design. I1Jf humans are highly-evolved animals, and our 

brains are only different in degree:·frnm.those of many different animal species, not only 

can we view our representational mechanisms as a product of Natural Selection, but we 

can utilize our knowledge of more primitive kinds of representation and indication to 

shed light on human intentionality. This is the biological extension of Dretske' s attempt 

to ground intentionality in the natural~,and not even necessarily biological, phenomenon 

of objects and events carrying'inforrnation. The hope is that an appeal to teleology, to 

the biological function of representations, can be the basis of an account of 

misrepresentation. This strategy;~:appearing first in Dennett (1969, especially section 9) 

has been more recently taken up-by Millikan, Dretske, and Papineau. 

VII. A. MILLIKAN'S ADAPI' ATIONAL STORY 

Millikan's theory is that a biological/evolutionary/historical account of how 

cognitive mechanisms evolve will be a source of a theory of mental content that can 

allow for misrepresentation and escape the disjunction problem. Her key insight is this: 

a thing can have a function and not actually fulfill it. The function of a typewriter is to 
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type with, but I can also use it as a paperweight or a doorstop, and this use does not 

change the fact that the function of the machine is to type. This distinction seems just 

what is needed to establish the content of a representation and alJow misrepresentation. 

A representation (or cognitive mechanism) can have the function to represent one thing, 

and on particular instances function to represent some other thing, hence failing to 

function correctly. This allows us to say that the content is fixed by what it is the 

representation's function to represent, and failure to perform that function is 

misrepresentation. Relating this back to our discussion of use theories, adding the 

function provides a source of content other than simply actual use. Appeal to the 

function of the representation is really simply a way of specifying the ideal use of the 

representation, and when actual use deviates from ideal use, we have misrepresentation. 

This is much the same as Dretske's and Fodor's appeals to ideal use, but Millikan's 

method of specifying which uses are ideal is different. 

Millikan's version of ideal use is teleological, based on a biological view of 

function that is adaptationally advantageous. She develops a technical notion of Proper 

Function, where a Proper Function is a function needed by the organism for survival in 

Nonnal conditions, that is, in conditions which the majority of organisms of that kind 

have lived and evolved. X performs its Proper Function when it does the sort of thing 

which has been historically responsible for replication of Xs. Proper Functions can fail 

to be fulfilled fairly often and still be to an adaptational advantage: they have to be 

fulfilled enough times for survival. So a Normal X need not fulfill its Proper Function 

most of the time - just enough times to keep the organism out of danger. A 

'PREDATOR' representation need not be reliable in the sense of only being tokened 

---..... _-.. __ .. -_. __ . 
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when a predator is around - it can give a lot of false positives and stilI be a good 

mechanism, but it can't give any false negatives, for just one will be almost a sure 

chance of being eaten. So reliable indicators. as such aren't needed for a thing to be an 

evolutionarily advantageous system. The ftlliction of the representation is to represent 

a predator, and it still has this function even when it gives a false positive, i.e. when 

there is no predator. 42 

This fact is the kernel of Millikan's theory of misrepresentation: if a 

representation has as its Proper Function to represent X, then its content is X even if 

there is no actual X around. And if it represents X, a tokening caused by a non-X is a 

misrepresentation. The reason is that the representation and its mechanism are there 

because,in the history of the organism or species, the representation and mechanism have 

served to help proliferate the species. Lots of things seldom perform their Proper 

Function, but a few performances may be enough. Millikan's example of this is human 

reproduction: the function of sperm is to reach and fertilize an egg, and that is the 

function of all sperm even if few actually make it. Bee dances are another example 

which she cites: the orientation of the bee's dance tells the other bees where food is. If 

42This is somewhat of an oversimplification of Millikan's view, since she in fact has 
two different versions of the teleological account of representational content, and neither 
of them assigns functions to the individual representations themselves. In Language, 
Thought, and Other Biological Categories (1984) her view is that it is not the 
representations themselves but the consumers of the representations that have the proper 
functions, to process representations which represent the environment correctly. On this 
version, desire content is dependent on belief content, where the function of beliefs is to 
be true. In "Thoughts Without Laws: Cognitive Science Without Content" (1986) she 
assigns the function to the producers of the representations, the perceptual mechanisms, 
and makes belief content dependent on desire content, since desire satisfaction is really 
what the purpose of having the beliefs is. (This is similar to Papineau's view of 
functions.) We need not go further into this difference because for our purposes here, 
the resulting failure of allowing misrepresentation occurs on either view. 
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the dance is mis-oriented, its content is still direction of food; it just fails to fulfill its 

Proper Function, and is a misrepresentation of the direction of food. 

There are many places where we have only scratched the surface and many details 

which we could go into, but the main point to be made is simply that Millikan's account 

of how misrepresentation is possible won't work. Indeed, teleological accounts in 

general cannot solve the disjunction problem. Consider Millikan's (1986:71) case of the 

toad that snaps at little black moving things. Most of the little black moving things are 

flies or other bugs, and the toad is sustained by eating bugs, but the toad can be fooled 

by bee-bees tossed in the air nearby, and will snap at them too. Millikan argues that the 

content of the representation is bug and not bug-or-bee-bee because bugs are what it is 

after, and the purpose of the mechanism is to get bugs, not bee-bees.43 As she puts 

it: 

We say that the toad thinks the pellets are bugs merely because we take 
it that the toad's behavior would fulfill its proper function (its "purposes") 
Normally only if these were bugs and that this behavior occurs 
Normally ... only upon encounter with bugs. (1986: 71-72) 

The important point for Millikan is that it is bugs that toads historically have sought, and 

eating bugs is what has led to reproduction of their representational mechanism. The 

mechanism is adapted to being an indicator of the presence of bugs because indicating 

that has helped toads survive and reproduce. The fact that it can be fooled by a bee-bee 

being tossed near the toad does not change the historical tie to bugs, and hence the 

431n David Israel's hands (1987), the 'bugs' and 'toads' of Millikan's (1986) example 
tum into 'flies' 'and 'frogs', and these are the terms that Fodor (1990a) uses to discuss 
the question of whether the content is 'flies' or 'flies-or-bee-bees' that are eaten by the 
'frogs'. But while the point of the examples is the same, Millikan's 'bugs' are a better 
example. I take it that neither frogs nor toads need flies specifically; most any 
insect/'bug' will do for good reptile or amphibian nutrition, but bee-bees will not. 

----_. - ._-- . 
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adaptational theory assigns the content bug to the representations. In Normal 

circumstances, the toad snaps at bugs, so in abNormal circumstances, the content of its 

representation is what is would have been in Normal circumstances: bugs. This is a 

straightforward appeal to ideal use, where actual use that deviates from ideal use is 

misuse, and hence misrepresentation. 

"The trouble is," as Fodor (1990a:71) notes, "that this doesn't solve the 

disjunction problem; it just begs it." We can tell the story so that in Normal 

circumstances the toad snaps at bugs, and so this makes the function of the 

representations to resonate to bugs, and this makes the intentional content bug. But there 

is nothing to prevent us from telling this story so that the content is disjunctive. The 

content is really littIe-black-moving-things (which covers bugs and bee-bees), and the 

toad's/frog's snapping at those little black moving things is evolutionarily favored 

because enough of the little black moving things happen to be bugs. Fodor's point is 

that, "Darwin doesn't care which of these ways you tell the teleological story." 

(1990a:72) How we describe the snapping is irrelevant, as long as tIle toad gets enough 

bugs. Natural Selection treats reliably coextensive representations as synonymous, but 

psychology and philosophy do not, at least if they are to provide an account of 

misrepresentation. 

Fodor's objection to teleological theories of content is that since we can tell the 

story of the function of the toad's representational mechanism as picking out either the 

content bugs or the content bugs-or-bee-bees, teleology doesn't give a solution to the 

disjunction problem, but rather presupposes one in telling us to prefer the more specific 

content. We could pick either, and we have no principled grounds for choosing the 

------------- ----



223 

function that makes misrepresentation possible over the function which makes it 

impossible. But we can give a stronger argument against Millikan than Fodor's. Far 

from leaving us with no reason to prefer either reading of the function over the other, 

this argument is that on adaptation grounds we should prefer the reading of the function 

to be more conservative, as long as it is accurate enough. So we are not merely in need 

of some non-question-begging reason to prefer Millikan's reading over the other one. 

We have reason to think that teleology gives us just the opposite answer from the one 

which Millikan recommends. The argument, in a nutshell, is that accuracy can actually 

be an adaptive disadvantage since it costs speed and resources. 

The deep problem with Millikan's view is that even though it is based on the 

notion of having a function and failing to perform it, as illustrated by the example of 

false positives like the toad snapping at a bee-bee, she does not appreciate one crucial 

aspect of these cases. Her adaptational account is based on the picture of success being 

measured by the number of times the function is precisely performed. This can be a 

minority of cases, as long as it is enough cases for survival. So, her view of adaptive 

uses of representations is that they are correct uses, and a cognitive mechanism is 

adaptive if it yields enough correct uses. This is in keeping with the general strategy of 

explaining success naturalistically, in terms of survival. Millikan ends up equating 

epistemological error with adaptive error. The fully adaptive cases are those in which 

the system gets it exactly right, and this need occur only a small portion of the time for 

the mechanism to be adaptive and for the organism to survive. 

The crucial thing that this view ignores is that adaptive success can tolerate 

unbounded epistemological error. Accuracy isn't necessarily adaptive, and is often 
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harmful. All of these cases of adaptation of primitive perceptual mechanisms are cases 

in which what is indicated is either presence of food or predators. Depending on the 

nature of the food or the predators, these cognitive mechanisms must indicate such 

presence fast. Bugs fly fast, and if the toad is to eat one, its cognitive mechanism must 

immediately produce the representation that leads to snapping. If it is predator indicating 

that is involved, similar speed is needed, since they will quickly pounce on their food as 

the toad snaps at its food. The important point is that there is always a trade-off between 

accuracy on the one hand and speed and resources on the other. We can reduce false 

positive readings by increasing the time allowed for the perceptual process, or increasing 

the cognitive resources in the toad's brain. But in the real toad-eat-bug world, this is not 

an option, since the bugs are not about to decrease their flying speed for finicky toads, 

and toads don't have more computing space to use in bug identification without taking 

space away from other important processes. The significance of this is that a mechanism 

could be adaptive even if it never represented things exactly right, as long as it was close 

enough for the organism to get enough to eat and run away from enough predators 

enough of the time. The fairly accurate system that always gets things only 

approximately right while never getting them exactly right is more adaptive than the 

system that gets it exactly right some of the time. This is because the extra accuracy is 

not needed; if the size of the error isn't fatally serious, there is no special payoff for 

precision. And there is a cost for precision: time and resources. The archer who always 

comes close to the bull's-eye but never actually hits it is a better shot than the archer who 

hits the bull's-eye a few times but who misses badly much of the time. So as far as 

adaptive value is concerned, Millikan has just got it wrong: it could be adaptive for no 
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representations to get things exactly right, and hence it could be adaptive for them to all 

be, strictly speaking, misrepresentations. In the example of the toad representing the 

bugs and bee-bees, it could very well be adaptational to have the intentional content be 

simply bee-bee, in which case all bug-directed representations would be 

misrepresentations, as long as the toad snapped at them anyway. Thus, adaptation will 

not provide the distinction between correct and incorrect representation, since it tolerates 

total misrepresentation. Appeal to adaptational value may pick out pragmatic virtues of 

having one cognitive system rather than another, but it will not divide up the correct and 

incorrect uses of representations, and hence it will not serve as a basis for the distinction 

between meaning-fixing and non-meaning-fixing uses. 

Now we need to examine two other well-known teleological views, that of 

Dretske and Papineau, to see if their versions of a teleological theory of content can get 

around the problems which plague Millikan's view. We will find that they calmot, and 

that both of the problems of the possibility of alternate readings of function and the 

adaptational disadvantage of accuracy will be problems for their teleological theories as 

well. 

VII. B. DRETSKE'S VERSION OF TELEOLOGY 

Dretske's (1986) teleological account of misrepresentation rests on a relatively 

simple claim: a representation M means that p iff it is M's function to indicate the 

condition of p. Functions are supposed to distinguish the events that are supposed to 

occur, and which determine content, from those which merely do occur. When M is 

tokened by the conditions it is its function to represent, it correctly represents them. 



226 

When it is tokened by conditions other than the ones it is its function to indicate, it fails 

to perform its function and is a misrepresentation. 

Dretske illustrates his point with a biological example: 

Some marine bacteria have internal magnets (called magnetosomes) that 
function like compass needles, aligning themselves (and, as a result, the 
bacteria) parallel to the earth's magnetic field. Since these magnetic lines 
incline downwards (toward geomagnetic north) in the northern hemisphere 
(upwards in the southern hemisphere), bacteria in the northern 
hemisphere, oriented by their magnetosomes, propel themselves towards 
geomagnetic north. The survival value of magnetotaxis (as the sensory 
mechanism is called) is not obvious, but it is reasonable to suppose that 
it functions so as to enable the bacteria to avoid surface water. Since 
these organisms are capable of living only in the absence of oxygen, 
movement towards geomagnetic north will take the bacteria away from 
oxygen-rich surface water amI towards the comparatively oxygen-free 
sediment at the bottom. Southern hemispheric bacteria have their 
magnetosomes reversed, allowing them to swim towards geomagnetic 
south with the same beneficial results. Transplant a southern bacterium 
in the North Atlantic and it will destroy itself - swimming upwards 
(towards magnetic south) into the toxic, oxygen-rich surface water. 
(1986:26) 

Dretske wants to be able to say that in such a case the transplanted magnetosome is 

. misrepresenting the world, in that its function is to indicate the direction of oxygen-free 

water, which it does by pointing to magnetic south, and hence the content of the 

representation is oxygen-free water. Once transplanted, it actually indicates oxygen-rich 

surface water when it means oxygen-free deep water: it misrepresents the environment. 

The problem with Dretske's view of this case is that in pointing to oxygen-free 

water (in the Northern Hemisphere), it also simply points towards magnetic north, and 

the decision about whether it is representing or misrepresenting depends on which we 

take its function to be. There is both a liberal reading of the representation's function, 

indicating oxygen-free water, and a conservative reading of the representation's function, 

indicating the direction of surrounding magnetic field. On the conservative reading, it 
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is the function of the magnetosome to represent magnetic north, and even the transplanted 

magnetosome is correctly representing. Unfortunately, transplantation to the wrong 

hemisphere puts it in an environment where following its correct representations will kill 

it. 

Dretske invokes the complexity of the organism to deal with this problem: with 

more complex organisms, organisms capable of learning, we are entitled to the more 

liberal function of oxygen-indication, whereas in less complex organisms without the 

resources for expanding their information gathering resources, the more conservative 

magnetic-field-indication is the function. In recognizing the problem about assigning 

functions, he writes: 

No matter how versatile a detection system we might design, no matter 
how many routes of informational access we might give an organism, the 
possibility will always exist of describing its function (and therefore the 
meaning of its various states) as the detection of some highly disjunctive 
property of the proximal input. At least, this will always be possible if 
we have a determinate set of disjuncts to which we can retreat. (1986: 35) 

To deal with this possibility, Dretske claims that for organisms capable of associative 

learning there is "virtually no limit" to the kind of stimuli the organism could be 

conditioned to substitute for that proximal input, which will then trigger R. If this is so, 

there will be no determinate set of disjuncts to define the disjunctive property which is 

supposedly infallibly detected. So our only choice in specifying a determinate property 

would be to make the property non-disjunctive, and hence make the content of R non-

disjunctive. This is just what is needed to allow for misrepresentation. Since an almost 

unlimited number of different proximal stimuli could be conditioned to trigger the 
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representation, Dretske claims that none of them can be its content, not even their 

disjunction. He writes: 

[I]f we are to think of these cognitive mechanisms as having a time
invariant function at all (something that is implied by their continuing -
indeed, as a result of learning, more efficient - servicing of the 
associated need), then we must think of their function, not as indicating 
the nature of proximal (even distal) conditions that trigger positive 
responses ... but as indicating the condition (F) for which these diverse 
stimuli are signs. (1986:35-36). 

We can see what is really behind this suggestion if we ask this question: if these other 

stimuli could be substituted for the stimuli which presently control triggering of the 

representation (in this case magneto some orientation), why do they not actually control 

the triggering of the representation now? The answer will be that conditions were not 

right for the response to become conditioned to those stimuli, and that conditions were 

right for whatever connection to stimuli that does exist to develop (or remain, in the case 

of an innate connection). What this claim about the other possible stimuli that could be 

substituted for operating stimuli boils down to is that under optimal conditions those other 

stimuli would be substituted. But this just amounts to creating optimal conditions during 

the learning period. What is really behind this appeal to functions of the representation 

and possible stimulus substitution is that in the optimal and ideal conditions of controlled 

learning, R would precisely covary with the condition F. But we have already seen this 

solution; it is just the appeal to an infallible learning period that Dretske appealed to in 

Knowledge and the Flow oj Injonnation. As Cummins remarks: 

[I]t is clear that Dretske accepts the following constraint on the relevant 
function assignments: 

A function of R is to indicate x only if r would covary with x under 
optimal conditions. 
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This is what does all the work in the arguments; deflationary conservative 
attributions of content are ruled out solely on the ground that the relevant 
covariance wouldn't hold "even under optimal conditions." The appeal to 
functions is completely idle here. (1989:74-75) 

So the old optimal conditions constraint ends up being what distinguishes, supposedly 

non-arbitrarily, the functional descriptions which fix meaning from those which do not. 

And this appeal to optimal conditions has already been shown to be both arbitrary, and 

question-begging in its taking some counterfactual learning conditions as content-fixing 

and others as irrelevant to the determination of meaning. 

VD. C. PAPINEAU'S TELEOLOGICAL ACCOUNT 

Like Millikan, Papineau recommends that we understand representation as a 

matter of the biological functions of our beliefs and desires. 

The biological function of any given belief type is to be present when a 
certain condition obtains: that then is the belief's tlUth condition. And, 
correspondingly, the biological function of any given desire type is to give 
rise to a certain result: that result is then the desire's satisfaction 
condition. (1987:64) 

Papineau also invokes the distinction between nonnal and abnonnal causes of beliefs and 

desires to ground the teleology and allow for a gap between the actual causes and the 

privileged causes which determine the function of the beliefs and desires. As we have 

seen, such a gap is what is required to allow for misrepresentation. Simply put, the 

normal causes of a belief are those that the belief is "supposed to respond to", and the 

explanation of the presence of such beliefs is in terms of natural selection: 

[W]e have the present disposition to form beliefs of that type because, in 
the past, its tokens have generally had advantageous behavioural effects, 
and this has led to its preservation. (1987:65) 



230 

The objects of desires, their satisfaction conditions, are supposed to be the effect they are 

biologically supposed to produce. But there is a problem here which Papineau discusses, 

in that biologically the object of all desires would seem to be the same: passing on genes. 

His specific example, the desire for sweet things, highlights the difficulty: 

Prima facie, this desire is biologically supposed to produce, not only the 
taste sensation, but also the ingestion of sugar, enhanced metabolic 
activity, survival, and, eventually, the bequest of the genes behind the 
desire to the next generation. (1987:67) 

But this complete string of effects does not always occur in its entirety. Sometimes the 

ingestion of sugar is detrimental to health and survival. And it seems to much to 

attribute bequest of genes as the object of the desires of someone with a sweet tooth. 

They desire sugary foods, nothing more. Papineau's suggestion is that we can take the 

object of the desire to be the more immediate effect if we think of the brain as being 

designed or adapted to accomplish the ultimate ends of survival and bequest of genes by 

focusing on such 'proxy' ends as getting sweet things (or, in other cases, sex or security) 

and assuming implicitly that these are biologically advantageous. 

Our cognitive mechanisms, although in general designed to ensure gene 
bequests, are not sensitive to evidence about such things as the connection 
between eating sweet things an gene bequests .... The satisfaction of the 
desire is theftrs! effect (eating sweet things) which is taken to be relevant 
by natural selection and not by the agent. (1987:69) 

Thus Papineau tries to focus the object of the desire on the most immediate effect, not 

the ultimate effect in which the biological advantage really lies. 

This account appears to treat beliefs and desires separately, but ultimately, the 

content of beliefs is dependent on the logically prior determination of the satisfaction 

conditions of desires. 
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[B]eliefs will in general have biologically advantageous effects only in so 
far as they have effects which satisfy desires. So we ought to count the 
truth conditions of beliefs not simply as circumstances in which they have 
biologically advantageous effects, but more specifically as the 
circumstances in which they will have effects that will satisfy the desires 
they are working in concert with. (1987:70) 
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The point is that having various true beliefs is in itself not biologically advantageous. 

It is so only if those true beliefs assist in satisfaction of desires, which in the end is 

biologically advantageous. So Papineau's account has all detennination of mental content 

ultimately based on serving the function of satisfying desires. 

In his discussion of Dretske' s magnetosome case, Papineau agrees that complexity 

is the crucial issue, and argues that the bacteria with the magnetosomes are too simple 

to cut the content down to either oxygen-free water or magnetic north. Since the bacteria 

are too simple to have desires, there is nothing to help specify our content assignment. 

The only end that can sensibly be attributed to the bacteria is survival: and 
from this perspective their magnetosomes simply represent that the 
indicated direction is conducive to survival. (1987:71) 

Even though this specification of the content doesn't choos'e either of our two candidate 

contents, oxygen-free water or magnetic north, the content direction conducive to survival 

is one which, it seems, still can support a notion of misrepresentation. If a southem-

hemispheric bacterium is transplanted to the northern hemisphere, its magnetosomes point 

to the surface and its oxygen-rich water, and lead the organism to its death. If the 

content of their representations is direction conducive to survival, then these transplanted 

magnetosomes, which now are pointing the wrong way, are misrepresenting the direction 

conducive to survival. 

Several problems arise from Papineau's theory. One obvious one for our 

purposes is his claim that, on the one hand, simple organisms really do have desires 
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simply to survive, and nothing more specific, whereas complex intelligent organisms 

have just the opposite, desires for the f11'st effect (such as the sweet taste of sugar) which 

is relevant to natural selection, and no more remote effect, such as survival or passing 

on genes. This difference seems peculiar for a theory which seeks to take advantage of 

the biological basis of representation generally, across the biological spectrum from 

humans to bacteria. But though this asymmetry is perhaps unexpected, it is not in itself 

a conclusive objection to his account. A more serious problem is saddling individual 

beliefs, and individual concepts, with typical behavioral consequences. As Sterelny 

(1990) points out, 

That's necessary if a belief, or more exactly a belief-circumstance pair, 
is to be selected for. For selection on cognitive states will operate via the 
behaviour those states give rise to. The problem is that it's far from 
obvious that there are typical behaviours beliefs, or even belief
circumstance pairs, give rise to. The most telling criticism of 
behaviourism is that it wrongly supposed there to be a signature 
behavioural type for each mental state type. (1990: 130-131) 

Even the perceptual beliefs that Papineau is most concemed with need not have any 

direct effect on behavior. The behavioral effect of any single mental state comes only, 

as the functionalist accounts which replaced behaviorism tell us, in relation to its role in 

the entire cognitive system. Millikan avoids this mistake by invoking the distinction 

between teleological accounts of the mechanism and teleological accounts of the products 

of the mechanism, though, as we have seen above, she still attributes functions to 

individual beliefs and desires. Fodor (1990a) argues that the functions should instead be 

attributed to the belief- and desire-forming mechanisms. But Papineau's assigning 

behavioral consequences to individual beliefs is a serious flaw, yet one he cannot avoid 

if he wants the individual beliefs themselves to be selected for. 
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But the most serious shortcoming of Papineau's theory, the one which undermines 

his attempt to account for misrepresentation, is his basing of all representational content 

on desire-satisfaction. If we already assume that you have to have desires to have any 

more complex representation than 'thing that will help me survive', then of course the 

magnetosomes in the bacteria will have the representational content 'direction of survival' 

and not 'direction of magnetic north'. But the same alternatives apply here as to Dretske 

and Millikan. On the one hand, you can build in the liberal content (with possibility of 

misrepresentation) to the representation and the organism survives because it represents 

that which is conducive to survival. On the other hand, you could allow only the 

conservative content (with no possibility of misrepresentation) and the organism survives 

because survival happens to be in the direction of that which it infallibly represents. In 

the case of northern-hemispheric magnetosomes in their natural hemisphere, they 

represent the direction of magnetic north, and this happens to be the direction of oxygen

depleted deep water that they need to survive. On both readings of function and content, 

the organism's representation fulfills a biologically advantageous function, and because 

of this, is isn't the biological advantageousness which is behind choosing the liberal 

content (and the possibility of misrepresentation) to the conservative content (without the 

possibility of misrepresentation). So in this supposedly biological and teleological 

account of content and misrepresentation, the teleology is not what provides the 

distinction between meaning-fixing and non-meaning-fixing functions. Actually it is not 

clear what provides that distinction, other than either an arbitrary decision or knowing 

the 'right answer' in advance and begging the question. 
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VIT. D. TELEOLOGY AND CONCEPTUAL ROLE 

Just as earlier we looked at the connection between causallinformational theories 

of concept and use, or conceptual role, theories of content, we now should investigate 

the connection between teleology and conceptual role. How are these adaptational 

theories relevant to the point I have been making about use theories, namely, that they 

cannot account for misrepresentation? What we should recognize is that 

adaptationallteleological theories are really just specific kinds of causal theories, which 

themselves are really specific kinds of conceptual role theories. The contents of the 

representations are fixed not by entire conceptual role, but (on the teleological accounts) 

are fixed only by the causes of the tokening of the representation. Even then the content 

is not fixed by all the causes, but only by those causes which historically have served a 

adaptive function. Exactly which function it is said to serve varies among the 

adaptational theories. The function can be to indicate the presence of a certain objects 

or events (on Dretske's view), or to help in the reproduction of the representational 

mechanism (on Millikan's view), or simply to satisfy the desires of the organism (on 

Papineau's view). These are all ultimately functions to assist in survival of the organism. 

So the teleology is simply another way to cut apart the uses of a representation which fix 

its meaning from the uses which do not: the uses which count are the ones which 

increase either the chances of satisfaction of desire, survival of the organism, 

transmission of genes, or the reproduction of the cognitive mechanism involved in the 

representation. 

The problem with teleologicalladaptational theories is, not surprisingly, just the 

same as with the other causal theories: Just as there is always both a specific and a more 
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general cause to cite, there is a liberal and a conservative reading of every function 

which are both consistent with the goal of survival of the organism, reproduction of the 

cognitive mechanism, and passing on of its genes. Hence, if both readings of the 

function are equally consistent with biological advantageousness, it turns out that nothing 

about adaptational role tells us which reading of function is the one that fixes meaning. 

Basically we choose on the basis of what we antecedently have decided is the content of 

the representation. Yet it is often the case that representations with the conservative 

function are more adaptive, since a less accurate but accurate enough representational 

mechanism will do better than a more accurate one which is slower and uses more 

cognitive resources. This consideration gives us reason to think not that the conservative 

and liberal readings of function are equal relative to adaptiveness, but that the system 

with the more conservative function is more adaptive. On one hand this makes us prefer 

the representations and representational mechanism that is always wrong but non-lethally 

wrong - always close enough to the right answer for the organism to survive. This 

makes it sound as if teleology does indeed allow for misrepresentation, and in fact that 

it prefers misrepresentation. But that way of putting it is a little misleading, since even 

that assignment of content has a more conservative alternative reading, such that the 

system's function is much less ambitious, but more successful in meeting its ambition. 

The moral of biological considerations of fitness and adaptation is that it is most adaptive 

for a cognitive system to have the most conservative function possible that is successful 

enough to allow survival and passing on of genes. And in lowering the target to 

something so mundane that the system can always represent it correctly (like little black 

moving thing, instead of flies), we eliminate misrepresentation. Again here, the 
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possibility of the alternate, conservative reading of function shows that teleology does not 

univocally cut uses of representations apart into the correct and incorrect ones. So all 

of the teleological talk is in the end irrelevant to establishing a means of distinguishing 

the meaning-fIxing uses from the non-meaning-fIxing uses. 

There is a further problem with both the causallinfonnational theories and 

adaptational theories: all of these views hold that for some representations, the 

representations of logical connectives, their meaning is indeed exhausted by their 

conceptual roles. A representation has the content conjunction in virtue of how the 

system uses it to conjoin other representations. Beyond this feature, these views all 

specify the meanings of complex representations differently than the meanings of 

primitives. Whereas the content of representations of logical connectives are all specified 

by entire functional or conceptual role, the meanings of primitives are specified by some 

subset of conceptual role, namely, that which the representations covary with, or 

indicate, or have as their function to indicate. The meaning of a complex representation 

is not just simply a function of the covariance properties of the component primitives, 

for if it were the representation would not be a real complex, but rather just a string of 

primitives. For the complex representations meaning is more than covariation. The 

reason this is troubling is that whether some particular representation is a primitive or 

a complex by itself need not have any influence on how the system processes it, but the 

meaning it has depends crucially on which kind of representation it is. And even for 

primitives it is not actual covariation, it is how the representation would covary with 

properties in the external environment under optimal, ideal, nonnal, or N onnal 

conditions, or in accordance with the representati~n's function. 
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It is this mixed nature of so-called causal, informational, and adaptational role 

theories which makes them unstable. Three different kinds of representations (logical 

connectives, non-logical primitives, and complex representations) have three different 

theories of meaning, but these differences don't necessarily affect how the cognitive 

mechanism uses these representations. When we seek an account of what difference the 

meaning makes to how the system uses the representations, all of these theories assign 

different criteria to ground the various different meanings, but there are no intrinsic 

features of the representations which convey these different sources of meaning to the 

cognitive system. This is especially obvious for representations of two primitives, like 

& and 'HORSE'. Syntactically they are atomic representations, but they get their 

meanings differently: the meaning of the representation of & is specified by entire 

conceptual role, whereas the meaning of 'HORSE' is specified by causal relations to 

horses and certain counterfactuals (such as, on Fodor's view, which objects the tokening 

of the representation is asymmetrically dependent on). So, even when we get the 

intuitively correct meanings assigned to the representations, it is not clear why it should 

matter to the system itself that the representations have the meanings that they do on 

causal, informational, or adaptational theories. After all, the representations may have 

these counterfactual properties (such as asymmetric dependance) or historical properties 

(like having been selected for in the past), but these properties are relational, not 

intrinsic. The counterfactual or historical properties are not the kinds of properties which 

can affect the way the system processes the representations. Syntactic properties of the 

physical state that is the representation are what determine how the system will use it. 

And the counterfactual and historical and teleological properties are not syntactic. So 
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how can the fact that representation R successfully indicated the presence of horses in the 

past have any influence at all on how the cognitive system actually processes them? The 

same goes for the fact that R has the Proper Function of representing horses, or that R 

wouldn't be caused by cows unless it was caused by horses, but would still be caused by 

horses even if it wasn't caused by cows. These facts, even if they are true of the 

representation, could not make any difference to the role the representation has in 

cognitive processing. So these causal/informational and adaptational theories all make 

content irrelevant to how the system uses the representation, because content has no 

causal power. 

We can, however, make content relevant to the how the system uses the 

representations, by viewing content as determined solely by complete conceptual role. 

This view makes it clear why it matters that a representation has the content it does, but 

only because the meaning just is a description of conceptual role, an enumeration of 

actual and possible uses or the representation. Making meaning some privileged subset 

of conceptual role, as the atomistic causal, informational, and adaptational theories all 

do, and indeed as all idealized theories do, breaks the connection with any explanation 

of how and why the system uses the representations as it does. This is the dilemma 

about making content explanatory: If meaning is conceptual role it isn't explanatory 

because it is just a description of the explanatory role, and it makes no room for 

misrepresentation. If meaning is less than the complete conceptual role, it isn't clear 

how the meanings of representations matter, and it still doesn't really account for 

misrepresentation because of the presence of common causes for apparently correct and 
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incorrect representations, or conservative readings of functions which also do not leave 

room for misrepresentation. 

VIR. CONCLUSION 

This general skepticism about teleology being capable of dividing the meaning

fIxing uses of a mental representation from the non-meaning-fIxing uses is in accord with 

Fodor's comments that teleological notions "always have a problem about indeterminacy 

just where intentionality has its problem about disjunction."(1990a:70) "[Y]ou get 

indeterminacy about the function of the mechanism wherever there is ambiguity about the 

content of the state." (Fodor 1990a:71) But a similar ambiguity plagues the kind of 

causal theory that Fodor advocates, in that you always get indeterminacy about the 

counterfactuals which are relevant to fixing mental content whenever there is ambiguity 

about the content itself. The same thing holds for informational theories such as 

Dretske's. This split between the meaning-fixing uses and non-meaning-fixing uses 

reappears within any criterion that is supposed to make the larger distinction clear. To 

separate the meaning-fIxing form non-meaning-fixing uses we need a criterion which is 

univocal and not itself susceptible to being split apart. But not only are all of the criteria 

proposed so far susceptible to such a split, they require it in order to account for 

misrepresentation. For causal theories to allow misrepresentation they require a 

principled distinction between the causes that count towards fixing meaning and the 

causes that don't. If we invoke counterfactual properties (such as asymmetric 

dependence) to divide the causes into the meaning-fixing and non-meaning-fixing causes, 
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it turns out that the counterfactuals themselves must be divided into the counterfactuals 

which count in splitting up the causes and the counterfactuals which do not. If it is 

functions which are to be the basis of misrepresentation by dividing the uses of a 

representation into those that fix meaning and those that do not, we must then say which 

of the functions have a part in fIxing meaning. Only some of the functions (the liberal 

readings of function) can count in splitting the uses, and some functions (the conservative 

readings) do not make any split between meaning-fIxing and non-meaning-fIxing uses. 

All of these criteria require us to make the same distinction, between meaning-fIxing and 

non-meaning-fIxing uses, for the criteria themselves at the same time that the criteria are 

being invoked to ground that very same distinction between uses that fIx meaning and 

uses which do not. Hence, we never get a non-arbitrary and non-question-begging 

distinction, and thus, we never get an account of how misrepresentation could be 

possible. Another way to put this point is that reflective eqUilibrium is not an adequate 

methodology for the theory of content. We never end up grounding the distinction 

between meaning-fIxing and non-meaning-fixing uses - all these disguised use theories 

do is move the distinction to deeper levels. But at no level is it grounded by some 

criterion that itself doesn't also need to invoke that same distinction. So, apparently non

use theories such as causal, informational, and adaptational theories of content are in the 

end really use theories after all, and they, too, tum out to be use theories which cannot 

allow for misrepresentation. 

The acknowledged use theories, 'conceptual role' theories, in general add a causal 

or teleological factor to straight conceptual role, in hopes of having this give them a way 

to establish misrepresentation. The ironic thing is that causal and adaptational role 
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theories are themselves just limited or restricted conceptual role theories, and adding a 

restricted conceptual role theory to a full-blown conceptual role theory isn't adding 

much. For the added causal or teleological theories to be of any help, they would have 

to establish the possibility of misrepresentation on their own, and we have just seen that 

they fail to do this. Failing this, they would have to pick out a different pattern of use 

than full-blown conceptual role theories do so that we have a mis-alignment of the two 

factors in the 'two-factor conceptual role theories', and then we would have to have 

independent grounds for assigning the content of the representation solely as that 

determined by the causal or teleological factor. But we have seen that this is an arbitrary 

assignment at best, and at worst it is circular and begs the question. So two-factor 

theories also fail to establish the possibility of misrepresentation. 

The final verdict on use theories is as follows: The acknowledged and admitted 

use theories (the "conceptual role" theories) cannot allow for misrepresentation, and 

turning them into two-factor conceptual role theories does not help in making room for 

misrepresentation. The whole family of disguised use theories, including causal, 

informational, and teleological/adaptational accounts, also cannot allow for 

misrepresentation. So no use theory can allow for misrepresentation. And we saw in 

Chapter One that insurmountable logical, ontological, and epistemological problems for 

non-natural theories of content give us compelling reasons for a naturalized theory of 

mental content. The whole tradition of theories of mental content in cognitive science 

is to fmd a naturalistic reduction of content. And of the alleged naturalistic non-use 

theories, many have turned out to be (disguised) use theories after all, and the real non

use theories have deep problems and are too sketchy to firmly ground the existence of 
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misrepresentation. So we are left with the conclusion that the content of mental 

representations is a function of their use. But we have seen that no use theory allows for 

misrepresentation. Therefore, we must give in to the inevitable conclusion that we 

cannot have a theory of misrepresentation to go along with our naturalized scientific 

theory of content. So, give or take a few metaphysical or epistemological miracles, no 

plausible theory of content is compatible with there being any misrepresentation. There 

is no misrepresentation, and consequently, there is no conceptual error or false belief. 

This is what I set out in the beginning to demonstrate, and we have now seen the 

arguments that show it. 

So what do we do now? Reject the notion of content altogether? Similar worries 

do seem to have lead Quine and other verificationists to do just that. But I would like 

to urge that we need not go so far. The arguments against misrepresentation have lead 

us, as it were, to the edge of a cliff. To reject meaning altogether is tantamount to 

jumping off the cliff. I want to try to show how we can acknowledge the impossibility 

of error and misrepresentation, and still avoid leaping into the abyss. What we need to 

do is see what is left of the notion of content given the no-error result. I will argue that 

even if we must reject misrepresentation, it is still both possible and useful to understand 

cognition as involving mental representations, and still both possible and useful to 

characterize those representations as having content. If we add a pragmatic theory of 

concept change to a single-factor, non··idealized conceptual role theory of content 

(SCRT), we can explain most of our talk of misrepresentation even if, strictly speaking, 

no misrepresentation ever occurs. In the next chapter I will lay the groundwork for such 

an account of representation without misrepresentation. 
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CHAPTER FOUR 

CONTENT WITHOUT MISREPRESENTATION: A PRAGMATIC THEORY 

"When I use a word," Humpty Dumpty said, in a 
rather scornful tone, "it means just what I choose it 
to mean -- neither more nor less." 

"The question is," said Alice, "whether you can 
make words mean so many different things." 

"The question is," said Humpty Dumpty, "which is 
to be master -- that's all. " 

Through the Looking Glass 
- Lewis Carroll 

We have seen the arguments for the thesis that no naturalistic theory of mental 

content can allow of misrepresentation. The theory of content that is built around the 

acceptance of this result is Strict Conceptual Role Theory. We have now seen why 

content has to be identified as strict conceptual role, but we have not seen how this could 

be so. How can we have a theory of content at all that doesn't even try to make 

misrepresentation possible? How could such central and common sense ideas as false 

belief, conceptual en-or, and misrepresentation be rejected? If SCRT is true, how are 

we to understand claims that someone has made a mistake in judgment, and represented 

the world incorrectly? In this chapter I will endeavor to make sense of SCRT. 

Specifically, I will explain how SCRT can reject misrepresentation and still account for 
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apparent error and epistemic criticism. I will also explain how SCRT retains the notion 

of content by linking it to successful representation. I will try to show how 

communication could be possible given that SCRT claims that often people communicate 

while not using the same concepts. And I will briefly explain how the no

misrepresentation result and SCRT affect other areas in philosophy and cognitive science. 

Even if the alternate theories of content were to give up on trying to allow for 

misrepresentation, we should still prefer SCRT to them. 

I. STRICT CONCEPTUAL ROLE THEORY OF CONTENT 

A. REPRESENTATION WITHOUT MISREPRESENTATION 

We have already seen the basic features of Strict Conceptual Role Theory. It 

holds that the content of a mental representation is exhaustively and fully detennined by 

its entire actual conceptual role. It refuses to identify content with either idealized 

conceptual role or limited conceptual role, since both idealization and limiting of 

conceptual role fail in their attempts to allow a representation to be incorrect. In 

addition, both idealization and limitation of conceptual role take away some of the 

motivation of identifying content with conceptual role: We want to know how the 

representation relates to objects in the world in all circumstances, not just in ideal, 

optimal, or nonnal conditions, or just in perceptual cases, or just in the conditions that 

historically lead to the development of the representational mechanisms. In tying content 

to actual, not ideal, conceptual role, SCRT puts the real weight of explaining the 
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occurrence of representations on the syntactic level. It has the actual role it has due to 

its syntactic properties, not its semantic properties. And the semantic properties reduce 

to syntactic ones. That's how content is kept finnly linked to the role the representation 

plays in cognitive processing. All of the idealized or limited versions of conceptual role 

theory, in trying to allow room for misrepresentation, break the link between the content 

and what the system does with the representation. It is this tie that SCRT preserves by 

identifying content with entire conceptual role. 

In doing this, SCRT explicitly makes misrepresentation impossible. If a 

representation has a specific set of possible uses, Le. has a certain conceptual role, then 

all of those uses of it count as part of that set of uses which fix its meaning. So no use 

will be inconsistent with the meaning of the representation; no use is a misuse, and no 

representation is a misrepresentation. Unlike all of the other conceptual role theories, 

SCRT does not try to gerrymander conceptual role in a futile attempt to allow for 

something that is impossible on a use theory - misrepresentation. To hold SCRT is to 

accept the no-misrepresentation result, and construct a notion of content with this result 

in mind. 

As far as the perhaps unjustly influential Twin-earth cases are concerned, SCRT 

simply does not take the bait. Where Putnam and Burge argue that we should make 

content wide to allow the possibility of Twin-misrepresentations, SCRT takes the 

conceptual role theory all the way. Ifl would use the representation 'WATER' to refer 

to XYZ on Twin-earth, then that use counts as part of the meaning of 'WATER', and 
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'WATER' means H20-or-XYZ, and not (as Putnam would have it) just H20. If the 

representation for which I use the word 'arthritis' is applied to that pain in my thigh, 

then the meaning of the representation includes that use of it, and it means roughly thigh

or-joint-pain, and we should call the concept 'THARTHRITIS', since it doesn't mean 

arthritis. Even if I defer to the doctor and "admit" to my "mistake", this doesn't show 

that using the representation in response to my thigh pain was a misrepresentation. It 

only means that I am sufficiently socialized to defer to authorities so that I don't make 

trouble, and I don't advertize the fact that my representation means something different 

from the representations most people have regarding thigh and joint pains. I may even 

adopt a new concept, one with the same pattern of use that other people's representations 

have. Even this concept change does not mean that my earlier representation was 

incorrect, or that my earlier belief was false. It just means that I can begin using a 

concept with a pattern of use, a conceptual role, which more closely matches the 

conceptual role of the concept that people around me are using. This is the pragmatic 

account of concept change that I will describe in more detail later in this chapter. 

SCRT reduces content to the use a representation has in a cognitive system. 

Some of the uses defined in conceptual role will be dispositions to use the representation 

under certain conditions. This does not make content idealized, but it does bring up a 

concern: what role does content now play in our scientific explanation of cognition? 

Making content identical to conceptual role would seem to trivialize it in any explanation. 

The content no longer seems to tell us why a representation was used as it was, but only 

--------------
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that it was. So we should now concern ourselves with the question of the theoretical 

status of content according to SCRT. Does SCRT make content useless by destroying 

its explanatory value? 

I. B. THE STATUS OF CONTENT: EXPLANATION VS. DESCRIPTION 

Wittgenstein's private language argument is that if meaning is normative 

(governed by rules of how one should apply concepts), there couldn't be a private 

language. If one's actions define the rule being 'followed' as one goes along, there is 

no sense in which one can fail to follow that rule. Eliminating normativity and error 

would eliminate any sense of the value of content to explain anything, and perhaps of 

there being content at all. Once we move to the level of mental representation, the 

problem with all of the theories which make content attributions normative is that it is 

hard to see how normative facts can be causally efficacious. How can facts about what 

which cognitive states one should have affect which cognitive states one does have? The 

normative aspects of content have nothing to do with explaining how the system uses the 

mental state in question. Conceptual role, on the other hand, is a description of how the 

system uses the state. I endorse Wittgenstein's conditional: ifmeaning is nonnative, then 

there are no private languages. But physicalism, and the demand for content to be 

related to the explanation of cognitive functioning, requires us to make meaning 

descriptive (of functional role) and not normative. So there can be private languages, 

and they are in the head. 
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To further pin down the explanatory status of content and its usefulness, it will 

help to consider a bit of Dennett's view of content. Dennett thinks the disjunction 

problem faces anyone who thinks there are facts about what a mental state really means, 

but, he adds, "there is no principled answer ... beyond what we can support by appeal to 

the functions we can discover and make sense of ... " (1987:304). He thinks that since 

there are no deep facts about the real meaning of a state, and they do not figure in any 

causal explanation of cognition, we "adopt the intentional stance" - and the content 

attributions dictated by such a policy will be those which "come out veridical, and 

useful". The no-misrepresentation view of SCRT is in accord with Dennett's comment 

that "you can always get veridicality at the expense of utility by adding disjuncts." 

(1987:311) But he thinks it is sometimes useful to attribute falsity, and that the only 

useful method of content attribution will be one which attributes tnte and false beliefs, 

as dictated by the believer's behavior and situation in the world. But contrary to 

Dennett, SCRT dictates that there are indeed facts about what the real content of a 

cognitive state is - it is not just whatever we would find useful to ascribe. But those 

facts are dispositional, and hence can only be descriptive, not normative. They are 

descriptive of cognitive functioning, not of any intrinsic intentionality. Attributions of 

total veridicality and massive disjunctiveness are indeed useful, not for explaining a 

system's interactions with its environment, but for describing its internal workings. So 

it turns out that SCRT is a bit more realist about mental content than Davidson and 

Dennett, a lot more realist than Quine and Stich, but a lot less realist than the causal 
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theories of Fodor and Dretske. According to SCRT, functional descriptions of content 

are dispositional. They describe how the representations will be and can be used in 

various different, sometimes counterfactual, circumstances. Content will always be 

simply an elaborate description of actual and possible use of the representation. And if 

it can only be this, it is not explanatory, but only descriptive. Content is simply an easy 

way of tracking explanatory role. We cannot use it to explain that which it simply keeps 

track of. 

What makes this feature of content difficult to discern is that mental content is in 

fact a relational property, but it has a categorical syntax. Our talk of content is not on 

relational on the face of it, but functions just as if content were an intrinsic, atomistic, 

and non-dispositional property of mental representations. It is this categorical syntax 

may mislead us into thinking that content is genuinely explanatory when it is not. In fact 

it is simply easier to talk about a complex relational property as if it were a categorical 

property. We can speak of the content of a representation in this simple way without 

worrying about the fact that content is in fact a dispositional description of the overall 

pattern of use that the representation can be put to. In everyday circumstances, it is both 

cumbersome and unnecessary to go into the details of the dispositional descriptive nature 

of content. We use content instead of referring to the complex syntactical properties of 

the representations simply because content-talk is a lot easier and saves a lot of ink. But 

this practical, simplifying feature of the grammar of content descriptions does not give 

it real power to explain that of which it is at bottom a mere enumeration. 
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A useful analogy to illustrate the descriptive, non-explanatory nature of mental 

content is that of valences in chemistry. We could say, speaking loosely, that one 

oxygen atom bonds stably with two hydrogen atoms to form H20 because an oxygen 

atom has a valence of -2 and each hydrogen atom has a valence of + 1, and a stable 

molecule has a total valence of zero. But of course such an explanation is empty, and 

in fact trivial, because the -2 and + 1 valences are merely summaries of stable bonding 

dispositions of the two elements. To have a valence of -2 is just to be disposed to bond 

stably with two hydrogen, or for two of such (-2) atoms to bond with a +4 atom (as in 

CO2), and so on. We could do without valences altogether by simply referring to a giant 

table of the possible bonding combinations of all the elements. But such a table would 

be cumbersome and difficult to work out for a large number of elements. Valences 

provide an efficient and simple shorthand for such a chart. The point is that it is facts 

about internal chemical structure and its control over bonding that explain chemical 

bonding, and valences are just summaries of such bonding potential. To view such 

dispositional properties as explanatory would be like Moliere's joke in Le malade 

imaginaire: When asked why opium puts people to sleep, the doctor replies that it is 

because opium has a vitus donnitiva. 44 So what 1 am proposing here, in SCRT, is a 

valence theory of content, where the content of a mental representation is simply a 

441 am indebted to Robert Cummins (in conversation) for the valence example, and 
for the reference to dormative virtues in Moliere (Cummins 1983:6). For an explanation 
of how transition laws in science lack explanatory power in a similar way, see Cummins 
(1983). 
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summary description of the conceptual role, i.e. causal power, of the representation. On 

such a reading, it is clear that content cannot be explanatory, but I hope it is also clear 

why we would continue to have a place for content in our account of representation and 

cognition. We still use valences, too. 

In the end, SCRT concedes to Stich (1983) that explanations that appeal to content 

are trivial. Since content simply tracks functional role, one cannot non-trivially explain 

why a state has the role that it does by appeal to its content. Saying it has the content 

it does is just describing how it will function. But, contra Quine and Dennett, in this 

error-free descriptive sense content is useful: it gives us a way to talk about the 

functional role of a mental state, which is something we'd like to be able to do. In a 

sense, I agree with Stich that the Syntactic Theory of the Mind (STM) is correct - it is 

the syntactic structure of representations that is the source of any real psychological 

explanation, for the disposition to use representations rest in the syntactic structure of the 

representations. But Stich's argument for STM - it is difficult to ascribe belief content 

and figure out the truth-conditions of mental states due to vagueness and context 

dependence, so truth-conditions don't figure into the explanations in cognitive 

psychological- is both too dangerously verificationist and also just unsound. According 

to my argument, it isn't that we are unclear about what the truth-conditions of mental 

states are. It is just that they are uninteresting. The content and truth-conditions of 

mental states don't help in psychological explanation because they're almost always 

massively disjunctive, and they don't allow error or misrepresentation. The truth 
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conditions don't help because all the beliefs are true. So the best we can do is take them 

to be descriptions of the functional roles of syntactically described states, and not as 

explanatory . 

In another way, my position is more radical than Stich's. His argument is that 

we cannot do folk psychology across different possible worlds, different cultures, and 

people and animals which have vastly different belief and concept sets than we do, 

because vagueness and context sensitivity undermine content ascriptions in those cases. 

One possible response is that even given all of Stich's special cases, we can still do 

psychology for our culture in the actual world, and local psychology is psychology 

enough. The rareness or remoteness of the cases that cannot be covered by psychology 

explains why it doesn't cover them, but also shows us why we need not worry about 

them too much. 

On my view, we cannot even do that much. We can't even use content for 

cognitive psychology of normal members of the local culture in the actual world, because 

though we can get content ascriptions, all the beliefs end up being true. Even "normal" 

members of our own culture end up having disjunctive concepts and ones which are often 

different from the concepts that most other members of the society have. To have a use 

theory of representational content is to have one which makes all uses correct uses, and 

this results in members of the same society hardly sharing any representations. It is this 

sort of meaning holism that Fodor has so often cited (e.g. 1987:ch.3) as destroying the 

possibility of doing psychology, because with so few shared concepts, we get few or no 
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psychological generalizations. So even for "normal" members of the same culture, 

appeal to content won't explain behavior. Content explanations are trivial, being simply 

summaries of the cognitive role of the representation, hence they cannot explain the fact 

that the representation has that role. But I take this to be another reason for saying that 

though content isn't explanatory, it is descriptive. It figures into cognitive psychology 

in that we use content to describe the internal states, but we must appeal to their syntactic 

structure to explain their role, and thus explain behavior. 

Now we have set out SCRT and more clearly established how it moves us from 

a normative and explanatory view of content to a descriptive one. But there are a few 

objections and technical issues that ought to be cleared up before proceeding to SCRT's 

pragmatic explanation of apparent error and misrepresentation. The first objection is that 

there are obvious cases of misrepresentation, and SCRT does not make them less 

obvious. The second is that since SCRT seems to make all statements and inferences 

true by the meanings of the elements, it makes them analytic. But since all analytic 

truths are necessary, SCRT seems to make all statements and inferences necessary. To 

rule out contingent inferences seems just outrageous and implausible. So we need to try 

to defuse these objections before moving on. 
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I. C. INITIAL OBJECTIONS: REPRESENTING CONTINGENCY, NECESSITY, 

AND SELF-CONTRADICTIONS IN SCRT 

One argument against SCRT that we should examine is the following: I see 

Socrates in a room and he is alive. I represent Socrates as being alive. But then I leave 

the room, and continue to think that Socrates is alive. At some point afterwards, while 

I am still thinking that Socrates is alive, Socrates dies. Isn't this a straightforward case 

of misrepresentation? Am I not misrepresenting a now-dead Socrates as being alive? 

If my representations are not sensitive enough to the world to be made false by 

contingent events, then I can only represent necessary truths, and these are not of much 

survival value.45 This seems like a serious flaw in the SCRT's no-error position. 

There are several things we can say in response. First, and easiest, is that this isn't just 

my problem, it is everybody's problem, or at least (if my arguments in Chapters 2 and 

3 are right) it is a problem for everybody who holds a use theory of content. Meaning 

is a function of use, and there is no non-arbitrary way for a use theory to allow for 

misrepresentation. So even if it this is a case which we want to call a misrepresentation, 

the question is how a use theory can manage to make it a misrepresentation. If use 

theories cannot make this a misrepresentation, and this entails that we can only represent 

necessary truths, then that is a fault with every use theory. If my only claim was that 

naturalistic theories of content have this problem of not being compatible with 

45Thanks to Chris Maloney for suggesting this objection and pointing out its 
importance. 
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misrepresentation, then this objection would simply highlight how bad things are for 

naturalistic theories of content. What I am trying to do is try to save use theories from 

these serious problems; I am claiming that we can have a useful, coherent use theory of 

content which rejects misrepresentation (as it must). But if my pragmatic solution 

doesn't work, then every theory of content is stuck with this problem. The objection 

shows how radical the rejection of misrepresentation is. So what are we to say in 

defense of SCRT? 

The flaw in this objection is that this kind of problem case, in which the external 

facts change while the representation (allegedly) remains the same, is stuck with a 

dilemma. The dilemma is whether or not future dispositions to use a representation 

count toward fixing its present meaning. If future dispositions do count to fixing the 

meaning that the representation has now, then one's disposition to use the representation 

'Socrates is alive' even after he is actually dead counts toward the representation's 

meaning while he is alive, and gives it a meaning that includes cases in which Socrates 

is alive and cases in which he is dead. So, if future dispositions to use a representation 

are meaning-fixing, then the representation is a correct representation, not a 

misrepresentation. The old concept did in fact cover the new case of dead Socrates all 

along. It simply does not mean Socrates-is-alive but perhaps Socrates-is-alive-or- there

is-no-evidence-that-Socrates-is-dead. On the other hand, if we say that the future 

dispositions to use the representation do not count as meaning-fixing now, then the 

pattern of use of the representation while Socrates is alive is different than the pattern 
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of use of the representation after he is dead. This means that the representations have 

two different conceptual roles, and therefor have two different meanings. So there is no 

contradiction when the representation is used for dead Socrates, since it does not mean 

Socrates-is-alive. The old 'Socrates' concept and the new 'Socrates' concepts are mere 

homophones. The new belief (after Socrates dies) is not type identical with the old belief 

(before he dies), so they cannot conflict with each other, since they do not mean the 

same thing. (Though it could be the other concepts which differ in meaning, rather than 

the 'Socrates' concept.) So even if future dispositions to use representations do not count 

as meaning-fixing, this kind of case is not one of false belief or misrepresentation, since 

the meaning of the relevant concepts changes from the time they applied to living 

Socrates to the time they apply to dead Socrates. So on neither side of the dilemma does 

change in external circumstances yield a misrepresentation or a false belief. 

What, then, of the charge that representation of contingent truths cannot occur? 

That depends on the conceptual role of the representation type. Would tokens of that 

representation-type occur under just any circumstances? Would it occur if one were 

staring directly (in good light) at the obviously lifeless body of Socrates. Typically it 

wouldn't. If there were dim light and someone was secretly nudging the dead body so 

that it might appear that Socrates was moving, hence alive, then perhaps the 

representation might indeed be tokened. But it is false to charge that the representation 

is totally insensitive to empirical facts. After all, part of the conceptual role of the 

representation (type) is to be caused by certain sensory inputs under certain conditions. 
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If its conceptual role includes being tokened when Socrates appears to be alive, then 

tokening of the representation when he is dead but appears to be alive counts as meaning-

fixing use, and the meaning of the representation might tum out to be that Socrates 

appears to be alive. This is true even in the case where he is dead but appears, in the 

dim light, to be alive. But this is a far cry from the situation in which the representation 

will actively occur under any circumstances at all. And it is this latter conceptual role, 

totally disconnected from sensation and the external world, which would be required if 

the representation were really limited to representing only necessary truths. 

I cannot overemphasize the importance of showing that SCRT does not make the 

content of a representation include just anything. The danger is that SCRT will make all 

representations correct by making their content not only disjunctive, but tautologous and 

vacuous. So, in the H20 and XYZ case, if 'WATER' includes XYZ in virtue of 

'WATER' meaning H20-or-not-H20, then my umbrella and Mount Everest are also 

included as 'WATER'. 46 In the Socrates example at the beginning of this section, if 

our thoughts that Socrates is 'ALIVE' continue to be true even after he dies in virtue of 

the fact that the concept' ALIVE' means alive-or-not-alive, then of course Socrates could 

not fail to be 'ALIVE' in this sense. But this deflates the content too much. And SCRT 

does not really imply this. 

46Thanks to my colleague Peter Graham for useful suggestions and criticism on this 
section. In a commentary on a version of this chapter (for the 1992 Discipuli Conference 
at USC), he coined the phrase 'Shakespearean concepts' for those concepts with 
tautologous contents of the form' P-or-not-P' (referring to Hamlet's famous line: "to be 
or not to be"). 
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One thing to notice is that a causal theory can get out of this problem without too 

much trouble, because causal relations to external objects ground the contents of 

representations (though, as I argue in Chapter 3, not enough to establish 

misrepresentation). Just because all uses count as meaning-fixing uses according to 

SCRT does not mean that we have eliminated all traces of causal relations. As I have 

argued, all of those causal theories are in fact limited conceptual role theories, in which 

detection is the use of representations caused by perceiving external objects (in 

ideal/normal conditions, etc.). SCRT makes such detection uses only one part of the 

entire set of uses that determine meaning, so detection uses in ideal/optimal/normal 

conditions are not the sole determinant or meaning. SCRT merely restricts the causal 

side to the connection between perceptual inputs and the triggering of the corresponding 

representation. We stilI retain the internal side of the causal impact of external objects, 

though we only get narrow content from this. What is important is that even though the 

content is narrow, and often disjunctive, only certain inputs will trigger the occurrence 

of a particular representation. The occurrence in a cognitive system of representations 

which are caused by inputs which themselves were caused by external objects is still 

(partly) the grounds for saying that the representations 'apply' to those objects. And 

even counterfactual causes count in this determination; but the counterfactual cases are 

not endless. The 'WATER' representation may be applied to more than just H20, but 

this doesn't mean it will be applied to just anything. In this example, the pattern of use 

is unified by certain appearance states: both H20 and XYZ are clear liquids. In Fodor's 
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(1987) case of 'mistaking' a dimly lit cow for a horse, the tokening of the same 

representation occurs with horses and dimly lit cows because both animals have a similar 

appearance in dim light. It is the circumstances in which the representation would not 

be used that prevent it from being a vacuous representation of horse-or-not-horse (or, 

generally, P-or-not-p). There could be a representation which would be used in any 

circumstance whatsoever, which would have the conceptual role that makes the content 

the vacuous P-or-not-P, but SCRT does not make all contents vacuous in this way. So 

even though concepts are more discriminating than simply being caused by anything, they 

are disjunctive enough to make misrepresentation impossible. 

The upshot of this argument is that while necessarily true beliefs have the same 

truth values, they have different truth conditions. It is this difference in truth conditions 

that allows two equally true representations to be tokened in response to different 

conditions. They all don't occur under just any conditions, and the conditions that they 

occur under are different. Only if the truth conditions, as well as the truth values, were 

identical, would there be a basis for saying that the representations are totally out-of

touch with what actually, contingently, occurs in the world. But the truth conditions are, 

most often, different, and so representations can be sensitive to contingencies in the 

world even if, necessarily, all representations are correct and misrepresentation is 

impossible. Even though representations must be correct, and mental sentences must be 

true in virtue of meaning, SCRT still leaves truth contingent. To say that a 

representation is true in virtue of meaning is only to say it is true in virtue of the use to 



260 

which it is put. But its pattern of use is under empirical contingent control, based on 

external constraints, internal constitution, and perceptual inputs. The representation 

could be used in a different way than it is used, if the external conditions, internal states, 

or perceptions were different. The possible confusion is due to the fact that I consider 

contingent uses to be meaning-fixing, and this makes such uses analytic in away. But 

they are still contingent. However, this should not be so puzzling, for, after all, I am 

not the only one who has contingent uses be meaning-fixing. Fodor (1987) invokes the 

notion of "labelling uses" for uses in ideal conditions (which exhibit asymmetric 

dependence) that determine meaning, and Dretske (1981) considers uses during the 

learning period to be meaning-fixing. On both views the uses are contingent (one could 

have learned to use a different representation under those circumstances), but once a 

certain use of a representation is meaning-fixing, it is an analytic yet contingent use. 47 

The objection about representing only necessary truths is closely related to another 

point, a worry about what can and cannot be represented, according to SCRT. To say 

that all naturalistic theories of content, including SCRT, allow no misrepresentation or 

representational error is not to say a priori that there are things we cannot represent. 

Even according to SCRT we can still correctly represent empty concepts and falsehoods. 

What we cannot do is use empty concepts and falsehoods in a way that is incompatible 

47This notion of contingent yet meaning-fixing and analytic use will become clearer 
after the discussion of meaning holism in the next chapter (especially sections I and II.) 
There I will argue that there is a way to understand 'analytic' as true in virtue of 
meaning without being necessarily true, and that this is the correct way to understand 
meaning-fixing uses in SCRT. 
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with their being empty or false, for those uses would alter their meaning so that they 

would no longer be falsehoods or empty concepts. For example, I can indeed have the 

empty concept 'UNICORN'. I must have such a concept even to assert that there are no 

unicorns. I can even represent false propositions, as I must when denying the 

proposition that 'Unicorns exist'. I can even have a false proposition in my DESlRE

BOX, or WISH-BOX, for I could want it to be the case that unicorns did exist, or wish 

that they did. None of these uses would be inconsistent with the representation in the 

box meaning unicorn. And none of them would be misrepresentations. But I cannot 

apply an empty concept to anything, or believe a false proposition. If the mental 

sentence were believed, then its concepts are applied, and given that every use counts 

toward determining meaning, they are correctly applied, and therefore the proposition 

expressed is true. If I ever actually applied 'UNICORN', say, to that animal I saw in 

the field today, then it wouldn't be the concept of a unicorn; it wouldn't mean unicorn, 

but rather would mean unicorn-or-horse (or something disjunctive like that, including 

anything to which I would apply the concept). The placing of representations in 

functionally-defined boxes is just anotllCr way to describe the uses or conceptual roles of 

the representations. And if a representation has a conceptual role which includes one's 

believing that there are such things, or believing that a proposition is true, then those 

uses are meaning-fixing, and guaranteed to be true (as all meaning-fixing uses are true). 

What this does is give special significance to the BELIEF-BOX: it is tlle only box that 

cannot contain a falsehood, and it is the only box with a mind-to-world fit. To put a 

--------- -------- ----~ ----- ---
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representation in the BELIEF-BOX is functionally equivalent to calling it true, and that 

very occurrence in the BELIEF-BOX adds that use to its meaning, thus making it true. 

On this view, it is analytic that everything in the BELIEF-BOX is true. One can desire 

that something be true without that use adding its actual truth in that circumstance to its 

meaning. It adds only that one may plan to do what one believes will bring it about, or 

perhaps one will fear that it will be true, or one will plan what to do in case it turns out 

to be true. All of these uses are consistent with its being false. This is why one can 

wish there was a unicorn in one's garage, but not believe that there is; to believe that 

there is would be inconsistent with the representation meaning unicorn. 

We have now considered what SCRT will have to say about the cases where the 

content is trivially true, as in P-or-not-P, and contingently true, and contingently false. 

But what if we tried to define a representation as having a self-contradictory meaning, 

so that it would be necessarily false? We could pick an arbitrary symbol, 0, and define 

it as entailing that Joe is tall and Joe is not tall (at the same place and time). In this 

case, every possible use of 0 would imply a contradiction. So how can we say that there 

is no misrepresentation, since every use of 0 will either be or entail a contradiction, 

which cannot possibly be true? We might try to defuse this example by simply saying 

that 'entails' does not mean entails here. But we do not want to rule out one's ability 

to represent a self-contradiction, for that would give philosophers and mathematicians a 

lot of trouble proving things by reductio. But what we can say is that in reductio 

arguments, we do not actually assert or believe the contradictory proposition or 



263 

representation, we merely consider it, or wonder about it, or suppose it in a hypothetical 

though not actual context. These uses are consistent with a self-contradictory meaning, 

just as wishing there were unicorns is consistent with the fact that they don't really exist. 

In fact, we cannot assert or believe 0, our self-contradiction, for if we did, that use 

would be meaning-fixing, and that use would alter its meaning so that it would then be 

true, and no longer mean something self-contradictory. This move points back to 

Quine's use of the Principle of Charity: any evidence that someone believe something 

self-contradictory is better evidence that the representation isn't really a contradiction at 

all. Except according to SCRT, the occurrence in the BELIEF-BOX is what constitutes 

its not being a contradiction. () couldn't have a self-contradictory meaning if the world 

conspires to put it in the BELIEF-BOX. In the case of primitive representations, the 

pattern of use will make the content disjunctive in cases of apparent misrepresentation, 

and in the case of complex representations, it may be anyone of the elements that is 

disjunctive, or several of them. It may not be readily apparent which element is the 

disjunctive one. Suppose I now believe that my car is where I left it a half hour ago, but 

it has since been stolen. Isn't this an obvious case of false belief? For it to be a false 

belief, some concept has to have been misapplied. Which one? 'Car'? 'Now'? 'Is'? 

What makes this use of the concept a mis-use? One of these must have a meaning more 

complex (probably disjunctive) than originally supposed. But it is hard to say which one. 

It might be that there is no fact of the matter, or it might be that details of the patterns 

of use of the individual elements do pick out one as the disjunctive one. Whichever it 
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is, something must be used in a disjunctive way, since there can be misuse of a 

representation. So for it to be a false belief, one would have to say that meaning isn't 

use, or find a non-Question-begging way of identifying the uses that count toward 

meaning and those that don't. But, as we have seen, neither of these options looks very 

promising. 

The strategy used in responding to these examples is very general, and allows us 

to sidestep all forms of the following basic kind of argument: 

1) If S represents/believes that p, then S can represent/believe that not-po 
2) Assume that S represents/believes that p. 
3) Therefore S can represent/believe that not-po 
4) Given bivalence, S actually does or can represent/believe what is false. 

5) Therefore, misrepresentation and false belief are possible.48 

The proper response is that SCRT holds that it is indeed possible for a representation of 

negation to be conjoined with a representation of a truth. Even according to SCRT, 

representations satisfy Fodor's demands of compositionality and systematicity. Just as 

in the possibility of representing an impossible object like a unicorn, SCRT does not hold 

that one cannot represent falsehoods, or an empty concept, or a self-contradictory 

concept. But though this would seem to make false belief and misrepresentation possible, 

it does not. SCRT does insist that one cannot represent impossible objects or falsehoods 

in a way that is inconsistent with their content. Such a use would change the content of 

the concept. You can desire to get a pet unicorn for your birthday, but you can't believe 

48Thanks to Chris Maloney for suggesting this objection. 
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that you did, for such belief would render the content of the belief involve something 

other than a representation that means unicorn. Similarly, having a representation with 

the false content not-p is fine as a desire. It simply amounts to putting a representation 

that means not-p in the DESIRE-BOX. According to SCRT, the occurrence of a 

representation in the DESIRE-BOX is also meaning-fixing, as is every use of the 

representation. Occurrences as desires still count as part of the representation's 

conceptual role, and uses in the DESIRE-BOX are meaning-fixing, but they are meaning

fixing in a different way than uses of representations in the BELIEF-BOX. In perception 

different representations are used in conjunction with different inputs, and different 

representations are used differently in different boxes. Uses of the representation in the 

BELIEF-BOX are assertions that the representation is correct, so they cannot be incorrect 

uses. But uses of the representation in the DESIRE-BOX are not assertions of its truth, 

but of its desirability that such a circumstance tum out to be true, or a sign that one plans 

to try to alter the circumstances so as to make the representation tum out to be correct. 

So uses of a representation in desires do not always make the content of the 

representation disjunctive, as uses in belief do in cases of apparent misrepresentation. 

What is important is not only that a representation is used, and used in response to 

certain inputs, but how it is used, in this case, how the representation is processed, i.e. 

in BELIEF-BOX or DESIRE-BOX, or in some other box. But if p is true, then one 

cannot put a representation that means not-p in the BELIEF-BOX, for such a use shows 

that the content of the representation is not not-p, but rather something else, something 

----- ---------- --- --- ---. 
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that is true. This follows directly from the fact that this occurrence of the representation 

is a meaning-fixing use, and so it cannot be a misuse. But if it occurs only in the 

DESIRE-BOX and not in the BELIEF-BOX, then this pattern of use could well determine 

a content that is false, or even self-contradictory, without being a misrepresentation. In 

this way we can defend SCRT from the charges that it still allows misrepresentation and 

false belief. 

So we have now explained how representation could be immune to error and stilI 

be useful and sensitive to the state of the outside world, and shown that falsehoods and 

empty or contradictory concepts are possible even on SCRT. The representation's 

conceptual role, the map of actual and potential uses, describes the conditions under 

which it would and would not be used. The only kind of representation incapable of 

representing contingent truths would be one whose conceptual role included all uses 

whatsoever, with no conditions under which it would not be tokened. But even if 

misrepresentation is impossible, this does not mean that the representation will have such 

an indiscriminate pattern of use. We need to explain how cognition could be sensitive 

to the state of the world given the impossibility of misrepresentation. In the next section, 

this sensitivity to the outside will be explained not in terms of truth or falsity of 

representations, but in terms of concept change as a response to practical success and 

failure of actions based on those representations. This pragmatic theory will also explain 

apparent misrepresentation as conceptual change. 
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II. SAVING THE APPEARANCES: A PRAGMATIC THEORY OF CONCEPT 

CHANGE 

A. WHAT IS APPARENT ERROR? 

People often criticize the beliefs of themselves and others as being false. We say 

of both humans and other cognizers that they sometimes misrepresent. Given SCRT, 

which tells us that there are no false beliefs, errors, or misrepresentations, how are we 

to explain this? My answer is inspired by Locke's account of abstract ideas. On Locke's 

view, each simple idea represents a property in the world that the idea co varies with, and 

a complex idea represents an object by being composed of simple ideas each of which 

represents a property of the object. Each simple idea is abstract, obtained by abstracting 

away all but one element of a complex idea. We get complex abstract ideas by either 

removing some of the simple ideas from a complex idea, or simply composing a complex 

out of available simple ideas. What governs correctness or incorrectness of abstract 

ideas? After all, strictly speaking, any abstract idea will be well-formed. So why 

abstract one way rather than another? Why abstract away the idea of 'stripedness' from 

the idea of 'cat' to have a 'cat-in-general' idea rather than a 'tabby-cat-in-general' idea? 

According to Locke, though we could create any abstract idea we like, abstract ideas are 

selected according to practical value and the pressure of social communication. 

For though Men may make whatever complex Ideas they please, and give 
what Names to them they will; yet if they will be understood, when they 
speak of Things really existing, they must, in some degree, conform their 
Ideas to the Things they would speak of: Or else Men's Language will be 
like that of Babel; and every Man's Words, being intelligible only to 



himself, would no longer serve to Conversation, and the ordinary Affairs 
of Life, if the Ideas they stand for, be not some way answering the 
common appearances and agreements of Substances, as they really exist. 
(Essay, III. vi. 28) 
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The abstract ideas can only match really existing objects to some limited degree; if they 

matched one object completely, they wouldn't be general enough to match other objects 

which are similar in some respects but not in others, and hence the ideas wouldn't be 

abstract general ideas. Which objects to include in an abstract idea is not determined by 

the real essences of the objects, since Locke claims that we do not know these real 

essences. So which objects the abstract ideas are to match, and how closely they are to 

match the objects, depends on which objects it would be useful to group together. Some 

abstract ideas are simply more useful for getting around in the world than others, and this 

is because some classes of objects are more useful to represent than others. If it is useful 

to have a concept that applies to all cats and not just tabbies, then we should prefer the 

'cat-in-general' idea to the 'tabby-cat-in-general' idea. Or it may be useful to have both. 

In addition, there is pressure from society for one to apply words as other people 

do, and to use the same words to apply to the same (or similar) mental representations 

in the minds of different people. Suppose the word "cat" in your idiolect applies only 

to tabby-cats, but that others use the word "cat" for all cats, not just tabbies. You aren't 

making an error: if by "cat" you mean tabby-cat, then a Siamese isn't a "cat". But 

though you aren't wrong, and your belief is true, it would be useful for you to change 

your concept so that you use the word as others use it. The main practical value in using 
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words and having the same abstract ideas as others do is that this allows communication. 

You could hold out and use idiosyncratic words and representations, but only at the risk 

of being considered odd, or of not being understood. 

It is just an extension of this Lockean story that we should tell about all concepts 

to accord with SCRT. Apparent errors can be seen as acknowledgments of different 

concepts, and 'correction of an error' as adoption of a new concept due to either practical 

considerations - the new one is more useful - or acquiescence to social pressure - one 

should talk/think as others do. But though you may give in and change your concept so 

that your word/concept-usage accords better with that of others, you could hold out. As 

in Burge's case, you could insist that by your lights, you can indeed have arthritis in 

your thigh, and that you simply mean something different by "arthritis" than the doctor 

does. Since your belief is true given the concept you have, it is not the falsity of your 

belief or the incorrectness of your representation that induces you to give in. It is your 

interest in getting along with other people. It is this feature of concepts, that they are 

continually being changed due to pragmatic considerations, that leads me to refer to the 

theory in general as involving what I call 'conceptual flux'. 

Let us consider how SCRT will analyze another example: Fodor's example in 

Psychosemantics in which you "mistake" a cow in dim light for a horse. Simple: The 

alleged HORSE-concept, which, to avoid sneaking in the wrong content, we'll just call 

'X', covers cows in certain circumstances, such as dim lighting, very brief glances, etc. 

(i.e. just those times when 'X' gets tokened in response to cows). If you never discover 
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this alleged "mistake", then it is not a "mistake" at all - the concept 'X' covers more 

than just horses. If you do discover the "mistake", either by getting a better look or by 

being corrected by someone else, what is really occurring is that you discover that you 

are applying the concept 'X' indiscriminately to a class of objects which it would be 

useful to divide up into more than one class, and so you change your concept to rule out 

triggerings by some of the members of the original class (the dimly lit cows) in the 

future. You adopt a new concept, with a different conceptual role, related in interesting 

ways to the old one, and now you rule out application in response to those properties 

which dimly lit cows have and no horses have. What if dimly lit cows have exactly the 

same visual characteristics as large dimly lit horses? You may have now ruled out such 

horses from concept 'X', and if you discover this, and if you think it was better to have 

gotten in a few more cows than a few fewer horses, you'll switch back. It is not that 

either judgment wasn't true: it was - that's what 'X' meant at that time. But it may not 

have been useful, and in the end it is pragmatic considerations that govern change in the 

meaning of concepts. For a more pressing example, consider the case where you are in 

a jungle with wild tigers lurking nearby, and you have an overly discriminating 'TIGER' 

concept, one that gets triggered only by a good long look in full daylight at the full body 

of a tiger. Such a finicky 'TIGER' concept will not be tokened until an attacking tiger 

is too close for you to anything to escape. So if your concept is too discriminating, 

you 'II get eaten. And all the while all of your representations were correct, according 

to SCRT. But still, it would be better to have a different 'TIGER' concept, one which 
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would have been triggered by the slightest hint of a 'TIGER', and which perhaps would 

have allowed you to escape death. So, there may not be any misrepresentation, but this 

does not mean that all concepts are equal. To adapt Orwell's famous phrase, all 

representations are equally true, but some representations are more equal (Le. more 

useful) than others. 

One point about this notion of concept change that should be kept in mind here 

is that we cannot say that one is changing the conceptual role of the very concept one has 

been using. Conceptual role has all of the potential uses built in. The pattern of possible 

uses is the set of cognitive states that the present state can result from or lead to in virtue 

of having the concept in question. Change that set and you have defined a new concept, 

not changed the conceptual role of the old one. So when I say that pragmatic pressures 

result in concept change, this must be understood as the discontinued use of the old 

concept and the introduction of a new concept, with a different conceptual role than the 

old one had. On either reading of conceptual role, the epistemic inferential role version 

or the functional computational role version, the role of one-and-the-same concept never 

changes. So change amounts to dropping one concept and adopting another. 

Another thing to be careful about when speaking of concept change is the degree 

to which such change is a conscious or voluntary process. As the account has been 

explained so far, it may seem that all of this change from on concept to another is under 

complete conscious control and somewhat God-like. However, it is more likely that most 

of the concept changes are automatic and not voluntary, occurring either sub-consciously 
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or unconsciously. And of the cases of concept change which one is conscious of or even 

doing voluntarily, in many or even most of them, we do not clearly understand what we 

are doing. We may call it 'correcting a mistake', when we are in fact changing 

concepts. Or, in cases where we feel a somewhat vague resistance to a new idea, we 

may not clearly think of ourselves as holding onto our original concepts against the tide 

of pragmatic pressure. So in such cases of changing or refusing to change concepts, the 

pragmatic account doesn't necessarily fit how we intuitively view our mental activity. 

But, given the no-misrepresentation result from Chapters 2 and 3, this account of concept 

change is the only way to make sense of representations that have content but which 

cannot be misrepresentations. In any case, modem psychology, in its rejection of 

introspection as a dependable source of information about internal psychological states 

and processes, agrees that people are not good judges of their own psychologies. Of 

course, SCRT cannot say that people misrepresent their own psychological processes, for 

it allows no misrepresentation. The pragmatic account must, then, say that we do not 

mean mistake when we call our own representations 'mistakes'. Our description of the 

psychological process must be true, but it then must not mean what it seems to mean. 

The pragmatic account is a different description of these processes of concept change, 

and, in its clarity and philosophical rigor, it is a better description than our common and 

intuitive way of thinking about our own mental lives and the concept changes we 

undergo. 
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Another thing we can do to soften the blow of SCRT is eliminate some apparent 

errors by claiming that they are not uses of the representation at all. To do this we need 

to distinguish between errors and maljunctions. When I am thinking about the sun and 

I say "sum", I have not so much as made a mistake as had a mechanical malfunction of 

the mouth. This sort of case does not count a having used the word "sum" so much as 

having had the wrong sounds come out. The sense in which I am arguing that there is 

no error does not rule out such mis-speakings, since they are not genuine uses. But we 

can say the same thing about the occurrence of mental representations. Malfunctions in 

processing mental representations can lead to mis-thinkings, just as malfunctions of the 

mouth lead to mis-speakings. Mis-thinkings are tokenings of representations due to 

malfunctions, and do not count as genuine uses. If they are not uses, then ipso/acto they 

are not misuses of representations, so they cannot be misrepresentations. 

Initially, there is resistance to the notion of mis-thinking, perhaps a holdover from 

the Cartesian and early Empiricist thesis that one has direct access to one's own ideas. 

However, the case in favor of the possibility of having a representation occur due to 

malfunction is actually not all that shaky. To use Schiffer's metaphor of BELIEF-BOX 

and desire box, it would be as if the result of a bit of reasoning is that representation Jil7 

should be put in the BELIEF-BOX, but due to a mechanical defect the mechanism puts 

RJ4 in the box instead. The only philosophical reason to prohibit such an account of mis

thinking due to malfunction is a verificationist one: mis-thinking p5 leads to the same 

behavioral outputs as really thinking p5 does, so there is in fact no difference. It may 

-----------------_. -_. __ . ---
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be that some of the counterintuitiveness of the notion comes from deeply held empiricist 

scruples like this, but at this point in the argument, it is not a good objection. For one 

thing, we have already seen that verificationism leads to the no-misrepresentation result 

on its own. So a verificationist theory that denies the distinction between errors and 

malfunctions will have more errors to explain than a non-verificationist will. But we 

have also seen that whole functionalist business of viewing representations and processes 

as boxes with their representational contents wouldn't pass the severe verificationist test 

either, yet it might pass the Quinean kind of verificationism. General theoretical 

pressure leads cognitive science to go beyond behavioral evidence and infer or posit the 

existence and nature of inner processes and states and independent cognitive modules on 

the basis of outer tests, such as tests for cognitive penetrability. Along with this, we can 

posit the malfunction of the mechanism that puts the representations in the functional 

boxes. Countenancing malfunctions allows SCRT to make content somewhat less 

disjunctive than it might have been: some of the possible disjuncts can be written off as 

mis-thinkings. 

II. B. SCRT AND PERCEPTUAL MISREPRESENTATION 

Intuitively, the most obvious kinds of misrepresentations are the more perceptual 

ones. Even those who will admit to some intrusion of theory on data and some holism 

of content that can replace error with content change, there seem to be clear cases of 

perceptual illusion that should count as misrepresentation. The question this raises is 



275 

whether SCRT is so general as to eliminate even seemingly obvious cases of perceptual 

illusion. The answer, I claim, is that it can indeed. SCRT applies across the board. If 

I see a red light and the representation 'GREEN' is triggered, I must still insist that this 

is not a misrepresentation. In such a case, the concept that is triggered must not mean 

green, but perhaps something disjunctive, like green-or-red-under-conditions-C (whatever 

they are). There are actually two ways to interpret such cases. It may be that the 

content of the representation is disjunctive in English, but not disjunctive in Mentalese. 

(More on this move later in the chapter.) The other alternative is to say that apparent 

perceptual illusions must be reinterpreted as correct representations which, unfortunately, 

often are in a pragmatic sense unwise or not useful. 

4.1). 

Consider a more sophisticated example, that of the Miiller-Lyer illusion (Figure 

»)---------« 
< 1 

Figure 4.1: Miiller-Lyer DIusion 
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Even though the horizontal lines are in fact of equal length, we see the one with outgoing 

heads (the top one in this diagram) as longer than the one with ingoing heads (the bottom 

one). This kind of case is specifically designed to trick the perceptual system into 

making what is generally interpreted as a mistake, but SCRT cannot allow that a 

misrepresentation occurs in such cases. So what can we say here? It may be less 

puzzling to say that our judgment of the length is correct, despite appearances, when we 

point out the reasons that we respond as we do. Unfortunately, the most obvious theory 

of this effect predicts the opposite of what actually happens. It seems reasonable to say 

the effect is due simply to the fact that we are accustomed to viewing things in 

perspective, and the diagonal lines at the ends of the horizontal lines imitate the angles 

of edges we would see in the corners of a room. So the context of angles should lead 

us to conclude what would be true of a line in the distance (the one with the outward 

corners) and a line in the foreground (with inward corners): the closer one is longer. But 

this is in fact just the reverse of what we observe. So what is really going on? 

I will avoid a catalogue of all of the proposed solutions to this puzzle and head 

right for what seems to be the most promising answer: the effect is due to the visual 

system's tendency to produce distortions in visual images to adjust for changes in the 

retinal image with viewing distance. The result of this perceptual scaling is known as 

size constancy. The visual system can adjust for the apparent smaller size of objects at 

a distance and allow us to judge their actual size by adjusting their perceived size by the 

distance away from the observer that the object appears to be. So even though the 
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simplistic appeal to perspective gives us the opposite prediction, perspective and distance 

are indeed behind the effect. The outward corners lead the perceptual system to judge 

that the top line is further away, and the perceptual scaling leads us to increase our 

estimate of its length to take into account its apparent distance, leading us to judge that 

the top line is longer.49 Of course, this account still interprets the visual system as 

having made a mistake, namely, falsely interpreting the top line as begin further away 

because of the corners that imitate lines in perspective. 

But once we see the explanation, we can also see a natural way for SCRT to 

interpret our judgment of the lengths as being correct even in the Miiller-Lyer test: in 

this context, when we represent the lines as being of "different lengths", the concept we 

are using means different-length-or-same-length-with-corners-on. And, of course, the 

lines do indeed match this concept. So, under this interpretation, the judgment is 

correct, and we can even give an account of why we make that judgment. We can also 

recognize that there are times when using the concept DIPPERENT-LENGTH-OR-

SAME-LENGTH-WITH-CORNERS-ON could get us into trouble, as in contexts where 

the indicators of perspective and distance do not appear as they normally do. So while 

the judgment is correct, and no misrepresentation has occurred, we can judge the concept 

as pragmatically unsuccessful in some circumstances. The reason that we have the odd 

reaction of surprise at our first exposure to this test is due to our discovery that a concept 

49Por more detail on this explanation of the Miiller-Lyer and other visual illusions, 
see Gregory 1966. 
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that is useful and successful in most contexts can be unexpectedly unsuccessful in this 

(artificial and contrived) case. But given its content, the representation is correct. But 

we may be convinced to redefme it so that it rules out this kind of case in the future. 

That is, we may end up using another concept that is a bit more discriminating, and no 

longer make the same judgment. 

An even more dramatic case of so-called perceptual illusion our perception of 

noses on human faces. It turns out that we are, as it were, hard-wired (in certain 

contexts) to see noses as pointing out, as they normally do on human faces. This is 

illustrated by the Gregory "hollow face" illusion (Gregory 1973), seen in Figure 4.2 

below (taken from Bruce and Green, 1985). 

Figure 4.2: Gregory "hollow face" illusion (photograph by Sam Grainger) 
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If one looks at a hollow mask from a distance of a few feet, one sees the nose as pointing 

out from the face, even though it is really pointing in. This effect is so robust that even 

when one knows that it is a hollow face, and even if one puts one's finger in the mask, 

establishing that it is a cast and the nose 'really' points in, and one still 'sees' it as 

pointing out. At closer range, differences in stereo images become dominant, and we 

can them see the nose as it is, pointing in. 

Are we misrepresenting the nose in the hollow face? SCRT will of course have 

to say that we are not, and that our judgment even in this case is correct. If we follow 

SCRT, we will say that the content is somehow disjunctive, and that in some unusual 

cases, like where the nose is concave, the concept is unsuccessful. But in general noses 

are pointing out, and the perceptual system's nose concepts represent them well. Not 

only are those representations true (after all, they're all true, according to SCRT), but 

they are useful and successful as well. It should be no surprise that we can construct 

certain artificial cases in which the very features that lead to successful representation 

most of the time lead to varying degrees of failure. That the nose-effect in the hollow 

face case is robust and not at all cognitively penetrable shows us that sometimes we are 

just stuck with some bad concepts. Even when we discover it can get us into trouble, 

we may not always be able to change it to make it more discriminating. The important 

point here is just that SCRT can retain its insistence that there is no misrepresentation 

even in the hardest cases, the perceptual ones. 
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II. C. UNDERSTANDING SUCCESS 

So, we've seen how SCRT deals with apparent error: it redescribes it as a case 

of concept change due to practical considerations (some of which are social). But there 

seems to be a problem lurking for this story. The natural reply to the pragmatic account 

of adjusting one's concepts is that it seems to implicitly rest on the notion of the function 

of representations. It is perhaps most obvious in the tiger case: isn't the reason that the 

first, more sensitive concept was bad because it left out some things that were in fact 

tigers? It is bad, Le. unsuccessful, because it is supposed to indicate tigers, and it 

doesn't always do what it is supposed to do. When it fails to perform its function, you 

are likely to get eaten (if there are any tigers around). Similarly for horses: you had 

better have the concept that means 'horse' if you want to ride one without falling off, and 

especially if you don't want to be caught riding a cow. Invoking the notion of success 

seems to presuppose the meaning of mental states and to reintroduce the notion of truth 

and falsity of beliefs. 

Interestingly, Fodor (1990b) admits that even with the asymmetric dependence 

condition to (allegedly) tell us which representations are errors, his causal theory of 

content does not tell us why errors are bad and why we should avoid them. We need a 

naturalistic story to tell us why calling something a mistake has normative force. Fodor 

writes: 

The Naturalistic answer to 'What's wrong with false beliefs?' is primarily 
that false beliefs lead to abortive actions. And if somebody wants to know 
what's wrong with abortive actions, the answer is that they lead to not 



getting what you want. And if somebody wants to know what's wrong 
with not getting what you want, the answer is that explanation has to stop 
somewhere. (1990b:188) 
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The implication of this point for SCRT is that if we reject error and misrepresentation, 

then what sense is there to be made of a representation's leading to success or not. And 

if there is this tie to success, doesn't this force us to say that those beliefs and 

representations that do not get you what you want are false beliefs and 

misrepresentations? 

We should begin by noting that (as Cummins (1992, forthcoming) and Millikan 

(1986) point out), there are many cases of detection in which it is better to have a 

concept whose tokening doesn't exactly covary with what it is 'supposed' to covary with. 

If a mouse has limited visual capacity and limited time in which to judge the presence 

of a possible predator, then it will probably be better if its 'PREDATOR' concept allows 

lots of 'false positives'. Better to run from everything that seems even remotely like a 

predator, including lots of non-predators, than not to run from even one predator. The 

same holds for 'false negatives': better to get a little less to eat than to eat something 

poisonous.50 Millikan (1984) argues that the content of the representation is 

'PREDATOR' because of the function it has; it has that function because successfully 

indicating the presence of all predators is what is responsible for the reproduction of the 

mechanism that uses the representation. On this view, tokens caused by non-predators 

are 'wild' - cases in which the mechanism fails to perform its function. As we saw in 

50Thanks to Michele Svatos for the point about 'false' negatives. 
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Chapter 3, Fodor has a strong argument against Millikan's way of identifying meaning 

with function. In the case of a frog's snapping, which can be described as snapping at 

flies or snapping at little blackflying dots or flies or bee-bees, the evolutionary advantage 

can be only be described in terms of how a cognitive mechanism leads to greater 

reproduction, and not any more finely-grained than that. To repeat Fodor's witty 

response: "Darwin cares how many flies you eat, not what description you eat them 

under." (1990a:73) In the case of representing predators, we could just as well identify 

the content of the representation as 'Predator-appearance' or 'predator-or-thing-that-

looks-like-a-predator-at-a-quick-glance'. SCRT opts for these more permissive readings 

in all these cases, and this gives us the result that concepts are disjunctive, and there is 

never any false belief or misrepresentation. Dennett concurs: 

If we are strenuously minimal in our interpretations, the frog never makes 
a mistake, for every event in the relevant pathway in its nervous system 
can always be de-interpreted by adding disjunctions ... until we arrive back 
at the brute meaningn of the signal type, where misrepresentation is 
impossible. (1987:302) 

However, Dennett thinks that content attributions should "come out veridical and useful" 

(1987:311), and accuses Fodor and Dretske of ignoring utility in their accounts of 

content. But Fodor responds in a way that accords well with SCRT's disjunctive content 

assignments: 

it is useful, in fact it's simply super (for a frog) to eatflies or bee-bees in 
any world in which the flies or bee-bees are reliably flies. It's eating 
flies-or-bee-bees in worlds like that that keeps frogs going. (Fodor 
1990a:75) 
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Fodor's point is that nothing about the survival value of having the representation in a 

world with plenty of flies gives us reason to prefer attribution of the content flies rather 

than flies or bee-bees. And in defense of SCRT's disjunctive content attributions, we 

should say that in the right environment, a disjunctive representation can be just as useful 

(as Fodor argues) or more useful (as Millikan and Cummins argue) than a non-disjunctive 

'straight' content attribution. If it is very computationally expensive for the frog to 

distinguish between flies and bee-bees, and there are enough flies and few enough bee

bees (or few enough little-black-moving-things), then it is more useful to have the 

disjunctive representation that means flies or bee-bees than it is to have the more 

discriminating and harder to use representation with the content flies. So while Fodor's 

point is that evolutionary considerations don't prefer either way of describing tile content, 

SCRT claims that consideration relating content to cognitive functioning leads us to 

prefer the deflationary interpretation, and reject misrepresentation. The fact tlmt 

disjunctive representations could be more useful than non-disjunctive ones clearly 

undermines the objection that in appealing to success SCRT is presupposing that 

successful representations are successful because their content coincides with a natural 

kind, or has the function to represent such kinds. 

In fact, Cummins (1992, forthcoming) argues that not all errors are false beliefs 

or misrepresentations. For example, if you need to have a certain representation occur 

now, as in having the 'PREDATOR' representation be tokened at the slightest glimpse 

of a tiger, then correct representation is not just having a true representation be tokened, 
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but having the right representation be tokened. In this context, representing a truth, but 

an irrelevant truth, counts as what Cummins (1992) calls an error, though not a 

misrepresentation. And in the tiger case, the right representation is the one that will lead 

to successful action and keep you from being eaten. If you represent the bush the tiger 

is hiding behind correctly, but not the tiger behind it, you'll get eaten. And in the frog 

snapping case, we can imagine a frog that has a disjunctive representation with the 

content little-black-flying-thing and also a representation which means only fly, but which 

can react much faster if the disjunctive one is tokened than if the more focused 'FLY' 

representation is tokened. If it uses the 'FLY' representation it doesn't catch any but the 

most docile fly, but if it uses the 'LITTLE-BLACK-FLYING-THING' representation, 

it usually catches the object represented, which is often enough a fly. So even if the 

'FLY' representation is correct, the frog will be more successful using the disjunctive 

one. So the fact that SCRT makes representation guided by success does not sneak in 

non-disjunctive contents of representations. 

We should note here that to say that the content is disjunctive is to make a 

linguistic point, not a metaphysical one. The description in English of the content may 

well be disjunctive, but this does not necessarily mean that the representation has an 

ontologically disjunctive content. Strictly speaking, the content of the concept is not 

syntactically disjunctive at all, but perhaps only semantically disjunctive. To tlle 

representor the 'disjunctive' concepts seem as unified as any, and not disjunctive at all. 

In SCRT's reading of the Twin-earth case, since the person involved doesn't even know 



285 

that there are two substances, H20 and XYZ, that she is representing, how could her 

'WATER' concept seem anything but unified? Moreover, the objects picked out by the 

disjunction might not be semantically disjunctive either. They might be perfectly 

ubiquitous class, ontologically speaking. They might even constitute a natural kind 

(though in the H20/XYZ case they happen not to). There is no reason to suppose that 

all natural kinds can be described by a single English word, or that a disjunction in 

English must have a metaphysically/ontologically disjunctive extension. What would 

make the representational content genuinely ontologically disjunctive is if the whole class 

of objects that the representation is used for (Le. the extension of the concept) is not a 

natural kind, but when the alleged 'errors' are eliminated, the class of objects it picks out 

is a natural kind. But there is no guarantee that this occurs. The representation might 

just as well have a natural kind its extension (including all uses), but only some subset 

of a natural kind once the alleged 'errors' are eliminated. Depending on how the 

members of that natural kind are situated in the environment, it could even be that 

representing a non-natural kind could be more useful than representing a natural kind. 

Suppose, for example, only hungry tigers hide themselves, to allow a surprise attack, and 

tigers who aren't hungry come right out into the open. If this were so, then representing 

all the tigers as predators would be wasteful. For fleeing purposes, one ought represent 

only the mostly hidden, hungry tigers. Having the content match a natural kind is not 

necessarily the path to success. 
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So to the argument that only representations of natural kinds could ever lead to 

success, there are many examples in which this is not the case. Moreover, the objection 

assumes that there are natural kinds, and this is something that one might want to deny 

in conjunction with SCRT. There are many different classes in the world, lots of ways 

one might group objects, properties, states of affairs, events, etc. What is it that makes 

one grouping correct and another not? The objection to disjunctive contents seems to be 

motivated by a strong anti-nominalist position. It is almost as if the objection is that only 

natural kinds should be represented, where the 'shOUld' takes on an almost moral 

significance. But such a claim is clearly implausible, especially as a way to ground 

misrepresentation in a naturalistic theory of content. We could turn the argument around 

and say that since success is not so closely tied to natural kinds, there is little reason to 

believe in natural kinds. The Lockean account of abstract ideas included a claim close 

to this: Locke held that if there were any natural kinds (objects with the same real 

essence, or internal structure), our classifications of things would not match those kinds, 

since we do not know the real essences of things, but only their nominal essences, their 

natures as they appear to us. Locke says that in creating abstract ideas, "Men make sorts 

of things" (Essay, II. vi. 34). We decide what will be included in our abstract ideas, and 

our abstraction is the source of 'kinds'. SCRT, with its pragmatic view of concept 

change, fits very well with this view of kinds. If we are pragmatic about our concepts, 

and we cannot be wrong, then what is the basis for believing that there are privileged 

kinds of objects? The grounds for such a view depend on the tie of correct 

----- --- ----- --- -----
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representations to those kinds, as an explanation for successful action based on such 

cognition. 

If there are no privileged kinds, then we are in one sense free to use whatever 

concepts we want, clumping together whatever sense data, properties, events, objects, 

and states of affairs we want. To talk of the pragmatic value of using certain concepts 

rather than others is not to sneak in truth. There are many kinds of success: a concept 

can do better or worse at various jobs, including such tasks as explanation, prediction, 

retrodiction, ease of use, communication, making friends and influencing people, getting 

elected President, manipulation of one's environment, creating works of art, getting 

enough to eat, avoiding being eaten, and many more.51 It is far from clear that any 

and all of these reduce to having beliefs that correspond to a single set of privileged 

kinds of objects in the world. But this is not to say that we'll do equally well with each 

way of looking at things, or with each way of defining which "things" there are. 

To conclude this excursion into metaphysics, it is important to realize that the 

conceptual relativism of SCRT does not imply any metaphysical anti-realism, idealism, 

or Putnamian "internal realism". Even if there are no natural kinds, success is not just 

a figment of our imaginations. The lack of natural kinds is still consistent with their 

being a real physical world external to the mind. Even if the classifications of objects 

51Thanks to Paul Churchland (in conversation) for suggesting this line of defense to 
me. Churchland argues, in numerous places (e.g. 1989:231), that our current cognitive 
processes occupy only a very small portion of the huge computational space of alternative 
conceptual frameworks. Obviously, SCRT is in great sympathy with this view. 
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in the world are really a result of our concept construction, there still is a mind-

independent world. The objects in it are the way they are independently of how we 

classify them. So it is still ultimately the mind-independent world that determines 

whether one concept is better than another, i.e. more useful or successful than another. 

The mind-independent world just doesn't control success as simply as having the content 

of the representations succeed in virtue of matching pre-cut natural kinds. 

Another potential objection to SeRT involves one's judgments of the usefulness 

or success of one's own concepts. In order to make judgments about success and failure, 

one's concepts must have consequences or entailments. You have to know what you 

wanted in order to know whether you got what you wanted, and whether your concepts 

were successful. But if you know what you wanted, then you can makes predictions 

about whether a newly adopted concept will get you what you wanted or not. Predictions 

are thought to be successful if they come out true, and to fail if they come out false. If 

the impossibility of misrepresentation means that no prediction could come out false, 

them how could we judge that failure had occurred? To base concept change on success 

and failure of the use of the concepts, we must be able to say that a concept has failed, 

and that seems to require the possibility of false predictions. 52 Does the lack of 

misrepresentation undermine appeal to success and failure? 

To escape this objection, we must appeal to the changing meanings of the 

concepts involved in the objection. To say that a prediction has failed can be interpreted 

52 Thanks to Joseph Tolliver (in conversation) for bringing up this problem. 
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by SCRT as saying that the concept used in the 'prediction' turned out not to mean 

prediction, since it was unsuccessful in its application to the future outcome. With the 

rejection of the less-than-adequate concept that we called 'prediction' and replacement 

of it with a different concept, we also change the concept that failed the 'prediction'. We 

can also become confused about whether a concept was successful. In a case where we 

thought a use of a concept would be successful and it wasn't, this must be interpreted not 

as a false belief, but a change in the concept that we assign the word 'success' to. The 

terms of epistemic evaluation are no less subject to meaning change than are any other 

terms. We might well reject one concept called "success" for a different, perhaps more 

discriminating concept of "success". Exactly what the earlier one meant may not be 

immediately clear, but if it was unsuccessful, then it didn't mean success. This may 

strike one as bootstrapping, and it is. But given the holistic nature of SCRT, this is not 

only unavoidable, but probably to be expected. To expect the concepts of evaluation, 

like 'SUCCESS' and 'PREDICTION', to remain constant in meaning while all through 

the system conceptual flux is altering concepts left and right is really to expect there to 

be uses of these concepts that are not meaning-fixing. And it has already been shown 

that all uses are meaning-fixing. SCRT infects even these concepts of evaluation to be 

subject to the same pressures of change that all other concepts are subject to. Yet there 

can still be facts about whether success has really occurred even if one's concept 

'SUCCESS' does not turn out to mean exactly success. One's concepts simply might not 

be very good at understanding success. 
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II. D. EPISTEMIC CRITICISM ACCORDING TO SCRT 

So we now have an account of why you might change concepts to achieve 

success. But why would others criticize your concepts? Even worse, if (as SCRT says) 

your beliefs are all true, then if someone criticizes your belief as false, one of you must 

be wrong, and so one of you has a false belief, and the no-error theory contradicts itself. 

What is needed is a pragmatic account of epistemic criticism. When you give in to 

criticism, it isn't that what you mean is that you are changing your concept - surely most 

people don't see it that way, and we've learned the flaw in such a move from emotivism 

in ethics. But changing concepts is what you are up to when you talk of making 

conceptual errors and misrepresenting the world.53 This avoidance of an 'error theory' 

regarding one's interpretation of one's own internal workings is required for SCRT to 

be consistent: we cannot consistently say there is no false belief except for the belief that 

there is indeed false belief. On one theory (the common sense one) of one's own inner 

workings, one has concepts with (relatively) static meaning which one can apply truly 

or falsely. On another theory (SCRT) one has concepts that are disjunctive and 

continually changing and adapting, and whose meanings are defined by what they're 

applied to, so concept application can't be false, and all beliefs are analytically true. The 

53Blackburn's (1984) quasi-realism regarding moral evaluation avoids being an 'error 
theory' , that our moral judgments are in error because they presuppose an objective basis 
of morality, claiming that projecting moral properties is 'what you're up to'. 
Blackburn's moral projectivism, inspired by Hume, invokes 'quasi-realism' in an attempt 
to say that though we project moral properties, we are not wrong in caIling them 
'objective'. SCRT could be viewed as a kind of quasi-realism about content. 
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common sense view isn't, strictly speaking, false, but I urge that the second one is 

better. Since SCRT better connects meaning with cognitive functioning, it is a more 

useful theory of mental content, and hence it is a better interpretation of the contents of 

your beliefs about "error". It just takes some getting used to. 

There is another aspect to this talk of what one is up to when criticizing another's 

beliefs. Since all beliefs are true according to SCRT, criticism cannot be the claim that 

someone has spoken or believed the false. So why would anyone criticize someone else's 

belief if it is true and analytic? To explain this, allow me to refer to a comment by 

Alexander Nehamas (in conversation) about Nietzsche's perspectivism, the view that 

every belief is just an interpretation. Nehamas said something like this: "Nietzsche's 

perspectivism is a kind of conceptual relativism, but Nietzsche reserves the right to 

despise those who disagree with his interpretation. ,,54 This is just the kind of 

explanation that SCRT should invoke in explaining criticism. The relativism of the view 

that all beliefs are true need not be a hands-off relativism, for criticism can be viewed 

as an effort by the critic to bring the person criticized to adopt the critic's way of 

thinking. Specifically, the critic seeks to influence or force the subject to change 

concepts and adopt those of the critic. Criticism ends up being not a process of 

evaluating the truth and falsity of belief (they're all true!), but rather a process of using 

power and influence to promote use of one's own concepts. Of course, sometimes the 

54Apologies to Nehamas ifI have misquoted him or gotten him wrong. I'm recalling 
the comment from memory, but it was memorable. If this isn't his view of Nietzsche, 
then I'll say it anyway, because it is indeed my view. 
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critic may have the other's interests at heart, and believe that the person would meet with 

more success with different concepts. This is the altruistic motive for brings someone 

to change concepts. On the other hand, the critic may seek merely to exert his own 

influence for the sake of controlling the other. This has shades of Nietzschean 'will to 

power' as the motive for getting the subject to change concepts. Either way, SCRT can 

account for the practice of criticism, and the solution points toward an entire area of 

philosophy which deals with controlling thought and meaning with power and social 

influence, whether the influence is social pressure or paternalistic (perhaps well

intentioned) 'help' from the society. This theme is seen in philosophy from Nietzsche 

to Foucault, and even in Hobbes, who holds that the Sovereign is the one who establishes 

the meanings of words. 

II. E. SCRT AND TRADITIONAL EPISTEMOLOGY 

While we are on the topic of SCRT's account of epistemic evaluation, we should 

briefly examine the impact of SCRT, the no-misrepresentation claim, and the pragmatic 

theory of concept change, on traditional epistemology. It is clear that the implications 

of SCRT on traditional theories of knowledge and justification are enormous. The result 

that there is no error, no false belief, and no misrepresentation makes trivial the 

traditional epistemological goal of seeking truth and avoiding error. SCRT gives us both 

for free: We cannot help but have true beliefs, and we cannot misrepresent or have false 

beliefs. What is the traditional account of why we should want beliefs to be justified? 
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Because justification is likely to either point us toward the true beliefs, or at least prevent 

us from having beliefs which are obviously unfounded and have too high a likelihood of 

being false. Justification is pointless if all beliefs are guaranteed to be true with or 

without it. Traditional epistemological theories of knowledge and justification are 

rendered superfluous by SCRT and the no-misrepresentation result. 

The basic beliefs that are the centerpiece of foundationalism might seem to go 

along with SCRT. Basic beliefs are supposed to be guaranteed either true or at least 

justified (either self-justified or not in need of justification from any outside source). But 

the meat of foundationalism is to establish rules of inference so that this automatic 

justification of basic beliefs is transferred to other, non-basic beliefs. The main point of 

foundationalism is made trivial by SCRT, which holds that all beliefs are true, justified 

or not. As for an externalist view of justification, reliabilism identifies justification with 

reliable representation (see Goldman 1976, 1986), where reliable representation is read 

as representation that is most often correct representation. If all representations are 

correct, then they're all automatically as reliable as you like, and reliabilism becomes an 

empty theory. So, what kind of epistemology is consistent with SCRT, if any? 

It might initially seem that the holism of coherence theories would fit well with 

the holism of SCRT. The origins of conceptual role theory in Quine are closely related 

to Quine's picture of the 'web of belief' , in which justification comes from the inferential 

connections between all beliefs. And on SCRT, part of what makes a concept 'good' is 
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how it fits with the system of concepts to yield successful actions. So perhaps we can 

renovate coherence theories and adapt them to SCRT. Maybe. 

A coherence theory of justification for SCRT will probably require more to be 

taken into consideration for coherence than merely beliefs. Since conceptual role, 

understood functionally, includes perceptual states, not just beliefs about perceptions, a 

coherence theory of justification for SCRT will have to include coherence of beliefs with 

perceptual states themselves. This may not be an impossible task. Pollock's (1986) 

'direct realism' incorporates perceptual states themselves into an otherwise foundationalist 

justification process. 55 And Sellars (1973, 1979) proposes a coherence view of 

justification in which perceptual states are included in the domain evaluated for 

coherence. But such a coherence theory for SCRT departs significantly from the 

traditional coherence theories, since the are traditionally seen as all doxastic theories, in 

which only beliefs can be evaluated for coherence. However, even if we could develop 

such a non-doxastic coherence theory, there are more serious problem for adapting a 

coherence theory to SCRT. 

The main problem is that if coherence is understood as logical consistency, then 

SCRT makes every belief coherent with every other. If no belief can possibly be false, 

then no beliefs can possibly be inconsistent and it will never be the case that two beliefs 

cannot both be true. So we cannot appeal to presence or lack of coherence as a guide 

55While I would describe Pollock's view as a non-doxastic foundationalism, he 
doesn't call it this, because he classifies all foundationalist theories as doxastic theories. 
So he calls it "direct realism" (1986). 
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for preferring one belief to another, or for deciding between two beliefs. Furthennore, 

on the epistemic role version of SCRT, any change in one's belief set changes the 

meanings of all representations, and all beliefs. If all the meanings change, then the new 

belief set will always cohere with the old, since their meanings are different and 

therefore they cannot disagree or conflict. Radical meaning holism makes it the case that 

the only coherence is static coherence: Only within a static view of the beliefs at a 

moment could anything possibly fail to cohere. And since SCRT guarantees that they 

are all true, they will all cohere even in the static time slice. We need a non-truth based 

coherence for coherence to be relevant to SCRT, and this is such a major departure from 

coherence theories that it is not clear what such a new kind of coherence theory would 

have in common with traditional coherence theories. 

It should be obvious by now that only a pragmatic epistemology has anything to 

say about why, given SCRT, we should favor one belief or representation or concept 

over another. It is just an extension of the pragmatic view of concept change in cases 

of apparent misrepresentation. SCRT makes all beliefs true and all representations 

correct by deflating their content so that they are more vague, their contents disjunctive, 

and hence error-proof. So the pragmatic account will explain why we change concepts: 

to make them less vague, or at least less vague in the right places to increase success. 

The criterion for preferring one representation to another is not truth, but usefulness and 

success. 
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The pragmatic directive is to prefer more useful representations to less useful 

ones, and this is context dependent, of course. The pragmatic epistemology enjoins one 

to stop using the less successful concepts and start using the more successful ones. 

Whether one can follow this directive depends on which cognitive processes one is 

capable of. This depends on one's functional architecture. It could tum out that one's 

fIxed functional architecture simply is not capable of making the concept change that is 

pragmatically recommended. It may not have a representation in its representational 

scheme that is capable of being used in the manner indicated. Of course, the no-error 

SCRT cannot call such cases "forced errors" (as Cummins (1992) calls such cases). I 

have no elegant term for what SCRT must call them; perhaps 'forced vaguenesses', 

'forced disjunctions', or 'forced failures'. But the idea is clear enough even if no neat 

term comes to mind, and is clearly in evidence in the cognitively inlpenetrable nose

effect that occurs in the Gregory "hollow face" illusion seen in Figure 4.2. 

This kind of pragmatic epistemology has in fact been explored in some depth, by 

Stich (1990). Given the similarities between SCRT and Stich's Syntactic Theory of the 

Mind, this similarity in epistemology is no surprise. But here again the motivations are 

similar but not exactly the same. Stich's (1990, eh. 5) argument is that there are many 

different relations, many interpretation functions, between representations and the world. 

Where TRUTH is one of the relations between ideas and the world, TRUTH* is another, 

and TRUTH** is a third, and so on. And in addition to REFERENCE, words and 

representations are mapped onto propositions by alternate interpretation functions 
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REFERENCE"', REFERENCE"'''', and REFERENCE"''''''', and so on. Stich argues that 

even if one could show that TRUE beliefs serve us better than FALSE ones, what needs 

to be shown is that TRUE beliefs serve us better than TRUE'" ones, or TRUE"'''' ones, 

or TRUE"''''* ones, and so on. And this, he argues, we cannot show. So Stich's move 

to pragmatic epistemology is motivated by the existence of too many interpretation 

functions, too many truth-like and reference-like relations. The existence of all these 

relations undermines the ability of TRUTH to be the unique and authoritative basis for 

choosing what to believe. 

My account, on the other hand, is motivated not by this plethora of truth-like 

relations to choose from, but rather from the fact that all beliefs satisfy the TRUTH 

relation and none of then are FALSE. And all representations are CORRECT, none are 

INCORRECT, i.e. misrepresentations. So truth gives us no basis for choosing between 

them. For it to guide our choice, some beliefs would have to be true and others false. 

But despite these differences in origins, the pragmatic epistemology that Stich advocates 

is very much what would be needed for SCRT. Since Stich has done such an admirable 

job of describing the kind of pragmatic view that is needed for SCRT, I will not go into 

those details here. 

It is interesting that the position of SCRT is, in a way, similar to Plato's 

conclusion of the Theatetus: We cannot account for false beliefs by appeal only to the 
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True. We must appeal to the Good. 56 There are two important differences of course. 

For one thing, Plato tried to derIve the normative objection to false beliefs from the 

ontological priority of true ones, and I certainly would reject the ontological stratification 

that puts the True at the top of the chain of Being. The second significant difference is 

that the 'good' appealed to by SCRT is a practical good, not a moral one. But it is 

significant that the move from basing one's epistemology on truth to basing it on the 

good is a very old one. 

D. F. SCRT AND THE THEORY OF TRUTH 

In the midst of this concern with the issue of truth, may well wonder what kind 

of theory of truth is required by a theory that says all beliefs are true. It seems that 

SCRT and the no-misrepresentation view are at least no problem for a deflationary view 

of truth, such as that defended by Horwich (1990). On a deflationary view the predicate 

'is true' is redundant, and saying' "snow is white" is true' is saying no more or less than 

merely asserting that 'snow is white'. Truth has only a logical function. For example, 

it allows a simple way of conjoining several assertions together without asserting each 

one separately. The question isn't only whether SCRT fits with the deflationary theory 

of truth, but whether it requires us to have no more robust notion of truth than the 

56Plato later (in the Sophist) tries to base false belief on mixing of natural categories, 
and in the Timaeus rejects concrete particulars altogether, and (I take it) this eliminates 
false beliefs as well. Thanks to Professor Jose Benardete (in conversation) for pointing 
out this connection. 
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deflationary one. Initially it might seem that SCRT does indeed conflict with any more 

robust view of truth than deflationary tluth. In making content merely descriptive and 

not explanatory, perhaps it denies truth any genuine explanatory power. But SCRT does 

not require a deflationary theory of truth. 

Seeing why it doesn't is not difficult. Of course, each view deflates something. 

A deflationary theory of truth puts all the burden on the content of the utterance or the 

belief in question. SCRT deflates the content so that all beliefs end up being true. And 

this fits with any theory of truth you like. Is it true that I have "arthritis" in my thigh? 

Well, if "arthritis" expresses the concept 'THARTHRITIS', meaning thigh-or-joint-pain, 

then that pain is "arthritis". Given what I mean by "arthritis", the statement 'I have 

"arthritls" in my thigh' is true. It corresponds to the facts, namely, that I have that pain 

in my thigh. It coheres (fairly trivially) with all my other beliefs. So SCRT can fit with 

either a correspondence or a coherence theory of truth. The ironic thing is that while 

these robust notions of truth give SCRT no trouble, the more pragmatic notions of truth 

present a problem: A pragmatic theory of truth turns the difference between good and 

bad representations into the difference between truth and falsity (pragmatically defined). 

One sort of pragmatic theory which retains metaphysical realism is the view that 

true statements and beliefsjit the world. Alvin Goldman (1986) describes this fit to the 

world as being satisfiable in more than one way. A shirt may fit in various different 

ways, but there are clear cases in which it does fit, and clear cases in which it does not 

fit. So perhaps truth can be achieved in more than one way, but there are still cases in 
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which it fails to occur. This turns out to be fairly consistent with SCRT and the no-error 

view. According to SCRT, all sentences and beliefs fit the world, in virtue of their 

meaning being specified by their use. So even if there are ways that a sentence or belief 

could theoretically fail to fit the world, SCRT guarantees that they always will fit the 

world. 

The only apparent serious difficulty for SCRT are theories of truth which directly 

equate truth with utility (James (1909), Dewey (1938), and Rorty (1982»). These would 

consider the awkward beliefs that contain unsuccessful concepts to be simply false. Of 

course, it is that odd SCRT conflict with the pragmatic theory of truth given SCRT's 

great sympathy with pragmatism. I see this as more of a terminological issue than a 

substantive one. If the pragmatist about truth claims that SCRT's unsuccessful concepts 

create (pragmatically) false beliefs, then I say, SCRT makes all beliefs all-but

pragmatically true, or correspondence-true but not always pragmatically-true. In general, 

I prefer to retain the more correspondence sense of truth and falsity and deny that beliefs 

can be false in that sense. I would be happier to go along with the pragmatic notion of 

truth except for the fact that truth is generally bipolar, and practical value is not. 

Sentences and beliefs are usually said to be either true or false, but we do not say that 

one sentence or belief is more true or more false than another. On the other hand, 

pragmatic utility is clearly a matter or degree. So the pragmatic notion of truth does 

conflict to a considerable degree with ordinary use of the terms 'true' and 'false'. But 

if the pragmatist about truth insists on calling unsuccessful beliefs 'true', I have no 

----------------------
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substantive quarrel, but merely a terminological one. We could rewrite the explanation 

of SCRT in terms of correspondence truth and pragmatic truth if there was enough 

question about the notion of truth involved to warrant it. But I don't think there is, so 

we should just understand SCRT to c1aim that all beliefs and true and that all 

representations are correct in all but the pragmatic sense of these terms. 

II. G. HOW IS COMMUNICATION POSSmLE? 

If SCRT is correct, then people who disagree about something cannot be 

representing things in exactly the same way. If they were, then one of the disagreeing 

parties would have to be misrepresenting something. But if they represent things 

differently and if they have different concepts of those things they disagree about, then 

how can they communicate? Remember Locke's statement about the choice of abstract 

general ideas - every person's ideas would be intelligible only to him or herself. But 

it seems obvious that we do manage to communicate, and even communicate 

disagreements. Is this enough to generate an objection to SCRT? Does this show that 

we do share concepts and representations, even when we disagree with each other, and 

therefore show that one of us must really have a false belief or be misrepresenting the 

facts? 

The natural answer is that communication does not require exact fit of concepts, 

but only a close fit. The concepts being used be must close enough in meaning so that 

the differences between them are not relevant to the message being communicated. If 
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we disagree about an issue that is peripheral to the conversation, and hence have different 

concepts with different patterns of use, as long as that area of disagreement does not 

become relevant to what is being said, there is no problem of communication. We may 

not even discover that we conceive of things differently. And we may convey the 

infonnation we want to convey perfectly successfully, even if we are not using the same 

concepts. The reason for this success is that though concepts and representations may 

have different meanings, the meanings are just their uses or conceptual roles. Thus, if 

two representations have an almost identical set of uses, with few exceptions, while they 

do not have the exact same meaning, they are close in meaning. As long as the 

differences in liaisons don't make their presence known, so to speak, we'll go on 

interacting just fine, and no one will be the wiser. Similarity of content is good enough 

for communication, in most contexts. How close the concepts have to be for successful 

communication is also a pragmatic matter. Different topics of conversation may require 

different levels of concept similarity for communication to succeed. And even within one 

topic, different speakers may demand more or less univocality for tlIem to consider a 

meeting of minds to have occurred. When rough similarity is not enough, such as in 

science, philosophy, or any exact discipline, we specify exact definitions of terms to get 

closer in our understanding of the subject. Yet, unless all the terms are stipulated, and 
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we all have exactly the same evidence, associations, and conceptual roles, even these 

more precise concepts will not be exactly the same for each of us. 57 

Of course, it would be an impediment to communication if two people tried to 

communicate using concepts that were radically different in meaning. But SCRT does 

not make all concepts with different conceptual roles radically different, just different to 

some degree, the degree that their uses differ. This difference can be small or large. 

So in order to communicate successfully, we must have concepts that are close enough 

in meaning so that their uses do not differ too much relative to the topic being talked 

about. So sometimes there will be confusions due to concept differences, but it is 

certainly not the case that no concept has any connection at all to any other concept. It 

is this kind of radical isolation between concepts that would be required to destroy the 

possibility of communication. 

I am not alone in this view that conceptual role semantics gives us at most 

similarity of content of concepts which, strictly speaking, have different meanings. It 

turns out that this is what many conceptual role theorists have said, and it should be no 

57We see a similar theory of likeness of meaning without identity of meaning in 
Goodman's "On Likeness of Meaning" (1972). Goodman writes: "we shall do better 
never to say that two predicates have the same meaning but rather that they have a 
greater or lesser degree, or one or another kind, of likeness of meaning." (1972:229) 
Cf. Cummins (1989) on similarity of meaning and conceptual role semantics, and Stich 
(1983) on similarity and interest dependence of meaning. Of course, if we define 
conceptual role epistemically as inferential role, any two people whose beliefs differ in 
any way will not share any concepts. More on this in the discussion of holism in 
Chapter 5. 
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surprise that they do. Harman, for example, writing about conceptual role theory of 

linguistic meaning, says: 

Two people can be said to mean exactly the same thing by their words if 
the identity-translation works perfectly to preserve dispositions to accept 
certain sentences under analysis and actual usage. To the extent that the 
identity-translation does not work perfectly, people do not mean exactly 
the same thing by their words; but if the identity-translation is better than 
alternatives we will say that they mean the same thing by their words. 
Here we mean by the same, roughly the same rather than exactly the 
same .... The only sort of sameness of meaning we know is similarity in 
meaning, not exact sameness of meaning. This is where the defender of 
the analytic-synthetic distinction has gone wrong; he confuses a similarity 
relation with an equivalence relationship. (1973:109-110, quoted in Fodor 
and Lepore, 1992:213) 

Field, another conceptual role theorist, has doubts about the possibility of synonymy of 

words and concepts for different people. His theory has meaning defined by both 

conceptual role (understood as subjective probability) and a referential element. 

Different people have different subjective conditional probability 
functions .. .1 do not see any way to provide an account that is both clear 
and useful of what it is for terms or sentences in the contexts of different 
probability functions to have the same [conceptual] role .... My own 
inclination is not to try to provide such an account, but to learn to live 
without the notion of inter-speaker synonymy, and all other concepts in 
terms of which inter-speaker synonymy could be defined. (Field, 
1977:398) 

However, and contrary to Quine's thesis of inscrutability of reference, Field argues that 

the referential element to meaning does 

provide a way to make questions of intersubjective synonymy in large part 
objective: terms in distinct idiolects are not to regarded as synonymous if 
they refer to different things .... But intersubjective sameness of meaning, 
insofar as it goes beyond sameness of reference or of referential meaning, 
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intersubjective sameness of conceptual role. (1977:399) 
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Yet while Field and Hannan accept that there is no sameness of meaning between 

different speaker/thinkers because the words or representations involved have different 

conceptual roles, these quotes only imply the point about the possibility of 

communication without synonymy. As Field says, we could "live without the concept 

of inter-speaker synonymy". But a more direct comment about how this affects 

communication can be found in Pollock, another conceptual role theorist. Pollock 

comments (following Putnam (1975): 

I think of aluminum quite differently from a metallurgist, but we can still 
communicate successfully about whether the pots and pans in my house 
are made of aluminum. (1989: 106) 

He follows this by saying: "Successful linguistic communication does not require the 

literal transmission of propositions or mental contents." Communication does not require 

two people to have the same thought, either syntactically or propositionally, but merely 

"that the hearer come to have thoughts 'appropriately related' to those of the speaker." 

(Pollock 1989: 106) Pollock argues that even using 'that' -clauses to say what someone 

believes does not uniquely identify the content of the belief. His view is that 'that'-

clauses merely describe the belief, by describing the range of propositions that might be 

acceptably interpreted as the belief's content. (1989: 108) 

The common thread between these views and my argument about the possibility 

of communication is that communication requires only that a range of possible messages 
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to be communicated. There can be differences within this range which are not significant 

in the context that the communication occurs. As long as the differences in the words 

and concepts we use in communication doesn't make a difference for the subject and 

context of the communication, it doesn't matter that we do not mean exactly the same 

thing. There is more detail that we could go into, but as it stands the pragmatic account 

of communication that I have described gives us a rough idea of how SCRT can account 

for communication between people who do not share concepts. 

One thing to notice is that the radical meaning holism described by Field and 

Harman only comes from defining conceptual role epistemically. Defining it functionally 

but not epistemically gives us a more conservative kind of meaning holism. So how bad 

the lack of synonymy is for communication depends on how much lack of synonymy 

there is, and different definitions of 'conceptual role' give us different levels of holism. 

Even on the radically holistic view, it is not impossible for us to define a similarity over 

the non-synonymous words. We might appeal to closeness of possible worlds as the 

basis for communication.58 Communication could succeed if one speaker's term maps 

onto a possible world that is close enough to the world that the other speaker's term 

maps onto. How close the worlds have to be to be close enough for communication of 

information depends on the situation. We need our words to pick out worlds which, if 

not identical, differ very little with respect to the subject of the communication. 

Communication could occur perfectly well even if the worlds diverge significantly in 

58Thanks to Tin Radovani for this suggestion. 
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areas that are not relevant to the topic of the communication. I won't pursue this account 

of similarity here, but something like this will probably be needed for the radically 

holistic epistemic version of SCRT. We still need to go into the details of holism and 

the versions of SCRT, and we'll do that in Chapter 5. 

m. CONCLUSION 

Hopefully this chapter has taken some of the puzzlement out of SCRT. Of course 

it initially sounds strange to say that there is no misrepresentation, no false belief, and 

no conceptual error. One wonders how such a view could make sense of everyday 

phenomena and our normal practices of acknowledging 'mistakes', correcting 'errors', 

and criticizing 'false' beliefs. But I have tried to show how a pragmatic view of concept 

change can indeed explain these activities by giving them an alternate interpretation. 

This move takes care of the final obstacle in understanding how SCRT can eliminate 

error and still make sense of concept use, and apparent error and misrepresentation. It 

does so by grounding the conceptual flux on the practical value of having the concepts, 

and the search for greater success that drives concept change. We have now seen that 

pragmatic concept choice does not presuppose meaning, how SCRT can explaining 

epistemic criticism, how we could admit errors even if there are in fact no errors or false 

beliefs, and how communication could be possible even if there is no misrepresentation. 

Along the way we have delved into some of the implications of SCRT for epistemology, 
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metaphysics, and the theory of truth. So this chapter has been an attempt to explain what 

kind of a theory of content SCRT is, and how SCRT could be true. This is the last step 

in 'saving the appearances' and showing how SCRT could be true, appearances to the 

contrary. But we have left two important things undone. One is to explain the holism 

that SCRT creates, which is the agenda for the next chapter. But in addition, there is 

still the matter of arguing that SCRT is a superior theory of content to other naturalistic 

theories even when those theories try to concede that there is no misrepresentation, but 

otherwise claim to be correct. So in Chapter 6 we will see some arguments that not only 

could SCRT be correct, it is the correct theory of content. 
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CHAPTER FIVE 

MEANING HOLISM 

As presented so far, a strict conceptual role theory that rejects misrepresentation 

makes content blatantly holistic. If the content of every mental representation is 

determined exclusively by its use, i.e. by its conceptual role, hence in relation to the 

content of every other representation, then all the attitudes made up of those 

representations are (weakly) analytic and can be compositional: the meaning of the whole 

is dependent of the meanings of the parts, but the meanings of the parts are determined 

by the entire system. Misrepresentation is ruled out in virtue of the fact that there are 

no non-meaning-fixing liaisons in the conceptual system: all liaisons count toward the 

meaning of the representation in question, making every representation correct, and 

analytic, true in virtue of its meaning. Therefore there cannot be any misrepresentation. 

The issue of meaning holism has been looming large in the background 

throughout the discussion of SCRT, and I have been putting off dealing with it in detail 

until now. But it is time for answers: Is meaning holistic? Does the no-error SCRT 

entail meaning holism? If so, how much holism does it require? Would such holism be 

an advantage, or SCRT's crucial weakness? Answering these questions will require 

examining the general issue of the connection between confirmation holism and meaning 

holism, and how these relate to the issue of compositionality of representations and 
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analyticity of inferences. This should clear the way for us to look at the relationship 

between SCRT and holism, and show how SCRT turns out to yield a range of levels of 

semantic holism, depending on whether we conceive of conceptual role epistemically or 

functionally. 

I. QUINE. CONFIRMATIONAL HOLISM. AND MEANING HOLISM 

The relation of SCRT to Quine's views is obvious: it is an extension of some of 

Quine's most radical views to the arena of mental representation. However, to make the 

theory work we need to make some unusual moves, some of which are in opposition to 

Quine's views. In particular, to make statements and thoughts compositional and also 

holistic in meaning we must make them all analytic, instead of having them all synthetic, 

as Quine considers them to be. There is a severe tension between the epistemological 

holism that SCRT gives us and the meaning holism it also seems to give us. 

One point that Fodor and Lepore (1992) make against this approach of 

considering every expression to be compositional is this: "what is compositionally 

determined is ispo facto locally determined" (by the nature of the constituents) (Fodor 

and Lepore, 1992: 182). So if every inference is compositional, you have to give up the 

Quine/Duhem thesis: which inferences are rational is not determined locally (due to 

meanings of the individual terms involved), but globally (by one's entire theoretical 

background). Quine rejects analyticity for the same reason that inferences are not 

compositional: "a recognition of the holistic, nonlocal character of empirical inference." 
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(Fodor and Lepore, 1992:183) So we need to look at the relationship between 

confmnational holism and meaning holism, and it will help if we begin by focusing on 

Quine's arguments that the semantic claim follows from the epistemological one. Quine 

is typically taken to hold that confrrmational holism combined with verificationism entails 

meaning holism. Fodor, in psychosemantics (1987) and with Lepore in Holism: A 

Shopper's Guide (1992) argues that Quine is not making this objectionable move, and 

further argues that confirmational holism is incompatible with meaning holism (and also 

with conceptual role theories (CRTs». On certain points I think that Fodor and Lepore 

score some real knock-downs, but in the end they illuminate (while denouncing) the path 

to a one-factor strict conceptual role theory, SCRT: What is called error is really concept 

change, and there is in fact no misrepresentation. This has significant ramifications for 

the issue of verificationism; in fact, it entails that some kind of verificationism is correct. 

I. A. QUINE'S ARGUMENT 

In "Epistemology Naturalized", Quine begins by discussing the empiricist mission 

of translating sentences about bodies into sentences about sense impressions, as seen 

particularly in Camap's Aujbau (1928). Quine sees this goal as a lost cause, and even 

Carnap gave it up by 1936. One does not get equivalences of statements, but only 

implications - those empirical statements which are implied by the talk of bodies, and 

those statements about bodies which are implied by the statements about sense 

impressions - and that's not enough for translation and reduction. Quine argues that in 
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giving up hope of such translations, one must concede that "the empirical meanings of 

typical statements about the external world are inaccessible and ineffable." (1969:79) 

The explanation of this is that "the typical statement about bodies has no fund of 

experiential implications it can call its own." (1969:79) He says that we make verifiable 

predictions only on the basis of a "substantial mass of theory". When empirical data 

conflict with a theory, a whole block of theory is declared false, not just specific 

statements in it. "The failure shows that one or more of those statements is false, but 

it does not show which." (1969:79) Since one cannot say exactly which statements are 

involved, one must consider all the statements together, and this is the thesis of 

confirmational holism, or the Quine-Duhem thesis of underdetermination of theory by 

data. Statements cannot be confirmed or disconfirmed one by one in isolation from one 

another, but can only be confirmed or disconfirmed in relation to the entire set of 

statements. As Quine famously puts it: " ... our statements about the external world face 

the tribunal of sense experience not individually but only as a corporate body." (1953:41) 

So Quine's argument thus far is that since individual sentences are not confinned 

or dis confirmed by a specific set of empirical data, and since even within a block of 

theory no specific statements are confirmed or disconfirmed by data; confirmational 

holism must be true. Theory statements face empirical data as a whole, the veridicality 

of no statement being determined by specific sets of data. There is 'slack' in a theory, 

and conflicting data can affect the revision of a theory in a number of different ways. 

No statement is safe from revision. (This goes along with Quine's rejection of the 
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analytic/synthetic distinction, but only the two more well-known versions, either that 

there is no distinction at all, or that all inferences are synthetic.) In addition, we are not 

forced to revise any particular statement in light of data; there are always adjustments 

possible elsewhere in the theory which will allow us to hold any statement true. 

It seems that Quine's initial point is that confirmational holism is the condition 

which explains the impossibility of translating theory statements into statements which 

only deal with empirical data, consequently the impossibility of the meaning of each 

theoretical statement being reducible to the meanings of particular empirical statements. 

So the ties are looming between conflrmation and meaning, but we are still not at the 

point of meaning holism, for simply because confirmation is holistic, that by itself 

doesn't entail that meaning is holistic. But an explicit connection between confirmation 

and meaning does ground the entailment. Quine writes: 

For the uncritical mentalist, no such indeterminacy threatens. Every term 
and every sentence is a label attached to an idea, simple or complex, 
which is stored in the mind. When on the other hand we take a 
verification theory of meaning seriously, the indeterminacy would appear 
to be inescapable. . .. 

If we recognize with Peirce that the meaning of a sentence turns purely 
on what would count as evidence for its truth, and if we recognize with 
Duhem that theoretical sentences have their evidence not as single 
sentences but only as larger blocks of theory, then the indeterminacy of 
translation of theoretical sentences is a natural conclusion. And most 
sentences, apart from observation sentences, are theoretical. (1969:80-81) 

It seems very clear from this passage that Quine's argument is that confirmational holism 

plus verificationism entails indeterminacy of translation for theoretical sentences. 

-----...... ---... -. 
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Here Quine speaks of observation sentences as not theoretical, and so they can 

have independent, individual meanings: their stimulus meanings. He says each 

observation sentence "has an empirical content all its own and wears it on its sleeve." 

(1969:89) But this is a notorious problem for Quine, for his arguments for inscrutability 

of reference seem to work just as well for observation sentences as for any others. He 

tries to avoid such a result, and as his thinking progressed on this issue, he moved more 

and more sentences to the side of determinate reference. But if we take his earlier view 

seriously, and conclude that all sentences are theoretical, then indeterminacy of 

translation is everywhere, and all meanings end up being dependant upon the entire set, 

and this is just meaning holism. 

I.B. VERIFICATIONISM I 

It is important to see the large role verificationism plays here. In the above 

passage we see that Quine's behaviorism is pushing him toward verificationism. It is not 

confrrmational holism alone that threatens determinacy of meaning and semantic localism, 

for even if there were no way to confirm or disconfirm a statement in isolation from the 

confirmation or disconfirmation of all the other statements in the theory, that could 

merely be an epistemic problem, not a problem about meaning. Quine himself tells us 

how such a line would go, in the first two lines of the above quotation. It could occur 

if one were an "uncritical mentalist" and talked of meaning of sentences being fixed by 

the content of ideas. The fact that confirming or disconfirming a statement is holistic 
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does not entail indetenninacy of meaning if the meaning were an idea in the mind (a 

mental representation), or were grounded on an idea. It only does so if mental talk is 

somehow illegitimate and forbidden, and that is just what behaviorism claims. But it 

could do so also if the mental representations end up having verificationist truth 

conditions, and this possibility is just what a strict conceptual role theory will require, 

as we'll see later. Making linguistic meaning parasitic on mental representation can only 

work if we have a theory of how the ideas get their content. If mental representations 

have content holistically, then the indetenninacy reappears. 

In "Two Dogmas of Empiricism" Quine treats Camapian radical reductionism and 

the analytic/synthetic distinction as "at root identical". We are led, Quine says, from 

reductionism to the analytic/synthetic distinction through the verification theory of 

meaning. Quine writes: 

More directly, one dogma clearly supports the other in this way: as long 
as it is taken to be significant in general to speak of the confinnation and 
infinnation of a statement, it seems significant to speak also of a limiting 
kind of statement which is vacuously confinned, ipso facto, come what 
may; and such a statement is analytic. (1953:41) 

Quine argues against distinguishing analytic from synthetic statements by pointing out 

that it carries with it, not logically but naturally, the feeling that the truth of a statement 

is analyzable into a linguistic component and a factual component. 

The factual component must, if we are empiricists, boil down to a range 
of confinnatory experiences. In the extreme case where the linguistic 
component is all that matters, a true statement is analytic. (1953:41) 
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Here it seems that he's saying that all empiricists are verificationists, and here, too, 

Quine's arguments involve holding the thesis that there is a factual component to meaning 

would be just its confmnatory experiences. (Actually, in rejecting analyticity he rejects 

the idea that it is a component at all.) Quine rejects the idea that there are analytic 

statements, which are unrevisable, on the grounds that for science, no statement is 

unrevisable (that is, due to confirmational holism). 

One might say that it is not as objectionable for Quine to hold a verificationist 

position as it is in general, for Quine uses it in a different way than, for example, Camap 

did. Quine's complaint against Camap's radical reductionism is that one cannot 

translate, one by one, theoretical statements into empirical statements. So how can Quine 

tum around and hold that verificationism is true, and use it to get from confirmational 

holism to meaning holism? Well, in a way it does seem odd that Quine does so, or at 

least seems to. He argues against Camap and then uses verificationism anyway. 

However, it should not seem strange that Quine the behaviorist retains verificationism; 

behaviorism is just verificationism about mental states. Given a behaviorist view, what 

else could meaning be but something externally verifiable, like one's use of sentences? 

Actually, Quine is claiming that the Vienna Circle did not take the verification theory of 

meaning "seriously enough". When verificationism is combined with the confirmational 

holism for which Quine argues, the result is his indeterminacy of translation thesis. He 

writes: 



Should the unwelcomeness of the conclusion persuade us to abandon the 
verification theory of meaning? Certainly not. The sort of meaning that is 
basic to translation, and to the learning of one's own language, is 
necessarily empirical meaning and nothing more ... Surely one has no 
choice but to be an empiricist so far as one's theory of linguistic meaning 
is concerned. (1969:81) 
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Quine's behaviorism and his views about language acquisition, that one learns words as 

conditioned responses (enforced by society) to external stimuli, demand such empiricism. 

Quine fills out the details of this in Word and Object: in radical translation, all the 

translator has to work with are experiential data and the responses of the native speakers. 

Given those limitations, there is indeterminacy of translation, and this is just meaning 

holism as applied to translation. 

As Quine uses it, verification doesn't lead to the same problems as it did for the 

Positivists. In Carnap's hands verificationism supported the confirmational and semantic 

localism which Quine has so strenuously argued is false; meaning and confirmation of 

terms and sentences just don't neatly line up with specific bodies of empirical data. If 

they did, that would indicate that some statements would be unrevisable (Le. analytic), 

and Quine thinks he has shown that none are. But since Quine begins with 

confirmational holism, no such line up of theory with data is indicated, and he thus 

avoids the problem which was one of the major objections against verificationism. So 

Quine is saying that it wasn't verification itself which was the problem, but how it was 

used. Verificationism is compatible with either local or holistic views of confirmation. 

Used in conjunction with a false theory like confinnational localism, it leads to 
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objectionable results. Coupled with confirmational holism, verificationism not only stays 

out of trouble, Quine thinks it supports the theory and fits well with a lot of other 

considerations. 59 

All of the above exposition of Quine's philosophy is what one would like to have 

said, except for two problems, both forcefully made by Jerry Fodor. 

I.C. TROUBLE FOR THE RECEIVED VIEW 

1. FODOR'S QUINE: MEANING NmILISM 

Fodor argues that confirmational holism doesn't entail meaning holism, and that 

Quine never intended it to. Fodor's overall agenda in Psychosemantics includes (in 

Chapter 3) refuting meaning holism to clear the way for his own causal theory of 

meaning. I won't go through all of Fodor's arguments, but I do want to look at one 

specific charge: that Quine is a meaning nihilist, not holist. 

Fodor first summarizes the reading (by Putnam, and others) of Quine that sees 

him as arguing from confirmational holism to meaning holism, and agrees that "you can 

get from Confirmation Holism to Meaning Holism". 

Verificationism plus holism about the means of confirmation literally 
entails holism about content, since verificationism is the doctrine that the 
content of a belief is identical to the means of its confirmation. (1987:63) 

In part Fodor has an interpretation of Quine that is similar to the standard one above. 

He describes the Positivist thesis of semantic localism, that 'strictly semantic' 

59Fodor & Lepore (1992) make a similar point in a footnote on p.217. 
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implications of a statement can be separated from the 'merely empirical' ones 

(presupposing the analytic/synthetic distinction) and that there are local semantic 

cOJU1ections between 'theory sentences' and 'data sentences'. Fodor agrees that Quine 

clearly rejects this. If an implication were strictly semantic, the statement expressed 

would be unrevisable by any empirical evidence (which is to say, Fodor thinks, that it 

is unrevisable without change of meaning). But actual scientific practice allows no such 

sentences. Fodor says: 

Anything a scientist believes may be rationally revised under pressure 
from 'systematic' considerations of the unity, coherence, conservatism, 
simplicity, or plausibility of his whole body of doctrine. (1987:65) 

However, Fodor contends that to use confinnation holism as an argument for meaning 

holism "would be ill advised", and that Quine does not argue in this way. 

In short, Quine's tactic is to infer Confinnation Holism from the 
refutation of semantic localism, and not the other way round. If, however, 
that is how the argument goes, then a Quinean cannot offer Confinnation 
Holism as an argument for Meaning Holism. That would be to argue 
backwards. (Fodor 1987:65) 

So Fodor's claim is that: 

an inference from Confinnation Holism to Semantic Holism courts 
circularity. This is because Semantic Holism (or, anyhow, the rejection 
of semantic localism,) -- is actually presupposed by the standard 
arguments for Confinnation Holism. (1987:64) 

Fodor's further point is that Quine does not make that error of circularity. He puts it 

this way: 



Putnam's Quine rejects Semantic Localism because he thinks meaning is 
global. Quine's Quine rejects Semantic Localism because he thinks 
meaning is nonsense. (1987:66) 
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According to Fodor, "Quine isn't a meaning holist, he's a meaning nihilist." (1987:66) 

Fodor isn't worried about Quine scholarship, so the historical point isn't so important to 

him. His main point is to deny meaning holism, and particularly to show that 

confirmational holism is not a good argument in favor of meaning holism. Quine'S being 

a meaning nihilist shows that localism and holism aren't the only options. 

I.C.2. WHY FODOR IS WRONG ABOUT MEANING NIHILISM 

As I see it, Fodor has not shown as much as he thinks he has. First of all, he 

seems to be playing fast and loose in equating semantic holism, confirmational holism, 

and the rejection of semantic localism. Witness this sentence (already quoted, but so 

indicative that I'll quote it again, indicating in bold the parts which are particularly 

objectionable) : 

Moreover, an inference from Confirmation Holism to Semantic Holism 
courts circularity. This is because Semantic Holism (or, anyhow, the 
rejection of semantic localism)-- is actually presupposed by the standard 
arguments for Confirmation Holism. (1987:64) 

Is "courting circularity" actually being circular or just sort-oj circular'! If the rejection 

of semantic localism is just the same as affirming semantic holism, then such an 

argument isn't just courting circularity, it is circular. But Fodor himself says that 

localism and holism are not the only two options, for one could be a meaning nihilist. 
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But if that's true, the rejection of semantic localism does not make it circular to use an 

implication of it, confinnational holism, to argue for semantic holism. Fodor's use of 

"courts circularity" papers over the fact that his argument does not quite work. If the 

rejection of semantic localism entails semantic holism, and Quine certainly rejects 

localism, then he is not a meaning nihilist, he is a meaning holist. Furthennore, suppose 

that Quine is a confinnational holist, and confmnational holism presupposes the rejection 

of localism, and rejection of localism entails meaning holism. Then given confinnational 

holism, meaning holism must also obtain, given the fact that a necessary condition for 

confmnational holism also entails meaning holism. If, on the other hand, rejection of 

semantic localism does not entail semantic holism due to the possibility of meaning 

nihilism, then using confinnational holism (which is the result of the rejection of 

semantic localism) to argue for meaning holism is not circular. Fodor can't have it both 

ways. Either the circularity charge must go or the nihilism claim must go. It may also 

be the case that both must go. 

Is Quine a meaning nihilist? Surely Quine does reject meanings as metaphysical 

entities like Fregean Propositions, but many people (including Fodor himself) who say 

they believe in meanings don't think that they require such suspicious metaphysical 

entities. Yet, Quine certainly believes in "stimulus meanings", which are meanings of 

a limited sort. He thinks that all meaning must be reducible to stimulus meaning or it 

is illegitimate. Quine wants to say that meaning is not some peculiar mental state or 

idea, but that it just boils down to the use of a tenn or sentence. (Though whether it is 
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sentences, terms, or all of discourse which is involved is a problematic question which 

I entertain here.) Quine thinks that meaning is the disposition to verbal behavior. That 

does not say it is nothing (nihilism), but it can be reduced to dispositions to assent or 

dissent to certain sequences of sounds. When he reduces, he doesn't want to give up 

meaning altogether, he wants to keep it and say what it reduces to. He wants to show 

us that all we can really get of meaning is stimulus meaning, the set of sensory 

stimulations associated with the use of a word. Quine says the analytic/synthetic 

distinction is nonsense; it is nonsense to think that there are isolatable factual and 

linguistic components to individual statements. He says this not because he thinks that 

there is no sense to be made of "meaning", but because "science has its double 

dependence upon language and experience; but this duality is not traceable into the 

statements of science taken one by one." (1953:42) Even if Quine said meaning is a 

posit, this would not mean that it was necessarily any less real that tables and chairs. 

After all, "To call a posit a posit is not to patronize it." (Quine 1960:22) While all of 

this does not prove that Quine isn't a nihilist, it certainly does suggest that he isn't. 

However, the above interpretation does run afoul of Quine's view of explication. 

The crucial point lies in Word and Object (1960: section 53), where Quine says: 

"Explication is elimination." He cites Wittgenstein's view that philosophy does not solve 

problems, but rather dissolves them, by showing that there isn't a problem. Specifically, 

throughout Word and Object Quine's purpose seems to be to eliminate "troublesome" 

expressions (ones that are vague, lead to confusions, or make trouble for our theories). 
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To do this we must first identify the purposes the expressions serve, and then "find a 

way of accomplishing those same purposes through other channels, using other and less 

troublesome forms of expression." (Quine, 1960:260).60 So, strictly speaking, since 

Quine thinks the only respectable elements to meaning should be replaced by stimulus 

meaning, he is indeed eliminating full-blown meanings, and in this sense he is a meaning 

nihilist. 

I am willing to concede the historical point without a fight: Quine is a meaning 

nihilist. But I do not concede the theoretical point, that Quine's insights about 

confirmational holism and the analytic/synthetic distinction, and indeterminacy of 

translation entail meaning nihilism. Couldn't one agree with the main points and yet 

deny that explication (or reduction) is just elimination? Couldn't one, call him Quineoto, 

just as well take the other view and say that meanings do exist: they are that which one 

translates from one language or idiolect to another. Saying "'schnee" means snow' is 

just saying that such a translation is correct. Sameness of meaning is just 

intertl'anslatability, and therefore meanings are not metaphysically or theoretically 

objectionable. And since Quine oto holds that translation is indeterminate, and the meaning 

of one statement depends on the meanings of all the statements (Le. is holistic), Quine oto 

is indeed a meaning holist. So Fodor may be right about Quine, but not about Quine"', 

and not necessarily right about holism. In any case, we cannot reject meaning holism 

601 am indebted to Prof. Jose Benardete, in correspondence, for pointing out the 
relevance of this section to me. 
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by saying that Quine turned out to be a nihilist anyway, for Quine's arguments involve 

some kind of holism, even if one insists on restricting it to the term translational holism. 

Quine's point was that intertranslatability is what's important, and if it is holistic, things 

are bad enough. He is urging a new view of the issue of meaning, and it will not do to 

say, well, we believe in meaning and Quine didn't, so his holism, whatever it is, can't 

be meaning holism, so we're OK. 

In addition to this point regarding the consistency of a Quine-like (Quine ·'s) 

theory, the main concerns that I have, the inconsistency of misrepresentation with use 

theories and the reasons to opt for a single-factor strict conceptual role theory (SCRT), 

are both extensions of this urge to view meaning in this new way which Quine (or at 

least Quine 0') argues for (on both the level of linguistic meaning and of the content of 

mental representations). In the end I hope to show how the details of Quine'S 

confIrmation and meaning holism explicate and clarify what a strict conceptual role 

theory says about meaning and confirmation. 

I.C.3. ALL THE VERIFICATIONISM QUINE NEEDS 

Fodor is right about this: Quine doesn't think that confirmational holism by itself 

entails meaning holism. Quine thinks that confirmational holism plus a verificationist 

theory of meaning does indeed entail meaning holism. Fodor and Lepore say they don't 

want merely to pick on the falsity of verificationism, since even though they do indeed 

think it is false, Fodor has himself leaned in that direction at times. In "Semantics, 
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Wisconsin Style" Fodor opts to "rediscover verificationism" by saying that "beliefs 

acquired under epistemologically optimal circumstances must be true", and that 

misrepresentation occurs when tokens are 'wild', that is, produced while a cognitive 

mechanism is functioning abnonnally. (Fodor 1990:46-47) Of course this was before he 

came up with the doctrine of asymmetric dependence, which is supposed to eliminate the 

need to say this. 61 In addition, Fodor and Lepore write: 

(W)e sense, in the philosophical community at large, some sympathy for 
the idea that, well, maybe verificationism is sort of a little true; at least, 
it might be true enough to buy you a semantics from which meaning 
holism is inferred. (1992:53-54) 

Sarcastic tone notwithstanding, they are right. There are lots of nagging intuitions that 

some sort of verificationism is correct. I share these intuitions, and a strict CRT 

involves us in them to a great extent. We shall have to see if this dooms strict 

conceptual role theory, or if we can tum whatever verificationism is needed into a 

plausible view. 

If, in order to get from confinnational holism to meaning holism, Quine really 

has to hold the strong thesis that the meaning of a sentence is identical to its method of 

confinnation, the problems are probably insunnountable. The urge to be that much of 

a verificationist is no longer very prevalent. But he really does not need to hold such 

61As we saw in Chapter 3, on Fodor's later (1987) view, a representation has the 
content 'horse' and not 'horse-or-dimly-lit-cow' if the ability of dimly lit cows (or, on 
the newest version, the property of being a dimly lit cow) to cause the representation to 
be tokened is asymmetrically dependent on horses (viz. the property of being a horse) 
causing the representation. This is why cow-caused 'horse' representations are 
misrepresentations. 

---------- ----
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a strong verificationism to get his argument to work. The reason for holding the strong 

position that "the meaning of a sentence turns purely on what would count as evidence 

for its truth," (1969:80) was that such a thesis is a necessary part of the rejection of the 

Positivist thesis that each sentence lines up directly with a specific body of evidence 

(experiential data). Ifhe's right about confirmational holism, then Quine has undermined 

that project entirely already. So as far as that purpose goes, Quine does not need to hold 

such a strong view. 

But Quine does need some connection between confirmation and meaning to get 

his argument for meaning holism going. He needs a theory which would claim some 

relationship between meaning and confirmation so that if confmnation is holistic, 

meaning must be too. Quine still wants to be some sort of empiricist, and it is clear that 

in rejecting confirmational localism he is not willing to go so far as to say that meaning 

has nothing at all to do with what would count as evidence. Besides all the other 

problems with such a position, one thing stands out: the idea that the meaning of some 

sentences has nothing to do with confirmation amounts to an objectionable claim that 

such sentences are analytic. But now notice that Quine need not say that meaning is 

identical to method of empirical confmnation, that meaning turns purely on confirmation. 

(Let's call this strong verijicationism.) All he needs is to show that confirmation must 

have some part in meaning, that the meaning of a sentence turns partly on what would 

count for evidence for its truth. (Let's call this weak verijicationism for now, though it 

is not clear that it need have much in common with the strong version.) Weak 
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verificationism might allow that for certain sentences, meaning ends up being identical 

to method of confirmation, but it does not require it of all sentences. It does not reduce 

all meaning to confilmation, and it requires no more than the claim that confirmation 

must have some essential role in meaning. 

To claim that the meaning of a sentence at least partly involves its method of 

confirmation is not to go back to the analytic/synthetic distinction which confirmational 

holism denies. Weak verificationism rejects the claim that one can separate out a factual 

(evidential) component and a linguistic component from any sentences, or analyze a 

sentence into those components. It merely requires that every statement have some 

connection with evidence, and this connection may be such that one cannot pull it apart 

from the linguistic component in any way. All one need claim is that a theory has, as 

Quine says, a "double dependence on language and experience" (1953:42), and 

confirmational holism shows that one cannot trace the dependence down to statements 

taken one by one. It is not that all meaning is constituted by confirmation, but rather 

that unless some part of it is, there is little sense left of meaning or of the notion that we 

are talking about that which we experience. There can still remain something of 

verificationism even given the disillusionment about entailments to and from empirical 

evidence. We can still have this much: No statement can be completely devoid of any 

connection with empirical evidence. Admitting that the meaning of a statement is not 

exhausted by its empirical connections does not require us to concede that there is no 

connection whatsoever between theoretical statements (including physical object 
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statements) and empirical evidence. There must be some connection if we are to say that 

theory is confinned or disconfinned by data at all. There is always some connection to 

experience in every statement, but this is simply not all there is. This weaker fonn of 

verificationism is still an explicit connection between confinnation and meaning, and in 

some ways still preserves some of the spirit behind the original move to reduce meaning 

to method of verification. But it takes the holistic insights of Quine, Duhem (1906), 

Feyerabend (1975, 1981, 1987), and others into account. 

This weak verificationism seems like something which Quine might accept, and 

it seems a lot less objectionable that the infamous strong verificationism. In his argument 

for meaning holism, Quine could get out of a lot of trouble by changing basically one 

word: he should say that the meaning of a sentence turns "partly" (not "purely") on what 

would count as evidence for its truth. Since there is no telling which statements are true 

independently of consideration of the whole system together with all the evidence, and 

the meanings of statements must be partly yet inextricably connected to such evidence, 

it then follows that the meaning of any tenn or sentence is dependent on the whole 

system and all the evidence. So confinnational holism plus weak verificationism does 

entail meaning holism, and without all the famous problems facing strong verificationism. 

It would be nice if this small move were all that was needed to make the whole 

story about confinnational and meaning holism more palatable. But it isn't. There are 

worse difficulties around. In case you thought that, besides the nihilism debate and 

worries about verificationism, all is well in the explanation of holism and the 
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analytic/synthetic distinction, Fodor and Lepore (1992) point out a really devastating 

problem. The major bombshell is really an elementary point which, it would seem, 

everyone should have seen all along. 

I.C.4. A DEEP PROBLEM FOR TIlE RECEIVED VIEW OF QUINE 

There are really two elements to confinnational holism, or what some call l'Ie 

Quine-Duhem thesis. On the one hand, there is the idea that a single sentence is not 

individually confirmed or disconfinned by its own fund of data, but rather it is whole 

bodies of theory that are confinned or disconfinned by the entire set of empirical data. 

After QUine's famous phrase, I'll call this 'colporate-body confirmational holism'. But 

there is also the other half of the story, with the claim that any statement can be 

preserved in the face of seemingly contradictory evidence by making compensatory 

adjustments elsewhere in the web of belief. I'll call this thesis 'statement-preservation 

confirmational holism'. The connection is obvious: if it is only whole bodies of theory 

that are confinned or disconfinned, then within the body of theory, no sentence is 

directly inextricably tied to any particular observations. Individual statements of theory 

only are related to empirical data via other statements of the theory. As a result, when 

there is a conflict between theory and empirical data, one always has several choices 

about which theoretical statements are the ones to be rejected. So there is no such thing 

as a crucial experiment, which could absolutely confinn or disconfinn a particular 

theoretical claim. One can always choose to reject the troublesome data as flawed, 

------. - .~--.- - ... ~ 
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experimental error, or can question the accuracy or calibration of measuring devices 

(even sense organs) which produce the conflicting observations. So any statement can 

be preserved if we are willing to make the required adjustments elsewhere, even to the 

extent of changing basic scientific, mathematical, or even logical laws. And any 

statement can be rejected if need be, and this is another route to saying that no statement 

is immune to revision, and hence no statement is analytic, or necessarily true. So the 

analytic/synthetic distinction is rejected. The ultimate goal of revision of one's 

statements is simply to make the fewest changes possible, to make the smallest 

disturbance in the web of beBef, even if the smallest change may tum out to be the 

rejection of a favorite and long-standing claim. 

Or so the standard view of Quine's position goes. But now consider the earlier 

argument, that confmnational holism plus verificationism entails meaning holism. When 

we consider the two different claims about confirmation, both of which were 

indiscriminately lumped into 'confirmational holism', a conflict emerges. Fodor and 

Lepore explain it like this: 

... Quine's preferred formulation of the Q/D [Quine-Duhem] thesis is that 
you can hold onto any statement, come what may, in the face of 
recalcitrant data. But this claim would seem to be literally unintelligible 
barring a notion of trans-theoretic statement identity of precisely the sort 
that semantic holism appears to preclude. (1992:42) 

In the terminology I have adopted, this claim is the following: statement-preservation 

confirrnational holism plus verificationism entails the denial of meaning holism, and 
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corporate-body confmnational holism plus meaning holism entails the denial of statement-

preservation confirmational holism. 

Suppose first that statement-preservation confirmational holism is true. In order 

to be able to preserve the truth of a particular statement through changes elsewhere in 

the web, that statement must have the same meaning before and after those changes, or 

it has not been preserved. If it can be preserved, and preservation requires it to continue 

to have the same meaning, then its meaning must be independent of the other statements 

one holds true, since making compensatory adjustments is just rejecting one (or more) 

of the statements one formerly held true. But saying that meaning is independent of what 

statements one holds true is just denying meaning holism. 

Alternately, begin by supposing that corporate-body confirmational holism is 

correct. When we combine it with verifIcationism, it does entail meaning holism, but 

it does so only at the expense of statement-preservation confirmational holism, for in 

changing anything in the system, we change the meanings of all the terms and statements. 

So we deny the claim that the truth of a statement can be insured by making 

compensatory adjustments elsewhere; in fact, none of the statements even means the 

same thing, much less has its truth preserved. So, far from entailing meaning holism 

(with verifIcationism as the link), it turns out that the two sides of confirmational holism, 

'corporate-body' and 'statement-preservation', are jointly inconsistent with meaning 

holism. 62 

62See Fodor and Lepore, 1992, pp.42-43, 53, and notes on 216-218. 
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Of course, in retrospect, this should have been obvious, but the commonly held 

interpretation (one reinforced by Putnam and Harman), has been convincingly invalidated 

by Fodor and Lepore. The question now is what to do about it. Fodor and Lepore 

argue that Quine himself is much more wedded to the statement-preservation 

confmnational holism, as evidenced by Quine's increasing willingness to consider the 

meanings of observation statements to be individually specifiable (not holistic), and wear 

their empirical content on their sleeves. I have no quarrel with Fodor and Lepore's 

historical point about which side Quine has greater allegiance to and which of the two 

sides of confirmational holism is closer to Quine's heart. My point in all of this is not 

merely to do exposition of Quine, or of Fodor and Lepore. I want to relate this issue 

back to conceptual role theories, and what they can or cannot say about the relation 

between confirmation and meaning. 

The reason for going into all of this is that Strict Conceptual Role Theory, as 

advanced in Chapter 4, has two troublesome characteristics, both of which are related 

to this discussion. First, SCRT makes all beliefs and inferences analytic, since every 

belief and inference is a use of the representations involved in them, and that very use 

contributes to the content of the representations, and hence of the beliefs. So they are 

true because that use constitutes their meaning, and this makes them analytic. But this 

seems to clash with one of the original motivations of all conceptual role theories, the 

denial of the analytic/synthetic distinction. In addition, SCRT also makes content to 

some extent holistic, for the pattern of use of each representation is a function of its 
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interaction with all the other representations. How it interacts with the other 

representations depends on the content of those representations. And their content is 

determined by their uses, which in turn depends on how those other representations 

interact with the particular representation in question. So the content of every 

representation seems to be holistically determined by the contents of all the 

representations. Such meaning holism, claim Fodor and Lepore, is inconsistent with a 

central feature of representations: compositionality. In Section II we will try settle this 

whole question of analyticity, compositionality, and holism, and see how to reconcile this 

apparent retention of the notion of analyticity with the rejection of the analytic/synthetic 

distinction. Curiously, in their argument against meaning holism, Fodor and Lepore 

uncover just what SCRT needs to reconcile the compositionality of inferences and 

holism. 

Once we have done that, we will then be able (in Sections III and IV) to deal with 

the whole question of how SCRT makes representational content holistic. It turns out 

that there are several interpretations of 'conceptual role' in SCRT, and they yield 

different levels of meaning holism. So we will need to see what these different versions 

of 'conceptual role' are, and what kinds of holism they result in, and whether that holism 

requires verificationism, as Quine's view does. This will all allow us (in Section V) to 

come back to the development we just discussed, the inconsistency of the holism with 

both kinds of confirmation holism. Our choice of holism for SCRT will determine what 

kind of confirmation holism we can hold. 
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II. CONCEPTUAL ROLE THEORIES AND THE ANALYTIC/SYNTHETIC 

DISTINCTION 

A. FODOR AND LEPORE ON ANALYTICITY, COMPOSITIONALITY, AND 

HOLISM 

Fortunately, some of the large and treacherous territory surrounding holism and 

the analytic/synthetic distinction has been skillfully charted by Fodor and Lepore (1992). 

Meaning holism is the view that only whole systems of belief, or whole languages, or 

theories have meaning, and that words, sentences thoughts, beliefs, etc. only have 

meaning in virtue of their being part of the larger system which has meaning. Holism 

is a direct challenge to the success of a computationalist, Language of Thought model of 

cognition and representation, because it undermines our ability to isolate the semantic 

value of each of the language-like symbols being computed. To argue against meaning 

holism, Fodor and Lepore attack each of the major arguments for it, of which Conceptual 

Role Theory (CRT) is a major source (and SCRT is a radical version of CRT). Their 

complaints against CRT are numerous, both against specific versions, especially Block's, 

and the general scheme of using conceptual role as a basis for holism. I have already 

given my objections to two-factor conceptual role theories such as Block's, and given 

reasons to doubt the viability of alternatives to strict single-factor CRT. Here I shall 

examine Fodor and Lepore's main argument, one which would seem to deny my claim 

that a strict conceptual role theory entails some kind of meaning holism. They think that 

CRT in general is in fact inconsistent with holism. 

----------------------
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The main complaint that Fodor and Lepore voice against CRTs with regard to 

holism is in the form of a trilemma: basically, they claim that one cannot coherently 

combine CRT, meaning holism, and the analytic/synthetic distinction (with one exception 

which they think is too ridiculous to be an option). But this turns out to be a case of 

'one person's modus tollens is another's modus ponens.' The one exception they dismiss 

is precisely that which 1 think SCRT must embody. But this will all take some 

explaining. 

Fodor and Lepore note that: 

(I)f you are both a functionalist and a holist about mental states, then you 
hold that all the generalizations that connect them to behavior are 
noncontingent. This is certainly a price that Block would be unwilling to 
pay. Nor does he think he has to pay it; since he accepts an a/s 
distinction, he assumes he can have his functionalism without holism. 
(1992:241) 

We've already seen that Block is a conceptual role theorist who doesn't accept the 

Quinean holism and its rejection of the analytic/synthetic distinction. Harman, on the 

other hand, is a holist, and does reject the analytic/synthetic distinction, but limits correct 

applications of concepts to 'normal' contexts (to account for Twin-earth cases). 

Now Fodor and Lepore trot out a favorite theme: compositionality. Linguistic 

and mental representation have the properties of systematicity, productivity and 

isomorphism of elements of the representation with elements of the represented. 

Productivity is the ability to understand an open-ended number of sentences because they 

are constructed from a finite number of understood elements. Systematicity holds if 
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one's ability to say/think certain sentences implies one's ability to say/think certain 

conceptually related sentences. Thus anyone who can say or think that 'John loves 

Mary' will also be able to say or think that 'Mary loves John'. 63 In addition, it is 

claimed that it is a universal feature of thought that the structure of thoughts is 

isomorphic to the structure of what they express (except in the case of idioms). In the 

case of a thought or sentence which expresses that John loves Mary, there will an 

element in the thought or expression corresponding to John, one corresponding to Mary, 

and one corresponding to the relation between them. According to Fodor and Lepore, 

the only thing that explains these features is that both thought and language are 

compositional. (1992: 175-6) 

The argument against CRT is simple: Meanings are compositional, but inferential 

roles are not compositional (since they include what one believes about X), so meanings 

can't be inferential roles. Take the phrase 'brown cow', which gets its meaning from 

the constituents 'brown' and 'cow' (and the syntax). The inference 'brown cow ~ cow' 

is compositional because 'cow' is an element of 'brown cow'. Now suppose you have 

the belief relating you to 'brown cows are dangerous'. The inferential role of 'brown 

cow' includes figuring in inferences !ike 'brown cow ~ dangerous'. So from the belief 

that Elsie is a 'brown cow' you can infer that 'Elsie is dangerous', but this inference that 

63Actually it seems that Fodor believes that to be said to understand 'John loves 
Mary', one must be able to understand 'Mary loves John'. This is discussed in detail 
in Fodor & Pylyshyn "Connectionism and Cognitive Architecture," (1988). 
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Elsie is dangerous is not derived from any of the component elements Cbrown' or 'cow') 

in 'brown cow', but is rather derived from what you believe about cows. Hence the 

inference is non-compositional. If CRT reduces meaning to inferential role, then many 

inferences will fail to be compositional (and productive, and systematic, etc.) But this 

compositionality is supposed to be central to the notion of meaning. Identifying meaning 

with inferential role seems to rob meaning of compositionality. (Fodor and Lepore, 

1992:177) 

Now suppose, in an effort to retain compositionality, we try to modify the CRT 

by restricting the inferential roles con~tituting meaning to the analytic inferences. So 

'brown cow ~ brown animal' will be compositional because of the analytic inference 

'cow ~ animal'. If the inference 'brown cow ~ brown animal' is compositional, it is 

so due to the analytic inferential roles of 'brown' and 'cow'. But on our modified CRT, 

meanings are determined by just those analytic inferential roles, so 'brown cow ~ brown 

animal' is therefore analytic due to the meanings of 'brown' and 'cow'. For an inference 

to be analytic, it must be valid in virtue of the meanings of the relevant tenns. So 

analyticity depends on the meaning of the whole being a function of the meaning of the 

parts, which is just compositionality. Yet our modified CRT is compositional by 

defining meaning in terms of analyticity. So compositionality entails analyticity (and vice 

versa). The problem, noted by Fodor and Lepore, but also earlier by Harman and Field, 

is that such an attempt to save CRT is circular: meaning is specified according to analytic 
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inferences, but an inference is analytic just due to the meanings of the terms. So 

compositionality and analyticity define each other, and we have run right into the point 

Quine made in "Two Dogmas". (Fodor and Lepore, 1992: 177-79) 

So, the connection between compositionality and analyticity is supposed to show 

that there is no argument from CRT to semantic holism, because without an 

analytic/synthetic distinction CRT won't be compositional, and "compositionality is a 

desideratum which, by common consent, a semantic theory is required to meet." (Fodor 

and Lepore, 1992:180) Since dropping the analytic/synthetic distinction was one of the 

major motivations for CRT in the first place, it looks like you can't hold both that 

meaning is compositional, determined by conceptual role, and holistic, hence, the 

trilemma. If you insist upon compositionality, you can't argue from CRT to meaning 

holism. 64 

II. B. THE THREE WAYS TO DENY THE ANALYTIC/SYNTHETIC 

DISTINCTION 

But now we get a crucial caveat. There is one way of making holism compatible 

with a CRT and preserving compositionality: "by accepting a semantics that represents 

every inference as analytic." On this hypothesis, to get the 'brown cow -+ dangerous' 

64Furthermore, Fodor and Lepore think this result holds regardless of how one 
construes the notion of conceptual role. They note, for example, that Field's view of 
conceptual role being defined in terms of subjective probability won't help, since 
subjective probabilities are not compositional. (Fodor and Lepore, 1992: 180) 
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inference to be analytic, we need to make it part of the concept 'brown cow' that it be 

dangerous. This would make the inferential role of 'brown cow' a compositional product 

of the inferential roles of its constituents, either 'brown' or 'cow' .65 So, every 

inference that is compositional is so in virtue of its being analytic, and since most every 

inference is compositional (except idioms, metaphors, etc.) then every inference will have 

to be analytic. So, Fodor and Lepore conclude: 

(T)he cost of a semantic theory that identified meanings with inferential 
roles is that inferences come out analytic in the general case and, a 
fortiori, necessary in the general case. But, surely, this is preposterous. 
An acceptable semantics must be able to make sense of contingent 
inferences. (1992: 182) 

So we can have a holistic CRT if we are willing to make all inferences compositional, 

therefore analytic, and therefore necessary. This is the result we will be stuck with on 

a strict CRT: it rejects the view of our applying terms with constant meaning to different 

situations in favor of a view of our having constantly fluctuating states whose meaning 

is constituted by what we apply them to. Hence we can make no errors. Fodor and 

Lepore have brilliantly explained one aspect of just what SCRT will have to be like, only 

to call the claim that all inferences are analytic "preposterous" and "perfectly mad" 

(1992:182) Well, we'll see. 

So far, the charge has been that to get compositionality we need analyticity, and 

the denial of the analytic/synthetic distinction undermined that. Well, this all depends 

65Their examples are, alternatively: "cow -+ x such that, ifbrown, then dangerous" 
or "brown -~ x such that, if cow, then dangerous" (Fodor and Lepore, 1992:181,243) 
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on how one understands the rejection of the analytic/synthetic distinction. Fodor and 

Lepore point out a mostly unexamined position regarding the analytic/synthetic 

distinction, and though they dismiss it, it is crucial for an understanding of SCRT. 

Quine's rejection of the analytic/synthetic distinction can have two interpretations: first, 

he could be arguing that there fail to be two distinct classes of statements, putting all 

statements in the same boat (neither analytic nor synthetic). But the second possibility 

is that he is arguing that there is a sharp analytic/synthetic distinction, but the analytic 

side is empty - all statements are synthetic. One may be tempted to think that this is 

an unimportant difference, for either way, the argument is effective against Logical 

Positivism, which requires two distinct classes of sentences, analytic, for logical and 

mathematical statements, and synthetic, for empirical statements (whose meanings are 

supposed to reduce to their observational consequences). Quine's main thrust is to show 

that if you want some statements on each side of the line, as most every empiricist (and 

Positivist) does, you can't have it. As the story goes, we learned from Duhem (1906) 

that statements are confirmed in bunches, or as a whole set. Quine teaches that even the 

laws of logic could be jettisoned if they were to clash with enough other elements in the 

web of belief. Nothing is true by meaning alone, since such statements would be 

unrevisable, and no statement is immune to revision. The result is a temptation to say 

that all statements are synthetic. 

In their discussion of this issue, Fodor and Lepore point out that there is a third 

choice, "an option which Quine, quite sensibly, didn't even bother to consider: namely, 
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that the analytic/synthetic distinction is coherent and it's the class of synthetic inferences 

that is empty; that is, that all inferences are analytic." (1992: 183) Fodor and Lepore 

take this to be a minor point, since such a view seems clearly implausible. But I take 

it to be crucially significant, since it is the view that one will have to adopt to hold 

SCRT. Fodor and Lepore see this as the nail in the coffin of the argument from CRT 

to holism: holistic CRT entails that all inferences are analytic; but not all inferences are 

analytic; so holistic CRT is just false. The importance here is that their reductio 

argument amounts to saying that the only path to a strict conceptual role theory (SCRT) 

is disastrous: it amounts to the rejection of misrepresentation and error. Defining 

meaning simply as use leads us to say that since all uses factor into the meaning of a 

statement or representation, the meaning of it trivially includes any application. So any 

application of the statement or representation is tme by its meaning, and hence is 

analytic, and this holds for all statements and all mental representations. It is the 

existence of this all-analytic way of rejecting the analytic/synthetic distinction that makes 

possible the rampant meaning holism. It is this version of the rejection of the 

analytic/synthetic distinction that allows us to skirt the trilemma of CRT (as Fodor and 

Lepore themselves note): "On this option you get compositionality and holism, but at 

the price of a semantics that is incapable of being taken seriously." (1992: 183) 

The problem with Fodor and Lepore's outright dismissal of this option is that the 

alternatives are not as promising as they are thought to be. We have spent four chapters 

arguing that there can be no naturalistic account of misrepresentation. We have even 

----------- -----. --.- ---- .. 



342 

seen why Fodor's own theory of content and misrepresentation fails. And we have seen 

how to construct a conceptual role theory, SCRT, that retains all of the advantages of 

CRT. In the end these give tempting reasons to hold SCRT and swallow the nasty 

consequences. With the pragmatic theory of concept change described in Chapter 4, I 

have shown that an all-analytic SCRT can be taken seriously, and that SCRT can succeed 

as a theory of content, even given its acceptance of the impossibility of 

misrepresentation. 

Having made this point about the rejection of the analytic/synthetic distinction, 

we can shed some light on the question of meaning holism vs. meaning nihilism in our 

discussion of Quine. The reason that Fodor, among many others, takes Quine's rejection 

of the analytic/synthetic distinction to amount to meaning nihilism is that he takes the all

analytic version of the rejection of the analytic/synthetic distinction to be incoherent. If 

we follow either of the first two kinds of rejection - either that there is no distinction 

or that there is a distinction but the analytic side is empty and everything is synthetic -

then we get the result that there are only empirical facts, so there are no truths on the 

basis of meaning, and no facts about meaning at all. On either of these paths the 

rejection of the analytic/synthetic distinction almost immediately gives us meaning 

nihilism. But if we reject the analytic/synthetic distinction by going all-analytic, then in 

some sense there are no empirical facts, but there are facts about meaning, and this 

allows us to view meaning as holistic. Actually, it requires us to view meaning as 

holistic. The rejection of the semantic localism that was the centerpiece of Positivism 
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is not in itself the rejection of facts about meaning. If statements had meanings in 

isolation, and especially if each one had its own fund of confIrming and disconfIrming 

experiences, then this would be a clear and relatively simple way to establish meanings. 

But it is not the only way, and holistic systems of statements or representations establish 

meaning also, just in a much more complex way. It was only the lack of any way to 

take the all-analytic option seriously that made such holism seem untenable. But the 

pragmatic theory of concept change, which itself is inspired by empiricism from Locke 

to Quine, gives us a way to take the all-analytic route seriously. There may be no 

wholly empirical facts, in the sense that no individual statements or mental 

representations are discovered to be true or false on the basis of their own fund of 

observational evidence; the all-analytic view makes them all true. But even though they 

are all true, some are better than others. This pragmatic value gives us a source for 

connecting statements and representations with the world, and it gives an all-analytic 

SCRT a way of explaining apparent misrepresentation and apparent contingent 

representations and inferences. 

D. C. ANALYTICITY AND NECESSITY OF MEANING 

Now that we have seen that one way to reject the analytic/synthetic distinction is 

to go all-analytic, as SCRT does in denying the possibility of misrepresentation, we can 

also see a problem. In fact, we have already seen it, in these quotes from Fodor and 

Lepore's discussion of holism and conceptual role theories: 



[T]he cost of a semantic theory that identifies meanings with inferential 
roles is that inferences come out analytic in the general case and, a 
fortiori, necessary in the general case. But, surely, this is preposterous. 
An acceptable semantics must be able to make sense of contingent 
inferences. (Fodor and Lepore 1992: 182) 
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We can have a holistic CRT if we make all inferences compositional, analytic, and 

necessary. Fodor and Lepore claim that this is a consistent position, but with an obvious 

false element: 

[T]he idea that all inferences are compositional is the idea that all 
inferences are analytic, and the idea that all inferences are analytic, though 
it, too, is compatible with holism, is, on independent grounds, perfectly 
mad. (Fodor and Lepore 1992: 182) 

The point against holism itself will be dealt with later, but for now, transfer this point 

to the discussion of meaning-fixing and non-meaning-fixing uses. The argument is that 

not only are all inferences necessary, but the meanings of all representations, being 

analytic, are also necessary. Therefore, since meaning is use, the uses of every 

representations are completely necessary. And this seems just obviously false (and 

perhaps also "perfectly mad"), even by the lights of 'use' theories. 'Use' theories of 

meaning are the epitome of theories which above all make the meanings of 

representations contingent on how they actually happen to be used. For such actual uses 

to tum out to be necessary, all of the events in the universe would have to be determined 

down to how each representation is used by each cognitive agent or speaker. This is just 

too implausible to be believed. 
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I agree: an acceptable 'use' theory of meaning must be able to make sense of 

contingent uses. If all statements or thoughts which are both compositional and analytic 

are therefore also necessary, then the strict 'use' theory that makes all uses count towards 

fixing meaning is doomed. The entire Locke-inspired pragmatic account of meaning 

crucially depends on uses being contingent, and often a matter of trial and error as to 

which representation is the most useful. As far as symbols in general go (especially 

variable symbols in mathematics and logic), their tremendous advantage is that they can 

be used to represent anything; far from being necessary, their meanings are arbitrary. 

What does this show us? Let us tum the argument around: uses of representations 

are to some degree arbitrary and contingent, but the all-uses-are-meaning-fixing-uses 

thesis makes uses analytic, hence necessary. Fodor would surely take this as a knock

down argument that not all uses are meaning-fixing uses, and that as a result, meaning 

holism is false. But the conclusion to the argument is in fact less than that: either not 

every use is a meaning-fixing use, or analyticity does not entail necessity. Since I argue 

that there is no way to distinguish meaning-fixing uses from non-meaning-fixing, I must 

pick the second disjunct. 

The claim is that a statement or propositional attitude is compositional in virtue 

of the meaning of the whole being determined by the meanings of the parts and each part 

having its meaning fixed by its use in that whole (as SCRT claims). The conclusion is 

supposed to be that such statements or attitudes would therefore have to be analytic, and 

hence necessary. The compositionality implies analyticity simply because the meaning 
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of the elements is determined in part by their appearance in that complex, and therefore 

that use in that complex will be ipso facto consistent with the meaning of the elements. 

The same reason there can be no misrepresentation is the reason that every attitude and 

inference is analytic. But it is a bit too cavalier to say simply: compositionality entails 

analyticity, which entails necessity. 

What is needed is something like the traditional notion of analyticity, with its 

feature that the truth of the whole is the result of the interlocking meanings of the parts, 

but lacking the entailment from such analyticity to necessity. Remember, it isn't 

precisely the analytic/synthetic distinction that is needed for a use theory of meaning to 

account for error and misrepresentation; it is the distinction between uses which fix 

meaning and uses which do not fix meaning. But often the analytic/synthetic distinction 

was invoked as a means to making this distinction. The notion of a meaning-fixing use 

of an expression or representation is very close to the claim that the resulting statement 

or attitude is analytically true. Given that there is no distinction between meaning-fixing 

use and non-meaning-fixing use, all uses are compositional, and true in virtue of the 

meanings of the elements. But uses are contingent, not necessary. Had the 

representations been used differently, they would have determined a different meaning. 

So uses which fix meaning are not "analytic", in the traditional sense of entailing 

necessity, but they are very close to it. For lack of a better term, and since talk of 

meaning-fixing uses is cumbersome, let us distinguish two kinds of analyticity: strong 

analyticity, the traditional notion that includes or entails necessity, and weak analyticity, 
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which includes the feature of being true due to the meanings of the constituent elements, 

but which can be contingent. Even if all uses are meaning-fixing, this does not hold in 

all possible worlds, since in many possible worlds they would have been used differently, 

and so would have meant something different. Though the representations are in all 

cases truthfully used, their meanings are not constant across all possible worlds. So, if 

we interpret necessity as truth in all possible worlds, the meanings and inferences are not 

necessary. If all uses are meaning-fixing uses, then the resulting inferences and 

representations are weakly analytic, but not strongly analytic. So wherever I have said 

that SCRT makes all statements and thoughts analytic, read: weakly analytic. 

While this by itself has not yet settled Fodor and Lepore's original problem about 

holism making all inferences necessary, I think the notion of weak analyticity is coherent, 

and appeal to it defuses all charges that a statement's or a thought's being 'analytic' 

brings with it some nasty necessity to its having the meaning that it does. Some may 

have been tempted to view SCRT's (weak) analyticity of to be the resurrection of the 

analytic/synthetic distinction, and the undoing of SCRT. But we have now seen that the 

all-analytic view, that all uses fix the meaning of representations, does not commit us to 

the analytic/synthetic distinction. The analyticity involved does not bring the distinction 

with it, and so is not the one that the Positivists depended so much on, and which Quine 

so convincingly attacked. To claim that all inferences are analytic is actually one of the 

ways of denying the analytic/synthetic distinction. 
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What we see from this is that SCRT is the only coherent theory of meaning left, 

and that it is in fact, contra Fodor and Lepore, capable of being taken seriously. The 

analyticity involved is the weak analyticity that results from making all uses meaning

fixing uses. This kind of analyticity is consistent with meaning holism. Like it or not, 

the rejection of non-use theories of meaning, two-factor conceptual role theories, causal 

theories, and adaptational theories compels us to do more than just take SCRT seriously. 

We should take it, with all of its radical consequences, to be the correct account of 

meaning. But how racial are those consequences? How holistic is SCRT? What are the 

consequences of different interpretations of 'conceptual role' in SCRT? And how can 

meaning holism be made consistent with confirmational holism? If we are to accept 

SCRT, we need to know how much holism comes in the package. This is what we will 

now begin to consider. 

TIl. VARIETIES OF MEANING HOLISM 

m.A. THE STARTING POINT: FUNCTIONAL ARCHITECTURE AND A NEW 

KIND OF ANALYTIC/SYNTHETIC DISTINCTION 

One more point to be made about the analytic/synthetic distinction and its place 

in conceptual role theories in general will lead the way to distinguishing between three 

different views of conceptual role and SCRT. One traditional objection to Conceptual 

Role Theory, which has already been discussed, is that in equating meaning with 

~ -~------ --- ---
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inferential role it implies that systems which differ in their beliefs (or other attitudes) will 

be meaning incomparable. If the systems don't share all of their beliefs, they don't share 

any. One attempted solution to this problem of meaning incomparability would be to 

invoke the analytic/synthetic distinction, and stipulate that only the analytic connections 

detennine meaning. SCRT's radical consequences of meaning incomparability and 

elimination of error and misrepresentation would be avoided if meaning were defmed 

only by some liaisons, perhaps the analytic ones, and not every liaison in the system. 

A simple change in synthetic beliefs won't affect the meanings, and meanings between 

systems which agree on all the analytic connections can have common meanings. 

However, we have good reasons for rejecting the traditional analytic/synthetic distinction, 

and in this case in particular, it seems that the notion of analyticity required presupposes 

the notion of two expressions or representations having comparable meaning. Yet there 

is a kind of pseudo-analytic/synthetic distinction which might do the job in a non-circular 

way and would not be of the objectionable kind that was a cornerstone of Positivism. 

The key is to distinguish between processing of representations and the 

representations themselves, and we can again refer to the 'belief box' tenninology to 

describe the process separate from the content. On this view, a propositional attitude is 

the combination of a particular process and a representation: a box containing a particular 

contentful representation. The same representation can occur in a 'belief box' or a 

'desire box' (though, hopefully not at the same time). A 'box' is defined functionally, 

by the role it will play in the system's cognitive economy, i.e. by how the system will 
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use the representations in it. Things in the belief box are used as premises in inference, 

whereas things in the desire box are treated as goals, and so on. 

Once we have a distinction between representations and how they are processed, 

between 'boxes' and representations in them, we can formulate a new analytic/synthetic 

distinction, which I will call the architectural analytic/synthetic distinction. Cummins 

(forthcoming) describes this new distinction as between those inferences you can make 

given what you believe, and those inferences you can make given how you are built (Le. 

the ones which your fixed functional architecture determines are possible given the 

representational scheme you have in use). This move makes meaning depend on which 

inferences a system can make given its particular resources of boxes, processes, and 

representational scheme, but it is not relevant which inferences it actually makes. The 

representation can be involved in whatever inferences are permitted according to which 

boxes and processes are present. But since the boxes contribute some of the content of 

the attitudes that result, the representation's contribution cannot be limited to attitudes 

present, but include all the possible attitudes resulting from that representation filling the 

available boxes. This is to be expected, since all of the standard functionalist accounts 

of mental states define them counterfactually - in terms of how the state would causally 

interact with all of the possible liaisons. This move of defining the architectural 

analytic/synthetic distinction in terms of boxes and representations that fill them, which 

hearkens back to Kant's views about what we can and cannot represent by virtue of how 

we're built, leaves some holism, but probably a holism which everyone ought to agree 
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should be there. And, as Cummins points out, the architectural analytic/synthetic 

distinction is a distinction that every orthodox computationalist is committed to 

anyway.66 So, contrary to the strenuous claims of Fodor and Lepore, it looks like 

Conceptual Role Theory isn't automatically doomed by extreme holism and meaning 

incomparability. What is crucial is that even though we can avoid the radical holism in 

this way, we still have a system that can have no false beliefs, make no errors, or 

misrepresent. 

Of course, this architectural analytic/synthetic distinction does not get rid of 

holism altogether. Cummins argues that distinction between boxes (functionally defined 

processes) and the representations in them does bring with it a kind of holism: not the 

Quinean Holism that meaning is a function of epistemic liaisons, but "Schematic 

Holism", the thesis that the meaning of a representation "is, in part, a function of the 

niche it occupies in a representational scheme". (1992: 120) The reason is that a 

representation can have different meanings in different representational schemes. The 

content depends on the representational scheme, and how it specifies the syntactical rules 

of representation. Change the scheme, and you change the meanings of every 

representation. But changes in beliefs do not generally amount to changes in the 

representational scheme; they only do given verificationism, which interprets conceptual 

role (in this case, role in the representational scheme) as inferential or epistemic role. 

66Block (1986), for example, seems to be utilizing just this kind of distinction to 
make his two-factor CRT immune to the rampant holism which would otherwise threaten 
to hold. 
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And with such a verificationism you do get Quinean holism. The difference between 

defining conceptual role architecturally or epistemically will be central to our efforts to 

detennine how different readings of conceptual role in SCRT create different degrees of 

meaning holism. 

III.B. THREE KINDS OF CONCEPTUAL ROLES AND THREE DEGREES OF 

HOLISM 

This distinction between schematic and Quinean holism allows us to see a deep 

ambiguity in the notion of 'conceptual role' which crucially affects all of this talk of 

meaning being detennined by conceptual role. Even given that we are to consider only 

narrow content, and that we are ruling out a Harman-type long ann of conceptual role 

(since it doesn't give us misrepresentation and it invites the alignment problem), there 

are still at least three ways to understand this strict conceptual role. In one sense, 

conceptual role is the counterfactual notion just described - the content of an attitude is 

the set of actual and possible causal interactions with all of the other attitudes. Given 

that a 'cognitive state' is a full specification of which representations are in which boxes, 

the set of epistemic liaisons of an attitude is just the union of the set of all of the 

cognitive states that make it possible to have a particular representation in a particular 

box, and the set of all the cognitive states made possible by the presence of that 

representation is in that box. To determine the liaisons of the representation itself, one 

can ask which attitudes would drop out from the attitudes liaisons if R were absent from 

------" ----- ----
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the system. Let us refer to this version of conceptual role which includes all possible 

liaisons (both past, future, and counterfactual) by the term 'junctional role', and let us 

call the rather conservative semantic theory it gives us, with the architectural 

analytic/synthetic distinction,junctional role theory (FRT). We can graphically view this 

kind of functional role of a representation in attitude space in the following way: 

FIGURE 5.1: Functional Role of a Representation 

FUNCTIONAL ROLE = Area of Shaded Cones 
Boxes cont!llnlng Representations 

AlTITUDE 
SPACE 

tlme-) 

_ Possible Attitudes leaaliJlg 
m CurreJlt Atiitwle: R in Box B 

~ - Possible Attitudes that R in 
~ BoxB can cause 

Another sense of conceptual role is that it includes what one can infer given what 

one currently believes, in fact epistemic or inferential role. The idea is this: there may 
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be certain one-way moves in attitude space. Once you have adopted a particular attitude, 

you have cut off some of the possible liaisons, since from your current position some 

cognitive states are no longer accessible. It would be odd to count as part of the 

meaning of an attitude cognitive states which can never be reached after one has adopted 

that attitude. So this more restricted view of conceptual role includes only the cognitive 

states accessible from one's current state, and does not include cognitive states that one 

could have come to adopt if one had not adopted the attitudes one has in fact adopted. 

I will refer to this tensed version of functional role as 'diachronic epistemic role', and 

the theory of content it gives us as diachronic epistemic role theory (DERT). We can 

graphically represent this view as seen in Figure 5.2. 

The third way of understanding conceptual role defines it in terms exclusively of 

one's actual current cognitive state. On this view, the ways one could come to adopt 

one's current cognitive state are irrelevant to determining the content of one's present 

state, and the states one could adopt in the future are also irrelevant to actual current 

content. On this view, content is static conceptual role - which of one's current attitudes 

are connected to other current attitudes. On this view, moving forward in time and 

adding new connections amount to changing the conceptual role of the current attitudes. 

I will refer to this, the most radical of the formulations of conceptual role, as 'synchronic 

epistemic role', and the theory of content it gives us as synchronic epistemic role theory 

(SERT). It is illustrated in Figure 5.3. 

----------------------- ---.- - -----
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This is the view which Quine's verificationism and web of belief lead us to. It 

is not counterfactual, and in fact it isn't a functional role theory at all - what does the 

work are the epistemic connections between actual beliefs. The differences as far as 

holism and meaning comparability go are enormous, and lead us to very different 

consequences and problems. 

It is important to defme the roles in question as being the cognitive states which 

can cause an attitude or that an attitude can lead to. As I have drawn the roles and the 



FIGURE 5.3: Synchronic Epistemic Role 
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attitude space so far, it depicts the various other attitudes that a single attitude, r in a 

box, is connected to. But this is misleading, for it is trivially true that any attitude is 

connected somehow to any other attitude, just as we can get from R to Q via an attitude 

with the content R .... Q. SO, as I have been drawing the attitudes and their connections, 

any attitude is potentially connected to any other attitude if there is the appropriate 

intervening link representable. Graphically, the evolution could be as in Figure 5.4. 

This will not do, however, for on such a conception of a fully connected system, 

every functional role is the same, and every set of epistemic liaisons is the same: every 

attitude is connected to every other one. This clearly cannot be allowed if functional 

----------------------------- -
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FIGURE 5.4: How Two Attitudes Can Become Connected 

HOW ANY TWO ATTITUDES CAN BECOME CONNECTED: R to Q via R-)Q 
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roles or epistemic roles are going to have chance of doing their jobs in FRT, DERT, and 

SERT. However, if we specify the roles as being the cognitive states that a particular 

attitude is connected to, we avoid this problem of vacuousness. It will not be the case 

that each attitude can be brought about or bring about any whole cognitive state by 

simply adding a conditional R~. The cognitive states are too complex, and though we 

might get from an attitude that R to an attitude that Q via R~, this will not require all 

of the other attitudes in the respective cognitive states to be the same. In fact, it would 

be almost miraculous if such a result obtained. 

-----------
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So what we really need is for each point in the graph of cognitive space to be an 

entire cognitive state, specifying all of the representations in all of the boxes. As an 

intervening step, we can imagine shrinking the slice of the attitude space in the previous 

graphs into a subset of the slice of cognitive space. Within the subset all of the structure 

of the cognitive state is included, but it does not fill all of the slice of cognitive space for 

the time in question, as in Figure 5.5. 

As this cognitive state shrinks to a point, the box-representation structure is no 

longer perspicuous. What is really needed to graph the situation exactly is a four

dimensional graph, in which each point in cognitive space can be expanded to include all 

the structure of the cognitive state in question. I will not attempt to draw such a 

complicated graph here. In any case, the more accurate views of FRT, DERT, and 

SERT, mapping the roles of attitudes onto cognitive states, are seen in Figures 5.6,5.7, 

and 5.8. 

Having this proviso distinguishing connections to attitudes form connections to 

cognitive states, I will overlook it in the graphs that follow and go back to the earlier, 

admittedly inaccurate, way of diagraming things to illustrate how each conception of 

conceptual role gives us a different picture of the evolution of the system through time. 

For ease and clarity, the states can be depicted as connecting attitude with attitude, as 

long as we keep in mind that the connections are in fact attitude to cognitive state with 

the appropriate structure. 
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FIGURE 5.6: Modified Functional Role Theory 
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FIGURE 5.7: Modified Diachronic Epistemic Role Theory 
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FIGURE 5.8: Modified Synchronic Epistemic Role Theory 
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On the functional role theory of content (the box-representation account), meaning 

is just a shorthand for a description of all the inter-belief connections an attitude makes 

possible, whether or not one actually has those other beliefs. Just as a functional role 

theory of the connective '&' tells us that if 'P' is true and 'Q' is true, then 'P & Q' is 

true, regardless of what 'P' and 'Q' denote, the functional role of any attitude specifies 

how it would interact with whatever it could interact with, not merely what it actually 
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is interacting with. Meaning just describes an attitude's niche, its path through attitude 

space, and we can ask what the effect of subtracting a particular attitude from the set 

would do to the functional roles of all the other attitudes. 

To return to a theme discussed in Chapter 4, if content is just a way to track 

functional role, then it is just silly to assign contents as Burge does, as deviating from 

functional role. On a functional-role view, contents are just Ramsified descriptions of 

interaction potentials, just as chemical valences are just shorthand descriptions of 

chemical bonding potential. If valence didn't track bonding potential, there would be no 

point to attach valences to elements. Similarly, if meanings don't track functional roles, 

then they are useless - their whole point is to track functional roles; according to 

functional role theory meanings just are functional roles. So when Burge recommends 

that we say that someone who says "I have arthritis in my thigh" has a belief about 

"arthritis" (which has no connection to thigh pains) even though the belief does have 

connections to thigh pains, it is as if he were saying that even though the valence of 

oxygen is -2, that doesn't mean it would bond with something that has a valence of +2. 

What it is to have a valence of -2 is just to be disposed to bond with something with 

valence of +2! So even this fairly conservative version of 'conceptual role theory' -

functional role theory - would have us say that someone who says 'I have arthritis in 

my thigh' means something different by 'arthritis' than our medical expert does, since 

it has different functional liaisons in the two cases. Since the point of appeal to 

conceptual roles is to make content relevant to the way the system actually uses its 
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representations, all three formulations of conceptual role theory bring with them a 

Principle of Charity of interpreting mental content: any case of apparent error is a better 

reason to think that we've misinterpreted the content of the attitude. 

Consider the belief 'It is raining' , a representation 'It is raining' in the belief box. 

Its liaisons will include all the cognitive states that can put the representation into the box 

it is in. Some of those liaisons occur when one sees rain pouring down - those are the 

"straight" scenarios. But others won't include the rain itself, but will include thiags that 

would tell you that it is raining (e.g. seeing someone come through the door wearing a 

wet raincoat, etc.) - those are the "wild" scenarios. The problem is that Functional 

Role Theory gives us the standard disjunction problem: both straight and wild scenarios 

cause you to put r in the belief box, so r means straight-or-wild, in this case, it-is

raining-or-it-seems-like-it-is-raining. To distinguish some of the liaisons as the 'good' 

ones, which ought to count in the meaning, from the bad ones which ought not to count 

in the meaning, what we need is the analytic/synthetic distinction - the real one. That 

is, we'd have to already know which boxes and representations are involved, and what 

they mean. But we don't, and the Principle of Charity for mental content tells us that 

in interpreting the attitude, we should assume it is made up of the boxes and 

representations which make it come out true. 

Now we do have the pseudo-analytic/synthetic distinction, the architectural 

analytic/synthetic distinction, but all it tells us is what it is possible to believe, and which 

attitudes are (possibly) connected to which others, not which ones are actually occurring 
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to make up the current attitude. So there can be no misrepresentation, but yet two 

believers with different beliefs can have representations with comparable meanings. 

They just have to have the same boxes and representations, but not necessarily the same 

representations in the same boxes. Suppose two people, SI and S2, disagree about 

whether it is raining: SI says lilt is raining" and S2 says "It is not raining II when it is in 

fact raining. We might assign different beliefs: SI has ,J in the belief box and S2 has 

,:;.. Both S 1 and S2 may have both representations ,J and ,:;., and both believers may 

have the same collection of boxes (Le. mental processes). In this sense they can be 

meaning comparable. But they do not have the same propositional attitudes, and this is 

how each can remain error-free. However, their linguistic usage may differ even as they 

have mental representations and processes that can still be comparable. So what will not 

be comparable is the link between language and mental representation and attitude. They 

are not disagreeing about the weather, since (on one version) S 1 has a belief about the 

weather, and 82 has a belief about something else, though they may both use the word 

'weather' to describe their mental states. Such language use may, no doubt, cause 

confusion if they do not realize that they have different attitudes. 

As long as the two people's architecture remains the same, they can differ in 

belief and have representations and boxes with the same meanings, though we might 

assign them different beliefs about subjects they disagree about. They would indeed be 

meaning incomparable if one had a box or a representation which the other simply 

lacked. So there is no need here (as there will be for both epistemic role theories) for 
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a new graph depicting how the functional roles change as time and epistemic liaisons 

evolve: they don't change. The future oriented cone is the set of future cognitive states 

that the attitude in question can yield. Changes in which attitudes one actually holds do 

not alter which cognitive states one can come to adopt due to the possession of the 

attitude in question, though of course, which cognitive state one does actually adopt does 

depend on which attitudes one actually holds. On a functional role theory, different 

beliefs don't lead to different meanings, but different architecture does. For two systems 

to have different architecture is for them to have either different primitive representations 

(Le. a different representational scheme), different boxes, or different primitive 

processes. 

On this functional role view, we get what Cummins (1992) calls 'schematic 

holism', but not radical meaning incomparability and Quinean holism. Yet it can still 

be a no-error no-misrepresentation theory: all the phenomena that people have used 

representational error to explain can be accommodated in other ways: bad design (i.e. 

inadequate representational scheme), mechanical failure, or just an injudicious choice of 

concept. If things would work better with another concept, then one should change 

concepts. But that doesn't imply that the original one was wrong (as in false); it is just 

not as good as it could have been. Telling someone that she's made a mistake might be 

a recommendation for her to change concepts, but it can't be that she's made an error, 

or has a false belief. So we can have a conservative version of SCRT which does not 

allow for misrepresentation but brings with it only a moderate amount of meaning holism. 
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m.D. EPISTEMIC ROLE AND HOLISM 

Epistemic role theories of content are quite different. They defme meaning at 

least partially according to actual beliefs, and basically interpret meaning as cognitive 

significance. The past cognitive states are denied any significance in specifying content 

in virtue of two considerations. First, it combines the view that a non-standard or 

unusual cause should not affect our assignment of inferential potential with the view that 

there can be no division of causal past into the 'normal' and 'abnormal' or 'typical' and 

'atypical'. After all, isn't this just the meaning-flXing/non-meaning-fixing distinction all 

over again? We have already seen that such a distinction is untenable. So if the 

abnormal or atypical causes don't fix meaning, then none of the causes do, and if we say 

that therefore all of the causes fix meaning, we are back to FRT. The second motivating 

point for epistemic role theories is that there may be patterns of inference such that once 

a certain inference is made, one cannot go back and simply withdraw to the earlier 

position. This can be viewed as similar to Gestalt switches that are only one way, as 

opposed to those, like the Necker cube, where one can go back and forth. The 

realization that one can make a certain epistemic move forever changes one's epistemic 

position. If epistemic role determines content, then that realization of the possibility of 

a certain epistemic move forever changes the content of the attitudes involved by relating 

them to this inferential move. Even if one later comes across evidence to defeat the 

move, it is not so much defeated as altered in content once again. The fact that a certain 

one of the elements involved happened originally not to have been related to this new 
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inferential move seems irrelevant to the fact that the connection has now been made. In 

effect, learning can cut off areas of one's functional role, and the areas so cut off are not 

relevant to the determination of the content of one's representations and attitudes. In this 

sense learning can change at least the active part of one's cognitive architecture, and it 

is agreed even on FRT, the least holistic of the bunch, that change in architecture will 

lead to change in meanings. These two epistemic role theories do indeed have a more 

sweeping meaning incomparability problem than FRT, but how much incomparability 

depends on whether the epistemic roles are diachronic or synchronic. 

Diachronic epistemic role theory (DERT) takes the range of possible cognitive 

states to be partly constitutive of the meaning of the current attitude, for it is this range 

of future states that counts as the impact of having the attitude in one's repertoire. These 

are the states that are made possible by the current attitude, the states that it is possible 

to adopt due to having the attitude in question. Synchronic epistemic role theory (SERT) 

takes these future cognitive states as irrelevant to the meaning of one's current attitude. 

It takes epistemic or inferential role not in the temporal sense of inferences one could 

make based on one's current state, with inferences being new attitudes one could come 

to adopt. Rather, it takes the inferential role as logical relation, that two attitudes in 

one's current cognitive state are logically related, in that one is evidence for the other, 

or together they are evidence for some third attitude, or that they are consistent with a 

certain set of attitudes but not another set. These relations all hold at the moment, and 

this sense of inferential role does not involve actual change in cognitive state and 
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adoption of any new attitude or rejection of any old one. The interconnections between 

attitudes are all within the atemporal cognitive state itself. So where diachronic epistemic 

role has one cone reaching into the future of cognitive state space, synchronic epistemic 

role has no cone, but merely describes the static relationships between attitudes in a 

single cognitive state. So we will need to examine each of these separately to answer the 

question of how much holism each variety yields. 

m.E. DIACHRONIC EPISTEMIC ROLE AND HOLISM 

Diachronic epistemic role theory (DERT) takes the past history of one's current 

attitude as ilTelevant to its content, but still takes future possibilities as crucially relevant. 

It dermes epistemic or inferential role temporally, as the cognitive states that can result 

from the attitude in question. As we move through time, some of these states may be 

eliminated by future one-way inferences, and we see the forward cone of possible 

cognitive states shrink as states are eliminated, as in Figure 5.9. 

If the role of each attitude in the cognitive system is constituted by the set of 

future cognitive states it can yield, then a decrease in the future set of possible cognitive 

states will constitute a change in the content of that attitude. Of course, in some cases, 

the set of possible cognitive states remains the same, and so the diachronic epistemic role 

remains the same, and the content remains the same through time. So we get some 

genuine meaning incomparability on DERT, but only when we have a change in the set 

of possible future cognitive states caused by the current attitude in question, in other 
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FIGURE 5.9: Evolution of Diachronic Epistemic Role Through Time 
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words, when we make a one-way inference. But in many cases, in which we do not cut 

off or enlarge the future epistemic role, we can have comparable meanings just as we 

have according to FRT. For both FRT and DERT, only change in architecture results 

in change in meaning. But DERT considers more cases as changes in architecture than 

does FRT, for one-way inferences are changes in effective architecture, and DERT no 

longer considers the subsequently donnant elements of architecture to be parts of the 

functional architecture at all. We can illustrate this with the hypothetical inference sets 
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in Figure S.10. So, like FRT, DERT in which the set of future possible cognitive states 

is constant, there is no radical Quinean holism, no radical meaning incomparability, but 

only schematic holism. Only when the set of future possible cognitive states changes on 

the basis of one-way inferences, which forever alter effective functional architecture, 

does DERT give us Quinean holism. 

FIGURE S.10: Isolated Segment of Inference Set Due To One-Way Inference 
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Of course, there may well be reason to be suspicious of this notion of one-way 

inferences. And we should be suspicious for the very reasons that Quine invoked: 

nothing is unrevisable. There are no crucial experiments that either prove or disprove 



372 

a claim. We could always go back and reject any evidence if there is enough pressure 

from elsewhere in the web of belief. We see again the tension between Quine's 

statement-preservation confIrmation holism and meaning holism. But this is where the 

holism takes over, as I argued earlier in the context of Fodor and Lepore's critique of 

Quine. The no-error SCRT, in any form, must reject statement-preservation 

confIrmation holism, and reject the corresponding claim for propositional attitudes. At 

this point in my argument, having shown why we should prefer SCRT to all other 

theories of content, we can safely say that if we are to have any theory of content at all, 

it must reject the claim that some statements and attitudes can have their truth preserved 

come what may. The holism that the no-error SCRT gives us makes efforts to preserve 

them end up change their meaning. That isn't preservation; that's elimination. 

One-way inferences are one-way because no further evidence or inputs can cause 

the inference to be reversed. If we view inferences as transitions between cognitive 

states, which are made possible by physical connections or at least capacities for one 

state to cause another, then a one-way inference is one in which once the transition is 

made between A and B, there is no connection from any subsequent states back to state 

A. But if meaning is being understood as inferential potential, then one-way inferences 

change forever the subsequent meanings of the terms that led to them. They incorporate 

the new connections, and make it impossible to go back to the earlier, now naive, 

understanding of things. Only if one could literally return to the very same previous 

cognitive state, and in doing so eliminate all knowledge that the crucial inference was 
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ever made, could one 'go back again'. But barring trauma, psychosurgery, or an 

incredible feat of self-deception, we cannot go back to the very same earlier state. Even 

relearning a lost link between two concepts would not change back all other attitudes that 

make up the cognitive state. 

This all still gives us a theory of content that makes misrepresentation impossible. 

The difference in meaning obviously eliminates the possibility of error in cases of the 

one-way inferences of DERT. But when there is no one-way inference and hence no 

radical meaning incomparability, there is still no misrepresentation, just as there was 

none according to FRT. My representations may all retain their meanings across time, 

but there is still the question of which representation is in which box. Any alleged case 

of error will be a case of either having another representation (different than the most 

obvious candidate) in the box, or the original representation in a different box than the 

one that was the simplest choice. If you and I disagree about the truth of some claim, 

we may share all the same representations and boxes (mental processes), but who says 

we both have the same representation in the same box? 

StilI, DERT gives us more holism than FRT, in the sense that when we have even 

virtual changes in architecture, we get Quinean meaning holism and incomparability. 

Thinkers with different architectures have no representations in common, no attitudes that 

are meaning comparable. But on DERT this doesn't happen all the time. It only 

happens when we get one-way inferences that change the set of possible future cognitive 
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states, and consequently change the virtual architecture. SERT gives us a more radical 

holism still. 

DI.F. SYNCHRONIC EPISTEMIC ROLE AND HOLISM 

Synchronic epistemic role theory is like DERT in rejecting relevance of the past 

cognitive states, but unlike DERT in rejecting the future ones too. The intuition is that 

the content of an attitude is the role it plays now, its logical relation to all other attitudes 

in the current cognitive state. As for alternative possible future cognitive states: why 

should inferences I might make and knowledge that I might acquire in the future affect 

what I mean now? If I might come to learn something new about electrons, then my 

current beliefs about them would have new inferential and epistemic roles, and if 

meaning is just epistemic role, then in the process of learning I would really have 

adopted a new concept which incorporates the new knowledge. Even if I later discover 

that this new bit of so-called knowledge about electrons was "wrong", what I will have 

done is adopt still a third concept, more like the first than the second perhaps, but not 

just the first one again, because it incorporates the successes and failures in my earlier 

thinking about 'electrons'. So SERT eliminates the future cone of cognitive states as 

well as the past. All inferences and learning are seen as one-way, and 'learning' isn't 

learning a new fact about the same subject one was thinking about before, but rather, it 

is the adoption of a new concept. Since SERT makes epistemic role static, it also makes 
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it fragile. Any change anywhere changes the meanings of everything. We can illustrate 

SERT's view of the evolution of cognitive state thus: 

FIGURE 5.11: Evolution of Synchronic Epistemic Role Through Time 

SYNCHRONIC EPISTEMIC ROLE: Evolution over time through chnage In attitude 
Boxes ContDiningRepresentations -) Radical Meaning Incompartlblllty 

ATInUDE 
SPACE 

tlme-) t1 t2 t3 = current cognitive state 

As the web of static inferential connections changes over time I the inferential or 

synchronic epistemic role of any attitude that remains will change. But according to 

SERT, this is all there is to the meanings of the attitudes and their constituent 

representations. So, SERT gives us radical meaning holism, not just schematic, but 

Quinean holism. And not just Quinean holism in some cases and schematic holism in 

others, as we get on DERT, but rather Quinean holism in every case. SERT also gives 

us radical meaning incomparability. The attitudes of two people who are functionally 

---_ ... - _ .. _-" .. -
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different (which now amounts to just having different beliefs and other attitudes) have 

no meanings in common. Only my functional twin and I have comparable meanings. 

But not for long, because SERT also results in meaning incomparability with past stages 

of oneself (and one's twin). Across changes in belief, one's own meanings all change. 

It also most clearly gives us the result that no one can have false beliefs, make errors, 

or misrepresent, since these require states which both do not have their meaning fixed 

by every use and which have meanings that remain constant over change. On SERT 

neither of these two criteria is satisfied. But on this view comparing beliefs is quite 

difficult. It requires some notion of similarity of meaning, and such a notion has been 

notoriously elusive. 

In addition, SERT is inconsistent with the box-representation architecture. We 

should remember that the same verificationist position that gave us the verificationist 

arguments against misrepresentation gives us SERT, and not either of its more 

conservative siblings, DERT or FRT. It should be remembered (from Chapters 2 and 

3) that the box-representation analysis of propositional attitudes was permissible only 

after the rejection of the severe verificationist scruples. So while the realist cognitive 

science arguments for the no-error view can give us two relatively palatable kinds of 

SCRT, FRT and DERT, and two relatively tame amounts of meaning holism and 

meaning incomparability (though DERT is not as tame as FRT), the verificationist side 

of the no-error view gives us the most radical position, SERT, and the most radical 

meaning holism and meaning incomparability. In fact, given this point, the final 

----_ ... _._-------_ .. -_._-- _.- -_._. 



377 

correction of earlier approximations is that we cannot legitimately view SERT as a web 

of boxes containing representations at all, but only of unified attitudes. So we must 

redraw Figures 5.3 and 5.11 as the Figures 5.12 and 5.13 respectively: 

FIGURE 5.12: Unified Attitudes Version of Synchronic Epistemic Role Theory 

SYNCHRONIC EPISTEMIC ROLE 

ATTITUDE 
SPACE 

tJme-> t=current cognitive stete 
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FIGURE 5.13: Evolution of Unified Attitudes Version of Synchronic Epistemic Role 

Through Time 

SYNCHRONIC EPiSTEMIC ROLE: Evolution over time through change In attitude 
= Radical Meaning Incomparability 

ATTITUDE 
SPACE 

time -) t3 = current cognitive state 
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Now reducing the web of attitudes to a single cognitive state in cognitive state space, we 

get a sparse diagram indeed of evolution of cognitive states over time, Figure 5.14. 

FIGURE 5.14: Evolution of Cognitive States Version of Synchronic Epistemic Role 

Through Time 

SYNCHRONIC EPISTEMIC ROLE: Evolution of Cognitive States Over TIme 

time-) 

In virtue of this insistence on unified attitudes with no component representations and 

processes, SERT will not be a theory of meaning for orthodox computational systems, 

all of which have such a representation/box architecture. On some views of connectionist 

architectures, or Parallel Distributed Processing (PDP), this lack of a data/process 

structure would fit with a connectionist network but not an orthodox computationalist 

one, though some connectionist systems do have a box-representation architecture. 
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Perhaps the most important thing, for our purposes, to be learned from this 

argument is that it seems that the distinction has further helped us define the difference 

between the two major kinds of 'conceptual role theories' FRT and SERT, with DERT 

straddling the middle. SERT is incompatible with the box-representation or process-data 

architecture, and hence must be denied if one accepts that there is such a distinction (as 

Block seems to want to do - have a non-holistic CRT with an architectural 

analytic/synthetic distinction). Of the viable strict conceptual role theories, the very 

moderate FRT includes the box-representation architecture, while SERT just denies that 

such a distinction can be made. DERT admits the representation/box architecture, but 

changes the architecture, and hence the meanings, far too often to be of much comfort 

to orthodox computationalists. But more importantly, the process-data, box

representation distinction turned out to be the only way to establish any sort of acceptable 

analytic/synthetic distinction, the architectural one, and if that, we deny the possibility 

of any kind of analytic/synthetic distinction at all. But some analytic/synthetic distinction 

seemed to be the only way to limit the conceptual liaisons which constitute the meaning 

of a representation. So what this shows is that SERT is indeed as holistic as can be: all 

epistemic liaisons count as part of a representation's conceptual role, so SERT makes 

meaning radically holistic. This push to include global liaisons, and not merely some 

privileged subset, is what entails that there can be no misrepresentation. 

So where there may have seemed to be only the extreme SERT or a two-factor 

theory mixing conceptual role with either a causal theory or with teleology, there are 
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actually three viable versions of Conceptual Role Theory: Functional Role Theory, 

Diachronic Epistemic Role Theory, and Synchronic Epistemic Role Theory. They are 

all within the class of single-factor, strict conceptual role theories, and they all lead us 

to the conclusion that there is no error or misrepresentation.67 And there may still be 

more. It all depends on how much more we might include in conceptual role, and in the 

next section I entertain some additional suggestions about how much could be included. 

IV. HOW MUCH TO INCLUDE IN CONCEPTUAL ROLE 

Our explication of the slogan "meaning is use" is that meaning is constituted by 

conceptual role. But what exactly is included in "conceptual role"? Typically it is 

equated with inferential role, and it is said that the meaning of an expression is its 

relation to its "epistemic liaisons", though we have just seen how a functionalist 

interpretation of conceptual role could be architectural and not epistemic. But having 

examined the results of a non-epistemic, minimal version of conceptual role, let us 

pursue further the epistemic line. If conceptual role is epistemic (Le. inferential role), 

then this limits the scope of the role to only those other things that would be correctly 

involved in making inferences, and excludes mental states which are taken to be 

irrelevant to inference. The meaning of the Mentalese expression 'CAT' is its relation 

67Two-factor conceptual role theories do not count as being among the viable ones, 
for reasons presented in Chapter 3. 
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to one's beliefs about cats, like that they are typically furry, four-legged, have whiskers, 

etc., and the other beliefs to which it is related, such as "All mammals are warm

blooded", "Animals breathe oxygen", and even "Material substances take up space". It 

is not supposed to matter to my inferences about cats that I am fond of them, that I wish 

that I had another one, or that they make my friend sneeze. But it is less clear what to 

say about perceptual states: can the percepts one has from looking at a cat be part of the 

conceptual role of my concept CAT? If we restrict conceptual role to include only 

epistemic liaisons, and we take those to include only beliefs, then perceptual states will 

not count. But this epistemological assumption, that only doxastic states have a role in 

epistemic justification, is not universally accepted (even by so-called 'internalists' about 

justification) . 

Pollock (1986) has argued that perceptual states themselves can serve as reasons 

for belief, and as a result a belief can be justified on the basis of something that is not 

a belief. (He also holds this view of memories, which he takes as different from beliefs, 

since memories are non-occurrent until one remembers them.) The argument is that we 

normally do not have perceptual beliefs, beliefs about how we're being appeared-to, 

when perception leads to judgment. The perceptions themselves cause judgments about 

what the physical objects perceived are like. But even when we do have perceptual 

beliefs, for them to justify anything, they must be justified, and since they can't be 

justified before they occur (since one wouldn't know which perceptual belief was coming 

before it comes), they must be primajacie justified on arrival. But perception isn't the 
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only cause of such perceptual beliefs since they are often ordinary object beliefs ('That 

is red' instead of 'There is red in my visual field. ') Such ordinary object beliefs can be 

held for non-perceptual reasons. But those non-perceptual reasons could be bad ones, 

and in that case the perceptual belief wouldn't be prima jacie justified, and this 

contradicts the earlier assumption that they would have to be. (Pollock, 1986:87-92, and 

elsewhere).68 So, even if we restrict conceptual role to include only 'epistemic 

liaisons', it will include perceptual states as well as beliefs. But should we restrict 

conceptual role even to just the epistemic liaisons broadly construed (independently of 

whether we are taking them as diachronic or synchronic)? 

Some equate conceptual role with 'cognitive' role, which includes (doxastic) 

epistemic liaisons, perceptual inputs (which together are the broader notion of epistemic 

liaison described above), and more. Schiffer, for example, says that the conceptual role 

of a sentence is: 

its role in theoretical and practical reasoning; a theory of conceptual role 
would tell us how sensory stimulation influences what sentences we 
believe, how our beliefs influence on another, and how beliefs and desires 
lead to further desires, and eventually to bodily movement." (Schiffer 
1981 :218) quoted in Stich (1983:200» 

The conceptual role of a propositional attitude itself is its causal place in inference. But 

Schiffer's comments put desires into the picture, as they surely should be, since they are 

68A holistic strict CRT is probably inconsistent with Pollock's non-doxastic 
foundationalist epistemology, and fits best with a coherence theory of justification, but 
one which is also non-doxastic and includes perceptual states. (Sellars (1973, 1979) gives 
the outlines of such a coherence theory.) 
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involved in the move from perceptual input and belief to action. But he seems to strictly 

separate beliefs and desires, so that his view implies that the desires one has still do not 

have a role in constituting the conceptual role of a sentence, but only that conceptual role 

conjoined with desires is what leads to behavioral output. But still we may wonder if 

there is in fact such isolation between theoretical and practical reasoning, and if not, then 

shouldn't conceptual role be even more than cognitive role, role in reasoning (where 

theoretical reasoning is separate from practical reasoning)? We could go even further 

still, for, after all, reasoning is not the only thing involved in going from sensory inputs 

to behavioral outputs. 

The most radical position on conceptual role is to build everything into it, one's 

entire functional economy - all of a representation's related mental states, not just the 

epistemic liaisons. I'll call the rest of the states, the supposedly non-epistemic ones, 

'associated states' (viz. associated liaisons). We might be tempted to call them attitudes, 

but they are not all propositional attitudes per se. Some, like the fear that I might get 

run over by a bus, are propositional. Others are not propositional, like my interest in 

science fiction, or my fondness for Mahler Symphonies, or my fear of spiders, though 

cognitivist theories of the emotions do try (unconvincingly, I think) to analyze them into 

some compilation of belief and desire.69 

69This Aristotelian-Thomistic cognitive view of the emotions is examined in Lyons 
(1980, ch. 2). For a modem cognitivist view of the emotions, see De Sousa The 
Rationality oj Emotion. 
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Why should meaning be determined only by epistemic liaisons? The epistemic 

leaves out so much of what we are and what goes on in our minds/brains. So far we 

have been concerned only with cognitive states and their connection to the content of 

propositional attitudes. But we could widen our scope and consider not just cognitive 

state, but add conative or affective states, to arrive at what we might call sentient state 

(for lack of any standard term, and since even functional state is typically only 

cognitive). Sentient state will be the sum total of all cognitive and affective states. If 

we made this our basis for fixing mental content, we would come to the most holistic of 

all the views entertained so far: Sentient Role Theory. The content of a mental state is 

its sentient role. We could even have three kinds of sentient role theory: functional 

sentient role, diachronic sentient role, and synchronic sentient role. It might even give 

us correspondingly three different levels of holism. But I suspect that each would be that 

much more holistic than their merely cognitive cousins. What my thoughts mean is not 

only a function of what I have thought, do think, and can/will think (or less, on DERT 

or SERT), it is a function of what I have felt, do feel, and could feel about the subject. 

And as volatile as propositional attitudes and cognitive states might be, it seems that 

feelings are even more volatile. It is an ironic twist on the emotions that while cognitive 

theories of the emotions try to show how it could be wrong, i.e. inappropriate to the 

situation, to feel a certain way, in analogy with beliefs, SCRT does just the opposite. 

It takes rightness and wrongness away from cognitive states, in the sense that there is no 

split between the correct and incorrect, true and false, appropriate and inappropriate -
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they are all correct, true, and appropriate - and makes them more like the non-cognitive 

view of the emotions. In any case, in our examination of conceptual role theories of 

meaning, it would seem unfair to follow the old bias and refuse even to mention non

cognitive states. But I have more in mind than mere sentimental lip service to such 

states. 

The informal explanation for why we should say that associated states have a part 

to play in determination of the content of mental representations is that such states have 

a large part to play in determining when the representation is and is not tokened. Such 

states can be the evidence that certain objects are about, causing the tokening of the 

representation. They can also be the cause of the representations. If I become angry for 

some reason, that anger can cause new representations to occur. Part of their functional 

role includes being caused by a non-cognitive state. So it would seem that SCRT might 

well include that emotional state as part of the 'conceptual role' of the representation, and 

the emotional state would have some part to play i the content of the representation. Or 

there can be states which would fit together into a nice explanatorily coherent package 

if the representation were also tokened, thereby giving theoretical reasons to token the 

representation. With the 'all-analytic' rejection of the analytic/synthetic distinction, all 

of the related or associated states contribute in some way to the defining of the content 

of the representation in question, as it helps define them. This line or thinking is another 

challenge to the old fact/value distinction which SCRT has already been chipping away 

at. If success and practical value is our guide for preferring one belief or concept to 
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another, then we may be tempted to say that the role a belief or representation plays in 

our 'non-cognitive' life is part of the practical basis of its usefulness. So we may want 

defme conceptual role to include these 'non-cognitive' states. 

The more rigorous argument for a very broad notion of what to include in 

conceptual role is based on the claim that inference is interest-driven. We would explode 

in a flurry of endless conjunction and disjunction of existing beliefs if we simply inferred 

everything validly inferable from the beliefs we have. In fact, we infer selectively -

according to the domains that we have interests in further investigating. By itself this 

is not too damning, for it is still consistent, for example, with inference being aimed at 

the production of true beliefs, though it already suggests that it isn't the truth of the 

belief that makes it valuable to have. But the problem of inference and conceptual role 

is much, much worse. It turns out that SCRT cuts off inference from truth altogether 

(or makes it trivial and uninteresting), and may even destroy the notion of inference 

completely, and certainly prevents us from viewing inference as the process of acquiring 

true beliefs. There are two routes to this conclusion - a rather general one from Stich, 

and one more peculiar to my conception of SCRT. 

Stich's (1990) argument for severing ties between inference and true belief goes 

something like the following. For a belief to have content is for a mental state token to 

have a proposition as its content. Since it is propositions which are the bearers of truth 

values, for the belief to be true it must have a true proposition as its content. But for 

the mental state token to get a specific proposition as its content, we need an 
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interpretation function to map mental states onto propositions. The problem is that if 

there is one such mapping, there is more than one. There are possibly an infinite 

number of isomorphic functions, each of which gives us a different mapping. The 

problem is finding a reason to think that one of those mappings, the TRUTH mapping, 

is preferable to the TRUTH"', TRUTH"'''' or TRUTH"''''''' mappings. For the state to be 

a true belief is not so difficult, but we might very well have in interest in it's being 

TRUE"'''''''''', not TRUE. Traditional notions of justification and TRUTH are not sensitive 

to the many alternative truth-like relations, and to the fact that we might have practical 

reasons to be more interested in TRUTH"'''''''''' than TRUTH.70 This indetenninacy in 

interpretation functions means that inference and cognition go beyond the goal of 

attaining TRUE beliefs, and the traditional conception of justification, as that which 

gives us reason to think our beliefs are TRUE, is not sensitive to this fact. Since it isn't 

necessarily TRUTH and justification that is the basis for our deciding between competing 

cognitive strategies and, in particular, between specific beliefs, it must be that some 

70Stich adds an interesting twist to this issue: even if one were to find a unique 
mapping function from mental states onto propositions, this would depend on the 
intuitions of the theorist about what should map onto what. We should then wonder what 
gives special credence to that theorist's intuitions? If different people have different 
intuitions, then there are several different versions of the supposedly unique mapping. 
Much of the work is done by appeal to the authority of certain people's intuitions. This 
brings up a theme in Putnam, Burge, and Hannan. In their quest to allow Twin-earth 
cases they insist that we routinely defer to the judgments of the lIexpertsll. What makes 
them experts? 
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pragmatic considerations are our basis for decision. The best explanation is that the goal 

of inference is satisfaction and other practical interests. 71 

Suppose ... that people whose cognitive systems tend to produce TRUE-m 
beliefs generally lead happier, healthier, more rewarding lives than people 
whose cognitive systems tend to produce true beliefs. If this were the 
case, it is hard to see why anyone would think that the greater neatness, 
naturalness, and intuitiveness of the (uncapitalized) truth condition relation 
would lend any intrinsic value to the holding of true beliefs. (Stich, 
1990:127) 

So, in the end, inference appeals to non-cognitive (or 'affective' or 'conative') states as 

well. For our purposes, this means that if we insist on characterizing conceptual role in 

tenns of epistemic liaisons, those liaisons end up including non-cognitive states. At that 

point it is not clear why we should retain the tenn 'epistemic' for all of the elements, and 

1 prefer to reserve the ternl 'epistemic' for those states which have been traditionally 

included, the beliefs (and maybe perceptual states), and call the others 'associated' states. 

But tenninology is only incidental - the point is that conceptual role will include more 

than what people have traditionally thought it included - a lot more. 

The argument is much simpler once we take SCRT as our starting point. SCRT 

makes the content of most (if not all) expressions and representations disjunctive. The 

specification of their content includes, among other things, uses caused by many different 

things. and it is very unlikely that these causes will be exclusively members of a single 

natural kind. This also will prevent us from having a unique mapping from mental state 

711 thank my colleague Tin Radovani for making very helpful suggestions on this 
issue. 
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tokens to propositions to ascertain truth. Since SCRT guarantees that all tokenings of a 

concept will be true, truth and justification cannot be our basis for deciding between 

different beliefs. It is no longer clear that they are even competitors anymore, if to be 

competitors they cannot both be true. Yet we do choose between them, so it must be 

pragmatic considerations which guide our choices. Again, some of those pragmatic 

considerations are likely to be desires (and maybe emotions, hopes, etc), and we have 

to same result: conceptual role includes non-cognitive states. The ironic thing is that 

Stich and I arrive at the same conclusion via opposite premises. His argument is that 

there are too many truth-like relations, and that it is not obvious that TRUTH (rather 

than TRUTH***) is the one we are most interested in. So our choice of which truth-like 

relation to concentrate on is pragmatically based, and appeals to non-cognitive elements 

like how much happiness results from seeking TRUE*** or TRUE-m beliefs rather than 

TRUE ones. My argument is not that there are too many truth-like relations, but that, 

according to SCRT, the one we focus on, TRUTH, is always satisfied. All beliefs are 

true, and all representations are correct. So our decisions between which beliefs to have 

and which concepts to use must be pragmatically based and appeal to non-cognitive 

elements. 

The general point is that inference (and decisions about which beliefs to adopt) 

is pragmatically driven, not truth- and justification-driven. The most likely pragmatic 

consideration is interest, which is itself driven (at least partly) by desires, and also by 
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hopes, wishes, dreams, fears, and other emotions.72 If inference is a function of 

interest, and interest is a function of non-cognitive associated states, then inference is a 

function of associated states. So for conceptual role to be specified by inferential role, 

it is also therefore a function partly of associated states, such as fears and hopes and 

tastes for ice cream and chocolate. Even though the arguments here are designed to 

show that epistemic, inferential, and cognitive roles include non-cognitive elements, and 

given that we could say that conceptual role is either epistemic, inferential, or cognitive 

role, we should say that conceptual role is not just epistemic, inferential, or cognitive 

role (as traditionally conceived), but overall functional (or "sentient") role: the whole 

system of internal states constitutes the content of concepts. Conceptual role may not be 

wide, but it is rich. 

V. THE DEGREE AND KIND OF HOLISM IN SCRT 

For the purposes of this work, I am satisfied to remain somewhat neutral about 

which version of SCRT I recommend, be it predicated on functional role, diachronic 

epistemic role, synchronic epistemic role, or the corresponding views which appeal to 

72Some may quarrel with my assumption of the falsity of a cognitive theory of 
emotions, which holds that emotions are complexes of beliefs and desires. For example, 
on such a view, my fear of a charging rhino is a combination of my belief that there is 
a charging rhino and my belief that charging rhinos would do much damage to my body 
and cause great pain or even death, and my desire not to be in pain or killed. But I think 
discussion of this would take us too far afield, and besides, the inextricability of desires 
from conceptual role is enough to make the point. 
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non-cognitive states to fix the meaning of mental representations. Here it is enough to 

show that whichever view one follows, if one has a theory of content at all, it must be 

a use theory, and not a wide conceptual role theory, but a single-factor, narrow, strict 

conceptual role theory. And on any version of SCRT we get the result that there is no 

misrepresentation. So, accordingly, since each version yields a different amount (and, 

in some cases, a different kind) of meaning holism, I am not committing myself to how 

holistic meaning itself really is, and how much conceptual flux there is. I am describing 

the alternatives, and as it turns out, none of them allows for error, misrepresentation, or 

false belief. On any viable theory of content there is at least some holism and conceptual 

flux. I have given some reason to think that non-cognitive elements will need to be 

included, but this is over and above my general advocacy of SCRT. In closing the 

discussion of holism, it will help to apply the three main versions of SCRT (the cognitive 

versions: FRT, DERT, and SERT) to a specific case which is tailor-made to generate 

holism: Stich's case of Mrs. T. 73 After that we will finally draw the connections 

between the varieties of SCRT and verificationism, epistemic holism, and meaning 

holism. 

731 am particularly indebted to Rob Cummins for his comments on this topic. 
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V.A. HOLISM AND MRS. T 

Before the memory loss, Mrs. T said, and believed, that McKinley was 

assassinated. She also believed that to be assassinated is to be killed, and that after 

assassination one is dead. But after her memory loss, she assents to "McKinley was 

assassinated" but she isn't sure if "McKinley is dead." The question is: can she still 

believe that Mckinley was assassinated if she doesn't believe that he is dead? Stich 

argues that given that the meaning of the concept of assassination includes the concept 

of death, if she isn't sure if he's dead, then we cannot safely ascribe the belief that he 

was assassinated. She may well believe something, but we don't know what. 

It is because the conceptual role of the concept ASSASSINATION includes a link 

to the concept DEATH that we are motivated to say that Mrs. T, who has lost the 

ASSASSINATION-DEATH link, no longer has a concept that means assassination. But 

this is oversimplified, and obscures the degrees of holism that are involved. Mrs. T 

cannot infer that McKinley is dead from her utterance "McKinley was assassinated." But 

why? There are at least three possibilities, depending on what we mean by "s can infer 

X". On one sense of 'can infer' she can ifher present beliefs allow the inference, which 

Mrs. T's do not. On another sense of 'can infer' she can if actual or possible future 

beliefs allow the inference. On a third sense, she can if her past cognitive states included 

the concepts required for inferring X. This three-way distinction corresponds to the three 

cognitive versions of SCRT; the first is SERT, the second if DERT, and the third is 

FRT. What result does each give us for Mrs. T? 
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It is granted that Mrs. T does not have the ASSASSINATION-DEATH link now, 

and on Synchronic Epistemic Role Theory (SERT) only current cognitive state fIxes 

meaning. If "assassination" doesn't now have the right epistemic role, then she does not 

have the concept, and she is meaning incomparable with earlier states of herself and with 

most everyone else. In effect, she has a different representational scheme than she did 

before, and this different architecture yields different meanings. In fact, given the 

radical holism of SERT, if she has a different scheme, not only does she no longer have 

the concepts of ASSASSINATION and DEATH, but all of her representations have 

different contents than they did before. However, she would have had different meanings 

anyway, since any change in cognitive state results in meaning change. So Mrs. T may 

seem like she is changing meanings in ways that the rest of us are not, but according to 

SERT that is not so. But for FRT and DERT, this static view is not all that matters, and 

the results are much more particular to the relative uniqueness of Mrs.T's memory 

problem. 

There are two other possibilities regarding Mrs. T's architecture that yield 

different results for holism and meaning incomparability. One emerges when we 

consider the possibility of her relearning that assassination entails death. She may now 

have forgotten, but if she could be reminded and once again believe it, then it seems that 

she could once again actually have the belief that McKinley was assassinated, and not 

merely say the words. The forward-looking aspects of both FRT and DERT allow this 

possibility. Not only would she regain the concept of ASSASSINATION upon relearning 
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that it entails death, if future inferential possibilities are part of what fixes meaning now, 

then even before she relearns the connection, she still retains the concept 

ASSASSINATION. Only on SERT would this future possibility be irrelevant to her 

mental content now, and on SERT even relearning it wouldn't help, since that would 

simply take her to still another cognitive state, and not one comparable to the pre

memory-loss state (unless we literally blanked her mind and reinserted just the cognitive 

state she was in before the memory loss, which ironically would require her losing all 

the intervening memories.) 

But the possibility of relearning the lost connection is still not specific enough. 

On FRT, if she did relearn the connection, she would then correctly infer 'McKinley is 

dead' from 'McKinley was assassinated'. But that counterfactual is still true even if she 

cannot actually relearn the connection. If we count this counterfactual and unrealizable 

possibility as part of epistemic role, then even if she cannot releam the connection, she 

still retains the concepts, and there is no meaning incomparability generated by her 

memory loss. This is the result we get from FRT, the most conservative version of 

SCRT, and the one which gives us the least holism and the least meaning incomparability 

(in this case: none). It is the past existence of the concept and the possibility (though 

perhaps unactualized) of relearning the connection which leaves Mrs. T with her concepts 

intact. 

How can we explain that she isn't sure if McKinley is dead, given that he was 

"assassinated"? If there is no meaning incomparability, doesn't this then become an 
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error? Not if the ASSASSINATION concept isn't the one involved in her saying 

"McKinley was assassinated." There need be no incomparability at the level of 

representations: she may still possess a representation meaning assassination. But that 

representation is not the one she is using when she says "McKinley was assassinated." 

Or perhaps it isn't the representation meaning dead which is tokened when she says she 

doesn't know if he is "dead". Her words may indeed change meaning even if the 

representations do not: there is linguistic meaning incomparability but not 

representational meaning incomparability. 

The sense in which she can't relearn may be of another sort as well. She may 

not be able to infer that McKinley is dead from McKinley was assassinated' because of 

a difference of belief, not difference of representational scheme or processes. It may be 

that she retains the concept ASSASSINATION and DEATH and all the same 

representations and boxes that she had before, but due to her history, she simply never 

puts the representation that means death in the right box because all the boxes get filled 

up. Thoughts of McKinley and her youth may remind Mrs. T of other things, and she 

just never gets around to having the right box available to put the DEATH representation 

into when she is supposed to. She simply does not infer that McKinley is dead, though 

she could if she had different beliefs, or, to bring in the non-cognitive element, different 

associated states. So it isn't that she can't infer that he's dead, she just doesn't. FRT 

allows that in such a case Mrs. T still has all the same representations and processes with 

no meaning incomparability (except perhaps for her words). 

--_. __ ._-
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The sense in which Mrs. T can't relearn the assassination-death connection is 

more severe according to DERT. On this view, if she can't relearn it, then she has gone 

down one of those one-way paths in cognitive space, and she cannot go back. If she is 

in fact cut off forever from the rest of her conceptual system by losing the assassination-

death connection, then she has in effect a new architecture, or what we could view as a 

new virtual inference set. This does generate meaning incomparability for the mental 

representations, both with her earlier representations and most other people's. We can 

graphically illustrate this in a way similar to Figure 5.10, in Figures 5.15 and 5.16. 

FIGURE S.lS 

Mrs. T's concepts before memory loss 

The President's term 
Is four years. 

George Washington was I 
the first President 
of the United States 
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On DERT, not all evolution through time changes the meanings of mental 

representations, but changes in the inference set do. This gives us the holistic result of 

meaning incomparability for Mrs. T, but not for many nonnal cases of people whose 

cognitive states evolve through time. So DERT is more radical than FRT, but more 

conservative than SERT, which changes meanings with just about any evolution of 

cognitive state, not just unusual or even pathological cases like Mrs. T. 

FIGURE 5.16 

Mrs. T's concepts after memory loss 

Content of R = ? • 
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So, we can have at least three different levels of holism for Mrs. T based on the 

three main varieties of SCRT. We could go into more scenarios still if we considered 

the variation on non-cognitive states on the models of SCRT which take them into 

account. I think, however, that it is clear enough how these would bring even more 

levels of holism and incomparability, and also clear enough what the results would look 

like. In particular, for example, different associated states connected to attitudes about 

McKinley might fill up the boxes in different ways, and make the details of FRT and 

DERT much more complex. But we have seen enough to show that though all versions 

of SCRT give us the no-error view, though they do it in different ways, some involving 

actual change in architecture, some only virtual change, and some involving no change 

at all. Correspondingly, we get different amounts of holism and meaning 

incomparability . 

V.B. VERIFICATIONISM, CONFIRMATION HOLISM, AND MEANING 

HOLISM 

Though I am relatively neutral about which variety of SCRT I advocate, it is 

important to realize that the choice of FRT, DERT, or SERT depends on which 

arguments one invokes to get SCRT and the no-misrepresentation result. Recall from 

Chapters 2 and 3 that there are two main paths to the rejection of misrepresentation: the 

verificationist argument and the realist, computationalist, cognitive science argument. 

I have not let SCRT rest on either argument alone, though either one by itself suffices 
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to establish SCRT. The lUxury of having both means I do not have to choose. I merely 

point out that no matter which general strategy one invokes, all use theories are incapable 

of accounting for misrepresentation. But the choice of verificationist argument or the 

cognitive science argument does determine to a large degree which variety of SCRT one 

is committed to, and how much holism it entails. Specifically, the verificationist 

approach does not allow dividing up contents into boxes and the representations in them, 

and such a division is required to give us the architectures needed for DERT and FRT. 

So verificationists are stuck with the most radical version of SCRT: Synchronic 

Epistemic Role Theory. It should be no surprise that verificationism thus gives us the 

most radical amount of holism, as the name suggests: Quinean holism. SERT is also 

open to those who invoke the cognitive science argument for SCRT and the rejection of 

misrepresentation if they interpret conceptual role epistemically, but it is not required for 

them. Since the cognitive science approach to SCRT allows us to have the box

representation architecture, it can lessen the degree of meaning holism involved and give 

us either Functional Role Theory or Diachronic Epistemic Role Theory. Here too it 

should be no surprise that more realism about the internal structure of the mind gives us 

more information and less underdetermination, indeterminacy, and holism as far as 

mental content goes. FRT gives us no Quinean holism at all for mental representations, 

only schematic holism, and some incomparability of linguistic meaning. Still, as I have 

tried to show, even on the most realist and least holistic view, FRT, we cannot allow for 

error, false belief, or misrepresentation. This is the real power of SCRT: slice it any 
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way you like, you can't get error. But the way you slice it does detennine how much 

holism you are stuck with. 

We can now return to an issue which has been left unresolved for much of this 

chapter - the two kinds of confinnation holism: statement-presentation confinnation 

holism and corporate-body confinnation holism. The first is the claim that any statement 

(viz. belief) can be held true come what may, provided compensatory adjustments are 

made elsewhere in the system. The second is the claim that statements (viz. beliefs) are 

not confmned individually by individual perceptual inputs, but only as a "corporate 

body" by the entire set of perceptual inputs. Recall that these two different theses turn 

out to be inconsistent when combined with a verificationist theory of meaning. If 

meaning is reduced to verifiability, then corporate body confirmation holism entails 

meaning holism, and any change in the system of statements or beliefs changes the 

meanings of every statement and belief. So no statement or belief can be held true 

(without change in meaning) through any belief change. Conversely, if a statement is 

held true through changes in belief, and its meaning remains the same through that 

change, then not all belief changes amount to meaning changes, and meaning holism 

must be false. For meaning holism to be false, either corporate-body confirmation 

holism or verificationism must be false. So we must choose which kind of confirmation 

holism is correct, or whether a verificationist theory of meaning is correct. After all of 

our investigation into the different versions of SCRT, we can now decide this issue. 
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The answer to the puzzle is, as might be expected, that different versions of 

SCRT require different positions on confirmation holism and verificationism. To start 

with, let us consider Synchronic Epistemic Role Theory (SERT). It equates so-called 

'conceptual role' with epistemic or inferential role. It also is motivated by a commitment 

to verificationism about meaning. And in rejecting the analytic/synthetic distinction, it 

is committed to corporate-body confirmation holism. So we now just follow the 

entailments: since SERT accepts verificationism and corporate-body confirmation holism, 

it yields radical meaning holism. So SERT must reject statement-preservation 

confinnation holism, and the corresponding claim about confirmation of beliefs and 

mental representations. It is not just that, as Quine (1953) says, "no statement is immune 

from revision" - no statement is safe from revision! Any change is change everywhere. 

No statement or belief can have its truth preserved through any change in the web of 

belief, for any change in the system changes the meanings of every single statement and 

belief. No attitude can be preserved by making compensatory adjustments, for those 

adjustments change the meanings of the representations involved. They could not be said 

to have been preserved if along the way their meanings change. But having the meaning 

of a statement or belief change is not for it to be shown false, and in fact after the 

change, it is impossible to even say or think that the old version of the statement or 

belief was false, since it has gone out of the expressive repertoire. To say that they are 

false is to use the same statements and same concepts with the same meanings and negate 

them, and after the change those concepts and statements are no longer available. So in 
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this sense, all statements are immune to something - falsification. Remember, SCRT 

makes them all analytic, compositional and holistic. All statements and attitudes are true 

due to the meanings of thefr terms (or elements), and the terms are trivially true of 

whatever they're applied to, since these uses constitute their meaning. But concepts and 

statements can be rejected, in the sense that we no longer use them or have them in our 

conceptual system. So even though all statements are analytic, many of them can be 

rejected; they are discarded, and new concepts put in their place. All this is in 

accordance with the major features SCRT already presented: there is no error or 

misrepresentation, just concept change and use of different statements to describe the 

world. Statements are not rejected because they are false - they are in fact true! - but 

rejected for some pragmatic reasons. So, paradoxically, all statements and attitudes are 

both immune from revision and doomed to be continuously revised. 

Now let us look at Functional Role Theory and see how it connects with 

confmnation and meaning holism. What we have now seen is that FRT is the non

verificationist version of SCRT and is the result of a realist, not verificationist, attitude 

toward mental representations. One feature of FRT does the important work here: FRT 

does not equate conceptual role with epistemic or inferential role. It is, as the name 

implies, a functional understanding of 'conceptual role': the role involved is the role in 

cognitive processing. The fundamental fact about functional role is that it does not 

change merely as a result of change in belief. It only changes when the functional 

architecture changes, that is, when either the representational scheme changes (by adding 
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or removing representations) or the primitive processes that the mechanism is capable of 

change (by, say, being structurally altered through rebuilding or damage). Whereas 

belief changes do change the epistemic role of a representation, they do not change the 

functional role of the representation. The functional role includes not only the actual 

processing that a representation experiences, but all the different processing paths made 

possible by the architecture. How a particular representation can be processed is 

independent of how the others actually are processed. So corporate-body confirmation 

holism might be true at an epistemological level, but without verificationism, it is 

consistent with statement-preservation confirmation holism (or belief- and representation

preservation confirmation holism). So we can have both kinds of confirmation holism 

only if we deny verificationism about meaning. But then we also deny the source of 

meaning holism, which was corporate-body confirmation holism plus verificationism. 

This is just what I have said about FRT: it is the least holistic of the versions of SCRT. 

And it is still true that a statement or belief can be held true come what may. In fact, 

it will still be held true, since there can be no misrepresentation or false belief in a use 

theory like FRT. But while no statement or belief is falsified, and no representation is 

shown to be a misrepresentation, they can be eliminated from use for pragmatic reasons. 

If they show themselves to be not useful to the cognitive agent, as in the case of the 

overly-permissive TIGER concept (and beliefs in which it appears, and statements which 

express such beliefs), they will be discarded and more discriminating concepts, yielding 

different beliefs and statements, will be used in their place. So even without meaning 
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holism, we still do not get misrepresentation. And the meanings of the representations, 

beliefs, and statements, will not be determined epistemically, and confirmation can be 

as holistic (in both ways) as you like. 

If we now consider Diachronic Epistemic Role Theory (DERT), we see that it 

sort of splits the difference between SERT and FRT on the holism issue. As time 

elapses, some changes in the belief set have no effect on the inferential role of a 

representation, and others (the one-way inferences) do change that role. So sometimes 

it acts like FRT and other times like SERT. The forward motion of cognitive states does 

sometimes cut out inferential possibilities, but this cutting off is due to the whole system, 

and this has the character of corporate-body confirmation holism. But in the period 

before the forward-looking cone of inferential possibilities is altered by a one-way 

inference, we see something very much like statement-preservation confirmation holism. 

Before one-way inferences change the meanings, the statements can be preserved by 

adjustments in the belief set without changing meanings throughout the system. Though 

some of those adjustments are lurches that do change meaning, not all of them are. So 

we get a limited version of statement- and belief-preservation confirmation holism: a 

statement or belief can be held true through many changes in the belief set, as long as 

such changes are not severe enough to change the meaning of everything in the system. 

The two sides to confirmation holism can't live together in a verificationist theory, but 

they can take turns, and they do in DERT. And through all of this, there is no 

misrepresentation, either due to meaning change or to the fact that there is no way to 

---------~-.-
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assign a use of a representation in FRT as a mis-use. So regardless of how we go on 

confmnation holism, and verificationism, whatever version of SCRT we get will be one 

according to which misrepresentation is impossible. With this, the case against 

misrepresentation is complete. 
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CHAPTER SIX 

IMPLICATIONS AND CONCLUSIONS 

In this chapter, there are mostly just loose ends to clean up. For one thing, it will 

be useful to see how the rejection of misrepresentation, SCRT, and the pragmatic theory 

concept change all have implications beyond the theory of mental representation, and 

even beyond metaphysics, truth, and epistemology (which have already been discussed, 

mostly in Chapter 4). The most drastically affected are the philosophy of science, 

artificial intelligence, and psychology. The second task for this concluding chapter is to 

advocate SCRT over other theories of content even if such theories were willing to give 

up on misrepresentation. After all, one might claim, for example, that the causal theory 

might be the true account of coptent even if it fails in its stated goal of accounting for 

misrepresentation. So even after we have shown that other naturalistic theories of 

content fail to make misrepresentation possible, and that SCRT could be correct (having 

dodged the many objections raised in Chapter 4), we still need to shown that SCRT is 

correct, and should be preferred over other naturalistic tlleories even once they eliminate 

their goal of accounting for misrepresentation. 

~~~-.-.-----~-.- ----
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Since SeRT denies Putnam's Twin-earth result .. and also denies the Kripkean 

causal baptism of even natural kind terms, it should be clear what side seRT will be on 

in the debate about incommensurability of terms through theory changes in science. The 

conservative view is that meaning can remain constant through discoveries of new 

properties of the object referred to and discoveries that our previous theories were 

wrong. On this view, we mean the same thing as Ptolemy did by 'planet', and we are 

referring to the same celestial objects, but we simply have a better astronomical theory 

than Ptolemy did. In opposition to this, Kuhn (1962) argues that science proceeds in 

leaps, and that scientific revolutions involve changing the meanings of the key concepts, 

so that there is incommensurability of concepts across scientific paradigms. So the 

Copernican and Ptolemaic do not have share their central astronomical concepts; their 

representations of the planets have different contents. 

The reason that I have waited to the end of this work to deal with this issue is that 

exactly what position SeRT takes on incommensurability depends on which version of 

conceptual role, epistemic or functional, we follow. It isn't as if one of them conflicts 

with the incommensurability thesis and the other does not, but rather that both versions 

of SCRT are more radical than Kuhn's theory is. Kuhn argues that within a scientific 

paradigm we operate with the same concepts through changes in our theories. It is only 

between paradigms, across scientific revolutions, that Kuhn claims the concepts change 
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and become incommensurable with the pre-revolution concepts. SCRT goes further: it 

denies that there can be misrepresentation, false beliefs, and false theories even within 

a paradigm. But how much more SCRT claims than this depends on whether we follow 

the functional or epistemic reading of conceptual role. 

The functional role version of SCRT, Functional Role Theory, does not bring 

with it total change of concept with every new belief, only change of concept with every 

discovery of a 'mistake', 'error', or 'false belief'. So if we merely add to our 

knowledge of electrons without denying what we believed about them before, then the 

functional roles remain stable and there is no meaning change. But whenever we try to 

call a belief 'false', what we in fact do is change concept: stop using the old concept and 

start using a new one. 

On the other hand, if conceptual is understood as epistemic role, then any change 

in one's belief set, if only the addition of a seemingly unrelated belief, will have 

ramifications everywhere in the system. Any belief change will change the epistemic 

role of every representation, and, according to Synchronic Epistemic Role Theory, 

change the meanings of every representation. This is the radical meaning holism that is 

taken by so many as a disaster for science. And it is entailed by the epistemic version 

of SCRT. As for that mixed version of SCRT, Diachronic Epistemic Role Theory, 

described in Chapter 5, it will have ramifications somewhere in between the functional 

TOle and synchronic epistemic role versions of SCRT. DERT allows some belief changes 
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not to change the meanings everywhere, but claims that adoption of some belief changes 

does change the meanings everywhere. 

So not only is SCRT in accord with the theme in Kuhn and Peyerabend (1975, 

1981, 1987) about incommensurability, it takes the theme to its extreme. On either 

version of SCRT, conceptual change occurs not only between paradigms, but within 

them. How extreme it is depends on which version of SCRT is being advanced. 

I. B. PSYCHOLOGY 

It is fairly obvious that the denial of false belief and misrepresentation will 

undermine claims of false belief and misrepresentation in psychology. In any experiment 

which tests subjects' reactions to certain stimuli and evaluates their judgments as 'right' 

or 'wrong', true or false, we need to reinterpret these evaluations in light of SCRT. 

How they will need to be reinterpreted is clear: each allegedly 'false' belief will be 

understood as really being a difference in the meanings of the concepts involved. 

Consider experiments which seek to determine how human beings reason. Kahneman 

and Tversky (1982) claim to show that people commonly make 'mistakes' in certain 

kinds of reasoning about probability. Nisbett and Ross (1980) cite other cases in which 

people often make 'incorrect' inferences, where, for example, beliefs persevere even 

when people acquire evidence that the beliefs are 'false'. Such cases cannot really be 

discoveries that we use standard epistemic terms incorrectly. (SCRT denies us this.) 

Rather, they must be discoveries that people have different epistemic concepts than the 
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standard notions of, for example, 'probability'. Stich (1990) cites Nisbett's description 

of a certain kind of challenged to his interpretation of his research: 

These critics demand to know why I get to say which inferences are the 
good ones and which are the bad ones. They want to know what it is that 
makes the subject's inference bad and the inference I think they should 
draw good. (Stich 1990:9, Stich's italics) 

The Principle of Charity of Quine, Davidson and Dennett that we discussed in Chapter 

2 comes back into play here: If the subject's behavior would count as bad reasoning 

about probability, then charity leads us to conclude that they are actually using a concept 

that means something other than probability, and reasoning correctly about that other 

concept. In general, SCRT requires us to interpret experimental results in this way, and 

not only experiments regarding reasoning, but experiments regarding everything. 

But in general, SCRT does accord well with certain views of concept development 

and concept change in psychology. There is a trend in psychology to interpret people, 

even children and infants, as having incorrect theories about the world as an explanation 

of false responses in experiments. Carey (1986) argues that the behavior of infants can 

be explained by positing two inborn theories: a naive physical theory and a naive 

psychological theory. The presence of a naive physical theory is suggested by the belief 

in most infants that objects out of sight persist, and that a solid object cannot pass 

through a space occupied by another object. Spelke (1984) cites infant's puzzled 

reactions to stimuli simulating various physically impossible situations as evidence that 

even 4-month-old infants have a basic theory of how the physical world works. The 
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naive psychological theories are posited to explain babies' expectations of different 

behavior from people than from inanimate objects (Tronick, Adamson, Wise, Als, and 

Brazelton, 1975 (cited in Carey, 1986» and Keil's (1979) work on the category 

constraints in reasoning. Keil, for example, argues that we have a hierarchy of category 

concepts, and our reaction to certain 'category mistakes' as not just false, but nonsense, 

is a result of this conceptual system. Wimmer, Gruber, and Perner (1984) examine 

children's views of lying, and attribute to children a naive theory of the psychology of 

lying. 

Such theories are called 'naive' physical and psychological theories because they 

are obviously limited, and get the 'wrong' result for more complex situations. SCRT 

will demand that we view the infants and children as having not 'naive but false' physical 

and psychological theories, but as having a different set of concepts than the ones we 

seek to teach them. According to the meaning of their concepts, the children's theories 

are guaranteed to be true. The learning process involves discontinuing the use of the 

naive concepts and adopting better ones. This is the view that Piaget (1972) is famous 

for: there are different distinct levels of conceptual development, and children move from 

one holistic conceptual system to another, and as they develop they discard old concepts 

and adopt different concepts, which are incommensurable with the earlier concepts. In 

particular, as children learn language they progress from a simple, expressively limited 

set of concepts to a richer, more powerful set of concepts. So learning is a switch from 

one conceptual system to another, more complex system. 
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This view of learning as concept change is criticized by Fodor in The Language 

of Thought (1975), where Fodor argues that there must be an innate language of thought. 

Fodor's objection to this is straightforward: 

If the mechanism of concept learning is the projection and confirmation 
of hypotheses (and what else could it be), then there is a sense in which 
there can be no such thing as learning a new concept. (1975:95) 

Simply put, the problem is that to test the hypothesis one must have the conceptual 

resources to formulate it, or the resources to understand a proposed definition of the 

concept. Either way, if the concept to be learned is richer than the subject's hypothesis, 

the hypothesis cannot help her learn the concept, but if the expressive power is the same, 

she has not learned the concept, because she had to be able to express it to understand 

and test the hypothesis. This view still allows that concepts can be built up out of 

simpler elements (as Locke has complex ideas built of simple ones), but it rules out the 

Piagetian view that learning is rejection of the entire old concept set and adoption of a 

new one. So we cannot learn 

a language whose expressive power is greater than that of the language 
one already knows .... less roughly, a language whose predicates express 
extensions not expressible by predicates of the representational system 
whose employment mediates the learning." (Fodor 1975:86) 

The language that mediates learning must be innate, a language of thought. 

Once we have seen the no-misrepresentation result in SCRT, it is clear that SCRT 

must side with Piaget in this debate. In denying that there is misrepresentation and false 

belief, SCRT undercuts the standard model of learning as testing of hypotheses, in the 
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sense of showing them to be true or false. What we can do, according to SCRT, is come 

to have pragmatic grounds for preferring one set of concepts to another. So SCRT's 

picture of learning is like Piaget's and very unlike Fodor's. The degree to which we 

interpret SCRT's 'conceptual role' as epistemic will determine how much of the so-called 

'naive theories' are built right into the meanings of the concepts. But even on the less 

holistic functional role version of SCRT, there can be no misrepresentation or false 

belief, so SCRT in its most conservative guise will still view some learning as concept 

change. The difference is that on the functional role theory, one can learn new facts 

utilizing the same concepts without changing the meaning of those concepts, as long as 

the new facts do not contradict anything previously believed. (Here it will help to make 

a distinction between failing to believe something and actively believing its negation, 

since is we believe the negations of everything we do not actively believe to be true, any 

new belief would contradiction these negations.) But on the synchronic epistemic role 

version of SCRT, any belief change anywhere changes the meanings of all the concepts, 

and thus all the beliefs. Yet on either version of SCRT, coming to discover that one's 

previously held belief was 'false' must actually amount to change the concepts involved. 

So while SCRT does not demand that we dismiss the psychological research, it does 

demand that we reinterpret their results. We must expand the Piagetian view that 

language learning is concept change to the view that all denials of earlier beliefs and 

theories are really change of the relevant concepts. 
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I. C. ARTIFICIAL INTELLIGENCE 

The effects on artificial intelligence are really just the same as for psychology, 

except that the AI case is complicated by the fact that since the machines are designed, 

the designers think it is safe to assert that the machine has made various errors. They 

even explicitly design machine learning to be a result of 'errors'. To take just one 

example, connectionist systems have a rule of updating their distributed representations 

which is called the "delta-rule". (See Rumelhart and McClelland, 1986) These systems 

begin with largely undifferentiated connection weights between nodes, and the connection 

weights distributed throughout the system constitute the distributed representation. Such 

systems can be trained to give the 'correct' response to various inputs by being given the 

inputs, calculating how much the machine's response deviates from the 'correct' 

response, and changing the connections weights between the 'hidden' units so that the 

next time it gets that input its response will be a bit closer to the 'right' one. This 

peeking at the 'right' answer can be done by the human operator of the system, or by 

programming the 'right' responses into another system and having it change the hidden 

units as indicated. After many (thousands) of runs, the connectionist system adjusts its 

connection weights so that the input causes it to respond fairly reliably with the 'correct' 

output. The delta-rule compensates for and corrects 'error' in the system, and is said to 

be a learning rule. 

So how will SCRT interpret all of this? The fact that the designer stipulates what 

the 'right' response is does not change the fact that given the concept that the machine 
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is using in the beginning, it always gives the correct response. If these representations 

are to have meaning, we cannot arbitrarily rope off the learning period and say that until 

it has been trained, its representations mean nothing. Even if the representations 

involved are distributed rather than unitary symbols, representations get their meaning 

in virtue of their use. If the input causes the connectionist system to use its initial 

representation, then that use must be part of the meaning of the distributed 

representation. So given the content of the representation, the machine is representing 

correctly. Of course, if that representation is caused by every input, the content turns 

out to hugely disjunctive, and be pretty uninteresting and useless. But it not meaningless. 

SCRT's interpretation of the delta-rule cannot be 'error-correction', since according to 

SCRT there are no erroneous representations. SCRT will interpret the delta-rule as a 

rule for changing concepts. The delta-rule prompts the machine to change the connection 

weights, thus changing from having a representation with the original uninteresting 

meaning to another representation with, hopefully, a more interesting and useful 

meaning. 

The nice thing about the connectionist example is that there seems to be much less 

resistance to the concept change view when it is applied to these artificial systems than 

there is when applied to human beings. Many connectionists (for example, Clark 1989) 

even describe the systems as changing concepts in the way that SCRT indicates, even to 

the extent that they view connectionist systems as having holistic meaning. But these 

characteristics are supposed to be relevant to human cognition. Most people active in 
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AI see these man-made systems as being rudimentary versions of the human mind. The 

very motivation for connectionism was that parallel distributed processing of connection 

weights between nodes was an architecture more like the human brain that the 

architecture of standard digital computers is. The nodes and connections in PDP are 

vaguely similar to human neurons, though connectionism is now viewed as being 

somewhere in between the neural level and the symbolic level (Smolensky 1988). So if 

distributed representations in a connectionist system undergo conceptual flux in 

accordance with SCRT, we should remember that is intended to be a model of human 

cognition as well. And it is a fairly good model in this respect: it clearly exhibits the 

kind of meaning shifts that SCRT claims occur in all representational systems. 

II. WHY SCRT SHOULD BE PREFERRED OVER OTHER THEORIES OF 

CONTENT 

At this point it is fair to ask why we should adopt SCRT and not one of the well

known alternatives, from Fodor's causal theory to Dretske's or Millikan's teleological 

theories, to the multitude of two-factor conceptual role theories. Even if they all fail to 

allow for normativity and misrepresentation, if we are willing to give up on these 

desiderata anyway in adopting SCRT, then it is not objection to these other theories that 

they do not allow for normativity or misrepresentation either. So why prefer SCRT to 

them? I think there are three general reasons to prefer the one-factor Strict Conceptual 

--_. __ .. - --- -.--



418 

Role Theory over these other alternatives: First, it makes better sense of understanding 

the use that is actually exhibited by the representations than do theories which propose 

idealized views of normativity. Second, simple conservatism favors SCRT over its 

competitors. Third, SCRT connects the content to the cognitive processing in a way that 

the others do not. But these will each take some explaining. 

Let us begin with the point about normativity and idealization. If we think that 

cognition itself is normative, that it is the satisfaction of epistemic norms, and we 

conclude that representation is not nonnative, we could simply refuse to reduce one to 

the other. We could appeal to Fodor's (1980) argument against reduction of the special 

sciences. Geology is a special science and is legitimate even though its generalizations 

do not transpose to generalizations at the level of physics. Why not say the same about 

cognitive science? Simply refuse to reduce. Of course there is still the problem that 

even Fodor holds that if the properties of the special science do not supervene on those 

of physics, the special science looses credibility. Fodor (1987:97) even argues that such 

failure is reason to be anti-realist about the domain under consideration. But the problem 

with this comparison between cognitive science and geology is that whereas geology is 

naturalistic, it is not normative. Cognitive science seeks to be both. 

There is an easy way for cognitive science to be normative, but the normativity 

we get is not of the right kind. Suppose in a psychology experiment, we teach the 

subject how to apply a stipulated concept, using classical conditioning. We then can 

observe the subject applying the concept on her own, and we can criticize her use of it 
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if she deviates from the intended pattern. So there is some kind of norm involved here 

in this concept learning, but it is really simply a case of learning to discriminate stimuli. 

The source of the normativity is the psychologists' stipulation of the norm to be 

followed. Deviation from a stipulated norm might be called error, but only because the 

norm is stipulated by an external cognitive agent. What cognitive science requires is that 

the norms not simply be stipulated, but be the ones actually in use, as ascertained by 

psychological research. For example, in the experiments of Nisbett and Ross (1980) to 

discover exactly what epistemic norms guide the inferences of test subjects, the 

researchers do not merely stipulate the norms. The subjects are supposed to have norms 

that they are following, in this case about how to apply evidence and draw conclusions, 

and the goal of the research is to discover the norms that the subjects actually use. The 

interest of their results is that they suggest that we do not actually follow tlle epistemic 

norms that epistemologists have proposed as the correct rules of reasoning. The point 

of all this is that though we can naturalize and reduce stipulative error, this is 

uninteresting, and would not serve the purpose that cognitive science has in investigating 

norms and error. My thesis is that there can be no genuine (non-arbitrary, non

stipulative) error once we naturalize content; there is no naturalist reduction of genuine 

error. If we want to naturalize cognition, we must drop the goal of investigating 

normativity. Cognitive science will become descriptive of how representations are used, 

but not what norms are behind that use. This is Stich's (1983, 1990) point when he 

argues that epistemic norms cannot be incorporated into cognitive science. The norms 
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are relative and culture-bound, and since there is no common explanation of norms for 

all people, we cannot do effective cognitive science in this area. The reason is that this 

relativity and culture-dependence makes psychology appear stipulative - it investigates 

the concepts which it stipulates are in use. But like the psychological experiment, this 

can only be self-fulfilling in a rather empty way. If we have stipulated that the subject 

is adding, and the subject fails give the sum of the numbers she is calculating, we may 

say that she is in error, but this claim is only relative to our stipulation that she is 

adding. The goal for cognitive science was precisely not to dictate that subjects are 

following such-and-such a rule, but to discover what rule the subjects are following. Is 

our subject adding incorrectly, or quadding correctly? We have already seen that the 

failure to be able to answer this question without begging the question is precisely why 

we cannot naturalize normativity, and with it, misrepresentation and representational 

error. 

The ironic thing is that where many ethicists have long argued (since the 

arguments of G.E. Moore (1903) that naturalization of norms eliminates the normativity, 

cognitive science seems blissfully unaware of this tendency. Some philosophers of mind 

do realize this and, in wanting to take the norms seriously, have given up naturalism 

(such as Brentano, Chisholm, Searle, and perhaps Davidson). But most have simply 

thought they could have it all: naturalism and normativity (and misrepresentation as a 

result). By now I hope to have shown that they cannot consistently have it all. 
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Yet I do recommend that we keep the naturalism, even if I have not undertaken 

here to argue extensively for this option. I am counting on the fact that there are enough 

parties to this debate who need no convincing to retain naturalism. And in keeping the 

naturalism, and in order to retain the notion of content of mental representations, I 

propose SCRT as the preferred naturalistic theory of content. How does all of this talk 

of norms motivate this choice? The old and present goal of cognitive science was to find 

out how people satisfy norms, and which norms they satisfy. But the people have never 

really satisfied those norms. They only come close (and some don't even come close). 

So what is then needed is to identify ideal goals, describe how close subjects actually 

come to satisfying them, and then explain why they didn't fully (infallibly) satisfy them. 

Given the arguments just mentioned, this goal, of discovering and giving a naturalistic 

account of what norms are being only approximately (and fallibly) followed, is 

impossible. Given a commitment to naturalism, the obvious new goal of cognitive 

science would seem to be to simply describe the functions or patterns of use of 

representations and mental processing which actually occur. And the only one of the 

theories of content which does this is a conceptual role theory with one factor that 

describes or enumerates the uses of a representation, and that is SCRT. All of the 

others have made idealizations for the sake of setting up norms which then could fail to 

be satisfied, and calling those failures representational errors and misrepresentations. 

Consider the strategy of making the split between actual and ideal use by appeal 

to the competence/performance distinction. If a function g is actually satisfied by the 
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representor, it might be claimed that the best explanation for the satisfaction of g is that 

there is a competence to satisfy some other function/, and that performance limitations 

cause f to be imperfectly satisfied in a way which accords with function g. This is not 

simply a strategy for psychology and linguistics (made famous for language use by 

Chomsky), but it is a model for idealization in science generally. The law governing the 

period of a pendulum T = 2~(l/g) is an idealization (metaphorically, the pendulum 

has the 'competence' to behave in accordance with this equation), and when we consider 

'performance limitations' such as air resistance and friction, we get a modified formula, 

T = 2~(l/g + r + j), which describes the actual behavior of the pendulum under 

real-world conditions. So the competence/pcrfonnance distinction is really the 

psychological and linguistic version of a very general method of idealizing in science. 

But how exactly are we to understand 'competence' here? The general scientific 

understanding is that it is just the function which would be satisfied if the performance 

limitations were lifted, i.e. the function that the pendulum would obey in a vacuum with 

no friction anywhere. This understanding of 'competence' seems fully natural physical 

one, and the norms involved are merely descriptions of a function that is approximated 

by actual cases. This is what we say regarding the pendulum, but it is not so clear that 

in the psychological and linguistic cases this is the how 'competence' is in fact construed. 

The other possible interpretation of 'competence' of a person to perform a task or satisfy 

a norm of behavior is the resource-unlimited/idealized ability to get it right. In scientific 

idealization we generally invoke the first interpretation of 'competence'. The question 



423 

is whether we can legitimately claim that we are using that same scientific, naturalized 

interpretation of 'competence' when we say that a human subject using a word or mental 

representation with imperfect performance has a 'competence' to use it infallibly. I claim 

that we cannot, for two reasons. 

One is that the skeptical rule-following arguments from Wittgenstein and Kripke 

undermine the determinateness of such idealizations. As Kripke put it: "nothing in my 

mental history - not even what an omniscient God would know - could establish 

whether I meant plus or quus." (Kripke 1982:21) The actual rule that I follow could 

accord with the rule that I am alleged to have 'competence' for in arbitrarily many cases, 

and only later come to the point where it diverges from that rule for which I am claimed 

to have competence in. The apparent safety of the scientific version of idealization may 

mislead us to think that normativity of meaning of mental representations is naturalizable, 

when in fact the notion of competence actually appealed to is the one which presupposes 

a non-naturalized appeal to 'getting it right'. If we can presuppose the notion of the 

function we would 'get right' if it weren't for resource limitations, then we really 

presuppose everything. We tum the search for genuine norms into the stipulation that 

there is something to 'get right', and we are claiming competence, and imperfect 

performance, at getting that thing, whatever it i,s, right. 

The other reason to think that it is not safe to say we are using the naturalized 

sense of 'competence' instead of the normative one is based on an important difference 

between the general scientific application, and that in cognitive science. In the general 
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scientific case, often what gives us reason to think that the ideal description is correct 

even though it does not match actual behavior is that we can remove (some of) the 

performance limitations and see it more closely approximate the idealized function. 

Eliminating air resistance by putting the pendulum in a vacuum makes its motion more 

closely fit the ideal law. But can we do this with humans? Well, we can eliminate 

external impediments like time constraints and distractions, which might reduce one's 

performance. But what about the memory and computing ability limitations? Even if 

we could change them, which, so far, we lack the technology to do, it is not clear that 

this would show that the original system had the competence to do what the modified 

system can actually do. This is because changing the physical capabilities of the 

cognitive system amounts to changing its functional architecture. And this amounts to 

creating a new system which is not identical to the old system. While the pendulum in 

a vacuum is still the same pendulum, a cognitive system with a different architecture is 

a different system. Simply put, it wouldn't be me who is computing the function with 

greater performance, and hence more closely matching the ideal. It would be some other 

cognizer (perhaps not even truly a human being) which computes the function better than 

I do. So none of this would show that I have the competence to compute that function 

now, before the architecture change. 

This all combines to make it suspicious to apply an idealization, to a function 

ideally but not actually satisfied, to the use of mental representations. The question is: 

Why are we trying to equate the meaning of the representation with a function that it 
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does not satisfy rather than with the one which it does? If it is because we invoke a 

competence/perfonnance distinction to explain why it does not satisfy that ideal, we are 

in danger of simply stipulating which function is the ideal, and mopping up the mismatch 

by appeal to perfonnance limitations. If we are willing to make this move, then what 

governs the choice of the ideal function? We could equate the use with many different 

functions by being willing to explain away the mismatch between actual and ideal use by 

pleading resource limitations. Does the subject really mean what the actual use indicates, 

or does she mean functionf] which she fails to match due to limitations ll, or does she 

mean function 12 which she fails to match due to limitations 12? The vast array of 

choices of ideal functions imperfectly matched by actual use makes it seem that our 

picking some particular ideal function is stipulation, not discovery. 

Since two-factor conceptual role theories, causal theories, infonnational theories, 

and adaptational theories all are designed to erect some ideal function to be imperfectly 

computed, they all erect machinery which does an arbitrary job. Why bother with them 

if they do not make room for misrepresentation and they don't successfully and non

arbitrarily support the choice of one ideal rule or function over others? Identifying 

content with actual use, as SCRT does, has no problem with choosing between 

idealizations because it does not idealize. It merely describes the actual use or the 

representation. 

The second main reason for choosing SCRT over its competitors is related to the 

first and follows a simple principle of conservatism: in theorizing, whatever can be done 
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without should be done without. All of the extra machinery in two-factor conceptual role 

theories, causal, informational, and adaptational theories can be done without, leaving 

SCRT as the bare-bones theory of content. But does this motivate simply rejecting 

content altogether? Not when we note that the principle above has a corollary: if you 

could in principle do without X, but X is a time and effort saver, then adopt a 

deflationary or valence theory of X. This is what motivates SCRT over total elimination 

of content. The actual conceptual role of a representation is a very difficult thing to 

describe, and even more difficult to use in casual conversation. Content does not explain 

why a representation has the conceptual role that it has, but content does describe that 

role in a shorthand way. This occurs in the same way that valences in chemistry merely 

describe chemical bonding potential; they save ink and allow easy computation of which 

elements will bond with which others and in what ratios they will bond. They are not 

the fundamental level of explanation, but they serve an important pragmatic role, so we 

use them. So should we also use content, and content that describes actual use, not one 

of a plethora of possible ideal models of use. 

The third reason to favor SCRT is also related to the other two: in virtue of 

making content like valences, descriptive (and not explanatory) of conceptual role, SCRT 

guarantees that content will be related to the actual processing of the representations. It 

is a shorthand way of describing such processing. In all of the theories which idealize 

away form actual use, they also idealize away form actual role in cognitive processing, 

and the divergence can become very pronounced in some cases. Millikan (1984, 1986), 
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for example, gives content a historical element: roughly, R means what it was historically 

the function of other tokens of R to mean in the past, where the function is identified as 

that which served to help the organism or cognitive mechanism to survive. This theory 

has the odd result that a spontaneously created cognitive twin of myself has no mental 

states at all, since none of his representations has the right historical properties. But he 

has representations with exactly the same conceptual/computational role as mine have. 

This divergence of meaning from cognitive processing is something which cannot occur 

on SCRT, since SCRT would make me and my cognitive twin share all mental states and 

representations (at least until our experiences differ enough for us to have different 

cognitive states). This lack of connection between cognitive role and content is seen in 

all the idealized theories of content, since the point of idealizing was to allow there to 

be a difference between what the representation means and how it is actually used in all 

cases. If they did not seek to allow that difference, they would be conceding the 

impossibility of misrepresentation at the outset. And though they create elaborate means 

of attempting to make room for misrepresentation, they all fail. So what would be the 

point of holding on to all of the machinery if it doesn't work and it divorces the content 

of a representation from its cognitive processing? 

Dretske (1988, 1990) has tried to combat this point by arguing that content is 

indeed explanatorily relevant. The argument begins by distinguishing the behavior of a 

system from mere movement of its parts. 



What distinguishes the movement of my ann (an event) from my moving 
my ann (behavior), even when my ann moves because I move it, is the 
fact that the behavior, my moving my ann, consists in ann movements 
being caused by some internal event or process. (Dretske, 1990: 11) 
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The behavior is correctly described not as just 'the movement of the ann', but as 'my 

moving my ann'. Dretske's point is that while the relational properties of the internal 

state would not be relevant to the explanation of the mere movement, the relational 

properties (including its content) are relevant to explaining the behavior, my moving my 

ann. They explain, for example, that internal states with the same or similar content will 

also cause me to move my ann in the same way. The same movement, ann movement, 

can occur in different behaviors, such as my waving goodbye, or my swatting away a 

fly. Since it is the content of the internal states that distinguishes these, content is 

relevant to explanation. As far as my spontaneous physical duplicate and his behaviors, 

Dretske claims that though he is physically the same as me, and behaves the same as I 

do, he doesn't behave that way for the same reasons. My ann movement is a fly-

swatting; my duplicate's isn't, because of Dretske's (1986) historical! teleological account 

of content (which we have already examined in Chapter 3). So, if SCRT is to have the 

advantage over Dretske's view, minus the misrepresentation which he tried to account 

for, how can SCRT get around Dretske's argument here? 

The important proviso is: how can SCRT have the advantage over Dretske's view 

given that the arguments in Chapter 3 have already shown his theory to be inadequate 

as an account of misrepresentation? Here I need not go back and show that the causal 
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theories do not allow for misrepresentation, or that teleological theories fail also, but 

only that SCRT is superior to these theories after they concede that misrepresentation is 

impossible. Now notice how Dretske's argument here presupposes the wide content of 

representations, and the possibility of misrepresentation. On his account, what separates 

me and my physical duplicate are our reasons, and these are (allegedly) different because 

my representations have the required history for the teleological account of 

misrepresentation, and my duplicate's do not. But we already saw that teleology does 

not manage to make any uses non-meaning-fixing, since evolution isn't sensitive to the 

difference between liberal and conservative readings of the function of the 

representational mechanism. In the case of the frog snapping at flies, as long as enough 

of the little black moving things in the frogs vicinity are flies, the function of the 

mechanism can just as well be to produce representations meaning little-black-flying-thing 

as to produce representations meaning fly. So Dretske is not entitled to the difference 

in reasons between me and my Twin. In fact, it seems obvious that me and my Twin 

have the very same reason for moving our arms: we think there is a fly to be swatted, 

and we want to swat it. If there is in fact no fly in my Twin's vicinity, I would still have 

a 'FLY' representation in those circumstances. So neither of our 'FLY' representations 

meansfly. Rather, both me and my duplicate meanfly-like-thing, and we both think that 

all fly-like things are worthy of being swatted. So I move my arm, and my duplicate 

moves his arm, and our representations have the exact same content, so our reasons are 

the same. I take Chapters 2 and 3 to have already shown that representations don't get 
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wide content on a naturalistic use theory. Given this, the misrepresentation-less modified 

Dretskean theory appeals to teleology to no avail. Even if we include the internal source 

of behavior in our description of the behavior, the fact that every use is a meaning-fIxing 

use robs such a view of behavior of its explanatory bite. The explanatory impact that 

Dretske thinks content has comes from its being wide content, and having the relational 

properties that come with wide content. But content is not wide, and doesn't allow for 

misrepresentation. And this means that content is not relevant to explaining behavior. 

The conclusion is that SCRT beats its competitors, once they concede the 

impossibility of misrepresentation as they must, given the arguments in Chapters 2 and 

3. But I can't very well say that SCRT is the one true view, and that the others are 

false, since SCRT denies that there can be misrepresentation and false belief. So what 

can I say? SCRT is the best theory of content, and it is quite likely that the alleged 

competitors are not even theories of content, but rather theories of schmontent. And it 

is better to have a theory of representational content than a theory of schmontent. It is 

more useful, successful, pragmatically warranted, and so on. So not only do the other 

theories fail to make some uses misuses, misrepresentations, and not only can we explain 

how SCRT could be true, but we can say why it should be preferred over its 

competitors. 
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ID. CONCLUSION 

Now is the time to reflect on the new view of content that I have proposed. We 

have seen the arguments against the various ways to distinguish meaning-fixing uses from 

non-meaning-fIxing uses, and that failure to make this distinction amounts to failure of 

any misrepresentation. We have also seen the general reasons to favor naturalism about 

content and to have a use theory of mental content. Non-use theories are either 

mysterious, circular, or question-begging. And many of them also have trouble 

accounting for misrepresentation. This leaves us with a single-factor conceptual role 

theory in which all the uses of a mental representation count toward determining the 

content, and this is what I have called Strict Conceptual Role Theory. It bites the bullet 

and concedes that there can be no misrepresentation. 

Added to SCRT is a pragmatic account of what is really going on when we speak 

of having made 'mistakes' or misrepresented reality. I argue that what we are up to is, 

in fact, changing concepts, and discontinuing the use of representations which do not lead 

us to success. This is often an unconscious process, but even when under voluntary 

control, it is so ingrained in us to think in terms of error and misrepresentation that we 

do not realize that we are really changing or rejecting concepts, rather than denying the 

correctness of the use of a concept. This pragmatic view has ramifications for 

epistemology, for other areas of philosophy, and for science, especially psychology and 

artifIcial intelligence. I have only scratched the surface of the implications of SCRT and 
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the rejection of misrepresentation. But one area which required close attention was the 

question of holism. 

We have seen that SCRT is not just one theory, but a family of theories. They 

share the adherence to conceptual role as sole determinant of meaning, and they share 

the rejection of misrepresentation. But they differ in how they define conceptual role, 

and as a result they give us different degrees and kinds of both confirmation holism and 

meaning holism. The verificationist epistemic view of conceptual role gives us radical 

meaning holism, while the functionalist computationalist view of conceptual role gives 

us only Schematic holism, and not full-fledged meaning holism. The mixed view, 

Diachronic Epistemic Role Theory, gives us some elements of each of the others. I have 

not argued for or chosen one of these as the correct version of SCRT, and it is 

advantageous not to have to decide. SCRT lives on both the verificationist, anti-realist 

side and the realist, cognitive science side of the philosophy of mind and the theory of 

meaning. Hence it cannot be rejected out of hand by one side or the other, and this 

flexibility is one thing that gives SCRT its far-reaching implications. 

So what are we to say of this view of representation, according to which we do 

not represent anything incorrectly, but we do represent things in less than successful 

ways, and we replace less useful concepts with more useful ones? Perhaps an analogy 

will help, an analogy with a ship, a combination of the old Ship of Theseus story and 

Neurath's (1932) comparison of belief change with rebuiiding the ship while at sea: It 

isn't as if christening the ship is the end of our ontological and metaphysical worries -
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it is only the beginning. As the planks are replaced, we must continually ask: Same 

ship? So it is with concepts and mental representations. Baptizing them doesn't forever 

fix their continued use and their content. So as we go through the world doing our best 

to represent it and meet with success in it, we wonder - are we using the same 

representation, the same concept, for X as we were using before? Does the 

representation mean the same thing that it did before? If we are strict, the answer to at 

least one of these will be: No. 

But even if the planks are changed, this doesn't mean that the ship will no longer 

float. It is a matter of which planks are changed, and how strong the new ones are 

which we put in their place. And, it seems clear that having different planks does not 

mean it is no longer a ship. Yet even as the collection of planks remains a ship, some 

ships float better than others; some leak, some don't. Some simply sink. We would be 

well advised to rebuild our ship not only so that it does not sink, but so that it is as sea

worthy as we can make it. After all, that is the point of changing the planks. 

Similarly, conceptual flux may mean that either the meanings of the concepts 

change or which concepts are in use changes, but they are still concepts and 

representations, and they are related to their predecessors. They still mediate our 

relation to the external world. They just don't mediate it in as simple a way as was once 

thought. And the concepts are still part of a mind. No cognitive suicide here. But the 

concepts do undergo change: We build and rebuild them, and change them, both 

consciously and unconsciously. Our goal is to make the best ones we can. All 
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representations may be equally true, but some are more equal, i.e. more successful, than 

other. Some get you around in the world fairly well, others less well. Still others get 

you killed. But their changability doesn't mean that they are no longer concepts, no 

longer representations, no longer meaningful. We have here a new view of what 

meaning is. Having meaning is like having buoyancy: it is not just a matter of whether 

you sink or float, but how much leaks through the cracks and how well you can pump 

out what leaks in. Representations are like planks: they cannot be false, but they can be 

bad. 

So much for the analogy, and on to a final thought. The theory of SCRT and the 

conceptual flux it brings with it is unusual, and seems to some to be mad or 

preposterous. But lots of things that were once thought to be preposterous are things we 

now believe are true. Most every scientific and intellectual revolution was at the 

beginning thought to be crazy. The moral for our story about SCRT, and the lack of 

misrepresentation, the holism, and the conceptual flux that go along with it, can be 

summed up by an anecdote. Near the end of his long career, the famous symphony 

conductor Otto Klemperer was notorious for slow tempos. On the occasion of recording 

Beethoven's Sixth Symphony, his tempos were very slow. His producer complained 

during a break in the recording session that it was just too slow. Klemperer's reply was 

something like: 'Yes, it is slow. But you get used to it.' The no-misrepresentation Strict 

Conceptual Role Theory of mental content seems at first to be just too strange to be 

believed. But one gets used to it. And the more one thinks of representation in this 
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way, the more natural-sounding it becomes. Biting the bullet isn't so bad if the bullet 

turns out to taste good (though it may be an acquired taste). What's more, given the 

arguments against misrepresentation, we have no choice. 

-----_.-.-. _._-_. __ ._ .. - -- ....... _- ._. 
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