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ABSTRACf 

Conformational analysis provides a means of understanding a wide variety of chemical 

interactions. However, the complexity of the potential energy hypersurface for large 

molecules has restricted the use of conformational search in molecular modeling. The 

model building, or template joining, method employed by the WIZARD program is capable 

of overcoming many of the shortcomings of commonly used conformational search 

programs. While WIZARD has been shown to be widely applicable, the program still 

possesses a few limitations. This dissertation describes work done to overcome these 

limitations. 

When WIZARD is used to perform a conformational search on large, flexible molecules, 

the number of fragment combinations becomes very large and the conformational search 

can be extremely time consuming. Section I of this dissertation presents WIZARD III, a 

new version of the WIZARD program which is capable of applying a number of different 

search strategies to the conformational analysis problem. By employing search techniques 

such as genetic algorithms and simulated annealing, WIZARD III is capable of performing 

extremely rapid conformational analysis on large systems. 

Any program which performs molecular modeling based on an internal knowledge base 

will be only as good as the axioms it possesses. It would be desirable to create a program 

which is capable of integrating new knowledge with minimal interaction from the user. 

Section II of this thesis presents the MOUSE program, which utilizes inductive machine 

learning to derive new rules of conformational analysis. These new rules can be used to 

augment WIZARD's knowledge base and improve its ability to predict conformations. 



CHAPfER 1 

CONFORMATIONAL SEARCH 
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INTRODUCTION 

In the last decade, the computerized detennination of molecular structure has become a 

valuable tool for chemists. It has become a popular notion that the objective of 

computerized structure determination is to locate the absolute lowest energy, or global 

minimum conformation. However, in a number of studies, the global minimum 

conformation will not provide an adequate description of a molecule's conformational 

behavior. Consequently, it is often beneficial to generate an ensemble of low energy 

conformations. 

The determination of an ensemble of conformations is important in a variety of chemical 

disciplines. A number of recent studiesl -3 have shown that the conformation assumed by 

a ligand in a macromolecular receptor often has an energy several kilocalories greater than 

that of the unbound conformation. In such cases, the examination of only the global 

minimum will not provide information on whether a particular ligand is capable of binding 

to a receptor. Furthermore, it is well known that physical properties such as dipole 

moment and NMR coupling constants are weighted averages of an ensemble of 

conformations. Therefore, in order to understand properties that are influenced by the 

conformation of a molecule, it is necessary to generate a representative ensemble of low 

energy conformations. A variety of procedures for generating ensembles of conformations 

have been developed. This chapter provides an overview of a number of popular methods 

and introduces the model building method, which provides a basis for the work in the 

following chapters. 

Conformational search methods are typically divided into three classes: systematic search, 

stochastic search, and molecular dynamics. Systematic search attempts to explore a 
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complete set of conformational possibilities, while stochastic methods randomly generate a 

large number of conformations with the objective of producing a representative set. 

Molecular dynamics searches conformational space by simulating molecular motion. An 

overview of each of these methods is provided in the next section. 

SYSTEMATIC SEARCH 

Any molecule possesses an infinite number of conformations. Since it is not possible to 

examine all possible conformations in a finite period of time, systematic methods have been 

developed to explore conformational space by examining combinations of torsion angles at 

fixed rotational increments. One of the most widely used systematic search techniques is 

the grid search. In a grid search, torsion angles are selected at particular intervals (typically 

30 to 60 degrees) and all combinations of these increments are explored. For example, the 

two central bonds in n-pentane would be rotated in constant increments through 360 

degrees. The number of conformations investigated by a grid search can be regarded as 

MN, where M is the number of dihedrals and N is the number of points to be sampled for 

each dihedral (N = 12 for sampling at 30 degree resolution). Figure 1.1 provides an 

illustration of the number of conformations which must be investigated when carrying out a 

grid search for various molecules at 30 degree resolution. For a molecule with ten 

dihedrals, more than ten million conformations must be investigated. Even if the 

investigation of each conformation requires one second, the complete conformational 

search on such a molecule would consume 3.2 years. 
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Figure 1.1. The perjomzance of a grid search as a function of the number of dihedrals. 

Due to the exponential increase in analysis time, systematic search methods become 

impractical for compounds with more than six dihedrals. Sti1l4 and DammkoehlerS have 

each developed methods for decreasing the time required for a systematic search. These 

methods operate by locating dihedrals which lead to only strained conformations and then 

eliminating these regions from the space to be searched. While these methods have allowed 

grid search to be used for some flexible molecules, they are still impractical for molecules 

with more than 10 rotatable torsions. 
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STOCHASTIC SEARCH 

The stochastic methods discussed in this section operate by generating a series of random 

confonnations and refining each structure to a local minimum. Among the most widely 

used stochastic search techniques are Monte Carlo search, exemplified by the work of 

Saunders, 6 and distance geometry7 An overview of each of these techniques is provided 

below. 

In a Monte Carlo search, a new confonnation is generated by randomly changing the 

position of one or more atoms of a starting confonnation. This change in position can be 

effected by modifying either the relative atomic positions or the dihedral angles. Figure 1.2 

illustrates a portion of a Monte Carlo search. Two dihedral angles in confonnation A are 

modified to give confonnation B, which is highly strained. Energy minimization of 

confonnation B leads to a new confonnation, C. 

B 

A 
C 

Figure 1.2. A portion o/a Monte Carlo search. 
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The Monte Carlo search then continues by modifying conformation C to produce a new 

conformation, which is also subjected to minimization. This process of generating new 

structures and minimizing the energy is continued until a large number of conformations 

have been generated The major limitation of the Monte Carlo method is the enormous 

number of structures which must be generated in order to ensure conformational coverage. 

It has become common practice to run a Monte Carlo search until each conformation has 

been found six to ten times. Although stochastic methods initially discover many unique 

conformations, they eventually spend a great deal of time rediscovering conformations 

which have already been found. 

Distance geometry is a stochastic search technique which utilizes constraints on inter-atomic 

distances, thereby limiting the search space. These distances can be obtained from standard 

tables of bond lengths and angles or from data obtained by experimental techniques such as 

NMR spectroscopy. In the distance geometry method, a matrix of upper and lower bounds 

for inter-atomic distances is created. A random distance within these bounds is then 

assigned to each pair of atoms. The set of distances is then converted to a set of Cartesian 

coordinates using a mathematical technique known as embedding. The coordinates 

obtained by embedding are then optimized using standard gradient minimization 

techniques. Since distance geometry is a random method, the calculation must be run using 

several sets of random distances, in order to ensure sufficient coverage of conformational 

space. Like other random methods, distance geometry suffers from the fact that many of 

the structures may converge to the same minimum during optimization. As a result, a large 

number of distance geometry calculations must be carried during the attempt to generate a 

complete conformational ensemble. 
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MOLECULAR DYNAMICS 

Molecular dynamics8 simulates the motions of atoms according to classical mechanics. By 

repeatedly applying Newton's second law (F = rna) and calculating the positions and 

accelerations of atoms as a function of intermolecular forces, it is possible to simulate a 

molecule's dynamic behavior. In performing a molecular dynamics calculation, the time 

step must be shorter than the time required for bond stretching. For this reason, a time step 

of 1 femtosecond is typically used. Conformationai search is performed by selecting 

structures at fixed time intervals and minimizing their energies. Since conformational 

behavior takes place on a nanosecond to millisecond time scale, it is often necessary to 

calculate more than a million time steps of one femtosecond each in order to observe 

conformational changes. Since each time step in the molecular dynamics run may require 

several seconds to calculate, the entire simulation often consumes hundreds of hours of 

supercomputer time. 

MODEL BUILDING METHODS 

This section provides an introduction to an alternate means of conformational search known 

as the model building, or template joining method. This approach to molecular modeling 

was pioneered by Dolata and Carter9 with the program, WIZARD I, and further refined by 

Dolata, Leach and ProutlO with the program, WIZARD II. Variations of the model 

building approach have been adopted in a number of other programs including AIMB,11 

Chern-X, 12 and Concord. 13 In the model building method, conformations are produced by 

assembling a series of conformational units from a library of structural fragments. For 

example, conformations of decalin could be built up by assembling pairs of cyclohexane 

conformations. 
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As an example, we will consider the analog of cyclazocine shown in Figure 1.3. WIZARD 

begins by identifying six overlapping patterns in the input structure. WIZARD chooses the 

cyclohexyl, cyclohexenyl, benzene, cyclopropyl and ethyl conformational units which 

correspond to topological fragments which are readily recognized by organic chemists. 

cyc1opropyl 
cyc10hexyl 

} cyclohexcnyl 

'0 
benzenc 

Figure 1.3. Confonnational units chosen for a cyclazocine analog. 

Each conformational unit is represented in three dimensions by a series of templates. The 

cyclohexyl pattern in Figure 1.4 is represented by four templates, a chair, a boat, and 



O=>*+t~~ 
O=>-t*-~~ 

, ---L' \ I 
CH3CH3~ r' ~ 

O=> XX C> = >4< 
Figure 1.4. Templates associated with each o/the confomUltional units. 
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two enantiomeric twist boats. All other conformational units shown in Figure 1.4 are 

represented by one or more templates. These templates are obtained by searching 

crystallographic databases such as the Cambridge Structure Database, or by utilizing one of 

the conformational search techniques described earlier. 

As mentioned previously, WIZARD builds conformations by joining14 different 

combinations of templates. Figure 1.5 illustrates the process of joining a cyclohexane unit 

with a cyclohexene unit in order to produce a larger conformational unit. In the joining 

process, two conformational units are first oriented so that the overlap between common 

atoms is maximized. The positions of the common atoms are then averaged to produce a 

new conformational unit 
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Figure 1.5. Joining a cyclohexane and cyclohexene to produce a new confonnational unit. 

Figure 1.6 illustrates the process of assembling one cyclazocine conformation from a series 

of templates. In each step in the building process, a new template is added to a growing 

structure, which is referred to as an assemblage. 

Figure 1.6. Building a cyclazocine confonnationfrom templates. 
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SEARCHING CONFORMATIONAL SPACE WITH TEMPLATES 

The model building approach can be the foundation of a systematic method of searching 

conformational space. Model building programs have search engines that suggest which 

combinations of templates should be assembled. This section provides an overview of two 

search techniques which were implemented in previous versions of WIZARD. The depth

first search (DFS) is a technique which attempts to locate all low energy conformations. 

By contrast, the A * search is a directed search which attempts to rapidly locate the global 

minimum conformation. In addition to these methods, two new search techniques have 

been added to the current version of the program. The new techniques will be discussed in 

the next chapter. 

A common means of representing a search space is with a tree consisting of a series of 

nodes connected by arcs (Figure 1.7). A node represents a state, which can be a symbolic 

or 3-D representation of a portion of a molecule. Any node which can be reached in a 

single downward step from another node is referred to as a "child" of the preceding node. 

In Figure 1.7, the nodes labeled 2, 3, and 4 are children of node 1. Programs which 

employ search trees typically possess some method of examining a node and determining 

its successors. This process is known as expanding a node. In WIZARD, this operation 

consists of adding a template to the assemblage represented by the node being expanded. 



Initial State 

1 

Goal States 

Figure 1.7. A typical search tree. 
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The tree representation of conformational space is common to both the DFS and the A* 

search. In order to develop an understanding of the use of trees in conformational search, 

we will consider the relatively simple case of cis-1,2-diethylcyclobutane. Figure 1.8 

shows the conformational units in cis-1,2-diethylcyclobutane as perceived by WIZARD. 

The molecule is divided into three conformational units, a cyclobutane and two butyl units. 

Conformations of cis-1,2-diethylcyclobutane can be built up by combining a cyclobutyl 

template with two butyl templates. 



CH3-CH2 
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Figure 1.B. The con/onnational units selected/or cis -1,2-diethylcyclobutane. 

Figure 1.9 shows the templates associated with the conformational units in cis-l,2-diethyl

cyclobutane. The cydobutyl unit has two conformations, planar and non-planar. Each 

butyl unit has three templates, anti, gauche+, and gauche-. 

D > 

non-planar planar 

CH3-CH2 
...... C~ 

I > 
CHs 

anti gauche + gauche -

Figure 1.9. The templates associated with the con/omlational units selected/or cis -1,2-

diethylcyclobutane. 
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Figure 1.10 shows the conformational search tree for cis-l,2-diethylcyclobutane. Level 1 

(nodes 1 and 2) represents the conformations of the cyclobutyl unit, level 2 (nodes 3 - 8) 

represents the conformations of one of the butyl units, and level 3 (nodes 9 - 27) represents 

the conformations of the other butyl unit A conformation can be built up by traversing a 

downward path from the root of the tree to any terminal node. 

root 

~------
levell 

non-planar planar 
1 2 

/'" /1" 
level 2 gp an gm gg an gm 

3 4 5 7 8 

11/ //\ ~ 41 /1\ \~ 
level 3 91011 12 13 14 15 16 17 18 19 20 21 22 23 24 25 

gp an gm gp an gm gp an gm gp an gm gp an gm gp an 

Figure 1.10. The confonnational search treeforcis-1.2-diethylcyclobutane. 

Depth-first search 

WIZARD can use a depth-first search method to perform an exhaustive search of 

conformational space. A depth-first search operates by following the arcs of a search tree 

so as to examine the terminal nodes from left to right. At the start of the DFS, WIZARD 

pursues the left-most path and selects the non-planar cyclobutane (node 1). The program 

then follows the left-most path downward and joins this template with the gauche+ butane 

template (node 3) to produce the assemblage shown in Figure 1.11. 

26 
gm 



root 

~Planar 
/1" gp ® 4 5 

//1 11\ \~ 
9 10 11 12 13 14 15 16 18 

Figure 1.11. The first assemblage. 
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Upon joining the templates, WIZARD attempts to criticize each join on the basis of the 

quality of fit between common atoms (shown shaded in Figure 1.11). If the common 

atoms don't fit well (e.g. the bond angles are too different) then the join will be rejected. 

After determining whether the fit is acceptable, the assemblage is checked for van der 

Waals exclusions. An examination of the assemblage in Figure 1.11 shows that the atoms 

indicated by the arrows have an unacceptable amount of van der Waals strain. If WIZARD 

perceives that an assemblage contains a poor fit or van der Waals exclusion, the search tree 

is "pruned" so that children of the unacceptable node will not be explored. In this case, 

node 3 is pruned so that nodes 9, 10 and 11 will not be explored. This pruning process 

can save a great deal of CPU time since entire families of strained conformations are 

detected early in the run. 



~~ 
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Figure 1.12. The result of joining the non planar cyclobutane template with the anti butane 

template. 

Since there are no acceptable downward paths from node 3, WIZARD backtracks to node 1 

and continues down the next available unexplored path which leads to node 4. This 

traversal corresponds to the joining of the non-planar cyclobutane template with the anti 

butane template to produce the assemblage shown in Figure 1.12. Upon determining that 

the fit is acceptable and that the structure is free of van der Waals exclusions, WIZARD 

traverses the path downward to node 12. This traversal corresponds to the joining of the 

gauche+ butane template with the assemblage in Figure 1.12. Since node 12 is a terminal 

node, the assemblage corresponds to a complete conformation of cis-l,2-diethyl 

cyclobutane. WIZARD examines this conformation and determines that it contains a van 

der Waals exclusion. At this point, the conformation is rejected and the program 

backtracks to node 4. 
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> vdW exclusion 

Figure 1.13. The result of combining the gauche+ butane template with the assemblage in 

Figure 1.12. 

The program then continues downward to node 13 and joins the anti butane template to the 

assemblage in Figure 1.12. This produces a new conformation which is shown in Figure 

1.14. This conformation does not contain any van der Waals exclusions and is therefore 

written to disk. Once all the children of node 4 have been visited, the progmm backtmcks 

to node 1. From node 1 the program continues moving downward to node 5, visiting each 

of its children. This process is continued until all nodes have either been visited or pruned. 

Figure 1.14. The result of combining the anti butane template with the assemblage in 

Figure 1.11. 
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A* Search 

An alternative to the exhaustive DFS is the A * search. The A * search is a heuristic method 

whose objective is to rapidly locate a small set of conformations whose energies are close 

to the global minimum conformation. The A * algorithm uses the same search tree which 

was used in the DFS, but utilizes heuristics, or rules of thumb, to guide the search. After 

expansion of a node, the program examines the children of the current node in order to 

determine which path to pursue. Each child node, n, is assigned a score, f*(n), which is 

the sum of two components, g*(n) and h*(n). The value g*(n) is the gnostic term which 

expresses information which is known and h*(n) is the heuristic term which provides an 

estimate of the cost of completing the search from node n. In WIZARD III, the 

component, g*(n), corresponds to the strain energy of the assemblage represented by node, 

n, and h*(n) is a heuristic estimate of the energy of a complete conformation that will be 

built from the assemblage at node n. 

In an exhaustive search the result of the A * search will be the same as the DFS. But when 

a subset is produced, the quality of the heuristic term, h*, is the key to the A * search. If h* 

provides an accurate estimate of the cost , the search will lead to the global minimum 

conformation or a conformation with only slightly higher energy. However, if h* is 

inaccurate, the search may spend a great deal of time pursuing unprofitable pathways. 

In order to illustrate the A * algorithm, we will reexamine the conformational search for cis 

-1,2 diethylcyclobutane. WIZARD recognizes three conformational units in this molecule, 

a cyclobutane and two butane units. The cyclobutane unit has two templates (planar, non

planar), while the butane unit has three templates (anti, gauche+, and gauche-). The 
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energies of the templates, expressed in kcal mol -1 and calculated using the MM2 force 

field, are shown in Table 1.1. 

Table 1.1 - The strain energies of the templates used for cis -1.2-diethylcyclobutane. 

Level Conformational Template 1 Template 2 Template 3 
Unit 

1 cyclobutane 29.40 30.32 
non-planar planar 

2 butane 2.71 6.35 6.35 
anti gauche+ gauche-

3 butane 2.71 6.35 6.35 
anti gauche+ gauche-

As with the DFS, the A * search builds conformations of cis -J ,2-diethylcyclobutane by 

starting with a cyclobutyl template and adding two butane templates. 

g* = 29.40 kcal 
h* = 5.42 kcal 
f* - 34.82 kcal 

g* = 30.32 kcal 
h* = 5.42 kcal 
f* ~ 35.74 kcal 

Figure 1.15. The result of expanding the root node. 

Like the DFS, the A * method begins at the root node, which is labeled as R in Figure 1.15. 

This node has two children, nodes 1 and 2. Node 1, non-planar cyclobutane, has a stmin 



36 

energy of 29.40 kcallmol and node 2. planar cyclobutane, has a strain energy of 30.32 

kcal/mol. The h* value for each of the cyclobutane templates is the sum of the energies of 

the two butane teinplates (2.71 + 2.71 = 5.42 kcal/mol). Adding the h* value of 5.42 

kcal/mol to each of the g* values gives r* values of 34.82 kcal/mol for the non-planar 

cyclobutane at node, 1, and 35.74 kcal/mol for the planar cyclobutane at node, 2. 

f* = 34.82 kcal 

/1 
g* = 32.44 kcal 
h* = 2.71 kcal 
f* = 35.15 kcal 

g* = 32.07 kcal 
h* = 2.71 kcal 
f* = 34.78 kca1 

g* = 42.53 kcal 
h* = 2.71 kcal 
f* = 45.24 kcal 

Figure 1.16. The result of expanding node a. 

f* = 35.74 kcal 

Since node I has the lower r* value, the path from the root node to node 1 will be pursed. 

Expanding node 1 produces three children, nodes 3, 4, and 5. These nodes correspond to 

the combination of the non-planar cyclobutyl template with the gauche+, anti, and gauche

templates of the butane unit. WIZARD builds the assemblages corresponding to nodes 3, 4 

and 5 by joining the appropriate butyl template with the non-planar cyclobutane template. 
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The prognun then uses the MM2 force field to calculate the strain energy of each 

assemblage. This strain energy then becomes the g* value for each of the nodes. 

In order to build a complete conformation from the assemblage represented by node 3,4, 

or 5, it is necessary to add another butane template. The h* value for these nodes is the 

energy of the anti butane template (2.72 kcal/mol). Adding the g* and h* values for nodes 

c, d and e gives the r* values shown in bold in Figure 1.15. As can be seen in Figure 

1.15, there are now 4 nodes, 2, 3, 4 and 5, which can be expanded. In the A * search, 

WIZARD always expands the node with the lowest f* value. Since node 4 has the lowest 

r*, it will be expanded next. 
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f* = 35.82 kcal f* = 36.74 

/ 
f* = 35.15 kcal 4 f* = 45.24 kcal 

f* = 34.78 kcal 

/ 
7 

41.60 kcal 141.32 kcal 

48.68 kcal 

Figure 1.17. The result oJexpanding node d. 

Expanding node 4 leads to nodes 6,7, and 8, which are terminal nodes and represent three 

conformations of cis-l,2-diethylcyclobutane. At this point, the search may be either 

terminated or continued. If the search is continued, the node with the lowest r* is 

expanded until a user defined number of conformations have been located. 

It must be noted that the first structures located by the A * search may not necessarily be the 

lowest energy conformations. A simple example of this phenomenon can be seen in the 

kcal 
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case of cis -l,4-ditert-butylcyclohexane. The A * search would initially attempt to build 

conformations of this compound using a chair cyclohexane template, however, the lowest 

energy confonnation for this molecule must be constructed using a twist-boat 

confonnation. The A * algorithm would not attempt to use the twist-boat template until late 

in the search. 

Figure 1.18. Two confonnations of cis -1,4-ditert-butylcyclohexane. 
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CHAPTER 2 

WIZARD III - THE APPLICATION OF NOVEL SEARCH ALGORITHMS TO THE 

MODEL BUILDING MEfHOD OF CONFORMATIONAL ANALYSIS. 
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INTRODUCTION 

While the WIZARD II program has proven that the fragment assembly method is a viable 

approach to conformational search,15,16 a few factors have limited its applicability to a 

wider variety of chemical problems. The depth-first search method implemented in 

WIZARD II is very effective in performing conformational searches on systems which do 

not display a great deal of flexibility. However, for molecules with many degrees of 

freedom, there is often little possibility for early pruning of the conformational search tree. 

If the tree cannot be pruned, an exhaustive search can be extremely time consuming. The 

increase in the number of nodes in the search tree is exponential with the number of 

conformational units in the molecule. For molecules with more than ten conformational 

units, even early pruning is not sufficient to allow the conformational search to be carried 

out in a reasonable amount of time. 

Some applications, such as mechanistic investigations, require a complete ensemble of 

conformations. In other cases, however, the goal is not to generate the complete ensemble, 

but to generate a representative sample of a molecule's available conformations. In ligand 

binding studies, hundreds of compounds are analyzed in order to locate a few which are 

capable of assuming a conformation necessary for biological activity. Performing an 

exhaustive search on such a large set could require several months or even years. In order 

to facilitate such studies, two new search algorithms have been added to the WIZARD 

program. This chapter provides an overview of these algorithms, which were added 

during the development of latest version of the program, WIZARD III. 

The first of the new search techniques is the genetic algorithm (GA) method, which 

borrows ideas from biological evolution. In the GA method, a population of 
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conformations is allowed to evolve, producing a large ensemble of low energy 

conformations. Also added was the simulated annealing (SA) method, which utilizes 

statistical mechanics to arrive at a population of low energy conformations. The SA 

method is extremely rapid and has proven to be a valuable technique for converting a 

database consisting of two dimensional information into a database of three dimensional 

structures. 

THE GENETIC ALGORITHM METHOD 

Genetic Algorithms17•18 are probabilistic search techniques based on the principle of 

evolution and natural selection proposed by Charles Darwin19 in 1859. In a Genetic 

Algorithm, possible solutions are encoded in a "chromosome-like" data structure. A group 

of (typically random) chromosomes that make up a population of solutions is allowed to 

"evolve", thereby producing a superior set of solutions. The basic genetic algorithm cycle 

is shown in Figure 2.1. 

Initial Population 

......... -----__ ..... New Population 

CSelecti00 

Figure 2.1. The genetic algorithm cycle 
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The first step in the GA cycle is the generation of the initial population. Once the initial 

population is generated, the fitness of each of the chromosomes is evaluated. The most "fit" 

members of the population are then chosen to produce the next generation. This is known 

as the selection phase. In the crossover phase, two of the selected parents are paired and 

genetic material is exchanged. In order to avoid being trapped in local minima, a small 

fraction of the population undergoes point mutations, which effectively increase the gene 

pool. The new population created by crossover and mutation then completely replaces the 

current population and the cycle is repeated for a predetermined number of generations. 

The GA Representation 

In the GA method, WIZARD III works with a population of chromosomes, each of which 

represents a conformation. Each chromosome is composed of n genes, where n is the 

number of conformational subunits in the molecule. Each gene in the chromosome 

completely represents a conformational subunit Figure 2.2 illustrates a chromosome 

representing a cyclazocine conformation. In this example, the first gene on the 

chromosome represents the cyclohexyl unit The gene contains an integer between ° and 

(n-1), where n is the number of templates representing a particular conformational unit. 

For instance, a gene which encodes a cyclohexyl unit could contain the numbers 0, 1, 2. or 

3 to represent a boat, a chair, one twist boat, or the. other twist boat, respectively. The 

integer, 1, in this gene represents the chair conformation. Each of the subsequent genes 

represents another conformational unit. The fragment assembler in WIZARD III uses this 

abstract representation as a blueprint to build a three-dimensional representation of a 

conformation. External information pertaining to the connectivity between units is also 

required to build a conformation. However, since the connectivity is the same for all 

conformations. this portion of the description is not included in the chromosome. 
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Figure 2.2. The genetic algorithm representation. 

Generating the Initial Population 

The program begins by generating a random population of conformations, each of which is 

represented by a chromosome. Each chromosome is then decoded to produce a three

dimensional representation of a conformation. The fitness of the chromosome is then set 

equal to the reciprocal of the conformation's molecular mechanics energy as calculated 

using the Dreiding force field.2o This force field was chosen due to the wide variety of 

chemical compounds to which it can be applied. Although the Dreiding force field was 

used in WIZARD III, any molecular mechanics, semi-empirical or quantum mechanical 

energy evaluation could have been employed. 

Selection 

In the selection phase, the most fit (lowest energy) members of the population are chosen. 

These members will be used to produce the next generation. The selection process ensures 

that subsequent generations will inherit the characteristics of the more fit individuals. The 

characteristics of the less fit individuals will be eliminated from the population. 
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A number of strategies for selection can be employed. One of the simplest approaches is 

the best-first method, where the population is first sorted according to fitness, and the 

individuals which will breed are then randomly chosen from the top half of the population. 

Another popular method is known as roulette wheel selection. In this method, each 

chromosome in the population is represented by a space on a roulette wheel. The width of 

the space on the roulette wheel is proportional to the relative fitness of the individual. 

Chromosomes which will mate to produce subsequent generations are chosen though 

successive "spins" of the roulette wheel. Since more fit individuals will have larger spaces, 

their probability of being selected is greater. A third method is known as tournament 

selection, where two chromosomes are selected at random and the chromosome with the 

highest fitness is placed into a breeding population. This process is repeated until the 

breeding population is the same size as the normal population. The chromosomes which 

will breed are then randomly selected from the breeding population. A later section of this 

chapter provides a critical comparison of these three selection methods as applied to 

WIZARD III. 

Since fitness increases the probability of selection, members of the population with a high 

degree of fitness will typically breed several times. Members with a low degree of fitness, 

on the other hand, may not breed at all. In order to assure that the lowest energy 

conformation is preserved in each generation, WIZARD III employs an elitist strategy. In 

the elitist model, the most fit member of the population (the conformation with the lowest 

energy) is always moved to the next generation. 

Crossover 

In the crossover phase, two parent chromosomes are combined to create two children. 

Figure 2.3 illustrates a single-point crossover where two chromosomes are clipped at a 



46 

randomly chosen location in order to produce a head and a tail section. The head section 

from each of the parents is combined with the tail section from the other parent, thereby 

creating a pair of children. The combination of genetic material from two selected 

chromosomes can produce a child who is more fit, equally fit, or less fit than the parents. 

Children that exhibit a high degree of fitness are likely be selected and have their 

characteristics become part of subsequent generations. Children with a low degree of 

fitness will probably not be selected and their characteristics will disappear from the 

population. 

Parents Children 

-cli~ -recombin~ .. -
Figure 2.3. A single point crossover. 

Figure 2.4 illustrates the effect of a crossover on a pair of conformations. A random 

position between two genes in the chromosome is chosen and the parent chromosomes are 

crossed at this point The conformational units represented by the head of one parent are 

combined with the conformational units represented by the tail of the other parent. It 

should be noted that since each gene represents a single conformational unit, it is not 

possible to "split" a gene when performing crossover. 
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Parents Children 

l·t!;:;:;~:;:;;:~;;:;~:;:;:;~;;:;;~]:13 51 . 3 kcal 13 0 n::::::~:::::':~'::'§:Ii::::!1462. 4 kcal 

4a 4c 

IJ 0 3 0 1 0 i 374. 6 kcal 'I 0 i~::::?::'::~::::::~;!!il·.1150. 5 kcal 

4b 4d 

Figure 2.4. The crossover operation as applied in WIZARD Ill. 

Parent 4a is strained due to the presence of a boat cyclohexane. Parent 4b is strained due to 

a steric repulsion between a hydrogen on the cyclopropyl unit and a hydrogen on the 

cyclohexenyl unit. During the crossover, the parent genes are recombined to create two 

children. In child 4d, the boat cyclohexane has been replaced by a chair and the 

conformation of the ethyl fragment has removed the steric repulsion. Child 4c has acquired 

many of the adverse characteristics of the parents and thus has an energy higher than that of 

either of the parents. It is very likely that the pressures of future selection processes will 
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remove the characteristics of the high energy child from the population, while the 

characteristics of the low energy child will be passed on to subsequent generations. 

It is also possible to peIform multi-point crossover (Figure 2.5) where the parents are 

divided into several segments which are combined to produce two children. Single-point 

crossover can be advantageous in situations where it is necessary to have contiguous 

sections of a solution, while multi point crossover can create a greater variety of solutions. 

A later section will provide a comparison of single and multi-point crossover as applied to 

WIZARD III. 

Parents 

-c1i~ -recombin~ ... -
Figure 2.5. A multi-point crossover. 

Children 

_'i/:,:::::::::?':;::::') 

:: .... : •..... -: ... : 

In order to preserve some of the characteristics of the parent generation, not all matings 

result in crossover. This decision is based on a weighted probability. Before a crossover 

takes place, a random number is generated. If this number is less than a pre-defined 

crossover probability, then the parents are combined according to a crossover operation. 

Otherwise, the parents are copied into the next generation. The WIZARD III program 

allows the user to set the crossover probability anywhere between 0 and 100 percent 

Mutation 

Certain chromosomes undergo point mutations so that new genetic material can be 

introduced into the population. In the mutation operation, one conformation of a particular 
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conformational unit is replaced by a random conformation of the same unit. This is 

accomplished by changing the value of the integer in one of the genes to a random value. 

As with crossover, not all conformations in the population undergo mutation. The same 

scheme used in determining whether to perform crossover is used to determine whether to 

perform a mutation. 

mutation .. 
1 0 2 000 150.534 kcal 1 0 2 o~ 0 86.361 kcal 

Figure 2.6. A mutation as perfonned in WIZARD Ill. 

Figure 2.6 illustrates the mutation phase for a cyclazocine conformation. This mutation 

consists of replacing one staggered conformation of the ethyl fragment (represented by the 

number 5 in the fifth gene on the chromosome) with another staggered conformation 

(represented by the number 3). The mutation relieves the steric repulsion between the 

cyclopropyl and the cyclohexyl fragments. Since the new conformation has a lower energy 

than its parents, its characteristics have a high probability of becoming part of subsequent 

generations. 

Preserving Diversity 

In many cases, other than conformational search, the goal of an optimization problem is to 

anive at either the best or nearly the best single solution. In these cases, it is often 

desirable to allow the GA to converge to either a single solution or to a small number of 

optimal solutions. The objective of conformational search, however, is to produce a set of 
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solutions corresponding to an ensemble of low energy conformations. In order to prevent 

the population from prematurely converging on a single solution, a diversity operator has 

been implemented in the GA used in WIZARD III. The diversity operator examines the 

population once during each generation and then searches for duplicate conformations. The 

determination of duplicates is made by comparing the sum of interatomic distances for each 

of the conformations.21 This method of locating duplicates was chosen because it was 

extremely rapid However, any method of locating duplicate conformations could have 

been used. 

The diversity function can operate in one of three user-defined modes: a replacement 

mode, a penalty mode or a null mode. When the diversity function is set in the replacement 

mode, each duplicate conformation is replaced by a new random conformation. When the 

diversity functions is set in the penalty mode, the energy of all duplicate conformations is 

multiplied by a user defined penalty factor. When the diversity function is set to nUll, the 

GA operates in a standard fashion. An evaluation of the performance of the diversity 

function is given in a later section of this chapter. 

SIMULATED ANNEALING 

Simulated annealing22 is an optimization method which utilizes statistical mechanics to 

locate the global minimum (or a close local minimum) of a multi-parameter function. The 

process can be considered analogous to real annealing, whereby a solid is heated and then 

slowly cooled to produce a more ordered system. This annealing process can be viewed as 

an optimization problem in which the goal is to find an arrangement of atoms (or 

molecules) which will minimize the energy of the crystal. 
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According to Metropolis,23 at a given temperature, there is a statistical probability that a 

system will change from energy state El, to energy state E2. This probability, p, is given 

by the Boltzmann distribution, p = exp{ -(E2 - EI)/kT); where k is the Boltzmann constant 

and T is temperature in degrees Kelvin. If E2 is less than El, then p is greater than unity 

and the system will move from E 1 to E2. If E2 is greater than E 1, then p will be less than 

unity and reflect the probability of the system moving from El to E2. 

Generate a random confonnation CCUlTent 

Generate a new confonnation Cnew 

Cnew becomes CcUlTent 
Compare Energies of Ccurrent and Cnew 

no 

~-----a~epl~------------~~ 

Cnew 
-----reject 

Cncw 

Figure 2.7. A schematic description of the SA method as applied in WIZARD Ill. 

The simulated annealing algorithm in WIZARD III begins with a single conformation at a 

high temperature and proposes random replacement of conformational units while the 

temperature of the system is lowered. At high temperatures, structures which are higher in 

energy than the best structure have a high probability of being accepted. At low 
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temperatures, only structures with energies which are close to or lower than the energy of 

the best structure will have a reasonable probability of being accepted. 

Conformations are represented in the same fashion in the SA search as in the GA search. 

At the beginning of a simulated annealing run, the initial temperature is set to 196K (100 

times the value of the ideal gas constant in kcal mol -lK-1). WIZARD III begins the run by 

generating a random conformation and then evaluating its molecular mechanics energy. 

The program then randomly modifies the current conformation to produce a proposed 

conformation. This process can be considered analogous to the mutation operation in the 

GA search. The only difference is that the SA search allows multiple units to be modified, 

while the GA mutation only allows a single unit to be modified. In the example below, 

WIZARD III changes the units of the molecule represented by patterns 1 (cyclohexyl) and 3 

(ethyl) and produces a lower energy conformation. 

Modify ... 

I 9 3 5 0 4 0 200 .7 kcal 11 3 2 0 4 0 154.8 kcal 

Figure 2.8. Modifying a con/onnation in the simulated annealing method. 
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The process of generating new structures and cooling is continued until no energetically 

acceptable structures are produced at a given temperature or until a predetermined number 

of temperature steps have elapsed. 

RESULTS AND DISCUSSION 

Both the SA and GA methods contain a number of parameters which can be adjusted by the 

user. In order to test the effects of the various parameters, a series of conformational 

searches were performed on a set of structures from the Cambridge Structure Database24 

(CSD). This set of crystal structures contains a wide variety of cyclic and acyclic 

functionalities, and has been used as a benchmark for a number of force fields20.25.26 and 

several conformational search methods.27•28 The complete set of structures along with 

their CSD ref codes is shown in Appendix A. Due to the presence of molecular features for 

which there were no force field parameters, six structures (ACIMDC, ACPENClO, 

ACRAMS, ADMOPM, AFCYDP, AFlJfDZIO) were removed from the test set. 

In many cases, a crystal conformation may be deformed by intermolecular forces. In order 

to eliminate the effect of crystal packing, each of the crystal structures was minimized using 

the MM2 force field in Batchmin 4.5.29 This conformation was then used as a reference in 

each of the tests which were perfonned In each test, WIZARD was used to generate an 

ensemble of conformations for each of the 70 compounds in the test set. Each 

conformation in the ensemble generated by WIZARD III was then subjected to 

minimization using the MM2 force field in Batchmin 4.5. Four metrics were chosen to 

compare the conformational searches. 
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1. AE. The MM2 energy of the minimum energy conformation generated by 

WIZARD III was compared with the MM2 energy of the reference conformation. 

All AE values were calculated using the formula: 

AE = (Energy of the lowest conformer found by WIZARD III) - (Energy of the 

reference conformation). 

Thus, a negative value for AE indicates that WIZARD III located a conformation 

which is lower in energy than the reference conformation. All AE values are 

reported in kcal/mol. 

2. Number of Conformations Generated. A conformational search program should 

be able to generate an ensemble of low energy conformations. The ensembles 

generated using different parameter combinations were compared by determining 

the total number of unique conformations within 10 kcal of the lowest energy 

conformation. This energy window is typically used because a molecule bound in a 

receptor can often achieve up to 10 kcal of stabilization through hydrogen bonding. 

The number reported is the average number of conformations generated for the 70 

molecules in the test set 

3. RMS fit. A conformational search program should be capable of generating 

structures which reproduce the experimentally determined conformation of a 

molecule. The ability of WIZARD III to reproduce the crystal geometry was 

measured by calculating the RMS fit of each of the conformations generated by 

WIZARD III to the minimized crystal conformation. The RMS fit is calculated by 

overlaying the heavy atoms in the reference conformation with the corresponding 
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atoms in confonnation generated by WIZARD III. The RMS fit is then calculated 

as the square root of the sum of the of distances between corresponding atom pairs. 

In a previous study,30 RMS fits have been classified as shown below: 

0.0 - 0.5 excellent 

0.5 - 1.0 good 

> 1.0 poor. 

All RMS fit values are reported in Angstroms. 

4. Runtime. The CPU time to perfonn a confonnational search is reported in 

seconds. All tests were run on an IBM RISC 6000, Model 590. 

Evaluation of the Genetic Algorithm Method 

The GA method in WIZARD III contains several user definable parameters. These 

parameters can be set by changing values in a configuration file. 

Crossover Percentage - controls the percentage of chromosomes which will undergo 

crossover. 

Mutation Rate - controls the percentage of the population which will undergo point 

mutations. 

Population Factor - controls the population size. The population factor is multiplied by 

the number of confonnational units in the molecule and the product is the population size. 

Diversity Factor- controls how duplicate chromosomes will be treated. If the diversity 

factor is set to a value greater than 0, then the energy of the each duplicate structure is 

multiplied by the diversity factor. If the diversity factor is set to a value less than or equal 
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to zero, then the program runs in replacement mode, in which each duplicate chromosome 

is replaced by a new random chromosome. 

In each of the tests below the number of generations was set equal to the number of 

conformational units in the molecule. Unless otherwise stated, all other parameters were as 

listed in Table 2.1. 

Table 2.1. The default parameter set used to evaluate the GA method. 

Parameter 
selection algorithm 
crossover algorithm 
crossover % 
mutation % 
population factor 
diversity 

Default Value 
tournament selection 
single point crossover 
60.0 
10.0 
10.0 
on 

Comparison of Selection Algorithms 

In order to detennine which selection method would be optimal in WIZARD III a series of 

three runs over the test set was conducted using best-first selection, tournament selection, 

and roulette wheel selection. Table 2.2, and all the tables below, report the average over all 

70 compounds for each of the four values used to evaluate the conformational search. As 

can be seen from Table 2.2 each of the selection methods yielded excellent results. 

Tournament and roulette wheel selection methods performed slightly better than the best

first selection. This can be attributed to the fact that both of these methods allows for the 

selection of members of the population with a relatively low d~gree of fitness. In many 

cases, a conformation may be high in energy due to a single unfavorable interaction. This 

unfavorable interaction can often be relieved by performing a crossover or mutation, thus 

producing a low energy conformation. 



Table 2.2. A comparison of selection algorithms. 

Selection 
Algorithm 

best-first 
tournament 
roulette 

AE 
(kcal/mol) 

-0.71 
-0.87 
-0.83 

CONFS 

21.54 
25.21 
25.33 

Comparison of Crossover Algorithms 

RMS 
(A) 

0.44 
0.37 
0.39 

Runtime 
(sec) 
18.01 
18.32 
18.16 
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In order to determine whether single or multi-point crossover would be optimal for 

WIZARD III, two test set runs were conducted using single point crossover and multi

point crossover. The results in Table 2.3 indicate that the two crossover methods were 

equivalent in terms of energy differences, runtimes and number of conformations. 

Table 2.3. A comparison of crossover algorithms. 

Crossover 
Method 

single point 
multi-point 

AE 
(kcal/mol) 

-0.87 
-0.83 

CONFS 

25.21 
24.01 

Comparison of Crossover . Rate 

RMS 
(A) 
0.37 
0.39 

Runtime 
(sec) 
18.32 
18.71 

The crossover percentage can have a significant impact on the performance of the GA. If 

this parameter is set too high, very few of the low energy conformations will be passed to 

subsequent generations. Conversely, if the crossover rate is too low, t!ten there will be no 

exchange of genetic material, and new conformations will only be produced through 

mutation. Table 2.4 shows the results of six runs over the test set where the crossover rate 

was varied between 0 and 100 percent. 



Table 2.4. The effect of varying the crossover rate. 

Crossover % AE 
(keal/mol) 

o -0.60 
20 -0.63 
40 -0.66 
60 -0.87 
80 -0.54 

100 -0.39 

0.6 
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0.2 
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-0.2 
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-0.8 
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-1 

CONFS 

15.88 
16.86 
17.41 
25.21 
15.91 
15.49 

~ ...., r 
/ 

RMS 
(A) 
0.46 
0.43 
0.41 
0.37 
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/ 

1:1 
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Crossover % 

Runtime 
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Figure 2.9. The effect of the crossover rate of tlE and RMS fit. 
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As can be seen in Figure 2.9, both hE and RMS fit values are minimized at 60% 

crossover. Figure 2.10 shows that the number of conformations within 10 kcal of the 

minimum is also maximized at 60% crossover. The results agree well with the genetic 

algorithm literature3 1, which states that a crossover rate of 60% generally provides optimal 

results. 
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Figure 2.10. The effect of the crossover rate oJthe number oj conJomzations. 

Comparison of Mutation Rate 

As with crossover rate, the mutation rate can have a significant effect on the performance of 

the GA. If the mutation rate is too high, then many of the low energy conformations in the 

population may be replaced by higher energy conformations. However, if the mutation mte 

is too low, the population may stagnate and prematurely converge to a local minimum. 

Table 2.5 shows the results of five genetic algorithm runs over the test set. During these 

runs, the mutation rate was varied between 0 and 20 percent. . 



Table 2.5. The effect of varying the mutation rate. 

Mutation % AE 
(kcal/mol) 

o -0.54 
5 -0.55 

10 -0.87 
15 -0.46 
20 -0.39 

0.6 
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Figure 2.12. The effect o/mutation rate on RMS fit and AE. 
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As can be seen from the results in Figures 11 and 12, a mutation rate of 10 % tends to 

maximize the number of conformations while maintaining low AE, and RMS fit values. 
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Comparison of Population Size 

As with each of the other GA parameters, there is a balance between the size of the 

population and performance. By increasing the population size, the user increases the 

probability of locating low energy conformations. However, with a larger population, 

more confonnations must be built and evaluated and the additional evaluations lead to 

longer runtimes. 

In WIZARD III, the population size is set by multiplying the population factor defined in 

the configuration file by the number of conformational units in the structure. Each structure 

in the test set was run with three different population factors 10, 20 and 30. For example, 

a structure containing 10 conformational units was tested with population sizes of 100, 200 

and 300. The results of the each these runs over the test set are shown in Table 2.6. 

Table 2.6. The effect of vruying the populaHon size 

Population 
Factor 

10 
20 
30 

liE 
(kcal/mol) 

-0.87 
-1.08 
-1.11 

CONFS 

25.21 
42.85 
46.38 

RMS 
(..\.) 

0.37 
0.36 
0.31 

Runtime 
(see) 
18.32 
35.90 
47.46 
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Figure 2.13. The effect of population size on RMS fit and L1E. 
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Figure 2.13 shows the effect of population size on RMS fit and ~E. The average ~E is 

significantly improved as the population factor is increased and the number of 

conformations are significantly improved when the population factor is increased from 10 

to 20. The increase in population factor from 20 to 30, however, yields only a small 

decrease in ~E. The RMS fit values show little change as the population factor is increased 

from 10 to 20, but does show an improvement as the population factor is increased from 20 

to 30. In many cases the reference conformation is not the conformation with the lowest 

energy. Thus, it is necessary to use larger populations, and to generate more 

conformations in order to duplicate the conformation found in the crystal. 
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Figure 2.14 illustrates the effect of population size on the runtime and on the average 

number of conformations for the 70 compounds in the test set As expected, the increase in 

runtime is nearly linear with the population factor. The figure also indicates that there is a 

large increase in the number of conformations as the population factor increases from 10 to 

20, and a smaller increase as the population factor is increased to 30. 

The Effect of the Diversity Operator 

In many GA applications, the objective is to locate the global minimum of a complex 

function. In these cases, it is desirable to allow the population to coverage to a single 

solution. Since the purpose of the GA in WIZARD III is used to generate a population of 

conformations, it is necessary to create a means of preventing the population from 

converging to a single solution. 
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Figure 2.15 show the number of unique individuals in the population as a function of 

generation number. As can be seen from the grnph, when the diversity operntor is turned 

on, the number of unique individuals in the population remains relatively constant. 

However, when the diversity operntor is turned off, the number of unique individuals 

drops dramatically. 
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Figure 2.15. The number of unique confomlations in each generation. 

In order to test the effectiveness of the diversity operntor in WIZARD III, the test set was 

run with the diversity mode set to nUll, penalty, and replacement. In the penalty mode, the 

molecular mechanics energy of each duplicate conformations was multiplied by 100. The 

average values for each of the tests are shown in Table 2.7. 



Table 2.7. The effect of the three diversity settings. 

Selection 
Algorithm 

Off 
Penalty 
Replacement 

AE 
(kcal/mol) 

-0.42 
-0.52 
-0.S7 

CONFS 

15.25 
17.99 
25.21 

RMS 
(..\.) 
0.49 
0.42 
0.37 

Runtime 
(sec) 
17.69 
17.76 
IS.32 
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It can be seen from the table that the replacement mode offers the best overall performance 

in terms of L\E, number of conformations, and RMS fit. The increase in the average 

runtime for the replacement mode can be attributed to the fact that WIZARD III must 

assemble a new conformation and measure its molecular mechanics energy each time a 

new, random chromosome is added. 

Evaluation of the Simulated Annealing Method 

The configuration file in WIZARD III allows two parameters to be set for a simulated 

annealing run: 

Number of temperature steps - controls the maximum number of temperature steps 

which will be performed. 

Temperature factor - The temperature factor is multiplied by the temperature at step n 

to get the temperature at step n+ 1. For instance, if the temperature factor is O.S and the 

temperature at step n is lOOK, then the temperature at step n+ I would be SOK, and the 

temperature at step n+2 would be 64K. 

In order to determine an appropriate cooling schedule for conformational search, WIZARD 

III was run over the test set using progressively longer cooling schedules. 



Table 2.8 The effect of cooling schedules. 

STEPS 

5 
10 
15 
20 
30 
40 

TEMP 
FACTOR 

0.6 

0.4 

0.2 

o 
-0.2 

-0.4 

-0.6 

-0.8 

-1 

-1.2 

0.4 
0.5 
0.6 
0.7 
0.8 
0.9 

; 

. 

Li\. 
'\ 

. . 

AE CONFS 
(keal/mol) 

-0.62 19.19 
-0.92 27.25 
-0.94 29.23 
-1.10 40.81 
-1.15 46.66 
-1.14 50.70 
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~ 

Figure 2.16. The effect of cooling schedule on LiE and RMS fit. 
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Figure 2.16 shows the effect of lengthening the cooling schedule on RMS fit and AE. The 

average AE is significantly improved as the number of cooling steps is increased from 5 to 

20 and shows little improvement as additional cooling steps are added. The same trend is 

also observed for RMS fits. For the majority of the compounds in the test set, WIZARD 



III was able to locate a high quality ensemble of low energy conformations within 20 

cooling steps. 
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Figure 2.17 .. The effect of cooling schedule on runtime and the number of confonnations. 

Figure 2.17 illustrates the effect of increasing the number of cooling steps on the runtime 

and the number of conformations. As eXpCcted, the increase in runtime is roughly linear 

with the number of temperature steps. The number of unique conformations also continues 

to increase as additional cooling steps are added. 

Database Conversion 

The SA method has proven to be extremely versatile. When applied with a short cooling 

schedule, the method is rapid enough to be used for 2-D to 3-D conversion. The first 1000 

compounds in the National Cancer Institute Database were used to test the database 

conversion capabilities in WIZARD III. A 3-D structure which was free of van der Waals 

strain was considered to be a successful conversion. Of the 1000 compounds tested, 17 
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contained atom types such as Hg and Zn which were not described by the Dreiding force 

field. Another 11 structures could not be processed by WIZARD because they contained 

more than 1 contiguous molecule. Of the 972 remaining connection tables, WIZARD III 

was able to successfully convert 971 into 3D structures. The program gracefully exited on 

the remaining molecule. The average runtime for the 2D to 3D conversion was 1.2 seconds 

per structure. 

An Algorithmic Comparison 

In order to obtain a more detailed comparison of the GA and SA methods, a run using each 

of the search algorithms with optimal parameter values was examined. The GA search was 

run under the following conditions: 

population factor 20, 

crossover percent 60.0, 

mutation percent 10.0, 

diversity replacement 

The SA search was run under the following conditions': 

temperature steps 30, 

temperature factor 0.8. 

Figure 2.18 shows the number of molecules as a function of the difference between the 

minimum energy found by WIZARD III and the relaxed crystal energy. A molecule in the 

"0" column is between -0.5 and ° kcal/mol below the crystal energy. Of the 70 molecules 

studied by the SA and GA algorithms, none had an energy significantly higher that the 

relaxed crystal energy. 
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Figure 2.18. A comparison of t1Efor the GA and SA methods. 
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Figure 2.19 shows the number of molecules as a function of the RMS fit to the relaxed 

crystal structure. A molecule in the "0" column has an RMS fit between 0.0 and 0.2 

Angstroms. Both the GA and SA methcx.is prcx.iuced structures which provide an excellent 

fit to the crystal conformation. The two structures prcx.iuced by the GA methcx.i which had 

an RMS fit of greater than 1.0 Angstrom had at least 9 rotatable bonds. In the case of 

molecules which are extremely flexible, it is often necessary to use a larger population 

factor. In GA runs with a larger population factor, the RMS fit for all the structures in the 

test set were less than 1.0 Angstrom. 
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Figure 2.19. A comparison of RMS fits for the GA and SA methods. 
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The objective of adding the GA and SA methods to WIZARD III was to produce a program 

which is capable of perfonning a thorough confonnational search on a typical drug 

molecule in under a minute. In tests run on a set of 70 compounds from the Cambridge 

Structure Database, both search methods perfonned extremely well. The SA and GA 

methods were capable of generating confonnations which were on average 1 kcal in energy 

less than the minimized crystal structure. The RMS fit values for both methods averaged 

0.3 Angstroms. 



71 

The previous series of studies was carried out in order to determine the optimum parameter 

sets for the SA and GA methods. From the results of. the test set runs, the optimal 

parameter for the GA search are : 

population factor 2.0, 

crossover percent 60.0, 

mutation percent 10.0, 

diversity replacement 

This set agrees with standard parameters suggested in the genetic algorithm literature. The 

SA tests indicate that optimal results will be achieved by using 30 cooling steps and a 

temperature factor of 0.8. It must be noted, however, that even with sub-optimal parameter 

sets, both the SA and the GA methods produced excellent results. 

From the results obtained for the 70 compounds in the test set, neither the GA nor the SA 

search stands out as the method of choice. Both algorithms are roughly equivalent in terms 

of runtime, number of conformations generated, and conformational energies. However, 

experience with WIZARD III on other molecules has provided preliminary indications of 

where each algorithm is most applicable. The SA method seems to be the best choice when 

converting 2D databases into 3D databases. The majority of the structures in databases 

such as the National Cancer Institute Database are small molecules which consist of only a 

few conformational units. In such cases, it is possible to rapidly obtain high quality 

conformations using only a few cooling steps. For small molecules, the GA is not capable 

of generating low energy conformations in an equivalent amount of time. Preliminary 

studies on acyclic peptides indicate that the GA method is well suited for the conformational 

analysis of large flexible molecules. With the GA method, it is possible to use large 

populations (500 to 1000 chromosomes) and achieve a wide sampling of conformational 
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space. Running the SA method with a large number of cooling steps does not provide 

equivalent results. 
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CHAPfER3 

SHORT -TERM LEARNING IN CONFORMATIONAL ANALYSIS 
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INTRODUCTION 

A computer is a machine that executes some program to obtain a result There is a rough 

hierarchy of program types: hardwired, programmable, teachable, apprentice, and 

explorer. 

Hardwired systems can be very efficient at their given tasks, but they cannot easily be 

changed to adapt to new information or new tasks. Progranunable systems contain a small 

hardwired section that interprets or runs a provided program. The program can be 

modified more easily than a hardwired algorithm. However, the modification requires a 

trained programmer who not only knows the programming language but who also 

possesses the domain specific knowledge needed to properly modify the algorithm. In 

complex domains this combination is often difficult to find in a single individual. Thus we 

find teams of programmers and domain experts working together. This can be fairly 

successful, but there is a well known problem with the so-called "knowledge transfer 

barrier". 

One method to help eliminate this barrier is the creation of a teachable system.32 In such a 

system the domain expert will teach the program the new knowledge directly and the 

program would then modify its own algorithm to reflect the new knowledge. Teachable 

systems are heavily reliant on the quality of the instruction. Learning errors can arise from 

false examples, and other problems include insufficient or inconclusive examples, unrelated 

coincidences without counter examples, etc ... Another problem is that the domain expert 

might not be available or interested in teaching a program. Thus it is desirable to create an 

apprentice system33 that can observe examples which were not designed as teaching 

examples and learn without step by step guidance. The apprentice program is limited in 

that the only examples it can use might be inconclusive or incomplete. A program which 
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can recognize these deficiencies and devise and solve problems on its own to create good 

teaching examples is called an explorer system. 

Our goal is to create such an explorer system for the domain of conformational analysis. 

This proposed program will learn new general concepts of conformational analysis which 

will be useful to chemists and programs alike. However, this goal cannot be reached 

without some intermediate steps and exploratory efforts. This chapter reports a preliminary 

step, which was to provide our conformational analysis program, called WIZARD, with a 

short term learning capability. This ability does not provide generalized rules. Instead it 

adaptively learns and becomes more proficient during the solution of a single task. The 

following chapter will describe how the short term data obtained from this work can be 

generalized to form the basis of a long term learning system. 



76 

BACKGROUND - WIZARD 

WIZARD9,l O is a conformational analysis program based on the AI techniques of theorem 

proving.34 This method begins with a set of axioms of conformational analysis and a set 

of structural postulates, and applies them to a given molecule to derive a set of 

conformations. These conformations are theorems which logically follow from the 

axiomatic theory.35 The conformational axioms control the inferences along generally 

accepted conformational principles. One of the key axioms is the "Building Block Axiom" 

which states: 

A connected set of atoms and bonds will exhibit the same 

conformational behavior when they are a subset of a larger molecule in the 

absence of a deforming force, as they do when they are a subset of a smaller 

molecule. 

The structural postulates contain knowledge about such connected sets of atoms and bonds 

(which we call units) which exhibit predi,ctable behaviors. An example of such a unit is the 

butyl unit, and the postulates contain knowledge about the stable forms such as anti 

(buCan), gauche+ (but..gp) and gauche- (but~m). 

When WIZARD is presented with a molecule for analysis, it begins by identifying the units 

in the molecule (e.g. butyl, methyl) and categorizing the relationships between the units 

(e.g. adjoining). The units must show sufficient overlap to control all degrees of freedom. 

If pentane were analyzed as a methyl group attached to a butyl group there would be no 

control over the torsion angle between the methyl group and the rest of the chain. On the 

other hand WIZARD analyzes n-pentane in terms of two R3C-CH3 units and two 
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disubstituted ethyl units, as shown in Figure 3.1. In this case the knowledge that a R3C

CH3 unit exists in a staggered confonnation, and that the R groups of lX,2Y _ethyl units 

are also staggered gives complete control over all degrees of freedom in the molecule. 

unitl 
cch3 

unit 2 
lX.2Y _ethyl 

unit3 
lX.2Y _ethyl 

Figure 3.1. WIZARD's analysis of the "units" in n-pentane. 

WIZARD then proceeds to build successive conformations by combining individual 

confonnational templates for each unit For example, a IX, 2Y _ethyl unit has three 

subconformations; gauche+, gauche-, and anti. If WIZARD were to simply combine each 

confonnation of each unit without intennediate evaluation of the results, the resulting 

process could be described by the tree shown in Figure 3.2. 
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• • Final Conformations of the Entire Molecule • 
Figure 3.2. Implicit search tree for WIZARD's synthesis of the subconfomzations of a 
molecule. 
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In this tree the first level of subconformations are obtained by taking each stable 

conformation for unit 1. In this example there are three such conformations. The next 

level is obtained by combining each stable conformation for unit 2 with each stable 

conformation for unit 1, and so forth until the entire molecule is constructed. While this 

process is theoretically possible, it is generally computationally intractable. For example, 

if a molecule has 10 units, each of which has 3 stable conformations, then the number of 

final conformations would be 310 (59,049). Even if it only took 1110 of a minute to 

generate and evaluate each conformation this would still require over 4 days of CPU time. 

Many of the conformations obtained in this fashion will not be stable, and some will be 

downright "silly". Uncritical use of this algorithm to generate n-pentane from n-butane 

fragments would lead to conformations such as the one shown in Figure 3.3, where two 

atoms are far too close to each other. Many of these can be eliminated through criticism .. 
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The algorithm can also be made much more efficient by working at various levels of 

abstraction. 

[[ul, r_ch3], 
[u2, 1 X,2Y _ethyLgp], 
[u3, 1 X,2Y _ethyLgm], 
[u4, r_ch3]] 

Abstract Suggestion Corresponding 3D 
Instantiation 

van der Waals 
repulsion 

Figure 3.3. Suggestion and three-dimensional instantiationJor an unstable conJonnation 
oJn-pentane. 

The knowledge about units and their conformations is stored at several levels of abstraction 

corresponding to symbolic (e.g. gauche+) and instantiated (e.g. Cartesian coordinates). 

WIZARD begins working in abstract-space by creating a symbolic suggestion. Such a 

symbolic suggestion is shown below. It corresponds to a common description used by 

chemists; "gauche+ gauche-". Chemists often work in similar abstract spaces, using 

detailed geometries only when needed. An advantage to working in abstract space is that 

an abstract suggestion can be generated in milliseconds, and it can be criticized in an 

equally short time. Working in Cartesian space takes several seconds of CPU time. If a 

potential conformation can be eliminated at the abstract level we can save substantial 

amounts of work at the detailed level. WIZARD utilizes a set of abstract critics to see if the 

deforming forces mentioned in the Building Block Axiom are going to be provably present 

in the conformation. One such critic corresponds to the pentane rule; a pentyl chain with an 
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adjoining gauche+ gauche- pair (lX,2Y _ethyl~, lX,2Y _ethyl~m) will be unstable due 

to hydrogen-hydrogen repulsion, as shown in Figure 3.3. 

If WIZARD fails to criticize the symbolic suggestion, it then proceeds to instantiate the 

conformation in Cartesian-space. It does this by taking templates from a library and joining 

them together. 14 As i.t is building this detailed version of the conformation it applies 

another set of critics at each construction step. These critics include: another check for van 

der Waals exclusion (in case an abstract critic missed something), tests to see how well the 

templates fit together, tests for excessive electrostatic repUlsion, etc... These critics are 

important, since a node high in the search tree (i.e. corresponding to the joining of two or 

three units) may be the parents of hundreds or thousands of child-conformations. 

Conformational analysis shows that problems are inheritable; if the parent is bad then all of 

the children will be bad. By discovering these problems early much fruitless work can be 

avoided. 

Only those conformations which proceed from a suggestion in abstract-space to a fully 

instantiated model in Cartesian-space without criticism at any stage are presented to the 

user. The fate of the criticized suggestions are varied; they can be discarded or WIZARD 

can attempt to resolve the problems.36 The job of short term learning will be to provide 

WIZARD with the ability to learn what went wrong with this specific conformation and 

avoid making similar mistakes during the rest of the analysis. 

SHORT TERM LEARNING 

Since WIZARD works at several levels of abstraction, it would be possible to utilize any 

of them for the learned description. There are several reasons to work in abstract space: 
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• The increase in efficiency will be most noticeable if we can prune bad suggestions as 

early as possible, i.e. at the abstract stage. 

• It can be easier to apply a learned critic at a higher level of abstraction. 

• The learned critic will be more useful for long term learning. 

These reasons can be demonstrated with the aid of the following example. These are two 

descriptions of the methyl end of a conformation of a fatty acid which exhibits van der 

Waals strain due to interpenetrating hydrogens (the pentane rule as shown in Figure 3.3). 

Example 1 - Abstract Level: 

[unitl, r_ch3] adjoins [unit2, lX,2Y_ethyLgm] adjoins 

[unit3, 1 X,2Y _ethyLgp] adjoins [unit4, 1 X,2Y _ethyLan], etc ... 

Example 2 - Detailed Level: 

[atoml, H, X" Y" Z,] [atom2, H, X2, Y2, Z2] 

[atom3, H, X3, Y3, Z3] [atom4, C, ><4, Y 4, Z4] etc ... 

It can be seen that it will be quicker to apply a simple van der Waals critic by searching an 

abstract suggestion list for the subli~t [any_alkyl] [lX,2Y _ethyCgm] [lX,2Y _ethyLgp] 

[any_alkyl] than it would be to perform (N2-N)/2 distance calculations on N atoms. This is 

especially true since most units comprise 6 to 20 atoms. Of course, this gain in speed does 

have some potential drawbacks. Since the abstract suggestions are less detailed than the 

instantiated suggestions, there is a loss of exact predictive ability. This will show up in 

one of two ways; abstract suggestions will be criticized when the corresponding detailed 

conformations would not be, or visa versa. Since we are interested in finding all stable 

conformations, and since working at the abstract level is used to gain efficiency, we have 
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chosen to allow some potentially criticizable suggestions to pass at the abstract level, 

knowing that they will be caught at the detailed level. 

The level of description is also critically important in the eventual goal of our overall 

project, namely long term learning. It is tautological that symbolic programs derive their 

power from the ability to manipulate symbols. If a program has a restricted symbol set, 

then it will have restricted reasoning power. Imagine trying to learn the pentane rule from 

a series of examples as shown above: In Type 1 examples minor variations in bond angle, 

bond length, and torsion angle will disappear during the abstraction step. The term gauche 

plus can include a variety of torsional angles from +50° to +70°. Thus a series of examples 

will give a rule of the form [any_alkyl] [1X,2Y_ethyLgp] [1X,2Y_ethyLgm] 

[any_alkyl], even if there is slight variation in the exact angles. This is essentially the 

method and language commonly used by human chemists to describe this rule. Combining 

a series of examples of Type 2 would yield something that resembled a common volume 

map, which is not easy to use in learning general principles and is not easy for human 

chemists to use. Having demonstrated that it is best to perform short term learning in 

abstract space, we will show how WIZARD performs such learning. 

During the construction process WIZARD criticizes each substep. When a 

subconformation is criticized, the underlying problem can be broadly classified into one of 

two classes; sudden problems and aggregate problems. In sudden problems the critic 

recognizes that the problem has arisen suddenly, while our definition of aggregate 

problems is that they change by less than 50% in each step. For example: WIZARD 

estimates the amount of van der Waals strain in each construction step. Let us assume that 

the critic is set to reject subconformations which have more than 20 kcal of estimated strain. 

If the vdW strain estimate rises from 4 kcal to 40 kcal, this is considered to be a sudden 
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problem. Sudden problems are generally due to a small number of strong interactions 

between two (or more) features. A sudden problem might arise from the interpenetration 

of two hydrogens (e.g. the "pentane violation" above); subconformers consisting of two 

and three units would show no problems during construction, but the addition of the last 

unit would show a dramatic sudden increase in vdW repulsion. 

An aggregate problem is one where problems have been present all along, and has steadily 

crept towards a critical level. If the estimated vdW strain of a subconformer rose from 19 

kcal to 21 kcal after addition of a new unit, this would be considered to be an aggregate 

problem. Aggregate problems often have no single root cause, but are the summation of a 

larger number of minor problems. 

Because of the causal difference between sudden and aggregate problems, they are handled 

in different fashions. Since a sudden problem generally arises from a clearly defined small 

set of interactions, WIZARD attempts to find what that interaction is and to find a minimal 

set of abstractly defined units that contain the interacting portions and the path between 

them. This minimal path is used as a critic. Aggregate problems cannot generally be 

partitioned and so they are treated as a whole entity, and the entire abstract suggestion is 

used as a learned critic. The difference is shown in Figure 3.4. 



84 

~
U4 U~etc 

u1 _ u2 \ \ 

- u3 

~ ~ 
~ ~ 

I I I I 

~ ~ ~ dPJ 
B I 

D 

I 
~ ~ 

I I 
~A ~ C 

Figure 3.4. As the tree is explored, subconJomzations will be built which are similar 
enough to predictably exhibit similar problems. 

Figure 3.4 represents a small fraction of WIZARD's search tree for conformations of the 

given molecule. Each sub-conformation would have from 3 to 10 children, but only 1 or 

2 are shown for the purposes of this example. Subconformation A is criticized due to the 

van der Waals repulsion between the labeled hydrogens. This is a "sudden problem", 

since the subconformation which immediately proceeded A did not exhibit substantial vdW 



85 

problems. WIZARD then discovers the minimal set of units which wiII describe the 

problem. 

WIZARD is written in a mixture of PROLOG and a procedural language such as 

FORTRAN (WIZARD-II) or C (WIZARD-III). The prolog predicate criticize_vdw calls a 

procedure which estimates the vdW forces through simple distance calculation. This 

procedure also keeps track of the worst offenders. Thus WIZARD can call upon that 

knowledge to determine which atoms are at fault. In this example atoms HI, H2 and H3 

are implicated. Figure 3.5 shows how WIZARD begins with the last unit added, and finds 

the minimal path of units which contains all of the offending atoms. 

[[ u 1, cpent, env, b 1 ] 
[u2, chex, chair, b1] 
[u3, chex, chair, b2] 
[u4, r3_ethyl, sym, bl] 
[uS, r2_ethyl, anti, bl]] 

r-----> u4 

[[u2, chex, chair, bl] 
[u4, r3_ethyJ, sym, b1] 
[uS, r2_ethyl, anti, b1]] 

Figure 3.5. Finding the minimal critical path for a problem. 

The abstract suggestion corresponding to that minimal path is then extracted from the 

abstract suggestion for the entire subconformer, and is used as a short-term critic. This 

critic can be applied at the abstract suggestion stage before any geometrical instantiations 

are performed. In Figure 3.4 the abstract suggestion which leads to subconformation C is 

criticized, and none of the work required to build it need be performed. In highly branched 
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or constrained molecules this form of learning can lead to substantial CPU savings, since a 

problem found in one branch of the search tree (e.g. A) can be applied to many other 

branches (e.g. C). Since the shortest path extraction algorithm is simple, benefit.;; of 

adding this feature far outweigh the costs. In very complex molecules we have seen five 

fold increases in speed. However, speed improvements of 1.2 to 1.5 fold are more 

common in most alkaloids and terpenoids. 

Aggregate problems are not amenable to the same treatment An aggregate problem is 

shown in Figure 3.4 in subconformer B. The two ring fusions between units 1, 2 and 3 

are not particularly well matched. The first is the fusion of the base of the envelope 

conformation of cyclopentane (dihedral - 0°) to the staggered part of a boat (dihedral = 
_56°). The second fusion consists of joining a chair (dihedral = 54°) to the nearly eclipsed 

portion of a twist boat (dihedral = 30°). While the second fusion has clearly pushed the 

problem over the limit, it is impossible to find any subportion of the subconformer which 

is uniquely at fault So the abstract suggestion for the entire subconformation must be used 

as a critic. But because of the nature of the search, the only abstract suggestions which 

wiII match this new abstract critic will lead to subconformer B. Although subconformation 

D suffers from an analogous fault these paths will not be criticizable by the knowledge 

gained from B. Thus this form of short term learning does not produce significant 

increases in speed. However, a long term learning program (such as the one reported in 

the following chapter) can generalize these critics for use in future searches. 

Some of the results are shown in Table 3.1. Pentane does not show any increase in speed 

(in fact the speed decreased by about 1 %). There are only 4 units in pentane, CH3-R, X

CHZ-CHZ-Y, X-CH2-CH2-Y, and R-CH3. Only the central two have any degrees of 

freedom, i.e. anti (a), gauche+ (g+) and gauche- (g-). In pentane the entire molecule is 



necessary to exhibit the critical behavior, so each criticized conformation will be entirely 

unique. Out of the 9 possible conformations (aa, ag+, ag-, etc ... ) only 2 (g+g-, g-g+) are 

criticized. When the first one (g+g-) is criticized, an abstrnct critic is learned, but it will 

never be applicable since no other abstract suggestion will contain that pair. Short term 

learning will only show an improvement in behavior when the learned critic is a subset of 

the of total molecule. This is shown progressively in the next examples. 

In the case of n-butylcyclohexane there are four units with degrees of freedom; a 

cyclohexyl unit (ul) , a X2-CH-CH2-Y unit (u2), and two X-CH2-CH2-Y units (u3 and 

u4). The critic learned from the conformation shown in Figure 3.6 will be able to 

eliminate other conformations which only differ in the conformation of unit 1. The short 

term learning facility was able to use this critic to eliminate 17 conformations at the abstract 

level. This afforded a 1.2 fold increase in speed. The molecules 2,4-dimethylhexane and 

3,5-dimethylheptane showed more significant speed increases of 1.8 and 1.9 respectively. 



uS 

[[unitl, chex, chair, b1] 
[unit2, r3_ethyl, sym, bl] 
[unit3, r2_ethyl, g+, b1] 
[unit4, r2_ethyl, g-, b1]] 

> 
U3nU4 

u2 uS 

HH 

[[unit2, r3_ethyl, sym, b1] 
[unit3, r2_ethyl, g+, bl] 
[unit4, r2_ethyl, g-, bl]] 
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Figure 3.6. Theftrst criticized confonnation of l-(n-buty/)-cyclohexane provides an 
abstract critics which doesn't depend upon the confonnation of the cyclohexy/ ring since 
the H atom is determined by other unit 2 (which is retained) and unit 1 (which can be 
discarded). 

A series of increasingly complex adamantane derivatives shows a similar trend towards 

increasing efficiency with increasing complexity. There are two focii for learning in 

l-alkyl-3-methyladamantane. Without learning, WIZARD would make false starts on 

building the adamantyl cage. In addition, there would be the same sort of chain-ring van 

der Waals interactions that were found in n-butylcyclohexane. WIZARD was able to learn 

a new abstract critic from the first example that was criticized at the instantiated level, and to 

use that new abstract critic to avoid repeating the mistake. Methyladamantane showed an 

1.2 fold increase in speed with learning, while l-ethyl-3-methyladamantane showed a 1.8 

fold increase in speed. In I-butyl-3-methyladamantane the resulting contraceptive pruning 

of bad examples at the abstract stage affords an overalI2.3-fold increase in speed. 



Table 3.1. Increase in speed due to short term learning 

Molecule 

n-pentane 
n-butylcyclohexane 
2,4-dimethylhexane 
3,5-dimethylheptane 
I-methyladamantane 
l-ethyl-3-methyladamantane 
I-butyl-3-methyladamantane 
cyclazocine 
progesterone 
cocaine 

Nwnberof 
Sudden Problems 

2 
4 
4 
4 
4 
4 
8 
10 
17 
23 
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Nwnber of Increase in Speed 
Aggregate Problems (nonnal/learning) 

o 
o 
o 
o 
o 
o 
o 
12 
32 
8 

1.0 
1.3 
1.8 
1.9 
1.2 
1.8 
2.3 
1.3 
1.4 
1.2 

Small molecules which contain highly branched acyclic portions and cage structures 

provide the greatest opportunities for increases in speed due to short term learning. More 

"common" alkaloids and terpenoids show significant, but smaller, improvements. 

Molecules such as cocaine, progesterone and cyclazocine show from 1.2 to 1.4 fold 

increases in speed due to short term learning. 

CONCLUSIONS 

The short term learning facility has two significant advantages: 

An increase in speed from 1.0 to 2.3 fold, averaging about 1.52 fold (65% of the 

original time). 

It provides short term critics which ·can be utilized as data for a long term learning 

program. 
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The short term learning facility adds a significant improvement in WIZARD's ability to 

perform conformational analysis. However, since the concept of short term learning is not 

limited to WIZARD the technique could be used to enhance many existing structural 

programs. For example, a distance geometry program could be equipped with a critic 

and learning facility. When a set of distances led to a criticizable problem, the short term 

learning facility could determine which set of distances were responsible and put them on a 

list of forbidden combinations. Similar applications of short term symbolic learning could 

be applied to programs which try to build peptide conformations by rotation of multiple 

phi-psi angles, etc .... 

The conformational short term critics learned by this technique are not directly applicable to 

more than one analysis since they contain direct references to atom numbers and unit 

numbers, and also rely on implicit molecular connectivity. However, the critics are 

formulated in such a fashion that they are suitable for examination by a generalization 

program, such as the one reported in the following chapter. While increasing the speed of 

a modeling program by anywhere from 0% . to 120% may seem like the best result of this 

technique, the learned critics may well prove to be the most important product of short-term 

learning. Generalization of these critics into rules of conformational analysis will extend 

the knowledge and abilities of both human chemists and computer programs. These rules 

will outlive both WIZARD and MOUSE, and constitute the final product of our learning 

project. 
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CHAPfER4 

MOUSE - A PROGRAM FOR LEARNING IN CONFORMATIONAL ANALYSIS 



INTRODUCTION 

A Learning Program is one which can improve its performance at a given task either by 

being led by a teacher or by examining a set of examples on its own. There are many 

reasons to implement a learning program; 

1: Increased speed in achieving a given task 

2: Reduction in the size of a knowledge base by refinement of existing knowledge 

3: Success at tasks previously beyond scope of knowledge 

4: Tailor the knowledge base for a specific sub-domain (dyestuffs versus 

pharmaceuticals). 

There are at least two types of Learning Programs in current usage; Neural Networks37,38 

and Concept Formation Programs.39 Neural Networks can provide efficient learning 

systems, but they currently lack the ability to communicate what they have learned in a 

human usable form. Concept Learning Programs attempt to create concepts or hypotheses 

in a symbolic language which can be understood by humans. 

In the previous chapter we have described how WIZARD has achieved the first goal 

-through short-term learning. This chapter describes the design and results of MOUSE, a 

Concept Learning Program which attempts to satisfy goals 1 and 2 above. MOUSE is a 

teachable program, i.e. it learns from examples that a human teacher has extracted from the 

results of WIZARD's short-term learning. MOUSE is currently a separate program from 

WIZARD, but utilizes the same symbolic descriptor language so that the two programs can 

eventually be integrated. 
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LONG TERM LEARNING 

The observations obtained in WIZARD's short-term learning are very useful during the 

analysis of a single molecule, but cannot be directly applied to any other molecule since the 

symbols used to describe the observation are specific to the current molecule. The fact that 

"unit2" is 1 X,2Y-ethyLgauche_p and that "unit3" is 1 X,2Y-ethyLgauche_m will only be 

the basis of a valid critic when "unit2" and "unit3" adjoin each other, and are adjoining 

other units which are of the appropriate size and nature. We could take each observation 

and convert it into a new rule as shown in Figure 4.1. 

2D connectivity 

unit(ul, chex) 
unit(u2, chex) 
adj(ul,u2, aI, a2, a3) 

3D suggestion 
and result 

conf(ul, chair) 
conf(u2, chair) 

bad_vdw(ul, u2) 

Implication 

IF 
unit(UI, chex) and 
unit(U2, chex) and 
adj(UI, U2, AI, A2, A3) and 
conf(U 1, chair) and 
conf(U2, chair) 

THEN 

bad_vdw(UI, U2). 

Figure 4.1. An observation could be naively be turned into an implication by combining 
connectivity infomlation with confomlational suggestions and observed results by the 
process of positing causality. Small letters (ul) indicate specific bindings, capital letters 
(Ul) indicate unbound variables. The teml adj(ul,u2,a2,a3) indicates that unit ul is 
adjacent to unit u2 along with the atoms ai, a2, and a3. 

This does in fact produce usable valid rules, and was the basis for our first abortive attempt 

to provide WIZARD with a learning capability. But there were several problems with this 
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approach: The appropriate context subset from the 2D connectivity was hard to deduce, so 

that a lot of extraneous context had to be included in the new rules (not shown above). 

WIZARD generates between 50 to 1000 such abstract critics for each new molecule. This 

means that within a few analyses WIZARD would spend more time searching its 

knowledge base of learned critics than it would save by having those critics. This led us to 

realize that we needed a program which could take numerous examples from WIZARD and 

learn a minimal set of generalized rules. Since these rules will be usable for many 

molecules we call this long-tenn learning, to distinguish it from the short tenn learning 

described in the previous chapter. 

The process of learning generalized concepts from examples requires both positive and 

negative examples. Positive examples are needed to fonn the first hypothesis, to remove 

extraneous details, and to generalize trivial differences. Negative examples are used to 

discover which components or relationships are necessary, and which components cannot 

be part of a positive example. Without both positive and negative examples the rules will 

never converge on a minimal description of what is both necessary and sufficient. 

EXAMPLE 

The following section demonstrates how MOUSE learns about the generalized pentane rule 

from a selected set of confonnational examples. This set is shown in Figure 4.2. The 

demonstration does not use each confonnation of each molecule, but uses a limited subset 

to illustrate the various steps in learning the generalized concept In this example MOUSE 

is trying to learn a critic, i.e. a rule which will prove that the proposed confonnation is not 

going to be stable. Thus positive examples are confonnations which were criticized and 

rejected as being unstable. Their descriptions are obtained from the results of WIZARD's 
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short tenn critic learning capability. The negative examples are abstract descriptions of 

confonnations which were stable confonnations and were not criticized The descriptions 

were obtained from a list of non-criticized suggestions which is kept by WIZARD. 

El+ E2- E3-

E4-

Figure 4.2. Limited training set used/or this example. 
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MOUSE's algorithm for learning a single concept from a series of related examples can be 

described as follows: 

( V = for all, E = an element of, ~ = not an element of, 1\ = logical and) 

Start with a positive example - this becomes the working hypothesis 
For V examplesk 

Match examplek to current hypothesis to obtain differences OJ 

For V OJ 
If examplek == positive 

generalize differences (e.g. methyl; ethyl; propyl- alkyl) 

if OJ f$. examplek " OJ E hypothesis then remove OJ from hypothesis} 
If examplek == negative 

if OJ E hypothesis " OJ f$. examplek then update MUST HAVE OJ 

if OJ E examplek " OJ f$. hypothesis then update MUST NOT HAVE 0 

The first example must be a positive example (i.e. a criticized confonnation) to give us our 

working hypothesis. Thus our first example (EI) is directly converted to the working 

hypothesis (HI)' This is shown schematically in Figure 4.3. The top circle indicates that 

we have an object called HI. The dotted arrows indicate relations which have been 

"OBSERVED" but are not known to be necessary. Solid arrows will be used to indicate 

relations which MUST_HAVE, and solid arrows with solid crosses will indicate relations 

which MUST_NOT. Thus the diagram states that the first example contained four parts, A, 

B, C, and 0, which were assigned pennanent names p 1, p2, p3 and p4. The parts were 

observed to have the following adjacencies; adj(pl,p2), adj(p2,p3), adj(p3, p4). Parts 

pl and p4 were observed to be (isa) of the type "R_methyl (ch3)", part p2 is a "1 X,2Y

ethyLgauche_m (buLgm)", while part p3 is a "lX,2Y-ethyLgauche_p (but_gp)". 

[Note - Because of space limiations the diagrams use abbreviations for unit names. Text 
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in this font and enclosed in parentheses gives the abbreviations used in the diagrams -

e.g. (buLgm)] 

..... 0) ..... . ,. ,'. -.. 
,.- " ·'t •••• 

•••• ·J)art /part ... part ••••• part .... ", " .... 
. " ~" .~ " . . .:..:.. \ . ~. 

~pl ,adj" ~P2 adj ~P3 .aq" (;;4\p4 
V"I'~" ':,IIoV'II: .... :ill·V·'I, .... :.II''-...,...J 

, : 153 : i53 • , "-" ..... ' : ~ ~ : 
!. I OOL~I I OOLg> I ! i53 ,153 • , . , . , . , . . . : ~ ~ ••••• ---•••• --~,. ch3 ,~-----------••• 

Figure 4.3. The first example is converted directly to the working hypothesis. 

Once the first positive example has been used to create the working hypothesis, the order 

of positive and negative examples is not important. The next example (E2-), shown in 

Figure 4.4, is a negative example obtained from a stable conformation of n-butanol. The 

first job of the mapper is to determine the best mapping of the variables in the example (A, 

8, C, D) to permanent parts in the hypothesis (p 1, p2, p3, p4). In all of our examples 

(except Figure 4.5) part A will map onto pl, and so forth. The description of E2- is very 

similar to Et+, with two differences: The first difference "part D· is R_ch2oh_anti 

(oh_an)" comes from the example and is missing from the hypothesis. The second 

difference arises because the hypothesis contains "part 4 has been observed to be 

~methyl" which is missing in the example. Since this is a negative example the updater 

responds to the first difference (which is part of E2 and not HI) by adding "part D 

MUST_NOT be R_ch2oh_anti" to HI. This is shown in H2 by the addition of a descriptor 

box (oh_an) with a solid cross through the arrow. The updater responds to the second 

difference (which is part of HI and not Ez) by changing the has been observed relationship 
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to a MUST_HAVE relationship. This is shown in H2 by changing the dashed arrow from P4 

to the ch3 box to a solid arrow. 

0)o 
E2 

.... . .... .. - .., ... . - . '. " 
.... -part ... i>art .... part ••••••• part 

/ 1\, 

0
~······ 0;i 0'~ ,; .... :i!. 

a~ a~ a~ 
A "Ii.· ... jl" B .lIi· .. ·;II'· C .'1: ...... ;11''0 

;~ .;~ .;~ ;~ 
~ : : : 

S I OO~gn I I OO~gll I Oh~a1 I 

.. rH;\ .. .. ~ .. 
•••••• f" "a •••••• 

• ' ~~rt • ' • •• ··part /"" '. part •••• part ...... ," '., ..... 
~:··adj r;}\ a~ ~ acj "». 
~''';'''';:'''~'li'''';I1''~,/I;'''''';:'''6*1 oh_a1 I 

! ; isa .~ isa , : 

! . I bu~gnl I bu~gll 
: lsa isa , , 
~ 
... ,. •• _-_ •••..••• -fI', .. 

Figure 4.4. A negative example (E2-) is applied to the working hypothesis Hl shown in 
Figure 4.2 to obtain d new working hypothesis H2. 

The next example is a negative example (i.e., it was not criticized as containing a bad van 

der Waals repulsion) and is shown in Figure 4.5. The mapper finds tMt the best mapping 

for example E3- to H2 is A:pl, B:p2 and C:p4. The matcher then finds that E3- lacks the 

adjacency relationship between parts B and C found in H2. MOUSE can determine that 

this feature is necessary (MUST_HAVE) to the concept since; 

1) E3- is a negative example, and 

2) since there are differences which are found in H2 and which are missing in E3-. 
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This information is used to update H2 and affords H3. The adjacency relationships 

between p2, p3 and p4 are changed to solid arrows to indicate that these are 

"MUST_HAVE" relationships. Note that parts must exist if they must be adjacent to each 

other, so MOUSE can also infer that the existence of p2, p3 and p4 are necessary, so that 

these "part or' relationships become "MUST _HA VEil relationships as well . 

. , ..... C9.~ 
.. ··p;rt i ....... part 

....... i ....... . 
'.- ~ -'J!j r;:\" aq ': aq CI. Q'II .................. :u··0·lIi .............. il,·0 

i : isa : , . .;- : 

! isa I bu~gn I i isa , . , . , . , . 
\ .. ------------:~ ... 6 .. ~~----------) 

.' .' .' .' •.. ·-p;;rt .... .. -.: •... 
C'\1 .aq. 2 V·, .. ·· .. ·,I' .. p 

: .; isa , ':: , ': 

i. I buLgnl : lsa , , 
~ , . 
' .. ------------~ ... 

: isa 

I oo~~1 

Figure 4.5. MOUSE detennines that p3 is necessary, and that it MUSE BE adjacent to p2 
andp4. 

Example B4-, shown in Figure 4.6, is another stable conformation of n-butanol. The 

matcher finds that the gauche minus OH (oh_9m) group is the only significant difference 
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between H3 and B4. This is a negative example where the significant difference is part of 

the example and so the updater adds that to H3 as another constraint ("MUST_NOT") to p4 

and obtains H4. 

..... (9.? 
.. -' '''', ....... 

••• ·p.irt lllart .... part ••••••• part .... " '. . .. . .... ~,: .~ ... . 
~.: ~ . .~. 

Q'IIl'~'~'ill··0·'Ii~~';:1·0·IIl~~':II··0 
; isa ; isa . i isa ; isa 

I": I I w~""1 I w~., I I.,~m I 

.' " " " .... tii~t .... 
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Figure 4.6, Example E4 is used to update the working hypothesis to obtain hypothesis 
H4. 

The final example Es+, shown in Figure 4.7, is a criticized confonnation of n-butanol, and 

therefore it is a positive example (unstable confonnation). The matcher finds that the only 

significant difference between 1-4 and ES+ is that "part D isa oh_9P" in Es+, while "p4 isa 

ch3" in 1-4. However, since ES is a positive example, the updater tries to find a general 
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description that satisfies ail of the knowledge about p4. The generalization algorithm can 

be described thusly: 

If 3 class C such that 

{For V observed "part X isa relk" relationships where relk E C " 

For V observed "part X MUST_NOT isa relj" relationships where relj ~ C} 
then 

{ replace V observed "part X isa relk" relationships with "part X isa C" } 

This states that we can replace a number of positive observations with a single class 

description if all of the observed objects are elements of the proposed class and if no 

MUST_NOT observation is a member of the proposed class. In our example E5+ "part D 

isa R_oh_9P" and H4 "p4 isa ILch3" are both members of the class "!LanyatoIlLH_9P 

(ah_9P)". This class consists of those units which have a hydrogen attached to any atom 

which is further attached to a reference atom R, and the hydrogen is arranged in a gauche 

plus fashion with regard to the reference atom. The second requirement that neither of the 

MUST_NOT relations "lLch2oh_anti" or "R_ch2oh_9m" are members of the class 

"!LanyatoIlLH_9P" is also true. Thus MOUSE can generalize the "isa" relationship of part 

D to "!Lanyatom_H_9P (ah_9P)". MOUSE can not discard the MUST_NOT relationships 

since we have not proved that the relationship "p4 isa !Lanyatom_H_9P" is necessary and 

sufficient This leads to the final hypothesis HS. 
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Figure 4.7. The operation of generaliwtion upon H4 and E5 gives a general class that part 
4 may belong to; the class of any group that col1tains a hydrogen which is in the gauche+ 
position. 

If hypothesis H5 is examined, a mixture of OBSERVED, MUST_HAVE, and MUST_NOT 

relationships is found, as well as an example of generalization. MOUSE has learned that 

all of the examples of the van der Waals exclusion it has seen have contained at least 4 

parts. Three of them (p2, p3, and p4) are considered to be necessary. These parts have 

the following properties and relationships; 

Part 1 has always been a R_methyl group, and has always been adjoining to part 2. 

Part 2 has always been a 1 X, 2Y _ethyLgm group, and MUST BE adjoining part 3. 

Part 3 has always been a 1 X,2Y _ethyLgp group, and MUST BE adjoining part 4. 
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Part 4 MUST BE a member of the lLanyatoflLH_9P class (or at least must have some 

of the properties of that class), and MUST NOT be an lLoh_9m or lLoh_an. 

Five carefully chosen examples were sufficient to allow MOUSE to learn quite a bit about 

the "pentane rule". It can be seen that MOUSE could learn more details from more 

examples. All of the adjacency relationships could be converted to MUST_HAVE 

relationships by giving the appropriate negative examples. MOUSE would learn that the 

actual atomic-identity of each atom is not important if we provided more positive examples 

which contained heteroatoms (such as oxygen) at each heavy-atom position. This could 

also teach it that all but two hydrogens are superfluous. 

MULTIPLE HYPOTHESES 

The previous example shows how MOUSE can learn a single hypothesis from a set of 

carefully chosen examples which all pertain to the same concept This capability is 

sufficient for a teachable program which learns from well thought out examples which all 

pertain to the same concept But our eventual goals are to create an apprentice program that 

learns by watching an expert solve randomly chosen examples, and eventually an explorer 

program which finds gaps in its knowledge and tries to fill in the gaps on its own. In each 

of these cases the program will have to work with potentially disparate ~d unrelated 

examples, and will have to build mUltiple independent hypotheses. The algorithm for 

building multiple hypotheses is shown here: 



Start with a positive examplel - this becomes hypothesisl 

For V examplesk { 

if {3 HypothesiSj such that 
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{{Match examplek to hypothesisi yields a small set of differences Oi} A 

{Oi can be applied to update Hypothesisi} } } 

then 

{update HypothesiSj with Oi} update same as single hypoth. above 

else 

{if examplek = positive then examplek becomes hypothesisn+l} 

} 

The control of this algorithm rests in the underlined tenns a small set and can be applied. 

Either of these predicates can be false if the differences are too large. This assures that 

MOUSE creates individual hypotheses which are internally consistent, at the possible cost 

of generating a number of somewhat related hypotheses. The eventual solution to this 

problem will probably involve comparison and combination of the hypotheses themselves, 

utilizing each one in tum as an example for the others. 

LIMITATIONS 

In the first example MOUSE would eventually learn two versions of the pentane rule which 

only differ in the signs of the torsion angles (i.e. gauche plus vs. gauche minus). Since 

MOUSE does not understand symmetry or have the ability to utilize exclusive or it cannot 

generalize these two rules into one. 

The current generalization algorithm has several problems: 

The algorithm is too hasty; it can overgeneralize based on a few observations, and if 

a counter example is found another part of MOUSE will have to retract this 
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generalization. However, as long as such an "un-generalization" capability exists 

the only damage will be a degree of inefficiency. We need to perform more work to 

find the proper balance. 

MOUSE cannot select from a number of general classes - sometimes there is more 

than one general class which fit the observations, and MOUSE cannot determine 

which is most appropriate. 

MOUSE depends on pre-made class hierarchies; currently MOUSE depends on 

supplied "a kind of" relationships. An example is that the knowledge that a methyl 

group is a kind of alkyl group must be provided by a human chemist beforehand. 

Thus, MOUSE is limited by the types of general classes which the programmers 

foresaw as being important MOUSE needs a method of determining class 

generalizations based on physico-chemical properties. 

Another limitation in MOUSE arises due to the fact that the current matching and difference 

discovery algorithm is very general and thus very inefficient. A new matcher will have to 

be constructed to be able to handle a large number of examples with hundreds of parts and 

relationships. This matcher will probably benefit if it contains knowledge which will help 

it efficiently decide if and when it should try to match parts and properties. For example, 

MOUSE shouldn't try to match a phenyl ring in an example to a lX,2Y _ethyl fragment in a 

hypothesis until more chemically sensible matchings (e.g. phenyl ring to ethylene) have 

been exhausted. However, we are concerned that this knowledge might accidentally 

introduce a prejudice, and that MOUSE would miss some rules arising through unusual 

analogy. This best solution to this problem will have to be determined experimentally. 



106 

CONCLUSIONS 

MOUSE has shown that it is possible to write a teachable program that can learn symbolic 

rules of confonnational analysis from selected examples. The construction and testing of 

MOUSE is the first step in creating an apprentice program which will learn rules from non

selected examples, and a step towards our ultimate goal of creating an explorer program 

which will devise its own problems and direct its own learning. MOUSE has revealed 

several problems which must be resolved before we can proceed onto the next steps; 

chief among them questions about the proper method for generalizing class membership, 

reducing redundant hypotheses, and utilizing prior knowledge without prejudicing future 

learning. 
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INTRODUCTION 

The process of extracting laws of nature from data has been a central goal of scientists for 

hundreds of years. The ability of scientists to derive laws typically comes about through a 

combination of serendipity, inspiration, and hard work. In recent years, researchers have 

sought methods of automating the search for relationships in data. Among the techniques 

applied to this task are multivariate statistics,40 neural networks,41 and machine learning.42 

While the first two methods can often provide insight into complex problems, they 

currently lack the ability to communicate what they have learned in a form which is easily 

usable by humans. This chapter describes the design and results of MOUSE-III, a 

program which utilizes machine learning techniques to derive conformational rules for a 

number of carbocylic and heterocyclic ring systems. 

Programs which produce classification rules are often referred to as concept learning 

programs,43-45 and the logical linkage between features of the class and class membership 

is referred to as the concept. Concept learning programs operate by examining a set of 

training examples, each of which is assigned to belong to a particular class, and deriving a 

rule or set of rules which will correctly assign new examples to these classes. There are 

many reasons to implement a concept learning program; 

to learn new laws of science usable by humans as well as computers, 

to increase speed in achieving a given task, 

to reduce the size of a "database". 
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MOUSE-III is capable of achieving all three of these objectives. A number of rules 

generated by MOUSE-III were examined by experienced organic chemists who found the 

computer generated rules both innovative and exciting. The generated rules can be used to 

predict confonnations orders of magnitude faster than other conformational analysis 

techniques such as molecular mechanics. For large datasets the rules generated by 

MOUSE- III typically occupy less than 2% of the space occupied by a comparable set of 

Cartesian coordinates. 

Chapters 3 and 4 have demonstrated the utility of prior versions of MOUSE in deriving 

conformational rules from examples. In those cases the examples were chosen by a 

"teacher" in order to aid the rule fonnation process. MOUSE I was limited in that it was 

only capable of handling data which was pertinent and correct. In addition MOUSE I 

required that the learning examples be preclassified by the "teacher". In version III of the 

program it is no longer necessary for a teacher to choose the examples. The program is 

also capable of discovering classes and deriving rules for class membership in raw 

unselected data which may even contain a small number of errors. As in previous versions 

of MOUSE the rules are represented as logical expressions which can be understood and 

used by chemists as well as computers. 

METHODOLOGY 

MOUSE III operates by examining a set of crystal structures, all of which have a particular 

ring system in common. The program randomly selects a portion of the examples and uses 

these to derive rules for class membership. The remainder of the examples are then used to 

test the effectiveness of the learned rules. 
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There are four components to the MOUSE-III program: 

(1) PERCEIVE - In the PERCEIVE module the raw data is transformed into a set of 

properly formatted facts which can be processed by the learning program. 

(2) CLASSIFY - The CLASSIFY module performs two functions, it identifies the 

distinct ring conformations present in the dataset and divides the rings into 

conformational classes (which chemists would recognize as boat, chair, etc.). 

(3) LEARN - The LEARN module creates logical conn~ctions between the knowledge 

created by PERCEIVE and the knowledge created by CLASSIFY. This module 

compares all rings belonging to a given class with the members of all other classes 

in the·training set The features found in members of that class, and not found in 

members of other classes are used to construct rules. These rules are the 

reexamined and generalized according to the hierarchy in Figure 5.1. 

(4) TEST - In the TEST module all the rings in the test set are classified according the 

rules developed in LEARN. The number of correct, incorrect, and undefined 

classifications is reported. Testing is optional with regard to learning, but 

necessary for our evaluation of the learning process. 

/anyato", 
any sp2 atom any sp3 atom 

//\\ //\\ 
sp2 C sp2 0 sp2 N sp2 S sp3 C sp3 0 sp3 N sp3 S 

Figure 5.1. The generalization hierarchy for atom types. 
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Data Acquisition and Perception 

In each set of molecules examined by MOUSE-III the learning examples consisted of a set 

of crystal structures containing the ring system of interest The datasets were limited to 

rings consisting of only the elements C, 0, N, and S as ring atoms. Structures which 

contained transition metals were removed from the dataset The crystallographic 

coordinates identified each atom only by its atomic number and Cartesian coordinates. In 

order to generate rules MOUSE-III requires that atom types include hybridization. 

Hybridizations were determined using the BABEL 46 program developed in our laboratory. 

BABEL utilizes techniques developed by Meng and Lewis47 to examine bond lengths and 

angles in order to assign more specific atom types (e.g. sp2 carbon). Once atom types had 

been assigned, all exocyclic atoms were removed producing a set of structures consisting 

of onl y ring atoms. 

MOUSE-III has taken a simplified approach to predicting ring conformations. It is 

assumed that the major factor in determining the ring conformation is the hybridization of 

the atoms which make up the ring. The program currently ignores the presence of 

repulsive or attractive interactions between functional groups and appendages attached to 

the ring. In spite of this limitation the program was able to predict ring conformation with 

accuracy ranging from 95 to 99 per cent in the systems studied. 

Ring Classification 

When the perception process is complete each ring is represented by a set of Cartesian 

coordinates and hybridized atom types. In order to generate a ·set of rules for predicting 

ring conformation it is first necessary to divide the rings into classes. These classes will 

correspond to the predictable conformations. Thus both the perceived terms (atom types) 

and the classified terms (ring conformation classes) are determined by MOUSE-III. This 
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represents a significant advance over previous versions of the program which required that 

examples be classified by a "teacher" prior to learning. The rings are classified by finding 

clusters of confonnations, and designating the confonnation closest to the center of the 

cluster as the prototypical template for the class. This template provides a computer 

representation of a typical member of the confonnational class. The template can also be 

used by programs such as WIZARD 10 which use a fragment assembly method to perfonn 

confonnational analysis. The cluster discovexy process begins with a one-to-many 

comparison of each ring with all other rings in the data set. Ring comparison is 

accomplished through an ordered comparison of dihedral angles for all topologically 

equivalent mappings of the ring system. All rotational mappings of each ring and its 

enantiomer are compared with the perspective template. If the sum of the difference in 

dihedral angles is less than a predetennined threshold the comparison is considered to be a 

"match". Each ring is assigned a score corresponding the number of matches achieved. 

The ring with the highest score is selected as the first template, and all rings which match 

this template are removed from the data set. The process of template selection and removal 

of all rings which match the template is continued until no unclassified rings remain. 

The ring classes discovered by the CLASSIFY module correspond well with 

confonnational classes typically used by chemists to describe ring systems. Figures 2 - 7 

provide a representations of the major classes found for the families of rings studied by 

MOUSE-III. 



113 

--<::::::::::::: 

Figure 5.2. Ring confonnations found for six membered rings. 

Figure 5.3. Ring conformations found for seven membered rings. 
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Figure 5.4. Ring confonnationsfoundfor eight membered rings. 

Figure 5.5. Ring confomzations found for nine membered rings. 
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Figure 5.6. Ring conformations found for decalins. 

Figure 5.7. Ring conformationsfoundfor spiro{5.5]undecanes. 
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Once all the rings have been classified the data is transfonned into a symbolic 

representation consisting of a series of PROLOG clauses, each of which represents one 

ring. Each clause contains a series of slots which represent a specific attribute/value 

relationship. The ring clauses have one tenn which contains the class identifier and 

additional terms representing the atom types at each position on the ring template. 

The ring in Figure 5.8 would be represented by the clause: 

where 

ring( class 1 ,03,C2,C2,C3,C3,C2,C2) 

C2 = sp2 carbon 

C3 = sp3 carbon 

03 = sp3 oxygen. 

4 

5<:-=3 ;i 
6 7 0 

1 

Figure 5.B. Atom positions used to produce the symbolic representation. 

The "class 1" designation indicates that the ring is a member of the first class discovered by 

the CLASSIFY module. Upon completion of the classification process these class 

designations can be mapped onto tenns such as "chair" which may be more familiar to 

chemists. Atom numbering is detennined by mapping the ring onto the class template. 

Figure 5.9 shows clauses for three rings which map onto the same template. 
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ring(c1assl,C3,C3,03,C3,C3,03,C3) 

4 

5~2 

~ 
1 

template 

ring( class 1 ,S3,C2,C2,C2,C2,C2,C2) 

ring(c1assl,C3,C3,C3,C2,C2,C3,C3) 

Figure 5.9. Ring to template mapping. 

Rule Learning 

The objective of the LEARN module is to produce a rule or set of rules which discriminate 

between examples in one class and examples in other classes. MOUSE-III is capable of 

carrying out two distinct types of learning; learning what is sufficient for class membership 

from positive examples and learning what is necessary for class membership from negative 

examples. In learning from positive examples MOUSE-III generates a set of rules which 

describe all observed examples which belong to a particular class. The positive rules must 
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not infer that an example belongs to one class when in fact it belongs to another class. In 

learning from negative examples MOUSE-III generates a set of rules which describe 

examples which cannot belong to the class. The removal of these examples. implicitly 

describes examples which may belong to the class. The virtues and drawbacks of learning 

from negative and positive examples will be discussed in a later section. 

The Algorithm 

The basic operation of the learning algorithm is summarized in Figure 5.10. MOUSE-III 

attempts to generate a rule consisting of an antecedent containing a set of attribute/value 

pairs which will be true for positive examples of a given class and not be true for any 

negative examples. Once such a rule is generated, all examples described by the rule are 

removed from the dataset. Another rule is then generated and the process is repeated until 

no training examples remain. In generating rules MOUSE-III attempts to follow the 

principle of Occam's Razor48which states: "given two explanations of the data, all things 

being equal, the simpler explanation is preferable". The program begins by examining 

antecedents with a single tenn (unary rules). If there is not a unary rule which describes at 

least one positive example and no negative examples, the best unary rules is expanded to all 

possible binary rules. The process of examining and expanding rules is continued until a 

rule is found which describes only positive examples. MOUSE-III continues to generate 

rules until no examples remain in the training set. 



Let E be the set of positive and negative examples of class C 

repeat 
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construct a list L of attribute/value pairs which describe at least one positive 

example and no negative examples of class C 

remove from E all examples described by L 

combine the list L and class C to form a rule L -> E C 

until E contains no positive examples of class C 

examine the rule set and generalize where possible 

Figure 5.10. The learning algorithm. 

Once MOUSE-III has generated a complete set of rules it attempts to generalize the rule set 

by utilizing a process very similar to the learning algorithm employed by MOUSE I. A 

more complete description the process can be found in Chapter 3. The generalization 

routine looks for rules which differ by only one term. Upon finding such rules the 

progrdIIl creates a new rule which is the disjuction of the two original rules. For instance, 

the two rules 

(a = 1) A (b = 1) A (c = 1) 

and 

(a = 1) A (b = 1) A (c = 2) 

cam be combined to form the rulc 

(a = 1) A (b = 1) A «c = 1) v (c = 2» . 

MOUSE III can also employ chemical knowledge to perform a heirarchical generalization 

on the resulting rules. If MOUSE III arrives at a rule which contains a disjunctive term 
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such as (C3 v N3 v 03 v S3) the program can infer that any sp3 atom will be adequate. 

The disjunction can the be replaced with a the general term sp3 which indicates that the 

position may be occupied by any sp3 atom. 

Learning cannot be performed by the simple brute force expansion of every term in every 

rule. The process of generating rules is highly combinatoric. If we consider an extremely 

simple system with three attributes labeled A, B and C, and three values labeled 1,2, and 3 

we could generate the rules shown in Figure 5.11. 

(A = 1) A (B = 1) 
(A = 1) A (B = 2) 
(A = 1) A (B = 3) 

(A = 1) A (C = 1) 
(A = 1) A (C = 2) 
(A = 1) A (C = 3) 

A = 1 
A = 2 
A = 3 

UnarY Rules 

B = 1 
B = 2 
B = 3 

Binary Rules 

C = 1 
C = 2 
C = 3 

(A = 2) A (B = 1) 
(A = 2) A (B = 2) 
(A = 2) A (B = 3) 

(A = 3) A (B = 1) 
(A = 3) A (B = 2) 
(A = 3) A (B = 3) 

and 15 additional rules 

Ternary Rules 

(A = 1) A (B = 1) A (C = 1) 
(A = 1) A (B = 1) A (C = 2) 
(A = 1) A (B = 1) A (C = 3) 

(A = 2) A (B = 1) A (C = 1) 
(A = 2) A (B = 1) A (C = 2) 
(A = 2) A (B = 1) A (C ='3) 

and 21 additional rules 

Figure 5.11. Antecedent clauses for rules 
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In this case only 63 rules need to be considered. As the number attributes and values 

increases so does the nwnber of possible rules. The number of possible rules can be 

derived as follows. The number of combinations of robjects (items in a rule) selected from 

a set of n objects (number of ring atoms) is given by 49 

n(n-l)(n-2) ••• (n-r+l) 
rl 

If each attribute r can asswne one of v possible values the nwnber of combinations is 

given by vr, where v is the number of possible atom types. In order to calculate the total 

number of possible rules we must consider the unary, binary, ternary ... n-ary rules. This 

relation is given as: 

For a decalin with 8 possible atom types there would be 1.6 x 1011 possible rules. 

Assuming that each rule could be evaluated in 1 millisecond, the evaluation would require 

more than five years. Thus it is impractical to attempt to evaluate or examine all possible 

rules. In such cases heuristic searchso is often used to perform a partial search while 

maintaining the best chance of success. In order to speed our search through the space of 

possible rules we will employ the following heuristic scoring function.51 

Score = # of positive examples covered - # of negative examples covered 

Thus the rule generation process, which is essentially increased refinement of the "best rule 

so far" is diagrammed in Figure 5.12. The program begins by examining all possible 

unary rules. The best unary rule either implies set membership for a subset of the class 
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without error or it incorrectly classifies some of the rings. In the former cases the rule is 

saved and the process is begun again. In the latter case the method assumes that additional 

terms will improve the predictivity of the best rules so far. 

RULEID RULE SCORE 

RULEID RULE SCORE 

~ 
ba (A = 2) 1\ (B = 1) -1 

a A = 1 -1 ... bb (A = 2) 1\ (B = 2) 0 

b A = 2 0 
be (A = 2) 1\ (B = 3) 2 

~ 
I'-bci (A = 2) -1 1\ (C = 1) 

c A = 3 -2 
he (A = 2) 1\ (C = 2) -2 

d B = 1 -3 
bf (A = 2) 1\ (C = 3) -3 

e B = 2 -2 

f B = 3 -3 

9 C = 1 -2 

h C = 2 .,..3 

i C = 3 -1 

Figure 5.12. Expansion of unary rule b to all possible binary rules. 

The best unary rule is rule b, which was assigned a score of o. We will assume that rule b 

also describes a number of negative examples, thus the best unary rule must be expanded. 

The binary rules produced by expanding rule b are designated as ba - be. The binary 

rules are then evaluated and the process is continued until a rule is generated which 

describes only positive examples. The examples described by this rule are then removed 

from the dataset and the process is repeated until no training examples remain. 



123 

The "best so far" algorithm assumes that the best binary rule will be obtained by refining 

the best unary rule. It is possible that a less predictive n-ary rule would become the best 

(n+ l)-ary rule if this refinement process were applied to that rule. This sort of inability to 

guarantee finding the best of all possible sets of rules is an inherent characteristic of any 

heuristic search through a space which cannot be completely evaluated. 

The learning algorithm may be better understood by observing a simple example in which 

MOUSE-III derives a set of rules for determining whether a ring substituent will prefer the 

axial or equatorial position on a six membered ring 52 This simple example was chosen for 

purely pedagogic reasons. An explanation of a larger dataset would consume an 

unreasonable amount of space. The training examples are shown in Figure 5.13. 

Q QO ~~} t~) 
OH OH OH F 

AXIAL 
7> . 10 

EQUATORIAL 

Figure 5.13. Examples used in the learning denwnstration. 
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The four examples with the substituent in an axial orientation will be considered as positive 

examples while the six examples with the substituent in an equatorial orientation will be 

considered as negative examples. The examples are shown as attribute value relationships 

in Table 5.1. 

Table 5.1 - Attribute/value relationships for the demonstration example. 

Orientation Position 1 Position 3 Position 5 
1 axial 0 CH2 OH 
2 axial CH2 0 OH 
3 axial 0 0 OH 
4 axial 0 0 F 
5 equatorial CH2 CH2 OH 
6 equatorial 0 CH2 F 
7 equatorial CH2 0 F 
8 equatorial 0 CH2 CH3 
9 equatorial CH2 0 CH3 
10 equatorial 0 0 CH3 

MOUSE-III begins by scoring all possible unary rules. The possible unary rules and 

associated scores are shown in Table 5.2. The combination in rule e (Pos 5 = OH) 

achieves the highest score, but still covers negative examples. Thus it is necessary to 

expand the rule by examining combinations of rule e with other attribute value pairs. 

Table 5.2. Possible unruy rules. 

Error Score 
a Pos 1 = CH2 Yes -2 
b Pos 1 =0 Yes 0 
c Pos 3 = CH2 Yes -2 
d Pos3=0 Yes 0 
e Pos 5=OH Yes 2 
f Pos5=F Yes 1 
g Pos 5= CH3 Yes 3 
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The binary rules produced by expanding rule e are designated as ea - ed in Table 5.3. An 

examination of the binary rules indicates that two rules (ea and ec) now describe positive 

examples without describing negative examples. The two rules are retained, and the 

examples (1,2 and 3) described by the rules are removed from the dataset leaving example 

4 as the only positive example. 

Table 5.3. Binary rules produced by expanding unary rule e. 

Error Score 
ea Pos 5 = OH 1\ Pos 1 = 0 No 1 

eb Pos 5 = OH 1\ Pos 1 = CH2 Yes 0 

ec Pos 5 = OH 1\ Pos 3 = 0 No 1 

ed Pos 5 = OH 1\ Pos 3 = CH2 Yes 0 

By repeating the process of examining combinations of attribute value pairs we find that no 

single attribute value pair or combination of two attribute value pairs covers the positive 

example without covering a negative example. Thus the complete example becomes a rule. 

The four examples are now covered by three rules. 

(1) Axial <- «Pos 1 = 0)" (Pos 5= OH» 

(2) Axial <- «Pos 3 = 0) " (Pos 5 = OH» 

(3) Axial <- (Pos 1 = 0) " (Pos 3 = 0)" (Pos 5 = F) 

Rules 1 and 2 differ by only one term, thus the two rules can be combined with a 

disjunction to form the rule: 

Axial <- «Pas 1 = 0) v (Pas 3 = 0» ,,(Pas 5= OH). 
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In this small example two rules represent ten examples for a compression of 80%. As the 

number of examples increases the savings can become quite significant. When MOUSE

III was run on large datasets the rules occupied less than 2% of the space occupied by the 

examples. 

Testing 

In the TEST module the rules developed in the LEARN module are applied to the training 

examples. The predicted ring conformation is compared with the actual ring conformation. 

If the predicted and actual conformations are the same the example is classified as correct 

If MOUSE-III is unable to classify the ring based on the current set of rules, this is noted. 

If the predicted and actual conformations differ the test example is classified as incorrect 

Currently the test module is only used to determine the quality of the generated rules. 

Future versions of the program will examine misclassified examples, and attempt to repair 

inaccurate rules. 

RESULTS AND DISCUSSION 

MOUSE-III was run on six separate datasets: 

( I) a set of 174 seven membered rings, 

(2) a set of 87 eight membered rings, 

(3) a set of 686 decalins, 

(4) a set of 852 six membered rings 

(5) a set of 66 spiro[5.5]undecanes 

(6) a set of 31 nine membered rings 
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Predictivity of the Generated Rules 

The quality of the rules learned by MOUSE-III can be accessed by examining the accuracy 

of the predictions for the test examples. The predictivity was measured for the six, seven, 

and eight membered rings as well as the decalins. Due to the small number of available 

examples and the large number of classes we did not have an adequate sample for training 

and testing on the nine membered rings or the spiro compounds. The lack of quality data is 

one our prime motivations for making the next version of MOUSE an explorer program. 

The explorer program will be capable of generating its own examples in order to fill in gaps 

in the knowledge base. The conformations of these new examples will be determined by a 

variety of conformational analysis techniques. 

Table 5.4 shows the results of testing based on rules generated from positive examples. 

The data indicates that as the number of training examples increases so does the predictivity 

of the generated rules. Table 5.5 shows the results of testing based on rules generated 

from negative examples. 

Table 5.4 - Predictivity of the rules learned from positive examples. 

System Training Test Classes # Correct #Wrong Couldn't 
Examples Examples Classify 

six 412 412 6 398(97%) 14 0 
seven f!{7 87 6 75(86%) 12 1 
eight 44 43 4 33 (75%) 2 8 
decalin 343 343 7 339 (99%) 4 0 

Table 5.5 - Predictivity of the rules learned from negative examples. 

System Training Test Classes # Correct #Wrong Couldn't 
Examples Examples Classify 

six 412 412 6 400(97%) 12 0 
seven f!{7 87 6 85(98%) .., 0 
eight 44 43 4 41 (95%) 2 0 
decal in 343 343 7 339 (99%) 4 0 
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The data indicate that learning from negative examples produces rules which are superior to 

those learned from positive examples. This phenomenon can be attributed to the fact that 

there are usually more negative than positive examples of a class. If we have a dataset 

consisting of N examples which are evenly divided among four classes then we have N/4 

positive examples of each class and 3N/4 negative examples of each class. It can also be 

seen that as the number of training examples increases, a convergence between what is 

necessruy (the rules learned based on positive evidence) and what is sufficient (the rules 

learned based on negative evidence) is achieved. 

Compression of the Instance Space 

Table 5.6 provides a comparison of the sizes of the rules generated by MOUSE-III and the 

equivalent Cartesian coordinate representations. An examination of the data reveals that 

the rules occupy only 1 to 15 % of the space occupied by the Cartesian coordinates. 

The data also indicate that the rule generation process tends to be much more efficient for 

datasets with large numbers of examples. The quality of rule learning can be judged by the 

reduction in the amount of information needed to make correct decisions. A set of rules as 

large as the original raw data is actually not anything more than a restatement of the 

observed data in detailed terms. On the other hand, accurate classification by a very small 

set of rules indicates a high degree of learning has occurred. In addition, a small, accurate 

rule base provides a greater degree of utility to both chemists and computer programs. A 

large rule base is difficult for any chemist or program to examine. By reducing the size of 

the dataset we drastically decrease the amount of time required to access the necessary data. 



Table 5.6. Space occupied by rules as compared to examples. 

System 
nine 
spiro 
eight 
seven 
decalin 
six 

Examples 
31 
66 
87 

174 
686 
824 

Positive Rules 
7% 
4% 
2% 
3% 
1% 
1% 

Chemical Knowledge Learned by MOUSE-III 

Negative Rules 
15% 
6% 
3% 
7% 
1% 
1% 
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One of the primary goals in designing MOUSE-III was to build a program which can learn 

rules which are usable by both human chemists and computer programs. This section will 

provide an overview of some of the more interesting rules learned by MOUSE-III. A 

number of results obtained by the program were considered surprising by organic 

chemists. One of the first surprising results came about during the study of six membered 

rings. We had previously expected planar conformations to be important only for aromatic 

systems. However, MOUSE-III generated the following rule for the planar conformation. 

classl <- «a = sp2) 1\ (b= sp2) 1\ (d= sp2) 1\ (e= sp2) 

According to this rule a six membered ring can exist in a planar conformation if it possesses 

four sp2 atoms at positions 1,2,4 and 5 on the ring. Molecular mechanics calculations 

carried out with MM2 verified that a minimum does indeed exist for the 1,3 cycIohexadiene 

in this conformation. Future versions of MOUSE will utilize molecular mechanics and 

semi-empirical techniques as means of verifying the generated rules. 
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An interesting corollary to this rule arose in the analysis of decalin systems where MOUSE

III produced the following rule for the planar conformation: 

class2 <- «a = sp2) 1\ (b= sp2) 1\ (d= sp2) 1\ (f= sp2) f\ (g= sp2) f\ (i= sp2) 

The positions specified in the rule are equivalent to the positions specified in Figure 5.14. 

aCXJj i h g 

b f 
d 

C e 

Figure 5.14. Template mapping for the planar decalin ring system. 

Once again molecular mechanics calculations verified the presence of an energy minimum. 

It is interesting to note that the rule for decal ins is simply a logical "and" of two examples 

of the previous rule. This suggests a possible future course of exploration by examining 

the combinations of rules regarding different ring systems to obtain rules for new ring 

systems. 

Manipulation of the Rules 

The logical combination of rules pertaining to the same class within a ring system have 

proven to be efficacious in improving performance. For example, the combination of rules 

based on positive evidence and rules based on negative evidence can be much more 

powerful than either type of rule by itself. An example of this was observed with the 

planar conformation of the seven membered ring. MOUSE-III generated the following 

rules for this ring system. 



class1 <- «a = sp2) " (b= sp2) " (e= sp2) " (d= sp2) " (e= sp2) " (f= sp2) " (g= sp2» 

class1 <- «a=S2) " (b= N2) " (c= N2) " (d= S2» 
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The first rule states that a seven membered ring will have a flat conformation if it is made 

up entirely of sp2 atoms. The second rule states that a seven membered ring will display a 

flat conformation if it contains two adjacent pairs of sp2 sulfur and nitrogen atoms. 

MOUSE-III generated this rule because this pattern of atoms was observed in four 

examples of the planar ring class, and no examples of such substitution patterns were 

found in other classes. A chemist will quickly recognize that this condition is not sufficient 

to produce a flat ring. The presence of sp3 atoms would distort the ring into another 

conformation. However an examination of the rules based on negative evidence indicates 

the presence of the rule. 

-.classl <- (a = sp3) 

This rule indicates that in order for a seven membered ring to posses a flat confo~ation it 

must not contain any sp3 atoms. Positive assertions are combined using disjunctions, 

while a combination of positive and negative rules are combined using conjunctions of the 

positive terms of the positive rule and negations of the negative rule. By combining this 

rule learned from negative examples with the previous rule learned from positive examples 

we arrive the following rule: 

class! <- «a=S2) 1\ (b= sp2N) 1\ (c= sp2N) 1\ (d= S2» 1\ -.(a = sp3) 
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This combination of what is sufficient (provided by the rules based on positive examples) 

and what is necessary (provided by the rules based on negative examples) can be extremely 

powerful. 

CONCLUSIONS 

MOUSE III demonstrates that it is possible to write a program which can learn rules of 

conformational behavior from unprocessed crystallographic examples. The subsequent 

rules are represented symbolically, and are useful to human chemists. A valuable side 

effect of the rule generation process is that most experimental errors will show up as rules 

which pertain to only one example of one class. Currently nothing is done with such 

singletons, but the explorer program will be able to take note of such cases and examine 

them more thoroughly. 

The rules generated by MOUSE III can be up to 99% accurate. However, the accuracy of 

the generated rules is directly dependent on the number of available training examples. 

With only 44 examples in the training set the eight membered rings were the worst 

examined, with an overall accuracy of only 75% for positive inference. Although the 

results for learning based on positive examples ranged from mediocre to excellent, the 

results for learning from negative examples were consistently above 95%. Interestingly 

enough, this agrees with the premise used by WIZARD called "don't be stupid". It is often 

easier and more accurate to avoid making a mistake than to do the right thing directly. 

This relationship between the number of examples and the quality of the rules suggests that 

with fewer than 100 examples the positive rules will not be that useful. However, it is 

often important to be able to infer conformations in ring systems where experimental 
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evidence is sparse. This indicates the need for an explorer program which can use MM2, 

MOPAC or other numerical methods to augment insufficient experimental data. 

Learning rules from data has at least a twofold payoff. The rules can be used by chemists 

as well as conformational analysis programs. Programs such as AIMB 11 which search a 

crystal data bases for analogous compounds have been quite successful at predicting 

conformations. One drawback to such techniques is the amount of CPU time required to 

perform substructure searches of the entire database. In addition, without the benefit of 

concept generation and negative rule formation seemingly small changes in the 

substructure might make substantial differences in the allowable conformations. In concept 

learning the rate determining step can be done once "off-line", before the conformational 

analysis is attempted, the perceived time during the analysis can be vastly reduced. 

A problem that always haunts chemists attempting to learn from data is the question of 

experimental error. A valuable side effect of the rule generation process is that most 

experimental errors will show up as a rule that pertains to only one example of a class. 

Currently, nothing is done with such singletons, but the explorer program will be able to 

take note of these cases and examine them more thoroughly. 
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CHAPTER 6 

MOUSE IV: CAUSAL LEARNING IN CONFORMATIONAL ANALYSIS 
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INTRODUCTION 

For centuries, scientists have collected data and searched for trends from which to derive 

relationships. Once established, these relationships have lead to further experimentation, 

and ultimately to the laws of science. Finding patterns and relationships in data has 

genemlly been a painstaking process. This difficulty has been compounded by recent 

technological advances, which have led to an explosion in the amount of infonnation 

available to the chemist At present, a wide variety of chemical infonnation is readily 

available in a number of databases. In many cases, a chemist may want to search for 

relationships between hundreds or even thousands of compounds contained in a database. 

Manual examination of such samples typically proves to be tedious and time consuming. 

A number of numeric methods such as multi-variate statistics and neuml networks have 

been employed to locate relationships in data. Although these methods may provide an 

efficient means of classification, they are not capable of expressing a relationship in terms 

which can be easily understood by the average scientist For this reason, it would be 

beneficial to create programs which can learn rules of chemistry and express them in a 

manner which is understandable to any chemist. This may be accomplished by using 

techniques developed in a branch of artificial intelligence known as machine learning. 

Much of the work in machine learning centers around the creation of programs which are 

capable of producing rules for classifying data. These rules are output in a logical fonnat 

which is compatible with human reasoning. 
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Programs which produce classification rules are often referred to as concept learning 

programs, and the logical Jinkage between features of the class and class membership is 

referred to as a concept Figure 6.1 depicts a simplified view of a concept learning 

program. Concept learning programs opemte by examining a set of training examples 

which consist of a class designation and a series of attributes. For instance, a set of 

examples depicting the toxicity of substituted benzenes would contain two classes, toxic 

and non-toxic. If the concept to be learned is toxicity, then the toxic compounds would be 

considered positive examples and the non-toxic compounds would be considered negative 

examples. The attributes for these examples could be the substituents at the ortho, meta, 

and para positions on the benzene ring. The concept learning program would then derive 

set of rules indicating which combinations of attributes (substituents) were present in the 

toxic compounds and not present in the non-toxic compounds. 

jTraining } 
lExamples 

Learning 
Program {RUle(s) } 

Figure 6.1. A simplified view of a concept learning program. 

This chapter describes MOUSE IV, a new program which is capable of learning rules and 

utilizing background infonnation in the fonn of a series of atomic and molecular properties 

to genemlize those rules. The incorpomtion of this background knowledge allows MOUSE 

IV to not only learn phenomenological rules, but also to learn the underlying cause for the 

observed phenomena. 
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THE NEED FOR CAUSAL GENERALIZATION 

One of the primary objectives of a learning program is to generalize the knowledge 

contained in a set of examples. By generalizing, the program reduces the amount of 

information which needs to be stored. This compression of knowledge can greatly reduce 

the time required for the program to utilize the rules. In additon, it is much easier for a 

chemist to evaluate a smaller set of rules. Previous versions of MOUSE were able to 

compress rules through hirearchical generalization. For instance, MOUSE I could discover 

a rule which stated that a conformation would be strained if a certain atom was (F or CI or 

Br or I). Since (F or CI or Br or I) is equivalent to the class "halogen", the program could 

infer that the conformation would be strained if any halogen were present The disjunction 

could then be replaced with the general term, HALOGEN, which indicates that the position 

may be occupied by any halogen. The main problem with this approach is that any 

classification scheme which is to be used must be preloaded as part of the program. 

Table 6.1 provides a simple example which demonstrates how the hierarchy described 

above could be ineffective. The table presents four halogens classified by the type of bond 

formed with carbon. Bonds are formally classified based on a difference in the net atomic 

charge between carbon and the halogen as calculated by MOPAe 6. Those bonds with a 

charge c!ifferential greater than 0.5 are classified as highly polar, while those with a 

difference less than 0.5 are classifed as polar. If the program is to learn the concept, 

"highly polar bond", then F will be a positive example while CI, Br, and I will be negative 

examples. Since halogens are included as both negative and positive examples, it is not 

possible to generalize a rule according to the class "halogen". 
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Table 6.1. Examples which cannot be generalized based on a hierarchy. 

Bond Type 
highly polar 
polar 
polar 
polar 

Atom Type 
F 
CI 
Br 
I 

In order to overcome the limitations associated with hierarchical generalization, MOUSE IV 

utilizes physical properties to discover the cause of chemical phenomena The program 

determines causality by identifying systematic differences between the properties of 

positive examples and the properties of negative examples. Table 6.2 presents the halogen 

examples in Table 6.1 along with values for two physical properties, molar volume and 

electronegativity. 

Table 6.2. The halogen examples with two physical properties. 

Bond Type 
highly polar 
polar 
polar 
polar 

Atom Type 
F 
CI 
Br 
I 

Molar Volume 
18.1 
17.5 
19.7 
25.7 

Electronegativity 
4.0 
3.0 
2.8 
2.5 

In order to determine causality, MOUSE IV attempts to locate a consistent relationship 

between the proposed causal properties and the values of the examples. A consistent 

relationship exists when all values of a particular property for the positive examples are 

either greater or less than the corresponding values for the negative examples. 

Figure 6.2 illustrates the attempt to find a consistent relationship between the property, 

molar volume, and the observed property "polar bond". The attribute, "atom type", in the 

circle indicates that an attempt is being made to locate a property which will correlate with 
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this attribute. The hashed arrow extending downward indicates that the attribute, atom 

type, MA Y HAVE the values CI, Br, and 1. The solid arrow with a cross through it 

indicates that the attribute MUST NOT HAVE the value F. Each of the arrows between the 

properties of the positive examples, Ppos, and the properties for the negative examples, 

Pneg, designates a relationship between properties. An examination of these relationships 

indicates that the molar volume of CI is less than that of F, but the molar volumes of Br and 

I are greater than that of F. Since the relationship between molar volume and the observed 

property of the examples is inconsistent, MOUSE IV cannot propose a causal relationship 

based on molar volume. 

Pne" @*IL.-F 
__ ",--_1-::8r-.1--:-l 

, 
; 

P pos 

Cl 17.5 

Dr 19.7 

I 25.7 

Figure 6.2. Molar volume provides an inconsistent relationship for "polar bond". 

Figure 6.3 presents the relationship between the electronegativities for the positive and 

negative examples. The electronegativities of CI, Br and I are all less than the 

electronegativity of F. Under these circumstances, MOUSE IV can propose that the 

property, electronegativity, could be the cause of the observed phenomenon. 
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Pneg 

@ * I,--F_-,_~4·r°-, 
; 

Cl 3.0 

Dr 2.8 

I 2.5 

Figure 6.3. Electronegativity provides a consistent relationship for ''polar bond". 

THE CAUSAL LEARNING ALGORITHM 

The learning algorithm used in MOUSE IV is an extension of the algorithm used in 

MOUSE I. This algorithm uses a series of positive and negative examples to develop a 

hypothesis. Positive examples are used to make the hypothesis more general, while 

negative examples are used to make the hypothesis more specific. The algorithm can be 

described in the steps below. 

1. Take the first positive example and assume that it is a concept description. 

2. If the next example is positive and does not satisfy the current concept 

description, then generalize the description so that it includes the example. 

3. If the next example is negative but satisfies the current description, then make 

the concept more specific so that it excludes the example. 

4. Repeat steps 2 and 3 until all the examples have been examined. 

5. Perform hierarchical generalizations where possible. 

6. Perform causal generalizations where possible. 
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A CAUSAL GENERALIZATION EXAMPLE 

The workings of the algorithm can be best understood by observing the methods used by 

MOUSE IV to process a simple example. This demonstration does not use all 

conformations of each molecule, but uses a selected subset to demonstrate the process of 

learni"ng a concept. As in Chapter 4, the concept to be learned is a critic whose purpose is 

to provide a rule stating when a conformation will not be stable. Given the set of examples 

in Figure 6.4, the goal of the program is to derive a rule or set of rules which are capable of 

predicting whether a conformation will be unstable. 

Positive Examples 

1 2 3 4 

Negative Examples 

Br pij 
5 6 7 8 9 

Figure 6.4. The training examples used by MOUSE lV. 

In order to be processed by MOUSE IV, each of the exrunples must be expressed as a 

series of attribute value relationships. In this exrunple, the attributes consist of the 

structural fragments shown as shaded areas in Figure 6.5. The values are the structural 

classes which comprise the attributes. The set of attributes and values representing the 

exrunples are shown in Table 6.3. 



142 

pI p2 p3 p4 

Figure 6.5. The structural fragments used as attributes in the learning example. 

Table 6.3. The attributes and values used by MOUSE IV. 

Example Type pl p2 p3 p4 
1 pas oh.-gp buLgm bULgp ch3 
2 pas cLgp bULgm bULgp ch3 
3 pas oh.-gp buLgm buLgp Lgm. 
4 pas ch3 bULgm bULgp ch3 

5 neg on...gm buLgm bULgp ch3 
6 neg oh...an bULgm bULgp ch3 
7 neg oh.-gp buLgm bULgm br_gm 

8 neg otLgp bULgm bULgm Lgm 
9 neg oh...gp bULgm bULgp br_gm 
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As a first step in detennining causality, MOUSE IV clusters the examples into groups 

where aU but one attribute is consistent This approach follows the Method of Difference 

formulated by philosopher John Stewart MiU53: 

If there is some factor, Q, present in an instance when P is present and absent in 

an instance when P is absent, and the two instances are alike in every other 

(relevant) respect, then P is considered to be the cause ofQ, or Q is considered to 

be the cause of P. 

In each of the groups shown in Figure 6.6, three of the attributes are consistent, while one 

of the attributes varies. Group 1 consists of those examples where p2, p3, and p4 are the 

same, and pI varies. Group 2 consists of those examples which only differ in part p4. 

MOUSE IV begins its learning process with a positive example from Group 1. It then uses 

the other examples from Group 1 to create a rule which describes the positive examples in 

the group without describing the negative examples. The program then repeats this process 

to create an additional rule for the examples in Group 2. In a final step, MOUSE IV uses a . 

set of physicochemical properties to combine the rules for Group 1 and Group 2 into a 

single rule. 



144 

Group 1 

Positive Examples c;!-~CI c;!-~,H c;:!:.H 

H 
H 

Negative Examples v!o~H c;:!~ 
H 

Group 2 

Positive Examples v!~!} c;:!:,H 

Negative Examples c;!:H c;!;,H CI c;:! (J .. H 

Figure 6.6. The training examples grouped according to structural similarity. 

The initial learning process employed by MOUSE IV parallels that used by MOUSE I (for a 

more detailed explanation see Chapter 4). The first example becomes the working 

hypothesis, which is shown in Figure 6.7. The label, HI, at the top the figure indicates 

that this is the first hypothesis. The arrows emanating from HI indicate that the hypothesis 

consists of four parts, labeled pI to p4. The arrows between the parts indicate adjacencies. 

The arrows extending downward from pI, p2, p3, and p4 indicate the class to which the 

parts belong. 
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I O~gp I I b~gml I bU~9p I El 
Figure 6.7. The initial working hypothesis based on theftrst example. 

The diagram in Figure 6.7 states that a conformation is observed to be unstable if it 

contains four fragments, or parts, with the following relationships: 

pI is a hydroxyl group in a gauche plus [oILgp] conformation 

and is adjacent to p2; 

p2 is an ethyl group in a gauche minus [buLgm] conformation 

and is adjacent to pi and p3; 

p3 is an ethyl group in a gauche plus [buL9p] conformation 

and is adjacent to p2 and p4; 

p4 is a methyl group [ch3] 

and is adjacent to p3. 

Mouse IV then extends the working hypothesis by considering a series of positive and 

negative examples. The second example, labeled E2-, is a stable conformation which is 

treated as a negative example and is used to add constraints to the current hypothesis. The 

difference between the example and the current hypothesis resides in p4. In this example, 

p4 is a chlorine in a gauche minus conformation [cLgm]. Since this is a negative example, 

MOUSE IV adds a constraint to create a new hypothesis, H2, which states that p4 MUST 

Nor be a member of the class [cLgm]. This MUST NOT relationship is indicated in the 

lower diagram in Figure 6.8 by a solid arrow with a cross through it 
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Figure 6.8. The addition of a negative example creates a more constrained hypothesis. 

The third example, E3+, shown in Figure 6.9, is unstable and therefore is used as a 

positive example. Since this is a positive example, it is used to make the hypothesis more 

general. The new hypothesis, H3, states that p4 may be a methyl group [ch3] or an iodine 

in a gauche minus [Lgm] conformation. 
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Figure 6.9. Positive examples are used to make the hypothesis llwre general. 
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The process of using positive examples to make the hypothesis more general and using 

negative examples to make the hypothesis more specific is continued with the two 

additional examples from Group 1 in Figure 6.6. After processing the five Group 1 

examples, MOUSE IV arrives at the hypothesis, HS, shown in Figure 6.10. 



cLgm 
f-9m 
br-9m 

Figure 6.10. The final hypothesisjor the Group 1 examples. 

The diagram in Figure 6.10 states that a conformation is obseIVed to be unstable if it 

contains four fragments, or parts, with the following relationships: 

pI is a hydroxyl group in a gauche plus [oILgp] conformation 

and is adjacent to p2; 

p2 is an ethyl group in a gauche plus [bULgm] conformation 

and is adjacent to pI and p3; 

p3 is an ethyl group in a gauche plus [buL9p] confonnation 

and is adjacent to p2 and p4; 

p4 is a ( methyl group [ch3] 

or an iodine [Lgm] in a gauche minus conformation) 
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and must not be a ( fluorine [Lgm], chlorine [cLgm] or bromine [br_gm] 

in a gauche minus conformation) 

and is adjacent to p3. 
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Figure 6.11. The final hypothesis for the Group 2 examples. 

Using the examples in Group 2 in Figure 6.6, MOUSE IV learns the rule diagrammed in 

Figure 6.11. The diagram in Figure 6.11 states that a conformation is observed to be 

unstable if it contains four fragments, or parts, with the following relationships: 

pI is ( a methyl group [ch3] 

or chlorine in a gauche plus conformation [cLgp] 

or a hydroxyl group in a gauche plus [oh-9p] conformation) 

and ( must not be a hydroxyl group in a gauche minus [oh....gmJ or anti 

conformation [otLgm] ) 

and is adjacent to p2; 

p2 is an ethyl group in a gauche minus [buLgm] conformation 

and is adjacent to pI and p3; 

p3 is an ethyl group in a gauche plus [bULgp] conformation 

and is adjacent to p2 and p4; 

p4 is a methyl group [ch3] 

and is adjacent to p3. 
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COMBINING PHENOMENOLOGICAL HYPOTHESES 

From the original set of nine examples in Figure 6.4, MOUSE IV has learned two rules. 

Each of the rules is correct and compresses the available knowledge by representing five of 

the examples. It would be advantageous to combine the two hypotheses learned by the 

program into a single rule. At first glance, it appears that it would be possible to combine 

the hypotheses for Group 1 and Group 2 to produce the hypothesis in Figure 6.12. 

fJ:all Group 1 

cLgm 
f...gm 
bI'-am 

Figure 6.12. The combined Group 1 and Group 2 hypotheses. 

Upon further inspection, however, it is obvious that this new hypothesis is not correct. 

The new hypothesis would predict that a conformation will be stable if: 

p 1 is a methyl group [ch3]; 

p2 is an ethyl group in a gauche minus conformations [buLgm]; 

p3 is an ethyl group in a gauche plus conformations [buLgp]; 

p4 is an chlorine in a gauche minus conformation [cLgm]. 

Figure 6.13. An incorrectly predicted example. 
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Contrary to this combined hypothesis, the conformation (shown in Figure 6.13) is 

unstable. Thus, the new hypothesis provides an incorrect conclusion. This combination of 

two hypotheses in this fashion is not logically correct The problem can be exemplifed by 

considering the following simple example, consisting of two rules, rl and 12. 

rl = All fathers are men. 

r2 = All mothers are women. 

Although each rule is correct, an attempt to combine these rules in manner above would 

result in the rule r3. 

r3 = All (mothers or fathers) are (women or men). 

The rule r3 can be expanded to four rules, two of which are obviously incorrect. 

All fathers are men. 

All fathers are women. 

All mothers are women. 

All mothers are men. 

In order to avoid such incorrect predictions, MOUSE IV does not attempt to combine 

phenomenological hypotheses. Instead, the program utilizes background knowledge of 

chemical properties to determine when it is appropriate to combine rules. 

COMBINING CAUSAL HYPOTHESES 

For the examples in Group 1 in Figure 6.6, MOUSE IV was provided with the background 

knowledge listed in Table 6.4. In practice, the program is provided with a more extensive 

set of background knowledge. For the purposes of demonstration this has been reduced to 

four properties. 



Table 6.4. Properties used for causal generalization of the Group 1 hypothesis. 

Part 1 
oh_an 
oh~m 
ch3 
cl~p 
oh~p 

Type 
neg 
neg 
pos 
pos 
pos 

Radius 
1.20 
1.20 
1.20 
1.81 
1.20 

Mol. Wt. 
18.02 
18.02 
15.03 
49.47 
18.02 

Steric 
1.00 
1.00 
4.35 
2.91 
3.98 

The properties in Table 6.4 were obtained or calculated as follows: 

Coulombic 
0.01 
0.01 
0.00 
0.02 
0.01 
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Radius - van der Waals radius of the substituent at position 4, in Angstroms, as 

obtained from standard tables. 

Mol Wt. - molecular weight of the substituent at position 4, in grams mol-I, as 

obtained from standard tables. 

Sterle - Sterlc repulsion between substituents at positions 1 and 4, in kcaI mol- l as 

calculated by MM2. 

Coulombie - Coulombic attraction between substituents at positions 1 and 4, in 

kcal mol- l as calculated by MOPAC 6. 

The sterlc repulsions and columbic attractions between parts 1 and 2, 1 and 3, 2 and 3, etc. 

are also calculated. However, consideration of examples 1 and 5 eliminates these terms 

since example 1 is a positive example and example 5 is a negative example and since the 

values for sterlc and Coulombic for p2 and p3 don't change. Thus, these terms are not 

shown so as to provide a more readily. understandable example. 

MOUSE IV begins the process of learning a causal hypothesis by attempting to locate a 

consistent relationship between the positive examples and the negative examples. Upon 

comparing the values listed for radius and molecular weight, the progrdID is unable to 

establish a consistent relationship. An examination of sterlc energy values, on the other 
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hand, indicates that all values for the negative examples are less than those for the positive 

examples. This consistent relationship is illustrated graphically in Figure 6.14. MOUSE 

IV stores this information as possible causal hypotheses. This causal relationship leads to 

the new hypothesis shown in Figure 6.15. 

Pneg 

oh_aD 1.0 

oh-'Jll 1.0 

. -,. 
PPOS 

ch3 3.0 

cl-9P 2.8 

oh....9P 2.5 

Figure 6.14. The steric property provides a consistent relationship between the positive 

and negative examples. 

ch3 
cL9P 
oh_9P 

isa r-::;:;-l .... : .. '~ 

Figure 6.15. The causal hypothesis for the Group 1 examples. 
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MOUSE IV then uses the background infonnation in Table 6.5 in the same manner to learn 

a causal rule for the examples in Group 2 on in Figure 6.6. 

Table 6.5. Properties used for causal generalization of the Group 2 hypothesis. 

Part 4 
Lgm 
cLgm 
br_gm 
ch3 
Lgm 

Type 
neg 
neg 
neg 
pos 
pos 

Radius 
1.35 
1.81 
2.00 
1.95 
2.10 

Mol. Wt. 
33.02 
49.47 
93.92 
15.03 

140.93 

Steric 
2.72 
2.91 
4.00 
3.40 
4.33 

Coulombic 
-0.08 
-1.50 
-0.80 
-0.01 
-0.10 

With this set of examples, there is no single property which can provide a consistent 

relationship between the positive and negative examples. When MOUSE IV cannot find a 

consistent relationship using single properties, it builds new properties by proposing an 

arithmetic relationship between obselVed properties. The program begins by systematically 

examining additive relationships between properties (radius + molecular weight, radius + 

sterle, molecular weight + sterle, etc.) until it arrives at consistent relationship. Table 6.6 

shows the first new property which is obtained by adding radius and molecular weight As 

can be seen in Figure 6.16, there is not a consistent relationship between the additive 

property, radius + molecular weight, and the examples. 

Table 6.6. The combined radius and molecular weight values for the Group 2 examples. 

Part 4 Type Radius + 
Mol. Wt 

Lgm neg 34.37 
cLgm neg 51.28 
bcgm neg 95.92 
ch3 pos 16.98 
Lgm pos 143.03 
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Pne" 
f-.9lll 34.37 

c1-.9lll 51.28 

br-9ll 95.92 

Ppa. 
ch3 16.98 

i~ 143.03 

Figure 6.16. The combination of radius and molecular weight provides an inconsistent 

relationship between the positive and negative examples. 

Since MOUSE IV is unable to establish a consistent relationship between the first property 

and the examples, it continues combining properties until it arrives at a consistent 

relationship. After considering several inconsistent additive relationships, the program 

establishes a consistent relationship for the property sterle + Coulombic. 

Table 6.7. The combined sterle and Coulombic values for the Group 2 examples. 

Part 4 Type Sterie + 
Caulambie 

Lgm neg 2.64 
eLgm neg 1.41 
br_gm neg 3.20 
eh3 pas 3.39 
Lgm pas 4.23 
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Pneg 

f.3D 2.64 

cl...,9ll 1.41 

br.3D 3.20 

PPOS 

ch3 3.39 

i.3D 4.23 

Figure 6.17 The combination of steric and Coulombic properties provides a consistent 

relationship between the positive and negative examples. 

The property steric + Coulombic then becomes part of the causal hypothesis for the Group 

2 examples. The complete causal hypothesis is illustrated in Figures 6.18 and 6.19. 

Figure 6.18. The causal hypothesis for the Group 2 examples. 

Upon learning a pair of causal hypotheses which describe Group 1 and Group 2, MOUSE 

IV attempts to combine these causal hypotheses. In order to be combined, two hypotheses 

must possess the same causality acting on the same physical elements. MOUSE IV first 
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tests the causal hypothesis learned for Group 1 to see if it is applicable to Group 2. In this 

case, the program is not able to establish a consistent relationship for the property, "Steric", 

for the examples in Group 2. However, the relationship "Steric + Coulombic" established 

for Group 2 is also consistent for Group 1. Since MOUSE IV has located a consistent 

relationship between properties for Group 1 and Group 2, a combined causal hypothesis 

(shown in Figure 6.19) is proposed. 

..t;;;\ .. ..•... ~ ....•. 
,_. • t ' •• 

..... ··part l'part ·',.part ....... part 
,'_ . ,t ',_ ' •• 

• .t.~ •• , ~.. .~ "'';'' .. 
adl (;\ adj J;:\ adj 

A '1Ii''''I''~'III''''~lIIQ'"I;''''ill' 0 

.l. isa ,;.Isa 

I w~gml I b~gpi 

steric + couloni>ic 

Figure 6.19. The combined causal hypothesis. 

RESULTS AND DISCUSSION 

A major limitation to previous versions of MOUSE was the dependence on predefined class 

hierarchies. MOUSE I was only capable of utilizing the hierarchies which were built into 

the program. MOUSE IV overcomes these limitations by dynamically generating class 

generalizations based on physicochemical properties. In the example presented here, 

MOUSE IV made a generalization based on a combination of steric and Coulombic forces. 

Although these methods show a great deal of promise, there are areas where the program 

can be improved. 
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MOUSE IV currently performs an exhaustive search through the space of possible 

generalizations. The program begins by examining individual properties, and then seeks to 

establish a consistent relationship between the examples and the property. If MOUSE IV is 

unable to establish such a relationship, it then examines combinations of two properties. 

This process is continued until a consistent relationship has been located or until all 

combinations have been tried. As the number of possible properties increases, the number 

of possible combinations will grow at an exponential rate. Consequently, the program 

needs to have heuristics for choosing the relationship which will be the most profitable. 

It is possible for MOUSE IV to derive multiple causal hypotheses. For instance, if 

MOUSE IV is provided with the properties in Table 6.8 the program will propose that the 

cause of the observed phenomenon is either molecular weight or steric factors. MOUSE IV 

needs a method of either requesting additional examples from the user or generating 

additional examples and using computational methods to examine the relationship between 

structure and properties. 

Table 6.8. A hypothetical set of properties containing two possible relationships. 

Type Molecular Steric 
Wt. 

neg 35.4 12.4 
neg 32.6 11.1 
pos 17.8 8.1 
pos 21.4 9.5 

A third limitation comes from the need for the user to supply MOUSE IV with the 

necessary background knowledge. In the future, MOUSE will have an interface to a 

number of molecular mechanics, semi-empirical, and ab initio programs. This interface 
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will allow future versions of the program to choose an appropriate method for calculating 

properties. 

CONCLUSIONS 

MOUSE IV has shown that it is possible to write a program which is capable of learning 

not only phenomenological relationships but also causal relationships based on 

physicochemical properties. Upon examining a set of training examples, MOUSE IV was 

able to learn that an otherwise strained conformation can be stable given the appropriate 

combination of steric and electronic forces. Through examination of combinations of 

physicochemical properties, MOUSE IV has "discovered" the principle of hydrogen 

bonding. 

The work done with various versions of MOUSE has laid the groundwork for the ultimate 

goal of developing an explorer program which is capable of formulating its own problems 

and directing its own learning. Unlike MOUSE IV, which must have its background 

knowledge supplied by the user. the explorer program will have the ability to formulate 

queries and extract relevant data from a database. The explorer program also will be able to 

interface with the conformational analysis program, WIZARD, in order to generate three 

dimensional structures for molecules which are not part of the training set. Once structures 

have been generated, they can be optimized and properties can be calculated using a variety 

of techniques such as molecular mechanics, semi-empirical or ab initio calculations. One 

could eventuality produce an explorer program which would direct the robotic synthesis of 

new compounds. Once these compounds have been synthesized, their physical properties 

could be investigated and added to the knowledge base. 



160 

CHAPTER 7 

BABEL: A MOLECULAR STRUcrURE INFORMATION INTERCHANGE HUB 
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INTRODUCTION 

There are numerous commercial and public domain programs available for molecular 

mooeling. In many cases the chemist may need to utilize a number of progrnms to solve a 

particular problem. For instance a chemist may create an input structure using a graphical 

mooeling program, minimize the input structure using MM2,54 perform a molecular orbital 

calculation using MOPAC55 and visualize the results of the MOPAC calculation using a 

graphics program. Many programs utilize unique file formats which are highly customized. 

If the input and output formats of the programs used are not compatible, the chemist may 

need to spend a substantial amount of time performing the translations. This problem was· 

definitely encountered during the development and validation of the MOUSE and WIZARD 

programs. 

The translation process becomes especially cumbersome when; 

the molecules are large, 

it is necessary to convert between coordinate systems (i.e. internal to Cartesian), 

necessary bond or connectivity information is absent, 

information regarding the hybridization of atoms is absent 

One proposed solution to this problem is to define a standard data file format56.57 We 

believe that this will go a long way toward easing the burden on the chemist. However 

several practical problems have prevented such a file format from becoming universally 

accepted. Many software houses have customized their file formats, and are not inclined to 

change to a standard format There are also a large number of programs which are made 

available to computational chemistry community through facilities such as the Quantum 
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Chemistry Program Exchange. Since the minimal cost of these programs is used to defray 

distribution costs, there is little economic or scientific incentive for the original author to 

undertake modification in order to include a standard file format. 

One commonly used approach is to create a program which can convert between two 

commonly used file formats (Le. PDB58 to MM2). However, this approach becomes 

impractical when a large number of file fonnats are used since (N2 - N)/2 programs are 

needed to convert among N file fonnats. In addition the conversion between certain file 

fonnats (Le. internal to Cartesian coordinates) may be beyond the abilities of a novice 

programmer. Many commercial software packages allow the user to import and export a 

limited number of file fonnats. However, the high cost of these programs as well as the 

inability of the user to modify the programs or add new file fonnats has prevented anyone 

program from becoming the de facto standard for file conversion. 

We have noticed that several useful programs have arisen as a result of community 

development based on a well defined seed. The Kennit communications program, the 

emacs editor, and MOPAC program for semi-empirical calculations have become standards 

as a result of such cooperative efforts. We intend to use this model to create a program 

which will be able to translate between a large number of molecular data file fonnats. Any 

academic group would have little incentive to create a program which converts file fonnats 

which are not used locally. Software houses could find monetary incentive to include a vast 

number of file fonnats, bur they would be forced to charge a -price which would be 

prohibitive to users with small budgets. Our aim was to create a program which can grow 

through the combined efforts of many groups working under a strict architecture. 
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We have created a program which allows rapid and easy interconversion among a number of 

file fonnats. The program known as Babel (named for the babel fish in Douglas Adams' 

Hitchhiker's Guide to the Galaxy 5~has been released into the public domain along with full 

source code, a users manual, and a programmer's manual. Babel is written in ANSI C, 

and was designed to be modular as well as highly portable. The program has currently been 

ported to several flavors of Unix (Ultrix, Irix, Convex, Sun-Os), as well as MS-DOS, the 

Macintosh, and VMS. 

The Internet has been used to make the program widely available. The source code for 

Babel is made available bye-mail and anonymous ftp. Any new modules or enhancements 

to Babel that are sent to us will be incorporated into the distribution. In this it is hoped that 

the program will grow and evolve as the needs of computational chemists change. 

MM2 

New Formats MOPAC 

updaters 

Alchemy ----i e 1---- Macromodel 

XYZ PDB 

CSD 

Figure 7.1. The structure of the Babel program 
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ARCHITECTURE 

Rather than creating a nwnber of programs or procedures which convert from one format to 

another, Babel utilizes a neutral format approach (Figure 7.1) where all input forms are 

converted by "reader" routines to a standard internal representation. A set of "writer" 

routines are then used to convert the standard internal representation into the desired output 

formal The internal format known as the Universal Molecular Structure (UMS) is 

extremely flexible and new features can be added as necessary. 

Babel was designed so that the 110 procedures are only responsible for reading and writing 

the data file in the desired format. All data conversions are performed by a set of file format 

independent procedures. This facilitates adding new data formats in two ways: 

1. The 110 procedures are relatively easy to create. 

2. The conversion routines are independent of different file formats. 

For example the same procedure for converting internal to Cartesian coordinates can be used 

regardless of whether the internal coordinates come from GAUSSIAN 60 MOPAC or 

AMPAC61 Similarly the same procedure for determining hybridization can be used on data 

from POB, MOPAC, CS024 or a J?umber of other formats. Finally the procedure which 

writes the data file (e.g. POB file) can function regardless of the ultimate source of the data. 

Figure 7.2 shows Babel's overall program flow. A "reader" routine reads the information 

from the input file. If any data required by the internal molecular representation (IMR) is 

not present in the input file, the information is filled in by a set of routines known as general 

UMS updaters. The information which is stored in a data structure known as the Universal 

Molecule Structure (UMS) can now be written to the desired format by a "writer" routine. 
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If any infonnation required by the output file fonnat is not present in the UMS it is added by 

a set of routines known as specific UMS updaters. 

General UMS Updaters 

Specific VMS Updaters 

( Output File) 

Figure 7.2. Babel program flow 

The central data structure in Babel is called the VMS (Universal Molecule Structure). The 

VMS is a "c" data structure which holds the infonnation to be translated. Figure 7.3 is . 

schematic representation of the VMS. The VMS currently contains infonnation regarding 

the number of atoms and bonds in the molecule as well as pointers to other data structures 

which contain specific infonnation about individual atoms and bonds. The VMS is a 

dynamic data structure, thus the maximum number of atoms in a molecule is limited only by 

system memory. The program has been tested on small molecules as well as proteins 

containing several thousand atoms. The dynamic nature of the data structure also serves to 

conserve system memory. When a file conversion is perfonned, memory is allocated only 

for the portions of the UMS which are to be employed. 
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Babel includes two types of procedures capable of modifying the VMS; general updaters 

and specific upclaters. General VMS upclaters are used provide the information required to 

complete the Internal Molecular Representation (IMR). The IMR contains the features 

which we have found to be necessary to describe a molecule for the data formats we have 

examined. The Babel IMR consists of the following information for each atom in the 

molecule. 

Atom Type - may be anyone of 30 hybridized types (i.e. sp2 Carbon) 

or any atom type from the periodic table. User defined 

atom types may be easily added to the program. 

Coordination Number - the number of attached atoms 

Connectivity - a list of connected atoms 

Position - Cartesian coordinates 

Radius - covalent bond radius 
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Universal Molecule Structure 

# of atoms 
# of bonds 
pointer to atom record 
pointer to connection table 
pointer to internal coord. record 

" 
, r 

" 
atom record internal coord. record connectIon table 

atom type distance atoms in the bond 
cartesian coordinates bond angle 
list of connected atoms torsion angle 
list of bond orders atoms for distance 
valence atoms for bond angle 
max. valence atoms for torsion angle 

Figure 7.3. The structure of the UMS. 

If any information required by the IMR is not contained in the input file the data is placed in , 
---

the UMS by the General UMS updaters. We realize that in some cases all of the information 

in the IMR may not be necessary for a particular conversion. However, in most cases the 

required computational overhead is minimal. In certain cases, such as the conversion of 

large databases, it may be desirable to turn off unnecessary conversions. Since each general 

UMS updater (i.e. determination of hybridization) is contained in a separate function call, it 

is easy to tum off the unnecessary conversions. 

The specific UMS updaters are the procedures which act on the unique requirements of a 

particular output file format. For example, the PDS file format requires a unique atom label 

(i.e. CI, C2) for each atom in a residue. Other file formats require atom types which are 

more specific than those defined in the IMR (i.e. H-N or H-O as opposed to just H). Any 
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additional information required by a particular output file format can be provided by a 

specific VMS updater. 

An analogy of mailboxes in a post office has been used to describe the VMS updaters. Each 

letter must have a minimal amount of information (street address, city, state) in order to be 

properly delivered. If certain necessary information (i.e. zip code) is missing it could be 

filled in by the postal equivalent of our General VMS updaters. Once all the information is 

present the mail can be delivered to the appropriate post office box. When it comes time to 

distribute the mail certain "specific local" functions may be required If the post office box 

is shared by several members of the same organization it may be necessary for an individual 

to add an office number or mail stop to the address in order to insure delivery. These 

functions can be considered analogous to our Specific VMS updaters. 

COMPARATIVE FEATURES OF COMMONLY USED FILE FORMATS 

In order to better understand the function of Babel's general updaters it is necessary to 

examine some of the features found in commonly used file formats. Figure 7.4 lists a 

number of such formats and the types of information they contain. Almost all of the file 

formats have two features in common. They all contain a description of the kinds of atoms 

present in the molecule as well as the positions of these atoms. However there are a number 

of characteristics which are not common across the various file formats. 
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File cart. Int. Kybei Bond Explicit. Unique 
Format. Coords Coords Order Bonds Desc. 

MOPAC Cart yes no no no no no 

MOPAC Int no yes yes no no no 

MM2 yes no yes no yes no 

PCB yes no no no some yes 

ALCHEMY yes no yes yes yes no 

Macrornodel yes no yes yes yes no 

GAUSSIAN no yes no no no yes 

ChernDraw yes no no yes yes no 

XYZ yes no no no no no 

Figure 7.4. Features of some commonly usedfileformats. 

Specification of Bonds/Connection Information 

In many file formats (MM2, ALCHEMY,62 Macromodel,29 ChemDrnw,63 some PDB) 

bonds are explicitly included, while other formats (MOPAC, GAUSSIAN, XYZ, some 

PDB) do not require the inclusion of bond infonnation. If bonds are not explicitly 

designated in the input file, the connection infonnation is obtained by a Genernl VMS 

updater. Bonds are determined by examining inter-atomic distances. If the distance 

between the two atoms is less than the sum of their covalent radii, the atoms are considered 

to be bonded. A user-defined tolerance is also included to allow tuning of the bond 

determination routines. Babel provides a warning to the user when the maximum valence 

for an atom has been exceeded or if an atom is isolated. 
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Atom Type Specification 

Several file fonnats (Le. PDB, MOPAC, GAUSSIAN) only require that the atom's element 

type be specified, while other file fonnats (MM2, ALCHEMY, Macromodel) require a more 

detailed description. This description may involve hybridization (sp2 C as opposed to just 

C) and/or atom environment (H-N or H-O as Qpposed to just H). The detennination of 

specific atom types is based on the methodology developed by Meng and LCwis47 in the 

program IDATM. The hybridization state of a particular atom is detennined by examining 

bond lengths and bond angles, and comparing these values with those obtained from a 

detailed study of the Cambridge Structural Database. 

Coordinate System 

In the MOPAC Internal and GAUSSIAN file fonnats, atomic positions are expressed in 

tenns of internal coordinates (also known as a Z-Matrix). This fonnat expresses atomic 

positions in tenns of a distance, bond angle, and torsion angle relative to three other atoms 

in the molecule. The internal to Cartesian coordinate conversion routines in Babel were 

adapted from the XYZINT and XYZGEO modules of MOPAC. 

Bond Order 

Since hybridization has already been detennined, the specification of bond order is rather 

simple. Babel uses a few e~ementary rules to detennine bond order: 

1. Assign each atom in a bond a score based on hybridization 

sp=3 

sp2= 2 

sp3 = 1 

2. Add scores for each pair of bonded atoms. 



3. Assign bond order based on the score 

score = 6 -> bond order = 3 

score = 4 -> bond order = 2 

else 

bond order = 1 
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Babel then does a check for conjugation by looking for a multiple bond between two other 

multiple bonds; if such a bond is found its bond order is changed to 1. 

ADDING NEW FILE FORMATS 

Babel was designed so that anyone with a few months of programming experience would be 

able to add new file formats to the program. The addition of a file format to Babel typically 

consists of merely creating the "reader" and "writer" routines and adding a few lines of code 

to the main program. The "reader" and "writer" routines usually require less than 100 lines 

of C code. If the output file requires information not contained in the IMR the programmer 

may have to create a specific updater to provide this information. Almost all of the 

necessary operations for creating "reader" and "writer" routines can be accomplished with a 

single high level function call. It is not necessary to have detailed knowledge of pointer 

operations or dynamic memory allocation in order to add new file formats to Babel. We will 

now provide a brief overview of the steps necessary to create "reader" and "writer" 

procedures. A more detailed description is published in the Babel User's Manual which 

accompanies the software. 



172 

The following steps are necessary to create a file "reader": 

1. Open the input file. High level function calls are available to verify the file's existence. 

2. Determine the number of atoms in the molecule. In many cases this information is 

present in the file, in other cases (PDB, MOPAC) it is necessary for the reader routine to 

count the number of atoms present. 

3. Set the num_atoms variable in the UMS to the number of atoms in the molecule. 

4. Allocate memory for the VMS, this is done with a single function call. 

S. Read the information from the input file into the slots provided in the VMS 

6. Call the General UMS updaters necessary to create additional information required by the 

Standard Internal Representation. Each of the following operations can be carried out with a 

single function call. 

assign bonds 

assign atom type 

assign bond order 

build connection table 

7. Close the input file. 

The following steps are necessary to create a file "writer": 

1. Read the necessary information from the VMS. 

2. Call Specific UMS updaters to calculate any necessary information not in the VMS. 

3. Open the output file. 

4. Write the formatted information to the output file. 

S. Close the output file. 
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USING BABEL 

Babel is currently able to read the following file fonnats: 

Alchemy AMBER PREP Ball and Stick 

Biosym .CAR Boogie Cacao Cartesian 

Cambridge CADPAC CHARMm Chem3D Cartesian 1 

Chem3D Cartesian 2 CSDCSSR CSDFDAT 

CSDGSTAT Feature Free Form Fractional 

GAMESS Output Gaussian Z-Matrix Gaussian Output 

Hyperchem I-fiN MDLIsis Mac Molecule 

Macromodel Micro World MM2Input 

MM20uput MM3 MMADS 

MDL MOULle65 MOUN Mopac Cartesian 

Mopac Internal Mopac Output PC Model 

PDB Quanta ShelX 

Spartan Spartan Semi-Empirical Spartan Mol. Mechanics 

Sybyl Mol Sybyl Mol2 Conjure 

Maces 2d Maccs3d UniChemXYZ 

XYZ64 XED 
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Babel is currently able to write the following file formats: 

Alchemy Ball and Stick Batchmin Command 

Cacao Cartesian Cacao Internal CAChe MolStruct 

Chem30 Cartesian 1 Chem30 Cartesian 2 ChemOraw Conn. Table 

WIZARD Conjure Template CSOCSSR 

Feature Fenske-Hall Z-matrix Gamess Input 

Gaussian Cartesian Gaussian Z-matrix Gaussian Z-matrix trnplt 

Hyperchem HIN Icon 8 IOATM 

Mac Molecule Macromodel Micro World 

MM2Input MM20uput tvRv13 

tvnvlADS MDLMolfile Mopac Cartesian 

Mopac Internal PC Model POB 

Report Spartan Sybyl Mol 

Sybyl Mol2 MDL Maces file XED 

UniChemXYZ XYZ 

The Babel program may be invoked using command line options or menus. The command 

line input has the following format: 

babel [-v] -kinput type> <filename> -o<output type> <filename> "keywords" 

The -v flag is optional and is used to produce verbose output. 
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The -i flag is used to set the input type. The following input type codes are currently 

supported. 

t -- Alchemy file 

prep -- AMBER PREP file 

bs -- Ball and Stick file 

car -- Biosym .CAR file 

boog -- Boogie file 

caccrt -- Cacao Cartesian file 

cadpac -- Cambridge CADPAC file 

channm -- CHARMm file 

c3d1 -- Chem3D Cartesian 1 file 

c3d2 -- Chem3D Cartesian 2 file 

cssr -- CSD CSSR file 

fdat -- CSD FDA T file 

c -- CSD GST AT file 

feat -- Feature file 

f -- Free Form Fractional file 

gamout -- GAMESS Output file 

g -- Gaussian Z-Matrix file 

gauout -- Gaussian Output file 

hin -- Hyperchem HIN file 

isis -- MDL Isis file 

macmol -- Mac Molecule file 

k -- Macromodel file 

micro -- Micro World file 

mi -- MM2 Input file 



mo -- MM2 Ouput file 

mm3 -- MM3 file 

mmads -- MMADS file 

mdl -- MDL MOLfile file 

moleo -- MOLIN file 

ac -- Mopac Cartesian file 

ai -- Mopac Internal file 

ao -- Mopac Output file 

pc -- PC Model file 

p -- PDB file 

quanta -- Quanta file 

shelx -- ShelX file 

spar -- Spartan file 

semi -- Spartan Semi-Empirical file 

spmm -- Spartan Mol. Mechanics file 

mol -- Sybyl Mol file 

mol2 -- Sybyl Mol2 file 

\Viz -- Conjure file 

maccs2 -- Maces 2d file 

maccs3 -- Maces 3d file 

unixyz -- UniChem XYZ file 

x -- XYZ file 

xed -- XED file 
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The -0 flag is used to set the output file type. The following output type codes are currently 

supported. 

diag -- DIAGNOTICS file 



t -- Alchemy file 

bs -- Ball and Stick file 

bmin -- Batchmin Command file 

caccrt -- Cacao Cartesian file 

cacint -- Cacao Internal file 

cache -- CAChe MolStruct file 

c3dl -- Chem3D Cartesian 1 file 

c3d2 -- Chem3D Cartesian 2 file 

d -- ChemDraw Conn. Table file 

wiz -- WIZARD file 

contmp -- Conjure Template file 

cssr -- CSD CSSR file 

feat -- Feature file 

fhz -- Fenske-Hall ZMatrix file 

gamin -- Gamess Input file 

gcart -- Gaussian Cartesian file 

g -- Gaussian Z-matrix file 

gotmp -- Gaussian Z-matrix tmplt file 

bin -- Hyperchem HIN file 

icon -- Icon 8 file 

i -- IDA TM file 

macmol -- Mac Molecule file 

k -- Macromodel file 

micro -- Micro World file 

mi -- MM2 Input file 

mo -- MM2 Ouput file 
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mm3 -- MM3 file 

mmads -- MMAOS file 

mdl -- MDL Molfile file 

ac -- Mopac Cartesian file 

ai -- Mopac Internal file 

pc -- PC Model file 

p -- POB file 

report -- Report file 

spar -- Spartan file 

mol -- Sybyl Mol file 

mol2 -- Sybyl Mol2 file 

maces -- MOL Maces file file 

xed -- XED file 

unixyz -- UniChem XYZ file 

x -- XYZfile 

178 

To convert a MM2 output file named mm2.gIf to a MOPAC internal coordinate input file 

named mopac.dat the user would enter: 

babel-imo mm2.gIf -om mopac.dat 

Typing babel -m invokes babel with a menu inteIface. The menus allow the user to choose 

input and output types and prompt for necessary information such as keywords. li"{perience 

with the program in our laboratory has shown that frequent users prefer the command line 

options while casual users tend to utilize the menu intcIface. 
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Typing babel with no command line arguments gives a brief summary of the available 

options. 

CONCLUSION 

It is possible to create a program which can interconvert many of the fite formats commonly 

used in molecular modeling. The conversions are accomplished by using an architecture 

consisting of a simple reader, a series of general updaters, specific updaters, and a simple 

writer. Babel is designed so that users can easily incorporate new file formats into the 

program. The source code for the program is available free of charge through the Internet. 

A distributed progrnmming team concept has been employed to enhance Babel's current 

capabilities. When new modules are sent to us we will incorporate them into future 

releases. 
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APPENDIX A 

TEST STRUCfURES USED TO EVALUATE WIZARD III 
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