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ABSTRACT 

The discrete wavelet transform has emerged as a powerful tool for the lossy 

compression of imagery. In this work, two adaptive still image wavelet coders are 

presented, each based on a variant of trellis coded quantization (TCQ). TCQ is 

an effective technique for quantizing memoryless sources with moderate complex

ity. Entropy-constrained trellis coded quantization (ECTCQ) and a newly developed 

quantizer, universal trellis coded quantization (UTCQ) form the basis of each system. 

UTCQ offers several advantages over ECTCQ. It requires no computationally expen

sive training algorithm, no stored codebooks, and performs "on-the-fly" training on 

a subset of the reconstruction levels. It is shown that the performance of eight state 

UTCQ is within ~ 0.1 dB of eight sLate ECTCQ for most encoding rates. 

Unlike most systems present in the literature, these coders are complete end-to

end image compression/decompression systems. Adaptive arithmetic coding is used 

to generate output bitstreams. Several wavelet subblock classification schemes are 

investigated to improve the PSNR performance of the coders. The 3-map classifi

cation technique was seen to improve SNR performance by ~ 0.8 dB for the Lenna 

image above 0.5 bpp. Perceptual coding improvements were developed for the UTCQ 

system as well. The image coders proved to be quite robust, performing well on a 

wide array of imagery. The quality of the encoded imagery from these systems is 
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found to be very competitive with other coders in the literature and significantly 

bett.er than JPEG-based coding. 



CHAPTER 1 

INTRODUCTION 

13 

The exponential growth of the Internet is placing demands on the communications 

infrastructure that have not been anticipated. It is estimated that between 25 to 30 

million computers are connected with that number to exceed 100 million by 1998 

[1, 2, 3J. In 1995, it is anticipated that the number of IP addresses will be exhausted 

[3J. Approximately 11 terabytes of information [4J were exchanged over the net in 

May 1994, with the volume of data tripling every year [IJ. The popularity and ease 

of use of Web browsers (Mosaic, Netscape) and the HTML language have led many 

individuals and businesses to publish electronically on the net. The majority of 

Internet traffic consists of email, but a growing portion consists of digital imagery 

or video sequences. Researchers from diverse fields such as library science [5, 6, 7J, 

radiology [8J, electron microscopy [9], and meteorology [10] have imagery data they 

wish to disseminate over the net. 

The predominant image file formats on the net today are GIF (Graphic Inter

change Format) and JPEG (Joint Phot.ographic Experts Group). The GIF format is 

a lossless compression format. (colors are limited to a palette of 256) popularized by 

CompuServe, a commercial on-line provider. The JPEG format is an international 

image compression standard (ISO IS 10918-1) that provides for lossy compression of 



imagery. JPEG does have lossless compression modes, but it is utilized primarily as a 

lossy compression algorithm. The motivation for such activity is the large amount of 

memory (or bandwidth) a typical image consumes. A simple 512 x 512 8 bit per pixel 

(bpp) image requires 0.25 MB of disk space (262,144 bytes). This may seem incon

sequential at first, but if the image size is increased to 1024 X 1024 and the resolution 

to 16 bpp, 2 MB of storage is now required. In some applications, 4096 X 4096 size 

images are needed requiring 16 MB to store at 8 bpp. If we further consider video 

sequences or hyperspectral imagery, the storage cost becomes immense. Transmitting 

a 512 x 512 8 bpp image over a 14.4 kbps modem link requires 2.5 to 3.0 minutes. 

Much larger images take an unacceptable amount of time to transmit. The need for 

high quality low bit rate compression of digital imagery is evident. 

Lossless compression schemes are capable of compression ratios of typicalJy 2:1 up 

to 4:1 (or better) depending on the input image type. Near loss less schemes [11, 12] 

have been created which can achieve higher compression ratios while constraining the 

reconstruction error to a few gray levels. Compression ratios up to 10:1 are possible 

with these techniques. Situations frequently arise where much higher compression 

is needed and the only alternative is the use of lossy algorithms. Dissemination 

of reconnaissance imagery to field assets represents one example. Minimizing the 

volume of data to transmit reduces the chance of detection or interception of the 

data. While the JPEG compression algorithm performs well compressing imagery 

down to ~ 0.75 bpp, at low rates « 0.5 bpp) it performs poorly. This dissertation 
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discusses two wavelet based still image coders that provide excellent objective and 

subjective compression of digital imagery at rates down to and below 0.25 bpp. 

Figure (1.1) shows a typical digital image communication system and channel. 

The original image x is sent through a source coder whose goal is to represent x in 

as few bit.s as possible subject to a fidelity criterion. Typically the criterion is mean 

squared error, MSE, between x and X, the representation of x. MSE is not chosen 

for its perceptual relevance, but rather for its analytical tractability. The compressed 

version of x, X, is sent through a channel coder to generate y. Analog communication 

channels suffer from noise susceptibility and the channel coder adds redundancy to x 

to allow correction of some transmission or storage errors. The channel coder will also 

present the information to the channel in an appropriate format (such as modulating 

it onto some signal). The channel decoder receives i), a corrupted version ()f y, and 

creates iJ. If the error correction introduced by the channel encoder was sufficient, 

1/ = y. The source decoder takes y and decodes x, if 1/ = y, then x = x. If this is not 

the case, the source decoder may be unable to generate any x. 

This dissertation deals with the source encoder and decoder blocks in Figure (1.1). 

It is assumed from the viewpoint of the source codec that the channel is error free. 

In many instances this assumption is invalid, but for the case of storing imagery on 

writable media or transmission over computer networks, this is approximately true 

(media defects do occur and computer networks do suffer from noise). The goal of 

this work is not the development of error correction schemes, but rather the lossy 



16 

O' . al ngm 
Image Source Channel 

Coder 1\ Coder x x 
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l' 
Channel 

Received y 
Image Source Channel 

){ Decoder ~ 1\ Decoder y 

Figure 1.1: Digital Image Communication System 

compression of digital imagery. While it is valid to treat the problems of compression 

and error correction separately in system design [13], the complexity of real systems 

may be reduced by considering both issues together. 

In Chapter 2 of this dissertation, the background information necessary to un-

derstand the entropy-constrained trellis coded quantization (ECTCQ) and universal 

trellis coded quantization (UTCQ) techniques is presented. Starting with uniform 

quantization, various classical quantizers are discussed before presenting the basic 

TCQ system developed in [14J. The need for entropy-constrained and entropy-coded 

quantization is presented leading to the ECTCQ technique [15, 16J. ECTCQ forms 

the basis of one of the wavelet coders, and its implementation and training proce-

dures are detailed. The second image coder is based on UTCQ, a newly developed 

quantizer. The advantages of UTCQ over ECTCQ and relative performance of the 

two systems is presented. 
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Chapter 3 presents the concepts underlying entropy coding. After a given sequence 

of data is quantized, it is necessary to losslessly store the quantization indices with as 

few bit.s as possible. This is accomplished using an entropy coder. Several theorems 

are presented showing the relevance of entropy as a measure of information content. 

From these ideas, the classic Huffman entropy coding technique was born. On a per 

symbol basis Huffman coding is optimal, but it is necessary to block source symbols 

together to approach the entropy of most sources. Shannon-Fano-Elias codes are 

briefly discussed since they form the basis of a powerful entropy coding technique 

known as arithmetic coding. Arithmetic coding [17] is used by both coders to generate 

output bitstreams. Implementation problems regarding the use of arithmetic coding 

are discussed in this chapter. 

The ECTCQ and UTCQ coders operate on a wavelet analyzed version of the orig

inal image, which generates a set of uncorrelated frequency subbands. The wavelet 

coefficients in these subbands are quantized by the ECTCQ and UTCQ procedures. 

By packing most of the image energy into relatively few coefficients, many may be 

discarded and the amount of data needed to represent the image reduced. Chapter 

4 presents an overview of wavelets. A very practical approach is taken here since 

the mathematics of wavelets is quite difficult. In many image coding applications 

utilizing wavelets, the issue of symmetric extension is not discussed. It is an impor

tant topic since it allows a nonexpansive, perfectly reconstructing, wavelet transform 
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to be devised. The issue is addressed here by discussing the work of Brislawn [18J. 

Application of his formulae to the wavelets used in this work is presented. 

Chapter 5 discusses the image coders in detail. The recursive wavelet analy

sis/synthesis algorithms and wavelet tree descriptors which allow any dyadic subband 

structure to be realized are presented. The codebook training (ECTCQ), modeling 

(UTCQ), and rate allocation procedures for each coder are explained, as are the five 

generalized Gaussian distributions used to model wavelet coefficients. In an effort to 

improve the PSNR performance of the coders, wavelet subblock adaptation schemes 

were investigated. Perceptual improvements were devised for the UTCQ coder and 

they are presented in Chapter 5 as well. Finally, a comparison with other state-of

the-art image compression techniques is presented. 

A brief summary of the results of this research is given in Chapter 6 and numerous 

examples of coded imagery may be found in Appendix C. The original images used 

for the coding examples may be found in Appendix B. 



2.1 Introduction 

CHAPTER 2 

QUANTIZATION 

19 

When the t.erm quantization is used, many people think of the analog/digital 

(A/D converter) conversion process by which an analog waveform is appropriately 

sampled (in amplitude and time or space) to generate a digital sequence. In this work 

it is assumed that the waveform (or image) is already in digital form and constitutes 

a signal which we wish to further quantize. Thus the original digital sequence is 

considered to be "perfect" and our goal is to reduce (or compress) the number of bits 

required to store or transmit this information under some fidelity criteria. 

Rarely do we quantize the image samples (pixels) themselves. Image coders try to 

decorrelate the image samples before quantization. Neighboring pixels in an image 

are usually correlated with one another and given some set of pixels it is possible to 

predict adjacent samples with some success. This is the goal of coders such as DPCM 

[191 and predictive trellis coders [20, 211. The pixel prediction is not perfect and 

the image is effectively split into two sequences, a prediction sequence and an error 

sequence. The prediction sequence need not be stored since the image decoder may 

regenerate it. The error sequence is of lower variance and uncorrelated (hopefully) 



20 

and it is quantized and st.ored instead. The reduced variance of the error sequence 

allows for a more coarse quantization, thus reducing storage costs. Such an image 

may no longer be identical to the original. In this case the image coder's goal is to 

produce the best possible image for a given bit ratc or number of bits per pixel. 

Spatial domain coders such as DPCM are not the only means by which decor

relation may be sought. Transform coders have been successful at producing high 

quality imagery at bit rates around 1.0 bpp [22J-[25J. The goal here is to transform 

the image into another domain that is more amenable to quantization. It is desired 

that the transform generate sets of coefficients that are uncorrelated. This allows us 

to consider the quantization of the coefficient sets separately, and gives some control 

over the type and distribution of quantization errors in the reconstructed image. The 

transform should also compact the signal energy into a few number of coefficients 

relative to the number of pixels in the input image. This allows many coefficients to 

be discarded with a savings in bit rate. 

There exists such a transform [26J, the Karhunen-Loeve transform (KLT). The 

KLT is determined by finding the eigenvectors of a source's autocorrelation matrix. 

Thus it decorrelates the transform coefficients. The eigenvalues of the autocorrelation 

matrix become the variances of the transform coefficients. This in turn will maximize 

the performance (coding gain see [26]) of the transform for quantization. Unfortu

nately, the KLT is an image dependent transform since it relies on the autocorrelation 
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matrix of the source. The KLT is also computationally expensive requiring O(N2) 

operations per N X N image subblock. 

The discrete cosine transform (DCT) is used in most transform coding applications 

as an approximation to the KLT. The DCT has a fast algorithm O(Nlo92N) and 

performs nearly as well as the KLT for highly positively correlated sequences. A fast 

"approximate KLT" (AKLT) has been developed [27J with computational complexity 

O(Nlo92N) like the DCT. This transform has less residual correlation than the DCT 

for AR(l) sources and smaller reconstruction errors. 

A third type of decorrelation strategy closely related to transform coding is sub

band/wavelet coding. Wavelet techniques are the basis of this work and are discussed 

in Chapter 4. 

2.2 Scalar Quantization 

Once a suitable decorrelation technique has been applied to an image, the coeffi

cients or prediction residues are quantized. The simplest form of quantization is one 

dimensional or scalar quantization. A scalar quantizer is a mapping which takes an 

input x E ?R and maps it to a set of allowed outputs Y == {Yo, Yb ... , YL-d called the 

reconstruction levels. More specifically, 

y=Q(X)=Yk (2.1 ) 
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y = Q(x) is the quantized version of x and Q(.) represents the quantizer mapping. 

The set T == {1O,Tt, ... ,TL-d = {(to,td, [tt,t 2 ), ... , [tL-l,tL)} must satisfy the fol-

lowing constraints. These conditions guarantee that the thresholds, ik, partition the 

real line. 
to = -00 tL = 00 

L-1 L-1 (2.2) 

?R = U Tk 0 = n Tk 
k=O k=o 

The simplest type of scalar quantizel' is the unif01'm scalar quantizer (USQ). It is 

called uniform because its reconstruction levels and thresholds are uniformly spaced 

~ units apart. Figure (2.1) shows the input/output characteristic for a USQ with 

8 reconstruction levels (L = 8). The reconstr'lction levels are chosen to be the 

midpoints between the quantization thresholds. This particular type of USQ is a 

midrise quantizer, so called because zero is not a reconstruction level. The number 

of reconstruction levels is typically a power of two since the quantizer will enumerate 

them using bits. USQs may also be of the midtread type where zero is a reconstruction 

level. An alternative representation of Figure (2.1) is given in Figure (2.2). It is 

customary with a USQ to omit the thresholds in such a figure since we know where 

they lie. 

The performance of a quantizer is usually expressed in terms of its mean squared 

error (MSE). If we model the input to the quantizer as a discrete-time random 

process, X, then its output, Y, is a random process as well. The M SE is simply the 

variance of the quantization error, Q = X - Y. It is assumed that X is zero-mean. If 
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it is not, we may simply remove the mean and replace it later. For symmetric input 

distribution, px(x), and quantization levels, Y is zero-mean and so is Q. 

MSE = E[Q2] = O"b = 1: q2pQ(q)dq 

= 1:[x -Q(xWpx(x)dx 

L-ljtHI L (x - Yd 2px(x)dx 
k=o tk 

(2.3) 
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It is customary to express quantizer performance as a signal to noise ratio (S N R) or 

noise to signal ratio (NSR). 

NSR = 1OIog(MSE/cr~) dB (2.4) 

This quantity may also be referred to as the distortion. When characterizing the 

performance of any quantizer, a unit variance source (a~ = 1) allows for easy com-

parison. If the variance is not unity, the performance figures are shifted by -log( a~ ). 

When a} = 1, Equation (2.4) is simply the MSE in dB. QuantizeI' performance fig-

ures in this work will be expressed in this fashion. When discussing the performance 

of an image coder, SN R or some variant is used. 

The parameter .6. determines the performance of a USQ and is chosen to minimize 

Equation (2.3). If the input source to the quantizer has a uniform distribution where 

x E [-Xmax , x max], then we choose .6. such that. 

(2.5) 

where R is the rate or number of bits per source symbol at which the quantizer is to 

operate (2R quantization levels). With this choice of .6., we have 

(2.6) 

This is simply the variance of a uniform source and is not surprising since the quan-

tization errors should be uniformly distributed within each quantization bin. The 

second part of Equation (2.6) comes from substituting in expression (2.5). Equation 
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(2.6) describes the distortion of the midrise USQ on a uniform source as a function 

of rate. This will be referred to as the distortion-rate function or performance of this 

quantizer. While this is an abuse of the terminology from information theory [28, 29], 

it is a convenience. 

If the input to this quantizer is no longer uniform, choosing ~ is not so obvious. 

Partial differentiation of (2.3) with respect to ~ (the thresholds and reproduction 

levels are functions of ~) is not tractable for L > 3 [26J. Design of this optimal 

uniform scalar quantizer (OUSQ) has been done numerically for various distributions 

[30]. If the input source distribution is not hard-limited (ixi ::; xmax ), the quantizer 

may see outlier samples that are far from the largest reconstruction levels. In Figure 

(2.1), this would correspond to input samples greater than ±xo/' the overload level. 

The quantiza~;on error variance may be decomposed into two parts called the 

granular noise and overload distortion [26J. Granular noise is associated with quanti-

zation errors from inputs less than ±Xol, and overload distortion from inputs greater 

then ±Xol. 

2 
O'Q(gran) 

2 
O'Q(over) 

A symmetric probability density function (pdf), px(x) has been assumed to simplify 

these equations. When designing an OUSQ, there is a tradeoff between O'Q(gran) and 
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O"Q(ovcr). This tradeoff is a function of rate and distribution. In general, distributions 

that create more outlier samples, will have larger overload distortions. As quantiza-

tion rate increases, the granular noise diminishes but overload distortion will still be 

significant. These ideas will reappeal' again when boundary and granular gains are 

discussed. 

Constraining the quantization thresholds and reconstruction levels to be ~ units 

apart is suboptimal in an M SE sense if the source distribution is not uniform. Intu-

ition suggests that we place the reconstruction levels closer together in regions where 

source symbols are more likely to occur, and further apart in regions of low probabil-

ity. This design philosophy leads to what is termed non-unifo-rm density gain which 

will be discussed later. The goal is to det.ermine the quantization thresholds T sub-

ject to Equation (2.2), and the corresponding reconstruction levels. Taking partial 

derivatives of O"~ and setting them equal to zero (f)O"~jf)tk = 0 and f)O"~jf)Yk = 0) 

leads to the following 

tk 
Yk + Yk-l k E [1,L - 1] = 

2 
to = -00 iL 00 

(2.7) 

Yk = 
J/ttl xpx(x)dx 

k E [1,L]. J/kkt1 px(x)dx 

This quantizer is known as the Lloyd-Max quantizer (LMQ) [30, 31]. It is the 

optimal scalar quantizer (i t is no longer a uniform quantizer) if p x (x) is log-concave 

(i.e. f) 2 In(px(x))jf)2x < 0) [26]. Numerical methods are required to solve Equa-

tion (2.7). Comparing Equation (2.7) with an OUSQ, we see that the quantization 
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thresholds are still the midpoints between the YkS. The reconstruction levels, how-

ever, have changed. They are now the conditional means of the quantization bins 

(region between tk and tHd. Given (2.7) one can show that 

E[QJ = 0 

E[QYJ - 0 

E[QXJ = a 2 
Q 

2 = ay 2 2 ax - aQ • (2.8) 

Equation (2.8) tells us that the quantization error is zero-mean, un correlated with the 

quantizer output, correlated with the input, and that the variance of the quantizer 

output is less than that of the input. The input correlation is certainly not surprising 

and the remaining properties are desirable in any quantizeI'. 

Figure (2.3) gives the performance of the OUSQ and LMQ for a memoryless Gaus-

sian source [26J. Included for comparison, is the distortion-rate function, D(R), of 

the memory less Gaussian source. The distortion-rate function describes the perfor-

mance of the optimal quantizer. At low rate the performance difference between the 

OUSQ and LMQ is negligible. At R = 1 bit per source symbol, they are the same 

quantizer (this will ahvays be true) and at two bits, LMQ outperforms OUSQ by 

only 0.05 dB. At high rates the performance difference increases to 2.68 dB at seven 

bits. This difference is a function not only of rate, but distribution as well. For the 

memoryless Laplacian source, LMQ outperforms OUSQ by 0.47 dB at R = 2 bits 
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and 5.46 dB at R = 7 bits. The Laplacian distribution has a higher kU1'losis than 

that of the Gaussian source. This means that the Laplacian source is more "peaked" 

at its mean and has higher tail weight. It is more likely to generate samples located 

farther from the distribution mean. The LMQ is better able to handle these types of 

distributions than the OUSQ. 

Looking again at Figure (2.3), we see that the performance of the LMQ relative 

to the distortion-rate function diminishes at high rate (1.62 dB away at 1.0 bits, 4.33 

dB at 7.0 bits). The performance of the LMQ may be improved by variable-rate 

or entropy coding. Previously the quantizer represented the reconstruction levels 

by assigning each a binary index. For an L level quantizer, this requires a rate 
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R 2: log2(L). Given this scheme, it makes sense to choose L to be a power of two. 

This equal-length index assignment is not optimal with respect to the average bit 

rate of the quantizeI'. 

We may view the quantizer output as a discrete source with an alphabet of size 

L (k E [0, L - 1]). The probability associated with index k, Pk, is the same as that 

of quantizing x to Yk. Thus we have, 

(2.9) 

From information theory [29] we know that an equal-length codeword assignment is 

optimal only if the indices are uniformly distributed. In general this will not be the 

case and Equation (2.9) leads to very different probabilities. A lower bound on the 

average bit rate is provided by the entropy of a source. For a memoryless source, the 

jil'st-Ol'dC1' entropy is given by, 

L-1 

H(X) = - E pdog2 (Pk) (2.10) 
);=0 

in bits per source symbol. Many times entropy is also expressed in nits or natural 

integers, where the log2 is replaced by In. This is typically done in any proof regarding 

entropy. One may easily convert between the two using the relationship log2(x) = 

In(x)jln(2). For sources with memory (i.e. correlated symbols), Equation (2.10) 

does not yield the true entropy of the source. In such cases a conditional entropy 

must be computed. The true entropy will be lower than that computed via (2.10). 
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For a given rate, entropy coding allows use of more reconstruction levels (for non

uniform sources) and access to non-integer coding rates as well. Two of t.he more 

popular techniques to accomplish entropy coding are I-Iuffman coding [29, 22] and 

arithmetic coding [17J. This work uses a modified version of the arithmet.ic coder 

provided in [17J. These techniques do present their own set of problems. If one 

wishes to transmit an entropy-coded source through a fixed-rate channel, special 

buffering techniques are required [32, 33J. Error propagation poses a serious threat 

as well [34, 35J. Entropy coding is the subject of Chapter 3. 

At high encoding rates, the optimum scalar quantizer is entropy-coded uniform 

quantization [36J regardless of distribution. At low rates better performance may be 

obtained with entropy-constrained scalar quantization (ECSQ). ECSQ quantizes by 

considering not only the distortion, but also the number of bits or codeword length 

required to send an index. A functional of the following form is minimized, 

(2.11) 

The ECSQ determines k such that Equation (2.11) is minimized. The first term, 

p(:r, yd, is the distortion incurred by representing x with Yk. This is simply the 

squared error or MSE. The second term, -).In(Pk), is a rate constraint. If ). = 0, 

Equation (2.11) reduces to minimizing the distortion. Given that we will follow the 

quantizer with an entropy coder, this corresponds to entropy-coded scalar quantiza

tion. 
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The reproduction levels for ECSQ are still the conditional means of the quantiza-

tion cells [37J as in Equation (2.7). The quantization thresholds T, are no longer the 

midpoints between the codewords due to the rate constraint. The constraint may be 

viewed as a shift in the thresholds. Consider two adjacent codewords (Yk, Yk+I)' As-

sociated with these codewords are probabilities of occurrence (Pk, Pk+I), determined 

by Equation (2.9). The threshold between (YkdJk+d, tk, will be located such that, 

This expression may be solved for tk to obtain (see [37J for a different derivation 

technique ), 

t Yk+I + Yk ). I (Pk+I) 
k = 2 - 2(Yk+I _ yd n p; (2.12) 

The first half of this expression are the thresholds from Equation (2.7). The second 

term is a correction factor due to the rate constraint. The effect of this term is to 

shift the threshold toward the more probable of (Yk, Yk+I)' One important observation 

may be made regarding ECSQ. The output entropy of the quantizer is completely 

determined by T, the thresholds. 

In [37J it is shown that we may achieve very nearly the same performance as ECSQ 

from an entropy-coded unifol'm th1'eshold quantizer, provided that there is no rest ric-

tion placed on the number of reconstruction levels. The codewords are still computed 

via Equation (2.7). This is significant since uniform thresholds greatly simplify the 

codebook design process. Creation of an ECSQ code book may be accomplished by 
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the generalized Max algo7'ithm or the generalized Lloyd algorithm [30, 31, 37J. Both 

techniques are iterative and computationally intense since both T and Y must be 

determined. With uniform thresholds, a .6. is chosen which fixes T and only Y must 

be determined. This reduces the dimensionality of the problem and allows for one 

step convergence of the codebook. 

Gish and Pierce [36J showed that entropy-coded uniform quantization performs 

within 0.255 bits (or 1.53 dB equivalently) of the rate-distortion (distortion-rate) 

function for any memory less source at sufficiently high rates. In [37J performance 

of ECSQ is observed to be within 0.3 bits (1.81 dB) for all non-negative rates and 

many different distributions. At high rates the performance of entropy-coded uniform 

quantization and ECSQ will be the same. 

To understand why LMQs and USQs fail to perform well at high encoding rates 

and why ECSQ is still 1.53 dB away from the distortion-rate function, it is necessary 

to consider blocks of source samples. Let X N = {xo, ... , ;fN-d be a vector of N 

samples from the memoryless source X. The probability of X N is governed by the 

joint probability density function If = ix(xo, Xl, ... , xN-d. This joint pdf is simply 

the product of the marginal distributions since X is memoryless. As N --; 00, 

If (x) will become increasingly localized to a region of high probability P E 'fRN in 

which iY(x) is approximately uniform [13,28]. This "typica.J sequence" region, P, 

is bounded by a constant probability contour whose shape is a function of iY (Xl' 
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If the source is uniform, the boundary is an N-dimensional cube; for the Gaussian 

source, an N-sphere [38]; for the Laplacian source, an N-pyramid [39]. 

Scalar quant.izers like LMQ and USQ do not take advantage of this localization 

of the joint pdf. Let us imagine quantizing the vector X N with a scalar quantizeI'. 

Because scalar quantizers only look at source samples one at a time, they quantize X N 

sequentially along each axis in N-space. The possible N-sequences of reproduction 

levels will lie in an N-cube. This may work fine with a uniformly distributed t:lource, 

but it does not match the boundary of P for other sources. It is from the regions 

around and outside of this boundary that quantizer overloads occur. Quantizers 

that are able to distribute their codevectors such that they lie within this boundary 

are able to efficiently handle overload distortion. One such quantizer is the vector 

quantizer (VQ). 

As its name suggests, VQ quantizes a block of source samples, or a vector, at a 

time. The reproduction vectors may be distributed throughout P. With properly 

designed codebooks and sufficiently large dimension (block length), VQ can come 

arbitrarily close to the rate-distortion function of a source [40J. In fact VQ is capable 

of exploiting memory in a source. The performance advantages of VQ come from 

three areas - boundary gain, granular gain, and non-unif01'm density gain [41, 42J. 

Boundary gain has already been discussed above. It represents a quantizer's ability 

to conform its reconstruction vectors to the boundary of P. Of the three types of 
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gain, it is the most significant. It is also the reason why LMQ performance decreases 

relative to the distortion-rate function at high rate. 

In [41], it was shown that boundary and granular gains may be considered sep

arately in quantizer analysis. It was also shown for the Gaussian source, that the 

ultimate achievable boundary gain with high-rate lattice-bounded lattice codebooks 

(a VQ variant) is the same as that obtained from variable-rate coding. This result 

along with those from [37] suggest that we may improve the boundary gain of a 

quantizer via entropy coding. For a uniform quantizer and source, no boundary gain 

is possible since f§ is uniform over an Ncube. 

Granular gain results from the shape of the quantization cells or Voronoi regions 

inside P. At high rates, the granular gain is a function only of the distortion mea

sure. For the MSE measure (see Equation (2.3)), the ideal Voronoi region is an N

sphere. M SE is simply a measure of second moment, which is minimum for a sphere. 

Eyuboglu and Forney show in [41] that the maximum granular gain is upperbounded 

by 0.255 bits per quantizer dimension (1.53 dB) for the M SE distortion measure. 

This is essentially an extension of Gish and Pierce's result [36] to multi-dimensions 

and leads to a rather surprising conclusion. If X is uniformly distributed, a uniform 

scalar quantizer is not optimal. Consider the case where N = 2, the Voronoi regions 

for USQ will be square in shape. The optimal Voronoi region that covers the real 

plane (remember the quantizer must partition ~2) is a regular hexagon [43]. 



35 

For small N, it is possible for a quantizer to obtain non-uniform density gain. 

The LMQ is designed to exploit this property. Codewords are placed close together 

in regions of high source probability and farther apart in regions of low probability. 

As N increases the probability density in P becomes more uniform. Thus this gain 

will diminish with increasing N. With vector quantizers it is difficult to separately 

judge the boundary, granular, and non-uniform density gains [42J. VQ addresses all 

of these issues at once. For certain types of structured VQ, the analysis may be made. 

In [41], the boundary and granular gains for several lattice and trellis quantizers are 

tabulated. 

2.3 Trellis Coded Quantization 

Trellis coded quantization (TCQ) was introduced by Marcellin ane! Fischer in [HJ 

and has shown to be an effective t.echnique for quantizing memoryless sources with 

moderate complexity. Using a 256 state trellis, TCQ achieves roughly 1.37 dB of 

the maximum achievable 1.53 dB of granular gain [15J. Four state TCQ achieves 

about 1.0 dB of the available granular gain. Figure (2.4) shows the granular gain 

achieved by TCQ as a function of the number of trellis states [15J. The complexity 

of TCQ is nearly independent of encoding rate and goes linearly with trellis size. 

Although TCQ achieves a significant portion of the available granular gain, it achieves 

no boundary gain. TCQ essentially places its output vectors in an N-cube [41]. 

Figure (2.5) shows the performance of TCQ for the memoryless Gaussian source. 
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Included for comparison are the LMQ and OUSQ. We see from Figure (2.5) that the 

performance of TCQ diminishes at high rate relative to the distortion-rate function. 

TCQ's inability to obtain boundary gain is the reason. Entropy-constrained TCQ 

(ECTCQ) was developed to address this problem [15, 16]. 

TCQ was derived from Ungerboeck's trellis coded modulation (TCM) work [44] 

(also see [45,46]). To encode a memoryless source at R bits per sample, TCQ uses 

a rate R + 1 codebook. The codebook is divided into four subsets each containing 

2R- 1 codewords. Each subset is associated with a branch of a suitable trellis. Figure 

(2.6) shows the four state trellis and subset partitioning used in this work. Looking 

at Figure (2.6), each trellis state has two branches entering and leaving a given state. 
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This trellis is a rate 1/2 convolutional coder. The justification for this particular 

family of trellises is given in [14]. 

To quantize a sequence of input data, X = (XO,Xl, ... ,XN_l), the basic trellis 

building block in Figure (2.6) is concatenated end-to-end to create a trellis N sections 

long. For each input sample, x, the quantizer moves from the left-hand set of trellis 

states t.o right-hand states. Four scalar quantizations are performed, one in each 

subset (Do, D1 , D2 , D3)' Each trellis branch is associated with one of the subsets 

from which a codeword is chosen. The Viterbi algorithm [47] is used to determine 

which of the two trellis branches going into each right-hand state survives. This is 

done by minimizing the cumulative distortion going into the the right-hand states. 
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Figure 2.6: Four State Trellis and Codebook Partitioning 

The distortion measure used is squared errol' (MSE). When the end of the trellis 

is reached (after N samples), there will be four trellis paths (for a four state trellis) 

to choose from. The trellis path with the lowest distortion is kept, specifying the 

path through the entire trellis. Increasing the number of trellis states increases the 

number o[ paths to choose from when the end of the trellis is reached. This allows 

[or better performance on average since we have a greater variety of quantization 

sequences from which to choose. 

In the original TCQ system [14J, a bit was used to indicate the trellis branch going 

into each state, with the remaining R -] bits choosing a codeword out of the subset 

associated with that trellis branch. If the decoder is given the initial trellis state, 

this sequence of R bits per input sample will completely specify a trellis path and 

reconstruction level. An alternative viewpoint was developed in [16J regarding this 

indexing scheme. Looking at Figure (2.6), one notices that the subsets always occur 
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III paIrs 5'0 = Do U D2 and 5'1 = DI U D3 called supe1·scts. Thus as long as each 

subset codeword maps to a unique superset index, we need not spend a bit to specify 

the trellis path. The decoder may determine the subset from the superset index and 

hence the chosen trellis branch. This observation is not important where TCQ (a 

fixed-rate system) is concerned, but it will allow ECTCQ to achieve rates below one 

bit per sample. 

X 
~~~--~.~----------~. __ -----------e.~----------~.~--~. 

-6 -2 2 6 

Figure 2.7: Example Uniform Codebook for X E [-8,8J at R=2 bits 

To better understand the granular gains obtained by TCQ, consider the following 

example. Let X be a uniformly distributed source in the interval [-8,8J. If we wished to 

quantize X, at 2.0 bits per sample using a USQ, the codebook in Figure (2.7) would 

be appropriate. Note only the reconstruction levels are shown. The quantization 

thresholds are (±4, 0). An appropriate TCQ codebook is shown in Figure (2.8), notice 

that the TCQ code book has eight reconstruction levels. Again only the reconstruction 

levels are shown and the codewords have been partitioned into the four subsets. 

Do DI D2 D3 Do DI D2 D3 .X .. • • • • • • • • 
-7 -5 -3 -1 3 5 7 

Figure 2.8: Example TCQ Codebook for X E [-8,8J at R=2 bits 

Now consider quantizing two samples from X. The Voronoi regions for the USQ 

are shown in Figure (2.9). Along the axis labeled Yb the first input Xl is quantized. 
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Similarly X2 is quantized along the Y2 axis. As noted earlier, USQ generates N-cube 

Voronoi regions, or squares, for N = 2. Figure (2.10) shows the Voronoi regions for 

TCQ with the initial trellis state fixed at O. Figure (2.11) shows the Voronoi regions 

if initial trellis state is fixed at 1. Generating the Voronoi regions for all four initial 

trellis states and overlaying them, one notices that the TCQ codewords (taken two 

at a time) are the same as those for a 3.0 bit USQ. The trellis is selecting subsets of 

codewords in a fashion that increases the granular gain while maintaining the desired 

rate. Figure (2.12) shows the 2-D codewords available for TCQ as a function of initial 

trellis state. 
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Figure 2.9: 2-D Voronoi Regions for Uniform Codebook 
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Figure 2.10: 2-D Voronoi Regions for TCQ Codebook (initial state = 0) 

We know from [43] that the optimal Voronoi region is a regular hexagon (for n = 2, 

the MSE distortion measure, uniform pdf). Looking at Figures (2.9) and (2.10), we 

see that TCQ's Voronoi regions more closely represent regular hexagons. Considering 

this and the doubling of the scalar code book size, it is more clear why TCQ achieves 

improved performance. 

2.4 Entropy-Constrained Trellis Coded Quantization 

ECTCQ was developed in [15, 16] to improve the high-rate performance of TCQ. 

As with ECSQ, we no longer minimize the distortion when quantizing, but rather a 
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functional like Equation (2.11). The same trellis and encoding rule are employed as 

before. If the codewords are indexed as in [16], an estimate of the first-order entropy 

may be computed as follows, 

1 

H(YIS) = - L L p(VISi)p(Sd log2 (P(VISi)). (2.13) 
i=O yESj 

Equation (2.13) is the codeword index entropy conditioned on the supersets. We 

condition on the supersets because codewords are always chosen out of one superset 

or the other. While the statistics of the two supersets will be similar, they are not 

necessarily identically distributed. In the indexing scheme of (15], one bit was used 

to specify the trellis branch. Consequently below>:::: 1..5 bits, the performance of this 
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Figure 2.12: 2-D Codewords for TCQ versus Initial Trellis State 

system was adversely affected. With the indexing scheme of [16], this problem is 

averted. 

In [J6], it was shown that eight state ECTCQ performs within 0.5 dB of the 

distortion-rate bound for the memoryless Gaussian source. With a 256 state trellis, 

ECTCQ is within 0.2 dB of the distortion-rate function, D(R). Figure (2.13) shows 

the performance of eight state ECTCQ on the memoryless Gaussian source. Included 

for comparison is ECSQ [48]. Four state ECTCQ is within 0.55 dB of D(R). 

ECTCQ codebooks are designed using a modified version of the generalized Lloyd 

algorithm [15, 49, 16, 37]. This is an iterative training procedure which minimizes 

the distortion (MSE) of a quantizer subject to a rate constraint. This is done by 

minimizing a functional of the form, 

J = E[p(X, Y)] + AE[l(Y)] (2.14) 
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Figure 2.13: ECTCQ Performance (Memoryless Gaussian Source) 

where X is an input vector of data, Y is the quantized vector, pC) is a distortion 

measure, ). is a Lagrange multiplier, and 1(.) is the number of bits spent by a variable-

rate coder to send Y. This latter quantity may be represented by I(Y) ~ -In (p(Y)), 

where p(Y) is the probability of Y. With this definition, E[-ln (p(Y))] = lJ(Y). 

This is an entropy constraint and Equation (2.14) becomes Equation (2.11). The 

quantity in Equation (2.14) is minimized by the Viterbi algorithm during the ECTCQ 

quantization process. 

In the training procedure, a high rate (small .6.) uniform codebook is taken as the 

initial codebook guess with all codewords equiprobable. This codebook is used to 

quantize a set of sample data and is updated by computing the conditional means of 
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the codewords, throwing away those left unused. New probabilities are computed and 

the codeword lengths adjusted. This new codebook is used to quantize the sample 

data again and the codebook and probabilities are updated. This procedure repeats 

over and over, with the functional (2.14) decreasing in magnitude each time (the 

functional is lower bounded at any given rate). When the the codebook has converged 

(determined by monitoring the functional), the process stops and the distortion and 

rate of the codebook are measured. The parameter A controls the rate of the trained 

codebook and if the desired rate is not obtained, A must be adjusted, the codebook 

reinitialized, and the process begun anew. High rate codebooks are used as initial 

starting points for low rate codebooks to speed the training process. 

At low rate, codebooks generated by the generalized Lloyd algorithm possess lit.tle 

structure and all codewords and their probabilities must be stored. At sufficiently 

high rates (about 2.5 bits for Gaussian source), ECTCQ codebooks start to look 

more uniform in nature. A switch may then be made from ECTCQ to entropy-coded 

TCQ with uniform codebooks. The rate at which this can be done is a function of 

distribution. In this work it has been observed that distributions with higher kurtosis 

require that entropy-constrained codebooks be used up to a higher rate. Entropy

coded TCQ corresponds to A = 0 in Equation (2.14). From an implementation point 

of view, it is desirable to switch to entropy-coded TCQ as soon as possible. The 

codebook storage costs are significantly less (one need only store b. instead of many 

codewords and probabilities). 
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2.5 Universal Trellis Coded Quantization 

While the performance of ECTCQ is quite good, it does have some undesirable 

features. The codebook training procedures are computationally intense and time-

consuming. For each distribution and rate, a codebook must be created. This limits 

the number of accessible rates for the quantizer and requires that each codebook 

be stored. Universal trellis coded quantization (UTCQ) was created to provide a 

simpler variant of TCQ with performance comparable to ECTCQ. UTCQ requires 

no stored codebooks and no iterative training algorithm. It utilizes uniform threshold 

quantization and "on-the-fly" codeword training. UTCQ also allows a single variable-

rate code to be used for encoding the quantization indices and continuous rates may 

be accessed for a given distribution. 

D( D2 D3 Do D'" ( 

... Do D( D2 D3 Do .. • • • • • • • • • ~ 
-4t. -3t. -2t. -t. 0 t. 2t. 3t. 4t. 

Figure 2.14: UTCQ Subset Labels 

In [50], Joshi and Fischel' introduced a form of TCQ in which the subset labeling 

of Figure (2.6) is slightly changed. The subset labels are shifted one to the left for 

positive codebook indices resulting in Figure (2.14). This shift results in a symmetric 

quantizer with respect to the trellis and subset labeling schemes. The labeling scheme 

of Figure (2.6) is asymmetric with respect to the codebook supersets. Previously, if 
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Do D2 Do D2 Do D2 
So • • • • • • • ~ 

·2 ·1 2 3 

D] DI D3 DI D] DI 
SI • • • • • • • ~ 

·3 ·2 ·1 0 1 2 

Figure 2.15: UTCQ Superset Indices 

the encoder was in an So state, and a codeword out of 51 was needed, the zero code-

word in So would be unavailable for the next source symbol. The scheme presented 

in Figure (2.14) allows both supersets access to a zero codeword. 

In Figure (2.15), the codebook of Figure (2.14) has been split into supersets and 

the superset indices added. Given a symmetric source distribution, the following 

relationships are evident. 

(2.15) 

(2.16) 

Equation (2.15) states that if we take an index i, and fetch the codeword out of So 

with this index and the codeword out of S} with index -i, the two codewords will 

be the negative of one another. Equation (2.16) states that the probability of the 

codeword with index i in So has the same probability of occurrence as the codeword 

with index -i in 51. These relationships allow UTCQ to return a single set of 

quantization indices. The quantizer returns the indices from So and the negative of 

the indices in St. Hence only one variable-rate coder is needed to encode them all 
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[51J. The UTCQ decoder may unravel the So and Sl indices by keeping track of the 

trellis state as it decodes and negating Sl indices as they are found. 

The UTCQ encoder utilizes uniform thresholds and codewords for quantization 

purposes and is completely characterized by the parameter .6. (see Figure (2.14)). 

The quantization thresholds are the midpoints between the reconstruction levels in 

Figure (2.15). Motivation for this scheme is given in [37J. Uniform thresholds sim-

plify the quantization process and allow for fast computation of the quantization 

index requiring only scaling and rounding. With the low-rate ECTCQ codebooks, 

thresholds were calculated and a binary tree search performed. 

The UTCQ decoder employs two types of codewords, uniform and trained. Code-

words with superset indices greater than two in magnitude are uniform. The re-

construction level is simply the midpoint of the quantization cell. The remaining 

codewords, CWj where i E (±l, ±2), Me trained on the source being quantized. The 

zero codeword, CWo, is typically set equal to zero. In certain instances it has been 

observed that setting CWo to some fraction of .6. results in a perceptual improve-

ment in reconstructed imagery and a decrease in the M S E performance of the image 

coder. This issue will be further discussed in Chapter 5. Given a sequence of data to 

quantize, the UTCQ encoder computes the trained codewords as follows, 

(2.17) 

where, 
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I = {I ifQ(xn)=>iESm 

s'" 0 otherwise 

and N j is the number of input samples mapping to i E So and -i E St. Equation 

(2.17) simply computes the conditional means of these samples with appropriate sign 

changes (see Equation (2.15)). 

In [52] a vector quantization scheme was investigated in which codeword training 

on the input source was used. Periodically new codewords were transmitted to the 

decoder and the tradeoff between coder overhead and quantizer performance investi-

gated. The idea behind this system is to allow varying source statistics to be followed. 

Similarly, UTCQ must transmit each of the four trained reconstruction levels to its 

decoder. This is done by sending a quantized version of the trained levels. If we 

spend one byte per trained reconstruction level (quantizing it to one of 256 values), 

the codeword will be determined within ±0,4%. In many applications, this increase 

in overhead is negligible. In the image coder presented here, three bytes are used 

to transmit the four codewords (six bits per codeword). This still determines the 

correct reconstruction level to within ±1.6%. Trained reconstruction levels are sent 

to the decoder for each quantized data sequence. 

Figure (2.16) shows the performance of UTCQ for the memoryless Gaussian 

source. The curve labeled "UTCQ (Centers)" shows the performance of UTCQ if 

no codewords are trained. An eight state trellis was used for the UTCQ systems and 

ECTCQ has been included for comparison. The performance of UTCQ is within 0.1 
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dB of ECTCQ for most rates. The maximum difference between the two is ~0.3 

dB at 0.75 bits. The relative performance between UTCQ and ECTCQ is a fune-

tion of distribution, but the Gaussian performance is typical. It is also interesting 

to consider training all codewords. A system very similar to this was presented in 

[50). Figure (2.17) gives the relative performance of UTCQ versus UTCQ with full 

codeword training. 
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Figure 2.16: UTCQ Performance (Memoryless Gaussian Source) 

At low encoding rates, there should be little difference between full training and 

partial (four codeword) training. The quantization threshold step size, ~, is so large 

that only the smallest superset indices will be generated during quantization. Thus 

full and partial training are nearly the same. As rate increases, we would expect 
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Figure 2.17: Relative UTCQ Performance (Full Training) 
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the performance difference to increase to a point and then decrease. This decrease 

comes from the fact that at high rates, the quantized input values will have a nearly 

uniform distribution across each quantization bin. Thus training will have little effect. 

Looking at Figure (2.17), we see that the performance difference diminishes above 

3.0 bits. If we consider using fully trained UTCQ for a quantizer, the overhead of 

codebool< transmission would be prohibitive. Clearly such a system must use stored 

codebooks. From Figure (2.17) it is seen that training only four reconstruction levels 

leads to performance rivalling that of a fully trained codebook. 
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When developing new compression technologies, the issue of entropy coding is 

typically far from the thoughts of researchers. It is implicitly assumed that once 

a compression technique has been created, a suitable entropy coding scheme exists 

that will encode the quantizer's output. to within a fraction of its entropy. Numerical 

results in journal articles typically report coder performance versus computed entropy. 

While appropriate in some instances, it is at best naive in others. The proper handling 

of side information and design of an entropy coder can have profound impact on the 

performance of an image coding system. Any complete system which generates an 

output bitstream must deal with these issues to achieve acceptable distortion-rate 

performance. 

The goal of an entropy coder is to losslessly encode a source with as few bits as 

possible. If the coder performs well, it will achieve a bit rate close to, but slightly 

larger than the entropy of the source. A measure of performance of an entropy coder 

is its redundancy. Redundancy is the difference between the average codeword length 
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(or bit rate) of the coder and the source entropy. In a lossy image coding application, 

an entropy coder is employed to encode the quantization indices. 

Huffman and arithmetic coding are the most popular entropy coding techniques, 

and excellent performance may be achieved with either scheme. Of these two, Huff

man coding is easiest to understand and the following section will serve as a brief 

introduction to the technique. Following this section, arithmetic coding will be in

troduced. We will concentrate on the arithmetic coder presented in [17J, which is 

used in this work. Some of the implementation details regarding the marriage of this 

coder to ECTCQ and UTCQ will be explored as well. 

3.2 Huffman Coding 

Before discussion of the Huffman coding technique, it will be necessary to look 

at a special type of code know as a prefix code. A prefix code provides a mapping 

from input source symbols to a variable length code. Typically this code utilizes 

a binary alphabet. When using a variable length code, parsing the output symbol 

stream is more difficult. It is not possible to simply take the next N output symbols 

and decode, since the codewords are of varying length. One could use some type of 

punctuation symbol, but this will unnecessarily increase the rate of the code. 

Prefix codes avoid this problem by insuring that each codeword is not the prefix 

of any other codeword. To better illustrate the concept, consider the code of Table 

(3.1). Now consider encoding the string of source symbols, abc, which translates 
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symbol codeword 

a 1 

b 11 

e 01 

Table 3.1: Non-decodable Code 

to 11101. If we attempt to parse the codeword stream, we can obtain 1,1,1,01 or 

11, 1,01 or 1,11,01, which decode to aaae, bae, and abe. All parsings are equally 

valid, but only the last is correct. The code of Table (3.1) is not uniquely deeodable. 

This code fails because the codeword of a is the prefix of that associated wi til b. 

The code in Table (3.2) is a prefix code. Now symbols abc will generate the 

symbol codeword 

a 1 

b 00 

c 01 

Table 3.2: Decodable Code 

output sequence 10001. The sequence may be unambiguously parsed back into abc, 

since no codeword is the prefix of another. Both of the codes in Tables (3.1) and 

(3.2) are equally efficient (have the same redundancy), so being uniquely decodable 

has cost nothing in terms of additional bit rate. A prefix code may be viewed as a 

binary tree (assuming a binary alphabet), Figure (3.1) shows the tree corresponding 
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to the prefix code in Table (3.2). The right-hand side nodes from which no branches 

leave are referred to as end nodes, external nodes, or leaves [53]. The far left node is 

the root node and the remaining nodes are internal nodes. 

00 

01 

Figure 3.1: Tree Structure of Prefix Code 

The particular prefix code of Table (3.2) is a complete prefix code. It is called 

complete because for every internal node resulting in a leaf, all possible leaves from 

that internal node are used (see Figure (3.1)). A complete prefix code has the property 

that any sufficiently long string of symbols from the code alphabet may be parsed. 

This is a nice feature to have in a. prefix code and guarantees that the decoder will 

decode any code symbol string. If a prefix code is not complete, then there will be 

certain sequences of code symbols that will not decode. Instances where the code 

stream may be corrupted by noise would benefit from a complete prefix code. 

Theorem 3.1 (Kraft Inequality) Given a code alphabet oj size J() there exists a 

prefix code oj M codewords with lengths 1m ) where m E [0, ... , M - 1J iJ and only if, 

M-l 

L f{-I m ~ 1. 
m=O 
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This theorem is given without proof (see [29, 54]). The Kraft inequality gives the 

conditions under which a prefix code exists. Complete prefix codes satisfy Theorem 

(3.1) with equality. It can be shown that any uniquely decodable code satisfies the 

Kraft inequality [29], thus we need only consider prefix codes when constructing a 

uniquely decodable code. Two more useful theorems from [29J are given below. 

Theorem 3.2 The average codeword length, 

J-1 

7 = L p;lj 
j=O 

of a p7'efix code for J-ary source X always satisfies, 

-l H(X) >-
- In(K) 

and there exists a prefix code for which, 

- H(X) 
I ~ In(K) + 1. 

Theorem 3.3 For a given J-ary source, a bina'ry prefix code whose average codew07,d 

length is minimum has the following prope7,ties: 

• The two least probable source symbols have codewords of the same length . 

• If two 01' more codewords have the same length, then two of these codewords 

agree in all digits except the last. 
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Theorem (3.2) gives a lower and upper bound all prefix codes for a source X, with 

J symbols (taken one at a time). The probability of occurrence of symbol.?:j is Pj and 

the length of the codeword assigned to this symbol is ij • The codewords are created 

from a I<-ary alphabet, thus the expression H(X)jln(I<) represents the entropy of 

the source in base K. The lower bound presented in Theorem (3.2) applies to any 

prefix code, but the upper bound applies to an optimal prefix code whose codeword 

lengths are chosen as, 

r
-In(pi)l 

Ij = In(K) . 

Theorem (3.3) suggests a procedure for del:iigning a prefix code for ent··opy coding, 

the Huffman algorithm. We take the J source symbols and order them by probability. 

The two least probable symbols are combined to form a new symbol whose probability 

is equal to the sum of the two original source symbols. This new source now has 

J - 1 symbols. If we then find an optimal code for this new source, we may take 

the codeword for the new artificial symbol and create codewords for the two least 

probable codewords by appending a a and 1 respectively. Blahut [29J gives a theorem 

proving this new code is optimal for the original source. 

This procedure is better illustrated by an example. Consider a source with six 

symbols and probabilities as given in Table (3.3). Figure (3.2) shows the con-

struction of a Huffman code for this source. At the left-hand side of this figure, the 

source symbols are listed along with their probabilities. We start by combining the 

two least probable symbols "d" and "f". The "b" symbol could have been chosen 



58 

symbol probability codeword 

a 0.2 11 

b 0.1 001 

c 0.3 01 

d 0.1 0001 

e 0.2 10 

.f 0.1 0000 

Table 3.3: Source for First Huffman Example 

instead, but it does not matter which two we choose. This creates a new artificial 

symbol of probability 0.2 which is combined with "b" the least probable symbol for 

the new source. This process is repeated until all symbols are combined. Along the 

way Is and Os are placed on the branches associated with all symbols (real and arti

ficial). We may then read the Huffman code off of the tree, starting from the root or 

right-hand side in Figure (3.2). Table (3.3) lists the Huffman codewords associated 

with each source symbol. 

We see that the shorter codewords have been assigned to the more probable source 

symbols and that no codeword is the prefix of another. Checking these codeword 

assignments against Theorem (3.1), we see that the Kraft inequality is satisfied with 

equality. Thus our particular Huffman code is also a complete prefix code. The 

average codeword length of this code is, 7 = 2.5 bits/source symbol (bss). The 

entropy of the source is, H(X) = 2.45 bss, yielding a redundancy of 0.05 bss for the 
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0.2 
a 0.4 

0.2 
e 0 

0.3 
1.0 

C 

b 
0.1 

d 
0.1 

f 
0.1 

Figure 3.2: Construction of First Huffman Code 

code. Our I'Iuffman code will perform quite well, with an average bit rate that is 

(2.5/2.45) X 100 = 102% of entropy. 

With such performance, one wonders why anything other than Huffman coding 

need be considered for entropy coding. Consider a second source given in Table (3.4). 

Figure (3.3) shows the construction of a Huffman code for this source. The average 

codeword length of this code is 7 = 1.2 bss. The source entropy is H(X) = 0.92 bss, 

resulting in a redundancy of 0.28 bss. This represents an average bit rate that is 30% 

greater than the entropy. Clearly this is a poor entropy code. 

symbol probability codeword 

a 0.8 1 

b 0.1 01 

c 0.1 00 

Table 3.4: Source for Second Huffman Example 
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0.8 a --o-.1---------)' >-__ 1._0 __ 

b------~~~~0~.2~~. 0 
0.1 ,/' 

C -~.:.-~ 0 

Figure 3.3: Construction of Second Huffman Code 

It can be shown (see [29,54]) that if we block source symbols together, the upper 

bound of Theorem (3.2) may be made as tight as we wish. Thus the performance 

of the Huffman code may be improved by taking multiple source symbols, treating 

them as symbols of a new source, and generating a new Huffman code. If we take 

the source of Table (3.4) and group symbols together two at a time, we create a new 

source with nine symbols. Since samples from our original source X are i.i.d., the 

probabilities of the new symbols are formed as products of the probabilities of the 

original source. 

The entropy of the new source will be 1.84 bss. Since each symbol corresponds 

to two of our original symbols, the entropy is still 0.92 bits per original symbol. A 

Huffman code constructed for this new source will have an average codeword length 

of 1.92 bss or 0.96 bits per original symbol. The redundancy has been reduced 

to 0.04 bits (for the original source) or 4.3%. This code would be acceptable to 

use. In general, the more skewed the probabilities of the original source, the greater 

the block length will need to be. The number of Huffman codewords is increasing 

exponentially and if we need to block many source symbols together, a very large 

code results. 
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3.3 Arithmetic Coding 

If source symbols are taken one at a time, Huffman coding is optimal. We also 

know that by blocking symbols together, we may get arbitrarily close to the entropy 

of the source. Unfortunately, for highly skewed probability distributions, the size of 

the resulting Huffman code may become prohibitive. The Huffman coding techniques 

discussed above are non-adapt.ive. For non-stationary sources or those whose distri

bution we do not know, an adaptive scheme is needed. Adaptive Huffman techniques 

ha.ve been developed (see [55,56, 57, 58]) which create and adapt the Huffman code 

as source symbols are observed. These systems are more complex than the simple 

Huffman coding considered here. 

Although somewhat more complex than simple Huffman coding, arithmetic coding 

offers features that make it an attractive alternative to Huffman techniques. Arith

metic coding operates by taking an entire source message and representing it by a 

single (very long) integer. Thus arithmetic coding can get close to the source entropy 

and this performance can be realized for virtually any source distribution. It is also 

simple to make an arithmetic coder adaptive, much more so than a Huffman coder. 

Arithmetic coders require no codebook storage, the codeword is generated on the fly. 

All we need store for the arithmetic coder is a model of the source distribution. Many 

times this storage is much less than that of a Huffman coder with large blocklength. 
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Arithmetic coding is based on what is known as Shannon-Fano-Elias codes [53, 54]. 

This type of coding uses the cumulative distribution function (cdf) of the source to 

allocate codewords. Figure (3.4) shows the cdf, F(X), for the source of Table (3.3). 

Each vertical jump in the graph equals the probability of the given symbol. The 

square boxes on the graph represent the midpoint of the probability intervals and 

will be referred to as F(X). Table (3.5) shows the construction of a code for this 

source. 

F(X) 

1.0 

0.8 

0.6 

0.4 

0.2 

x 
a b c d e f 

Figure 3.4: CDF for Source of Table 3.3 

The prefix code of Table (3.5) is generated by keeping l(x) = r -log2 p(x)l + 1 

bits of the binary representation of F(x). With this choice of codeword length we 
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x p(x) F(x) F(x) F(x) in binary l(x) = r -log2 p(x)l + 1 Codeword 

a 0.2 0.2 0.1 0.00011 4 0001 

b 0.1 0.3 0.25 0.01 .5 01000 

c 0.3 0.6 0.45 0.01110011 3 all 
d 0.1 0.7 0.65 0.1010011 5 10100 

e 0.2 0.9 O.S 0.1100 4 1100 

f 0.1 1.0 0.95 0.11110011 5 11110 

Table 3.5: Shannon-Fano-Elias Code for First Huffman Example 

are guaranteed that IF(x)J ' the first l(x) bits of F(x), is sufficient to describe x. 
I(x) 

It can be shown (see [54]) that this procedure will generate a prefix code and the 

average codeword length, !(x), is within two bits of the entropy. For the example 

in Table (3.5), l(x) = 4 bss. Given that the entropy of this source is 2.45 bss, the 

performance of this code is disappointing. The Huffman code of Figure (3.2) had an 

average codeword length of 2.5 bss. 

It is possible to improve the performance of the code in Table (3.5). Some of 

the codewords may be trimmed by a bit thus lowering the average codeword length. 

Unfortunately, not all codewords may be trimmed. Removing the least significant 

bit of codeword "011" will make it the prefix of "01000". We may also improve the 

performance of Shannon-Fano-Elias codes by looking at multiple symbols at a time. 

In essence we amortize the excess bits over multiple source symbols. Arithmetic 

coding is a direct extension of Shannon-Fano-Elias codes that generates a single 
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binary integer for the entire source message. With sufficiently long messages, its 

performance can be quite close to the entropy. 

Arithmetic coding operates on the cdf of the source just like Shannon-Fano-Elias 

codes. It is easiest to consider arithmetic coding in the context of real arithmetic. 

The arithmetic coder then represents the entire source message as a real number in 

the interval [0,1). This is done by a successive narrowing of this interval into smaller 

subintervals based on the observed source symbol sequence. The technique is best 

explained by looking at some examples. Consider encoding the message "aabdd!" 

from the source of Table (3.6). 

symbol probability cdf 

a 0.4 [0,004) 

b 0.2 [004,0.6) 

c 0.2 [0.6,0.8) 

d 0.1 [0.8,0.9) 

! 0.1 [0.9,1.0) 

Table 3.6: Source for First Arithmetic Example 

To encode this message we initially start with the interval [0,1.0). Upon seeing 

the first symbol "a", the interval is narrowed to [0,004). This interval is divided into 

subintervals whose size is based on each symbol's probability. This is illustrated in 

Figure {3.5}. 1:<or each symbol that the coder sees, the subinterval corresponding to 

that symbol becomes the new interval. The new interval is then subdivided according 
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to the source cdf as shown. When the end of the message is finally reached, t.he coder 

simply transmits any number in the interval [0.092448,0.09248). 

1.0 
0.9 
0.8 

0.16 0,096 0.0928 0.09248'--__ -'0,09248 

~;:'0928 ~~ ~~ 
0,0896 - 0.09216 0.092416 

c 

0.6 0,0832 
b 

.~ 
0.064 

0.4 

° a a b d 
0,0896 

d 
0,09216 0.092448 

Figure 3.5: First Arithmetic Encoding Example 

The number of digits required to send a message, x, of length N, may be deter-

mined by 
N-I 

I(x) = - L log (p(Xi)) . (3.1 ) 
i=O 

where the logarithm used is of the same base as the coded message string. Equation 

(3.1) is equivalent to the following, 

I(x) = -log (u(N) - I(N)) . (3.2) 

For the example of Figure (3.5), Equation (3.2) yields I(x) = -log(0.09248-0.092448) 

= 4.49 digits. We could send the string "09245", for this example. The quantities 

U(N) and I(N) represent the top and bottom values of the final interval. The update 

equations for the interval limits uti) and l(i) are given by the following, 

I(i-I) + (u(i-I) + I(i-I)) F(Xi) 

l(i-I) + (u(i-I) + l(i-I)) F(Xi - 1) 

(3.3) 

(3.4 ) 
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where Xi - 1 refers to the symbol preceding Xi in the cdf, F(X). 

The arithmetic decoder may decode this string by mimicking the operation of the 

encoder. Referring to the far left of Figure (3.5), we see that 0.09245 lies in the 

interval [0,0.4). Thus the decoder lmows that the first symbol is "a" and it narrows 

the number range accordingly. Next the decoder checks the number against the 

new intervals and sees that 0.09245 lies in the [0.0.16) interval. Again the source 

symbol is found to be "a" and the number range is narrowed to [0,0.16). Using this 

technique the decoder can regenerate the input source sequence. The decoder does 

not know when to stop unless it knows the length of the original message. This may 

be handled by assigning a special end-of-file (EOF) symbol. The character "!" serves 

this purpose in the example. 

With Huffman coding the relationship between symbol probability and codeword 

length was obvious. With arithmetic coding, the relationship is more subtle. High 

probability symbols narrow the current interval less and thus it takes many of them 

to narrow the interval to a point where a digit in the output integer is fixed. As soon 

as a given digit in u(i) and t(i) are the same, they will remain the same for the rest of 

the message. Table (3.'7) is a source like that of Table (3.4). Figure (3.6) shows the 

encoding of the message "eeeea!". 

Looking at upper and lower interval bounds in Figure (3.6), we see that every "e" 

slightly narroWs the interval. In fact, not until the very end of the message when 

the coder sees "a!" does the interval narrow to a point where the upper and lower 
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symbol probability cdf 

a 0.1 [0,0.1 ) 

e 0.8 [0.1,0.9) 

! 0.1 [0.9,1.0) 

Table 3.7: Source for Second Arithmetic Example 

0,9 O,K2 0,756 O,704M 

!~!~!~!~ 
0.33616~ __ ...:;O,33616 

u~.~ a~.~ 
0,1 O,IK 0,244 0,2952 0,2952 OJ32064 

c c c c a 

Figure 3.6: Second Arithmetic Encoding Example 

bounds have any digits in common. In essence, the highly probable symbol conveys 

few "digits" of information, the less probable symbols convey more. For this example 

2.39 digits are needed for the message. 

In the examples given above, the entire message was read by the encoder and 

then the final number released. For a long message, this will require very high 

precision in the interval computations. A better technique, more amenable to finite 

precision calculation, is to rescale the interval. As source symbols are observed by the 

arithmetic encoder, the most significant digits in u(i) and l(i) will become the same. 

In the first arithmetic example (see Figure (3.5)), after the encoder has seen "aab", 
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U(3) = 0.096 and /(3) = 0.064. We know at this point that the first digit is "0". The 

encoder may release this digit to the channel and expand the interval. The intervals 

are multiplied by 10 and the required precision reduced. After the symbols "dd" are 

seen, the encoder knows the next two digits are "92" and rescaling may again take 

place. 

The rescaling technique does not completely fix the precision problem. Proba

bilities such as 1/3 cannot be represented with a fixed number of digits and real 

arithmetic is computationally expensive as well. It is more desirable to use an algo

rithm based on integer arithmetic. While this will present its own set of troubles, 

it is the only way to avoid issues such as roundoff errors. Witten, Neal, and Cleary 

developed a binary integer based arithmetic coder in [17J. A slightly modified ver

sion of their coder was used in this work. The motivation for using this coder was 

a practical one, the source code was freely available. To better understand some of 

the design issues involved in using the arithmetic coder, we will need to examine the 

integer implementation of arithmetic coding. 

In discussing the integer implementation, the terminology and technique of [17J 

will be used. The basic encoding process is the same as before, for each source 

symbol the interval is narrowed according to that symbol's probability. The coder 

keeps track of the high and low ends of the interval. When the most significant bits in 

u(i) (referred to as high) and /(i) (low) are the same, the bit is released to the channel 
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and the interval expanded. The coder no longer uses [0,1.0) as the interval but rather 

[Bottom,Top_value] as shown in Figure (3.7). 

Top_value 217_1 = 131,071 

98,304 

Half 65,536 

Firscquarter 32,768 

Bottom ° 
Figure 3.7: Arithmetic Coder Interval 

Source symbol probabilities are represented by an integer frequency table or his-

togram, from which a cumulative frequency table (eft) is formed. The interval is 

narrowed using the relationships, 

uti) = high 

((i) = low 

{(i-I) -/- (u(i-I) _((i-I) -/- 1) * CF(Xj) _ 1 

TC 
= ((i-I) -/- (u(i-I) _[(i-I) -/- 1) * CF(xj - 1) 

TC 

(3.5 ) 

(3.6) 

where CF(·) represents the cft and TC the total number of counts in this table. 

Whenever high and low are both greater than Half their most significant bits are 
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both "1". This bit is transmitted and the coder sets [ow = 2 * (low - Half) and 

high = 2 * (high - Half) + 1. Similarly, when low and high are both less than Half, 

the coder sends a "0" and sets low = 2 * low and high = 2 * high + 1. 

The purpose of these rescaling equations is to keep [ow and high stradling Half. 

Whenever this boundary is crossed a bit is transmitted. A situation may arise where 

high;::: Half and low ~ Half for multiple source symbols. For each of these symbols 

the interval is reduced. Since the interval ends never cross Half no bits are sent and 

the interval is never expanded. This can lead to an underflow condition. Underflow 

occurs when the difference between high and low is less than the number of source 

symbols we wish to encode. Two symbols will then generate the same integer and 

the arithmetic output is no longer uniquely decodable. 

This problem is avoided by expanding the interval whenever First-quarter < 

low ~ Half and Half ~ high < Third_quarter, but no bits are sent. Eventually 

a symbol will occur that forces high or low to cross Half. We know what bit to 

send in this case, but what is done for all of the previous expansions? The coder 

keeps track of how many times it expanded without sending a bit, say m times. If 

high descends below Half, the coder will send a "0" followed by m "1" s. If low 

ascends above Half the converse is true. These bits are known as follow bits. This 

technique guarantees that after the follow bits, low < FirsLquarter < Half ~ high 

or low < Half < Third_quarter ~ high. 
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The problems of underflow, ovel:fiow, and the finite length of integers in the C 

programming language, forces limits to be placed on the size of Top_value and 

the maximum number of counts in the integer frequency table, MaxJ'requency. 

Max_frequency represents the maximum number of source symbols the arithmetic 

coder may encode (at one count per symbol). If Max_frequency is set such that, 

Top_value + 1 
Max_frequency::; 4 + 1 

the interval expansion technique previously described will prevent underflows. The 

interval reduction equations (3.6) require that (u(i-l) _/(i-1) + 1) * Max_frequency 

fit within the integer word length. The rnaximum value (u(i-l) - /(i-l) + 1) can 

be is Top_value+l. If unsigned longs are used (32 bits on computer architecture 

used in this work) in the arithmetic calculations, this leads to Max_frequency = 

215 
- 1 = 32,767 and Top_value = 217 - 1 = 131,071. Figure (3.7) reflects this 

choice for Top_value. 

The arithmetic coder is used by the image coder to encode the quantization in-

dices generated by the ECTCQ or UTCQ quantizers. An initial model of the source 

distribution must be provided to the arithmetic coder so that it may generate a eft 

and begin encoding. In [17], both iixed and adaptive arithmetic coders were pre-

sented and the adaptive coder is used in this work. As each quantization index (i.e. 

source symbol) is observed, the adaptive coder increments that symbol's count in the 

frequency table thereby slightly adjusting its probdbility. This allows the coder to 

follow slowly varying statistics and correct any deficiencies in the initial probability 
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model. The magnitude of this adjustment (1 in this work) determines the learning 

rate of the coder. Little attention has been paid to the proper choice of learning rate 

and this represents an area for future improvement. 

The creation of the initial source model depends on the quantization scheme being 

used. For low rate ECTCQ, the quantization index probabilities are stored along 

with the codewords during the training procedure (see Section (2.4)). At high rates 

when uniform codewords are used, numerical integration of the source pdf over each 

quantization bin is performed. For the UTCQ quantizer, uniform thresholds are 

always used and numerical integration is necessary for all rates. 

The limit on cdf size imposed by MaxJ"requency impacts the performance of 

the coder for large quantization codebooks. There is an in herent tradeoff between 

the number of source symbols in the arithmetic frequency tables and the accuracy 

with which the source pdf may be approximated. Each symbol in the probability 

model must receive at least one count to be decodable. If Max_frequency symbols 

are used, the only probability distribution that the arithmetic coder may model is 

uniform (one count per symbol). Highly improbable codewords must be given at 

least a count in the frequency table which may greatly overestimate their frequency 

of occurrence. This in turn underestimates the probabilities of more likely codewords 

since the total number of counts in the cdf cannot exceed MaxJ"requency. As will 

be seen shortly this drives up the encoding rate. 
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When using uniform codebooks, simple mathematical relationships allow the quan

tization index to be computed. It is also quite easy to compute the reconstruction 

level from a quantization index. For these reasons, no limit is placed on the quanti

zation indices other than the size of long integers in C. Obviously this will exhaust 

the capabilities of the arithmetic coder's frequency tables and it is necessary to limit 

the number of symbols in the table. This limit is a function of both distribution and 

rate and reduces the number of low probability codewords included in the probability 

model. Including too many of these codewords drives down the probability of more 

frequently used indices which in turn forces the arithmetic coder to spend more bits 

on average. 

To combat this problem, a threshold scheme was developed. A threshold, M, is 

set and any quantization index i rt [-M + 1, M - 1], will not be represented in the 

frequency tables. If such an index occurs during quantization, a special escape (ESC) 

symbol is sent instead and the true index is set aside. When the arithmetically en

coded indices are transmitted, all escaped symbols are sent as side information to the 

decoder. Whenever the decoder encounters the ESC symbol it substitutes the correct 

index in place of ESC. This side information increases the encoding rate and must 

be balanced against allowing too many symbols into the probability model. Figure 

(3.8) shows the dependence of arithmetic rate versus threshold, M, for quantizing 

100,000 samples of a Gaussian source at a rate of 7.0 bits using ECTCQ. Included 

for comparison is the index entropy. 
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Figure 3.8: Arithmetic Rate vs. Threshold (Gaussian, R = 7.0 bits, ECTCQ) 

At a threshold of M ~ 150, the arithmetic coder almost achieves the index entropy. 

Below 150, too many escapes are being generated and the arithmetic rate rises. Above 

150, too many low probability codewords are included in the source model and the 

rate slowly increases. Figure (3.9) shows the optimal arithmetic threshold versus 

rate for the Gaussian source using ECTCQ for quantization. Included on this graph 

is a threshold function fit. The image coder uses functions like these to determine 

the proper threshold as a function of rate for a given distribution. The optimal 

thresholds were determined by successively encoding 100,000 saclples of Gaussian 

data at a given rate and varying the threshold until the proper value was found. This 

procedure must be performed for all distributions for which quantizers are designed. 

Similar procedures were followed for the UTCQ quantizer as well. 
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Figure 3.9: Optimal Arithmetic Threshold vs. Rate (Gaussian, ECTCQ) 
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Figure (3.10) is a plot of the performance of the arithmetic coder when used with 

ECTCQ to quantize a Gaussian source. The arithmetic rate was determined by 

taking the file size in bytes, multiplying by eight and dividing by the number of sam-

pIes quantized (100,000). This represents an operational distortion-rate performance 

curve. Included for comparison is the first-order quantization index entropy. Relative 

to the entropy, the arithmetic coder performs well until high rates are reached. Th,. 'e 

the number of low probability codewords increases generating more ESC symbols and 

raising the rate. Figure (3.11) gives the relative increase in bit rate of the arithmetic 

coder over the index entropy. 
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CHAPTER 4 

WAVELET ANALYSIS/SYNTHESIS 

4.1 Introduction 

The development of wavelets and wavelet theory [59]- [65] has served as a unifying 

framework for multiresolution techniques [66]. As early as the beginning of this 

century, various scientists and mathematicians were laying the foundations of this 

field [67]. Wavelets have found application ill areas ranging from geology to computer 

vision to solution of differential equations [68]. Multiresolution or multi frequency 

techniques are not new to areas of speech or image coding, and wavelets have found 

a home in these fields as well. Crochiere, Webber, and Flanagan [69] introduced 

subband coding for speech signals in 1976. Perceptual criteria were used to design the 

subband decomposition, which was performed with appropriately designed bandpass 

filters. 

The first image subband coder was developed by Woods and O'Neil [70J. This 

system utilized an equal-sized 16 band split and differential pulse code modulation 

(DPCM) to quantize the subband coefficients. Quadrature mirror filters from [71] 

were used to perform the necessary filtering. An image subblock variance-based 

adaptation scheme was also developed to better allocate bit rate. Westerink et. 
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al. [72] developed a very similar system to [70]. Again an equal-sized 16 subband 

decomposition was used, but vector quantization (VQ) was used to quantize subband 

coefficients. Like coefficients in each subband were collected and treated as a vector of 

length 16. Other subband coders [73]-[75] later emerged with reasonable performance 

down to 0.5-1.0 bits per pixel (bpp). 

One advantage of such a coding system is the ability to place bits were they are 

needed. By controlling the rate allocation in each subband, higher rate quantization 

may be performed in subbands possessing high energy coefficients. Low activity 

bands may be quantized at a lesser rate. If the subband decomposition packs most 

of the image energy into a few bands, significant savings in rate is possible. The 

subband decomposition also allows control of the reconstruction error spectrum. It is 

possible to structure the quantization errors in such a manner that they are visually 

less noticeable. The adaptive scheme described in [70] attempts to do this. More rate 

is allocated in high activity regions such as edges and fewer bits are spent in slowly 

changing background regions. 

Before the advent of wavelets, QMFs were used exclusively in subband coding 

systems. Croisier, Esteban, and Flanagan [76] developed the first QMFs in 1976. 

Theirs was a classic two band system like that shown in Figure (4.1). Vetterli [77] 

extended this idea to multidimensional signals. The theory of QMF design has sub

sequently developed to a very advanced stage. Techniques for the development of 

M-band systems exist [78] even on non-rectangular sampling grids [79]. 
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x(n)-....... - .. 

Figure 4.1: Two-band Analysis/Synthesis System 

4.2 Subband Filters 

Figure (4.1) shows a two-band analysis/synthesis pair that forms the basic building 

block for this work and many other subband and wavelet coders. The filters G and 

H represent the high-pass and low-pass analysis filters respectively. Similarly, G and 

H are the high-pass and low-pass synthesis filters. The boxes labeled 1 2 and i 2 

represent decimation and interpolation by factors of two. The sequence xH(n) is thus 

a high-pass filtered, subsampled by two, version of x(n). Likewise, xL(n) is a low-pass 

version of the input. 

We can write the following expressions for XH(W) and Xdw) (note XH(W) -

X H (e jW ); this is a notational convenience) 

XH(W) = ~ tx (W ~ 21f'i) G (W - 21f'1:) 
2 i=o 2 2 

~ {X (~) G (~) + X (~-1f') G (~- 1f')} (4.1 ) 

(4.2) 



Then X (w) is equal to 

X(w) = 2 (XFf (2w) + XL(2w» 

{X(w)G(w) + X(w - 1I")G(w - 11")} G(w) 

+ {X(w)H(w) + X(w - 1I")H(w - 11")} H(w) 

{G(w)G(w) + H(w)H(w)} X(w) 

80 

+ {G(w-1I")G(w) + H(w-1I")H(w)}X(w-1I") (4.3) 

The factor of two in the first line of Equation (4.3) bears some clarification. It is 

needed for the interpolation process, but is typically combined with the synthesis 

filters. In some papers and texts the two would be placed into Equation (4.5). The 

second term in Equation (4.3) represents aliasing of x(n) in x(n). For perfect recon

struction (within a possible delay), we require 

G(w - 1I")G(w) + H(w - 1I")H(w) = 0 

G(w)G(w) + H(w)H(w) = e- jwM 

( 4.4) 

(4.5) 

Equation (4.4) guarantees no aliasing in x( n), and Equation (4.5) assures perfect 

reconstruction within some processing delay of M samples. 

Typically [78] the following choices are made to satisfy (4.4). 

G(w) = -H(w-1I") 

H(w) = G(w - 11") (4.6) 
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Substituting these choices into (4.4) quickly verifies alias cancellation. Equation (4.5) 

now becomes 

G(w)H(w - 7r) - il(w)G(w -. 7r) = e- jwM . 

In early QMF banks, the analysis filters were related by 

G(w) = H(w - 7r). (4.7) 

The low-pass filter G has been turned into a high-pass filter by shifting its frequency 

response. This choice reduces the Equation (4.5) to 

(4.8) 

This proves to be a severe restriction. The only FIR filters satisfying (4.6) and (4.7) 

are two tap filters [78]. Such simple filters will not have good stopband rejection 

or sharp cutoffs. Non-trivial filters which approximately meet these conditions have 

been designed [71]. 

It is now known that QMFs and wavelets are related. Wavelets have supplanted 

QMFs in many areas of research. This is due in part to their novelty and to the 

theory that has developed around them. QMFs still find use even in image coding 

applications [48, 80]. Orthonormal wavelet bases have been constructed from QMFs 

[67,62]. 
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4.3 Discrete Wavelet Transform 

The DWT performs a multiresolution decomposition of a discrete signal. The 

concept of a multi resolution analysis is not new, but Mallat [59J formalized its de

scription with respect to wavelet theory. The idea behind such a representation is 

that of successive approximation. The signal being analyzed is represented at differ

ent resolutions and a "detail" signal is formed as well. Given the representation of 

a signal at some coarse resolution along with the corresponding detail sequence, the 

signal may be reconstructed at a higher resolution. We therefore have scale-space 

representation of an image. 

Mallat defines an operator, A 2), which projects a signal, f( x), onto an approxi

mation space, V 2J' These approximation spaces represent f(:r) discretely at different 

resolutions, which are denoted by the 2) subscript. This subscript indicates the num

ber of samples per unit length. When working with digital signals, we represent f(x) 

by a sequence, f( n). This sequence corresponds to level j = 0 and projecting f( n) 

onto VI returns f(n). The multiresolution decomposition is based on the causality 

principle 

(4.9) 

where Z represents the set of integers. This principle states that lower resolution 

approximations of f(n} must be contained in the higher resolutions. For j > 0, we 
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are trying to increase the resolution of the original sequence J( n). This requires infor-

mation not necessarily at our disposal. The resolution level j = 00 would represent 

the true analog signal, J(x). 

It can be shown [59J, given some set of approximation spaces (V 2J ) iEZ' there exists 

a scaling function, r!>(x), such that if we let r!>2J(X) = 2i r!>(2ix) then 

forms an orthogonal basis for V 2J. Since we might fOI'm different approximation 

spaces, there are many different wavelets we can use. Using the approximation space, 

the function J( n) may be expressed at some resolution by a weighted collection of 

scaling functions placed on a grid whose spacing is proportional to 2-i . The projection 

of J( x) onto a specific resolution level is given by 

A 2J (J(x)) = 2-i L [1.: J(U)¢2J (11 - Tin) dU] ¢2J (x - Tin). 
n 

(4.10) 

The inner integral, also denoted by (J(11), ¢2J (11 - 2- j n)), is the projection of J(x) 

onto V 2J. This projection is discrete in nature and represents the weights needed for 

the scaling functions. The remainder of Equation (4.10) is an interpolation formula 

that will reconstruct J(x) at resolution level j. 

The above integral is of particular interest since it represents the discrete approx-

imation of J(x). Mallat denotes this quantity as follows 

(4.11 ) 
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The discrete approximation is equivalent to sampling the convolution of f(x) with 

<P2J(-X) at a 2) rate. Fortunately, as Mallat shows, Equation (4.11) may viewed as a 

simple filtering operation followed by decimation. The causality principle then allows 

the following construction, 

A~Jf(n) = Lh(2n - k)A~J+lf(k) (4.12) 
k 

where i~(n) is the low-pass analysis filter in Figure (4.1). 

So far nothing has been said regarding the detail signal needed to move from 

resolution 2j to 2)+1. Analogous to the scaling function <p( x), there exists an orthog-

onal wavelet function, ?jJ(x) from which a detail signal is formed. The orthogonal 

wavelet forms an orthonormal basis of 02J the orthogonal complement to V 2J in 

V 2J +I. Together they comprise V 2J +1 

0 21 EBV21 = V 21 +1. 

In similar fashion, an operator is defined which projects f( x) onto 02J, be we are only 

interested in the discrete projection. The discret.e detail signal, D2d( n), analogous 

to Equation (4.11) is given by 

(4.13) 

There exists an analog to (4.12) as well 

D~d(n) = L.ii(2n - k)A~1+d(k). (4.14) 
k 
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There is one important point regarding Equation (4.14). The detail signal is not 

computed from higher resolution versions of itself, but rather from higher resolu

tion versions of the approximation signal. This feature allows easy computation of a 

pyramidal decomposition reminiscent of [81J. Unlike that work, however, this mul

tiresolution decomposition will be non-expansive. For a J level decomposition of 

f(n) = AU(n), the following set is equivalent 

(4.15) 

to the original sequence. Figure (4.2) shows the multiresolution analysis and synthesis 

blocks. In Mallat's scheme, the pyramid is constructed by successively operating on 

A 2J IM-J,D] and keeping only those signals in the set (4.15). The filters used in [59J 

were QMFs where h(n) = A( -n) and g(n) = g( -n). The structure of this system 

shows that the DWT is a subband decomposition. 

Reconstruction of the original sequence is accomplished by successively recon

structing the approximation sequences as shown in Figure (4.2). For simplicity, a 

one-dimensional system is shown. It may be extended to two-dimensional signals by 

forming a separable 2-D DWT. The lowest resolution approximation and detail signal 

are used to regenerate the approximation signal one level up. The detail signal at 

this level is then used to ascend one level higher. This is repeated until we return to 

the original resolution level. Whether the original sequence is perfectly reconstructed 

or not depends on the filters used. The only perfectly reconstructing, linear-phase, 

finite impulse response (FIR), orthogonal filters (wavelets) are the Haar basis [62J. 
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1----... D 21 fen) 

1----... A ~I fen) 

a) Analysis 

D21 fen) -§---B-

A~I fen) ---N A~I+' fen) 

b) Synthesis 

Figure 4.2: Multiresolution Analysis and Synthesis 

These are simple two tap filters which do not have desirable frequency characteristics 

(see Section 4.2). 

It is possible to generate wavelets that are linear-phase, FIR, and perfectly recon

structing if the orthogonality requirement is somewhat relaxed [63J. Both [63, 82] 

develop what are known as biorthogonal wavelets. These filters are the type used in 

this work. The multiresolution machinery of Mallat is still valid when using biorthog

onal wavelets, only the theory changes. From an implementation point of view we 

filter and decimate as before. Instead of one hierarchy of subspaces as in Equation 

(4.9), two sets of subspaces exist. One for analysis (V, 0) and a second for synthesis 

CV,O). We no longer have 0 -1 V and 0 -1 V, but instead, 0 -1 V and 0 -1 V. 
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Two filters are needed with biorthogonal wavelets instead of one. In this appli-

cation, the (9,7) spline filters from [63, 83] were used. Table (4.3) gives the filter 

coefficients. The high-pass analysis and synthesis filters may be obtained as shown 

n 

h(n) 
h(n) 

in Equation (4.16). 

Filter Coefficients X 102 

o ±1 ±2 ±3 ±4 

60.2949 

111.5086 

26.6864 -7.8223 -1.6864 2.6749 

59.1272 -5.7544 -9.1272 0 

Table 4.1: (9,7) Spline Filters 

g(n) 

g(n} = 2(-1)"1~(-n + 1) ( 4.16) 

The factors of ~ and 2 are due to the interpolation process (the synthesis filters are 

multiplied by 2). 

4.4 Symmetric Extension 

There remains one subtle implementation issue that for quite some time was poorly 

addressed in the literature. This is the problem of symmetric extension. Some 

researchers made attempts at explaining the procedure [59, 74, 84, 85] with varying 

degrees of success. The best explanation of symmetric extension techniques can be 
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found in [86, 18J. The reason symmetric extension is of such importance, is that it 

allows for a non-expansive transform with perfect reconstruction. If we take a signal 

of length L, and a subband filter of length M, and convolve them, we obtain an 

output sequence of length L + M - 1. This is undesirable since it leads to signal 

expansIOn. 

In early applications of QMFs and wavelets, this problem was avoided by using 

circular convolution or simple truncation of the sequence. These techniques may be 

satisfactory for speech or other signals, but images are a special case. Improper han

dling of the ends of sequences (sayan image row or column) leads to visual artifacts 

and increased coefficient variance in image subbands [18J due to jump discontinuities 

at the sequence ends. From a coding perspective this is undesirable, we will be wast

ing bits in quantizing the large coefficients that result. The errors introduced in the 

reconstructed signal by improper extension grow with the number of times the orig

inal sequence is analyzed. A proper extension survives the processes of decimation 

and interpolation, each time generating a new symmetric sequence. 

Brislawn [18] defines six types of signal symmetry. Given a signal x of length No, a 

periodic signal y of length N ~ 2ND is formed based on a set of extension operators. 

Each y will have a symmetry center, at either n = c or n = c - t. Signals with 

symmetry center n = c are either whole-sample symmetric (WSS), or they may be 

whole-sample antisymmetric (WSA). If the center of symmetry occurs at n = c- t, the 

signal is either half-sample symmetric (HSS), or half-sample antisymmetric (HSA). 
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If N is even, y will fit into one (possibly more) of the above four categories. For 

odd N, y will be WSS (or WSA) at n = c and I-ISS (or lISA) at n = c + ~. These 

signals are termed odd-period symmefr'ic (OPS) and odd-peTiod antisymmetTic (OPA) 

respectively (see Figures (4.3,4.4)). 

5 x(n) 

4 

3 

2 

O~--------+---------r--------; 
o 2 3 

Figure 4.3: Example Sequence 
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(11) 
E,' (X} 

r r 
-2 10 12 

a) E~l,l) (WSS signal) 

(22) 
E,' (x} 

r r r r J 
-4 -2 0 4 10 12 14 16 

c) E~2,2) (HSS signal) 

(2,1) 
E, (x} 

b) E~l,2) (OPS signal) 

O+-~~~~~L4-L4-~~L4-L4-~ 
-4 -2 6 10 12 14 

d) EF,l) (OPS signal) 

Figure 4.4: Extension Operators and Signal Symmetries 
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Figure (4.3) shows a small four sample signal x to which Brislawn's symmetric 

extensions have been applied. For the operator E.!i,j) , the subscript s denotes sym-

metric extension with first sample repeattJ i times and the last sample repeated j 

times Only the operators E(I.I) E(I,2) and E(2,2) lead to non-expansive analysis 
• 3 , S' 3 

subbands. The E!2,I) operator is used in signal synthesis. There are corresponding 

anti symmetric operators, but these are not used by the wavelet coder (at least not 

with the current wavelets). All samples with solid symbols in Figure (4.4) represent 

a full period of y = E!i,j) {x}. The samples indicated by a "0" are from other periods 

of y, and those samples labeled with a "." are the original samples. 

Operator Extension y = E { x } 

E Period N Symmetry, Center 

E(I,I) 
s 2No - 2 WSS, 0 

E(I,2) 
s 2No -1 OPS, 0 

E(2,2) 
s 2No I-ISS _l , 2 

E(2,I) 
s 2No -1 OPS, -~ 

Table 4.2: Symmetric Extension Operators 

Table (4.2) characterizes the three symmetric extension operators and m2
,I) in 

terms of period and symmetry. The main goal of the symmetric extension is to 

produce a sequence that downsamples correctly. If we wish to downs ample by a factor 

M, then we must create y with length N, such that MIN (i.e. M divides evenly 
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into N). This restriction means that circular operations performed on the length N 

signal correspond to linear operations on the periodic N signal. The specific type of 

extension needed is a function of filter symmetry, filter length, and input sequence 

length. 

Signal x: Filter h: Subband b: Shifts: Exten. Expan. 

No Sym. Center I Sym., Center Dim. p j3 17 E ( 

211 OPS, /1 & II 0 E(1,2) 0 
WSS 

2 8 

211 + 1 OPS, /1 + t & /1 + 1 0 E(2,1) 0 
Even 

2 8 

(I< Odd) 211 OPA, II &-1 II 1 E(I,2) -1 
WSA 

2 a 

--
211 + 1 OPA, II + t &-1 

2 /1 + 1 0 E(2,1) 
a -1 

211 WSS, II 1Yu.±l /1 0 E(I,I) 1 
2 s 2 

WSS 

211 + 1 HSS, II + t No-I 11+1 0 E(2,2) I 
2 8 -2" 

Odd 

(K Even) 211 WSA, II 
No-3 

II 1 E(I,I) _;1 
2 a 2 

WSA 

211 + 1 HSA, /1 + t NQ-I 11+1 0 E(2,2) 1 
2 a -2" 

Table 4.3: E.F,I) Symmetric Wavelet Transform, M = 2 

Tables (4.3) and (4.4) come from [18]. They describe the necessary processing 

steps to construct all possible decimation by two systems. Table (4.3) is based on 

the E~I,I) extension operator, y = E!l,I){X}. This type of extension is appropriate 

for filters (h) having whole-sample (WSS or WSA) symmetry. The filter delay is 
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Signal ;r;: Filter h: Subband b: Shifts: Exten. Expan. 

No Sym. Center 'Y Sym., Center Dim. p j3 ." E ( 

211 +! WSS, /1 [fu + 1 11 0 E(l,l) 1 
HSS 

2 s 

2/1 + !:! HSS, /I + t [fu 11 + 1 0 E(2,2) 0 
Even 

2 2 s 

(K Even) 2/1 + 1 WSA, /I [fu - 1 /I 1 E(1,1) -1 
HSA 

2 2 a 

2/1 + ~ HSA, /I + t [fu 11 + 1 0 E(2,2) 0 2 a 

2/1 + 1 OPS, /I lYo..±1. II 0 E(1,2) 1 

HSS 
2 2 8 2" 

2/1 + !:! OPS, /I + t lYo..±1. II + 1 0 E(2,l) 1 

Odd 
2 2 8 2 

(K Odd) 2v + 1 OPA, V 
No-l II 1 E(1,2) 1 

HSA 
2 2 a -2" 

211 + ~ OPA, II +! No-1 v+1 0 E(2,1) 1 
2 a -2" 

Table 4.4: E}2,2) Symmetric Wavelet Transform, M = 2 

given by 'Y. This is the advance required to bring the filter's center of symmetry to 

either n = 0 or n = -to For whole-sample symmetric filters, the center of symmetry 

will be at n = O. The advance will be even or odd depending on the filter length, 

which is denoted in the table by 2/1 and 2/1 + 1 respectively. Column four in Table 

(4.3) describes the symmetry and delay introduced into the subband (b) created by 

filtering with h and decimating by two. Column five gives the length of the subband, 

p, in relation to the original signal length No. The number J( = N /2 is the period of 

b, where N = 2No - 2 is the period of y from Table (4.2). 
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The number, (3, is the advance needed to place the symmetry center of b at either 

(0, - t). The necessary symmetric extension for b during synthesis is gi ven in the next 

to last column. If an antisymmetric extension is required (denoted by Ea operator), 

it may be necessary to advance b by one and insert a zero sample at the beginning 

of the sequence. The parameter 77 indicates if this is necessary. The final column 

E = P - No/M indicates whether or not the particular subband is expansive or not. 

For the entire system to be non-expansive, the total subband lengths must sum to No. 

Thus if a subband is expansive, some other subband will compensate. This is better 

understood by considering an odd length input (No = odd). In this case, with WSS 

filters, after filtering and decimating we have two subbands with lengths (No + 1)/2 

and (No - 1)/2. Table (4.4) contains similar information to that above for the E~2,2) 

extension operator. This operator is appropriate for filters possessing half-sample 

symmetry (say Johnston's QMFs [71]). Note that the Ell,2) operator never leads to 

a proper decimation by two system. For other decimation factors it can lead to a 

viable system. 

Table (4.5) specifies the necessary operations for the (9,7) filters. Irrelevant pa

rameters for these filters have been omitted in this table. The only missing piece 

of information we need is the proper advance/delay needed on the interpolated sig

nal. Brislawn does not address this issue, but it is trivial to obtain. Martucci [86] 

describes how to determine this quantity. One need only look at the overall system 

advance/delay and make proper adjustments to effect zero delay. Martucci also gives 
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Signal x: Filter Subband b: Shifts: Exten. Expan. 

No h Center "Y Sym. Center Dim. p (3 E ( 

iI 4 OPS,2 !!sL 2 E(I,2) 0 2 s 
Even 

{; 3 DPS, ~ !!sL 2 E(2,l) 0 2 .. 

iI 4 WSS,2 lY.a±l 2 E(l,l) 1 
2 s 2 

Odd 

{; 3 HSS, ~ Np-l 2 E(2,2) 1 
2 s -2 

Table 4.5: Symmetric Extension Operations for (9,7) Filters 

extensive examples of these procedures. His development, though less formal, is in 

complete agreement with Brislawn. 



5.1 Introduction 

CHAPTER 5 

ADAPTIVE WAVELET CODERS 

96 

In this chapter the algorithms of the ECTCQ and UTCQ based coders will be 

thoroughly discussed. Both coders while similar in nature, differ significantly in cer

tain aspects. Whenever possible the coders will be discussed as one. Implementation 

specific details will be pointed out and each system then treated individually. Many 

versions of each coder were created during development, with the coding techniques 

evolving along the way. Only the final version of each system will be described. 

The ECTCQ coder was created first, hence the UTCQ system is more fully de

veloped. It benefitted from the knowledge gained in creating the ECTCQ coder and 

its own evolution. Some of the latest innovations present in the UTCQ coder could 

be implemented in the ECTCQ system but have not, due to time constraints. Such 

instances will be carefully noted. Figure (5.1) gives a block diagram representation 

of the image encoder and decoder for both systems. This chapter will discuss the 

various components shown and the reader is encouraged to reference this figure to 

see how they fit together as a whole. 
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Image 

.I ...... , .... , ......... " •• 

(adjust if necessary) ; 
j"""""""'''''''''''''''''''''''''''''''''''''''''''''''''''''''''''' 

(side information) 

Sequence Statistics 
(a, cr, E, y) 

TCQ Encoder 
(ECI'CQ, UTCQ) 

Output ..... 1-----1 
File 

Check L 
Ratc ! 

Create (class maps, indices) 

Compressed 
File 

Arithmetic 
Encoder 

Not Avnilable in ECfCQ coller 

a) Encoder Block Diagram 

Input 
File 

I Parse (sequencc information (cr, A) 

Output 
Image 

Header I 

'Ei' [ 
'" ~ ~ 

~~ 

Arithmetic 
(indices, a) 

Decoder 
(class maps) 

Wavelet Adaptive 
Synthesis Scan 

b) Decoder Block Diagram 

J TCQ Decoder 

"' (ECI'CQ, UTCQ) 

r' 

Figure 5.1: Wavelet Encoder and Decoder Diagrams 
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5.2 Recursive Wavelet Analysis/Synthesis 

Early in the development of the ECTCQ image coder, it was desired to investigate 

different dyadic decompositions. This feature was added to allow simulation of stlb

band decompositions in the literature and investigation of new ideas. The original 

ECTCQ system also allowed for 4 X 4 and 8 X 8 DCT subblock analysis of the low 

frequency subband (LFS). This technique is popular in the literature [87, 88J and 

was provided in the original ECTCQ coder to verify its performance. In [87J, an 

equal 16-band analysis is performed and 4 X 4 subblock DCT analysis performed on 

the LFS. It was discovered in this work that identical performance is obtained by 

continuing the wavelet analysis on the LFS as far as possible. The final versions of 

the ECTCQ coder and the UTCQ coder do not possess DCT capabilities. 

The ability to generate any dyadic subband structure proved useful enough to 

warrant its inclusion in the final ECTCQ and UTCQ coders. A recursive algorithm 

and wavelet tree descriptor string allow the user to generate any desired subband 

analysis. Table (5.1) lists the various descriptor string elements and their actions. 

These symbols are concatenated t.ogether to form a description of the wavelet tree. 

The "0" or no-op symbol terminates processing in the current subband and moves 

the analysis to the next subband. Symbols "1", "2", and "3" perform the filtering 

and decimation operations on the data. If a "1" is encountered in the descriptor, the 
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current subband is filtered along its rows and decimated forming low pass and high 

pass filtered subbands (in the row direction). 

command action 

0 No operation 

1 Perform a row split 

2 Perform a column split 

3 Perform a row-column split 

4 Perform all row splits 

5 Perform all column splits 

6 Perform all row-column splits 

Table 5.l: Recursive Wavelet Tree Command Elements 

The "4", "5", and "6" symbols perform no filtering themselves. Instead the pro-

gram generates a new descriptor substring composed of {0,1,2,3} to perform the 

desired task. If a "6" were encountered in the descriptor string, the new substring 

would be composed of "O"s and "3"s. Given the dimension of the image and the 

length of the wavelet filters used, the maximum number of row-column splits is de-

termined and a new descriptor formed. 

A few examples will better illustrate the use of the descript.or strings. Suppose we 

wish to perform a simple row-column split. This will create four subbands LL, HL, 

LH, and HH, where the first letter indicates low or high pass filtering on the rows 

and the second refers to the columns. The proper descriptor string is "30000". The 

analysis/synthesis functions process this string from left to right, recursively calling 
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themselves as they proceed. The first symbol "3" indicates that a row-column split 

should be performed on the current subband. At the start of processing, the current 

subband corresponds to the original image. After performing this split, the current 

subband is set to the newly created LL subband, the analysis or synthesis function 

calls itself and the first "0" is processed. This indicates that no further processing is 

to be performed on LL and the program moves to the next subband HL. 

Every time a "0" is encountered, no further processing will ever be performed on 

the current subband, and a level of recursion is ended. This moves the processing 

up one level in the tree. In the present example the coder returns to the original 

invocation of the analysis (or synthesis) function which moves the current subband 

to HL and calls itself once again. There is a continual descending and ascending of 

recursion level as the entire wavelet tree is processed. The four "0000" symbols will 

terminate processing on the four su b bands created by the row-column spli t ("3"). The 

order of subband processing is important to proper descriptor formulation. Subbands 

are processed from low to high frequency with column direction taking preference over 

row direction. The four subbands above are analyzed in the sequence LL, HL, LH, 

HH. A two level dyadic pyramid is described by "330000000". 

It is now obvious that the "6" symbol represents a complete Mallat tree [59]. The 

number of resolution levels must be determined as mentioned above. The proper 

descriptor string may be determined as: L "3"s + L *::l + 1 "O"s, where L represents 

the number of resolution levels. The default wavelet tree used for all coding results 
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presented here is a "modified Mallat tree" where the three high frequency subbands 

are given an additional row-column split. We have found that splitting these subbands 

provides a 0.2 to 0.3 dB improvement in SNR of typical coded imagery. Figure (5.2) 

illustrates the modified Mallat and shows the arrangement of frequencies in the data 

array. 

I.AJW Frequenc y 

pt- Columlls 

High Frequency 

Figure 5.2: Modified Mallat Tree 

The descriptor used to generate the modified Mallat tree is "36300003000030000". 

An initial row-column split is performed and a Mallat tree is applied to subband LJ.J. 

This finishes processing on LL making HL the current subband. HL is given a 

row-column split ("30000") as are LH and HH. Long descriptors can be difficult 

to remember and bothersome to type. Useful descriptor strings are given aliases 
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which are stored in the encoder and decoder. The descriptor (or its alias) and length 

must be transmit.ted as part of the header in the compressed file. Figures (A.I) and 

(A.2) detail all of the header information for both the ECTCQ and UTCQ coders 

respectively. The length of the descriptor, M, is followed by the descriptor string in 

both headers. 

5.3 Codehooks and Rate Allocation 

Both the ECTCQ and UTCQ coders utilize multiple probability densities for 

quantization. Sequences of data are quantized according to one of five different 

generalized-Gaussian density (GGD) models. The generalized-Gaussian pdf is an 

entire family of symmetric, unimodal density functions. The pdf is given by, 

1'(3/0) {_ ( r(3/0) (l:l)) "} 
1'(1/0) exp 1'(1/0) cr . 

(5.1 ) 
o 

p(x) = 2crr(1/0) 

This equation represents a zero-mean density. All data sequences, except wavelet 

coefficients from the LFS, will be treated as zero-mean. For the LFS, the mean is 

subtracted out of the coefficients and sent as side information (see Figure (A. 1 )). The 

o parameter determines the shape of the function. The Laplacian density corresponds 

to 0 = 1.0 and 0 = 2.0 is the Gaussian density. 

Determination of the GGD of a given sequence of data dictates how it will be 

quantized. The classic statistical measure to determine whether or not two distribu-

tions are the same is the Kolmogorov-Smirnov (KS) test. This test was used in ([89]) 
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to test the distribution of DCT coefficients in image coding. The KS test is a mea-

sure of how well two distributions match. Given a set of data X = (XI, :1:2," ., XN), 

a sample distribution, Fx('), is computed as follows 

0, z::; x(I) 

Fx(z) = 
11. 
N' X(n)::;:; < X(n+l), 11. E [1,2, ... , N - 1] (5.2) 

1, z;::: X(N) 

where X(k), A: E [1,2, ... , NJ are the ordered samples of X. The KS test statistic, t, is 

defined by 

t = max /FX(Xk) - F(Xk)/ 
ke[l.2 .... ,Nj 

(5.3) 

From Equations (5.2) and (5.3) it is seen that the KS test computes a sample distri-

bution and the maximum deviation from the hypothesized true distribution F(.). 

In [90J, Muller advocates the X2 test as a better comparative test than the KS 

test. This statistic is computed as 

(5.4) 

where k is the number of classes (intervals) into which the data space is broken, 

ni the number of input samples in class i, N the total number of samples, and 

Pi the theoretical probability that a given sample belongs to class i. The X2 test 

measures deviation from an assumed probability density. In coding applications one 

is more concerned with probability densities than probability distributions. Thus 

Muller argues using the X2 test instead of the KS test. The GGD (Equation (5.1)) 
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represents a family of distributions and before a test such as Equation (5.4) or (5.3) 

can be performed, one must have a hypothetical density, f(·), in mind. 

This implies an estimate of a, the generalized-Gaussian shape parameter is nec-

essary. Muller used an maximum likelihood (ML) estimator for a (see 5.1) from Du 

[91]. The root of the equation 

where 

7/;(0 = _, + [1 (1- t(-l) dt 
ia 1 - t 

yields the ML estimate 6- (! = 0.577 ... is the Euler constant). The ML estimate of 

the standard deviation (for known ML estimate 6-) is 

(5.6) 

Muller investigated the distributions of DCT coefficients using GGDs determined 

by measuring 6- and a. The AC DCT coefficients are generally assumed to be Lapla-

cian (a = 1) [89]. One would expect that by removing this restriction on a, a much 

better fit would result. Miiller reported a decrease in X2 of a factor of 10 when a and 

0' were determined via Equations (5.5) and (5.6) vs. assuming a Laplacian distribu-

tion. Furthermore, the generalized-Gaussian distributions were found to fit the data 

quite well. 

While this provides justification for modeling coefficients as GGDs, Equations 

(5.5) and (5.6) are computationally intense. Finding a that solves Equation (5.5) 
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is especially difficult. Mallat [59] used a much simpler technique to classify a set of 

data as a specific GGD. The following was used 

(5.7) 

where 

F( () = r(2/0 
Vr(1/0r(3/0 

This method relies on computing the sample absolute mean and variance and is much 

easier to calculate than the ML estimates. In [92J, Joshi and Fischer compare using 

Mallat's technique and the ML estimate of Q. They found that Equation (5.7) gave 

estimates within ::::J 0.07 of the ML estimates over as ranging from 0.4 to 1.1 for the 

Lenna and baboon images. Given the difficulties associated with Equation (5.5), it 

was decided to use Mallat's technique in their coding application. 

Five different GGDs were used by both the ECTCQ and UTCQ coders corre-

sponding to Q E [0.5, 0.75,1.0,1.5, 2.0J. Figure (5.3) is a plot of these five distribu-

tions (0"2 = 1.0, f1 = 0.0). These distributions span a range of densities that seem 

to match the distributions of observed wavelet coefficients. They were not picked 

in any optimal fashion, but in defense of these choices, it is observed that each is 

chosen frequently when coding imagery. From Figure (5.3), we see as a is decreased, 

the density function becomes more peaked and has higher tail weight. A measure of 

these properties is the kurtosis, J{. The kurtosis is defined as the ratio of the fourth 
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central moment to the square of the variance, 

(5.8) 

A closed form expression of Equation (5.8) is available by substituting in Equation 

(5.1 ). 

y _ r(5/a)f(1/a) 
\ - f(3/a)2 (5.9) 

Equation (5.9) leads to an interesting observation. The kurtosis of the generalized-

Gaussian family is strictly a function of the parameter a. If we remember that a 

determines the form of the pdf, this is not surprising since the kurtosis is a measure 

of function shape. Figure (5.4) is a plot of kurtosis versus a . 

0.5 

·3 ·2 ·1 

..... a =0.5 

- - a =0.75 

- a= 1.0 

.... a= 1.5 

- a=2.0 

Figure 5.3: Five Generalized-Gaussian Densities 

Both coders measure the kurtosis of data sequences to be coded and use this 

information to determine how a set of data will be quantized and the quantization 
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Figure 5.4: Generalized-Gaussian J( vs. 0:' 

indices entropy coded. The generalized-Gaussian density whose kurtosis is closest 

to thE: measured data is used as the model for the quantizers and arithmetic coder. 

Since the coders must compute data sequence variances, the additional computational 

requirements to determine I( are small (an additional multiplication and add per 

sample). This method is very similar in spirit to Mallat's technique. 

Looking at Figure (5.4), it is seen that the rate of change of the kurtosis increases 

with decreasing 0:'. We also notice from Figure (5.3) that the low 0:' GGDs have a 

rapidly changing shape. For the larger 0:' densities, the GGD shape is more slowly 

changing. These plots suggest that it may be better to estimate J( than 0:'. For small 

0:', a fixed level of error in the estimate can lead to large changes in pdf shape. This 

is not true for J(, where errors in determining small J( correspond to more slowly 
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varying changes in pdf shape. Given the difficulty in solving (5.5), the rat.her coarse 

quantization imposed on 0', and the preceding discussion, it is felt that the kurtosis 

technique is sufficient for choosing quantization codebooks. 

As mentioned in Chapter 2, ECTCQ codebooks are created via a modified gener

alized Lloyd algorithm [15, 49J. This is an iterative classification/codeword training 

technique that minimizes a functional comprised of the average distortion and code

word length (see Equation (2.14)). For each GGD codebook set, 100,000 samples of 

computer generated data were used for training. Codebooks were created for every 

tenth of a bit from 0.1 to 12.7 bps. These codebooks are stored and must be available 

to both the encoder and decoder. The encoder communicates the codebook choices to 

the decoder as part of the header information (see Figure (A.I)). The UTCQ system 

does not utilize stored codebooks but it is necessary to generate a table of rate and 

distortion versus quantizer~. This procedure need only be done once after which 

models are derived to characterize the quantizer's performance. The ECTCQ code

book training can take days to perform where the UTCQ models may be obtained 

in a few hours. 

Once an image has been analyzed (including any classification (see Section (5.4)) 

and coefficient sequence GGDs found, the quantization rate of each sequence must be 

determined. The rate allocation techniques for the ECTCQ and UTCQ coders differ, 

but they share a common goal. The rate allocation seeks to minimize distortion 
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(MSE), 

I\ 

MSE = L~jliO':di(Ri) (5.1 0) 
i=1 

subject to the constraint, 
K 

L~iRi ~ R (5.11 ) 
i=1' 

where the summation is over all sequences of wavelet coefficients. The quantity 

~i = n;/ N is a size weight representing the fraction of all coefficients in sequence 

i, Ii is an energy weight (see below), and 0'; is the variance of the sequence. Each 

sequence is assigned to one of the five GODs and di (·) is the appropriate unit-variance 

distortion-rate function of the quantizeI'. We seek to determine the quantization rate, 

Ri for all J( sequences, such that the total rate does not exceed R bpp. 

Shoham and Gersho [93] presented a technique that allocates rate among a col-

lection of data sequences by minimizing a cost function J. The cost function is a 

Lagrangian functional comprised of a distortion and rate term. The following func-

tional is minimized over all sequences. 

J( I\ 

J = E ~i/jO';di(Ri) + ). L eJli (5.12) 
i=1 i=1 

The). term controls the end rate with large A corresponding to low rate allocations 

and small A to high rates. It is shown in [93] that the solution R* = [Ri, R'2, . .. , Ri, 1 

to the unconstrained problem, 

min{J} 
R 

(5.13) 
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minimit.:es M8E subject to L:~1 eiRi ::; L;~1 eiRi. If a A can be found such that 

n* meets the constraint, the rate allocation is complete. Given A, Equation (5.12) is 

minimized term by term to find each rate. 

The energy weights, Ii, take into account how the filtering and upsampling op-

erations of synthesis affect the quantization noise. Woods and Naveen [94J describe 

how to compute these weights. The following example will help explain the source of 

these weights and how to compute them. Figure (5.5) shows a I-D syst.em in which 

a data sequence x(n) is filtered and upsampled twice. The "2" multiplicative factors 

have been included in the filters gl and g2' Assume x(n) is white noise with power 

spectral density (PSD), 

Figure 5.5: Energy Weights Example I-D System 

The following relationships then hold. 

PY1Y1 (w) 
a 2 
.2. 
2 
2 

~x IG1(w)1
2 

2 

ax IG1(2wW 
4 

2 

= ~x IG1(2w)G2 (wW 
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The filtering and upsampling color the quantization noise. The variances of Y2 and 

Y4 are given by, 

(5.14 ) 

where, 

{ 

gl(n/2) neven 
1](n) = 

o n odd 
(5.15) 

Equation (5.14) shows how the quantization noise in a sequence can be amplified 

by synthesis. The energy weight" Ii, may then be found from the ratios O'~2/ 0'; and 

0';)"0';. Each subband in the wavelet tree decomposition undergoes its own set of 

filtering and upsampling operations and the energy weights can be different for each 

subband. For a fixed wavelet tree, the weights could be pre-computed and stored 

in the program's code. Given the recursive analysis/synthesis capabilities of both 

coders, the energy coefficients must be computed "on-the-fly". Two-dimensional 

weights are computed by separable 1-D operations. 

A bisection technique is used to determine the proper>. in Equation (5.12) that 

satisfies Equation (5.11) subject to a rate R bpp for the encoded image file. Given 

an initial>., each term of (5.12) is minimized individually to obtain a rate allocation. 

The allocation is checked against the constraint and), adjusted. Once the desired rate 

has been bracketed, bisection is used on the>. values to find an allocation suitably 

close to the desired rate. For the ECTCQ coder, minimization of each term in 



112 

(5.l2) corresponds to a simple search over all codebooks of the corresponding GGDs. 

The operational distortion-rate function of the quantizer was measured by encoding 

100,000 samples (noL the training set) of each GGD and this information stored in 

the ECTCQ coder. 

With a finite number of rates and data sequences, the rate constraint will not be 

met with equality in general. The A bisection will pick one of the two AS leading 

to allocations just larger and smaller than R. While choosing a A that leads to an 

allocation exceeding the rate constraint might seem in error, the actual rate of the 

compressed file cannot be known a priori. The indices from the quantizer and the 

performance of the arithmetic coder are not known until the image is completely 

encoded. To encode the image a rate allocation is needed. The size of the file header 

(see Figures (A.l) and (A.2)) is not known until the data is quantized as well. 

The encoder will therefore produce a file with rate "close" to the user specification. 

The image being compressed, desired bit rate, and other program options (such as 

classification) all affect how close the final rate and desired rate are. For images like 

Lenna (Figure (B.3)) the final and desired rates are typically within 10% for rates 

between 0.25 and 1.0 bits. If the final rate is not satisfactory, the desired rate must 

be adjusted and the image encoded again. The UTCQ coder does this automatically 

for the user if desired. This coder repetitively encodes the image until the output file 

ill within a user-specified tolerance of the desired rate while ensuring that the output 

bit rate does not exceed the desired rate. If the rate tolerance cannot be met, the 
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UTCQ coder will give the closest output bit rate that does not exceed the desired 

rate. Even this rate control mechanism is rather crude and represents one area of 

improvement for future work. 

The rate allocation procedure for UTCQ differs from that of the ECTCQ coder in 

the minimization of Equation (5.12). UTCQ does not use stored codebooks, models 

are use to determine rate and quantizer step-size, ~, as a function of the negative 

derivative of distortion. The distortion-rate function is no longer treated as discrete 

in rate but rather as a continuous function of rate (or equivalently distortion as a 

function of ~). In Chapter 2 it was seen that the UTCQ quantizer was completely 

determined by ~. This allows UTCQ to achieve any desired rate. One must simply 

pick the proper value for~. The UTCQ models allow us to relate rate, distortion, 

and ~. 

Differentiating Equation (5.12) with respect to Ri and equating this to 0, 

(5.]6) 

we can solve (5.16) for 

(5.17) 

Given a .x, energy weight, and variance of a data sequence, Equation (5.17) tells us 

the value of the derivative of the distortion where the functional (5.12) is minimized. 

Equation (5.17) explains the choice of models. During rate allocation, the UTCQ 
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coder generates a set of distortion derivatives for a particular A and these values are 

used to compute ~iS and RiS. 

High rate quantization theory [26, 28J provides a clue to the functional form re-

lating distortion with rate and ~. At high rates we can write, 

di(Ri) = £;2-2Ri = £~ exp( -2Ri In 2) 

~2 

Ci l~ . 

( 5.18) 

(5.19 ) 

Equation (5.18) is a well known result from rate-distortion theory and for the Gaus-

sian source £2 = 1. The parameter £2 is a function of density, quantizer, and entropy 

coding. At high rates it. is constant, but changes with rate at low rates. Equation 

(5.19) is valid only at high rates and represents the distortion introduced by a uniform 

quantizer (c; = 1) operating on a uniform source with step-size size~. At high rates 

the source pdf is approximately flat over the quantization bins and the quantization 

errors will be uniformly distributed within their bins. The constant Cj relates the 

performance of UTCQ to that of a uniform quantizer at high rate. This constant is 

independent of the source density which leads to the conclusion that the distortion 

is a function of ~ alone. At high rate, only the rate is a function of density. 

Differentiating (5.18) with respect to Ri gives, 

d~(Ri) = ~7exp(-2Riln2).(-2In2) 

Ci~; 
12 

= Wj~~( -2ln 2). 

(5.20) 

(5.21 ) 
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Negating both sides of (5.20) and (5.21) and taking the logarithm gives, 

-2Ri In 2 (2) 
log (-d;(Rj)) = In 10 + log 2ci In 2 (5.22) 

210g(6j) + log(2Wi In 2) (5.23) 

Note that -di is always non-negative (increasing the rate never increases distortion) 

and we may safely take the logarithm. Equations (5.22) and (5.23) suggest that Ri 

and log(6;) be modeled as linear functions of log( -di) at high rate. Figures (5.6) 

and (5.7) show UTCQ rate and ~ vs. log( -d') respectively for the Laplacian density 

(0: = 1.0). Also included on these plots are the UTCQ coder models (see below) 

derived from quantizing 100,000 samples of Laplacian data. Notice that both 

plots are straight at high rates (smalllog( -el')) until about 10 bps awl above. This 

is due to insufficient data sequence length, too few outlier samples are generated in 

100,000 samples. Increasing the number of samples to 500,000 helps straighten out 

the data at high rate, but it. would take many more samples to make it straight out 

to 12 and 13 bits. It will be seen later that the error in the fits at high rates (where 

the data are assumed linear) is quite smail, and the models generated from 100,000 

samples were deemed sufficient. 

Looking at Figure (5.6), it is apparent that a simple linear equation is not sufficient 

at low rates. The rate model is comprised of three separate parts, two linear and one 
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Figure 5.6: UTCQ Rate vs. log( -d'), a = 1.0 

hyperbolic section, Rewriting Equation (5.22) we find the expression for the high 

rate portion of the model, RIt, 

-1 1 
Rit = -21 2 log( -d') + -1-log(2c2 1n 2) 

og 2 og 2 
(5.24) 

= mil log( -d') + bit 

where mit = -lj(21og2) and bit = log(2c2 In2)j(21og2). The value of c2 may be 

determined from c2 = dj de at high rate, where de = 2-211 is the distortion-rate 

function of the Gaussian source (£2 = 1), 

It appears from Figure (5.6) that the curve approaches an asymptote along the 

x-axis. If a curved segment were added to Rit for large values of log( -d'), a good 
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model may result. We will also require the the model asymptotically approach the 

x-axis. A piece of a hyperbola was first tried for this curved section. The equation 

of a hyperbola with foci along the y-axis is given by, 

(5.25) 

The slopes of the hyperbola's asymptotes are alb and -a/b. To better understand 

why a hyperbolic correction term, Re, might be useful consider Figure (5.8). The 

high rate model, Rh, crosses the x-axis at ( = log(2c:2 In 2), typically a small negative 

quantity. If at that point we add a correction term, Rc, with slope me = -m" = 

1/(2Iog(2)), the straight line of R" is bent such that it now lies on the x-axis. For 
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log( -d') < (, the model consists of Rh. If log( -d') 2: (, the model is R" + Re. This 

corresponds to the thick line in Figure (5.8). 

Now consider using a hyperbolic section for Re like that shown in Figure (5.9). 

When added to Rh, the x-axis will be asymptotically approached. This behavior is 

necessary since we never want the model to return negative rates. Notice that one 

of the hyperbola's asymptotes passes through ( and has slope me = 1/(2 log 2), the 

same as in Figure (5.8). The hyperbolic section must be "turned on" before (, and 

the fit parameter b accounts for this. The asymptotes cross at (-b + (, -a) where 
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~ = log(2 £2 In 2) 

Figure 5,9: Hyperbolic Section 

The hyperbola (Equation (5,25)) may be rewritten as, 

(Rc+mcb)P _ (log(-d')+b-()P = 1. 
(meb)" b 

From which we have, 

R - b P 1 + (log(-el' ) + b- ()P - b 
c - 1ne b me . (5.26) 

It was found during the modeling, that a true hyperbolic section p = 2 in (5.26) did 

not always provide enough curvature to match the R(log( -el')) curve, thus the power 

p was made a fit variable as well. Looking closely at Figure (5.6), a slight change in 

slope of R" occurs at about. log( -el') = -0.5. A second linear section is added to R" 

to account for this. MATLAB was used to determine the fits using a least-squares 

algorithm. 
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Figure (5.6) shows the fit obtained for the Laplacian density along with the rate 

data. The MSE for this fit is 8.506 x 10-<1 = -30.70 dB. Figure (5.10) shows the 

error in the fit both in magnitude and as % error of the correct rate. The fit is quite 

good until low rates (around 0.15 bits and below) are reached. The percent error in 

the fit gets quite large at 0.05 bps. This is not of great concern since the rate fit is 

only used to check against the rate constraint (see Equation (5.11)) during allocation. 

The errors in the fit mean that the A coming out of the rate allocation may be off and 

the rate of the output file will change slightly. The rate allocation is still valid, we 

just get a different final rate than we thought. Since the final rate of the compressed 

file cannot be known prior to quantization and entropy coding, combined with the 

iterative rate adjustment in the UTCQ coder, the error in the fit at low rate is not 

critical. 

In contrast, the fit of log(.6.) vs. log( -d') is quite important. This model de-

Lermines the UTCQ encoder step-size and it is here where decisions regarding the 

apportionment of rate are made. The high rate expression for log(.6.) may be obtained 

from Equation (5.23) as, 

1 1 
10g(.6.) = 2"log( -d') - 2"log(2W In 2). (5.27) 

As mentioned before, W is constant over all distributions thus the high rate model 

is identical for all fits. Again, two linear and a hyperbolic section were used in the 

model. Since the modeling is so similar to that of the rates, it will not be discussed. 
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Figure (.5.7) shows log(~) vs. log( -d') for the Laplacian source and the model. 

The magnitude and % error in ~ are given in Figure (5.11). The M SE' of this fit 

is 4.625 X 10-5 = -43.35dB, with the % error in ~ being within ±5% for nearly 

all log( -d'). The user may place a lower bound on allocated rates during encoding. 

This allows slight tweaks to the rate allocation and limits model use at very low rates. 

Any rate allocations below the bound are set equal to 0 bps. This bound applies to 

all models and has a default value of 0.005 bps. 

5.4 Classification/Adaptive Scan 

Several classification/adaptive scan techniques were investigated in the ECTCQ 

coder. Observation of wavelet coefficients in the various subbands reveals structures 
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visible in the original image. Figure (B.4) shows a three level decomposition of 

the Lenna image (see Figure (B.3)). The LFS looks like a low pass subsampled 

version of the original as expected, but the high frequency subbands still possess 

some structure from the original image. Figure (B.4) was generated by mapping the 

BFS coefficients to [0, 255J. Grey level 128 corresponds to zero and (7' = 30 grey 

levels. Large coefficients exceeding [0, 255], are clipped. Grey levels less than 128 

correspond to negative coefficients and those greater than 128 are positive. The LFS 

is displayed as is with only clipping and rounding performed on the coefficients. The 

frequency subbands are organized in the same fashion as Figure (5.2) (without the 

additional row-column splits). 



123 

It appears that not all coefficients in the HFS are alike. In smooth background 

regions, the wavelet coefficients are small in amplitude and exhibit no structure. The 

majority of coefficients in the subbands fall into this category. Neal' strong edges 

the coefficients have significant energy but are relatively few in number. From a 

quantization perspective, these sets of coefficients should be treated separately. If 

the rate allocation of a HFS is based on the entire set of coefficients in that subband, 

it is likely that a low bit rate will be assigned. This will quantize the high energy 

coefficients poorly. Better performance may be achieved if more rate is allocated to 

the energetic coefficients and less to the low energy coefficients even for the same 

aggregate subband rate. 

Chen and Smith [95J made a similar observation regarding DCT coefficients. Their 

coder used the DCT on 16 x 16 subblocks of an image. The AC coefficients within 

these blocks were classified based on variance into four equally populated classes. 

High variance classes were apportioned more rate than low variance classes. No 

comparisons were made with the subblock adaptation turned off. Woods and O'neil 

[70J employed this technique in their subband coding system. Again the original 

image was blocked into 16 x 16 squares and each block classified into one of three 

classes ("busy", "nonbusy", and "quiet"). An equal sized 16 band decomposition 

was performed resulting in 4 X 4 subblocks in each subband. Coding improvements 

of better than 1 dB were observed for Lenna at 1.0 bits and 1.5 dB at 0.67 bits. 
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Several variants of the subblock classification idea were employed in the ECTCQ 

coder. The first technique was very similar to that in [70]. The original image was 

blocked into 8 X 8 subblocks and each classified based on variance. The classifier for 

this system called, I-map, was derived from 40 "typical images". Each of these images 

were divided into blocks, the variances computed, and I\-means clustering performed 

to determine the class thresholds T. Different numbers of classes were attempted, 

but four seemed the best choice (and is used in all result" presented here). Any fewer 

classes and performance diminished, any more and the increase in side information 

offset any gains. 

The output from the subblock classifier is a classification map. Each 8 x 8 image 

subblock is tagged with a class label k E [1,4]. The classification map "descends" into 

the wavelet tree three resolution levels and is applied to all subbands. For example, if 

the original image has a row-column split performed, four new subbands are created 

(see Section (5.2)). The map is applied to all four subbands on 4 X 4 subblocks. If 

one of these subbands is row-column split, the new subbands utilize the map on 2 x 2 

blocks. Thus if the original block size is 8 x 8, the map descends down three levels 

(to a single coefficient or 1 x 1 block). If any subbands exist more than t.hree levels 

down, no classification map is used. 

Within any classified subband, there are now four sequences. A sequence is a 

collection of wavelet coefficients belonging to the same class. Subbands without clas

sification are treated as a single sequence. Each sequence is treated separately during 
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rate allocation, quantization and entropy coding. It is possible to quantize the se

quences in a subband using four different GGD codebooks and rates. This allows 

the coder to spend bits where they are needed and to adapt to different statistics 

within a subband. During quantization the coefficients are scanned out of a sub

band block-by-block, class-by-class in lexicographical order, this process is called the 

"adaptive scan" (see Figure (5.1)). The kurtosis, variance, and frequency of occur

rence are measured for each class, from which densities are assessed, rates allocated 

and arithmetic probability models created. 

The classification map and its size must be sent as side information to the decoder 

so that it may unravel all of the information. For a 512 x 512 image, a 64 x 64 array 

of class labels is sent. The classification maps are part of the header information 

(see Figures (A.l) and (A.2)) and are adaptively arithmetically encoded. If a trained 

classifier is used (true for I-map), it's name is placed in the header. The decoder may 

then open this file and find frequency of occurrence information for the arithmetic 

coder's probability model. If "on-the-fly" K- means clustering is used, the frequency 

of occurrence of each class must be sent in the header. The initial classification 

subblock size is also sent in case it is changed in the future. 

The coding improvements achieved with the I-map system were disappointing. 

For the Lenna image an improvement of ~ 0.3 dB over the same ECTCQ coder 

running without subblock adaptation was seen between 0.5 and 1.0 bits (see Figure 

(5.12) curves labeled "I-map" and "baseline", note performance is given as "peak 
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signal to noise ratio" or PSNR = 10 log(2552 
/ M SE)). Below 0.5 bits the performance 

increase diminished until the nonadaptive system performed better than the adaptive 

system (below ~ 0.25 bpp). The nonadaptive coder will always outperform any of the 

adaptive systems below some rate. This will happen at the point in which the coding 

gains achieved from adaptation equal the increase in file overhead due to adaptation. 

This is a function of both image content and size. 
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Figure 5.12: Classification PSNR Performance for Lenna (ECTCQ) 
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The failure of the I-map system can be attributed to the way in which classification 

was utilized. Looking at Figure (B.4), it is seen that the LFS and BFS subbands are 

dissimilar. While strong features such as edges may be found in the various subbands, 

other regions do not match well with the LFS. Using a classification map generated 

from the original image on the three large high frequency subbands is a poor idea. 

These bands have different frequency orientation and a unique map for each would 

be more appropriate. 

This realization led to the development of a new classification technique called 

4-map. In this method the image is first given a row-column split generating four 

subbands (LL, HL, LH, and HH). A sub block classification is performed on each 

subband. Any "children" of these subbands (new subbands created from the original 

four by further processing) inherit the parent's classification. As before, 8 X 8 blocks 

were used and the maps will descend three levels relative to the parent subband. 

Figure (5.13) illustrates this idea. All subbands within each shaded region inherit 

the map (1, 2, 3, 4) of the original parent subband. 

At the time the 4-map system was created, the concept of trained classifiers was 

abandoned for "on-the-fly" K-means clustering. It was realized that the coder was to 

operate on a wide array of image types (see Appendix B). Images of natural scenery 

and people look much different than aerial photos and neither looks like synthetic 

aperture radar (SAR) data. Rather than have multiple classifiers for each image type 
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3. Compute class means Jtik, 

and mean migration Oi, 

OJ = L /Jlik - Jl(i-l)k/ 
k 

where, Nik is the number of subblocks in class k for the current iteration i. 

4. If OJ < e the migration threshold, goto step 6. 

5. Otherwise compute thresholds T, 

and (to = 0, tg = 00). Goto step 2. 

6. Check Ci class membership, if acceptable quit. 
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7. Else force default class membership (75%,15%,7%,3%) and generate new class 

map Ci . 

Variance classes are ordered from low to high variance (1 though 4). The number 

of subblocks in each class is checked to ensure that at least six blocks exist in any 

given class. The number was empirically derived from examining classifications where 

the coder performed well. Having a single subblock in a class cannot be allowed. 

This will lead to the calculation of a sequence variance based on a single sample. 

If the minimum class membership is not met, a default one is enforced. The class 
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percentages for the default were taken from typical classifications of natural imagery. 

The minimum class membership has been met for all images run through the coder 

except a few synthetic ones. 

Figure (5.12) gives the performance of the 4-map classification scheme. The im

provement over the I-map system is ~ 0.3 dB between 0.5 and 1.0 bits. At 0.25 bpp, 

the I-map catches up with the 4-map system. The overhead information that 4-map 

must communicate with the decoder is nearly the same as I-map, an additional 16 

bytes for class probabilities are required. Class probabilities are sent as unsigned 

characters representing what fraction of 255 the probability is closest to. The perfor

mance improvement of the 4-map technique confirms that application of a class map 

derived from the original image to the high frequency subbands is inappropriate. 

Having made this realization and looking back at Figure (BA), another classifi

cation scheme suggests itself. The high frequency subbands at different resolution 

levels are similar in nature. It may improve classification performance if the high 

frequency maps of 4-map (maps 2, 3,4) were applied to high frequency subbands at 

lower resolution levels. Figure (5.14) shows how the maps propagate. The LFS map 

(map 1 in 4-map) is not used. For the children of the LFS, 4-map commits the same 

errol' as in I-map, using a class map derived from a subband much like the original 

image. 
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Figure 5.15: Lenna Class Map 1 (HL) 
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Figure 5.16: Lenna Class Map 2 (LH) 
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The performance of 3-map is found in Figure (5.12). Relative to 4-map, 3-map 

yields ~ 0.25 dB improvement and performs better than the nonadaptive system 

down to 0.15 bpp. The 3-map technique is the only subblock adaptivity available in 

the UTCQ coder (nonadaptive coding is also included). It is important to keep in 

mind that these performance increases are for the 512 x 512 Lenna image only. For 

other c!o.sses of imagery, nonadaptive coding may perform better even at 1.0 bpp. 

The SAR image in Appendix (B) is an example. The following PSNRs (adaptive, 

nonadaptive) were obtained encoding the SAR image with the UTCQ coder at 0.5, 

and 1.0 bpp respectively, (19.49 dB, 19.70 dB) and (22.40 dB, 22.53 dB). The wavelet 

coefficients in the sub bands of this image look like noise, and it is not surprising that 
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Figure 5.17: Lenna Class Map 3 (HH) 
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subblock adaptation would be of little use. The file overhead incurred offsets any 

small gains achieved by varying the bi t rate among the coefficients. 

Appendix (C) shows the reconstruction of Lenna using no subblock adaptation, 

4-map, and 3-map for the ECTCQ coder. In Figures (C.l) - (C.3) the original image 

was compressed at a rate of 0.25 bpp. For most images in Appendix (C) the encoding 

rate closest to but not exceeding the desired bit rate was chosen. In certain instances 

this rate was unacceptably far (more than 0.01 bpp) from the desired rate. In such 

cases if an encoding rate slightly larger than the desired rate existed, it was chosen. 

Table (C) lists the rate and PSNR of all coded images as well as how they were 

encoded, the rates in the coded image captions are desired rates. The PSNR figures 

for Figures (C.l) - (C.3) are 33.50 dB, 33.47 dB, and 33.91 dB respectively. Figures 
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(CA) - (C.6) show the same set of encodings of Lenna at 0.5 bpp, the PSNR figures 

are 36.60 dB, 36.90 dB, and 37.16 dB. 

5.5 UTCQ Coder 

The ECTCQ coder has been discussed to this point since it was the only coder to 

use all adaptation schemes. This section will discuss unique features of the UTCQ 

coder. While some of these features are applicable to the ECTCQ system, they 

have not been integrated into that code. The performance of the UTCQ coder and 

ECTCQ coder are compared for the Lenna image in Figure (5.18). The ECTCQ 

systems performs ~ 0.17 dB better than the UTCQ coder. This is expected since the 

ECTCQ codebooks are fully optimized (see Figure (2.16)). Perceptually the UTCQ 

coder performs as well and sometimes bet tel' than the ECTCQ coder. Figures (C. 7) 

and (C. 8) show the reconstruction of Lerma after nonadapti ve encoding wi th the 

UTCQ coder. The PSNR figures are 33.29 dB and 36.38 dB. The 3-map adaptive 

versions are presented in Figures (C.9) and (C.lO) with PSNRs of 33.68 dB and 37.03 

dB. At 1.0 bpp, the ECTCQ and UTCQ figures for adaptively coding Lenna are 40.60 

dB and 40.48 dB respectively. 

From a pure PSNR point of view, the UTCQ system compares favorably with the 

ECTCQ coder. The overhead requirements of the UTCQ system are greater than 

those of ECTCQ. The major difference being the inclusion of the trained codewords. 

For a 512 X 512 image using subblock adaptation, the modified Mallat tree, and the 
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(9,7) wavelets, 94 data sequences are created (21 subbands with 4 sequences/subband 

+ 10 subbands with 1 sequences/subband). Originally a byte per trained codeword 

was spent sending each trained codeword leading to 94 x 4 = 376 additional header 

bytes. This represents a cost of 0.0115 bpp. At low rates (0.25 bpp and below) this 

is significant (0.1 dB or more). To reduce this cost, 6 bits/trained codeword are used 

instead saving a full byte per data sequence, or 94 bytes. 

Other bit saving techniques were employed as well. The codebook step-size, .6., 

and sequence standard deviation, 0
2

, are represented in a 2 byte format with 12 bits of 

precision for the mantissa and 4 bits for the exponent ,saving an additional 188 bytes. 

Experiments showed no change in coder performance due to this quantization. The 

quantization codebook, a, and initial trellis state for each sequence are arithmetically 

encoded saving ~ 11 bits per sequence. These ideas could be incorporated into 

the ECTCQ coder but have not. The performance of the UTCQ coder was such 

that further development of the ECTCQ coder was stopped. For larger imagery 

(1024 x 1024), this overhead is of less concern. The total number of sequences would 

increase to 97, but the cost is amortized over four times the amount of data. The 

trained codeword cost is reduced to 0.003 bpp. Nevertheless, the bit reduction is 

always used since the mechanism is in place. 

The UTCQ coder incorporates other features that would be difficult to implement 

with ECTCQ. The zero codeword in the UTCQ codebook (see Figures (2.14) and 

(2.15)) is user-definable. This allows the user to change the scalar codebook of 
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the quantizer from midtread to midrise. The zero index reproduction level, z, may 

be set to a fraction of ~, say z = p~. The 50 zero reconstruction level becomes 

CWo = z = +p~, and the 51 level CWI = -z = -p~. All other codewords are 

unchanged. This feature is most useful at low rates where in smooth or "texture-like" 

background regions many wavelet coefficients are quantized to the zero codeword in 

either superset. It is not necessary to encode the original image again, only the 

reconstruction level is changed. Adjusting the zero level is therefore an inexpensive 

way to try to improve visual quality. 

The reconstructed aerial photo in Figure (C.13) illustrates why. This image was 

encoded with the UTCQ coder at 0.125 bpp with adaptation on. In the upper left 

and right quadrants of the image the fields appear smooth and almost uniform in 

structure. Many of the high frequency wavelet coefficients that would give structure 

01' texture to these fields are zeroed out. Figure (C.16) shows the phenomena in a 

SAR image quantized to 0.25 bpp with adaptation off. The blurring in the bush 01' 

tree area has the same genesis as that in the fields of Figure (C.13). Figure (C.14) 

shows the effect of setting the zero reconstruction level to 0.05~. The smooth regions 

of the fields are given a granular texture that is visually more pleasing. Similarly in 

Figure (C.18) a 0.1~ zero level was used (UTCQ coder, no adaptation), and the trees 

exhibit a texture more like the rest of the image. 

Adjusting the zero level to produce a more pleasing image decreases the PSNR 

of the reconstruction. The PSNR figures (z = 0, z = 0.1~) for the SAR image at 
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0.25,0.5 and 1.0 bpp are (18.09 dB, 17.72 dB), (19.70 dB, 18.95 dB), and (22.53 dB, 

22.11 dB). For the aerial photo the PSNR figures (z = 0, z = 0.05Ll) at 0.125,0.25, 

0.5, and 1.0 bpp are (26.87 dB, 26.55 dB), (29.16 dB, 28.91 dB), (31.81 dB, 31.59 

dB), and (35.32 dB, 35.24 dB). At 1.0 bpp, changing z has little visual effect for 

either image and should be left at z = O. The ECTCQ coder exhibits this smoothing 

effect as well. Figure (C.20) shows the reconstruction of the SAR image after being 

quantized at 0.25 bpp by the ECTCQ coder. The trees again appear blurred, but 

not as much as in Figure (C.l6). Upon examination of the ECTCQ codebooks, it 

was noticed that there were frequently two small reconstruction levels, one positive 

the other negative in the superset codebooks. If these codewords were set to zero, 

the same visual effects were observed as in the UTCQ system. This observation led 

to the idea of adjusting the zero levels. 

The zero level adjustment can produce unpleasant distortions of its own. During 

quantization, the trellis may switch back and forth between two states using superset 

So and SI codebooks. This can happen at low rates where strings of zero codewords 

are needed. In Figure (2.6) this may occur with states 1 and 2. The trellis will 

alternate between the zero codewords in both supersets. During quantization each 

superset contains a true zero and there is no distinction between the reconstruction 

levels. If later the zero level is changed, the So zeros become +pLl and the SI zeros 

-pLl. This may lead to artifacts in the reconstruction. 
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Such an artifact is visi ble in Figure (C .14). A series of vertical bands are visi ble 

approximately 2 inches from the left-hand side of the image in the fields at the top. 

Some diagonal banding is also visible in t.his area. The switching back and forth 

between the +p.0. and -p.0. reconstruction levels is the cause. The effect is subtle 

and less objectionable than the smoothing, but a method to correct the artifact was 

sought. It was reasoned that if the wavelet coefficients are not read out of each 

sequence in lexicographical order during quantization, the reconstruction artifacts 

would be broken up. Any alternating sequence of zero codeword choices would occur 

between wavelet coefficients that were not necessarily close to one another. 

A "random scan" procedure was created for this purpose. The random scan 

algorithm uses modulo arithmetic and a prime number, P, to generate the set of 

integers {O, 1, ... , N - 1} in a permuted order, where N is the number of samples in 

the data sequence being quantized. After the analysis and classification, the UTCQ 

coder reads each data sequence out subblock by subblock and stores it in an array 

which is passed to the quantizer. If the random scan algorithm is used, the quantizer 

reads the coefficients out of this array in permuted order, generating quantization 

indices in permuted order. The permutation is undone prior to arithmetic coding and 

generation of the compressed image file. The encoder must then read the quantization 

indices and permute them while dequantizing. The permutation is again undone 

before wavelet reconstruction. 
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It remains to be shown that this scheme does indeed generate the set {O, 1, ... , N

I}, The following theorem (5.5.1) and proof show that the index mapping is in

deed one-to-one and complete. The prime number chosen for the algorithm was 

P = 2,999,957. This particular prime was chosen because it did not generate a 

permutation sequence that was in order for powers of 2 up through 4096. We may 

express the prime number as P = aN + b, then P mod N = b. The number b de

termines how the permutation index steps through [0, N - IJ. If b = 1, the set will 

regenerate in order and there is no permutation. While this will not break the coder 

in any fashion, it does defeat the purpose of the random scan. 

Theorem 5.5.1 Given integer, N, lei P be prime and P > If. Then 

I P mod N = {O, 1, ... , N - I} 

where IE [0, N - 1J. 

proof, 

The theorem is proven if it can be shown that, 

iP mod N :f. jP mod N where i,j E [0, N - IJ and i :f. j. 

Given 9 mod N E [0, N -IJ, if iP mod N :f. jP mod N Vi :f. j the set {O, 1, ... , N -I} 

must result. 

Let us further assume i < j, if it is not, swap i and j. Forcing P > If ensures it is 

not a factor of N. We also need P prime to ensure that it and N share no common 
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factors (strictly speaking P and N must be relatively prime, but if P is prime it will 

work for any N). Any common factors would be canceled in the mod function and 

a set other than {O, 1, ... , N - I} is generated. With i < j we may write, 

j = i + w, w E [1, N - 1]. 

Now let iP mod N = q then, 

jP mod N = (i + w)P mod N = (iP mod N + wP mod N) mod N 

Letting wP mod N = m we have 

jP mod N = (q + m) mod N. 

(q + m) mod N ¥ q, unless m = eN, but m ¥ eN because wP mod N < Nand 

w ¥ O. So, 

iP mod N ¥ jP mod N 

which proves the theorem II. 

The random scan procedure was applied to the encoding of Figure (B.2) at 0.125 

bpp. Comparing Figures (C.14) and (C.15), we see that the banding artifacts have 

disappeared, confirming the concept underlying the random scan algorithm. Unlike 

the adjustment of the zero level, the original image must be encoded again if at a 

later time random scan is desired. It is relatively easy to predict when random scan 

would be useful. Imagery like Figure (B.2) are prime candidates when encoded at low 

rates. If the zero level will not be adjusted, random scanning is not necessary. From 
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a PSNR viewpoint, random scan has no impact. In a situation where prediction is 

necessary (say multispectral imagery), the random scan is inappropriate. 

5.6 Comparison With Other Coders 

Figure (5.18) shows the performance of the 3-map adaptive ECTCQ and UTCQ 

coders along with other coders present in the literature [96, 97, 88, 80, 48J. All 

systems generate output bitstreams except [48], which preceded this work. While 

this list is by no means complete, these systems represent the state of the art for still 

image coding. The baseline JPEG (with default tables) is included for comparison. 

Both systems perform well in comparison with the other coders from the literature. 

The coders presented in [88, 80J are very similar in spirit to this work. Along with 

the 4-map ECTCQ system, all were presented at the first International Conference 

on Image Processing (ICIP) November, 1994. 

These three systems use some form of sub block adaptation based on wavelet co

efficient variance to improve coder performance and ECTCQ for quantization. Of 

the three systems, that in [80] is the most complex. This system utilized a 10 band 

Mallat tree with subblock classification performed on each subband. To decrease 

the overhead of sending so many maps, low resolution class maps were used as side 

information to reduce the entropy of the higher resolution maps. Classifiers were 

developed for different image types to maximize the coding gain for classification. 
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Clearly the use of low resolution maps to reduce the bit rate required for commu

nicating the higher level maps is a clever idea. It is not entirely clear whether having 

fixed, trained classifiers is superior to on-the-fly classification. If a given image fits 

the training class one would expect better performance. If the image is unlike the 

training class this may not be the case. The SAR image presents such a possibility. 

The performance of the 3-map ECTCQ system and that in [80J are identical at 0.25 

bpp and 0.5 bpp. At 1.0 bpp the coder in [80J is ~ 0.25 dB better than the 3-map 

ECTCQ system. Clearly at low rates the overhead of 10 classification maps is very 

high. 

Quantizing the perceptual performance of coders is very difficult. These systems 

all generate quality reproductions of Lenna down to 0.5 bpp and good reconstruc

tions at 0.25 bpp. The UTCQ coder has features that make it somewhat unique. 

The ability to change the zero reconstruction level has shown to be an asset from 

a perceptual point of view, but it always diminishes the PSNR performance of the 

coder. Nevertheless the results obtained in Figures (C.13), (C.14), and (C.15) are 

quite good. The further investigation of perceptual coding and its application to this 

coder is an open area of research. Application of some of the techniques tried [48J 

would be a first place to start. 

Figures (C.lI) and (C.12) show an encoding of a chest x-ray at 0.125 bpp using 

JPEG and the UTCQ coder with adaptation turned on. This image is 1024 X 1024 

in size and only 8 bits per pixel deep. In the medical arena this is a somewhat small 
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image with a low number of grey levels. Many images are 12 bits deep and can be 

four times larger. The JPEG encoded image suffers from severe "blockiness". Only 

the mean or DC coefficient of each block is being encoded and little else. The UTCQ 

image is almost indistinguishable from the original (Figure (B.1)). The PSNR values 

for the JPEG and UTCQ encoded files are 38.76 and 44.69 dB respectively. 

An example of a more difficult medical image is an MRI slice in Figure (B.5). 

UTCQ encodings at 0.25 and 0.5 bpp are given in Figures (C.21) and (C.22). The 

accompanying PSNRs are 26.40 and 30.51 dB. This particular image points out a 

deficiency in both the ECTCQ and UTCQ coders. Neither system encodes zero runs. 

The large black background regions of Figure (B.5) will give rise to a considerable 

number of zero coefficients. At low bit rates, zero runs will be present in other 

imagery as well. It is more efficient to encoded zero runs of various lengths using 

special symbols than to encode each zero separately. By coding zero runs, information 

about the image is being used to reduce the bit rate (the conditional probability of 

seeing another zero, given that we have already seen one zero, is larger than the 

probability of an isolated zero). JPEG makes use of zero run coding and on an image 

such as (B.5) a saving in bit rate may be realized. JPEG encodes this image at 24.09 

and 28.19 dB (0.25 and 0.5 bpp) respectively. The performance gap between JPEG 

and the UTCQ coder is, in part, narrowed due to the run length coding. 

When comparing the compression performance of the wavelet coders against that 

of JPEG, complexity must be considered. The wavelet coders are computationally 
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more complex than JPEG. This complexity is attributable to two areas, the wavelet 

analysis/synthesis, and quantization. Since entropy coding is common to all systems, 

it will not be considered in the comparison. An efficient nCT algorithm due to Feig 

[98J requires 54 multiplications, 462 additions, and 6 shifts per 8 x 8 block. For a 

512 X 512 image, roughly 221,000 multiplications and 1.9 million adds are needed to 

compute the nCT. A wavelet analysis is more expensive by an order of magnitude. 

Using the (9,7) filters without exploiting symmetries requires R:i 5.6 million multiplies 

and 4.9 million adds for a seven level dyadic pyramid. Symmetry of the (9,7) filters 

may be exploited to reduce the number of multiplications to R:i 3.1 million. For 

wavelets with lengths longer than 18 to 20 taps, FFT techniques may be used to 

reduce the complexity even further [99]. 

The complexity of UTCQ is greater than that of the scalar quantization found 

in JPEG. For each inpnt sample, UTCQ requires four scalar quantizations, four 

multiplications and 20 additions. Together, the additional costs incurred from using 

wavelets and UTCQ lead to an order of magnitude increase in processing. While this 

may seem a high price to pay, it is possible to perform real-time 30 images per second 

wavelet analysis using commercially-available image processing boards [100J. It is 

also important to realize that the wavelet coders presented are capable of operating 

at bit rates that JPEG cannot (see Figures (C.II) and (C.12)). When JPEG was 

introduced, hardware boards were developed to perform JPEG compression. With 

the subsequent increase in computational power of microprocessors, it became feasi ble 
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to develop software-only JPEG products. A similar evolution will likely occur with 

wavelet-based techniques. 
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Figure 5.18: PSNR Figures for Coding 512 X 512 Lenna 



CHAPTER 6 

SUMMARY 

146 

In Chapter 1 the concept of a digital image communication system was introduced 

and the need for image compression expressed. Chapter 2 provided the background 

material in quantization necessary for the understanding of TCQ. The role of entropy

constrained and entropy-coded quantization was explained and the various types of 

quantization gains discussed. The basic TCQ algorithm was given and the granular 

gain of TCQ relative to scalar quantization detailed. ECTCQ was introduced and 

its codebook training procedures were described. UTCQ was shown to have perfor

mance within::::: 0.1 dB of ECTCQ for most encoding rates, yet it requires no stored 

codebooks or computationally intense training procedure. 

The UTCQ quantizer was shown to use uniform threshold quantization which 

is completely specified by ~ the codebook step-size. The symmetry of its subset 

labeling scheme allowed a single variable rate code to be used in the entropy coding 

of quantization indices from unimodal symmetric sources. UTCQ trains a subset ('1) 

of its reconstruction levels on the data source being quantized. This was compared 

with training all of the reconstruction levels and the performance difference was found 

to be quite small. The overhead required to communicate the trained codewords to 

the decoder is minimal. By modeling the quantizer step-size ~ as a function of 
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the rate of change of the quantizer distortion, the need for trained codebooks, was 

eliminated allowing access to continuous rates. 

Chapter 3 discussed the concept of entropy coding. Theorems were presented 

showing entropy's relevance as a measure of information content. These ideas were 

seen to be the basis for the Huffman coding algorithm. On a per symbol basis Huff

man coding is optimal, but many times it is necessary to block symbols together to 

achieve an average coding rate that approaches entropy. Shannon-Fano-Elias codes 

were introduced as a precursor to the arithmetic coding technique. Adaptive arith

metic coding is used by the image coders of this work to generate output bitstreams. 

The integer based arithmetic coding algorithm in [17J was discussed, and the unique 

implementation details regarding its use explained. Finally, the performance of the 

arithmetic coder combined with ECTCQ was shown to be wit.hin a few percent of 

the entropy when quantizing a memoryless Gaussian source. 

Both image coders utilize wavelet analysis of images and in Chapter 4 the ap

propriate background information was presented. Specifically, the multiresolution 

decomposition and discrete wavelet transform (DWT) of Mallat [59J were discussed. 

The discussion was quite practical paying attention to the necessary filtering and 

decimating machinery. Particular attention was devoted to the issue of symmetric 

extension. Frequently overlooked, the proper symmetric extension is essential to the 

creation of a non-expansive perfectly reconstructing DWT. Brislawn's work [18J in 
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characterizing perfectly reconstructing DWTs was presented and his formulae applied 

to the (9,7) wavelets of [63, 83] which were used in this work. 

Chapter 5 dealt with the specifics of the t.wo image coders. Block diagrams and 

file formats were presented. The recursive wavelet analysis/synt.hesis algorithms and 

wavelet tree descriptors were discussed. These devices allow any dyadic wavelet sub

band structure to be realized making t.he coders very flexible. The specific generalized 

Gaussian densities (GGDs) and codebool< training procedures for the ECTCQ coder 

were presented as were the codebook modeling of the UTCQ system. Rate alloca

tion procedures for both quantizers and the use of sequence kurtosis in choosing a 

GGD model were detailed. Next the various wavelet coefficient subblock classification 

schemes were introduced and rated based on their performance. It was decided that 

the 3-map adaptation scheme performed best and it is the only adaptation present in 

the UTCQ coder. It was discovered that not all imagery benefited from adaptation 

and at very low rates « 0.15 bpp) the overhead associated with transmitting the 

classification maps outweighed their performance benefits. The ECTCQ coder was 

found to perform about 0.1 to 0.2 dB better than the UTCQ coder. 

Perceptual improvements were developed and demonstrated in the UTCQ quan

tizer. Other improvements were made to reduce file overhead. Numerous coding 

examples were provided in the appendices that demonstrate the excellent subjective 

quality of the coders and highlight the improvements made in the UTCQ coder. It 

was found that an increase in PSNR does not always imply an increase in perceptual 
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quality. Comparisons were made with other state-of-the-art coders in the literature 

that generate output bitstreams. Both the UTCQ and ECTCQ coders were found 

to be quite competitive with those in the literature. Comparisons were made with 

the JPEG algorithm, the current de facto compression standard. The ECTCQ and 

UTCQ coders were found to be quite robust providing high quality low bit rate 

compression of many types of imagery. 
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FILE FORMATS 
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Figure's (A.I) and (A.2) illust.rat.c t.he file forlllat.s of t.he ECTCQ and IlTCQ 

adapt.ive cod(~rs I'<'sp('ct.ivcly. Most. of the various h('ad<'l' paranl<'t.ers have been dis

cussed t.hroughout this work. The data type and a brief descript.ion Cl.rc included for 

each headcr parametcr. Shaded areas represellt. cOIldit.ioIlal illformatioll that. lIlay 

or Illay not be pre'sellt depending upon how the illlagc was encoded. Much of the 

conditional illfol'lllatioll dl'als with subblock c1assificat.ion. After cach header, the 

r('lIlaindn of the file contains only Clrit.hll}('tically ('Ilcoded iIlformatioIl. The IIIOSt. 

significant difl'l't'cIlcCS Iwtwc('n the two formats occur in the sequellce inforlllation. 

[n t.he ECTCQ 1'Ol'lllat, the codcbook rate (quantization codcbook Ilumbers arc 

glvell ClS lOx the lIolllillCll rate of the ('ode\)ook, tlIlIS a 7.G bpI' codcbook is terllled 

as a ratc "7,~" codebook), d ist. ri bu t.iOIl (cod('book (\), seq UCIlee stalldard devia.t.ioll 

(a), alld illitial t.rellis stat.c a.re repeat.ed for all sequcnces. '['he UTCQ coder requires 

d i fI'Cl'('Il t. i nforlllat ion. I1erc the code book step size (~), sequcIlce a (bot.h in two 

byt.e forlllat.), alld traillcd recollstruction levels arc repeated for all sequellces. The 

dist.ribut.ioll (n) Clnd iIlit.ial t.rellis stat.es are placed ill t.he arit.hllleticallycllcodeci data. 

Not.e t.hat. sequences qualltized at z(,ro rat.e will have ollly t.he codebook rate or step 
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size pl'('s('nt, III both cases these \'ctiu('s shall be Z(,I'O Clnd S('I'\'(' as flag il1dicating 110 

qllantizatiol1 was pnfOI'lIWd, 
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Figmc A.I: EC'rCQ Cod(~r File Forlllat 
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Figure 1\.2: (J'I'(:Q Coder File FOJ'llwt. 



Appendix B 

ORIGINAL IMAGES 

Figure B. L: Chest. Illlage (10211 X 102/1) 

1 :i·1 



Figure B.2: Aerial Image (1024 X 102ft) 



l!'i() 

Figul'c ILl: LClllla Illlagc (512 X 512) Figlll'e 13.,1: ;l Level Decolllposit.ioll 

Figure 13.5: MIU Image (512 x 512) Figure B.G: SAil Image (512 x 512) 



Appendix C 

CODED IMAGERY 

IGT 



I !is 

Figure C.I: ECTCQ, nOll-adapt, 0.25 bpp 

Figure C.2: ECTCQ, II-Map, 0.25 bpp Figure C.3: ECTCQ, :l-Map, 0.25 bpp 



I G!) 

Figurc C.t]: ECTCQ, lion-adapt, 0.5 bpp 

Figurc C.5: ECTCQ, 4-Map, 0.5 bpp Figlll'C e.G: ECTCQ, 3-Map, 0.5 bpp 



IGO 

Figl\l'C C.7: UTCQ, Iloll-adapt, 0.25 bpI> Figurc C.8: UTCQ, !loll-adapt., 0.5 bpp 

Figure C.9: UTCQ, adapt, 0.25 bpp Figl\l'C C.IO: UTCQ, adapt, 0.5 bpp 



I (i I 

Figure C.tl: .JPEG, baselillC', 0.t25 bpp 



1()2 

Figure C. 12: IITCQ, adapt, 0.125 bpp 



Figure C.l:l: UTCQ, !lOIl-ralldolll, adctpt, :: = 0.0, 0.125 bpp 



I (i·1 

Figure C.lt!: UTCQ, non-random, adapt, :: = 0.05, 0.125 bpi> 



Figure C.15: UTCQ, random, a.dapt,:: = 0.05,0.125 bpp 



IGG 

Figurc C.lO: UTCQ, ralldom, non-adapt., Figurc C.17: UTCQ, ralldom, lion-adapt., 
::; = 0.0, 0.25 bpp :: = 0.0, 0.5 bpp 

Figurc C.18: UTCQ, random, non-adapt, Figlll'c C.19: UTCQ, random, lion-adapt., 
:: = 0.1, 0.25 bpi> :: = 0.1, 0.5 bpp 



1m 

Figure C.20: ECTCQ, lIoll-adapt, 0.25 bpp 

Figure C.21: UTCQ, random, adapt, 0.25 Figure C.22: UTCQ, ralldom, adapt, 0.5 
bpp bpp 
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Figure Coder Adaptation Random Scan z Rate PSNR (dB) 

C.1 ECTCQ none N/A N/A 0.252 33.50 

C.2 ECTCQ 4-map N/A N/A 0.249 33.47 

C.3 ECTCQ 3-map N/A N/A 0.253 33.91 

C.4 ECTCQ none N/A N/A 0.1197 36.60 

C.5 ECTCQ 4-map N/A N/A 0.493 36.90 

C.6 ECTCQ 3-map N/A N/A 0.1192 37.16 

C.7 UTCQ none no 0 0.249 33.29 

C.8 UTCQ none no 0 0.493 36.38 

C.9 UTCQ 3-map no 0 0.245 33.68 

C.lO UTCQ 3-map no 0 0,490 37.03 

C.ll JPEG N/A N/A N/A 0.128 38.76 

C.12 UTCQ 3-map no 0 0.126 44.69 

C.13 UTCQ 3-map no 0 0.125 26.87 

C.lt1 UTCQ 3-map no 0.05 0.125 26.55 

C.15 UTCQ 3-map yes 0.05 0.126 26.54 

C.16 UTCQ none yes 0 0.245 18.09 

C.17 UTCQ none yes 0 0.493 19.70 

C.18 UTCQ none yes 0.1 0.245 17.72 

C.19 UTCQ none yes 0.1 0.1193 18.95 

C.20 ECTCQ none N/A N/A 0.250 18.24 

C.21 UTCQ 3-map yes 0.05 0.24Ll 26.40 

C.22 UTCQ 3-map yes 0.05 0.492 30.51 

Table C.l: Rates and PSNR Figures for Coded Images 
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