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ABSTRACT 

A multispectral image data compression scheme has 

been investigated in which a scene is imaged onto a detector 

array whose elements vary in spectral sensi ti vi ty. The 

elements are staggered such that the scene is undersampled 

within any single spectral band, but is sufficiently 

sampled by the total array. Compression thus results from 

transmitting only one spectral component of a scene at any 

gi ven array coordinate. The pixels of the mosaic array may 

then be directly transmitted via PCM or undergo further com

pression (e.g. DPCM). The scheme has the advantages of 

attaining moderate compression without compression hardware 

at the transmitter, high compression with low-order DPCM 

processing, and a choice of reconstruction algorithms suitable 

to the application at hand. Efficient spatial interpolators 

such as parametric cubic convolution may be employed to fill 

in the missing pixels in each spectral band in cases where 

high resolution is not a requirement. However, high

resolution reconstructions are achieved by a space-variant 

minimum-mean-square spectral regression estimation of the 

missing pixels of each band from the adjacent samples of 

other bands. In this case, reconstruction accuracy is 

determined by the local spectral correlations between bands, 

x 



xi 

the estimates of which include the effects of interband 

contrast reversal. Digital simulations have been performed 

on three-band aerial and four-band Landsat roul tispectral 

images. Spectral regressions of mosaic array data can 

provide reconstruction errors comparable to second-order 

DPCM processing and lower than common intraband inter

polators at data rates of approximately 2 bits per pixel. 

When the mosaic data is itself DPCM-coded, the radiometric 

accuracy of spectral regression is superior to direct DPCM 

for equivalent bit rates. 



CHAPTER 1 

INTRODUCTION 

Data compression is concerned with reClucing the 

amount of data needed to represent a signal with acceptable 

fidelity in order to faCilitate its transmission or storage. 

Benefi ts of such reduction may include simplification of 

hardware, faster processing time, and compaction of archival 

space. Images have been intensively studied as candidates 

for oata compression; their two- or three-dimensional nature 

imposes high oemands on cEgi tal processing systems, yet all 

images of common interest possess marked redundancies which 

may be exploited for compression. This character is most 

evident in the general pI"oblem of remote sensing. 

Remote sensing is the collection and communication of 

information about an environment from a distance. Of par

ticular interest in this thesis is the common case of earth 

observation by airborne or satellite imaging sensors through 

several bands of the electromagnetic spectrum (multispectral 

sensing). Applications may include earth resources inven

tory, weather forecasting, and military surveillance. 

As an example of the need for image data compres

sion, we may take the example of a system such as the 

Thematic Mapper, mounted on the LANDSAT 4 earth resources 



satellite [Slater, 1980]. The Thematic Mapper is a seven

band scanning system with 30 m IFOV resolution in bands 1-5 

and 7, and 120 m IFOV in band 6. Assuming a track width of 

165 km and a scene length of 178 km with zero sample over

lap, a single scene would contain approximately 2.2 x 108 

pixels. Quantization to eight bits per pixel results in a 

data requirement of 1.77 x 109 bits per scene. Thus, at a 

storage capacity of 20 x 103 bits per inch for high density 

magnetic tape, a single scene would occupy 2.25 krn of tape. 

The advantages that would result from data compression are 

obvious. 

The nature of remote sensing platforms places con

straints on data compression systems. On-board hardware 

capaci ty is generally at a premium, whereas receiver-based 

processing can economically employ large-scale computing 

facilities. This thesis examines one approach to multi

spectral image compression which emphasizes a simple 

transmitter at the expense of complex reconstruction at the 

receiver. In this method, the set of arrays of contiguous 

homogeneous detector elements which measure the scene 

radiance within a spectral band are replaced by a single 

array of detectors which alternate in their spectral 

passbands. Thus the image is samplec1 at a lower rate in 

any single band but is adequately sampled when all elements 

in the mosaic array are consic1erec1. 



The accuracy with which a band of the or iginal 

continuous scene can be reproduced by the samples of that 

band is treated by the Whittaker-Shannon sampling theorem 

[Gaskill, 19781. When a bandlimited continuous fUnction 

f(x) with a Fourier tram;form F(f;) having a cutoff 

frequency Wo is uniformly sampled at intervals fix, the 

transform of the samples is; 

(.x)-l L F« - n/.x) (1.1 ) 
n=-oo 

i.e., replicas of the continuous-function transform occur 

at spatial frequencies ±n/lIx. As each spectral order has a 

width 2NO' then overlap of adjacent components results if 

(lI x)-l < 2NO' In this case at least some spatial fre

quencies are irreversibly distorted and f(x) cannot be 

exactly reconstructed. However, for (l'Ix)-l > 2WO' no 

overlap occurs and f (x) can be recovered by applying an 

ideal low pass filter whose cutoff frequency €c satisfies 

F( () (1. 2) 

or 

f (x) (1. 3) 



where sinc(x) = sin (nx)/'Ifx. This result may be oirectly 

extended to bandl imi ted roul tidiroensional fUnctions. 

If the cumulative effect of object content, optical 

spatial filtering, and aetector area averaging bandlimits 

the image to allow just adequate sampling by the contiguous 

array elements, then the spectral orders for an individual 

band in the mosaic array will overlap. Use of the ideal 

interpolation filter in eqn. (1.3) will in this case 

produce aliasing distortion of low spatial freequencies by 

high frequencies of adjacent orders. An interpolator with 

a tapering low-pass transfer function will reduce aliasing 

at the expense of lower spatial resolution. However, if 

the missing pixels in a band could be accurately estimated 

from samples of other bands, then the effective sampling 

rate would approach that of the homogeneous array and no 

overlap would occur. 

Such an estimator, which assumes correlation between 

spectral bands ·(i.e. redundancy in edge content), should be 

spatially adaptive in order to achieve optimal performance. 

Although such local adaptation is computationally inten

sive, it need only be performed at the receiver where 

suitable facilities are presumed available. When the 

scene changes to a region of low-spatial detail, or a 

particular application does not require high resolution, 



then an efficient spatial interpolator can be substituted 

for the spectral estimator. 

The follow ing pages w ill examine the problem of 

image estimation employing spectral redundancy for mosaic 

sampl ing systems. In Chapter 2, concepts useful in image 

data compreSSion will be introduced and monochrome coding 

methods w ill be surveyec1; multispectral image coding is 

surveyed in Chapter 3. In Chapter 4 earlier research in 

image compression specifically employing spectral correla

tion is reviewed and spatial interpolation reconstructions 

are considered. Minimum-mean-square-error spectral 

predictors are then derived for one-, two-, and three-band 

estimators, and adaptive estimation of regression 

parameters is discussed. Physical considerations in the 

design of mosaic detector arrays will include the avail

ability of spectral bands and detector technology, scanning 

systems, and mosaic geometries. The results of computer 

simulations of spectral regression reconstructions and 

spatial interpolations are presented in Chapter 5 for a 

LANDSAT Multispectral Scanner (MSS) image and for a color 

infrarea aer ial image. Spatial DPCM compression results 

are provided for comparison. Finally, a summary and 

research recommendations are given in Chapter 6. 



CHAPTER 2 

DATA COMPRESSION OF MONOCHROME IMAGES 

Introduction 

The use of (lata compression for multispectral 

images can be viewed as an extension of the topic of mono

chrome (single-band) image compression. The basic problem 

of minimization of transmission bandwidth or memory storage 

is the same, and the essential approaches are analogous. 

Indeed, one method of coding a multispectral image is 

simply to view it as a sequence of monochrome images which 

may be separately compressed and transmitted. This chapter 

is an introduction to the concepts of image compression and 

a survey of the techniques employed on single-band imagery. 

The digi tization of an analog signal provides the 

advantages of processing flexibility and resistance to 

transmission errors at the potential expense of increasing 

the bandwidth. The increase in bandwiClth can be seen with 

reference to sampling theory [Oliver, Pierce, and Shannon, 

19481. Assume that in the time domain an analog signal has 

a bandwidth W00 Then the Nyquist interval is /;J. t = (2WO)-1 

alternately, a minimum of (tt)-l = 2WO samples per second 

are required to avoid aliasing error. If each sample is 

represented by n pulses (bits) as in pulse code modulation, 



then the digital signal must have a minimum bandwidth of 

W = 2nWO. Compression techniques atempt to minimize this 

bandw idth overhead by generating a digi tal representation 

of the scene in the fewest bits consistent with minimum 

degradation and acceptable hardware complexity. This 

essential compromise is dependent upon the application of 

the system. For example, processing complexity is at a 

premium in real-time data transmission but is of secondary 

importance to image fidelity in archival storage systems. 

In addi tion, maximum radiometric accuracy may be the 

fidelity criterion for imagery intended for automatic 

pattern classification methods, while certain degradations 

may be allowable when they will be masked by the properties 

of the hUman visual system in commercial television and 

picturephone systems. Whatever the application, however, 

all digital compression methods possess certain common 

elements, as shown in Figure 2.1 [Netravali and Limb, 

1980]. A reversible representation of the image is first 

derived that will generally possess some characteristics 

which lend themselves to efficient compression, such as 

redundancy removal or energy compaction. This representa

tion is then irreversibly quantized to reduce the dimen

sionali ty of the signal while retaining acceptable 

accuracy. The quantization levels are finally encoded; 

here further compression gains are possible by assigning 



INPUT 
SIGNAL 

REPRESENTATION 

OUTPUT .. 4.--------1 
SIGNAL 

INVERSE 
REPRESENTATION 

RECEIVER 

Figure 2.1. Block diagram of data compression system. 



code words of length inverse to the frequency of Occurrence 

of the corresponding quantization level. Upon reception 

the signal is decoded, levels are assigned, and the image 

representation is inverse transformed to a useable replica 

of the or igina1. These source encoding steps are combined 

with data-independent channel encoding which provides 

correction of transmission errors. 

Image Entropy and Source Coding 

The information content of a digital image is 

typically much less than the bit rate used to directly 

represent it. The average information rate in bits 

discounting statistical dependence between neighbor ing 

pixels is given by the first-order entropy 

H(f) 

L 

- r Pi 1092 Pi 
i=l 

(2.1) 

where Pi is the probability that p.ixel f assumes the i th 

level out of L = 2n possible levels, n being the number of 

quantization bits. The entropy is a maxim.um when Pi is 

uniformly distributed, for which H(f) = n bits. The first

order entropy may be considered a lower bound on 

nondistorted compression for non-predictive modelS such as 

pulse code modulation (PCM). However, images have 

significant spatial correlation between pixels which may be 

considered to reduce the information rate. The minimum 



10 

rates assuming such correlation are represented in higher 

.. order entropies using joint probability distributions in 

relations similar to (2.1). Schrieber [1956J has estimated 

for a 6-bit video image first-, second-, and third-order 

entropies for horizontally displaced samples of 4.4, 1.9, 

and 1.5 bits per pixel. It is expected that second- and 

third-order entropies using two-dimensional selection of 

more proximate pixels would be lower. However, images 

quantized more finely than 6 bits would display a tendency 

to higher entropies. 

The estimation of entropy measures in practice is 

difficult as they require the calculation of higher-order 

joint histograms of the image. The entropy concept, 

however, has proven useful in coder design. The simplest 

code, equal-length words for all quantizer levels, has the 

advantage of easy implementation (for example, no need to 

buffer the coder data stream) but assumes an equal 

probability for all levels. As this aSBumption is 

frequently invalid, variable-length codes which assign 

shorter words to more probable levels and longer words to 

infrequent values generally provide a reduced bit rate. 

Such techniques begin with a set of probabilities for each 

quantizer level. Then the average code length nav is given 

by 
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L-1 
(2.2) 

i=O 

where n1 is the number of bits allotted to the i th level. 

This average word length can be made a minimum, (i.e. a 

compact code) by means of the Huffman algorithm [Huffman, 

1952] • This scheme consists of order ing the PI obabil i ties, 

combining the two smallest probabilities, and then 

reordering the probabilities, repeating until only two 

probabilities result. A one-bit assignment is made to 

these two cases. The combined probabilities are then 

decomposed, adding a bi t to each element of a 

decomposition. Although a Huffman code is of minimum 

average length and can approach the first-order entropy 

measure, the variable word length requires data buffering. 

The method is also sensitive to estimation errors in the 

level probabilities Pi' making achievement of minimum 

length difficult. Since the first-order entropy predicts 

only about one to two bi ts per pixel in information 

savings, Huffman coding may not be practical to implement 

[pratt, 1978J. 

It was implied in the previous discussion of 

Huffman coding that the representation of the image was the 

digital image itself. The difficulty of estimating the 

level probabilities is reduced for some other 

representations. Predictive representations, employing the 
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spatial correlation between pixels, have a difference 

distribution well-modelled as a Laplacian (exponential) 

density. Thus the probabilities of words of increasing 

length as the pixel difference varies from zero are easier 

to estimate accurately than the histogram of an unknown 

image. Similarly, facsimile and contour images often 

employ some form of run-length coding, whose word element 

consists of an initial amplitude and the length of its 

extent. 

Image Quantization 

In the quantizer of a digital image system are 

found two components: a set of decision levels separating 

input amplitude regions, and a set of discrete reconstruc

tion levels (the output grey levels) into which the input 

is mapped. Pulse code modulation (PCM) most often employs 

a uniform quantizer, that is, equally-spaced decision 

levels with corresponding reconstruction levels located 

midway between them. Among nonadaptive algorithms and 

where all pixel values are a priori assumed equally likely, 

this simple approach produces subjectively satisfactory 

images at and above 6 bits per pixel. At lower bit rates 

the resulting image begins to develop distinct contours in 

areas of slowly changing brightness. 
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The subjective image quality may be retained at 

lower bit. rates by altering the quantizer to reflect the 

response of the human visual system. One technique is to 

inject pseudo-random noise into the transmitter quantizer 

and then subtract the noise at the receiver by means of 

another synchronous noise generator. The contour artifacts 

are thus reduced at the expense of an increase in mean

square error. Roberts I1962] combined this approach with a 

power-law compander to produce acceptable results at 3-4 

bits per pixel. 

The compander principle allows use of a uniform 

quantizer to produce nonuniform quantization levels; thus, 

it can exploit the greater sensitivity of the human visual 

system to luminanCE: changes in regions of low luminance 

than in brighter regions. If prior to quantization the 

scene luminance is compressed by a fUnction matching the 

visual response function, then visual sensitivity should be 

constant with changes in the compressed signal. Uniform 

quantization on this function w ill then improve the 

subjective quality of the subsequently decompressed image. 

The compression function is typicaly modelled as a 

logarithm or a fractional power of the luminance [Kretz 

1975; Mannos and Sakrison, 1974]. 

Instead of by compander, nonuniform quantization 

may also be directly implemented. Let f and fq represent 
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the continuous input and discrete output of the quantizer. 

The problem is then to choose the L+l decision levels di 

and the L reconstruction levels [i to minimize some error 

metric. The minimization of mean-square quantization 

error, 

f fmax 
froin (f - f q )2 p(f)df 

(2.3) 

where p(f) is the probability density of f, results in the 

set of relations 

(2.4) 

d i +1 

f f p(f) df 

d i +1 

p(f) of 

°i 

which may be solved recursively [Max, 1960}. Tables of 0i 

and [i for some common distributions are available. The 

equivalent transform for a compander is proportional to the 

cUmulative probability distribution of f [Pratt, 19781. 

Due to the nonstationary nature of imagery, greater 

fidelity can be expected by locally adapting the quantizer. 
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Human visual system noise masking in the presence of 

spatial detail is a commonly used trait. In one technique 

[Bisignani, Richards, and Whelan, 19661 six-bit images are 

coded to three bits per pixel. However, the quantization 

levels transmitted are either distantly spaced or are a 

fine-level adj ustment to a previously transmi tted coar se 

level. EXCUrsions of the picture outside the range of the 

previous coarse level result in a new transmitted coarse 

level. Subsequent small variations are finely quantized 

about this new coarse level. Alternately, one can use a 

simple quantizer (e.g. uniform) but adjust the level 

spacing according to an updated estimate of the signal 

variance [Jayant, 1973]. In a more sophisticated approach, 

the scene may be segmented according to a measure of 

spatial detail, with separate quantizers matched to each 

segment [Netravali and Prasada, 1977]. 

Image Representations 

The principle representation classes employed in 

signal coding are pulse code modulation (PCM), predictive 

coding, transform coding, and interpolative coding. These 

groups may also be either adaptive or nonadaptive to the 

signal. PCM, as mentioned previously, is simply a space

and amplitude-quantized direct representation of the image. 

Although simple, PCM does not employ signal redundancy and 

is thus less efficient than the other methods. Predictive 
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coders, commonly known as differential PCM (DPCM), rely on 

spatial correlation between samples to predict current 

pixel values from their neighbors. The quantized differ

ences then form a new representation of the image. In 

transform coding, a unitary transformation is chosen which 

compacts most of the image information in a block of data 

into a few transform coefficients. A subset of coeffi

cients may then represent the image with minimum degrada

tion. Typically interpolative coders transmit only a 

subsarnpling of the pixels in an image; the missing pixels 

are estimated by interpolating the transmitted values. A 

modification of this is to optimally fit an interpolator to 

the imagery at the transmitter and then transmit 

descriptors of the fit. In addition to the four main 

representation classes there exist special algorithms such 

as contour coding and feature cluster coding, as well as 

hybrid cases, ~.g. DPCM-transform coding. 

Three of the representation classes will be 

examined in some detail, as each has some bearing on the 

mosaic mul tispectral sampling technique. DPCM methods will 

be used as a comparison coding method in the simulations of 

Chapter 5, and can also provide compression to the basic 

mosaic method. In addition, DPCM spatial predictors 

resemble the predictors of spectral regression. Transform 

coding is a popular proposal for color image compression in 
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a direct extension of spatial transform processing. The 

mosaic transmission method itself may be considered a form 

of interpolative coding in that a subset of data points is 

used to reconstruct missing samples; indeed, the first step 

in the reconstruction employs classic spatial interpola

tion. 

predictive Coders 

Predictive compression techniques such as DPCM rely 

on the correlation between samples to reduce the variance 

of the representation. A real discrete image F(i,j) may be 

considered a stochastic process with mean 

E{F(i,j) ) (2.6) 

and autocovariance 

RF(i,j;k,l) 

E{[F(i,j) - "(i,j)] [F(k,l) - "(k,l)] (2.7) 

Here E{"} denotes an ensemble average. The variance of the 

process is then 

RF(i,j;i,j) • (2. B) 
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A frequently used simplifying assumption 1s that F(i,j) is 

wide-sense stationary, i.e. the mean and the autocovariance 

function are independent of position. In such a case, 

"(constant) (2.9) 

and 

(2.10) 

That is, the autocovariance only depends on" the distance 

between samples of the function. Although images are 

rarely globally stationary, they may usually be divided 

into subregions over which the assumptions of (2.9) and 

(2.10) are reasonably valid. 

Image autocorrelation functions tend to decrease 

with increasing sample lags, with a smaller rate of 

decrease for larger lags. This behavior can be modelled by 

an elliptical Markov process for which 

RF(m,n) = 

aiexp{-[ (lnpx) 2m2 + (lnpy)2n2J1/2) (2.ll) 

where Px,Py are the horizontal correlation coefficients 
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(2.12a) 

(2.12b) 

Alternatively, RF may be modelled by the simpler separable 

Markov process; then 

RF(rn,n) (2.13) 

For sufficiently sampled imagery, Px and Py are generally 

.85-.95. 

The common feature of all predictive coders is the 

generation of an error signal e = f - f from an estimate f
of the current sample f. The quantized error eqr rather 

than the image amplitude, is encoded and transrni tted; and 

reconstruction at the receiver is then fr = f + ego An 

important innovation is to place the quantizer and 

predictor within a feedback loop at the transmitter, as 

shown in Figure 2.2. This arrangement, called differential 

pulse code modulation (DPCM), ensures that the transmitter 

uses the same predictor available to the receiver, thus 

avoiding an accumUlation of quantization errors in fro 

The predictor in DPCM is usually a linear 

combination of previously occurring samples 



TRANSI'1ITTER 

RECEIVER 

Figure 2.2. Block diagram of differential pulse code 
modulation system. 
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N 

"0 + (2.14) 

i=1 

where the coefficients ai are chosen to minimize the mean 

square error (MSE) E{e2 } : E(f - £)2 by setting the partial 

derivatives of E{e 2 } with respect to the ai's to zero. 

Equation (2.14) is equivalent to modelling f as an Nth 

order Markov (or autoregressive) process" Then the 

variance of the MSE wil be [Jain, 1981] 

where 

N 

°e 2 =oF 2[l- I "iPi1 
i=1 

(2.15) 

(2.16) 

For a stationary process the ai's are less than unity and 

have the same sign as the corresponding Pi' so that 0 e 2 ~ 

O'F 2 • Thus for highly correlated images the range of 

differences e is much smaller than the amplitude range of 

f and may be coded in fewer bits. The error e is usually 

modelled by a Laplacian (two-sided exponential) 

distr ibut~.on 

pie) (2.17 ) 



The choice of samples to use in the predictor 

should be based on the image autocovariance and on the 
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acceptable complexity of the coder. For raster-scanned 

images, prediction candidates are usually chosen from 

previous lines and previous samples in the same line. This 

causal selection reduces transmission delays, although 

buffering is still required to store previous values. The 

simplest first-order (Le., single-point) predictor is the 

previous sample in the scan l.ine. Calling this point f 1 , 

with reference to Figure 2.3, the simplest Markov predictor 

of the current sample fa is 

(2.18) 

where POI is the correlation coefficient between fa and f 1 , 

and f is the image mean. For a typical value of POI = .95, 

the first-order error vriance (and a lower-bound on the 

image error variance) is by equation (2.l5)Oe 2 ..::. lOF2 

The predictor samples should theoretically be those 

that have the highest correlation with the current sample. 

Then the optimal two-point causal predictor of fa should 

use the vertically nearest pixel, f2 in Figure 2.3, in 

addi tion to the previous fl. However, vertical edges are 

found to be more accurately reproduced by a choice of f1 

and f3' the upper-right nearest neighbor [Pratt, 1978]. 
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x X 
2 3 

x x 
1 0 

Figure 2.3. Estimator samples in DPCM predictors. 

This may be due to the breakdown of a globally-calculated 

correlation value directly at an edge, for which an 

approximation to a transverse interpolation would be a more 

accurate estimate. The optimal mean square predictor for 

such a second-order process is 

(fl - f) 

(2.19) 

P 03 - POl P13 
+ ---------------- • (f3 - f) + f. 

Al though the M8E is theoretically reduced by using higher-

order predictors, the improvement becomes smaller with each 

increase in estimation order; estimators of up to three or 

four points are generally used. 
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Transform Coding 

The compression effectiveness of DPeN largely stems 

from deriving an error signal which has a smaller variance 

and is thus more easily coded than the image amplitude. A 

somewhat similar perspective may be taken of transform 

coding_ Here an image f. undergoes a linear transformation 

A to a projection S 

,g = [Ali: (2.20) 

whose elements are less correlated and are therefore 

likelier to have magnitudes independent of other 

coefficients. The variances of the elements are now in 

general unequal, so that a subset .9' of the coefficients 

will possess most of the image energy. This implies that 

an inver se tr an sf orm 

(2.21) 

should be a good approximation of the original. 

The transform which optimally packs image energy 

into the fewest coefficients, in the sense that the mean 

square error for some coefficient subset is a minimum, is 

the Karhunen-Loeve (KL) transform. For an NxN image, the 

KL transform may be defined as the operator which 
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diagonalizes the covariance matrix [Rpl of the image, that 

is, 

[RFl [A1 KL [A 1 [A1 KL (2.22) 

where [A] is the N2 x N2 diagonal matrix of eigenvalues Ai 

of [RF]. The eigenvalues of a covariance matrix are 

nonnegative; if they are ordered by magnitude, the first 

M < N2 coefficients corresponding to the eigenvectors of 

the M largest eigenvalues w ill contain maximum energy. If 

only these M are encoded, the reconstruction error will be 

[Netravali and Limb, 1980] 

(2.23) 

i=M+l 

In practice, the KL transform is difficult to use. The 

estimation of the covar iance function Fp can be 

troublesome; it is also generally nonstationary, requiring 

different RF functions for different image regions. 

Further, the transform requires the order of N4 arithmetic 

operations. For these reasons, suboptimal but implementable 

substitutes for the KL transform have been extensive:ly 

studied. These transforms are typically separable, 

allowing two-dimensional processing by a sequence of one-

dimensional transforms, for which fast algorithms allow the 
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results from one stage of processing to be used in later 

stages. The O(N2) operations of the one-dimensional 

transforms can be reduced to O(Nlo92N) by these techniques. 

Among the transforms more commonly considered, the 

Fourier transform has the deficiencies of a slow conver

gence rate and the need for complex ar i thmetic. However, 

the related cosine and sine transforms involve only real 

numbers and approach the performance of the KL transform 

for separable first-order Markov processesj they are some

times referred to as "fast Karhunen-Loeve transforms" 

[Ahmed, Natarajan, and Rao, 1974; Jain, 1976]. Other 

candidates are the slant, Hadamard, and Haar image 

transforms, in approximate order of decreasing energy 

compaction efficiency [Pratt, 19781. 

It is usual to subdivide an image to be encoded 

into a number of blocks and to calculate the chosen 

transform separately over each. This provides a savings in 

complexity over transforming the entire image and allows 

adaptive features to be more easily included in the 

algorithm. Although the reconstruction MSE decreases for 

larger block sizes, the savings become small for blocks 

larger than about 16 x 16 samples. When subjective quali ty 

is the fidelity criterion, blocks larger than 4 x 4 samples 

provide little improvement [Wintz, 1972]. 
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There are two general approaches to quantizing 

transform coefficients, zonal sampling and threshold 

sampling. In zonal sampling, the transform plane is 

divided in regions or zones according to the expected 

variances of the coefficients. Each zone employs its own 

quantization rule, assigning more levels to zones of higher 

variance. For small bit rates, this is equivalent to 

discarding the coefficients in the zones of least variance. 

The quantizer assignments are calculated on the basis of 

the Max equations (2.3-2.5). A Rayleigh probability 

distribution is usually assumed for the D.C. coefficient, 

while the remaining coefficients are modelled with Gaussian 

densities [Netravali and Limb, 1980]. 

Threshold sampling is an adaptive technique in 

which only those coeff icients whose magni tude exceeds a 

threshold are encoded. As this results in a variable 

number of coded values for each block, an alternative is to 

code only the K largest magnitudes in a block. These 

procedures have the advantage of somewhat adapting to the 

different scene contents of each block, but suffer the 

disadvantage of requiring the encoding of position informa

tion, usually by means of a run-length code, for each 

coefficient that is transmitted. 
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Hybd d Image Coding 

Hybr id coding schemes combine the simplicity of 

DPCM with the high compression and error resistance of 

transform coding. sucb methods generally use either a one

dimensional transform along a line combined with DPCM in 

the vertical direction, or small two-dimensional blocks in 

conjunction with DPCM using the elements of the previous 

block as predictors. These techniques are of intermediate 

complexity and performance compared with DPCM and transform 

coding. The hybrio systems may also be adaptive by methods 

similar to separate predictive and transform processing. 

A compar i50n of typical bit rates for PCM, DPCM, 

transform, and hybrid coding is given in Table 2.1. 

Interpo] ati on Coding 

Interpolative coding methods are based upon the 

approximation of image segments by elementary fUnctions to 

within some ac·ceptable error. The simplest technique, 

termed destination interpolative coding, has the advantage 

of a constant bit rate without buffering. The principle is 

to code and transmit only a subsampling of the image; 

reconstruction of the missing samples by one- or two

dimensional interpolation is then performed. It has been 

found that only slight improvement is made by using 

polynomial functions of degree higher than one (linear 

interpolation). Nonlinear fnnctions which switch sample 
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Table 2.1. Comparison of data rates for image compression 
methods. 

Method 

PCM 

Nonadaptive DPCM 

Adaptive DPCM 

Nonadaptive transform 

Adaptive transform 

Nonadaptive hybr id 

Adaptive hybrid 

Adapted from Jain, 1981. 

Typical Average Bit Rates 
(bits/pixel) 

6-8 

2-3 

1-2 

1-1.5 

0.5-1 

1-2 

0.5-1.5 
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weights according to local image structure [Netravali and 

Limb, 1980] or which maintain contour continuity [Gabor and 

Hill, 1961] may be more accurate as well as more complex. 

However, 6ubsampling techniques are subject to aliasing 

error unless the original image was sufficiently 

oversampled. This can be alleviated by inserting a 

suitable spatial low-pass filter prior to the subsampling 

operation; the low-pass image can then be reconstructed by 

approximations to the two-dimensional ideal interpolator. 

Further compression gains in destination interpolative 

schemes are possible by applying predictive coding to the 

transmitted samples. This will be used in the mosaic DPCM 

method discussed in Chapters 4 and 5. 

If the interpolation is fitted to the image at the 

transmitter, then the technique can adapt to the data anC! 

greater compression is possible. In this method, termed 

source interpolation, an approximation function is fitteC! 

to all sample points between a starting position and a 

subsequent sample. If the error between intermediate 

samples and the function is within some tolerance, the end 

point is moved one pixel further, and the fit is repeated. 

When a fit fails, the start (or end) point and the length 

of the segment (called a run) are coded. A new starting 

point is then chosen and the process continues. 
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A practical problem with this type of system is 

that the data rate from the coder is inherently uneven, 

thus requiring extensive buffering to achieve a constant 

rate of transmission. The possibility of buffer overflow 

can be minimized by increasing the tolerance range or 

deleting low-priority data in regions of high spatial 

activity, or by spatial prefiltering [Kortman, 1967J. 

Attempts to include a visual fidelity criterion in 

the fitting of interpolators have produced some further 

coding efficiency. Limb [1973] has tested a DPCM-coded 

run-length system on Picturephone imagery which filters the 

interpolation errors with an estimate of the spatial line 

response of the human visual system for a typical view ing 

distance. This filter output is then thresholded to 

determine the visibility of the distortion. Pictures with 

high spatial activity could be coded to about 2.4 bits per 

sample without visible degradation. The bit rate may be 

reduced at the expense of higher distortion by increasing 

the threshold or by increasing the extent of the filter. 

Netravali [1977] expanded on the above run-length system by 

making the spatial filter and visibility threshold adaptive 

to the signal. Using DPCM variable-length coding and a 

two-dimensional interpolator, data rates on the order of 

1.5-2 bits per sample were achieved. 
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The fixed visibility-error measure of Limb was also 

used in a gria-coding algo[i thm, in which evenly spaced 

samples were differentially coded and transmitted. An 

interpolator was fitted to the intermediate points at the 

receiver, and then visibility-thresholded as with the run

length system. No corrections were sent if the error was 

below the threshold; if the error exceeded the threshold, 

the intermediate samples were also differentially coded and 

transmitted. In regions of high spatial frequenCies, the 

coding is thus essentially DPCM; in smoother regions the 

signal was DPCM-coded at a greater distance between samples 

and intermediate valUes were reconstructed by 

interpolation, as in mosaic DPCM. 



CHAPTER 

MULTISPECTRAL DATA COMPRESSION 

Introduction 

The problem in multispectral data compression is to 

efficiently code a scene possessing two spatial dimensions 

plus a spectral dimension. As was stated at the beginning 

of Chapter 2, it is logical that extensions of two

dimensional data compression should be applicable to three

dimensional images. Most scenes when viewed through 

different optical filters whose passbands are even 

approximately close show striking similarities; thus there 

is inter band redundancy which can be exploited to encode 

the image. In this survey of multispectral compression 

techniqLJ,es, much of the emphasis w ill be placed on color 

cooing, particularly for television applications, for the 

reason that most of the research in multispectral 

compression has been performed in this area. Color imaging 

will be defined as multispectral imaging employing spectral 

bands within the human visual range which can be combined 

to produce subjectively natural color replicas. As such, 

color compression is a special case possessing some 

properties general to multispectral coding; others are 

dependent on unique perceptual considerations. 
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The techniques to be discussed in this chapter 

include forms of DPCM, spatial transform, composite video, 

interpolative and feature coding. Most of these methods 

employ as an initial step some form of color-coordinate 

transformation. 

Co] or TeJ eyision System.e 

A scene can typically be described by a radiance 

dependent on both spatial and wavelength coordinates, i.e. 

f(x,y,>..). The recording of such a scene is then 

accomplished through spectral pass bands with transmission 

window functions ViP.) to produce an image br ightness map 

fi (x,y), 

I f(X,y,A)Vi(A)d,. (3.1 ) 
o 

Human vision extends over the approximate 

wavelength range of 400-700 nm, with a peak senSitivity at 

about 550 om. Wi thin this range, the spectral (color) 

response of the eye at normal illuminations is due to three 

types of retinal receptor cells, the cones. These cones, 

each having a characteristic spectral response V(A), 

roughly correspond to the sensations of red, green, and 

blue. They are the basis of the trichromatic theory of 

color vision, whereby it is possible to match an arbitrary 

color by superposing weighted amounts, called tristimulus 
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values, of three primary colors. Tristimulu5 values can be 

converted from one primary system, say T, to another system 

T' by a linear transformation 

(3.2) 

In U.S. commercial television, the scene is 

initially imaged in red, green, and blue (RGB) tristimulus 

values for the N.T.S.C. stanClard phosphor primaries [Limb, 

Rubenstein, and Thompson, 1977; Pratt, 1978]. The RGB 

signals are then transformed to accomplish 1) compatibility 

wi th monochrome receivers, 2) no additional bandwidth 

requirements above monochrome transmission, and 3) analog 

compression by exploiting the properties of the human 

visual system. The transformation is 

[

.299 

.596 

.211 

.587 

-.274 

-.523 

.114]' 
-.322 

.312 (3.3) 

The Y signal is simply the scene luminance; I and Q, called 

chrominances, contain all color information and equal zero 

for monochrome transmission. The I and Q valUes are then 
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heavily bandlimited, quadrature amplitude modulated, and 

added to the luminance signal to form the composite signal 

M(t) y(t) + I(t)cos(2.f c t + 33°) 

+ Q(t) sin(2,f c t + 33°), (3.4) 

where fo is the color 6ubcarrier frequency. As most scene 

chrominances are close to a monochrome level, the trans-

formation (3.3) provides energy compaction into the 

luminance Y, with a resulting reduced bandwtdth requirement 

on I and Q. This is aided by the severe filtering of the I 

and Q components, made possible by the relative insensi

tivity of human vision to color spatial detail. Upon 

reception, the YIQ signal is inverted to the tristimulus 

values of the receiver phosphors by 

[R] [1.000 
G = 1.000 

B 1. 000 

0.956 
0.621] 

-0.647 

1. 703 (3.5) 

-0.272 

-1.106 

The assignment of a 33° rotation angle between the 

chrominances in equation (3.4) is an NTSC convention, and 

other choices are possible [Limb, Rubenstein, and Thompson, 

1977]. A KL rotation to decor relate the color differences 

coula be performed; however, these signals are poorly 
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modelled as Gaussian sources, so there is no reason for 

this representation to be optimum (Le. statistically 

independent). Since in practice the optimal bandw idth and 

thus sampling rate change with the rotation, the determina

tion of a best angle is C1ifficult. A simulation using six 

color images found a minimum joint lUminance-chrominance 

entropy, considering all the images, for a 23° fixed rota

tion. The KL rotations for each image produced less 

redundancy, but there was generally some angle for each 

picture with lower energy [Rubenstein and Limb, 1972]. 

The PAL and SECAM color television systems, used in 

Europe and the Middle East, also employ lUminance

chrominance transmission signals. SECAM transmits chromi

nance signal per line, in alternating lines, rather than by 

quadrature modulation. Upon reception, the chrominance 

transmi tted in a line is repeated in the next line. In the 

PAL system, chrominance phases are switched by 180 degrees 

in each scan line in order to average the chromaticity 

errors. PAL and SECAM monochrome signals also have other 

differences from the NTSC system. However, in the discus

sions of video processing to follow, the NTSC convention 

will be assumed unless otherwise statec'l. 
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Go] or Transform Coding 

The advantages of spatial transforming to a less-

correlated representation as described in Chapter can be 

directly extended to the spectral dimension. Typically, 

the color coordinates are first transformed in some optimal 

sense, and the resulting image planes are then separately 

processed by the methods of Chapter 2. Analogous to 

spatial transforms, the goal is maximum energy compaction 

in the new color planes in order to achieve efficient 

coding. Human visual properties may again factor into the 

proceSSing algorithms. 

The Karhunen-Loeve transform, as in equation 

(2.22), provides maximum energy compaction in the spectral 

planes, but in this case it is the spectral covariance 

matrix which must be diagonalized. Besides decorrelation, 

the KL transform also tends to pack the energy into only 

one of the planes. Although the dimensionality of the 

spectral transform is typically much less than that of 

subsequent spatial transforms (i.e. 3 x 3 for color coordi

nates) the KL is still dependent upon accurate estimation 

of the spectral covariance and upon the solving of an 

eigenvalue relation. Thus it is again usually considered 

as a model to be suboptimally approached rather than as a 

typical choice. This is particularly true in visual color 

proceSSing, where the YIQ system of equation (3.3) is found 
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to have properties very close to those of the KL transform; 

the majority of information is compressed into the 

lUminance signal Y, while the I and Q planes are generally 

sparse. The I and Q bandwidths are in practice limited to 

3/8 and 1/8, respectively, that of the Y band. In 

contrast, the RGB images display obvious color correlation, 

and for average scenes the three planes contain comparable 

energy [Pratt, 1971]. 

The quantization of the color planes is generally 

performed to optimize some error criterion, as in the 

monochrome case. The simplest tractable measure is the 

combined mean square error of all planes 

Ele2 } = 
(3N2 ) -1 Jf 

i=1 

(3.6) 

As in monochrome coding, objective coding performance is 

expected to improve if it is optimized with respect to an 

image fidelity measure in the perceptual space of the hUman 

visual system (HVS). The MSE measure is subjectively more 

accurate if the color planes are uncorrelated [Pratt, 

1978]. Thus equation (3.6) is often calculated using YIQ 

tristimulus values as approximations to the KL transform. 

Frei [1976] has used a more complete model of the 

HVS which includes a nonlinear point transformation 
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situated between two linear color-space transformations. 

The motivation is that although the luminance-chrominance 

transformation is energy-efficient, the components are not 

simply related to color perception. This is amended by 

first transforming to the C.I.E. XYZ system IPratt, 1978J, 

where Y is the luminance signal. The logarithms of the XYZ 

tristimulu5 values are then linearly transformed to a new 

color system. Subsequently, the resulting image planes are 

spatially filtered to simulate the transfer function of the 

HVS. The criterion for image fidelity can then be 

considered the mean square error between corresponding 

image planes in this new space. Computer simUlations using 

the Frei model followed by spatial FOUrier-transform coding 

[Hall, 1978J have achieved subjectively excellent 

reconstructions for Clata rates as low as one bit per color 

element. 

Given the MSE criterion, the optimum Max quantizer 

can then be found in the transform space. The Clivision of 

bi ts between the color planes is generally made by an 

iterative search procedure using the resulting MSE of 

typical images. Once this assignment is made, the 

individual color planes can be encoded in blocks by the 

methods of Chapter 2. 

In simulations, Pratt [1971] found that RGB coding 

produced larger error than coding in YIQ space. On a 6-bit 
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color image coded to 3.75 bits pel: color element using a 

full-size Fourier transform and zonal low pass sampling, 

the RGB reconstructions displayed color fringing at scene 

edges; these artifacts were not evident in the results of 

YIQ encoding. However, all cases suffered some color 

desaturation due to chrominance filtering. Good quality 

reconstructions of YIQ encoding were performed using joint 

KL-Hadamard spatial transforms at 1.75 bits per color 

element. 

Chen and Smith [1977] have examined adaptive 

transform coding of color images in YIQ space; the color 

planes are cosine transformed over 16 x 16 blocks. These 

blocks are then Classified into one of four activity groups 

according to the energy of their AC coefficients. The 

class divisions are chosen by evenly dividing the cumula

tive histogram of the block energies; each class is then 

assigned a number of quantization levels proportional to 

its activity. DC coefficients are coded into 8 bits to 

avoid brightness discontinuities at block boundaries. The 

procedure must be performed in two passes of the input 

data, first to calculate the block classification maps, bit 

assignments, and coefficient normalization, and second to 

actually perform the normalization, quantization, and 

transmission.. The overhead data that must be transmitted 

consists of a classification map, normalizing factor, and 
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class bit tables for each color plane. In simulations on 

an 8 bit color image, although fOllr classes were used for 

each of the YIQ transform planes, it was hypothesized that 

two classes would suffice for each of the I,Q coordinate 

coefficients. It was found that excellent results were 

achieved at an overall 2 bits per color element, with 

reconstructions remaining at good quality at one bit per 

color element. 

Spatia] Coding of Color Components 

An alternative to spatial transformations of color 

planes is to directly encode the color-coordinate elements. 

The simplest pocess would be to PCM-code the RGB tr i

stimulus values. These coordinates are not subjectively 

equally sensitive to additive noise~ the HVS is least 

tolerant of green-component noise and most tolerant in the 

blue band [Limb, Rubenstein, and Thompson, 1977]. However, 

a principal drawback to coding RGB signals is that high 

spatial resolution is needed in each. Thus, most spatial 

coding approaches have assumed a luminance-chrominance 

system. It has been found that the chrominance bit rates 

can be somewhat reduced due to their smaller dynamic range 

in comparison with the luminance; the much greater chromi

nance compressions actually used are made possible by 

properties of hUman perception. However, the overall coder 



efficiency depends primarily on the efficiency of the 

luminance coder. 

43 

Limb, Rubenstein and Walsh [1971] have explored the 

problem of previous element DPCM coding of color Picture

phone signals. Two situations were considered: 

maintaining adequate coding of the luminance with adcU

tional bits for the chrominance information, and 0010r

coding at the same total data rate as an acceptable mono

chrome signal. Assuming NTSC receiver phosphor signals, 

the coordinate systems were of the form 

and 

Y = .299R + .1l4B + .5B7G (3.7) 

cos e -sin 8 

sin8 cos8 

(R-Y)/l.14 

(B-Y)/2.03 (3. B) 

When the rotation e between the chrominance systems equals 

33°, the tr istimulus values C1 and C2 are the NTSC standard 

I and Q signals. Simulations were made altering e by 10-

degree increments; the choice of 23 0 ~isplayed minimum 

noise for a given bit rate. A separate quantizer was used 

for each color channel, ano the chrominances were low-pass 

and subsampled. An equal number of levels was used for C1 
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and c2 ' while the sampling frequency was varied to alter 

the bit rate. It was found that coarse quantization of the 

chrorninance differences could still produce good image 

quality on a color display, while revealing extreme 

distortion when the bands were viewed on a monochrome 

monitor. For a luminance signal DPCM-coded at 4 bits per 

pixel, assignment of one extra bit with block coding for 

the chrominance information produced high color quality, 

while a reduction to 0.5 bit for the chrominances generated 

color smear and color contouring. 

In the situation of maintaining a 4 bit 

differential coding of the color signal, only one of the 

two C values was sent per line. Unlike the SECAM system, 

the missing C lines were estimated by averaging previous 

ana next lines, rather than by line repeating. This was 

necessary in the Picturephone system, which at 275 lines 

per frame was otherw ise subject to "stepping" in diagonal 

edges in the scene. The Y signal was allotted 12 levels 

for 3.5 bits per pixel by block coding, thus leaving a 

total of .5 bit for the chrominances. Reconstructions of 

equivalent quality to the previous case of adding C bits to 

the Y signal were achieved with 6 levels for Cl and 4 

levels for C2 using three-sample block coding. 

It is also possible to apply interpolation source 

coding to the component color signals. Al though there is a 
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lack of sUbstantial redundancy beteween YIQ components, 

spatial detail can still be exploited by using scene 

changes in the luminance signal to flag changes in the 

chrorninance signal. The method of chrominance plateau 

coding [Limb and Rubenstein, 1974] only transmits new 

chrominance information when a change f:.. Y in the scan line 

exceeds a threshOld. Then the average C signal between the 

previous detected Y changes is sent. The Y signal is PCf.1-

or DPCM-encoded, with the change detector operating on the 

decoded Y. The change addresses then need not be 

transmitted, as the changes are detectable at the receiver. 

A Y change unaccompanied by a chrominance eClge w ill thus 

only produce an unnecessary change point and not a 

reconstruction error. However, not all C changes have 

coinciding Y steps; then color streaking could result in 

the reconstructions. These bC are detected by noting at 

the transmitter the error between the C running average 

and the actual chrominance value. When this error exceeds 

a threshold, a new C run is begun. Some further 

information is then necessary to relay the change address 

to the receiver. This can be accomplished by sending extra 

address words at the expense of greater codec complexity. 

A simpler method is to induce an artificial luminance 

change, such as an opposite-sign impulse doublet, at the 

location of the anomalous chrominance change; this bY 
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distortion must exceed the y threshold while being visually 

insignificant. The existence of a chrominance change at 

this location aids in masking the Y artifact. 

In simulations on Picturephone images, the Y signal 

was PCM-coded at 8 bits per pixel, and the C1 and C2 values 

were transmitted one component to a line, with subsequent 

line-averaging reconstruction. Plateau coding notably 

allowed the reproduction of sharp color edges, an advantage 

over methods employing substantial chrominance low-pass 

filtering. Some color-smearing artifacts were noticeable 

in areas of gradual shading, where both the Y and C 

thresholds did not detect the transition. The Y markers 

for anomalous C changes were not obj ectionable, and in some 

cases served to enhance edges in the scene. Using a 

coordinate signal corresponding to e = 0° in equation (3.8), 

high quali ty compressions were maintained \{hen the C 

plateaus were coded as an average of 5-bit words, resulting 

in .25-.50 bits· of chrominance data per Y sample. 

Spatial color coding techniques are particularly 

amenable to adaptive implementations using visual criteria. 

This can be directly performed by first developing a 

visibili ty fUnction V relating the detection of 

quantization noise with a spatial detail measure. This 

function is then considered an image f ideli ty measure for 

use in quantizer optimization. Netravali and Rubenstein 
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[1977] measured V for chrominance noise based on a 

thresholded Y, as well as noise in Y for thresholded Y. 

The noise visibility in Y exceeded the visibility in the C 

signals and was approximately the same for both monochrome 

images and luminances in color images. The function V may 

then be used to weight the MSE in a Max optimization. 

In DPCM coding of YIQ components of Picturephone 

images, results were visually superior to MMSE 

quantization. One problem in implementation is that 

visibility functions are picture-dependent. In using the V 

functions of one image on several other images of similar 

scene content, at least acceptable [esul ts were achieved. 

Noise masking in the chrominance signals at a 

luminance edge can be exploiited by switching the quani tzer 

as a function of the slope of Y. In simulations, the Y 

signal was DPCM-coded with a l6-level V quantizer, while I 

and Q were simultaneously adapted by BY. Reconstructions 

equivalent to nonadaptive DPCM were obtainable at savings 

of .2-.4 bits per chrominance pixel. Switching the 

threshold of a plateau coding algorithm can similarly be 

based on minimizing the distortion expected from a Y 

threshold for a given visibility function. 

The predictor as well as the quantizer can be 

subject to luminance adaptation. The best neighboring Y 

sample can be chosen as the Y predictor; then the C signals 
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for this same predictor 6i te can predict the current 

chrorninance values. In simulations [Netravali and 

Rubenstein, 19791 a 256 x 256-pixel color image with 8 bits 

per .pixel per bana was used; components Y, I, and Q had 

equal bandw idths. The Y signal was a-bit PCM-coded. It 

was found that two-precHotar switching (between horizontal 

and vertical nearest-neighbors) produced entropy· reductions 

of 13 percent for C1 and 8 percent for C2 over fixed pre

diction; this was only slightly changed by going to a four 

predictor switch. If two-predictor switching is combined 

with switching between two variable-length codes, then the 

entropy is reduced by 16 ana 12 per cent for C1 and C2 ' 

respectively. Similar results were obtained when Cl and C2 

were filtered and horizontally subsampled to one-fOUrth the 

luminance sampling rate. 

In an alternative extrapolation method, the chromi

nance is chosen equal to a neighboring C value whose Y 

signal is closest to that of the present sample. If the 

chrominance error exceeds a threshOld, then the C value and 

its address are transmitted. This can thus be considered a 

switching two-dimensional extension of plateau coding. 

Simulations of this method assuming equal-bandwidth YIQ 

components displayed significant improvement by switching 

the extrapolator. Transmitting the address of out-of 

bounds C values can be reduced by using the Y extrapolation 



error to flag the expected C error, and then simply 

transmitting the new C component. 

Composite Color Coding 
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A reduction in complexity is provided by using a 

single oodee to process a multiplexed (composite) signal 

such as in equation (3.4). Typically, such signals are 

sampled at integer multiples of the subcarier frequency to 

reduce its intermodulation with the sampling frequency. 

Predictive and transform compression methods have been 

applied to such a signal [Limb, Rubenstein, and Thompson, 

1977] with suitable modifications due to the unique 

structure of the signal. In DPCM coders, this often 

involves using as predictors samples at distances corres

ponding to the ratio of sampling to subcarrier frequencies, 

to ensure sample and predictor points are in phase. 

Transform coding, often using different transforms for 

intraline and interline directions whose bases more closely 

match the signal structure, have also been employed. The 

principal advantage of composite coding is adaptability to 

existing hardware for a conventional analog signaL As the 

mOre general case of multispectral compression typically 

does not involve such representations, no further 

discussions of this topic will be presented. 
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Multispectral Feature Coding 

Often the end use for the imagery of a compression 

system is machine processing, perhaps in terms of pattern 

recogni ticD and scene classif ica ticD. In such appl ica tions 

maintaining the pixel-by-pixel radiometric representation 

may not be necessary; instead, encoding a set of image 

features suitable for subsequent classification is 

sufficient. An alternative perspective is to consider the 

wayan observer analyzes a scene. Typically, a viewer 

seeks cues such as edges and textural detail in order to 

compare scene content with his previous experience. A 

number of compression algorithms approach coding from this 

standpoint. 

The KL transform is a useful approach to developing 

a coder for c!assification purposes. In a multispectral 

scene, a given spectra! point may be considered a vector 

f(x,y) whose elements are the pixel amplitudes in each band 

at the location (x,y) [Gonzalez and Wintz, 19771. Upon 

observation, the spectra! bands of natura! scenes vary in 

their means and possess high inter band correlation. A 

useful decomposition is then 

g [A] U;: - m) (3.9) 

where.n is the vector of band means and [A1 is the spectral 
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KL transform matrix, which diagonalizes the covariance 

matrix of .f. The set of planes represented by g{x,y) are 

termed principal component images of .f.(x,y). It bas been 

found that the space of g is more efficient for classifying 

pixels than the or i9ina1 space I, in that a subset of most

significant components form class separations more 

efficiently than any equivalent number of original spectral 

bands and is therefore best for deriving initial features. 

An example of multispectral compression by scene 

segmentation and contour coding is the boundary-finding 

algor i thm of Gupta and Wintz [1975]. This algori thrn 

generates statistically-equivalent regions with closed 

boundaries in the scene. The multispectral vectors .f.(x,y) 

are assumed to be jointly normal distributions. Pixel 

groups of 2x2-pixel extent are then used as seeds to grow 

larger regions by merging with adjoining statistically 

similar groups. Similarity is measured by testing the 

hypothesis that two abutting groups correspond to the same 

population. The measures consist of an F-test on the 

sample variancs and a Student's t-test on the sample means, 

performed separately for each band. If a hypothesis for 

any parameter in any band is rejected, a boundary is 

assumed to exist between the two groups. Upon absorption 

of new regions into a group, the group sample means and 

variances for each band are updated. In a data compression 



system, the multispectral image is thus converted to a 

representation of distinct segments; descriptors of each 

segment are the mean and variance vectors and contour 
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ini tial points and directionals. The image quali ty and 

compression rate depend on the significance levels of the 

hypothesis tests. In simulations the accuracy of 

clasSification of selected ground materials using a 

minimum-class-distance or i terion on the reconstructions 

matched that of spectral Signature analysis on the original 

data for a compression ratio of 12:1 for LANDSAT MSS data 

and 21:1 for aerial sensor data. 

The amacro· clustering implicit in the above 

segmentation can logically be extended to a Itmicro n 

clustering of individual pixels within image subblocks. 

Instead of Gaussian maximum-likelihood statistical tests, 

Hilbert [1977] has used minimum-distance nonparametric 

clustering methods to accomplish this. The vectors .f(x,y) 

within a block 'are used to generate a local set of 

features; the projections of the multispectral pixels .f on 

this feature space then form a feature map. The block 

pixels are thus classed as members of groups resulting from 

a cluster compression algorithm (CCA). This method has the 

advantage of retaining more spatial detail than can the 

region-growing method discussed above. 
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The most direct set of features result from 

performing clustering in the multispectral amplitude space. 

The resultant groups may then be oescr ibed by their means 

and covariances, for example. The number of clusters per 

block may be either predetermined or adaptive; the block 

size, perhaps 16 x 16 pixels, is chosen to minimize the 

number of classes and number of pixels that must be handleo 

at one time. 

For use as a data compression system, the data for 

each block would consist of class descriptors followed by a 

feature map. For some applications not requiring high 

spatial resolution, a simple list of class descriptors and 

population sizes might suffice. 

In simulations using a 256 x 256-pixel four-band 

LANDSAT MSS scene, the bit rate rose sharply for a fixed 

MSE with block sizes smaller than 100 pixels. Also, the 

choice of cluster distance measure made little difference 

in performance. The reconstruction of a four-band aerial 

image with 8 bits per pixel per band was then used in a 

Gauss-parametric classifier. Classification accuracy 

equivalent to using the original image was attained for an 

approximate rate of .5 bits per pixel per band. 
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CHAPTER 4 

THEORY AND CONS~'RUCTION OF MOSAIC COMPRESSION SYSTEMS 

The essence of employing a mosaic of detector 

elements which vary in their spectral sensitivities is that 

the edge information (i.e., high spatial frequency 

content) of a scene is maintained over a large range of 

optical wavelengths. Colvocoresses [1977] has suggested 

that only a few high-resolution bands in a .multispectral 

sensor system are sufficient to determine the significant 

edge content of a scene. This idea is the basis of a data

compression scheme due to Schowengerdt [1980] for 

reconstructing detail in low-resolution multispectral 

bands. In computer tests using Landsat MSS imagery, band 

was retained at full (80 m x 80 rn) resolution, while bands 

4,6, and 7 were smoothed and subsampled to simulate a 

resolution of 240 m x 240 m per pixel. For reconstruction, 

the low-resolution bands were first resampled to the dim en

sionali ty of the band 5 image using bilinear interpolation. 

Each band was treated as a composition of low pass and 

high-pass images [Hunt and Cannon, 1976], i.e. 

f LP + (f - f LP) , (4.1) 
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If 9 denotes the high-resolution band 5, then an estimate 

of a low-resolution band f would be 

(4.2) 

where f LP is the transmitted low-resolution scene in the 

band of f, 9LP is formed by low-pass filtering 9 to the 

same degree as f LP ' and 0F,oG are standard deviations 

calculated over f and g. Inasmuch as f is not available 

for determining of' the assumption was made that (oF/oG) .:. 

(0 FLP/o GLP) • 

Use of eqn. (4.2) on a MSS scene dominated by 

topographic shading resulted in a 30-38 percent reduction 

in RMS error compared to bilinear interpolation. However, 

in another scene with smooth topography but much color 

detail, color fringing was observed at edges where contrast 

reversal between bands occurred, such as at agricultural 

boundaries. In only one band of this scene was there an 

improvement in RMS error compared to interpolation. An 

attempt was made to predict this reversal by multiplying 

the ratio of deviations in eqn. (4.2) by a factor ± 1, 

depending on the relative signs of high-pass versions of 

the estimated and full-resolution bands at each pixel. 

However, this resulted in an error reduction only for the 

band most uncorrelated with band 5. 
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Hunt [19791 first suggested a system of mosaic 

sampling followed by band reconstruction based explicitly 

on spatial and spectral correlations. In this case, a 

four-band rectangular mosaic, shown in Figure 4.1, was 

assumed. A missing pixel from a band V could be estimated 

by a linear combination of samples within a 3 x 3 neighbor-

hood centered on the missing sample. This neighborhooo can 

be designated as in Figure 4.2, where the samples are 

labelled in raster-fashion 1-9, with band memberships W, x, 

Y, Z. The missing pixel in this scheme is VS1 where V = W, 

X, or Y (Zs being already known). 

The estimate Vs would then be 

The coefficients ai can be determined by minimizing 

the mean square estimation error E{ (Vs - ~5) 2}. The 

solution for the ai's then is expressea in terms of cross

correlations between the window samples. It was assumed 

these correlations were of the form 

R(d,A) (4.4 ) 
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where Rx(d) is a circularly symmetric spatial correlation 

function depending only on the inter pixel distance 

d = (x2 + y2)1/2, and Ric (3:) is a spectral correlation 

function that depends only on the difference between mean 

passband wavelengths A. A MMSE solution to the set of 

coefficients was then 

(4.S) 

where.£ is the column matrix of cross-correlations between 

Vs and the window samples, and IR] is the matrix of 

correlations between window samples. 

No simulations of this technique were performed, 

but some insights are available from inspecting the 

structure of egn. (4.3) and Figure 4.2. It is evident that 

all samples in the same band within a 3 x 3 window must 

have equal coefficients since they are equidistant from Vs 

and since Rx(d) is symmetric. Then letting bl/4 = al = a3 

= a7 = ag, b 2/2 = a2 = as' b 3/2 = a4 = a6' and b 4 = as' 

eqn. (4.3) can be rewritten as 

Vs bl(X1 + X3 + X7 + Xg)/4 + b2(W2 + Wa)/2 

+ b3 (Y4 + Y6)/2 + b4 ZS 

b1XSBI + b2WSWBI + b3YSBI + b 4 ZS (4.6) 
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Figure 4.2. 3 x 3 Estimation window for 4-band array. 
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where the subscript BI indicates that the W, X, and Y 

estimators are bilinear interpolation values of these bands 

at the center of the 3 x 3 window. Only the actual sample 

Zs contains high-frequency detail at the center of the 

estimation window; the coatributions of the remaining bands 

are only as accurate as is the modelling of the region by 

bilinear interpolation. It is also seen that employing a 

larger window implies using a higher-order spatial 

interpolator for the neighbor ing samples. 

A method of combining the approaches of Hunt ano 

Schowengerdt is to assume the mosaic sampling and image 

windowing; however, the window size may be larger than 

3 x 3 pixels. The band estimates are divided into low-pass 

and high-pass components; the high-pass component is then 

modelled as a linear combination of "best" band values at 

the center of the estimation window, rather than explicitly 

in terms of the remaining mosaic samples in the window. 

This allows a separation of the spatial interpolation 

process of eqn. (4.6) from the MMSE estimators of the 

missing bands. The separation accomplishes two purposes: 

flexibility in determining an optimal interpolator for the 

image, and the use of previous reconstruction estimates as 

new "best" band values in subsequent reconstructions. 

Further, the spatial correlation assumptions are now 

primarily included in the initial interpolation process, 
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and only enter the linear reconstruction calculation as 

image nonstationarity effects in the estimation of local 

scene statistics. 

Reconstruct] on by Spatial Interpol atian 

As was discussed in Chapter 1, a band-limited 

function f(x) that has been sampled at or above its Nyquist 

frequency may be reconstructed by convolving the sampled 

function with an approximation to the ideal low-pass 

filter, according to egn. (1.3). This reconstruction is 

not generally optimal for mosaic array data, however. This 

can be illustrated by examining a model of a mosaic 

detector optical system, as shown in Figure 4.3. The 

imaging system may be described in terms of a circular exit 

pupil of diameter D located a distance d from the image 

plane containing the detector elements. This arrangement 

acts as an optical spatial filter on the scene. For 

incoherent illumination, the optical transfer fUnction H is 

given by [Goodman, 196B} 

H(p) = I (2/,){cos-1 (p/pc) - p/pc[l - (p/Pc)2]1/2),p "Pc 

O'P>Pc (4.7) 

Here, p (~2 + n2)l/2 is the radial spatial frequency and 

Pc D/Ad (4.8) 
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is the cutoff frequency, where A is the optical wavelength. 

The transfer function H(p) thus bandlimits the image to 

spatial frequencies p < pc. 

However, the detector element size, rather than the 

optical system, is the limiting factor on the image 

spectrum. An example is provided by the Landsat MSS 

optical system [Slater, 1980]. This system has an aperture 

diameter D = 22.9 em, an image distance d = 82.3 em, and a 

maximum-wavelength sensitivity at ). = 1.1 urn. By egn. 

(4.8) the long-wavelength cutoff Pc = 2530 cm-l , implying a 

Nyquist interval IN = (2Pc)-1 = 2 urn necessary for adequate 

sampling. Alternatively, the minimum resolvable separation 

of two point sources by the Rayleigh criterion is [Goodman, 

1968) 

= 1.22. diD (4.9) 

which equals 4.8 urn for the MSS system. However, the 

effective detector dimensions are 68.3 urn on a side, 

implying that averaging the image over the area of a 

detector element is providing the significant filtering of 

the image spectrum. 

To see the effect of the detector array on the 

image spectrum, assume f(x,y), the image projected onto the 

array by the optical system, has a spectrum F(E;,n). For a 



square detector element of dimensions LXL, the [esul ting 

spectrum G(E;:,n) that is being sampled is [Hunt and 

Breedlove, 1975] 

G (, n) (4.10) 
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The effect of the detector element is to attenuate F(E;:,n) 

by the aperture transfer function, which has zeros at ',n 

±n/L, n = 1,2,3 Referring again to Figure 4.3, if the 

detector elements within a band are spaced at intervals 

Xs'Ys' then the resulting spectrum is, by eqn. (1.1), 

(X sys)-l I G( - m/xs, n - n/ys). 
m,n 

(4.11) 

Spacing the detector elements contiguously within a band, 

i.e. at Xs = Ys = L, results in the aliases in the spectrum 

of Gs(l;:,n) being located at the first zeros of neighboring 

aliases, so that the spectra are attenuated with some 

reduction in aliasing error. Locating the elements at 

distances Xs = Ys = 2L, as in the four-band staggered 

sampling arrangement of Figure 4.1, produces little 

attenuation of the aliasing error due to adjacent aliases, 

however. 

The problem is then to choose the most accurate 

spatial inter-po1ator for data containing significant 



64 

aliasing error. Since most images have decreasing energy 

at higher spatial frequencies, the ratio of aliasing error 

energy to signal energy is usually larger at these higher 

frequencies. If an ideal low pass filter were used, the 

reconstruction would depend on the choice of cutoff 

frequency. A very low cutoff would produce little aliaSing 

error but severe image smoothing; however, a higher cutoff 

would retain high-frequency components of the image 

spectrum, but these components would be very distorted by 

aliasing error. The optimal interpolator, then, would 

compromise image detail with aliasing suppression by having 

a gradual rol10ff characteristic out to the Nyquist 

frequency. 

One method of achieving this interpolator is by 

considering the reconstuction as an image restoration in 

the presence of noise [Pratt, 1978]. However, this 

requires estimation of the power spectra of the original 

image and the aliasing error in order to construct the 

Wiener filter. A simpler approach is to evaluate the more 

common finite impulse response spatial interpolators, 

generally those corresponding to a low-degree polynomial 

fit. For a fixed first-zero cutoff frequency, the transfer 

function of such polynomial interpolators tends to a 

sharper rolloff characteristic and smaller sidebands as the 

degree of polynomial increases [Schafer and Rabiner, 1973]. 



In nearest-neighbor interpolation, the estimated 

point is assigne;d the the value of the nearest sample. 

This method has the PI inciple advantage of hardware 

simplici ty and can be implemented by a sample-and-hold 

processor. However, the output image tends to have a 
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block-structure appearance and higher reconstruction error 

than do higher-order interpolators. Bilinear interpolation 

is separable into two linear interpolators which form the 

estimate from a weighted average of two pixels. The use of 

only two pixels in a line precludes any edge enhancement 

and produces smoothing of sharp image transitions. This 

effect can be lessened if four samples in a line are used, 

as in cubic polynomial fits; then the relative weights of 

inner and outer samples determine the edge response. 

One family of cubic convolution fUnctions is given 

by [Park and Schowengerdt, 1983] 

I (.+ 2) Ixl 3 - (. + 3) Ixl 2 + 1, Ixl<1 

r(x) .lxl 3 5.lx1 2 + 8.lxl - 4., 1 ~lxl<2 

0, Ixl2.2. (4.12) 

This fUnction has the properties of f ini te extent (I x I <2), 

continuous amplitude and slope for all x, and r (x) = a for 

Ixl = 1. The fUnction [(x) may be rewritten as 



where 

"0 (x) 

and 

" (x) 

1
(21XI + 1) (Ixl - 1)2, Ixl <1 

0, Ixl 21 

I I x 12 ( I x I - 1), I x I <1 

"l(x) = (Ixl -1) (lxl-2)2, h Ixl ~2 

0, I x I >2 
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(4.13 ) 

(4.14) 

(4.15) 

The fUnction [0 (xl is a smooth approximation to the 

equivalent impulse response of linear interpolation for a 

sampling interval Xs = 1. The choice 0; = -1 corresponCls to 

a common finite-extent continuous polynomial approximation 

to the sine interpolator. Thus the parameter 0; tunes r (xl 

to a filter response intermediate between a linear and an 

ideal interpolation approximation over the range -1 < (l <0. 

Recent work [Park and Schowengerdt, 1983] has shown, how-

ever, that the case a: = -1 is not the optimum approximation 

to the sine interpolator 1 a choice a = -.S produces a 

smaller mean-square reconstruction error for adequately 

sampl ed da tao 
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The optimal value O'.opt depends upon the sampling 

rate, S, equal to the number of scene samples per detector 

element width, and the image spectral distribution. For 

most applications, the sampling rate lies in the range .5 S 

S .{ 2. The case S = 1 corresponds to contiguous detector 

cells, while S = .5 holds for alternate-pixel sampling as 

in 4-band mosaic systems. For an edge spectrum, the 

theoretical reconstruction error has a minimum for 0'. '" -2/3 

in the neighborhood of S = 1; for S = .5, O'.opt '" -.5. The 

!loptfor a point image spectrum increases rapidly as S 

decreases, and can become positive for small S. The power 

spectra of typical scenes may be considered to exhibit 

behavior between these ranges [Park and Schowengerdt, 

1983J. 

Two-dimensional simulations have been performed to 

examine the performance of parametric cubic convolution 

(PCC) for various ct. and S [Schowengerdt, Park, and Gray, 

1983]. In one test a 70 x 70-pixel binary checkerboard 

pattern composed of 5 x 5-pixe! blocks was enlarged by a 

factor of seven using pce for a valUes of 0, -1/2, and -1. 

Severe edge overshoot was evident for a. = -1, and was much 

reduced at a = -1/2. The a = 0 case, corresponding to a 

bilinear interpolation, produced the best RMS edge repro

duction with no overshoot for this severe under sampling at 

S = 1/7. Other tests were performed on 512 x Sl2-pixel 
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digital images of a Landsat MSS band and an urban aerial 

scene at 4 m ground resolution. First, the two images were 

smoothed by convolution with a 3 x 3-pixel square averaging 

window; the smoothed images were then 5ubsampled at every 

third pixel and line, and reconstructed by PCC to their 

original size. Next, the aerial image was smoothed with a 

7 x 7 window, subsampled at every seventh pixel and line, 

and PCC-interpolated to full size. The PCC reconstructions 

were performed for a values of -2, -1, -2/3, -1/2, 0 and 

+1. In all three curves the minimum RMS reconstruction 

error occurred in the range -2/3 ~ a ~ -1/2. The Cl = - 1/2 

cases displayed an improvement of 1 to 3 per cent over the 

more common 0. = - 1 PCC interpolator. 

Reconstruction by Spectral Regression 

A band reconstruction using spectral edge 

redundancy may be expected to possess certain desirable 

properties. For example, the edge information in the 

predictor bands should be weighted by the inter band 

correlation, with the reconstruction defaulting to a local 

spatial estimate in the absence of such correlation. This 

is analogous to the autoregressive model in time series 

analysis [Jenkins and watts, 1968]. A discrete random 

process Xt is said to be autoregressive of order N if 

N 

x t -"= L ai(Xt _ i -") + Zt (4.16) 

i=1 
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where J.l is the mean of Xt and Zt is a zero-mean white noise 

process. such a process, commonly denoted AR(N), depends 

only upon the previous N values in the time series. This 

model is commonly used in the linear predictor in DPCM data 

compression. The coefficients ai which weight the previous 

differences about the mean depend on the correlation 

between samples, in the absence of which the ser ies is 

estimated by the mean J-l. 

The coefficients ai can be determined by multi

plying equation (4.16) on both sides by (X t - k -')..l), taking 

expectations, and dividing by the variance 0x 2• The 

resulting set of relations, termed the Yule-Walker equa-

tions, are 

N 

P k k > 0 (4.17) 

i=1 

where P k is the correlation coefficient defined by 

(4.18) 

and with the properties 

-1 .<; Pk 1, (4.19a) 

(4.19b) 
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Use of the relations (4.17), which can be shown to be 

equivalent to a minimum-mean-square error choice of the 

ai IS, results in solving the N coefficients ai in terms of 

the N correlation coefficients Pl' ••• , PN" 

The appropriate order number N may be determined by 

examining the residUal model errors [X t - Xt ] 2 for 

increasing N; above the "correct" N the residual errors 

level off and may possibly rise due to computation error. 

Another method involves examining the last regression 

coefficient aN' sometimes termed the partial 

autocorrelation coefficient [Chatfield, 1980]. The term aN 

is a measure of the correlation at lag N in excess of an 

AR(N - 1) model. The appropriate order is that N beyond 

which the aN + j are essentially zero. 

In a manner analogous to a time-series 

autoregression model, a spectral regression estimate of 

missing samples of a mosaic detector array may be formed. 

At any array site a missing spectral band f may be 

estimated by a linear prediction of the other bands gi' 

1, ••• , N where N is the number of bands used in the 

estimate. Then the estimates i of f would be 

N 

Elf) + (4.20) 

i=l 



where E{o} denotes an ensemble average, and ll9i = 9i -

E{9i}. The coefficients ai can be constrained by the 

requirement that the minimum mean square error (MMSE) of 

the prediction is a minimum. Substitution of equation 

(4.20) yields for the mean square error 

E{(f - £)2) 

E{ (ilf - Ai) 2) (4.21) 
N N N 

crf2 - 2 I aiE{lIfA9i} + I I aiajE{o9i09j) 

i=1 i=1 j=l 

where O"F2 = E{(llf)2}. Then for some coefficient ak' the 

constraint becomes 

N 

i=1 
i~k 

ai E{69i6 9K) 

(4.22) 

The set of N relations for all coefficients ak may be 

rewritten in matrix notation as 

[R} ... (4.23 ) 

where 
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(4.25) 

and the elements Rij of the spectral covariance matrix IR] 

are 

(4.26a) 

(4.26b) 

The coefficient solution is then simply 

(4.27 ) 

If bands in the predictor are highly mutually correlated, 

then the predictor elements are no longer linearly 

independent and the inverse of [R] ooes not exist. In this 

situation a lower-order predictor may then be used. 

In mosaic reconstruction simulations of three- and 

four-band scenes, explicit expressions for predictors using 

one, two, and three bands will be needed. In these 

expressions the spectral correlation coefficient will be 

more convenient to use than the spectral covariance, as it 

is bounded and invariant to scaling. Analogously to the 

time series equations (4.18, 4.19) the spectral correlation 

coefficient PGG ' between spectral bands G and G1 may be 



defined as 

where the standard deviations a are assumed to be 

spectrally nonstationary. 

( 4.28) 

For the first-order regression (Le. predictor 

using one band) the model is 

(4.29) 

From equation (4.27) the coefficient 

(4.30) 
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This predictor is very similar to that of Schowengerdt 

[1980] in egn. (4.2) but with the significant addition of 

the spectral correlation coefficient p FGo This 

coefficient fulfills the need as mentioned by Schowengerdt 

for a oetector of contrast reversal between bands; in this 

case DFG <0. 

The residual mean square error resulting from use 

of the estimator (4.29, 4.30) on a first-order process may 

be found by substitution of (4.30) into equation (4.21) for 

the case N = L This error is 
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(4.31) 

For such a process the accuracy of the prediction is seen 

to rely on the magni tude of P FG- For jp FG I = 1 perfect 

reproduction is possible, while in the case Ip FG I = 0 the 

band f is estimated by its mean and the error equals the 

band variance. 

The second-order spectral regression estimator is 

(4.32) 

where 

[.:L.] [P FG1 - PFG 2 PG1G2 

cr G1 1 - p2G1G2 
(4.33.) 

[l] [P FG2 - P ~GlPG1G2] 
cr G2 1 P G1G2 

(4.33b) 

The residUal second-order error is 

(4.34) 

cr F2 [1 - PFG12 - PFGl - PG1G22 + 2PFG1PFG2'G1G2] • 

-, G1G2 2 
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It may be noted that where the mutual correlation between 

predictor bands PGIG2 = 0, then the coefficients (4.33) 

reduce to first-order coefficients and the residual error 

(4.34) is then similar to the first-order error (4.31). 

Finally, the third-order estimator 

has the coefficien.ts 

al (oF/oGI) [PFGI(I - PG2G3 2 ) 

+ PG2G3(P FG3 PGlG2 + P FG2PGIG3) 

- PFG 3 PGI G3 - PFG2PGIG21/D 

a2 (OF/O G2) [P FG 2(1 - P GIG3 2 ) 

+ PGIG3(PFGI PG2G3 + P FG3PGlG2) 

- PFGI PGIG2 - PFG3PG2G31/D 

a3 (OF/oG3)[P FG 3(1 - P GIGl) 

+ PGIG2(P FGIP G2G3 + P FG2PGIG3) 

- PFGIPGI G3 - PFG2PG2G31/D 

(4.35) 

(4.36a) 

(4.36b) 

(4.36c) 
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where 

D - PGI G22 - PGIG32 - PG2G3 2 

+ 2 p GIGZP GlG3 P GZG3 (4.36d) 

Estimation of Regressi OD Parameters 

The regression formalism described in the previous 

section rnu.st be translated into a practical algorithm for 

use in a mosaic sampling scheme. In particular, the 

ensemble averages required in the model must be evaluated 

from the samplea imagery. This ergodic assumption, the 

replacement of ensemble averages by spatial averages, is 

valia if the image is stationary over the averaging region. 

As images of interest are globally nonstationary, it is 

necessary to limit the region over which the spatial 

average is taken, yet ensure the region is large enough to 

minimize the variance of the statistical estimate. This 

region may be chosen by preprocessing the image with a 

segmenta tion algor i thrn into sta tistically egui valent 

regions, and then computing the sample averages over the 

region containing each pixel to be estimated. Alternately, 

the sample averages may be taken over a sliding window 

fUnction centered about the estimated pixel. For an N x N

pixel image, the sliding window method will produce N2 



model estimations as compared with somewhat fewer than N2 

estimations using segmentation. However, effective image 

segmentation is computationally complex and is generally 

more difficult to implement than window averaging; it has 

not been pursued in this study. A review of elementary 

segmentation techniques is found in [Rosenfeld and Davis, 

1979] • 
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Windowing is more commonly used for estimating 

space-variant statistics in image processing. A discrete 

averaging window fUnction W(i,j) of extent M has the 

property that, for an N x N-pixel image, the sample mean of 

a band 9 is 

N N 

E{g] + g (x,y) G(i,j)W(i-x,j-y) (4.37) 

1=1 j=l 

where 

Iv( i, j) W(-i,-j) (4.38,) 

W(i,j) 2. 0; i,j ~ M/2 (4.38b) 

0; i,j > M/2 (4.38c) 

W(i,j) (4.38d) 
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Equation (4.31) is recognizea as a discrete convolution 

with kernel W. The properties (4.38) ensure that the 

window function is symmetric ana thus provides no output 

phase shift (4.38a), is a true averaging filter (4.38b) of 

f ini te extent (4.3 Be), and is normal ized to unity (4.3 8d). 

The spectral covariance may be estimated similarly to 

14.37) by 

E{II 9K" 9L) .. ____ --:::-__ 

CKLlx,y) = [GKlx,y) - gKlx,y)] 

[GLlx,y) - gLlx,y)] 

and the var iance 

14.39) 

14.40) 

The simplest averaging winClow is the rectangle 

function [Goodman, 196BJ 

14.41) 

where 
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Since stationarity generally becomes less valid with 

distance from a sample, a tapering window rather than the 

uniform WR(x,y) of (4.41) could produce a better approxima

tion of a local ensemble average. However, this is 

equivalent to using fewer independent samples for the same 

window extent and would produce a larger estimator variance 

for small windows. As the computational complexity of a 

window depends more on its extent than on its functional 

form, this study has limited its investigations to the 

uniform window (4.41). 

The relations (4.37, 4.39, 4.40) allow evaluation 

of the spectral regression model parameters in terms of the 

complete discrete multispectral image. This complete image 

is the desired output of the reconstruction in a mosaic 

data compression system and is therefore not directly 

available. A good approximation to the multispectral image 

must then be found that is directly derivable from the 

mosaic data set. This is fulfilled by a spatial interpola

tion of the samples of each band of the mosaic up to the 

dimensions of the original scene. For example, if an N x 

N-pixel four-band scene is mosaic sampleo by the detector 

array of Figure 4.1, N/2 x N/2 samples per band are 

retained. An N x N interpolation of each band can then be 

generated as initial approximations for the regression 

reconstruction. 
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Estimation of the regression parameters u::;ing the 

interpolation images will induce distortions into the 

reconstruction. The estimate of the band means w ill in 

general have small error due to the low-pass nature of 

interpolation. Standard deviation estimates, however, will 

be smaller than for the or igina1 images. Examination of 

egns. (4.30), (4.33), and (4.36) will show that the 

standard deviations appear only as ratios in the regression 

coefficients, thus minimizing this effect on the recon

struction. The major effect of using initial interpolation 

approximations is an apparent spectral decor relation 

compared to the original bands; this will be seen in the 

simUlations discussed in Chapter 5. It should be noted 

that calculation of statistics using band samples directly 

from the mosaic data instead of an interpolation image is 

functionally equivalent to estimating from a nearest

neighbor interpolator; this has been shown to provide 

inferior accuracy in comparison with bilinear and cubic

spl ine fits. 

A block diagram of the mosaic compression system is 

shown in Figure 4.4. The mosaic array data may be directly 

PCM-coded or may go through further compression by 

predictive coding. At the receiver, after any predictive 

expansion the elements of each band are extracted from the 

mosaic image by subsampling and are then interpolated to 



MOSAIC 
SAMPLING 

TRANSMITTER 

DECODER r----

• 
INTERPOLATE 

FWD 
DPCM 
(OPT> 

REV 
DPCM 
(OPT) 

CODER 

r- SUBSAMPLE 
MOSAIC 

I 

SPECTRAL 
EACH r-,-. RECONSTRUCTION, ~ 
BAND 1) WINDOW 

2) ESTIMATE 
STATISTICS 

3) F,ORM PREDICTOR 

RECEIVER 

81 

E. "Go? .:. 

N 

Figure 4.4. Block Diagram of mosaic compression system. 
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full size. These interpolations are used as first 

approximations to an iterative spectral regression loop. 

In each iteration, the band means and standard deviations 

and the interband correlations are calculated over each 

window and used in the linear predictors for the missing 

pixels at the window center. 

Physjcal Considerations of Mosaic Arrays 

The choices of spectral band ranges and spatial 

resolution in a multispectral sensor system must be 

appropriate for the intended applications of the imagery. 

These choices are restricted by properties of the scene, 

properties of optical materials and detectors, hardware 

costs and reliability, and data storage capacity. Use of 

mosaic array compression adds the further constraints that 

estimator bands must be correlated with and have at. least 

as high spatial resolution as the reconstructed bands. 

In earth remote sensing applications wavelengths 

shorter than about .4 urn are of little interest, primarily 

due to ultraviolet ozone absorption and strong atmospheric 

scattering [Slater, 1980]. A further problem is the 

scarcity of suitable optical glasses or mirror coatings in 

this range IKingslake, 1978]. The visible and near 

infrared (IR), from about .4-2 urn, is of principal 

interest; atmospheric transmission is high and the avail

ability of optical materials and detectors is good. 
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Between 2 urn and the beginning of the radar range at about 

1 mm, strong absorptions from carbon dioxide and water 

vapor preclude most remote sensing uses except at the 

a tmospher ic w indo\'J S of 3-5 urn and 8-12 urn. Imaging 

detectors in this range are also difficult to design. 

Consideration must be given to how the image is 

acquired in two dimensions. A two-dimensional array of 

dimensions equal to a digital scene is possible, partic

ularly through use of modern charge transfer devices. Such 

a staring array wOllld take a "snapshot" of the scene. 

However, the dwell time of the image on the array must be 

small compared to any relative movement of the object and 

the imaging system in order to avoid motion blur. This can 

be alleviated by mechanical tracking during image acquisi

tion. Many remote sensing systems employ the relatiVe 

obj ect motion to reduce the complexity of the detector 

array. The Landsat MSS is an example of a whiskbroom 

system which uses satelli te motion in the track direction 

and a mechanical mirror scanner perpendicular to the track 

to present the scene to a small number of detector s. In 

the pushbroom scanner, the mechanical mirror is replaced by 

a linear oetector array perpendicular to the platform 

motion. 

Any of the three types of arrays, with alterations, 

can employ mosaic image cooing. The whiskbroom system of 
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the MSS uses six-element arrays per band parallel to the 

track, with the four bands extending across the track. A 

modification to four-band mosaic coding would be to alter

nate bands within each of two linear arrays, with different 

bands in each array. As the mirror is scanned the two 

arrays would be alternately activated. A similar pushbroom 

arrangement would have two parallel 'linear arrays lying 

perpendicular to the track with alternate sampling as in 

the whiskbroom modification; however, the arrays would not 

be alternately switched. The arrays would .have inactive 

per iods approximtely as long as the time for the image to 

traverse the width of the two arrays. Note that the 

whiskbroom, and to a lesser extent the pushbroom, allow 

oversampling (i.e. s > 1/2), which would reauce aliasing 

and could be employed to adj ust the data rate about the 

nominal valUes of the detector spacings. This is not an 

option in the two-dimensional full array as shown in Figure 

4.1. 

Mosaic detector elements corresponding to different 

bands might either be narrow-band devices of differing 

composition or consist of identical broad-band detectors to 

which are attached narrow-band spectral filters. Using 

different detector types has the advantage of providing the 

widest spectral range, from UV to the thermal IR. However, 

the employment of disparate elements in any large numbers 
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in a system (such as in a two-dimensional staring array) 

poses problems of multiple amplification and cooling 

requirements. Further, a very large spectral range is not 

desirable from the standpoints of interband spectral cor

relation, increasing spatial filtering of long wavelengths 

by the optical transfer function [eqn. (4.7)], and large 

chromatic aberrations in refractive optical systems. Of 

particular interest among broad-band detector s is the use 

of silicon CCD's, which have useful ranges of .4-1.1 urn. 

Such devices can be bonded or coated with a color filter 

array (eFA) , as described by Dillon, Brault, et al. [1978]. 

Here a three-band CFAwith 30 x 40 urn elements was fabri

cated by dye vapor transfer through gelatin photoresist 

windows into solution in a polymer base. 

Staring arrays have the drawback of requiring very 

accurate radiometric calibration of the large number of 

elements in order to reduce pattern noise. Susceptibility 

to such noise is especially important in mosaic compression 

systems as the difference between each element and its 

background is scaled into all missing bands at that site. 

Thermal IR arrays are at a particular disadvantage in earth 

remote sensing since signal variations are small compared 

to the pattern noise. These arrays must typically scan the 

image and employ phase-sensitive detection to achieve 

acceptable signal-to-noise ratios. This effectively 



precludes thermal IR mosaic staring arrays with current 

technology [Mil ton, 1980 I. 
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Assuming that the spectral bands, optical system, 

and detector technology have been specified, there remains 

the choice of the mosaic pattern so as to optimize the 

reconstruction without promoting excessive hardware com

plexity. Rectangular sampling grids are the rule in image 

scanning systems; however, other sampling geometries are 

possible. Optimally the focal plane would be completely 

covered with identically shapea elements. Among regular 

polygons only equilateral triangles, squares, and rectan

gular hexagons, called the regular tesselations, have this 

property [Ahuja and Schachter, 1983J. Of these the hexagon 

has the smallest maximum extent for a given area, followed 

by the square; this is an advantage in that the points 

within the tile are spatially more correlated for a given 

average intensity. Rectangular sampling has the advantage 

of separability into one-dimensional processes with 

straightforward hardware. However, hexagonal sampl ing is 

optimal for signals which are band-limited over a circular 

region of the transform plane, ~.n that it needs 13 percent 

fewer samples in a given area than rectangular sampling 

[Mersereau, 1979]. The hexagonal discrete Fourier 

transform is also about 25 percent more efficient than a 
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rectangular DF'!' due to greater symmetry, however, it is not 

separable. 

In apportioning bands to the mosaic, it must be 

ensured that every band is sufficiently close to those 

bands that will be used as estimators. Samples in 

hexagonal grids have six equivalent nearest neighbors, 

allowing for four bands with equivalent correlation 

properties. In rectangular sampling there are four 

nearest-neighbors and four next-near est-neighbors, 

providing equal sampling rates for four bands but with 

unequal spatial distances, as in Figure 4.1. As each 

sample forms the local basis for all other bands, a 

reasonable strategy is to place the bands of least spectral 

correlation at nearest points and the band of greatest 

spectral correlation along the diagonals, thus trading off 

spatial and spectral correlation. In such a scheme, a 

four-band system consisting of near-infrared (I) and 

visible red (R), green (G), and blue (8) elements would 

have the pattern shown in Figure 4.5. 

In other applications it is desirable to have 

maximum resolution in one band. Such is the case in a 

geometry suggested by Bayer [1976J for exploiting the 

sensitivity of the hUman visual system to scene luminance. 

In this system a lUminance-like band is sampled at twice 

the rate of two chrominance-llke bands. From eqn. 3.3, it 
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Figure 4.5. Example of a four-band mosaic array_ 
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is seen that the N'l'SC green tristimulus value predominates 

in the luminance Y; thus one assignment CQuld be that of 

Figure 4.6(a). An alternative system, in Figure 4.6(b), 

employs the relatively small blue sensitivity of the HVS. 

However, when arrays such as Figure 4.6(a) are used in 

interlaced video systems, unacceptable flicker may result. 

Sampling with a CeD array similar to Figure 4.6(b) which 

contains blue and red elements in every row reduces this 

effect considerably [Dillon, Lewis, and Kaspar, 1978]. In 

this system green-band high-pass information was directly 

added to the linearly interpolated low-pass red and blue 

information to enhance edges. Ochi et al. [1978] have also 
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describeCl a simpler structure using staggered linear ceD 

arrays with RGB sensitivities that is augmented by a method 

of copying the contents of vertical array elements directly 

into gaps in the mosaic where vertical correlation is 

considered 8ignif icant. 
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Figure 4.6. Bayer three-band mosaic arrays. 
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CHAPTER 5 

SIMULATIONS AND RESULTS 

Computer simulations of mosaic compression 

techniques were performed using the faei1i ties of the 

Digital Image Analysis Laboratory at the University of 

Arizona. Images were initially stored in a-bit refresh 

memory in the International Imaging Systems Model 7~E image 

processor hosted by a DEC PDP 11/70 minicomputer. All 

algorithms were implemented in Fortran code in douhle

precision floating-point representations of the image data~ 

the results were again stored in refresh memory. Original 

and reconstructed refresh images f and f were numerically 

compared by their normalized mean square error (NMSE): 

N N 

NMSE 
1=1 j=l 

N N 
(5.1) 

i=1 j=l 

Reconstructions were also visually evaluated for subjective 

quality, and characteristic artifacts or distortions were 

noted. 

The first test image, called here MSSl, is a 256 x 

256-pixel section of a 7-bit, 80 m IFOV Landsat MSS scene 

of the Twin Buttes area in southern Arizona. The four 
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bands of this image are shown in Figure 5.1. This location 

contains desert terrain contoured with surface mining and 

agricultural features. Figure 5.2 is a false color repre

sentation of this image, in which bands 7, 5, and 4 are 

Simultaneously displayed as red, green, and blue compo

nents, respectively. In this assignment the agricultural 

areas are colored red indicating their strong response in 

band 7. 

In order to evaluate how regression performance 

changes for higher sampling rates, the MSSI image was low

pass filtered to approximately half its original bandwidth. 

This new image, denoted MSS2, was constructed by spatially 

convolving MSSI with the separable ideal impulse response 

sine (x/2,y/2) windowed by a five-point Hamming function 

[Oppenheim and Schafer, 1975] which in one dimension is 

WH5 (x) 1. 54 + 
.46cos ("x/2), -2 ~ x ~ 2 

0, otherwise ( 5.2) 

The third test image, seen in Figure 5.3, is a 

256 x 256-pixel 8-bit section taken from a color infrared 

aer ia! photograph of Tucson, Ar izona. The three bands of 

this image, here called AERIAL, have a ground resolution of 

4 m and correspond approximately to near infrared, visual 

red, and visual green. 
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Figure 5.1. MSSI four-band test image. 
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Figure 5.2. MSSl, false color. 
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Figure 5a3 a AERIAL three-band test image. 
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The images MSSI and MSS2 were mosaic-sampled by the 

four-band array of Fig. 4.1, while the AERIAL image was 

sampled by the Bayer geometry of Fig. 4.6a with the visual 

red band in the high resolution configuration, due to its 

larger spectral correlation with both remaining bands. All 

images were then reconstructed from their mosaics by 

spatial PCC interpolation, spectral regression, and mosaic 

DPeM-coding with spectral regression; as a comparison, 

direct spatial DPCM compressions of the individual bands 

were simulated. 

Figure 5.4 is a plot of NMSE averaged over all 

bands versus the PCC parameter a of egn. (4.13). It can be 

seen that as the high-frequency content is reduced, the 

optimal a bas shifted from 0'. = 0 for under sampled (S -1/2) 

MSSI to a - -2/3 for the S- I case of MSS2. The smooth 

nature of MSS2 also accounts for overall very low inter po-

lation error compared to MSSI and AERIAL. For the AERIAL 

image, aopt = -0.5; however, comparison with MSSI is diffi

cuI t as the scene contents are very different. 

Spectral regression reconstructions employee esti

mators of one, two, and three banes for the MSS images, and 

one and two banes for the AERIAL image. For each estima

tor, square estimation windows of 3 x 3, 5 x 5, and 7 x 

pixels were tested. At every window location the local 

spectral correlation coefficients were calculated. The 
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Figure 5.4. Performance of PCC interpolation. 
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distribution of the spectral correlation coefficient 

between bands 4 and 5 of MSSI using a 5x5 window, shown in 

Figure 5.5, is typical. Although most coefficients are 

positive, from a peak at about 0.9 there is a smooth 

decrease through negative valUes to a minimum valUe of -

0.9. In first-oroer (i.e. one-band) predictors the sample 

band was always employed; the band with the largest corre

lation magnitude (other than the sample band) was chosen 

the other estimator in second-order predictors for the MSS 

images. Third-order predictors for MSS images and second

order predictors for the AERIAL image employed all 

remaining bands in the regression. If at any location the 

denominator of the regression coefficients in eqns. (4.33) 

or (4.36) was zero [equivalent to a zero determinant of [R] 

in eqn. (4.23) 1 then a first-order regression was used at 

the 6i teo 

It was suggested in Chapter 4 that the estimation 

of the spectral correlation coefficients from approximate 

images is subject to more error than are mean and standard 

deviation estimates. To test this, maps of the local means 

of bands 5 and 6 and local deviation ratios beteween bands 

5 and 6 for MSSI were generated from both the original and 

interpolated MSSI images. The NMSE between the mean maps 

was about .05 percent, approximately 10 percent the NMSE of 

the interpolation images; the maps were subjectively very 
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Figure 5.5. Typical distribution of spectral correlation 
coefficient, MSSl. 
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close, and the variances of the error histograms were 

small. The NMSE of the deviation ratio maps of the origi

nal and interpolation images was .12 percent; the errors 

were approximately Laplacian-distributed and fairly inde

pendent of edge locations in the scene. In fact, some 

edges had lower error than the scene average. By contrast, 

the bands 5-6 spectral correlation coefficient p 56 has an 

NMSE error of 3.9 percent. Figures 5.6 and 5.7 show MSSI 

band 5 along with maps of the spectral correlation coeffi

cients bet.ween band 5 and bands 4, 6, and 7, as calculated 

over a x 5 window. Figure 5.6 was generated from the 

original bands, while Figure 5.7 used the optimal pee 

interpolations images of these bands. It is seen that 

mosaic sampling followed by interpolation serves to decor

relate the spectral bands. For example, an edge in one 

band undergoes a shift in another band equal to the spacing 

between samples of the two bands. This error both degrades 

and is partially correctable by spectral regression 

reconstruction. 

Figures 5.8, 5.9, and 5.10 are plots of average 

error of MSS1, MSS2, and AERIAL, respectively, for the 

three window sizes. TfJ:e curves represent the optimal PCC 

interpolator, spectral regressions using statistics calcu

lated from the original bands, and the best iteration of 

spectral regression using the optimal interpolator as the 



Figure 5.6. MSSl band 5 with correlation maps between 
original bands. 
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Figure 5.7. MSSl band 5 with correlation maps between 
interpolated bands. 
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Figure 5.8. NMSE vs. window-size, MSS1. 
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initial estimate image. In the under sampled cases of MBSI 

and AERIAL, all regressions are noticeably superior to 

spatial interpolation, while" the regressions using original 

statistics have the best performance, as expected. In 

these latter reconstructions the error increases with the 

window size, whereas the iterative regressions have minimum 

error for the 5 x 5-pixel window. This may be due to an 

insufficient number of independent samples in the smallest 

window of the approximate image producing a large variance 

in the estimate of image statistics, while over much larger 

windows the stationarity assumption is not justified. The 

very close performance of second- and third-order predic

tors using the original images for MSSI and MSS2 indicates 

that these images are well-described by a second-order 

regressive process. This may be of use in the mathematical 

modelling of multispectral scenes. 

For the adequately sampled MSS2 image, the optimal 

PCC interpolator is comparable in error to the iterative 

regression reconstructions. The behavior of these 

regressions is also similar to that of the original-image 

regressions, reflecting the accuracy of the initial 

interpolation estimate. In this case, the added complex! ty 

of spectral regression makes spatial interpolation an 

attractive alternate reconstruction choice. 
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The compression ratio can be decreased for lower 

error by overlapping samples in scanned systems but cannot 

be directly varied in staring arrays at a fixed image 

magnification. In this case the bit rate is the ratio of 

the word length per mosaic sample to the number of bands, 

Le., 7/4 = 1.75 bits per pixel for MSSI and MSS2, and 8/3 

= 2.67 bits per pixel for AERIAL. The hit rate can be 

further reduced, however, by predictive coding of the 

mosaic samples. The linear predictors would then be 

similar to those described in Chapter 2, e •. 9. use of 

samples 1 and 3 in Figure 2.3 to predict sample 0, only now 

these indices would refer to the nearest horizontal and 

right diagonal samples wi thin the same band as sample O. 

The plots in Figures 5.11, 5.12, and 5.13 compare 

the error versus the effective bit rate of PCM spectral 

regression and optimal PCC interpolation to first- and 

second-order OpeM performed directly on the original hand 

images of MSS1, MSS2, and AERIAL. Figures 5.14, 5.15, and 

5.16 display the performance of OPCM-coding of the mosaic 

followed by spatial interpolation, and of iterative 

regression reconstruction of the OPeM-coded mosaic. 

As shown in Figure 5.11, the best iterative 

regression reconstruction has error comparable to second

order opeM at an equivalent bit rate, while interpolation 

performs somewhat worse. The best spectral regression case 
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using original statistics has an error equivalent to DPCM 

at more than twice the bit rate. It is interesting to note, 

that if the mosaic is DPCM-coded at four bits per mosaic 

sample for an effective rate of one bit per pixel, then 

regression reconstruction produces very Ii ttle ada! tional 

error over PCM regression. Similar behavior occurs in 

Figure 5.12 for MSS2, with all mosaic methods including 

interpolation outperforming DPCM. In the AERIAL image, as 

shown in Figure 5.13, the situation is different; here DPCM 

has better average performance than spectral regression. 

In the three-band configuration the less-sampled bands 

occur no more frequently than in the four-band array, yet 

they are used to predict fewer bands; apparently the 

higher-resolution band is not sufficiently compensating for 

this. 

In Figures 5.14, 5.15, and 5.16, little difference 

is seen between first- and second-order mosaic DPCM for 

four-bit coding of the mosaic samples; these cases slowly 

diverge as the bit rate decreases. Again, the MSS2 plot 

demonstrates that the spatial interpolator is sufficiently 

accurate to allow little fUrther improvement from spectral 

regression. Direct-DPCM errors are shown in these plots 

for 1 bit per pixel solely as a reference; non-adaptive 

DPCM is generally not employed at this low data rate. 
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Although NMSE is a useful measure of radiometric 

accuracy, it can be deceptive in that images reconstructed 

by disparate techniques may have qui te different 

appearances for the same numerical error. The subjective 

effect of spectral regression upon mosaic reconstructions 

may be examined with reference to the detail of the origi

nal band 5 of MSS!, shown in Figure 5.17. All information 

that will be used to reconstruct the four bands of NSSl is 

contained in the mosaic image of Figure 5.18. Optimal 

spatial interpolation of the mosaic samples results in 

significant blurring of edges, as can be seen in Figure 

5.19. The best spectral regression reconstruction using 

original statistics, employing a two-band predictor over a 

3 x 3-pixel window, is shown in Figure 5.20; only the 

slightest degradation at some edge points is visible. The 

best iterated regression using approximate statistics is 

shown in Figure 5.21. In this case, which used the second

iteration result of a first-order estimate over a 5 x 5 

window, slight alternate-pixel noise at edges and an 

alteration in texture in lOW-contrast regions are detect

able. However, edges are sharp and visibly super ior to 

spatial interpolation. In contrast, Figure 5.22 displays 

the result of second-order DPCM coding at 2 bits per pixel 

for band 5. Unlike the regression reconstruction at a 

comparable bit rate, the principal degradation is granula-
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Figure 5.17. MSSl band 5 detail, original. 
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Figure 5.18. MSSl detail, mosaic. 
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Figure 5.19. MSSl band 5 detail, spatial interpolation. 



Figure 5.20. MSSI band 5 detail, spectral regression 
using true statistics. 
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Figure 5.21. MSSI band 5 detail, spectral regression 
using estimated statistics. 
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Figure 5.22. MSSI band 5 detail, spatial DPCM, 2 bits 
per pixel. 
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rity noise. This is combined with slope-overload edge 

blurring for first-order DPCM at this compression rate. 
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Figures 5.23 and 5.24 are mosaic second-order DPCM 

regression reconstructions of band 5 for 1.0 and 0.5 effec

tive bits per pixel, respectively. As is expected from the 

error plot of Figure 5.11, there is very little additional 

degradation evident compared to the PCM regression of 

Figure 5.21. For the 0.5 bit per pixel case, the effect is 

similar to a combination of 2-bit DPCM granularity noise 

and 1.75-bit regression distortion. 

False-color versions of the scene detail allow 

visual evalUation of the spectral properties of compression 

errors. Compared to the original MSSI color detail in 

Figure 5.25, the spatial interpolator of Figure 5.26 

displays color blur as well as spatial blur. However, the 

iterative regression reconstruction of Figure 5.27 shows no 

pronounced color defects. This is not the case for DPCM, 

however; the 2-bit second-order DPCM result of Figure 5.28 

demonstrates that the granularity noise of the individual 

bands is spectrally uncorrelated, producing a' color noise 

more noticeable than its monochrome counterpart. 

Although the mosaic sampling method assumes the 

availability of powerful processing capability at the 

receiver as the price of transmitter simpliCity, considera

tion must still be given to the computational requirements 
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Figure 5.23. MSSI band 5 detail, regression wi th mosaic 
DPCM, 1. a bit per pixel. 
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Figure 5.24. MSSl band 5 detail, regression with mosaic 
DPCM, 0.5 bi t per pixel. 
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Figure 5.25. MSSI color detail, original. 
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Figure 5.26. MSSI color detail, spatial interpolation. 



Figure 5.27. MSSl color detail, spectral regression 
using estimated statistics. 
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Figure 5.28. MSSl color detail, spatial DPCM, 2 bits 
per pixel. 

128 
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of adaptive spectral regression algorithms. One measure of 

computa tional complexi ty is the number of required ar i th

metie operations. Without the use of any unusual program 

optimization techniques, the number of computations in the 

regression routines was found to be relatively independent 

of predictor order number, but increased significantly with 

estimator window size. Table 5.1 is a count of arithmetic 

operations per pixel for each case assuming a 256 x 256 

image; data retrieval and storage costs are not included. 

The slight decrease in operations for the second

and third-order cases was due to a minor alteration in the 

algorithms to improve efficiency. It is seen that the 

complexity increases by approximately a factor of two for 

each increase in window sizee By comparison, the total 

number of operations per pixel employed in the first- and 

second-order DPCM simulations was 76 and 88, respectively, 

for a four-band image. 

The ratios of operation counts of Table 5.1 is 

generally confirmed by the average recorded run times per 

iter_ation of the regression algorithms in single-user mode, 

given in Table 5.2. The data acquisition time is seen to 

be small in comparison with computational time, while the 

average ratio of operations between window sizes is 

approximately 1.8. 
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Table 5.1. Average number of operations per pixel per 
iteration. 

Regressj on Order No Window Size (Pixels) 

478 

449 

621 

1198 

1011 

1183 

Table 5.2. Average time (minutes) per iteration. 

Regressj on Order No 

15 

17 

19 

Window Size (pixel s) 

29 

32 

33 

2278 

1853 

2025 

53 

53 

55 
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The run times listed in Table 5.2 illustrate the 

importance of rapid convergence of regression iterations to 

a minimum-error reconstruction. In general, the number of 

iterations is relatively insensitive to window size but 

increases for higher regression orders. Fortunately, as 

indicted by Figures 5.8-5.10, first-order iterative 

predictors produce optimal or near-optimal reconstructions; 

for these estimators a minimum error was aChieved in from 

one iteration (MSS2) to three iterations (AERIAL). At an 

extreme, up to twelve iterations were perfqrmed on MSSl for 

the second-order 5 x 5 regression without finding a 

minimum. 



CHAPTER 6 

SUMMARY AND RECOMMENDATIONS 

spectral regression estimations of mosaic data 

provided equivalent or lower average reconstruction errors 

compared to second-order DPCM for the two four-band 

simulations at 1.75 bits per pixel but higher error for the 

three-band image at 2.67 bits per pixel. In all cases 

regression resu! ts were super ior to optimal PCC spa tial 

interpolation. The reconstructed regression images 

displayed sharp edges with some visual edge noise and 

texture distortion in regions of low contrast. When 

spectral regression was combined with four-bit spatial DPCM 

coding the effective bit rate was reduced by half with only 

a slight increase in error. This illustrates tthe disjoint 

nature of the redundancies that are exploited by the 

spectral and spatial predictors. 

In low-contrast regions where interband correlation 

is also low the estimator is heavily weighted by the 

estimated band mean as calculated over the window. For 

large windows this can result in excessive smoothing and 

could contr ibute to the observed texture shifts. An 

improved technique would be to locally adapt the estimator 

window size. Tapering the window should also theoretically 

provide a more stationary parameter estimate, although the 
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amount of improvement available over rectangular windows of 

var iable size may be questionable. 

The error difference between iterative regression 

reconstructions and regression estimates based on original 

statistics as seen in Figures 5.11-5.13 and the visual 

quali ty of Figures 5.20 and 5.21 indicate that parameter 

estimation rather than the regression model itself is the 

limiting factor in reconstruction performance. The 

interpolation images used as initial approximations provide 

an erroneously low estimate of spectral correlation, as 

seen in Figures 5.6 and 5.7, and thus incur mean smoothing. 

Simulations were performed which multiplied interpolation

estimated correlation coefficients by a constant factor of 

1.5: a slight (about 3 percent) improvement in NMSE for the 

MSSI image was noted. The investigation of more 

sophisticated methods of "second-guessing" the 

interpolation correlation maps should be pursued. 

Another approach is to seek more accurate spatial 

interpolators. For example, pee interpolation could be 

made spatially adaptive. The simplest modification would 

be to use different a parameters for the horizontal and 

vertical directions, while full adaptation would modify 

these parameters at every image point. The optimal a. could 

be tied to the scene content by model 1 ing the image as a 

spatial Markov process. The resulting power spectrum could 
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then be used to predict the variation of reconstruction 

error as a function of 0.. The choice of local Il would 

then involve a measurement of the local spatial correlation 

coefficient. This procedure would also be useful for non

adaptive PCC interpolation as otherwise the choice of 0. 

must be based on visual quality or previous experience with 

similar imagery. 

One problem in the practical implementation of 

iterative spectral regression is the identification of 

optimum iteratic..n number in the absence of a measure of 

reconstruction error. In general, the image variance 

increases from the smooth interpolation estimate with each 

iteration; perhaps a study of the rate of increase would 

yield a reasonable criterion, such as an inflection point, 

for terminating the regression loop. 

The accuracy of spectral regression in multi

spectral image modelling may have applications outside of 

mosaic sampling. An obvious choice is the incorporation of 

a spectral predictor into a spatial-spectral DPCM scheme. 

However, locally adaptive parameter estimation as used in 

the mosaic simulations would pose a heavy computational 

burden on the transmitter; the degree of improvement that 

nonadaptive spectral prediction would provide over a simple 

increase in the order of a spatial predictor is an open 

question. 
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FUrther uses of spectral regression modelling could 

include employing the covariance function that most closely. 

resembles the best spectral regression model of a data set 

to derive Karhunen-Loeve coefficients for a spectral 

transform coder. Another application could be the post

processing of mUltispe,ctral images that bad been DPCM-

coded. As seen in Figures 5.26 and 5.27, such imagery bas 

characteristic granularity noise which is spectrally 

uncorrelated and is thereby more noticeable in color 

displays than in individual bands. An adaptive filter 

might be devised which would spatially average the 

individual bands based on the departure of band samples 

from local regression estimates. 
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