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upon which character stream is being directed to the 

network console terminal (see Sections AI.4.4.27 and 

AI.4.4.28). It may be termed a "watchdog" routine. LISTEN 

is the means by which RAPNET determines that it requires 

operator attention, and by which it "beeps" to get it (as 

yet, there is no way to make a terminal "bark"). 

5.2.5 Hardware Driver 

Because the console terminal service is so deeply 

embedded in the RT-II operating system, it was necessary to 

implement an entire terminal handler for use by RAPNET to 

obtain the control desired over the composite system. 

The RAPNET terminal handler is partly in module 

NETLNK, along with the interrupt handlers for the network 

serial links. The two handlers TK: and TP: comprise the 

rest of the terminal handler (see Section 3.3.3). The 

terminal handler implements character interception and data 

stream switching 

Sections Al.4.4.27 

as described in Section 3.3.2 (see also 

and AI.4.4.28). Physical input and 

output to the console interface is controlled by input and 

output interrupt routines which interface to higher level 

abstractions through input and output ring buffers. If the 

terminal handler is not relaying input to RT-II, then each 

input character is looked up in tables to determine whether 

it is special or ordinary. The interrupt routines, tables, 

data stream routing code, and special character routines 



are all located in NETLNK. 

Serial-link 

responsibilities. 

interrupt 

The input 

code has 

interrupt 
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very simple 

handler must 

determine the beginning and end of incoming messages, and 

signal end-of-message to higher levels of RAPNET. The 

output interrupt handler outputs bytes until the output 

ring buffer is empty, at which point it may signal higher 

levels of RAPNET. Both input and output interrupt code use 

ring buffers to synchronize with higher layers. 

5.3 NETMGR 

The NETMGR is responsible for communicating the 

operator~s desires to the appropriate satellite task, and 

for providing the operator with information about the state 

of the network. Hence, NETMGR is primarily interactive. 

NETMGR is considered to be almost all managerial layer, and 

is a tree-structured set of command interpreters (see 

Section AI.4.1). All invocations in this tree-structure 

are by subroutine call. A base module, NETNMO, contains 

common routines used by all command interpreters and a main 

command loop, which calls routines to process commands. 

These routines may be lower-level command interpreters. 

Other command interpreters, lower in the hierarchy, are 

contained in additional modules NETNMx (x > 0). Figure 6 

shows the relative organization of the NETMGR modules. 
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5.3.1 The Base Module (NETNMO) 

Because NETMGR is a task, like any of the SATMGR, 

it must perform its work in such a way that it is suspended 

while waiting (for anything). This is absolutely necessary 

if NETMGR is not to block other tasks which are ready to 

run. The base module contains the interactive I/O routines 

which perform the necessary suspensions when waiting for 

input or output to be completed. Other command-interpreter 

modules use these I/O routines to avoid unneccessary 

duplication of code and also to unify the treatment of 

interactive I/O at all levels of the command-interpreter 

structure. For the latter reason, symmetry, the base 

module also contains the command parser. 

5.3.1.1 Parsing (LOOKER) 

The treatment of all RAPNET command keywords has 

been unified in a command table structure and a single 

keyword parsing routine, LOOKER. Through linkage 

registers, LOOKER is directed to both the string to test 

and the table to search, and thus can be used at any level 

of the command interpreter tree. The table structure was 

selected specifically to make addition or changing of 

commands simple. Command prototype texts can be easily 

edited to conform to a RAPNET operator's native tongue. 

LOOKER's duties are fairly simple~ it either 

returns with the address of the appropriate routine to 
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call, or an indication (carry bit set) that the keyword 

string was not in the table. Since keyword recognition 

policy is centralized in LOOKER, it is also possible to 

implement uniform changes 

abreviations of keywords 

in parsing, 

(not allowed 

such as allowing 

now unless the 

abreviation is a specific table entry). A side effect of 

the RT-ll LINK program (which links object modules into 

machine executable code), is that unresolved addresses 

appear as zero in the executable code. When LOOKER returns 

a zero address, therefore, RAPNET can tell that the 

associated command routine has not been linked. 

5.3.1.2 Getting a Line (LINER) 

LINER gets a line from an input medium into a 

working line storage area. All details of task suspension 

while waiting for input are handled by LINER. The input 

medium may be either the console terminal or a device/file. 

This facility for switching input media is used in command 

file implementation and also by the error reporting system. 

5.3.1.3 Putting Out a Line (TTYOUT) 

All interactive console terminal output goes 

through TTYOUT. Details of task suspension (output ring 

full) are handled by TTYOUT. At this time, there is no 

provision for directing output to a file or device. Such a 

provision would be required to implement higher level 

supervisory functions as discussed in the next section. 
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5.3.1.4 Command Files (COMFIL) 

A command file routine, COMFIL opens an indicated 

device/file (indicated by the current input line), and 

changes the input medium to reflect this. COMFIL is used 

by any routine wishing to change the input medium for 

LINER. Since the current input line may have been supplied 

by a command file, command files can be nested until either 

available channels or available buffers are exhausted, 

whichever comes first. 

The utility of COMFIL and LINER working together is 

great. The combination allows NETMGR routines to obtain 

line input from a standard input routine (LINER) without 

worrying about details. For example, the error reporter 

uses the LINER/COMFIL combination to search the report text 

file for a text. 

The command file facility was also intended as a 

"hook" for future expansion of RAPNET. In its present 

form, RAPNET enables relatively simple control of programs 

running on the network. Using the command file facility, a 

supervisory program running somewhere in the network can 

command RAPNET using a pseudo-link (see Section 3.3.1). 

Such a supervisory program would implement higher level 

policy and more complicated error recovery procedures at 

the network level. This separation of prospective higher 

level policy functions is intentional. The separation 

provides modularity and maintains relative simplicity at 
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the RAPNET level. Since the supervisory program can run 

anywhere in the network, memory constraints on the 

supervisor are considerably relieved. Substantially, the 

supervisory program may be considered separately from 

almost all implementation details of RAPNET. Because of 

the tabular form of RAPNET interactive commands, the human 

interactive text forms can be easily changed to one or two 

byte commands more convenient for program-program 

interactions. Error reports, stored in a report file, can 

also be tailored to forms which are machine-readable. The 

interface between RAPNET and a higher level supervisory 

program is therefore quite general and easily tailored. No 

standards or protocols have been established at the present 

time, however. 

5.3.2 Dynamic Symbolic Debuggers 

Three debugger modules were written during the 

course of RAPNET development to test various parts of 

RAPNET software. "Dynamic" means that the debuggers 

execute as a task (part of NETMGR), and so execute 

concurrently with SATMGR tasks. "Symbolic" means that the 

debuggers understand the symbols used in RAPNET source 

code. There is a memory viewer (NETNMl), a buffer viewer 

(NETNM4), and a routine exerciser (NETNM3). These modules 

would not be linked for normal RAPNET operation. As 

mentioned in Section 5.3.1.2, attempting to invoke an 



91 

unlinked debugger will result in a *MODULE NOT LINKED* 

message. The debuggers are discussed here in case the 

reader contemplates changes to RAPNET. 

5.3.2.1 The Memory Viewer 

The memory viewer allows the operator to view and 

change data in the RAPNET impure area. The RT-ll LINK 

program can produce a symbol table which connects source 

code symbols with their values in the executable code 

module. While it would have been nice to use this LINK 

feature, it could not be done, since insufficient 

information is provided in the LINK symbol table. Instead, 

DEBUG is driven by tables, which contain the symbol and 

other information. DEBUG commands, of course, follow the 

tabular form required by LOOKER (Section 5.3.1.1). A table 

entry must be made in DEBUG source code for DEBUG to be 

aware of a data item. DEBUG table entries tell DEBUG the 

size (in bytes) of the data item, which slot it occupies, 

wheth~r it is read-only, and a location or absolute offset. 

The data item is accessed merely by typing its symbolic 

name. Other short commands allow the operator to step 

through multiple byte items, change values, or exit the 

debugger. The read-only field in DEBUG tables prevents the 

operator from inadvertently modifying critical data items. 

Since DEBUG runs concurrently, it is quite useful for 

monitoring the progress of a SATMGR task being debugged. 



5.3.2.2 The Buffer Viewer 

A buffer viewer, BUFFER, very 
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similar in 

construction to the memory viewer, allows access to the 

block buffers used by RAPNET device I/O. For similar 

reasons, the buffer viewer is driven by tables identical in 

form to the memory viewer, and has an identical command 

structure. 

5.3.2.3 The Exerciser 

An exerciser module allows the operator to invoke 

subroutines and tasks by symbolic name and examine the 

results of their operation. EX is table driven like the 

other two debuggers. There is a difference between 

subroutine testing and task testing~ subroutines are called 

from the same task which runs EX, that is, NETMGR~ tasks 

are dispatched using one of the slots, different from the 

NETMGR slot. In the case of subroutine calls, the 

registers may be preset before the call and examined after 

the call. In both subroutine and task testing, DEBUG is 

available to preset data areas and examine the results of 

execution afterwards. 

5.3.3 Command Implementers 

When a command keyword is detected in the main 

command loop (in NETNMO), a command implementer routine is 

called. Since we have a tree structure, the command 

implementer may itself be another command loop. A command 
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loop is a segment of code which parses inputs, calling 

implementation routines for each keyword detected, until 

the loop reaches a terminating input (for example, control 

C is a terminating input for all command loops). 

Eventually, the path through the command interpreter tree 

must result in a call to an action routine. The actual 

commands now available in RAPNET are listed and described 

in Section 

commands are 

AI.4.4. 

contained 

Command implementers 

in modules NETNM2, 

for RAPNET 

NETNMS, and 

NETNM6 (although the debuggers may also be considered 

command implementers). Code in these modules 

additional command loops and action routines. 

consists of 

NETNM2 has 

code for commands which require more than a "SAT" or "SLOT" 

designation (see Section AI.4.2). NETNMS contains code for 

commands requiring only a "SAT" or "SLOT" designation for 

execution. NETNM6 contains code for the error reporter ana 

logger. 

In the execution of any RAPNET command, there are 

several steps. First, sufficient data is obtained from 

input to completely specify what is required. This data 

collection is usually the responsibility of a subsidiary 

command loop, which outputs a unique prompt string when 

more input is required. Then, command dependent checks are 

done to determine if the command should proceed. Finally, 

a data record is modified or data is output to the console 

terminal. A SATMGR task may also be awakened to respond to 
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the command, or be killed. During these steps, error 

detection may result in aborting the command, with an error 

message. 

5.3.4 Error Reporter and Logger 

Although the error reporter and logger is a command 

implementer, it is sufficiently important than it is dealt 

with here separately. An external functional description 

is given in Chapter A1.G.O. Here we describe how these 

functions are implemented. 

5.3.4.1 First Tier - Immediate Response 

The first tier of the two-tiered system is 

implemented in modules NETDIS and NETEMx. The dispatcher 

module, NETDIS, contains the unmappab1e portion of the 

error manager; modules NETEMx may be mapped. The first 

tier handles immediate error recovery and queues an error 

code in the affected task~s error queue. For SATMGR tasks, 

there are exactly two 

non-fatal and fatal. 

in RO is queued in the 

possibilities for error recovery: 

In non-fatal errors, the error code 

satellite error queue, an error 

count is incremented, and a normal subroutine return is 

made (the error manager is always called as a subroutine). 

Non-fatal errors are used for reporting changes in status 

as well as reporting correctable errors. Fatal errors do 

not do a subroutine return, but instead disable the 

associated serial-link interface and retire the SATMGR 
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task. It should be realized that the attached satellite 

computer may continue processing, even though the 

associated host computer SATMGR task has been shut down. 

NETMGR errors must be dealt with differently. 

Since the NETMGR is the only method by which the system 

operator can control the network, shutting down NETMGR 

would be disastrous. Therefore, a fatal NETMGR error 

results in a complete reset of the "NETMGR task, and 

immediate re-dispatch. An error code is queued to tell the 

operator what the cause of the reset was. 

The first-tier error manager distinguishes between 

fatal and non-fatal errors by the fact that non-fatal codes 

are negative l6-bit integers, while fatal codes are 

positive. Considerable flexibility is maintained because 

all source language error codes are symbolic, of the form 

Exxxxx, where xxxxx is a 5 digit integer. Actual error 

code values may therefore be redefined in a preamble file 

when assembling RAPNET modules. Symbolic error codes are 

usually used in only one place, although several symbolic 

codes may have the same numerical value. When an error 

code is queued, it is queued as a positive number, 

left-truncated to a byte. Zero is not a code, so the 

number of distinguishable error codes, after queueing, is 

255. 
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5.3.4.2 Second Tier - Reporting 

The second tier of the error reporting system has 

the responsibility of telling the RAPNET operator what 

happened. This tier must attract the operator~s attention, 

and, when given permission, output a report. The 

operator~s attention is attracted under the auspices of the 

LISTEN watchdog routine (Section 5.3.4). If the error 

count is non-zero, LISTEN will ring the terminal bell every 

tenth time LISTEN is activated. This means the bell will 

ring either once every second or once every ten seconds 

when a report is pending. 

5.3.4.2.1 Reporter 

Module NETNM6 

Activated by operator 

contains the 

command or by 

error reporter. 

the logger, the 

reporter examines the error queues of all tasks for queued 

error codes. When queued codes are found, the error count 

is decremented, and each queued code is unqueued and 

reported, one at a time. The reporter continues until all 

pending codes have been reported, and the error count is 

zero. 

Reporting an error code consists of two steps: 

outputting a line indicating task and code (in octal), and 

outputting a (multi-line) text. Output is done to either 

the console terminal or to a device/file. The second step 

involves searching the file ERROR. NET for a (possibly 
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multi-line) report text prefaced by an octal number 

corresponding to the error code. The start of a text is 

detected by the fact that the line starts with an octal 

number. The text is output to the current output medium. 

The LINER/COMFIL combination is used for the report file 

search. The two-step procedure ensures that the RAPNET 

operator will get at least some information, even if there 

are problems with the system device. 

5.3.4.2.2 Logger 

The logger (in NETNM6) is the means by which the 

RAPNET operator makes the system generate reports 

automatically. This would be the case if the system were 

left unattended, for instance. The operator commands the 

logger to run, and the logger then either reports (if any 

are pending) or suspends itself (as task NETMGR) until an 

error occurs. The logger uses the reporter to generate the 

actual reports; it is the duty of the logger to detect when 

reports are pending, and then to output the time of day, 

and to call the reporter. If logger output is to a file or 

device, then the logger must establish an I/O channel to 

the file or device, and append the new output. The logger, 

therefore, has five parts: detection, I/O preparation, 

time-of-day, reporting, and shutdown. 

Pending reports are detected by watchdog routine 

LISTEN, which causes the logger to be activated. The 
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logger may also be activated by typing a <cr>, which will 

cause the logger to terminate, and NETMGR main command loop 

operation to resume. 

When the logger is activated, it first prepares the 

output medium for use. Since the logger does not 

necessarily log to the console terminal, this may involve 

changing the output interface address, or opening a channel 

to a device/file. If the output medium is a file, the 

logger must re-write the old file to the new version, since. 

this is the only way that new data can be appended to files 

under the RT-II operating system. 

When a current output medium is established, the 

logger obtains the time-of-day and writes it to output. 

Then the logger calls the reporter, whose output has also 

been redirected to the current ouput medium. NETMGR task 

suspension for I/O delays is automatic, so that logger I/O 

does not hold up "ready" SATMGR tasks. 

After reporting is complete, the logger shuts down 

and suspends itself waiting for more error activity. The 

shutdown procedure involves closing open device/files and 

returning the output I/O system to the condition previous 

to the logger activation. 

5.3.4.2.3 Logdevice 

The logdevice command implementer (in NETNM2) sets 

up an alternative output medium for use by the logger. The 
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requested output medium is tested for existence, and the 

NETMGR data structure is annotated to indicate that a valid 

alternative output medium has been selected. The logger 

uses this information to specify and prepare a current 

output medium, as described in Section 5.3.4.2.2. Since 

the output medium may be specified as a serial interface or 

a device/file, it is logdevice~s responsibility to 

determine which, and to apply an appropriate existence 

test. 

5.4 SATMGR 

Unlike NETMGR, which was almost all managerial 

layer, there are three layers in SATMGR tasks. Nor is 

SATMGR interactive~ instead, SATMGR responds to stimuli 

from NETMGR and from the satellite computer it oversees. 

Stimuli from the satellite computer come in the form of 

messages received, while stimuli from NETMGR come in the 

form of entries in SATMGR data areas and activation of the 

SATMGR task. The NETMGR task is, in this sense, superior 

to SATMGR tasks, since it can activate or kill them. The 

communication interface between tasks is therefore 

uncomplicated~ data is communicated by changes in SATMGR 

data areas~ NETMGR activates or kills SATMGR tasks. 

It is important to realize that the pseudo-links 

described in Section 3.3.1 are not involved in 

NETMGR-SATMGR inter-task communication. 
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Instead, the virtual channel I/O system maintained by each 

SATMGR supports pseudo-link communication among application 

programs running on the network. Inter-task communication 

between RAPNET internal tasks is strictly by shared memory. 

Figure 7 illustrates the relative organization of 

the SATMGR modules. The layer structure is emphasized. 

5.4.1 SATMGR Managerial Layer 

The managerial layer is contained in modules 

NETSMx. This layer is responsible for RAPNET policy 

towards satellite computers, and for this reason does not 

correspond directly to any ISO layer. The layer is 

constructed as subroutines, which call other subroutines 

lower in the SATMGR hierarchy. When SATMGR is activated 

from the "idle" state, it is called as a subroutine at its 

"idle" entry. 

5.4.1.1 "Idle" or Starting Entry 

Since SATMGR is considered as a task which will do 

one item of work on each invocation, the first job is to 

find out what to do. The "idle" entry and code to figure 

out what to do are located in module NETSMO. SATMGR polls 

its data structure to find out why it was activated, and 

then calls subroutines to deal with whatever it was. A 

priority structure is imposed by the polling order, which 

is: 

deadstart 
watchdog timout 



command from NETMGR 
message arrival 
download in progress 
channel operation done 
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If SATMGR was activated for deadstart, then the deadstart 

sequencer is called and the attached satellite computer is 

awakened. Otherwise it is assumed that the attached 

satellite is alive and well. 

5.4.1.2 watchdog Timout 

A watchdog timout occurs when an attached satellite 

computer has been inactive (message-wise) for a watchdog 

timout period. From SATMGR~s point of view, this occurs 

when SATMGR is activated from the "idle" state by a 

watchdog timer. Such watchdog timers are set whenever a 

normal satellite activity is completed; watchdog timers 

will not time out if intervals between satellite messages 

are less than the watchdog period. Watchdog code is 

located in module NETSMO. 

The purpose behind the watchdog timers is twofold. 

First, sick satellite computers are detected within several 

watchdog periods. Second, "stuck" messages (Section 4.1.1) 

are jogged loose. The watchdog timout code executes a 

simple policy; if this is the Nth-l timout without 

response, send a message requesting response; if this is 

the Nth timout without response, call the error manager. N 

is an assembly-time parameter. 
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If there is no satellite generated message 

activity, then the effect of the watchdog policy is to 

provoke a response message every watchdog period. 

5.4.1.3 Command From NETMGR 

Commands from NETMGR manifest themselves as a flag 

byte in the SATMGR data area plus a command code and other 

information. As in all of RAPNET, SATMGR determines what 

to do by looking up the command code in a table (using 

SEARCH) and calling the command implementation routine 

listed in the table. This table driven structure for 

determining alternative actions is used globally throughout 

RAPNET. It is, in effect, a PASCAL "case" statement. Each 

command, therefore, has a command implementation subroutine 

which is independent of other commands (except that some 

routines use common code sections to save memory). Command 

implementation routines are located in module NETSMI. 

NETMGR protects SATMGR against mUltiple commands; if SATMGR 

is already busy with one command, the operator is not 

allowed to issue another (to the same SATMGR task). 

The general procedure for executing commands from 

NETMGR involves a handshake between SATMGR and the 

satellite it controls. The first step in processing any 

command is to mark the command as being "in-progress". 

Then any virtual channels required for I/O during command 

execution are prepared, and command execution is initiated 
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by telling lower levels to send numbered bootstrap 

messages. The command continues in the "in-progress" state 

until the satellite computer returns a message indicating 

that the bootstrap command has executed. At this point, 

SATMGR updates its knowledge of satellite state, informs 

the operator that his command has been completed (using the 

reporting system), and marks the command flag as ready for 

another command. Since there are delays in sending and 

receiving messages, there is clearly a time during which 

satellite condition is unknown. 

During some commands (DOWNLOAD, UPDUMP), multiple 

messages may be passed between satellite and host. This is 

not a problem, because the "in-progress" condition of the 

command prevents additional commands from interfering. 

Under any circumstances, the terminating condition of the 

multiple message command occurs as a result of a message 

received from the satellite computer. The effect of this 

policy and the watchdog policy is that the operator will 

have notification of the state of his satellite computers 

by receipt or non-receipt of messages. 

5.4.1.4 Message Arrival 

Upon arrival, messages increment 

message counter. SATMGR deals with 

an incoming 

each message 

sequentially, decrementing the message counter for each 

message processed. The SATMGR managerial layer calls the 
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decapsulator routine in the datal ink laye~ to decapsulate 

the incoming message. The decapsulator returns the message 

type (see Chapter 4.0) and an error code, if errors 

occurred. If the message was received correctly, one of 

three message handling subroutines, appropriate to the 

message type, is called to respond to the message. 

When messages are received in error, then the error 

code is looked up in one of those ubiquitous tables and the 

correct error handling routine is called. Message error 

routines are in module NETSM4. Response to messages 

received in error is of two types. Either a message is 

sent back to the satellite to try to correct the situation, 

or a fatal error is declared through the two-tiered error 

system. 

5.4.1.4.1 Control Messages 

An incoming control message is looked up in a table 

(in NETSMO) and the corresponding control message response 

routine (in NETSM2) is called to respond to the received 

message. These control message response routines use data 

obtained by the datal ink layer decapsulator to update 

sequence counts, release packet buffers, update error 

counts, update status variables, and, in general, perform 

housekeeping to manage message operations on the datalink. 

The flow control algorithm (one numbered message 

outstanding at a time) is managed here. When an 
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outstanding numbered message is acknowledged, the Ack 

response routine releases the output packet buffer, and 

requests another SATMGR activation for the purpose of 

determining if further numbered messages should be sent. 

5.4.1.4.2 Numbered Bootstrap Messages 

Numbered bootstrap messages from satellite 

computers are always updumps. The numbered bootstrap 

message handler checks that an updump really is supposed to 

be in progress, and then writes the message data contents 

to the updump file. Sequence and error counts are updated. 

An acknowledge message is sent to the satellite, to force 

it to send the next updump packet. The numbered bootstrap 

response subroutine is in NETSMO. 

5.4.1.4.3 Numbered Data Messages 

The numbered data message handler (in NETSM3) 

performs sequence checking and updating (numbered data 

messages may include message sequence information), and 

calls a lower layer to decode the simplified DAP protocol 

[DECc] which is the first (or only) part of the message. 

An appropriate response subroutine is called from a table. 

The response routine performs whatever service is 

requested, and may tell the service support layer to send a 

numbered data message in reply. Under any circumstances, a 

link-level acknowledgement is sent to allow the satellite 

computer to free its outgoing packet buffer. 
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The numbered data message response routines embody 

the message transaction described in Section A1.10.4. Each 

service request results in exactly one numbered data 

message in reply, although not necessarily immediately. In 

fact, if a service requested is never completed, no 

numbered data message is ever sent to complete the message 

transaction. This does not hang up the numbered data 

message sequence, however, 

acknowledgement is always sent. 

understand that transactions at 

independent of transactions at the 

because a link-level 

It is important to 

the datal ink level are 

services 1eve1~ there 

are two protocols involved, the datal ink protocol and the 

services protocol. 

The services requested by a satellite computer are 

varied and well described in Chapter A1.10.0. RAPNET 

maintains flexibility by using the usual table structure 

throughout the service routines, wherever it is necessary 

to select alternatives. All of the managerial layer 

service providers are contained in NETSM3. 

5.4.1.5 Download in Progress 

A download (of program to a satellite computer) may 

require many packets of program to be sent to the 

satellite. The download routine sends the next one. 

Downloading 

back from 

continues until a download acknowledge comes 

the satellite, thus completing a command 
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handshake as discussed in Section 5.4.1.3. Downloader code 

is in NETSM2. 

5.4.1.6 Channel Operation Done 

A channel operation is a read or write on an RT-ll 

logical channel. As previously discussed, a channel 

operation takes an indeterminate amount of time, so it is 

necessary to deal with each operation as it is done. The 

CHN$OP subroutine (in NETSM3) determines whether it was a 

read or write which finished, collects buffers and other 

data, and causes a numbered data message to be sent, if 

required, to complete a message transaction. If a read 

operation has completed, then the first packet of data is 

sent to the satellite. If a write operation has completed, 

then the write buffer is released, and an acknowledgement 

at service support layer level protocol is sent to complete 

the message transaction. 

The CHN$OP code implements the data interchange 

(Section Al.lO.4.4). By separating the initiation of an 

I/O operation from the completion of the operation, CHN$OP 

enables a data interchange on one virtual channel to 

proceed independently of data interchanges on other virtual 

channels. This is necessary to implement asynchronous 

packet-switched I/O on host devices from satellite 

computers. In terms of the EMTSIM RT-ll simulator, the 

asynchronous programmed requests (.READC, .WRITC and 
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others) could not have been implemented without this 

facility. In effect, satellite computers can have multiple 

virtual channels open to host devices, and I/O operations 

will appear to be independent of each other. 

5.4.2 Service Support Layer 

The service support layer provides sundry services 

to the managerial layer to enable it to do its job. Some 

services relate to the upward/downward movement of data as 

it traverses the network layered structure, while others 

relate to the local operating system (RT-11). 

5.4.2.1 Deadstart Sequencing 

The deadstart sequencer prepares I/O channels, and 

calls routines in the data1ink layer to perform a satellite 

computer deadstart. A deadstart consists, in sequence, of: 

send a "break", send ASCII strings, send remote bootstrap 

in absolute loader format. Figure 8 graphically 

illustrates deadstart sequencing. The deadstart sequencer 

obtains all program and strings from files; no program or 

strings are embedded in RAPNET. The sequencer's job is to 

determine which files to use and then to set up virtual 

channel access. The correct file names are contained in 

two files of filenames. For instance, for satellite 

4, the string file name is the fifth name in 

ODTFIL.NET and the remote bootstrap file name is the 

name in LDAFIL.NET. 

type 

file 

fifth 



ODTFIL.NET 
ONAMO 
ONAMI-­
ONAM2 

• • • • 

FIND NA/ 

ONAMI 
ASCII 
STRINGS 

• • • • 

--- FIND NAME 

LDAFIL.NET 
LNAMO 
LNAMI 
LNAM2 

• 

/SEND 
{ BOOT 

SEND 
STRINGS 

LNAMI 

REMOTE 
BOOT 

Figure 8: Deadstart Sequence 
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The deadstart sequencer is contained in NETSRO. 

5.4.2.2 Bootstrap Command Generator 

Bootstrap commands, which are numbered bootstrap 

messages, are generated by a single routine in NETSRO. 

Managerial layer subroutines wishing to send commands to 

remote bootstraps, call this routine. The command 

generator formats the requested command and calls the 

datal ink layer to encapsulate and launch the message. 

5.4.2.3 Channel Services 

Module NETSRI contains routines which provide 

certain miscellaneous services related to selecting devices 

and terminating channels. A device checker determines if a 

requested device exists and if it is the system device 

(satellites are not allowed to write to the system device, 

although they may read it). Several routines purge, close, 

or kill a channel. A very important routine, ABORT, 

circumvents a weakness in RT-ll. ABORT forces a handler to 

stop I/O in progress, allowing RAPNET to terminate 

asynchronous I/O operations without crashing the operating 

system (as would happen otherwise). 

5.4.2.4 Decode and Build 

Module NETSR2 contains subroutines which decode and 

build messages in the service support layer protocol, a 

simplified form of the DAP protocol [DECc]. The decoder 
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subroutines return information (via the task data area) 

gleaned from the protocol header. Higher level routines 

use this information to decide what to do. The builder 

subroutines format the requested message in the protocol, 

and call the datal ink layer to encapsulate and launch the 

message as a numbered data message. The separation into 

protocol layers is evident here; this module encapsulates 

data in the higher-level data access protocol; it calls the 

datal ink layer to encapsulate the result in a link-level 

protocol. 

5.4.2.5 Control Message Generators 

Certain details of sequencing, error count 

updating, and setting-up are handled by the control message 

generators in NETSR3. The managerial layer calls a message 

generator, which sets up certain variables and calls the 

datal ink layer to encapsulate and launch the message. All 

legal control messages, except those used during deadstart, 

are generated here. 

5.4.3 The Data1ink Layer 

The datal ink layer handles details of link-level 

protocol which do not have to be done at interrupt 

priority. There are two modes, deadstart and 

encapsulate/decapsulate. 
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5.4.3.1 Deadstart Module 

Subroutines in the deadstart module (NETDLO) are 

called by the deadstart sequencer after it has set up the 

proper I/O environment. The deadstart module has routines 

to do the following: 

send a "break" for one second 
transmit ASCII strings until terminator 
transmit absolute loader formatted code 
wait 10 seconds 

These routines are called in proper sequence by the 

deadstart sequencer, which also ensures that a channel is 

open to the string file or to the code file. 

5.4.3.2 Encapsulator 

An encapsulator (NETDLl) encapsulates outgoing 

messages in a <header, CRC-16, data, CRC-16> format and 

puts the result into the output ring buffer. Automatic 

task suspension occurs if the output ring buffer becomes 

full, so message bytes cannot be lost through ring overrun. 

The message type and sequence counts are linked to this 

subroutine by variables in the task data area. The caller 

must set up these variables prior to calling the 

encapsulator. The encapsulator launches the message by 

enabling the output interface interrupt. The serial-link 

interrupt routine will transmit until the output ring 

buffer is empty. 

Outgoing numbered messages (which always contain a 

data section) are retained in an outgoing packet buffer in 
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case they must be retransmitted. The packet buffer is 

released when the satellite computer acknowledges correct 

reception. Since there is only one packet buffer (per 

slot) , there can be only one unacknowledged message 

outstanding. 

5.4.3.3 Decapsulator 

A decapsulator (NETDL2) extracts information from 

the header and data from the data section of incoming 

messages. The decapsulator gets the raw message from the 

input ring buffer, where it has been put by the serial-link 

interrupt routine. In order to reduce the 

interrupt priority, CRC-16 calculation 

time spent at 

is done by the 

decapsulator, which runs at hardware priority zero. This 

is not the best way to do things from a logical standpoint, 

because it increases the probability of an undetected 

error. Time constraints, however, dictate that CRe 

calculations not be performed at interrupt priority. These 

constraints will be eased when inexpensive interfaces are 

available to handle CRC checking details at interface 

hardware level. 

The decapsulator stores the incoming data in an 

incoming data buffer for use by higher levels in RAPNET. 

Information about message type, errors, and received 

sequence numbers is passed to higher levels by variables in 

the task data area. 



6.0 ANATOMY OF A REMOTE BOOTSTRAP 

Since one of the objectives of RAPNET is to allow 

any type of microprocessor to be connected as a satellite 

node, a subject of great relevance is how to write a remote 

bootstrap for a new type of satellite. We will use the 

remote bootstrap written for the LSI-II microcomputer as an 

example, and describe the functions required, and why they 

are required. In addition, the EMTSIM RT-ll simulator will 

be described. It will be assumed that the reader has 

SATxxx.MAC source code modules available for detailed 

reference. 

The task of writing a remote bootstrap can be 

divided into three, or possibly four, major subtasks: the 

initial loader, initiator code, the bootstrap proper, and 

possibly a local operating system simulator such as EMTSIM. 

These correspond to the four stages of bringing up the 

satellite computer automatically (see Figure 8 and Section 

5.4.2.1) • 
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6.1 The Initial Loader 

The initial loader is used in the first stage of 

satellite node wakeup. RAPNET transmits a "break" on the 

communication link, and it is assumed that this places the 

satellite computer into a "console" mode [1]. , In the 

console mode, the satellite computer is receptive to 

strings of ASCII characters, as would come from a CRT 

terminal, which can change memory contents or start the 

computer. The initial loader is a short program which is 

designed to receive a program download in DEC absolute 

loader format [DECb]. The first task of the systems 

programmer therefore, is to write a short absolute loader 

program and convert the machine code representation to 

ASCII strings appropriate for the specific console monitor. 

RAPNET expects this program to be in form of a file of 

ASCII strings, with each string terminated by one ASCII 

null character (a zero byte), and with the last string 

terminated by two nulls. For machine code already in DEC 

absolute loader format, there is a program, LDAODT.SAV, 

which performs this conversion to the octal strings 

required for DEC ODT. For satellites other than LSI-lIs, 

it will be necessary to modify LDAODT.SAV, or formulate the 

[1] It is assumed that the satellite microcomputers 
contain a small ROM or microcode console monitor similar to 
DEC ODT or Motorola MIKBUG or MACSBUG. 
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file by hand editing. Since the initial loader is short 

(32 words for LSI-II), hand editing is not a great burden. 

The initial loader need not use interrupts and can 

be as simple as possible. Its sole purpose is to 

facilitate the actual download of the remote bootstrap, a 

considerably longer program. 

6.2 Initiator Code 

Initiator code is part of the remote bootstrap, but 

is executed only once. The purpose of initiator code is to 

prepare the remote bootstrap program and the satellite for 

operation as a satellite node. The example initiator code 

for the LSI-II is contained in module SATLOD.MAC. The 

initiator does the following things: 

Look around 
Move and relocate the bootstrap 
Initiate some data areas 
Turn on link interrupts 
Start the boot 

"Looking around" consists of checking memory limits 

and other options to determine if they conform to minimum 

requirements for running the remote bootstrap. As a result 

of "looking around", data in the remote bootstrap program 

will be modified to reflect the actual hardware present. 

The memory limit is used to determine the final boot 

location. 

Relocating the bootstrap is done to provide the 

largest possible contiguous memory area for application 



programs. 

read/write 

the top of 

within the 

The SATLOD 

location in 

available 

bootstrap 
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initiator calculates the last 

memory and moves the bootstrap to 

memory. Location dependent data 

are updated by the initiator to 

reflect the new location. 

Certain data areas, within the bootstrap and in low 

memory, are initialized. In particular, interrupt vectors 

in low memory are loaded with the remote bootstrap 

interrupt routine addresses (as relocated) and interrupt 

priorities. 

The last action of the initiator code is to turn on 

the link interrupts and jump to the bootstrap internal 

reset point. The initiator code will ~ be overwritten Qy 

any application program that may be loaded. In computers 

other than the LSI-II, some of the above-listed actions may 

be impossible or unnecessary. However, the separation of 

remote bootstrap code into a once-only initiator portion, 

and a resident portion, is probably a good idea. If 

position-independent code is reasonably easy to do on the 

new processor, then bootstrap relocation is also a good 

idea. There is no time constraint, since RAPNET allows a 

ten-second delay after download for the initialization 

process. 
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6.3 The Remote Bootstrap 

The most difficult task in implementing a new 

satellite type is writing the remote bootstrap proper. 

This is because the remote bootstrap is actually a small 

operating system, whose system device is the serial link. 

The task is made somewhat simpler by the restricted scope 

of the remote bootstrap; it does not provide many of the 

services normally provided by interactive single-user 

operating systems. Still, it must handle interrupts and 

perform scheduling operations, the heart of any operating 

system. In the example remote bootstrap code for the 

LSI-II microcomputer, the bootstrap is partitioned into 

functional modules similar to the ISO/ANSI model. As in 

all of RAPNET, except for once-only code, all code in the 

remote bootstrap is pure. A single module, SATIMP.MAC, 

contains all of the data areas and buffers. The code 

modules, then, have the following partitioning: 

Hardware driver 

Datalink layer 

- Message encapsulator 
- Message decapsulator 
- Message builders 

Main loop 

- Sender 

- Signaller 
- Control message handler 
- Numbered boot message handler 
- Numbered data message handler 
- Boot command implementer 
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Message forwarder entry 

General subroutines 

- Ring buffer routines 
- Table control routines 
- Queuing routines 
- EN$SYS routine 

We will first discuss the general structure of the remote 

bootstrap, and then the place of the above named modules in 

the overall scheme. 

6.3.1 General Structure and Operation 

The remote bootstrap consists of three layers, the 

hardware driver, the data1ink layer, and a bootstrap layer 

that has some aspects of the ISO/ANSI transport layer and 

presentation layer. The bootstrap executes only upon 

demand; that is, only upon a forwarding reguest or an 

interrupt. At all other times, either an idle job or an 

application job runs. When a demand occur,s, the bootstrap 

main loop runs, calling appropriate routines lower in the 

hierarchy to service the demand. Demands upon the 

bootstrap have only two sources; serial-link interrupts or 

the application program, if one is running (Section 

2.4.3.2) • Correspondingly, the bootstrap has only two 

responses; message transmission or invoking a simulated 

interrupt (Section 3.3). Thus, the bootstrap has a very 

simple regimen; determine the nature of the demand, and 

then send a message or simulate an interrupt. 
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Since it may not be possible to satisfy a demand 

immediately, the bootstrap queues its responses. 

Accordingly, there are three queues, the free queue, the 

send queue, and the signal queue. This permits overlap of 

incoming messages, forwarding requests, and outgoing 

messages. 

Messages 

discussed in 

Interactions. 

6.3.2 Hooks 

sent and 

Chapter 

received have already been 

4.0, Host-Satellite Message 

"aooks" are provisions in software for possible 

later additions or to allow other software to use portions 

of the "hooked" software. There are several hooks in the 

LSI-11 remote bootstrap, 

Section A1.10.4.1. These 

some of which are described in 

hooks are present so that 

application programs can find the message forwarder, or an 

operating system emulator can link to the bootstrap. 

6.3.3 Hardware Driver 

The hardware driver controls the link interface 

registers to 

responsibilities 

end-of-message or 

send 

of the 

error, 

and receive messages. The 

driver are to determine 

and to notify the main loop if 

either occurs. Otherwise, the driver inputs 

bytes, placing them in, or obtaining them 

buffers. The ring buffers form the interface 

or outputs 

from, ring 

between the 
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hardware driver and the next higher layer, the datalink 

layer. The ring buffers are necessary, since free buffer 

space must always be available. 

6.3.4 The Datalink Layer 

The datal ink layer is responsible for encapsulating 

and decapsulating messages in the chosen protocol. The 

datal ink layer is isolated from the neighboring layers by 

ring buffers (the hardware driver) and by the BYTE$ 

subroutine (the bootstrap layer). The BYTE$ subroutine is 

described in Section Al.lO.4.2.l. 

6.3.5 The Message Encapsulator 

Upon being called from the sender, the message 

encapsulator adds a header plus checkwords and places the 

outgoing message into the output ring buffer. Message type 

and contents are controlled by mode and sequence variables, 

preset by the caller. Any message bytes required from 

higher levels are obtained by calling the BYTE$ subroutine, 

once for each byte, insulating the encapsulator from higher 

level details. The transmitter code, in the hardware 

driver, is started from the encapsulator as required. 

6.3.6 The Message Decapsulator 

Upon being called from the main loop, the message 

decapsulator removes a received message from the input ring 

buffer, and strips header and checkwords. Any errors 
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detected are reported to the caller. Message type and 

sequence numbers are reported to the caller through type 

and sequence variables. Any message bytes destined for 

higher levels are delivered by calling the BYTE$ 

subroutine, once for each byte. 

6.3.7 Message Builders 

The message builders are a series of short routines 

which prepare queue elements to send messages. Each 

message builder obtains a free queue element, sets it up 

for the builder~s favorite message, and queues the element 

on the send queue. For instance, to send a nakl message, 

call NAK.l. 

6.3.8 The Main Loop 

The main loop is entered every time there is a 

demand upon the remote bootstrap. Since only the hardware 

driver executes with interrupts disabled, the main loop 

must be protected against multiple entry, since it is a 

"critical region". This is done by using a semaphore 

[Dijkstra 1968] to enforce serial entry. All other 

routines called by the main loop are therefore protected, 

including the queuing routines. The main loop calls the 

decapsulator, calls the action routine indicated by the 

decapsulator results, calls the sender, calls the 

signaller, and then restarts itself if the semaphore 

indicates another message has arrived. Action routines do 
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not take immediate action but queue actions to be taken. 

As conditions warrant, actions are unqueued and taken. 

6.3.9 Sender 

The sender removes a queue element, if any, from 

the send queue, presets certain variables, and calls the 

encapsulator. Because the send queue is prioritized, 

control messages go first, numbered bootstrap messages 

second, and all others third. Because of the protecting 

semaphore, messages go into the output ring buffer in 

strictly serial order. If the sender is sending a numbered 

data message, then the stream identification is entered in 

the STREAM ID table, as part of the message transaction 

procedure. 

6.3.10 Signaller 

The signaller removes a queue element, if any, from 

the signal queue, and signals the appropriate interrupt 

routine address by generating a simulated interrupt. The 

signaller is active only during the reception phase of a 

message transaction. 

6.3.11 Control Message Handler 

Upon decapsulation of a control message (link-level 

protocol), the main loop calls the control message handler. 

The control message handler updates sequence counts and 

variables and calls the appropriate message builder to 
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queue a return message, if required. , 

6.3.12 Numbered Bootstrap Message Handler 

Upon decapsulation of a numbered bootstrap message, 

the main loop calls the numbered bootstrap message handler. 

Since any numbered bootstrap message is an implied 

download, the numbered bootstrap message handler calls the 

download receiver. If, in fact, this is a boot command 

message, the boot command implementer is activated by the 

termination of the message. Otherwise, the data in the 

numbered bootstrap message are loaded into memory where 

indicated. 

6.3.13 Numbered Data Message Handler 

Upon decapsulation of a numbered data message, the 

main loop calls the numbered data message handler. The 

numbered data message handler searches the STREAM ID table 

for a corresponding data stream identification. There must 

be an outstanding message transaction with a matching data 

stream identification. If such a match is found, the 

stream number is deleted from the table and the data 

portion of the message is delivered to the initiator of the 

message transaction. The queue element is enqueued upon 

the signal queue, for later use by the signaller. 
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6.3.14 Boot Command Implementer 

The boot command implementer is activated when an 

implied download includes an implied start at the boot 

command implementer address. The implementer looks in a 

table of command codes to find the appropriate routine to 

implement the boot command. After calling the 

implementation routine, the implementer enqueues a response 

message to the host, acknowledging execution, or failure, 

of the command. The various commands are discussed in 

Chapter 4.0, Host-Satellite Message Interactions. 

6.3.15 Message Forwarder Entry 

The message forwarder entry allows a running 

application program to place its own queue element into the 

send queue. The forwarder entry goes to "system state" 

(Section 6.3.16.4) with a simulated interrupt, does some 

rudimentary queue element checking, enqueues the element on 

the send queue, and enters the main loop at the sender call 

point. Invalid queue elements are returned to the 

requestor with no action taken, and with the carry bit set 

to indicate error. Since the action of the forwarder is to 

enqueue the outgoing message, return from the forwarder 

will be immediate, even if the message cannot be sent. 

When the message is sent, the stream id will be entered in 

the STREAM ID table, indicating that there is an active 

message transaction on this data stream. 
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6.3.16 General Subroutines 

A small set of subroutines were carried over from 

the RAPNET host program. These subroutines exist mainly to 

unify and protect the data structures they enclose. 

6.3.16.1 Ring Buffer Subroutines 

These routines, PUT, GET, and RESET, are the only 

method by which ring buffers may be accessed from other 

routines in the bootstrap. Ring buffers are covered in 

Chapter 3.0, Concepts and Techniques. 

6.3.16.2 Table Control Routines 

All tables in the remote bootstrap are unified 

under the three table subroutines, SEARCH, ENTER, and 

DELETE. Permanent tables, such as the control message 

table or the boot command table, are queried for action 

routine addresses using SEARCH. The read/write table 

STREAM ID is updated using ENTER or DELETE. Unifying the 

table structure enables us to use well-debugged routines, 

and actually reduces the amount of code. The STREAM ID 

table is fundamental to the implementation of the message 

transaction. 

6.3.16.3 Queuing Routines 

All queuing actions were unified in the two queuing 

routines EN$Q and DE$Q. These routines implement 

linked-list queues prioritized by the FUNC$ field in the 
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queue element. Figure 25 in Appendix 1 illustrates the 

transaction queue element. The priority system is 

necessary to ensure that the most important (and shortest) 

messages are transmitted first. 

6.3.16.4 EN$SYS Routine 

The EN$SYS routine is at the 

switching in the remote bootstrap. 

heart of context 

Simply put, EN$SYS 

saves registers RO,Rl, and RS, switches to remote boot 

stack (if not already there) and calls the caller back as a 

co-routine. This is "going to system state". When the 

caller returns, EN$SYS unwinds the stack, restoring the 

saved registers, returns to the original stack, and does a 

return from interrupt. Context is switched merely by 

changing the pointer to the caller~s stack. Thus, the 

remote bootstrap can switch from the idle job to the 

application job just by changing one pointer. 

All entries into the main loop must EN$SYS. All 

remote bootstrap routines run on the remote boot stack. 

6.4 Local Operating System Simulators 

The remote bootstrap has been purposely kept simple 

to accentuate the division into layers and to make the task 

of interfacing a new satellite type easier. In some cases 

[2] this simple bootstrap can be used with other RAPNET 

capabilities to provide a surprisingly useful data 

collection or control capability. In other cases, file 
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operations initiated by application programs running in the 

satellite may be desired. In such cases, it is possible to 

use the remote bootstrap message forwarder (as described in 

Chapter Al.lO.O) to obtain services from the host. 

However, if a number of different application programs are 

contemplated, rather than duplicate this work for each, it 

makes sense to enclose the message operations in some sort 

of simulated local operating system which utilizes the 

remote bootstrap to obtain services. This simulated local 

operating system is actually another layer, generally 

equivalent to the presentation layer, which insulates the 

application program from having to know about messages. 

There is no reason at all why it cannot emulate someone~s 

favorite small operating system, with the added advantage 

that software previously written for the small operating 

system will now run on the satellite computer. 

The previous discussion should make the reasons for 

the restricted nature of the remote bootstrap quite clear. 

The main purpose of the remote bootstrap, other than to 

provide remote control and datalink services, is to serve 

as a base for customizing the satellite environment. At 

the very least, this provides an opportunity to share 

[2] See, for example, Section 
8.1, which show a simple way to 
satellites using the UPDUMP command. 

Al.3.l or Section 
collect data from 
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expensive resources, such as disk drives, while allowing a 

certain latitude in the operating environment in each 

satellite. Since a prior investment in software for a 

particular operating system may be quite extensive, 

satellites can be customized to use previously written 

software by emulating the required operating system. The 

network programmer also has the option of unifying the 

runtime environment over the entire network of computers, 

although the CPUs may be of considerably different types. 

In our case, the existence of a lot of software written for 

the RT-ll operating system made our decision for us. The 

simulator to be described emulates the RT-ll runtime 

environment with only a few restrictions. 

6.4.1 An RT-ll EMT Simulator 

The RT-ll operating system provides services to 

programs running under its supervision through the use of 

the EMT (emulator trap) instruction. The use of some sort 

of "trap" instruction is a common method of making system 

calls. The EMT simulator, EMTSIM, fields EMT instructions 

issued by a satellite application program, and converts 

these system calls to messaqe transactions, to obtain the 

required service from the RAPNET host. From the viewpoint 

of the application program, it appears that RT-ll is 

handling the system call. From the remote bootstrap 

viewpoint, it appears that the application program is 
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performing message transactions. 

interaction in both directions. 

EMTSIM mediates the 

EMTSIM 

relocator/linker 

consists of 

and EMTSIM 

two major 

proper. 

sections: the 

The "hooks" in the 

remote bootstrap have been discussed; it is the 

relocator/linker~s task to relocate and link EMTSIM proper 

with the remote bootstrap, wherever it is running in 

memory. This is necessary to enable EMTSIM to utilize some 

of the pure code subroutines in the remote bootstrap, as 

well as to use the message forwarder. The relocator/linker 

(module EMTLOD) uses the hooks and a LINK generated symbol 

table to update words in EMTSIM to the current subroutine 

addresses in the remote bootstrap. EMTSIM is emplaced 

directly under the remote bootstrap, and becomes a part of 

it. When the relocator/linker is done, it exits using the 

RT-Il .EXIT macro. 

6.4.2 EMTSIM Proper 

When the relocator/linker has completed its task, 

EMTSIM proper becomes resident in satellite memory until 

the satellite is KILLed or suffers a fatal mishap. This 

resident portion is modularized into four module groups: an 

impure module, an EMT table module, a general subroutine 

module, and a group of individual EMT routine modules. 

Each EMT (system call) can therefore be dealt with 

independently, since it is implemented as a simple 
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subroutine within the EMTSIM structure. In the following, 

we will cover the high points of using the message system 

while describing some of the modules involved. Specific 

details as to which EMT~s are implemented are covered in 

Chapter Al.ll.O. Specific details regarding message 

formats can be found in Sections Al.10.4.3 through 

Al.10.16. 

6.4.2.1 The EMT Table Module 

The EMT instruction causes a synchronous interrupt 

through a vector in low memory, a common method of 

implementing system calls. This vector points to an entry 

point in the EMT table module (EMTJMP). The table module 

contains tables linking legal EMT subcodes (see the LSI-II 

Processor Handbook) with addresses of subroutines designed 

to provide the requested service. The table module 

searches its tables and calls the matching EMT service 

subroutine; EMTSIM is table driven. 

6.4.2.2 EMT General Subroutines 

Several routines which are required by the remote 

bootstrap by programs wishing to use the message forwarder 

are collected together as subroutines located in module 

EMTSUB. All transactions with the message forwarder are 

based on the transaction gueue element (Section AI.IO.4.2 

and Figure 25). In EMTSIM~s case, the transaction queue 

element has been extended in length from 10 bytes to 34 
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bytes to accomodate extra variables and small buffer areas 

used by EMTSIM. Associating the extra storage with the 

queue element makes the dynamic storage assignment far less 

complicated and prone to error. 

6.4.2.2.1 GETPUT 

The GETPUT subroutine is a BYTE$ subroutine as 

described in Section Al.lO.4.2.l. All data moving during 

message transactions is done by GETPUT. Variables and 

pointers in the transaction queue element direct the 

actions of GETPUT. The queue element is set-up to supply 

(or point to) outgoing bytes for the outgoing message of a 

message transaction, and to receive (or point to a 

reception area) incoming bytes of the return message. 

6.4.2.2.2 $INTR 

$INTR is an interrupt routine such as is described 

in Section Al.lO.4.2.2. This routine receives a 

synchronous interrupt from the remote bootstrap indicating 

that a message transaction has been completed. The data 

transfer has already been done by GETPUT. $INTR uses 

information in the extended transaction queue element to 

decide whether to initiate another message transaction or 

to drop through to the DONE$ routine. Additional message 

transactions may be required, for instance, if the data 

stream is involved in a multiple packet data exchange [3]. 
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The DONE$ routine implements the completion routine 

facility of EMTSIM. In DONE$, local EMTSIM channel tables 

are updated and a completion routine may be called. There 

are three possibilities, corresponding to the RT-ll .XXXX, 

.XXXXC, and .XXXXW (no-wait, completion routine, and wait) 

programmed requests. In the first two instances, the 

application program has continued to execute during the 

message transaction(s)· and EMTSIM updates channel tables to 

show status, and calls the completion routine in instance 

two. In the third instance, the application program is 

waiting (EMTSIM is actually executing a wait-loop) and 

DONE$ kicks EMTSIM out of its loop. The channel tables 

include a "busy" entry as part of a status byte, so that 

.WAIT and other programmed requests can be simulated. The 

status byte is also used to transmit error indications, if 

any errors have occurred. 

[3] If a 512 byte block of data is being 
transferred, and data packet size is 128 bytes, then four 
message transactions must occur before the block is 
transferred. More generally, $INTR allows a transfer of 
any number of bytes, and does sufficient message 
transactions to accomplish the transfer. 
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6.4.2.2.3 Other Subroutines 

A IsmaIl number of other subroutines provide some 

general services. The wait-loop is in SENDW and WAITER. 

BUILD builds or sets-up queue element data areas. $GETQ 

and SETQ obtain queue elements from the EMTSIM free queue 

of free queue elements. Another routine, CH$TST, tests 

channel status bytes for certain status information. 

6.4.2.3 Individual EMT Routines 

The individual EMT routines are organized into 

modules of routines having approximately similar 

activities. Some code in each module may be common to 

several routines, reflecting the similarity of function. 

For instance, .LOOKUP and .ENTER must both process file 

names; .READx and .WRITx both have common duties on exit. 

6.4.2.3.1 .EXIT, .CHAIN, and .WAIT 

Module EMTSPL has responsibility for these EMTs. 

In .WAIT, the channel status byte is checked for "busy" 

continously until the channel becomes not-"busy". .EXIT 

cle~ns up all channel activity, resets a number of data 

areas in EMTSIM, and jumps to the remote bootstrap reset 

entry. .CHAIN reads a program CHAIN.SAV into memory, and 

turns control over to it. CHAIN.SAV looks in the chain 

area for a file name, loads the program of that name into 

memory, and starts it. The .CHAIN EMT and the CHAIN.SAV 

program utilize the device I/O EMTs described in Sections 
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6.4.2.3.5 and 6.4.2.3.6 to perform their tasks. 

6.4.2.3.2 Utility EMTs 

Module EMTUTI handles utility EMTs such as .LOCK, 

• UNLOCK, .SETTOP, and others. These are generally quite 

simple. Some actually do nothing, but are included for 

compatibility with programs running on RT-ll systems. 

6.4.2.3.3 TTY 

The three RT-ll TTY EMTs, .TTYOUT, .TTYIN and 

.PRINT are implemented in module EMTTTY. .PRINT uses 

.TTYOUT, so nothing further will be said about .PRINT. The 

TTY EMT routines implement packet switched remote TTY 

communication by using the .READ and the .WRITE programmed 

requests in conjunction with a local input buffer and a 

local output buffer for formulating packets. The following 

explanation will be more understandable if the reader keeps 

in mind that the TK: and TP: handlers make the network 

console into two standard RT-ll devices (Section 3.3.3), a 

keyboard and a printer. The TTY EMT routines merely use 

the device I/O EMT routines to access these two devices. 

Briefly, TTY input works like this: if characters 

are in the input buffer, one character is returned with 

each .TTYIN request. If the input buffer is empty, and the 

remote bootstrap has been granted access permission by the 

command (Section Al.4.4.l), then TTYIN opens 

TK: as input channel 16 (octal) and does a .READ 

CONNECT 

(.LOOKUP) 
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programmed request. .READ is an asynchronous request, so 

processing continues immediately thereafter. The TTY input 

packet buffer will not be filled until the .READ request is 

finished. Thus, further .TTYIN requests will return with 

no characters until the .READ completes. Essentially, when 

TTYIN needs characters, it opens an asynchronous I/O 

channel (virtual) to the network keyboard, and asks for one 

packet of console input. 

TTY output works analogously to TTY input, with one 

difference: a short packet can be forced by attempting to 

output a null byte. Briefly, if the output packet buffer 

is full, or it is forced, TTYOUT opens (.ENTER) TP: as 

output channel 17 (octal). The current packet is written 

asynchrounously to TP:, and further .TTYOUT requests return 

with a buffer full indication until the .WRITE to TP: 

completes. Essentially, when the output packet buffer is 

full or forced, TTYOUT delivers the packet to the network 

printer (screen) via the virtual channel system. Access 

permission must have been granted by the CONNECT command. 

Code for a local TTY has not yet been implemented, 

so this paragraph describes how such an implementation 

could fit into already written code. In the event that a 

local TTY is installed, a remote/local switch variable will 

direct control to the already written code or to new local 

TTY code. In such a case, a local TTY interrupt handling 

routine, probably with ring-buffered I/O, would be 
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necessary to operate the local serial interface connected 

to the TTY device. The remote/local switch variable could 

be controlled by control characters typed at the terminals, 

or could be an automatic function of the CONNECT command. 

6.4.2.3.4 Stream 377 EMTs 

Stream 377 EMTs are an example of a data stream 

operation in which the data stream is not a virtual 

channel. These EMTs (programmed requests) provide 

miscellaneous services to the satellite computer using 

exactly one message transaction per service request. 

Services include .DSTATUS, .GTIM, .DATE, and .REPORT [4]. 

The associated messages are detailed in Sections Al.lO.13 

through Al.lO.16. The stream 377 EMT routines do a message 

transaction in a standard sequence, using subroutines in 

EMTSUB: get a queue element, build the request message, 

forward the message, and wait for a return message. The 

results of the return message are returned to the 

application program in the linkage format appropriate to 

the particular programmed request. 

[4] • REPORT is not a legal RT-ll programmed 
request, but generates a discretionary report on the RAPNET 
log. 
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6.4.2.3.5 File Termination EMTs 

File termination requests, • PURGE, .CLOSE, and 

.KILL [5], are handled in module EMT374. These routines 

are responsible for terminating both the EMTSIM channel in 

EMTSIM, and the virtual/logical channel in the host. The 

procedure is similar for all termination routines. First, 

the local channel status is examined to ensure that the 

request is legal for the current channel condition. Then a 

message transaction is initiated requesting the desired 

service to be performed in the host, using the standard 

sequence described in Section 6.4.2.3.4. Local channel 

status is updated, and control is returned to the 

application program. Since EMTSIM waits for the completion 

of the message transaction, these programmed requests are 

synchronous. 

6.4.2.3.6 Device I/O 

The standard RT-ll device I/O programmed requests 

are supported by EMTSIM, including asynchronous reads and 

writes. All device I/O routines test the local channel to 

determine if the programmed request is legal. All device 

[5] .KILL is not a legal RT-ll programmed request, 
but was included because of sheer necessity. .KILL will 
stop I/O on an active virtual channel without crashing the 
RT-ll operating system in the host computer. Attempting to 
.CLOSE an active channel has fatal results. 
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I/O routines return error information as described in 

[DECal. Error conditions may result from the local channel 

test, or as a result of a return message. 

Access requests, • LOOKUP, .ENTER, and • DELETE, are 

synchronous requests that use the subroutines in EMTSUB to 

do the standard message transaction sequence already 

described. Local channel status is updated to reflect the 

result of the message transaction. 

The .READx and .WRITx programmed requests 

synchronous (wait) or asynchronous (no-wait) 

may 

and 

be 

require multiple message transactions 

READ and WRITE routines initiate 

to 

the 

complete. 

may 

The 

transaction of the request. 

extended transaction queue 

routine (Section 6.4.2.2.2) 

first message 

Information placed in the 

element enables the $INTR 

to do sufficient additional 

message transactions to complete the .READx or .WRITx 

request. If the request is synchronous (.READW or .WRITW), 

then READ or WRITE use the wait-loop in EMTSUB, and are 

kicked-out when $INTR finishes the last message 

transaction. If the request is asynchronous, then READ or 

WRITE start the first message transaction and return 

immediately to the application program. Condition of the 

channel is maintained in the local EMTSIM channel status 

bytes during the progress and termination of the (multiple) 

message transaction(s). Routines $INTR and DONE$ (Section 

6.4.2.2.2) in EMTSUB are responsible for maintaining the 
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local EMTSIM channels during this process. 

If the previous description is unclear, the reader 

is directed to Sections 3.1 and 3.2, which discuss the 

underlying concepts which enable the asynchronous message 

capability. 



7.0 REAL-TIME MICRODARE 

While the framework of network c9mmunication and 

control is provided by RAPNET, there must be an easily used 

language for specifying simulation and automation actions 

to be taken by various parts of the system. For this we 

intend to use a real-time extension of MICRODARE [Conley 

1979, Korn 1981a]. MICRODARE is a combination of an 

interpreted job-control language and a fast-task compiled 

by a super-fast compiler. This is ideal for a wide range 

of real-time tasks if certain language extensions are 

provided. The BASIC-like job-control language permits 

programming even by relatively inexperienced programmers, 

while the fast, fixed-point task gives assembly language 

speed and an easy method of interfacing new, short assembly 

language code segments for special purposes. The fast-task 

handles both in-line compiled code, and threaded-code 

block-operators. The capability of adding new, short 

threaded-code segments in a convenient fashion can be 

invaluable in controlling new or unusual interfaces easily. 

The already established threaded-code simulation block 

142 
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operators in MICRODARE make combining simulation with 

laboratory automation simple. The task in extending 

MICRODARE to real-time operations will be to retain this 

simplicity while providing useful real-time capability. 

7.1 Real-time BASIC: ~ Philosophy 

There is substantial activity in deriving standards 

for a real-time BASIC [Bull 1980J with the net result that 

the standard is probably far too complicated. The practice 

of writing interrupt handling routines in a BASIC-like 

language seems inappropriate, especially if the language is 

interpreted. If BASIC is used for more sedate real-time 

activities, however, a real advantage in simplicity and 

utility can be gained. Rather than attempting to handle 

interrupt activity directly, we will allow the completion 

of an interrupt activity to cause parallel execution of a 

MICRODARE job-control language sequence. This is part of 

the recommendation of EWICS TC2 (Purdue Europe) but, in the 

interest of simplicity, we will eschew many of their 

additional keywords (PARACT, PAREND, WAIT, PARS TOP , etc.). 

To achieve an overall unifying concept, we take the 

view that real-time MICRODARE defines a virtual BASIC 

machine that reacts to "interrupts", but ponderously. The 

basic, uninterruptib1e execution unit is the BASIC line, 

much like the "machine instruction" in the underlying cpu. 

This means that an "interrupt" will only be recognized at 
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the start of a new line, and that no line will be only 

partially executed because of an "interrupt". An 

"interrupt" now becomes the completion of either a time 

reguest or a read or write request. The minimum unit of 

reading or writing is one line. The minimum time unit is 

one second. Thus, the "BASIC machine" appears to be an 

interruptible machine with a very coarse time or I/O 

granularity appropriate to the BASIC-like language. The 

implications of this will be developed in the exposition of 

the new language features. 

NOTE CAREFULLY that MICRODARE/LABNET "interrupts" 

in job-control programs are, typically, not ordinary device 

interrupts. A job-control "interrupt", rather, usually 

signifies that a one-line message has been received or 

transmitted over an 

Future modifications 

interprocessor 

may -extend 

reception or transmission. 

communications link. 

this to 512 byte block 

NOTE ALSO that a MICRODARE/LABNET system responds 

to really time-critical demands not through its job-control 

language program, but through fast-task code in the 

satellite processors, which can handle these demands 

without time-consuming operating-system scheduling. 

7.2 New MICRODARE Real-time Features 

In the sequel we will follow Conley [Conley 1979]. 

Real-time additions to MICRODARE implement a parallel 
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programming capability in the BASIC-like job-control 

language. Parallel program segments take the form of 

BASIC-type subroutines, terminated, as usual, by a RETURN 

statement. To reduce the number of new keywords, the 

PARACT/PAREND construction is not used. Parallel segments 

are triggered into execution by an event, and, as the 

subroutine structure implies, do their processing and 

return. There is no time-slicing or time-sharing inherent 

in this process; execution of parallel segments is ordered 

on a strict priority basis. Events which can trigger 

parallel segments are time events and I/O events. 

In keeping with the general philosophy of BASIC 

languages, there is no visible difference between a 

parallel program segment and a subroutine. Variables are 

global and all sins are possible. A parallel program 

segment may call a subroutine called by another parallel 

program segment; it is the programmer~s responsibility to 

ensure re-entrancy where needed. We obtain simplicity at 

the expense of the extensive type checking and scope 

control common to more complex languages. 

The language additions to MICRODARE are mainly 

concerned with starting and stopping parallel program 

segments and with error detection. Since parallel segments 

are identical to subroutines, this makes the number of 

additions quite small. They are: 

START statement 
CANCEL statement 



ENABLE statement 
enhanced IF statement 
enhanced DISCONNECT statement 
PURGE statement 
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We will discuss the individual statements after discussing 

the priority system associated with parallel program 

segments. 

7.2.1 Priority 

The priority system is an important part of 

parallel program execution not just because it is used to 

arbitrate which segment will execute next, but because it 

also serves as an automatic "interrupt" mask. By this we 

mean that "interrupts" of the same or lesser priority than 

"x" (where "x" is an integer) are inhibited when the "BASIC 

machine" priority is raised to level "x". This is similar 

to hardware interrupt priority systems in many computers, 

although it is accomplished completely in software. For 

instance, as with the PDP-II, if the "BASIC machine" 

priority is less than that of "interrupt x", then 

"interrupt x" will occur at the start of the next executed 

line, "BASIC machine" priority will be raised to that of 

"interrupt x", and execution will commence at the first 

line of the "interrupt x" parallel code segment. When the 

parallel program segment executes its RETURN statement, the 

process is reversed; the original priority is restored and 

execution recommences at the line number which was 

"interrupted". 
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An important function of the "interrupt" masking 

capability is that a parallel program segment can be 

re-enabled or restarted from within the program segment, 

and the programmer is guaranteed that the segment will not 

restart until its final RETURN has been executed. This 

feature prevents "windup" of 'the MICRODARE stacks. The 

arbitration feature gives the programmer another guarantee: 

the parallel program segments will execute in strict order 

of priority. The "uninterruptible line" [1] provides the 

final guarantee that a parallel segment of lesser priority 

can never be "interrupted" by a higher priority segment 

before it has finished a line. The sum of these three 

guarantees is that the difficult task of ordering possibly 

concurrent parallel segments is removed from the 

programmer~s shoulders. It is a simple system, to be sure, 

but quite appropriate to the BASIC language. 

Another convenient feature of the priority system 

is that subroutines called from a parallel code segment 

automatically take on the priority of the parallel segment. 

Thus, while the programmer must concern himself with 

[1] A line 
feature which can 
some data accesses. 

can include multiple statements, a 
be used to guarantee the integrity of 
Semaphores, for instance. 
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re-entrancy, there is no impediment to using subroutines in 

a parallel program segment. 

Priority is established by the statements used to 

start or enable a parallel program segment. All I/O 

operations supersede timer operations, so that I/O 

operations have higher priority than timeouts. Within I/O 

operations, priority is established by MICRODARE channel 

number, with channel 0 having the highest priority, and 

priority decreasing with increasing channel number. Within 

timer actuated parallel program segments, priority is 

stated explicitly in the START statement, with priority 0 

being the highest priority. 

7.2.2 The START Statement 

The START statement has the following three forms: 

START line AS PRIORITY x 
START line AS PRIORITY x AT time 
START line AS PRIORITY x DELAYED time 

where "line" is the BASIC line number of the parallel 

program segment and "x" is a priority between 0 and 15 

inclusive. "time" is of the form 

xx H yy M zz S 

where at least one of the three specifications must be 

present. The three START statements permit starting a 

parallel program segment immediately, at an absolute time, 

or after a delay. The parallel program segment may restart 

itself from within itself~ it is good practice to restart 
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with the same priority. Double starts (starting an already 

pending priority) cause an error. A priority is pending if 

a START statement has been executed with that priority but 

the first line of the associated parallel program segment 

has not yet begun execution. 

When a STOP is executed, or when the MICRODARE 

error recovery system recovers from an error, all pending 

priorities are cancelled automatically. 

7.2.3 The CANCEL Statement 

The CANCEL statement has the form 

CANCEL x 

where "x" is a priority. If "x" is pending, it will be 

cancelled. If "x" is not pending, no action is taken and 

there is no error. The CANCEL statement allows the 

programmer to cancel and restart time actuated parallel 

segments with different timeout values. 

7.2.4 The ENABLE Statement 

The ENABLE statement has the form 

ENABLE line AS INTERRUPT chan 

where "line" is the starting line number of a BASIC 

parallel program segment and "chan" is an CONNECTed 

MICRODARE I/O channel. There are two activities possible 

with ENABLE, depending upon whether "chan" was CONNECTed 

for input or output. Since input is somewhat simpler, we 

will deal with that first. 
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7.2.3.1 Asynchronous Input 

When using ENABLE for asynchronous input, "chan" 

must first be associated with a file or device using the 

CONNECT statement, as would normally be done for 

synchronous input. When the ENABLE statement is executed, 

an input I/O operation on channel "chan" is set in motion 

and execution continues at the statement following ENABLE. 

It is only when I/O is complete on channel "chan" that an 

"interrupt" occurs and execution transfers to the parallel 

program segment specified by "line". Since I/O on channel 

"chan" may take an indeterminate amount of time, "line" may 

execute almost immediately, in an hour, or never. The 

programmer is guaranteed, however, that when the parallel 

segment specified by "line" does commence execution, I/O 

has completed on channel "chan" or a channel exception has 

occurred. Thus, when "line" begins execution, either one 

line of input or an exception indication is available. The 

input line may be obtained using the "INPUT chan, list" 

statement, while error conditions may be tested using the 

enhanced IF statement. 

We now describe 

intended to accomplish. 

what the ENABLE statement was 

Consider the situation where the 

programmer would like to obtain input from some source 

which may not be prepared to provide the input for an 

indeterminate period of time. If he uses the INPUT 

statement, the MICRODARE program will not go on until it 
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obtains the specified input, however much time this may 

require. What the programmer needs is some method of 

telling the system to sta~t ~he input process and then to 

allow his job-control program, or part of it, to proceed. 

When the input process terminates, the program must be 

notified so that it may process the new input. The ENABLE 

statement does this. Executing the ENABLE statement on an 

input channel starts the input process, and continues 

job-control language line execution in sequence after the 

ENABLE, while the input operation is in progress. When the 

input operation is completed (the input buffer has been 

filled), then the "interrupt" mechanism transfers control 

to the ENABLEd parallel code segment for 

job-contro1-1anguage processing of the new input buffer. 

At this point, the INPUT statement may be used to obtain 

one line of input for the job-control program, since the 

MICRODARE internal data buffer now has at least one line. 

Additional inputs may be ENABLEd from within the 

parallel program segment. 

7.2.3.2 Asynchronous Output 

Like asynchronous input, a channel must first be 

CONNECTed for output before being ENABLEd. Then one line 

of output is transmitted using the "PRINT chan, list" 

command. When the output operation completes, control 

transfers to the parallel program segment specified by 
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"line". Additional output lines may be ENABLEd and PRINTed 

from within the parallel program segment. 

To understand what the asynchronous output ENABLE 

was intended to accomplish, consider the case where the 

programmer would like to output a line to some destination 

which may not be prepared to accept the line for an 

indeterminate time. If the programmer uses synchronous 

output, the MICRODARE program will suspend execution until 

the output operation is successful or returns an error. 

The programmer would like to supply an output line, start 

the output operation, and continue with other processing 

while the output operation is in progress. When the output 

operation is completed, he may wish to be notified of the 

fact so that additional processing can be done. The 

asynchronous output ENABLE provides this capability. 

ENABLEing and PRINTing starts the output operation, and 

MICRODARE execution continues at the line after the PRINT 

statement. When outputting is complete, the "interrupt" 

mechanism is used to transfer control to the ENABLEd 

parallel program segment. 

The enhanced IF statement can be used to test the 

success or failure of the output operation, once completed. 

7.2.3.3 ENABLE Errors, Aborts, and Terminations 

ENABLE errors can be divided into two classes, 

synchronous and asynchronous. Synchronous errors, those 
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which are apparent at the time of execution of the ENABLE 

statement, are dealt with in the same fashion as normal 

synchronous I/O errors. For example, ENABLEing an 

unCONNECTed channel results in an immediate error "Channel 

not open on enable". A double ENABLE (ENABLEing a pending 

channel) results in an error. A channel is pending if it 

has been ENABLEd but the first line of the associated 

parallel program segment has not commenced execution. 

Asynchronous errors are those errors which occur at 

some time after an ENABLE statement has been executed. 

These are errors which are detected at some unpredictable 

time during the I/O operation, usually by the particular 

I/O processing software associated with the channel. 

Currently, asynchronous errors are of two types, 

end-of-file and hard-error-on-channel. An asynchronous 

error causes a completion of channel activity and an 

"interrupt" to the parallel program segment specified by 

"line". The programmer may tes~ for asynchronous errors by 

using the enhanced IF statement. Attempting to use a 

channel which has an asynchronous error condition pending 

will result in an immediate synchronous error. An 

asynchronous error condition is pending if it has occurred 

but has not been tested~ testing for an asynchronous error 

condition clears the condition simultaneously with 

providing test results. 
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Asynchronous I/O operations bring with them the 

problem of prematurely terminating the operation for 

reasons external to the channel. The STOP statement does 

not DISCONNECT channels, and does not abort any pending 

channels. MICRODARE error recovery operations do abort all 
," 

pending channels and PURGE all channels. A pending channel 

that is terminated prematurely for reasons external to 

channel operation is said to have been aborted. 

7.2.4 The Enhanced IF Statement 

For consistency, tests for asynchronous I/O 

exceptions have been placed in the IF statement format. 

The two enhanced versions of the IF statement are 

IF EOF chan THEN statement 
IF IOERROR chan THEN statement 

where "chan" is the MICRODARE I/O channel the programmer 

wishes to test. The meaning of each statement should be 

clear. The execution of the IF statement simultaneously 

clears the condition flag and executes the conditional 

"THEN statement" if the flag was set. The IOERROR version 

checks both hard-errors and end-of-file, but clears only 

the hard-error flag bit. The EOF version checks the 

end-of-file flag bit and clears it if set. 

The enhanced IF statement is provided to allow the 

programmer to check the results of asynchronous I/O and to 

do something about exceptions if they occur. The IF 

statements should be used before attempting further 
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activity on the suspected channel, otherwise synchronous 

errors may occur. 

7.2.5 The Enhanced DISCONNECT Statement 

A significant problem with asynchronous I/O is 

aborting a pending operation. The DISCONNECT statement has 

been enhanced so that it automatically aborts a pending 

channel prior to DISCONNECTing it. The DISCONNECT 

statement thus becomes to asynchronous I/O channels what 

the CANCEL statement is to pending time priority requests, 

with one exception~ DISCONNECTing an unCONNECTed channel 

will result in an error. 

7.2.6 The PURGE Statement 

There are instances when it is desirable to 

terminate a channel without giving an end-of-file 

indication to the other end, as would happen with the 

DISCONNECT statement. The PURGE statement 

PURGE chan 

removes "chan" from the system channel tables, but does not 

queue a "close" request to the associated handler (HD for 

purposes of this discussion). In this way, "chan" may be 

used with another device/file, and later reCONNECTed to HD, 

with HD being none the wiser. The PURGE statement was 

included to permit the programmer to abandon a pseudo-link 

temporarily, and then to reCONNECT it without causing an 

intervening end-of-file. 
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7.2.7 Implementation 

We have recourse here to Conley [Conley 1979] and 

DEC [ DEC a, b] • Since this work involved modification of 

already existing code, programming style was limited by the 

author~s desire to utilize the established control flow of 

MICRODARE. The goal was to make the new additions fit 

cleanly into the overall structure of MICRODARE. The 

implementation details can be divided into eight areas: 

Subroutine structure 
Interrupts 
Masking 
Interrupt routine line numbers 
I/O exception conditions 
Asynchronous I/O changes 
New statement parsing additions 
Aborts 

7.2.7.1 Subroutine Structure 

The BASIC subroutine structure was extended for use 

as a parallel program segment structure by modifying the 

GOSUB stack entry (type 14 octal) to have three subtypes 

and one extra word. The new type 14 stack entry is shown 

in Figure 9. Subtype 0 functions exactly as the old type 

14 stack entry. Subtypes 1 and 2 are used by the I/O and 

timer "interrupt" routines, respectively. The modification 

was required to carry the old "interrupt" mask so that it 

could be restored upon execution of the final RETURN 

statement in the "interrupt" program segment. Thus, the 

only difference between return-from-subroutine and 

return-from-interrupt processing is that an interrupt mask 
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is restored in the latter. 

12 II o 

14 SUBTYPE 

LINE NUMBER 

MASK 

Figure 9: New Type 14 Stack Entry 

Since the subroutine stack structure is retained, this 

means that "interrupts" will stack on the virtual "BASIC 

machine" just like they do on a real computer. 

7.2.7.2 Interrupts 

"Interrupts" are accomplished by setting a bit in 

an interrupt flag word from either an I/O completion 

routine or a timer completion routine. An interrupt flag 

word is maintained for both I/O and timer completions. The 

priority system is implemented by bit-polling the interrupt 



flag 

bit 

words, from 

indicates 

the LSB to the MSB. 

that an "interrupt" 
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The first non-zero 

has occurred. 

"Interrupts" are detected by testing the interrupt flag 

words at the beginning of each BASIC line. 

Since the PDP-11 is a 16 bit computer, this means 

that there are potentially 16 levels of I/O interrupts and 

16 levels of timer interrupts. 

7.2.7.3 Masking 

Interrupt masking and "BASIC machine" priority 

level are provided by two mask words, one for I/O and one 

for timer interrupts. The mask words are used to determine 

which bits in the interrupt flag words may be interrogated. 

A new mask word is calculated whenever an "interrupt" is 

acknowledged, the old mask word being retained in the type 

14 GOSUB stack entry. A mask word has ones in place of all 

enabled interrupts. 

7.2.7.4 Interrupt Routine Line Numbers 

Interrupt routine line numbers are stored in a 16 

element array for timer interrupts or in a word associated 

with the channel buffer for I/O interrupts. A non-zero 

line number indicates that the associated priority (timer) 

or channel (I/O) is pending. Line number storage occurs at 

the time the ENABLE or START statement is successfully 

parsed. 
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7.2.7.5 I/O Exception Conditions 

Since asynchronous exceptions could occur at any 

time, it was necessary to associate an exception word with 

each channel buffer. The exception word carries a record 

of I/O exception (error or eof) and is updated at the time 

of exception. The exception word is checked at the time 

the buffer is used by synchronous routines. This action 

performs a synchronization function between the 

asynchronous I/O exception and the synchronous activities 

of the MICRODARE program. 

7.2.7.6 Asynchronous I/O Changes 

Asynchronous I/O requests (.READC and .WRITe) were 

added to the I/O subroutines of MICRODARE in file XDC.MAC. 

MICRODARE still uses synchronous I/O requests in the 

situations that it did previously, and so is completely 

compatible with earlier versions of MICRODARE in this 

respect. Asynchronous I/O occurs as the result of an 

ENABLE statement or because of a flag associated with the 

channel buffer (for asynchronous output). 

Two very simple completion routines were added to 

accommodate I/O and timer completion. These routines 

essentially set bits in the interrupt flag words. The I/O 

completion routine has the additional responsibility of 

updating the channel exception word (above). 
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7.2.7.7 New Statement Parsing Additions 

New routines were added to parse the new START, 

CANCEL, and ENABLE statements. Parsing is straightforward 

and in the style of other MICRODARE statement parsers. In 

the START parser, a conversion from Human time to system 

time is made. The time span of interest is at most one 

day. 

The IF statement enhancement was made by adding 

code which tests for the new statement variety and handles 

the extra processing separately. 

7.2.7.8 Aborts 

A significant defect in RT-ll version 4.0 is its 

inability to abort I/O in progress. For this reason an 

abort handler was written which forces an abort entry into 

a target handler. MICRODARE performs an I/O abort by doing 

a .READW to the abort handler with a buffer containing the 

entry point of a target handler. Forcing an abort entry 

causes the target handler to disgorge the I/O queue element 

and prevents the RT-ll I/O queuing system from becoming 

fatally confused when the target handler is subsequently 

.CLOSEd or • PURGEd. 

7.3 MICRODARE/REMOTE 

Several new statements have been added to the 

remote version of MICRODARE to accommodate the realities of 

remote console communication, and one statement to utilize 
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the RAPNET logger. The PURGE statement, exactly the same 

as described under Section 7.2.6 (and for the same 

reasons), will not be discussed here. 

7.3.1 LOCK/UNLOCK 

The single word LOCK or UNLOCK, locks or unlocks 

the MICRODARE/REMOTE console to the presently selected I/O 

device. Recall that the statement 

GRAB 'device:fi1e' [2] 

will select 'device:fi1e' as the console input for the 

MICRODARE system. Normally, if errors occur, the console 

input channel defaults to the real console terminal. The 

LOCK command prevents this default except in case of 

end-of-fi1e, so that if the MICRODARE/REMOTE console input 

has been CONNECTed to a pseudo-link, then MICRODARE errors 

will not force a DISCONNECT. 

7.3.2 DUMP/NODUMP 

The single word statement DUMP causes the 

MICRODARE/REMOTE console output to be disabled, although 

the MICRODARE/REMOTE user program continues execution. 

When console output is DUMPed, it is simply lost. The DUMP 

[2] This is the equivalent of "DISCONNECT 0\ 
CONNECT 'device:fi1e' AS INPUT 0". 
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statement would be used when the central RAPNET operator 

does not wish MICRODARE/REMOTE console output to interfere 

with his other operations, and yet wants the 

MICRODARE/REMOTE program to continue unblocked for output. 

The single word command NODUMP reverses the action 

of DUMP. 

7.3.3 The REPORT Statement 

The REPORT statement 

REPORT number 

causes a discretionary report (see Index) to appear in the 

RAPNET log. The report is time-tagged, satellite-tagged, 

and number-tagged (360 octal plus "number" modulo 20 

octal). Since the report is time-tagged, this provides a 

convenient and useful method of logging events. REPORT 

does not use the RT-ll logical channel system, and so 

provides an alternate communication pathway in case 

MICRODARE channels experience errors. REPORT may be used 

even if the satellite MICRODARE program is using all of its 

available MICRODARE channels. 

The REPORTing facility is not a MICRODARE function, 

but is a facility of RAPNET, specifically, of the local 

operating system simulator, EMTSIM, and the two-tiered 

error manager/reporter in host RAPNET. 



8.0 PROGRAMMING EXAMPLES 

In this chapter, we will describe four examples 

showing various ways LABNET can be used. It is not our 

purpose to show how the many features of the MICRODARE 

language are used; this can be learned from the MICRODARE 

operating manual [Korn 1981b]. Instead, we intend to 

demonstrate how programs running in different processors 

are co-ordinated to perform an overall automation and data 

collection task. The first example shows how a very simple 

data collection task is programmed and run under RAPNET. 

The second example demonstrates timed multitasking using 

the START command of real-time MICRODARE. The third 

example shows cooperation between MICRODARE/REMOTE, running 

in two satellite nodes, and real-time MICRODARE running in 

the host processor; the satellites collect data, and the 

host obtains it asynchronously and prints it. In the last 

example, we have MICRODARE/REMOTE running in two 

satellites, which talk to each other. 

Before embarking on the examples, a note of caution 

is recommended. Unlike simple sequential programming, 
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where sometimes the order of statements may not be 

important, the order in which things are done in a 

multiple-CPU, non-sequential, co-ordinating system is 

usually very important. This is especially true for the 

real-time MICRODARE asynchronous ENABLE and START 

statements. The programmer will soon discover that he 

requires a very clear idea of the multiple possible 

sequences of events envisioned, and a very clear idea of 

where he wishes these multiple sequences to interlock and 

co-ordinate. Unfortunately, this is an inherent 

characteristic of parallel processing, and cannot be 

avoided. Fortunately, MICRODARE/LABNET has a feature not 

yet discussed, pedagogy; because of its interactive ease of 

use, MICRODARE/LABNET is a very good pedagogical tool. 

8.1 ~ Simple Data Collection Example 

As previously mentioned, in satellite computers 

RAPNET can support, with slight restrictions (see Section 

Al.ll.2.3), any program which can run under the RT-llSJ 

operating system. In 

MICRODARE/REMOTE, but 

program (named SIMPLE) 

shown in Figure 10. 

this example, we will 

instead will download 

written in MACRO-II. 

not use 

a simple 

SIMPLE is 



; ------INTERFACE DEFINITIONS-----­
.IIF NDF,RCSR RCSR=176500 
RBUF=RCSR+2 
TCSR=RCSR+4 
TBUF=RCSR+6 

; ----RESTART ADDRESS---­
• ASECT 
.=40 
• WORD SIMPLE 

· -------~---------------I 

; ----PROGRAM------------
.=1000 

SIMPLE: JSR PC,CLEAR 

; 

· I 

; 

1$: 

· I 

· I 

2$: 
; 

MOVB @#RBUF,RO 

SINCE WE HAVE NO ADC, WE GET BYTES 
FROM A TTY. THIS IS THE DATA 
COLLECTION LOOP. 

TSTB 
BPL 

@#RCSR ;LOOP ON READY 
1$ 
---STORE THE BYTE AND ECHO----
MOVB @#RBUF,@BUFPTR ;STORE 
MOVB @BUFPTR,@#TBUF ;ECHO 
INC BUFPTR 
CMP BUFPTR,#BUFEND 
BLO 1$ 

----WAIT LOOP WHEN DONE---
BR 2$ 

Figure 10: Program SIMPLE (partial) 
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SUBROUTINE TO CLEAR AND RESET THE 
BUFFER AREA. 

CLEAR: MOV 
MOV 

#BUFSTR,BUFPTR 
BUFPTR,RO 

1$: CLR (RO) + 
RO,:fi:BUFEND CMP 

BLO 
RTS 

1$ 
PC 

; ------BUFFER AND POINTER-------
BUFPTR: .WORD 0 

.=2000 
BUFSTR: 

.=3000 
BUFEND: 

.END SIMPLE 

Figure 10: Program SIMPLE (complete) 
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SIMPLE performs a data-collection task, storing the 

collected data in a satellite computer memory area (since 

we have no ADC in our lab, we simulate an ADC with a CRT 

terminal). The RAPNET UPDUMP command is used to retrieve 

the data. 

The utility of programs like SIMPLE lies in the 

fact that the programmer can write an uncomplicated program 

which does nothing more than stroke a data interface and 

store the data in a local memory area. All file access is 

taken care of by the UP DUMP command. This feature is very 

useful. For instance, if the researcher has just gotten a 

new data-collection device and can't wait to try it out. 

Attached to a satellite computer, the new device very 

guickly becomes a sophisticated, programmable laboratory 

instrument. 

Our example program, SIMPLE, is used as follows: 

Suppose we wish to use satellite 2, then RAPNET commands 

DOWNLOAD SAT 2 @SIMPLE 
PAUSE SAT 2 
UPDUMP SAT 2 FROM 2000 TO 2776 @SIMPLE 

will cause SIMPLE.LDA to download and execute in satellite 

2, then will cause satellite 2 to pause, and finally will 

cause the collected data to be written to file SIMPLE.UDP 

on the host disk. SIMPLE can be restarted from the PAUSE 

with either the RAPNET RESTART command, or the RAPNET START 

command. 



20 
30 
40 
50 
60 
70 
80 
90 
100 
110 
120 
130 
900 
910 
920 
930 
940 
1000 
1010 
1020 
1025 
1030 
1040 
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1910 
1920 
1930 
1940 
2000 
2010 
2900 
2910 
2920 
2930 
2940 
3000 
3010 
3020 

ST%=l 
A%=l 

START 100 AS PRIORITY 1 AT 11 H 38 M 
IF ST%=O THEN STOP 
GO TO 50 
*** 
*** START THREE TASKS 
*** ---------------------------------
START 1000 AS PRIORITY 4 
START 2000 AS PRIORITY 3 DELAYED 1 M 
START 3000 AS PRIORITY 5 DELAYED 2 S 
RETURN 
*** 
*** 
*** 
*** 
*** 

TASK 1 

PRINT "TIMER CALL ",A% 
A%=A%+l 

IF A%<ll THEN GO TO 1030 
PRINT "FIRST TASK SEQUENCE END"\ RETURN 
START 1000 AS PRIORITY 4 DELAYED 4 S 
RETURN 
*** 
*** 
*** 
*** 
*** 

TASK 2 

PRINT "SECOND TIMER TIME OUT" 
ST%=O\ RETURN 

*** 
*** 
*** 
*** 
*** 

TASK 3 

PRINT "THIRD TASK" 
START 3000 AS PRIORITY 5 DELAYED 4 S 
RETURN 

Figure 11: Program REAL3 
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8.2 Using the MICRODARE START Statement 

Use of the real-time MICRODARE START statement is 

illustrated in example program REAL3, in Figure 11. REAL3 

demonstrates how multiple, parallel program segments (local 

MICRODARE tasks) can be scheduled for asynchronous 

operation with the START statement. Here, line 40 starts 

the routine at line 100 at a specified time-of-day (11:38). 

Lines 50 and 60 are a no-priority idle loop, which runs 

while REAL3 has nothing else to do. The idle task could 

just as well be some lengthy data-reduction task. Line 100 

will start three timed tasks at 11:38. Note the use of 

priorities. The three timed tasks are at lines 1000, 2000, 

and 3000. These are simple tasks, for example purposes 

only, which print out messages. 

themselves. Task 2 stops all 

flag, ST%. 

Tasks 1 and 3 also restart 

tasks by clearing a stop 

Printing messages at various times is hardly much 

of an automation job. But the point of REAL3 is to show 

asynchronous scheduling of subroutines. In a real 

laboratory automation situation, it will probably be 

necessary to schedule data-collection and control tasks at 

odd times. The START statement allows this, and also 

permits each scheduled task to be written as a subroutine. 

The programmer can write each automation task as a separate 

subroutine, and then use the START statement to turn the 

subroutines on, in the order and at the times desired. 
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8.3 Double Data-collection Example 

Programs HOST30 (Figure 12), SAT13 (Figure 13), and 

SAT23 (Figure 14) are our first example of cooperating 

MICRODARE programs in three different computers. These 

programs use pseudo-handler links (Section 3.3.1) to 

transmit data to one another. HOST30 controls the 

satellite MICRODARE/REMOTE programs, as described in 

Section 2.2. As proposed in that section, HOST30 actually 

"speaks MICRODARE" to the satellite MICRODARE/REMOTE 

programs, causing them to load SAT13 and SAT23 

re~pectively. The satellite MICRODARE systems have 

previously had their console inputs locked to pseudo-links 

by a command string like 

DUMP\ LOCK\ GRAB ~IA:~ (see Section 7.3) 

(where IA: is one end of a pseudo-link). Since HOST30 is 

more complicated, we will describe the satellite programs 

first. 

SAT13 is representative of either satellite 

program, since they are both similar in form. Lines 100 -

140 and 20000 - 20020 use a sine-wave simulation in-lieu of 

our absent ADC. 



10 
20 
30 
40 
50 
60 
70 
80 
90 
95 
100 
110 
120 
130 
135 
200 
210 
220 
230 
300 
310 
1000 
1010 
1020 
1030 
1100 
1110 
1120 
1130 
2000 
2010 
2020 
2030 
2100 
2110 

DIM AA[10] ,BB[10] 
CONNECT "AI:" AS OUTPUT 
CONNECT "BI:" AS OUTPUT 

Sl%=l\ S2%=1\ K1%=1\ 
ENABLE 1000 AS INTERRUPT 
ENABLE 2000 AS INTERRUPT 
PRINT #4,"OLD ~SAT13~" 
PRINT #3,"OLD ~SAT23~" 
*** 
*** 

4 
3 

K2%=1\ 
4 
3 

IF Sl%<>O THEN· GO TO 100 
IF S2%=0 THEN GO TO 200 
GO TO 100 
*** 
*** 
PRINT "DATA COLLECTED" 
GOSUB 5000 
GOSUB 6000 
STOP 
*** 
*** 
ENABLE 1100 AS INTERRUPT 4 
PRINT #4,"RUN" 
CONNECT "CI:" AS INPUT 6 
RETURN 
ENABLE 3000 AS INTERRUPT 6 
PURGE 4\ RETURN 
*** 
*** 
ENABLE 2100 AS INTERRUPT 3 
PRINT #3,"RUN" 
CONNECT "DI:" AS INPUT 5 
RETURN 
ENABLE 4000 AS INTERRUPT 5 
PURGE 3 \ RETURN 

E1%=0\ 

Figure 12: Program HOST30 (partial) 
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2120 *** 
2130 *** 
3000 IF EOF 6 THEN GO TO 3100 
3010 IF K1%>10 THEN GO TO 3110 
3020 INPUT #6,AA[K1%]\ K1%=K1%+1 
3030 ENABLE 3000 AS INTERRUPT 6\ RETURN 
3100 E1%=1 
3110 Sl%=O\ DISCONNECT 6\ RETURN 
3200 *** 
3210 *** 
4000 IF EOF 5 THEN GO TO 4100 
4010 IF K2%>10 THEN GO TO 4110 
4020 INPUT #5,BB[K2%]\ K2%=K2%+1 
4030 ENABLE 4000 AS INTERRUPT 5\ RETURN 
4100 E2%=1 
4110 S2%=0\ DISCONNECT 5\ RETURN 
4200 *** 
4210 *** 
5000 IF E1%<>0 THEN PRINT "EOF 6" 
5010 PRINT "DATA 6" 
5020 FOR K1%=1 TO 10 
5030 PRINT AA[K1%]\ NEXT K1% 
5040 RETURN 
5100 *** 
5110 *** 
6000 IF E2%<>0 THEN PRINT "EOF 5" 
6010 PRINT "DATA 5" 
6020 FOR K2%=1 TO 10 
6030 PRINT BB[K2%]\ NEXT K2% 
6040 RETURN 

Figure 12: Program HOST30 (complete) 



100 
110 
120 
130 
140 
150 
160 
170 
180 
190 
10000 
10010 
20000 
20010 
20020 

100 
110 
120 
130 
140 
150 
160 
170 
180 
190 
10000 
10010 
20000 
20010 
20020 

DIM AA[10] 
DT=O.Ol\ TM=0.999 
X=O\ XD=.05 
T=O 

DRUN 
CONNECT ~IC:~ AS OUTPUT 3 
FOR K%=l TO 10 
PRINT #3,AA[K%]\ NEXT K% 
DISCONNECT 3 
REPORT 1\ STOP 
*** 
*** 
D/DT X(XD*<20> 
D/DT XD(X*<-20> 
STORE AA=X 

Figure 13: Program SAT13 

DIM AA[10] 
DT=O.Ol\ TM=0.999 
X=.5\ XD=O. 
T=O. 

DRUN 
CONNECT ~ID:~ AS OUTPUT 3 
FOR K%=l TO 10 
PRINT #3,AA[K%]\ NEXT K% 
DISCONNECT 3 
REPORT 2\ STOP 
*** 
*** 
D/DT X(XD*<20> 
D/DT XD(X*<-20> 
STORE AA=X 

Figure 14: Program SAT23 

173 



174 

Line 150 connects one end of a pseudo-link for transmission 

of the collected data to the host MICRODARE program, 

HOST30o Lines 160 and 170 are a transmission loop. Line 

180 has special importance in that DISCONNECT causes an 

end-of-file at the receiving end of the pseudo-link, which 

is very useful for transmitting data of unknown length. 

The PURGE statement can be used instead of DISCONNECT, in 

cases where it is undesirable to cause an end-of-file. 

Line 190 places a report in the RAPNET log, and then 

terminates the program. In summary, each satellite program 

collects data, connects to the appropriate pseudo-link, 

transmits the data, causes end-of-file, reports, and stops. 

HOST30 controls the operation of the two satellite 

programs. Lines 20 and 30 connect HOST30 to the inputs of 

the satellite MICRODARE systems via pseudo-links. Line 40 

resets some flag variables used in an idle loop to monitor 

progress of the whole job. Here is an instance where our 

previous cautionary note applies; these variables must be 

reset prior to any asynchronous I/O, not after. Lines 50 -

80 start asynchronous output to each satellite, telling 

them to load programs SAT13 and SAT23 respectively. The 

reason that we use asynchronous I/O, is that it may take 

varying amounts of time for each satellite to respond. 

Asynchronous output allows us to talk to each satellite as 

it is ready, irrespective of the other satellite. 
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When satellite 1 has loaded SAT13, lines 1000 

1030 tell it to run SAT13, and connect pseudo-link CI: as 

an input to receive the incoming data. Lines 1100 and 1110 

enable subroutine 3000 as the asynchronous input subroutine 

to receive the data. Lines 2000 - 2110 perform the same 

services for satellite 2, whose asynchronous input 

subroutine begins at line 4000. 

Lines 3000 - 3110 perform the asynchronous input 

operation for data arriving from satellite 1 (program 

SAT13). Note that we test for end-of-file and array 

over-run. When the input operation is complete, flags are 

set, and the incoming pseudo-link is disconnected. It is 

important that the number of disconnects on either end of 

the pseudo-link match~ this is another example of our 

cautionary note. Lines 4000 4110 perform the same 

asynchronous input operation for satellite 2. 

Finally, the idle loop (100 - 120) drops through to 

the printing code (200 230) when flags Sl% and S2% 

indicate that data reception is complete. 

In short, HOST30 asynchronously commands satellites 

1 and 2 to load programs SATl3 and SAT14, asynchronously 

commands each to RUN, then asynchronously receives the 

requested data, and finally prints it all out. The START 

command could be used to repeat the data collection at 

intervals, which would not be an unusual situation for an 

experiment left unattended overnight. 
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DIM AA[100] 
DT=.OI\ TM=.999\ X=O\ XD=.05\ T=O. 

DRUN 
*** 
*** 
CONNECT ~ID:~ AS OUTPUT 3 
FOR K%=1 TO 20 
PRINT #3,AA[K%]\ NEXT K% 
DISCONNECT 3\ REPORT 1\ STOP 
*** 
*** 
D/DT X(XD*<20> 
D/DT XD(X*<-20> 
STORE AA=X 

Figure 15: Program SAT14 
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20800 

*** ----A SIMPLE SERVO SIMULATION---­
CI%=2\ DT=.0058\ TM=.9 
G1%=20\ G2%=40\ G3%=10\ *** INTEGRATOR GAINS 
X=O\ XD=O\ P=O\ *** INITIAL VALUES 

DIM AA[200],BB[200]\ H=.375\ R=.l 
T=O. 

*** -------GET INPUT-----
*** 
CONNECT "'Dr:'" AS INPUT 3 
FOR K%=l TO 200 
INPUT i3,AA[K%]\ ON EOF EXITLOOP 
NEXT K% 
PURGE 3 
*** 
FOR K1%=K% TO 200 

AA[Kl%]=O.\ NEXT K1% 
*** 

U=O\ DRUN 
*** 
*** 
CONNECT ... IC :... AS OUTPUT 3 
FOR K%=l TO 200 
PRINT #3,BB[K%]\ NEXT K% 
DISCONNECT 3 
REPORT 2\ STOP 
*** 
*** -------FAST TASK---------­
GET U=AA 

E=U-X 
Y=H*E-R*XD 

D/DT XD=Y*G2% 
D/DT X=XD*G1% 
STORE BB=X 

Figure 16: Program SAT24 

K% 
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DIM AA[220] 
CONNECT "AI:" AS OUTPUT 4 
CONNECT "BI:" AS OUTPUT 3 

K1%=1\ Sl%=l\ E1%=0 
ENABLE 1000 AS INTERRUPT 4 
ENABLE 2000 AS INTERRUPT 3 
PRINT #4,"OLD 'SAT24'" 
PRINT t3,"OLD 'SAT14'" 
*** 
*** 
IF Sl%<>O THEN GO TO 100 
*** 
*** 
PRINT "DATA COLLECTED" 

T=O\ DT=.Ol\ TM=.999 
DRUN 
STOP 
*** 
*** 
ENABLE 1100 AS INTERRUPT 4 
CONNECT "CI:" AS INPUT 5 
PRINT #4, "RUN" 
RETURN 
ENABLE 3000 AS INTERRUPT 5 
PURGE 4\ RETURN 
*** 
*** 
ENABLE 2100 AS INTERRUPT 3 
PRINT #3, "RUN" 
RETURN 
PURGE 3\ RETURN 
*** 
*** 
IF EOF 5 THEN GO TO 3100 
IF K1%>220 THEN GO TO 3110 
INPUT #5,AA[K1%]\ K1%=K1%+1 
ENABLE 3000 AS INTERRUPT 5\ RETURN 

E1%=1 
Sl%=O\ DISCONNECT 5\ RETURN 

*** 
*** 
GET X=AA 
DISPT X 

Figure 17: Program HOST40 
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B.4 Satellite - Satellite Communication 

Satellite computers can talk to each other using 

pseudo-links. In this example, the host program (HOST40) 

causes the satellites to load program, as in the previous 

example, and one satellite provides the other with data. 

Program SAT14 (Figure 15) uses MICRODARE simulation 

facilities to produce a sine-wave, which it then sends to 

another satellite for further processing. Lines 10 30 

and 20000 - 20020 do the sine-wave simulation, the results 

being stored in array AA. Lines 60 - 90 send some of the 

data over the pseudo-link ID:, cause end-of-file, report 

and stop. 

Program SAT24 (Figure 16) is at the other end of 

the pseudo-link (DI: at SAT24 end). SAT24 accepts the data 

from SAT14, and uses it for input to a servo simulation. 

The results of the servo simulation are sent to HOST40 on 

pseudo-link IC:. In SAT24, lines 10 - 60 set up parameters 

required for the servo simulation. Lines 70 - 130 obtain 

an unknown amount of data from the pseudo-link Dr: 

(end-of-file determines how much), and lines 150 - 160 zero 

the rest of the input array, AA. Lines lBO, 20000 - 20BOO 

do the servo simulation, obtaining input values from AA and 

storing results in BB. Lines 210 - 250 send the results of 

the servo simulation to HOST40 on pseudo-link IC:, 

end-file, report, and stop. 
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Program HOST40 (Figure 17) is similar to HOST30, 

but prints no EOF notices. Like HOST30, HOST40 (lines 20 -

80) directs the two satellites to load programs SAT24 and 

SAT14. When program load is complete, lines 1000 - 1110, 

and 2000 - 2100, start the two satellite programs. Line 

3000 is the input subroutine which receives data from 

pseudo-link CI:. HOST40 remains in an idle loop (line 100) 

until all data is received, and then displays the received 

data (lines 200 - 230 and 20000 - 20010). 

The HOST30 and HOST40 examples demonstrate that 

pseudo-links allow communication between programs running 

anywhere in the network; that is, in any satellite or in 

the host computer background partition. This communication 

is easily programmed in the MICRODARE job-control language, 

and makes for fast setup, distribution and execution of 

program systems. There are, of course, trade-offs. 

Pseudo-link communication occurs line-by-line, and always 

along arms of the star (recall RAPNET is a star network). 

For one-of-a-kind, fast setup problems, this is allright, 

but for improved communication speed and efficiency, a 

direct wire link between the two involved satellites should 

be considered. Another method of transferring large 

amounts of data more efficiently is to do it by file 

transfers, which occur block-by-block rather than 

line-by-line. 

the MICRODARE 

File 

file 

transfers can be done easily by using 

I/O commands (CONNECT, DISCONNECT, 
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INPUT, PRINT) to transfer data to or from files, rather 

than pseudo-links. The data producer should write data to 

a file, and then transmit a permission by pseudo-link~ the 

permission could be a single integer, which can also carry 

some status information. Upon receipt of permission across 

the pseudo-link, the data consumer then reads the file and 

uses the data. The file transfer method illustrates what 

the relatively expensive pseudo-link was really intended 

for; short program coordination messages. 

8.5 An Unprogrammed Example 

Discerning devotees of the computer game "Startrek" 

(in any of its numerous versions) have probably noted the 

independence of the satellite processors. Several such 

satellites could pretend that they were real-time Klingons. 

This should be sufficient description for the imaginative. 

Other applications to real-time game theory (as in optimal 

control zero-sum games) are also possible. 

The author has refrained from providing a 

programmed example of "Startrek" because of a 

well-justified fear of his dissertation advisor that an 

entire network of computers would be monopolized. 



9.0 CONCLUSIONS 

It is a pleasure to say that many of our objectives 

were achieved and that we learned a lot. In this chapter, 

we would like to summarize these achievements and lessons. 

9.1 Distributed Computing 

It has been said that an operating system is just a 

la~ge device handler, and that the device is the CPU. From 

our experience with RAPNET it seems reasonable to extend 

this perception to local networks, with the device now 

-becoming several CPUs connected by one or more 

communication means. The local network operating system 

now becomes a system of code which manages this larger, and 

possibly reconfigurable, device. According to [Pouzin 

1978], this may be a substantial change of attitude: 

"Most operating systems in use over the past ten 
years were designed as geocentric objects 
centralizing all critical functions. Accessing 
entities is usually a multistep procedure beginning 
with a well-known log-on procedure. This vision of 
a rigidly partitioned universe is still taken for 
granted by a number of computer professionals." 

RAPNET forms the local network operating system 

portion of our two-part system, and has been gratifyingly 

182 



183 

easy to use. Like a singler-user/single-CPU operating 

system, RAPNET provides convenient means of controlling 

programs anywhere in the composite machine. There are a 

number of extensions which would be reasonable future 

subjects of research. Trying new communications media with 

more protocol processing in the communications interface 

hardware would unload the host cpu. It would be 

interesting to control RAPNET by using its command 

device/file facility in conjunction with pseudo-links; in 

effect, a satellite supported by RAPNET could be telling 

RAPNET what to do. The command file feature is now quite 

simple. This could be extended to queue commands 

asynchronously into each satellite task, so that a command 

file containing commands destined for different satellite 

computers would not be held up if any of the satellites 

were slow or failed. 

The pseudo-link (Section 3.3.1) concept has proven 

to be a useful synchronization device. A substantial 

reason for its success has been that pseudo-links are 

integrated into the device/file access method used by the 

system. The idea of unification of access methods and 

service request methods is an idea which should guide 

future local network operating system implementations. 

Making all service requests into messages would ensure that 

programs would be completely independent of execution 

location. Since pseudo-links can be given logical names, 



the distribution of programs on a local 

decided at run-time. In fact, this 

consistent with the perception of the whole 

184 

network can be 

is a viewpoint 

network as a 

composite machine~ the composite-machine perception may be 

the most important lesson from our RAPNET experience. 

9.2 Application-Level Cooperation 

The extended versions of MICRODARE proved to be a 

useful and highly interactive means for the programmer to 

use the system as a distributed laboratory-automation and 

data-collection system. The simple and forgiving nature of 

the MICRODARE job-control language, and our ubiquitous 

pseudo-links, have made programming cooperating processes 

fast and easy. MICRODARE language programs in different 

computers do cooperate easily and effectively. 

The restricted nature of our real-time enhancements 

to MICRODARE, coupled with the simplified concept of the 

interruptible virtual BASIC machine, make the real-time 

additions to the language understandable and useful. We 

believe that simplicity and elegance of concept are more 

important than a multitude of difficult-to-comprehend fancy 

additions. Since it is possible to assign one job per 

satellite computer, many of the more sophisticated 

stratagems used by single-CPU real-time BASIC systems are 

unnecessary. One job per small machine is probably the 

wave of the future. 
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Future research with MICRODARE/LABNET could 

profitably investigate the application of the system to 

some real-world problems. As has been previously 

mentioned, others are investigating closely-coupled 

subsystems; these would be excellent candidates for a 

closely-coupled subnet on the RAPNET network. When 

financial constraints make computer-controlled laboratory 

instruments and control-system interfaces available, it 

will be quite interesting to set up some real-life 

measurement and control systems. 

9.3 Hierarchal Structure 

A final lesson learned is how useful and absolutely 

necessary an hierarchal structure (Section 2.4.3) is to a 

large software project. We presume that people learn this 

lesson daily. It is a fact that there is no substitute for 

discipline, no matter how tempting it may be to breach the 

line of structural division. No breach is so small that it 

can be ignored. 



APPENDIX 1 

RAPNET Operating Manual 

Version 1. 0 (XM) 
February 14, 1982 

186 



AI.I.O INTRODUCTION 

AI.I.I What RAPNET Is 

RAPNET is a RAPid deployment local NETwork 
developed at the University of Arizona for real-time 
laboratory automation and data collection and for 
experiments with new multi-processor systems. RAPNET has 
been designed to fill the need for a small network 
operating system by which a single operator can control the 
deployment and execution of a distributed program system. 
It is the direct extension of a small, real-time single 
user operating system running on a single computer to a 
small, single user network system running on a local 
network of computers. 

Al.I.2 How to Use This Manual 

This manual has been arranged so that the 
operator's more immediate concerns come first. Chapter 2 
is a quick description, highlighting the most important 
commands, of how to get running. Some examples of what can 
be done with RAPNET are given in Chapter 3. Chapter 4 
lists all the RAPNET commands. The mlnlmum necessary 
requirements for program preparation are covered in Chapter 
5. RAPNET~s flexible exception reporting system is dealt 
with in Chapter 6. Assembling and linking RAPNET is 
covered by Chapter 7. Hooking up the hardware is discussed 
in Chapter 8, while Chapters 9-11 describe RAPNET 
organization and the satellite programming environment. 
For those who require explanations in depth, the RAPNET 
Advanced Support Manual is available. 

187 



Al.2.0 RUNNING RAPNET 

Al.2.l Starting RAPNET 

Starting RAPNET is quite simple. Only two actions 
are necessary: 

Load all handlers that will be required [1] 

Start RAPNET by typing "@NET003 n 

While this procedure is apparently simple, there are 
actually quite a few things happening during start-up. 
Typing n@NET003 n invokes the command file NET003.COM, which 
loads RAPNET~s root segment, and links and loads RAPNET~s 
extended memory segments as shown in figure 18. 

RAPNET~s first item of business is to attempt 
automatic deployment. An attempt is made to find the file 
DEPLOY.NET on the system disk and open it as a network 
command file. DEPLOY. NET should contain the necessary 
network commands to install, wakeup and deploy programs to 
satellite computers. 

Al.2.2 Installing Satellites 

Since RAPNET does not contain embedded interface 
addresses, it must be informed of the interface address and 
vector for each satellite. An INSTALL command is available 
to do this interactively. ThiS-Command can be part of the 
automatic deployment sequence in DEPLOY.NET. A satellite 
must be installed before any other commands concerning it 
may be given. 

[1] RT-llXM requires that all handlers that will be 
used must be memory resident. At least the TP and TK 
handlers should be loaded. Due to the load location of the 
foreground job (which is RAPNET), this means that all 
device handlers should reside above RAPNET so that RAPNET~s 
load position check routine can decide if sufficient space 
is available after handler loading to accommodate RAPNET. 
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Figure 18: Extended Memory Load Map showing how 
RAPNET is loaded by the command file NET003.COM. 
Its first command starts NET.REL as a foreground 
job. NET.REL immediately suspends itself to allow 
the background to continue processing NET003.COM. 
A background program, NETREL, relocates NET.STB, a 
symbol table of all symbolic addresses in NET.REL. 
This is necessary because we do not know a priori 
where NET.REL will be loaded in the foreground. 
NETREL and foreground NET cooperate to pass NET~s 
load address and relocate the symbol table. The 
two extended memory load modules, NETI.LDA and 
NET2.LDA, are linked using the updated symbol 
table. A final program, NETSIG, runs to inform 
foreground NET that the extended memory load 
modules are ready. The remaining initiator 
overlays in NET then map and load the extended 
memory load modules, the dispatcher is brought in 
as a final overlay, and RAPNET is open for 
business. 
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A satellite may be removed using the REMOVE 
command. A REMOVEed satellite must be reINSTALLed before 
any commands concerning it may be given. 

A1.2.3 Satellite Wakeup 

Once a satellite is installed, it can be waked up. 
By wakeup we mean that we use the standard satellite ROMmed 
console monitor [2] to load a remote bootstrap program in 
the satellite. The WAKEUP command starts this automatic 
process. The operator is informed when the wakeup is 
completed or if it failed. WAKEUP may be included as part 
of DEPLOY.NET. A satellite must be waked up before program 
may be downloaded to it. 

An inverse command, KILL, will stop all activity in 
a satellite. A KILLed satellite must be reawakened before 
program may be downloaded to it. 

A1.2.4 Running Programs in Satellites 

When a satellite has been awakened, programs can be 
loaded into the satellite using the DOWNLOAD command. 
Depending upon the program file used, the program mayor 
may not start automatically upon completion of DOWNLOAD. 
The operator will be informed which is the case upon 
completion of DOWNLOAD. A START command is available for 
programs which do not start automatically. 

To deploy a set of tasks over several satellites, 
one DOWNLOAD command per satellite may be included in 
DEPLOY.NET, the automatic deployment command file [3]. 

A1.2.S Controlling Programs Running in Satellites 

A variety of interactive commands are available for 
controlling programs running in satellite computers. The 
operator may START, RESTART, or RESUME an inactive program. 
A running program may be PAUSEd or REBOOTed. The operator 

[2] We assume that each satellite has some sort of 
mini-monitor in ROM that allows memory modification and 
machine start. Examples of this are ODT in LSI-11 
computers, MIKBUG and MACSBUG in Motorola computers. 

[3] RAPNET can store ahead only one command per 
satellite because command file processing proceeds 
independently of satellite operations. 
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may copy specified satellite memory areas to disk files on 
the host computer using the UPDUMP command. 

The CONNECT and DISCONNECT commands permit the 
operator to connect the network console as if it were a 
terminal connected directly to a satellite. This allows 
the operator to converse with programs running in satellite 
computers from the central network operator~s console. 

Al.2.6 Network Operator Utility Services 

Several commands provide services not directly 
related to specific satellites. RAPNET may be terminated 
using the EXIT command. The operator~s console can be 
locked to--prevent tampering with the LOCK and UNLOCK 
commands. The STATUS [4], ?, and LOG commands produce 
error and informative reports. The LOGDEVICE command 
directs RAPNET~s report output to separately attached 
hardcopy devices, to files, or to the network operator~s 
console. 

Al.2.7 Using the Console Terminal 

The console terminal can be switched between three 
data streams by "shifting up" (control N) or "shifting 
down" (control 0). In ascending shifting order, the 
operator may connect his console to RT-ll [5], to RAPNET, 
or to a satellite connected by the CONNECT command. This 
allows the operator to run background [5] programs under 
RT-llXM, to control the network, and to converse with 
specific satellite computers, all while satellite programs 
may be running. 

[4] Not yet implemented. 

[5] Not applicable under RT-llSJ. 



Al.3.0 SOME WAYS TO USE RAPNET 

Al.3.l Our General Intentions 

RAPNET is the logical extension of a single-user, 
real-time operating system running on a single CPU. RAPNET 
is intended for use by a single user wishing to run a 
number of programs on a local network of small computers, 
generally arranged in a star with the most capable computer 
and peripherals at the center. This arrangement has great 
advantages when fast data collection and automation tasks 
can be moved to satellite computers, while slower 
peripheral management and policy tasks remain in the 
central host. 

Al.3.2 A Simple Example 

The simplest example of RAPNET usage is downloading 
of a single isolated program to a satellite computer. One 
often needs to acquire a block of data with an 
analog-to-digital converter (ADC). A simple program to 
take a predetermined number of data points at predetermined 
intervals can be downloaded using the DOWNLOAD command, and 
the data written to a disk file using the UPDUMP command. 
In this case, there is no need to program the satellite for 
file I/O, since the UPDUMP command enables the operator to 
write satellite memory images directly to host disk files, 
or to use them directly in a host program. 

Several RAPNET features make this simple example 
job convenient for the RAPNET operator and programmer. The 
exception reporting system can be used to inform the 
operator automatically when data collection is complete. 
The START and RESTART commands can be used to restart the 
data collection process, or to start one of several data 
collection regimens, specified by entry point. The command 
file feature of RAPNET allows the operator to make new 
commands by placing frequently needed command sequences on 
the disk. 

Essentially, using RAPNET in this simple fashion 
allows the operator/programmer to use satellites as 
sophisticated, programmable laboratory instruments with a 
minimum of programming effort. 
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Al.3.3 Program Systems 

Before continuing to more complex examples, let us 
define a program system. A task is a program which exists 
in its own context (machine registers and condition 
flip-flops), with its own memory area and which 
communicates with the exterior world via shared memory, I/O 
interfaces which it manipulates directly, and I/O services 
which it may obtain by request:s to a local opera ti}~g 
system. A task is not directly aware of other tasks except 
by these three interactions, and is not required to 
preserve any consistency save its own internal consistency. 
In short, it exists in its own logical space defined by its 
program, data area, and context. A program !ystem is a 
group of tasks which interact with each other. We show a 
program system in Figure 19. 

fl 

CHANt£aI 

PROCESS CHANNEL) 

C """ r 

f t 
LOCAL INTERFACES 

PROCESS 

A 

I r-
c I' 
, I.-

PROCESS 

B 

S HARED 
EMORY M 

Figure 19: A Program System 

Al.3.4 Logical Structure VS. Physical Structure 

A program system may be represented logically, as 
in Figure 19, by process blocks interconnected by lines 
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representing interactions. In a single computer, such a 
program system may run sequentially, in which case only a 
single-task operating system is required, or concurrently, 
in which case we require a multitasker. The logical 
structure of the program system does not depend upon where 
and when each task cf the system is executed. The sequence 
of tasks executing within the system may be determined by 
the tasks themselves or by some algorithm executed by a 
supervisory task. The interactions between the processes 
of a program system are determined by the logical 
structure. The physical structure required to implement 
the logical structure will be determined independently. In 
effect, the logical structure is ~deployed" over the 
physical structure to implement the program system. 

RAPNET has been designed so that one or more 
program systems may be deployed over the processors of a 
small, local network. Each process may be written as if it 
existed in its own space, with higher level interaction 
protocols [6] defined by the program system designer. Then 
it may be deployed over the physical resources of the 
network, and RAPNET will provide the communication 
structure required to realize the desired logical 
organization. 

Al.3.S A Shared Memory Example 

As our second example, consider the system of 
Figure 20. Here, a researcher wishes to conduct an 
experiment in programming shared-memory operations. It 
would be possible, of course, to execute this experiment as 
two concurrent tasks running in the same processor with a 
shared memory area, but this may not produce the same 
conditions as two processors physically sharing a memory 
area. We could also use two processors each having its own 
console terminal, mass storage, and operating system. With 
RAPNET, the researcher can use two inexpensive 
microprocessors without peripherals other than serial 

[6] We have said nothing here about how tasks might 
talk to each other, nor anything about resource allocation 
and deadlock prevention. These are properly the concern of 
the person designing the overall program system. Since the 
operator/programmer has global information about what is 
running on the network, the problem of deadlock prevention 
is much simpler than on general multi-user networks. 
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interfaces, and thus remove the experiment from his main 
program development system. RAPNET allows downloading of 
test programs without the need for expensive peripherals 
attached to the test processors. 

PROCESS 
A 

RESEARCHER 

I e 

PROCESS 
B 

Figure 20: Logical Structure of 
Shared Memory Example 

Figure 21 shows the actual physical structure which results 
when this program system is deployed into the two satellite 
microprocessors. 

Al.3.6 A Laboratory Control System 

A more common problem is that of controlling an 
experiment. Let us suppose that we require an alarm 
capability, a control capability, a data collection 
capability, and an overall supervisory capability. If we 
choose to implement this program system as four separate 
processes, we can move the interrupt intensive operations 
into the alarm, control, and data collection modules, 
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Shared Memory Example 
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while freeing the policy module (the supervisory module) 
from the duty and load of fielding numerous interrupts. 
The supervisory module obtains preprocessed data and alarm 
conditions from the appropriate modules and provides policy 
set points to the control module based on some measure of 
system performance. Figure 22 shows the logical structure 
of this program system. If this program system were 
multitasked on a single processor, we might rapidly be 
overcome by the sheer volume of interrupts required to 
service all four tasks, not to mention the bus loading 
problems of hanging all the necessary interfaces on one 
processor, or the inconvenience of locating the single 
processor near the experiment. If we deploy the system 
over three satellites and allow the supervisory task to run 
concurrently with network operations in the host we achieve 
several advantages. The host can be located away from the 
experiment site, thus allowing good conditions for delicate 
peripherals such as disks and experimenters. 
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The interrupt load is now spread over the three remote 
satellites, which, because each runs only a single task, 
could handle the job by zero priority polling. Each 
satellite can now be configured for the special hardware 
requirements of its job, which may be inappropriate for the 
more general purpose host. Each satellite can now be an 
inexpensive microprocessor, whose destruction by 
experimental misadventure will be less painful, and which 
can be made physically robust more cheaply than a larger 
machine. RAPNET provides the framework for such program 
deployment and permits the experimenter to wakeup 
satellites remotely, to deploy his program system, and to 
communicate with his satellite processors. Figure 23 
illustrates a possible physical deployment. 
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A1.4.0 RAPNET COMMANDS 

A1.4.1 Command Structure 

RAPNET deals with commands using a tree structure 
of command interpreters. A main interpreter loop parses 
the first word of a command and passes the rest of the 
command line to a lower-level interpreter. At each level 
there is a different set of legal commands. 

The effect of the tree structure can be illustrated 
with the INSTALL command. Typing INSTALL causes a drop in 
level to the INSTALL interpreter, which will output a 
prompt, INS», and restrict the set of legal commands to: 

Control C 
TYPE 
VECTOR 
CSR 
SAT 
SLOT 

Additional commands, one or more to a line, may be entered 
while conversing with the INSTALL interpreter. The 
operator can return to the main interpreter loop by typing 
Control C, which aborts the current level and returns one 
level up.- Thus, the legal command set may expand and 
contract, but it is always possible to move up and down 
through the tree. 

Potential confusion is avoided by having each level 
provide its own distinct prompt, which can be evoked by 
typing <cr>. Thus, the RAPNET operator may readily 
determine to whom he is talking. The main interpreter loop 
prompt is 

NET» 

Commands may be typed on a single line. For 
example, 

DOWNLOAD SAT 1 @MYFILE 
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causes a drop to the DOWNLOAD interpreter, which parses the 
remainder of the line (two private commands). Some lower 
level interpreters, such as the DOWNLOAD interpreter, 
return automatically to the main interpreter loop after 
they complete their intended action. 

Al.4.2 SLOT and SAT 

, ~wo command words which are common in the following 
are SLOT and SAT. These are two ways of specifying to 
which satellite a--command applies. SLOT refers to an 
impure area associated with a satellite-r7T. SAT refers to 
the unique identification number giv'en, to a satellite when 
it is installed with the INSTALL command. Thus, a 
satellite may be referred to by the impure slot it occupies 
or by its identification number. 

Al.4.3 RAPNET Command Files 

Commands which may be given RAPNET interactively 
can also be given in command files. Such command files 
should contain the ASCII text of legal RAPNET commands, 
with each line terminated by <cr>,<lf>. This is the normal 
line termination produced by many text editors. Typing 

@FILENAME 

will cause RAPNET to take interactive input from 
FILENAME. NET until end of text or end of file. Command 
files may be nested to a depth specified by an 
assembly-time parameter. The default file extension is 
.NET, but this may be over-ridden by specifying the 
extension. 

Since RAPNET can have only one command active per 
satellite, successive commands to the same satellite in a 
command file may be ignored. There is also no branching or 
conditional capability in the command file feature. 

[7] The number of impure data areas generated at 
assembly time is specified by an assembly conditional 
parameter, SATS ••• The number of impure slots sets the 
maximum number of satellites that may be installed. 
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Al.4.4 List of Commands 

In the following we list the commands available in 
the main interpreter loop. Under each command heading, we 
list the private commands pertinent to the lower-level 
command interpreter. The private commands are those which 
are legal under the lower-level interpreter. 

AC (Control C) is always legal at any level of the 
tree. AC causes the present tree level to abort and return 
to the next higher level. 

Alternate or equivalent versions of a command are 
listed together in a column. Either version may be used. 
The basic parsing routine does not allow shortened versions 
of a command to be used; the entire command word must be 
typed. For those for whom this is unacceptable, all 
command parsing is centralized in LOOKER, which can be 
modified to suit. 

Unless otherwise noted, when a lower-level 
interpreter obtains sufficient information to do its job, 
it completes its duties and returns to the main interpreter 
loop. 
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Al.4.4.1 CONNECT LOCKABLE 

Causes a virtual duplex channel to be opened from a 
satellite to the network operator~s terminal. By shifting 
to the satellite data stream (typing control N) the 
operator may converse with a program running in the 
satellite. The operator may shift back to RAPNET by typing 
control O. Neither control N or control 0 are passed to 
the satellite. Control S, Q, and U work normally, that is, 
they are captured and interpreted locally. All other 
control characters are passed to the satellite. 

Related Commands:DISCONNECT 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument-rn-the range 1-177 
for SAT or l-SATS •• for SLOT. 



Al.4.4.2 DEBUG 
DB 

Prompt:DB» 
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LOCKABLE 

Invokes the dynamic debugger, if linked. The 
dynamic debugger is not described here, since it is part of 
the system development software and not used during normal 
RAPNET operation. 

DEBUG does not return automatically to the main 
interpreter loop, but conducts a dialog appropriate to its 
duties as a symbolic debugger. ~C may be used to return to 
the main interpreter loop. 
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Al.4.4.3 DISCONNECT LOCKABLE 

Prompt:DIS» 

Disconnects the virtual channels to the console 
established by the CONNECT command. 

Related Commands:CONNECT 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument-rn-the range 1-177 
for SAT or l-SATS •• for~. 
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Al.4.4.4 DOWNLOAD LOCKABLE 

Prompt:DWN» 

Causes a program download to the specified 
satellite. Regardless of whether the attached satellite is 
a PDP-II or a "foreign" [8] computer, the code to be 
downloaded must be in DEC absolute loader format [9]. 
DOWNLOAD requires a satellite specification and a file 
specification. 

Related Commands:None 

Private Commands: In either order 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument--rn-the range 1-177 
for SAT or l-SATS •• for SLOT. 

FROM FILE string 
@string-

"string" is the name of the file containing the 
program to be downloaded. The default device is 
SY. The default file extension is .LDA. 

[8] "Foreign" means not a PDP-II or LSI-II. 

[9] See Software Support Manual, AA-H379A-TC, The 
Digital Equipment Corporation, Maynard, Mass. for a 
description of this file format. 
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AI.4.4.S EX LOCKABLE 

Prompt:EX» 

Calls the dynamic exerciser, a routine used during 
system development to exercise subroutines and tasks. 
Since this is not used during normal RAPNET operation, it 
will not be described here. This command is optional and 
is included only if the assembly conditional D3$BUG is 
defined. 

EX does not return automatically to the main 
i~terpreter loop, but conducts a dialog appropriate to its 
duties as a subroutine tryer-outer. AC may be used to 
return to the main interpreter loop. . 
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AI.4.4.6 EXIT LOCKABLE 

Prompt:None 

Causes RAPNET to shut down all interfaces and exit 
to RT-II. Running satellites continue to run. RAPNET 
cannot be restarted with the RT-II "REENTER" command. 

Related Commands:None 

Private Commands:None 
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Al.4.4.7 INSTALL LOCKABLE 

Prompt: INS» 

Installs a satellite in a slot. INSTALL requires 
an interface address and vector, a type number, a slot 
number, and a satellite identification number. This 
command selects the impure data area and writes the above 
information into fields in the data structure. INSTALL 
will not permit multiple instances of satellite id, 
attempts to install in an already installed data area, or 
interface addresses and vectors out of an assembly-time 
defined range. 

Related Commands:REMOVE 

Private Commands: In any order 

SLOT arg 

SAT arg 

CSR arg 

VECTOR arg 

TYPE arg 

The impure data area in which to install the 
satellite. "arg" is an octal number between 1 
and SATS .•. A satellite may be referred to by 
its slot number after it has been installed. 

"arg" is an octal number in the range 1-177 to 
be used as a satellite identification number. 
This number is used as the node address in the 
packet switched message system. A satellite may 
be referred to by its id number after it has 
been installed. 

"arg" is the octal interface address. 

"arg" is the octal vector for 
Horrible things will happen 
correspond. 

the interface. 
if these do not 

"arg" is an octal number in the range 0-377. 
This specifies the hardware type of the 
satellite to be installed. This is the only 
knowledge RAPNET has of the hardware type of the 
satellite CPU. RAPNET uses the type number to 
index into files of filenames to find the files 
used for wakeup purposes. There is no other 
significance to the type number. 
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Al.4.4.8 KILL LOCKABLE 

Prompt:KIL» 

Shuts down the interface connected to the specified 
satellite. This command is the inverse of WAKEUP. The 
satellite may continue running unattended. 

Related Commands:WAKEUP 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument---rn-the range 1-177 
for SAT or l-SATS •• for SLOT. 
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Al.4.4.9 LOCK string LOCKABLE 

Prompt:None, this is a single line command. 

This command locks the keyboard from unauthorized 
use. All commands which might modify the network are 
locked out. Commands which ask for status or error reports 
are not locked out. 

Related Commands:UNLOCK 

Private Commands: 

string 
A string of from 1 to 19 characters which serve 
as a lock string. The identical string must be 
repeated with the UNLOCK command to unlock the 
keyboard. 
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A1.4.4.10 LOG 

Prompt:LOG» 

Puts RAPNET in the LOG mode. LOG may be exited by 
typing <cr>. While in LOG mode, RAP NET will time and log 
all errors and informative reports to the device or file 
specified by the LOGDEVICE command. The default output 
device is the console terminal. RT-II background may be 
used while RAPNET is in LOG mode, although the background 
will be shut out while the logger is outputting. 

Related Commands:LOGDEVICE 

Private Commands:None 
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Al.4.4.ll LOGDEVICE LOCKABLE 

Prompt:None, this is a single line command. 

This command allows the operator to specify a 
device for error and informative report logging. There are 
four ways to make such a specification. The operator may 
specify the default log device (the system console), a 
serial interface, a file, or a sequential device such as a 
lineprinter. Arguments must follow LOGDEVICE on the same 
line. 

Related Commands:LOG 

Private Commands:Three possible argument selections 

1. no arguments 

Return to default logging device, the system 
console. 

2. @string 
- Log to the device or file represented by 

"string". If "string" is a serial device, the 
logger assumes that it is similar to a line 
printer and does not attempt to append log 
reports. If "string" is a file specification on 
a file oriented device, the logger will append 
log reports to the file as they occur. The 
default extension is .LOG. 

3. VECTOR argl ~ arg2 (in either order) 

Log to the serial interface whose address is 
"arg2" and whose vector is "argl". Both 
arguments must be octal numbers. This option 
allows the use of a hardcopy teletype for 
logging while retaining a CRT terminal for other 
network transactions. 
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A1.4.4.12 NOSCOPE 

Prompt :None 

If the SCOPE/NOSCOPE option has been selected at 
assembly time, this command turns on the NOSCOPE delete 
sequence. If a rubout is typed at the console terminal, a 
backs1ash and the deleted character are echoed. If 
additional rubouts are typed, only the deleted character is 
echoed. The first non-rubout character causes a slash and 
the typed character to be echoed. 

Related Commands:SCOPE 

Private Commands:None - ------
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Al.4.4.l3 PAUSE LOCKABLE 

Prompt:PAU» 

Causes a program running in a satellite to "pause". 
In actuality, causes the satellite to shift to an idle 
process while saving the context of the running program. A 
program must be downloaded and running before it can be 
PAUSEd • 

Related Commands:RESUME 

Private Commands: 

SLOT arg 
~ arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argumentinthe range 1-177 
for SAT or l-SATS •• for SLOT. 
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Al.4.4.14 REBOOT LOCKABLE 

Prompt:RBT» 

Causes the selected satellite to reset its 
bootstrap. Any currently running or paused program is then 
permanently blocked from rerunning, although portions of 
its core image may be accessible with the UPDUMP command. 
REBOOT may reset some areas in satellite memory. Programs 
may be downloaded after a REBOOT. 

A REBOOTed satellite is in the same condition as if 
it had just been awakened. 

Related Commands:None 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argumentinthe range 1-177 
for SAT or 1-SATS •• for SLOT. 
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Al.4.4.1S REMOVE LOCKABLE 

Prompt:REM» 

This command removes a satellite from an impure 
data area(slot). Another satellite may be installed when a 
slot has been cleared by the REMOVE command. A satellite 
may not be REMOVEd unless it has been KILLed or suffered a 
fatal mishap. 

Related Commands:INSTALL 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argumentinthe range 1-177 
for SAT or l-SATS •• for SLOT. 
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Al.4.4.l6 RESTART LOCKABLE 

Prompt:RST» 

An inactive program already loaded in a satellite 
computer can be restarted using the RESTART command. This 
will cause the satellite computer to reset its stack 
pointer and restart the loaded program at a restart 
address. In LSI-II satellites, the stack pointer will be 
reset to the contents of absolute location 42 (octal) if 42 
is non-zero, or lOOO(octal) if zero. The non-zero restart 
address must be in location 40(octal), or the LSI-II 
satellite will refuse the restart command. No such 
conventions have been established for non-PDP-ll 
satellites. 

Related Commands:PAUSE, START 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument-rn-the range 1-177 
for SAT or l-SATS •• for SLOT. 
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A1.4.4.l7 RESUME LOCKABLE 

PromEt:RSM» 

A satellite program which has been PAUSEd can be 
resumed with the RESUME command. This will cause the 
satellite to switch from the idle process, restore the 
context of the inactive program, and resume execution of 
the program. 

Related Commands:PAUSE 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argumentinthe range 1-177 
for SAT or 1-SATS •• for SLOT. 
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Al.4.4.1B SCOPE 

Prompt:None 

If the SCOPE/NOSCOPE option has been selected at 
assembly time, this command selects the SCOPE rubout 
response. A rubout typed at the console terminal will 
cause a backspace, space, backspace to be echoed. 
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Al.4.4.l9 START LOCKABLE 

Prompt:STR» 

An inactive program loaded in a satellite can be 
started with the START command. The RAPNET operator is 
required to supply an absolute octal starting address. The 
LSI-II satellite will reset its stack pointer to the 
contents of location 42(octal) if non-zero, or 1000 (octal) 
if 42 is zero. Conventions have not been established for 
non-LSI-ll satellites. 

Related Commands:RESTART 

Private Commands: In any order 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument--rn-the range 1-177 
for SAT or l-SATS •• for SLOT. 

"arg" is an octal starting address. 
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Al.4.4.20 STATUS 

?rompt:None, this is a single line command. 

The STATUS command with no arguments causes a 
precis of network status to be output to the current 
logdevice. The STATUS command with a satellite selection 
causes a status report on the selected satellite to be 
output to the current logdevice. 

This command has not been implemented. 
RAPNET Advanced Support Manual for details. 

Related Commands:None 

Private Commands: 

SLOT arg 
SAT arg 

See the 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument-rn-the range 1-177 
for SAT or l-SATS •. for SLOT. 
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Al.4.4.2l UNLOCK string 

Prompt:None, this is a single line command. 

A keyboard previously LOCKed can be UNLOCKed by 
typing UNLOCK followed by the identical string used in the 
LOCK command. 

Related Commands:LOCK 

Private Commands: 

string 
From 1 to 19 characters including spaces and 
punctuation. If "string" matches the "string" 
used in a previous LOCK command, the keyboard 
will be UNLOCKed.--rf not, an unlimited number 
of retries are available, but no hints. 
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Al.4.4.22 UPDUMP LOCKABLE 

Prompt:UDP» 

A copy of a region in a satellite memory can be 
transferred to a file on the host disk using the UPDUMP 
command. The RAPNET operator must supply the inclusive 
octal starting and ending addresses of the memory region, 
and a file specification. A satellite must be PAUSEd or 
REBOOTed before it may be ~Ped. 

Related Commands:None 

Private Commands: In any order 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument---rrlthe range 1-177 
for SAT or l-SATS •• for SLOT. 

FROM ADDRESS arg 
FROM arg 

"arg" is an octal starting address in the memory 
region to be copied. 

TO ADDRESS arg 
TO arg 

"arg" is an octal ending address in the memory 
region to be copied. The ending address will be 
interpreted to be inclusive to a word (16 bit) 
boundary. 

TO FILE string 
@string 

"string" is a valid RT-ll file specification. 
The default extension is .UDP. The satellite 
memory image will be written to file "string". 
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Al.4.4.23 WAKEUP LOCKABLE 

Prompt:WAK» 

This command starts the satellite wakeup process. 
Satellites may be in any of four modes: 

dead 
bootstrap 
paused 
running 

WAKEUP may be commanded from any mode and causes an 
immediate transition to the "dead" mode and sequencing to 
the "bootstrap" mode. 

WAKEUP sequencing occurs in two phases. In the 
first phase, strings of ASCII characters are transmitted to 
a firmware console monitor in the satellite. In the second 
phase, the absolute loader loaded in the first phase takes 
a high speed load of the satellite remote bootstrap. Refer 
to the RAPNET Advanced Support Manual for details. 

Related Commands:KILL 

Private Commands: 

SLOT arg 
SAT arg 

The satellite is selected by SLOT or SAT number. 
"arg" is an octal argument---rr:lthe range 1-177 
for SAT or l-SATS •• for SLOT. --- ----



Al.4.4.24 !filename 

Prompt:None, this is a single line command. 

The 
character. 

ampersand 
Typing 

@filename 

is the command file 
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invocation 

will cause RAPNET to take interactive input from the file 
named "filename. net", until end of file or end of text. 
The default file extension is .NET. 
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Al.4.4.25 ? 

PromEt:?» The console terminal will beep periodically 

Typing ?<cr> will cause RAPNET to output any 
current reports- to the operator~s console. If current 
reports are queued, the console will beep periodically to 
inform the operator that a report exists. The LOG command 
uses ? when it detects a current report, although output is 
directed to the active logdevice. 

Related Commands:LOG 

Private Commands:None 



AI.4.4.26 "'c 
..... C 

Prompt:N/A 

(Control C) 
(Uparrow,C) 
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Causes an immediate return up one level in the 
command interpreter tree. If this is executed while in the 
main interpreter loop, the main interpreter loop is 
suspended and the input buffers are purged. The next input 
re-invokes the main interpreter loop. 

The (Uparrow,C) version is provided for use in 
command files. 

Related Commands:None 

Private Commands: 

"'c has the same interpretation at all levels. 
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Al.4.4.27 ~N (Control N) LOCKABLE 

Prompt:NET> or SAT> depending on shift. 

Causes a shift up in console data stream selection. 
These streams are, from lower to higher, RT, NET, and SAT. 
By shifting between streams, the RAPNET operator can talk 
to RT-ll, to RAPNET, or to a CONNECTed satellite. 

Related Commands:~O (Control 0) 
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Al.4.4.28 ~O (Control 0) LOCKABLE 

Prompt:NET> or RT> depending on shift. 

Causes a shift down in console data stream 
selection. These streams are, from higer to lower, SAT, 
NET, and RT. By shifting between streams, the RAPNET 
operator can talk to RT-ll, to RAPNET, or to a CONNECTed 
satellite. 

Related Commands:~N (Control N) 
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Al.4.4.29 AO (Uparrow,O) 

Prompt:None 

If typed an odd number of times, AO (uparrow, 0) 
diverts the RAPNET output data stream to the "null 
terminal" (i.e. the output is thrown away). If AO is 
typed an even number of times, the RAPNET output data 
stream is directed to the system console. Action is 
similar to that of (Control 0) in RT-ll. The purpose of 
this command is to allow RAPNET command files to execute 
without requiring the console terminal for output. 



A1.s.0 PROGRAM PREPARATION 

A1.s.1 Format 

Programs to be downloaded into satellite computers 
under RAPNET control must be in DEC absolute loader format 
[10] (.LDA) regardless of satellite CPU type. Program load 
modules in other formats must be converted by an 
appropriate preprocessor. 

Al.s.2 Programs for PDP-11 satellites 

Programs for PDP-l1 satellites may be prepared 
using the MACRO-1l assembler and the LINK program with the 
L owitch, which will force absolute loader format output. 
Programs prepared in high level languages may be linked in 
absolute loader format, provided that the environment 
described in Chapter 11, "Satellite RT-11 Environment", is 
suitable. Under any circumstances, the restrictions listed 
in Chapter 10, "The Satellite Remote Bootstrap 
Environment", must be observed. 

Two satellite low memory locations participate in 
program control. 40 (octal) is used as a program restart 
address. 42 (octal) is used as a stack pointer 
initialization value. These locations may be initialized 
as part of the program load module. The default stack 
pointer initialization is 1000 (octal) • 

[10] RT-11 Software Support Manual, AA-H379A-TC, 
Digital Equipment Corporation, Maynard, Mass. 
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AI.6.0 REPORTS 

AI.6.1 The Problem of Reporting 

Within any real-time system, such as RAPNET, there 
is always a problem of reporting incidents to the system 
operator. There are normal reports, such as reporting the 
successful conclusion of a command, and abnormal reports, 
such as error conditions or an unexpected change in system 
state. One common characteristic of these reports is that 
they are usually unpredictable and could interfere with 
other system activities if the reporting function has 
unlimited precedence. RAPNET solves this problem by 
unifying all reporting under a two-tiered exception 
reporting system. 

AI.6.2 Reports in General 

Errors and matters of informational interest are 
reported by the RAPNET exception reporting system. There 
are two classes of report, informative and fatal. Fatal 
reports result in shutdown of the affected satellite 
interface and annotation of satellite mode as "dead". An 
example of a fatal report is "CRITICAL OR DOUBLE TIMEOUT 
(F)" which occurs when a satellite fails to reply after a 
predetermined timeout period. Informative reports result 
only in the generation of a report text. The RAPNET report 
of "WAKEUP COMPLETED (I)" is such an informative report. 

When an exception occurs, the reporting system must 
clear itself of the pending report by generating a text 
report. Pending reports are queued for each satellite in 
the order in which they happen. Text reports are generated 
as soon as exceptions occur if the RAPNET logger has been 
turned on with the LOG command. If the logger is not on, 
RAPNET notifies the operator that an exception has occurred 
by causing the console terminal to "beep" periodically. 
The operator must then give permission for the generation 
of a text report by using the ? or LOG commands. 

AI.6.3 Two-tiered System 

In order to decouple text reporting from high speed 
exception reaction, the RAPNET exception reporting system 
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is divided into an exception queueing system and a report 
generating system. When an exception occurs, an exception 
code is queued in the report queue of the affected 
satellite. When the operator (or the logger) is ready for 
the report, the report generator unqueues the report code 
and generates a text report. 

The effect of the two-tiered system is to separate 
the fast part, exception handling, from the· slow part, 
report generation. Thus, in spite of delays in report 
generation, the time sequence in which exceptions occur is 
preserved. 

Al.6.4 Texts of Reports 

When the report generator prepares a report, it 
does so in two stages. The first stage produces a single 
line output identifying the satellite causing the report 
and the octal report code. Even if the report generator is 
unable to complete its second stage, report text output, 
the first stage will identify the report. 

The texts of reports are stored in a file 
ERROR. NET, with the first line of each text prefaced by its 
octal code. The report generator searches ERROR. NET for 
the text whose octal code corresponds to the report code. 
The report generator then outputs one or more text lines. 
The texts in ERROR. NET need not be ordered in sequence of 
their octal codes. 

The significance of this for the operator is that 
ERROR.NET may be edited in the operator~s native tongue, or 
may have explanatory remarks added to reports to tell the 
operator what to do. Since ERROR. NET is a text file 
separate from RAPNET code, editing is straightforward and 
can even be done while RAPNET is running. Rebuilding 
RAPNET is not required. 

AI.6.S Sources of Exceptions 

There are four sources of exceptions in RAPNET: 
RT-Il generated exceptions, RAPNET internal error 
conditions, RAPNET generated informative conditions, and 
satellite generated informative conditions. The first two 
sources usually result in fatal errors, while the third and 
fourth result in informative reports. 

RAPNET generated informative conditions usually are 
r.eports of completion of some action such as a command, but 
may also indicate that a command may not proceed because of 
some recoverable condition. 
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The fourth source of exceptions, satellite 
generated informative exceptions, is of interest to the 
operator. RAPNET accepts messages from satellites which 
result in an informative exception. In this way, 
satellites cause reports to be entered in the log or to be 
brought to the attention of the operator. These are termed 
satellite discretionary reports, and may indicate anything 
the satellite programmer wishes. For example, programs 
running under the EMTSIM simulator cause a satellite 
discretionary 375 octal report when the .EXIT macro is 
executed in the satellite. In other words, a 375 report 
tells the operator that the satellite program has 
terminated normally. 



AI.7.0 BUILDING RAPNET/XM 

AI.7.1 General 

Building RAPNET requires assembling modules with 
appropriate conditionals to configure the resultant object 
modules for the desired operating system, and then linking 
these object modules into the required start-up load. 
Because the load-time base address of RAPNET foreground is 
unknown, only the foreground link operation can be 
performed before run-time. The extended memory load 
modules must be linked at initialization time by the LINK 
program running in the background while RAPNET 
initialization runs in the foreground. 

AI.7.2 Naming 

A reasonably consistent naming convention was 
followed when naming RAPNET files. All source files start 
with the three letters NET, so that NETxxx.MAC is easily 
known as a RAPNET source file. The first two letters of 
xxx are alphabetic and denote a layer or functional group. 
The last character of xxx is usually numeric. Command 
files containing assembler command strings or linker 
command strings are named NETxxx.COM, where xxx is numeric. 

AI.7.3 Assembling RAPNET 

The assembly of RAPNET has been made semi-automatic 
by the use of the conditional assembly facility of 
MACRO-II, Digital Equipment Corporation~s macro assembler, 
and by the provision of command files containing the 
requisite command strings. 

AI.7.4 Command Files 

A list of command file names and the operations 
they perform is included in Appendix 3. 

AI.7.S Preamble files 

Certain items, such as assembly conditional 
definitions and macro definitions, are common to all 
program modules. These have been placed in preamble files, 
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designed to be concatenated ahead of a module being 
assembled in an assembler command string. For example, to 
assemble the module NETDIS.MAC we use the string 

NETDIS=NETCND,NETMAC,NETDIS 

Here NETCND and NETMAC are the two preamble files 
containing assembly conditionals and macros, respectively. 
Additional preamble files are: 

NETMAP.MAC 
NET.STB 
EMTMAC.MAC 
SATCND.MAC 

Al.7.6 Assembly Conditionals 

Assembly conditionals are symbolic constants which 
are either undefined or defined equal to some number in a 
preamble file. Assembly conditionals control the size of 
storage assignment, the value of certain critical network 
constants, or the inclusion or omission of code segments. 
Appendix 2 lists RAPNET symbolic conditionals, default 
values, and what they control. 

Al.7.7 Linking RAPNET: Foreground 

The foreground portion of RAPNET is linked as a 
low-memory overlaid .REL file [11]. The non-overlaid part 
consists of the network impure area, unmappable 
subroutines, and the hardware driver. The overlaid portion 
consists of the initiators and the task dispatcher. 
Linking is normal for a foreground job, but a symbol-table 
file, NET.STB must be produced for run-time linking of the 
extended memory load modules. Command file NET002.COM 
shows the details of the linker strings. 

Al.7.S Linking RAPNET: Mapped Load Modules 

The mapped load modules are linked during RAPNET 
startup, thus this part of RAPNET is self-linking. Command 
file NET003.COM has the linker strings for this portion of 
RAPNET build. 

[11] Using the /R switch with LINK. 



Al • B • 0 HARDWARE 

AI.B.I General 

RAPNET has been designed for a very simple and 
inexpensive hardware configuration. The present version 
runs on host PDP-II or LSI-II computers connected to 
satellite computers via serial interfaces. Standard, 
off-the-shelf microcomputers having ROM console monitors 
such as DEC~s LSI-II or Motorola computers having either 
the MIKBUG or MACSBUG ROM monitors, can be used directly as 
satellite computers. The only assumption which RAPNET 
makes about these small console monitors is that a "break" 
will place the microcomputer into console mode, and that it 
is- pos~ible to load memory locations and start the 
microcomputer using ASCII strings such as would come from a 
CRT terminal. 

Al.B.2 Hardware Connections 

We will discuss hardware connections as if the 
satellite computers were close enough to connect directly 
with twisted pair serial links. It is certainly possible 
to use modems across telephone lines, but RAPNET does no 
modem control. 

The host computer should have en~ugh auxiliary 
serial interfaces to accommodate the maXlmum number of 
satellites expected to be active simultaneously. 
Connecting each satellite is simply a matter of connecting 
a host auxiliary port to the satellite console interface 
using two twisted pairs. As far as the satellite computer 
is concerned, the host computer is its console terminal. 

The baud rate set for each connection depends upon 
the number of simultaneously active satellites and on the 
processing speed of the host computer. Because of the 
simple and inexpensive connection, the host computer must 
interrupt at each byte during message transactions. If the 
cumulative baud rate (over all active satellites) is too 
high, the host will become interrupt bound, and 
message-overrun error rates will climb. Therefore, if 
retransmission counts exceed the retransmission count limit 
[12], the baud rate on one or more satellites should be 
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reduced, or a different transmission medium is needed. 

Al.8.3 LSI-II Satellites 

Once the hardware connection is made to an LSI-II 
satellite, power may be applied and the satellite can be 
awakened immediately. This is because remote bootstrap 
code for LSI-II wakeup has been written and is part of the 
RAPNET release. 

Al.8.4 Non-LSI-ll Satellites 

Satellites other than LSI-II satellites cannot be 
WAKEUPed unless two files, respectively containing ASCII 
wakeup strings and remote bootstrap code, are present on 
the system device. RAPNET itself does not contain any 
hardware specific code other than the assumptions about the 
ROM monitor. Further details about writing ASCII wakeup 
strings and remote bootstrap code may be found in the 
RAPNET Advanced Support Manual. 

Al.8.S Future Hardware Implementations 

We would be remiss here if we did not mention 
possible future hardware configurations. There are now a 
number of VLSI chips available [13] which handle link 
protocols. There are also interfaces [14] using these 
chips or other approaches which are designed to handle the 
bit serial transmissions of line protocols now being 
standardized or developed [15]. The result is that link 
signal processing can be expected to move from the host 
computer into an interface, offloading the byte-by-byte 
interrupt operations from the host CPU. 

RAPNET has been specifically structured so that 
these anticipated advances in hardware may be utilized by 
making changes to only a few code segments. The 
requirement on the interface hardware, in addition to 
handling link-level protocols, is that some method exist 

[12] This will result in a fatal error for the 
transgressing satellite. 

[13] Such as the Zilog SIO chip, the Intel 8274, 
and others. 

[14] For example, interfaces made by Corvus for the 
LSI-II and by Compu-Serv for their networking activities. 

[15] Notably CCITT X.2S and Ethernet. 
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for remotely placing satellites 
mode. This is necessary for 
satellites. 

into a 
remote 

console monitor 
initialization of 

It would be premature to prescribe hardware 
connections for these future configurations. We simply 
mention that RAPNET~s star organization may remain as a 
logical structure [16] while the network physical structure 
might well be a multidrop loop or a single CSMA [17] 
transmission line. 

[16] By message addressing. 

[17] Carrier Sense Multiple Access, 
suggested for Ethernet systems. 

such as 



Al.9.0 RAPNET ORGANIZATION 

Al.9.l General 

We include this chapter to give the 
operator/programmer a quick sketch of how RAPNET is put 
together. For more details, the RAPNET Advanced Support 
Manual is available. 

RAPNET is generally organized as a coupled set of 
tasks, one for interactive network control, and one for 
each satellite. The tasks are coupled through a common 
data area located in low memory foreground (see Figure 18 
in Chapter Al.2). Since the words task, process, and 
program are widely used to mean many different things, we 
define here what we mean. 

A process is a transformation upon a set of input 
data to a set of output data. Data is used in the general 
sense that includes the initial and final conditions of 
memory areas upon which the process has effect. 

A task is the invocation of a process upon a 
specific s~f data. Thus, a process which is implemented 
as pure code may be invoked concurrently as separate tasks 
on different sets of data. 

A program is the implementation of a process. 

By these definitions, the RAPNET satellite manager 
tasks are separate invocations of one satellite manager 
process, because the code implementing the satellite 
manager process is pure. That is, there is one copy of 
satellite code which acts on different satellite data areas 
concurrently to produce the separate satellite manager 
tasks. The satellite manager process is called SATMGR. 

The RAPNET interactive network manager process is 
called NETMGR and uses code different from that of SATMGR. 
NETMGR runs concurrently with the tasks of SATMGR. Thus, 
network control proceeds simultaneously with satellite 
operations. 
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Al.9.2 Layers 

RAPNET is built in layers similar to the ISO 
description of a network protocol [18] (Figure 24). 
Because of our more limited objectives, the generality of 
the full ISO description is not required, so that the 
RAPNET layer structure is a degenerate form of the ISO 
model. 

APPUCATION 

PRESENTATIm 

~ SESSION MANAGERIAL 

TRANSPORT .. SERVo SUP. -
NETWORK DATALINK 

~ 

DATA LINK HARDW. DRIV. 
" 

PHYSICAL INTERFACE 
OCJ 

Figure 24: ISO Model and Approximate 
RAPNET equivalencies 

[18] See for example "ISO/ANSI Reference Model of 
Open Systems Interconnection", desJardins, Richard, and 
White, George W., Proceedings of IEEE Symposium on Trends! 
Applications:1980 Computer Network Protocols, May 29, 1980, 
Gaithersburg, Md. pp. 47-53. 
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The layers within RAPNET are called the managerial 
layer, the service support layer, the datalink layer, and 
the hardware driver. In addition to the layered structure, 
there are re-entrant general service subroutines supporting 
the layers. The services provided can be classified into 
four classes: file I/O, datal ink FIFO buffer operations, 
virtual channel assignment operations, and task dispatch. 

Control flows downward in RAPNET, starting in the 
managerial layer (NETMGR or SATMGR), which then calls 
subroutines lower in the hierarchy, corresponding to a drop 
through the ISO layers. Calls are always downward, and 
returns upward, so that the control structure is reliable 
and understandable. The service subroutines generally form 
the lowest level in a pyramid of control. 

AI.9.2.1 The Managerial Layer 

This, the highest layer of RAPNET, consists of 
NETMGR or SATMGR. When RAPNET interacts with the network 
operator, the managerial layer is NETMGR. When RAPNET 
interacts with a satellite computer, the managerial layer 
is SATMGR. 

AI.9.2.1.1 The Interactive Net Manager (NETMGR) 

NETMGR is the interactive interface between the 
network operator and the satellite managers. The 
operator~s desires are converted to changes in satellite 
data structures which then drive the satellite managers to 
effect changes in satellite conditions. NETMGR provides a 
friendly environment for the operator and also protection 
for the satellite managers. Other miscellaneous services 
provided are console terminal control, reports, command 
file implementation, and program termination. 

The net manager is, in a sense, superior to the 
satellite managers since it has the capability of starting 
them or stopping them. 

AI.9.2.1.2 The Satellite Manager (SATMGR) 

While the NETMGR is primarily interactive, SATMGR 
is driven by messages received from satellites and by 
impure area manipulation performed by NETMGR. SATMGR~s 
response is to control and to provide modest network 
services to satellites computers. The SATMGR is initiated 
as a result of commands given to NETMGR and provides 
services in three modes. The first of these is wakeup 
mode. Indexed by satellite type, SATMGR finds the correct 
wakeup sequence in a file and transmits this sequence to 
the satellite being awakened. The wakeup sequence consists 
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of downloading a small absolute loader as ASCII strings 
[19] which then receives a full speed download of a remote 
bootstrap. 

The second mode of SATMGR is remote bootstrap mode. 
In this mode commands are sent to the satellite bootstrap 
to cause various local actions, such as updump, halt, 
pause, query, restart, and the like. 

The third mode is services mode. In this mode, 
services are requested by applications programs running 
under the remote bootstrap in the satellite and provided by 
the network. This mode is request driven and the SATMGR 
continues to service the request until completed or 
aborted. 

The transition of SATMGR from wakeup to bootstrap 
is automatic, and the transition to services mode is 
automatic upon successful download and startup of an 
applications program, which may include any local operating 
system running under the remote bootstrap. SATMGR 
continues operations until abort, and in this sense is an 
automatic utility task which proceeds unless modified by 
external events. These may include interference by the 
network operator, hardware failure, or some catastrophic 
failure in the satellite or its attempts to access data on 
the host. In any case, only the satellite experiencing a 
failure is aborted. 

AI.9.2.2 The Service Support Layer 

In order to provide file services to the 
satellites, the SATMGR requires the services of the service 
support layer. This layer performs checking, file opening 
and closing, channel control, deadstart sequencing, and 
message generation services. These in turn depend upon 
message encapsulation and decapsulation services performed 
by the datal ink layer and file I/O operations performed by 
service subroutines. 

AI.9.2.3 The Data1ink Layer 

The datal ink layer consists of routines to 
encapsulate and decapsulate messages in the chosen protocol 
(modified DDCMP [20]) and to transmit deadstart sequences. 

[19] Here we assume that each satellite has some 
equivalent of a small console monitor such as ODT in the 
LSI-11 or MIKBUG as in Motorola microprocessors. 
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It was our intention to modu1arize this layer so that 
changes in protocol would have minimal effect on the rest 
of the software. At present, we are using serial-link 
hardware which interrupts at each byte, so that the host 
processor incurs substantial overhead handling the details 
of communications operations. It is our expectation that 
intelligent serial interfaces with direct memory access 
will take over such host operations, and probably also all 
link-level protocol processing. In this case the datal ink 
layer would become a high-level interface controller, and 
most likely would be considerably simpler than it is now. 

A1.9.2.4 The Hardware Driver 

The hardware driver is written for DL type [21] 
serial byte-by-byte interrupt interfaces. All I/O 
operations performed by the driver are either into or 
out-of ring-buffer structures, allowing reception of 
additional messages while message processing occurs at 
lower priority levels. This means that file operations are 
essentially double buffered. 

Satellite interfaces are treated differently from 
the system console interface because we are performing 
character intercepts at the console and it has no 
link-level protocol. Each satellite operates in link-level 
packet mode, as set by status bits in the satellite impure 
area. Since SATMGR is event driven, the satellite hardware 
driver must detect end-of-message (either input or output) 
and signal this event to the foreground dispatcher. The 
satellite driver also stores incoming bytes as required. 

The console driver performs character intercept 
and, under software control, switches character streams 
from the console terminal to either the local operating 
system, the net manager, or a satellite program running 
somewhere in the system. Essentially, we steal the console 

[20] DDCMP is a link level protocol designed and 
specified by the Digital Equipment Corporation (see DEC's 
specification). Our choice of protocol is not important so 
long as we ensure efficient and accurate data transmission. 
Other possible choices are ETHERNET (which implies certain 
link hardware) or X.2S. 

[21] A serial interface made by Digital Equipment 
Corporation for their PDP-11 computers. 
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terminal from the local operating system and use host 
memory locations as fake interface registers. The host 
operating system is interrupted using a fake synchronous 
interrupt [22] which is indistinguishable from an 
asynchronous interrupt, and characters are inserted or 
extracted as required from the fake console registers. 
Even if satellite link operations are off-loaded onto 
intelligent interfaces, the system console driver would 
necessarily remain. 

[22] See the RAPNET Advanced Support Manual. 



AI.IO.O THE SATELLITE REMOTE BOOTSTRAP ENVIRONMENT 

AI.IO.l For the Programmer 

To use RAPNET effectively, we expect that programs 
will be developed to run in a satellite environment. This 
chapter and the next deal with the two programming 
environments that are available in LSI-II satellites. We 
also make some general comments which should apply to 
bootstrap environments in other than LSI-II machines. 

The more complex programming environment 
described in this chapter, the remote 
environment. The complexity arises when the 
makes use of the message forwarding service of 
bootstrap. If this facility is not used, 
programming environment is quite simple. 

Al.IO.2 The Remote Bootstrap 

is that 
bootstrap 

programmer 
the remote 
then the 

The remote bootstrap is a program segment loaded 
into a satellite computer during the wakeup process. Since 
the satellite computer is presumed to have no more than a 
small firmware console monitor, the remote bootstrap must 
perform the duties of a small message-based operating 
system. The remote bootstrap handles protocol details, 
scheduling, network command execution, and message 
forwarding. Of these, only message forwarding is visible 
to applications programs running under the boot. Message 
transactions are the basic primitives available to 
satellite applications programs for interaction with the 
rest of the network. 

AI.IO.3 The Bootstrap Applications Environment 

A program running under the LSI-II remote bootstrap 
can use all registers and most of memory. There are some 
restrictions related to the presence of the boot and its 
interrupt-driven activities. 

To avoid overwriting the boot, the address of the 
highest word available to the application program is loaded 
into the highest read/write word in memory (see "Finding 
the Forwarder", below). Use this address to establish the 
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highest word in your program. 

In low memory, word locations 0-12(octal) are 
reserved, as are 60-64 (the link interface vectors). The 
memory traps [23] may be used if they are restored 
afterwards, since the traps are also used by the remote 
bootstrap. A running program may "give up" by clearing PC, 
causing a jump to location O. A "give up" is a synchronous 
abort to the remote bootstrap. 

Great care should be exercised in setting processor 
priority, since the remote bootstrap may, at any time, 
receive a message. Applications programs must not use the 
RESET instruction. In-line interrupt routines may be part 
of an applications program, but care should be taken to 
keep interrupt service at high priority as short as 
possible. If long interrupt service is required, the 
involved interface should be disabled and priority reduced. 
Interfaces should be disabled when not in use, and always 
before "giving up" (jumping to location 0, which transfers 
control to the remote bootstrap). 

Other specific restrictions are related to using 
the message forwarding service of the remote bootstrap and 
thus occur only then. We will deal with these in our 
discussion of message transactions. 

Al.lO.4 Message Transactions 

The basic application program level interaction 
with the network consists of the single message 
transaction. A message transaction occurs when a message 
is sent by a satellite and a corresponding reply is 
received by the satellite. A message and its reply form an 
indivisible action: they are procedurally linke~ An 
applications program initiates a message transaction in the 
following order: 

Prepare the message 
Prepare the reply reception area 
Prepare the transaction queue element 
Call the message forwarder 
Await completion interrupt 

[23] See the appropriate PDP-II or LSI-II processor 
reference manual for a description of memory traps. 
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The applications program may continue other processing 
while awaiting a completion interrupt. 

Al.lO.4.l Finding the Forwarder 

The remote bootstrap in the LSI-II has a number of 
"hooks" to provide services to programs running underneath 
it. "Underneath" accurately describes the situation, since 
the remote bootstrap is loaded against the top of 
read/write memory. The address of the message forwarding 
routine is located in the second word from the top of 
read/write memory. Thus, to find the forwarder, first find 
the top of memory (non-destructively), then access the 
second word from the top for the address. For instance, to 
get the top address in R4, set the trap vector at 4(octal) 
and 

MOV (R4) ,(R4) 
TST (R4)+ 
BR .-4 

and then restore location 4 (octal) to its previous value 
after the trap. 

If location MSG$ contains the address of the 
forwarder, then the message forwarder is called by 

JSR PC,@MSG$ 

with R5 pointed to a transaction queue element. If an 
error is detected in the forwarding request, the carry flag 
is set upon return. 

Al.lO.4.2 The Transaction Queue Element 

In order to provide asynchronous message 
transactions, the message forwarding system uses a queue. 
This allows the applications program to start a message out 
and then continue processing on other matters. The 
applications program must provide a properly initialized 
queue element for each message transaction. 

Figure 25 shows a transaction gueue element. Two 
fields in this data structure are quickly explained. LINK$ 
is used by the queuing routine. CHAN$ is a byte which must 
be uniquely designated by the applications program to 
distinguish this message transaction from any others which 
may be pending [24]. There is no restriction on the value 
of CHAN$. For instance, two or more satellites may each 
have their own CHAN$ O. 



LINK$ 

FUNC$ CHAN$ 

BYTE$ 

OUTCNT 

ADDR$ 

~ • • • 
MORE 

Figure 25: A transaction queue element 

The queue element may actually be longer 
than five words, the additional words being 
for use by the application program. The 
bootstrap only pays attention to the first 
five words. 

Al.lO.4.2.l The BYTE$ Subroutine 
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In order to reduce the involvement of the remote 
bootstrap in message internals as much as possible, the 

[24] When a file or device is opened using the 
access message type, the channel number, CHAN$, will 
persist in the host until closed. Thus, additional message 
transactions on this CHAN$ will be interpreted by the host 
as being on an already established I/O channel. 
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message and its reply have been defined as an abstract data 
structure, the BYTE$ subroutine. By this we mean that 
rather than pass a buffer pointer to the remote bootstrap, 
we pass the address of a routine which transfers bytes to 
and from a buffer. We do this to avoid embedding details 
of higher level protocols in the remote bootstrap. The 
BYTE$ subroutine is prepared by the application programmer 
to present the message to be sent and to buffer the reply. 
BYTE$ is a get or put subroutine depending upon the value 
of the field FUNC$ (0 or 1, respectively). The BYTE$ field 
in the transaction queue element must contain the address 
of the BYTE$ subroutine. 

The BYTE$ subroutine is used by the message 
forwarder to build the outgoing message and to store the 
reply. It is called from the message forwarder by 

JSR PC,@BYTE$(R5) 

and the value of FUNC$ is set according 
forwarder is getting or putting bytes. 
the following linkage conditions are true: 

to whether the 
During the call, 

The byte is transferred in RO (both ways) 
RO and RI are available to BYTE$ 
R5 points to the transaction queue element 

The field OUTCNT in the transaction queue element must be 
set by the application program to the number of bytes to be 
sent. This should not exceed DATA.. + DAP.SZ, two 
assembly conditional parameters which define the maximum 
message size. OUTCNT will be decremented to zero by the 
message forwarder. 

The application programmer must ensure that his 
BYTE$ subroutine knows where to put the reply message. The 
subroutine should have built-in limits to prevent writing 
out of the reply buffer if it is called too many times. 
One convenient method for dealing with these issues is to 
extend the transaction queue element to include local 
variables for the BYTE$ subroutine. BYTE$ should not be 
used to notify the applications program that a message 
transaction is complete. This is the function of the 
interrupt routine. 

AI.IO.4.2.2 The Interrupt Routine 

When a message transaction is complete, the 
applications program is notified by a synchronous interrupt 
to the address specified in the ADDR$ field in the 
transaction queue element. This interrupt will be at 
hardware priority zero, but on the remote bootstrap system 
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stack, not on the application program stack. On entry to 
the interrupt, R5 points to the transaction queue element. 
The interrupt routine specified in ADDR$ must execute 
reasonably quickly and must not modify what is already on 
the stack. It should return with an RTI. Additional 
message requests may be made from the interrupt routine 
only through I$ENTR, the synchronous interrupt message 
request entry in the remote bootstrap (see the listing of 
module SATBTO.MAC). 

The usual use of the interrupt routine is to set a 
status flag which may be interrogated by mainline code. 

Al.10.4.3 Message Formats 

Message transactions occur in a limited number of 
message formats. Message formats are close to the DAP 
protocol [25] for high level data access, but the great 
generality of DAP was not needed (and indeed was a 
hindrance) for RAPNET~s simple requirements. A message or 
reply has the general form of Figure 26. 

[iPERATOR I OPERAND 

Figure 26: General Message Format 

The operator portion is two bytes long, as shown in Figure 
27. In the operator, the stream number corresponds to the 
CHAN$ field in the transaction queue element. In fact, the 
stream number is all that the remote bootstrap knows of the 
internal format of the message, and this only to keep track 
of each message transaction. The ~ number determines 
the general function which each message is intended to 
perform. Message types are listed in Table 4. Table 5 
shows which message types may be sent and received by 
satellite and host computers. 

[25] Data Access Protocol developed by the Digital 
Equipment Corporation. 
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TYPE STREAM 

Figure 27: Operator Format 

Al.lO.4.4 The Data Interchange 

For many message transactions, the data stream 
exists only for the life of a single transaction. The data 
interchange is an exception. Access to files, devices, or 
pseudo-devices follows a well defined sequence: 

access 

start I/O request 
exchange data (multiple messages) 
end request 
loop to start I/O if required 

access complete 

A channel number, specified during access, persists 
over the entire sequence until dissociated at access 
complete. In the loop, a quantity of data is specified in 
a control message and then a number of ack messages and 
data messages are exchanged to move the data in the 
request. 

For example, suppose that a satellite has accessed 
a file for reading and wishes to read data on the 
now-associated channel. First the satellite sends a 
control-read message specifying starting block and byte 
count. Assuming no errors, this message transaction is 
completed by a data reply. To obtain another data message, 
the satellite sends an ack message, and this message 
transaction is completed~y the reception of a data 
message. If additional bytes are outstanding on the read 
request, additional ack messages are sent to initiate each 
transaction. When the-iead request is complete (all bytes 
specified have been transferred) further reads can be 

. commanded using the control-read message. Access is 
terminated using the accomp message. 

When writing to a file or 
requires a control-write message 
write request. This transaction is 

device, the sequence 
to start an individual 
completed by an ack 
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reply. The satellite sends data messages, each replied to 
with ack, until the write request is complete. Errors 
during--this process will cause a status reply rather than 
an ack reply. Further write requests may be initiated with 
control-write messages, and access may be terminated with 
the accomp message. 

These exchange 
message size is limited, 
or write requests cannot 
exchange. 

sequences are necessary because 
so that, in general, complete read 
be serviced by one data message 

AI.IO.S A General Comment 

Certain of the details relating to locations of 
remote bootstrap code in LSI-lIs are specific to that 
computer, but the message formats and sequences described 
are properties of the network. Thus, much of this chapter 
can be directly applied to non LSI-II satellite computers. 



Type 

3 
4 
6 
7 
8 
9 
14 
15 
16 

Type 

3 
4 
6 
7 
8 
9 
14 
15 
16 

Name 

Access 
Control 
Ack 
Accomp 
Data 
Status 
Kill 
Report 
Misc 

Function 

open, erase files 
start read,write of file 
acknowledge success 
close,purge files 
transfer data 
indicate error 
kill virtual channel 
log a report 
misc system requests 

Table 4: Message Types 

Host Satellite 
recv send recv send 

x x 
x x 
x x x x 
x x 
x x x x 

x x 
x x 
x x 
x x x x 

Table 5: Legal Sends and Receives 

254 



255 

Al.10.6 Type 3 - Access 

The access message opens a file or device for reading or 
writing and associates the file or device with the channel 
number (stream number) in the operator portion of the 
message. A file being erased (deleted) is erased using the 
channel number but no further association is established. 

FUNC FILSPEC 

The access operand field 

FIELD LENGTH VALUE/MEANING 

Func 1 byte 1 open 
2 create 
4 erase 

Filspec 9 byte <AN,RAD50 filename> 
or 
16 byte <ASCII filename,O> 

Replies: Type 6 or 9 

Status Codes: (in type 9 reply) 

CODE 

o 
1 
2 
3 

MEANING 

already open 
file not found/length error 
invalid op (erase) 
protected/attempted to write system device 
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Al.lO.7 Type 4 - Control 

The control message initiates an I/O operation on a channel 
already opened by an access message. Some operations may 
take a considerable period of time, but other processing 
may continue while this occurs. The flush function will 
zero-fill and write any partially used write buffer 
associated with the channel. 

FIELD 

Func 

Count 

Block 

Bytcnt 

rUNC I COUNT BLOCK BYTCNT 

The Control operand field 

LENGTH 

1 byte 

1 byte 

2 byte 

2 byte 

VALUE/MEANING 

1 read 
4 write 
12 flush 

0,2, or 4 bytes to follow in 
next two fields 

if count is 2 or 4, this is the 
starting block number for this 
I/O operation. Default is next 
block after last complete 
operation. An access always 
resets the default block to 
zero. Blocksize = 512 bytes 

if count is 4, this is the byte 
count for this I/O operation. 
Default byte count is 512. 

Replies: Type 6,8, or 9 

Status Codes: (in type 9 reply) 

CODE 

a 
1 
2 
3 
4 

MEANING 

EOF 
Hard error on device 
Channel not open 
Stream not in tables 
Tried to write an empty buffer 
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A1e10.8 Type 6 - Acknowledge 

The ack message is sent in reply to indicate the successful 
completion of a function requested by another message. The 
acknowledge message is also used as part of a data 
interchange [26]. 

The acknowledge message consists of the operator 
field only. The operator field specifies the stream number 
and the message type (6). 

Replies: 

A reply to an acknowledge message occurs only during a 
data interchange. In this case, the reply message can 
be either type 8 (data) or type 9 (status). 

Status Codes: (in type 9 reply) 

CODE MEANING 

EOF 
Hard error on device 
Channel not open 
Stream not in tables 

o 
1 
2 
3 
10 no more data in this I/O operation [27]. 

[26] See the data interchange description 
example of how the acknowledge message is used. 
the one instance where the acknowledge message is 
the initial message of a message transaction. 

for an 
This is 

sent as 

[27] An I/O operation started by a control message 
is completed when bytcnt bytes have been transferred. 
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Al.lO.9 Type 7 - Accomp 

The accomp (access complete) message terminates the 
persistent association in the host between a channel number 
and a device/file that was initiated with an access 
message. A close causes the tentative file on a file 
structured device on the host to be made permanent, and all 
other files of that name to be deleted. A purge only 
dissociates the channel from the device. 

FIELD 

Func 

FUNC 

The accomp operand field 

LENGTH 

I byte 

VALUE/MEANING 

1 
3 

close 
purge 

Replies: Type 6 or 9 

Status Codes: (in type 9 reply) 

CODE 

3 

MEANING 

a protected file of the same name 
existed on the device 
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Al.lO.lO Type 8 - Data 

The Data message is sent by satellites as the initial 
message of a message transaction or sent by the host in 
response to an ack message or control-read message as part 
of a data interchange. Each data message contains a 
bytecount of bytes remaining in~e request prior to 
transmission of the present message. Thus, the number of 
bytes remaining in an I/O operation is bytecount 
messagecount after message reception. 

FIELD 

icnt 

bytcnt 

data 

leNT I aYTeNT I DATA 

The data operand field 

LENGTH 

1 byte 

2 byte 

var 

VALUE/MEANING 

2 length of bytcnt field 

the number of bytes remaining 
in the present I/O operation 
before subtracting the bytes in 
this message. 

The remainder of the message is 
data bytes. The number of data 
bytes is the lesser of bytcnt 
or DATA •• , an assembly 
conditional parameter which 
sets the maximum number of data 
bytes in a data message, 
netwide. ----

Replies: Type 6 or 9 

Status Codes: (in type 9 reply) 

CODE 

o 
1 
2 
3 
4 
10 

MEANING 

EOF on output 
hard error on device 
channel not open 
stream not in tables 
writing a read buffer 
no more data in request 
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AI.IO.II Type 9 - Status 

The status message is sent when an error occurs or the host 
cannot complete a function requested by a satellite 
message. 

STAT 

The status operand field 

FIELD LENGTH VALUE/MEANING 

stat 2 byte one word of status code 

Replies: None, this is a reply. 

Status Codes: Not applicable 
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Al.lO.12 Type 14 - Kill 

The kill message aborts I/O on a channel, dumps all active 
buffers, and dissociates the channel from a device/file. 
This is like a purge only more abrupt. 

CHAN 

The kill operand field 

FIELD LENGTH VALUE/MEANING 

chan 1 byte the channel to be killed 

-
Replies: Type 6 

Status Codes: None, a kill is always successful 
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Al.lO.13 Type 15 - Report 

The report message causes a discretionary report [28] to 
appear in the network log. The report is time tagged as to 
the time of logging. Since a limited number of report 
codes are set aside for satellites, an error can occur if 
an invalid code is used. 

CODE 

The report operand field 

FIELD LENGTH VALUE/MEANING 

code 1 byte report code 

Replies: Type 6 or 9 

Status Codes: (in type 9 reply) 

CODE MEANING 

o code out of range 

[28] See Sections 6.5 and 11.2.1 for additional 
details on discretionary reports. 
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Al.lO.14 Type 16 - Date request 

The date request message elicits the date from the host in 
the form of the date reply message. There are no errors. 

[ CODE 

The date request operand field 

FIELD LENGTH VALUE/MEANING 

code 1 byte 0 date request code 

DATE 

The date reply operand field 

FIELD LENGTH VALUE/MEANING 

Date 2 byte date, lo-byte first [29] 

Replies: Type 16 

[29] The date is given in the format described in 
the RT-ll Programmer~s Reference Manual, AA-H378-TC, The 
Digital Equipment Corporation, Maynard, Mass. 
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Al.10.1S Type 16 - Time Request 

The time reguest will obtain the current time from the host 
in the form of the time reply message. There are no 
errors. 

CODE 

The time reguest operand field 

FIELD LENGTH VALUE/MEANING 

code 1 byte 1 time request code 

TIME 

The time replv operand field 

FIELD LENGTH VALUE/MEANING 

time 4 byte 4 consecutive bytes [30] 

Replies: Type 16 

[30] The time is given in the format described in 
the RT-ll Programmer~s Reference Manual, AA-H378-TC, The 
Digital Equipment Corporation, Maynard, Mass. 
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Al.10.16 Type 16 - Device Status Request 

The device status request message requests the status of a 
device attached to the host. "Device" should be taken to 
mean any valid device handler. The host returns device 
status in a device status reply message. If the host does 
not know a device, an error is returned. 

FIELD 

code 

null 

dev 

FIELD 

stat 

I (ODE INULL I DEV 

The device status reguest operand field 

LENGTH 

1 byte 

1 byte 

2 byte 

VALUE/MEANING 

2 status request code 

o null spacer 

RADSO dev name 

STAT 

The device status reply operand field 

LENGTH 

8 byte 

VALUE/MEANING 

8 consecutive 
bytes status [31] 

Replies: Type 16 or 9 

[31] The device status is given in the format 
described in the RT-1l Programmer~s Reference Manual, 
AA-H378-TC, The Digital Equipment Corporation, Maynard, 
Mass. 
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Status Codes: (in type 9 reply) 

CODE MEANING 

o device not on system 



AI.II.D SATELLITE RT-II ENVIRONMENT 

AI.II.I Introduction 

A simulated RT-II [32] environment is available for 
programs in .LDA format running on LSI-II and PDP-II 
satellites. This environment provides a subset of RT-II 
programmed requests so that most application programs that 
run in the host RT-II environment will also run in the 
satellite environment. Restrictions on this subset are 
reasonable in view of the fact that services are provided 
by packet switched communications across a serial link. In 
this chapter we will describe how the simulator. is 
installed, what programmed requests are simulated, and what 
restrictions are placed upon each request. In addition, we 
will describe some additional programmed requests not 
provided by RT-II, but appropriate to the remote 
environment. 

In the following we will assume that the reader has 
knowledge of RT-II programmed requests or has access to the 
RT-II Programmer~s Reference Manual. 

AI.II.2 EMTSIM, the EMT Simulator 

RT-II simulation in a satellite is accomplished by 
simulating the EMT [33] instructions used by RT-II for 
Programmed Requests. The program which does this is called 
EMTSIM. EMTSIM is downloaded just as any other satellite 
application program by using the DOWNLOAD command. By 

[32] An operating system of the Digital Equipment 
Corporation for their PDP-II computers. 

[33] RT-Il uses the EMT (EMulator Trap) instruction 
to implement system calls. 
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using hooks built into the remote bootstrap, EMTSIM loads 
itself directly under the bootstrap and effectively 
augments the remote bootstrap. When loading is complete, 
the simulator will announce this fact (through a 
discretionary report), exit and reboot. While this may 
appear to mean that the simulator has quit, in fact about 4 
Kbyte of code has been accreted to the remote bootstrap and 
EMT simulation has been enabled. Programs using RT-ll 
programmed requests may now be DOWNLOADed to the satellite. 

Due to the channel system used in EMTSIM, if an 
unexpected program termination occurs (other than by an 
.EXIT request), the EMTSIM channels must be cleared by 
downloading a program whose sole purpose is to do an .EXIT. 
The .EXIT request will reset all EMTSIM channels. 

Al.ll.2.l EMTSIM Discretionary Reports 

EMTSIM utilizes the discretionar~ report capability 
of RAPNET to report happenings of interest to the RAPNET 
operator. These reports will appear in the log or in 
response to the ? command. Table 6 lists the EMTSIM 
discretionary reports. 

Code 

377 
376 
375 
374 
373 
372 
371 

Meaning 

EMTSIM successfully loaded 
Unsupported EMT 
.EXIT EMT executed 
Failure during .CHAIN 
Chaining 
.TTYOUT or .TTYIN failure 
Chaining complete 

Table 6: EMTSIM Discretionary Reports 

Al.ll.2.2 Satellite Channels 

The EMT simulator maintains a set of 20(octal) 
channels for I/O operations. These channels are numbered 
consecutively from 0 and are independent from satellite to 
satellite (two or more satellites may have the same 
channels active with no correspondence or interference). 
Channel usage is unrestricted except for .TTxxxx and .CHAIN 
limitations. See also .KILL and .EXIT. 

Al.ll.2.3 Supported Programmed Requests 

The programmed requests supported by EMTSIM are 
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listed in Table 7. Those requests followed by an asterisk 
(*), are restricted, and the restrictions are covered in 
succeeding paragraphs. Those requests followed by a number 
sign (i) have no effect since they are inappropriate to the 
environment, but are provided for compatibility. Those 
requests followed by a percent sign (%) have no equivalent 
under RT-ll. 

Request Code Request Code 

• REPORT % 200 .KILL% 201 
.TTYIN* 340 .TTINR* 340 
.TTYOUT* 341 .TTOUTR* 341 
• DSTATUS* 342 . LOCK# 346 
.UNLOCK# 347 .EXIT* 350 
• PRINT 351 • QSET* 353 
.SETTOP 354 • RCTRLO# 355 
.WAIT 374-0 • PURGE 374-3 
.CLOSE 374-6 .CHAIN* 374-10 
.DATE* 374-12 • DELETE 75-0 
• LOOKUP 375-1 .ENTER* 375-2 
.TRPSET 375-3 .READ* 375-10 
.READC* 375-10 .READW 375-10 
.WRITE* 375-11 .WRITC* 375-11 
.WRITW 375-11 .GTJB# 375-20 
.GTIM* 375-21 

Table 7: Supported Programmed Requests 

Al.ll.2.3.l • REPORT 

The .REPORT request causes the code in RO to be 
logged by the RAPNET logger. The range of legal codes is 
360-377 octal. 

Al.ll.2.3.2 .KILL 

The .KILL request causes the channel in RO 
aborted and purged. This request produces action 
the host (if an active host channel is assigned 
satellite) and in EMTSIM, which maintains its own 
channel tables. 

Al.ll.2.3.3 .TTxxxx 

to be 
both in 
to the 
private 

There are two possible TTY communications modes. 
If a local terminal is directly attached to a satellite, 
the .TTxxxx programmed requests operate as specified in 
RT-ll manuals. If the .TTxxxx requests are being used in 



the remote mode, i.e. in communication 
system terminal, then TTY operation 
switched messages. 

with 
occurs 

the 
by 
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RAPNET 
packet 

It is an unavoidable side effect of packet switched 
communication that, although the .TTxxxx commands work on a 
per byte basis, at some point a message packet must be 
formulated. Thus, byte-by-byte interaction is difficult, 
and communication normally occ~~'s in groups of characters 
corresponding to a message packet. For those instances 
when it is desired to force a message, for example, when it 
is desired to output a single prompt character, a way has 
been provided to cause packet transmission. Outputting ~ 
null (zero byte) will force message transmission. Bit 12 
of the JSW has no meaning in remote TTY operation. 

that 
Under 
octal 
octal 

A further side effect of remote TTY operation is 
two channels are required for full duplex operation. 
these circumstances, EMTSIM takes channels 16 and 17 
for .TTxxxx usage. Do not use channels 16 and 17 

if using .TTxxxx in remote mode-.-- -- --- --

Al.ll.2.3.4 • DSTATUS 

The .DSTATUS request functions normally except that 
the programmer should realize that all information pertains 
to a device on the host computer. All handlers are in the 
host computer and can only be activated by programmed 
requests. The • DSTATUS command provides the satellite 
application program with information on handler 
characteristics which may be necessary for use (for 
example, is the device file structured?). The handler~s 
location in host memory is obviously not applicable to 
satellite program operations. 

AI.ll.2.3.S .EXIT 

The .EXIT programmed request causes all 
channels to be killed (not closed), a discretionary 
report to be logged, and a satellite unexpected REBOOT 
occur. The implied "CHAIN" facility is not available. 

Al.ll.2.3.6 • QSET 

open 
EXIT 

to 

The .QSET programmed request functions as it does 
under an RT-ll host system, except that the queue element 
length is 18 words. 

Al.ll.2.3.7 .CHAIN 

The .CHAIN programmed request is completely 
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implemented. In normal operation the .CHAIN request causes 
a program named CHAIN.SAV to be loaded into the satellite 
starting at location 1000(octal). This program reads the 
chaining information starting at 500 octal (in the 
satellite) and loads the program specified there. The 
.CHAIN request uses channel 15. All open channels remain 
open. 

Al.ll.2.3.8 .DATE and .GTIM 

Date and time are obtained from the host by packet 
switched messages. There is therefore an undetermined 
delay which probably does not exceed several seconds, 
depending upon link baud rate. 

Al.ll.2.3.9 • ENTER 

The .ENTER programmed request functions normally, 
except that the host system disk may not be written by 
satellite computers. This prohibition has effect 
regardless of what additional logical names the system disk 
may have. 

Al.ll.2.3.l0 • READ, .READC, .WRITE, and .WRITC 

These requests 
first is that only 
channel at a time (you 
the same channel). 
routines. 

have two things in common. The 
~ request may be outstanding on a 
cannot queue multiple requests on 
The second relates to completion 

Completion routines are executed as the result of 
the last interrupt on the message that completes the 
request. Completion routines are also executed in remote 
bootstrap system state. Therefore, no programmed requests 
may be executed from completion routines. Completion 
routines should be short and should return with the stack 
as it was at entry. 

At entry to a completion routine, Rl contains 
channel number and RO contains a channel status word. 
the EOF and hard error bits in the channel status word 
meaning. RO and Rl are free for use by the routine. 

the 
Only 
have 
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A2.l.0 ASSEMBLY CONDITIONAL DEFINITIONS 

Name Default Description 

DATA .• 128. 

PACKET 158. 

SATS •• 1 

RINGSI 178. 

CAT$CH 6 

NM$CHN 6 

FIFOSZ 6 

N.SYN 2 

Maximum number of bytes of data in a data 
message. Convenience dictates that this be 
a submultiple of the system block size. 

Maximum message packet size 
headers and CRC check words. 
the size of the ring buffers 
handle messages. 

including all 
This controls 

required to 

Number of satellite slots to be assembled. 

Size of ring buffer. Actually, the default 
is PACKET + 20., and is designed to 
accommodate the largest message plus a 
partial incoming message. 

The number of table entries for satellite 
virtual channels. This is the number of 
message streams and channels which can be 
simultaneously active for anyone 
satellite. 

The minimum number of host RT-ll channels 
necessary to support the satellite load. 
Default is actually SATS •• *4+2, where it is 
presumed that not all satellites will have 
all of their channels active 
simultaneously. The minimum number of host 
channels which will actually exist will be 
the greater of NM$CHN and 20(octal}. 

The size, in bytes, of the FIFO ring 
buffer. Default is actually (SATS •• +2}*2. 
This is the dispatch queue. 

Number of SYN characters sent at 
beginning of a message. 
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the 



E$MAX 8. 

N.BUFS 4 

Q.PER 3 

B.SIZE '512. 

BQ.SIZ 16. 

BLK$SZ 256. 

DAP.SZ 10. 

STK.SZ 128. 

EQ$SIZ 16. 

LD$PNT 20000 

XM$MON NDF 

SJ$MON NDF 

Exxxxx xxxxx 

CRC$LC NDF 

LOG$OP NDF 
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The maximum number of retransmissions of a 
message before an error condition is 
declared. 

The number of buffers initialized in the 
buffer silo. Buffers are assigned to 
satellites on an as-available rotating 
basis. Buffers are considered a RAPNET 
resource and treated as such. 

The number of queue elements per satellite. 
A queue element is required for each 
instance of asynchronous I/O. 

Buffer size in bytes~ This should also 
correspond to system default block size. 

Size, 
queue. 

in bytes, of the buffer waiting 
Default is actually (SATS •• +3)*4. 

Block size in words. 

Size of DAP header part of message. 

Size, in bytes, of satellite stack area. 

Size of the error queue for each satellite. 

XM load point (octal) for extended memory 
load modules. This is the virtual address 
at which these modules start. 

If defined, specifies an XM RAPNET. 

If defined, specifies an SJ RAPNET. 

An error code, where xxxxx is a 5 digit 
number. These are symbolic error codes 
whose default values are equal to xxxxx. 
They are usually predefined in the file 
NETCND.MAC to accommodate the actual error 
codes required. A negative error code is 
non-fatal, while a positive error code is 
fatal. 

If defined, 
calculator. 
memory. 

specifies the fast CRC 
The slow calculator takes less 

If defined, specifies the logger. If 
greater than zero, specifies the LOGDEVICE 
option. 
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LO$VEC 170 Lowest vector that may be installed. 

HI$VEC 476 Highest vector that may be installed. 

LO$CSR 164000 Lowest CSR that may be installed. 

HI$CSR 176676 Highest CSR that may be installed. 

DL$PRI 200 Interface priority. 

NM$OPT 0 Specifies command options. 
everything. 

Specifies TTY relay options 

3 gets you 

RLY$OP 0 

TP$HND NDF If defined, specifies that the TP and TK 
packet switched TTY relay handlers are to 
be used. This is the normal mode. 

TT$OPT o Specifies console delete response. 
get you backslash delete, 3 gets 
scope delete, and 2 gets you 
selectable by the SCOPE and 
commands. 

SY$CSR 177560 Console CSR address. 

SY$VEC 60 Console vector. 

o or 1 
you CRT 

both, 
NOSCOPE 
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A2.l.l REMOTE BOOTSTRAP CONDITIONALS 

In addition to previously defined conditionals, the 
following definitions are made: 

DL$CSR 377560 Datalink CSR address. 

DL$VEC 60 Datalink vector. 

BT.PRI 200 Datalink interface priority. 

IDL.SZ 16. Idle stack size. 

NM$Q 4 Number of queue elements in boot area. 

SAT$CH 6 Number of data stream slots in message 
tables. This is the number of active data 
streams the remote bootstrap can keep track 
of at once. SAT$CH is also defined for the 
host portion of RAPNET. 

STK.SZ 128. Remote bootstrap system stack size. This 
conditional is the same one used in RAPNET. 

RLY$OP 0 Defines the TTY option hooks assembled into 
the remote boot. 1 sets up normal 
CONNECT/DISCONNECT operation. 3 sets up a 
local TTY. 2 gets you both. Part of this 
is unimplemented. Present use:l. 

A$XCSR NDF If defined, sets up vector and CSR indirect 
pointer storage for a local TTY. 
Additional code to implement the local TTY 
is incomplete. 

NO$XOR NDF If defined, configures the remote bootstrap 
for a non-EIS LSI-II. 
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A2.l.2 EMTSIM ASSEMBLY CONDITIONALS 

In addition to previously defined conditionals, the 
following definitions or redefinitions are made: 

NM$Q 4 

NM$CH 16. 

TTICNT 64. 

TTOCNT 64. 

TP$HND 0 

Number of queue elements allocated within 
the EMT simulator. These queue elements 
are 18 words long. 

Number of I/O channels allocated within the 
EMT simulator. 

Size in bytes of message area used by 
.TTYIN programmed request. This message 
area is used in packet formation for packet 
switched communication with the RAPNET 
system terminal. 

Size in bytes of message area used by 
.TTYOUT programmed request. This message 
area is used in packet reception for packet 
switched communication with the RAPNET 
system terminal. 

If defined, sets up the EMT simulator for 
full duplex .TTxxxx operation using the TP 
and TK handlers in the host. This is the 
normal mode. 



Name 

NETOOO.COM 

NETOOl.COM 

NET002.COM 

NET003.COM 

NET004.COM 

NETOOS.COM 

NET006.COM 

NET007.COM 

NET008.COM 

NET009.COM 

NETOIO.COM 

APPENDIX 3 

A3.1.0 RAPNET BUILD COMMAND FILES 

Description 

Assembles 
modules. 

the basic foreground code 

Assembles the XM initiator modules. These 
modules are once-only overlays used to 
initiate RAPNET/XM. 

Links the foreground kernel mapped tasker. 
This builds the foreground low memory load 
module. 

Starts RAPNET/XM. Causes relocation of the 
foreground symbol table to match present 
foreground load position, and links two 
extended memory load modules. Causes the 
two extended memory load modules to load 
and begin execution. 

Invokes other command files to assemble all 
extended memory code modules. 

Performs map-only link of extended memory 
load modules. 

Assembles general support modules for XM 
load modules. 

Assembles datal ink layer modules for XM 
operation. 

Assembles the interactive network manager 
code (NETMGR) for XM operation. 

Assembles the servic~ support layer for XM 
operation. 

Assembles the satellite 
(SATMGR) for XM operation. 
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manager code 



NETOll.COM 

SATOOO.COM 

SATOO1.COM 

EMTOOO.COM 

EMTOOl.COM 
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Invokes other command files to assemble all 
RAPNET/XM code. 

Assembles all code for the LSI-II remote 
bootstrap. 

Links the LSI-II remote bootstrap. 

Assembles all code for the LSI-II EMT 
simulator. 

Links the LSI-II EMT simulator. 



LIST OF REFERENCES 

[Ball 1979] J. Eugene Ball, Edward J. 
Gertner, Keith A. Lantz, Richard 
"Perspectives on Message-Based Distributed 
Proceedings of the Computer Networking 
Gaithersburg, Maryland, December 1979, pp. 

Burke, Ilya 
F. Rashid, 
Computing", 

Symposium, 
46-51. 

[Brinch Hansen 1977] P. Brinch Hansen, The Architecture of 
Concurrent Programs, Prentice-Hall, 1977. 

[Computer 1982] Issue on "Highly Parallel Computing", IEEE 
Computer, Vol. 15, No.1, January 1982. 

[Conley 1979] Steven Windes Conley, 
Simulation and Instrumentation, 
University of Arizona, 1979. 

Software Design for 
Ph.D. dissertation, 

[Corvus 1981] OMNINET Prograrnrner~s Guide, Corvus Systems, 
2029 O~Toole Ave., San Jose, CA 95131. 

[Dahl 1972] O.-J. Dahl, E. W. Dijkstra, C. A. R. 
Hoare, Structured Programming, Academic Press, 1972. 

[Davies 1979] D. W. Davies, D. L. A Barber, W. L. 
Price, C. M. Solomonides, Computer Networks and Their 
Protocols, John Wiley & Sons, New York, 1979. 

[DECa] RT-ll Programmer~s Reference Manual, AA-H378A-TC, 
Digital Equipment Corporation, Maynard, Massachusetts. 

[DECb] RT-ll Software Support Manual, AA-379A-TC, Digital 
Equipment Corporation, Maynard, Massachusetts. 

[DECc] Data Access Protocol (DAP) Functional Specification, 
Version 4.1, AA-D60lA-TC, Digital Equipment 
Corporation~aynard, Massachusetts, March 1978. 

279 



280 

[DECd] Specification For: DDCMP, Digital Data 
Communications Message Protocol, Edition: 3 Digital 
Equipment Corporation, Maynard, Massachusetts,-December 
10, 1974. 

[desJardins 1980] Richard desJardins, George W. White, 
"ISO/ANSI Reference Model of Open Systems 
Interconnection", Proceedings of Trends & Applications: 
1980 Computer Network Protocols, Gaithersburg, 
Maryland, May 1980, pp. 47-53. 

[Dessy 1980] Raymond E. Dessy, Michael K. Starling, 
"Fourth Generation Languages For Laboratory 
Applications", American Laboratory, February 1980. 

[Dijkstra 1968] E. W. Dijkstra, "The structure of the 
"'THE'" Multiprocessing System", Comm. ACM 11, 341-346, 
1968. 

[Donnelley 1979] Jed Donnelley, "Components of a Network 
Operating System", 4th Conference on Local Computer 
Networks, Minneapolis-,--Minnesota, October 1979, pp. 
1-12. 

[Ethernet 1980] The Ethernet, ~ Local Area Network, Data 
Link Layer and Physical Layer Specifications, Digital 
Equipment Corporation, Maynard, Massachusetts, Intel 
Corporation, Santa Clara, California, Xerox 
Corporation, Stamford, CT., September 30, 1980. 

[EWICS 1975] Real-time BASIC Committee Report on 
Real-time Extensions and Implementations of Real-time 
BASIC, First Report, Purdue Europe, TC-2, October 1975. 

[EWICS 1979] Minutes of the 17th and 18th meetings of the 
Real-time BASIC Committe, Purdue Europe, TC-2, 1979. 

[Giloi 1980] Wolfgang K. Giloi, Architecture of 
Interactive Software, Technische Universitat Berlin; 
1000 Berlin 12, Strasse des 17, Juni 135, 1980. 

[Goltz 1970] J. R. Goltz, The DARE I 
Continuous-System Simulation Language, 
dissertation, University of Arizona, 1970. 

On-Line 
Ph.D. 

[Gordon 1979] R. L. Gordon, W. W. Farr, P. Levine, 
"Ringnet: A Packet Switched Local Network with 
Decentralized Control", 4th Conference on Local 
Computer Networks, Minneapolis, Minnesota-,- October 
1979, pp. 13-19. 



[Hoare 1974] C. A. R 
System Structuring 
1974. 

281 

Hoare, "Monitors: An Operating 
Concept", Comm. ACM 17, 549-557, 

[Jones 1980] Anita K. Jones, Edward F. Gehringer, 
editors, The Cm* Multiprocessor Project: ~ Research 
Review, Carnegie-Mellon University, CMU-CS-80-l31, July 
1980. 

[Kain 1979] R. Y. Kain, W. R. Franta, G. D. Jelatis, 
"CHIMPNET: A Networking Testbed", 4th Conference on 
Local Computer Networks, Minneapolis, Minnesota; 
October 1979, pp. 27-36. 

[Kimb1eton 1976] Stephen R. Kimb1eton, Richard L. 
Mandell, "A Perspective on Network Operating Systems", 
AFIPS Conference Proceedings, Vol. 45, 1976, pp. 
551-559. 

[Kimb1eton 1978] Stephen R. Kimbleton, Helen M. Wood, M. 
L. Fitzgerald, "Network Operating Systems An 
Implementation Approach", AFIPS Conference Proceedings, 
Vol. 47, 1978, pp. 773-782. 

[K1einrock 1978] Leonard K1einrock, "Principles and Lessons 
in Packet Communications", Proceedings of the IEEE, 
Vol. 66, No. 11, November 1978, pp. 1320-1329. 

[Korn 1978] Granino A. Korn, John V. Wait, Digital 
Continuous-System Simulation, Prentice-Hall, Inc., 
Englewood Cliffs, New Jersey, 1978. 

[Korn 1979a] Granino A. Korn, "MICRODARE: A Fast, 
Direct-Executing High-Level-Language System for Small 
Computers", IEEE Computer, October 1979, pp. 61-71. 

[Korn 1979b] Granino A. Korn, "Research on New, Fast, 
Direct-Executing Programs for Multiple Microprocessor 
Systemsr., Research Proposal, University of Arizona, 
1979. 

[Korn 1979c] Granino A. Korn, "Simple Programming 
Techniques for Laboratory-Automation Computer 
Networks", Internal memorandum, University of Arizona, 
October 16, 1979. 

[Korn 1981a] Granino A. Korn, "Interactive Simulation with 
Direct-Executing Language Systems", Simulation, V. 37, 
No.1, July, 1981, pp. 11-17. 

[Korn 1981b] Granino A. Korn, MICRODARE Version 4 
Operatinq Manual, University of Arizona, 1981. 



282 

[Korn 1981c] Granino A. Korn, "MICRODARE/LABNET Software 
for Instrumentation, Control, and Simulation", CRSL 
Report No. 400, University of Arizona, 1981. ----

[Leung 1982] Patrick C. Leung, Unpublished M. S. Thesis 
University of Arizona, 1982. 

[Lucas 1974] John L. Lucas, DARE ~ ~ Portable Simulation 
System, M.S. thesis, University of Arizona, 1974. 

[Martinez 1975] R. 
System Using 
Blocks, Ph.D. 
1975. 

Martinez, A Semi-portable Simulation 
Both Fixed and Floating Point Derivative 
dissertation, University of Arizona, 

[Ousterhout 1980] John K. Ousterhout, Partitioning and 
Cooperation in ~ Distributed Multiprocessor Operating 
System: Medusa, Ph.D. dissertation, Carnegie-Mellon 
University, CMU-CS-80-ll2, April 1980. 

[Pohm 1979] A. V. Pohm, J. A. Davis, S. Christiansen, 
G. D. Bridges, R. E. Horton, "A Local Network of 
Mini and Microcomputers for Experiment Support", 4th 
Conference on Local Computer Networks, Minneapolis, 
Minnesota, October 1979, pp. 91-96. 

[Popescu-Zeletin 1979] R. Popescu-Zeletin, D. Baum, B. 
Butscher, "A Local Computer Network in a Research 
Environment: The HMINET", Proceedings of the Computer 
Networking ~ymposium, Gaithersburg, Maryland, December 
1979, pp. 158-163. 

[Poulos 1980] John C. Poulos, Alex N. Beavers, "Network 
Operating Systems: A Concept and Protocol", Proceedings 
of Trends ~ Applications: 1980 Computer Network 
Protocols, Gaithersburg, Maryland, May 1980, pp. 
64-69. 

[Pouzin 1978] Louis Pouzin, Hubert Zimmermann, "A 
on Protocols", Proceedings of the IEEE, Vol. 
11, November 1978, pp. 1346-1370. 

[Ravn 1980] A. P. Ravn, "Device Monitors", IEEE 
on Software Engineer ing, SE-6, 1 (,Jan 1980), pp. 

Tutorial 
66, No. 

Trans. 
49-53. 

[Ritchie 1974] D. M. Ritchie, 
Time Sharing System", Comm. 
365-375. 

K. Thompson, "The UNIX 
ACM 17, 7 (July 1974), pp. 

[Roberts 1978] Lawrence G. Roberts, "The Evolution of 
Packet Switching", Proceedings of the IEEE, Vol. 66, 
No. 11, November 1978, pp. 1307-1313.----



283 

[Shoch 1980] John F. Shoch, Danny Cohen, Edward A. Taft, 
"Mutual Encapsulation of Internetwork Protocols", 
Proceedings of Trends ! Applications: 1980 Computer 
Network Protocols, Gaithersburg, Maryland, May 1980, 
pp. 1-11. 

[Stack 1980] Thomas R. Stack, Kathleen A. Dillencourt, 
"Protocols for Local Area Networks", Proceedings of 
Trends! Applications: 1980 Computer Network Protocols, 
Gaithersburg, Maryland, May 1980, pp. 83-93. 

[Wirth 1977a] N. Wirth, "Modula: A Language for Modular 
Multiprogramming", Software Practice ~ Experience, Vol. 
7, No.1, Jan 1977, pp. 3-36. 

[Wirth 1977b] N. 
Practice & 
37-66. 

Wirth, "The Use of Modula", Software 
Experience, Vol. 7, No.1, Jan 1977, pp. 

[Wirth 1977c] N. Wirth, "Design and Implementation of 
Modula", Software Practice & Experience, Vol. 7, No. 
1, Jan 1977, pp. 67-84. -

[Yahn 1982] Charles Yahn, Unpublished M. s. Thesis, 
University of Arizona, 1982. 



INDEX 

$GLOSE 82 
$DELETE 82 
$DSTATUS 82 
$ENTER 82 
$GETQ • 135 
$INTR 133 
$LOOKUP 82 

(F) 232 
(I) 232 

.CHAIN 135 

.CLOSE 139 
• DATE 138 
• DELETE 140 
• DSTATUS 138 
• ENTER 140 
.EXIT 135 
.GTIM 138 
.KILL 139 
.LOCK 136 
• LOOKUP 140 
.PRINT 136 
• PURGE 139 
• READ x 140 
• REPORT 138 
.SETTOP 136 
.TTYIN 136 
.TTYOUT 136 
• UNLOCK 136 
.WAIT 135 
.WRITx 140 

? 191, 226 

@ 225 

abort 160 
ABORT 111 
access sequence 252 
adaptability 10 

284 



ADC • • • • • • • • • • • • • 192 
Advantages • • • • • •• 2 
algorithm, flow control ••• 29 
application-level part • • • 5 
ARPANET • • • • • • • • • • • 21 
ASCII strings • • • • • • • • 116 
assembling • • • • • • • • • 235 
ASSIGN • • • • • • • •• 38 
asynchronous errors • • • 153 
asynchronous I/O • • • • • • 159 
asynchronous input • • • 150 
asynchronous messages • • 140 
asynchronous output • • • • • 151 
automatic deployment • • • • 188 
automatic start • • • • • • • 190 

B$CHK · · · · · · · · · · · · 82 
B$REQ · · · · · · · · · • 82 
B$RLS · · • · · · · · · · · · 82 
background program · · · 191 
BASIC machine · · · · · · · · 143 
BASIC subroutine · · · · · · 145 
baud rate · · · · · · 237 
beep · · · · · · · · · · 84, 
BLK$IO · · · · · · · · · · · 79, 
block number table · · · 42 
block transmission · · · 41 
boot command · · · · · · 70, 
boot command (table) · · 71 
boot commands · · · · 66, 
bootstrap mode · · · · · · · 224 
break · · · · · · · · · · · · 237 
BUFFER · · · · · · · · · 92 
buffer assignment · · · · · · 37 
buffer pointer silo · · · 55 
BYTE$ subroutine · · · · · · 122, 
bytecount table · · · · · 42 

CANCEL statement · · · · · · 149 
CH$TST · · · · · · · • · · · 135 
CHAN$ · · · · · · · · · · · · 248 
changing RAPNET · · · • · · · 238 
channel · · · · · · · · · 252, 
channel status word · · · · · 271 
channel, EMTSIM · · · · • · · 134 
channels, satellite · · · · · 269, 
CHIMPNET · · · · · · · · · · 18 
CHN$OP · · · · · · · · · · · 108 
classes of report · · · · 232 
CLEAR · · · · · · · · · · 38 
CM* . · · · · · · · · · · · · 20 
co-routine · · · · · · · 128 

285 

226, 232 
82 

126 

111 

123, 133, 249 

255, 256, 258 

270 



code, report • • • • •• 233 
COMFIL • • • • • • • • • • • 89 
command file 89, 188 
command files 200, 225, 235 
command handshake • • • • • • 103 
command interpreter ••••• 85, 199 
command keyword ••••• 88, 92 
command loop • • • • • • • • 92 
command table • • • • • • • • 88 
command, NETMGR • • • • • 103 
commands • • • • • • 92 
COMPL • • • • • •• •• • 83 
completion routine ••••• 59, 134, 159 
completion routines ••••• 82, 271 
concepts • • • • • • • • • • 36 
concurrency. • • • • •• 73, 75 
concurrent data streams • • • 41 
Concurrent PASCAL • • • • • • 47 
conditional assembly •••• 235 
conditionals •••••••• 235 
configuring RAPNET • • • 80 

286 

CONNECT. • • •• • ••• 49, 51, 137, 149, 151, 191, 
202 

connections • 237 
console dr i ver • • . • • 244 
console monitor. • • 190 
console ODT • • • • •• • 116 
console terminal .••... 242, 244 
console terminal service 84 
constants • •• •••.• 236 
context switch ••.•••• 128 
Control C . • •• • ••• 201, 227 
control flow • • •• • • 242 
control message. • • • • 105, 124 
control messages • • 63 
control messages (table) 68, 69 
Control N • • • • • • 228 
control N • • • • 191 
Control 0 • • •• ••• • 229 
control 0 • • • • • • 191 
cost • • • • • • 13 
critical region ••••••• 123 
CSMA •••••••••••• 4, 22 
CSSL language • • • • • • • • 7 
CSW • • • • • • • • • 271 
current output medium • • 98 

DAP protocol • • • • • • 39, 106, 111 
DAP. SZ • • • • • • • • • 250 

• • 7 
• • 192 

DARE languages • • • • • 
data collection example • 
data interchange • • • • 36, 41, 51, 108, 140 



data stream ••••••••• 36, 38, 125, 133 
DATA. • •••• •• • • • 250 
data1ink layer • • • •• 112, 122 
DB •••• • • • • • • • • • 203 
DDCMP • • • • • • • • • • • • 243 
DDCMP protocol ••••• 39, 62 
DE$Q • • • • • • • . • • • • 127 
dead mode • • • • • • • • • • 224 
deadlock •••••••••• 29, 55, 56, 194 
deadstart • • • • • • 109, 113 
DEBUG. •• • •.•••• 91, 203 
debugger • • • • • • • • • • 90 
decapsulation • •• • • • 23 
decapsu1ator •••••••• 114, 122 
default device ••••••• 205 
default extension •••• 205, 212, 223, 225 
delay, in .GTIM • • • • • • • 271 
DELETE • • •• ••••• 127 
device access • • • • • • • • 252 
DISCONNECT • • • • . 191, 204 
DISCONNECT statement • • 155 
discretionary report .. 138, 162, 234 
discretionary reports • • • • 268 
dispatcher • •• •• 58, 75 
DONE$ • . . • • . • • 133 
DOWNLOAD •••••••• 104, 107, 190, 205, 267 
driver • • • • • •• • • 236 
drivers • •• •• • • 244 
DUMP • . . • • • • e • • 170 
DUMP/NODUMP statements. 161 
dynamic memory assignment • • 55 

efficiency • • • • • 29 
EMT instruction. • • 130, 267 
EMTSIM •••••.••••• 27, 130, 162, 267 
EMTSIM reports • • • • • • • 268 
EN$Q • • • • • • • • • • • • 127 
EN$SYS • • • • • • • • • • • 128 
ENABLE statement • •. • 149 
encapsulation • • • • 23 
encapsu1ator • • •• • • 113, 122 
ENTER • • • • • • • • . • • • 127 
error control • • • • • • • • 64 
error manager • • • • • • 94 
error queue • • • • • • • • • 96 
error reporter • • • • • 89, 94, 96 
error reports • • • • • • 211 
ERROR.NET •••••••••• 96, 233 
errors • • • • ••••• 94, 232 
events • • • • • • • • • • • 145 
EX • • • • • • • • • •• 92, 206 
exception condition ••••• 159 

287 



EXIT · . . . . . . . . . • .191,207 

fast-task • • • • • • • • • • 142 
fatal reports • • • • • • 232 
FIFO queue • • • • • • • 54 
file access • • •• • • • 252 
flow control. • •••• 64, 105 
forcing message • • • 270 
foreign satellites ••••• 238 
forwarding request • • • •• 120, 126 
FUNC$ •• ••••••• • 250 

GET . · · · · · · · · · · · · 54, 
GETFIL · · · · · · · · · 78, 
GETPUT · · • · · · · · · 133 
give up · · · · · · · · · · · 247 
GOSUB stack entry · · 156 
GRAB · · · · · · · · · · 170 
GRAB statement · · · · · 161 

handlers · · · · · · · · · · 188 
handlers, in host · · · · 270 
handlers, in sat · · · · · · 270 
hardware driver · · · 121, 
hi memory · · · · · · · · · · 248 
high memory · · · · · · · 246 
HMINET · · · · · · · · · · · 19 
hooks · · · · · · · · · · · · 89, 
hooks, remote bootstrap · · · 248 
HOST30 · · · · · · · 170 
HOST40 · · · · · · · · · 178 

I/O • • • • • • • • • • • • . 78 
IF statement • • • . 154 
implied CHAIN • • • • • • • . 270 
impure area •• • • • • . 236 
industrial real-time BASIC • 34 

127 
82 

236 

121 

informative reports . •. 211, 232 
initialization • • • 80, 116, 117 
INPUT statement • • • • • 150 
INSTALL. • • • • • •• • 190, 208 
interaction protocol • • 194 
interactive I/O • • • • • 87 
interconnections • • • • 28 
interrupt •••••••••• 143, 157 
interrupt mask ••••••• 146, 158 
interrupt routine •• 250 
interrupts ••••. 85, 195, 247 
ISO layers • • • •• 101 
ISO model • • • • • • • • • • 241 
ISO/ANSI model ••••• 22, 119 

288 



job-control "interrupt" ••• 144 
job-control language • • • • 11 

· . . . • • • 20 K-map • • 
KILL · . . · . . • .190,209 

layering · · · · · · · · · · 23 
layers · · · · · · · · · 242 
LDAFIL.NET · · · · · · · · · 109 
LDAODT.SAV · · · · · · · · · 116 
learning tool · · · · · · · · 164 
legal commands · · · · · · · 199 
LINER · · · · · · · · · · · · 88 
LINK$ · · · · · • · · • · · · 248 
linkage conditions · · · · · 250 
linking · · · · · · · · · · • 235 
List of Commands · · · · 201 
LISTEN · · · · · · · · · · · 83, 96, 
load map · · · · · · · · 188 
local network · · · · · · 192 
local networks · · · · · · · 17 

97 

LOCK · · · · · · · · · · · · 170, 191, 
LOCK/UNLOCK statements · · · 161 
LOG . · · · · · · · · 191, 
LOGDEVICE · · · · · · · · 212 
logdevice " · · · · · · · · · 98 
logger · · · · · 94, 
logging to file · · · · · 212 
logical channel · · · · · · · 37 
logical channels · · · · · · 36 
LOOKER · · · · · · · · · · · 87, 
low memory · · · · · · · · · 231, 
LSI-II satellite · · · · 238 

main loop • • • • • • . • • • 123 
managerial layer 101 
mapping • • • • • • •• . 82 
memory limit •••••• 117 
message arrival • • • • • • • 104 
message based OS • • • • 3 

211 

97 

201 
247 

mesaage completion ••••• 248, 250 
message error • • • • •• 105 
message format • • • • • • • 251 
message forwarder • • •• 126, 131 
message forwarding • 246 
message protocols • • • • • • 31 

210 

message transaction ••••• 36, 39, 51, 107, 124, 125, 
126, 127, 130, 133, 140, 
247 

message transactions • • • • 246 
message type • • • • • • • • 251 
message, access • • • • • •• 252, 255 

289 



message, accomp • • • • • 252, 258 
message, ack •••••••• 252, 257 
message, control • • • • 252, 256 
message, data. • • • 252, 259 
message, date request • . 263 
message, device status • 265 
message, kill • • • • • • • • 261 
message, report • • 0 0 0 262 
message, status 0 0 0 0 0 0 0 252, 260 
message, time request 0 0 • 0 264 
message-based 0 0 0 0 0 0 0 0 26 
messages 0 0 0 0 0 0 0 0 0 0 121, 129, 249 
MICRODARE 0 0 0 0 0 0 0 0 11, 12, 27 
MICRODARE extensions 0 0 0 0 16 
mode, bootstrap 0 0 0 0 0 0 • 243 
mode, services 0 0 0 0 0 0 0 243 
mode, wakeup 0 0 0 0 0 0 0 0 242 
modems 0 0 0 0 0 237 
modes 0 0 0 0 0 0 0 0 0 0 0 0 224 
MODULA 0 0 0 0 0 0 0 0 0 47 
monitor 0 0 0 0 0 0 0 0 0 46 

NESTAR 0 0 0 0 0 0 0 0 0 19 
NEToREL 0 0 0 0 0 0 0 0 0 189 
NEToSTB 0 0 0 0 0 0 0 0 0 189 
NET003oCOM 0 0 0 0 0 0 0 189 
NETMGR 0 0 0 0 0 58, 85, 95, 240 
NETRELoSAV 0 189 
network console 0 0 0 0 0 228, 229 
network history 0 0 0 16 
network part 0 0 0 0 0 0 0 0 5 
new hardware 0 0 0 0 0 0 0 0 238 
node address 0 0 0 0 0 0 39 
NOSCOPE 0 0 0 0 0 0 0 0 0 0 0 213 
numbered bootstrap message 0 69, 106, 125 
numbered bootstrap messages 0 63 
numbered data message 0 0 • 0 72, 106, 125 
numbered data messages . 0 0 63 

Octopus . 0 0 0 0 0 0 0 0 17 
ODTFILoNET 0 0 0 0 0 109 
OMNINET . 0 0 0 0 0 0 0 0 19 
once-only code 0 . 0 0 0 117 
operand 0 0 0 0 0 0 0 0 0 251 
operator 0 0 0 0 . 0 0 0 251 
OUTCNT 0 0 0 0 0 0 0 0 0 0 0 250 
output medium 0 0 0 0 0 0 98 
overlays . 0 0 0 0 0 . 0 80, 189, 236 

packet switched messages 0 0 270 
packets 0 0 . 0 0 0 0 0 0 41, 51 
parallel code 0 0 0 0 0 . 0 0 145 

290 



PAUSE. • • • •••• 190, 214 
paused mode • • • • • • • • • 224 
pedagogy • • • • • • • • 164 
pipe • •• •• •• • 46 
PRINT statement • •• • • 151 
priority •••••••••• 146, 247 
processor priority ••••• 247, 250 
processor type • • • • • • • 13 
program download • • • • • • 70 
programmed requests • • • . • 267 
prompt string • • • • • • • • 93 
prompts • • • • • • • • • • • 199 
protocols. • • • • • • • 107, 238, 246 
pseudo-device access • • • • 252 
pseudo-handlers. •• • • 33, 36 
pseudo-link ••••••••• 33, 47 v 57, 89, 99, 155, 

161, 170, 180 
Purdue Europe •• •• • • 143 
pure code • • • • • • • • 73 
PURGE statement ••••••• 155, 160 
pu%pose, boot ••• • 129 
PUT. • • • • • • • •• • 54, 127 
PUTFIL •••••••.••• 78, 82 

queue (report) •••• • 233 
queue element •••••••• 126, 132, 248, 251, 270 
queues ••••••••• 58, 121, 123, 127, 271 

re-entrancy • • • • • 145 
ready queue • • • • • • • • • 58 
real-time clocks • • 34 
REAL3 • • • • • • • • • . 169 
REBOOT • • . • • • • • • • • 190, 215 
registers • • • • • • 77 
relocation • • . • • • • • • 118 
remote bootstrap mode •• 40 
remote bootstrap program • • 26 
REMOVE • • • • • • • • • 190, 216 
reply. • • • • • • • •• 247, 250 
REPORT • • • • • •• • • 162 
report texts • • • • 233 
report, legal codes .•• 269 
reports • • • • •• .• • 242 
reports, EMTSIM • • • • • • • 268 
required handlers • •• • 188 
RESET • • • • • • • • • • • • 54, 127 
resource allocation • . . • . 194 
resource sharing •• 129 
RESTART ••••••••••• 190, 217, 231 
restrictions • • • • • • •• 246 
RESUME • • • • • • •• • 190, 218 
RIG • • • • • • . . • . • • • 18, 33 

291 



ring buffer. • ••••• 52, 122, 127 
Ringnet ••••••••••• 17 
ROM • • • • • • • • • • • • • 190 
ROM console monitors •••• 237 
ROMs • • • • • • • • • • • • 237 
round-robin dispatch • • • • 58 
RT-11 • • • • • • • • • • • • 228, 229 
RT-11 environment • • • • • • 267 
running mode • •• •• • 224 

SAT • • • •• ••• • • • 200 
satellite discretionary ••• 234 
SATLOO.MAC ••••••••• 117 
SATMGR • • • •• 58, 94, 99, 240 
SCOPE • • • • • • • • • • • • 219 
SEARCH ••••••••••• 103, 127 
semaphore. • • • •• • • 74, 123, 147 
sender • • • • • • • •• 124 
sends and receives (table) • 67 
SENOW • • • • • • • • • • • • 135 
serial interface •• •• 212, 244 
serial interfaces .••••• 13, 237 
serial logger • • • •• • 212 
serial-link •••••.••• 85, 119 
service support layer • • • . 109 
services • •• . •• 15, 26, 72, 107, 129, 242, 

243 
services mode. • • • •• 40, 243 
SETQ • • • • • • • • • • • • 135 
shifting • • • • •• • • 228, 229 
side effects, TTY •• • • 270 
signaller • • . • •• • • 124 
SIMPLE • • • • • . • • • 164 
simulated interrupt ••••• 120, 124 
single-use policy • • 56 
SLOT • • • • • •• • • • 200 
slot . . . . . . . . . . . . 76 
source files • • • . • • • • 235 
stack • • • • • • • • 251 
star • • • • • • . • • • . • 192 
STAR-II • • • • • • • • • • • 19 
START • • • • • • • • • • • • 190, 220 
START statement • • • • • • • 148, 169 
starting EMTSIM • • • • • 268 
Startrek • • • • • • • • 181 
STATUS • • • • • •••• 191, 221 
stream ••••••••••• 252, 255, 258 
STREAM 10 table ••.•• 0 • 124, 125, 126, 127 
stuck message •••••••• 66, 102 
subroutines • • • • • 81, 242 
suspension mask ••••••• 59, 83 
suspension, "in-progress" •• 75, 79, 82 

292 



suspension, for buffer · · · 56 
suspension, idle · · · · · · 58, 75, 79, 
suspension, in-progress · 58 
symmetry • . · · · · · • • · 74 
synchronization • • • • · • · 3, 31, 65 
synchronous interrupt · · 250 
system call . · · • · · · • · 130 
system console · · · · · · · 49, 269 
system state • • · · · · · · 126, 128 

table routines • • • • • • • 127 
Talking to RT-ll •••••• 228, 229 
task stack • • • • • • • • • 76 
tasking ••••••••••• 37, 74 
tasks •••••••••••• 58, 240 
test-and-set • • • • • • 54 
texts (of reports) ••••• 233 
threaded-code • • • • •• 142 
tiers • • • • • • • • 232 
time • • • . • • . • 148 
TIMOUT • • • • • • • • • 83 
TK handler • •• .• 188 
TK: handler ••••••••• 52, 84, 136 
token assignment • • 56 
token system • • •• • • 38 
topology • •• •• • 28 
TP handler • • • •. • • 188 
TP: handler. • • •• 52, 84, 136 
transaction queue element •• 132, 140 
trap • • • • • • • • • • • • 130 
tree structure •• • 199 
TT: handler • • • •. •. 50 
TTY • • • • • • • • •• • 270 
tty as logdevice • • • . • • 212 
TTY, duplex. • • • • •• 270 
TTY, remote mode •••• 270 
TTYOUT • • • • • • . • . • • 88 
type, message • • • • • . • • 251 

unexpected REBOOT • • • • • • 270 
unimplemented command • • 221 
uninterruptible line •• 147 
UNIX • • • • • • • • • • 32, 46 
UNLOCK ••••••••• 191, 222 
UNPUT • • • • • • • • • • • • 54 
Uparrow, 0 • • • • •• • 230 
Uparrow,C • • • • • • • • • • 227 

102 

UP DUMP • • • •• 104, 106, 128, 167, 191, 
223 

using the manual • • • • 187 

virtual channel . · . . . • • 36, 38, 99 

293 



virtual channel/data stream table 38 

WAITER • • • • • • • • • 135 
WAKEUP • • • • ••••• 190, 224 
wakeup • • • • • • • • • • • 66 
wakeup mode ••••••• 242 
wakeup process • • • • • • • 246 
watchdog timer ••••••• 65, 83, 96, 102, 104 
windup • • • • • • • • • • • 147 

. . . . . . . . . • • 227 

294 


