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ABSTRACT 

Coded-aperture systems are indirect imaging systems that have 

been used to image x-ray and y-ray sources. Coded aperture systems are 

also capable of recording tomographic information and because they 

involve no detector motion they are natural candidates for use in 

dynamic studies in nuclear medicine. Computer simulations suggest that 

an orthogonal-view coded-aperture system, which circumvents the problem 

of limited angular view, is capable of restoring clinically useful 

tomographic information. The restoration is performed with the aid of 

the iterative back-pr:>jection algorithm which is shown to yield the 

Moore-Penrose generalized inverse in the limit of many iterations. The 

convergence behavior of this algorithm is also examined. 

In order to improve reconstructions, the problem of optimizing 

coded aperture design is addressed. The concept of "alignment" is 

introduced in which the aperture parameters are adjusted until the 

system is tuned to measure well the object class of interest. A mean

square error figure of merit is derived that indicates the degree of 

alignment of a system. Aperture design may then be seen as a multi

dimensional optimization problem in which system parameters are adjusted 

in order to find a global minimum value for the figure of merit. The 

figure of merit presumes the use of an optimum restoration filter in the 

reconstruction process. Various restoration algorithms are suggested 

viii 



which fulfill this requirement. Finally, simple proof-of-principle 

simulations are given that demonstrate a degree of plausibility to the 

alignment approach. 

ix 



CHAPTER 1 

INTRODUCTION 

Imaging systems may be broadly classified as either direct

imaging or indirect-imaging systems. A direct-imaging system is designed 

to produce a high-quality reproduction of the object directly. The data 

here are recognizable and immediately usable. An ordinary lens is a 

familiar example of a direct-imaging system. An indirect-imaging system, 

on the other hand, will produce an intermediate data set that cannot be 

construed as an image in the conventional sense. Further processing of 

these data is required before an interpretation can be made. A 

holographic system serves as an example from this category. The 

intermediate data set here is the hologram which must be placed in a 

read-back system before it can be interpreted. A second example is 

provided by computed tomography, an imaging modality used routinely in 

diagnostic radiology. Here the data consist of a series of projections 

of the object. In raw form the data are of little use to the physician. 

They must be processed with a reconstruction algorithm before the 

clinical significance of the data is readily available. Emphasis should 

be placed on the fact that the processing that occurs in an !~direct

imaging system is an integral part of the net imaging process. The 

processing here should not be viewed as an optional luxury intended to 

enhance the quality of a degraded image. Instead it is a mandatory step 



since no recognizable image is obtained without it. A third example of 

indirect-imaging is coded-aperture imaging, which is the subject of the 

next section. 

Coded-aperture Imaging 

Coded-aperture imaging is an imaging modality used to image x

ray and y-ray sources. Figure l.l(a) shows a coded-aperture system in 

which the object is a point source of radiation. The aperture plane in 

this figure consists of a lead plate that is opaque to the radiation 

except for an annular opening. At the energies in which we are 

interested, the propagation of the radiation is well approximated by 

simple geometrical rays. As a result, the signal on the image plane, 

called the coded image, consists of a scaled version of the aperture 

transmission function, where the scale depends upon the geometry of the 

system. Said another way, the coded image is the shadow of the annular 

aperture. We use the word "shadow" even though this term usually 

implies an absence of radiation. The data-collecting step in coded

aperture imaging is nothing more than simple shadow casting. 

Notice that the coded image bears no resemblence to the point 

object. The annular shape cannot be construed as an image of a point 

object in a conventional sense. Nevertheless, the coded image contains 

information about the object. In a sense, the data have been coded by 

the aperture. 

2 



a 

POINT SOURCE I 

ANNULAR APERTURE 

" CODED IMAGE 

b 

0 
I 

EXTENDED SOURCE 

Fig. 1.1. Coded-aperture imaging. 

a. The coded image of a point source is a scaled version of 
the aperture transmission function. 

3 

b. The coded image for an extended planar source consists of 
a scaled and inverted version of the object convolved with 
a scaled version of the aperture. 
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For an extended planar object, the coded image will consist of a 

scaled and inverted version of the object convolved with a scaled 

version of the aperture (Simpson and Barrett, 1980). This is shown 

schematically in Fig. l.l(b). Again, because the aperture transmission 

function is an extended function, the coded image will not resemble the 

object. We may use knowledge of the aperture to "decode" the coded 

image. In this case, the decoding step will consist of some sort of 

deconvolution approach. 

It is well known that coded apertures also encode depth 

information. This is illustrated in Fig. 1.2 for two point sources. 

Notice that the depth of the point source may be determined from the 

scale of its corresponding annular shadow. In addition, the lateral 

coordinates of the point source can be ascertained from the lateral 

position of the respective shadow. 

The annular aperture has been useful here to illustrate some of 

the basic concepts of coded-aperture imaging. Other coded apertures 

that have been studied include the Fresnel zone plate and certain kinds 

of pinhole arrays. In addition, there are yet other aperture designs 

that are intended to image y-ray sources that do not fall into the 

category of coded apertures. These include the single pinhole and 

various kinds of lead collimators. The distinction is most easily 

appreciated by considering a single pinhole aperture. A pinhole 

projection of the object will be formed on the detector surface. This 

means that an individual detector element records a line integral of 
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POINT SOURCES 
/ 

Fig. 1.2. Encoding of depth information. 

The coded image for 2 point sources is shown. The scale of 
each annular shadow indicates the depth of the corresponding 
point source. 
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object activity along the line defined by the pinhole and detector 

element. If the aperture were replaced by an array of closely spaced 

pinholes, many overlapping pinhole projections of the object would be 

cast on the detector surface (Fig. 1.3). In the regions of overlap, an 

individual detector element records multiple line integrals corresponding 

to radiation passing. through more than one pinhole. This summing or 

mixing of the data is called "multiplexing", and it is a defining feature 

of coded-aperture imaging. All coded-aperture systems involve 

multiplexing of the data. Therefore, even if the aperture contains many 

pinholes, if the projections do not overlap then the system is not a 

coded-aperture system. 

Coded-aperture imaging was first proposed by Mertz and Young 

(1961) for use in x-ray astronomy where it continues to be a successful 

imaging modality. In addition, coded apertures have been used to image 

nuclear fuel rods in reactor-safety studies and as a diagnostic in laser

fusion experiments. Nuclear medicine imaging provides yet another 

application for coded apertures (Barrett, 1972). This is the application 

in which we are interested in this work. Excellent treatments of the 

subject of coded-aperture imaging have been given by Barrett and 

Swindell (1981) and by Simpson and Barrett (1980). 

Nuclear-medicine Imaging 

Everyone is familiar with conventional radiographic studies, such 

as the chest x-ray, in which the source of radiation is outside of the 



Fig. 1.3. Multiplexing 

coded image~ 

- - -... ... ..... 
, 

... .. 
... .... ...... 

~' 

aperture 1 

In the region in which the pinhole projections overlap, 
the data are mixed or multiplexed. 
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patient's body. The x-rays are attenuated in varying degrees by the 

anatomy, and the film records the projection of the 3-D distribution of 

attenuation coefficient associated with the anatomy. The clinician 

examines the radiograph for structural or morphological irregularities in 

the anatomy. 

This kind of study may be contrasted with a nuclear medicine 

study in which the patient ingests or is injected with a 

' radiopharmaceutical designed to localize in an organ or system of 

interest. Since the pharmaceutical is tagged with a radionuclide, y-rays 

will be emitted from the body which can be used to map out the 

distribution, perfusion or circulation of the pharmaceutical. In other 

words, with the aid of nuclear medicine techniques, body function may be 

directly observed. Physiological function has clinical significance 

distinct from and complementary to anatomical information. 

Conventional nuclear-medicine studies are performed with a 

pinhole aperture or more commonly with a collimator, shown 

schematically in Fig. 1.4. This aperture selects only those rays that 

are parallel to the collimator bores. The selected rays then strike a 

scintillation camera which is an imaging detector that is able to detect 

y-rays. As a result, the camera will record a parallel-beam projection 

of the 3D distribution of activity. 

Just as the projection information in a chest radiograph is 

clinically useful, so also is the projection information in a 

conventional nuclear medicine study. Recently, however, there has been 



PATIENT 

\ / 
~ 
J f= 

LEAD 
COLLIMATOR 

Fig. 1.4. The parallel-bore collimator. 

The cross-section of a collimator is shown. Only rays 
that are parallel to the collimator bores are detected. 
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interest in mapping out the entire 3D distribution of activity. In a 

technique known as emission computed tomography (ECT), a series of 

parallel-beam projections over a wide range of projection angles is 

recorded by scanning a collimator around the patient's body. It is well 

known that such a data set may be inverted to achieve the desired map of 

activity within the patient. 

One of the problems with ECT studies is that they yield a low

resolution reconstruction because of limitations in the detector 

resolution and the bore size in the collimator. A more severe problem 

is that the signal-to-noise ratios in the reconstructions are typically 

poor, which may be attributed to the poor photon collection efficiency 

of collimators. From Fig. 1.4, it is clear that only a few of the 

available photons are actually detected, while most are either absorbed 

by the collimator or escape the aperture altogether. Photon collection 

efficiencies for collimators, given as a fractional solid angle (0/4n), 

are typically on the order of 10-". This inefficiency could be 

compensated for by simply extending the data acquisition time or 

increasing the density of the activity within the patient. Either 

alternative is unacceptable. Extending the length of a study has the 

problems of patient movement, natural physiological changes in the 

activity distribution and the economic burden of decreased patient 

throughput. Potential biological damage limits the radiation dose that 

is acceptable and therefore puts a ceiling on the density of the 

activity. For this reason ECT images and indeed almost all nuclear 
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medicine images are "photon starved". Photon noise or Poisson noise is 

the dominant noise here, manifesting itself in the very grainy quality of 

these images. Finally, because an ECT study is time consuming due to 

the detector motion, it does not lend itself to dynamic studies in which 

the clinician is particularly interested in observing temporal changes in 

the distribution of activity. 

Because of these shortcomings, there is interest in exploring the 

use of coded apertures as an alternative to ECT. The photon collection 

efficiency for a coded aperture can be more than 100 times greater than 

for a pinhole or a collimator. In addition, the ability of coded 

apertures to measure depth information suggests the possibility of 

performing tomography without detector motion. This would be a 

significant advantage for dynamic studies. These apparent advantages 

should not be seen as a cure-all. The coded-aperture approach has 

significant problems of its own. 

The Problem 

The ultimate goal of this study is to explore the use of coded 

apertures to image a three-dimensional distribution of radiation sources 

for use in nuclear medicine. Figure 1.5 depicts one possible diagnostic 

study using a coded aperture consisting of a pinhole array. Notice that 

the measured data set (the coded image) is two-dimensional while the 

object to be restored is three-dimensional. The proposed task of 

restoring the object is ambitious due to this dimensionality mismatch 

between the object and the data set. 



l 
aperture 

Fig. 1.5. Prospective diagnostic study. 

coded image 

\ 

It is speculated that coded apertures could be used to 
image a variety of body functions, including cerebral 
blood flow. 
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Notice that the imaging step in coded-aperture imaging is a 

linear operation involving simple shadow casting. The restoration 

problem may be viewed, therefore, as a problem in finding an inverse to 

a linear operator. This rather general and seemingly ubiquitous problem 

appears in a vast literature associated with such subjects as image 

processing, matrix inversion, generalized inverses, and estimation theory. 

In our approach to the problem we borrow several useful concepts from 

these subjects. The coded-aperture problem is novel, however, in one 

important respect. There is a great deal of freedom in the design of 

the coded aperture and therefore in the form of the forward linear 

operator. The coded-aperture problem may be contrasted with the 

standard image restoration problem in which one is to find the object 

given the data and knowledge of the imaging operator. Here we have some 

freedom to tailor the form of the linear operator in order to make the 

restoration problem more tractable. Said in another way, the coded

aperture problem allows us the freedom to coordinate the design of the 

coded aperture with the design of the reconstruction algorithm. 

Even with this added freedom, the problem of the dimensionality 

mismatch persists. This is manifest by the fact that the number of 

resolution elements we desire in the object restoration is typically at 

least an order of magnitude more than the number of data points that we 

may collect. As such, the restoration problem is highly underdetermined 

and thus the data will not by itself give a unique solution. Therefore 

we invoke the use of a priori knowledge about the object to partially 
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compensate for the deficiency in the data set. Again, the freedom to 

choose the coded aperture is a feature of this.problem that we exploit. 

We may include ~ priori knowledge about the object class to be imaged as 

a consideration in the design of the coded aperture, as well as in the 

reconstruction algorithm. The hope is that with the aid of prior 

knowledge the possible restorations will be greatly reduced in number 

and very similar in appearance. 

We begin the study of coded-aperture tomography in Chapter 2 by 

reviewing the work of other researchers who have tackled this or similar 

problems. Chapter 3 deals with various computer simulation studies 

representing a more or less experimental approach to the problem. Some 

promising results associated with an orthogonal-view coded-aperture 

design are given there. In Chapter 4 we take a more rigorous look at 

the iterative back-projection algorithm which is the restoration 

algorithm used in the experimental studies. This analysis not only 

provides insight for this algorithm but also develops concepts that are 

useful in the design of other algorithms. In Chapter 5 we introduce 

the concept of "alignment" in which the coded-aperture system is 

tailored for a specified object class. A mean-square-error figure of 

merit is derived that indicates the degree of alignment. This figure of 

merit may therefore be used to optimize the design of a coded aperture 

with respect to an object class. Various restoration algorithms are 

suggested for use with data collected via an optimized coded-aperture 

system. In addition, simple proof-of-principle simulations lend a 
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measure of plausibility to the aj_ignment approach. We conclude in 

Chapter 6 with an assessment of what has been accomplished on the 

coded-aperture tomography problem and a discussion of suggested future 

work. 



CHAPTER 2 

REVIEW OF RELEVANT RESEARCH 

In Chapter 1 we introduced the problem of tomography with 

coded-aperture systems. A number of researchers have proposed various 

coded-aperture systems varying in aperture design, system geometry and 

reconstruction techniques. In this chapter we review the previous 

research on such systems and closely related systems. 

Multiple-aperture Pinhole Systems 

We begin by looking at a class of systems which, technically, do 

not qualify as coded apertures. These are the multiple-aperture pinhole 

systems. The first system of this kind was proposed by Chang et al. 

(1974). The system consists of, say, 11 pinholes that are individually 

opened in sequence. Since only one pinhole is opened at a time, the 

corresponding pinhole projection of the object can be recorded 

separately. As a result, there will be no multiplexing, which 

disqualifies this system from being a coded aperture. 

The method of reconstruction for this system is of interest. 

The 3D object space is divided into a stack of 2D planes. Thus a 3D 

object, f(x,y,z), is now characterized by a sequence of N 2D functions, 

fk(x,y), where k runs from 1 to N. Next, a simple back-projection or 

smearing of the data back through the aperture onto the stack of planes 

16 
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is performed. The back-projection in the jth plane, denoted by tj, can 

be shown to be 

N 

~ Pjk(x,y) ** fk(x,y) 
k=1 

(2.1) 

where Pjk(x,y) is interpreted as the point spread function (PSF) in plane 

j due to a source point in plane k and the double asterisk stands for a 

two-dimensional convolution. The frequency-domain version of Eq. (2.1) 

is 

N 

~ Pjk(t,n) Fk(t,n) 
k=1 

(2.2) 

For each pair of frequencies, ~ and n, Eq. (2.2) may be interpreted as a 

separate matrix equation which could be inverted to find Fk(~,n). Once 

Eq. (2.2) has been inverted for all frequencies, an inverse Fourier 

transform will give the desired fk(x,y). 

The design of the pinhole array will define the PSF and 

therefore the form of the matrix defined by the elements Pjk(~,n). 

Chang (1976) has shown that for a class of pinhole arrays called 

nonredundant arrays (NRA), Eq. (2.2) will be invertible at all frequencies 

except at ~=n=O. The claim is that this system has the ability to 
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restore all spatial frequencies of the 3D object except those along the 

depth direction. This missing information could easily be measured 

independently or inferred by interpolation. The approach is suspect, 

however, siuce it has only been demonstrated for objects confined to a 

small number (3-5) of planes that are discrete in the depth dimension. 

A similar pinhole system introduced by Vogel et aL (1978) 

involves a 7-pinhole aperture in which the pinholes have enough 

separation that. the 7 pinhole projections of the object are spatially 

separated on the detector surface. Lead dividers have also been used in 

7-pinhole systems to separate projections. Again, no multiplexing 

occurs. The reconstruction algorithm used with this system employs a 

standard iterative technique but is novel in its choice of a first 

estimate. This first estimate, called an "impedance estimate", is found 

by taking the reciprocal of each pinhole projection, back-projecting, 

summing and then taking the reciprocal of the summation image. The 

calculation is similar to the rule for adding impedances in parallel. 

The motivation for this approach may be discovered by considering a given 

volume element, or voxel, in the object space. It will project to one 

detector element in each of the 7 pinhole projections. Of the 7, the 

detector element with the lowest count is the least likely to have been 

influenced by activity in front of or behind the voxel in question. One 

might, therefore, like to emphasize its importance over the other 6 

elements in assigning a value to the voxel in the reconstruction. This 

is precisely what is accomplished by the impedance rule. A correction is 
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then made to the impedance estimate by performing· a single iteration of 

the iterative back-projection algorithm (Chapter 4) in which the 

acceleration parameter has been empirically optimized for a single 

iteration (Le Free et al., 1981). 

The 7-pinhole system is designed especially for emission 

cardiology studies, and the system has produced clinically useful 

tomographic images. Some investigators have suggested that the 

7-pinhole system implicitly depends upon the symmetry of the heart and 

that the image quality rapidly deteriorates when the system is 

misaligned with the heart (Budinger, 1980; Mullan!, 1981). 

An interesting variation on the impedance theme was introduced 

by Bizais et al. (1983). Bizais reasoned that the emphasis placed on the 

minimum signal detector element by the impedance rule is good but not 

strong enough. He replaced the impedance estimate with an estimate that 

simply assigns the minimum of the possible detector element values to 

the appropriate -voxel. Bizais calls this· the "minimum estimator". 

Notice that both the impedance estimator and minimum estimator are 

derived by nonlinear operations. 

Bizais also added an orthogonal view, giving a total of 14 

pinholes in the system. The additional view will of course double the 

sensivity of the system. The resolution is also more uniform over the 

field of view. Most importantly, the design circumvents the 

considerable problems associated with systems that have a limited 

angular view (Chapter 3). 
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Coded-aperture Systems 

Tipton (1978) explored a pinhole system that also makes use of 

an orthogonal view. The system design allows for multiplexing, hence it 

qualifies as a coded-aperture system. The system also employs a 

vertical collimator so that the aperture views only a 2D cross-section 

of the 3D object. The aperture is a one-dimensional nearly nonredundant 

array of pinholes designed to have an autocorrelation with a central 

peak and flat sidelobes. This feature is useful for decoding coded 

images derived from objects without a depth componant. In a tomographic 

setting, however, this choice for a pinhole code is ad hoc. Tipton uses 

an interesting "background-subtraction" iterative algorithm for the 

reconstruction. The algorithm can be shown to be equivalent to the 

iterative back-projection algorithm discussed at length in Chapter 4 

(Appendix A). In simple simulations Tipton's system gives encouraging 

tomographic reconstructions. 

More realistic simulations of a single-view coded-aperture 

system were reported by Lefkopoulos et al. (1982). The coded aperture 

consists of a two-dimensional NRA of 10 pinholes. Lefkopoulos used a 

4x4x4 array of plexiglass cubes (1 em. on a side) to model the object 

space. This may be visualized as a sort of Rubie's cube with 

disconnected elements. By moving a single cube that contains a known 

amount of activity to each of the 64 possible locations one can measure 

directly the effect of each voxel on each detector element. Once these 



measured values are known they can be arranged into a matrix which 

relates an object to its coded image. The matrix can then be 

represented by its singular value decomposition (SVD, Chapter 4). The 

ill-conditioned nature of the SVD inverse is overcome by simply 

discarding terms with small singular values. 
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The direct measurement approach is admittedly tedious and the 

sampling in the object field is also extremely crude. Nevertheless, this 

approach has the advantage that it does a good job of approximating 

attenuation and scattering effects. In addition, the fidelity of the 

restoration does not depend upon accurate modeling of the system 

geometry including such fine points as pinhole vignetting. Lefkopoulos 

and coworkers have also extended this approach to an orthogonal-view 

system where very respectable reconstructions have been achieved. 

The one-dimensional Fresnel zone-plate is used as an aperture in 

a single-view coded-aperture system explored by Steinbach (1977). Like 

Tipton, Steinbach presumed a vertical collimator in his simulation so 

that the one-dimensional coded aperture viewed a 2D slice of the 3D 

object. In order to understand Steinbach's work, we introduce the 

concept of "mismatched-scale correlation", which is a well-known 

approach to decoding a coded image for the purpose of restoring depth 

information. The procedure involves spatial correlation of the coded 

image with a scaled version of the coded aperture. The result will 

correspond to a cross-section of the object restoration at a depth 

determined by the scale factor. Gindi (1982) gives a more in-depth 



description of mismatched-scale correlation and shows that it is 

equivalent to simple back-projection. 
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Steinbach recognized that if the form of the decoding function 

were changed, then the PSF for the combined coding-decoding operation 

would also change. He began by parameterizing the form of the decoding 

function in a judicious way. Using the mean-square deviation from a 

perfect a-function PSF as a figure of merit, Steinbach was able to 

analytically optimize the parameters of the decoding function to create 

a more compact PSF. Recognizing the problems associated with the 

single-view geometry, Steinbach also calculated the optimum decoding 

function for an orthogonal-view geometry. Steinbach's approach is an 

example of reconstruction algorithm design in which the algorithm is 

direct as opposed to iterative. It would be interesting to compare 

reconstructions derived via the Steinbach algorithm with those 

reconstructed with iterative back-projection. 

Researchers at the University of Michigan (May, Akcasu, and 

Knoll, 1974) have developed a time-modulated coded aperture called the 

stochastic aperture. Without delving into the details of this clever 

approach, we simply mention that the aperture may be characterized by 

its percent transmission. In addition! a rationale for optimizing the 

design of these stochastic apertures with respect to a noise 

consideration has been suggested by Rogers, Adler, and Koral (1980). 

These apertures have been studied under computer simulation in which the 

proper Poisson noise is added to the coded image. The relative standard 
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deviation (the reciprocal of the signal-to-noise ratio) is calculated at 

a point in the reconstruction of a given object. This is used as a 

figure of merit and is shown to have very broad minima as a function of 

percent transmission, making a near-optimum design of the aperture 

possible for a wide range of object sizes. The optimum transmission 

falls in the 5-20% range for the simula tiona studied. 

Rosenfeld and Macovski (1977) have also studied time-modulated 

coded apertures for use in tomography. In their study the coded 

aperture consists of a fixed array of pinholes which can be individually 

opened or closed. For these researchers, aperture design involves 

finding the optimum temporal behavior for many pinhole shutters in order 

to improve the signal-to-noise ratio in the reconstruction of a given 

object. This study and the one performed by Rogers et al. (1980) are of 

interest because they appear to be the only studies to date that attempt 

to optimize the design of a coded aperture. Our view is that 

optimization with respect to the deterministic imaging characteristics of 

a system should precede design based upon noise considerations. 

Use of A Priori Knowledge 

Many researchers have studied the use of ~ priori knowledge in 

image processing to improve the quality of reconstructions (Frieden, 

1975). Gindi (1982) was the first to use these principles in coded

aperture imaging. Like those of Chang et al., Gindi's simulations include 

only objects that are discrete in the depth dimension. In addition, his 
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single-view system consists of a one-dimensional nearly nonredundant 

array of pinholes viewing a 2D slice object. Reconstruction is performed 

by the iterative back-projection algorithm. 

Gindi's approach presumed certain ~priori knowledge about the 

object. For example, a distribution of activity must be positive 

everywhere. Therefore, any reconstruction that contains negative values 

can be rejected out of hand. In addition, it is presumed that the 

lateral extent and the amount of power in each object plane is known, 

perhaps through an independent measurement. Object "planes" here are 

really lines since the object is a 2D slice that is discrete in the depth 

dimension. 

Because the reconstruction algorithm is iterative it offers a 

convenient format for the injection of ~ priori information into the 

reconstruction process. As the algorithm proceeds, the latest estimate 

at each iteration is constrained to satisfy the ~ priori knowledge about 

the object. For example, the knowledge of positivity can be satisfied by 

simply setting any negative values in the latest estimate to zero. For 

the particular simulation assumptions and geometry he used, Gindi showed 

that these !!_ P.riori constraints improved recontructions dramatically 

over the unconstrained iterative back-projection reconstructions. In 

fact, the constrained reconstructions were nearly perfect. 



CHAPTER 3 

THE ORTHOGONAL-VIEW CODED-APERTURE SYSTEM 

The work of Gindi (1982) is very encouraging and gives us hope 

that coded-aperture tomography with the aid of constraints could serve 

as a useful imaging modality in a clinical setting. Gindi's simulations, 

however, included only objects that were discrete in the depth dimension. 

Such objects constitute a significant departure from reality. Although 

the improvement due to constraints was dramatic, there was very strong 

prior knowledge implicit in the reconstruction process since there was a 

tacit assumption that the objects were confined to known planes. A 

natural follow-up is the exploration of the same algorithm and imaging 

system applied to more realistic, connected objects. 

We begin this chapter by discussing the model for simulation 

.which, among other things,· treats the case of connected objects. With 

the ground rules of the simulations in mind, we are prepared to discuss 

the single-view system and the attendant problem of limited angular 

view. We conclude the chapter with a discussion of a promising imaging 

modality that overcomes the problem of limited angular view. This is 

the orthogonal-view coded-aperture system. 
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Model for Simulations 

Although the incorporation of connected objects represents 

movement toward more realistic simulations, the simulations performed in 

this study still represent primitive approximations to reality. These 

simplifications in every case yield easier modeling of the imaging 

process and faster computation. S~nce the general tomography problem is 

ambitious to begin with, we adopt a philosophy that the easiest problems 

should be solved first. Thus we keep only the skeletal features of 

reality and temporarily avoid the encumbrances that can occur by paying 

meticulous attention to the many details in a high-fidelity simulation. 

Once the bare-bones simulations are understood, then we are in a better 

position to worry about the details. 

The 2D Problem 

Ultimately, we would like to use a coded-aperture system to 

image full 3D distributions. In order to simplify the simulations, 

however, we collapse the vertical dimension so that now the object is 

two dimensional and the coded aperture and coded image are each one 

dimensional (Fig. 3.1). Notice that the essence of the original problem 

is maintained in spite of this simplification. Depth information is still 

sought from a dimensionally deficient data set. 

Although the primary motivation for exploring the 2D case is to 

speed computation during the simulations, the 2D system stands on its 

own as an imaging modality with potential clinical utility. With the aid 
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Fig. 3 .1. Geometry for simulations 
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The vertical dimension has been collapsed so that the task is to restore 2D depth 
information from lD coded images. 
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of a vertical collimator, the 2D system could be applied to a 3D 

distribution in order to reconstruct a map of a slice of activity. The 

2D case therefore qualifies as true tomography (imaging a slice), the 

clinical usefulness of which has long since been established. In 

addition, if such a system were shown to have good imaging 

characteristics, a map of the entire 3D distribution could, of course, be 

recovered by scanning or stacking the 2D system in the vertical 

dimension. 

Representation of Imaging Process 

Because the simulations are performed on a computer, it is 

convenient to discretize the object field into pixel form. The strength 

of each pixel represents the activity associated with that location. 

Rays emanating from the center of object pixels pass through pinholes in 

the coded aperture and strike the detector plane. The ray path defined 

by a pixel-pinhole pair is easily calculated with geometric 

considerations. Each object pixel will contribute to the overall 

detector response with rays through several pinholes, and the strength 

of the response will be proportional to the activity of that pixel. To 

simplify the radiometry, we assume that the power detected in the image 

plane is independent of the location of the source in the object field. 

A schematic drawing of the simulation layout is displayed in Fig. 3.2. 

We model the detector with a fixed number of independent 

detector elements. A simple two-pixel interpolation is used to simulate 
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Fig. 3.2. Simulation layout. 

The simulation layout depicted here has been drawn to scale. 
The true object is shown in the reconstruction grid and its 
analytically derived coded image is shown as well. 
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the detector response to an incoming ray. If a ray strikes the center 

of a detector element, that element will absorb all of the ray energy. 

More often a ray falls somewhere between the centers of two adjacent 

detector elements. Each detector element will then receive a portion of 

the total energy, the amount depending linearly on the position of the 

ray intersection between the two elements. When noise is included in 

the simulations, we use a random number generator to create a sample 

from a Poisson distribution with a mean value of the deterministic coded 

image. 

Limitations of Model 

We have already motivated the simple model just described. It 

is impot"tant to keep in mind where the model deviates from reality to 

provide a frame of reference for these simulations and to remind us of 

the significant ground yet to be covered. Of course, our use of a 

sampled reconstruction field is an approximation to the true continuous 

case but it is an approximation that we can live with if our sampling is 

fine enough for the objects in which we are interested. We have also 

used the approximation that the coded aperture is completely opaque 

except for pinholes that have been modeled with a delta function 

transmission. In reality, pinholes will have a finite size. The 

thickness of the aperture will be finite as well, leading to a tradeoff 

between pinhole vignetting and partial transmission through that part of 

the aperture designed to be opaque. 
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The f~nite size of real pinholes will lead to a smoothing of the 

detector point-spread function (PSF). In addition, there is a statistical 

detector PSF associated with Anger cameras (Barrett and Swindell, 1981). 

The combination of these two blurring mechanisms creates ·'i net PSF which 

will have a Gaussian-like figure. Our two-pixel interpolation is a very 

crude approximation of this PSF. A more sophisticated interpolation 

scheme could easily be incorporated in future simulations. 

We have made the radiometric approximation that a pixel of a 

given activity will contribute a fixed amount of power to the detected 

signal, independent of the pixel location. In reality, the energy 

collected by the detector will be proportional to the angle subtended by 

the aperture openings at the point source. The contribution due to a 

point source will therefore have an inverse-square-law depth dependence. 

The model we have suggested also omits effects due to self

absorption. It is important here to understand the distinctiqn between 

two fundamentally different object distributions that coexist in the 

same space. One is the distribution of radioactive sources in the body. 

It is one of the goals of nuclear medicine to image this distribution, 

and we simply refer to it as the object. The second is the distribution 

of radiation absorption coefficient. Computed tomography is used to map 

this latter distribution. A true coded image will be influenced by both 

of these distributions. A photon that is emitted by a radiation source 

within the body will have some probability of being absorbed before it 

can reach the detector. This probability will depend upon the specifics 
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of the spatial distribution of attenuation coefficient. In addition, 

there is some probability that the photon will be scattered in the body 

and subsequently reach the detector plane. More realistic simulations 

should include both attenuation and scattering. 

The Single-view Simulation 

It is convenient to lexicographically arrange the object field 

pixel values into a column vector f, the kth element of which is denoted 

f(k). If there are a total of N pixels in the object field then f will 

be a 1xN vector. Such a representation affords us the use of the tools 

of linear algebra. The imaging step is then given by 

g H f (3.1) 

where g is an M-dimensional vector representing the coded image, and M 

is the number of resolution elements in the detector plane. 

The imaging operator H is an MxN matrix defined by the geometry 

of the system and the location of the pinholes in the aperture. 

Typically, the dimension of the data vector will be an order of 

magnitude less than that of the object vector. As a result, Eq. (3.1) is 

an underdetermined matrix equation. 

In the restoration, we are given the coded-image vector g and we 

desire to find the object vector f. A natural approach is to try to 

invert Eq. (3.1) directly. Since H will in general not be a square 
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matrix we cannot expect it to have an inverse. There is, however, an 

extensive literature describing various generalized inverses (Ben Israel, 

1974) that can be applied to the data directly. In Chapter 4 we discuss 

in some detail the Moore-Penrose generalized inverse, which can yield a 

direct inversion of· the data. 

An alternative way of viewing the problem involves back-

projecting or smearing the coded image back through the pinholes onto 

the object field. This step is displayed pictorially in Fig. 3.3(a). The 

operation of back-projection is performed by applying the transpose of 

the matrix H to the vector g: 

{o (3.2) 

where f 0 is the back-projected data. T That B may be interpreted as a 

back-projection may be seen by rewriting Eq. (3.2) in summation form: 

fo(k) 
N 

~ H(k,q) g(q) 
q==l 

(3.3) 

Suppose we look at the contribution in f 0 due to only one detector 

element. Equation (3.3) becomes 
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Fig. 3.3. Back-projection and point-spread function. 

a. The back-projection of a single resolution element in 
the coded image. 
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b. The PSF for the combined operation of projection followed 
by back-projection for a source point in the center of 
the field. 

c. PSF for a source point that is off center. 
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H(k,q) g(q) (3.4) 

Recall that in the imaging step H(k,q) may be interpreted as the amount 

of energy thot will be collected by detector element q due to a unit 

source at object pixel k. The only elements in the object field that 

will be nonzero are those that would contribute energy to the qth 

detector element if a unit source were put there. The operation of 

back-projection smears the energy of a given detector element back onto 

the object field pixels that could have contributed to it. 

Notice that the back-projected data, f 0
, has the same dimension 

as the object. As a result, f 0 may be considered ~s a degraded version 

of the original object. The problem may now be cast in terms of image 

restoration. Our goal is to restore a degraded object in which the 

degradation is the combined operation of projection followed by back

projection. Thus, the degraded object is related to the true object as 

follows: 

fO D f (3.5) 

where 

D (3.6) 

We may gain understanding about the kind of degradation that occurs by 
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looking at its effect upon a point object. Figure 3.3(b) and (c) show the 

PSF for the D operator, defined by a specific pinhole aperture, for a 

point source in the center of the field and for a point off center, 

respectively. From this figure, it is clear that the form of the PSF 

warps as the source is moved around in the field. Another way of saying 

this is that the operator D is space-variant. 

We wish to emphasize the difference between these two points of 

view toward finding an object estimate. In the first case, we use a 

generalized inverse to invert the data directly. In the second case, we 

begin by back-projecting the data first then treating the problem as a 

space-variant de blurring problem. Of course, these two points of view 

are closely related. We take the latter viewpoint in this chapter. 

Space-variant deblurring may be performed via an iterative 

algorithm called the method of succesive approximations (Schafer, 

Mersereau and Richards, 1981). This approach has the advantage that 

successive estimates are found in practice by the repeated application of 

the degradation operator and therefore no exotic inverse needs to be 

calculated. In addition, the iterative nature of the algorithm allows a 

convenient format for incorporating known constraints about the object. 

! priori information about an object may be represented by a constraint 

operator C that has the property that it will not affect the true object 

if applied: 

c {f} f (3.7) 



37 

We know in advance, for example, that a distribution of radiation sources 

must be positive everywhere. This knowledge serves as an example of the 

kind of ~ priori knowledge that we would like to take advantage of in 

the restoration process. We may define a positivity constraint operator 

P in the following way: 

(3.8) 

0 

The operator P acts like a half-wave rectifier. 

The iterative algorithm allows us to apply this or any other 

constraint operator to the latest estimate at each iteration. The 

method of succesive approximations is defined by the recursion rule: 

fk+l (3.9) 

where C is a general constraint operator and a is called an acceleration 

parameter. In the context of coded aperture imaging, we call the 

algorithm of Eq. (3.9) the iterative back-projection algorithm. 

The recursion rule of Eq. (3.9) needs an initial condition. As 

the notation suggests, the back-projected data f 0 is a good choice. In 

fact Gindi (1982) shows that back-projection is equivalent to mismatched

scale correlation, a standard decoding operation in coded-aperture 

imaging for objects with a depth component. 
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Figure 3.4(a) shows the pinhole aperture used in this simulation. 

The aperture was a 21-element uniformly redundant array (URA) with 5 

open pinholes (l.J'ild, 1983). URAs have nice autocorrelation properties 

which are useful in decoding coded images in conventional coded-aperture 

systems (object, aperture, and image are all parallel) (Simpson, 1980). 

The cyclic autocorrelation and simple autocorrelation of the pinhole 

array is shown in Figs. 3.4(b) and 3.4(c), respectively. In the context 

of coded-aperture tomography, however, a URA is an ad hoc choice for an 

aperture. 

Figure 3.5(a) shows a test object that was used in the simulation 

to test the system's ability to restore depth information. It consists 

· of 3 circles superimposed on a fourth, each with a different brightness 

indicating varying amounts of activity. Since the object is made of 

simple, well understood shapes the coded images can be calculated 

analytically. Such an approach avoids inaccuracies in the simulation of 

the data incurred by improper sampling of the object. Figure 3.2 shows 

the analytically calculated coded image for the object and aperture in 

this simulation. 

The first step in applying the iterative back-projection 

algorithm is to back-project the coded image. The back-projected data, 

shown in Fig. 3.5(b), serve as the initial condition for the algorithm. 

Recall that this is a blurred version of the object in which the space

variant blur function is shown in Fig. 3.3(b). Figure 3.5(c) shows the 

result after 40 iterations of the algorithm with an acceleration 
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Fig. 3.4. Uniformly-redundant array. 

a. The 21-element URA with 5 pinholes is depicted. 
b. The cyclic autocorrelation of the URA in (a) is 

performed by cyclically reproducing the URA and then 
autocorrelating. 

c. The autocorrelation of the URA is given. 
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Fig. 3.5. Reconstructions for single-view geometry. 

a. True object. 
b. Back-projection of coded image. 
c. Unconstrained reconstruction after 40 iterations. 
d. Constrained reconstruction using positivity and 

knowledge of object border. 
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parameter value of 2.0. This reconstruction is less than ideal. The 

smearing of energy in the depth direction is an artifact that can be 

explained using an elegant Fourier picture for coded apertures first 

articulated by Chiu et al. (1979). A simple geometric transformation of 

the system layout transforms the fan-beam pinhole projections into 

parallel beam projections. The projection-slice t:heorem (Barrett and 

Swindell, 1981) may then be invoked to show that the lD Fourier 

transform of the coded image may be related to the 2D Fourier transform 

of the distorted object. The fact that the single-view system has a 

limited angular view means that the coded image will contain no 

information about the object's Fourier components that fall in a "missing 

cone" region. This is illustrated in Fig. 3.6. The Fourier components 

that are missing from the reconstruction ir. Fig 3.5(c) are precisely 

those that would be needed to form the edges that are missing from the 

smeared circular shapes. 

As the reconstruction suggests, the problem of limited angular 

view is very serious. In a classic paper, Davison (1983) uses the 

singular value decomposition of the Radon transform to show that 

inversion of limited-angle projection data is extremely ill-conditioned. 

There is, however, still a ray of hope since the resource of ~ priori 

information has not yet been tapped. Based upon the success of Gindi 

(1982) in using constraints to improve reconstructions, it might be hoped 

that applying constraints in the algorithm would help to "fill in" some 

of the lost information in the missing-cone region. The interesting 
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c 

Fig. 3.6. Missing cones in Fourier space 

A geometric transformation of the system layout in (a) trans
forms the fan-beam projections into parallel-beam projections, 
depicted in (b). Notice that the circle object has been dis
torted as well. If e is the angle of the most extreme pinhole 
then the coded image will only contain information about the 
Fourier components of the object that falls in the shaded 
region in (c). The complement of this shaded region is 
called the missing cones since the coded image contains no 
information about these Fourier components. 



shape of the missing cones makes this approach appear as sort of a 

hybrid between bandwith extrapolation and interpolation via prior 

constraints. 
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There are two constraint operators that were applied to the 

latest estimate at each iteration. The first is positivity. The second 

is a constraint implying knowledge of the outer boundary of the object. 

This constraint sets to zero any power that is restored to regions in 

the object field outside of the largest circle. Note that this 

constraint is linear and could therefore be incorporated implicitly in 

the B operator by limiting the object field at the outset to the region 

within the outer boundary. One can imagine an independent measurement 

of some sort giving the outer boundary of a patient's body; therefore 

this is a reasonable kind of prior knowledge to invoke. 

Figure 3.5(d) gives the reconstruction in which positivity and 

knowledge of object border have .been enforced at each iteration. There 

is noticable improvement but the final result is disappointing. The 

constraints have helped but we have asked them to do too much. 

Obviously, more information needs to be included in the restoration at 

the outset. 

Orthogonal-view Simulation 

Apparently, the constraints of positivity and knowledge of object 

boundary are not strong enough to overcome the missing cones problem 

associated with the single-view system. One possible solution is to 
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change the design of the coded-aperture system to insure a full angular 

range of pinhole projections. After all, there is nothing sacred about 

the single-view system. Figure 3.7 shows a schematic drawing of an 

orthogonal-view coded-aperture system that fulfills this requirement. 

This system was first proposed by Tipton (1978) and later by Fonroget 

(1982) and Berger (1982). 

Although the problem of limited angular view is rectified by 

this new design, the restoration task continues to be extremely 

ambitious. The coded image is still fundamentally one-dimensional so 

that the dimensionality mismatch between object and data persists. The 

dimension of the data vector g in Eq. (3.1) doubles in length by 

introducing the orthogonal-view, but the inversion problem is still 

highly underdetermined. 

The deficiency in the data set may be classified in one of two 

categories. The first type of deficiency is due to the small number of 

pinhole projections that are collected. From the literature on computed 

tomography we know that undersampling of projection data in angle leads 

to aliasing in the reconstruction (Barrett and Swindell, 1981). In our 

orthogonal-view simulations, we only use 8 pinholes in each view for a 

total of 16 fan-beam projections. 

Not only is the angular sampling of projections sparse but the 

pinhole projections that we do .collect overlap in the image plane. When 

projections overlap the data are mixed or "multiplexed" so that 

information is lost. In the regions of overlap, we cannot tell through 
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Fig. 3.7. Orthogonal-view system layout. 

The orthogonal-view system drawn to scale is given here. 
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which pinhole a given photon passed. Notice that these two types of 

deficiencies have a tradeoff relationship. If we increase the number of 

pinholes and therefore the angular sampling of projections then the 

amount of multiplexing will increase as well. We may emphasize one or 

the other of .these types of deficiencies by adjusting the number of 

pinholes in the system. In spite of the relative amounts of these two 

kinds of deficiencies, they both combine to form the net deficiency 

represented by the underdetermined nature of the problem. 

For this series of simulations, the object field consisted of 

64x64 pixels. The coded aperture in each view consisted of a 57-element 

URA with 8 open pinholes (Wild, 1983). The true object was changed 

slightly and is shown in Fig. 3.8(a). Figure 3.8(b) shows the back

projected data. Recall that this corresponds to a blurred version of 

the object in which the space-variant PSF is shown in Fig. 3.8(c). When 

we reconstruct with the iterative back-projection algorithm without 

constraints, we acquire the reconstruction shown in Fig. 3.8(d). Clearly, 

the addition of the orthogonal view improved the reconstruction 

markedly. This is hardly a surprising result. Still, many researchers 

have tackled and continue to tackle the seemingly insurmountable problem 

of limited-angular-range tomography. Figure 3.8(e) shows this same 

reconstruction with the constraints of positivity and object border 

folded into the reconstruction. Fig. 3.9 shows two crossectional views 

of this reconstruction for a more quantitative display. It is clear from 

these figures that the orthogonal-view coded-aperture system is capable 



Fig. 3.8. Reconstructions for Orthogonal-view system. 

a. True object. 
b. Back-projected data. 
c. PSF for operation of projection followed by back

projection. 
c. Unconstrained reconstruction. 
e. Constrained reconstruction using positivity and 

knowledge of object border. 
f. Constrained reconstruction from noisy data. 
g. Constrained reconstruction using smoothing at each 

iteration. 
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Fig. 3.8. Reconstructions for orthogonal-view system. 



Fig. ·3.9. Cross-section of constrained reconstruction. 

The location of the cross-sectional cuts through the object 
are shown in (a). In (b) the true object cross-section is 
represented by a broken line while the solid line depicts 
the cross-section of the restoration. 
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of giving quality depth information and has the potential of being 

clinically useful. 
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When Poisson noise is added to the initial coded image, the 

simulation is more in accordance with reality since this is the dominant 

noise source in nuclear medicine imaging. The amount of noise added was 

3% of the signal at the peak value of the coded image. This corresponds 

to about 75,000 y-ray photons collected per view which is well below the 

number collected in a typical clinical study. In other words, this is an 

exceptionally noisy data set. Figure 3.8(f) shows the reconstruction 

from these noisy data. Predictably, the quality of the reconstruction 

has diminished. Nevertheless, the reconstruction illustrates that the 

inversion via iterative back-projection is not ill-conditioned in the 

presence of noise. The addition of noise does not create a disastrous 

reconstruction since good depth information may still be gleaned from 

the reconstruction. 

In order to suppress the streak artifacts that appear in Fig. 

3.8(e), a smoothing operation is introduced into the algorithm. 

Smoothing is performed on the latest estimate at each iteration between 

the positivity operator and the object border operator. The smoothing 

kernel is made of 5 pixels (one central and 4 neighbors) with the value 

of the central pixel sixty times greater than that of its neighbors. 

Since the smoothing is applied at each iteration, it has a cumulative 

effect. In a sense, parts of the final reconstruction that are restored 

early in the iteration sequence will be smoothed many more times than 
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the spatial changes that are introduced late in the iteration sequence. 

The ratio between the central pixel of the kernel and its neighbors was 

found empirically using the criterion that it gave a qualitatively 

pleasing result after 120 iterations. The reconstruction in which both 

constraints and smoothing have been enforced is shown in Fig. 3.8(g). 

We may assess the convergence of the algorithm by plotting the 

spatial mean-square error between the true object and the latest 

estimate as a function of iteration number. The qualitative behavior of 

the algorithm is that it converges quickly for 10 to 20 iterations and 

then converges very slowly thereafter toward a steady stAte value. In 

addition, the convergence is influenced by the "!nfu ement of 

constraints. With more constraints enforced the steady state value of 

the mean square error is lowered. This is illustrated in Fig. 3.10. 

For completeness, we refer to one other result with regards to 

the orthogonal-view coded-aperture system. Following Chang et al. 

(1974), we could eliminate the problem of multiplexing by simulating an 

aperture that opens only one pinhole at a time. Each pinhole projection 

would then be stored separately and no mixing of the data would occur. 

Such a simulation no longer qualifies as a coded aperture, and it closely 

resembles an emission computed tomography study in which only selected 

projections are kept. Using this strategy, a comparison could be made 

between multiplexed and unmultiplexed reconstructions. Based upon 

simulations performed by Smith (Paxman, Smith and Barrett, 1984), it 

appears that the effects of multiplexing are relatively innocuous when 
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Fig. 3.10. Convergence of algorithm. 

The MSE between the true object and its restoration are 
plotted as a function of iteration. The rate of convergence 
depends upon the constraints employed: 

a. Unconstrained. 
b. Positivity. 
c. Positivity and object border. 
d. Positivity, object border and smoothing. 



52 

t:he total number of photons collected is the same in both cases. A more 

realistic comparison can be achieved by fixing the total data acquisition 

t:ime in the simulations with and without multiplexing and including 

l?oisson noise in the data. Because each pinhole in the unmultiplexed 

c~se must be opened individually in sequence, only 1/Sth the number of 

J~hotons can be. collected as in the multiplexed case. As a result, the 

quality of the reconstructions in the multiplexed case is superior to 

l~hat of the unmultiplexed case. The relatively minor loss in fidelity 

clue to multiplexing is worth the considerable gain in photon collection 

E!fficiency. The improvement in signal-to-noise ratio in the data and the 

c:onsequent improvement in the reconstructions is one of the main 

~ldvantages of a coded-aperture approach. 



CHAPTER 4 

THE ITERATIVE BACK-PROJECTION ALGORITHM 

In the preceding chapter we touched upon the use of the 

iterative back-projection algorithm in restoring depth information from 

coded images. In this chapter this algorithm is explained in a more 

formal way. As a prelude to this analysis we review the subjects of the 

singular value decomposition of a matrix and the Moore-Penrose 

generalized inverse. 

SINGULAR VALUE DECOMPOSITION 

In this section we review the theory of the singular value 

decomposition (SVD) of a general matrix. This theory will be useful in 

understanding the effect of the imaging matrix H on an object. 

Consequently, the theory appears in the analysis of restoration 

algorithms in this chapter and in the design of apertures in Chapter 5. 

The author has found SVD to be an extremely useful analytic tool and 

suggests that a careful study of this subject is well worth the effort. 

In trying to understand the character of the imaging operator H, 

one is tempted to find eigenvectors of the system. After all, Fourier 

theory is an exceptionally useful tool in the study of linear shift

invariant (LSI) systems precisely because the complex exponentials are 

eigenfunctions of LSI systems. An arbitrary MxN matrix H, however, will 
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not in general have eigenvectors, since the dimension of the input vector 

is different from that of the output vector. One can, however, create a 

square symmetric matrix, HTB of dimension NxN, which will have an 

associated set of eigenvectors: 

(4.1) 

The eigenvectors fi have the same dimension as an object vector and are 

called singular vectors in the object domain. Because the matrix HTH is 

symmetric, we are guaranteed that the eigenvalues will always be 

nonnegative. In addition, the orthonormal vectors fi will always exist 

and form a complete set that spans object space (Strang, 1980). An 

arbitrary object vector f may therefore be expanded in terms of the fi: 

f (4.2) 

Multiplying both sides of Eq. (4.1) from the left by H indicates that 

there is a corresponding set of eigenvectors for the MxM symmetric 

T matrix HH : 

(4.3) 
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or, 

(4.4) 

We may normalize the eigenvectors that appear in parentheses in Eq. (4.4) 

and denote them with the symbol &i to get the following eigenvalue 

equation: 

T 
HH 81 

2 
llt &i (4.5) 

The 81 form an orthonormal set of vectors that spans image space and 

are called singular vectors in the image domain. 

Lanczos (1961) proves that an arbitrary matrix H can be 

decomposed into a series of outer product matrices in terms of these 

singular vectors: 

H (4.6) 

T where R is the rank of H and the outer product gift is a rank-one 

matrix. The scalar llt is called a singular value of the matrix H. 

SVD is a valuable representation of the imaging matrix because 

it makes the effect of the imaging operation transparent. For example, 
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we may immediately see the outcome of imaging an object-domain singular 

vector: 

H fi L J.lj Sjfj 
T 

fi 
j 

L llj Sj 0ij 
j 

J.li Si (4.7) 

Because a general object will be a linear combination of the fi, Eq. 

(4.7) may be employed to see the effect of the imaging operation on a 

general object. The procedure may be summarized as follows: 

1.) Find the coefficients for an object expansion in terms 

of the object-domain basis set, {fi}• 

2.) Modulate these coefficients by the corresponding 

singular values, J.li• 

3.) Use these modulated coefficients in an expansion with 

the image domain singular vectors, gi, to get the image 

vector. 
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Formally, 

g B {f} 

R 
B { r T 

(f fi) fi } 
i=l 

R 

~ (fT fi) B {fi} 
i=l 

R 

~ T 
(f fi) J.li 8i (4.8) 

i=l 

Notice that these steps are similar to those taken in the analysis of a 

LSI system. In the special case of a shift-invariant system, however, 

the input domain basis set is the same as that in_ the output domain, 

namely the set of complex exponentials. In addition, the singular values 

may be seen as having the role of a generalized transfer function. 

Clearly, SVD is a generalization of the Fourier theory of LSI systems to 

include shift-variant linear systems. The familiar injunction: "Do it in 

the Fourier Domain," may be generalized to: "SVD does it better!" 

SVD also affords a useful representation of the null space of 

the matrix H. The null space is the set of all object vectors that, 

when operated upon by B, gives an output of zero: 

null space { f I H f 0 } (4.9) 
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In a LSI system any sinusoid with a frequency greater than the cutoff 

frequency is a null function. The concepts of null space and rank are 

intimately related. Notice that the index in the summation in Eq. (4.6) 

runs from 1 to R where R is the rank of H. The rank of a matrix is 

defined as the number of linearly independent columns or rows or, 

equivalently, the number of nonzero singular values. The rank may be 

interpreted as the number of independendent units of information that 

can be passed by the matrix.. Any singular vector with an index greater 

that R will have an associated singular value identically equal to zero 

and will have no effect on the output of the system. The null space is 

the subspace spanned by all object domain singular vectors with singular 

values equal to zero. 

Although the series representation of the matrix H given i.n Eq. 

(4.6) will be the SVD form most useful for our purposes, for 

completeness we include an alternate SVD representation that often 

appears in the literature. We first create an NxN unitary matrix F with 

columns of fi: 

F r 1. 1. .. ..t 
l I 

(4.10) 
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An MxM m.atrix G is similarly defined with columns Si• The ma·trix H may 

now be represented as follows: 

H (4.11) 

where t is a matrix with singular values arranged along a diagonal: 

lll 1 
ll2 I lls 

1 
0 

I I (4.12) 
~ I ---- -r-- --

0 I 0 

With some thought one can convince oneself that the matrix product form 

for SVD given in Eq. (4.11) ie equivalent to the series form of Eq. (4.6). 

We have applied SVD here to the imaging matrix and will 

continue to do so throughout this dissertation. The mathematics, 

however, can be applied to any matrix, including a matrix representation 

of an image. Several image-processing texts discuss the application of 

SVD to image matrices in the t::ontext of image compression. We mention 

this here only to help the reader avoid the considerable confusion that 

can occur from failing to distinguish between these two very different 

applications. 
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THE MOORE-PENROSE GENERALIZED INVERSE 

Since the matrix H will not be square, in general we cannot 

expect it to have an inverse. This does not mean that we will not 

attempt to invert the data. Various kinds of generalized inverses (Ben-

Israel and Greville, 1974) have been defined to handle such cases. The 

most celebrated of these is the Moore-Penrose generalized inverse, also 

called the pseudoinverse and the minimum-norm least-squares inverse. 

We denote the Moore-Penrose (M-P) generalized inverse for the 

imaging matrix by the symbol u+. It is nicely displayed using the tools 

of SVD (Huang and Narendra, 1975): 

u+ (4.13) 

Note the similarity in form between this expression and the SVD 

expression for the matrix H given in Eq. (4.6). When inverting the data 

vector g Eq. (4.13) becomes 

(4.14) 
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This inverse accomplishes two tasks (Strang, 1980), the first of which is 

to find a consistent data set. Suppose that the coded image g has been 

corrupted by noise. It is possible, even likely, that the data will be 

inconsistent in the sense that no object exists that will give these data 

when imaged by the H matrix directly. In other words, the noise -may 

have added a component to the coded image that is outside of the bounds 

of possible uncorrupted images. In this event the M-P inverse will find 

a consistent data set that is closest to the inconsistent data set in a 

least-squares sense. This is accomplished by the scalar product (giT g) 

in Eq. (4.14) which projects the corrupted data vector onto the subspace 

spanned by the 8i with nonzero singular values: 

R r (giT g) gi 
i=1 

(4.15) 

where gC is the closest consistent data vector. This subspace is the 

space of all possible consistent data vectors which, in the parlance of 

linear algebra, is called the column space of the matrix H. The 

operation of vector projection guarantees that the resultant consistent 

data vector is closest to the original inconsistent data vector in a 

least-squares sense. 

Having found this "optimum" consistent data vector, the M-P 
,.. 

inverse then finds an object estimate. f, that satisfies 
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" H f = (4.16) 

In general, there will be many estimates that satisfy Eq. (4.16). This 

nonuniqueness of solutions is easily seen if one considers any null 

" vector, fN, associated with the matrix H. If f qualifies as a solution 

" to Eq. (4.16) then so does f + fN : 

" H f + H fN 

" Hf+O (4.17) 

Of the many possible solutions to Eq. (4.16) the particular one found by 

the M-P inverse is the one that contains no null vectors. Equivalently, 

this solution is the one with minimum norm or minimum length in a 

Euclidian vector space. We illustrate this concept with a simple 

pictorial example. Suppose that we are able to measure the X and Y 

components of a vector in 3-space but that we know nothing about its Z 

component. In this example the Z axis is the null space of the 

measurement system. Any vector that falls along the dotted vertical 

line in Fig. 4.1 is a possible solution. Of these possible solutions, the 

minimum-norm solution is the one with no null components and therefore 

falls in the X-Y plane. 

The M-P inverse has the virtues that it always exists and that 

it is unique. There is no guarantee that the true object is the same as 



z 
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X 

Fig. 4.1. Minimum-norm solution. 

If the X and Y components of a vector are known but nothing 
is known about the Z-component then the Z-axis is the null 
space of the system. Any vector that terminates on the 
dotted line is a solution that agrees with the data. The 
vector (a) is an example. Of the possible solutions, only 
(b) has no null components and it is the minimum-norm 
solution. 
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the M-P solution since the true object may have a strong null component. 

It is, however, an unpresumptuous solution since we restore only 

components about which something is known. 

THE ALGORITHM 

Having acquired an understanding of SVD and the Moore-Penrose 

:Inverse we are prepared to analyze the iterative back-projection 

algorithm. The form of the well-known van Cittert algorithm is given 

here: 

fk+l tk + (f0 
- D fk) (4.18) 

with the initial condition, 

£o D f (4.19) 

where D is a "degradation" operator and the zeroth estimate is just the 

data. In an image-processing application f 0 corresponds to the image 

that is to be deblurred. One qualitative interpretation of this 

algorithm :Involves the recognition that the latest estimate is 

constantly being improved upon by an error-correction term. This error

correction feature seems to be a universal trait of iterative algorithms. 

Here the error correction term is the difference between the true data 

and the data that would result from a blurred or degraded version of 
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the latest estimate. This difference term drives the algorithm closer 

and closer to a solution in which there is no difference term. Clearly, 

if the algorithm happeus to "find" a latest estimate that equals the 

true object then the difference term is zero and the algorithm has 

converged. 

Gindi (1982) gives a derivation for this algorithm for the case 

in which D is a space-invariant operator. Technically, the term van 

Cittert applies only to this special case. The qualitative 

interpretation for the algorithm, however, does not imply a space-

invariant restriction. Intuitively, one would expect the error-

correction convergence to hold for a space-variant system as well. As 

an example, when the algorithm is applied to the orthogonal-view system 

it is found empirically to work well. The degradation operator in this 

application is the combined operation of projection followed by back

projection: 

D (4.20) 

and the zeroth estimate is simply the back-projection of the coded 

image: 

£o (4.21) . 

where g is the coded image. With these qualifications, the algorithm 
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given in Eq. (4.18) is the iterative back-projection algorithm described 

in Chapter 4. Our inte11t here is to show that the iterative back-

projection algorithm, in the absence of constraints, gives the M-P 

inverse in the limit of many iterations. 

We begin by restating the representation of the Moore-Penrose 

inverse: 

(4.22) 

Consider the scalar product in this expression. Invoking the 

relationship given in Eq. (4.7) and applying a basic transpose rule from 

linear algebra, we get: 

(4.23) 

Substituting back into Eq. (4.22) we find an alternative expression for 

the M-P inverse that involves only the object-domain singular vectors: 
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R 

f == L ~ (f0 T fi) fi 
i=l 

(4.24) 

Equation (4.24) may be applied directly to the back-projected data, f 0
, 

or we may create an iterative algorithm by expanding the factor 1/~i2 in 

a power series: 

Cll 

1 
ii?" (4.25) 

the kth partial sum of which is 

(4.26) 

One can now imagine an iterative algorithm which gives successively 

closer estimates of the M-P inverse by giving successively closer 

estimates of the factor 1/~i2 in Eq. (4.24). Combining Eqs. (4.24) and 

(4.26) we have: 

(4.27) 

In Appendix B we use mathematical induction to show that the recursive 



68 

rule of Eq. (4.18), with the initial condition of Eq. (4.21), gives 

successive estimates equal to the kth partial-sum estimates of Eq. 

(4.27). 

Because the M-P inverse is a minimum-norm solution, an estimate 

given by the iterative back-projection algorithm will contain no null 

functions after an infinite number of iterations. In fact, we show here 

that every intermediate estimate will be void of null vectors as well. 

Consider the SVD of the back-projection matrix HT: 

(4.28) 

This is found by simply taking the transpose of the expression in Eq. 

(4.6). When HT is applied to the data vector g the result is the zeroth 

estimate: 

R 

~ lli (giT g) fi 
i=1 

(4.29) 

It is important to recognize that f 0 will contain no null components 

because the index in this series terminates at R. In fact, no null 

vectors can exist when applying the operation of back-projection to any 

image vector, for the same reason. Another way of saying this is that 
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the combined operation of projection followed by back-projection 

annihilates null vectors. Since the unconstrained iterative back-

projection algorithm yields estimates that are sums of vectors that h~ve 

been back-projected, they cannot contain any null vectors. 

CONVERGENCE 

Having shown that the iterative back-projection algorithm 

conve·.rges to a Moore-Penrose inverse, we turn our attention now to th~ 

nature of that convergence. We begin by examining the factor in 

brackets in Eq. (4.27). This expression may be considered as an 

effective transfer function for the restoration at the kth iteration: 

Transfer Function (4.30) 

It represents the filter that if applied directly to f 0 would give the 

kth estimate. Notice that this effective transfer function will converge 

to the expected net transfer function of 1/llj_2 only for a restricteq 

range of singular values. This is the same range of values that 

guarantees convergence in the power series expansion of l/~12 : 

or 
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(4.32) 

This criterion is not hard to meet. As mentioned earlier the lli2 will 

always be nonnegative. We need not worry about the case in which lli = 0 

since we have already shown that the algorithm annihilates null vectors. 

It is possible, however, that the largest singular value could exceed 

·/2. This can be taken care of by scaling the strength of the back

projection step which has the effect of scaling the singular values. An 

appropriate scale factor may be found such that the coded image of the 

zeroth estimate has the same power as the data. Once determined, the 

scale factor can be applied to each back-projection operation, thus 

ensuring the convergence of the algorithm. 

There is value in interpreting the effective transfer function 

given in Eq. (4.30). Clearly, this filter will approach the desired 

inverse filter l/lli2 at different rates for different singular values. 

Singular values close to unity will converge faster that those that are 

very small. Early termination of the algorithm may cause singular

vector components with large singular values to be almost completely 

inverted while those with small singular values will only be partially 

inverted. This can have a desirable noise supression effect. Often when 

lli2 is small, one doesn't want to invert the data completely since it is 

Gusceptible to noise amplification. In fact this is often handled by 

simply truncating that part of the restoration associated with small 
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singular values (Huang and Narendra, 1975; Lefkoupoulos et al., 1982). 

The built-in apodization of the inverse filter provided by termination of 

the algorithm is not optimum as in a Wiener-Helstrom filter approach but 

it can help to suppress noise amplification. In the next chapter we 

derive the form for an optimum filter and show how it can be 

implemented in an iterative algorithm. 

The rate of convergence may also be influenced by introducing an 

acceleration parameter a into the algorithm so that the recursion rule 

becomes 

fk+l (4.33) 

From the point of view of error correction, the acceleration parameter 

may be viewed as an interactive throttle that can emphasize the error 

correction term and therefore accelerate convergence. Using the same 

inductive reasoning as is· used in Appendix B, one can easily show that 

the kth iteration of this new recursion rule yields: 

(4.34) 

This is a generalization of an expression given by Gindi (1982). Now the 

convergence criterion is: 



72 

(4.35) 

Finally, we derive an expression which shows how the algorithm 

converges in the image space. Consider the coded image that would be 

associated with the kth estimate: 

gtt- Hfk (4.36) 

As the algorithm proceeds, 8k will approach the true data g. In a true 

restoration problem the error between the coded image of the latest 

estimate and the true data is the only criterion available for choosing 

when to terminate the algorithm. The squared error in image space is 

formally expressed: 

squared error (4.37) 

It is convenient to break the data vector into a consistent and an 

inconsistent part: 

g (4.38) 

The consistent part of the data is that part which could in fact be a 

consistent image, that is, it is the projection of the data onto the 

column space of H, as described in the discussion on the M-P inverse. 
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Note that &k must also exist in this space since it is a legitimate image 

in its own right. The inconsistent part will be the component of the 

data that lies in the subspace orthogonal to the column space. Because 

of this orthogonality the squared error becomes: 

I s - sk 12 = I s1 + 8c - 8k 1
2 

I s1 1
2 + I sc - sk 1

2 (4.39) 

From the discussion of the M-P inverse we know that 

,.. 
Hf = (4.40) 

,.. 
where f stands for the M-P inverse. Substituting Eqs. (4.40) and (4.36) 

into Eq. (4.39) we get 

I gi I z + I Hf - nfk 12 (4.41) 

Recall that 

(4.42) 

The zeroth estimate in this expression may be replaced by 



yielding 

R 

= BTB L (fT fi) fi 

i 

fk = ~ [1-(l-lli2)k+l] (fT fi) fi 

i=l 
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(4.43) 

(4.44) 

Substituting this result into Eq. (4.41) and performing straightforward 

algebra gives 

R 

I 8r 12 + ~ [lli (1-llf2)k+l c£T fi)T 
i=l 

(4.45) 

The first term in this expression may be interpreted as a baseline error 

that always exists. The total squared error converges toward this value 

but will never dip below it. To assess this convergence we examine the 

behavior of the summation with increasing k. Clearly, the convergence is 

strongly influenced by the singular values. Each term in the summation 



may be rewritten as follows: 

C(~i) (l-~i2)2k 

C(~i) ll-~izl2k 
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(4.46) 

where we have lumped the factors with no k dependence into the 

coefficient C(~i)• For the range of admissible ~s the logarithm in Eq. 

(4.46) must be a negative number which we express explicitly: 

(4.47) 

Each term will therefore converge exponentially with a decay rate 

dependent upon ~i· The overall convergence may be thought of as a 

weighted sum of exponential decay curves on top of a constant baseline 

term. 

R 

I g - gk 12 = I 8
1 

12 + L C(~i) e-2 p(~i) k 
i=l 

(4.48) 

This expression is consistent with the general convergence behavior of 

the algorithm observed experimentally. 
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COMPARISON WITH SIMULATED ANNEALING 

We conclude this chapter by comparing a reconstruction derived 

from the iterative back-projection algorithm with one derived from a 

Monte Carlo algorithm known as simulated annealing. Because these two 

reconstruction algorithms are ostensibly very different in character, the 

comparison gives perspective to the performance of the iterative back-

projection algorithm. 

Smith (Smith, Barrett and Paxman, 1983) has studied the use of 

simulated annealing in reconstructing an object from its coded image. 

The details of this clever algorithm are unimportant here, except to say 

that it uses a Monte Carlo approach and therefore differs dramatically 

from the deterministic iterative back-projection algorithm. Figure 4.2 

(a) shows the true object while Figs. 4.2 (b) and (c) show 

reconstructions performed by iterative back-projection and simulated 

annealing, respectively. The similarity between these two 

reconstructions is remarkable. Even the artifacts correlate well. In 

addition, both algorithms achieve good agreement with the data. A coded 

" image g, formed from either reconstruction, differs from the true coded 

image g by less than 1.3%, that is 

y < 1.3% 4.49 

The similarity in the performance of these two algorithms suggests that 



a b c 

Fig. 4.2. Comparison with simulated annealing. 

a. True object. 
b. Iterative back-projection reconstruction. 
c. Simulated annealing reconstruction. 



in the absence of noise, the imaging task is largely algorithm 

in de pendent. For this reason, one would not expect significant 

improvement in the reconstructions to be accomplished by solely fine

tuning algorithms. Instead, we turn our attention to optimizing the 

design of the coded aperture. 
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CHAPTER 5 

APERTURE DESIGN 

In Chapter 4 we presented evidence that orthogonal-view coded

aperture systems are capable of giving good tomographic information 

about objects consisting of a distribution of radiation sources. Though 

the preliminary results of this system are promising, little attention 

has been given to the actual design of the coded aperture. One would 

expect that an optimal aperture would be object dependent. An aperture 

that would work well for one object may fail to restore a second object 

with any fidelity. In this chapter we give a strategy for optimizing a 

coded aperture with respect to a given class of objects. 

This task is representative of a relatively new class of 

problems being addressed by the image-processing commWlity. Image 

processors have long been concerned with the image restoration problem 

in which an attempt is made to improve image quality by postprocessing. 

Typically, complete (or, at least, substantial) knowledge of the imaging 

system is assumed. Often postprocessing algorithms are designed to 

incorporate some form of prior knowledge about the object as well. The 

iterative back-projection algorithm serves as one example. The emphasis 

'here is on the design of the postprocessing algorithm. By contrast, 

system designers are generally not concerned with postprocessing. 

Usually their intent is to design an imaging system that will give a 
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high-fidelity image without postprocessing. Occasionally, optical 

designers are influenced by some prior knowledge about the objects to be 

imaged. A new class of problems, proposed by Cathey et aL (1973), 

involves the marriage of these two conventional design approaches. This 

class of problems tackles the joint design of the imaging system and the 

postprocessing algorithm. The hope is that the net imaging produced by 

this integrated design approach will be superior to that produced when 

the system and reconstruction algorithm are designed independently. 

Again, some prior knowledge of the objects to be imaged is often 

assumed. Because postprocessing is a necessary step in coded-aperture 

imaging, the design of coded apertures falls naturally into this new 

class of problems. 

We begin with a discussion of how one might use the Karhunen

Loeve expansion to characterize an object class that is to be imaged. 

With this in mind, we introduce the concept of alignment in which the 

system is designed to match well with an object class to be imaged. 

Next, we derive a mean-square error (MSE) figure of merit which 

indicates the degree of alignment, following which a strategy for 

aperture optimization and its attendant problems are discussed. Various 

restoration algorithms are proposed for use with an optimized system, 

including an iterative algorithm that gives an optimum linear restoration 

after a fixed number of iterations. We conclude the chapter with two 

proof-of-principle examples of aperture optimization. 
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The Karhunen-Loeve Expansion 

We are interested in characterizing an entire set of objects that 

we want to image. An example of such an object class is the class of 

all human livers. One of many ways to characterize this object class is 

by its statistical properties. The object vector now becomes a random 

vector, !_, in which each element is a random variable. We denote random 

vectors and scalars by underlining them. If we presume knowledge about 

the 1st and 2nd moments of the probability distribution associated with 

this class of objects, then we can create a covariance matrix. Here the 

lmth element of the object's covariance matrix is defined as 

< (!_(1)-<!_(1)>) (!_(m)-<!_(m))) > (5.1) 

We use the angle bracket notation throughout to denote an ensemble 

average, which should not be confused with a spatial average. The 

covariance matrix contains information about the pixel-to-pixel 

correlation in the object class. Eq. (5.1) indicates that the covariance 

matrix is symmetric so we are guaranteed that it has a complete set of 

orthonormal eigenvectors, {tj}, associated with it. The eigenvector 

equation may be written: 

(5.2) 

where C is the covariance matrix and Aj is the eigenvalue. Since these 
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eigenvectors span object space, the random vector f can be represented 

as an expansion of +js : 

(5.3) 

where the coefficients, ~' may be found by taking the scalar product: 

a· == ( f • +j ) 
.:!.] -

(5.4) 

This is the familiar Karhunen-Loeve (K-L) expansion used in image 

compression (Fukunaga, 1972). This expansion has the useful property 

that the coefficients, ~j' are uncorrelated. Formally, 

(5.5) 

One of the effects of the K-L expansion is that it transforms a set of 

correlated random variables (the original elements of !) into a set of 

uncorrelated random variables (the ~). 

Suppose we wish to reduce the number of elements that we use to 

represent a particular object in the class. This kind of problem arises 

in the area of image compression which has the goal of making more 

efficient use of transmission channels or storage space. One approach 
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would be to simply truncate the series in Eq. (5.3) and replace the 

truncated terms with the mean values for the object class: 

(5.6) 

In Eq. (5.6) only the first k coefficients are calculated and stored. 

The remaining coefficients are presumed known in advance. It can be 

shown that the ensemble MSE between the true object and the truncated 

representation is given by 

N 

<It- £1 2> = ~ 
j=k+l 

(5.7) 

The significance of the K-L eigenvalues can be gleaned from Eq. (5.7). 

Apparently the effectiveness of each eigenvector in representing a 

member of the object class is determined by its eigenvalue. 

Eigenvectors with small eigenvalues may be truncated from the 

representation without introducing much error. By contrast, eigenvectors 

with large eigenvalues are statistically important for describing a 

particular member of the object class. 

This interpretation can be verified from an alternative point of 

view. If the object class has a mean of zero, that is if <f> is the zero 
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vector, then from Eq. (5.3) we see that the average of each coefficient, 

<!!_j>, must be zero as well. Eq. (5.5) then tells us that the K-L 

eigenvalues serve as a variance, or a measure of the average departure 

from the mean. Those eigenvector components which do not depart much 

from their mean can be approximated by their mean value. Those 

components that may vary a great deal in an average sense, that is those 

for which the corresponding eigenvalue is large, are statistically more 

important for differentiating a particular member of the class. 

One could reasonably ask if perhaps another basis set might 

represent an object class as well or better than the K-L eigenvectors. 

Fukunaga (1972) shows that the K-L eigenvectors comprise the optimum 

basis set in the sense of minimizing the MSE for any truncated 

representation. Thus the K-1 eigenvectors and eigenvalues are natural 

tools to be used in characterizing an object class statistically. 

Alignment 

It is conceptually useful to divide the set of K-L eigenvectors 

into two subsets. To make the appropriate assignment, we use the 

eigenvalue spectrum as shown in Fig. 5.l(a). All eigenfunctions with 

eigenvalues greater than some threshold value span a subspace we call 

"interest space". These are the eigenvectors that contribute 

significantly to an object within the given object class. We may select 

a threshold value based upon the error (Eq. (5.7)) we are willing to 

tolerate when imaging an object within the class. The remaining 
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Fig. 5.1. Eigenvalue and singular-value spectra. 
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By thresholding the eigenvalue spectrum in (a), we partition 
the K-L basis set into two subsets. One of these spans 
interest space while the other spans indifference space. 
Thresholding the singular-value spectrum in (b) defines 
measurement space and pseudo-null space. 
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eigenvectqrs span "indifference space". Information about these basis 

functions will: be of little value when trying to restore an object from 

the given obje,ct class. Interest space and indifference space are 

orthogona~ subspaces that together span object space • 

R4call that the Ret of singular vectors of the imaging matrix H 

form an o;cthon:ormal set that also spans the object space. While the K-L 

eigenvectqrs serve to characterize the object class, the SVD singular 

vectors a;ce the natural ones to characterize the performance of the 

imaging system1. Again we find it useful to divide a set of eigenvectors 

into two ~ubse:ts. This time, however, we partition the set of singular 

vectors, f,fi}, linto two subsets based upon the singular-value spectrum 

as shown in F:Lg. S.l(b). All singular vectors with singular values 

greater t\1an some threshold value span a subspace we call "measurement 

space" be~:ause 1 linear combinations of these vectors are measured well by 

the systelll• 'I:he remaining singular vectors span a "pseudo-null space". 

Any vector within this latter subspace will be lost or nearly lost 

during th~ projection operation because of the small singular values. 

The appli~:ation of the concepts of null space and measurement space to 

tomograph;Lc imaging has been discussed elsewhere (Medoff, Brody and 

Macovski, 1983;; Hanson and Wecksung, 1983). 

It is important here to emphasize that both the {fi} and the {tj} 

span the same:N-dimensional object space. As we vary the location of 

the pinho:Les in the aperture, the H opera tor changes and so do its 

singular vecto1rs. We may imagine an N-dimensional Cartesian coordinate 
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system, defined by the orthonormal singular vectors, changing orientation 

with respect to the fixed axes defined by the K-L eigenvectors. This 

implies that the pseudo-null space may change its orientation as well. 

We would like the pseudo-null space to fall entirely within the 

indifference space. This would imply that the interest space would fall 

within the measurement space, the interpretation being that the system 

will be able to measure well objects in which we are interested. When 

we find a pinhole array that achieves this happy circumstance, we say 

that we have achieved "alignment". In this sense, the system has been 

aligned to the particular object class. 

A simple geometrical illustration helps to clarify these ideas. 

Though this example is mildly strained because of the need to visualize 

geometries in 3-space, it is still instructive. Consider a 3-pixel object 

class that can be represented as a random vector in a 3-D vector space. 

Suppose the particular object class we are interested in imaging has 

only one K-L eigenvector, t 1 , comprising interest space. Without loss of 

generality, we may orient the Z-axis in the direction of this 

eigenvector. The Z-axis, then, is interest space while the X-Y plane is 

indifference space. Note that together these two subspaces span all of 

object space. Suppose now that the imaging system that we seek to 

optimize has a measurement space spanned by two singular vectors, f 1 and 

f 2 • The pseudo-null space is obviously spanned by the third singular 

vector, f 3 • Now any design of the system that orients f 3 in the X-Y 

plane also requires that the Z-axis lies in the plane defined by f 1 and 
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alignment has been achieved. There may be several designs that meet 

this requirement. Examples of unaligned and aligned systems are 

displayed in Fig. 5.2. 
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It has been a useful conceptual stepping stone to define various 

subspaces of the object space. In reality, however, there may not be a 

clear distinction between interest space and indifference space or 

between measurement space and pseudo-null space. For example, the K-L 

eigenvalue spectrum may follow a more or less smooth envelope as it 

drops off. With this in mind, we change the interpretation of alignment 

slightly. We no longer treat our desire to measure each +i as either 

totally important (a member of interest space) or totally unimportant (a 

member of indifference space). It is more appealing to consider a 

continuum of interest. Our interest in each +i depends upon its relative 

importance in describing the object class, given by its associated 

eigenvalue. As an example, it is no longer sufficient that the most 

important K-L eigenvector simply lie anywhere within a measurement 

space. In our optimization we would like to orient the singular vectors 

such that the dominant singular vector, f 1t is pointing in the same 

direction as t 1 , because information associated with f 1 is the easiest to 

restore in the presence of noise. The task of alignment becomes a 

search for the optimum orientation of the singular vectors in which the 

greatest amount of information about an object within a class will be 

measured with the greatest fidelity in an average sense. The next 
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Three-pixel objects may be represented as a vector in 3-space. The K-1 eigenvectors for 
a given class, t 1 , +2 and t 3 , are oriented along the Z, X and Y axes, respectively. The 
system singular vectors, £ 1 , £2 and f 3 , also form an orthonormal basis set. In alignment 
the system is adjected so that interest space (the X-axis) falls within measurement space 
(the f 1-f 2 plane). 
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section is devoted to finding a figure of merit that indicates the degree 

of alignment. 

MSE Figure of Merit 

The purpose of this section is to derive a MSE figure of merit 

which will indicate the degree of alignment achieved ~y a given design. 

To accomplish this we first tackle the simpler task of deriving the MSE 

expected for a M-P inverse. Next, we derive the MSE expression for a 

more general restoring filter which in turn allows us to find an optimum 

restoring filter with its associated minimum mean-square error (MMSE) 

expression. This becomes the figure of merit to be used in alignment. 

In what follows we make the assumption that the class of 

objects in which we are interested has a zero mean. Said in another 

way, the ensemble average of the random vector f is the zero vector. 

This assumption makes for cleaner algebra while introducing no loss of 

generality. In general, an object class will have a non-zero, but known 

mean. We may easily find the contribution of the mean object to the 

data by simply operating on the mean object with the operator H. This 

contribution can be subtracted from any real data leaving only data 

associated with the zero-mean object that we try to restore. The grand 

restoration will include the mean object added to the zero-mean 

restoration. This glib step would not be possible with signal-dependent 

noise, but we assume throughout that the noise is additive, white, and 

signal independent. 
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MSE of Null Component 

We drop the previous definition of pseudo-null space and adopt 

the rigorous definition of a null space for the operator H. The SVD 

representation of H allows us to immediately write down its null space, 

which is the subspace spanned by the singular vectors which have 

singular values identically equal to zero. We also redefine the 

measurement space as being that subspace spanned by all singular vectors 

with nonzero singular values. 

It is convenient to consider separately the restoration of the 

null-space and measurement-space components of the object. Since these 

two subspaces are orthogonal, the total MSE of a restoration will be the 

sum of the MSE of the null-space and the MSE of the measurement space. 

Here we find once and for all the MSE of the null space restoration. 

The null-space component of an object vector f is given by 

N 

~ (5.11) 

i=R+l 

where R is the rank of the matrix H, i.e. PR is the last non-zero 

singular value. Since we know absolutely nothing about the null 

component of f from the data, the best we could do to restore this 

component is to choose its ensemble mean value. With the zero-mean 

assumption, this means to restore zero for the null components of f. 
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The mean-square error for this null-component restoration is 

MSE = < I !nunl 2 > (5.12) 

Substituting Eq. (5.11) yields 

N 

MSE ~ (5.13) 

i=R+1 

Each term of this summation may be interpreted as the variance in the 

fith component of f. This quantity reappears so often that we give it 

its own symbol: 

(5 .14) 

Although this is the most compact way of representing this quantity, we 

may substitute in the K-L expansion for f and perform some algebra to 

get an expression that shows how ai 2 can be calculated: 

N 

ai2 = < (( ~ ~ +j)T fi)z > 
j=1 



N 

< ( ~ ~ (tl fi) )z > 
j=l 

N N 

< ( ~ ~ +l fi) ( ~ !It tk T fi) > 
j=l k=l 

·N N 

= ~ L 
j=l k=l 

Since the K-L coefficients are uncorrelated we have 

giving 

N 

~ Aj (tl fi)z 
j=l 
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(5.15) 

(5 .16) 

(5.17) 

Note that the {Aj}, {+j}, and {fi} are all known so that we can in 

principle calculate ai 2 • 

The most concise expression for the MSE of the null-component 

restoration is given by 

(5 .18) 



94 

In the absence of noise, we are able to perform a perfect restoration of 

the measurement-space component of the object. Therefore Eq. (5.18) 

also serves as the MSE for the total restoration in the limit of no 

noise. 

MSE for Moore-Penrose Inverse 

Since we have found an expression for the MSE for the 

restoration of the null-space component of the object, we confine our 

efforts to the measurement-space restoration. The SVD of the B matrix 

allows us to immediately write down the M-P inverse of the data: 

R 
"' f ~ (5.19) 

i=l 

where n represents additive noise. Often, we treat the noise as implicit 

in the symbol g, but here g represents an uncorrupted image and the 

noise is represented explicitly. With no noise in the data this 

measurement-space restoration would be perfect: 

R 
f ~ (5.20) 

i=l 

The error is found by taking the difference 



95 

f- f (5.21) 

giving the squared error 

R 

~ 
i=l 

1 T 
lli 2 (n gi)2 (5.22) 

It is helpful to expand n in terms of the image-space singular vectors, 

n (5.23) 

to give the squared error: 

(5.24) 

Taking the ensemble average gives the mean-square error of this 

res tor a tion: 
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R ~2 
MSE <~ > llj_z 

i=l 

R 
<~2> 

~ (5.25) 
~ i=l 

Notice that the ensemble average here is over the distribution of noise 

coefficients as opposed to the probability distribution of objects. Since 

the noise is white, the noise covariance matrix is proportional to the 

identity matrix where the proportionality constant is the noise variance, 

an 2
• Since Eq. (5.23) is a unitary transformation of the noise vector, 

the variance in the coefficients {bi} is simply the noise variance : 

a z n 

A succinct expression for the measurement-space MSE for a M-P 

restoration is therefore given by the following: 

R 
MSE anz \. 1 LJi?" 

i=l 

(5.26) 

(5.27) 

Just as noise amplification can be a serious problem when 

inverse filtering in the Fourier domain of a space-invariant operator, so 
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too as some of the lJi become small, the MSE for this inverse filter 

inflates rapidly. We would like a more intelligent choice for a filter 

which guards against this noise amplification. To this end, we find an 

expression for the MSE for a more general restoring filter and then 

minimize it. 

MSE for General Filter 

We may express the estimate of the object in a more general 

form: 

R 

-f = L ~' ((g + n)T &i) fi 
i=l 

(5.28) 

where the {lli'} can assume any value and are not restricted to the 

singular values. The error in this new estimate is found with the aid of 

Eqs. (5.20) and (5.28): 

(5.29) 

Squaring and taking the ensemble average gives an expression for the 

MSE: 
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~ [ lli
1 

- l1i T < L llilli' (£ gi) -
i=l 

R 

=~ 
i=l 

(5.30) 

Notice that there are two random processes that appear in this 

expression: 1.) the random process associated with noise and 2.) the 

random process associated with the object probability distribution. The 

ensemble average here must be over both distributions. Consider each of 

the three terms individually. The factor <(gT &i) 2 ) in the first term 

may be simplified by using Eq. (5.9), with some algebraic manipulation, 

to get 

(5.31) 

where ai 2 was defined in Eq. (5.14). The second term may be simplified 

by recognizing that n and g are statistically independent: 



99 

The entire second term then vanishes because <n> = 0. The third term 

simplifies qui~kly since <(!.T 8i) 2
) = an 2 as we have already shown. With 

these simplifications the expression for the MSE becomes: 

MMSE Filter 

1 aiz + 
~itlt 

(5.33) 

In order to find the minimum of the above expression, we take 

its derivative with respect to the {~'} and set the result equal to 

zero. Since the variable ~· appears in only the ith term, we only need 

to consider one term at a time: 

1 ai2 + ~it2 

After some algebraic manipulation we find that 

0 (5.34) 
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a 2 
n + 

~i ai2 ~i (5.35) 

the reciprocal of which gives: 

1 
~i' 

Several observations can be made about this filter. 

(5.36) 

It is a 

generalization of the familiar Wiener-Helstrom (W-H) filter used in 

space-invariant problems (Helstrom, 1967). It is generalized in two 

ways: 1) The SVD allows this filter to be applied to any linear operator, 

including space-variant operators. 2) This filter allows for non-

stationary object statistics. By contrast, the classical W-H filter 

assumes stationary statistics for the object. The MMSE filter we have 

derived is not new and is given in standard image-processing texts 

(Andrews and Hunt, 1977; Pratt, 1978). These references, however, give a 

space-domain expression for the filter. Considerable insight can be 

gained by examining the SVD-domain expression for this filter, given in 

Eq. (5.36). This expression has the same form as the Fourier description 

of the W-H filter, and the observations that can be made about the 

limiting behavior of the filters are similar. In the limit that the 

noise, and therefore the noise variance an 2 , goes to zero, Eq. (5.36) 

simplifies to the inverse filter we have already discussed. In the limit 
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in which the noise dominates, that is when 

a 2 n 
ai2 » (5.37) 

then the MMSE filter is set to zero. In between these two extremes, the 

MMSE filter prescribes the optimum tradeoff, in a MSE sense, between 

signal restoration and noise supression. 

We conclude this section by giving the expression for the MSE 

when this optimum filter is applied. This is found by substituting the 

optimum J.li' back into the general MSE expression (Eq. (5.33)) and 

performing some algebra to get: 

R 
MMSE ~ (5.38) 

i=l 

Note that the MSE for the null component (Eq. (5.18)) merges 

nicely with the above expression. The null space is that space for 

which J.li is zero, in which case the second term in the denominator of Eq. 

(5.38) vanishes, leaving Eq. (5.18). Therefore, the total MSE, including 

the null-space component, is the expression given in Eq. (5.38) where the 

sum now runs from 1 to N. 
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Optimization 

Conceptually, it is easy to envision a strategy to achieve 

alignment in the design of an orthogonal-view system. We treat the 

location and number of pinholes as the design parameters and use 

standard optimization techniques to minimize the MMSE expression of Eq. 

(5.38). When we find the particular arrangement of pinholes that 

achieves a global minimum, then the system is maximally aligned to the 

given object class. 

The practicalities of such an approach are not trivial. For 

example, the assumption that we know in advance the second-order 

statistics of the object class may seem presumptuous. Such knowledge 

presupposes that an imaging system exists somewhere that can give a 

sufficient data base from which we may derive the necessary statistics. 

One is tempted to ask: If such a superior system already exists, why 

design a new system that at best can only match its standards? One 

alternative is to create a mathematical phantom, or model, of the object 

class. Suppose, for example, that we are interested in the class of 

livers. We may mathematically model the class of livers using all of 

the resources we have that will give us information about livers. The 

phantom will be required to be consistent with known radiologic data 

bases including studies from classical nuclear medicine, emission 

computed tomography, and computed tomography. The model will also be 

consistent with known liver anatomy and physiology. Perhaps texture 

information from animal autoradiographs could be included. Once such a 



103 

model has been created we may align the system with respect to it. The 

hope is that this aligned system will now image real livers well in the 

sense that a significant amount of diagnostic information is imaged. 

The strategy for alignment also has significant computational 

considerations. Fm: example, a K-L representation of an object class 

requires finding the eigenvalues and eigenvectors of a covariance matrix. 

If we divide the object field into 64x64 pixels, then the covariance 

matrix will be a 4096x4096 matrix. Diagonalizing such a matrix is 

challenging, but since the matrix will be diagonally dominant the 

computation can be done with the aid of an array processor. Note that 

this computation must be performed only once, at the outset of the 

design. 

By contrast, finding the SVD of the H matrix needs to be 

performed with each design parameter change during the optimization 

sequence. This calculation requires the diagonalization of the square 

matrix HHT· The number of rows in this matrix will be equal to the 

number of detector resolution elements in the system. With the use of 

two 1-D modular scintillation cameras (Milster et al., 1984) in each of 

the orthogonal views, we can anticipate the matrix HBT to have 128x128 

elements. Since the diagonalization of this matrix is repeated many 

times during the optimization, we require the use of a fast array 

processor. Although any of a number of standard optimization programs 

would be suitable here, we are particularly interested in optimization by 

simulated annealing (Kirkpatrick, Gelatt and Vecchi, 1983). This 
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approach, which is being used to optimize micro-circuit layout at IBM, 

seems to have the ability to efficiently find a global minimum. 

We point out here that the alignment procedure is extremely 

computationally intensive and should not be confused with the algorithms 

that will be used to perform restorations from real data. The design of 

the system will ba performed only once for a given object class, while 

the daily use of the finished system will req·xlre innumerable high-speed 

restorations. In the next section we discuss possible choices for 

restoration algorithms. 

Finally, it should be noted that there is no guarantee that we 

can achieve good alignment with respect to a given object class. The 

design parameters of the system may be sufficiently constrained so as 

not to allow good alignment with some object classes. Specifically, in 

the problem of tomographic imaging with coded apert.ures, we will always 

be constrained to using overlapping projections, viewed from outside of 

the object's perimeter. 

Restoration Algorithms 

Our philosophy has been to design the aperture with a particular 

type of restoration in mind - an optimum linear restoration. In this 

sense the system design has been coordinated with the restoration 

algorithm. An obvious choice for implementation of the MHSE filter is 

suggested by Eq. (5.28). The algorithm involves decomposing the data 

into its image-space singular vectors and filtering the coefficients with 
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the optimum filter given in Eq. (5.36). These filtered values are used 

to weight the corresponding object-domain singular vectors. This 

approach has the nice feature that it is direct and therefore can be 

accomplished quickly. The singular vectors in both domains will be 

known from the optimization procedure, and the optimum filter values Pi' 

can be calculated once for continual reuse in performing the 

restoration. The use of the algorithm therefore involves only very 

simple calculations including scalar products, multiplication and vector 

sums. The directness of this algorithm may also be seen as a 

disadvantage. There is no natural way to incorporate nonlinear 

constraints into the algorithm. Of course, these constraints can be 

applied after the fact to the restoration but this is hardly a satisfying 

approach. 

The iterative backprojection algorithm, discussed at some length 

in Chapter 5, is also a potential selection for a restoration algorithm. 

Because it is an iterative algorithm, it provides a more pleasing avenue 

for the incorporation of constraints. Unfortunately, this algorithm 

converges to the M-P inverse and therefore is not well suited for use 

with an aperture that has been optimized for a MMSE restoration. 

Another alternative is an iterative algorithm that is a close 

rel~tive of the iterative back-projection algorithm. We present it here 

for completeness and because it will be of use in understanding yet 

another iterative algorithm to be discussed presently. The operation of 

forward projection that occurs during the image-forming phase is fixed 
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by the design of the system and the laws of physics. Back-projection, 

however, is strictly a mathematical step performed inside a computer 

during the restoration process. As a result, we are free to modify it in 

a manner that suits our needs. Consider a new operator r which, like 

the operator BT, operates on the image space and has an output in the 

object space: 

r g 
R 

~ (giT g) fi 
i=l 

(5.39) 

Notice that if an image vector g is expressed as an expansion in gi then 

r has the effect of exchanging the 8i with fi without modulating the 

coefficients. Alternatively, the operator may be tho11ght of as the 

combined operation of filtering followed by back-projection. The 

prefiltering step would nullify the ~i modulation that occurs during the 
. T 

back-projection step defined by B • Given the SVD of B, the r matrix is 

easy to calculate. It consists of a sum of the unweighted, rank-one 

matrices: 

r 
R 

~ figiT 
i=l 

With the r matrix calculated, a new recursion rule may be defined: 

(5.40) 
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(5.41) 

with initial condition: 

f 0 = r & (5.42) 

Substituting Eq. (5.41) into Eq. (5.42) we get 

fk+l (5.43) 

If the matrix product rn is considered to be a degradation operator, 

then Eq. (5.43) takes on the same form as the van Cittert algorithm. By 

arguments similar to those used on the iterative back-projection 

algorithm, it is easy to show that the recursion rule of Eq. (5.41) also 

converges to the M-P inverse. 

The r algorithm differs from the iterative back-projection 

algorithm in that it inverts the data directly by succesive 

approximations of the 1/~i factor. As expected, the r algorithm gives as 

its kth estimate an approximation to the 1/~ factor that is the kth 

partial sum of the associated power-series expansion: 

(5.44) 
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By contrast, the iterative back-projection algorithm operates on back

projected data and inverts it by succesive approximations of l/~i2 • 

The r algorithm has the intuitive appeal that it inverts the 

data directly. Modulation of the singular vector components by ~ is 

unavoidable in the forward-projection step. The r algorithm avoi.:ls 

modulating these components a second time before trying to invert. 

Thus, the r algorithm is less susceptible to quantization error that 

could occur when ~i is small. Other advantages of the r algorithm are 

that its initial estimate given by Eq. (5.42) is a better starting 

estimate and that the algorithm converges more rapidly than the 

iterative back-projection algorithm. This can be seen by substituting 

Eq. (4.23) into Eq. (5.44) and comparing with the expression for the kth 

estimate of the iterative back-projection algorithm given by Eq. (4.27). 

A drawback with the r algorithm is that there is no natural 

interpretation for the r matrix and it must be calculated with the aid 

of SVD. This contrasts with the back-projection matrix which can be 

found with a simple transpose. 

Although the r algorithm may have some minor advantages over 

iterative back-projection, it still converges to the wrong inverse, 

namely the M-P inverse. Ideally, we would like an algorithm that 

converges to the MMSE inverse and that is iterative, thus providing a 

mechanism for the enforcement of nonlinear constraints. The form of the 

r algorithm suggests a way to achieve such a combination. 
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Recall that the proper MMSE or W-H restoration is given by 

R 

~ [~~] (gi T g) fi 
i=1 

(5.45) 

We may mathematically create an artificial imaging matrix H' that has 

the same singular vectors as H but has singular values of lli': 

H' (5.46) 

To invert the data we use the recursion rule of Eq. (5.41), replacing H 

with H'. This modified r algorithm will now converge to the desired 

MMSE inverse in the limit of an infinite number of iterations. The 

modified r algorithm seems to meet all of the requirements desired in an 

algorithm. It converges to the proper inverse while allowing a natural 

format for the injection of nonlinear constraints. However, we may not 

be satisfied with an algorithm that requires a very large number of 

iterations to get a result. A final twist on this algorithm may also 
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prove to be useful. Suppose we wish to find an algorithm that gives the 

proper MMSE inverse exactly after a fixed number of iterations, k. This 

may be accomplished by creating yet another artificial imaging matrix 

H", this time with singular values Yi yet to be determineG.. The 

modified r algorithm will now give as its kth estimate: 

(5.47) 

Since we want this estimate to be our final MMSE estimate, we equate 

the expression in brackets in Eq. (5.45) with the one in Eq. (5.47) to get 

or 

1 
lli' 

(5.48) 

(5.49) 

Note that the variables lli' may be considered to be known. Our intent is 

to find values for Yi that will make Eq. (5.49) true. Eq. (5.49) is a 

transcendental equation and therefore cannot be inverted analytically, 

but the appropriate values for Yi may be found through numerical 
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methods. The equation may be thought of as defining a family of curves 

with k as a parameter. Several curves are plotted in Fig. 5.3 for 

various values of k. 

A natural question that arises concerns the number of 

iterations, k, that is appropriate for use in this algorithm. This is a 

wide open question and the answer will depend upon the nature of the 

nonlinear constraints being applied at each iteration. Since theorists 

have had little success in predicting the effects on nonlinear operators, 

the problem lends itself to an empirical approach. It may be that the 

effectiveness of a given constraint will tend to saturate after being 

applied a number of times. 

Examples 

In this section we give some preliminary results of coded

aperture design by alignment. The simulation of the orthogonal-view 

system was extremely simple as were the objects we chose to image, thus 

facilitating a first cut at the problem. The examples presented here 

are intended only to demonstrate a degree of plausibility for the 

optimization procedure. 

The simulation of the orthogonal-view system is depicted 

schematically in Figure 5.4. The object field was approximated by 9x9 

pixels while the detector plane had 9 detector elements in each view for 

a total of 18 data points. The ratio of detector elements to object 

elements to be restored was, therefore, about 1:4. Each coded aperture 
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Fig. 5.3. Family of curves defining artificial singular values. 

I 
I 

The artificial singular values (y.) may be calculated from 
the known optimum filter values (~~). The relationship 
between ~. and y. depends upon the~number of iterations 
(k) invok~d befofe termination. 

112 



------~~--· 

0 b j e c t / ~-1--+--+--+-t--+---t--1 
Field 

Coded Aperture/ 

I 
I 
I 

Detector/ 
Plane 

Fig. 5.4. Alignment simulation geometry. 
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was discretized to 57 elements, each of which could be assigned as 

either an open or closed pinhole, depending upon the design choice. The 

location and number of open pinholes were the only design parameters 

used. Other potential design parameters pertaining to system layout, 

such as the distance between aperture and detecto~, were not considered. 

In addition, we considered only cases in which no noise was added to the 

data. 

The first optimization performed was for a single object shown 

in Figure 5.5(a). When a particular arrangement of pinholes was being 

tested in the optimization, that arrangement defined an imaging matrix H. 

The eigenvectors of the 18x18 matrix BBT were found using a standard 

eigenvector subroutine. These 18 eigenvectors are the {gi} which can in 

turn be used to find the {fi} via Eq. (4.7). There are at most 18 

singular vectors {fi} with nonzero singular values. 

The singular vectors for a representative coded aperture are 

shown in Fig. 5.6. Recall that these are just the eigenvectors of the 

square matrix HTH. Each cell shown in Fig. 5.6 is, therefore, an 

eigenimage of the combined operation of projection followed by back

projection. 

In the absence of noise, expanding the object in terms of the 

{fi} gives its M-P restoration for that particular aperture design. The 

squared error between the true object and its restoration, averaged over 

all 81 pixels, was used as a figure of merit in this particular 

optimization. 
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a b c 
Fig. 5.5. Optimization for a single object. 

a. True object. 
b. Reconstruction from unoptimized-aperture data. 
c. Reconstruction from optimized-aperture data. 
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Fig. 5.6. Singular vectors. 

Each of the 18 cells contains an eigenimage of H*H. These 
singular vectors are arranged according to magnitude of the 
associated singular values with the largest corresponding to 
the upper left cell and the least corresponding to the 
lower right cell. The eigenimages are bipolar and the 
border between cells is set at zero for reference. 



117 

The optimization schemes employed 1 were very simple. One 

approach randomly added, subtracted, o~ moved existing pinholes. If the 

value of the figure of merit improved .from 1 one pinhole arrangement to 

the next, the most recent aperture cho~.ce was kept. A second approach 

used the concept of steepest descent. If a given pinhole arrangement 

has K pinholes then there are 2K neigl1borimg arrangements in which a 

single pinhole has been moved one step in 01ne direction or the other. 

The figure of merit was calculated for all 2K neighboring arrangements. 

The neighbor that most improves upon the fi.gure of merit now becomes 

the latest best choice. The procedure repeats until a local minimum is 

found. This steepest descent approach seem1s to be more efficient but 

has the problems that it doesn't allow for the addition of open pinholes 

and it stalls in local minima. For thi~ first optimization we used the 

first approach followed by the second. 

Figures 5.5 (b) and (c) show the reconstructions for the 

unoptimized and optimized apertures. +he unoptimized aperture was one 

that had been optimized for another ob~ect altogether and was used as a 

starting point when optimizing for the object shown. In all, close to 

1000 pinhole arrangements were tested~ Figure 5.7 shows these same 

reconstructions except that a positivit,y constraint (rectifier) has been 

applied. It was assumed here that the object was known in advance to 

have been a positive distribution. 

Admittedly, this first example does1 not conform to the concept 

of alignment. For one thing, we hav,e considered an object class 
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a b c 
Fig. 5.7. Optimization for a single object with positivity constraint. 

a. True object. 
b. Reconstruction from unoptimized-aperture data with 

positivity constraint applied. 
c. Reconstruction from optimized-aperture data with 

positivity constraint applied. 
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consisting of a single object. If we presume prior knowledge about the 

mean image of this degenerate class then we know everything there is to 

know about the object in advance. There would be no need to image the 

object in the first place. This simple example does illustrate, however, 

that significant changes in the imaging characteristics of the system may 

be invoked by moving pinholes around. 

A second example is more in keeping with the spirit of 

alignment. The first column of images in Fig. 5.8 shows a set of 3 

objects that defined an object class. Each object was taken to be 

equally likely. This class was designed to have a zero mean. The 81x81 

covariance matrix associated with this object class is easy to construct, 

and the K-L eigenvectors {t j} and eigenvalues 0. j} can be calculated. 

Note that these remain fixed throughout the optimization while the { fi} 

must be calculated for each pinhole arrangement tested. Equations 

(5.17) and (5.18) combine to give the appropriate figure of merit for the 

noiseless case: 

N 
MSE r (5.50) 

i=R+1 j=1 

By performing some vector algebra on Eq. (5.50) (See Appendix C), we are 

able to change the limits for the i index so that they run from 1 to R: 
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a b c 

Fig. 5.8. System alignment results for a 3-object class. 

a. Three equally likely objects which constitute a zeroO 

mean object class. 
b. Reconstruction of each object from unoptimized aperture 

data. 
c. Reconstruction of each object from optimized aperture 

data. 
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MSE (5.51) 

This expression is useful because it is easier to find the {fi} with 

nonzero singular values (i.e. those which define measurement space). 

Equation (5.51) was the figure of merit used in optimizing the 

aperture for this 3-object class. The steepest-descent approach was 

used with a starting pinhole arrangement being the optimum aperture in 

the single-object case. In all, 242 pinhole arrangements were tested. 

The unoptimized aperture was the same unoptimized aperture used in the 

single-object case. Reconstructions for all three objects are shown for 

the unoptimized and optimized apertures in columns b.) and c.) 

respectively of Fig. 5.8. 

It is important to recognize that these examples do not 

represent global optimizations. Since there al."e 2 views, each with 57 

possible locations for open pinholes, then there are a total of 211
" 

apertures that could be tested in a comprehensive search. By contrast, 

on the order of a thousand were tested in these examples. Clearly, 

these examples represent local optimizations, and better results would 

be anticipated with a more extensive and sophisticated optimization 

scheme. 

The most encouraging aspect of these examples is the 

considerable improvement in the reconstructions associated with the 



122 

optimized apertures over their unoptimized counterparts. There is 

already evidence that orthogonal-view coded-aperture systems are capable 

of reasonable quality tomographic imaging. These examples support the 

belief that such systems can ha significantly improved by designing the 

coded aperture with respect to a known object class. 



CHAPTER 6 

CONCLUSION 

In this chapter we review the main results reported in this 

dissertation. We then look ahead to the more sobering topic of work yet 

to be acomplished and suggest several areas for future investigation. 

Summary 

The orthogonal-view coded-aperture system has been shown to be 

a promising imag~.ng modality for use with self-luminous objects with a 

depth component. It is certainly worthy of further investigation. We 

have demonstrated that the iterative back-projection algorithm yields 

the Moore-Penrose generalized inverse, in the limit of many iterations. 

We have also introduced the concept of alignment in which the system is 

tuned to match a known object class. It is well known that every real 

imaging system has a null space. In alignment, we attempt to design the 

system such that the null space is coincident with indifference space. 

In addition, we have developed a MMSE figure of merit that indicates the 

degree of alignment. Aperture design may therefore be treated as a 

multi-dimensional optimization problem. 

The figure of merit, and therefore the optimization procedure, is 

based on the expectation that the reconstruction step will be performed 

with an optimum linear filter. Several reconstruction algorithms that 

123 
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fulfill this expt!ctation have been suggested. In this way the 

reconstruction algorithm and the coded aperture have been designed in 

coordination. 

The concept of alignment and the brute-force optimization 

procedure suggested here represent a first cut at the problem of 

optimizing the design of a coded aperture. Some preliminary examples 

illustrating partial alignment of very simple systems demonstrate a 

degree of plausibility for this approach. 

Areas for Future Investigation 

There is a large amount of empirical work that needs to be done 

in order to further explore the feasibility of alignment. Simulations 

providing examples of alignment have been performed for object fields 

with only 9x9 object elements. Simulations involving object fields with 

higher resolution and more realistic object classes need to be 

performed. This means tackling the computational problem of 

diagonalizing large matrices. In addition, more efficient use of the 

number of resolution elements in the object field could be accomplished 

by expanding an object in terms of orthogonal polynomials on the unit 

circle. The Zernike polynomials serve as a possible choice. Most 

importantly, much work remains to be done in order to accomplish more 

thorough numerical optimization. There is an extensive literature on 

this subject providing a long menu of optimization strategies from which 

to choose. Since local minima have been demonstrated in this problem, 

simulated annealing remains a leading candidate for the job. 
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If an empirical investigation is pursued, a careful look should 

be taken at the choice of a figure of merit. The MMSE figure of merit 

given here is by no means the final word on the subject. Because the 

filter given in Eq. (5.28) is a multiplicative filter in the SVD domain, 

it does not represent the most general linear restoration possible. In 

other words, there may be an even more optimum linear restoration using 

MSE in the object space as a criterion. If so, the figure of merit given 

in Eq. (5.38) could be improved upon. It is not clear that MSE is the 

appropriate criterion to begin with. Myers et al. (1984) have presented 

evidence that observer performance is strongly influenced by pixel-to

pixel correlations, sometimes called texture, in the reconstruction. 

Perhaps a figure of merit could be devised based upon human-observer

performance experiments in which MSE and texture criteria are 

appropriately weighted. Notice that all of these proposed figures of 

merit converge at zero. For example, if we were able to achieve perfect 

alignment of a system such that the MSE figure of merit is zero then so 

will a more sophisticated figure of merit that includes correlation 

considerations. Thus, even without an optimum figure of merit, one 

expects the alignment procedure to improve restoration quality. 

An empirical investigation has the advantage that there are 

always many things to try and feedback is relatively quick. One does 

not have to wait for a theoretical breakthrough in order to gain further 

understanding about the problem. Unfortunately, there are too many 

things to try and it would be impossible to exhaustively study this 
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subject by trial and error. For example, even in the computationally 

intensive optimization strategy we have outlined, no consideration has 

been given to the optimum geometrical layout of an orthogonal-view 

coded-aperture system. In addition, it is envisioned that a clinical 

coded-aperture syste~ will ultimately have many views. It boggles the 

mind to think of finding an optimum configuration by trial and error. 

Clearly, theoretical questions should be pursued in parallel with an 

empirical investigation. 

One important topic of study is the effect of increasing the 

detector resolution. Perhaps the form of an optimum coded aperture will 

change with increased detector resolution. One also wonders if an 

increase in the number of detector elements can always be used to 

achieve a similar gain in the number of resolution elements in the 

reconstruction. Perhaps there is a saturation effect such that beyond 

some threshold there is little gain in the resolution of the 

reconstruction yielded by increasing detector resolution. An answer to 

this question will provide important guidance for those involved in 

scintillation camera design. 

Attention should also be given to alternative applications of the 

M-P inverse. Clearly, the M-P inverse is a poor choice to apply directly 

to data that have been corrupted by noise. Nevertheless, Snapp (1980) 

has suggested that an optimum restoration may be found by a clever 

transformation of the data and the imaging operator followed by the 

application of the M-P inverse and an inverse transformation of the 
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result. Perhaps the iterative back-projection algorithm will be 

resurrected for use with this kind of strategy. 

The concept of alignment need not be restricted to coded 

aperture systems, but may be applied to linear systems in general. For 

example, one could imagine intentionally introducing aberrations into an 

optical element in order to image a specific object class with increased 

fidelity. Similarly, in the domain of active radar imaging, radar 

waveforms could be aligned to a specific object class. In some ways, 

the concept of alignment is like a solution that is looking for the right 

problem to solve. 

Notice that in this dissertation we have developed an essentially 

linear approach. Consider three different aspects of the problem that 

have been represented mathematically: the object, the imaging system, 

and the restoration algorithm. An object from a given object class is 

represented by its K-L expansion with coefficients that may be thought 

of as features of the object. The data are linear with these 

coefficients. Also, the imaging system is clearly a linear system. 

Finally, the coded aperture is optimized for an optimum linear 

reconstruction. True, with an iterative reconstruction algorithm we have 

the opportunity to fold in nonlinear constraints in an ad hoc way. 

Still, our reasoning has been that the aperture is optimized based on its 

linear reconstruction in the hope that it will be near optimum for a 

constrained restoration. 
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This overall strategy is largely motivated by its tractability. 

The solution for this linear approach can be achieved by conventional 

techniques. It is natural to solve this problem before considering more 

difficult nonlinear approaches. 

If we do adopt a nonlinear approach, we need to be prepared to 

dramatically alter our thinldng about the problem. For example, 

optimizing a coded aperture for use with a nonlinear restoration 

algorithm is a very different problem altogether and there does not 

appear to be an obvious direction to follow. As Hofstadter (1981) has 

suggested, most of us are guilty of thinldng almost exclusively in terms 

of linear analysis. 

A significant gain may well be achieved by treating the object 

class in a nonlinear parametric fashion. Consider an object class 

consisting of circle objects. Suppose each circle has the same center 

but that the radii vary over some range of values. An object from this 

class is fully specified by one parameter: the radius. This parameter is 

an example of an imaging feature. For this particular object class, a 

single feature allows us to reproduce an image of the object. Clearly, 

this single feature gives the most efficient representation imaginable, 

for an object within this class. The K-L representation would be much 

less efficient. Notice that the data will be nonlinear in these 

parameters. For example, the coded image from two superimposed circles 

of the same radius will not be the same as the coded image of one circle 

with twice the radius. 
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Perhaps a parametric expression could be developed to model the 

class of livers, for example. One can now ask if the system can be 

optimally designed to record information about the important parameters 

in a parametric representation of the object class. Closely related to 

this imaging problem is the detection problem in which we are no longer 

trying to reproduce an image of the object. Instead, we would be 

interested in detecting the presence or absence of key decision features. 

These features are created by feature extraction techniques (Bleier, 

1984) and are used to make decisions about the patient's treatment. We 

could now consider the task of optimizing the coded aperture in order to 

record maximum information about decision ·features. Optimization 

problems involving these nonlinear elements are challenging indeed. 

Notice that the system will always remain linear even if the 

reconstruction algorithm and object class are modelled nonlinearly. 

A final topic is suggested here for the graduate student with a 

masochistic inclination. Coded apertures have almost always been 

conceived as binary functions confined to a plane. This is unnecessarily 

restrictive. A coded aperture could have a depth component as well. An 

illustration of such an aperture is given in Fig. 6.1. Notice that there 

is much more freedom in the form that the imaging operator can assume. 

Perhaps this added freedom can be exploited in the optimization task. 

There is a sort of visceral appeal for the depth-coded aperture since it 

seems reasonable that a 2D object could be better imaged with a 2D coded 

aperture. Perhaps the opportunity to use the parallax due to the 
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Fig. 6.1. Depth-coded aperture. 
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aperture as well as the object make this a preferable approach. The 

understanding and design of depth-coded apertures is formidable because 

of the innumerable degrees of freedom involved. 



APPENDIX A 

EQUIVALENCE OF THE BACKGROUND-SUBTRACTION ALGORITHM 

AND ITERATIVE BACK-PROJECTION 

In this appendix we briefly describe Tipton's background

subtraction algorithm and then show that it is completely equivalent to 

the iterative back-projection algorithm. The argument we use is similar 

to the one given by Gindi (1982) except that it is extended here to the 

space-variant case. 

We repeat the familiar matrix form of the degradation process: 

{o D f (A.l) 

where D is the degradation matrix representing the combined operation of 

projection followed by back-projection. This matrix may be divided into 

an identity matrix I and a background matrix B: 

D = I+ B (A.2) 

This is equivalent to dividing the space-variant PSF into a o-function and 

a background component. The background matrix is easily found by 

subtracting the identity matrix from the known matrix D: 

132 



B D - I 

Substituting Eq. (A.2) into Eq. (A.l) we have 

or 

f 0 (I + B) f 

f + Bf 

f f 0 
- Bf 
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(A.3) 

(A.3) 

(A.4) 

Equation (A.4) suggests that the true object could be retrieved from the 

degraded object f 0 by subtracting out the background contribution, Bf. 

Unfortunately the background component can not be rigorously known 

unless the object is known. Therefore, the latest estimate of the 

object is used to estimate the background component, giving Tipton's 

algorithm: 

f 0 
- Bfk 

Substituting Eq. (A.3) into Eq. (A.S) gives 

fk+l f 0 
- (D - I)fk 

fk + (f 0 
- Dfk) 

(A.S) 

(A.6) 
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which is just the iterative back-projection algorithm with an 

acceleration parameter of unity. Making the connection between these 

two algorithms affords us a new interpretation for the iterative back

projection algorithm. 



APPENDIX B 

PROOF THAT ALGORITHM YIELDS M-P INVERSE 

The iterative back-projection algorithm is defined by the 

recursive rule: 

= (B.l) 

with initial condition: 

io (B.2) 

We use mathematical induction to show that intermediate estimates given 

by this algorithm are the same as the kth partial sum estimates of the 

Moore-Penrose inverse: 

(B.3) 

We begin by looking at the particular estimate for which k=l. 

From the recursion rule: 

135 



{1 £o + (fO _ D {o) 

2 {o - D £o 
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(B.4) 

Expanding the zeroth estimate in terms of the object-domain singular 

vectors we have, 

{o 

Equation (B.4) becomes 

R 
" 2~ fl = 

i=l 

R 

L 
i=l 

R 

~ (f 0T fi) fi 
i=l 

R 
" T D~ (fo fi) fi -

i=l 

(2-Jli 2) (foT fi) fi 

(B.5) 

(f0T fi) fi 

(B.6) 

where in the last step we have used Eq. (4.1). We would like to compare 

Eq. (B.6) with the first partial sum estimate given by Eq. (B.3): 
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(B.7) 

i=l 

which is in agreement with Eq. (B.6). 

Having examined the particular case in which k=l we now show 

that the application of the recursion relations to the kth partial-sum 

estimate yields the k+l th partial sum-estimate. Substituting the 

expressions in Eqs. (B.3) and (B.S) into the recursion rule of Eq. (B.l) 

we have: 

(B. B) 

Straightforward algebraic manipulations reduce Eq. (B.8) to: 
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(B.9) 

which is the same as ·~he expression for the k+l th partial-sum 

estimate. By induction we know that the recursion rule of Eq. (B.l) 

with the appropriate i~litial condition (Eq. (B.2)) gives the kth 

partial-sum estimate of Eq. (B.3) and therefore, in the absence of 

constraints, the iterative back-projection algorithm yields the Moore-

Penrose inverse in the l,.imit of many iterations. 



APPENDIX C 

MEASUREMENT-SPACE EXPRESSION FOR FIGURE OF MERIT 

When considering a linear system from the perspective of its 

measurement space and null space it is not uncommon to find expressions 

in terms of a null-space component. This usually involves a scalar 

product with the null-space singular functions. Eq. (5.50) is an example 

of one such expression. In practice. the measurement-space singular 

functions are easier to calculate than their null-space counterparts. 

One can usually find an alternate expression involving the measurement-

space singular functions, as we illustrate here. 

We restate Eq. (5.50) which gives the MSE for an optimal linear 

reconstruction when no noise is added to the data: 

N 

MSE ~ (C.l) 
i=R+l j=l 

Changing the order of the summations gives 

MSE (C.2) 
j=l i=R+l 
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It is convenient to divide the K-L eigenvector, +j, into its measurement

space and null-space components: 

+j = tlj + ·~ (C.3) 

Because the measurement-space c~mponent, +~, is orthogonal to the null

space component, +~, it follows that 

(C.4) 

In addition, +j is normalized: 

1 (C.S) 

This means that the squared magnitude of the null-space component can 

be written in terms of the measurement-space component: 

(C.6) 

Using Eq. (C.6) with the observation that the second summation in Eq. 

(C.2) is just the squared magnitude of the null-space component of +j 

gives 



N 

MSE ~ ). j I•~ 12 
j=1 

N 

~ ). j r 1 - It~ I 2 1 
j=1 

N 

= ~ 

which is the expression given in Eq. (5.51). 
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