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ABSTRACT 

The basis handling procedures of the simplex method 

are formulated in terms of a "double basis". That is, the 

basis is factored as BP ~ JQ' where B, the pseudobasis 

matrix, is the basis matrix at the last refactorization. P 

and Q are permutation matrices. 

Forward and backward transformations and update are 

presented for each of two implementations of the double

basis method. The first implementation utilizes an explicit 

G- I matrix. The second uses a sparse LU factorization of 

G. Both are based on Marsten's modularized XMP package, in 

which standard simplex method routines are replaced by cor

responding double-basis method routines. XMP and the LU 

double-basis method implementation employ Reid's LAOS 

routines for handling sparse linear programming bases. 

All calculations are done without reference to the 

H matrix. Therefore, the update is restricted to G, 

which has dimension limited by the refactorization frequency, 

and P and Q, which are held as lists. This can lead to 

a saving in storage space and updating time. The cost is 

that time for transformations will be about double. 

ix 



Computational comparisons of storage and speed per

formance are made with the standard simplex method on 

problems of up to 1480 constraints. It is found that, 

generally, the double-basis method performs best on larger, 

denser problems. Density seems to be the more important 

factor, and the problems with large nonzero growth between 

refactorizations are the better ones for the double-basis 

method. Storage saving in the basis inverse representation 

versus the standard method is as high as 36%, whereas the 

double-basis run times are 1.2 or more times as great. 
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CHAPTER 1 

INTRODUCTION 

The purpose of this study is to investigate, theo

retically and experimentally, a double-basis method for 

solving the general linear programming problem. It is hoped 

that this method will prove more efficient, in time and/or 

storage requirements, than the standard simplex method for 

larger, denser problems. 

Research on large-scale mathematical programming 

during the 1960's was primarily devoted to decomposition 

methods [12, 20, 24, 25, 39]. The Dantzig-Wolfe [20] and 

Benders [12, 25] decomposition techniques were very a~pealing 

theoretically, but proved quite disappointing computa-

tionally. Decomposition techniques replace the given problem 

(P) with an equivalent problem (P') which can be broken 

down into a master problem and subproblems. One iteration 

of the solution procedure for solving (P') involves 

solving the master problem, communicating information about 

the solution to the subproblem(s), solving the subproblem(s), 

and passing information about the solution(s) back to the 

master problem. The difficulty has been that the number of 

iterations required to solve (P') is generally excessive 
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-- much greater than the number of iterations needed to solve 

(P) by the simplex method. 

Since the early 1970's the most promising area of 

concentration in large-scale linear programming research has 

been compact inverse methods. These methods acknowledge 

the superiority of the simplex method, and recognize that 

most of the computational work (about 70%) is in the handling 

of the basis inverse representation. Improved efficiency is 

therefore primarily a matter of improved basis management 

techniques. Compact inverse methods involve finding factor

izations of the basis matrix that exploit various kinds of 

special problem characteristics. The first successful com

pact inverse method was the GUB technique for solving 

problems with generalized upper bound constraints [19]. 

Inspired by the success of the GUB technique, a 

great deal of fruitful research has been carried out over 

the past decade focusing on specializing the basis manage

ment techniques of the simplex method to take advantage of 

special problem structure. The main areas of concentration 

have been network flow problems [1, 7, 8, 9, 15, 26, 27 r 28, 

29, 30, 31, 37, 38], general sparse problems [31, 41, 42, 

49], staircase (multi-period) problems [18, 22, 58, 60], and 

network or block-diagonal problems with coupling variables 

and/or coupling constraints [31, 38]. The majority of large 



linear programs that arise in real-world applications are 

not, however, pure examples of any special problem class. 

The current study is an attempt, from the compact inverse 

point of view, to improve the efficiency of basis management 

for general large linear programs. 

We consider the general LP (Zinear programming 

probZem) , 

maximize 

subject to 

T c x 

Ax = b, 

L < x < U, 

where c, x, b, Land U are vectors, and A is an 

m x n matrix. Since we are not making any particular use 

of the objective function, T c x, it could be nonlinear. 

For convenience, however, our discussion will be couched in 

the language of linear programming. 

Any m linearly indepemdent columns of A consti-

tute a basis. The corresponding submatrix, B, of A is 

called the basis matrix. The variables corresponding to the 

columns of B are the basic variabZes. If the values of 

the basic variables are within bounds, and the nonbasic 

variables are at bounds, we have a basic feasibZe soZution . 

3 



The simplex method iterates from one basic feasible 

solution to another such that 

nondegenerate problems T 
c x 

T c x is nondecreasing. In 

is strictly increasing and the 

method is easily shown to be convergent. (Degeneracy is 

4 

simply a basic variable being at a bound rather than strictly 

between its bounds. In degenerate problems the objective 

function may remain unchanged at some iterations, but system-

atic basis exchange rules ensure convergence [14].) To 

move to a new solution, several variables not in the current 

basis are examined, and one whose entry into the basis im

plies a positive rate of increase in cTx is chosen. 

These rates of increase are called the reZative 

profits, and the computation of the relative profit for a 

nonbasic variable is called pricing out the variable. The 

relative profit for variable x. 
J 

is given by d. = c. - ua., 
J J J 

where u is the vector of dual variables and a. 
J 

is the 

column of A for x .. 
J 

The duaZ variabZes are computed by 

T -1 u = cBB , where c B is the vector of objective function 

coefficients corresponding to the basic variables. The 

computation of u is called, for historical reasons, the 

backward transformation, or ETHAN for short. 

The solution of the LP at a particular iteration is 

given by where is the current basic feas-

ible solution vector. For simplicity of exposition assume 



that the nonbasic variables, including e x , the entering 

variable, have value zero. The system Ax = b can be re-

duced to o e BXB + ex = b, where e is the vector of coef-

ficents of e x • As e x increases from zero, the values of 

the basic variables change in order to maintain the equality 

in the reduced system. The first one of these variables to 

reach a bound is removed from the basis; it is called the 

Zeaving variabZe. 

To determine the leaving variable, we save computa

tion by using the already available B-lb. We have 

o -1 e -1 0 -1 -1 e xB + (B e)x = B b. Then xB = B b - (B e)x, and the 

smallest value of e x for which some component of 

a bound can be determined by computing the ratios of the 

hits 

B-lb -1 components of and B e. (If some basic variable is 

5 

already at a bound, i.e., degenerate, then we may get e 
x = 0 

and, therefore, no change in the objective function.) Thus, 

in order to determine which variable leaves the basis we 

must first compute -1 
B e. This is called the forward trans-

formation, or FTRAN for short. 

Thus far we have found entering and leaving variables 

such that the objective function is improved. We also have 

a new basis matrix B. In order to continue iterating we 

must have the inverse of this new B. Rather than invert B 

from scratch, it is possible to revise the old -1 
B by 
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multiplying it on the left by an eZementary coZumn matrix (an 

identity matrix except for one column). Conveniently, this 

column is an easy transformation of -1 B e, which we have 

just computed. The revision of -1 
B is called the update. 

Due to the accumulation of roundoff errors, the basis 

matrix is periodically reinverted from scratch. A typical 

reinversion frequency might be at every fiftieth iteration. 

The above discussion has, for simplicity, assumed the use of 

some representation of -1 
B • Actually, a trangular factor-

ization of B could also be used. We shall continue to use 

the terms "inverse" and "reinversion" where no confusion 

will result. 

We wish to emphasize that basis management in the 

simplex method consists of three tasks. These are: 

1) BTRAN The quantity cBB 
-1 is calculated. 

2) FTRAN The quantity -1 B e is calculated. 

3) Update The basis inverse representation is updated 

at the end of each interation. 

Early LP codes stored the basis inverse matrix ex-

plicitly. This proved to be cumbersome in the light of the 

storage capacities of early computers. Product-form codes 

were then developed [39, 46] which stored the basis inverse 

as the product of elementary column matrices. These could 



be brought in from secondary storage one at a time when 

computing with -1 B . 

In the 1970's codes were developed which store B 

in LU-factored form [10, 49, 56]. Special pivoting strate-

gies in reinverting and updating are also employed to 

promote numerical stability. 

Many real-wold LP's have A matrices with ninety-

seven percent or more zero entries. Special sparse-matrix 

techniques are used in solving this type of problem. The 

percentage of nonzeros in the A matrix is referred to as 

the problem density. 

The Double-Basis 14ethod 

Double-basis methods have in common the use of a 

pseudobasis matrix, B, to factor the true basis, B. With 

such a factorization it is possible to obtain a compact 

representation of the basis inverse at the cost of more 

complicated calculations for the forward and backward trans-

formations. This is the approach taken here. The compact 

representation has two advantages, 

(1) saving of storage, 

(2) faster execution for at least some steps of the simplex 

method. 

In our study B is the basis matrix at the last 

7 

reinversion; therefore, it does not vary between reinversions. 



We factor B as follows, B = BP ~ J Q. P and Q are 

permutation matrices. The zero-identity portion of 

arises from the fact that Band B have many columns in 

common --- only so many have been replaced since the last 

reinversion. This implies that the dimension of G is 

bounded by the number of columns replaced. 

It turns out that in using the above factorization 

to solve an LP, one can avoid explicit reference to the 

matrix H; i. e. , --1 -1 B , G , P, Q, 

that are not in B are used. Since 

and the columns of B 

--1 
B does not vary 

. -1 
between reinversions, G is the only inverse matrix that 

need be updated. 

Limiting the update to the small G- l matrix could 

prove beneficial in two ways: 

(1) Increased update speed. 

(2) Reduction of nonzero accumulation in the basis inverse 

representation. 

Reduced nonzero accumulation could not only lead to a saving 

in storage; it further suggests that the double-basis 

method will be relatively faster on denser problems. 

The double-basis method will be slower than the 

standard method in computing FTRAN's and BTRAN's. See 

Chapter 2 for discussion of this point. 

8 
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We have implemented two versions of the double-

basis method. Both of them use the XMP subroutine library 

as a core. They differ in that the first stores G-l as an 

explicit matrix, while the second keeps only the nonzeros ap

pearing in an LU factorization of G. Both versions store 

B in the latter fashion. XMP incorporates J. K. Reid's 

LA05 routines [49] for handling LU factorizations of sparse 

matrices. 

In Chapter 2 we review the double-basis literature, 

which leads up to the work presented here. We also discuss 

the outlook for the double-basis method vis-a-vis the 

standard simplex method. 

Chapter 3 explains the double-basis factorization in 

detail, and presents the associated FTRAN and BTRAN 

calculations. 

Chapters 4, 5, and 6 are concerned with implementa

tion of the double-basis method, including the update. In 

Chapter 4 we discuss features common to each of our imple

mentations. Chapter 5 presents the implementation employing 

an explicit G- l matrix, and Chapter 6 that which utilizes 

an LU factorization of G. 

Both double-basis implementations and the standard 

simplex method were run in comparison tests. The results 

are given in Chapter 7. 



In Chapter 8 we draw some conclusions about the 

double-basis method, and also give some thought regarding 

future directions. 

10 



CHAPTER 2 

BACKGROUND OF THE CURRENT STUDY 

Many papers [11, 13, 16, 33, 44, 58] have been 

written describing double-basis factorizations for the sim-

plex method. Some of them [11, 16, 44, 58] are based on the 

problem coefficient matrix having a special structure which 

imparts a special structure to the pseudobasis matrix. 

Examples of special structure are shown in Figure 2.1. 

The idea of using a double-basis factorization for 

the simplex method first appeared in a 1955 paper [16] by 

Dantzig. He presents an "artificial basis" method, in which 

one is given a near block-triangular basis, B. Along with 

this basis one has a square block-triangular artifical basis, 

B, which differs from the true b~sis only to the extent 

necessary to obtain the block-triangularity. One is able to 

perform the simplex method with B, taking advantage of the 

block-triangularity to lighten the computational burden 

only the inverses of the diagonal blocks are needed. 

Multiplying, we obtain B-lB = E. E is mostly 

identity columns, except that it has a nonidentity column 

wherever a column was placed in B for the purpose of 

11 
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Figure 2.1. Special matrix structures. 
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0 
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Figure 2.1. Continued. 
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obtaining block-triangularity. The nonidentity columns of 

E are called the essential part of E. 

The forward transformation, -1 
and the back-y = B e, 

ward transformation, u = CB-1 , of the simplex method be-

--1 and --1 advantage of come y = E(B e) u = (cE) B • The the 

method is now demonstrated; the only inverse that need be 

hand1eCi .is 
--1 
B -- and that is easy since B is b10ck-

triangular. 

However, the matrix E is also involved in the 

calculations. One wants, in order to lessen the computa-

tiona1 burden, to minimize the dimension of the essential 

part of E. This is done by ensuring that Band B have 

as many columns as possible in common. Dantzig, therefore, 

gives a procedure which determines if an entering column can 

replace one of the artificial (nonbasic) columns of B. 

This procedure makes use of the simplex FTRAN computation, 

and so costs little extra. Dantzig further notes that one 

can save the information determined by this procedure in 

case an opportunity arises at some later iteration to insert 

this basis vector into B. 

The paper also explains the update of E from 

iteration to iteration, and notes the three following 

possibilities: 
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-(1) The leaving variable is in B. Since it is now no 

longer in B, the dimension of the essential part 

of E increases by one. 

(2) The leaving variable is not in B. The size of 

essential part of E is unaffected. 

(3) The entering variable is in B. Band B now have an 

additional column in common, so the dimension of E's 

essential part decreases by one. 

Dantzig concludes his discussion of this method by 

applying it to a problem with secondary constraints, con-

straints most of which are expected to be nonbinding at any 

given iteration. If a constraint is nonbinding, it will be 

represented in the basis by a slack (identity) column. 

Group the slack variable columns of the secondary constraints 

into a block. Let the primary constraints make up another 

problem block. Then one has a block triangular artificial 

basis, 

B = [1 J. 
B2 I 

Some few of the identity columns may not be in B, the true 

basis (the constraints may be binding). This will be 



reflected in the essential part of E. Dantzig presents no 

computational results. 

16 

Inspired by Dantzig-Wo1fe decomposition for problems 

with coupling constraints, Beale in 1963 [11] proposed a 

"pseudo-basic variable" method for problems with coupling 

variables. (I.e., the problem matrix is block-diagonal with 

some coupling columns appended.) Beale explains that his 

new method is more closely related to the Dantzig method dis

cussed above; however, considering the problem matrix 

structure, it is for a "more specialized problem". 

Beale fixes the values of the linking variables, thus 

they become parameters, and each of the isolated blocks be

comes a separate subproblem. The parameters are then driven 

to zero, becoming pseudo-basic variables. The pseudo-basic 

variables correspond to the E matrix of Dantzig's method. 

The pseudo-basic variables may come into the basis at some 

1ate~ time if that will result in a profit. Exchanges are 

done in such a way that the identity of the subproblems is 

maintained. This is the advantage of the method -- with the 

the subproblem structure preserved, it is sometimes possible 

to perform pivoting wholly within subproblems. No computa

tional results are given. 

In a 1974 report [58] Winkler presents a general 

setting for the linear programming problem which is made up 
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of smaller independent subproblems linked by coupling con

straints and/or coupling variables (see Figure 2.1). The 

development is in terms of a double-basis factorization where 

one of the factors is square block-angular (as pictured above 

with the diagonal blocks square). This matrix, BN, cor

responds to the artificial basis of Dantzig. However, 

Winkler factors the true basis, obtaining BT = BNBA, 

whereas Dantzig factors the artificial basis. This is not 

an important distinction; we will ignore it in the ensuing 

discussion. Computations are based around the inverses of 

the diagonal blocks of the artificial basis matrix in con

junction with the inverse of a small working basis. The 

working basis would be a full-rank square submatrix of 

Danztig's essential part of E. 

Winkler gives an algorithm for the special case in 

which the coupling variables are absent, and presents some 

computational results for it. On two problems Winkler's 

code (G-GUB) was about one-third faster than LP~1l, the 

linear programming code on which G-GUB is based. On a third 

problem G-GUB had the same CPU time as MPS-360, a commercial 

code. 

The final chapter of Winkler's report considers 

nested factorizations; they arise when the blocks of the 

block-angular structure are themselves block-angular, and 

so on. 
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Marsten and Shepardson [44], building on work of 

Aonuma [2, 3, 4, 5, 6], consider problems with exploitable 

special structure complicated by additional variables. They 

also keep a basis of the special variables in addition to 

the true basis. A series of coordination problems is solved 

in which the special basis is held constant and the true 

basis is expressed relative to the special basis, as in the 

previously discussed methods. Between coordination proble~s 

the special basis is updated as a new special variable enters 

both the true and artificial bases. They present no cornpu-

tational results. Aonuma [2, 3, 4, 5, 6] presents some 

limited results for small problems. 

Kallio and Porteus [35] present a block-triangular 

LU factorization for block-triangular problems that allows 

one to force any non-block-triangularity in the basis into 

the L factor. They demonstrate that their updating pro-

cedure tends to keep L sparse. Thus, the advantages of 

the block-triangular problem structure are largely retained. 

No computational results are reported. 

Bisschop and Meeraus 113] propose using the double-

basis factorization given in the introduction to solve the 

-
general linear programming problem,suggesting that B be 

chosen as the basis matrix at the last reinversion. They 

note that in computing with only 
--1 B , which is fixed for a 



series of iterations, and 
-1 G , which is small in size, 

nonzero buildup in the basis inverse representation is 

limited to the number of nonzeros in the current edition of 

19 

-1 G . In the standard simplex method one computes with -1 
B , 

in which the number of nonzeros is, in general, growing at 

every iteration. In the double-basis method one has two 

--1 -1 
applications of B and one of G for every application 

of B-1 in the standard method. 

They do not implement their procedure, but rather 

analyze the pivoting sequence of a particular problem, in 

order to determine what progress the dimension of the G 

matrix undergoes. Recall that the 
-1 

G .. entries are the 

totality of nonzeros accllJu1ated since the last reinversion. 

This is observed to compare very favorably 'ltd th· nonzero 

buildup using APEX III, a commercial code employing LU 

factorization of the basis. 

Bisschop and Meeraus mention QR factorization as 

an alternative to keeping 
-1 

G explicitly. 

Besides storage considerations one is concerned with 

nonzero buildup because the time needed for an inverse ap-

plication is proportional to the number of nonzeros involved. 

Thus, one asks for the respective number of nonzeros handled 

in TRAN's (forward and backward transformations) by each 

method between reinversions. Assume that the basis inverse 
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represertation has a nonzeros immediately following rein-

version, that ~b nonzeros are gained per iteration in the 

standard simplex method, and that c is the number of 

iterations between reinversions. Then the standard simplex 

method handles a + (a + b) + ... + [a + (c - l)b] = ac 

+ (c - 1)cb/2 nonzeros in TRAN's between reinversions. 

The worst case for the double-basis method is that 

-1 
G be of maximum possible dimension (equals the number of 

iterations since the last reinversion) and 100% dense. If 

both of these hold, the double-basis method handles 

a + (a + 1 + a) + ... + [a + (c - 1)2 + a] = (2c - l)a 

+ (c - 1)c(2c - 1)/6 nonzeros in TRAN's between reinversions. 

If we equate the two foregoing quantities and solve 

for b, we get b = 2a/c + (2c - 1)/3. Assume that 

2 a = dm, where d is the problem density and m is the 

number of rows. (This does not seem unreasonable for sparse 

problems.) Further assume that dm (the average number of 

entries per column) is relatively constant (= k) over all 

large LP problems. Then b is roughly proportional to 

m, with the constant of proportionality, 2k/c, some-

where around 10-40% (for c = 50, k = 3 - 10). That is, 

if the number of nonzeros gained per iteration in the 

standard method is b, then the TRAN performance of the 
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standard and double-basis methods is similar. Some observed 

values of a and b are presented in Chapter 7. 

Note that the term (2c - 1)/3 did not enter into 

the above calculation. Therefore, we have a best-case 
-1 

(G all zeros), not worst-case, analysis. 

Supposing that the double-basis method is slower in 

TRAN performance, we ask if the speed of its update is suf-

ficient compensation. Of course this depends greatly on 

how much time is spent in TRAN's and updates by the standard 

method in the first place. Some experimental observations 

for both methods are presented in Chapter 7. 

Kallio [33], too, points out the possibility of using 

the double-basis method described in the introduction to 

solve the general linear programming problem. He presents 

the necessary formulae for the forward and backward trans-

formations, and shows how to update a product-form repre-

sentation for -1 
G • No computational experience is reported. 

In a 1978 paper [48] Perold and Dantzig present an 

implementation of a "basis factorization method for block-

triangular linear programs". They use the factorization 

B = BP[: ~Q. and compute the FTRAN's and BTRAN's without 

reference to the matrix H, using only Band G. G is 

handled in QR form. Both Band G can chanqe at every 



iteration, B preserving block-triangularity, and G 

minimality of dimension. 

In each of five block-triangular problems tested, 

the Perold-Dantzig code (LPBLK) is slower per iteration 

than MINOS [45, 54], while saving 23-60% in average storage 

requirements. The paper concludes by asking for a cheaper 

representation for G -- the analysis and tests show that 
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a fifty percent time saving in the handling of G will make 

LPBLK competitive with MINOS. 



CHAPTER 3 

THE DOUBLE-BASIS METHOD 

We here detail the double-basis method at the mathe-

rnatical level. Succeeding chapters are devoted to general 

implementational considerations, and to those specific to 

each of the two versions (explicit -1 
G and LU~factored G). 

The Double-Basis Factorization 

Let A be the problem coefficient matrix. Let B 

be the basis matrix, and B the basis matrix at the last 

basis reinversion. Each column of A may be classified as 

one of the following four types: singly-basic (in B but 

not B), doubly-basic (in both B and B), pseudobasic 

-(in B but not B), other columns. 

Band B are one and the same matrix immediately 

following refactorization. This matrix has a particular 

column order, determined by the history of column exchanges 

in and out of the basis. As new columns enter the basis, 

supplanting old ones, we will want a grouping that sepa-

rates the singly- and doubly-basic columns. Immediately 

following refactorization we have this grouping automatically 

since all columns of B are doubly-basic at this point. At 

any given iteration this grouping will be recorded by means 

23 
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of a permutation matrix, QT, which is necessarily revised 

at each iteration. In symbolic terms we have BQ
T = (BqIBd), 

where Bq is the matrix of singly-basic columns, and Bd 

the doubly-basic. Immediately following refactorization, 

QT is an identity matrix. It is revised at each iteration 

according to specific rules (given in the update descriptions 

of Chapters 5 and 6) which depend on the types of the 

entering and leaving columns. 

We now form the prodpct B-1BQT = (B-1BqIB-1B
d

). 

--1 
B Bd is a matrix consisting of identity columns; we 

operate on its rows with a permutation matrix pT, defined 

so that Let [:] = 

and 

tve will use this factorization of 

We have 

J T--l p B • 
I 

-1 
B in computing the for-

ward and backward transformations. Note that the dimension 

of G is equal to the nunber of col~~ns in B 
q 

"(at most 

the number of iterations since the last basis reinversion). 

It is shown below that the simplex method can be exe-

cuted with only 
-1 G , and QT being updated at each 
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iteration between reinversions. At reinversion time a new 

B-1 is computed and held constant until the next reinversion. 

and are specific matrices containing the 

sing1y- and doubly-basic columns, respectively. Let us ex-

tend this notation and define B to be the matrix con
p 

taining the pseudobasic columns, and B to be the matrix 
r 

or B . 
P 

of all columns of A not in Bq , Bd 

The column orders of and B are not important. 
r 

B into an identity 
p 

However, 
--1 
B transforms a column of 

column. If this column of should (re)enter the basis, 

its transformed version is located properly in via 

its "1". Accordingly, each column of Bp is said to be 

"pseudobasic for" the row that it was originally basic for. 

Let us summarize the matrices the union of whose 

columns comprise A: 

Bq is made up of the columns of B that are 

not in B. These are termed the singly-basic 

columns. The column order of depends on 

the history of column exchanges in and out of 

the basis. 

Bd is made up of the columns common to B 

and B. These are termed doubly-basic. The 

column order of Bd depends on the history 

of basis exchanges. 



B is made up of the columns of B that p 

are not in B, termed pseudobasic. Their 

order is not important, although we note that 

each column of is pseudobasic for a 

particular row. 

B is comprised of the remaining columns r 

of A (nonbasic and not in B). The 

order is not important since they are needed 

only singly. 

-1 
G Update 

At every iteration of the simplex method the basis 

inverse representation is updated. In the double-basis 

method this means that -1 G , 

pseudobasic variables are revised. 

and the list of 

In general, the word "update" refers to the update 

of an inverse matrix, usually 
-1 

G for us. 

It is clear that the entering column belongs to B 
P 
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or Br , and that the leaving column belongs to Bq or Bd . 

Therefore, there are four possible basis-exchange cases for 

a given iteration. They are as follows, where e is the 

entering column and f is the leaving column: 

1. e E B , 
P f E Bq -- e goes from Bp to Bd . 

f goes from B q to B . 
r 

These changes are effected 



II. 

III. 

through revision of QT. G decreases by one in di-

r? IDl mension since ~ J has gained an identity column. 

pT is revised so that the "1" of the new identity 

column is placed at the head of the identity matrix. 

e E Br , 

Revise 

f E Bq -- exchange columns in Br and 

QT accordingly. pT is not affected. 

stays the same size. 

e E B p' f E Bd -- exchange columns in B and p 

G 

B • 
q 

Bd 
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by revising QT. Revise pT to preserve the identity 

matrix. G stays the same size. 

IV. e E B r' f E Bd -- e is appended to B . f goes q 

from Bd to B . QT is updated accordingly. pT is p 

updated to restore the identity matrix. G increases 

in dimension by one. 

Each of these cases requires a different update for 

G- l . The details are discussed in later chapters. 

FTRAN and BTRAN 

We wish to compute the updated version of the en-

tering column, 
-1 

Y = B e, in order to determine the leaving 

variable; and to compute the dual variables, 

for pricing purposes. e is the entering column, and c B 

is the vector of objective function coefficients of the 
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basic variables. The TRAN's will be computed using only the 

matrices 
--1 
B , 

-1 
G , 

Finding y (FTRAN) 

y = B-le. Substitute the double-basis factorization 

of 
-1 

B • 

matrix, 

Recall that -1 T 
P = P 

[

-1 
T G 

Y = Q -1 
-HG 

for P a permutation 

J T--l 
I P B e. 

Let i' = B-le and z:,: pTi' (i' will be needed in the update). 

Then 

t -1 
T G 

Y = Q -1 
-HG 

~z. 
Partition z, reflecting the matrix partition, 

t
-l 

T G 
Y = Q -1 

-HG 

Multiplying, 

Let 
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. Y = QT'X. ~.eo, y 
, 

It is possible to eliminate H from the computation 

of ~2 as follows: 

from the factorizationo 

or 

Since 

Subtracting from z, 

Multiplying by 

T--l 'V 
P B BqYlO 

T--l 'V 
- P B Bqylo 



~ ~ ~ T--1 
But Y2 = z2 - HY1 and z = P B e, so 

~J T--1 Y2 = P B (e-

We have eliminated H from the computation by in-' 

eluding Bql which is part of the raw problem data; we 

thereby obtain a saving in storage. 

We here summarize the computation of y: 

1) 
~ --1 
z = B e. 

2) ~~ 
T~ = P z. 

3) 
~ -1 
Y1 = G zl. 

4) ~J T--1 
~2 = P B (e-

~ 

Bq Y1)· 

5) 
T~ 

y = Q y. 

Note that in writing an expression like 
--1 z = B e, 
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we are saying that Bz = e can be solved for z. Whether or 

--1 
not this is done by multiplying by B explicitly depends 

on the representation for B-1 being used. 

Unfortunately, when we compute 
~ 

Y2 we also compute 

some zeros, equal in number to the size of G. Conceivably 



these could be used as a check on the accumulation of 

roundoff error. 

Finding u (BTRAN) 

substituting for 

Let 

We have 

-1 B , 

T G ~ 
-1 

u = cBQ -1 
-HG 

and partition it as 

IV -1 
u = (clG 

~ T--l P B . 
I 

~ T--l P B . 
I 

We employ the same device as in the FTRAN to 

eliminate H from the calculation, 
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Therefore, 

and 

Finally, 

u = 

We here summarize the computation of u: 
" 

1) I\, II\, T 
(c l C 2 ) = cBQ , where has dimension equal to that 

of G. 

I\, II\, T--l 2) m = c l - (0 c 2 )P B B
q

• 

3) u = -111\, T--l (mG c
2

) P B • 
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CHAPTER 4 

GENERAL IMPLEMENTATIONAL CONSIDERATIONS 

We have implemented two versions of the double-basis 

method. In one version G- l is stored in explicit form. 

In the second G is kept in LU-factored form, and only non

zeros are actually stored. This chapter describes what is 

common to the two implementations. Succeeding chapters are 

devoted to each version. 

Use of XMP 

XMP [43] is a hierarchically structured library of 

about forty FORTRAN subroutines that perform the simplex 

method. It was employed in testing by substituting double

basis method subroutines for the corresponding XMP sub

routines. This made timing comparisons between the standard 

and double-basis methods especially convenient. 

XMP has four "covering" routines that interface with 

the routines that actually manage the basis inverse 

representation. These are 

XFACT -- perform initial factorization or inversion, 

XFTRAN 

XBTRAN 

perform forward transformation, 

perform backward transformation, 
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XUPDAT' -- update the basis inverse representation 

when a basis change occurs. 

These four routines each consist simply of a single 

subroutine call to some other routine that does the actual 

work. This makes it possible to "plug in" different basis 

handling packages. The standard version of ~1P uses Reid's 

LAOS routines [49]. These are: 

LAOSA 

LAOSB 

perform an initial LU factorization, 

perform a forward or backward trans

formation using the current LU 

factors, 

LAOSC -- update the current LU factorization 

when a basis change occurs. 

Thus LAOSA is called by XFACT, LAOSB is called by both 

XFTRAN and XBTRAN, and LAOSC is called by XUPDAT. 

Since XMP was designed with subservience as a par

ticular goal, its two principal data structures are hidden. 

In fact, both the problem data and the basis inverse data 
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are stored in a single large array, MEr-lORY, which is accessed 

by means of pointers. 

Having hidden data structures enables one to experi

ment easily with alternatives. One modifies only the data 
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structure of interest and the routines that interface it with 

the simplex method subroutines; the latter are not aware of 

any changes. In this study, for instance, in experimenting 

with the basis inverse representation, changes needed to be 

made only in the routines directly handling the inverse 

representation, and in the routine setting up the basis in

verse data structure pointers. 

We also include the double-basis data structure in 

the array MEMORY. Since there is no change in the refactor

ization from the standard simplex method, a representation 

for B-1 results from a call to LA05A. 

Six XMP routines were substituted for in this study. 

Three (XFACT, XMAPS, and XPIVOT) were modified in only a 

technical way. The others (XBTRAN, XFTRAN, and XUPDAT) were 

modified in the sense that the lower level routine called was 

replaced. Specific details concerning these three are given 

in the next two chapters. XFACT, XMAPS, and XPIVOT are 

discussed briefly here. 

XFACT is a covering routine for LA05A, which performs 

the basis factorization. It now also calls a subroutine to 

initialize the double-basis data structure. 

XMAPS sets up the maps of the data structures used by 

XMP; it had to be changed to account for the addition of the 

double-basis data structure. 



XPIVOT calls XUPDAT and had to be modified to send 

it an additional argument (BASIS). 

The Permutation Matrices 

Note that a permutation matrix applied on the right 

permutes columns, and on the left, rows. 

Permutations and their transposes are represented 

by a single array, indexed from the opposite points of view 

(see example below). P and pT are represented by the 

array BP, Q and QT by the array BQ. 

Take the permutation pT = (1 3 4 2), for example. 
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The third item has been permuted to the second position, etc. 

PT T Applying to a column vector Y = (Yl,Y2,Y3,Y4) , 

X = pTy = (Yl,Y3,Y4,Y2)T. This would be implemented with 

the DO-loop, 

DO 10 I = 1, 4 

10 XCI) = Y(BP(I». 

Now apply the transpose, P = (pT)T = (1 4 2 3). We have 

T X = PY = (Yl,Y4,Y2,Y3) . Implement this with the DO-loop, 

DO 10 I = 1, 4 

10 X(BP(I» = Y(I). 



Recall that 

The Matrix B q 

B is fetched columnq 

wise via the arrays BQ and BASIS. BASIS is an XMP array 

containing the variable numbers basic for each problem row. 
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For instance, BASIS (5) = 324 means that variable x 324 is 

basic for row 5. BQ reads like the permutation QT, so it 

contains numbers from 1 to m, rather than variable num-

'. bers. Thus, the variable number for the seventh column of 

B is, for example, BASIS(BQ(7)). q 

Fetching Rows of H 

Recall that Since just permutes 

the rows of 
--1 
B , we find a given row of H by multiplying 

on the left by a row of 
--1 
B • The row is picked out of 

through left-multiplication by the appropriate standard 

unit vector. 



CHAPTER 5 

EXPLICIT REPRESENTATION FOR -1 
G 

This version was implemented primarily to gain ex-

perience with the double-basis method. The subroutine 

hierarchy is shown in Figures 5.1 and 5.2. The XMP routines 

XBTRAN, XFTRAN, and XUPDAT cover EBTRAN, EFT~~N, and EUPDAT 

which perform the double-basis method. The covering routines 

are necessary to keep the double-basis data structure hidden 

from the core logic of the simplex method (see Chapter 4). 

EBTRAN and EFTRAN perfom as described in the 

previous chapter. 

J. K. Reid's LA05B performs the forward and backward 

transformations with B-1 • 

XGETAJ is an XMP routine that retrives a column of 

the original problem matrix. It is used to fetch the matrix 

B . g 

with 

EPTRAN performs forward and backward transformations 

-1 
G • 

EUPDAT' is described in the next section. 

RBBIBQ fetches a row of H. Its workings are 

explained in Chapter 4. 

38 
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XBTRAN 

EBTRAN 

XGETAJ 

XFTRAN 

EFTRAN 

EPTRAN 

Figure 5.1. Explicit TRAN -- subroutine hierarchies. 
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XUPDAT 

EUPDAT 

EPTRAN 

Figure 5.2. Explicit update -- subroutine hierarchy. 
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EMM multiplies G-l by a specified elementary row 

or column matrix, replacing a row of column of G-l as part 

of the update. 

EUPDAT 

EUPDAT first determines the basis-exchange case. 

Array BP2 is a list of the pseudobasic variables, so the 

type of the entering var.iable (it is either from Br or 

Bp) can be decided. Since the columns of the basis have 

been permuted, we must refer to BQ to determine whether 

the leaving variable departs from Bq or Bd • According 

to our grouping convention, the variables given by the first 

GSIZE elements of BQ are in B, 
q 

the remainder are in Bd • 

Also noted are the respective positions of the vari-

abIes in BP2 (if any) and BQ so that the permutations 

can be updated. 

Note that BP gives the numbers before permutation 

~H I~· of the rows of ~ J 
The four cases of the update are executed as follows 

(see Chapter 3 for an overview of the cases). Recall the 

the identity matrix must 

be recaptured as such (up to dimension) in updating, or the 

arithmetic of the forward and backward transformations won't 
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go through. Each pseudobasic variable corresponds to a row. 

In fact, each corresponds to a row of G since the columns 

of Bp and Bd are the columns of B transformed; i.e., 

the Bd columns correspond to the rows of H. Given these 

correspondences, the permutations are used to ensure that 

the identity matrix remains intact. 

Case I 

(Entering column moves from 

column moves from to B .) 
r 

B 
P 

to leaving 

Since the leaving variable is from Bq' G loses a 

column. A column of Bp is prefixed to Bd . To place i t:s 

11111 at the head of the identity corresponding to Bd , a row 

permutation is used. G, therefore, loses the corresponding 

row to H; the succeeding rows of 

amine the resulting revisions of 

BQ, and BP2. 

The representation of -1 
G 

G 

-1 
G 

move up. We now ex-

and the arrays BP, 

is updated with a 

bordered-matrix technique. Partition the current G, 

where the lost row and column are denoted by the small 

letters. Now, 



A B f L k 

c D h 

e i 

where Pl and Ql are permutation matrices. We have 

N R u 

where y = g - jL-lk. Partition this as S T v 

w x 1/ 

preparatory to applying Ql and Pl. Applying them, we 

obtain 

s 

N 

w l/y 

u 

~. 
v 
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We already have this matrix (the current G- l ). The 

matrix we want is the new G-l , which equals C ~ -1, or 

-1 L . Let us find -1 
L 

tion. By definition, 

in terms of the available informa-



N 

} L-1 + (L-1kjL-1 )/y = 

s 

-1 -L-
1
k/Y -_ IvU1 . -jL /y = (w x), and J Combining the last 

two equations, we have 

Therefore, 

or 

All quantities on the right are already available as con

stituents of the current G-1 . 
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The arrays BP, BP2, and BQ are revised as shown 

below. LEAVR and LEAVC are the respective positions of the 

departing row and column: 



HOLD := BP(LEAVR). 
I 

FOR I := LEAVR UNTIL GSIZE-l 
BP (I ) : = BP (I + 1 ) 
BP 2 (I ) : = BP 2 (I + 1) ; 

BP(GSIZE) := HOLD; 

HOLD := BQ(LEAVC); 

FOR I:= LEAVC UNTIL GSIZE-l 
BQ(I) := BQ(I+l); 

BQ(GSIZE) := HOLD. 
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Note that BP2(LEAVR) is pushed out; it is no longer needed. 

Case II 

Finally, GSIZE is decremented by one. 

(Exchange columns in B 
r 

and B .) 
q 

This exchange results in a column replacement for 

G. Since ~ J = pTii-1BQT, the new column for G is the 

vector comprised of the first GSIZE entries of T--l P B e, 

where e is the entering column. Recall that this is the 

vector as defined in the FTRAN computation (Chapter 3). 

Let G be the new version of G. G can be obtained 

by multiplying G on the right by an elementary column 

matrix, C. C is an identity matrix except for the column 

corresponding to the column in G being replaced. The 

entries of this special column of C are determined by the 

.' 
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vector Note, however, that again a 

quantity we have already computed. 

and use it in updating G-1 • 

We save from EFTRAN 

We have G = GC, where the entries of the special 

column of C depend on Therefore, our new inverse is 

G--1 -1 -1 given by = C G , where it can be shown that 
-1 

C is 

also an elementary column matrix. The entries of the special 

column of 

C. = 
l. 

-1 
C are 

'V 

Y1,LEAVC 

i ':f LEAVC, and cLEAVC = 
1 

'V 

Y1,LEAVC 

where LEAVC is the position in G of the leaving column. 

Since the column order of is unaffected, it is 

unnecessary to revise BQ. Rows are unaffected, so BP 

does not change. Nor does BP2 

Case III 

(Exchange columns in B 
P 

change, since does not. 

and 

In order to restore the identity matrix, rows are 

exchanged. This means that a row of G is replaced by a 

row of H. The latter row, t, is fetched by the sub-

routine RBBIBQ. 

Similar to the column replacement in Case II, the 

row replacement here implies that -1 
G can be revised by 
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multiplying it on the right by an elementary row matrix. The 

entries of the special row are given by 

-1 - (tG ) .. 
~ 

-1· , 
(tG ) LEAVR 

i :j:. LEAVR, and 1 
-1 ' 

(tG ) LEAVR 
i = LEAVR, 

where LEAVR is the position in G of the row that is being 

repl~ced. 

BQ need not be updated since all columns are still 

basic for the same rows. 

BP is updated to reflect the row exchange, (assuming 

BP (PaS) = R), 

BP(POS) := BP(LEAVR): 

BP(LEAVR) := R, 

where R is the row number for the leaving variable. 

The leaving variable is now pseudobasic, so it re-

places the entering variable in the list of pseudobasic 

variables (BP2). 

Case IV 

(Entering column moves from B r to B qi leaving 

column moves from Bd to B .) p 

The column from Br is appended to B . The 
q 

leaving variable departs from Bd , so the identity "l"s 



shift along the diagonal. This squeezes out a row of Hi 

it is therefore appended to G. The element of the column 

from B corresponding to this row must also be appended 
r 

to G. Thus, G increases in dimension by one (GSIZE 

:= GSIZE + 1). 

t, the row of H, is fetched by RBBIBQ. The new 

column, zl' is saved from EFTRAN, as is the new corner 

element, 

The revision of -1 
G is again performed with a 

bordered-matrix technique. Let G be the revised version 

of Gi i.e., 

G = 

t ~R 

Then 

t 
-1 -1 -1 

G-l = G +G zltG /y 
-1 

-tG /y 

where 'V -1 
Y = zR - tG zl· 

BP and BQ are identically updated to reflect the 

shuffling of Bd mentioned above: 
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For I := GSIZE UNTIL POS-l 

BP(I + I} := BP(I}; 

BP(GSIZE} := R. 

R is the row number for the leaving variable, and POS is 

such that BP(POS) = R prior to updating. 

The leaving variable is now pseudobasic, so 

BP2(GSIZE) := BASIS(R). 
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CHAPTER 6 

LU STORAGE FOR THE G MATRIX 

The subroutine hierarchy for the LU version is shown 

in Figures 6.1 and 6.2. As explained in Chapter 4, the XMP 

routines XBTRAN, XFTRAN, and XUPDAT are covering routines. 

DBTRAN and DFTRAN perform as described in Chapter 3, 

except for a certain simplification described below. 

LA05B solves systems involving either B or G. 

TRAN is a covering routine for LA05B used to select between 

Band G. 

XGETAJ is an XMP routine that retrives a column of 

the original problem matrix. It is used to fetch the matrix 

B (see Chapter 4). q 

DUPDAT is explained later in this chapter. 

RHO BAR fetches a row of the matrix H. Its workings 

are explained in Chapter 4. 

LA05C is used to update the LU factorizations of B 

and G (see below). 

LU Factorization of G 

In this version of the double-basis method, an LU 

factorization of G is utilized. U is permutable to an 

50 
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XBTRAN 

LA05B 

XFTRAN 

LA05B 

Figure 6.1. LU TRAN -- subroutine hierarchies. 
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XUPDAT 

LA05B 

Figure 6.2. LU update -- subroutine hierarchy. 



upper triangular matrix, and is stored in sparse fashion 

(only the nonzero entries are stored) via row-wise and 

column-wise pointers. L- l is stored as a list of row 

operations, or pivots. 

We have the factorization in the form L-lG = U. 
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When a new variable enters, G gets either an additional or 

a replacement column. If this new G is acted upon by 
-1 

L 

we get a matrix that is U with one of its columns replaced 

by a spike (a column having nonzeros outside the upper 

triangle) • By applying row and colUmn permutations to the 

right-hand side of -1 (G revised) (spiked U) , and row L = 
operations to both sides, we g~t (L- l revised) (G revised) 

= (U revised), where (U revised) is again permuted upper 

triangular. In other words, we perform the update on the 

LU factorization of G by performing permutations and 

-1 
extending the list of pivots making up L . 

Reduction to Two Basis-Exchange Cases 

In planning to store -1 
G as LU factors in sparse 

storage, an easy way to implement the Case I and Case III 

updates could not be found. (A product-form representation 

was judged too cumbersome.) However, it is possible to 

absorb Case I into Case II, and Case III into Case IV. This 

is done by considering all entering variables on a par, 
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instead of differentiating between those coming from Br and 

those coming from B • 
P 

(The B 
P 

variables -- pseudobasic 

-- have left the basis since the last reinversion.) In no 

run with the explicit version did Bp variables (re)enter 

the basis in more than 16% of the i'berations (figures for 

all problems are given in Chapter 7, Table 7.9). In the 

two-case scenario every time that a Case I or Case III 

update would have been performed, an identity column is 

intorduced into Ordinarily this column would have 

joined the other identity columns in the matrix 

A consequence of eliminating Cases I and III is that 

the arrays BP and BP2 are no longer necessary; BP be-

cause it would be identical to BQ (see the Cases II and 

IV updates in Chapter 5), and BP2 because all entering 

variables are t.hought of as coming from B . r 
The identity of BP and BQ translates, in matrix 

terms, to P = QT. A consequence of this is that the array 

BQ can be reduced in length. At certain points of FTRAN 

d T d T l' d ' 's' an BTRAN, P an Q are app 1e 1n succeSS1on. 1nce 

these two matrices are now inverses of each other, these 

applications are unnecessary. The remaining applications 

of the permutations call only for their action on the 

rows and columns of G- 1 -- hence the possible reduction 



in the length of the array BQ. We conclude, recalling 

from Chapter 3 that BQ gave us both the permutations 

QT and Q, that in the present situation the shortened 

version of BQ provides us with all needed infor~ation 

regarding P, pT, Q, and QT. 

FTRAN and BTRAN 

FTRAN and BTRAN are simp1ifed as compared to the 

explicit version, since now p = QT. 

DUPDAT 

The update has been reduced to two cases. In Case 

II a column of is replaced by a column of Br , and G 

remains the same size. In Case IV picks up a column 

from B • 
r' the size of G increases by one. 

In both cases it turns out that the new (spike) 
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column for U has already been computed in FTRAN. The first 

T--1 step in FTRAN is to compute z = P B e. Then the array BQ 

is used to select the components of z that correspond to 

the rows of G. These make up the new column for G, called 

(Since 
-1 

L G = U, is the spike column for U.) 

The next step in the FTRAN is to compute -1 -1 -1 
G zl = U L zl· 

-1 
L zl is computed as the first stage of this, and is saved 

for use in the update. 



The details of the two cases are explained below. 

Case II 

-1 
L zl is passed to LA05C, which recognizes this 

as a spike column replacing a column in U. The pivots 

which result from the subsequent removal of the spike are 

appended to the list of pivots which comprise L- l . 

As in the explicit version, it is unnecessary to 

revise the array BQ. 

Case IV 

The matrix row and a column; let G 

be the new matrix, where t is a row of H, 

and 'Ii is the element of this row belonging to the zR same 

column as zl· The reason for prefixing the new row and 

column to G will be seen below. 

We require an LU factorization of G in the form 
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--1-
L G = U. This is not obtained from scratch; rather the LU 

factorization of G is updated as follows: Applying (the 

old) -1 L to G we obtain 

since G = LU. {This multiplication is implicit because we 
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already have all the quantities on the right -1 
L zl and 

~ 
zR are saved from DFTRAN, t is fetched by the subroutine 

RHOBAR.) Since U is upper triangular (up to permutation), 

the entire right-hand side matrix is upper triangular with a 

spike in the first column. This matrix is now sent to LA05C 

which applies permutations and pivots to remove the spike, 

t . L-- 1 and re urnlng U. 

To complete the Case IV update, GSIZE is incremented 

by one, and the row number for which the new variable is 

basic is appended to the list kept in the array BQ. 



CHAPTER 7 

COMPUTATIONAL RESULTS 

Both versions of the double-basis method were com-

pared to the standard simplex method on VAX 11/780 and CYBER 

175 computers. Seventeen problems were employed for testing 

(see Table 7.1). All of them, except HELSI2, are staircase 

problems [32], although no use was made-of 'this structure. 

HELSI2 is a two duty period scheduling model for the 

He1sinski bus system [55]. 

All problems were run with the refactorization fre

quency set at every 51 iterations. 

zero if it was less than 10-10 . 

A number was taken to be 

A potential pivot was 

rejected for that purpose if it was less than 10-6 . 

Exceptions to these tolerances are given in Table 7.2. 

All results are for the VAX unless stated otherwise. 

On the VAX page faulting was kept to a minimum 647 or 

fewer page faults were experienced on each run except for 

the three PILOT.WELFARE runs, where there were from 186,070 

to 323,492 page faults. Tests showed that each page fault 

cost about one-half millisecond. The PILOT. WELFARE times 

were adjusted accordingly; otherwise the effect of page 

faults was less than 0.05%. 
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Table 7.l. Test problems. 

Problem Rows CI)lurnns* Nonzeros* Density (%) 

SCTAP3 1480 3960 10354 0.18 

SCTAP2 1090 2970 7804 0.24 

SCFXM3 990 2361 8767 0.38 

BPI 821 2392 11221 0.57 

PILOT. WELFARE 722 3591 10384 0.40 

SCFXM2 660 1574 5843 0.56 

SCRS8 490 1659 3672 0.45 

SCAGR25 471 971 2025 0.44 

SCSD8 397 3147 8981 0.72 

STAIR 356 829 4230 1. 43 

SCFXH1 330 787 2919 1.12 

SCTAP1 300 780 1992 0.85 

SC205 205 408 756 0.90 

SCSD6 147 1497 4463 2.03 

SCAGR7 129 269 549 1. 58 

SCSD1 77 837 2465 3.82 

HELSI2 57 608 3664 10.57 

*Inc1uded is one entry per row for an identity matrix. 



Table 7.2. Exceptional tolerances. 

Problem 

Problems not run with zero to1ernence = 10-10 

and pivot tolerance = 10-6 • 

Zero Tolerance/Pivot Tolerance 
Standard LU Explicit 

PILOT. WELFARE 10-12/10- 7 10-12/10- 7 10-12/10- 7 

SCSD8 10-10/10- 6 10-11/10- 6 10-11/10-7 

STAIR (CYBER) 10-10/10- 6 10-10/10-4 10-10/10- 6 

HELSI2 (CYBER) 10-10/10- 6 10-10/10- 4 --------

Table 7.3 gives the number of iterations per second 

of CPU time for the standard method and each of the doub1e-

basis r.1ethod versions. BPI and PILOT.NELFJl..RE were started 

from feasible bases; all others from slack bases. 

Table 7.4 gives the ratios of standard rates to LU 

rates (see Table 7.3). 

Table 7.5 gives the times in thousandths of CPU 

seconds for single operations (BTRAN, FTRAN,and update). 

The LU to standard ratios for these figures are given in 
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Table 7.6. As pointed out in Chapter 2, the TRAN ratios will 

be over 2.0 when nonzero grm.;rth in the standard method is 

small. As standard-method nonzero growth increases, the 

double-basis TRAN ratios become more favorable (see below). 
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Table 7.3. Run rates. 

Rates are given in iterations per CPU second. 
Numbers in parentheses indicate multiple runs. 

Problem Standard LU Explicit 

SCTAP3 2.41 1.53 1.34 

SCTAP2 3.11 2.02 1. 78 

SCFXM3 2.85 (2) 1.91 1.67 

BPl 1. 68 1.13 1.10 

BPl 2.07 (2) 
(from slack basis) 

PILOT. WELFARE 1.64 1.17 1.13 

SCFXM2 4.07 2.69 2.40 

SCRS8 5.53 (2 ) 3.50 3.18 

SCAGR25 4.87 (4) 3.45 (2) 3.11 (2) 

SCSD8 4.86 2.99 2.84 

STAIR 2.58 2.08 2.06 

STAIR (CYBER) 18.2 (5) 15.27 (2) 12.07 (2 ) 

SCFXJ.\11 7.12 4.44 4.21 

SCTAPl 9.41 5.44 4.83 

SC205 9.38 (2) 5.81 (2) 5.15 (2 ) 

SCSD6 12.34 6.78 6.17 

SCAGR7 14.52 (2) 7.83 (2) 7.62 (2) 

SCSDl 17.48 8.24 

HELSI2 (CYBER) 109. (2 ) 59. 



Table 7.4. Ratios of standard rates to LU rates. 

These are based on the same data as Table 3 and 
ordered from lowest to highest. 

Problem Ratio 

STAIR (CYBER) 1.19 

STAIR 1.24 

PILOT. WELFARE 1.41 

SCAGR25 1.41 

BPI 1.48 

SCFXH3 1.49 

SCFXH2 1.51 

SCTAP2 1.54 

SCTAP3 1.58 

SCRS8 1.58 

SCFXM1 1.60 

SC205 1.61 

SCSD8 1.63 

SCTAP1 1. 73 

HELSI2 1.8 

SCSD6 1.82 

SCAGR7 1.85 
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Table 7.5. Average single operation times (thousandths of a 
CPU second). 

Problem Run BTRAN FTRAN Update 

STAIR (CYBER) Std 7.5 11. 15. 
LU 17. 24. 5.8 
Exp 23. 31. 7.6 

S'l'AIR Std 70 114 86 
LU 133 193 43 
Exp 136 201 40 

PILOT. WELFARE Std 98 168 6,2 
LU 196 325 46 
Exp 212 337 46 

SCAGR25 Std 49 47 40 
LU 104 88 31 
Exp 115 104 35 

BPI Std 134 192 66 
LU 263 370 51 
Exp 268 395 47 

SCFXM3 Std 79 78 52 
LU 161 167 53 
Exp 201 195 64 

SCFXM2 Std 55 58 38 
LU 116 120 42 
Exp 136 140 46 

SCTAP2 Std 76 65 47 
LU 167 148 58 
Exp 194 178 68 

SCTAP3 Std 102 88 63 
LU 228 190 72 
Exp 261 236 85 
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Table 7.5--Continued. 

Problem Run BTRAN FTRAN Update 

SCRS8 Std 43 43 33 
LU 99 91 35 
Exp 108 103 '45 

SCFXM1 Std 28 36 24 
LU 69 76 30 
Exp 74 84 26 

SC205 Std 15 29 19 
LU 41 56 30 
Exp 49 63 36 

SCSD8 Std 50 50 30 
LU 103 111 42 
Exp 118 117 41 

SCTAP1 Std 24 22 17 
LU 57 55 28 
Exp 66 65 32 

SCSD6 Std 21 17 12 
LU 49 44 24 
Exp 56 51 26 

SCAGR7 Std 15 14 14 
LU 40 39 25 
Exp 40 41 25 

SCSD1 Std 13 11 9 
Exp 39 37 22 
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Table 7.6. LU/Std ratios of average single operation times. 

Problem BTRAN FTRAN Update 

STAIR (CYBER) 2.3 2.1 0.39 

STAIR 1.9 1.7 0.50 

PILOT. WELFARE 2.0 1.9 0.75 

SCAGR25 2.1 1.9 0.78 

BP1 2.0 1.9 0.77 

SCFX.r.13 2.0 2.1 1.0 

SCFXM:2 2.1 2.1 1.1 

SCTAP2 2.2 2.3 1.2 

SCTAP3 2.2 2.2 1.1 

SCRS8 2.3 2.1 1.1 

SCFXM1 2.4 2.1 1.2 

SC205 2.7 2.0' 1.6 

SCSD8 2.1 2.2 1.4 

SCTAP1 2.4 2.5 1.6 

SCSD6 2.4 2.6 2.0 

SCAGR7 2.7 2.7 1.7 

The average number of nonzeros gained per iteration 

between basis refactorizations in the standard simplex method 

is given in Table 7.7. 



Table 7.7. Average nonzero growth. 

Average nonzero growth per iteration between 
refactorizations in the LU representation 
of the basi ~:~ matrix in the standard simplex 
method. 

Problem Average Growth 

STAIR 27.4 

PILOT. WELFARE 29.0 

SCAGR25 11.2 

BPI 23.4 

SCFXr-13 10.6 

SCFXM2 10.B 

SCTAP2 5.3 

SCTAP3 5.3 

SCRSB 9.2 

SCFXMl B.7 

SC205 7.0 

SCSDB 12.7 

SCTAPI 4.3 

SCSD6 6.7 

SCAGR7 6.6 

SCSDI 6.3 
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Table 7.8 contains the maximum number of nonzeros 

gained per iteration between refactorizations for both the 

standard method and the LU version of the double-basis 

method. These figures will be examined in light of storage 

requirements in the next chapter. 

Table 7.8. Maximum nonzero growth between refactorizations. 

Standard Method LU Version 
Problem B r-1atrix G Matrix 

STAIR 2812 1153 

PILOT. WELFARE 2821 857 

SCAGR25 3064 514 

BPI 2087 789 

SCFXM3 1011 923 

SCFY.1>12 1106 620 

SCTAP2 773 377 

SCTAP3 825 288 

SCRS8 1476 439 

SCFXMl 782 800 

SC205 670 406 

SCSD8 1403 1201 

SCTAPI 394 269 

SCSD6 556 373 

SCAGR7 785 556 

SCSDI 505 
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In our analysis in Chapter 2, we assumed that the 

number of nonzeros gained per iteration in the standard 

method is a constant which we called b. The figures in 

Table 7.7, then, are estimates for this assumed b. Of 

course, b is not constant, nor is the a of that analysis 

(a is the number of nonzeros in the inverse representation 

immediately following refactorization). However, from the 

analysis in Chapter 2, with c being the number of iterations 

between refactorizations, we get that the time ratio of a 

double-basis method TRAN to a standard method TRAN will 

be (2c-l) [12a+c (c-l) ] 
c[12a+3b(c-l)] 

Taking an example set of iterations from the problem 

PILOT.WELFARE in which a = 3524, the average b = 28.8, 

and c = 52, we compute the foregoing ratio at 1.91. Com-

pare this with the results of Table 7.6 and similar results 

for the explicit version; the BTRAN and FTRAN ratios of 

the LU and explict versions to the standard method are 

2.00, 1.93, 2.17, and 2.01 respectively. Note that 

besides a and b being constant, our Chapter 2 analysis 

assumed that the G- l representation was full-sized and 

100% dense; this generally does not hold in practice. 

Table 7.9 gives the percentages of time spent 

during a run on particular operations (BTRAN, FTRAN, 

update, refactor, price, other). 
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Table 7.9. Operation percentages. 

Problem Run BTR FTR Upd Refactor Price Other 

STAIR (CYBER) Std 14 21 28 24 2 11 
LU 26 36 9 19 n.a. 10 
Exp 28 37 9 17 n.a. 9 

STAIR Std 18 30 22 19 1 11 
LU 28 40 9 14 1 8 
Exp 28 41 8 13 1 8 

PILOT. WELFARE Std 16 28 10 33 1 12 
LU 23 38 5 24 1 9 
Exp 24 38 5 23 1 9 

SCAGR25 Std 24 23 20 11 2 21 
LU 36 31 11 7 1 14 
Exp 36 32 11 7 1 13 

BPI Std 22 32 11 21 1 12 
LU 30 42 6 14 1 8 
Exp 29 43 5 13 1 8 

SCFXM3 Std 22 22 15 18 1 21 
LU 31 32 10 12 1 15 
Exp 34 33 11 10 1 13 

SCFXM2 Std 22 23 16 15 2 22 
LU 31 32 11 9 1 15 
Exp 33 34 11 9 1 13 

SCTAP2 Std 24 20 15 13 1 28 
LU 34 30 12 8 1 16 
Exp 34 32 12 7 1 14 

SCTAP3 Std 25 21 15 13 1 25 
LU 35 29 11 9 1 16 
Exp 35 32 11 7 0 14 
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Table 7.9--Continued 

Problem Run BTR FTR Upd Refactor Price Other 

SCRS8 Std 24 24 18 11 3 21 
LU 35 32 12 7 2 13 
Exp 34 33 14 6 1 12 

SCFXM1 Std 20 25 17 ,II 3 24 
LU 30 34 13 7 2 14 
Exp 31 35 11 7 2 14 

SC205 Std 14 27 18 12 5 25 
LU ~4 33 18 8 3 15 
Exp 25 33 19 7 3 14 

SCSD8 Std 24 24 14 17 3 18 
LU 31 33 13 10 2 12 
Exp 33 33 12 10 2 10 

SCTAP1 Std 22 20 1'6 11 3 28 
LU 31 30 15 6 2 16 
Exp 32 31 15 5 2 14 

SCSD6 Std 26 21 15 10 7 22 
LU 33 30 16 6 4 11 
Exp 35 31 16 5 3 10 

SCAGR7 Std 21 21 21 10 4 24 
LU 31 30 19 5 2 13 
Exp 31 32 19 4 2 12 

SCSD1 Std 22 19 16 9 8 25 
Exp 32 30 18 4 4 11 
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Table 7.10 gives the fastest update for each method 

(based on the same information as Table 7.5). In the 

problems for which the standard method is not fastest, the 

fastest time is compared to the standard method update time. 

If the standard update is fastest, its time is compared to 

that of the second fastest. 

Looking at Table 7.11, we see that basis-exchange 

Cases I and III occur a low percentage of the time (explicit 

version). This was pointed out in Chapter 6 in deciding to 

eliminate these cases from the LU version. Table 7.12 

shows the percentage occurence of basis-exchange cases for 

the LU version. 



72 

Table 7.10. Fastest updates. 

Compared to 
Standard or 

Problem Fastest Update Ratio 2nd fastest 

STAIR (CYBER) LU 2.6 Std 

STAIR Exp 2.2 Std 

PILOT. WELFARE Exp 1.3 Std 

SCAGR25 LU 1.3 Std 

BPI Exp 1.4 Std 

SCFXM3 Std 1.0 LU 

SCFXM2 Std 1.1 LU 

SCTAP2 Std 1.2 LU 

SCTAP3 Std 1.1 LU 

SCRS8 Std 1.1 LU 

SCFXI-l1 Std 1.1 Exp 

SC205 Std 1.6 LU 

SCSD8 Std 1.4 Exp 

SCTAPI Std 1.6 LU 

SCSD6 Std 2.0 LU 

SCAGR7 Std 1.7 LU 

SCSD1 Std 2.4 Exp 
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Table 7.1l. Basis-exchange cases· -, explicit version. 

Entries are percentages. 

Entering Variable 
Same as Leaving Case Case Case Case 

Problem Variable I II III IV 

SCTAP3 0 0 16 0 83 

SCTAP2 0 1 17 0 82 

SCFXM3 0 2 19 3 75 

BPI 0 1 53 0 45 

PILOT. WELFARE 4 2 47 1 47 

SCFXM2 0 4 23 4 70 

SCRS8 0 2 13 5 80 

SCAGR25 0 5 23 5 66 

SCSD8 0 0 23 0 76 

STAIR 0 6 30 7 56 

STAIR (CYBER) 0 5 37 4 54 

SCFXM1 0 9 27 7 57 

SCTAP1 0 3 18 5 73 

SC205 0 1 9 0 88 

SCSD6 0 1 24 1 74 

SCAGR7 0 4 19 7 70 

SCSD1 0 2 25 2 71 
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Table 7.12. Basis-exchange Cases -- LU version. 

Entries are percentages. 

Entering Variable 
Same as Leaving Case Case 

Problem Variable II IV 

SCTAP3 0 16 84 

SCTAP2 0 17 83 

SCFXM3 0 29 71 

BPI 0 54 46 

PILOT. WELFARE 4 50 46 

SCFXM2 0 30 70 

SCRS8 0 27 73 

SCAGR25 0 32 68 

SCSD8 0 24 76 

STAIR 0 39 61 

STAIR (CYBER) 0 41 59 

SF}{""'11 0 35 65 

SCTAPI 0 22 78 

SC205 0 11 89 

SCSD6 0 24 76 

SCAGR7 0 26 74 



CHAPTER 8 

CONCLUSIONS AND FUTURE DIRECTIONS 

The matter of storage requirements is discussed 

first. It is not possible to predict exact storage require-

ments, for the very nature of taking advantage of sparsity 

implies that estimates will be used. However, the premise 

in the case of the double-basis method would be that non-

zero growth in the standard method is sufficiently large to 

warrant the creation of a separate double-basis data struc-

ture. Nonzero growth between refactorizations is the 

relevant consideration since the two methods have the 

representation of B in common. 

Table 8.1 translates the figures in Table 7.8 

(Maximum Nonzero Growth between Refactorizations) into 

storage requirements. It is assumed that half-words are 

available (as they are on VAX or IBM computers). Each 

nonzero in 

numbers. 

U is stored along with its row and column 

-1 Pivots making up L are real multiples of a 

row added to another row. In either case a nonzero re-

quires one double-word (assuming double precision) plus 

two half-words of storage. This is three words of storage 

for each nonzero gained since refactorization. In the 
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Table 8.1. Storage requirements for nonzeros gained between 
refactorizations. 

Standard LU 
Problem Hethod Version 

SCTAP3 2475 4252 

SCTAP2 2319 3739 

SCFXM3 3033 5177 

BPI 6261 4437 

PILOT.:WELFARE 8463 4443 

SCFXM2 3318 3608 

SCRS8 4428 2725 

SCAGR25 9192 2912 

SCSD8 4209 4825 

STAIR 8436 4599 

SCFXM1 2346 3488 

SCTAP1 1182 1835 

SC205 2010 2056 

SCSD6 1668 1841 

SCAGR7 2355 2354 

standard method this data is incorporated into the already 

existing factorization, so no additional pointers, etc. are 

required. 

The figure for the LU version is thrice the entry 

in Table 7.8 plus 2m plus 428, where m is the number 
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of problem rows. The additional 2m + 428 words are re

quired for GSIZE, BQ, 2 work arrays, and the fixed-size part 

of the LAOS data structure for G. The refactorization 

interval is every 51 iterations. 

The difference in storage requirements of the two 

methods implied in Table 8.1 is given in Table 8.2, along 

with the maximum number of words used in the standard method 

for the basis inverse representation. No distinct differ

ence is visible between the methods. However, note that the 

storage requirement of Table 8.1 should be more predictable 

for the double-basis method because much of it is fixed

size. Of the five problems for which the double-basis method 

performed better, the only one of fewer than 471 rows (STAIR) 

had by far the greatest average column length in the optimal 

basis of any problem tested. The latter is one measure of 

denisty (see the discussion below and Table B.3). 

Having considered storage, we now discuss speed. 

Recall from Chapters 2 and 7, however, that nonzero buildup 

has an effect on computation speed. This will be considered 

in the ensuing discussion. 

Table B.3 repeats the results from Table 7.4 (com

paring overall LU to standard rates for all problems). 

Also provided, for purposes of comparison, are the number of 

rows, average column length in the entire problem matrix, 



Table 8.2. Differences in storage requirements for the 
standard method and the LU version of the 
double-basis method (in full words). 

Problem 

SCTAP3 

SCTAP2 

SCFXM3 

BPI 

PILOT. WELFARE 

SCFXM2 

SCRS8 

SCAGR25 

SCSD8 

STAIR 

SCFXM1 

SCTAP1 

SC205 

SCSD6 

SCAGR7 

Maximum 
Required 
by Standard 

25411 

19120 

23807 

28818 

29433 

16346 

11719 

17369 

12130 

26604 

8297 

5939 

5380 

4493 

4451 

Standard - LU 

-1777 

-1420 

-2144 

1824 

4020 

- 290 

1703 

6280 

- 616 

3837 

-1142 

- 653 

46 

- 173 

1 

(%) 

- 7.0 

- 7.4 

- 9.0 

6.3 

13.7 

- 1.8 

14.5 

36.2 

- 5.1 

14.4 

-13.8 

-11.0 

- 0.9 

- 3.9 

0.0 
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Table 8.3. Results comparison. 

The last two columns give average column lengths. 

Entire Optimal 
Problem LU/Std Rows Problem Basis 

STAIR (CYBER) 1.19 356 5.1 10.1 

STAIR 1. 24 356 5.1 10.1 

PILOT. WELFARE 1. 405 722 2.9 4.3 

SCAGR25 1.411 471 2.1 2.7 

BP1 1.48 821 4.7 5.3 

SCFXM3 1.49 990 3.7 4.1 

SCFXM2 1.51 660 3.7 4.1 

SCTAP2 1. 54 1090 2.6 2.3 

SCTAP3 1. 576 1480 2.6 2.4 

SCRS8 1.. 580 490 2.2 2.6 

SCFXM1 1.60 330 3.7 4.0 

SC205 1. 61 205 1.9 2.6 

SCSDB 1.63 397 2.9 2.B 

SCTAP1 1. 73 300 2.6 2.6 

HELSI2 (CYBER) 1.B 57 6.0 6.4 

SCSD6 1.B2 147 3.0 2.6 

SCAGR7 1. 85 129 2.0 3.0 
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and average column length in the optimal basis. Average 

column length is shown instead of density, because it is in

dependent of the number of rows, whereas density is not. 

Average column length in the optimal basis should be a better 

indicator of nonzeros actually handled than average column 

length in the entire matrix. 

In comparing the time performances of the standard 

and double-basis methods, there would seem to be four im

portant points: effect of problem size on the update, 

effect of problem density on the update, effect of problem 

size on the TRAN's, and effect of problem density on the 

TRAN's. 

The update in the double-basis method is limited to 

the G matrix. The size of this matrix is independent of 

problem size. Also with regard to the LU version, G is 

small, so variations in density do not much affect the actual 

number of nonzeros in the LU factorization. One expects, 

then, that the update time in the double-basis method will 

be relatively constant over all problems. This is borne out 

by Table 7.5. We conclude that the double-basis method 

update should compare more favorably as problem size and 

density increase, since, in general, the time of the standard 

method update is increasing in both of these parameters. 
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Referring to Table 7.6, the five worst updates for 

the double-basis method, having time ratios of 1.4 or more, 

were all problems of 397 rows or less. Of the remaining 

ten problems, in which the double-basis method was better in 

five, and no worse than a factor of 1.2, it tended to per-

form better on the problems with greater average column 

length in the optimal basis. Apparently, the problems in 

which the double-basis update is worse lack sufficient 

density to slow down the standard update. The standard 

update performs fewer pivots if the upper triangular factor 

of the basis can be largely reformed with permutations 

alone. This would be the case with low density. 

Recall the time ratio R = (2c-l) [12a+c(c-l)] of the 
c[12a+3b(c-l)] 

double-basis TRAN to the standard TRAN from Chapter 7. For 

fixed refactorization frequency, c, this ratio depends on 

a, the number of nonzeros immediately following refactoriza-

tion, and b, the number of nonzeros gained per iteration 

by the basis factorization in the standard method. The 

relationship between Rand (a,b) for c = 51 is shown 

in Figure 8.1. Notice the horizontal line b = c/3, on 

which R = 2 - l/c. Above this boundary R is increasing 

in a for fixed b, while below it, R is decreasing in 

both a and b. 
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Larger, denser problems are better for the double

basis method in storage and the update, and they will also 

tend to fall above the line b = c/3, where the TRAN ratio 

is bounded. Therefore, one question to ask is what combina

nations of size and density provide optimal placement in the 

region above the line in the sense of minimal R. Also, 

will these combinations provide optimal storage, update, and 

overall performance. 

According to our results, denisty is the more im

portant factor in determining b, and consequently in de

termining which problems fall above or below the line 

b = c/3. For problems falling below, larger, denser problems 

demonstrate, as expected, a more favorable TRAN ratio for the 

double-basis method. 

Also plotted in Figure 8.1 are points determined by 

the (a,b) .values of the problems. The value a was taken 

to be the n~~ber of nonzeros in the refactorization of the 

optimal basis, and the b values were taken from Table 7.7, 

Average nonzero growth. The locations of these points can 

be compared with Table 7.6, which gives the experimental 

values of R for ear.h problem (ratios of average TRAN 

times) . 
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Generally, the double-basis method performed best, in 

both storage and speed, on larger, denser problems. Judging 

from Tables 8.2 and 8.3, the method has promise, and should 

be tested further. It is reasonable to believe that it would 

outperform the standard method, in both storage and speed, 

on problems of greater density than those that were available 

to us. 

In cases where in-core solution of an LP by the 

standard method is not possible, the double-basis method 

also holds promise. For such problems the reduced storage 

required by the double-basis method could allow the problems 

to be solved in-core, and hence, much faster. 

Between double-basis versions, the LU is invari

ably faster in the TRAN's and overall, while the explicit 

update is faster in 5 of 16 tests. These were five of 

the six problems with greatest maximum nonzero gro\,lth in the 

G factorization in the LU version (see Table 7.8), so 

the fixed number of entries in the explicit G-1 would 

compare most favorably in these problems. 

Two sources of uncertainty in the co~parison of the 

double-basis method to the standard method could be eliminated, 

the first by forcing both methods to follow th~ same path to 

optimality. For the second, tests should be conducted to 
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determine the optimal refactorization frequency for each 

method on each problem, and then comparisons made. 

In order to retain maximum benefits (storage and 

speed) from the double-basis update, G could be refactored 

when it reaches a certain dimension, or number of nonzeros. 

Also, since --1 
B is used for several iterations, 

it might be advantageous to refactor if the number of non-

zeros in the basis is thought to be. near a Low at a 

particular iteration. 

Let us emphasize that the double-basis method, which 

is a compact inverse method, handles only the constraint 

portion of the optimization problem. Therefore, it could be 

employed in solving linearly constrained nonlinear problems. 



SELECTED BIBLIOGRAPHY 

[1] Ali, A., R. V. Helgason, J. L. Kennington, and H. Lall, 
"Primal-simplex network codes: State-of-the-art 
Implementation Technology", Networks 8 (1978) 
315-339. 

[2] Aonuma, T., "Two-Level Approach to Dynamically De
composing a Linear Planning Model", Working Paper 
No. 26 (Kobe University of Commerce, Tarumi, Kobe 
655, Japan, 1975). 

[3] Aonuma, T., "Hiera.rchical Decomposition in Dynamic 
Linear Models", Working Paper No. 31 (Kobe University 
of Commerce, Tarumi, Kobe 655, Japan, 1976) • 

[4] 
. 

Anouma, T., "A Nested !vlulti-level Planning 
to a Multi-period Linear Planning Model", 
Paper No. 35 (Kobe University of Commerce, 
Kobe 655, Japan, 1977). 

Approach 
'Vlorking 
Tarumi, 

[5] Anouma, T., "A Two-level Algorithm for Two-stage 
Linear Programs", Journal of the Operations Research 
Society of Japan 21 (1978) 171-187. 

[6] Anouma, T., "An extension of the Two-level Algorithm 
to Optimizing Weakly Coupled Dynamic Linear Systems", 
Working Paper No. 41 (Kobe University of Commerce, 
Tarumi, Kobe 655, Japan, 1978). 

[7] Barr, R • S.,' F. Glover, and D. Klingman, "An Im
proved version of the Out-of-kilter Method and a 
Comparative Study of Computer Codes", ~1athematical 
Programming 7 (1974) 60-87. 

[8] Barr, R. 5., F. Glover, and D. Klingman, "The Alter
nating Basis Algorithm for Assignment Problems", 
Mathematical Programming 13 (1977) 1-13. 

[9] Barr, R. 5., F. Glover, and D. Klingman, "Enhance
ments of Spanning Tree Labelling Procedures for 
Network Optimization", INFOR 17 (1979) 16-34. 

86 



[10] Bartels, R. H. and G. H. Golub, "The Simplex Method 
of Linear Programming Using LU Decomposition", 
Communications of the Association for Computing 
Machinery 12 (1969) 266-268. 

[11] Beale, E. M. L., "The Simplex J1.1ethod Using Psuedo
basic Variables for Structured Linear Programming 
Problems", in: R. L. Graves and P. Wolfe, eds., 
Recent Advances in Mathematical Programming (McGraw
Hill Book Company, New York, 1963). 

[12] Benders,:.J. F., "Partitioning Procedures for Solving 
Mixed Variables Programming Problems", Numerische 
Mathematik 4 (1962) 238-252. 

[13] Bisschop, J. and A. Meeraus, "Matrix Augmentation 
and Partitioning in the Updating of the Basis 
Inverse", Mathematical Progra.mming 13 (1977) 
241-254. 

[14] Bland, R. G., "New Finite Pivoting Rules for the 
Simplex Method", Mathematics of Operations Research 
2 (1977) 103-107. 

[15] Bradley, G. H., G. G. Brown, and G. W. Graves, 
"Design and Implementation of Large--scale Primal 
Transshipment Algorithms", Management Science 24 
(1977) 1-34. 

[16] Dantzig, G. B., "Upper Bounds, Secondary Constraints 
and Block Triangularity in Linear Programming", 
Econometrica 23 (1955) 174-183. 

[17] Dantzig, G. B., Linear Programming and Extensions 
(Princeton University Press, Princeton, N. J., 1963). 

[18] Dantzig, G. B. "Solving Staircase Linear Programs by 

87 

a Nested Block-angular Method", Technical Report 73-1 
(Department of Operations Research, Stanford University, 
Stanford, California, 1973). 

[19] Dantzig, G. B. and R. M. Van Slyke, "Generalized Upper 
Bounding Techniques", Journal of Computer and System 
Sciences 1 (1967) 213-226. 

[20] Dantzig, G. B. and P. Wolfe, "The Decomposition 
Algorithm for Linear Programming", Operations 
Research 8 (1960) 101-111. 



[21] Forrest, J. J. H. and J. A. Tomlin, "Updated Tri
angular Factors of the Basis in the Product Form 
Simplex Method", Mathematical Programming 2 (1972) 
263-278. 

88 

[22] Fourer, R., "Sparse Gaussian Elimination of Staircase 
Linear Systems", Technical Report SOL 79-17 (Systems 
Optimization Laboratory, Department of Operations 
Research, Stanford University, Stanford, California, 
1979). 

[23] Gay, D., "On Combining'the Schemes of Reid and Saunders 
for Sparse LP Bases", in: I. Duff and G. Stewart, eds., 
Sparse Matrix Proceedings (SIru1, Philadelphia, 1978). 

[24] Geoffrion, A. M., "Elements of Large Scale Mathe
matical Programming", Management Science 16 (1970) 
651-691. 

[25] Geoffrion, A. M. and G. l'j. Graves, "Multicornmodity 
Distribution System Design by Benders Decomposition", 
Management Science 20 (1974) 822-844. 

[26] Glover, F., D. Karney, and D. Klingman, "Implementa
tion and Computational Comparisons of Primal, Dual 
and Primal-dual Computer Codes for I1inimurn Cost 
Newwork Flow Problems", Networks 4 (1974) 191-212. 

[27] Glover, F., D. Karney, D. Klingman, and A. Napier, 
"A Computational Study on Start Procedures, Basis 
Change Criteria, and Solution Algorithms for Trans
portation Problems", ~1anagement Science 20 (1974) 
793-813. 

[28] Glover, F., and D. Klingman, "On the Equivalence of 
Some Generalized Network Problems to Pure Network 
Problems", Mathematical Programming 4 (1973) 269-278. 

[29] Glover, F., D. Klingman, and J. Stu·cz, "Augmented 
Threaded Index Hethod for Network Optimization", 
INFOR 12 (1974) 293-298. 

[30] Glover, F., D. Klingman, and 
of the Augmented Predecessor 
eralized Network Problems", 
7 (1974) 377-384. 

J. Stutz, "Extensions 
Index Method to Gen
Transportation Science 



[31] Graves, G. W. and R. D. McBride, "The Factorization 
Approach to Large Scale Linear Programming", Mathe
matical Programming 10 (1976) 91-110. 

[32] Ho, J. K. and E. Loute, "A Set of Staircase Linear 
Programming Test Problems", Hathematica1 Programming 
20 (1981) 245-250. 

89 

[33] Kallio, M., "On the Simplex Method using an Artificial 
Basis" , v10rking paper (Helsinki School of Economics, 
Helsinki, Finland, 1979). 

[34] Kallio, M. and E. L. Porteus, "Estimating Computa-: 
tiona1 Effort for Linear Programming Algorithms", 
Research Paper No. 239 (Graduate School of Business, 
Stanford University, Stanford, California, 1975). 

[35] Kallio, M. and E. L. Porteus, "Triangular Factoriza
tion and Generalized Upper Bounding Techniques", 
Operations Research 25 (1977) 89-99. 

[36] Kallio, M. and E. L. Porteus, "A Class of Methods for 
Linear Programming", Mathematical Prograrmning 14 
(1978) 161-169. 

[37] Kennington, J. L., "A Survey of Linear Cost Mu1ti
commodity Network Flows", Operations Research 26 
(1978) 209-236. 

[38] Kennington, J. L. and R. V. He1gason, "711gorithms for 
Network Programming (John Wi'ley & Sons, New York, 
1980). 

[39] Lasdon, L. S., Optimization Theory for Large Systems 
(The Macmillan Company, New York, 1970). 

[40] McBride, R. D., "Dynamic Generalized Upper Bounding", 
Operations Research 26 (1978) 365-369. 

[41] McBride, R. D., "A Spike Collective Dynamic Factoriza
tion A1gorgithm for the Simplex Method", Management 
Science 24 (1978) 1031-1042. 

[42] HcBride, R. D., "A Bump Triangular Dynamic Factoriza
tion Algorithm for the Simplex l-Iethod", ,Hathematica1 
Programming 18 (1980) 49-61. 



90 

[43] Marsten, R. E., "The Design of the XMP Linear Program
ming Library", Association for Computing Machinery 
Transactions on Mathematical Software 7 (1981) 481-497. 

[44] I-larsten, R. E. and F. Shepardson, "A Double Basis 
Simplex l>1ethod for Linear Programs with Complicating 
Variables", Technical Report No. 531 (Ma.nagement In
formation System Department, University of Arizona, 
Tucson, 1978). 

[45] Murtagh, B. A. and r~. A. Saunders, "MINOS -- a Large
scale Nonlinear Programming System (for Problems with 
Linear Constraints) -- User's Guide", Technical Report 
SOL 77-9 (Systems Optimization Laboratory, Department 
of Operations Research, Stanford University, Stanford, 
California, 1977). 

[46] Orchard-Hays, W., Advanced Linear Programming Com
puting Techniques (r~cGraw-Hill Book Company, New 
York, 1968). 

[47] Perold, A. F., "A Degeneracy Exploting LU Factoriza
tion for the Simplex Method", Mathematical Program
ming 19 (1980) 239-254. 

[48] Perold, A. F. and G. B. Dantzig, "A Basis Factoriza
tion Method for Block Triangular Linear Programs", 
in: I. S. Duff and G. W. Stewart, eds., Sparse Matrix 
Proceedings (SIAM, Philadelphia, 1978). 

[49] Reid, J. K., "Fortran Subroutines for Handling Sparse 
Linear Programming Bases", Report AERE-R 8269 
(AERE Harwell, Oxfordshire, 1976). 

[50] Ried, J. K., "Solution of Linear Systems of Equations: 
Direct Methods (General)", in: A. Dold and B. 
Eckmann, eds., Sparse Matrix Techniques (Springer
Verlag, New York, 1977). 

[51] Saunders, M. A., "Large-scale Linear Programming 
Using the Cholesky Factorization", Report STAN-CS-
72-252 (Department of Computer Sciences, Stanford 
University, Stanford, California, 1972). 

[52] Saunders, M. A., "The Complexity of LU Updating in 
the Simplex Method", in: R. S. Anderssen and R. P. 
Brent, eds., The Complexity of Computational Problem 
Solving (University of Queensland Press, St. Lucia, 
Queensland, 1976). 



91 

[53] Saunders, H. A., "A Fast, Stable Implementation of the 
Simplex Method Using Bartels-Golub Updating", in: 
J. R. Bunch and D. J. Rose, eds., Sparse Matrix 
Computations (Academic Press, New York, 1976). 

[54] Saunders, M. A., "MINOS System Manual", Technical 
Report SOL 77-31 (Systems Optimization Laboratory, 
Department of Operations Research, Stanford University, 
Stanford, California, 1977). 

[55] Shepardson, F. and R. E. Marsten, "A Lagrangean Re
laxation Algorithm for the Two Duty Period Scheduling 
Problem ll

, Management Science 26 (1980) 274-28~. 

[56] Tomlin, J. A., IIModifying Triangular Factors of the 
Basis in the Simplex Method ll

, in: D. J. Rose and R. 
A. Willoughby, eds., Sparse Matrices and Their 
Applications (Plenum Press, New York, 1972). 

[57] Tomlin, J. A., IIPivoting for Size and Sparsity in 
Linear Programming Inversion Routines ll

, Journal of 
the Institute of Hathematics and its Applications 
10 (1972) 289-295. 

[58] Winkler, C., IIBasis Factorization for Block-angular 
Linear Programs: Unified Theory of Partitioning and 
Decomposition Using the Simplex Method ll

, Technical 
Report SOL 74-19 (Systems Optimization Laboratory, 
Department of Operations Research, Stanford University, 
Stanford, California, 1974). 

[59] Wolfe, P. and L. Cutler, IIExperiments in Linear 
Programming II , in: R. L. Gr.'aves and P. Wolfe, eds., 
Recent Advances in 1-1athematical Programming (McGraw
Hill Book Company, New York, 1963). 

[60]Wollmer, R. D., IIA Substitute Inverse for the Basis 
of a Staircase Structure Linear Program ll

, Mathematics 
of Operations Research 2 (1977) 230-239. 


