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ABSTRACT 

Coded-aperture imaging without detector motion can be used to 

reconstruct three-dimensional radionuclide distributions in the context 

of nuclear medicine. This approach offers several advantages over the 

rotating gamma-ray camera systems presently employed in the clinic. 

These advantages include improved sensitivity, potentially better spatial 

resolution, and the capability of doing dynamic studies. There are two 

problems associated with the coded-aperture approach, however. First, 

the data is "multiplexed", which refers to the fact that many line 

integrals of the source distribution are combined together and not 

measured individually, so that information is lost. Second, the number 

of resolvable detector elements is typically an order of magnitude less 

than the number of object elements to be reconstructed, so that the 

reconstruction problem is underdetermined. Consequently, the 

reconstruction is not unique. By using various types of a priori 

information in forming the reconstruction, however, it is possible to 

augment the incomplete data set. 

Two algorithms are presented to reconstruct objects from their 

coded-image projections and various types of a priori information. The 

first, a Monte Carlo algorithm, is a flexible and computationally 

efficient approach using the a priori knowledge of positivity and 

nearest-neighbor correlation. This algorithm is used to qualitatively 

explore the effect of the data-taking geometry on reconstruction 

performance. The second algorithm is a linear estimator incorporating 

ix 



as a priori knowledge completely general first- and second-order 

statistical information about the object class to be reconstructed. The 

linear-estimator formalism also provides a minimum-variance expression 

for system optimization. This linear algorithm is used to explore the 

effects of correct and incorrect a priori information on reconstruction 

performance, and to quantitatively investigate reconstruction quality 

with respect to data-taking geometry. 
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CHAPTER 1 

INTRODUCTION 

Today much emphasis is being placed on determining the three

dimensional structure of the human body for clinical purposes. 

Radiological imaging has expanded from its initial task of providing two

dimensional x-ray projections of the body to its present capability of 

providing fully three-dimensional information about the body. In 

addition, such three-dimensional information is not limited to x-ray 

attenuation values. Ultrasound, nuclear medicine, and magnetic resonance 

imaging each provide different diagnostic information based on their 

respective physical processes. All of these imaging modalities have the 

common problems of maximizing imaging resolution, maximizing image 

signal-to-noise, and minimiz:!.ng patient risk, cost, and data aquisition 

time, as well as producing as few artifacts as possible ira the results 

presented to the clinician. Thus each of these modalities is the focus 

of active research, since the above require~ents usually conflict with 

each other. 

In this dissertation the problem of reconstructing three

dimensional object distributions in the nuclear-medicine modality is 

analyzed, with consideration given to optimization of the data-taking 

system. The thrust of this analysis is to investigate a rather 

unconventional data-taking geometry consisting of stationary coded 

apertures. 

1 



Nuclear Medicine 

Nuclear medicine is the branch of diagnostic radiology that 

involves ingestion or injection of a pharmaceutical tagged with a 

radioactive label into the human body. The pharmaceutical is chosen to 

interact with a particular target organ of the body. The level of 

performance of the organ of interest can be determined by the rate of 

uptake and spatial distribution of uptake of the pharmaceutical. 

Abnormalities, such as tumors or cysts, can also be detected by the 

pattern of uptake. In x-ray imaging, anatomy is determined; in nuclear 

medicine, function is determined. 

The interaction of the pharmaceutical with the body can take 

various forms. An example of a non-metabolic interaction is the 

2 

trapping of the pharmaceutical, in the form of microspheres, in a 

filtering organ such as the liver. Areas with abnormal pharmaceutical 

uptake may indicate the presence of space-occupying disease. Another 

type of interaction occurs when the pharmaceutical itself is chemically 

metabolized by the organ. The presence or absence of the pharmaceutical 

is then again a possible indication of how well the organ is functioning. 

An example of such an interaction is amphetamine metabolism in the brain 

(Holman et a1. 1983). 

The distribution of the pharmaceutical in the body is determined 

by detecting the gamma-ray photons that are given off by the 

pharmaceutical's radioactive label. These photons, each with an energy 

on the order of a hundred thousand electronvolts (100 keV), arise from 

the decay of radioactive nuclei that make up the label. For example, 



the common radioactive label 99mTc has a photon energy of 140 keV. The 

photons have no preferred direction of emission from the nuclei; they 

are isotropically emitted into the entire sphere. Because these photons 

have such high energy, they cannot be reflected or refracted by 

conventional materials, so that the detection system has no alternative 

but to selectively block the photons so that a meaningful data set can 

be produced. This photon blocking is conventionally performed by 

parallel-hole collimators. Such collimators are placed in front of 

detectors that can respond to gamma rays. Each collimator hole allows 

only photons restricted to a narrow cone to fallon the detector 

surface. As seen from a volume element in the organ emitting the 

radiation, the fraction of all the photons emitted by that element going 

into a given collimator hole is simply the solid angle of the hole as 

seen by the element divided by the solid angle of the entire sphere. In 

-It 
general this fraction is quite small, on the order of 2-4 x 10 • This 
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small fraction of transmitted photons per object element, along with the 

desire to minimize the radiation dose given to the patient, results in 

relatively few photons being available to form the nuclear-medicine 

image. The low photon number creates Poisson noise in the image. This 

type of noise is usually not of concern in conventional optics, but 

Poisson noise is an important degradation in nuclear-medicine imaging. 

The device that detects the pharmaceutical radiation is usually 

a gamma-ray camera that is either fixed or free to rotate around the 

patient. Such a camera, sometimes referred to as an Anger c~mera after 

its inventor (Anger 1964), consists of a disk-like crystal in front of a 

bank of photomultiplier tubes arranged in a two-dimensional pattern. 
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When a high-energy photon that successfully passes through the 

collimator strikes the crystal, a shower of low-energy photons, 

generally in the visible range, are produced and emerge from the back of 

the crystal. The spatial distribution of this shower of secondary 

photons depends upon where the initial photon hit the crystal. The 

photomultiplier tubes detect the secondary photons, and the position of 

the original photon is estimated from the relative strengths of the 

photomultiplier signals. 

Much imaging in nuclear medicine is done using a stationary Anger 

camera. Such a system provides a single planar view of the three

dimensional structures of the body emitting the gamma radiation. The 

advantages of this approach are that the system is simple and easy to 

use, and the physician can use the gamma-ray image directly without 

having to go through a reconstruction step. The major disadvantage, 

though, is that the image consists of overlapping structures. There is 

no depth information available with such a single projection, and small 

structures of interest may be obscured by larger structures lying along 

the line of sight. The resolution of the camera's collimator changes 

with distance from the collimator as well, so that objects farther from 

the collimator will be blurred more than objects close to the 

collimator. In this way small structures may disappear as they get 

farther from the camera. In addition, the gamma rays are attenuated by 

the tissue of the body, so that structures farther from the camera 

contribute fewer photons to the final image. This effect increases the 

difficulty of imaging weakly emitting structures deep within the body. 

Closely related to the attenuation of the photons is the Compton 



scattering process. This process will be present regardless of the 

detecting system used in single-photon imaging and creates an additional 

form of noise in the data. 
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In the last few years systems employing an Anger camera that 

rotates completely around the patient have been developed commercially. 

This technique, called single-photon emission computed tomography (SPECT) 

(Graham 1983, Keyes 1982, Myers and Fazio 1981, Budinger 1980), produces 

full three-dimensional reconstructions of the activity distribution in 

the body, and is modeled after X-ray computed tomography. The camera 

moves to the desired position, usually stops to record a projection, then 

moves to the next position to repeat the process. The camera moves 

typically 180 to 360 degrees around the patient, recording on the order 

of a hundred views. If the total acquisition time is 30 to 45 minutes, 

each view is recorded for about 20 to 30 seconds. Such a system 

involves a reconstruction step to go from the multiple two-dimensional 

views to the full three-dimensional tracer distribution. The better 

reconstruction algorithms involve attenuation correction (Gullberg et al. 

1982, Pelletier et al. 1982), and work is continuing on ways to reduce 

contrast loss from scatter (Beck, Jaszczak, and Starmer 1982). 

There are two primary disadvantages of the rotating camera 

systems. First, the parallel-hole collimator is used as in the case of 

the fixed camera, with its associated problem of resolution falloff with 

distance from the collimator. Consequently, resolution in the 

reconstruction is limited to a few centimeters. Second, dynamic studies 

are difficult with the rotating camera systems. In the 30 to 45 minutes 

required to scan the patient, the dynamic change of the pharmaceutical 



distribution, lasting perhaps only seconds or minutes, will have been 

completely integrated away. 

For completeness, positron emission tomography (PET) is now 

briefly described (Cho et ale 1977). Certain nuclei give off positrons 

when they decay, and when the positrons interact with electrons they 

annihilate each other, giving off two gamma rays that go in directions 

approximately 180 degrees apart to conserve momentum. If the two 

photons can be coincidentally detected by two of many gamma-ray 

detectors arranged around the patient, then a line through the object is 

defined. By building up many such coincident events, the line 

projections through the object are eventually obtained, as in SPECT. 

Reconstruction algorithms similar to those used in SPECT can then be 

used on the PET data. 
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There are several advantages to this approach. The resolution 

with PET is better than with SPECT. This is so because PET doesn't use a 

collimator, avoiding the problems of resolution falloff discussed above. 

The photon detection efficiency of PET is also enhanced because of the 

lack of a collimator. Furthermore, attenuation can be conveniently 

included in the reconstruction algorithm, and many scattered photons can 

be eliminated through the coincident-detection process. More recently 

time-of-flight measurements have been made possible, so that the 

annihilation event can be localized along the ray, further improving 

resolution. Also, the types of nuclei that emit positrons include 

carbon, oxygen, nitrogen and fluorine, which can be used to tag virtually 

any molecule of biological interest. The primary disadvantage of PET is 

that facilities wishing to do PET imaging must have their own cyclotron, 



which is necessary to produce the short-lived isotopes required. Such a 

device is usually prohibitively expensive. 

Coded-Aperture Imaging 

7 

An unconventional imaging system using coded apertures has 

certain characteristics that offset the disadvantages described above for 

the rotating Anger camera. A coded aperture is typically a lead plate 

with various openings that allow gamma rays to pass. The spatial 

distribution of these openings is referred to as the code. These 

openings can be in the form of pinholes (Paxman, Smith, and Barrett 1984; 

Paxman 1984; Bizais et a1. 1983a,b; Tipton, Dowdy, and Stokely 1976; 

Chang et a1. 1974; Dicke 1968), annuli (Simpson 1978), Fresnel zone 

plates (Barrett 1972; Rogers et a1. 1972), or some other spatial 

distribution. A point source of gamma radiation casts a geometrical 

shadow of the code onto the gamma-ray detector, which can again be the 

Anger camera detector. The size of this shadow encodes the distance of 

the source from the coded aperture, and the location of the shadow on 

the detector encodes the lateral position of the source. 

The choice of a coded aperture for an imaging system will depend 

upon the types of objects to be imaged and the questions to be asked 

about the objects. A starting point in the discussion of a coded

aperture configuration should be that it is straightforward to analyze. 

Coded apertures consisting of randomly placed pinholes satisfy this 

requirement. This dissertation will be limited to such apertures, 

configured in one and two dimensions. 
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A pinhole aperture produces a projection of the object 

distribution that is a series of line integrals through the object. In 

contrast to the parallel-line integrals of the parallel-hole collimator, 

though, these line integrals converge at the pinhole. A more important 

distinction, however, is that the resolution drops off more slowly with 

distance from the pinhole than it does with distance from the collimator 

(Barrett and Swindell 1981, pp.127,171). Thus the resolution capability 

of the system deep within the object may be intrinsically better than 

that of a parallel-hole collimator. Furthermore, the fraction of 

photons from an object element transmitted by a single pinhole is 

comparable to the fraction transmitted by a collimator (Barrett and 

Swindell 1981, p.174). Therefore, if we have N pinholes in the aperture, 

the number of photons transmitted is roughly N times the number 

transmitted by the collimator, neglecting vignetting effects. A similar 

increase cannot be accomplished with the parallel-hole collimator 

without a significant loss in resolution (i.e., the bore holes must be 

increased in diameter). It is shown in Chapter 5 that the signa1-to

noise ratio (SNR) in the data scales as the square root of the number of 

detected photons if the noise satisfies Poisson statistics, so that this 

increase in photons can be a significant improvement in data quality, at 

least for some kinds of objects. It remains to be seen, however, 

whether the improvement of data SNR also results in an improvement of 

final reconstruction quality when comparing pinhole systems to 
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collimator systems. The reconstruction algorithm of the pinhole system 

may require a data set with a higher SNR than that of the collimator 

system, to achieve reconstructions comparable to those of the collimator 

system. 

For a SPECT system to get a full data set, many sets of 

parallel line integrals must be obtained by rotating the camera around 

the patient. In pinhole imaging, each pinhole projects non-parallel line 

integrals onto the detector as discussed above. One stationary pinhole 

cannot sample enough projections to form a good data set, though. In 

principle, then, it is necessary to place many pinholes around the object 

to sample as complete a set of line integrals as possible. One could 

have a single coded aperture with its detector rotate around the 

patient, but this would introduce a problem already associated with 

SPECT, namely that dynamic studies would be ruled out for the reason 

described above. The alternative to detector motion, then, is to have 

many coded-aperture cameras placed around the object, simultal.leOusly 

taking data. With such a fixed detector geometry, dynamic studies would 

be possible. The critical factor in such a system is that enough line 

integrals through the object are being measured. The role of system 

optimization, then, is to maximize the line-integral information, while 

at the same time collecting as many photons as possible. Figure 1.1 

shows two orthogonal two-dimensional coded apertures, each consisting of 

randomly placed pinholes, that project the subject's three-dimensional 

radiopharmaceutical distribution onto two orthogonal two-dimensional 

gamma-ray detectors. This system would be optimized by finding the best 

pinhole code for each aperture, given the imaging task at hand. 
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Fig. 1.1. A three-dimensional coded-aperture system incorporating 
orthogonal views. 
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There are two serious disadvantages with such a fixed coded

aperture system. First, many line integrals of the object may converge 

on a single detector, since each detector "sees" photons coming from 

many pinholes. This results in a mixing, or "multiplexing" of the data 

that has to be sorted out. The mUltiplexing increases with increasing 

pinhole number. Second, the number of volume elements in the object may 

be an order of magnitude greater than the number of detector elements 

surrounding the object. This leads to an ill-posed problem that is 

seriously underconstrained. Such problems do not have unique solutions, 

so that incorporation of any a priori knowledge about the object must be 

used to develop a unique reconstruction. 

The motivation exists, therefore, to develop a flexible three

dimensional reconstruction algorithm that can handle multiplexed coded

image data, simultaneously incorporating a priori information into the 

reconstruction process. In addition, a method is desired that can 

evaluate various coded-aperture projection geometries. 

Scope of this Dissertation 

This dissertation addresses both of the tasks just outlined. Two 

algorithms, one a nun-linear Monte Carlo method. the other an optimal 

linear estimator, are developed in the context of nuclear medicine to 

reconstruct objects from their coded-aperture projections, incorporating 

various a priori knowledge. Using the linear estimator, a closed-form 

expression is then derived for the evaluation of coded-aperture systems, 

given a class of training objects to be reconstructed. 
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The dissertation is organized as follows. Chapter 2 presents a 

review of relevant work. In Chapter 3 the Monte Carlo reconstruction 

algorithm incorporating a simulated annealing process is presented and 

then used to qualitatively explore various one- and two-dimensional 

data-taking geometries, as well as the annealing procedure. Chapter 4 

develops linear estimation theory, which is then applied in Chapter 5 to 

the reconstruction problem in coded-aperture imaging and compared to the 

Monte Carlo algorithm. Chapter 5 also presents an example of system 

optimization for a simple coded-aperture system using the cost function 

derived in Chapter 4. A summary of this work is presented in Chapter 6, 

along with some directions for future research. 



CHAPTER 2 

PREVIOUS WORK 

In this chapter previous work on the problem of reconstructing 

objects from their coded-images is reviewed. Because the reconstruction 

problem can be formulated in terms of minimizing a cost function as 

described in Chapter 3, some discussion of optimization techniques will 

also be included. 

Three-Dimensional Reconstruction Techniques in Coded-Aperture Imaging 

One of the earliest applications of coded apertures to diagnostic 

medicine was that of the Fresnel zone plate (Barrett 1972; Rogers et a1. 

1972). A shadow of the zone plate is cast onto a detector, such as 

film, by each point source in the object. The size of this shadow zone 

plate encodes the depth information of the source, and the displacement 

of the shadow encodes the lateral position of the source. Because the 

Fresnel zone-plate pattern represents the interference pattern between a 

spherical wave and a plane wave, the coded image can be thought of as a 

hologram of the original object, formed not by diffraction but by 

geometrical ray tracing. By reducing the scale of the coded image, each 

encoded Fresnel zone plate becomes small enough to diffract visible 

light. In fact, the diffraction of the zone plate focuses a 

monochromatic plane-wave reference beam to a point. The relative 

position of the point corresponds to the position of the gamma-ray 

emitting point source that was present in the original object. Thus by 

13 
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illuminating the reduced coded image with coherent, monochromatic light, 

a reconstruction of the object is produced as the sum of these point 

sources. The low-contrast images associated with unwanted diffraction 

terms can be overcome with off-axis zone plates (Barrett and 

Horrigan 1973). 

A major problem associated with this approach and others to be 

discussed is that a single coded aperture suffers from a limited viewing 

angle. It has been shown (Chiu et ale 1979) that such restricted views 

can provide only limited information about the three-dimensional Fourier 

space of a volume object. In fact, the regions about which information 

is missing take the shape of two cones in a distorted Fourier space. The 

axes of these cones are perpendicular to the plane of the coded 

aperture, with the vertex of each cone touching the origin of the 

distorted Fourier space. To fill in these missing cones more than one 

view is required. Such multiple-view systems will be discussed later. 

Another linear technique is Fourier multiaperture emission 

tomography (FMET) (Renaud, Joy, and Gilday 1979). Here many coded images 

of a three-dimensional object are taken one after the other, each one 

with a different coded aperture. The coded apertures are clipped (fully 

transmitting or opaque) Beseel functions of order zero, with each 

aperture's Bessel function having a different scale. In the Fourier 

domain, the Bessel functions transform to ring delta fucntions, so that 

each coded image's Fouri€r transform contains information lying along 

rings in the Fourier space of the object. In fact, rings of different 

radii in the Fourier transform of the coded image correspond to rings of 

different radii at different depth planes in the Fourier transform of the 
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three-dimensional object. By changing the scale of the the Bessel 

functions each time a coded image is recorded, a different set of rings 

is mapped out. This technique still suffers from the missing cone 

problem in the Fourier domain, however, because of the single-view 

geometry. 

An interesting coded-aperture technique that samples individual 

points in Fourier space is the Fourier aperture (Chou and Barrett 1978). 

This coded aperture consists of two lead gratings that can be rotated 
, 

with respect to each other, producing a moire pattern that simulates a 

grating with a variable frequency, phase, and orientation. When this 

aperture is placed between the three-dimensional object and a single 

detector element, the detector response is proportional to a Fourier 

component in a distorted frequency space (Chiu et al. 1979). The Fourier 
, 

component measured depends on the spatial frequency of the moire 

pattern and on the detector-aperture-object distances. All possible 
, 

moire frequencies and orientations map out a plane passing through the 

origin in this distorted frequency space for a given detector position. 

This plane is perpendicular to the detector-aperture axis. Moving the 

detector and aperture will permit another plane to be mapped out. To 

map out the entire object's frequency domain with the desired resolution 

requires many unique aperture and detector configurations, however, 

which would not be practical in a clinical setting. 

A more general algebraic approach to reconstructing from coded-

aperture data is the singular value decomposition (SVD) technique (Paxman 

et al. 1985; Paxman 1984; Lefkoupoulos et al. 1982; Pratt 1978, p.126). 

In this formalism the coded image and original object are represented by 
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column vectors of different lengths, which are related by a rectangular 

matrix that corresponds to the coded-aperture projection operator. By 

finding the SVD of this matrix two sets of vectors are defined; one set 

spans the object space and the other set spans the data space. 

Decomposing the coded image into the data-space basis yields a series of 

coefficients. These coefficients, when weighted by the inverse of the 

singular values of the projection operator, form the coefficients of the 

reconstruction in the object-space basis. Noise amplification occurs 

when coefficients sensitive to noise are divided by small singular 

values, so truncation of such terms is required. Paxman (1984) developed 

a method called "system alignment" to attenuate these troublesome term:; 

by using a priori knowledge of the object class and noise statistics with 

the goal of optimizing the system by minimizing a global mean square 

error. This procedure will be discus Red further in Chapter 4. 

The SVD formalism is capable of handling much more general 

geometries than those discussed above. In particular, space-variant 

multiple views can be incorporated into the projection-operator matrix, 

to get around the "missing-cones" problem. Also, as demonstrated by 

Lefkoupolos et ale (1982), the projection-operator matrix can be found 

experimentally. This is done by placing a point source of radioactivity 

into the otherwise source-free object space (which, however contains the 

appropriate scattering medium) and recording a coded image. This coded 

image is effectively a column of the projection-operator matrix. By 

moving the point source through all possible pixel locations in the 

object space, all columns in the space-variant projection operator are 

found. This approach L1corporates attenuation, scattering, and detector 
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spatial distortion into the projection operator automatically. The SVD 

approach motivated the system-alignment concept of Paxman, which in turn 

motivated the linear-estimator approach to coded-aperture imaging to be 

discussed in Chapters 4 and 5. 

Reconstruction algorithms that are primarily iterative are now 

discussed. These iterative techniques employ a back-projection step that 

involves mapping the value of a given detector element back to all 

possible object elements that are visible to that detector element. The 

resulting back-projected object is usually the first estimate of the 

iterative algorithm. A popular iterative method has been the algebraic 

reconstruction technique (ART) (Herman, Lent, and Rowland 1973). This 

method involves projecting the ith object estimate through the system. 

The difference between these projections and the true data (which are 

projections of the original object) are formed, and this difference 

projection set is then back-projected to form a correction' estimate in 

object space. This correction estimate is added to the ith object 

estimate to form the i+1st object estimate. Convergence of this method 

to a reconstruction that satisfies the data constraints depends upon the 

nature of the projection. operator. This type of technique without 

modification is not guaranteed to reproduce good reconstructions, because 

noise in the data is back-projected to corrupt the estimate, and there is 

no mechanism to incorporate null functions into the estimates. A null 

function is a function in object space whose projections are identically 

zero. To improve this method, nonlinear constraints can be applied to 

the estimate at each iteration to force it to satisfy a priori 

information. This work will be discussed later in this section. 



Gindi (1982) has shown that ART is equivalent to Van Cittert iterative 

deconvolution. 
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An interesting coded-aperture system is the stochastic aperture 

(May, Akcasu, and Knoll 1974), to which the ART reconstruction process 

has been applied (Koral and Rogers 1979). This aperture consists of a 

uniformly-redundant array that moves in time past a detector. If the 

detector's time signal is correlated with a decoding function, which is 

usually a repeated version of the aperture code itself, then each 

detector yields essentially a pinhole view of the object. Detectors at 

different locations behind the aperture together provide tomographic 

information. Again, more than one viewing direction would be required to 

overcome the missing-cone problem in Fourier space. A drawback of this 

system is that the detector motion makes it unsuitable for dynamic 

studies. 

An approach incorporating static coded apertures consisting of 

25-element non-redundant arrays placed in orthogonal views is due to 

Tipton (1978). The object space is two-dimensional and is seen edge-on 

by the one-dimensional coded apertures. The decoding algorithm involves 

first finding the space-variant point spread function (PSF) of the 

projection-back-projection operation. This can be done by projecting 

each pixel in the object space to all detector elements visible to that 

pixel through the coded apertures. The detector elements are then back

projected through the coded apertures into the object space. By doing 

this procedure for each pixel of the object, the space-variant PSF due to 

projection followed by back-prOjection is determined. This PSF is turned 

into a "background" PSF by setting the center-point values of the PSF 
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equal to zero. The next step is to back-project the coded-image data 

formed from the original object. This back-projection is the first 

estimate of the reconstruction. Doing a space-variant "convolution" of 

this estimate with the background PSF yields a correction estimate that 

is subtracted from the first estimate, forming the second estimate. 

This process is repeated until convergence of the estimate is achieved. 

Note that this iterative-subtraction algorithm can be put into a form 

not unlike ART (Gindi 1982). The primary advance in this system was that 

it demonstrated one of the first uses of orthogonal coded apertures. 

Another example of a coded-aperture system is that of Ohyama 

(Ohyama, Honda, and Tsujiuchi 1981), where two different two-dimensional 

coded apertures are used in the same plane to take two different coded 

data sets of a three-dimensional object. These two apertures are used 

one at a time, so this technique is a form of multicoding. This method 

again suffers from the limited-view problem, but by choosing the two 

coded apertures carefully it is possible to shape the space-variant PSF 

of the system into a relatively sharp function for a given plane in the 

object space, simultaneously minimizing the PSF in out-of-focus planes. 

In practice out-of-focus behavior is actually bipolar. Two original 

estimates are found by back-projecting each aperture's coded image. 

These two estimates are then added to give the overall estimate. An 

ART-like algorithm is then used to improve the estimate, whose 

projections must ultimately agree with both coded images. 

An iterative reconstruction algorithm that makes explicit use of 

a priori knowledge is that of Gindi (1982). This method is demonstrated 

by reconstructing a two-dimensional object that consists of only a few 
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discrete lines projected within the two-dimensional plane through a 

single one-dimensional pinhole coded aperture. The discrete planes of 

the object are parallel to the aperture and coded-image plane. The 

viewing geometry is limited, but the discrete nature of the object and 

the a priori information produce a situation more favorable than in other 

limited-view geometries. A Van Cittert deconvolution is employed to do 

the reconstruction, but at each iteration various non-linear constraints 

can be applied to the estimate. Such constraints consist of positivity, 

lateral limits of the object, and power per discrete plane of the object. 

Good results were obtained with this algorithm for simple one

dimensional shapes in each object plane. The basic constraint set was a 

linear iteration (no constraint) followed by lateral, then positivity 

constraints. 

A less restricted iterative approach along similar lines has been 

developed by Paxman (Smith, P&xman, and Barrett 1985a; Paxman 1984). 

Here, the simulated object: to be reconstructed consists of a more 

realistic two-dimensional array of points instead of discrete and 

separate lines. Also, instead of a single one-dimensional pinhole 

aperture, two orthogonal one-dimensional pinhole apertures, again in the 

plane of the object, are employed. The Gindi iterative scheme with 

constraints is used to upgrade the first object estimate, now formed 

from back-projection of both coded ima.ges. The improvement of the 

reconstruction using orthogonal views is dramatic. Also, the a priori 

information consisting of positivity, lateral limits, and smoothing is 

demonstrated to quantitatively improve the reconstruction quality. 
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Coded-Aperture Imaging as an Optimization Problem 

The iterative methods just discussed attempt to reduce the 

difference between the projections of the reconstruction and the 

projections of the true object by using this difference to form a 

correction to the latest iteration of the object. In some cases a priori 

information has been introduced into the iterative process (Gindi 1982, 

Paxman 1984). Convergence depends upon the nature of the projection 

operator and the nature of the constraints. Each perturbation is global, 

in that the entire reconstruction is affected, and deterministic, in that 

the perturbation itself is a product of the iterative process. 

The reconstruction problem can be approached from an alternative 

viewpoint, however. By assuming that our reconstruction space consists 

of N elements with each element having a range of P distinct values, any 

reconstruction can be represented by a point in an N-dimensional 

configuration space. Each axis in this space corresponds to an element 

of the reconstruction, and the distance along the axis corresponds to 

the value, or brightness, of that element. This space consists of pN 

points, so that even a 64x64 pixel object with 16 grey levels per pixel 

1t096 
can represent 16 possible permutations, a number that makes the 

total number of electrons in the universe, 
80 

say about 10 , look 

infinitesimal. Such a space is much too large to exhaustively search for 

a reconstruction, so that various optimization schemes must be devised 

to quickly reject the vast number of possibilities, most of which would 

look like noise to a human observer. 
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Each point in this space can be assigned an energy or cost. The 

value of this energy can depend upon how close the reconstruction's 

projection is to the true object's projection, as well as on a priori 

information about the object. Such a priori information may be in the 

form of inequalities, such as positivity constraints, restricting the 

reconstruction's possible locations in the N-dimensional space. Other 

forms of constraints may yIeld an energy term that varies in some 

complicated way as the configuration space is traversed. The goal of 

the optimization approach is to intelligently move through the 

configuration space in a way that ultimately leads to a point with the 

best energy, whether this is a maximum or a miminum. How good the 

reconstruction represented by this point is depends upon how well the 

energy function models the requirements of the problem. In the coded

aperture problem, a first-order guess at an energy function would be 

quantitative agreement between the coded images of the object and the 

coded images of the reconstruction. Refinements to this energy function 

could include a priori information related to the statistics of the 

object class to be reconstructed, for example. A few techniques to find 

o?timum-energy solutions in the configuration space are now discussed. 

Linear programming (Noble and Daniel 1977) is a technique in 

which a linear function of N variables to be determined is either 

maximized or minimized subject to linear constraints. The constraints 

typically take the form of inequalities, and can be represented in the N

dimensional configuration space by bounding hyperplanes. The type of 

problem suited to this analysiS is typically overdetermined in the sense 

that there are more constraint equations than unknowns. In general 
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there is no solution to such a problem, which means that the hyperplanes 

do not intersect at a single point. Since the constraints are 

inequalities, however, there is a hypervolume of permitted values for 

the unknowns, providing the constraints are consistent. The hypervolume 

is a multifaceted shape with vertices where three or more planes cross. 

The linear cost function to be maximized or minimized is also a 

hyperplane in this N-dimensional space. As the value of this cost is 

changed, the hyperplane moves parallel to itself. The goal of lin~ar 

programming is to find the cost-function hyperplane that intersects the 

permitted hypervolume, simultaneously havlng the largest or smallest 

cost. This intersection point will generally occur at a vertex of the 

hypervolume, since the probability of a facet being parallel to the 

cost-function hyperplane is small. One way to find the optimum vertex 

is to calculate the cost function at all of the vertices, thus 

identifying the desired vertex by an exhaustive search. A more efficient 

way to find the optimum vertex is by the simplex method (Dantzig 1963). 

This algorithm starts at a vertex of this hypervolume and moves along an 

edge to that vertex that changes the value of the cost function the most 

in the desired direction. The process is continued until the optimum 

vertex is reached. 

Linear programming has applications in political, economic, 

social, and scientific areas where the optimization problem is amenable 

to the linear constraints and cost functions. Such constraints do not 

usually arise in the image reconstruction problem, though, since 



quadratic cost functions are often employed, as in this dissertation. 

Nevertheless this approach may have some advantage for suitably-posed 

reconstruction problems and should not be easily dismissed. 
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Projection onto convex sets (Youla and Webb 1982) is a more 

general procedure than linear programming for finding solutions in that 

non-linear constraints can be used as a priori information. In this 

approach each constraint is said to define a set of points that satisfy 

the constraint in the N-dimensional configuration space of all possible 

reconstructions. Associated with each set is a projection operator. The 

projection operator is defined to map a given point outside of the set to 

a point inside of the set that is closest, in the sense of distance in 

the configuration space, to the original point. If this mapping is unique 

then the set is called convex. Truncation of a binary image to positive 

values by simply clipping the negative values is an example of projecting 

onto the convex set of positivity. By applying consecutive projections 

onto the appropriate convex sets convergence to a reconstruction 

satisfying the known constraints can be demonstrated. This concept has 

been used to reconstruct Fourier magnitude from Fourier phase 

information (Levi and Stark 1983), and in extrapolation of band-limited 

functions (Lent and Tuy 1981). The important problem of retrieving phase 

from Fourier magnitude, though, involves non-convex sets, and 

convergence is not assured. A method called generalized projections 

(Levi and Stark 1984) has been developed to introduce relaxation 

parameters to aid convergence in this case. Projection onto convex sets 

may be a fruitful direction to pursue in the problem of reconstruction 

from coded imageB, but is not discussed further in this dissertation. 
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Finally, the technique known as simulated annealing (Kirkpatrick, 

Gelatt, and Vecchi 1983) based on an early Monte Carlo algorithm 

(Metropolis et al. 1953) is discussed. This method proceeds by randomly 

walking through the N-dimensional configuration space, seeking the 

points, i.e., reconstructions, that correspond to a minimum (or maximum) 

value of the cost function. As in the other methods described, some 

regions of this space will be out of bounds to viable reconstructions, so 

the walk doesn't proceed into these regions. The movement through the 

configuration space is accomplished by simply perturbing the 

reconstruction. This perturbation can be done on the individual pixel 

level, on a local level by perturbing groups of pixels simultaneously, 

or on a global level by perturbing the entire reconstruction. The cost 

function of the perturbed reconstruction is evaluated, and if the change 

in the cost function is in a desirable direction the perturbation is 

adopted. If the change is not desirable, there is still a non-zero 

chance of adopting the perturbation. This probability, which depends 

quantitatively upon the change in the cost function and the "temperature" 

of the reconstruction, is discussed in detail in Chapter 3. The 

temperature is a scalar quantity associated with the reconstruction, and 

is used as a parameter to optimize the reconstruction performance. The 

reason this scalar is called a temperature is because of its role in the 

statistical-mechanical probability distribution used for adopting a 

perturbation. The higher the temperature, the more likely it is that the 

undesirable change will be accepted. Conversely, for very low 

temperatures, virtually no perturbations will be accepted that produce 

undesirable changes in the cost function. The process of annealing 
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refers to lowering the temperature of the reconstruction slowly enough 

so that local minima in the cost function can be avoided. If the 

temperature were always zero, the walk through configuration space 

would always be towards desirable values of the cost function, and if a 

local minimum were encountered there would be no way for the walk to 

continue. By introducing the possibility of increasing the cost function 

at a finite temperature, however, the walk could continue past the local 

mimimum if the temperature were high enough. This technique of 

annealing has been used successfully in the optimization of circuit 

design (Kirkpatrick, Ge1att, and Vecchi 1983). 

The simulated annealing method is well suited to the 

reconstruction problem in coded-aperture imaging because the change in 

the cost function can be calculated rapidly, and so it is the 

optimization technique of choice in this dissertation. The next chapter 

presents the algorithm and investigates the effects of annealing and 

data-taking geometry on reconstruction quality. 



CHAPTER 3 

MONTE CARLO RECONSTRUCTION WITH SIMULATED ANNEALING 

This chapter develops a Monte Carlo algorithm for reconstructing 

thr.ee-dimensional objects from their coded images. The algorithm is 

then used to qualitatively explore some two- and three-dimensional 

projection geometries with and without noise in the data. A Monte Carlo 

algorithm is chosen because of its flexibility, both with respect to 

handling multiplexed coded-image data and its ability to .incorporate ~ 

priori knowledge into the reconstruction. It also turns out that a 

savings in computer memory can be achieved in comparison with the linear 

estimator to be developed in Chapters 4 and 5. Another advantage of the 

Monte Carlo algorithm is its ability to incorporate the experimentally 

measured space-variant point spread function of the system, so that 

errors associated with mathematically modeling a real system can be 

avoided. Also, a "simulated annealing" procedure is defined to optimize 

the performance of the algorithm. 

Due to the demanding computational requirements of the full 

three-dimensional simulations, our preliminary results are confined to 

two-dimensional objects, projected through one-dimensional coded 

apertures to form one-dimensional coded images, as shown in Fig. 3.1. 

Each aperture is a uniformly redundant array (Wild 1983) of eight 

pinholes. Our object space is 64x64 pixels, and our data space is 2x256 

elements, so that we have an eight-to-one ratio of object points to data 
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aperture 2 
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Fig. 3.1. A two-dimenisonal system with one-dimensional coded 
apertures. 

Each aperture is a uniformly redundant array of eight 
pinholes. If the object is a square of side 1 unit, each 
aperture is 1.40 units long (the extreme pinhole separation) 
at a distance of 0.~5 unit from the square center, and each 
detector is 3.10 units long at a distance of 1.55 units from 
the square center. 
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points. Note that this geometry preserves an essential feature of the 

three-dimensional problem: restoration of depth information from a 

dimensionally-deficient data set. Note also that such simulations are 

clinically significant, since a collimator in the vertical dimension in 

the three-dimensional case would in fact give us this kind of data for 

reconstructing slice images. 

Simulated Annealing 

The simulated annealing algorithm is a Monte Carlo approach to 

the reconstruction problem. The reconstruction is perturbed one pixel 

at a time, the perturbation being a unit of brightness called a "grain" 

that is independent of the value of the pixel at the location of 

interest. A grain is randomly added to or subtracted from the 

reconstruction. The effect of this grain on the estimated coded image 

(Le., the coded image of the reconstruction at some given state of 

evolution) can be calculated by simply projecting the grain through the 

aperture using the projection operator, and finding the detector elements 

that are affected. To quantify the agreement between the coded image 

formed by the estimate and the true coded image, we can define an energy 

E as the mean square difference between the true and estimated coded 

images. As E goes to zero, the estimated coded image approaches the true 

coded image. If the grain brings the estimated coded image closer to 

the true coded image, then the grain is accepted into the reconstruction, 

and the estimated coded image is updated with the projections of this 

grain. If the grain takes the estimated coded image away from the true 

coded image, then the grain is not necessarily rejected, but is accepted 
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into the reconstruction with the Boltzmann probability distribution P(~E) 

from statistical mechanics: 

P(~E) = exp(-~E) 
kT (3.1) 

where ~E is the perturbation on the energy of the estimate by the trial 

grain, k is a constant (usually set to 1), and T is an effective 

"temperature" of the system. This is a form of the Metropolis algorithm 

(~letropolis et a1. 1953) recently applied by other workers (Kirkpatrick, 

Gelatt, and Vecchi 1983) to the optimization of integrated circuits. The 

larger T is, the greater is the probability of accepting a grain that 

takes the system away from agreement with the data. For T very small. 

only grains taking the system towards the data are accepted into the 

reconstruction. The virtue of accepting grains that take us away from 

the data in a statistical fashion is that such grains allow the system 

more freedom in adapting to the data; i.e., there is less chance of 

prematurely "freezing" the system into a suboptimal configuration. The 

concept of annealing naturally arises here. We want the temperature of 

the system to be lowered slowly enough so that the reconstruction is in 

"equilibrium" at all times. By equilibrium, we mean that, on the 

average, the number of grains accepted that raise the energy equals the 

number of grains that lower the energy. Ideally, the grain placement 

would be random within the reconstruction space, but experience has 

shown that structures develop in the reconstruction due to small 

correlations in the random number generator, so that a raster-scan 



(i.e., sequential) placement of the grain is used in practice. A priori 

information can be included as another energy term that competes with 

the coded-image energy. 
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Figure 3.3(a) is a reconstruction (at zero temperature; annealing 

is discussed below) of the phantom of Fig. 3.2 after 300,000 attempts at 

placing a grain. The grain size, which is initially 5 % of the maximum 

dynamic range allowed for the reconstruction, is automatically reduced 

as the estimate evolves, thereby improving final convergence of the 

estimate's coded images to the true coded images. The constraints of 

positivity and smoothness have been used but an outer boundary has not 

been imposed. The smoothing is accomplished by adding a term to the 

coded-image energy that depends on the difference of the pixel value in 

question (in the reconstruction) from the average of its four nearest

neighbor values. If this difference is reduced by the addition or 

subtraction of the grain to that pixel, then the probability of accepting 

that grain is increased. 

The coded-image projections of Fig. 3.3(a) have a normalized rms 

difference of 0.6 % with respect to the true coded images. For 

completeness, we can define the normalized mean square error (NMSE) of 

the reconstruction with respect to the true object as the mean square of 

the difference image (true object minus the reconstruction) divided by 

the mean square of the true object. The NMSE of Fig. 3.3(a) is 1.7%. 

(We do not consider the NMSE of a single reconstruction to be a 

significant measure of the system performance. A superior measure would 

involve the difference between a class of objects and their 

reconstructions, which is developed from a theoreti.cal viewpoint in the 



Fig. 3.2. The 64x64 pixel object used in the two-dimensional 
reconstructions. 
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The grey levels are in the ratio of 4 (the brightest circle) 
to 2 (the next-brightest circle) to 1 (the large circle) to 0 
(the darkest circle and background). 



a b 

Fig. 3.3. Reconstructions of Fig. 3.2 using the Monte Carlo algorithm. 

(a) Positivity and smoothing constraints alone (no outer 
boundary). 
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(b) Reconstruction where the object is modeled as a 12.7 em 
diameter cylinder filled with water. 



next chapter.) A quantitative comparison of the Monte Carlo 

reconstruction of Fig. 3.3(a) with the true object is shown in Fig. 3.4. 
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A more realistic problem is presented by simulating a system 

where attenuation of the radiation by the medium is important. Given 

attenuation consistent with a 12.7 cm diameter cylinder (the outer 

boundary of the phantom) filled with water, the reconstruction of Fig. 

3.3(b) is produced, where a lateral-limit constraint is required in 

modeling the attenuation boundaries, in addition to the smoothing and 

positivity cons traints. This recons truc tion' s coded images agree to 

within 0.8 % of the true coded images, after 500,000 attempts at placing 

a grain. 

To explore the effect of annealing, three groups of 

reconstructions, each of three runs, are produced from noise-free data. 

One group has a temperature of zero throughout each run (quenched case), 

and the other two groups have their temperatures reduced to 50% and 

90% of their present values, respectively, whenever equilibrium is 

reached. Equilibrium is defined to occur whenever the number of grains 

with AE < 0 (always accepted) equal the number of grains accepted with 

AE > 0 to within 5%. The starting temperatures are high enough that the 

corresponding high-temperature reconstructions show no structure. In 

these nine runs, the trial grain size is fixed at 1 % of the 

reconstruction's maximum dynamic range, and the weight of the smoothing 

constraint (also fixed) is chosen to minimize the NMSE of the 

reconstruction (using the 50 % annealing schedule) with the true object. 

The quenched, 50%, and 90% schedules require 500,000, 1,000,000, and 

2,000,000 tries at placing a grain, respectively, before the system 



Fig. 3.4. Quantitative comparison of Fig. 3.3(a) with the original 
object. 
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In the profiles at right the dashed lines indicate the cross 
sections of the original object, and the solid lines indicate 
the cross sections of the reconstruction. All cross sections 
were made by averaging three adjacent horizontal lines, as 
shown by the white bars on the left. 
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reaches a state where virtually no grains are accepted. The rate at 

which convergence is reached is a function of the annealing schedule. 

Table 3.1 gives the final total energy (averaged over the three runs in 

each group) normalized to the 90% annealing schedule value for each 

group. It appears that annealing is not important with respect to the 

total energy, at least for the projection operator and constraints 

(smoothing, positivity) chosen. Interestingly, the annealing gives an 

NMSE (of the reconstruction with respect to the true object) that is 6% 

better than the quenched case, even though the NMSE is not contributing 

to the total energy directly. 

In Fig. 3.5 a plot of the total energy and smoothing energy 

versus the temperature for the 90% annealing schedule group is shown. 

Each point represents an average over three runs. The specific heat, 

dE(total)/dT, is plotted in Fig. 3.6 from the data of Fig. 3.5. Note that 

the peak in the specific heat occurs at the first significant drop in the 

smoothing energy. 

Multiplexing vs. Limited View Angle 

The problems of multiplexing and limited view angle are now 

qualitatively analyzed using the Monte Carlo algorithm. Figure 3.7(a) is 

a two-view reconstruction from multiplexed data identical to Fig. 3.3(a). 

Figure 3.7(b) is again a two-view reconstruction, but the data are not 

corrupted by multiplexing in this case. To un-multiplex the data, it is 

necessary to model the system by opening each pinhole sequentially, so 

that the views do not overlap_ In other words, each pinhole has its own 

detector array, so that there are eight independent pinhole projections 



37 

Table 3.1. The Results of Annealing 

ANNEALING SCHEDULE 
E /E (90%' total total ) NMSE/NMSE(90%) 

Quench (T=O) 1. 007 1. 057 

50% (Tk+l 
0.5 x T

k
) 0.999 1.006 

90% (Tk+l 
0.9 x Tk) 1.000 1.000 



>
CD 
0:: 
W 
:c::: 
w 

(annealing schedule: 

\+1 = 0.9 x Tk) 

• TOTAL ENERGY 

o SMOOTHING ENERGY 

TEMPERATURE (arbitrary units) 

Fig. 3.5. The total energy and the smoothing energy versus the 
temperature. 

Each da ta point is the average of three runs using the 90 
percent annealing schedule. 
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(annealing schedule: Tk+l 

TEMPERATURE (arbitrary units) 

Fig. 3.6. The specific heat versus the temperature. 



Fig. 3.7. 
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a b 

c d 

Reconstructions using four different geometries without noise 
in the data. 

(a) Multiplexed, orthogonal-view geometry. 

(b) Unmultiplexed, orthogonal-view geometry. 

(c) Multiplexed, single-view geometry. 

(d) Unmultiplexed, single-view geometry. 
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from each coded aperture. If the two results are compared, it is 

surprising to note how little the multiplexing affects the fidelity of 

the reconstruction. However, limiting our detector geometry to a single 

view (classical coded-aperture tomography) results in the 

reconstructions of Figs. 3.7(c) and 3.7(d) for multiplexed and un

multiplexed data, respectively. Again, Figs. 3.7(c) and 3.7(d) show very 

little difference due to the multiplexing or lack of it in the data, but 

comparison of Figs. 3.7(a) and 3.7(c) or 3.7(b) and 3.7(d) demonstrate the 

importance of a full view angle. This result may appear obvious, but 

workers in the area of coded-aperture imaging have for the most part 

been content with reconstructing from just such a limited data set as 

used in Figs. 3.7(c) or 3.7(d). Theoretically, the missing view angles in 

the spatial domain correspond to "missing cones" in the Fourier domain, 

as pointed out by Chiu (Chiu et al. 1979). This means that, because of 

our restricted viewing geometry, certain Fourier coefficients of our 

object cannot b~ observed. 

We now investigate the effect that Poisson noise added to the 

coded images has on the above noise-free results. Such noise is 

characterized by the photon number variance at each detector element in 

the coded image being equal to the mean number of photons arriving at 

the detector element (see Chapter 5). Figure 3.8(a) is a reconstruction 

from noisy data simulating 75000 photons per coded image, giving 3 % 

noise at the coded image peak. Again two views are used, and the data is 

multiplexed. Figure 3.8(b) represents reconstructing from two un

multiplexed views. Because there are eight pinholes per view, each 

pinhole is open for one eighth the time, giving a total photon count of 



Fig. 3.8. 

a 

Reconstructions using multiplexed and unmultiplexed 
geometries with Poisson noise in the data. 

(a) Multiplexed, orthogonal-view geometry, with 75,000 
photons per coded image. 

(b) Unmultiplexed, orthogonal-view geometry, with 9400 
photons per coded image. 
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75000/8, or roughly 9400 photons per viewing direction. This corresponds 

to 10 % noise at signal peak, a value considerably higher than that for 

Fig. 3.8(a). Note that if the object is large, the majority of pinhole 

projections will overlap, so that this sequential opening of all pinholes 

is necessary to un-multiplex the data. In comparing Figs. 3.8(a) and 

3.8(b), we see that the multiplexed configuration produces a superior 

reconstruction, due to the fact that more photons have been collected. 

We' wish to stress that this is one of the main advantages of the coded

aperture approach: improved signal-to-noise ratio in the data, due to the 

large number of collected photons. The reason we can collect so many 

photons is because we are multiplexing the data (all pinholes are open 

simultaneously), but this is not a disadvantage, since the Monte Carlo 

algorithm appears to be relatively insensitive to multiplexing (see Figs. 

3.7(a) and 3.7(b». It may be argued that this comparison is unfair, in 

that if the object is small all pinholes may be opened simultaneously 

without multiplexing occurring. This is true, but in general, to take 

full advantage of the detector area, some views will overlap, and the 

photon count per coded image will be somewhere between the multiplexed 

and un-multiplexed cases described above. The figures corresponding to 

Figs. 3.7(c) and 3.7(d) are not included here, because the conclusions for 

the single view apply equally well in the nOisy-data case. 

Three-Dimensional Results 

The Monte Carlo algorithm is now applied to the three

dimensional reconstruction problem illustrated in Fig. 1.1-

Figure 3.9(a) is a representation of the simulated 31x31x31 volume 



Fig. 3.9. Three-dimensional reconstructions using a 31x31x31 voxel 
spherical phantom. 

(a) Each of the 31 squares in the checkerboard is a 31x3l 
pixel slice through the object volume t from the top of 
the object down. The grey levels are in the ratio 4 (the 
brightest sphere) to 3 to 2 to 1 (the large sphere) to 0 
(the darkest sphere and the background). 

(b) Two 64x64 pixel coded images of the spherical phantom, 
produced by projecting through orthogonal coded 
apertures. Each aperture consists of 20 randomly placed 
pinholes. The same pattern is used for both apertures. 
The relative dimensions of the data-taking geometry are 
as follows: If the object is a cube of side 1 unit, each 
aperture is a square of side 1 unit (i.e., the pinholes 
lie within this boundary) located 0.95 unit from the 
center of the cube, and each detector is a square of side 
2.08 units located 1.55 units from the center of the 
cube. 

(c) Reconstruction from both coded images, using positivity 
and smoothing constraints. 

(d) Reconstruction from only one of the coded images, using 
positivity and smoothing constraints. 



Fig. 3. 9. 

a b 

c d 

Three-dimensional reconstructions using a 3lx3lx31 voxel 
spherical phantom. 

44 



45 

element (voxel), three-dimensional phantom. Each of the 31 squares in 

the checkerboard is a 31x31 pixel slice through the object volume, 

proceeding from the top of the object down. This object is projected 

through two orthogonal coded apertures (see Fig. 1.1), forming the 

multiplexed coded-image data set shown in Fig. 3.9(b). Each coded 

aperture consists of twenty randomly placed pinholes. The 

reconstruction from the data, after 1,500,000 attempts at placing a 

grain, is shown in Fig. 3.9(c). This reconstruction, when projected 

through the coded apertures, forms coded images that agree to within 

0.7 % of the true coded images. Note that the slices of the 

reconstruction that fall between the embedded spheres, for example, the 

slice of row four, column one, show no evidence of crosstalk from slices 

above or below. No noise has been added to the coded images, and 

scattering and attenuation in the production of the coded images have 

been neglected. For completeness, Fig. 3.9(d) shows a reconstruction of 

the phantom from only one of the views of Fig. 3.9(b), giving results 

similar to those of Fig. 3.7(c). 

We have also reconstructed a point-like phantom (simulating a 

lymph-node chain), represented in Fig. 3.10(a). To more clearly display 

this phantom, Fig. 3.10(b) shows two orthogonal single-pinhole views. 

This object is projected through two orthogonal coded apertures, yielding 

the data shown in Fig. 3.10(c). Each coded aperture consists of eleven 

randomly placed pinholes. Reconstructing from both views yields 

Fig. 3.10(d), with corresponding single-pinhole views shown in 

Fig. 3.10(e). Reconstruc.ting from only the left coded image in 

Fig. 3.10(c) yields Fig. 3.1O(f), with corresponding single-pinhole views 



Fig. 3.10. Three-dimensional reconstructions using a 31x31x31 voxel 
pointlike phantom. 

(a) Each square is a 31x31 pixel slice through the object 
volume. 

(b) Two orthogonal pinhole views of the phantom to display 
its structure. 

(c) Two 64x64 pixel coded images. Each aperture consists of 
11 randomly placed pinholes. The same pattern was used 
for both apertures. The relative dimensions of the data
taking geometry are identical to those of Fig. 3.9. 

(d) Reconstruction from both coded images, using positivity 
end smoothing constraints. 

(e) Two orthogonal pinhole views of (d). 

(f) Reconstruction from the left-hand coded image of (c), 
using positivity and smoothing constraints. 

(g) Two orthogonal pinhole views of (f). 



Fig. 3.10. Three-dimensional reconstructions using a 31x3lx31 voxel 
pointlike phantom. 
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in Fig. 3.10(g). It is evident that this particular type of object is not 

as sensitive to a limited viewing angle as the sphere phantom. 

System Calibration 

Real coded-image data suffer from Poisson noise, scattering and 

attenuation of the photons on their way from the source point to the 

detector, and distortions in the detector system. Needless to say, 

modeling the actual system to determine the ·effect of a given object 

element on the detector system is difficult to do, and up to now we have 

neglected scattering in our simulations. However, it may be possible to 

avoid modeling the system altogether. If a point source of radioactivity 

were placed at some point in the otherwise source-free object volume, 

the actual data collected by the detector from this point source would 

be the desired perturba.tion on the coded image related to any activity 

at that object point, including scattering and detector characteristics. 

Thus, for each resolvable point in our object volume, we could collect 

en image of the point source and map out the space-variant point spread 

function of our system (Lefkoupoulos et al. 1982). Of course, we must 

ensure that the source point moves in a medium with the same scattering 

and attenuation properties as the class of objects that we wish to 

ultimately reconstruct, and that the boundary of this medium is the same 

as that of the object class. We must also realize that this is a 

stochastic data set, in that the emission and scattering process is 

random in nature. Once we have collected such a data set (e.g., 1000 

photon positions for each source location), each data vector associated 

with a given position of the source could be used to perturb the 
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estimated coded image in the simulated annealing program. If the 

perturbation reduced the energy of the estimate it would be accepted, if 

it increased the energy it would be conditionally accepted with the 

Boltzmann probability as described above. 

Discussion 

The Monte Carlo algorithm produced reconstructions that have 

good quantitative accuracy. The algorithm is flexible, being capable of 

handling the multiplexed coded-image data sets and various kinds of a 

priori information, and the reconstructions have been shown to be 

relatively insensitive to noise. The Monte Carlo algorithm was also 

used to investigate how various data-taking schemes affect the fidelity 

of the reconstr.uction. Multiplexing was demonstrated to have an almost 

negligible effect on the reconstructions in the case of no noise. When 

Poisson noise (related to the finite number of collected photons) was 

added to the data, the reconstructions from multiplexed data were 

qualitatively superior to those from un-multiplexed data, because of the 

larger numbers of photons associated with the multiplexed data. The 

degradation of the reconstruction was dramatic when only one viewing 

direc tion was used, e.g., in the two-dimensional exam pIe (Fig. 3.7) and 

the three-dimensional sphere phantom (Fig. 3.9). It is perhaps 

intuitively obvious that a full view is required for most three

dimensional objects, but nevertheless much previous work in coded

aperture tomography has been with data taken from such limited views, 

without spectacular success. Some objects, however, such as the three

dimensional point-like phantom (Fig. 3.10), reconstruct well from 
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correctly placed single views. It should be mentioned, however, that if 

a priori knowledge more powerful than smoothness and positivity exists 

about the object, then a limited-view geometry may be satisfactory in 

producing good reconstructions. Such strong knowledge would be 

available, for example, if the object class could be modeled by specific 

shapes, each describable by a few parameters such as location, size, 

orientation and brightness. Another example of strong knowledge is 

assuming that the object is confined to a series of planes. This 

knowledge is often implicitly used in reconstruction algorithms that 

show good results from limited data. The difficult problem of modeling 

attenuation and scattering as well as detector distortion has not been 

fully approached here, but the point-source calibration procedure 

described in the previous section coupled with the Monte Carlo algorithm 

may be a natural way to include all system characteristics without the 

need to model them. 

For the example considered, the annealing procedure did not 

produce a significant improvement in reconstruction performance. This 

question must be pursued further, though, especially with respect to the 

effect that very strong a priori information, as discussed in the 

previous paragraph, might have on the annealing process. 

The Monte Carlo algorithm shows great promise in solving the 

reconstruction problem. One shortcoming, though, is that few analytic 

results are achievable with it. Optimization of a coded aperture must 

be performed by repeatedly producing reconstructions with the algorithm 

and evaluating how good they are. In view of this desire for a more 

analytic understanding of coded-aperture imaging, the next two chapters 
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develop a less flexible linear reconstruction algorithm. The linear 

formalism ultimately provides an analytic expression for system 

optimization. This linear algorithm is put into the framework of matrix 

algebra, however, and is consequently much more memory intensive than 

the Monte Carlo algorithm, a point that will be discussed at the end of 

Chapter 4. Thus the Monte Carlo algorithm may still be the method of 

choice for a practical reconstruction algorittlm. 



CHAPTER 4 

LINEAR ESTIMATION THEORY 

The previous chapter presented a Monte Carlo algorithm that has 

been used successfully in reconstructing from coded-image data, with 

sample reconstructions presented in two and three dimensions. The 

reconstruction problem is underdetermined because the number of data 

elements is typically 5 to 10 times less than the number of object 

elements to be reconstructed. Also, a unique reconstruction does not 

generally exist because of multiplexing and the addition of noise to the 

data. Therefore we must content qurselves with a pseudoinverse of the 

data, which is in effect what the Monte Carlo algorithm provides for us. 

The purpose of this chapter is to augment the results of the 

previous chapter by developing an analytic framework that incorporates 

the first- and second-order statistics of the object class of interest 

into the reconstruction algorithm. Within such a framework we can 

define a linear estimator that provides a sample reconstruction when 

applied to a sample data 6et. The cost function of this estimate is a 

mean square error which is related to the agreement between the objects 

of the object ensemble and their respective reconstructions. This type 

of cost function is different from the cost function of the Monte Carlo 

algorithm in two respects. First, it is defined not for a single object, 

but for a class of objects, and second, it is a mean square error in the 

object space, not in the data space. 
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We have two other motivations for the development of this 

chapter. One is to construct an analytic expression that can be used in 

the optimization of the coded-aperture projection operator; the other is 

to develop a representation-free formulation of the "system alignment" 

concept of Paxman (Paxman 1984). The results of this chapter are not 

new (Pratt 1978, pp. 410-415) but they provide a novel approach to 

reconstruction and design in coded-aperture imaging, which is 

demonstrated in the following chapter. 

Derivation of the Estimator 

In the linear-algebraic formalism that follows, it is convenient 

to represent the object as a lexicographically-ordered Nx1 column vector 

f, where N is the number of elements in the object. A bold le.tter 

represents a vector or a matrix. Note that f can represent a two-, 

three-, or higher-dimensional object, depending upon the type of 

lexicographic ordering used. Similarly, the coded images can be 

represented by an Mx1 column vector g, and the space-variant projection 

operator of the coded aperture is represented by the MxN matrix H. We 

also assume that with each measurement of g there is an associated 

random Mx1 column vector n of zero-mean, additive noise. Random 

quantities are indicated by an underline. With these definitions, the 

relation between the data and the original object is 

£=Hf+n (4.1) 

where ~ is now a random vector due to the additive noise n. 
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In general, we will be considering not one object, but an 

ensemble of objects that define an object class. Thus a given object is 

in fact a random vector sampled from the ensemble and will be denoted 

by!.. Generalizing Eq. (4.1), 

K=Hf+n (4.2) 

where K now represents a data vector whose randomness is due both to 

object-class sampling and noise sampling. 

It is now straightforward to write down an expression for a 

.... 
general linear estimate (i.e., reconstruction) f obtained from a given 

da ta vec tor K: 

.... 
f w (~ - <R?) + <!? , (4.3) 

where W is the NxM-e1ement linear reconstructor yet to be determined. 

The brackets indicate an ensemble average with respect to the noise and 

object classes •. Note that the ensemble average of !. with respect to the 

noise has no effect, since the object class is independent of the noise 

added to the data. The estimate defined by Eq. (4.3) is unbiased with 

respect to the entire object class, i.e., <!> = <!? by inspection. This 

is different from what is usually meant by an unbiased estimator, namely 
.... 

that <!? = f, where f is deterministic, and the ensemble average is over 

noise only. The cost function to be minimized by the correct choice of 

W is the mean square error (MSE), defined as 
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MSE _ < (!. _ !) T (! _ !) > = " tr< (!. (4.4) 

where T indicates the transpose operation, and tr indicates the trace of 

the matrix. (Note: given two Nx1 vectors a and b, the quantity aTb 

T defines the inner product, a scalar, and the quantity ab defines the 

outer product, an NxN matrix.) 

We now use a variational approach (Melsa and Cohn 1978, pp. 

195-202) to find the W that minimizes the MSE of Eq. (4.4). We can write 

MSE tr< l(I - <f» - (!.. - <!?)] l(f - <f» - (!.. - <!?)]T > , (4.5) 

which becomes, after substitution of Eq. (4.3), 

MSE (4.6) 

By defining the covariance matrix lCf of the object class and the 

covariance matrix Kg of the data as 

(4.7) 

and 

(4.8) 

respectively, Eq. (4.6) can be written as 
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MSE = tr[wxgwT + Kf - w«~_<g»(!_<!?)T> - «!-<!?)(~_<~)T>wTJ. (4.9) 

We can write an arbitrary estimator W as the estimator that 

minimizes the MSE, WI, plus a scalar £ times an arbitrary matrix U, 

W = W' + £U • (4.10) 

The variational approach to finding W, J our desired estimator, then 

involves differentiating the MSE expression of Eq. (4.9) with respect to 

the parameter £ and setting the result equal to zero, demanding that the 

optimum W occurs for £ = O. Specifically, 

[ aa£ MSE] 
£=0 

o . (4.11) 

Substituting Eq. (4.10) for W into Eq. (4.9) and performing the operation 

indicated by Eq. (4.11), taking the derivative inside the trace operation, 

leads to 

(4.12) 

Each term in the above equation represents an NxN square matrix. The 

trace of a square matrix equals the trace of the transpose of the 
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matrix, so that Eq. (4.12) can be written as 

(4.13) 

The trace of the zero matrix is zero, so that Eq. (4.13) can be satisfied 

if 

(4.14) 

For this result to be true for arbitrary a, we then require that 

(4.15 ) 

where the prime has been dropped from W. This is the NxM estimator 

that minimizes the MSE of Eq. (4.4) 

An expeditious way to arrive at the same result is by using the 

principle that the error image (! - !) is orthogonal to the data 

variation (K - <~) when averaged over the object and noise ensembles 

(Papoulis 1965, p. 219; Pratt 1978, p. 411); 

< (f - !) (K - <~)T > = 0 • (4.16) 
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,. 
Substituting Eq. (4.3) for f we can immediately write 

which directly yields Eq. (4.15). 

Equation (4.15) can now be written in terms of H, Kf, and Kn, 

the covariance matrix of the noise. If Eq. (4.2) is substituted into Eq. 

(4.8), then 

where Kn = <~ ~T> and it is assumed that the object class is independent 

of the zero-mean noise added to the data. Similarly, we can write the 

bracketed term in Eq. (4.15) as 

(4.19) 

,. 
Thus the estimate f of Eq. (4.3) becomes, using Eqs. (4.15), (4.18), and 

(4.19) 

-1 

i = Kf HT [H Kf HT + Jen] (~- <~) + <9 . (4.20) 

To use such an estimator, the bracketed term must be, invertible. This 
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requirement is discussed in Chapter 5. The estimator of Eq. (4.20) has 

been referred to as a Wiener estimator (Pratt 1978, p. 412). 

The derivation of the system MSE in terms of H, Kf, and Kn is 

now straightforward. Using Eqs. (4.9) and (4.19), the MSE can be written 

as 

(4.21) 

Substituting the optimum W of Eq. (4.15) (using Eq. (4.19) in Eq. (4.15)), 

into Eq. (4.21) yields, after a little algebra, 

MSE(LE) r. T -1 J trL~f - Kf H [Kg] H Kf , (4.22) 

where Kg is given by Eq. (4.18), and MSE(LE) indicates the MSE of the 

optimum linear estimator. 

Equation (4.22) satisfies our goal of having an analytic 

expression for the optimization of the projection operator H in terms of 

the first- and second-order statistics of the object class used as the 

training set for the linear'estimator. This equation does not, however, 

admit readily to a solution for H that produces the absolute minimum 

MSE with respect to H. The problem is that H is usually constrained to 

represent those operators that correspond to positively-weighted line 

integrals through the object space. Imposing this requirement while 

simultaneously solving Eq. (4.22) for the H that gives the smallest 
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MSE(LE) is difficult to accomplish analytically. Instead, a perturbation 

scheme is demonstrated in Chapter 5 that modifies H by one pinhole at a 

time, determining the corresponding change in the MSE(LE) using a 

normalized version of Eq. (4.22). 

It is instructive to examine Eq. (4.22) further. By defining the 
A 

covariance matrix of the error image (! - f) as 

Kerror - < (f !) (I !)T > (4.23) 

we see immediately from Eq. (4.4) that the MSE is the trace of this 

matrix. Following the development of the MSE(LE) using Eqs. (4.4)-(4.6), 

(4.9), (4.21), and (4.22), but now considering the matrix, not its trace, 

we thus have an expression for Kerror when the estimator of Eq. (4.15) 

is used, given by 

Kerror (4.24) 

Note that the trace of both sides of this equation yields Eq. (4.22). 

We now need to identify the second term on the right-hand side 

of Eq. (4.24). If we define the covariance matrix of the reconstruction 

class, keeping in mind that <f> = <!?, as 

(4.25) 

then using Eqs. (4.3),(4.15), and (4.19), we see that 
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Krec 
T -1 

Kf H [Kg] H Kf , (4.26) 

which is exactly the term in Eq. (4.24) that we are looking for. With 

the above identifications we can now write 

Kerror + Krec Kf • (4.27) 

Note that the diagonal elements of the three matrices of Eq. (4.27) are 

always greater than or equal to zero, since they represent pixel 

variances. 

The implications of Eq. (4.27) are as follows. As the error 

covariance matrix Kerror goes to zero, the MSE(LE) goes to zero, and the 

covariance matrix of the reconstruction class Krec approaches the 

covariance matrix of the object class Kf, as expected. On the other 

hand, FiS the noise in the data increases or for poorly-conditioned 

projection operators H, the MSE(LE) term will increase. Because the 

diagonals are always positive for the matrices in Eq. (4.27), however, 

the variances of the error covariance matrix cannot exceed the object-

class variances. This implies that the variances of the reconstruction 

must get smaller as the MSE(LE) increases. It also means that the 

maximum MSE(LE) is clamped at the trace of Kf. Thus the noisier the 

data or more ill-conditioned H, the smoother the reconstruction, with 

the reconstruction approaching the mean object <!? in the limit, since 

this is the only way that Krec can go to zero. We emphasize that these 

surprising properties of the reconstruction are for the estimator of 
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Eq. (4.20); other linear estimators will yield different expressions (and 

larger MSE values) than that of Eq. (4.22). Reconstructions using the 

above formalism will be presented in Chapter 5, with corresponding 

MSE(LE) calculations. A convenient normalization of the MSE(LE) will 

also be presented. 

An Alternative Form for the Linear Estimator and MSE(LE) 

The form of the linear estimator shown in Eq. (4.20) involves 

taking the inverse of the MxM matrix Kg. If our problem is 

underdetermined, Le., if M < N as it is in the coded-aperture case 

discussed in this dissertation, the form of Eq. (4.20) is the one desired. 

This is so because Kg is smaller than an NxN matrix, thus reducing 

computer requirements. Also the inverse of Kg will generally exist if 

we are guaranteed a full rank Kn, which will be the case as long as all 

M detectors experience independent noise fluctuations. This requirement 

is discussed more fully in the next chapter. 

For overdetermined problems, however, Eq. (4.20) is not well 

suited to implementation. In this case we would want a formalism that 

would involve inverting an NxN matrix. Such an alternative formalism 

does exist for Eqs. (4.20) and (4.22) in which an NxN matrix is inverted. 

Using the identity (Melsa and Cohn 1978, p. 247) 

(4.28) 

and identifying P with Kf and R with Rn, we can directly transform the 

MSE(LE) of Eq. (4.22) into 
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MSE(LE) (4.29) 

and, after some algebra (see Appendix A), Eq. (4.20) becomes 

(4.30) 

-1 -1 
For this alternative formalism to be valid, Kn and Kf must, of course, 

exist. 

For completeness, a derivation of the linear estimator of 

Eq. (4.30) from a Lagrangian viewpoint is presented in Appendix B. 
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The Singular Value Decomposition of the Linear Estimator 

It is instructive to write out the optimum linear estimator of 

Eq. (4.20) in terms of the singular value decomposition (SVD) of the 

projection operator B (Pratt 1978, p. 126). We develop this formalism 

primarily to coordinate the results presented thus far with the concept 

of "system alignment" developed by Paxman (1984). 

The SVD of the projection operator B, of rank R, can be written 

as the sum of outer products in the following way 

u 

with transpose 

R 

) Ili gi fiT, 
i=1 

R 

) 
i=l 

T 
Ili fi gi 

where the fi and gi are the ith eigenfunctions of BTU and HHT, 

respectively, 

and 
T 2 

BB gi = \Ji gi· 

(4.31) 

(4.32) 

(4.33) 

Thus fi is an Nx1 column vector, and gi is an Mx1 column vector. The fi 

and gi satisfy the orthonormality conditions 



and T 
8i 8j 

and span the object and data spaces, respectively. 
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(4.34) 

We can write the covariance matrix of the object class in terms 

of the fie If we expand an arbitrary! as 

then, by using Eq. (4.7), 

N 

f = ~ ~ fi , 
i=1 

N N 

~~ 
i=1 j=1 

(4.35) 

(4.36) 

where Aij = < (~ - <~» (~ - <~» >, N is the number of elements in 

the vector !, and the ~ are the expansion coefficIents. From Eq. 

(4.36), using the orthonormality of the fi's, we can write the useful 

relation 

A fiT... f ij = .... f j. (4.37) 
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A similar formulation for Kn can be given; 

M M 

Kn = ~ ~ T 
Nij 8i 8j , (4.38) 

i=l j=l 

M 

with Nij - < ~ ~ >, n = ~ ..!!i 8i, and M is the number of elements in 

i=l 

the vector £. Thus, by using Eqs. (4.34) and (4.37), Eq. (4.20) can be 

written as 

,.. 
f == (4.39) 

This expression can be simplified by rewriting the inverse of the 

bracketed MxM array. For a general MxM matrix r, 

M M 

r"" L L Yij 8i 8l ' 
i=l j=l 

the inverse can be written as 

(4.40) 



where 

M 

M M 

~ L E;ij gi gl 
i=l j=l 

~ E;ij Yjk - 0ik 
j=l 

is the defining relation for the E;ij. Thus Eq. (4.39) reduces to 

with 

N N M 

f = ~ ~ ~ lJj Aij Bjp [gp T (~ - <!p)] fi + <£> ' 
1=1 j=l p=l 

M 

~ Bjp (lJp lJq Apq + Npq ) - Ojq 
p=l 
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(4.41) 

(4.42) 

(4.43) 

(4.44) 

the defining relations for the Bjp. Note that the bracketed term in Eq. 

(4.43) represents a scalar. 

If we now make the assumption, the sigificance of which is 

discussed below, that the matrices with elements Aij and Nij are 

diagonal, then 
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2 
o fi Oij (4.45) 

and 

2 
0ni 0ij • (4.46) 

The subscripts f and n simply associate the ith element o~ with the 

object class and noise covariances, respectively. With this assumption 

Eq. (4.44) reduces to 

1 
2 2 2 0jq, 

\.Iq Ofq + 0nq 
(4.47) 

and Eq. (4.43) becomes, after some algebra, 

N \.Ii [gi T (~ - <~)J A ) f 2 fi + <!.> (4.48) 

i=1 2 + °ni 
\.Ii -2-

Ofi 

which is the result given by Paxman (1984, pp. 97,100), when the object 

class mean and data class mean are both zero, 2 2 
with 0 fi = 0 i and 

2 2 
0ni = On. Note that even with the restriction of Eq. (4.46), the noise is 

2 not required to be white (i.e., have a constant 0ni for all i) in this 

formulation. 

Defining the MSE as in Eq. (4.4) and using Eqs. (4.35) and (4.43), we 

can write, again after some algebra, the mean square error using the 
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optimum linear estimator in the SVD formulation as 

N N 
MSE(LE) = f [Aii -

i=l 
LL (4.49) 
j=l q=l 

where Bjq is defined as in Eq. (4.44). Note that the upper indices of the 

summations above are the maximum possible; in general, if the index 

exceeds the rank R of H, the SVD coefficients ~ will be zero, so that 

the SVD coefficients in effect control the upper summation limit. If the 

conditions of Eqs. (4.45) and (4.46) are assumed, Eq. (4.49) simplifies to 

N 
MSE(LE) = ) 1 (4.50) 2 

i=l ~i + 1 
2 -2-

oni ofi 

This equation agrees with Paxman (1984, p. 101), but with the 

2 
generalization to non-white noise, i.e., the uni terms now have a 

dependence on 1. 

Finally, the significance of the assumptions made in Eqs. (4.45) and 

(4.46) are discussed. Substituting Eq. (4.45) into Eq. (4.36), and 

multiplying by fk from the right, we have 

N 

Kf fk = L oh fi fiT fk = Ofk fk • 
i=l 

(4.51) 
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T Thus fi is an eigenfunction of Kf as well as an eigenfunction of U Hand 

T this implies that Kf and H H commute; 

o . (4.52) 

Similarly, Eq. (4.46) implies that Kn commutes with HHT. The assumption 

that the object and noise covariance matrices commute with HTU and HUT, 

respectively, is implicitly made when the form of the optimum SVD 

estimator described by Paxman (1984, p. 97) is adopted. Thus the optimum 

SVD estimator is a special case of the optimum linear estimator for 

arbitrary object and noise covariances that is described by Eqs. (4.43) 

and (4.44) above, with MSE(LE) given by Eq. (4.49). Note that if the 

object and noise covariances are restricted to satisfying Eqs. (4.45) and 

(4.46), the optimum SVD estimator is equivalent to the optimum unbiased 

linear estimator. Alternatively, Eqs. (4.20) and (4.22) can be thought of 

as a representation-independent statement of the "system alignment" 

approach, generalized to arbitrary Kf and Kn matrices. 

The connection between the optimum linear estimator and the 

optimum non-linear estimator is now briefly discussed. It can be shown 

(Van Trees 1968, p. 56) that the most general estimator minimizing the 

cost function of Eq. (4.4) can be written as the mean of p(!.I~, the ~ 

posteriori probability density of !. given ~: 

(4.53) 
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The MSE value using this estimator will be less than or equal to the MSE 

of the linear estimator given by Eq. (4.22) because of the greater 

freedom available with non-linear operators. 

Using Bayes' rule, we can write the a posteriori probability as; 

(4.54) 

where p(glf) is the probability of ~ given !, and pC!) and p(~ are the a 

priori probabilities of ! and ~, respectively. Note that p(~) is 

independent of f and simply weights the estimate of Eq. (4.53), and will 

be neglected. If p(~I!) and pC!) are joint Gaussian distributions, then 

Eq. (4.54) can be written as 

[
iT -liT -1 ~ 

C exp -Z(~ - HD Kn (K - H!) - Z(! - <!» Kf (! - <!.»J ' (4.55) 

where C is a constant (incorporating p(~», and Kf and Kn are the object 

and noise covariance matrices, respectively. This distribution is 

Gaussian (Melsa and Cohn 1978, pp. 212-215), so that the mean coincides 

with the maximum of Eq. (4.55). The solution of Eq. (4.53) thus occurs 

for the f that maximizes Eq. (4.55), or equivalently for the f that 

satisfies 



The solution of this equation is given in Appendix B, and is in fact the 

linear estimator of Eq. (4.30). Thus, whenever p(f) and p(£lf) can be 

modeled by Gaussian distributions, the optimum linear estimator is the 

best possible choice for minimizing the cost function of Eq. (4.4). 
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CHAPTER 5 

APPLYING THE LINEAR ESTIMATOR 

In this chapter we apply the linear estimator of Eq. (4.20) to 

the problem of finding estimates, or reconstructions, of an object 

distribution from data obtained with a projection operator H that 

represents a coded-aperture system. The phenomena of attenuation and 

scatter of the gamma radiation will not be included in the analysis, but 

these effects can be accounted for by using the calibration technique of 

Chapter 3 to define the projection operator H. We will also compare the 

MSE(LE) of a multiplexed system to that of an unmu1tiplexed system using 

Eq. (4.22). Finally, system optimization with respect to pinhole location 

will be treated. 

Source Activity and Projection-Operator Radiometry 

It is convenient to take the physical multiplying factors of 

source activity and radiometry outside of the matrix formalism developed 

in Chapter 4. Specifically we can write an object sample f as 

f = a f' , (5.1) 

where a is a scalar representing the peak activity of the object class in 

units of microCuries (~Ci) per volume element (voxe1), and the vector f' 

represents the spatial distribution of the activity for a particular 

object. Each element of f' is dimensionless, with a range restricted 
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to ° to 1. One ~Ci represents 37,000 disintegrations per second, and we 

assume that each disintegration produces one emitted photon, so a mass 

containing one ~Ci emits 37,000 photons per second into 4n steradians. 

The scalar a can be written as 

a A p V 
N 

where A is the peak activity per gram (~Ci/gm) in the substance 

(5.2) 

constituting the sample, p is the density of the sample (gm/cm'), V is 

the volume of the entire object represented by ! in cm', and N is the 

number of voxels in f. Thus the units of a are photons per second per 

voxel. 

Similarly, we can write the projection operator H as 

H = a' T n H' (5.3) 

where T is the time in seconds that each pinhole is open (where it is 

assumed that all pinholes are open the same amount of time), and n is an 

efficiency factor equal to the ratio of the number of detected gamma-ray 

photons to those incident upon a detector. The dimensionless scalar a' 

represents the fractional solid angle of a selected pinhole as seen from 

the center of the object. Such a pinhole may be the one closest tv the 

object center, for example. With this identification for a', H' thus has 

elements whose values are one for the selected pinhole as viewed from 

the object center, and values less than, equal, or greater than one for 
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all other combinations of pinhole-voxel position, depending on the size 

of the respective solid angles for a particular combination. The value 

of 6' in three dimensions can be calculated as follows. For the pinhole 

closest to the center of the object, 

6' solid angle of pinhole = 
4n 

d 
n(-)2 case 

2 (~)2 cose , 
4R (5.4) 

where d is the diameter of the pinhole in cm, R is the distance from the 

center of the object to the pinhole in cm, and e is the angle between a 

vector normal to the plane of the pinhole and the direction to the 

center of thE! object from the pinhole. Note that we are neglecting any 

vignetting due to the thickness of the plate that defines the pinholes. 

In the simulations that follow, we make the further simplifying 

approximation that all pinholes have equal radiometry factors; i.e., the 

elements of H' are either 1 or O. 

Ultimately we want to have a multiplying factor that tells us 

how many detected photons each element of a represents. To this end, 

we lump the time, detector efficiency, and radiometry into a single 

scalar 6 with units of time (seconds); 

a - T n a' . (5.5) 

With these definitions Eq. (4.2) can be written, without the noise term, 

as 
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£ = a6 H' f' = a6 I.', (5.6) 

where a6 has dimensionless "units" of photons, and I.' :: H'!.'. The vector 

I.' represents the distribution of the photons in the data, with a6 

representing the multiplying constant determining the photon number per 

detector. The noise n is discussed below. 

Inclusion of a and 6 Into the Linear Estimator and MSE 

Before we incorporate a and 6 into the expression for the linear 

estimator and MSE, it is important to discuss the nature of the noise 

covariance matrix Kn of Eq. (4.18) for the coded-aperture imaging 

problem. In this problem, we are assuming that the noise associated 

with the signal from each detector is Poisson. This means that the 

probability PC!!) of N photons striking a given detector element in a 

given time T can be written as (Barrett and Swindell 1981, p. 85) 

PC!!) 
<N~ 

= ( N! ) 
-<N> e - , (5.7) 

where <N> is the mean number of photons striking the detector in time T. 

For this type of probability distribution it can be shown (Barrett and 

Swindell 1981, p. 86) that the variance of N equals the mean of N; i.e., 

<N>% = <N> (5.8) 
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A further characteristic of Poisson noise is that the number of photons 

striking detector i is independent of the number striking detector j. It 

can also be shown (Barrett and Swindell 1981, p. 88) that the probability 

distribution of Eq. (5.7) can be approximated by a Gaussian distribution, 

again with the variance equal to the mean, of the form 

P(~ = (5.9) 

whenever N is greater than about 10. The Gaussian distribution above 

will be used to simulate the Poisson noise vector n in what follows. 

This distribution was also used in simulating the coded-image noise in 

Chapter 3. 

In our vector-matrix formalism, N represents the number of 

photons detected by a particular detector (i.e., element) of ~, the coded 

image, given a single object sample! from which the data were formed. 

This is so because the ensemble average over N in the above two 

equations is with respect to the noise only. The ensemble average of 

the covariance matrix Kn is, however, with respect to both noise and 

object class. 

It is convenient to explicitly separate the two ensemble 

averages in the expression for Kn. From the definition of Kn below Eq. 

(4.18) we can write 

(5.10) 
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where the subscripts nand f indicate ensemble averages over noise and 

object class, respectively. From Eq. (5.8), if we replace! by g(i), the 

number of photons incident from a given object .!.. striking the i th 

detector in time T, and use the principle that Poisson noise is 

uncorrelated between detectors, we can write 

(5.11) 

Note that the element of a vector is denoted by an index in parentheses, 

and that the element itself is a scalar, so is not indicated by bold 

type. Rewriting Eq. (4.2) for the ith component and for a particular 

object !, we see that 

g(i) = [H .!..]{i) + n(i) _ <g(i»n + n(i) , (5.12) 

where we have used the definition that <n(i»n :: O. This equation 

relates <g>n to the particular object f. Using Eq. (5.12) we can write 

Eq. (5.11) as 

(5.13) 

or, in vector form, 

< n nT >n = diag«~n) = diag(H !) (5.14) 



78 

where <£>n = H ! from Eq. (5.12). The notation diag(H !) defines an MxM 

matrix with diagonal elements equal to the elements of the Mx1 vector 

H!, with off-diagonal elements of zero. From Eq. (5.10) we can 

immediately write 

Kn = < diag(H !) >f diag«H !>f) = diag«<~n>f) _ diag«~) (5.15) 

where the unsubscripted brackets again represent both noise and object

class ensemble averages. Note that <~ = H <f>f = H <f>. Thus the 

Poisson-noise covariance matrix can be constructed by first projecting 

the average of the object class <!? using the operator H, and placing 

the M elements obtained sequentially along the diagonal of an MxM 

matrix initialized to zero. It should be noted that if any of the 

elements of <£> are identically zero, i.e., if some detectors never 

receive photons, then Kn will not be of full rank. This problem can be 

handled by deleting all rows from the H matrix that contain only zeros. 

These rows correspond to detector elements that never receive photons 

for any object in the class. Thus we are guaranteed to have no zero 

elements along the diagonal of the Poisson-noise covariance matrix as 

long as the average object <!? has no zero elements. 

With the form of Kn developed, we now go on to write Eq. (4.20), 

using Eqs. (5.1), (5.3), and (5.5), as 

-1 

aft = a2aKf'H,T[a2a2H'l'.f'H,T + diag(aaH'<!'»] 

x (£ - aaH'<!'» + a<f'> , (5.16) 
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,. '" 
where we have defined af' = !., and Kf = a:Kf' follows from Eqs. (4.7) 

and (5.1). Rearranging Eq. (5.16), we have 

i' = Kf'H' T[H'KftH' T + (ala) dlag(Ht<!.'»J 
-1 

x ( (..!.-)g - H'<_f'» + <f'> • aa - (5.17) 

Thus, by explicitly identifying the activity and radiometry factors a and 

a, we see directly how they influence the estimator from th~ above 

equation. This observation will be expanded upon in the analysis 

following the MSE(LE) expression of Eq. (5.19). 

Some discussion is in order at this point regarding the 

simulation of g in the above equation. The mean data set for a 

particular object, before simulated noise is added, is given as 

<g>n = aaH'!.'. The method for approximating Poisson noise in the ith 

detector of such a data set is to add a zero-mean noise element n(i) to 

<g(i»n, the mean of the ith detector given a particular object. The 

noise element n(i) is found for each detector individually, drawing from 

the probability distribution of Eq. (5.9), each time with a mee,~. of zero 

and a variance of <g(1»n. Once this noise vector is determined, each 

element n(i) is added to the i th element of aaH'f'. To summarize, the 

estimator shown in Eq. (5.17) is essentially that of Eq. (4.20) for the 

special case of Poisson noise in the data with the activity and 

radiometry factors handled as described by Eqs. (5.1), (5.3), and (5.5). 
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The MSE(LE) given by Eq. (4.22) can be developed in a similar 

manner. Specifically, from Eq. (4.4) it is straightforward to see that 

2 MSE(LE) = a MSE(LE)', where again the prime indicates that the peak 

activity has been divided out of the quantity. Using Eq. (4.22) we can 

write 

(5.18) 

or 

For a fixed geometry and object class, H', Kf', and <!'> are 

fixed. We are free, however, to vary aa by increasing the time each 

pinhole is open or by increasing the peak activity of the source, for 

example. It is interesting. to look at some limiting cases. If aa is 

large, we have many photons striking each detector element. If N again 

represents the number of photons striking the ith detector, then! will 

be large, on the average, when aa is large. It is useful to think in 

terms of the signal-to-noise ratio (SNR) of the data. The SNR for 

Poisson noise is given by 
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<N) <N) 
SNR - = (5.20) 

For large ! we have a large SNR. If we look at the inverse matrix of 

Eq. (5.19), we see that as aa gets large, implying large SNR in the data, 

the noise term becomes unimportant compared to the projection-operator 

term. This is what we would expect; the ability of the system to 

reconstruct the object class depends upon the invertibility of the 

projection operator alone. If aa is small, however, the SNR of the data 

will be low, and the noise term of Eq. (5.19) will be important compared 

to the projection-operator term. As aa goes to zero, the noise term is 

dominant, and the bracketed inverse of Eq. (5.19) becomes proportional to 

aa. Thus the entire second term goes to zero as aa goes to zero, 

leaving the MSE(LE)' equal to tr[Kf'], its maximum possible value. This 

is the behavior discussed in the text following Eq. (4.27). With this in 

mind, it is convenient to define a normalized MSE(LE)' as 

NMSE(LE) _ MSE(LE) 
tr[Kf] 

= 
MSE(LE)' 
tr[Kf' ] 

, (5.21) 

where a 2 has canceled above and below. Thus the NMSE(LE) can range 

from zero to one. We now drop the primes since only primed quantities 

are considered in what follows. 

An optimum system H will find a balance between the projection-

T operator term HKfH and the noise term diag(H<f») of Eq. (5.19). This is 

a coupled problem, though, because of the explicit appearance of H in 
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the noise term. We can look at Eq. (5.19) as a closed-form expression 

for optimizing the system H to minimize the MSE(LE). Recall that the 

MSE(LE) is the optimized MSE of Eq. (4.4) with respect to the linear 

estimator (see the discussion at the end of Chapter 4); given that we are 

using the optimum linear estimator it would now be desirable to optimize 

the MSE(LE) with respect to H. An attempt at such an optimization is 

discussed later in this chapter. 

The Simulation Experiments 

The Coded-Aperture Geometry 

The geometry used in the application of the linear estimator is 

shown in Fig. 5.1. A two-dimensional, 15x15-pixel object is imaged by 

three one-dimensional coded apertures onto three one-dimensional 

detectors, each with 18 detector elements for a total of 54 detector 

elements. Each aperture is identical to the 8-pinhole aperture used in 

Chapter 3 for the two-dimensional simulations. The object is restricted 

to 225 elements because of the limitation of core computer memory. The 

2 
covariance matrix of a 225-element object contains 225 or 50,625 

elements, each element requiring four bytes for a total of approximately 

0.2 Mbyte per matrix. Ths simulations were run on a VAX 11/780 computer 

with a user core of approximately 0.8 Mbyte. Because of the convenience 

of storing three matrices in core simultaneously for matrix 

multiplication, the matrix size of 0.2 Mbyte was chosen, which left some 

room for program storage. 



~ detectors(3) 

object ---

apertures (3) 

Fig. 5.1. The coded-aperture geometry incorporating three views. 

If the object is a square of side 1 unit, each aperture is at 
a distance of 0.83 unit from the object center. All three 
apertures have an identical 8-pinhole pattern, with a 
separation of 0.93 unit between extreme pinholes. Each 
detector is 2 units long, a distance of 1.83 units from the 
object center. 
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The Object-Class Training Set and Simulation Strategy 

To form the estimator of Eq. (4.20) we require an object 

covariance matrix Kf and a mean object <f). We refer to the object 

class from which these quantities are formed as the object-class 

training set. 
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The type of object that appears in the context of nuclear 

medicine is an organ of the body that is capable of collecting a 

radioactive pharmaceutical. Such an organ could be the thyroid gland, 

the kidneys, the various lymph nodes, or bones, to name a few. The 

objects of our study will be simulations of a two-dimensional slice 

through the human body at the level of the liver. This type of object 

was chosen primarily because of the ease of modeling it with just a few 

ellipses. No serious attempt has been made for anatomical accuracy at 

this stage of the simulations. Each object of a given object class 

represents a slice through the same level of the body of different 

subjects, so that a random fluctuation in liver size, orientation, and 

activity distribution is apparent between the objects. 

An important consideration is that the sample training set be 

robust enough to produce a covariance matrix that is a good 

approximation to the true ensemble covariance matrix Kf. A good 

covariance-matrix representation cannot be guaranteed with a finite 

sampling of objects, but our approximation will improve with more 

objects taken into the training set. With this in mind, two of the 

training sets defined below have 225 objects each. 
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The performance of the estimator using four different types of 

training sets is investigated. The first two sets consist of objects 

representing livers with and without small tumors, respectively, as 

shown in Fig. 5,2. Each training set has 225 objects; each object is a 

15x15-pixel slice through a simulated liver as discussed above. Every 

object represents the liver from a different "subject". To give one an 

idea of the second-order statistics of the training set of Fig. 5.2(a), 

its 225x225-element covariance matrix (formed from all 225 objects) is 

shown in Fig. 5.3. The third and fourth training sets are defined with 

respect to their mean object and covariance matrices. The third training 

set consists of completely random, uncorrelated objects. The average 

object is the constant vector with value 1/2, and the covariance matrix 

is simply the identity matrix scaled by a constant pixel variance of 

1/12. This mean and variance is consistent with the assumption that 

each object pixel is uniformly distributed from zero to one and is 

independent of its neighbors. The fourth training set represents an 

equal weighting of the class of livers without tumors, the second class 

described above, and the class of completely random 15x15-pixel objects 

used as the third training set. The mean object of these combined 

classes can be written as 

<f) 
- It 

(5.22) 

where p is a 225x1-element column vector, with p(i) = 1/2 for all i. The 

subscripts enumerate the training sets. The covariance matrix of the 
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Fig. 5.2. The tumor and tumorless training sets. 

(a) Tumor class A. 

(b) The tumorless class. 

(c) The first 36 objects of tumor class A. 

(d) The first 36 objects of the tumorless class. 



87 

Fig. 5.3. The covariance matrix of the object class in Fig. 5.2(a). 
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combined classes can be written as (see Appendix C) 

(5.23) 

where again the variance of the random-object pixels is 1/12, and I is 

the 225x225-element identity matrix. 

For each of the four training sets, the NMSE(LE) of Eq. (5.21) is 

determined for several values of peak source activity density 

corresponding to different amounts of noise in the data. The inverse of 

the bracketed term in Eqs. (5.17) and (5.19) exists, because diag(H(!» 

has no zero elements along the diagonal. As discussed above, any row of 

the H matrix that is identically zero (corresponding to a detector 

element that never receives photons) is removed before the matrix 

multiplications with H are carried out. For all of these plots of 

NMSE(LE) versus activity, the projection operator H is unchanged and 

represents the three-view multiplexed geometry described above with 8 

fixed pinholes per view. The curves thus obtained represent the 

predicted, i.e., analytic, NMSE(LE) versus photon count for each training 

set. 

Each of the four training sets produces a different estimator 

due to the explicit dependence of the estimator on the training set, as 

is evident from Eq. (5.17). For the first two estimators derived with 

the finite training sets, a reconstruction of the training set itself is 

produced for a particular value of source activity density. The data £ 

is simulated by adding Poisson noise to the properly scaled (by aa) 
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projection of each object of the training set, as described previously in 

this chapter. The sample NMSE(LE) of the training-set reconstruction 

with the training set itself is then obtained using Eqs. (4.4) and (5.21) 

directly. The normalization factor tr(Kf] is computed from the training 

set. The sample NMSE(LE) value is plotted on the NMSE(LE) versus 

activity-density curve, and compared to the analytic NMSE(LE) at the 

same activity density. The motivation for reconstructing the training 

set is to verify the agreement between the analytic NMSE(LE) and a 

sample NMSE(LE) from an actual set of reconstructions. 

An important question to ask is: How well does the linear 

estimator perform using data derived from objects outside of the 

training set? To answer this question, two new liver-object classes are 

defined, each with 225 objects. The first 36 objects of each class are 

shown in Fig. 5.4. The class of Fig. 5.4(a) is similar to that of Fig. 

5.2(a), but constructed with a different sample of random numbers. The 

class of Fig. 5.4(b) is a much more random distribution of ellipses than 

the other classes. Again, the sample NMSE(LE) values for the two 

classes are plotted on the curves of NMSE(LE) versus activity density. 

The NMSE(LE) of the reconstruction class of a non training-set object 

class is normalized in a different way than that indicated in Eq. (5.21), 

however. Again, Eq. (4.4) is used to find the MSE(LE) between the non

training-set object class and the reconstruction class. We know from 

the discussion above that as aa (proportional to the activity density) 

goes to zero, i.e., as the noise in the data gets worse, the 

reconstruction approaches the average object of the training set, 
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Fig. 5.4. The two new object classes. 
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(a) The first 36 objects of tumor class B. 

(b) The first 36 objects of the random class. 

90 



91 

i.e., f <!train>, where !train represents a training-set object. Using 

Eq. (4.4) and the linear estimator as our reconstructor, we see that the 

MSE(LE) of the objects not in the training set approaches the limit 

T 
MSE(LE) = tr< «ftrain>-fout)«ftrain)-fout) > - - - - (5.24) 

as aa goes to zero, where !out represents an object outside of the 

training set. Thus the correct normalization of the MSE(LE) for objects 

not in the training set is given by the trace of Eq. (5.24). Note that 

this trace becomes tr[Kf] when fout = !train. 

The sample reconstructions described above are formed using the 

four estimators evaluated at an aa value of 1110.0. This value 

corresponds to a 10 ~Ci per gram peak activity density contained in a 30 

cm by 30 cm water bath 1 cm thick with relative projection-geometry 

dimensions as described in Fig. 5.1. Each pinhole is modeled as a 0.5-cm 

diameter circle open for 60 seconds, the detector efficiency I'l is 0.5, 

and the square water bath is divided into 15x15x1 voxels. The reason 

the above value of aa is chosen is because for large aa the projection-

operator invertibility, not the photon noise in the data, is the primary 

factor limiting reconstruction quality. This is seen from the NMSE(LE) 

plots below. 

Finally, a comparison of multiplexed and unmu1tiplexed 

projection operators is made. The unmultiplexed geometry is simulated 

by opening only one pinhole at a time, using the same pinhole locations 

as those used in the multiplexed geometry. The projection operator thus 
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consists of eight sets of three views; each set corresponds to opening 

one pinhole per coded aperture. This scheme is illustrated in Fig. 

5.5(a). With this sequential opening of pinholes the data set is 

unmultiplexed because the pinhole through which each photon passes can 

be determined. The projection operator H for this geometry is thus 

better conditioned than that for the multiplexed geometry, and we would 

expect smaller NMSE(LE) values overall. In simulating the actual data

taking operation, though, if a time T is allotted for the entire data 

session, then each pinhole must be open for a time T/8 in the 

unmultiplexed case. Therefore aa for the unmultiplexed case corresponds 

to one eighth of the value of aa for the multiplexed case. This is how 

the tradeoff between noise and projection geometry comes into the 

simulation. The multiplexed geometry has a more ill-conditioned 

projection operator than the unmultiplexed geometry, but the 

multiplexing produces an aa value that is eight times greater, and thus 

better, than the unmultiplexed geometry. 

A second unmultiplexed scheme is shown in Fig. 5.5(b). Here two 

pinholes are open simultaneously in each coded aperture, utilizing the 

detector area more efficiently than in the previous scheme. Now we can 

open each pinhole for a time T/4, or twice as long as when only one 

pinhole is open at a time. We expect that the tradeoff between noise 

and projection geometry for this case will lie somewhere between the 

fully multiplexed case and the fully unmultiplexed case just described. 



Fig. 5.5. The unmultiplexed geometry. 

Pinholes with the same number are opened simultaneously. and 
are closed before the next group in the sequence are opened. 

(a) One pinhole per aperture is open at a time. 

(b) Two pinholes per aperture are open at a time. 
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Results and Discussion 

Figures 5.6, 5.8, 5.10, and 5.12 show the plots of the analytic 

NMSE(LE) of Eqs. (5.19) and (5.21) versus the log of the peak source 

activity density at selected values for the four training sets defined 

above. The computed NMSE(LE) values fall between zero and one, as 

expected. As the activity density gets large, i.e., as the number of 

photons in the data increase, each of the training sets produce a 

different asymptotic NMSE(LE) value, which we refer to as).. The 

highest, or least desirable ). value occurs for the completely random 

training set of Fig. 5.10. The). value is progressively smaller for the 

arbitrary-tumor less training set of Fig. 5.12, followed by the tumor 

training set of Fig. 5.6, and smallest for the tumor less training set of 

Fig. 5.8. The order in which these ). values decrease corresponds to the 

amount of correlation in their respective training-set covariance 

matrices. For the least correlated training set we have the worst 

asymptotic behavior, and for the most correlated training set we have 

the best asymptotic behavior. We recognize that the tumorless training 

set is more correlated than the tumor training set because of the 

absence of the random tumor. 

The dependence of the ). value upon the training set seems to 

indicate that we cannot use a poorly-conditioned projection operator to 

reconstruct objects that exhibit great variability, but that by imposing 

a limitation on the type of object we desire to reconstruct even a 

poorly-conditioned operator will suffice. Thus the more uncorrelated 

the covariance matrix of the training set, the more stringent we must be 
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in our design of H to preserve a low ). value. In other words, the 

design of H is more critical for reconstructing biological objects, say, 

than it would be for reconstructing mechanical, highly correlated 

assembly-line objects. It is perhaps obvious that an uncorrelated object 

class is more difficult to reconstruct than a correlated one, but Eq. 

(5.19) provides us with a method for quantifying the level of difficulty. 

Another way to look at the degree of correlation in the training sets is 

in terms of a priori knowledge. A highly correlated covariance matrix 

indicates strong a priori knowledge; an uncorrelated covariance matrix 

indicates very little a priori knowledge. 

Reconstructions of the first 36 objects from the training set of 

the first estimator are shown in Fig. 5.7(a). Compare this figure to 

Fig. 5.2(c). The NMSE(LE) value of this reconstruction class (over all 

255 objects) is indicated by the circle in Fig. 5.6. The agreement with 

the analytic NMSE(LE) is good. Similarly, the reconstruction of the 

first 36 objects from the training set of the second estimator is shown 

in Fig. 5.9(a), which should be compared to Fig. 5.2(d). The analytic 

NMSE(LE) again agrees well with the sample NMSE(LE) indicated by the 

triangle in Fig. 5.8. Thus the linear estimator performs as predicted on 

objects belonging to the training set. 

Reconstructions of objects not in the training set of the first 

est:f.mator are shown in Figs. 5.7(b), 5.7(c), and 5.7(d). These should be 

compared to Figs. 5.2(d), 5.4(a), and 5.4(b), respectively. The NMSE(LE) 

values for each object class are shown in Fig. 5.6. It is apparent that 

the liver-like object classes all have an NMSE(LE) value close to the 

predicted value, indicating that the tumor training set is capable of 
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Fig. 5.6. Plot of NMSE(LE) versus log (peak ac tlvity density) for the 
first estimator. 

Tumor class A is the training se t used to form this 

estimator. 
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Fig. 5.7. Reconstructions of objects 

(a) Reconstruction of the 

(b) Reconstruction of the 
class. 
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first 

first 

(c) Reconstruction of the first 

(d) Reconstruction of the first 
class. 
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the first estimator. 

36 objects of tumor class A. 

36 objects of the tumor less 

36 objects of tumor class B. 

36 objects of the random 
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Fig. 5.8. Plot of NMSE(LE) versus log (peak activity density) for the 
second estimator. 

The tumor less class is the training set used to form this 
estimator. 
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Fig. 5. 9. Reconstructions of objects 

(a) Recons true tion of the 
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(b) Reconstruction of the 
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first 36 objects of tumor class B. 
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reconstructing the tumorless object class. The random-ellipse class is 

well outside of the training set, however, and has a correspondingly high 

NMSE(LE) value at af3 = 1110.0 (the peak activity density = 10 \lei per 

gram for this af3 value). 

Reconstructions of objects not in the training set of the second 

estimator are shown in Figs. 5.9(b), 5.9(c), and 5.9(d), and should be 

compared to Figs. 5.2(c), 5.4(a), and 5.4(b), respectively. The NMSE(LE) 

values are shown in Fig. 5.8. In this case, all objects not in the 

training set show high NMSE(LE) values, and have correspondingly poor 

reconstructions. It appears from this result that if tumors, or any 

characteristic, for that matter, are to be reconstructed faithfully, they 

must appear tn the training set. Thus the linear estimator can be 

thought of as having very little "imagination" in deriving object 

characteristics not originally known. Again, the random-ellipse class 

shows a very high NMSE(LE) value. 

We anticipate poor results from the third and fourth estimators 

because of their high asymptotic NMSE(LE) values as shown in Figs. 5.10 

and 5.12. For the third estimator whose training set was defined in 

terms of a scaled identity matrix (completely uncorrelated training set), 

the reconstructions of the· objects shown in Figs. 5.2(c), 5.2(d), 5.4(a), 

and 5.4(b) are shown in Figs. 5.11(b), 5.11(a), s.ll(c), and s.ll(d), 

respectively. The NMSE(LE) values for all object classes except the 

random-ellipse class are worse than their predicted values as shown in 

Fig. 5.10, corresponding to the poor reconstruction quality seen in the 

figures. It is suprising, however, to see a sample NMSE(LE) value 

significantly lower for the random-ellipse class than that predicted 
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Fig. 5.10. Plot of NMSE(LE) versus log (peak activity density) for the 
third estimator. 

The training set used to form this es timator consists of 
completely random, uncorrelated objects. 
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a b 

c d 

Fig. 5.11. Reconstructions of objects using the third estimator. 

(a) Reconstruction of the first 36 objects of the tumor less 
class. 

(b) Reconstruction of the first 36 objects of tumor class A. 

(c) Reconstruction of the first 36 objects of tumor class B. 

(d) Reconstruction of the first 36 objects of the random 
class. 
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Fig. 5.12. Plot of NMSE(LE) versus log (peak activity density) for the 
fourth estimator. 

The training set used to form this estimator represents an 
equal weighting of the tumorless class and the class of 
completely random, uncorrelated objects. 
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Fig. 5.13. Reconstructions of objects 

(a) Reconstruction of the 
class. 

(b) Reconstruction of the 

(c) Reconstruction of the 

(d) Reconstruction of the 
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first 36 objects of the tumor less 

first 36 objects of tumor class A. 

first 36 objects of tumor class B. 

first 36 objects of the random 



analytically. This is an indication, perhaps, that the projection-

operator H is more optimum for this object class than for the liver 

object classes. 
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The behavior of the reconstructions from the fourth estimator is 

slightly better than that of the reconstructions from the third 

estimator. Here the reconstructions of the objects shown in Figs. 

s.2(c), 5.2(d), 5.4(a), and 5.4(b) are shown in Figs. 5.13(b), 5.13(a), 

5.B(c), and 5.13(d), respectively. Again the NMSE(LE) values for all 

liver object classes are worse than the predicted values. In fact, the 

tumorless object class !las the highest NMSE(LE) value of all, even 

though its weighted first- and second-order statistics were incorporated 

into the training set as shown in Eqs. (5.22) and (5.23). Also, the 

random-ellipse object class has a lower NMSE(LE) value than predicted, 

as in the previous case. Note that the reduced correlation of the 

fourth estimator as compared to the second estimator of Fig. 5.9 has 

allowed the tumors to appear in Figs. 5.13(b) and 5.13(c). Tumors did 

not appear in Figs. 5.9(b) and 5.9(c). 

From the above simulations we see that reconstruction 

performance is predictable from the analytic NMSE(LE) expression of Eqs. 

(5.19) and (5.21) for objects taken from the training set of the 

estimator. For objects outside of the training set, however, the 

reconstruction performance is generally poorer than that predicted, 

especially if the training set does not include important characteristics 

of the object we wish to reconstruct. Reconstruction quality from 

estimators formed from uncorrelated training sets is generally poor. A 

mixture of uncorrelated and correlated training sets can give better 



results than correlated, but incomplete, sets, however. This can be 

seen by comparing the reconstruction of Fig. 5.9(b) to that of Fig. 

5.13(b). 
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The multiplexed-versus-unmultiplexed results are now discussed. 

Figure 5.14 is a plot of NMSE(LE) values versus the log of the peak 

source activity density for the three cases where 8 (multiplexed), 2 

(unmultiplexed), and 1 (unmultiplexed) pinholes are open simultaneously. 

Note that the 8-pinhole plot is identical to that of Fig. 5.6. The 

pinholes are open for 60 seconds each in the fully multiplexed case (all 

8 pinholes of each aperture are open simultaneously). For the case when 

only 2 pinholes are open simultaneously, each pinhole is open for 60/4 = 

15 seconds, so that the total acquisition time remains 60 seconds. 

Similarly, when only one pinhole is open at a time, each pinhole is open 

for 60/8 = 7.5 seconds. Thus the total photon number recorded for the 

8-, 2-, and 1-pinhole cases are in the ratio 8 to 2 to 1, respectively. 

The first observation is that the plots are similar. This 

indicates that, at least for the geometry chosen, the multiplexing is not 

dramatically affecting system performance when both noise and 

invertibility of the operator are taken together. In particular, for the 

lowest value of the noise (corresponding to the highest source activity), 

where operator invertibility is the limiting factor, we see the 

difference in extreme from 8 open pinholes to 1 open pinhole is on the 

order of a few percento Note also that the 1- and 2-pinhole cases 

converge in the limit of low noise. This is to be expected, since these 

operators are essentially identical, once their zero rows are removed 

(see the discussion below Eq. (5.15)). When the noise becomes 
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Fig. 5.14. Plot of NMSE(LE) versus log (peak activity density) for the 
multiplexed and unmultiplexed cases. 

Tumor class A is the training set for all three geometries. 

107 



108 

appreciable at lower levels of activity, though, the 2-pinhole case 

provides a smaller NMSE(LE) value than in the I-pinhole case. This is 

because the noise levels in the data are higher in the I-pinhole case, 

since each pinhole is open for only 7.5 seconds compared to 15 seconds 

in the 2-pinhole case. 

-2 -1 For intermediate values of the source activity (e.g., 10 ,10 

~Ci per gram), the 2-pinhole case is slightly better than the 8-pinhole 

case, and both are significantly better than the I-pinhole case. For 

-5 
very low values of the source activity, around 10 ~Ci per gram, the 

8-pinhole case develops an advantage over both the 2- and 1-pinhole 

cases, so that multiplexing is advantageous here. 

Our analysis of Fig. S.lif confirms our qualitative expectations 

of the behavior of Eq. (5.19), discussed above. These results are not a 

dramatic motivation for the multiplexed approach, however. Indeed the 

SNR of the data increases with more pinholes in the projection operator, 

but the plot of Fig. 5.14 indicates that we need a higher SNR in the data 

when the projection operator is not well conditioned due to multiplexing. 

Otherwise, a more significant improvement in NMSE(LE) values would have 

resulted in the multiplexed case. Thus the better SNR in the data is 

balanced by the loss in inveribility of the projection operator for this 

example. On the other hand, the multiplexed case is still useful for 

rapid dynamic studies. 

Several limitations of this analysis should be identified. First, 

the framework of this study is in terms of linear estimation theory, the 

limitations of which have been discussed above with respect to 

reconstruction performance. Also, this study has used a coded aperture 
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that has not been optimized. Finally, this example is a planar problem 

involving two-dimensional objects and one-dimensional coded images. The 

full three-dimensional problem may exhibit greater variation in data-

taking schemes than that presented here. Unfortunately, the linear 

estimator approach of computing NMSE(LE) becomes unwieldy very quickly 

when the problem's dimensionality is increased. The less analytic Monte 

Carlo algorithm may have to be the method of choice for analyzing larger 

problems. 

Comparison with the Monte Carlo Algorithm 

The Monte Carlo algorithm is now used (without annealing) to 

reconstruct the 36 objects shown in Fig. 5.2(c), again using the geometry 

of Fig. 5.1 with an a~ value of 1110.0, corresponding to a peak source 

activity density of 10 IlCi per gram, as before. The reconstructions 

using two different smoothing weights in the energy term are shown in 

Figs. 5.15(a) and 5.15(b), and should be compared to the linear-

estimator reconstruction of Fig. 5.7(a). The NMSE values of Figs. 5.15(a) 

and 5.15(b) are 0.348 and 0.309, respectively. These NMSE values are 
,.. 

obtained using Eq. (4.4) to find the MSE, where ! now represents the 

Monte Carlo reconstruction. This MSE value is then normalized by 

dividing by tr[Kf), where Kf is the covariance matrix of the 36 objects 

to be reconstructed. Note that, unlike the NMSE(LE) of the linear 

estimator, there is no guarantee that this NMSE has a maximum value of 

1. This is because the Monte Carlo reconstruction does not generally 
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Fig. 5.15. Reconstructions of the objects of Fig. 5.2(c) using the Monte 
Carlo algorithm. 

A different smoothing weight has been used for each group of 
reconstructions. The energy to be minimized by the Monte 
Carlo algorithm consists of two parts; agreement of the 
reconstruction's projections with the data, and a nearest
neighbor correlation term in the reconstruction space, which 
acts as a smoothing constraint. The smoothing weight adjusts 
the relative importance of these two terms. A smoothing 
weight close to 1 emphasizes the correlation term, while a 
smoothing weight close to 0 emphasizes the agreement with the 
data. 

(a) Smoothing weight 0.3. 

(b) Smoothing weight 0.7. 
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approach the average object of the training set as the noise in the data 

approaches infinity, a situation that does occur with the optimum linear 

estimator. 

The Monte Carlo reconstruction qualitatively and quantitatively 

demonstrates less accuracy in representing the original objects than do 

the reconstructions obtained with the linear estimator when the objects 

belong to the training set. This observation again points out the 

importance of a priori information in both of these algorithms. The a 

priori knowledge used in the Monte Carlo algorithm was a positivity 

constraint and a nearest-neighbor smoothing term, as discussed in 

Chapter 3. The linear estimator, however, has the first- and second

order statistics of the objects to work with. This information is 

apparently more robust than that available to the Monte Carlo algorithm. 

On the other hand, when the same object class is reconstructed using a 

different training set (see Figs. 5.9(b), 5.11(b), or 5.1.3(b», the Monte 

Carlo algorithm is competitive. In particular, Fig. 5.9(b) fails to 

reproduce the tumors at all, Fig. 5.1l(b) is unrecognizable, and Fig. 

5.l3(b) is very similar visually to the Monte Carlo reconstruction of 

Fig. 5.15. It is encouraging that the Monte Carlo algorithm can do so 

well with the limited a priori information available to it. Significant 

improvement with this algorithm may be possible by using stronger ~ 

priori information, for example by incorporating the training-set 

covariance matrix into the energy term. 

It is useful to compare the linear estimator and the Monte Carlo 

algorithm with respect to the size of the reconstruction problem each 

can handle. In the Monte Carlo algorithm each volume element in the 
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object space has associated with it the addresses of all of the detector 

elements visible to it through the coded apertures. Thus the Monte 

Carlo algorithm doesn't use the full H matrix, but stores only the 

addresses of the non-zero elements of H. Because H is a sparse matrix, 

this can amount to a large savings. For example, if there are 4096 

detector elements in a coded image but only 20 pinholes per coded 

aperture, then each column of H, consisting of 4096 elements, collapses 

to 20 addresses. This is why the linear estimator, which requires the 

entire B matrix in its present implementation, is limited to 

reconstructing 15x15x1 element objects, while the Monte Carlo algorithm 

can reconstruct 31x31x31 element objects given the same computer 

resources. 

NMSE(LE) Dependence upon Coded Aperture 

The linear estimator is now used to explore the effect of the 

projection operator H on the system performance. An advantage of the 

formalism is that no reconstructions need be formed. The expressions in 

Eqs. (5.19) and (5.21) provide us with the tools to directly evaluate the 

NMSE(LE) of the system. Values of the NMSE(LE) close to 1 indicate poor 

perform.ance, while values close to 0 indicate good performance. The 

geometry is again that of Fig. 5.1, and the training set is shown in Fig. 

5.2(a). The peak activity density of the object class is taken as 10 pCi 

per gram, so that the overall mUltiplying factor as is 1110.0. The 

possible locations of the pinholes in the coded apertures are different 

than those shown in Fig. 5.1, however. In this simulation the eight 

possible locations are uniformly spaced over each aperture, and an 
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exhaustive search is made over all possible aperture perturbations. 

Because there are 8 pinhole locations per aperture, and the pinhole is 

8 
either open or shut, there are a total of 2 or 256 possible 

permutations per aperture. All three apertures use the same pinhole 

code at the same time, so that there are only 256 permutations for the 

entire coded-aperture system. The aperture corresponding to all of the 

pinholes being closed is not considered. 

The NMSE(LE) value of Eqs. (5.19) and (5.21) versus aperture (H 

matrix) is plotted in Fig. 5.16. The best aperture corresponds to the 

binary equivalent of the number 81, which is 0 1 0 1 0 0 0 1. It is 

interesting to note that only 3 pinholes are open in this aperture. 

Also, the NMSE(LE) value for this aperture is 0.079, which is actually 

better than the NMSE(LE) value of 0.085 for the 8 open pinhole case of 

Fig. 5.6 with the equivalent peak activity density of 10 llCi per gram. 

The worst aperture corresponds to the code 0 0 0 0 0 0 0 1, with 

NMSE(LE) value of 0.319. In fact, all cases where only 1 pinhole is open 

yield poor NMSE(LE) values. The case when all pinholes are open yields 

an NMSE(LE) value of 0.136, significantly worse than the optimum value. 

Note that most apertures cluster about relatively low NMSE(LE) values 

with this geometry, indicating that an aperture chosen at random would 

have a good chance of being close to optimum. For completeness, linear-

estimator reconstructions using the best and worst aperture are 

performed on the training set and are shown in Figs. 5.17(a) and 5.17(b), 

respectively. The sample NMSE(LE)s of these reconstructions are 0.079 

and 0.319, in agreement with the analytic values to three digits. 
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Fig. 5.17. Reconstructions using the best and worst apertures. 

(a) Best aperture, NMSE(LE) = 0.079. 
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In practical problems an exhaustive search to find the optimum 

aperture is not feasible because there are too many parameters to vary. 

Instead an optimization procedure must be applied to search efficiently 

through the configuration space. It is possible to express perturbations 

in the expression of -Eq. (5.19) in terms of perturbations in H (Smith, 

Paxman, and Barrett 1985b), however, so that the updated NMSE(LE) value 

could be calculated efficiently. Acceptance of the perturbation would 

be determined by an optimization strategy such as simulated annealing. 

In this wayan aperture with a desirable NMSE(LE) value could be found. 



CHAPTER 6 

SUMMARY AND FURTHER WORK 

This chapter is a summary of the work presented in this 

dissertation. Some directions for future work in coded-aperture imaging 

are also discussed. 

Summary 

A Monte Carlo algorithm was developed in Chapter 3 to 

reconstruct objects from their coded images and a priori knowledge. An 

example of a reconstruction that agreed quantitatively with the original 

object was presented, and the relative insensitivity of the algorithm to 

noise was demonstrated. The algorithm was used to qualitatively explore 

various two-and three-dimensional coded-aperture systems with and 

without noise. It was found that multiplexing is not as serious a 

problem as a limited view and that, when Poisson noise is present in the 

data, multiplexing can indeed be advantageous. Annealing the 

reconstruction did not significantly improve the final result, which 

implies that the reconstruction problem incorporating only the 

constraints of positivity and near~st-neighbor smoothing does not have 

local minima. A method of determining the space-variant point spread 

function of real data-taking systems was also discussed. The practical 

advantages of the Monte Carlo approach are that it is very flexible in 

dealing with a priori constraints, and that it is capable of handling 

large reconstruction problems. The largest reconstruction volume 
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presented in this work had 31x31x31 elements, but larger volumes will be 

possible in the near future. The primary disadvantage of the algorithm 

is that it does not provide an analytic framework in which to test a 

priori knowledge or optimize the system. 

To satisfy the desire for an analytic approach, the linear

estimator formalism was developed in Chapter 4. For completeness, the 

estimator was expressed in terms of its singular value decomposition, 

and the equivalence to Paxman's "system alignment" concept (Paxman 1984) 

was demonstrated. In addition to the estimator, an expression for the 

MSE evaluated over the class of objects to be reconstructed was found. 

In Chapter 5 the linear estimator was applied to the coded

aperture imaging problem in nuclear medicine. To accomplish this, the 

noise covariance matrix representing Poisson noise was de'ITeloped. With 

the formalism completed, the linear estimator was then applied to 

reconstruct classes of objects from suitable training sets defined by 

their first- and second-order statistics. Comparison of theoretical MSE 

values using different training sets indicated that, for a "poor" 

projection operator, reconstruction quality would be poor when 

uncorrelated training sets (representing weak a priori knowledge) were 

used to construct the linear estimator. Conversely, highly correlated 

training sets (representing strong a priori knowledge) produced an 

estimator that performed well on objects within the set using the same 

projection operator. It appears that, to obtain satisfactory results, 

the design of the projection operator must be given much more 

consideration when the training-set correlation is low. It was also 

found that the estimator performed as predicted in reconstructing 
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objects that belonged to the training set, but that reconstruction 

performance was poor for objects significantly outside of the training 

set (with a priori misinformation). For example, attempting to 

reconstruct objects with tumors using an estimator formed from objects 

without tumors gave unsatisfactory results. 

The multiplexed versus unmultiplexed comparison demonstrated 

that for the particular geometry and coded aperture chosen, there was 

essentially no SNR advantage to multiplexing over the two unmultiplexed 

schemes !'resented. - Thi$. null result should not be interpreted as 

universal, though, since these results apply to a specific object class 

and an unoptimized projection operator. Furthermore, only the 

multiplexed scheme is suitable to rapid dynamic studies. 

The linear estimator performed better than the Monte Carlo 

algorithm when constructing objects taken from the ~raining set used to 

form the estimator. When the objects to be reconstructed were outside 

of the training set, however, the Monte Carlo algorithm was competitive. 

These observations point towards the importance of a priori information 

when reconstructing from incomplete data. By incorporating the second

order statistics of the training set into the energy term of the Monte 

Carlo algorithm, results comparable to the best linear-estimator results 

may be possible. Because the Monte Carlo algorithm can handle much 

larger geometries than the linear estimator, such an enhancement of a 

priori knowledge in that algorithm may make it the method of choice in 

reconstructing from coded-aperture data. 

The optimization experiment demonstrated the effect that 

different projection operators have on the NMSE(LE) value, which is the 



120 

measure of reconstruction quality incorporated into the linear estimator. 

The configuration space consis ted of only 255 possibilities, so that an 

exhaustive search was possible to find the best coded aperture. Most of 

the apertures in this set yielded near-optimum NMSE(LE) values, however, 

a surprising result. Apertures with only one pinhole performed poorly. 

In more realistic problems the number of configurations are too numerous 

to perform an exhaustive search, so that an optimization method such as 

simulated annealing would be required to find an acceptable aperture. 

This work has achieved the original aim of providing a flexible 

reconstruction algorithm to be used in coded-aperture imaging, as well 

as developing an analytic framework for investigating the questions of 

code design and a priori knowledge. Some applications of the algorithms 

have been presented here, but many more are necessary to bring the 

coded-aperture concept to fruition. These further directions are now 

discussed. 

Further Work 

The system calibration idea presented in Chapter 3 can. include 

the effects of attenuation, scatter, and detector spatial nonlinearities 

in the projection operator H. These are effects that are difficult to 

model mathematically. Once the projection operator has been 

experimentally determined, it can be used directly in the linear 

estimator or in the Monte Carlo algorithm without modHication of 

either. Such calibration experiments in two- and three-dimensional 

geometries are desirable before further algorithm development. When the 

actual data-taking system has been calibrated, then coded-image data 
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from phantom objects can be used to test the overall reconstruction 

performance using both estimators. However, the linear estimator 

requires accurate training-set covariance matrices. This may not be a 

significant problem with mechanical phantoms, but when reconstructing 

animal or human subjects with the linear estimator the question of 

developing good covariance matrices is a critical one. Work on 

developing a mathematical model of the liver and disease of the liver is 

currently being pursued (Cargill et a1. 1985), with this training-set 

problem in mind. 

The primary competition to the coded-aperture approach discussed 

here is SPECT using a rotating Anger camera. Using the MSE expression 

of the linear estimator it would be useful to compare SPECT performance 

to coded-aperture performance with respect to source peak activity in a 

manner similar to the multiplexed versus unmultiplexed comparisons. 

Such a study would be necessary in demonstrating any real advantages the 

coded-aperture system might have in the clinical setting. One of the 

important advantages to be developed is that of dynamiC studies, which 

is not possible with current SPECT systems. Early work in this area 

could focus on first-pass cardiac imaging. 

The question of annealing remains open in the Monte Carlo 

algorithm. In particular, the effect of stronger a priori information 

and whether such information introduces local minima into the energy 

configuration space needs to be investigated. If local minima were 

introduced, then annealing would be necessary to achieve a global 

minimum. Types of a priori information to be investigated are that the 

reconstruction is binary (which has applications in reconstructing blood 
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volume) and that the reconstruction consists of finitely-many 

parametrized objects, such as circles and ellipses. Another possibility 

would be to define an energy term that depends on the covariance matrix 

of an object-class training set, such as was used for the linear 

estimator. 

Finally, it should be pointed out that the linear analysis 

presented in this dissertation does not apply solely to imaging in 

nuclear medicine, but can apply to any problem that is represented by a 

linear projection operator. Similarly the simul?ted annealing approach 

is applicable to any optimization problem that has a cost function with 

local minima. 



APPENDIX A 

AN EQUIVALENT WAY TO WRITE THE LINEAR ESTIMATOR 

In this appendix Eq. (4.30) is derived from Eq. (4.20) using the 

identity of Eq. (4.28). Referring to Eq. (4.20), the linear reconstructor 

W of Eq. (4.3) can be written as 

-1 

W Kf HT [H Kf HT + KnJ (A.l) 

-1 

= Kf HT [H Kf HT + KnJ [H Kf HT + Kn - H Kf HTJ K~1 (A.2) 

-1 

= Kf HT [H Kf HT + KnJ [H Kf HT + KnJ K~1 

-1 

- Kf HT [H Kf HT + KnJ H Kf HT K~1 (A.3) 

(A.4) 
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If the identity of Eq. (4.28) is now used with P Kf and R Kn. 

Eq. (A.4) becomes 

w 
-1 

[H T K~ 1 H + Kf 1J H T K~ 1 (A.S) 

which when substituted into Eq. (4.3) yields Eq. (4.30). 



APPENDIX B 

A LAGRANGIAN DERIVATION OF THE LINEAR ESTIMATOR 

This appendix finds the f that minimizes the following scalar 

(see Eq. (4.56)) 

L (g - Hf)TK~l(g - Hf) + (f - <f»TKi\f - <f» - - - - - - -- (B.I) 

Expanding, differentiating with respect to !.. and setting the result 

equal to zero yields 

o , (B.2) 

where the hat has been applied to indicate that this particular f 

minimizes Eq. (B.I). The following derivatives have been used in the 

evaluation of Eq. (B.2), where A is a square matrix and q is a constant 

column vector: 

a T 
ax x A q A q 

x • 
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Simplifying Eq. (B.2) yields 

-1 

i = [HTK~IH + KflJ [HTK~I~ + Kf'<!>J (B.3) 

-1 -1 

[HTK~IH + Kf'J HTK~I~ - [HTK~IH + Kf'J HTK~IH<!> + <f> 

(B.4) 

which is the linear estimator in the form of Eq. (4.30). 



APPENDIX C 

THE COVARIANCE MATRIX OF COMBINED CLASSES 

A derivation of the form of the covariance matrix of two 

combined classes, used in Eq. (5.23), is now presented. Assume that the 

probability of occurrence of the first and second classes is given by p 

and q, respectively, where p + q = 1. The average of the combined 

classes is then 

<x> ~ x p(~) = ~ x p(~ll) p + ~ x p(xI2) q 
1,2 1 2 

p<x> + q<x> , 
- 1 - 2 

(C.l) 

where ~ is a random vector that belongs to either class, p(~) is the 

probability of occurrence of ~, p(~11) and p(~12) are the conditional 

probabilities of occurrence, and the subscripts 1 and 2 indicate ensemble 

averages over the first and second classes, respectively. Unsubscripted 

brackets indicate an ensemble average over both classes. The covariance 

matrix of the combined classes is 

(C.2) 
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Now 

~ xx
T 

p(xI1) p + ~ xx
T p(~12) q 

1 2 

(C.3) 

so that Eq. (C.2) can be written, using Eq. (C.1), as 

(c.4) 

2 
After some algebra, and recognizing identities such as p - p pq, 

Eq. (C.4) becomes 

(C.5) 

This is the form of Eq. (5.23), where Kx and Kx are the covariance 
1 2 

matrices of classes 1 and 2, respectively. 
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