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ABSTRACT

The topic of the dissertation is the design and development of an imaging spectrometer 

that is capable of simultaneously measuring range.  The instrument developed, called the 

Ranging-Imaging Spectrometer (RIS), is a marriage of two well-established technologies.  

The technologies are the Computed Tomographic Imaging Spectrometer (CTIS) and the 

Scannerless Range Imaging Laser Detection and Ranging instrument (SRI LADAR) 

developed at The University of Arizona and Sandia National Labs respectively.  

    The instrument is the first of it kind with its ability to simultaneously detect passive 

reflectance spectra and active range detection on a single focal plane array without spatial 

scanning.  This RIS has applications in military reconnaissance, mining, surveying, 

robotic vision, and autonomous vehicle navigation. The instrument has 77 x 77 pixels of 

spatial resolution, 61 spectral samples from 597 – 897 nm with ∆λ = 5nm, and range 

resolution of 8.92 ± 1.23 cm.  

    The topic of the dissertation is first motivated by discussing current technologies and 

their related drawbacks that provide reasons for developing the RIS.  A basic review of 

imaging spectrometry, CTIS, and SRI LADAR are presented as foundations on which the 

instrument is constructed.  Technical data is then presented including: the design of the 

CTIS components, the opto-mechanical design for mounting and mating the two systems 

together, the spectral and range calibration techniques, the analysis of the spectral and 

range resolutions and tests, and a section on range errors and correction techniques.  A 

section detailing range noise suppression techniques using statistics is included along 

with future work.
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CHAPTER ONE: INTRODUCTION

A variety of information can be optically gathered from a scene: spatial 

information from cameras, spectral information from spectrometers, range information 

from laser detection and ranging (LADAR) instruments, and polarization information 

from polarimeters.  This information has many applications including the detection of

minerals in mining operations, navigation of autonomous vehicles, enhancement of

robotic vision, and military reconnaissance.  All these applications require rapid data

acquisition in order to capture dynamically occurring events.

There is also a need to combine the spectral and ranging capabilities of imaging 

sensors into a single instrument.  An instrument capable of simultaneously measuring

both spectral and 3-D spatial parameters of a scene would greatly improve the accuracy 

of target identification and discrimination over instruments that only gather a subsection 

of spectral/spatial data.  Also, combining the different abilities into a single instrument 

would eliminate image registration errors that arise from the use of independently 

dedicated systems.

The University of Arizona developed a new instrument  called the Ranging-

Imaging Spectrometer (RIS) that combines two well-established technologies in imaging 

spectrometry and range imaging—the Computed Tomographic Imaging Spectrometer 

(CTIS) and the Scannerless Range-Imaging LADAR (SRI LADAR) developed by The 

University of Arizona and Sandia National Labs respectively.  The RIS can

simultaneously measure spectral and 3-D spatial information with a single focal plane 
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array (FPA) using a sequence of rapidly acquired images.  The RIS eliminates the image 

registration problems that occur from independent systems.

The topic of this dissertation is the design and analysis of the Ranging-Imaging 

Spectrometer. The RIS fusion of CTIS and SRI LADAR contains no moving parts.  To 

measure the spectral and 3-D spatial data contained in a scene, the RIS rapidly acquires a 

sequence of eight images, which the particular SRI LADAR used, requires to measure the 

range data.  However, each of the images contains independent spectral measurements of 

the entire scene. The spectral range of the instrument spans 597–897 nm, visible to near 

infrared (NIR).  It has 61 bands of spectral samples (∆λ = 5 nm) yielding 10 nm spectral 

resolution.  It collects spectral samples in a 77 x 77 pixel format with angular subtend of 

12.5o. Its angular resolution is 2.8 mr; and its range resolution is 8.92 ± 1.23 cm.

This dissertation first discusses current technologies and their drawbacks as 

rationale for developing the RIS.  It then presents a basic review of imaging 

spectrometry, CTIS, and SRI LADAR as the foundations on which the RIS is 

constructed. Details of the construction and operation of the RIS follow.  Technical data 

includes the design of the CTIS optical components, the opto-mechanical design for 

mounting and mating the two systems, spectral and range calibration techniques, and the 

description and analysis of various spectral and range tests performed.  A section on

ambient-light-induced range errors will examine range correction techniques developed

specifically for the RIS.  Suggestions for improvement of the instrument and ideas to 

further the technology follow.
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CHAPTER TWO: METHODOLOGY AND MOTIVATION

2.1 Methodology

To construct the Ranging-Imaging Spectrometer, the CTIS and SRI LADAR 

instruments are bore-sighted to use the same focal plane.  This allows the independent but 

simultaneous operation of both the CTIS and SRI LADAR subsystems.  

To measure spectral information from the scene, the CTIS subsystem uses a 

computer-generated holographic (CGH) grating to diffract passive light reflected or 

emitted from the scene.  The light is imaged onto a gated image intensifier contained in 

the SRI LADAR subsystem.  The image is transferred to the FPA via fiber optic taper

then read into a computer.  The computer processes the digital image with iterative 

mathematics similar to those of limited angle tomography to reconstruct the scene 

spatially and spectrally. All pixels in the reconstructed image contain spectra.

The CTIS has distinct advantages over other current technologies in that it 

contains no moving parts and requires no spatial scanning to perform measurements.  

Instruments that contain scanning components are prone to mechanical failure and pixel-

registration problems.  The diffraction grating in the CTIS eliminates the need to spatially 

scan the scene and allows measurements to be made in a single integration period.

The SRI LADAR subsystem uses phase encoding and time of flight (TOF) to 

measure the distance between the instrument and scene for each pixel in the image.  The 

phase encoding is created by heterodyning outgoing laser pulses at 1 kHz with a 

sinusoidally modulated gain at 10 MHz applied by the micro-channel plate (MCP) in the 
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image intensifier.  The laser pulses (λ = 857 nm) are reflected off the scene and imaged 

through the CTIS.  The heterodyning of the two waveforms generates an image, whose 

intensity is range dependent, on the phosphor screen of the intensifier.

This image is then transferred via the fiber optic taper to the FPA, where another 

image of the scene is acquired with the initial phase difference between the outgoing laser 

pulses and image intensifier gain shifted by π/4 radians.  Once eight images are acquired

and transferred to the computer, the phase difference between the outgoing laser pulses 

and image intensifier gain has been stepped though 2π radians.  Using the eight images 

and a TOF algorithm, the range of the scene can be calculated on a per-pixel basis.

Since the CTIS requires only one image to measure spectral information and the 

SRI LADAR requires eight images to measure range, the spectral content of the scene is

sampled eight times faster than range.  Also, the programs that process and reconstruct

the data are independent; consequently, depending on the application of the sensor or the 

needs of the user, either spectra, range, or both can be calculated for the scene.

Because each pixel in the image contains both spectral and range measurements 

of the scene, the data gathered by the RIS can be represented as a four-dimensional 

hypercube with one spectral (λ) dimension and three spatial (x, y, and z) dimensions.  

This data is referred to as a spatial-spectral hypercube.  A conceptualization is shown in 

Figure 2.1.1. 



21

Figure 2.1.1 Conceptualization of the four-dimensional spatial-spectral data hypercube.

2.2 Motivation

The idea was to create an optical instrument that could simultaneously measure 

3-D spatial and spectral information in a single integration time.  The RIS pushes towards 

that goal by expanding the capabilities of the CTIS into the third spatial dimension. Such

an instrument has many possible applications.

The mining industry could use a device capable of inspecting the mineral content 

of a potential site while simultaneously measuring topography.  Mine safety is another 

application, for the constitution of the mine determines how steeply the walls can be cut.
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Robotic vision and autonomous vehicle navigation are other possible applications

for the RIS.  Current machine vision systems use complex stereo and/or triangulation 

systems rife with spatial registration errors.  The snapshot capability of the RIS 

eliminates spatial registration errors, provided the scene is static relative to the data 

acquisition time.  As well, with its added capability to measure spectra, the RIS could 

provide additional information about the scene while helping to guide the robot/vehicle.

Military reconnaissance could also benefit from such a device.  A RIS mounted 

on a land, sea, or air platform to monitor a battlefield could track1 incoming munitions 

and classify them by their spectral signatures while determining their range, thus

allowing better target recognition and improved intelligence.

The development of this instrument is a step towards a device that mimics human 

vision, in that it simultaneously detects color (spectra) and 3-D spatial information.  

Combining the two technologies is a natural yet vital step in the advancement of imaging 

spectrometry.
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CHAPTER THREE: INSTRUMENTATION BACKGROUND

This chapter describes some of the current technologies used today in the fields of 

imaging spectrometry and laser ranging.  In order to introduce nomenclature used 

throughout the dissertation, a brief discussion follows on the nature of the scene observed 

by these instruments and the data they collect.  

The spectral and spatial information contained in the universe could be described 

by a set of continuous and infinite functions.  Since imaging systems have finite 

capacities to measure both spectral and spatial dimensions, they can only view a finite 

portion of the universe.  The portion viewed by the instrument is referred to as the object 

cube or object hypercube, depending on whether the instrument is able to measure only 

three dimensions of the scene or more than three dimensions.  The object cube/hypercube 

itself is continuous, but finite in extent due to the spectral and spatial bandpass of the 

instrument.

Because instruments can only acquire a finite number of samples of the object 

cube/hypercube, the data collected is a discrete representation of the object 

cube/hypercube and is referred to as the data cube/hypercube.  Generally, the quality of 

instrumentation is gauged by how accurately the data cube/hypercube represents the 

object cube/hypercube.
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3.1 Conventional Imaging Spectrometers

Imaging spectrometers can only measure the spectral object cube of a scene.  The 

data they collect are referred to as the spectral data cube.  The spectral object and data 

cube contain two spatial dimensions (x and y) and the spectral dimension (λ).  They are 

unable to measure the third spatial dimension of depth or range (z).  An example of a 

spectral data cube collected by AVIRIS is shown in Figure 3.1.1.

Figure 3.1.1 Spectral data cube from AVIRIS spanning 0.4 µm–2.5 m in wavelength.

Generally, most imaging spectrometers cannot obtain the data cube during a 

single integration time or snapshot, but capture only a one- or two-dimensional subset of 

the data cube, and require scanning to obtain the remaining components.  An example of 

an imaging spectrometer is the filtered camera, which is only able to capture an x-y slice 

through the spectral data cube at a single wavelength.  An image of the scene has to be 

0.4µµµµm

2.5µµµµm

λλλλ

x
y
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acquired at each wavelength of interest, and a filter wheel or some other mechanism is 

used to change the wavelength of the next slice to be measured.  The data cube is then 

constructed from the multiple images or slices.  

Other types of imaging spectrometers are whiskbroom and pushbroom scanners, 

which acquire the entire sampled spectrum in a single integration, but require scanning in 

one or two of the spatial dimensions.  Figure 3.1.2 illustrates how each of the basic 

imaging spectrometers acquires the spectral data cube during a single integration time.

Figure 3.1.2 Illustration of data cube acquisition for three common imaging 
spectrometers.

Pushbroom

x

y

λλλλFiltered 
Camera

Whiskbroom
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3.2 Range-Imaging Instruments

Range-imaging devices can only measure the spatial object cube of a scene.  The 

data they collect is referred to as the spatial data cube.  The spatial object and data cubes 

contain three spatial dimensions (x, y and z) but no spectral dimension (λ).

Like the imaging spectrometer, most range-imaging instruments are unable to 

obtain the data cube during a single integration time or snapshot, but normally capture

only one or two dimensions of the data cube and require scanning to obtain the rest.  An 

example of a range-imaging instrument is the laser rangefinder.  It can only measure 

range for a single spatial pixel during the integration time.  Other instruments, like the

Jigsaw 3D-LADAR developed by Ludwig et al.2, use a narrow 2-D array of detectors to 

sweep out the range data cube.  Like imaging spectrometers, these instruments require 

scanning and exhibit the associated problems.  Figure 3.2.1 illustrates how these two 

instruments capture the range data cube.

Figure 3.2.1 Illustration of data cube acquisition for two range imagers.
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3.3 Other Range-Imaging Methods

In fringe projection, an illumination source projects a grating pattern onto the 

scene, and a camera placed at an angle to the projected fringes captures an image.  The 

deviation of the fringes in the image from the projected pattern is dictated by the surface 

features and the angle of the camera.  This method only captures the height variations on 

the imaged surface and not the range between the object and the observer.  

Triangulation uses two focal plane arrays separated by some distance, each 

capturing an image of the scene.  Range is then calculated from the separation of the 

arrays and their viewing angles.  This method is computationally exhaustive and requires

two camera systems.

3.4 Problems Associated with Conventional Techniques

Problems arise when conventional techniques are used for applications requiring

simultaneous measurement of more than three dimensions of a scene.  For example, a 

farmer might want to generate a 3-D map showing where different crops are planted.  An 

illustration of the scenario is shown in Figure 3.4.1.
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Figure 3.4.1 Illustration of a landscape planted with two different crops, which are 
denoted by color.

Because conventional instruments can only capture three of the four dimensions,

the two different subsets of data would have to be independently collected by two 

instruments—for instance, an imaging spectrometer for the spectral data cube and an 

imaging LADAR for the spatial data cube. An illustration of the two data cubes captured 

by the instruments is shown in Figures 3.4.2 and 3.4.3.
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Figure 3.4.2 Illustration of the spectral data cube for the example scenario.

Figure 3.4.3 Illustration of the spatial data cube for the example scenario.
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The first problem in working with independent systems is pixel-registration error.  

Parallax or misalignment between the receiving optics of the independent systems can 

bring about misalignment in the x and y components of the spatial and spectral data

cubes.  Correcting pixel-registration problems can be difficult and time-consuming, 

especially with a large number of samples.

Another problem comes about when the pixel footprint projected on the scene 

isn’t exactly the same size for each independent instrument.  Without the same footprint 

size, the x-y spatial sampling for the data cubes will not be the same, which leads to 

pixel-registration and analysis errors.  Other concerns with independent systems include:

1) Two different sources of noise in the data, one from each instrument.  

2) Increased operating and component costs from having multiple instruments.

3) Mechanical considerations such as size and weight.

As well, conventional instruments often require scanning to obtain their portion of 

the data hypercube, and scanning introduces another set of problems.  Mechanical motion 

is needed to scan the scene (gimbaled mirror, filter wheel, satellite, etc.), and moving

parts are prone to failure, which limits the reliability and lifetime of the instrument.  

Scanning takes a relatively long time and requires multiple samples of the scene from the 

same set of detectors, so any changes that occur in the scene during the scan time bring 

about artifacts in the data.  Scanning also limits these instruments to scenes that remain

static within the scan time.

As with independent systems, scanning systems can suffer from pixel-registration 

error.  Scanning systems mounted on moving platforms (airplanes, satellites, etc.) need 
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vibration isolation so that successive scans can be aligned properly, and the alignment of 

such data can be problematic and exhaustive.

3.5 Summary of Current Techniques

All these technologies have proven themselves valuable, but their individual 

component limitations on scanning preclude combining them in a single instrument 

capable of acquiring both the spectral and spatial data cubes.  Two devices detailed in the 

following chapters can be (and were) combined to produce such an instrument.

The two devices are the Computed Tomographic Imaging Spectrometer (CTIS) 

and the Scannerless Range-Imaging LADAR (SRI LADAR).  The CTIS is a scannerless 

imaging spectrometer that measures the spectral object cube in a single exposure 

(snapshot) on a conventional FPA.  The SRI LADAR measures the spatial object cube in 

a series of rapidly acquired snapshots, also using a conventional FPA.
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CHAPTER FOUR: CTIS AND CONTINUOUS TO DISCRETE IMAGING

4.1 Computed Tomographic Imaging Spectrometer

The goal of any imaging spectrometer is to measure the spectral object cube of a 

scene.  Because instruments are unable to capture the continuous function, they instead 

compartmentalize the data into a set of voxels—in the data cube—that make up the best 

estimate of the object cube.  Figure 4.1.1 illustrates the voxel representation of the 

continuous object cube.  The dimensions of the voxels and data cube are determined by 

their spatial and spectral sample sizes, the field-of-view, and the spectral passband of the 

instrument.

Figure 4.1.1 Illustration of the voxelated object cube.
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While conventional imaging spectrometers can measure only a one- or two-

dimensional subset of the object cube during a single integration of their detector 

elements and require scanning to obtain the rest of the data cube, the Computed 

Tomographic Imaging Spectrometer (CTIS) measures the spectral data cube in a single 

integration of a camera.  Instead of scanning, the CTIS uses diffractive optics to project 

the object cube onto a 2-D focal plane to spatially encode the scene’s spectral content.  

The CTIS is composed primarily of off-the-shelf optical components and contains 

no moving parts.  Figure 4.1.2 is a diagram of its basic optical layout.  The objective lens 

images the scene onto a field stop located at the front focal point of a second lens called 

the collimator.  The collimator passes the image through a custom computer-generated 

holographic (CGH) grating, which diffracts the light. The resulting pattern is then 

imaged onto a 2-D FPA by the re-imaging lens.

Figure 4.1.2 Diagram of the basic optical layout of the CTIS.

The diffraction grating is the system’s workhorse.  It produces a diffraction 

pattern similar to that of two crossed linear gratings, but the efficiency of the CTIS 

grating has been tailored to project light evenly in the lower numbered orders.  The 
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center, or 0th diffraction order, is a panchromatic image of the scene which contains 2-D 

spatial information.  The higher diffraction orders (±1, ±2, etc.) are each an image of the 

scene that has been spread out spectrally, with the amount of spread increasing with each 

diffraction order number.  It is this “smearing” of the object cube onto the array that 

spatially encodes the spectral information.

Essentially, each diffraction order is a projection of the object cube onto a 2-D 

surface at a different angle.  Figure 4.1.3 is an illustration of the object cube projection. 

Figure 4.1.3 Illustration of the object cube projections.

The projection angle through the object cube is determined by the diffraction 

order number.  This projection technique is analogous to limited-angle tomography.  An 

estimate of the object cube is then reconstructed from these projections using 
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tomographic reconstruction techniques (Expectation Maximization or Multiplicative 

Algebraic Reconstruction Technique5).

It is directly apparent from the projection model that the size of the focal plane 

and finite pixel size determine both spectral and spatial resolution.  The extent of the 

focal plane limits the number of diffraction orders captured, while the number of pixels 

contained in the 0th order limits the spatial sampling.

There also is a tradeoff between the spectral and spatial resolution of the CTIS.  

Because the spatial resolution is limited by the projected size of the field stop onto the 

array, the larger the field stop, the larger the 0th order, resulting in a higher spatial 

sampling.  However, the bigger the 0th order, the fewer the number of diffraction orders 

that can fit onto the FPA, thus reducing the spectral sampling.  Conversely, a small field 

stop yields low spatial sampling while increasing the spectral sampling because more 

diffraction orders can fit on the array.

Unless the spectral extent of the object cube is limited to one spectral frequency

octave, the diffraction orders begin to overlap, and such overlapping causes errors and 

complications when reconstructing the spectral data cube.  Therefore, the CTIS is 

designed to limit the spectral frequencies imaged in the diffraction pattern through optical 

filters and the responsivity of the detector elements.  Currently, work is being carried out 

at The University of Arizona to develop a dual-band CTIS with advanced focal plane 

technology.
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4.2 Continuous to Discrete Imaging

The CTIS indirectly produces a discretized image of a continuous object—

“indirectly” because it requires some sort of reconstruction technique to obtain 

meaningful data.  Predecessors have adopted the nomenclature given in Barrett and 

Myers3, which is used in the mathematical description of the CTIS.  This section

introduces the concept of the system matrix H, which directly relates to the spectral 

calibration of the CTIS and RIS discussed in a later chapter.  

In this treatment of imaging, we can think of an optical system as mapping the 

light given off by the object in space U, to the image in space V.  The optical system, 

object, and image, are described by the system matrix H, and vectors f and g respectively.  

These quantities obey Equation 4.2.1.

Hfg =                                                     (4.2.1)

This discrete-to-discrete treatment of the imaging system requires two 

assumptions.  First that the system operator H is linear, which is mathematically 

described in Equation 4.2.2.  Some components in the system may be nonlinear, such as 

the responsivity of the phosphors, but the approximation is good to the first order.

][ 2121 cffHcHfHf +=+                                               (4.2.2)

The second assumption is that the system is shift-invariant, which is mathematically 

described in Equation 4.2.3.  The shift-invariant approximation is valid for the CTIS 

provided that the optical system does not contain any field-dependent aberrations.

)()( 00 xxHfxxg −=−                      (4.2.3)
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Noise in the optical system (shot noise, dark current, photon noise, etc.) can be included 

in our model by modifying Equation 4.2.1 to include an additive noise term.  The additive 

noise, n, can have both systematic and random components.

nHfg +=                                                             (4.2.4)

At this point, the mathematical description of the imaging problem is partially 

complete.  What we are interested in is the inverse problem: determining what object f

created the image g.  Unfortunately, we are unable to exactly determine f, because f itself 

is continuous, and our system is discrete and contains noise.  What can be found is the 

best estimate of f called 
^

f .

To complicate matters, H itself is not necessarily square, so the inverse problem 

cannot be solved directly.  A technique to solve the inverse problem involves using

Singular Value Decomposition (SVD) combined with the Moore-Penrose pseudoinverse3

of H called H+.

The SVD representation allows us to decompose all of the system’s vectors and 

operators into a consistent set of projection operators described in Equations 4.2.5–7.

∑
=

=
N

n
nnf

1

uα                                                                 (4.2.5)

∑
=

=
M

k
kkg

1

vβ                                                                 (4.2.6)

n

n

n Huv µ
1=                                                                (4.2.7)

We can also define a new operator HtH, where Ht is the adjoint of H and satisfies the 

following eigenvalue equation:
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nnn
t uHuH µ=                                                             (4.2.8)

Since HtH is Hermitian (regardless if H is Hermitian) and is assumed to be compact, the 

set {un} of vectors forms a complete orthonormal basis in the object space U.  Acting on 

Equation 4.2.8 with H yields Equation 4.2.9, showing that Hun is an eigenvector of H Ht.

nnn
t HuHuHH µ=                                                       (4.2.9)

The set {µn, un, vn}, called the singular values, can then be used to represent both Ht and

H as described in Equations 4.2.10–11.
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The Moore-Penrose pseudoinverse uses this singular set to define a generalized 

“inverse” for matrices that are not invertible, and is defined in Equation 4.2.12
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This equation can then be used to find the least squares solution to the inverse imaging 

problem, resulting in Equation 4.2.13.

gHf +=^

     (4.2.13)

Many mathematical programs available for the personal computer contain 

prepackaged routines to find the singular values.  Unfortunately, H is usually too large to 

carry out the pseudoinverse directly on conventional desktop computers and we have to 

resort to iterative techniques to which the conditions provided above are applicable.
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Two different iterative algorithms are used to reconstruct the spectral data cube 

from CTIS data: Expectation Maximization (EM) and/or Multiplicative Algebraic 

Reconstruction Technique (MART).  Both require an initial estimate of 
^

f and can 

converge quickly with a priori knowledge of the object f.  The progression from the p to 

the p+1 estimate for the nth voxel of  f using the mth element of H for EM and MART are 

mathematically described in Equations 4.2.14 and 4.2.15.
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Theoretically, both of these algorithms stop when the ratio gn/(H
^

f (p))n reaches 

unity.  Previous work has shown that the MART algorithm converges slowly for high-

frequency features but it is less susceptive than EM to high-frequency artifacts4.
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4.3 CTIS Verification

Several CTIS and CTIS-based instruments have been constructed at The 

University of Arizona.  They operate in the visible, shortwave and midwave infrared4,5

region of the electromagnetic spectrum, and some additionally measure polarization 

information4,6.  Figures 4.3.1 through 4.3.4 illustrate a qualitative verification of the CTIS 

in the visible spectrum.  

The spectral bandwidth of the CTIS ranged from 420–720 nm (∆λ = 10 nm) with

a spatial sampling of 80 x 80 pixels.  The target, a University of Arizona logo (Figure 

4.3.1) inkjet printed on computer paper, was imaged by the CTIS (Figure 4.3.2).  The 

spectral data cube was reconstructed using EM and MART algorithms; Figure 4.3.3

shows a false color image of the reconstructed object. Each spectral sample in the 

reconstructed spectral data cube can be viewed individually to verify the reconstruction.

Figure 4.3.1 Image of the target for a visible CTIS.
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Figure 4.3.2 Raw image of the target for a visible CTIS.

Figure 4.3.3 Reconstructed object using the EM and MART algorithms.
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Figure 4.3.4 Reconstructed data cube tiled to show the spectral samples.

Figure 4.3.4 shows that the red “Arizona” has the brightest signature in the long 

wavelength and is dim in the short wavelengths, while the green cactus is bright in the 

middle of the spectral band.

420nmn

660nm

600nm

540nm

480nm
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CHAPTER FIVE: SCANNERLESS RANGE-IMAGING LADAR

5.1 Introduction SRI LADAR

Throughout the course of my study, people consistently asked me, “What’s the 

difference between LIDAR and LADAR?” Both technologies are derived from 

RADAR—Radio Detection And Ranging.  Instead of using radio waves, both LIDAR7

and LADAR use optical radiation for remote sensing applications such as imaging, range 

determination, wind detection, and atmospheric measurements.  When it comes down to 

it, there is only a small fundamental difference between the two technologies.  LIDAR—

LIght Detection And Ranging—is in fact a general term to classify a group of 

instruments, while LADAR—LAser Detection And Ranging—is a LIDAR instrument 

that uses laser source of optical radiation.

While there are many different types of LADAR instruments, including the laser 

rangefinder and Jigsaw LADAR briefly described in Chapter 3, the LADAR of choice for 

developing the Ranging-Imaging Spectrometer is the Scannerless Range-Imaging 

LADAR (SRI LADAR) developed at Sandia National Labs.  SRI LADAR, like the CTIS,

captures entire frames of data using a conventional FPA during a single integration 

period.  Unlike the Jigsaw LADAR, which scans the scene using a narrow (128 x 8 

pixels) focal plane with specialized electronics, SRI LADAR requires no spatial scanning 

and uses a standard 1532 x 1024 array.  However, SRI LADAR does require successive 

images of the scene, which limits it to targets deemed static during integration of the 

frame sequence.
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Note: Since SRI LADAR is the only type of LADAR considered from this point

on, any further mention of the word LADAR refers only to SRI LADAR.  This is not 

intended to confuse the reader, but to ease any acronym overload. 

5.2 Description of the SRI LADAR Instrument

Scannerless Range-Imaging Laser Ranging And Detection was developed at 

Sandia National Labs in Albuquerque, NM.  Figure 5.2.1 shows an image of the system.  

It uses a heterodyne technique along with a time of flight algorithm (discussed in detail in 

Section 5.4) to determine the range of the scene.  Unlike other range-imaging 

instruments, this LADAR captures data on a conventional FPA without spatial scanning 

across the field-of-view.  Architecture of this type is ideal for working with CTIS.  

The LADAR is based on a Kodak 10-bit grayscale camera with 1532 x 1024 

pixels, which has been outfitted with a laser emitter, a gated image intensifier (ITT 

Industries FS9910 Series, 18 mm diameter), and specialized electronics.  The laser 

emitter, located on top of the camera, consists of two piggybacked laser diodes with 

wavelengths of 857 nm.  The output of the diodes, modulated at 1 kHz, is expanded into a 

50.8 mm diameter beam by a cylindrical lens.  The beam is then passed through a 

holographic diffuser, which controls the laser beam divergence angle by limiting 80% of 

the radiation to a cone angle of 40°.  The diffuser also makes the beam eye safe.
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Figure 5.2.1 Image of the SRI LADAR.

Reflected laser light enters the receiving optics through a filtered objective lens.  

The objective lens has a narrow band (∆λ = 10 nm) optical filter centered on the laser 

emitter wavelength.  The scene is imaged onto the photocathode of the image intensifier 

at the focal plane of the objective lens.  The photoelectrons emitted from the 

photocathode pass through a micro-channel plate (MCP), where they are multiplied by an 

applied voltage before they strike the phosphor screen.  The output of the phosphor 

screen is transferred via fiber optic taper to the focal plane of the camera where the image 

is read by a computer.
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The specialized electronics responsible for controlling both the laser emitter and 

the image intensifier are triggered by the camera just before it captures an image.  The 

electronics are used to control:

1) Timing of the laser pulses

2) Gate-on and gate-off times of the image intensifier

3) The gain applied the MCP (which has a DC offset and is sinusoidally modulated 

at 10 MHz)

4) The phase difference between the laser emitter and intensifier gain waveforms.

The image intensifier and the laser emitter in combination determine range.  The 

two waveforms produced by the laser pulses and the MCP gain are heterodyned and the 

resulting image intensity is range-dependent.  Although this will be explained in greater 

detail in a following section, I feel that first it is useful to briefly discuss how the LADAR 

captures an image.

5.3 LADAR Operation

The camera is controlled with a computer using a graphical user interface (GUI) 

developed by Sandia.  The GUI permits the user to input a series of parameters to control 

functions of the system.  The parameters control the voltage applied to the MCP, the 

gate-on and gate-off times, and the camera integration time.  See Table 5.3.1.  Please note 

that various parameters are inputted into the LADAR as digital numbers (dn) and have 

relative values.



47

Name Description Values
VMCP Voltage applied to the MCP, 800–1100 v (0–255 dn, 

1 dn = 5.89 v)
GTON Gate-on time 55–255 dn 

(1 dn = 12.5 ns)
GTOF Gate-off time  (Greater than GTON) 55–255 dn

(1 dn = 12.5 ns)
EXPO Frame exposure time (in milliseconds) Normally 250–500 ms

Table 5.3.1 Table of user controls for the LADAR system.

The VMCP level adjusts the DC offset of the voltage applied to the MCP.  The 

VMCP value in conjunction with the aperture stop of the objective lens controls the 

average image intensity.  It is very important not to saturate the image intensifier with 

light because damage could occur, and since the intensifier is attached directly to the 

FPA, replacement of the image intensifier also means replacement of the FPA. In order 

to prevent such damage, the objective lens is stopped down according to the ambient light 

level, and then the VMCP level is adjusted to apply gain sufficient to keep the average 

image intensity within the dynamic range of the camera.

The GTON and GTOF settings determine when the MCP gate opens and for how 

long.  A clock in the electronics starts when a laser pulse is emitted.  Once the clock 

reaches the GTON time, the MCP gate opens.  The gate remains open until the clock 

reaches the GTOF time.  While the gate is open, sinusoidal modulation is applied the 

MCP, and any light incident on the image intensifier is integrated.  The MCP gate is 

opened and shut for each emitted laser pulse.  An illustration depicting this operation is

shown in Figure 5.3.1.
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Figure 5.3.1 Illustration of the gate open time of the MCP.

The GTON and GTOF feature allows the user to select a range bin, whereby any 

returned laser pulses from objects within that bin will be seen by the camera.  The 

minimum value for the GTON is 55 dn and each dn corresponds to 12.5 ns.  A long gate 

time means that more light gets through to the image, which is useful when looking at 

passive spectra.

The EXPO setting controls the frame exposure time and is normally set at 250 ms, 

which allows the LADAR to integrate about 250 pulses per image.  The actual exposure 

time is effectively limited by the amount of time the MCP gate is open and phosphor 

decay rate.  Only light that is incident on the image intensifier when the MCP gate is 

open gets “transferred” to the image.  Once the GTOF time has been reached, incident 

light is no longer converted to electrons and phosphor brightness decays.  Since the 
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camera integrates over many laser pulses, any time the gate is not open, the camera is 

adding noise to the image.

Once all the operating parameters are set, the LADAR can capture images.  A 

single frame of data is captured in the following manner: The operator, using the GUI, 

tells the system to capture data.  The camera then sends out a timing signal to the 

specialized electronics that operate the laser emitter and image intensifier, telling the 

laser emitter to fire, illuminating the scene.  Simultaneously, the MCP is gated and 

modulated and the camera begins integrating.  The laser light reflected off the scene is 

imaged onto the photocathode.  While the gate is open, photoelectrons are generated and 

pass through the MCP where they are multiplied.  The electrons then impart their energy 

to the phosphor screen and the resulting image is transferred to the FPA via a fiber optic 

taper.  An image taken with the LADAR is shown in Figure 5.3.2.
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Figure 5.3.2  Image of a Styrofoam target taken with the LADAR.  Notice the diagonal 
lines from the fiber bundle crisscrossing the image.

5.4 Range Time of Flight Algorithm

The LADAR uses a heterodyning technique to phase encode range information in 

a sequence of images, and a time of flight algorithm determines range from the image 

sequence on a per-pixel basis.  This section describes the development of this algorithm.

The technique called Scannerless Range Imaging (SRI) was developed by Sandia 

National Labs.  The paper by Smithpeter et al8 describes the following development of 

the time of flight algorithm.
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Time of flight refers to the amount of time t light takes to exit the laser emitter, 

reflect off an object, and be imaged onto the FPA.  Since light travels at a fixed speed c, 

measuring t determines the distance D to the target using Equation 5.4.1.

t
cD 2=                             (5.4.1)

The signal produced by the laser emitter is pulsed at a rate of 1 kHz, and the MCP 

gain signal is sinusoidally modulated at 10 MHz.  The emitter (XMT) and receiver 

(RCV) waveforms are periodic so they can be represented by a Fourier series (Equations 

5.4.2 and 5.4.3).
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The constituents of Equations 5.4.2–3 are detailed in Table 5.4.1.

Component Definition
f0 Fundamental modulation frequency (f)
θn Relative phase difference between the emitter and receiver waves
N Image number
I Harmonic order of the transmitter waveform
J Harmonic order of the receiver waveform
αi Fixed phase component of the transmitter
βj Fixed phase component of the receiver

Table 5.4.1 List and description of the components of Equations 5.4.2–3. 

 

The light illuminating a target at range R and at time t was emitted at (t-R/c) and

will be imaged at (t+R/c).  Using 5.4.2–3, the instantaneous pixel brightness of the nth 

image, In(t+R/c), can be expressed as:
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Here the coefficients A and B contain both sensor- and scene-dependent parameters such 

as reflectance and ambient light levels.

The LADAR’s fundamental operational frequency is 10 MHz.  Since the time 

constant of the phosphor screen of the intensifier, and the integration period of camera 

(normally 250 ms), are longer than many periods of the fundamental frequency, the DC 

component of the modulated signal is detected.  Since all time-dependent terms at or 

greater than the fundamental frequency will null during integration, Equation 5.4.4 

simplifies to Equation 5.4.5.
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Here the subscript i denotes the harmonic order of the waveform relative to the 

fundamental frequency.

For Ai and Bi to be nonzero, harmonic i must be present in both waveforms.  

Since the gain modulation contains only the fundamental frequency, Equation 5.4.5 

contains only three unknowns, A0B0, A1B1, and R.  With only three unknowns, a 

minimum of three images is needed to determine range.  To generalize the algorithm, we 

assume that R is constant over the series of N images and we have equal phase steps 

between transmitter and receiver waveforms such that:

N
n

n
πθ 2=                     (5.4.6)
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Then the discrete Fourier transform may be applied to Equation 5.4.5 for i = 1 to (n-1)/2 

yielding:
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From 5.4.7–8, it can be stated that:
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The resulting Equation (5.4.9) is the time of flight algorithm used to determine 

range (R).  The algorithm is efficient by having a full 2π relative range interval, and is 

independent of any initial estimate of the coefficients A and B.  The left-hand side of 

Equation 5.4.9 is called the relative range term.  β1-α1, a calibration constant associated 

with the timing delay in the electronics, is calibrated on a per-pixel basis for each of the 

2π range intervals.

It is worth noting that this algorithm is very similar to the phase-shifting 

interferometry algorithm.  Here, the initial phase difference of the two waveforms is 

stepped, which is analogous to changing the optical path lengths in the interferometer.

The particular LADAR used in the development of the RIS employs a sequence 

of eight images (N = 8), making the phase step between each successive image in the 

sequence π/4.  Once the sequence of images is captured, the software developed by 
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Sandia calculates the range on a per-pixel basis using the following expanded version of 

Equation 5.4.9.
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To simultaneously measure range for all pixels in the image, the transmitter 

floodlights the scene with pulsed, diffuse laser light.  The reflected pulses are then 

imaged onto the faceplate of a gated image intensifier, which applies the receiver 

modulation.  The image is then transferred to a conventional FPA and read into a 

computer.  The transmitter and receiver waveforms are phase stepped by π/4 and the 

system acquires another image.  This process is repeated until eight images are captured.

At this point, I feel it is necessary to introduce some nomenclature used 

throughout the remainder of the dissertation.  The sequences of eight images acquired by 

the LADAR are raw data and are hereafter referred to as “phase images” or “phase 

frames.”  Once the range has been calculated using the phase images, the data is

processed to produce a “range image” or “range frame.”  An example of a series of phase 

images of a Styrofoam target and the calculated range image are shown in Figures 5.4.1 

and 5.4.2.
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1                                 2                                   3                                 4

5                                 6                  7                                  8

Figure 5.4.1 Phase image sequence of a Styrofoam target.  The numbers in the upper 
right corners of the sub-images denote the order taken. 

Figure 5.4.2 Range image reconstruction for the phase image sequence from Figure
5.4.1. 
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5.5 Range Ambiguity and RMS Range Noise

The algorithm is limited to a relative range interval because it is based on a 

heterodyning technique using periodic waveforms.  If the laser return from the scene is 

spread over more than one period of the receiver modulation, a repeat in phase occurs, 

resulting in a 2π ambiguity.  Therefore the range interval, sometimes referred to as the 

range ambiguity Rint, is given by:

0
int 2 f

cR = (5.5.1) 

For a fundamental frequency of 10 MHz, Rint is 15 m.  This means we know the range 

relative to 15 m but we do not know whether it occurs between 0–15 m or 15–30 m, etc. 

Each intensity sample contains a random component of rms noise σ.  The noise 

energy in N samples would be given by:

22σNyNoiseEnerg =    (5.5.2)

The signal energy contained in N samples is given by:

211 )
2

(
2

BAN
gySignalEner =                             (5.5.3)

where A1B1 can be approximated as the depth of modulation for the sequence of phase 

images.  Therefore, the rms range noise is given by the square root of the noise energy 

divided by the signal energy multiplied by constants leftover from the left-hand side of 

the range algorithm (Equation 5.4.10).

NBAf

c
RangeNoiseRMS

2

110

σ
π=                                     (5.5.4) 
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To reduce noise due to increased signal from ambient light, the LADAR was outfitted 

with a 10 nm bandpass optical filter centered on the laser emitter wavelength of 857 nm.  

However, to use this system for spectral measurements, which require ambient light, the 

filter needs to be removed.  A novel technique, described in a later chapter, was 

developed to remove the noise and improve range accuracy.
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CHAPTER SIX: DESIGN OF THE RANGING-IMAGING SPECTROMETER

6.1 Introduction

Since both the CTIS and LADAR use conventional focal plane technology and 

require no spatial scanning, they can be bore-sighted to use the same array.  The CTIS 

effectively replaces the filtered objective lens of the LADAR, so that each image in the 

phase image sequence acquired by the combined system is a spectral measurement of the 

scene.  Since the CTIS diffraction grating spectrally smears the scene across the focal 

plane, only the 0th order contains a distinguishable image suitable for range measurement.

Because the LADAR used for this work already existed (described in Chapter 5), 

the CTIS had to be designed around it with only minor modifications to the LADAR.  

This chapter details the optical design of the CTIS and the opto-mechanical design of the 

CTIS and LADAR integration.

6.2 CTIS Optical Design

The CTIS is attached to the front of the LADAR receiver, replacing the existing 

objective lens.  A diagram of the optical layout of the RIS is shown in Figure 6.2.1. 

Figure 6.2.1 Diagram of the RIS.
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We arranged to borrow for the project, a prototype SRI LADAR Sandia 

developed.  The system uses two 857 nm laser diodes pulsed at a rate of 1 kHz.  A 

cylindrical lens attempts to circularize the two beams emitted for the diodes while 

causing the beam to fill the aperture of a holographic diffuser.  The holographic diffuser 

spreads the emitted laser radiation to floodlight the target, confining 80% of the laser 

energy into a projected full field angle of 40°.  The CTIS collects light reflected off the 

target and images the scene on the LADAR intensifier, a standard scientific-grade 

instrument manufactured by ITT (FS9910 Series), which has a gated micro-channel plate 

(MCP).  A fiber optic cable relays the output of the image intensifier’s phosphor screen to

a Kodak MegaPlus 1.6i 10-bit CCD camera.  

Since the LADAR operates in the near infrared (NIR), the CTIS’s lenses need to 

be corrected for aberrations in that wavelength region.  A line of off-the-shelf CCD 

camera lenses by Schneider Optics corrected in the NIR, and low dispersion glass singlets 

by Janos were used in the optical design.

In order for the entire scene viewed by the RIS to contain range information, the 

diffuser projection angle for the laser emitter must be greater than the field-of-view of the 

receiving optics.  A geometrical calculation determined the field-of-view of the receiver.  

Based on the fieldstop size and available NIR corrected lenses, a lens from Schneider 

Optics called Xenoplan was chosen for the CTIS objective lens. It has a focal length of 

22.5 mm, yielding a full field-of-view of 12.732°.  

The CTIS optical design is also highly dependent on the spectral region where the 

instrument will operate and the dimensions of the focal plane array.  Since the LADAR 
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operates at 857 nm and uses a 1024 x 1532 pixel array with a pitch of 9 µm, the CTIS 

passband has to include that wavelength, and the collimating and re-imaging optics need 

to be chosen so that the image will fit on the array.  Any magnification induced by the

fiber optic taper must also be considered.

First, a wavelength band from 600–900 nm was chosen to fit: 

1) The available off-the-shelf NIR corrected optics 

2) The etch depth required to build the CGH grating 

3) The response of the image intensifier and CCD array (Figure 6.2.2).  

Figure 6.2.2 Quantum efficiency of the image intensifier.
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Next, the maximum size of the image on the image intensifier must be 

determined, which requires measurement of the magnification induced by the fiber taper.

A grid of known spacing was placed on the faceplate of the intensifier, and images were 

taken of the grid, as shown in Figure 6.2.3.  Counting the number of pixels across the grid 

and comparing the size to the actual grid yielded a magnification factor of 1.015.  The 

results of the measurement are shown in Table 6.2.1.  The dimensions of the focal plane 

are then divided by this number to yield an effective image size on the intensifier.

Figure 6.2.3 Image of the acetate grid placed on the image intensifier for the 
magnification measurement.

Measurement # # of Pixels Object Size Image Size Magnification
1 490 4.31 mm 4.41 mm 1.02
2 376 3.36 mm 3.38 mm 1.01
3 486 4.31 mm 4.37 mm 1.01
4 380 3.36 mm 3.42 mm 1.02

Avg. mag. 1.015
Table 6.2.1 Data for the magnification of the fiber taper experiment.
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Finally, a geometrical design approach9 was used to determine the CTIS’s 

collimating and re-imaging lenses (Figure 6.2.1).  A CTIS design computer program 

developed by Curtis Volin allows the user to input parameters of the CTIS system,

including FPA dimensions, pixel size, lens focal lengths, fieldstop dimensions, and 

desired number of diffraction orders, then generates a simulated image of the optimum 

diffraction pattern.  Parameters are adjusted until the image fills the FPA without 

overlapping the diffraction orders.  The optical components that were determined using 

this program are shown in Table 6.2.2, and the simulated image is shown in Figure 6.2.4.

Component Specs Vendor
Field Stop 5 mm square

Collimator Lens Plano-convex, efl = 500 mm Janos (A0704-715)
Re-Imaging lens C-mount, efl = 70.2 mm Schneider (Tele-Xenar)

Table 6.2.2 CTIS components determined using the design code.

The fieldstop and the two lenses are off-the-shelf components.  The collimator 

lens from Janos is made of Barium Fluoride (BaF2), which produces a very small change 

in the index of refraction over our wavelength interval.  The re-imaging lens is a standard 

C-mount camera lens manufactured by Schneider Optics and is corrected for the NIR.  
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Figure 6.2.4 Simulated image on the FPA using the CTIS design code.

As seen in Figure 6.2.4, the CTIS diffraction grating was designed to use ±2 

diffraction orders for the reconstruction.  The use of any higher orders would give greater 

spectral resolution while sacrificing spatial resolution.  The center order is approximately 

75 x 75 pixels square.  Also, this design avoids overlap of the diffraction orders, which

makes reconstruction of the object easier by eliminating crosstalk between wavelengths5.
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6.3 Computer-Generated Holographic Grating Design

The Computer-Generated Holographic (CGH) grating was fabricated by JPL and

design by Chris Tebow, who used a grating design program written by Curtis Volin (both 

formerly of the Optical Detection Lab).  The grating is designed to uniformly distribute 

the energy across the desired orders from 600–900 nm.

The CGH grating used in the RIS is a phase grating composed of an 8 x 8 single 

unit cell tiled over the entire grating area.  The unit cell pattern consists of 4-micron-

square pixels etched by electron beam to the calculated depths to give the phase delay 

determined by the grating design program. The pattern is 19 mm in diameter on a 25.4 

mm diameter substrate.  A profile of the grating, obtained with a WYKO interferometer,

is used to qualitatively verify that it was fabricated correctly.  Figure 6.3.1 contains a 

portion of the grating viewed by the interferometer and 6.3.2 shows the relative pixel 

heights.

Figure 6.3.1 Small portion of the CGH, and with a single unit cell (within box).  Red 
areas are peaks and blue are valleys.
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Figure 6.3.2 Shows a depth change in adjacent pixels on the CGH.  Note that the width 
of the pixels is approximately 4 microns as designed.

6.4 Opto-Mechanical Design of the CTIS

For ease and simplicity, off-the-shelf components were used as much as possible.  

There were two major design considerations for the system:  

1) Use optical components that can be rotated and are x-z adjustable 

2) Mate the CTIS to an existing LADAR system.  

The instrument must be able to rotate both the fieldstop and the CGH grating to 

align the image with the pixels on the focal plane.  The rotation issue for the fieldstop 

was solved by designing a custom mount with a rotating shaft.  The mount consists of an 

outer cylinder that can be mounted on two optical posts.  The CTIS’s objective lens can 

be mounted directly to the cylinder with the standard C-mount.  A rotating inner cylinder 

inserted into the outer cylinder is held in place with three set screws.  The fieldstop is 
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mounted in the inner cylinder at the required distance from the objective lens.  This 

allows the scene to be focused in the fieldstop and permits rotation to align the edges of 

the fieldstop with the pixels.  Figure 6.4.1 shows an engineering diagram of the mount.

Figure 6.4.1 Engineering diagrams of the objective mount.
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The need to rotate the CGH grating was met by placing it in an off-the-shelf 

polarizer mount, which can be rotated and locked in position with a set screw and placed 

on an optical post.

The distances between the CGH grating, collimating lens, and re-imaging lens 

should be as short as possible to prevent vignetting.  Mounting the singlet lens holder for 

the collimator directly to the polarizer mount yields a gap of only a few millimeters 

between the collimator and the CGH grating.  The joined elements were then attached to 

a custom bar that places them on two optical posts to prevent skew rotation.  

Placing each of the component mounts on adjustable height posts makes them 

adjustable in the vertical (x) direction.  Attaching the posts to an optical rail with sliders 

allows for adjustment in the z direction (along the optical axis).  No adjustments are 

needed in the horizontal (y) direction because the optical axes of elements are confined in 

the x-z plane by the posts and sliders.

The final step was to lightproof the system. An aluminum tube was cut to length 

and mounted in a groove cut into the objective mount.  A notch was cut in it so it can 

slide over the grating/collimator assembly.  A diagram and picture of the CTIS subsystem 

are shown in Figures 6.4.2 and 6.4.3.
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Figure 6.4.2 Diagram of CTIS subsystem.

Figure 6.4.3 Image of the CTIS subsystem.
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6.5 Opto-mechanical Design of the LADAR Mount:

The LADAR was built on the chassis of a standard Kodak CCD camera.  A 

custom mount for the camera was developed which allowed it to be kinematically 

mounted to an optical breadboard.  The mount’s thickness placed the optical axis of the 

LADAR’s receiving optics in range of the adjustable height posts on the CTIS.  The 

CTIS’s optical rail butted up to the base of the LADAR mount and the two were bolted to 

the optical breadboard.  The re-imaging lens of the CTIS was screwed into the LADAR 

with the existing standard C-mount.  A second aluminum pipe formed a light baffle 

between the re-imaging lens on the LADAR and the collimator lens on the CTIS.  The 

heights of the CTIS components were then adjusted to align their optical axes with the 

LADAR.  A diagram of the LADAR mount and an image of the LADAR mounted on the 

optical breadboard are shown in Figures 6.5.1 and 6.5.2 respectively.

Figure 6.5.1 Diagram of the mounted LADAR system.
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Figure 6.5.2 Image of the mounted LADAR system.

6.6 Height Adjustment of the Laser Emitter

The holographic diffuser on the laser emitter of the LADAR has a full field angle 

of 40°.  The emitter was originally mounted as close to the receiving optics as possible to 

reduce parallax between the two optical axes.  With the CTIS attached to the front of the 

LADAR, the objective lens was about 50 cm in front of the laser emitter.  When the laser 

fired, the CTIS blocked a portion of the diverging beam, casting a shadow.  Range 

information could not be measured from the portion of scene contained in the shadow.

A computer simulation was performed to model the shadow cast by the CTIS.  

The distance between the two optical axes was increased until the shadow was out of the 

field-of-view of the CTIS.  As a result of the simulation, the height of the laser 
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illuminator was raised by 10.16 cm.  Figures 6.6.1 and 6.6.2 contain two images 

produced by the program showing the before and after shadowing effect.

Figure 6.6.1 Simulation of the CTIS shadow before the emitter was moved. 

Figure 6.6.2 Simulation of the CTIS shadow after the emitter was moved. 
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Raising the laser emitter increases the parallax between the transmitting and 

receiving optics, which increases the field overlap distance to 1.6 m.  The field overlap 

distance is the length from the instrument beyond which the emitted field of the laser 

completely overlaps the field-of-view of the receiving optics.  Therefore, any image of an 

object placed farther than 1.6 m away from the objective lens of the RIS will contain 

range information at every pixel in the 0th order.

6.7 RIS Assembly

With the height of the laser emitter adjusted, the CTIS and LADAR were brought 

together, and the RIS was fully assembled.  Figure 6.7.1 is an image of the Ranging-

Imaging Spectrometer.

Figure 6.7.1 Image of the Ranging-Imaging Spectrometer.  
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With the RIS assembled, data was taken.  Since the LADAR had not yet been 

cleared to leave Sandia, the system was not calibrated spectrally or for range.  

Nevertheless, images were taken to show the system was working as intended.  A flat 

Styrofoam target was placed 2 m in front of the RIS and was large enough to fill the 

field-of-view.  Room lights were turned off.  Images were acquired with and without 

ambient light, which was provided by a photographer’s lamp.  Figures 6.7.2 through 6.7.4

are individual phase images (1 of 8) acquired by the RIS with ambient light only, laser 

only, and both ambient and laser illumination.

Figure 6.7.2 RIS image of a flat full field target with ambient illumination only, showing 
the 5 x 5 diffraction pattern as designed by the grating.  Note the similarities between the 
actual data and the simulated image in Figure 6.2.4.
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Figure 6.7.3 RIS image of a flat full field target illuminated with the 857 nm laser 
emitter.

Figure 6.7.4 RIS image of a flat full field target illuminated with both ambient and laser 
light.  Notice that the bright return from the laser light occurs near the outside edge of the 
diffraction orders.
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CHAPTER SEVEN: SPECTRAL AND RANGE CALIBRATION

7.1 Spectral Calibration

The LADAR was finally cleared to leave Sandia and was shipped to The 

University of Arizona where it was reassembled.  The completed RIS system was then 

calibrated spectrally in the same manner as a conventional CTIS, as explained in the 

following paragraphs (spectral calibration setup is shown in Figure 7.1.1).  During the 

calibration procedure, the output from the laser emitter was blocked so that the detector 

signal would only be generated from the monochromator light.  Since the signal from the 

monochromator is continuous and the integration time of the camera spans a large 

number of image intensifier modulation periods, there is no intensity modulation across 

the 8 phase images.

Figure 7.1.1 Image of the spectral calibration setup.
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Referring back to Section 4.2, the RIS is assumed to be shift-invariant and is 

governed by the continuous-to-discrete imaging equation

nHfg +=                                                        (7.1.1)

where f is a continuous object, H is the system matrix of the RIS, n is noise, and g is the 

discretized image.  One can get an estimate of f, called 
^

f , by multiplying g by the 

pseudoinverse of H, called H+ [Eq. 7.1.2].

gHf +=^

(7.1.2)

Only an estimate of f can be calculated due to the finite limit on spatial sampling 

and inherent noise of the system.

H is found by acquiring a series of images though the system at different 

wavelengths.  For example, in the absence of noise n and if the object f in Equation 7.1.1

is unit one (1), the image g is then equal to the matrix H.  

To create a unit one input for our system, a monochromator generates a narrow 

band (5–10 nm) source at each wavelength of interest for the calibration.  The output of 

the monochromator is coupled into an optical fiber, whose output facet is then imaged 

onto the fieldstop of the RIS by the objective lens.  The image in the fieldstop is relayed 

to the focal plane through the rest of the optical train of the RIS, generating a point spread 

function (PSF), with which a portion of the system matrix H can be determined5.   

In order to determine H in its entirety, a PSF must be measured at each 

wavelength of interest for every pixel in the fieldstop.  Since performing this calibration 

would be exhaustive, a hybrid approach is taken.  A PSF measurement is performed at 
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each wavelength of interest, but for only one pixel in the fieldstop.  Using the shift-

invariant assumption, the PSF is then shifted around to every pixel in the fieldstop by the 

computer.  To ensure the best measurement of the PSF, the image of the fiber is adjusted 

so that the center order of the diffraction pattern covers the fewest number of pixels.  

Ideally, the center order image should cover only one pixel, but due to dispersion in the 

optics, the image was 3 to 5 pixels across, depending on the wavelength.

To generate a PSF, several images are taken at a wavelength of interest and 

averaged.  Then dark frames are obtained, averaged, and subtracted to improve the 

signal-to-noise ratio.  The images are then scaled to remove any signature from the 

calibration source (reference measurement value [Iref] and reference detector responsivity 

[ηref]) and to account for the integration time of the camera (Tint).  The processed image is 

referred to as a spectral intensity point spread function (S-IPSF) and the processing 

mathematics are shown in Equation 7.1.3.

S-IPSF = (Image * ηηηηref) / (Iref * Tint)                                   (7.1.3)

The RIS was calibrated spectrally three different times.  The first calibration was 

carried out from 600–900 nm with ∆λ = 10 nm providing 31 centered wavelength 

spectral samples.  For this calibration, 240 images were taken with the monochromator

on and 48 dark images were taken at each wavelength.  This first spectral calibration used

a 100W bulb in the monochromator.  Due to the low responsivity of the image intensifier 

at the long wavelengths in the band, the images acquired from 870–900 nm were 

unusable.  Figure 7.1.2 shows a processed image from the first calibration at 600 nm.
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Figure 7.1.2 Spectral intensity point spread function of the RIS at 600 nm.  The image 
shows the 5 x 5 order diffraction pattern produced by the CTIS.

The second calibration used a 100W bulb in the monochromator.  The RIS was 

calibrated again with ∆λ = 10 nm, but the images were shifted to shorter wavelengths by 

3 nm in order to have a spectral sample closer to the laser wavelength.  

The third and final spectral calibration used a 250W bulb in the monochromator.  

The increased light output improved the signal-to-noise ratio for the calibration images 



79

near the long wavelength end of the spectrum.  This final calibration ranged from 597–

897 nm with ∆λ = 5 nm, yielding 61 center wavelength spectral samples.  (Note: 

Throughout the remainder of the dissertation, spectral images are reconstructed using the 

spectral calibrations just mentioned.  Calibration wavelengths are also noted in the figure

captions.)

7.2 Spectral Calibration Confirmation

To verify the software and the spectral calibration, test objects were imaged with 

the RIS and reconstructed with two iterative algorithms, Expectation Maximization (EM) 

and Multiplicative Algebraic Reconstruction Technique (MART).  The algorithms, which

can be run individually or in combination, use an initial estimate of f and converge to a 

solution5.  Please note that the scale on the ordinate axis of all spectral reconstruction 

plots are labeled ‘Spectral Radiance’.  The units of spectral radiance are W/m2, however 

the plots have been normalized so the scale and values are relative. 

The software was confirmed by reconstructing two of the images used for the 

initial spectral calibration.  The two images were superimposed in the computer and read

into the reconstruction program using 5 iterations each of the two algorithms.  The test 

image consists of a single point that contains light only at 600 nm and 750 nm and is 

shown in Figure 7.2.1
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Figure 7.2.1 Simulated image formed from two calibration images at 600 and 750 nm.

Figure 7.2.2 shows the reconstructed normalized relative single pixel spectrum of 

the point-like object.  The reconstructed spectrum shows two peaks at 600 and 750 nm.  

The small peak at 900 nm is due to poor quality calibration images at 890 and 900 nm.
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Figure 7.2.2 Reconstructed spectrum, from 600–900 nm with ∆λ = 10 nm, of the 
simulated object consisting of 600 and 750 nm wavelengths.

Next, the two wavelengths were separated spatially by shifting the 750 nm image 

10 pixels to the right of its original position and superimposed in the computer.  The new 

object shown in Figure 7.2.3 was then reconstructed.  Two single pixel spectra for each of 

the points were obtained and are shown in Figure 7.2.4.  The two spectra peak at the 

appropriate places corresponding to their wavelengths.  These two tests demonstrated that 

the software was working properly.
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Figure 7.2.3 Simulated object with the 750 nm point shifted 10 pixels to the right of the 
600 nm point.

Figure 7.2.4 Reconstructed spectra of the shifted simulated object consisting of 600 and 
750 nm light using the 600–900 nm with ∆λ = 10 nm calibration.
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The system was then tested using a physical test object, a white ceramic coffee 

cup floodlit with tungsten and fluorescent light bulbs, with a laser pointer with a 

wavelength of 647 nm reflecting off it.  A reference spectrum of the laser pointer was 

taken with an Ocean Optics spectrometer, as shown in Figure 7.2.5.
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Figure 7.2.5 Reference spectral measurement of the laser pointer showing a peak 
wavelength of 647 nm using an Ocean Optics spectrometer.

During this test, the laser emitter at 857 nm was blocked.  The raw image of the 

coffee cup captured by the RIS is shown in Figure 7.2.6.  The spectral data cube was 

reconstructed from the raw image using 5 iterations of MART and 5 iterations of EM.  A 

single pixel spectrum where the cup was painted by the laser point is shown in Figure 

7.2.7.  Images of the cup at each of the spectral bands in the reconstructed data cube are 

shown in Figure 7.2.8.
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Figure 7.2.6 Raw RIS image a coffee cup illuminated with tungsten, fluorescent light 
bulbs, and a 647 nm laser pointer.
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Figure 7.2.7  Reconstructed spectrum of a single pixel of the coffee cup.  This pixel was 
located where there was illumination from the laser pointer. The 600–900 nm with ∆λ = 
10 nm calibration was used.  The peak near 650 nm corresponds to the laser line. 
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Figure 7.2.8 All 31 of the normalized spectral images of the cup from the reconstructed 
data cube.  The bright spot in the first image of the second row is the laser spot at 647 nm 
contained in the 650 nm reconstructed image.  This set of images was reconstructed using 
the 600–900 nm with ∆λ = 10 nm calibration.
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Another spectral test was performed using the same coffee cup illuminated only 

with the 647 nm laser pointer and the 857 nm laser emitter.  The reconstructed spectrum

of a single pixel in the object where the laser pointer was reflected is shown in Figure 

7.2.9.  It shows we can reconstruct the spectra of the object correctly and that the laser 

emitter signal is present, so we should be able to measure range.

Figure 7.2.9 Reconstructed spectrum of a single pixel of the coffee cup illuminated with 
the two lasers.  The peaks at 650 nm and 860 nm correspond to the 647 and 857 nm 
lasers.  Again, there is reconstruction noise in this image at the long wavelengths due to 
poor calibration images from the 600–900 nm with ∆λ = 10 nm spectral calibration.



88

7.3 Range Calibration

The ranging function of the Ranging-Imaging Spectrometer is exactly the same as 

that of the SRI LADAR that Sandia developed.  The only difference with the RIS is that 

range can only be measured for the panchromatic image contained in the 0th order of the 

CTIS diffraction pattern instead of from the entire focal plane array.

To determine range, the system acquires a set of eight images as described in 

Chapters 4, 5 and 6 on CTIS, SRI LADAR and RIS operations.  With each successive 

image, the initial phase difference between the gain modulation and the outgoing laser 

pulses is stepped between 0 and 2π, in π/4 increments.  The phase difference between the 

two waveforms produces a range-dependent intensity of the light imaged onto the FPA.  

As the phase difference changes, so does the intensity of the image.  If the intensity for 

each pixel on the FPA is plotted as a function of phase difference, the plot is a sinusoid.  

The phase of the resulting sinusoid for each pixel is then used to determine the range 

according to Equation 7.3.1.
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where R is the range, fo is the 10 MHz modulation frequency of the image intensifier, c is 

the speed of light, In is the image with the subscript denoting the number of the image in 

sequence, and 11 αβ −  is the range calibration matrix.

To range calibrate the system, the range calibration matrix ( 11 αβ − ) must be 

determined.  11 αβ − is a matrix dependent on the field-of-view of the system8.  To 
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determine the range calibration matrix, a flat target large enough to fill the field-of-view

of the sensor is placed perpendicular to the optical axis of the system at a known 

distance—in this case, a Styrofoam panel 2.5 m from the focal plane.  Ten sets of phase 

images were obtained using only light from the laser emitter (no ambient light).  A 

second set of 10 phase images were acquired without illumination, to be used for dark 

noise subtraction.  Each set of images was then averaged, and the averaged dark frame

was subtracted to generate a range calibration phase image sequence.

The range calibration phase image sequence was inserted into the right-hand side 

of Equation 7.3.1, with R set to 2.5 m and fo set to 10 MHz, and the equation was solved 

for 11 αβ − .  Figure 7.3.1 is an image of the range calibration matrix, scaled to see the 

detail.

Figure 7.3.1 Image of the range calibration matrix 11 αβ − .
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7.4 Verification of the Range Calibration and Range Resolution 

With the range calibration completed for the RIS, it was tested for accuracy and 

resolution.  This lab test was carried out in a darkened room using two flat targets of the 

same Styrofoam as the range calibration target, placed side-by-side and perpendicular to 

the optical axis of the RIS.  One target was set at the range calibration distance of 2.5 m 

to serve as a reference target.  The second target (test target) was moved either closer to 

or farther away from the sensor.  This allowed simultaneous testing of the range 

calibration and range resolution of the sensor.  A diagram of the test configuration is 

shown in Figure 7.4.1.

Figure 7.4.1 Diagram of the Range Calibration\Range Resolution Test.
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Measurement distances between the test and reference targets are directed from 

the reference target.  With test target closer to the sensor than the reference target, the 

separation distance is noted as negative, and with it farther away, as positive. The test 

target was moved in 5 ± 0.5 cm intervals from -35 cm to +40 cm (2.15–2.9 m from the 

RIS).  Six sets of phase images were taken at each position, three with the laser on, and 

three with the laser off for dark noise subtraction.  The three sets of data were averaged 

and the dark subtraction performed.  Range analysis was performed on 11 x 11 pixel 

subsets of the reconstructed range image.  Images of the scene with a separation of +40

cm of the two targets are shown in Figure 7.4.2.  Plots of the averaged range data are 

shown in Figures 7.4.3 and 7.4.4.  

From the 3-D surface rendering in Figure 7.4.2, it can be qualitatively seen that 

roughly a 40 cm (0.4 m) variation in height—although noisy—occurs across the two 

targets.   Figure 7.4.3 plots the average reconstructed target separation distance verses 

actual range difference—the actual separation of the targets overlays the plot with a 

dotted line.  Figure 7.4.3 shows that the difference in reconstructed range of the targets 

follows the linear change in target separation as desired.  Figure 7.4.4 plots the range 

error for the experiment verses actual range difference.  From the error values plotted in 

Figure 7.4.4, the rms range noise is 8.92 ± 1.23 cm for the experiment—the maximum 

range error is 20.0 ± 1.23 cm occurring for a separation distance of +40 ± 0.71 cm.
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Figure 7.4.2 Upper left: Raw phase data of the +40 cm trial scaled to show detail. Upper 
right: calculated range image scaled to show detail. Bottom: 3-D surface rendering with 
a 7 pixel boxcar average.
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Figure 7.4.3 Plot of the measured average range difference (solid) and actual range 
difference (dotted) between the two targets.

Figure 7.4.4 Plot of range resolution error.



94

The measured range error was then compared to the theoretical error.  As 

developed by Smithpeter et al8, the theoretical rms range noise is given by Equation 

7.4.1.

NBAf
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RangeNoise

o
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2

)
2

(
2 11

σ
π=                                     (7.4.1) 

Here, c is the speed of light, f0 is the fundamental modulation frequency, σ is random 

noise from the camera, A1B1 can be approximated as the depth of modulation (peak-to-

valley) across the sequence of phase images, and N is the number of phase images.

The range calibration phase sequence was used in the calculation of the

theoretical rms range noise value.  Figure 7.4.5 is a plot of the average image intensity for 

each of the eight phase images (N = 8) used for the range calibration.  From the 

sinusoidal plot in Figure 7.4.5, A1B1 and σ were measured to be 184.83 dn and 1.21 dn 

respectively. Using Equation 7.4.1, the theoretical rms range noise is 4.42 cm.

Using the data from the range resolution test described earlier in this section, the

rms range error was 8.92 ± 1.23 cm.  Comparing the theoretical to the measured results 

we find the system is operating within a factor of two of the theoretical range error.
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Figure 7.4.5 Average image intensity for each of the eight phase images versus sequence 
number.  Note the sinusoidal pattern.

7.5 Radiometry

As with many instruments, the RIS could be more efficient in its use of light.  

Neglecting Fresnel reflections11, the two major sources of light loss in the RIS are due to: 

the F/# mismatch between the objective and collimating lenses, and the diffraction 

grating.  Loss of light in the system reduces the signal-to-noise ratio, which leads to both 

spectral and range reconstruction errors.

The F/#’s for the objective and collimating lenses are F/1.4 and F/10 

respectively—corresponding to cone angles of 39.30° and 5.66°.  An illustration of the 

cone angles is shown in Figure 7.5.1.
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Figure 7.5.1 Illustration of the F/# mismatch between objective and collimating lenses.

Since the cone angle of the light that enters and exits the fieldstop is much greater 

than the acceptance angle of the collimating lens, light is lost.  Geometrical calculations 

determined that 98% of the light entering the system is lost due to F/# mismatch.

Most of the lost light could be recovered by matching the F/#’s of the two lenses.  

However, the focal lengths of the objective and re-imaging lenses are responsible for the 

image size on the focal plane.  If the same LADAR were used, the objective lens would 

need to be slowed for more efficient use of light.  In order to keep the same diameter 

objective lens, the RIS would have to be extended by 13.82 cm.  This would significantly 

lengthen the system (approx 25%) and may be undesirable for some applications.  The 

RIS could be redesigned with different focal plane parameters to help shorten its length.

The mismatch between F/#’s also causes a problem for the range reconstruction 

algorithm.  Light exiting the fieldstop at high angles can reflect multiple times inside of 
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the tube connecting the objective and collimating lenses.  These multiple reflections 

cause the light to take a longer path causing an error in the range calculation.  The 

discussion of this problem is detailed in Section 9.5 on lateral resolution.

The diffraction grating is the second major loss of light in the system.  The grating 

is designed to break up light evenly among the twenty-five diffraction orders.  This helps 

ensure that each measurement of the spectral data cube is weighted evenly.  The light 

exiting the collimating lens is at best divided by a factor of 25 by the diffraction 

grating—a factor for each diffraction order.  However, only the laser light in the 0th order 

can be used for measuring range.  Much of the laser light is sent elsewhere, significantly 

reducing the SNR of the range signal. The RIS could be redesigned with a different 

diffraction grating to reduce the number of diffraction orders (e. g. from 25 to 9), 

improving the range measurement SNR.

A tradeoff exists between the SNR for the spectral and range signals.  The grating 

could be tailored to allow more light to fall on the 0th order and increase the SNR for the 

range signal, but that would reduce the SNR for the spectral signal in the higher 

diffraction orders.  Conversely, tailoring the grating to remove light from the 0th order for 

better spectral signal SNR would greatly reduce the SNR of the range signal.
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CHAPTER EIGHT: SPECTRAL PERFORMANCE TESTS

8.1 Introduction

The purpose of the spectral tests, which goes beyond the initial testing of the 

system presented in Chapter 7, is to verify and examine the spectral capabilities of the 

RIS.  The tests performed were spectral resolution and target discrimination (natural vs. 

manmade objects).  The chapter’s final section deals with improving spectral 

reconstructions by removing the quantum efficiency of the image intensifier from the 

spectral calibration procedure.

The results of the data collected by the RIS were compared to measurements from 

a fiber optic spectrometer from Ocean Optics.  All spectral reconstructions of targets in 

this chapter were performed using the third and final (597–897 nm with ∆λ = 5 nm)

spectral calibration, unless noted differently.

8.2 Spectral Resolution

The spectral resolution test investigates the ability of the Ranging-Imaging 

Spectrometer to resolve spectra.  The RIS was calibrated with 5 ± 0.2 nm between

calibration images (∆λ = 5 nm).  Using the Nyquist sampling rule, the spectral resolution 

of the RIS should be 10 nm.  The target used for this experiment was a Styrofoam 

backboard with two different LEDs imbedded in it.  The LEDs were from Cal-Pak;

product number and peak wavelength are shown in Table 8.2.1.  Peak wavelength of the 

LEDs was measured with the Ocean Optics spectrometer.
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LED Peak Wavelength
Cal-Pak 5 642.636 nm
Cal-Pak 41 623.566 nm

Table 8.2.1 List of LEDs used in the spectral resolution test.

The LEDs were placed as close as possible in attempt image them onto a single 

pixel; however, due to the low intensity of the Cal-Pak 5 LED, two of them were used,

and the target had to be placed closer to the sensor than desired, causing them to spatially 

extend over several pixels.  Images were taken with and without the laser emitter 

illuminating the target, with either one or both of the different LEDs (2 Cal-Pak 5 and 1 

Cal-Pak 41) illuminated. Results of the reconstructed spectra obtained with RIS were 

compared to the reference spectrometer measurements.

The first set of tests had only one of the two LEDs illuminated at a time.  The 

reconstructed spectra are shown in Figures 8.2.1 and 8.2.2 with the reference spectra 

measurement superimposed as a dotted line. Figures 8.2.1 and 8.2.2 respectively show 

that the RIS can accurately detect the peak of the LEDs individually with and without the 

laser emitter illuminating the scene.

Figure 8.2.1 Plot of Cal-Pak 5 LED spectra (peak at 642.636 nm) illuminated without 
laser emitter, obtained with 10 iterations of the MART algorithm, overlaid with reference 
spectra (dotted line).
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Figure 8.2.2 Plot of Cal-Pak 41 LED spectra (peak at 623.566 nm) illuminated with laser 
emitter (857 nm), obtained with 5 iterations of the MART algorithm, overlaid with 
reference spectra (dotted line).  

The second test had both LEDs turned on and located next to each other on the 

target. It would have been advantageous to have spectral peaks closer than the 19.08 nm

difference between these two, because Nyquist sampling determines the spectral 

resolution of the sensor with this calibration to be 10 nm.  However, these two LEDs 

were chosen because they had the closest peak wavelengths available at the time of the 

test.

The test was performed with the laser emitter off and on and the spectra were 

reconstructed using 10 iterations of the MART algorithm.  The reconstructed spectra are 

shown in Figures 8.2.4 (laser-off) and 8.2.5 (laser-on). Comparing the reconstructed 

spectra to the reference data shown in Figure 8.2.3, the RIS resolved the 19.08 nm peak

separation of the test target with and without the laser emitter on.
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Figure 8.2.3 Reference spectra of Cal-Pak 5 and 41 LEDs without laser.

Figure 8.2.4 Normalized spectra of Cal-Pak 5 and 41 LEDs without laser, reconstructed 
using 10 iterations of MART.
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Figure 8.2.5 Normalized spectra of Cal-Pak 5 and 41 LEDs with laser, reconstructed 
using 10 iterations of MART.

8.3 Natural vs. Manmade

The natural versus manmade test was performed to verify that the instrument is

able to discern the spectral difference between natural and camouflaged (green military 

paint) manmade objects. This important test determines if the RIS could be used for 

applications such as reconnaissance or robotic vision.  Two manmade objects were 

placed in front of a reference panel made of Styrofoam—manmade object #1 was painted 

green and covered with olive branches and manmade object #2 was covered with 

oleander branches.  The fronts of the manmade objects were 2.413 m ± 1.12 cm from the 

focal plane of the instrument and 30.48 ± 0.5 cm in front of the Styrofoam background.  

An image of the test scene is shown in Figure 8.3.1.
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Figure 8.3.1 Image of the natural versus manmade test scene.

The scene was first illuminated with ambient light from incandescent and 

fluorescent bulbs only. Ten phase image sequences were taken of the scene and averaged.  

The individual pixel spectra were reconstructed using 20 iterations of the MART 

algorithm. Reference spectra of each object were obtained using the Ocean Optics 

spectrometer.  The reconstructed and reference spectrums for the ambient light only test 

are shown below in Figures 8.3.2 through 8.3.5.  Note that the horizontal and vertical 

scales are not the same between the reconstructed and reference data due to the higher 

resolution and passband of the reference spectrometer.
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Figure 8.3.2 Reconstructed (left) and reference (right) spectra of manmade object #1.

Figure 8.3.3 Reconstructed (left) and reference (right) spectra of manmade object #2.

Figure 8.3.4 Reconstructed (left) and reference (right) spectra of the oleander branches.
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Figure 8.3.5 Reconstructed (left) and reference (right) spectra of the olive branches.

The discriminating spectral feature observed in the reference spectra in both 

natural vegetation samples (Figures 8.3.4 and 8.3.5) was a small absorption near 700

nm—a feature not present in either of the manmade objects’ reference spectra (Figures 

8.3.2 and 8.3.3), which are relatively flat near 700 nm.

From the spectra in Figures 8.3.2 through 8.3.5, the absorption feature at 700 nm 

was not as prominent in the reconstructed spectra as in the reference spectra, and is not an 

effective discriminator between the objects for the RIS.  However, a strong absorption 

near 850 nm was present in both reconstructed manmade objects spectra (Figures 8.3.2

and 8.3.3) and not present in the reconstructed vegetation spectra (Figures 8.3.4 and 

8.3.5).  Unfortunately, due to the passband of the reference spectrometer, the absorption 

feature at 850 nm could not be verified experimentally.

The test was repeated illuminating the scene with both ambient (incandescent and 

fluorescent bulbs) and laser emitter light, ten phase image sequences were obtained and 
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averaged.  The averaged data was reconstructed using ten iterations of the MART 

algorithm using a quantum efficiency scaled matrix (described in Chapter 8.4).  Single 

pixel spectra for each object are shown in Figures 8.3.6 through 8.3.9.

Figure 8.3.6 Reconstructed spectra of manmade object #1 with laser emitter on.

Figure 8.3.7 Reconstructed spectra of manmade object #2 with the laser emitter on.
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Figure 8.3.8 Reconstructed spectra of the oleander branches with the laser emitter on.

Figure 8.3.9 Reconstructed spectra of the olive branches with the laser emitter on.
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Comparing the figures of ambient-only illumination experiment (Figures 8.3.2

through 8.3.5) to the ambient-and-laser illumination experiment (Figures 8.3.6 through

8.3.9), shows the reconstructed spectra to be similar. In Figures 8.3.6 through 8.3.9, the 

absorption feature near 850 nm is again stronger in both manmade objects spectra than 

the two vegetation spectra.  The decrease in depth of the 850 nm absorption feature in the

ambient-and-laser illumination test compared to the ambient-only test, is brought about 

by the additional light incident on the target from the laser emitter being reflected back to 

the RIS.

It can also be seen that the reconstruction error at the long wavelength end of the 

spectra is reduced significantly in the ambient-and-laser illumination test.  This reduction 

is attributed to reconstructing the spectra with a calibration matrix scaled to the quantum 

efficiency of the image intensifier (described in the following section).

8.4 Quantum Efficiency Removal

In the previous spectral tests, the reconstructed spectra had large spikes on the 

long wavelength end that should not have been present.  These spikes were believed to be

artifacts of the responsivity of the image intensifier.  To correct the problem, the 

responsivity of the image intensifier needs to be removed from the spectral intensity point 

spread functions before they are used to generate the spectral calibration matrix H.  

Unfortunately, the camera, with the intensifier, was returned to Sandia and the response 

of the image intensifier could not be measured directly.  However, using a data sheet 
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provided by the image intensifier manufacturer, a quantum efficiency plot was generated 

using a linear interpolation, and shown in Figure 8.4.1.

Figure 8.4.1 Generated quantum efficiency plot for the image intensifier.

The generated quantum efficiency data was then used to scale the calibration 

matrix.  To scale the calibration matrix H, the 61 images used for the 597–897 nm with 

∆λ = 5 nm spectral calibration were each divided by the quantum efficiency value at their 

respective wavelengths.  The images were then used to generate a new calibration matrix 

H that now accounts for the efficiency of the image intensifier.

With the new calibration matrix formed, an image of the Cal-Pak 41 LED (λpeak = 

623.566 nm) was reconstructed using both the uncorrected and the new quantum 

efficiency scaled matrices.  These spectra of the same pixel are respectively shown in 

Figures 8.4.2 and 8.4.3.
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Figure 8.4.2 Reconstructed spectra of the Cal-Pak 41 LED (λpeak = 623.566 nm) using 5 
iterations of MART for the same pixel and the uncorrected calibration matrix .

Figure 8.4.3 Reconstructed spectra of the Cal-Pak 41 LED (λpeak = 623.566 nm) using 5 
iterations of MART for the same pixel and the quantum efficiency scaled calibration 
matrix.
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Notice that in Figure 8.4.2, the reconstruction artifact is present in the long end of 

the spectra, while in Figure 8.4.3, it is greatly reduced (by a factor of 5.6).  

The reconstructions were then repeated with the laser emitter illuminating the 

target with the same LED. Figure 8.4.4 is the 0th order image of the target where the 

bright spot in the figure is the illuminated Cal-Pak 41 LED at 624 nm.

Figure 8.4.4 0th order image of the diffraction pattern for the LED (λpeak = 623.566 nm),

Qualitatively, this image shows that the background of the target, illuminated only 

by the laser, is dimmer than the LED portion of the target.  Therefore, all reconstructed 

spectra of the pixels in the image that contain the LED would have two peaks—a tall 

spike from the LED and a smaller spike for the laser emitter.  The reconstructed spectra 

from a pixel on the LED portion of the image are shown in Figures 8.4.5 and 8.4.6.  The 
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spectra were reconstructed using both the uncorrected and quantum efficiency scaled

matrices.  

Notice the relationship of the heights of the two peaks in the reconstructed spectra 

in Figures 8.4.5 and 8.4.6.  In Figure 8.4.5, where the spectra was reconstructed using the 

uncorrected matrix, the spike from the background laser return is larger than the spike 

from the LED.  However, in Figure 8.4.6, where the spectra was reconstructed using the 

quantum efficiency scaled matrix, the LED peak is larger, as expected from the image of 

the 0th order in Figure 8.4.4.

Figure 8.4.5 Reconstructed spectra of an LED (λpeak = 623.566 nm), with the laser 
emitter on, using 5 iterations of MART for the same pixel and the uncorrected calibration 
matrix.
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Figure 8.4.6 Reconstructed spectra of an LED (λpeak = 623.566 nm), with the laser 
emitter on, using 5 iterations of MART for the same pixel and the quantum efficiency 
scaled calibration matrix.
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CHAPTER NINE: RANGE PERFORMANCE TESTS

9.1 Introduction

The purpose of the following tests is to verify and examine the ranging

capabilities of the RIS.  The tests presented here go beyond the initial testing of the 

system presented in Chapter 7 in that they include testing the effects of micro-channel 

plate (MCP) gain, range linearity, lateral resolution, detection of natural vs. manmade 

objects, and ambient illumination effects on range.

Due to range reconstruction errors occurred from the increased ambient light

level—ambient light used for the spectral measurement—during the ambient illumination 

test.  A novel technique was developed for correcting signal induced range errors detailed 

in Chapter 10.

9.2 Range versu s MCP Gain

The 10 MHz frequency used in the heterodyning technique to measure range is 

applied in the RIS by sinusoidally modulating the gain applied to the MCP of the image 

intensifier.  The only adjustment that can be made to the 10 MHz signal is to change the 

DC offset.  The need to change the offset is dependent on the distance and reflectivity of 

the target.

An experiment was carried out to see how changing the gain of the MCP would 

affect range reconstruction.  The flat Styrofoam target used to range calibrate the system 

was placed at a distance of 2.5 m from the focal plane and was large enough to fill the 
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system’s field-of-view.  The only light incident on the target came from the laser 

illuminator.  The voltage range that can be applied to the MCP, according to the 

manufacturer, is 800–1100 V.  The RIS’s software coverts the voltages to digital numbers 

(dn) ranging from 0–255 dn.  The test was run from 120–220 dn in 5 dn steps, or from 

941.09–1058.67 V in 5.89 V steps.  Three sets of phase images were taken at each of the 

MCP voltage settings and averaged.  No dark subtraction was performed for this test.  

The averaged phase images were used to construct range frames at each of the 

MCP voltage settings.  An 11 x 11 pixel subset of the range frame was averaged and 

plotted against the MCP settings (Figure 9.2.1).  The results showed a slight upward 

slope to the range as the MCP gain is increased. The average range during the test was 

2.47 m with an average absolute range error of 6.904 cm

Figure 9.2.1 Range versus micro-channel plate gain (dn).
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9.3 Range Linearity

This test verifies the linearity of the range reconstruction as a function of target 

distance.  As a target gets farther from the sensor, the amount of laser light reflected back 

to it decreases.  For range measurement, any signal in the image other than reflected laser 

light is considered noise.  With the narrowband filter removed to permit the spectral 

measurement, the signal-to-noise ratio (SNR) for the laser signal decreases rapidly as the 

target distance increases, which can lead to reconstruction errors.  

A test was carried out in the laboratory using a Styrofoam target at varying

distances.  The test was carried out twice under different illumination scenarios—laser 

light alone, and laser plus ambient light.  The target was placed 1.83 m (6 ft.) from the 

sensor and moved back in 30.5 ± 1.0 cm (1 ft.) increments until it reached 6.01 m (20 ft.).  

With the target at 6 m, the contrast on the computer display was too low to discern target

from background.  Three sets of phase images were taken at each distance and averaged.

Originally built to fill the entire field-of-view at 2.5 m, the target did not fill the entire 

field at longer distances.  Therefore, an 11 x 11 pixel subset of the data was averaged and 

used for the analysis.

The first test was carried out with only laser illumination.  Figure 9.3.1 contains a 

plot of the average range versus actual distance. The graph shows that as the range 

increases, the average measured range value begins to fall slightly under the actual 

distance.  Figure 9.3.2 shows the SNR ratio versus range for the laser-only trial.  As the 

range increases, the SNR ratio drops from about 17 to 6, with a sharp decline in the SNR 

ratio when the target was at distances equal to or greater than 2.74 m (9 ft.).  This is the 
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same distance in Figure 9.3.1 at which the measured range begins to be shorter than the 

actual range.  It was concluded from the laser-only trial that the range is linear with 

distance but the worsening SNR ratio at longer distances causes reconstructed range 

errors.  The average absolute range error during the laser-only test is 35.10 ± 1.12 cm 

(1.15 ft.).  

Figure 9.3.1 Range versus distance, laser-only illumination; actual distance (dotted line).

Figure 9.3.2 Signal-to-noise ratio versus range, laser-only illumination.
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The experiment was repeated with the same target distances illuminating the 

target with the laser emitter and ambient light (overhead fluorescent lights).  Again, an 11 

x 11 pixel subset of the reconstructed range was averaged for the analysis.  Figure 9.3.3 is 

a plot of the averaged range data versus actual distance.  The average absolute measured

range error during the ambient-and-laser test is 39.64 ± 1.12 cm (1.30 ft.).  

Comparing these two experiments shows that the average absolute range error for 

the ambient illumination test is 4.54 cm greater than the laser-only illumination test, 

proving that the ambient illumination does affect range measurement.  Although 4.54 cm

difference is not a long distance, it is 14.9% of the range increment used in the 

experiment.

Figure 9.3.3 Range versus distance, ambient-and-laser illumination; actual distance
(dotted line).
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9.4 Natural vs. Manmade

This test used the same raw data acquired for the spectral test in Section 8.3, using

two manmade objects—manmade object #1 painted green and covered with olive

branches and manmade object #2 was covered with oleander branches—placed 2.413 ±
0.01 m from the RIS.  A Styrofoam reference panel was placed 2.718 ± 0.01 m from the 

RIS and 30.48 ± 0.5 cm behind the front of the manmade objects. The target was 

illuminated with the laser only and with laser and ambient light. The test was performed 

to verify if the smooth surfaces of the manmade objects could be detected next to the 

rough surfaces of the leafy branches.  The test scene and its reconstructed range images

from both illumination schemes are shown in Figures 9.4.1 through 9.4.3. 

Figure 9.4.1 Photograph of the natural verses manmade test scene.
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Figure 9.4.2 Range reconstruction for laser-only illumination (scaled to show the detail).

Figure 9.4.3 Range reconstruction for laser and ambient illuminations (scaled to show 
the detail).
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It is impossible to see any object detail in both reconstructed range images 

(Figures 9.4.2 and 9.4.3) due to range resolution combined with the low spatial sampling 

of the system. However, the average range put the Styrofoam target within 4.9 ± 1.23 cm 

of the actual separation distance behind the manmade objects (30.48cm) for both 

illumination schemes.  This fact shows that the RIS is able to measure range on extended 

objects.  The averaged distances are shown in Table 9.4.1.

Target in Scene Average Range Laser Only Average Range Laser and Ambient 
Manmade object #1 

(66 pixel avg.) 
 

2.382 m 2.487 m
Styrofoam Bkg 
(121 pixel avg.) 

 
2.637 m 2.791 m

Depth between 
targets 25.5 cm 30.4 cm

Table 9.4.1 List of the average range distances for difference portions of the target.

9.5 Lateral Resolution  

This test was performed to see the effect of the CTIS optics on the lateral 

resolution of the LADAR instrument.  Here the edge spread function for the 

reconstructed range data with and without the CTIS in place is measured.  The test target 

shown in Figures 9.5.1 and 9.5.2, contains a range step (depth) of 10 inches or 25.4 ± 0.5

cm. The front or near portion of the target was placed approximately 3 m from the sensor

for the lateral resolution test.

Ten phase sets of the target in two different positions were obtained—with the 

step on-axis and with it near the field edge—and averaged.  Only laser emitter 

illumination was used during testing.  The test was performed with the CTIS in place, 
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then with the CTIS removed and the objective lens of the CTIS placed on the front of the 

LADAR.  Without the CTIS in place, the entire focal plane of the LADAR contains range 

information.  The LADAR was recalibrated for range over the entire focal plane, using its 

full spatial resolution.  

Figure 9.5.1 Diagram of the lateral resolution test target.

Figure 9.5.2 Photograph of the lateral resolution test target.
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To ensure an accurate measure of the lateral resolution, the distance between the 

target and sensor was adjusted so that the spatial sampling across the range step for the 

two measurement cases (with and without CTIS) was the same.  The distance between 

the near/far portions of the target and focal plane of the instrument was 299.7/325.1 ± 1.0 

cm with the CTIS and 274.3/299.7 ± 1.0 cm without the CTIS. The tests are presented as

values of field-height percent (i.e. the optical axis is at 0% field-height and the outside 

edge of the array is at 100% field-height).  Figures 9.5.3 through 9.5.10 and Tables 9.5.1

and 9.5.2 contain the reconstructed images and relevant data.  The data presented for this 

test is the average range across 5 horizontal lines in the reconstructed range image.  

Figure 9.5.3 is a range image of the target obtained without the CTIS in place.  

The range image has the full 1532 x 1024 pixel resolution of the LADAR.  The small 

black square located at the on-axis (0% field height) edge of the step is approximately the 

location of the 77 x 77 pixel subset shown in Figure 9.5.5. The subset has the same 

spatial sampling and field-height percentage as the range image obtained by the RIS

(Figure 9.5.4).  

Figure 9.5.3 Range image of the target on-axis the without CTIS.
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Figure 9.5.4 Range image of the target on-axis with the CTIS.

Figure 9.5.5 Range image of target on-axis without the CTIS, with the same spatial 
sampling as RIS.



125

Figure 9.5.6 is a full resolution range image of the target obtained without the 

CTIS in place.  The small black square located off-axis (81% field-height) is 

approximately the location of the 77 x 77 pixel subset shown in Figure 9.5.8.  Again, the 

size of the subset was chosen to have the same spatial sampling and field-height 

percentage as the RIS image (Figure 9.5.7). The subset of the full resolution data is 

compared to the on-axis measurement taken with the RIS—shown in Figure 9.5.7.

Figure 9.5.6 Range image of the target off-axis the without CTIS.
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Figure 9.5.7 Range image of the target off-axis with the CTIS.

Figure 9.5.8 Range image of the target off-axis without the CTIS, with the same spatial 
sampling as RIS.
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The images in Figures 9.5.3 through 9.5.8 show that the CTIS does affect the 

lateral resolution of the LADAR instrument.  The loss of edge definition for both axis 

locations with the CTIS in place can been in the previous figures.  In Figures 9.5.5 and 

9.5.8 of reconstructed range images obtained without the CTIS, a definite vertical line 

exists defining the range step.  This line is blurred out significantly in Figures 9.5.4 and 

9.5.7 of reconstructed range images obtained with the CTIS in place.  The decrease in 

lateral resolution arises from aberrations contained in the CTIS optics and spurious 

reflections inside of the light baffle.

Table 9.5.1 reports the number of pixels that occur across the step and the average 

ranges of the calculated distances from the range reconstruction.  Theoretically, there 

should only be 2 pixels in the image across the step—any more pixels and the step has 

finite slope.  For the on-axis measurement, the number of pixels across the step more than 

doubled from 10 pixels without the CTIS to 23 pixels with the CTIS.  For the off-axis 

measurement of lateral resolution, there were 22 pixels across the edge without the CTIS, 

while with the CTIS in place, the number of pixels could not be determined because of 

the low spatial sampling when the step is located at the edge field. From analyzing the 

experimental data of the reconstructed range step width presented in Table 9.5.1, it was 

concluded the addition of the CTIS reduced the on-axis lateral resolution by a factor of 

2.3.

Test Pixels Across 
Edge

On axis Field % Pixels Across 
Edge

Edge Field %

With CTIS 23 2.5% To poor 
resolution

80%

Without CTIS 10 0.52% 22 81.33%
Table 9.5.1 Data for the lateral resolution test.
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Figures 9.5.9 and 9.5.10 contain plots of single lines that cross the step for the on-

axis test with and without the CTIS. The plot in Figure 9.5.9 is without the CTIS and 

shows a smooth surface with a distinct step in range.  The plot in Figure 9.5.10 is with the 

CTIS in place and shows a jagged range reconstruction across the step.  The step in range 

in Figure 9.5.10 has a smaller slope and is much harder to discern than in Figure 9.5.9.  

These two images show that the CTIS does have an effect on the edge spread function 

and range precision.

The range of the target used for the lateral resolution test was reconstructed from 

the measured data.  A 5 x 5 pixel subset from the range image of the near and far portions 

of the target were averaged and listed in Table 9.5.2—along with the actual target 

distances. The percent error of the measurement with the CTIS is a factor of 3.1 times 

greater for near portion of the target than with the LADAR alone—and 8.37 times worse 

for the far part of the target.  This data shows that the LADAR is more accurate without 

the CITS attached to it.  

Average 
Range

On-Axis Near
% Error

Actual Range
(Near)

On-Axis Far
% Error

Actual Range
(Far)

With CTIS 287.62 cm
4.03%

299.7 ± 1.0 cm 310.41 cm
4.52%

325.1± 1.0 cm

Without CTIS 277.85 cm
1.30%

274.3 ± 1.0 cm 301.32 cm
0.54%

299.7 ± 1.0 cm

Table 9.5.2 Average reconstructed range values (±1.12 cm) for the lateral resolution test.

The rms range noise was calculated for the plots contained in Figures 9.5.9 and 

9.5.10.  The rms range noise for the LADAR without the CTIS was 2.08 ± 1.0 cm—the 

theoretical rms range noise (Equation 5.5.4, A1B1 = 359.8 dn) was 2.27 cm.   These 

numbers show that the LADAR is operating at the theoretical limit to within 
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experimental error.  The rms range noise with the CTIS in place was 7.31 ± 1.0 cm—the 

theoretical rms range noise for this case (page 94) was 4.42 cm.  These rms range noise 

values show that the CTIS increases the rms range noise when placed on the front of the 

LADAR.  This is due to a cross-talk between pixels that occurs due to multiple 

reflections inside to the CTIS between the objective and collimating lenses.

Figure 9.5.9 Plot of a single line across the step on-axis without the CTIS.

Figure 9.5.10 Plot of a single line across the step on-axis with the CTIS.
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The cross-talk is a product of multiple paths occurring inside of the tube 

connecting the objective and collimating lenses on the CTIS part of the RIS.  The 

multiple paths are permitted because of the F/# mismatch between the aforementioned 

lenses.  Generally light would reflect off of the target, pass through the fieldstop, and 

image onto the intensifier.  However, because of the steep cone angle of light exiting the 

fieldstop, multiple reflections can occur inside the CTIS extending the path length 

between the target and intensifier.  Geometrical calculations determined that for marginal 

ray angles ranging from 7.97°-15.64° inside of the tube—light along those rays travels an 

extra 1.25-4.90 cm.   

Evidence of these multiple paths can be seen when examining cross-sections of 

the reconstructed range images.  As mentioned earlier (Section 7.4), there is a random 

noise component in the range measurement due to camera dark noise.  This noise should 

be completely uncorrelated.  Viewing cross-sections of various range images acquired 

with the RIS, showed a correlation of range noise between adjacent pixels.  Figure 9.5.11 

contains cross-sections of three adjacent horizontal lines of a reconstructed range image 

for a target at a range of 12 ft.  The range image was acquired with the CTIS in place and 

exhibits correlate structure.  Comparing Figure 9.5.11 to Figure 9.5.12 that was acquired 

with the LADAR alone shows the range image acquired without the CTIS yields very 

little correlation between adjacent rows.  The effect of the multiple paths could be 

eliminated by placing light baffles inside of the optical train.
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Figure 9.5.11 Cross-section of a range image for three adjacent rows showing correlated 
range noise.

Figure 9.5.12 Cross-Section of a range image for three adjacent rows showing 
uncorrelated range noise.
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9.6 Range versus Ambient Illumination

The LADAR was originally constructed with a narrowband (10 nm) optical filter

placed in the receiving optics train.  The filter was centered on the laser emitter 

wavelength to prevent ambient light from entering the optical system.  In order to make 

the instrument broadband, the filter was removed, allowing the spectral measurement of 

the scene.  The test described in this section is used to determine the affect of ambient 

light on the range reconstruction.  According to the derivation of the range algorithm8, it 

is the phase information encoded in the sequence of phase images, rather than the 

intensity of the image itself, that contains the range information.  Thus, ambient light 

should have no effect on range measurement.  

To verify this, first a computer simulation was carried out using actual range data

obtained with the RIS.  A flat Styrofoam target was placed 2.5 m away from the focal 

plane of the instrument.  The room was darkened to only allow light from the laser 

emitter to illuminate the target.  Ten sets of phase images were collected and averaged

with the laser emitter on.  Ten more sets of phase images were collected with the laser off 

and averaged, then subtracted from the first set—to remove the camera’s dark noise.  The 

resulting set of phase images was then used in a simulation program that artificially adds 

ambient light to each of the images in the phase sequence and then performs the range 

calculation.

For each of the simulation’s 200 iterations, the computer subsequently added 5 dn 

of ambient light to each image in the phase sequence.  The same amount of light was 

added to each phase image in a given trial because ambient light is assumed constant over 



133

many periods of MCP gain modulation, averaging its intensity. A plot of the average 

intensity of each of the phase images for the entire simulation is shown in Figure 9.6.1.  

After the computer added the artificial light to the phase sequence, the average range was 

calculated.  A plot of the average reconstructed range versus trial number is shown in 

Figure 9.6.2.

Figure 9.6.1 Plot of the successive ambient light levels versus phase image number.

Figure 9.6.2 Reconstructed range for simulated ambient light verses trial.
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As it can be seen in Figure 9.6.2, the range was calculated to be 2.5 m for each trial.  This 

simulation proves that ambient light should have no effect on the range calculation.

The ambient light effect was experimentally tested in the lab. A target was placed 

2.5 m from the FPA of the sensor and floodlit with a 250W broadband projector bulb.  

The light bulb was powered by a variable output DC source to eliminate any 60 Hz AC 

signal.  A broadband UDT detector, placed near the objective lens of the RIS, recorded

the ambient light level incident on the system.  To change the amount of ambient light, 

the current through the bulb was adjusted at the DC source.

Twenty-eight different ambient light levels were measured during the experiment.  

The first level contained no ambient light and the 28th yielded 11.65 W/m2 incident on the 

RIS.  During the test, the current applied to the bulb was initially increased non-

uniformly until a difference in illumination was noticed by the human eye.  The 

difference in illumination was noticed at trial number 10, and from that point, the ambient 

light was increased by a linear adjustment in current through the bulb.  A plot of the 

ambient light versus level number is shown in Figure 9.6.3. 

Figure 9.6.3 Plot of ambient light level versus level number.
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During the experiment, two types of phase sequence images were acquired.  The 

first type contained both laser and ambient light and is referred to as “laser” phase 

images.  For the second type of phase images, the laser emitter was blocked, so they 

contained only ambient light and are referred to as “ambient” phase images.  Three sets 

of each type were taken and averaged at each of the ambient light levels.

The range was calculated for each of the ambient light levels for the laser phase 

images only.  The ambient phase images are not modulated and do not contain any range 

information.  The range images were examined using an 11 x 11 pixel subset where the 

illumination was deemed uniform.  The plot of range versus ambient light (Figure 9.6.4) 

shows that as the ambient light increases, so does the average reconstructed range value, 

contradicting the simulation.

Figure 9.6.4 A graph of range versus ambient light level—actual range in red.
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To correct this error in the range reconstruction, the ambient light phase frame 

was subtracted from the laser phase frame, leaving a phase frame theoretically containing 

only laser light.  This procedure, dubbed the subtraction technique, improved the range 

reconstruction at low ambient light levels only, and overcorrected the range at high 

ambient light levels.  The average reconstructed range for each ambient light level using 

the subtraction technique is shown in Figure 9.6.5. 

Figure 9.6.5 Plot of range versus ambient light level with the ambient-subtracted data—
actual range in red.

From the analysis of the graphs above and with the ambient light simulation that 

was previously performed, it was concluded that a signal-dependent noise process in the 

RIS was contributing to the error in range reconstruction.  This noise is most likely 
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attributable to MCP gain saturation in the image intensifier and multiple light paths due 

to reflections in CTIS.

9.7 Field Tests

The system was taken outside for testing under natural light and set up in a shaded 

area facing Styrofoam targets in two different configurations.  Configuration A is a single 

target at a range of 4.88 m, and Configuration B has two targets, at 4.27 m and 6.40 m. 

Configuration A was the first to be tested.  The first set of phase images taken 

saturated the camera pixels, so the aperture was stopped down.  Four more sequences

were then taken.  Two of the sequences had the laser blocked so that ambient light could 

be subtracted.  

Configuration B was then imaged with the system stopped down as well.  Again, 

four sequences were taken, two of them with the laser blocked.

Upon spectral reconstruction, the images from Configuration A had a large dark 

strip at the top, covering over 50% of the image, meaning the image had shifted on the 

focal plane with respect to the calibration images.  This can only occur from an alignment 

error.  It was suspected that vibration during transport caused something to move 

resulting in the shift.  Figures 9.7.1 and 9.7.2 show the 0th order images before and after 

the system was moved.
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Figure 9.7.1 0th order image before the system was transported for field tests.

Figure 9.7.2 0th order image after the system was transported for field tests.

The image shift also caused problems for the range software, which was designed 

to grab only the window containing the 0th order of the diffraction pattern captured on the 

array.  After the shift, the window no longer contained all of the 0th order.  

There are several methods to correct for the shift.  One method is to realign the 

optics, moving the image back to the center of the FPA.  Another method is to recalibrate 

the system spectrally for the new position.  The simplest method uses the shift-invariant 

assumption to translate the images in the computer back to where they originally were 

during spectral calibration.  The translation method is valid if no part of the diffraction 
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pattern has fallen off the focal plane.  Once the images are shifted back into position, they 

can be reconstructed without loss of spectral information.  

Since no part of the diffraction pattern had fallen off the array, the translation 

technique was used for the remainder of the project.  It was decided just to shift the image 

back to where it was during calibration.  Several images were tested to verify that this 

technique worked for both the spectral and range reconstructions.  These images are 

presented in various parts of this dissertation including all images in Chapters 8 and 9.
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CHAPTER TEN: VARIANCE SHAPING CORRECTION

10.1 Variance Shaping Correction

In the previous chapter, it was shown that ambient illumination required for the 

spectral measurement produced range reconstruction errors.  As seen in Figure 9.6.4, 

when the ambient illumination increased, the average reconstructed range increased.  

This increase in range is attributed to nonlinearities occurring inside of the image 

intensifier—in response to the increase of incident optical signal.  Figure 10.1.1 

illustrates how the nonlinearities affect the number of photons entering and exiting the 

image intensifier.  

Figure 10.1.1 Illustration of a nonlinear response of an image intensifier.

An example of a nonlinearity is MCP gain saturation.  MCP gain saturation 

occurs when an excess of photo-electrons are generated in a channel, causing them to 

spill into adjacent channels.  This contamination between MCP channels is transferred to 

the phase images, and ultimately to the reconstructed range image. The nonlinearities in 

the image intensifier are responsible for an advancement in the relative sinusoid on the 

left-hand-side of the range equation (Eq. 5.4.9)—causing errors in the range 

reconstruction algorithm. 
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To test the theory that a nonlinear response causes the reconstructed range errors, 

a simulation was carried out in the computer.  Raw phase sequence data of a target placed 

2.5 m in front of the RIS (Figure 10.1.3) was acquired without ambient light illumination.  

The average reconstructed range value for the phase image was 2.46 m.   This data was 

then modified in the computer by adding and subtracting artificial light.  The amount of 

artificial light added/subtracted to each image in the phase sequence was based on the 

individual phase image intensity average and followed a nonlinear response.  The 

simulated phase image sequences (Figure 10.1.3) were then reconstructed.  

Figure 10.1.2 Average intensity of a phase sequence without ambient light (Range = 2.5 
m)

Figure 10.1.3  Average intensity of a phase sequence modified by artificial light with a 
nonlinear response (Black-raw data, Red-raw data with light added, Green-raw data with
light subtracted)
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The average range for the phase sequence where the simulated light with the 

nonlinear profile was added to the raw data was 2.56 m—an increase of 10 cm over the 

raw data reconstruction.  The average range for the phase sequence where the light with 

the nonlinear profile was subtracted from the raw data was 2.532 m—a decrease of 14 cm 

compared to the raw data reconstruction.  This simulation shows that the nonlinear 

response inside of the image intensifier is responsible for an increase in the reconstructed 

range value. To correct the problem due to the nonlinear response, a technique was 

developed based on the statistics of the individual phase images.  The technique is 

referred to as ‘variance shaping’ and its’ development is described in the remainder of 

this chapter.

To develop the technique, the statistics of the phase sequence images acquired 

during the ambient illumination test (Section 9.6) were examined.  Various plots of this 

data were generated for every phase sequence image in each of the ambient light levels

tested. Figures 10.1.4 and 10.1.5 respectively contain plots of image mean and image

variance verses ambient illumination level for the first image of the phase sequences 

(Phase-1).  Figure 10.1.4 shows that the image mean has a linear relationship with 

ambient illumination.  Figure 10.1.5 shows that the image variance has a nonlinear 

relationship with the ambient illumination.  
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Figure 10.1.4 Mean of the first phase image vs. ambient light level.

Figure 10.1.5 Variance of the first phase image vs. ambient light level.

Because the image mean is linear with ambient illumination (Figure 10.1.4), two 

sets of data could be acquired of the scene and used to correct the range reconstruction 

errors. 
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The two sets, referred to as laser-phase images and ambient-phase images, would 

respectively contain laser and ambient light, and ambient light only. These two image 

sets could be subtracted from each other, yielding a phase set containing only laser light.  

Each image in the resulting phase set (called subtracted-phase images) would have the 

same mean image intensity—as if the data had originally contained only laser emitter

light.  Then the appropriate variance for the pixel distribution corresponding to the mean 

of the subtracted data could be determined by consulting the variance plot in Figure 

10.1.5.  The laser-phase images could then be processed using the mean and variance 

determined by the subtracted-phase frame and variance plot to improve the range 

reconstruction.  

The linearity of the image mean verses ambient illumination was first examined.  

For every ambient light level measured during the ambient illumination test, a subtracted-

phase frame of the target (range = 2.5 m) was obtained by subtracting the ambient-phase 

frame from the laser-phase frame.  The mean of the phase-1 image of the resulting 

subtracted-phase frames was plotted verses ambient illumination (Figure 10.1.6).  A 

dotted reference line determined by calculating the average phase-1 frame intensity for 

data containing laser-only illumination is included.
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Figure 10.1.6 Mean phase-1 image values for subtracted-phase images versus ambient 
light level, average laser-only intensity (dotted).

Figure 10.1.6 shows that the average value of the phase-1 image of the subtracted 

phase sequence is below the mean value of the laser-only phase-1 image for each ambient 

illumination level.  Ideally, the mean of the subtracted-phase images would equal the 

average laser-only intensity.  However, if we then subtract the average camera dark noise

from the average phase-1 laser-only intensity, and use that number as a new reference

(dotted line) for the subtracted-phase image plot (Figure 10.1.7), the mean values are

centered on the reference value.  This shows that subtracting the ambient-phase images 

from the laser-phase images removes the dark current contained in the camera, and is 

independent of the ambient light intensity.
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Figure 10.1.7 Mean phase-1 image values for ambient-light-subtracted data versus 
ambient light level, average dark-subtracted laser-only intensity (dotted).

Next, the pixel value distributions for the laser-phase sequences for each ambient 

light level were plotted.  Figure 10.1.8 shows histograms of the pixel value distribution 

generated from three different ambient illumination levels.  The plots were overlaid with 

a normal distribution generated using the mean and variance of the plotted histograms.  

Visually inspecting these plots determined that pixel distributions at each of the ambient 

light levels are normal.  It was confirmed by mathematically examining these

distributions that as the intensity of the ambient light increases, the variance increases 

nonlinearly—as seen in Figure 10.1.5. The increase in variance of the pixel distribution 

with illumination level shows that there is signal-dependent noise in the system.
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a) b)

c)

Figure 10.1.8 Plots of phase 1 pixel distribution with a normal distribution overlay 
(dotted line) for three different light levels a) 0.0 W/m2 b) 4.85 W/m2 c) 11.65 W/m2. 

This increase in pixel distribution variance as a function of ambient light intensity

is responsible for raising reconstructed range values (Figure 9.6.4). As the illumination 

level increases, the variance of the pixel distribution also increases.  The change in 

variance becomes significant at high illumination levels where a small change in mean 

results in a large variance change.  
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Referring back to Figure 7.4.5 and Smithpeter et al8, it is the relative phase of the 

sinusoid—generated by plotting pixel intensities verses phase image number—that 

determines range.  For high illumination levels, any small change in the mean pixel 

distribution value generates a large change in variance.  The non-linear response of the 

intensifier is significant enough to cause a shift in relative phase of the sinusoid for a 

given pixel—violating the equally spaced phase assumption8 the range equation is based 

on and resulting in a change of reconstructed range value.  Therefore, when the ambient-

phase frames were simply subtracted from the laser–phase frame generating subtracted-

phase frames, the difference in variance of images at higher ambient light levels caused a 

relative phase shift in the sinusoid, resulting in overcorrecting the range reconstructions 

(Figure 9.6.5).

This error can be further corrected by redistributing the pixel values into the 

desired distribution.  The parameters (mean and variance) of the desired distribution are 

obtained by examining data containing laser-only illumination.  Since the pixel value is a 

function of a random variable, they can be expressed as a function of another random 

variable using Equation 10.1.110.

dyydxx PP yx
)()( = [ 10.1.1]

where Px and Py are the probability distribution functions of the random variables x and y, 

and y = f(x).  Since Px is known, we can rearrange Equation 10.1.1 and solve for Py in 

terms of Px and x to yield Equation 10.1.2.

dy

dx
yfy PP xy

*))(()( 1−= [10.1.2]
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Implementing Equation 10.1.2 in the computer can be difficult.  However, it is

rather straightforward here because the distributions are normal (Figure 10.1.8).  

Equation 10.1.3 mathematically describes the procedure for a single pixel.  

xxxy
x

y +−= )*)(( 2

2

σσ
[10.1.3]

where y is the desired pixel value, x is the measured pixel value, x is the mean of 

the measured distribution, σy
2 is the variance for laser illumination only (desired 

variance), and σx
2 is the measured variance. The procedure to correct a single phase 

image is detailed below:

1) Capture a laser-phase and ambient-phase sequence of the target.

2) Obtain the desired mean of the laser-only distribution by subtracting the 
ambient-phase from the laser-phase sequence and calculate.

3) Using Figure 10.1.4, determine the corresponding illumination level for the 
desired mean.

4) Determine the desired variance (σy
2) by using Figure 10.1.5 and the ambient 

illumination level for the desired mean.

5) Calculate the mean ( x ) and variance (σx
2) of the laser-phase image.

6) Subtract x from the laser-phase frame to shift the pixel value distribution 
average to zero.

7) Multiply the shifted laser-phase data by the square root of the ratio of the 
desired variance over the measured variance (σy

2/σx
2)½.

8) Then add x back to the processed data and perform the range reconstruction. 
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This variable transformation procedure is hereafter referred to as variance shaping.  The 

results of applying this non-iterative method are detailed in the following section.

10.2 Variance Shaping Results

Variance shaping was implemented on the data previously acquired during the 

ambient illumination test in Chapter 9.6.  Recalling, the target was placed 2.5 m away 

from the RIS and the measured range was averaged over an 11 x 11 pixel subset where 

the ambient illumination was deemed uniform.  The results of applying the technique to 

each image in the phase sequence before range reconstruction are shown in Figures 

10.2.1 and 10.2.2.  

Figure 10.2.1 compares the variance shaped data verses the subtracted technique 

used in Chapter 9.6. From this graph, the range reconstructions using the variance 

shaping technique (solid line) improved the measurement an average of 3.1 cm over the

subtraction technique (dashed line).  Figure 10.2.2 compares the variance shaping 

technique (solid) to the uncorrected (dashed) and the subtracted technique (dotted).  In 

comparison to using no correction technique (Figure 10.2.2), applying variance shaping 

improved the average reconstructed range error by a factor of 10, from 26 cm to 2.6 cm.
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Figure 10.2.1 Plot of range vs. ambient light.  The solid line is the variance shaped data, 
the dashed line is the ambient-light-subtracted data, and the dotted line is a reference line 
of the actual distance.

Figure 10.2.2 Plot of range vs. ambient light level.  The solid line is the variance shaped 
range, the dotted line is the subtracted range, the dashed line is the ambient range, and the 
red line is the actual range.



152

CHAPTER ELEVEN: CONCLUSIONS AND FUTURE WORK 

11.1 Conclusions

An instrument called the Ranging-Imaging Spectrometer (RIS), which combines a

Computed Tomographic Imaging Spectrometer (CTIS) and a Scannerless Range-Imaging 

LADAR (SRI LADAR), has demonstrated its ability to simultaneously measure

hyperspectral and 3-D spatial information with a sequence of 8 images.  There are no 

pixel-registration problems between the spectral and range data because the subsystems 

are bore-sighted using the same focal plane array.  The spectral data are acquired at each 

of the 8 images required to measure range.  The RIS collects spectral samples in a 77 x 

77 pixel format with angular subtend of 12.5o. Its angular resolution is 2.8 mr; and its 

range resolution is 8.92 ± 1.23 cm.

Spectral tests have shown that the CTIS can resolve spectral lines separated by 

19.08 nm, and discriminate between natural green vegetation and camouflaged manmade 

objects by detecting an absorption feature near 850 nm.  Tests have also shown that 

removing the response of the image intensifier greatly reduces artifacts incurred by the 

spectral reconstruction procedure at the long end of the RIS’s passband.

Range tests have shown that the CTIS lowers the lateral resolution of the range 

reconstruction by a factor of 2.3.  The loss of lateral resolution is attributed to optical 

aberrations and spurious reflections in the CTIS, and the low spatial sampling of the 

combined instrument.  These tests have also shown the RIS capable of accurately 

measuring range on smooth objects that fill up a considerable portion of the scene.
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A range correction technique was developed to reduce the range reconstruction 

error caused by the ambient light used for spectral measurement.  The technique called 

variance shaping reduced the range reconstruction error by a factor of 10.  This promising 

technique can be applied to other situations where the desired signal contains random 

noise components.

11.2 Snapshot LADAR Sensor

Measuring range data from a single image would significantly improve the 

capabilities of the RIS.  Currently, the RIS requires eight images to measure range—the 

SRI technique requires a minimum of three images.  Focal plane technology has 

advanced significantly permitting range measurements during a single integration time of 

specialized arrays.  Two companies12,13 have developed range sensors that use on-chip 

timing to directly determine TOF.  These chips still require a pulsed laser system like the 

current version of the RIS, but have higher spatial sampling.

Internal clocking structures for each pixel on the ranging chips begin counting 

when a laser pulse is emitted.  The clock for an individual pixel stops when the reflected 

laser light is imaged onto the pixel.  The TOF can be directly read from each pixel and 

the range to the scene directly calculated.

Ranging chips of this nature could be used in the RIS to obtain range 

measurements in a single snapshot.  The chip could be placed on the FPA where the 0th

order is imaged, creating a hybrid FPA.  A narrowband optical filter, centered on the laser 
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wavelength, could be placed on the chip to reduce ambient light incident on the range 

ship.  

Using a hybrid FPA would still permit the simultaneous and independent 

measurement of spectral and range data.  Unlike in the RIS, the two measurements could 

be made at the same rate. Pixel registration errors would not be present because the

ranging chip would be mounted directly to the larger FPA.  Figure 11.2.1 is a conceptual 

image of the hybrid focal plane concept.

Figure 11.2.1 Conceptual image of the hybrid focal plane with ranging chip.
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