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ABSTRACT

Heart development has been extensively studied in numerous organisms

throughout the twentieth century. The timing of key inductive signals and the expression

of many critical transcription factors have been mapped across a variety of model

systems. A collective image of the various stages of cardiac development is beginning to

emerge. Although most of the seminal events are conserved across evolution, it is

increasingly clear that subtle differences can have substantive effects on models of heart

development processes.  Furthermore, the overwhelming majority of work contributing to

these models has been performed on a gene-by-gene basis. As a result, we have a loosely

stitched cross-evolutionary view of cardiogenesis that leaves much to be desired by way of

completeness.  Thus, in order to move toward a comprehensive model of heart

development, we have a critical need for global network views of heart development

processes conducted within one species.

Cardiac myogenesis, the development of heart muscle cells, is the earliest heart

development process and is required for the formation of all adult heart structures.  Key

signaling pathways, and their precise timing and targets, have only recently begun to be

defined.  The downstream targets of these pathways and their timing of activation or

repression remain largely unknown. To address this, I compiled data from three genomic

microarray studies, each addressing a distinct aspect of cardiac myogenesis signaling and

expression, to construct a global preliminary network of the primary inductive signals and

their downstream targets in the chick model embryology system.
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The preliminary cardiac myogenesis network obtained from these studies

generates far too many hypotheses to test experimentally. The challenge that lies ahead

for elucidating the fine structure of this, or any network model, is in determining the next

most enlightening experiments. Headway in sorting out more profitable experiments can

be made by selecting from among the universe of known interaction data as well as taking

advantage of a property selected for throughout evolution – robustness. Network

robustness is loosely defined as the ability of a network to maintain input and output

properties in the face of perturbation. It is unsurprising that evolution would sculpt such a

characteristic into molecular networks required to perform a task in varied environmental

and genetic circumstances. However the way in which evolution has engendered this

quality has opened the door to an exciting new avenue for in silico experimentation.

I present in this dissertation the beginnings of a collaborative project for biological

network elucidation software called BioNET.  The long-term goal of BioNET is to take a

description of a network model and phenotype as input and return a set of candidate

network models capable of more robustly producing the phenotype. Fundamental to

BioNET is the ability to acquire information from the universe of known molecular

interaction data for in silico experimentation in any model system. To this end, I

redesigned BioNetBuilder, open-source network integration software, to transfer any and

all publicly available interaction data across species and serve them via the web. As these

data grow in scale, BioNET will be increasingly useful for identifying the more plausible,

among possible network architectures, such as the preliminary cardiac myogenesis

network presented in this dissertation.
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CHAPTER ONE: INTRODUCTION

Network Elucidation

Network Elucidation is the problem of inferring all parameters of a network for

which only partial information is known. This problem is endemic to molecular systems

biology, indeed of biology in general, because it is almost, if not always, the case that

biologists have incomplete knowledge of a system. The classical approach to building

knowledge of a molecular system, such as the cardiac myogenesis regulatory network

described below, has until recently been on a gene-by-gene basis, i.e., using a candidate

gene approach.

The candidate gene approach requires formulation of a testable hypothesis and a

suite of experiments to support or refute the hypothesis.  This process is usually expensive,

laborious, time consuming, or some combination thereof.  Thus the most challenging

day-to-day problem facing biologists lies in determining the next most fruitful hypothesis

to test, since there are often so many more questions than resources. Numerous genomic

and systems biological approaches have recently created avenues for honing candidate

gene studies to those most likely to increase understanding of a system in question.

In the Introduction to this dissertation, I will first briefly review how microarray

analysis, biological networks, and mathematical modeling have been used to complement

the candidate gene approach.  Next I will review examples of how both large-scale

network analysis and small-scale mathematical modeling have revealed that robustness to

genetic and environmental noise is a guiding force in evolution.  Then I will discuss how

we can take advantage of this principle to elucidate the network of interactions underlying
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a system of interest. Following that I will review cardiac myogenesis and my approach to

construct the preliminary cardiac myogenesis regulatory network.  And finally, I will

describe briefly the dissertation format and explain my contribution to the papers that

constitute the body of this dissertation.

Microarray Analysis

Microarray analysis is now commonly used to screen the genome for candidate

genes relevant to a specific question.  The so-called reverse genetic approach, whereby

gene or protein expression is suppressed or abolished through various means and its effect

on global gene expression is surveyed, has become commonplace in ascertaining

downstream players in a pathway or process.

Since the inception of microarray technology in 1995, researchers have struggled

to exact biological meaning from the wealth of quantitative data produced by microarray

experiments.  The first major stride came by way of Michael Eisen, who demonstrated

that standard statistical algorithms could be applied to cluster genes according to

similarity of expression across conditions (Eisen et al., 1998). In yeast and human, his

group demonstrated that genes of known similar function tended to be clustered together

when applying such approaches. Thus, the gene expression pattern from a genome-wide

experiment can be regarded as a read-out of the cell or tissue state, and patterns across

experiments can be used to infer relationships among the genes defining the state.

Moreover, coexpression of well-characterized genes with novel or largely unknown genes

can provide a means of insight into the function of the poorly characterized genes.
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Since then, more sophisticated tactics have been employed to unravel the complex

combinatorial transcriptional code determining gene expression. In a ground-breaking

study, Beer and Tavazoie used a probabilistic framework to predict gene expression

profiles based on combinations of putative transcription factor binding motifs (Beer and

Tavazoie, 2004). They clustered genes by expression profile similarity, inferred conserved

upstream sequence motifs, and used the relative locations of the motifs and co-

occurrences among the clusters to derive rules that successfully predicted expression

patterns for genes possessing similar motif combinations.  Microarray expression profiles

have since remained integral to successful computational approaches for reverse-

engineering gene regulatory networks (Bansal et al., 2007).  In addition to such

approaches, increasing attention is being paid to combining expression data with

genome-scale interaction networks to elucidate relevant machinery responsible for the

state of a given cell or tissue.

Interactome Networks

Genome-scale interaction networks come in many forms, and are usually derived

from multiple experimental and/or computational methods. Interactome networks can

be constructed by compiling one or more of the various types of interactions stored in

molecular interaction repositories such as BIND (Bader et al., 2003), BioGRID

(Breitkreutz et al., 2008), DIP (Salwinski et al., 2004), HPRD (Mishra et al., 2006), IntAct

(Kerrien et al., 2007a), MINT (Chatr-aryamontri et al., 2007), MPPI (Mewes et al.,

2008), and Prolinks (Bowers et al., 2004).  The methods to acquire the interactions housed

in these repositories span the gamut of biochemical techniques and are thus too numerous
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to list here.  Apart from the more rigorous and multiple experimental approaches used in

traditional literature reports, high-throughput methods such as the yeast two-hybrid

system and mass spectrometry are frequently the sole experimental source of interaction

detection.  This has prompted the need for and realization of widely used standards for

reporting information about molecular interaction experiments, including estimation of a

confidence value for reported interactions (Kerrien et al., 2007b). In addition to

experimental approaches, much use has been made of computational methods.

Interactions can be inferred by comparing the phylogenetic profiles of two genes, i.e. the

presence or absence of the genes across an array of related species (Pellegrini et al., 1999).

If two genes are often found together in the same set of species, and absent in the same set

of species, they are more likely to interact than genes not co-occurring across species.  So

for example consider two genes A and B and suppose we have a very large number of

sequenced genomes for closely related species. If A and B are always together and always

absent within the same species, it is likely they require the presence of the other in order

to function.  Hence we would say they interact. In a similar vein, domain fusion events

can be used to predict functional relationships between genes (Marcotte et al., 1999). If a

gene A and a gene B in a species are found to be fused together as a single gene AB in a

related species, it is likely that genes A and B encode interacting proteins. The Prolinks

database mentioned above contains interactions primarily for prokaryotes produced by

these and other computational methods.

Gene expression profiles alone can be used to construct networks in the same way

as that of phylogenetic profiles. If two genes share similar expression profiles, they may be
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said to interact and included in a network.  Likewise, phenotypic profiles can be

constructed by disrupting the function of a gene and recording the contribution of the

gene across an array of phenotypes.  If two genes share similar phenotypic profiles, it is

tempting to say they functionally interact. Gunsalus and colleagues produced an

integrated functional interaction network for C. elegans using interactions from an

expression profile network together with interactions from a phenotypic profile network

and a network of experimentally derived binary protein-protein interactions (Gunsalus et

al., 2005).  They examined high scoring subnetworks of this integrated network for in vivo

co-localization and found that most subnetwork members co-localized. While certainly

not conclusive evidence, such a demonstration at least gives merit to follow up studies and

affords a certain degree of credibility to the approach. Similarly, expression profile

derived interactions can be integrated with other functional genomic data such as

phylogenetic profile based networks, gene fusion networks, protein-protein interaction

networks, and co-citation data to make extremely high quality functional interaction

networks (Lee et al., 2004).  The quality of networks constructed this way has been

effectively demonstrated through accurate tissue- and pathway-specific loss of function

predictions (Lee et al., 2008).

Expression data can also be used to excise subnetworks relevant to a specific

question from an interactome.  Cytoscape is a popular open-source network visualization

and analysis tool that facilitates this operation (Cline et al., 2007). Having constructed a

species-specific network in the Cytoscape environment, users need only attach expression

data for one or more experiments, and invoke one of the many Cytoscape plugins.
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However, obtaining a species-specific interaction network can be a challenge.

BioNetBuilder (discussed in more detail below) is an open source client-server Cytoscape

plugin that automatically integrates interactions from all of the major interaction stores

mentioned above, and serves them to directly to the Cytoscape environment (Avila-

Campillo et al., 2007).  Subsequent to construction of an interaction network, expression

data can be imported and layered onto nodes in the network. Additional plugins

described later in this dissertation facilitate analysis of expression data in the context of a

network. Together with its plugins, Cytoscape is a powerful tool for exploring genome-

scale interaction networks.
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Network Analysis

Topology Analysis

Even without context-specific information such as expression data, large-scale

interaction networks have alone proven useful for understanding the nature of biological

organization.  Barabasi and colleagues analyzed the structure of metabolic networks in 43

organisms across all domains of life and found that all exhibited the scale-free property

(Jeong et al., 2000). Scale-free networks are those demonstrating preferential attachment

for addition of new nodes to the network.  In a scale-free network, node connectivity

follows a power-law distribution such that P(k) ~ k-γ, where k is node connectivity and P(k)

is the proportion of nodes in the network exhibiting connectivity k (Barabasi and Albert,

1999). Thus, most nodes have very few connections and very few nodes, so-called hubs of

the network, have many connections.

A remarkable property of biological scale-free networks that distinguishes them

from non-biological scale-free networks is the apparent commitment to diameter size

across species (Jeong et al., 2000). The diameter is the average shortest path between pairs

of nodes in the network. Across all 43 organisms, the individual diameters of the

metabolic networks analyzed remained constant. This is likely to reflect the need for

increasingly complex organisms to maintain the ability to respond efficiently to external

changes or internal errors. A key property of scale-free networks is their demonstration of

unexpected robustness against random errors (Albert et al., 2000). Upon removal of

random nodes in the network, mimicking the consequence of random mutations of
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enzymes contributing to the network of metabolites, overall function is maintained and

the diameter is unchanged. However if hubs are selectively targeted, the diameter

increases rapidly and the network quickly fragments into non-functional clusters. This

finding handily explains why certain proteins, P53 for example, that participate in

numerous biological processes, are so detrimental when mutated or deleted, whereas

others demonstrate subtle or no phenotypic responses.

Mathematical Modeling

At the same time that tools have been developed for elucidating the structure of

molecular networks, mathematical modeling of molecular systems has been used to gain

insight into how systems function. An iterative approach between standard bench biology

and mathematical modeling has rapidly accelerated understanding of numerous systems.  It

is one thing to be able to draw out the connections, but to have a mathematical model in

agreement with current understanding opens the door to predictions and in silico

experimentation to help rapidly probe the boundaries of understanding.

One of the earliest examples comes from the laboratory of Jim Ferrell.  Huang

and Ferrell produced a computational model of the MAP-Kinase signaling cascade that

provided a detailed mechanistic explanation for its switch-like behavior (Huang and

Ferrell, 1996).  Additionally, the model demonstrated extraordinary tolerance for

variations in rate parameters for all forward and reverse reactions, which was also

supported by experimental measurements. In a similar manner, Stan Leibler’s group

produced a simple quantitative model of bacterial chemotaxis that explained many

aspects of chemotaxis, including how cells respond to chemical gradients (Barkai and
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Leibler, 1997).  The model revealed remarkable robustness to biochemical parameters,

which was subsequently confirmed through extensive genetic and environmental

manipulations (Alon et al., 1999).

More recently, quantitative modeling of the stem cell differentiation network shed

light on the dynamics of signal integration in the core transcriptional components

(Chickarmane et al., 2006). The model not only explains the bi-stability of the stem cell

switch, i.e., the switch-like response to input signals driving the system to stably remain in

one state or another, but also makes extremely useful predictions. One such prediction is

that by increasing binding strength or basal transcription rate of one of the key

transcriptional regulators, the switch could be made irreversible.  That is, the switch

could be made to remain on after removal of the initial input signal and could thus

remain in a self-renewing state without the requirement of additional input signals. In

addition to demonstrating extraordinarily robust bi-stability in the original model, the

irreversible switch is also predicted to be extremely robust to parameter changes.
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Robustness

Through both small-scale mathematical modeling, and large-scale network

analysis, a unifying theme has emerged – biological systems are robust to genetic and

environmental noise. Robustness has now been demonstrated in numerous biological

systems and is now widely accepted as a fundamental characteristic of biological systems

(Kitano, 2007). While it may have come at no great surprise, the degree to which

molecular systems are robust, and the ways in which they are or are not robust, has

greatly deepened our understanding of biology.

Robustness in Development

Among the early studies demonstrating robustness to environmental and/or

genetic parameters was that of a developmental gene regulatory network. von Dassow

and colleagues (von Dassow et al., 2000) were trying to understand how the striped

expression pattern of segment polarity genes is established in the developing Drosophila

embryo.  They reasoned that if they understood the network of interactions of these genes

and their products, as well as how these players communicated within and across cell

boundaries, they should be able to create a mathematical model that would recapitulate

the multicellular expression pattern seen in the embryo. They formulated their model as a

system of ordinary differential equations (ODEs) for simulation in custom open-source

software called Ingeneue (Meir et al., 2002). Although they did not know what the values

for the parameters in their model should be, they reasoned that if their network model

was correct, they should be able to find some set of parameter values that would result in
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a similar expression pattern.  Using a cluster of more than 300 computers, they explored

countless sets of parameter values and did not find any that would produce the desired

expression pattern.  They then referred to the literature for possible changes to their

model.  After adding two new interactions, not only did they find a set of parameter

values that recapitulated the striped pattern, they found that approximately 1 in 200

randomly chosen sets of parameter values would produce the pattern.

The finding was striking.  The model consists of 47 parameters, so approximately

90% of the domain of any given parameter (.9047 ~ 1/200) will result in a striped

expression pattern.   Thus the model predicts that this system will produce a striped

expression pattern almost regardless of environmental or genetic circumstances.

Interestingly, a further exploration of topological variants of the Drosophila segment

polarity network revealed that the design adopted by nature is not the most robust design

possible (Ma et al., 2006). A plausible explanation for this finding is that the network

components did not evolve solely to produce a striped expression pattern of segment

polarity genes, but rather participate in numerous relationships throughout development.

In other words the genes, their products, and the relationships thereof, have been selected

to be robust for multiple processes over time, and are likely not optimally robust for any

given process.

Evolution of Robust Networks

The notion that molecular systems are robust in procuring a phenotypic response

is not at all surprising. Conrad Waddington described this in principle in 1942 when he

put forth his thoughts on canalization, in which he stated, “…that developmental
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reactions, as they occur in organisms submitted to natural selection, are in general canalized.  That

is to say, they are adjusted so as to bring about one definite end-result regardless of minor

variations in conditions during the course of the reaction.” (Waddington, 1942)

Rutherford and Lindquist demonstrated numerous examples of canalized genetic

diversity simultaneously when they unearthed an evolutionary capacitor in the heat shock

protein Hsp90 (Rutherford and Lindquist, 1998).  They showed that pharmacological

impairment or mutations in Hsp90 resulted in different phenotypic outcomes in a battery

of adult structures.  Moreover, some of the Hsp90 variants produced different phenotypes

in different genetic backgrounds.  This study demonstrated Hsp90’s role as a capacitor, in

that the wild type variant buffers the noise inherent in, or experienced by, multiple

systems that have been canalized by selection into securing precise phenotypic responses

in diverse environmental and genetic circumstances. But not all systems rest on a

capacitor to mask genetic variation; robustness is often intrinsic to the network

architecture.

 Among the most illuminating work on the evolution of robust molecular networks

has come from the laboratory of Andreas Wagner. In one study he explored the

relationship of network neighbors to one another with respect to robustness (Wagner,

2005).  As a toy system, he used a two-gene network modeled after the circadian oscillator

from Neurospora crassa. He defined networks differing by one and only one interaction as

network neighbors, which allowed him to define a meta-graph with network topologies as

nodes where neighbor networks were connected by edges in the graph.  Additionally, he

defined a robustness metric and included in the meta-graph only those networks capable
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of producing stable oscillations above a robustness threshold.  Remarkably, the meta-

graph was connected. The implication then, is that from any given hypothetical two-gene

circadian network capable of producing a stable oscillation above that arbitrary

robustness threshold, there exists an evolutionary path to any other hypothetical two-gene

circadian oscillator in the meta-graph. Put another way, a two-gene circadian network

could potentially change its topology, while maintaining a similar degree of robustness for

producing a stable oscillation, through a sequence of simple one-step genetic changes.

Furthermore, when he increased the robustness threshold for inclusion in the meta-graph,

that meta-graph was connected as well! Thus network neighbors in topology space share

similar robustness metrics, and more importantly, it is possible for a network to increase

in robustness for a phenotype through simple genetic changes.

In a follow up study, Wagner and colleagues explored the extent to which

networks could increase in robustness for a phenotype (Ciliberti et al., 2007b). They

defined several different robustness metrics for a simple gene regulatory circuit and found

that indeed, this and other such starting circuits were capable of evolving increased

robustness through sequences of single-step genetic alterations (i.e., addition or removal of

interactions). Interestingly, they also found that their various definitions for robustness to

noise were highly correlated with their definition for robustness to mutation. Mutational

robustness was defined as the fraction of a viable network’s neighbors in the meta-graph.

Thus, the more neighbors, the greater the mutational robustness. The implication of this

correlation then, is that networks that are robust to environmental noise are also robust to

genetic changes. So networks robust to noise will have many network neighbors in the
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meta-graph.  It follows that a network with many neighbors in its meta-graph is likely

more robust to environmental and other genetic parameters.

In a further study, Wagner and colleagues went on to resolve the paradox

between robustness and the ability for gene regulatory networks to innovate (Ciliberti et

al., 2007a). The paradox lies in the question of how a network that has evolved to be

robust for procuring a specific phenotype, can evolve to produce an entirely novel

phenotype. Since a robust network has been evolved and highly tuned for a specific

phenotype, it seems counter-intuitive that it could undergo the dramatic changes that

would seem necessary to switch to a novel phenotype. They found that not only is it

possible for robust networks to switch to new phenotypes, it is increasingly likely for more

highly robust networks.

The reason is that the phenotypic change happens not through a dramatic suite of

mutations occurring simultaneously, but rather through numerous small steps afforded by

the canalization of genetic diversity toward the original phenotype. Since highly robust

networks have vast numbers of viable networks occupying an extremely large network

space, it is more likely, in comparison to a less robust and therefore smaller network

space, that a network belonging to this large space will abut another network space that is

robust for a different phenotype. In other words, all of the small incremental changes

necessary to switch to a novel phenotype are present in the network population, but

masked by canalization. Since populations of organisms can maintain great seas of

genetic diversity, the mutational switch to a novel and advantageous phenotype might lay

waiting just below the surface, at the shoreline of the population.
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Evolution of Robust Networks as a Guide for Network Elucidation

Searching for a Better Network

The evolutionary impetus for biological networks to be robust to noise, and the

ability for incremental changes to a network to result in increased robustness, results in a

very important implication for systems biology research.  From a network that is not very

robust for a phenotype, it should be possible to find a network that is more robust for the

desired phenotype among topology variants.  Under the assumption that the more correct

network is among the more robust topologies, it should be possible to hill-climb the

network space with robustness as a guide. So for a given molecular system for which we

have some understanding, as was the case with the segment polarity network of von

Dassow and colleagues (von Dassow et al., 2000), it should be possible to find a network

model more closely resembling reality. Beginning with a Preliminary Structure Network

(PSN) and a clear definition of the output, or phenotype, we can search the network space

for a set of Candidate Structure Networks (CSNs) that are robust for the phenotype.

CSNs are so named as candidates since the most robust network is not necessarily the

network found in nature.  Moreover, it is possible to find network models that will

produce the phenotype, but have no resemblance whatsoever to the actual network.  To

discern among the CSNs, experiments will need to be done.

Appendix A is a paper by Leo Lopes, myself, Parker Antin, and Victor Folk that

details the Network Elucidation Template (NET), an abstract framework through which

network elucidation algorithms can be built. In this paper, we demonstrate a network
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elucidation algorithm designed to resolve networks for smuggling illicit materials across

borders. Although this paper has nothing to do with Biology per se, it is this template

upon which we are building BioNET, the instance of NET designed for biological

network elucidation.  The goal of BioNET is to take as input a preliminary biological

model (the PSN) and a set of stopping conditions (the desired phenotype), and return a set

of CSNs to the biologist.

Two key requirements must be met for BioNET to be realized.  The first is that

BioNET must be able to rapidly evaluate a given biological model for its robustness in

reaching the desired phenotype. Biological models can be extraordinarily complex.  In

order to search network space in a reasonable time frame, we must first be able to assess

an individual network quickly.  Dr. Lopes has addressed this issue, and the result is an

evaluation engine capable of producing a robustness estimate for a given network

approximately three orders of magnitude faster than typical parameter exploration

through simulation.

The second requirement is that BioNET must be able to add and subtract

interactions to and from a network model in a sensible way. This requirement is not yet

met. In order to add or remove interactions in a network model, there must first be a set

of rules indicating which reactions are permissible and which are not, as well as sound

mathematical descriptions of the newly incorporated interaction, or in the case of

removal, a sound model once the interaction has been removed.  Additionally,

interactions that are added to an existing network should be based on biological

knowledge and not chosen randomly. Although we are still developing the code to add
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and remove interactions, we have made substantial progress in obtaining interactions

based on biological knowledge for trial in network models.

Bridging the Scale Gap

A critical missing link in the catalog of systems biology tools is a bridge in the gap

from large-scale interaction networks and small-scale mathematical modeling.  While this

is now performed by hand on a case-by-case basis, there are few tools to help researchers

cross this divide. Although several tools endow users with the ability to incorporate

genomic data, to my knowledge no tools exist that explicitly take advantage of the existing

wealth of information available in public databases. We intend to bridge this gap by

incorporating BioNetBuilder as a principal component of BioNET.

As mentioned above, BioNetBuilder is a client-server Cytoscape plugin that

integrates all major interaction resources. A major limitation of the interaction data

available in the major stores is that they have been reported only in a few model systems

and usually with poor coverage. To address this, I redesigned BioNetBuilder to compute

interaction homologs, or interologs, for each species in the NCBI database HomoloGene.

Appendix B is a paper that describes how the interactions are transferred and integrated

across species. Now most eukaryotic model systems, including our model organism of

interest – chicken, have interactome data comparable to that of the major model systems

available to be automatically integrated in the Cytoscape environment. Additionally,

BioNetBuilder provides web services, such that it can be queried for interaction details

automatically over the Internet by any program, including BioNET. As such,

BioNetBuilder serves the general purpose of providing interactions by request to any
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online client.  The long-term goal is to enable BioNET to query BioNetBuilder for

interaction partners for molecular species of interest, and incorporate the interaction into

a sound mathematical model that can be evaluated for robustness. Steps currently

underway to advance this goal are presented in the following chapter.

30



Elucidation of the Cardiac Myogenesis Regulatory Network

Overview of Cardiac Myogenesis

In amniotes (reptiles, birds, and mammals), the heart is derived from bilateral

regions of the mesoderm that emerge from the primitive streak during early to mid

gastrulation.  These bilateral regions of cardiogenic mesoderm, also referred to as the

precardiac mesoderm, undergo complex patterning at very early stages that will give rise

to more complex heart structures (Abu-Issa and Kirby, 2007). The bilateral regions later

fuse to form the primitive heart tube, which subsequently undergoes complex looping

before settling into a structure resembling the mature heart (Harvey, 2002; Abu-Issa and

Kirby, 2007).

Movement patterns of the mesodermal cells that give rise to the myocardial

primordia have been mapped throughout the 20th century (Yoshinaga, 1921; Davis, 1927;

Rawles, 1943; Bacon, 1945; Rosenquist, 1970; Garcia-Martinez and Schoenwolf, 1993).

Beginning in the 1960’s, a story of a signaling relationship with the underlying endoderm

emerged. It was found that the anterior lateral (AL) endoderm is required to induce

proper migration and fusion of the presumptive heart forming regions (Jacobson, 1961;

Orts-Llorca, 1963; Orts-Llorca, 1965; Jacobson and Duncan, 1968; Fullilove, 1970). A

model emerged whereby newly formed mesodermal cells would acquire some

premyocardial potential during gastrulation, with inductive signaling from the AL

endoderm required to commit the cells to a myocardial fate.
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In the remainder of this section, I will outline the main signaling events necessary

to establish cardiomyogenic potential in mesodermal cells; then I will present an overview

of the gene regulatory network (GRN) driving differentiation of heart cell lineages

compiled across multiple species and experimental systems. In the last section, I will

outline our approach to elucidate the network of signaling and gene regulatory

relationships responsible for differentiating cardiac myogenic cells in the mesoderm.

Early Cardiac Myogenesis Signals

In recent years, collaborative roles for several key signaling families have emerged,

namely, Fgfs, Wnts, and the Tgf-β superfamily which includes Bmps. Headway has been

made in documenting the temporospatial activities of these pathways in multiple

developmental and cellular systems, and it has become clear that a precise sequence of

activation and inhibition of these pathways is requisite for establishing the heart. At the

onset of gastrulation, Activin/Tgf-β  signaling in the epiblast endows anterior

mesendoderm with the ability to specify myocardial cells, whereas Bmp signaling at very

early stages exhibits an inhibitory effect on mesoderm formation (Ladd et al., 1998). At

the same time, the positive actions of Fgfs and canonical Wnts are required to establish

the mesoderm (Ciruna and Rossant, 2001). Wnt signaling appears to contribute to the

premyocardial potential during gastrulation (Bondue et al., 2008). Beta-catenin, the

canonical Wnt transcriptional effector, is required for mouse embryonic stem cells to

become cardiac progenitors (Kwon et al., 2007; Ueno et al., 2007). However there is a

role reversal for Wnt and Bmp activity once the mesoderm is formed. Wnt signaling in

the posterior mesoderm inhibits cardiac myogenesis; but in the anterior mesoderm where
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Wnt signaling is absent, heart development is permitted to occur via the effects of Bmp

signaling (Schultheiss et al., 1997; Marvin et al., 2001; Schneider and Mercola, 2001).

After specification of cardiac potential during gastrulation, myocardial cells are

determined and differentiate through the combined efforts of Bmp and Fgf signaling

(Kirby, 2007). In late gastrula stage chick embryos, expression of Bmp and Fgf ligands is

precisely localized to a bilateral arc in the anterior mesoderm (Antin lab, unpublished

data), corresponding directly to that of the precardiac mesoderm. Experiments in several

model systems have demonstrated a requirement for Bmp (Schultheiss et al., 1997;

Schlange et al., 2000; Shi et al., 2000) and Fgf signaling to induce cardiogenesis (Alsan

and Schultheiss, 2002). Furthermore, the combined action of Fgf and Bmp signaling, but

neither pathway alone, is sufficient to induce full cardiac differentiation in non-

cardiogenic posterior mesoderm (Ladd et al., 1998; Barron et al., 2000).

Cardiac Myogenesis Gene Regulatory Network

Commitment to the cardiac lineages involves several families of transcription

factors, few of which have been directly shown to respond to Bmp and/or Fgf signaling.

Among the families that have received the most attention in cardiogenesis are: the bHLH

Mesp and Hand families, Gata, Nkx2, Myocardin, Ets, T-Box, and the Mads super-

family which includes the Mef2 transcription factors and Srf.  Members from these

groups are expressed in a complex cascade along distinct but mostly overlapping

spatiotemporal profiles.  A core gene regulatory network (GRN) can be compiled across

multiple species, which illustrates a recursively wired cascading architecture (Figure 1).
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Figure 1. Current understanding of the cardiac myogenesis regulatory

network. A composite view of the transcriptional regulatory network compiled across

multiple species from reported literature.
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I compiled the network in Figure 1 from primary literature reviewed below. As

will be illustrated, there is confusion as to the conservation and/or timing of the network

components. Studies contributing to this network have been performed in many different

experimental systems.  And very few studies have addressed the conservation of key

components across species.  Additionally, there is evidence of confusion in the relative

expression timings of critical components across species.

Recent evidence suggests that Mesp1 should be placed at the top of the

cardiogenic transcriptional cascade (Davidson et al., 2005; Bondue et al., 2008). In

mammals, Mesp1 may bind directly to the promoters and activate expression of Gata4,

Nkx2.5, Myocardin, and Hand2; and additionally stimulates expression of Mef2c, Tbxs,

and Ets factors (Bondue et al., 2008). However Mesp1 expression is very near the

primitive streak and is muted in lateral regions, whereas most of these genes are only

expressed subsequent to migration away from the streak (Antin lab, unpublished data).

Thus, if Mesp1 is binding the promoters and resulting in expression, it must do so either

through an intermediary mechanism or produce a protein with an extraordinary half-life

outliving the presence of its transcripts.

Until recently, Gata4 and Nkx2.5 have been largely regarded as the primary

upstream activators of the core regulatory network (Olson, 2006).  However, recent

evidence points to a role for Myocardin, and by extension Srf, as key upstream activators

as well, possibly even upstream of Nkx2.5 (Warkman et al., 2008). Additional work in

Ciona, coupled with unpublished studies from our lab in chick, suggests a predominant

role for Ets factors in early cardiogenic specification (Davidson et al., 2006). The extent to
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which Ets factors or Myocardin are consistently active throughout specification of cardiac

lineages remains to be determined.  In any case, it appears to be clear that Gata4 and

Nkx2.5, together with Mef2s, Tbxs, Hands, and other Gatas, are critical to the core

regulatory network necessary for patterning and differentiation of cardiac lineages (Olson,

2006).

Gata4 directly regulates Nkx2.5 and Hand2 expression (Lien et al., 1999;

McFadden et al., 2000), and physically interacts with Nkx2.5, Srf, and Mef2c (Svensson et

al., 1999; Morin et al., 2000). Combinatorial interaction of these and other cofactors with

various Gatas differentiates multiple stages throughout cardiogenesis (Charron and

Nemer, 1999). Nkx2.5 is the vertebrate homolog of the Drosophila transcription factor

tinman (Lints et al., 1993; Schultheiss et al., 1995). Although one of the earliest markers for

the cardiac lineage, Nkx2.5 is not required for every aspect of cardiogenesis like that of its

Drosophila homolog, rather only for certain aspects of differentiating the cardiac lineage

(Lyons et al., 1995; Tanaka et al., 1999; Bruneau et al., 2000). Nkx2.5 null mice will

develop small and defective, though beating, hearts (Lyons et al., 1995). Dominant-

negative variants of Nkx2.5 and Nkx2.3 in Xenopus prevent cardiogenesis, suggesting

some redundancy in the Nkx2 family (Fu et al., 1998; Grow and Krieg, 1998). Expression

of several other NK-class transcription factors has been seen throughout cardiogenesis,

though expression is either transient and/or not conserved between species (Harvey,

1996; Bruneau, 2002).  The divergence in expression profiles in this family is likely due to

subfunctionalization for more specific activity in advanced cardiac structures. However,
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Nkx2.5 is the most studied Nk family member and is necessary for proper expression

levels of numerous downstream factors.

Nkx2.5 binds and activates the Gata6 promoter, which has the role of

maintaining expression of Nkx2 genes and the Bmp signaling pathway ligand Bmp-4

(Molkentin et al., 2000; Peterkin et al., 2003). Nkx2.5 and Gata factors interact with Srf

and the T-box transcription factor Tbx5 to promote the expression of a number of

myocardial genes including the cardiogenic transcription factors Mef2C and Hand1

(Chen et al., 1996; Chen and Schwartz, 1996; Tanaka et al., 1999).

Tbx factors can act as repressors or activators of their targets, with some acting

exclusively as repressors or activators, although most of their targets are not identified.

Tbxs 1,2,3,5,12, and 20 exhibit overlapping expression patterns during early myocardial

differentiation (Hayata et al., 1999; Ahn et al., 2000; Carson et al., 2000; Yamada et al.,

2000). Tbx5 expression is conserved across evolution and can be found in bilateral

precardiac mesoderm; subsequently its expression is rapidly restricted to the prospective

atria, atrioventricular canal, and left ventricle (Chapman et al., 1996; Bruneau et al.,

1999; Horb and Thomsen, 1999; Begemann and Ingham, 2000).  Tbx5 appears to be

generally associated with atrial chamber-specific transcription, since in addition to

contributing to the expression of atrial specific genes, ectopic expression of Tbx5 in

regions of the cardiac mesoderm that normally give rise to the ventricles reduces

expression of a ventricle specific gene and produces abnormal ventricle morphogenesis

(Liberatore et al., 2000). Tbx5 also appears to play a role in regulating proliferation, since

cell lines over-expressing Tbx5 start to beat earlier and over-express cardiac specific genes
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(Hiroi et al., 2001). In human embryonic hearts, Tbx5 expression is inversely related to

proliferation (Hatcher et al., 2000). Tbx20 may negatively regulate Tbx5 since over-

expression of the Zebrafish homolog of Tbx20, hrT, downregulates Tbx5 (Szeto et al.,

2002). There is also some evidence for either direct or indirect positive regulation of

Nkx2.5 and Gata4 by Tbx5, since Tbx5 null or haploinsufficiency mutants show reduced

Nkx2.5 and Gata4 expression, with severe heart defects (Horb and Thomsen, 1999;

Bruneau et al., 2001).

In addition to interacting with Tbx5, Nkx2.5 and Gatas interact physically with

Mads-box transcription factors. Mads domain proteins are characteristic in their ability to

explicate intracellular signals and cell properties by associating with various cofactors to

activate distinct downstream target genes (Treisman, 1994). There are five Mads-box

proteins in vertebrates: Srf and the four myocyte enhancer-2 (Mef2) factors, Mef2A,

Mef2B, Mef2C, and Mef2D (Black and Olson, 1998). Mef2 factors are essential for

differentiation of all muscle lineages (Black and Olson, 1998). Mef2A is expressed in

precardiac mesoderm and later in the heart tube, atrium, and ventricle (Buchberger and

Arnold, 1999). Mef2C may positively regulate expression of Gata4 and Nkx2.5 since

expression of Mef2C in embryonic carcinoma cells upregulated these and other cardiac

genes (Skerjanc et al., 1998).

In addition to Gata4, Mef2C is also required for expression of Hand2, which is

required to specify the right ventricular myocardium (Lin et al., 1997). The promoters of

the genes downregulated in Mef2C null mice have either no evidence of or low-affinity

binding sites for Mef2C (Morin et al., 2000). Mef2C appears instead to be a cofactor since
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Gata4 recruits Mef2 to target promoters and physical interaction between the Mef2 and

Gata4 is required for functional Mef2/Gata4 synergy.

Gata4 and Nkx2.5 interact with the ubiquitously expressed Mads-box protein Srf;

all of these are coexpressed and interact to cooperatively bind the promoters of many

cardiac specific genes (Chen and Schwartz, 1996; Sepulveda et al., 2002). Another Srf

cofactor highly relevant to differentiation of cardiac myocytes is Myocardin, which,

considering recent evidence of its expression pattern in chick, may be a primary member

of the upstream cardiogenic activation factors (Warkman et al., 2008). Myocardin is a

Sap-domain family member that lacks sequence specific DNA binding activity (Wang et

al., 2001). As such, Srf works through Myocardin to convey myogenic specific activity to

cardiac target genes. Myocardin and Srf can together activate smooth muscle gene

expression in non-muscle cells (Li et al., 2003; Wang et al., 2003). Myocardin also

interacts with Gata4 to activate expression of its targets. Interaction with Gata4

modulates Myocardin activity, but not through Gata4 binding on the promoter of

Myocardin targets (Oh et al., 2004). Since Myocardin works with Srf to activate

myogenic genes in heart cells, and Gata4 binds Srf, it is likely that Gata4 is playing a role

fine tuning expression of Srf targets in the developing heart.

Myocardin is expressed concomitantly with Nkx2.5 in mouse, but prior to Nkx2.5

in chick and frog (Wang et al., 2001; Small et al., 2005; Warkman et al., 2008).  More

importantly, unlike Nkx2.5, Myocardin expression is independent of Bmp signaling in

chick, but still requires the underlying endoderm, indicating an alternate parallel signal

driving the expression of early cardiac genes (Warkman et al., 2008).  Taken together
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these data position Myocardin and Srf as key upstream activators of cardiogenic genes

along with Nkx2.5 and Gata4.

Signal Contributions to Regulatory Elements

Fgf is a likely signaling candidate for activating Myocardin expression since it is

required for proper expression of cardiac markers in the chick bilateral precardiac

mesoderm (Alsan and Schultheiss, 2002). Mef2 genes are positively regulated by MAPK-

dependent phosphorylation (Lu et al., 2000), and this also suggests a role for Fgf-

dependent activation of Mef2 factors. Fgf signal transduction can occur through multiple

downstream pathways, including the Erk1/2/MAPKinase cascade and PI3Kinase

(Bottcher and Niehrs, 2005). Possible mediators of Fgf-induced Myocardin expression are

the Ets family of transcription factors, whose activity can depend on phosphorylation by

Erk1/2/MAPKinase signaling (Giovane et al., 1994; Janknecht, 1996; Janknecht et al.,

1996; O'Hagan et al., 1996; Miya and Nishida, 2003). In chick, the precardiac mesoderm

and associated endoderm are active Erk signaling sites that express Fgfrs 1,2, and weakly

4, together with the Ets factors Mkp3, Erm, Pea3, and Er81 (Lunn et al., 2007).

Additionally, Ets1/2 activation by Fgf signaling is required for precardiac cell migration

in Ciona (Davidson et al., 2006).

The PI3Kinase pathway may also be playing a part in Fgf induction of Myocardin

or other cardiac factors.  Alternate Fgf pathways can collaborate to mediate cell fate.  For

example, in frog both PI3K and Erk1/2/MAPKinase pathways synergize to promote

mesoderm induction (Carballada et al., 2001). This synergy could in part be occurring

through Srf mediated activation of cardiac genes, since SRF-dependent gene expression is
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required for (PI3K)-regulated cell proliferation (Poser et al., 2000). Moreover, Srf can

physically interact with MAPKinase activated Ets factors, such as the ternary complex

factors (TCFs) including the ubiquitously expressed SAP-1, SAP-2/Net (Dalton and

Treisman, 1992; Giovane et al., 1994) and Elk-1 (Hipskind et al., 1991). Phosphorylation

of TCFs in response to MAPK signaling results in recruitment of Srf to its binding sites

(Treisman, 1994).  Taken altogether, it is possible that Fgf signaling through both

PI3Kinase and the Erk1/2/MAPKinase pathways is activating Myocardin expression

and invoking Srf collaboration to drive expression of cardiac specific genes.

Bmp signals are also integrated at the core cardiogenic regulatory network. In

addition to the possible role for Fgf signaling, Bmp signaling is known to modulate

Myocardin activation of cardiac genes (Callis et al., 2005). Smad1, a transcriptional

effector of Bmp signaling, interacts directly with Myocardin and activates expression of

Myocardin dependent gene expression strictly through Srf-dependent and not Smad1-

dependent DNA binding.

Nkx2.5 requires the endoderm for expression (Schultheiss et al., 1997; Alsan and

Schultheiss, 2002), and both Bmp and Fgf are required for Nkx2.5 expression (Antin lab

unpublished data). Gata4 on the other hand, only responds to Bmp signaling. Bmp

signaling is necessary for Gata4 expression (Schultheiss et al., 1997; Andree et al., 1998),

but Gata4 is independent of the endoderm and is not responsive to Fgf signaling (Alsan

and Schultheiss, 2002). Expression of Tbx2,3 appears to be caused at least in part by Bmp

signaling in chick (Yamada et al., 2000). Tbx2,3 expression overlaps with Bmp2,4 during
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all stages of heart development. Treatment with Noggin, a Bmp signaling inhibitor,

downregulates Tbx2 activity and treatment with Bmp2 results in Tbx2,3 expression.

That Bmp and Fgf signals are required for cardiac myogenesis is clear. What is

not clear is which genes require Fgf, Bmp, or both; nor do we know all players involved.

Furthermore, current understanding of the gene regulatory network acted upon by these

signals (Figure 1) is derived from many different cellular and animal systems. Although

the differences seen across systems are usually subtle, for example the difference in initial

expression of Myocardin relative to Nkx2.5 in mice as compared to chick and frog, such

issues can confound understanding when trying to construct a global composite view of

the cardiac myogenesis GRN. If it is unclear when key transcriptional activators are in

play, it will be exceedingly difficult to decipher downstream consequences of their actions.

Thus, a critical deficit in the literature is comprehensive study of the transcriptional

events and consequences of the combined and separate actions of Bmp and Fgf signaling

in cardiac myogenesis – within one model system.

Summary of Approach

To address this need, we present three microarray studies in the paper attached as

Appendix D. The first study compares whole-genome expression differences in mesoderm

for 4 well-characterized chick embryos stages spanning early cardiac differentiation.  The

samples collected begin at the earliest cardiac mesoderm stage, just following exit from

the primitive streak and before acquisition of most cardiac characteristics, and end at a

stage where most major cardiac transcription factors have begun to be expressed. The
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results of these comparisons allow us to categorize genes in a temporal sequence of the

earliest stages of cardiac mesoderm differentiation.

The second study distinguishes the gene expression consequences of Bmp, Fgf,

and the cooperative effects of the two signals. Using drugs that antagonize Bmp or Fgf

signaling, we compare gene expression in precardiac mesoderm samples treated with

either drug alone, or both together, in samples using an experimental design highly

similar to the drug cycle approach designed by the laboratory of Erin O’Shea (Capaldi et

al., 2008).  The results of this study produce high-quality lists of genes combinatorially

affected by Bmp and Fgf signaling.

Combining the times series data with the signaling influence data produces a high-

level temporal network detailing the actions of Bmp and Fgf signaling on cardiac

myogenesis.  The third microarray study allows us to discern the network components

most critically responsive to Fgf and Bmp signaling.  By inducing ectopic cardiac

mesoderm differentiation in non-cardiogenic posterior mesoderm by treatment with

Bmp2 and Fgf4 as previously performed by our lab (Ladd et al., 1998), we ascertain genes

for which Bmp and Fgf signaling are sufficient to express. By reducing the temporal

Bmp/Fgf network to contain only the genes identified in this induction study, we present

a highly focused comprehensive global temporal network of the genes for which Bmp,

Fgf, and the cooperative actions of Bmp and Fgf, are necessary and sufficient in cardiac

myogenesis specification.
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Explanation of the Dissertation Format

I present my dissertation in three chapters and three appendices. The tools I

constructed that significantly support the body of this dissertation are presented as

appendices. In chapter two, I describe the construction of a preliminary network for

cardiac myogenesis. I designed and supervised the microarray experiments, performed

the analysis, wrote all of the code to construct the network. In chapter three, I discuss

ongoing efforts to advance BioNET that will pave the way for fine-tuning the preliminary

cardiac myogenesis network from chapter two, using the network data and computational

infrastructure detailed in appendices A, B, & C. Appendix A is a paper introducing the

Network Elucidation Template (NET).  NET is the abstract framework upon which

network elucidation algorithms, such as BioNET, introduced above and explained in

greater detail in the next chapter, can be constructed.  I contributed significantly to the

principal ideas in the paper and helped write it.

Appendix B is a paper describing the transfer of interactions across species and

construction of integrated interactome networks for eukaryotic model systems. I wrote

almost all of the code for this project and I wrote the paper. Appendix C is a paper

describing the major modifications I made to BioNetBuilder in order to construct the

networks in appendix B.  Additionally, the paper presented as appendix C demonstrates

how to integrate microarray data with the chicken interactome to glean information

relevant to a specific biological question, such as that presented in chapter two. I

conceived of and wrote almost all of the code contributing to the redesign presented in

the paper, and I also co-wrote the paper.
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CHAPTER TWO: A GENOMIC REGULATORY NETWORK OF THE

COOPERATIVE AND INDEPENDENT INFLUENCES OF BMP AND FGF

SIGNALING IN PRECARDIAC MESODERM

Abstract

Cardiac cell differentiation occurs through a precise sequence of activating and

inhibitory signals that have only in recent years been identified.  Upon acquisition of a

premyocardial potential at gastrulation, Bmp and Fgf signals conspire to differentiate

mesodermal cells migrating to the anterior of the embryo along a myocardial fate. The

relationship of Bmp and Fgf signals to one another and to the transcription factors that

drive cardiogenesis is largely an open question. Furthermore, although several key cardiac

transcription factors and their regulatory influences have been extensively studied, these

studies have to date been performed in a number of different animal and cellular systems,

often with contradictory results, presenting the need for a comprehensive study in one

animal system.  We preformed three whole-genome studies in the chick embryo system

designed to dissect the temporal influence of Bmp, Fgf, and their cooperative gene

expression effects on post-gastrula precardiac mesoderm.  We then compiled the results of

these studies to construct a stage-series network of the individual and cooperative effects

of Bmp and Fgf signaling on precardiac mesoderm differentiation.
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Introduction

In amniotes (reptiles, birds, and mammals), the heart is derived from bilateral

regions of the mesoderm that emerge from the primitive streak during early to mid

gastrulation. Mesodermal cells acquire premyocardial potential during gastrulation, then

migrate to the anterior where inductive signaling from the antero-lateral endoderm

commits cells to a myocardial fate. In recent years, differentiation and proliferation of

cardiomyocytes has been attributed to collaboration among key signaling families, namely

the Wnts, Fgfs, and the Tgf-beta superfamily that includes Bmps.

A precise sequence of activation and inhibition of these signals is requisite for

committing cells to a myocardial fate. At the onset of gastrulation, Activin/TGF-beta

signaling in the epiblast promotes anterior mesendoderm with the ability to specify

myocardial cells, whereas Bmp signaling at very early stages exhibits an inhibitory effect

on mesoderm formation (Ladd et al., 1998). At the same time, the positive actions of Fgfs

and canonical Wnts are required to establish the mesoderm (Ciruna and Rossant, 2001),

where Wnt signaling at this point may positively contribute to the premyocardial

potential (Kwon et al., 2007; Ueno et al., 2007). Subsequent to gastrulation, however,

there is a role reversal for Wnt and Bmp activity in establishing the precardiac mesoderm.

Wnt signaling in the posterior mesoderm inhibits cardiac myogenesis, but in the anterior

where Wnt signaling is absent, cardiogenesis is permitted (Marvin et al., 2001; Schneider

and Mercola, 2001).
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After specification of cardiac potential during gastrulation, myocardial cells

differentiate and proliferate through the combined efforts of Bmp and Fgf signaling

(Kirby, 2007). In late gastrula stage chick embryos, Bmp and Fgf expression is precisely

localized to a bilateral arc in the anterior mesoderm, corresponding directly to that of the

precardiac mesoderm. Experiments in several model systems have demonstrated a

requirement for Bmp (Schultheiss et al., 1997; Schlange et al., 2000; Shi et al., 2000) and

have suggested a role for Fgf signaling to induce cardiogenesis (Alsan and Schultheiss,

2002). Furthermore, the combined action of Fgf and Bmp signaling, but neither pathway

alone, is sufficient to induce full cardiac differentiation in non-cardiogenic posterior

mesoderm (Ladd et al., 1998; Barron et al., 2000). The targets of Bmp and Fgf signals,

including the gene regulatory machinery responsible for elaborating the cardiogenic

program, have only begun to be identified.

Commitment to the cardiac lineages involves several families of transcription

factors.  Among the families that have received the most attention in cardiogenesis are:

Gata, Nkx2, the bHLH Mesp and Hand families, Myocardin, T-Box, and the Mads

super-family which includes the Mef2 transcription factors and Srf.  Members from these

families are expressed in a complex cascade along distinct but often overlapping

spatiotemporal profiles. A core gene regulatory network (GRN) can be compiled across

species and cellular systems to provide a systems view of the general cardiogenic

machinery (Olson, 2006).

Until recently, Gata4 and Nkx2.5 have been largely regarded as the primary

upstream activators of the core cardiac GRN (Olson, 2006). However, recent evidence
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suggests that Mesp1 could be placed at the top of the cardiogenic transcriptional cascade

(Davidson et al., 2005; Davidson et al., 2006; Bondue et al., 2008; Lindsley et al., 2008).

In Ciona, Mesp1 is required for activation of cardiac transcription factors and acts

upstream of Ets1/2 activation-dependent heart specification (Davidson et al., 2005;

Davidson et al., 2006). In mammalian stem cells, Mesp1 restricts cells to a cardiovascular

fate and activates expression of Gata4, Nkx2.5, Myocardin, Hand2, Mef2c, Tbxs, and Ets

factors (Bondue et al., 2008; Lindsley et al., 2008). There is new evidence of a role for

Myocardin as a key upstream activator as well.  Myocardin is expressed concomitantly

with Nkx2.5 in mouse, yet prior to Nkx2.5 in chick and frog (Wang et al., 2001; Small et

al., 2005; Warkman et al., 2008). Such differences in the timing of expression and

activation of critical cardiogenic elements underscore the need for a global view of gene

expression progress in one animal system.

Relatively little is know about the responsibility of Fgf and Bmp signals in the

expression of cardiac myogenesis regulatory elements. Nkx2.5 requires both Fgf and Bmp

signals for expression (Alsan and Schultheiss, 2002). Gata4 on the other hand, has to date

only been shown require Bmp signaling (Schultheiss et al., 1997; Andree et al., 1998).

Gata-4 expression is independent of the endoderm and is not responsive to Fgf signaling

(Alsan and Schultheiss, 2002). However, whether or not Fgf is required is yet to be

determined. Expression of Tbx 2 and 3 in chick appears to be caused at least in part by

Bmp signaling (Yamada et al., 2000). Tbx2,3 expression overlaps with Bmp2,4 during all

stages of heart development. Furthermore treatment with Noggin, a Bmp signaling
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inhibitor, downregulates Tbx2 activity; whereas treatment with Bmp2 results in Tbx-2,3

expression.

Myocardin expression requires the endoderm for expression and is independent of

BMP signaling (Warkman et al., 2008). Interestingly, Bmp signaling modulates

Myocardin activation of cardiac genes (Callis et al., 2005). This provides an intriguing

avenue for complex Bmp/Fgf signaling integration in establishing expression of

cardiogenic factors. Another such avenue is through Mef2 genes, which are positively

regulated by MAPK phosphorylation (Lu et al., 2000), and could therefore respond to Fgf

signaling.  Ets family members are downstream effectors of Fgf signaling. In Ciona, Ets1/2

activation by Fgf signaling is required for precardiac cell migration (Davidson et al.,

2006). In chick, the precardiac mesoderm and associated endoderm are active Erk

signaling sites that express several Fgfrs and some Ets factors (Lunn et al., 2007). A

definitive role for Ets factors in cardiogenesis, however, is yet to be determined.

That Bmp and Fgf signals are required for cardiac myogenesis is clear. What is

not clear is the timing of expression of cardiogenic genes and which genes require Bmp or

Fgf, independently or cooperatively. Furthermore, current understanding of the gene

regulatory network acted on by these signals is derived from many different cellular and

animal systems. As such, discrepancies can confound construction of a composite view of

the cardiac myogenesis gene regulatory network (GRN). If it is unclear when key

transcriptional activators are in play, it will be exceedingly difficult to decipher

downstream consequences of their actions.
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To address these issues, we studied the global transcriptional profile and the

combined and separate actions of Bmp and Fgf signaling in early stage avian precardiac

mesoderm. We present three microarray studies to address the temporal progression of

cardiac myogenesis genes responding to Bmp and Fgf signaling. The first study

distinguishes the gene expression consequences of Bmp, Fgf, and the cooperative effects of

the two signals. Using drugs that antagonize Bmp and Fgf signaling, we compare gene

expression in precardiac mesoderm samples treated with either drug alone, or both

together, using an experimental design modeled after the mutant cycle approach designed

by Capaldi and colleagues (Capaldi et al., 2008). The results of this study produce a high-

quality network of genes for which Bmp and/or Fgf act as inputs to affect expression.

The second study compares whole-genome expression differences in anterior

mesoderm from Hamburger-Hamilton (HH) stage 4 through HH stage 7 chick embryos,

spanning the earliest cardiac mesoderm stage through a stage where expression of major

cardiac transcription factors has begun. The results of these comparisons allow us to

categorize genes in a temporal sequence of the earliest stages of cardiac mesoderm

differentiation. Combining the temporal progression data with the signaling influence

data produces a temporal network detailing the actions of Bmp and Fgf signaling on

cardiac myogenesis.

The third microarray study allows us to discern the network components for

which Bmp and Fgf signaling are sufficient to cause expression.  By inducing ectopic

cardiac mesoderm differentiation in non-cardiogenic posterior mesoderm through

treatment with Bmp2 and Fgf4 as previously performed by our lab (Ladd et al., 1998), we
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ascertain genes for which Bmp and Fgf signaling are sufficient for expression. We use

these data to support the temporal Bmp/Fgf network by highlighting interactions

identified in this induction study.  This allows us to present a global temporal network of

the genes responsive to Bmp, Fgf, and the cooperative actions of Bmp and Fgf, in

precardiac mesoderm differentiation.

Methods and Approach

Microarray studies

All microarray experiments were performed using a custom chip with 20,477-

feature 70-mer oligonucleotide probes (for details regarding probe design and annotation

see http://geisha.arizona.edu/geisha/microarray.jsp).  In all microarray studies, RNA

was extracted, amplified, labeled and hybridized according to standard kits and protocols

by the Genomics Research Laboratory at the University of Arizona.  In all studies

normalization was performed according to a custom pipeline written in the R statistical

computing language in the following way. Within-chip normalization was performed

using the R package OLIN (Optimized Location- and Intensity-dependent

Normalization) (Futschik and Crompton, 2005). After normalization, false discovery rates

were computed, and those spots demonstrating a location- or intensity-dependent bias

(FDR > 1%) were subsequently masked from downstream analysis.  This step is not

standard in most microarray studies, and affords us a greater degree of confidence that

our findings will have fewer false positives than usual microarray analyses. In the next

step, standard libraries in the R BioConductor package were used to normalize between
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chips (Gentleman et al., 2005). Finally, linear models were fit to the normalized gene

expression data using the limma library, which computes log2 fold-change (logFC),

indicating the direction and quantity of the differential gene expression between the

samples, summary statistics including T- and B-statistics, and the adjusted p-value that

takes into account the false discovery rate (Smythe et al., 2003).  We also compute q-

values using the R package qvalue, for each comparison in every study. In all microarray

studies described below, the chosen cutoff for significance is a q-value < .10. We selected

this value due to consistent validation by in situ hybridization comparing treated vs.

control embryos in other studies in our lab (data not shown). Each of the following

microarray studies has its own experimental design and analysis described in more detail

below.  R source code is freely available upon request.

BMP, FGF, Co expression component study

To separate the influence of Bmp, Fgf, and their cooperative effects into

components, we adapted the mutant cycle approach designed by Capaldi and colleagues

(Capaldi et al., 2008). In place of genetic knockouts, we used chemical inhibitors to the

Bmp and Fgf receptors.  For each sample compared in this study, we applied drug or

control solutions to embryos at HH stage 4 and allowed them to develop to HH stage 7.

Approximately 15-20 embryos were treated and pooled before performing the microarray

analysis procedures described above.  To block Bmp signaling, we used 100 µg/ml

Dorsomorphin. To block Fgf signaling, we used 100 µg/ml su5402. To facilitate

understanding, we refer to Dorsomorphin treatment as aBMP (for anti-BMP) and su5402

treatment as aFGF (for anti-FGF).  The wheel design in Figure 2 illustrates the 10
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micorarray experiments performed to compare control and drug treatment combinations.

In our case, we use dye swaps as technical replicates in each of the comparisons to yield

the corresponding design matrix in Table 1.
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Figure 2. BMP, FGF, Co component dissection microarray wheel design.

The microarray wheel design used on the left and the corresponding equations on the

right are used to break the influence of Bmp and Fgf signals into components. Each arrow

represents one microarray experiment and a corresponding dye swap experiment. The

linear equation on the right models the influence of the component on gene expression

differences measured in the experiment. For example experiment A in the diagram

compares Control treated precardiac mesoderm to precardiac mesoderm treated with

aBMP and aFGF simultaneously.  The Control treatment sample possesses all signaling

components, namely, BMP, FGF, and their cooperative effects, Co.
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Table 1. Design Matrix. Design matrix and corresponding linear equations for the
experiments displayed in Figure 2.
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BMP FGF Co Equation

1 1 1  A = BMP + FGF + Co

-1 -1 -1 -A = -(BMP + FGF + Co)

1 0 1  B = BMP + Co

-1 0 -1 -B = -(BMP + Co)

0 1 1  C = FGF + Co

0 -1 -1 -C = -(FGF + Co)

1 0 0  D = BMP

-1 0 0 -D = -BMP

0 1 0  E = FGF

0 -1 0 -E = -FGF
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Table 2. Contrast Matrix. The contrast matrix used to extract the relevant

component contributions from the linear models fitted to the design matrix in Table 1.
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BMP FGF Co

1 0 0

0 1 0

0 0 1
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The design matrix listed in Table 1 allows calculation of the individual expression

components for each gene by regression as described by Capaldi and colleagues.  The

equations shown in Figure 2 are listed adjacent to the corresponding row in the design

matrix above and describe the expression components measured in each microarray

experiment (the dye swaps are simply inverted measurements).  Having fit linear models

to the microarray measurements with this design matrix using the R package limma as

described above, the contrast matrix in Table 2 can then be used to exact the individual

fitted expression component values for each of the BMP, FGF, and Co components.

Precardiac mesoderm stage-series study

The wheel design used for this study is depicted in Figure 3.  We compared gene

expression changes for cardiac mesoderm from each of HH 4 – 7 stage embryos against

one another as well as to a pool of whole embryo HH stages 1-3 (WE) used as a reference.

This design enables efficient all-against-all comparisons that allow us to fit linear models,

again using the R limma package, and use a relevant contrast matrix to extract the

following pair-wise comparisons of interest:  HH4 vs WE, HH5 vs. HH4, HH5 vs WE,

HH6 vs. HH5, HH6 vs. HH4, HH6 vs. WE, HH7 vs. HH6, HH7 vs. HH5, HH7 vs.

HH4, and HH7 vs. WE.  We then used a custom PERL script (available upon request)

implementing an algorithm to assign presence or absence of expression at each of the HH

stage 4 – 7.  The algorithm assumes gene expression absence in all stages and assigns a

“present” value to the current and all subsequent stages if the gene is upregulated relative

to WE or any previous stage, or if its expression is downregulated relative to any later
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stage. The script takes the resulting expression tables as input and produces as output a

file that lists for each gene the presence or absence of expression for each gene in

Hamburger-Hamilton stages 4 – 7.
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Figure 3. Wheel Design for Precardiac Mesoderm Stage Series Study.  Each

of stages HH 4 – 7 are compared to one another and the whole embryo HH stages 1 – 3

pooled tissue sample.  Each sample is measured twice in the Red channel (arrowhead)

and twice in the Green channel (blunt end) for a total of 4 measurements per sample.
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 Posterior Mesoderm Induction Study

For this study, lateral posterior mesoderm was explanted from HH stage 5

embryos and cultured in control medium or medium containing 100 mg/ml each of

Bmp2 and Fgf4.  We used a standard 2-sample wheel design with a technical replicate

and 2 corresponding dye swaps for a total of 4 chips.  We again used the R limma

package to fit linear models to the differential expression measurements and obtain logFC

and the corresponding statistics including q-values for each gene.  Genes demonstrating

significant changes according to the criteria described above were inferred to be those for

which Bmp and Fgf are sufficient to drive expression.

Data Analysis

Custom PERL scripts (available upon request) were written to automatically

generate the necessary files to build the BioTapestry model from the gene expression

results in the above studies.  The model hierarchy, temporal input xml file, and gene

expression xml file are constructed using the output tables from the BMP, FGF, Co

component and Posterior Mesoderm Induction studies together with the output of the

stage-series analysis PERL script.  The BioTapestry files and all files necessary to

construct the BioTapestry model locally are available upon request, as are all microarray

expression files and PERL scripts required to generate the BioTapestry model files.

Explanation of BMP, FGF, Co expression components
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The following is meant to help the reader understand the component contribution

to expression elucidated by the drug cycle microarray experiments. First consider the

most straightforward comparison, in which we compare gene expression of control

embryos to those treated with both aBMP and aFGF (A in Figure 2).  In this case, we are

comparing gene expression in control embryos that have all components that contribute

to gene expression present, namely, BMP, FGF, and their cooperative effect, Co, to gene

expression in aBMP + aFGF double-treatment embryos that lack all three of these

components.  Thus, the difference in expression values obtained from the microarray

analysis informs us of the contribution of BMP+FGF+Co to gene expression.  In the case

where we compare control embryos to those treated simply with Dorsomorphin (aBMP),

we compare embryos possessing all three components, BMP+FGF+Co, to those

possessing only the FGF component (the BMP and Co components are absent from

Dorsomorphin treated embryos).  Thus, we obtain information about the contribution of

the BMP component and the Co component to gene expression, since the difference

between BMP+FGF+Co and FGF is simply BMP+Co. It is left to the reader to verify the

component contribution values for the remaining microarray comparisons in the study.

Explanation of the fitted BMP, FGF, Co expression values

The following is meant to help the reader understand how the fitted values for the

BMP, FGF, and Co components can be used to infer the logic underlying signaling

influences on individual gene expression. Suppose for some gene g, the result of fitting
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linear models to the normalized array data from the drug cycle experiments yields the

following component values: BMP=3.3, FGF=3.3, and Co=0.0 (Figure 4).
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Figure 4. Hypothetical OR Gate Expression and Fitted Values. Microarray

measurements for each of the 5 comparisons in the drug cycle experimental design (left)

and the corresponding fitted expression components (right) for Mesogenin1. The first 5

columns are labeled according to the component values measured in the microarray

comparisons. Each measurement of differential Mesogenin1 expression is displayed as the

average of the log2 fold-change of two normalized microarray experiments with dye-

swaps. The 3 columns on the right are the fitted component values as a result of the

analysis for the BMP, FGF, and Co components, respectively.  BMP and FGF contribute

additively to gene expression. The Co component contributes no additional expression

above the baseline level of cooperativity expected at a promoter.
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Recall that the measurement of interest to determine differential expression of a

given gene in a 2-color microarray experiment is log2 of the fold-change, or logFC.

logFC is equal to log2 of the expression ratio of the red-channel value to the green-

channel value. In our example, each of the components, BMP and FGF, contribute a 10-

fold increase (log2(10) = 3.3) in expression of g, but the Co component contributes

nothing. So if the BMP contribution to expression is 10-fold and the FGF contribution is

10-fold, then together they are 100-fold. This is the baseline level of cooperativity one

expects to occur at a given promoter.  More explicitly, if a factor activated by BMP and a

factor activated by FGF are at the promoter together, and can both recruit the

polymerase, then the equilibrium constants for doing so will multiply when both are

present (if each makes it 10 times more likely to bind the polymerase, then together they

will increase the probability of expression 100 times).  Thus, for the measured value of

differential expression on the microarray comparing control to Dorsomorphin/su5402

double-treatment (aBMP + aFGF), we would expect to see a 100-fold increase, or logFC

= 6.6, for gene g. For the microarray comparing control embryos to Dorsomorphin

treated embryos, we would expect to see a 10-fold increase (logFC=3.3) in expression of

gene g. We would also expect logFC = 3.3 for gene g on microarrays comparing control

to the su5402 treated embryos.  Referring back to the fitted values for each of the

components, BMP = 3.3, FGF = 3.3, Co = 0.0, we can say that Bmp and Fgf signaling

are independent of one another in activating expression of gene g. The contribution to the

expression of gene g from the Bmp and Fgf signals is not cooperative, but rather additive.
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This is clearly demonstrated in Figure 4 since the sum of the fitted component values,

BMP+FGF+Co = 3.3 + 3.3 + 0 = 6.6, is exactly equal to the measured value of the

aBMP + aFGF double-treatment (logFC=6.6), which is equal to the sum of the individual

treatment values aBMP (logFC=3.3) and aFGF (logFC=3.3).

If the BMP- and FGF-activated factors cannot recruit the polymerase together,

there will be some negative cooperativity (Figure 5).  In this case, we would not see the

perfect multiple.  The extreme case presents a perfect OR relationship with Bmp and Fgf

signals acting on expression of g: BMP = FGF = -Co.  Suppose BMP = 3.3, FGF = 3.3,

and Co = -3.3 (Figure 5).  Thus, having all three components present is the same as

having either BMP or FGF alone since 3.3 + 3.3 + -3.3 = 3.3.  In other words, having

either signal results in the same expression as both Bmp and Fgf signals together.
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Figure 5. Hypothetical “Perfect” OR Gate Expression and Fitted Values.

Measurements and fitted values for hypothetical gene g are arranged in the same way as

Figure 4.  In this case, BMP and FGF both contribute equally to gene expression, but the

negative contribution of the Co component acts against increased expression when both

BMP and FGF are present.  The result is that expression is the same in the presence of

Bmp signal alone, Fgf signal alone, or both signals together.
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In the extreme cooperative case, both factors must be present on the promoter

together for any polymerase recruitment to occur. Supposing in all comparisons of

control to treatment (aBMP, aFGF, or the aBMP+aFGF double-treatment), we measured

a 10-fold increase in expression in the control relative to the treatment.  We can now say

both factors have to be present together to get any expression, since blocking Fgf signal is

as good as blocking Bmp signal is as good as blocking both signals together.  In this case,

the fitted values for the expression components will be BMP=0, FGF=0, and Co = 3.3.

 This is a perfect AND gate for Bmp and Fgf signaling input into gene g.
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Figure 6. Hypothetical AND Gate Expression and Fitted Values. Measurements

and fitted values for hypothetical gene g are arranged in the same way as Figure 4.  In this

case, the Co component is the only component contributing to gene expression.
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Extending this reasoning, one can infer the required component values for other

logic gates as well.  For example, an exclusive-OR (XOR) gate would require that the

BMP and FGF components contribute equally to expression independently, however

when both were present together there would be no expression.  Thus, if

BMP=FGF=3.3, and BMP+FGF+Co = 0, Co = -6.6 in order for the promoter to be a

perfect XOR gate.  As such, we would expect to see no difference in expression in

microarrays comparing control to double-treatment embryos, but 10-fold changes in

control as compared to either of the single treatments.  Perfect gates as described above

are seldom seen, which can likely be attributed to either or both error in measurement

and complex integration machinery commonplace in complex biological systems.

Results

Dissecting the Bmp, Fgf, and Cooperative Contributions to Gene Expression

To break into components the contributions of Bmp and Fgf signaling to cardiac

myogenesis gene expression, we adapted the mutant cycle approach designed by Capaldi

and colleagues (Capaldi et al., 2008). In place of genetic knockouts, we used chemical

inhibitors for Bmp receptors (Dorsomorphin, which inhibits the BMP type I receptors

ALK2, ALK3, and ALK6 blocking SMAD1/5/8 phosphorylation) and Fgf receptors

(su5402, which blocks auto-trans-phosphorylation of all Fgf family receptors), both of

which have been established as highly specific antagonists of their respective pathways

(Mohammadi et al., 1997; Yu et al., 2008).  The experimental design in Figure 1 allowed
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us to overcome the noise inherent in microarray experiments and distinguish among

three signaling components contributing to gene expression in cardiac myogenesis: Bmp,

Fgf, and the combined, or cooperative, actions of Bmp and Fgf signaling (for further

explanation, see the Methods and Approach section entitled: “Explanation of BMP, FGF,

Co expression components”).  If we were only to inhibit Fgf or Bmp independently, we

could identify the genes affected by each pathway and infer those genes affected by both

pathways.  From such data however, we would be unable to determine whether or not

Bmp and Fgf acted independently, fully cooperatively (i.e., both signals are required), or

partially cooperatively, on gene expression.

Adapting the mutant cycle approach (Capaldi et al., 2008) to this study, we

directly compared gene expression of control embryos to embryos treated with each drug

individually and embryos treated with both drugs simultaneously.  In each case, the

drug/s (or a control solution) were applied to embryos at Hamburger-Hamilton (HH)

stage 4, and allowed to develop until HH stage 7.  HH stage 4 is the earliest stage at

which we can collect mesoderm and expresses few cardiac markers, and HH stage 7 is the

stage at which most cardiac markers, including Nkx2.5, are expressed in the precardiac

mesoderm.

After normalization, we calculated the expression-component values, BMP, FGF,

and Co, for each gene by regression using the equations that describe the components

measured in each microarray comparison (Figure 2).  We then estimated statistical

significance and adjusted for false discovery by computing q-values for each gene and

component.
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We define a component as influencing a gene if it demonstrates a q-value < .10,

and as such, we assign a positive or negative component value to the gene, respective to

whether the component influence is positively or negatively acting on expression.  Thus,

each gene will exhibit 1 of the 27 possible component influence profiles.  We find genes

are distributed into each possible combination of component-expression pattern (Figure

7).
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Figure 7.  Genes clustered by component contribution to expression. Genes

are clustered by all possible combinations of component influence on expression, where 0

represents no influence, and 1, -1 represent positive and negative influence, respectively.

11,683 genes show no component contribution to expression BMP, FGF, Co = 0, 0, 0.
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Of the 7,303 genes significantly affected by Bmp and Fgf signaling, intriguingly

only one gene, Mesogenin1, also known as MESPO, shows a significant contribution to

expression by all components.  This implies that Mesogenin1 can be activated by Bmp or

Fgf signaling independently, and that both signals together will elicit a markedly greater

expression response from Mesogenin1.  Referring back to the original microarray

measurements from which we derived the fitted component values confirms this to be the

case.  As illustrated in Figure 8, the Co component substantially contributes to

Mesogenin1 expression.  Although either the BMP or FGF components alone

significantly contribute to expression, their combined effect is greater than either

individual component (compare the 3 microarray measurements with a Co component to

the BMP or FGF measurements on the left side of Figure 8). For further explanation of

the component contributions, see the sections “Explanation of BMP, FGF, Co expression

components” and “Explanation of the fitted BMP, FGF, Co expression values”.
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Figure 8. Mesogenin1 microarray measurements and fitted component

values. Microarray measurements for each of the 5 comparisons in the drug cycle

experimental design (left) and the corresponding fitted expression components (right) for

Mesogenin1. The first 5 columns are labeled according to the component values

measured in the microarray comparisons. Each measurement of differential Mesogenin1

expression is displayed as the average of the log2 fold-change of two normalized

microarray experiments with dye-swaps. The 3 columns on the right are the fitted

component values as a result of the analysis for the BMP, FGF, and Co components,

respectively.
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All forms of logical control are represented in the clusters described in Figure 7.

1917 (1,0,0; -1,0,0; 0,1,0; or 0,-1,0 in Figure 7) of the 7303 genes (all categories

represented in Figure 7 except 0,0,0) respond to simple independent influence by Bmp or

Fgf signaling in a positive or negative fashion (such as the positively regulated genes

shown in Figure 9 A and B).  Simple logic is exhibited among the genes responding to

Bmp and Fgf signals as well. 167 genes demonstrate OR logic (1,1,0 and -1,-1,0 in Figure

7), meaning they have significant BMP and FGF components, but no significant Co

component (Figure 9C).  This number can be expanded to 893 if including those with a

negative Co component as discussed in the supplement in the “Explanation of the fitted

Bmp, FGF, Co expression values” (-1,-1,1 or 1,1,-1). 2303 genes (0,0,1 or 0,0,-1) have a

significant Co component, but no significant BMP or FGF components, suggesting full

cooperativity in that they require Bmp AND Fgf signals for expression (Figure 9D), or

repression in the negative case.  This suggests that a large portion of the Bmp and Fgf

signaling response in cardiogenesis is cooperative.
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Figure 9. Simple logic gates elicited by expression component analysis. The

values presented are arranged as in Figure 8.  Sole independent contributions to

expression by BMP (A) or FGF (B) component are found commonly in the analysis (see

1,0,0 and 0,1,0, respectively – or their inverses in the case of repression – in Figure 7). C)

BMP or FGF contribute to expression almost equally with no Co contribution (1,1,0 in

Figure 7. Note that summing the contribution of the fitted BMP and fitted FGF value

approximately equals the value of the BMP+FGF+Co measurement). D) BMP and FGF

are both required for repression (0,0,1 in Figure 7).
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The remaining ~ 2300 – 2800 genes exhibit a more complex Bmp and Fgf

signaling response.  Interestingly, many genes demonstrate a sort of tension in activation

or repression by the BMP, FGF, and Co component contributions. For example, Gata4

shown in Figure 10, positively responds to the BMP component, is unaffected by FGF,

and is negatively influenced by the Co component.  This implies that a secondary

feedback mechanism requiring both Bmp and Fgf signals keeps Gata4 expression in check

while Bmp works to activate Gata4 expression.  Conversely, Fli1 (Figure 9B) is

significantly repressed by the BMP component, unaffected by the FGF component, and

positively acted upon by the Co component.  Thus, although some facet of Bmp signaling

works to repress Fli1, and Fgf signaling alone has no impact on Fli1 expression, Bmp and

Fgf fully cooperatively activate Fli1 gene expression.
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Figure 10. Complex Component Contributions. Microarray measurements and

fitted values for Gata4 (A) and Fli1 (B). Gata4 demonstrates a significant positive response

to the BMP expression component, no response to the FGF component, and a significant

negative response to the Co component, implying activation by Bmp signal and fully

cooperative inhibition requiring both Bmp AND Fgf signaling effectors.  B) Conversely

Fli1 is negatively affected by the BMP component, unaffected by the FGF component,

and positively acted upon by the Co component, implying repression by Bmp signaling

that is counterbalanced by the cooperative actions of Bmp and Fgf effectors.
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 Compiling the Bmp/Fgf cardiac myogenesis regulatory network

The interaction types described above can be used to create a genome-scale

regulatory network of genes responding to Bmp and/or Fgf signals.  Using custom scripts,

we compiled lists of signaling inputs from Fgf and/or Bmp to genes responsive to the

BMP, FGF, or Co components.  If a gene demonstrated a significantly positive or

negative influence by either the BMP or FGF components, a respective activating or

repressing interaction was specified between the signaling component and the gene.  If

the Co component was significant, the activating or repressing interaction was ascribed to

the gene provided a contradictory Bmp or Fgf signaling interaction was not already made

due to significant BMP or FGF component influence.  We used custom scripts to create a

layout file suitable for BioTapestry and generated a network model similar to that shown

in Figure 7 (more on this below).  To organize and limit the number of interactions, we

created a custom annotation list by assigning genes to one of the following categories

wherever possible: Growth Factor, Signaling Molecule, Receptor Molecule, miRNA, or

Transcription Factor. The rationale for this is to cull the size of the network to include

only genes involved in regulatory processes important for development.  This greatly

reduced the number of genes participating in the network and allowed us to organize the

network of interactions into groups according to molecule type.

Determining the temporal progression of the Bmp/Fgf cardiac myogenesis

regulatory network
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To organize the network further, we addressed the timing of expression of

constituent genes using a time-series microarray study.  We compared pooled tissue

samples of precardiac mesoderm from HH stages 4, 5, 6, and 7 to each other in addition

to pooled whole embryos collected prior to mesoderm formation (HH 1-3).  We

characterized the expression profiles for each gene by determining the earliest stage at

which it is expressed and assuming it remains expressed throughout the remaining stages,

since we cannot measure presence or absence of expression – only expression differences.

Gene expression was qualified at each stage if the gene was significantly upregulated (q-

value < .10) relative to the whole embryos or any previous stage, or significantly

downregulated relative to any later stage. We then restricted the Bmp/Fgf regulatory

network to include only those genes expressed in our HH 4 – 7 time-series study and

created temporal input and expression files to enhance our BioTapestry model of the

network.  The result is a temporal Bmp/Fgf regulatory network model for cardiac

myogenesis.

Enhancing the Bmp/Fgf Regulatory Network by Induction

To highlight interactions more likely to be relevant to cardiogenesis, we

conducted an induction microarray study. As reported previously by our lab (Ladd et al.,

1998), treating HH stage 4 posterior mesoderm with Bmp2 and Fgf4 induces ectopic

heart formation.  Following a similar protocol, we compared HH stage 4 posterior

mesoderm treated with Bmp2 and Fgf4 to control posterior mesoderm on whole-genome

microarrays.  This study produced a list of genes differentially expressed in response to
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Bmp and Fgf signals responsible for ectopic heart formation.  This list includes genes for

which Bmp and Fgf are sufficient to induce expression in posterior mesoderm and result

in ectopic cardiac function.

From these data, we derived positive regulatory connections for genes upregulated

in response to Bmp2 and Fgf4 induction, and negative connections for downregulated

genes. Using a custom script, we enhanced the BioTapestry model to include increased

support for regulatory connections in agreement with the BMP, FGF, Co component

study.  In Figure 11, we present the temporal Bmp/Fgf regulatory network for cardiac

myogenesis.
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Figure 11. BMP/FGF cardiac myogenesis regulatory network.  Bmp (blue) and

Fgf (yellow) activating and repressing signaling contributions to a reduced gene set

demonstrating expression between HH stages 4 –7. Interactions with thick lines are those

for which the induction study demonstrated agreement.
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Discussion

We present a global temporal view of the contribution of Bmp and/or Fgf signals

in driving, repressing, or modulating gene expression in the anterior cardiogenic

mesoderm of chick embryos (Figure 11).  We further enhance this network by identifying

signaling connections that are supported by their presence in ectopically induced cardiac

gene expression in posterior mesoderm by Bmp2 and Fgf4 signals. It is worth noting that

several interactions that were identified in the BMP, FGF, Co component analysis were

not supported by the posterior induction study.  This is most likely due to environmental

differences in the posterior versus the anterior mesoderm.  Either Bmp2 and Fgf4 signals

are unable to induce or repress the same set of genes in the posterior as in the anterior, or

we are unable to see differential expression caused by the application of the signaling

molecules due to preexisting expression in the control posterior mesoderm driven by

other factors.

The network presented here is almost certainly incomplete, and this can be

readily attributed to a variety of factors including an incompletely annotated genome as

well as technical issues that limit statistical power. In our network Nkx2.5, which is known

to require both Bmp and Fgf signals for expression, has only an input from the Fgf signal.

We suspect this is due to the microarray probe since we have consistently noticed poor

performance of this probe relative to others. With that having been said, the scope of the

network, in consideration of the measures taken to reduce false positives and the many

literature supported hypotheses found within, gives credence to the novel view of the Bmp

and Fgf signaling contributions to cardiac myogenesis presented here.
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Several major families of transcription factors were identified as being expressed

at some point in HH 4 – 7 and having either Bmp, Fgf, or both signaling inputs in various

combinations of activating and repressing including: Gata, Tbx, Nkx, Mef2, Isl1, Irx, and

Fox.  These transcription factor families are established key cardiogenic drivers and their

known inter-relationships can be layered onto this network.  In addition to these core

families, Sox, Hox, and Ets factors are expressed in our time series and demonstrate

responsiveness to Fgf and/or Bmp signals. Furthermore, many of these connections are

supported by the posterior induction study suggesting, at least in the case of activation,

they play a role in cardiogenesis.  Several Ets factors are identified and may play an

important role in expressing downstream components of the network.  Work in Ciona has

demonstrated that Ets factors are phosphorylated in response to Fgf signaling, which

enables their effect on downstream targets (Davidson et al., 2006). Interestingly, our

network indicates that Fgf contributes to the expression of Ets factors, and Erg and Fli1 also

require the contribution of Bmp signaling for expression.  Almost nothing is known about

Ets function during cardiogenesis in higher organisms.  The same can be said for Hox

and Sox genes.

There are quite a few surprises among the signaling pathways presented in the

network. Tgfß super-family members Tgfß-2, Tgfß-R1, and the signaling effectors Smads

2 and 6 were all identified as being expressed and influenced by Bmp and/or Fgf

signaling. Tgfß-R1 was identified as requiring both Bmp and Fgf signals and was

confirmed by the induction study.  Additionally, a Pdgf ligand and receptor, several G-

protein coupled receptors and ligands, and Interleukin ligands and receptors were all
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identified as expressed and responsive to Bmp and/or Fgf signals.  Notch and Delta also

appear, and intriguingly Notch is repressed by Bmp and Fgf signals while Delta is

activated. However, neither of these interactions are supported by the posterior induction

study.

Many expected signaling molecules and their receptors were identified, including

Fzb, Cerberus, and Dkk, which are Wnt inhibitors, as well as Bmps and Fgfs.  Our study

identified a Bmp/Fgf influence on several Fgf ligands, MAP-Kinases, and the Fgf

inhibitors Sprouty1 and Spred2. Sprouty1 appears to be activated by Fgf signaling at HH

stage 7 and Spred2 requires both Bmp and Fgf signals and is activate as early as HH stage

4.  These contributions are supported by the posterior induction study and imply a self-

modulation role for Fgf.  It is of note that both Fgf and Bmp are required for Spred2.

Given previous reports noting the requirement of proper levels of Bmp signal for correct

expression of cardiac factors (Alsan and Schultheiss, 2002), it would be interesting to

know the extent to which Bmp is required for expression of this Fgf signaling modulator

to compare with its expression domain.

The results of the BMP, FGF, Co component dissection study reveal evidence of

surprisingly complex feedback among genes responsive to Bmp and Fgf signaling. Aside

from standard AND and OR logic gates, or combinations thereof (e.g., BMP + AND),

there are a number of genes exhibiting a certain tension in response to the components.

In addition to the feedback modulation of Fgf signaling seen in examples such as

Sprouty1 and Spred2, genes such as Gata4 and Fli1 appear to respond somewhat

schizophrenically to the different components (Figure 10).  Gata4 is positively acted upon
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by Bmp signaling, and is unaffected by Fgf signaling unless also in the presence of Bmp

signal effects whereupon it is repressed.  Conversely, Fli1 is repressed by Bmp signaling

alone, and is unaffected by Fgf signaling, but both Bmp and Fgf signaling components

together cause expression.  And this is confirmed by the posterior induction study.

We find several other interesting twists of logic that at first appear to be novel

when considering the common network motifs of biological systems (Alon, 2007b).

However, when considering that the effects of Bmp and Fgf signals are broad reaching

and exact numerous downstream consequences, it is more likely that we are seeing the

combinatorial consequences of networks of motifs feeding back on these systems. The

various logical responses elicited here suggest regulatory feedback entanglements

reminiscent of the recursive wiring demonstrated in the sea urchin endomesoderm model

put forth by Davidson (Davidson et al., 2002). The ramifications of repression and

activation of various constituents will take time to dissect, and the fully fleshed out

network describing cardiac myogenesis may be a long time in the making. We present the

Bmp/Fgf cardiac myogenesis regulatory network as a framework in which to couch

discoveries, and, hopefully, as a springboard to launch the next combinatorial interaction

dissection of components downstream of Bmp and Fgf receptors.
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CHAPTER THREE: PRESENT AND FUTURE STUDIES

The methods, results, and conclusions of the remaining studies described in this dissertation are

found in the appendices. The following is a summary of key results, methods, and ongoing efforts to link

these to form a more cohesive pipeline for network elucidation and ultimately a more coherent view of

cardiac myogenesis.

Overview of Findings

In chapter two, I presented a preliminary cardiac myogenesis network detailing

the temporal expression and responsibility of constituent genes to Bmp and/or Fgf

signals.  By knocking down Fgf and Bmp signals independently and together and

measuring global gene expression effects, we were able to obtain sets of genes whose

expression requires Bmp and/or Fgf signals are necessary to express.  By inducing ectopic

cardiac myogenesis in the posterior mesoderm with concerted Bmp and Fgf signals, we

obtained a set of genes whose expression can be driven by Bmp or Fgf signals.  Joining

these data with the results of a temporal expression study, whereby we measured the

stage-wise progression of precardiac mesoderm gene expression in Hamburger-Hamilton

stages 4 –7, allowed us to visualize the dynamic response of the Bmp/Fgf signaling

influence on the cardiac myogenesis GRN.

Now, from experiments in a single species, we have a temporal expression

network of cardiac myogenic genes and their individual responses to the two major

cardiac myogenesis signaling inputs – Bmp and Fgf. This network serves as a crucial

scaffold in which to place findings in the context of these seminal signaling and regulatory

events. We can use the Bmp/Fgf temporal signaling network to frame results acquired in
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other species, and begin the process of inferring the quintessential avian cardiac

myogenesis network. However global it may be, this network provides a rather low-

resolution view of cardiac myogenesis. From these data, we cannot discern whether or not

the signaling components involved in activating or repressing a gene at each

developmental stage do so directly or indirectly. Thus we cannot yet build a direct wiring

diagram for all of the mechanics of cardiac myogenesis in chick without knowing which

genes are necessary for downstream expression of other components. And as it stands,

this preliminary Bmp/Fgf temporal signaling network generates a multitude of

hypotheses to test.

The challenge that lies ahead is in determining the most edifying experiments

among those furnished by the network. This is of course a function of interest and cost,

and the most rewarding experiments will not necessarily be the most feasible. Many

hypotheses lend themselves readily to experimentation, and many are seemingly

intractable. Experiments that are easy to perform do not always provide much by way of

valuable information. Headway in sorting out more profitable experiments can be made

in silico. My long-term goal is to use BioNET to explore mathematical models of different

aspects of cardiac myogenesis and sieve through the possible interactions for those more

critical to the process.
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BioNET

The goal of BioNET is to help the biologist decide which among next experiments

would be the most fruitful. To do so, it will take as input a mathematical model of the

preliminary structure network (PSN) and a definition of the desired steady-state

phenotype; and return a set of candidate structure networks (CSNs), capable of producing

the phenotype, as output. In order to accomplish this, BioNET must be able to add or

subtract interactions using increasing robustness as a guide. As mentioned in the

Introduction, we have made great headway in rapidly evaluating a network for its

robustness to procuring a specified phenotype. We can rapidly estimate the volume of

parameter space for which randomly chosen parameters reach the steady-state

phenotype. From this volume estimate and the number of parameters in the model, we

can calculate the probability that a random value selected from the domain of any given

parameter successfully participates in a steady-state solution. For example consider the

segment polarity model by von Dassow and colleagues (von Dassow et al., 2000)

described in the Introduction. The model successfully results in a striped expression

pattern in approximately 1 of 200 parameter sets, i.e., the volume estimate is 1/200, for a

model with 47 unique parameters.  Thus approximately 90% of the domain of a given

parameter participates in a steady-state solution since 0.947 ~ 1/200. While this is a

common measurement of robustness and can be used to help the biologist approximate

“correctness” among the CSNs returned, it is not a general robustness measure. No

consideration has been given to the complexity of the desired phenotype or topology of

the model.
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Toward a General Robustness Measure

Often in constructing developmental GRNs, researchers focus on a cascade of

transcriptional “ON” events, which can be overly simplistic from the perspective of

mathematical modeling. Often in first passes at understanding the key transcriptional

events in a system, repression and timing of deactivation of genes is overlooked, or

considered to be secondary to the objective. In a case where some signaling event

activates a hierarchical cascade of transcription factors, all of which are positively acting

on the expression of their downstream targets, any given target will be in an “ON” state

following sufficient signaling input (and degradation rates lower than respective

production rates). In such a system, we might be able to say that a very broad parameter

space is capable of procuring a desired steady-state phenotype (some set of downstream

players in an “ON” state), but this does not tell us anything more than what we see in

looking at the network diagram.

Consider the simple Feed-Forward Loop (FFL) in Figure 12a. This FFL takes two

signals, SX and SY, as input into X and Y, respectively, and produces expression of the

product of gene Z as output.  We can model the FFL as a simple system of differential

equations (Figure 12b) with some values for initial concentrations of X and Y as well as

the signals SX and SY, then explore parameter space to estimate the volume capable of

procuring the desired phenotype, namely Z ON (for some cutoff value of Z expression).
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Figure 12. Feed-Forward Loop. a) Network diagram for simple feed-forward loop

that receives two input signals SX and SY, to result in expression of Z. b) Corresponding

differential equations describing the simple feed-forward loop. Z is expressed when X

and/or Y is activated by the signals SX and SY, respectively, depending on the parameter

values associated with the model.
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If this were a model for cardiac myogenesis, and SX and SY were Bmp and Fgf, the

signals would be rather high and there would be a large number of parameter sets

capable of turning on Z expression. Given the small number of parameters and large

volume of parameter space capable of procuring Z ON, we would therefore conclude this

system is highly robust for activating Z.  So while the model may be robust for producing

Z, it did not say anything not already apparent in the diagram itself. Extending this line of

reasoning to a very large cascade of transcriptional activators for which we assess the ON

state for some set of genes would yield the same result – not much knowledge gained.

In estimating robustness, it may then be necessary to consider the complexity of

the model and phenotype sought. Additionally, it might be useful to be able to compare

robustness values for different models with different phenotypes. Ultimately what we

desire is to define an arbitrary robustness metric that takes into account the topology of

the model, the number of parameters, and the complexity of the desired phenotype. As a

step toward this goal, Andrew Paek, Leo Lopes, and I have begun to formalize a method

to approximate a general robustness metric by sampling a robustness distribution from a

set of similar network topologies.  The idea is to discern models that are good at

procuring a specified phenotype because of the model design from those that are

producing a decidedly simplistic phenotype. In other words, if we find a model that has

an apparently high robustness value, we would like to know that it doesn't have such a

value simply because the phenotype we seek is almost always going to occur given some

random wiring.
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For a given model, consider the set of models M that possess the same topological

components, i.e., the same number of species, interactions, and the same number of each

type of interaction. The intuition we wish to capture is that a biologically relevant

network should be significantly more robust for procuring a phenotype than a random

network drawn from M. Consider that the robustness (as the common measurement

described above) of a network G(V,E) ∈ M is a random variable.  We can then estimate

the distribution fQ of this random variable by sampling independently many networks

from M and estimating their robustness. Now by estimating the robustness for a specific

network, we can ask what is the probability p that a randomly generated network from M

is more robust.  Networks with smaller p values are generally more robust.

We intend to incorporate this formalization into BioNET in the coming months.

This should enable us to capture a more useful definition of robustness as we compare

network models across varying degrees of complexity.  Additionally, this should help us to

quickly ascertain whether or not the phenotype and given model definition are sufficiently

complex to warrant a modeling approach.  Imagine for example that we provide a

cascade as described above where all genes activate expression of their downstream

targets and none repress.  Assume we supply a simple phenotype, for example, gene X in

the model exhibits expression greater than 0.  We would expect that very many random

rewirings of this network would produce this expression pattern, and the robustness

distribution fQ therefore to be very dense close to 1 (according to the common robustness

measure described above, very robust networks have values close to 1). This distribution

could conceivably be used to warn the user a priori to define a more complex phenotype
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or model, or by BioNET to guide the selection of interactions with the intent of reshaping

fQ.

Next Steps for BioNET

As mentioned in the Introduction, a key requirement not yet met with BioNET is

that it must be able to automatically add and subtract interactions to and from a network

model in a sensible way. In order to add or remove interactions in a network model, there

must first be a set of rules indicating which reactions are permissible and which are not.

There must also be sound mathematical descriptions of the newly incorporated

interaction; or in the case of removal, a sound model once the interaction has been

removed.

As a step in addressing this, Weini Zhang from the laboratory of Leo Lopes, is

developing an automated framework to explore large-scale networks of motifs. A motif in

this case refers to one among the small set of recurring regulation patterns found to be

highly over-represented in known transcription networks (Alon, 2007b). One such motif is

the FFL described in Figure 12. The goal of this project is to link together these motifs to

form a meta-network, which will be used to search large-scale networks of interwoven

motifs for those capable of performing some task relevant to development.  As a first step

in approaching this goal, she has developed the framework to evaluate motif models and

implemented the ability to rapidly evaluate steady-state conditions of a FFL motif.  She

has verified this with respect to predicted behavior (Alon, 2007a).

This project paves much of the way for the infrastructure to automatically add

and remove interactions to an arbitrary PSN.  The next step will be to define rules and
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the corresponding equations relevant for the various types of biological interactions.

Although we are still developing the code to add and remove interactions, we have made

substantial progress in obtaining interactions based on biological knowledge for trial in

network models. As described in appendices B & C, we have modified BioNetBuilder to

transfer and integrate interactions across species, greatly increasing the scope of

interactions available for eukaryotic model systems.

By incorporating BioNetBuilder (quite conveniently named) as a principal

component of BioNET, we aim to bridge the gap between large-scale interaction

networks and small-scale mathematical modeling. As mentioned in the Introduction,

BioNetBuilder offers web services, meaning any program implementing an interface to

BioNetBuilder can communicate with it over the Internet.  By implementing a very

simple interface, any instance of BioNET will be able to communicate with a central

BioNetBuilder server to obtain interaction information that may then be employed in an

existing PSN. I am currently modifying BioNetBuilder to provide the k-shortest paths for

any two nodes.  This feature, together with the preexisting ability to access direct

interaction data, provide all that is needed from BioNetBuilder for BioNET to access the

universe of publicly available interaction data.

Final Thoughts

The ability to explore network topologies, using information from the known

universe of molecular interaction data, will place BioNET at a unique position in the cast

of systems biology tools.  As interaction data become increasingly available to the public

in a diversity of model systems, BioNET may be able to capitalize on these interactions to
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restrict network search space to interactions that have experimental support.  Interactions

found among the public databases that do indeed result in increased robustness for a

given system, present themselves to the biologist with the confidence of prior

experimentation.

I hope to advance BioNET in the coming years to facilitate the collective

exchange of biological interaction data in a meaningful way.  It is one thing to collect and

share information.  It is quite another to make it meaningful to the researcher.  With the

increasingly overwhelming wealth of knowledge collected and shared, it will soon be

critical to have systems in place that help us wade through and make sense of it. I envision

a future benchtop where tools such as BioNET, searching through the knowledge space

and returning plausible ideas, go hand in hand with the pipette.
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Abstract

Network Elucidation is the problem of inferring all parameters of a net-

work from a subset of those parameters. We introduce the Network Elucida-

tion Template (NET), which provides a framework upon which algorithms for

such problems can be built. NET algorithms explicitly take advantage of novel

methods for collaboration between human operators and computers and ex-

ploit extensive analytical resources. By design, NET is at a high enough level

of abstraction to describe a class of algorithms, as opposed to a single algo-

rithm. Given a problem, and the structure of that problem, an effective instan-

tiation of the template into an algorithm can be created. We describe one such

instantiation, using a network flow framework to implement a NET algorithm

for uncovering smuggling networks.

1 Introduction

Many problems fit the following definition: given a network, properties associ-

ated with its edges or nodes, and partial information about these properties, can
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we find the missing information using the relationships defined by the network?

Figure 1: Finding the miss-

ing flows on this network is

easy

For example, finding the missing flow (repre-

sented by ?) in the network in Figure 1 is trivial

given the known information about the total flow

on the network and the flow on arc (1, 3). In this ex-

ample, the characteristic of interest is flow on each

arc; the partial information is the flow into the net-

work and the flow on arc (1, 3), and the missing information is the flow on arcs

(1, 2) and (2, 3). The problem described above: finding a collection of unknown

flows given a collection of known flows; is well-suited for NET. To address this

problem, we implemented an algorithm called BorderNET.

BorderNET is an instance of the Network Elucidation Template (NET), which

we introduce in this paper. BorderNET is a NET algorithm for a problem related

to illicit material smuggling. The concept of Template expresses the purely abstract

nature of NET, as opposed to a Network Elucidation Algorithm. A NET algorithm,

such as BorderNET, instantiates each aspect of the NET framework with problem-

specific constructs.

In BorderNET, only some flows of illicit material are assumed known. Other

flows are known within a range but not exactly. Border agents have notions of the

unknown flows that are more nuanced than is practical to include explicitly a priori

in the model. The goal is to find likely values for the missing flow information,

using information from the visible part of the network and knowledge possessed

by human operators, including knowledge not present a priori in the model.

The remainder of this paper is organized as follows. in Section 2 we describe

the application that motivates this NET implementation. In Section 3, we formally
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(a) A border situation: the
flows on the shaded portion
of the network are not ob-
servable

(b) The network in Figure 2
after pre-processing

Figure 2: A border before and after pre-processing. Flows are in tons per month

define NET and illustrate it with some other instances. In Section 4 we discuss how

an instance of NET is created for this particular problem. In Section 5 we discuss

the implementation of the algorithm with some computational results. Finally,

in Section 6 we point to other potential applications of NET of interest to us, as

well as to a framework for formally analyzing the convergence properties of NET

instantiations.

2 Illicit Material Flow Estimation with Partial Infor-

mation

The problem of estimating illicit material flow arises in the context of border en-

forcement. We model the asymmetry between what we can observe on our side

of the border, and what we can observe on the other side of the border. On our

side, we assume that we can produce reasonably good estimates of the flows of

illicit material, due to our ability to control law enforcement action, surveillance,

and other intelligence sources. On the other side of the border, obtaining this infor-

mation is much more difficult. We refer to this problem as the Border Smuggling
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Estimation (BSE) Problem, and to the algorithm we created to address it as Border-

NET.

Consider the network in Figure 2. This figure represents a border. The shaded

area of the border represents the portion of the network in another jurisdiction.

While we have a complete understanding of the topology of the network in that

area (we know all the roads, rivers, mountains, etc.), we can not easily produce ad-

equate estimates of the amount of illicit material (the network property of interest)

flowing through that portion of the network.

Consider the example on the left in Figure 2. In this example, the portion of the

network in our territory is only the node I, and the edges (G, I) and (H, I). Based

on our observations of this network, we know that the total flow is 7 tons of illicit

material. For the rest of the network, all we have are bounds on what that flow may

be. For example, we estimate that the flow on edge (A, C) is between 0 and 4 tons,

and the flow on edge (B, E) is between 1 and 8 tons. Notice that we have “per-

fect” information for edge (C, E). What me mean by this, of course, is not that we

know exactly how much flow there is on that edge, but that we can approximate

it reasonably well by the constant 2. This could be because of several reasons: col-

laboration with law enforcement in the foreign jurisdiction; intelligence gathering;

or sometimes through careful examination of other information in the network.

Simple pre-processing (expanding bounds from an edge backwards to edges

that feed into it) of the information contained in the left network in Figure 2 leads

to the network on the right. Also, pre-processing leads to conditions that, while

not expressed graphically, must be considered by a BorderNET implementation to

produce adequate candidate networks. To see this, define xij ≡ Flow on edge (i, j).

The constraint xEG + xEH ≥ 3 is implied, since xCE = 2 and xBE ≥ 1. Also, since

xGI + xHI = 7, xAB + xAC = 7. This last condition illustrates something else: if
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we know either xAB or xAC, then only the flow on edges (B, D), (B, E), (D, G), and

(E, G) remains uncertain (left for the reader to verify). Thus, pre-processing reveals

that in fact the BSE on this network is a much easier problem than the initial formu-

lation indicated. This is true of many optimization problems and motivates in part

the human-in-the-loop approach for BorderNET (and more generally NET). Work

can be split according to the following principle: the computer can enforce implied

relationships often difficult for humans to model explicitly; and after getting some

feedback, humans can tell the computer which regions of the search space are most

interesting to search.

Allowing users to model only some, but not all, of the constraints a priori, then

enhance the model iteratively, especially with the aid of visual feedback provided

by the computer, greatly expands the reach of current optimization technology.

This enables simple models to be built quickly using standard components and

augmented later, and it allows cuts that may not be valid inequalities for the entire

search domain, but only for the area of interest, to be added and removed by user

guidance.

Another service provided by BorderNET (and more generally NET) is to pro-

duce, by design, several alternative solutions close to the (unknowable) optimal

point. Doing so allows the operator to decide which characteristics are the most

important, without requiring the application-expert operator to have extensive

knowledge about the underlying modeling infrastructure. This design feature ad-

dresses two common shortcomings of traditional optimization procedures in prac-

tical environments: searching over practially equivalent solutions; and designat-

ing one solution as optimal while ignoring near-optimal solutions that may have

desirable characteristics.

In almost every application, there are pieces of information that can be used
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to produce better candidate networks, but which are impractical to include in an

a priori formulation of a model. A typical scenario where this may occur is this:

an organization involved with the smuggling operation has a trusted operative

residing at node B. An analyst learns of this information after the model has been

built, but does not have sufficient access or training to augment the model with this

new information. However, solutions contradicting this information are easy for

the analyst to spot. This is another example of how BorderNET takes advantage

of human feedback in novel ways. In BorderNET, the operator can express ideas

such as “produce more networks like N1 and fewer like N2”. The definition of like

is obtained from the user by reverse-engineering objective functions as describe in

Section 4.

In summary: finding the most likely flows is certainly difficult from a theo-

retical perspective. However, finding these flows can be aided by using the in-

formation encoded in the network relationships, which have been underused to

this point, despite the extensive literature on networks and inference. Further-

more, finding the most likely flows of interest can be more easily accomplished if

we competently combine computational power with an explicit, well defined role

for human interaction. The approach then, is to use the computer for extensive

data processing and mathematical search, and leave the human in charge of high-

level communication and control. In fact, although it may be difficult for a human

to see, only three networks are feasible for the problem in Figure 2. They are the

three networks in Figure 3.
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Figure 3: These are the only three networks that solve the problem in Figure 2.

3 NET: The Network Elucidation Template

The Algorithm in this paper, BorderNET, is an instance of the Network Elucida-

tion Template (NET). NET is a formal conceptual framework. Its underpinnings are

described in this section. This section concludes with a simple probabilistic analy-

sis of the convergence properties of NET, including one useful insight that should

be used when designing NET algorithms. In Section 4, we will show in more de-

tail how to construct a concrete algorithm based on NET for the border security

problem in this paper.

3.1 Definition

The unifying concept behind NET is continuous human-centric network inference.

More specifically, the following three aspects define a NET-based approach:

• NET uses information from observable portions of a network to infer charac-

teristics of interest in unobservable portions of the same network

• NET uses human guided search to update the model, constraints, or search

priorities

• NET does not aim to converge to a specific optimal point (since by assump-

tion the optimal point is unknown) – instead, it uses computation and human
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Figure 4: A Summary of the NET framework

knowledge in a cycle, to progressively improve the likelihood of producing so-

lutions in the neighborhood of the optimal point.

The network characteristics of interest may vary significantly from one applica-

tion to the next. Each set of characteristics may warrant a different set of algorith-

mic approaches. NET is the template defined by this unifying concept, continuous

human-centric network inference, and characterized by the components defined be-

low, regardless of the algorithmic considerations tied to a specific application.

NET can be summarized by Figure 4. NET provides a pure abstraction upon

which to design algorithms that take as input a Preliminary Structured Network

(PSN) and produce a small set of good Candidate Structure Networks (CSNs),

using interaction with a rule set and with an Operator. A Search and Evaluation

model chooses which network to analyze next, and confers with an Expert System

on feasibility aspects of the new network.

In BorderNET, the Expert System component is implemented using Linear Pro-

gramming and reverse engineering of objective functions; the Search and Evalua-

tion component is provided by the web service; The PSN is a network containing

best known bounds on flows on each edge; and each CSN is a feasible flow. The

Operator examines the collection of flows, picks the one that best suits their under-
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standing of the system, and communicates this information back to the algorithm,

which allows it to bias the search to produce more adequate networks.

3.2 Problem Structure

NET was designed for handling problems that are typically less precisely defined

than most optimization problems. Problems having the characteristics below are

well-suited for NET. We illustrate each characteristic with its instantation in the

context of the BSE:

• An interaction network

The problem to be studied must contain a strong element of interaction ef-

fects. These effects are typically easy for a computer to enforce, and easy for

humans to express, but difficult or tedious for humans to enforce. This cre-

ates a natural division of labor between human and machine that is central

to NET.

In the BSE, the interaction effects arise from the conservation of flow. Linear

Programming provides an analytical tool for very efficient computer enforce-

ment of flow conservation.

• A concrete constrained optimization problem with only a partially defined

computational representation

There must be a well-defined objective and a well-defined feasibility set.

However, it must also be the case that only a relaxation of the set is easily

expressible a priori within an existing analytical and computational frame-

work. When the entire description of the problem is known, much simpler

and more efficient approaches are possible. Conversely, when no formal set
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definition is possible, then there is no concrete role possible for the computer

and the underlying optimization is undefined.

In the BSE, conservation of flow constraints can easily be expressed mathe-

matically and computationally. However, there exists a significant amount

of tribal knowledge of border enforcement personnel regarding flow feasibil-

ity. For example: a border agent may know that a specific mountain range is

particularly treacherous and that a solution predicting a large amount of flow

along the corresponding edge is not reasonable. Representing the collection

of all this knowledge a priori presents a great challenge. Even when it is pos-

sible to model this knowledge, it is often expensive or impractical to do so.

Instead, we obtain that knowledge only implicitly using a NET framework.

• Human ownership of results through human-computer collaboration

For an algorithmic approach to be an instance of NET, humans must play

a large role in the search. This is, in the opinion of the authors, one of the

most innovative features of NET. It has long and often been recognized in

the modeling, IT, and business literature Hansen and Nohria (9); WEARS

et al. (19); Lichtenthaler and Ernst (15) that lack of ownership often results

in under-performance of analytical models, even when these models are cor-

rect. This is known as the “not invented here” effect, and NET is designed

specifically to address this.

In the BSE, the operator guides the search extensively, and is ultimately the

owner of the results produced. A different operator, with different back-

ground and biases, might produce different solutions from the same NET

algorithm.
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• Imperfect Information Exchange

Since not all details of the problem are modeled, it is assumed that the so-

lutions presented to the operator may be imperfect, and that the directives

provided to the model will also be imperfect. The analysis of the algorithm

in (Leo Lopes and Alon Efrat) specifically takes this into account in describ-

ing the conditions under which NET algorithms converge.

In BorderNET, the algorithm presents to the operator a collection of net-

works, all of which have feasible flows, but which may have practically non-

sensical flows. The reason we allow this to occur in NET is that the reasons

the flows are nonsensical may not even be clear to the operator until they see

the nonsensical solution. Thus, it is impossible to model those characteristics

out a priori. Instead, information coming from the operator in the form of

simple messages, such as “produce more networks like this one”, are used.

• Learning, both by machines and humans.

As the algorithm progresses, the quality of the solutions provided, defined

as the proportion of adequate solutions out of the total, should converge to

a constant 0 ≤ Q < 1. We should not expect Q = 1, since this would imply

that the model is completely specifiable. In that case, NET was perhaps not

the correct tool to use.

BorderNET is designed to reduce the number of nonsensical networks as more

interaction with the user takes place. However, some proportion of the net-

works will always be nonsensical, since incorrect networks are used as a

mechanism for communicating with users.
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Other NET instances, from other contexts, may involve different characteristics of

the network, such as costs, reliability, arc class, and node class. NET is a very

general framework that does not make any assumptions about problem character-

istics. Thus we use the word template to describe NET. In object oriented theory, a

template is used to define objects that operate identically on any class, but can only

be instantiated with the addition of the class it operates on, such as a set, or a search

algorithm.

3.3 Mathematical Formulation

In this section, we provide only the most basic mathematical definitions necessary

for referring formally to NET concepts within BorderNET. A more detailed analy-

sis of the mathematical properties of NET can be found in (Leo Lopes and Alon Efrat).

Mathematically, NET is related to several other well known frameworks. In

particular, it can be roughly classified as an active learning approach. It can be

defined given the following elements:

• x∗, the unknown optimal solution

In BorderNET, x∗ is the actual flow of illicit material on each road segment.

• ¯ is a parameter describing the operator’s best guess of the x∗, or a label for

x∗.

In BorderNET, ¯ is the objective corresponding to the selected network at each

step

• σ is a dispersion parameter measuring the operator’s confidence on their es-

timate ¯.
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In BorderNET, σ is updated implicitly in the algorithm based on whether the

user picks an incumbent network or another network.

• Ω is the set of possible ordered pairs (¯, σ) that describes the user’s knowl-

edge. Users with more knowledge have a less constrained Ω

In BorderNET, this is represented by the knowledge the user has of the net-

work. In one of the experiments in this paper (in Section 5) we will see that

if that knowledge is perfect the user can make the algorithm converge to the

correct solution with only very simple controls.

• Θ(¯, σ), a distribution of reasonable objectives for the underlying optimiza-

tion problem

In BorderNET, Θ is a distribution that models the costs of being apprehended,

as perceived by the smuggler.

• xξ , the proposed solution of the underlying optimization problem for a sam-

ple ξ drawn from Θ(¯, σ)

In BorderNET, this is the flow on each edge dictated by using a hypothesis

for the objective in the context of a minimum cost flow problem.

• fθ(xξ , x∗), a statistic of the distribution θ that incorporates a notion of dis-

tance between proposed solutions and the actual solution.

In BorderNET, f is the probability of producing networks whose flow vectors

are sufficiently close, in an inner product sense, to the actual flow vector x∗.
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Now we can formally define an objective for NET. It is:

min
¯,σ

fΘ(¯,σ)(xξ , x∗) (1)

s.t.(¯, σ) ∈ Ω (2)

Equation 1 describes our goal: to minimize a statistic of the distribution Θ that

measures an application-specific notion of distance between solutions generated

by NET (xξ) and the unknowable true characteristic of the system (x∗). Typically,

this function will measure the expected value of the euclidian distance between the

solutions, especially if x are vectors in a normed space. However, there are other

definitions which may be interesting. In particular, in applications centered around

Markov chains, we can use functions that measure the expected time spent in states

within a neighborhood of x∗; or renewal times of the states in that neighborhood.

Essentially, the function f should be instantiated for each application based on a

combination of analytical convenience and modeling relevance.

Equation 2 represents the knowledge of the operator of the NET algorithm.

Notice that Θ is a function of the algorithm, but Ωis a function of the operator.

From this formulation, it is easy to see that if two operators have knowledge sets

Ω1 and Ω2, and Ω1 ⊆ Ω2, then operator 2 should be able to produce results at least

as good as those of operator 1.

In BorderNET, this objective is instantiated as “How can we produce as many

networks as possible whose flow approximately match the actual flow on the bor-

der, given the Operators’ partial knowledge about the flow and the topology of the

network?”

It is sometimes useful to relate NET to traditional problems in statistics and

optimization. Equation 1 may seem familiar. If x∗ is known and appropriate as-
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sumptions can be reasonably made on Θ, then NET reduces to a Maximum Likeli-

hood Estimation problem. Notice however that in this case Equation 1 is not very

useful, since its obvious solution is to set ¯ such that xµ = x∗and σ = 0. The frame-

work’s value comes from situations where not all information is available, and in

particular x∗ is not simply unknown, but unknowable. The classification of NET

as an Active Learning method can also sometimes be useful. One can think of each

cycle of human interaction as a labeling request. However, there are significant dif-

ferences. In particular, NET relies much more heavily on human interaction and

much less on the existence of large data sets than typical active learning methods.

NET fits most neatly within the family of Human Guided Search Anderson et al.

(3); Lesh et al. (14), but is more precisely defined.

3.4 Convergence

What is novel about NET convergence is explicitly treating the important aspect

of false guidance. Since the operator does not in fact know where the optimum

is, they will produce bad steps with certain probability. So the fundamental ques-

tion is, even at the template level: what are the relationships between the length

and frequency of improving versus worsening steps that must hold to guarantee

convergence?

We will explore two aspects of NET convergence: convergence to a local op-

timum, which depends on the competence of the operator; and convergence to a

global optimum, which is better understood within the context of meta-heuristics

convergence results such as those for Simulated Annealing (SA).

We begin by describing the conditions necessary for local convergence of a NET

algorithm. Initially, consider a system where the following assumptions hold:
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1. At each step k, the user either guides the search in the correct direction, with

probability p, or guides it in the wrong direction, with probability 1− p, and

this probability is independent of k and θ. We call p the competence of the

operator, and 1− p is the operator error rate.

2. When the user guides the search in the correct direction, then E[
fθk+1

− fθ∗

fθk
− fθ∗

] =

q < 1. When the user guides the search in the wrong direction, then E[
fθk
− fθ∗

fθk+1
− fθ∗

] =

r < 1 (note the inversion in the quotient). Each of these constants is also in-

dependent of k and θ.

Under these assumptions Theorem 1 below is true:

Theorem 1 A NET algorithm converges to a local optimum if and only if, on av-

erage, at each improving step, the optimality gap is reduced by at least the

inverse of the average increase per worsening step elevated to the power of

the operator error rate.

proof: Since we assumed that q and r are independent of k, the expected gap

change at each iteration is the same: q with probability p; or 1
r with probabil-

ity 1− p. The algorithm will converge to a local optimum if and only if the

final gap after a sufficiently long sequence of improving and worsening steps

is 0, or, since q and r are independent of each other, if limk→∞ ∏k
i=1 qp 1

r
(1−p) =

0. Since q, p, and r are all positive, {(qp 1
r
(1−p))k} is a null sequence if and only

if qp 1
r
(1−p)

< 1 Knopp (13). The algebraic steps 1
r

(
q
1
r

)p
< 1 ⇐⇒ 1

r (qr)p <

1 ⇐⇒ (qr)p < r ⇐⇒ qr < r
1
p ⇐⇒ q < r

1
p−1 ⇐⇒ q < r

1−p
p complete the

proof �

The following corollary is immediate:
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Corollary: If an operator is as likely to be correct as they are to be wrong, then a

NET algorithm converges if and only if on average, each improving step is

more effective than each worsening step.

Proof: Set p = 1
2 in the final expression of Theorem 1 �

Even though these results are obtained using only minimal assumptions, it still

provides some useful intuition for algorithm design. Specifically: they imply that

convergence is not guaranteed, but instead depends on a minimal level of user

competence; they show that it is not sufficient for convergence that a user be correct

at least as often as they are wrong; finally they show that NET cannot converge

superlinearly, even with a perfect operator, since improvements are bounded by

the decrease rate, which we assume to be constant. Thus human guidance should

be used parsimoniously.

Under problem-specific circumstances, both human and machine learning oc-

cur, in which case stronger convergence results can be obtained by adding the

appropriate assumptions. One particularly interesting set of circumstances can be

described by stating that limθk→θ∗ qk = 1 (operators recognize when they are far

from optimum, but as they approach the optimum the solutions become progres-

sively harder to differentiate). A more detailed exploration of these and other cir-

cumstances is forthcoming in (Leo Lopes and Alon Efrat). The main point to em-

phasize in the analysis in this paper is that the convergence of the human-guided

portion of the algorithm is linear at best.

Next we look at global convergence. The main point is that once we have estab-

lished convergence to a local optimum, the difficulty remaining for global optimal-

ity is escaping local optima. To see why NET is able to always escape local optima,

it is useful to contrast the neighborhood structure in NET with that of SA, and how
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that neighborhood structure is used to prove global convergence. The analysis in

Hajek (8); Geman et al. (7) and other sources shows how to use a measure of the

depth of a local optimum: its objective value; along with the height of a subset of the

search space: an objective value below which all states in this subset lie; to cleverly

construct a sequence of ergodic markov chains containing an optimal point. The

two main aspects that make that result remarkable are much easier to handle in

NET, due in both cases to the presence of the human operator.

The first aspect is ergodicity, or the ability to reach a state from another state

after a finite number of steps, all of which have at most a given height. In the SA

context, handling ergodicity is complicated because the SA algorithm contains a

deterministic cooling schedule. In NET, the equivalent concept is not determinis-

tic. Instead, it is prescribed at every step by the operator. Since NET implementa-

tions can employ user feedback to decide whether to concentrate or disperse the

search, they can always make sure that an ergodic chain exists containing an opti-

mal point.

The second aspect is the neighborhood structure, which defines what states

are immediately accessible from other states. This is where the human interaction

makes the most difference. Human operators are especially capable at drawing

inferences and relationships between elements in ways that computers simply can

not currently do. Even when a given structure with which operators are familiar

with becomes ineffective as a neighborhood structure, they are able to find other

neighborhood structures to escape local optima. This is a phenomenon of which

AI researchers have taken advantage in remarkable ways von Ahn and Dabbish

(18). It enables us to cut away the most impractical aspect of the SA analysis, the

determination of the maximum depth of any state that is not a local optima, which

is needed in that analysis to determine the scaling constant of the cooling sched-
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Figure 5: The NET instantiation resulting in BorderNET

ule that allows an SA to escape the deepest local optimum. In NET, operators are

capable of identifying secants between valleys dynamically, by introducing neigh-

borhood structures that may only be valid locally.

4 BorderNET: a NET Algorithm

The algorithm instantiated from NET for the BSE, which we call BorderNET, uses

Linear Programming and flow conservation for the Expert System, and a random

search algorithm based on directional statistics for searching. It invokes POAMS

(Leo Lopes and Victor Foulk) as a modeling framework and Coin CLP as a solu-

tion engine. In this section, we first describe the algorithm and its interaction with

the operator, then describe each component in detail.

4.1 NET Instantiation

Figure 5 illustrates how each component of NET is instantiated in this algorithm

(please compare it with Figure 4). The explanation for each component is as fol-

lows:

PSN (Preliminary Structure Network) The system starts with a random feasible
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flow network, which is the incumbent until a better one is identified at the

end of a cycle.

CSN (Candidate Structure Network) and Human Interaction The Web Service in-

terface guarantees that only a human-manageable number (typically 8 Miller

(16)) networks are presented to the operator. The operator then selects a new

network if they perceive that the new network is better, which provides a

new ¯.

Search and Evaluation The algorithm searches for reasonable networks using a

random local search based on reverse-engineering objective functions from

solutions the operator has indicated as interesting, using a directional dis-

tribution on the unit sphere. The search along the unit sphere is sufficient

because typically, in optimization, the magnitude of the objective vector is

irrelevant). If an incumbent is selected at any step, ¯ is unchanged but σ is

decreased. If a new flow is chosen, the algorithm updates ¯ and leaves σ un-

changed. If none of the networks seem satisfying, the user can indicate this,

which causes σ to be increased. These controls were chosen to be as simple

as possible while maintaing ergodicity (every state is reachable from every

other state after a finite number of steps).

Expert System The algorithm guarantees that every generated network is feasible

using a simple, almost standard, Linear Programming model.

In this paper, there is not an explicit instantiation of the Experiment component.

The Experiment component always involves an action outside of the algorithm

itself. In an actual implementation of BorderNET, this component could include

further investigation of a particular geographical region; obtaining evidence; mak-
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ing phone contacts; or a variety of actions which are agency-specific.

There are other NET designs that may be applicable to this problem. For exam-

ple, if more knowledge about the actual geography is known, then this information

could be used in the Search and Evaluation module to improve the performance

of the algorithm. Many other enhancements are possible under each circumstance.

However, it is important to keep in mind that one of the important features of NET

is the ability to produce good results even in the absence of very sophisticated

models quickly, without requiring too much external expertise for model develop-

ment. This allows operators to quickly become productive with tools built around

NET algorithms. This is an important feature, especially since humans are often

capable of making the computer produce the structure they desire, even without

explicitly including that structure in the modeling constraints fed to the computer.

Another important aspect of the design of NET visible in BorderNET is the fact

that it is designed to partition tasks between human and machine so that learn-

ing by both is promoted. In many applications, it is often the case that humans

know more than they realize about a particular situation, because it is often diffi-

cult for humans to see the implications of the knowledge they have, or to describe

the entirity of their knowledge in a given language. At the same time, it is diffi-

cult for the computer to reproduce or detect patterns unless massive amounts of

data are available. However, given simple controls, humans can relatively easily

recognize patternsvon Ahn et al. (17) and tune algorithms Anderson et al. (3) so

that the desired patterns are produced, even when very little data are available.

This approach again distinguishes NET from other approaches. If large amounts

of labeled data are available, a more traditional supervised learning Hastie et al.

(10) approach may be more appropriate than NET.
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Algorithm 1 Generating each collection of Feasible Networks
. s: Stubbornness – optimizations to run before cutting κ0

. n: number of new networks to produce
. X: Set of flows produced in the previous iteration

1: procedure ITERATION(µ,κ,s,n,X)
2: N = ∅ . N: Set of new networks
3: κ0 = κ
4: i = 0
5: while |N| < 7 do
6: i = i + 1
7: if i modulo s = 0 then
8: κ0 = κ0/2
9: end if

10: c = Mp(µ, κ0) . Sample from von-Mises Fisher
11: x =minCostFlow(c) . Solve optimization with c as objective
12: if x 6∈ X ∪ N then
13: N = N ∪ {x}
14: end if
15: end while
16: end procedure

Each iteration of BorderNET is produced following the procedure in Algorithm

. It can be summarized as follows:

• An iteration starts with a given mean direction µ; concentration parameter

κ0 = κ (this is the dispersion parameter of the von-Mises Fisher distribution

in p dimensions, Mp(µ, κ), and plays the role of the confidence parameter σ in

NET); and list of networks generated in the immediately preceding iteration

(empty at first iteration) L.

• Sample from Mp(¯, κ0) until either a prescribed number n of networks is pro-

duced or a “stubbornness” threshold s is reached. Whenever s is reached, cut

κ0 in half.
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Figure 6: Screenshots from the BorderNET application

4.2 Operating the Algorithm

The algorithm is available at the URL below:

https://senna.sie.arizona.edu/webapps/BorderNET/

Figure 6 is a screenshot from the actual application. The reader may replicate our

experiments by addressing the address above and working on the network in Fig-

ure 7. There is no limitation in the current program regarding the size of the net-

work. However the version at this address is designed to be manageable in typical

Web Browser resolutions at the time of the publication of this paper, around 1280

by 1024. For larger networks, special care has to be given to display technology, or

scrolling becomes an issue.
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Figure 7: Known information for the network in the BorderNET demo

When the URL above is invoked, a new session is started with a few random

networks (Figure 6). The top network contains all the information fed a priori to

the optimization procedure. The next network is the “incumbent”, the network

selected as the best in the previous iteration. After this network, a number (always

fewer than 9) of other networks appears. The user is given four controls:

• Select the incumbent as preferred

In this case, it is assumed that the algorithm was able to produce adequate

alternative networks, but that there is something about the incumbent that

the operator would like to preserve. As a result, the dispersion parameter

is cut in half (implementation detail: in this particular implementation, the

concentration parameter of the von-Mises Fisher distribution is duplicated).

• Select a network other than the incumbent as preferred

The new network now becomes the incumbent, and the dispersion parameter

is left unchanged. This has the result of changing ¯ to whatever the objective

used to generate the selected network was (leaving σ unchanged).

• Indicate that none of the networks, not even the incumbent, is satisfying

In this case, the dispersion parameter is duplicated (implementation detail:
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in this particular implementation, the concentration parameter of the von-

Mises Fisher distribution is cut in half)

• Change the bounds on an edge

This is not used in the measurements below. This implements the NET op-

eration of replacing the CSN. It is assumed that this would occur when the

operator realizes that a logical relationship is present after seeing it. At this

point, they would only like to see networks containing this feature.

4.3 Defining Feasible Networks

In NET, it is the Expert System’s job to determine whether a candidate design is

feasible or not, according to the knowledge currently in the system. BorderNET,

the most important characteristic is flow conservation. Thus we use a slight vari-

ation of the standard Linear Programming formulation of the min-cost flow prob-

lem. We first briefly describe the part of the formulation that is standard. Then we

explain our deviations.

The Minimum Cost Flow (MCF) problem is a standard fixture of Network and

Combinatorial Optimization. For an excellent source for detailed information on

the MCF, including non-LP based algorithms, useful theorems and the relation-

ship between MCF and other basic combinatorial optimization problems see Cook

et al. (4). The standard MCF is defined on a network G(V, E), where V is the set of

vertices and E ⊆ V ×V is the set of edges. Special vertices s and t in V are desig-

nated respectively the source and sink; and capacities ue and costs ce, ∀e ∈ E are all

known. The goal is to determine flows xe, ∀e ∈ E such that ∑e∈E cexe is minimized,

and the total flow on the network is f .

Our version has only two small differences, motivated by our imperfect knowl-
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edge about the characteristics of the network. First, we add a lower bound on the

flow on each edge, le, to model the fact that this information may be known. Next,

for each iteration k, we use stochastic cost vectors ¸ drawn from Mp(¯k, κk). We

use each vector to bias the search towards networks that operators know are good,

even if they can’t explain why. The problem of producing feasible network flows

xξ ∈ R|E| can then be enunciated as:

xξ = arg min ∑e∈E ξexe

s.t. ∑(e,v)∈E xev −∑(e,v)∈E xve = 0, ∀v ∈ V \ {s, t}

le ≤ xe ≤ ue, ∀e ∈ E

(3)

Notice that Equation 3 is a generalization of the shortest-path and maximum-flow

problems. It can not quite be reduced to a shortest-path problem, even though net

flow on every vertex except the source and the sink is zero, since the flow bounds

applied to each edge are allowed to be different than 0 and 1. It can also not be

reduced to a maximum flow problem, even though any balanced flow is feasible,

since the objective is not unitary for each edge.

4.4 Directing The Search

In BorderNET, the user can bias the search by selecting specific networks and di-

recting the algorithm to produce similar networks. Since the effect of changing

bounds is straightforward within the context of the MCF, we do not discuss it here.

However, the effect that a family of biased objectives has on the family of solution

of optimization problems has not, to the best of our knowledge, been systemat-

ically studied in the literature. Thus we feel we need to justify that this design

component of the algorithm is effective. We believe that a formal study of these
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effects, which we term “Statistical Sensitivity Analysis”, is worthy of further exam-

ination, but beyond the scope of this paper. Thus we designed a relatively simple

experiment that shows that the effects of biasing the objective are significant. This

experiment and its outcome are described below.

To generate test networks, we use a proprietary digraph generating algorithm

that guarantees that flow restrictions put on each edge remain feasible. While

many methods for creating random digraphs exist, none can make this guaran-

tee. Furthermore, some methods, like the Erdös-Renyi procedure or methods for

generating scale-free Holme and Kim (11) networks often generate long sequences

of nodes of degree 2, which are not very interesting for flow problems.

First, we will confirm empirically the intuitive notion that producing “related”

objectives leads to “related” results. To this end, consider the following two exper-

iments:

4.5 Experiment 1

The goal of this experiment is to establish that the solutions to network flow prob-

lems whose objectives are produced from a von-Mises Fisher distribution Kanti

V. Mardia and Peter E. Krupp (12) strongly concentrated on a vector µ (i.e., bi-

ased solutions) will produce networks that are more similar to each other than to

networks produced from a distribution centered on 0 (unbiased solutions). The

(p− 1)-dimensional von-Mises Fisher distribution with mean ¯ and concentration

parameter κ, Mp(¯, ˇ), has many desirable properties for this application: it is fairly

inexpensive and relatively simple to simulate A. T. Wood (1); its colatitude (mean

angle between simulated vectors) has a mode different than 0, which results in a

“crowning” effect (illustrated nicely in Kanti V. Mardia and Peter E. Krupp (12),
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(a) Flows from unbaised dis-
tribution

(b) Flows from biased distri-
bution

Figure 8: The distribution of cosines using unbiased and biased balls is approxi-
mately normal.

Figure 9.5); it generalizes the uniform distribution on the unit ball; and is always

symmetrical about ¯.

To establish that the choice of similarity has an effect, we will compare two

random variables:

Cb mean cosine between two random solutions xξ in the concentrated class.

Cu mean cosine two random solutions xξ in the unbiased class (uniformly dis-

tributed over the unit ball).

The choice of the cosine is useful for measuring similarity for three reasons: first,

the cosine increases only when flows are present in both vectors; second, it elimi-

nates scale of individual edge flows as a factor in measuring how close two vectors

are (as opposed to a straightforward inner product); and third, it mostly retains its

notion across dimensions. Figure 8 shows that both random variables are normally

distributed. The experiment is described in more detail below.

1. Generate two sets U and B of n objective functions each (each element is itself

a vector). In our experiment each of these vectors has 4000 elements. The set

U is uniformly distributed over the unit sphere Donald Knuth (6), while the
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Figure 9: A randomly generated network with 60 nodes and 105 edges

set B is biased, using the von-Mises Fisher distribution with concentration

parameter 360, which produces a “crown” of vectors with an angular mode

of about 30 degrees with the mode vector, for vectors of dimension 105. This

“crowning” effect is characteristic of the von-Mises Fisher distribution.

(a) Solve each problem. Let the solution vectors be xu
i and xb

i , for i ∈

1, . . . , n. Create sets Ū and B̄ from these vectors.

(b) Sample, with replacement, two random vectors Xu
1 and Xu

2 from Ū and

let Mbi ≡ cos(Xu
1 , Xu

2 ). Repeat for B̄.

(c) Draw samples from the populations U and B and perform inference on

the means of these populations.

Our null hypothesis is that Cb = Cu. We reject this hypothesis with 99% confidence,

(t-values typically in the 5 to 7 range), for an experiment with 500 samples in each

class, on the randomly generated network with 60 nodes and 105 edges in Figure

9.

It is interesting to note that even though the difference in means is statistically

significant, it is relatively small. This makes intuitive sense. The intuition can

be drawn from the fact that bounds are positive, and more restricted than imme-

diately apparent to a human observer, by the network structure and the known

bounds. Thus, a flow of -20 is not going to be produced by a correct model, so
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cosines close to -1 are not very likely to appear. As the dimensionality increases,

many more feasible flows occur, often carried along a very different set of edges.

Thus, we should expect many of the flow vectors to be almost orthogonal to each

other. This orthogonality captures the correct human intuition: networks whose

flow designs do not share arcs are not related to each other.

Another concern with the experiment is whether the networks generated have

a sufficient number of distinct optimal feasible flows to provide diversity between

the two populations. We checked this also. Typically, of the 4000 bases generated

for each set, roughly 3200 were unique. Between B and U, there were typically

roughly 5200 distinct bases (only roughly 800 bases appeared in both sets). These

numbers of course changed with every run of the experiment, but the variance was

low from one run to the other, so we did not explicitly analyze it.

5 Results

At this initial stage, our primary concern is to establish that BorderNET can be

effectively guided using only the simplest of controls described in Section 4. To

show this, we devised the following simple two-step experiment

5.1 Experiment 2

1. Start with a complete, known network, but only input parts of the network

to the algorithm. This is the network in Figure 10.

2. Guide the algorithm to the correct network.

Several colleagues were asked to replicate the experiment. In every case, humans

are able to make the algorithm converge in only a few iterations. We compared the
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Figure 10: The goal network for the usability experiment.

human results with randomly generated directions replicating human behavior.

Due to the limitations of the current user interface, we had to work with the rela-

tively small network in Figure 10. It is easy for the reader to repeat the experiment.

Notice that our goal in this experiment is not simply to show that we can repli-

cate the network. This is easily done by solving a simple linear program using

Inverse Optimization Ahuja and Orlin (2). It is also not to claim that the set of

controls allowed in the experiment is particularly efficient. Our primary goal is to

establish that the human guidance has a measurable effect in this system, even if

the operator is given only the sparsest of controls, and no time to train. In other

words, it is important to establish that the algorithm was not arriving at the correct

network simply by accident. This can happen with some frequency given that each

pair of iterations in Algorithm 1 produces at least 14 distinct solutions (7 each).

To establish that guidance was effective, we compared the number of iterations

required by the human operators to generate the correct network with the num-

ber of iterations needed to generate the correct network using the application of

random controls. An iteration is defined as presenting a collection of 8 networks

(including the incumbent) to the operator.

For the human population, we collected 31 samples. The number of samples

is relatively small to avoid biasing the results with learning effects. We observed
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Human Random
Mean 5.13 14.1

Standard
Devia-

tion
0.7 0.88

(a) Distribution of 31 hu-
man iterations

(b) Distribution of 1400
random iterations

Figure 11: The human distribution and the random distribution of iterations, with
and without immediate solutions removed

that human operators quickly learned which incumbent networks would lead with

high probability to the correct answer at the next iteration. This effect is expected

and desirable during regular operation of a NET-based system. However, it makes

the statistical analysis of whether a non-expert can effectively guide a search us-

ing only reverse-engineered objectives more complicated, by introducing the extra

variable of whether an operator is trained for a specific problem. Alternatives to

this design raise many other questions (engineering questions as well as social

science questions), such as: when training effects become significant; or whether

operator’s incentives for elucidation are appropriate for the taskvon Ahn and Dab-

bish (18). These questions are left for future research. This design is also especially

easy to replicate, since the entire system is available over a web service, allowing

interested readers to confirm these results themselves.

For the random search, the amount of data to collect is only limited by com-

puter power. Running many simulations allows us to produce a distribution on

the performance of the random search against which the human data can be mea-

sured. We ran 1000 iterations of the random selection process.

Figure 11 summarizes the results. Guided performance is between twice and

three times as effective as random performance, even on this relatively simple net-
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work, and with very limited controls. Despite the non-normal nature of these

functions, the comparisons are clearly significant, since the means are many stan-

dard deviations away from each other. While the shapes of the distributions seem

markedly different, there isn’t enough data in the human sample to reject the hy-

pothesis that they come from the same distribution.

5.2 Summary

The summary conclusions from experiments 1 and 2 are:

• reverse-engineering of objective functions is effective at capturing the general

nature of the solution of an optimization problem

• Using the von-Mises Fisher distribution to sample objective vectors is effec-

tive at producing a mix of similar solutions to optimization problems that

can be recognized and utilized by human operators to guide optimization

procedures.

6 Conclusions

People often know more about a situation than they realize, until they see some-

thing they recognize. In addition, almost always the people who possess the deep-

est knowledge about a problem are not adequately trained to create effective mod-

els to address those problems. Thus, a framework allowing users to guide op-

timization models without explicitly using the technical language in which the

models are defined can greatly benefit their community, as well as expand the role

of optimization in modern academic and business environments.
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This research offers NET, a novel formal framework, to enable such guidance.

While human-guided search is an active research area, it has mostly focused on

well-defined problems. This research represents the first contribution of a com-

plete framework specifically designed for use when not all of the problem defini-

tion is explicitly available. Our contribution includes both formal and illustrative

definitions of all the necessary components needed to define the framework.

We also present a new algorithm, BorderNET, for a new specific problem, the

network elucidation of flows across a border under partial information, using ex-

pertise only available through human collaboration. Creating models to address

this problem, and especially tools that can be deployed anywhere and used by

anyone, regardless of background in modeling, can be of great value to any oper-

ator interested in flows on complex systems, especially in border security, systems

biology, law enforcement, and financial auditing.

The results in this paper are encouraging. They establish that directional distri-

butions can be used effectively to generate families of related solutions, and that

human operators can use that framework to communicate preferences in an opti-

mization modeling context, even given extremely coarse controls. This effective-

ness can be greatly improved using combinations of currently available as well as

new methodology. Some extensions that could greatly improve this application as

well as expand the feasibility of NET approaches include:

• Combining polyhedral-based approaches with sampling from directional dis-

tributions for producing neighboring solutions. In this example application,

the problems are sufficiently simple that we can solve hundreds of thousands

of linear programs per hour. In general, this can not be assumed.

• Machine learning approaches to identify common features among networks
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selected by the user.

• More sophisticated user interface controls that allow users to label only por-

tions of the network as attractive, and that use more advanced platforms for

Human-Computer communication Dietz and Leigh (5) than the simple web

service in this example.

• Linear programming sensitivity analysis approaches based on operator-specified

directional distributions on parameter data and sampling, in contrast with

traditional approaches which consider changes in only one direction at a

time.

There are many important questions raised by this research whose answers reside

outside the traditional Computer Science and Operations Research domain. In

particular, it is important to understand whether collaboration can be encouraged

and productivity enhanced by combining the knowledge of multiple human oper-

ators with the search capability of the modern computing infrastructure. Also, can

optimization and visualization together be used as a teaching tool, interactively,

to improve human operators’ ability to see relationships that they undertand, but

would otherwise not consciously be able to describe?

Ultimately, NET is a modeling framework that will eventually enable more

business and more people to take advantage of the incredible advances that op-

timization technology has made over the last century, by incorporating extensive

computational ability; explicit modeling of uncertainty; and human-centric knowl-

edge to improve operations in many domains.
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To the editor:

Biological interaction networks are an increasingly important research tool for systems

biology investigation.  Analysis and data integration with interaction networks has

become dramatically more accessible to researchers due to network visualization and

analysis tools1,2 such as Cytoscape3, the widely popular open-source software.  Cytoscape

provides a platform to visualize experimental data in the context of molecular interaction

networks and offers numerous plugins for analysis, management, and import of data4.

Although Cytoscape supports many data exchange formats also widely supported among

interaction databases, not all databases represent interactions in the same way,

particularly with respect to the identifiers used to represent genes.  Thus, obtaining an

integrated interaction map for a species of interest is a daunting task. BioNetBuilder5 is an

open-source client-server Cytoscape plugin that addresses this issue by integrating the

major molecular interaction databases directly in a user’s Cytoscape environment.

BioNetBuilder now provides access to BIND6, BioGrid7, DIP8, HPRD9, IntAct10,

KEGG11, MINT12, and MPPI13 and provides its users the capacity to integrate any

combination of interactions by type (e.g., protein-protein, protein-DNA, pathway

interactions, etc.) available from these sources into one global network. Figure 1 shows a

large disparity in the total number of integrated interactions available from the above

interaction sources for these eukaryotic model organisms.  It is clear that the majority of

interactions have been identified in Human, Fly, and Yeast, but other model organisms

have limited coverage.
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To address the need for interaction data in other systems, methods have been

developed to transfer interactions across species, and a few databases provide interaction

lookup services for such data.  However, for biologists the bioinformatics required can be

a bottleneck, and there is currently no user-friendly way to obtain an integrated cross-

species genomic interaction map in an arbitrary species of interest. To overcome this

problem, we have computed integrated interolog (interaction homolog) networks for each

species represented in the NCBI HomoloGene database, using all interactions in the

databases listed above. As seen in Figure 1, several eukaryotic model systems that before

had relatively few interactions, now have interactome networks comparable to that of the

interaction-rich model systems.  We estimate confidence scores for interologs using joint

sequence identity as described by Yu and colleagues14 and integrate the scores taking into

consideration evolutionary conservation (see supplemental methods).  For each species,

we offer the interolog interactions integrated with all existing interactions preloaded into

webstart applications of Cytoscape for immediate academic use at

http://err.bio.nyu.edu/cytoscape/interolog. The resulting networks provide a user-

friendly ‘one-stop-shop’ for eukaryotic model organism researchers interested in selecting

from diverse types of molecular interactions preloaded in Cytoscape directly on their

computer and ready for analysis.  Furthermore, these networks come bundled with

BioNetBuilder and thus a rich variety of tools and web resources via the Gaggle15 and the

cytoscape plugin architecture.
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Figure 1. The number of interactions by species integrated from BIND, BioGrid, DIP,

HPRD, KEGG, IntAct, MINT, and MPPI (orange) along with the number of

interactions when these sources are integrated along with the interolog-derived

interactions (green).
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Supplemental Material

Interologs are computed pair-wise by looking up orthologs of a given pair of interactors in

a local installation of the NCBI HomoloGene database. Scores between 0 and 1 are

assigned according to a scoring heuristic as follows.

For a pair of interacting proteins A-B in a network from a source species, we first lookup

orthologs in HomoloGene A’-B’ for the target species. Then joint sequence identity JI is

computed as the geometric mean of the sequence identities of the orthologous pairs as

described by Yu et al.1:

€ 

JI = IdA * IdB

Interaction databases often contain multiple records for the same interaction. Because of

this, we adjust the confidence value for an interaction from the same source based on the

number of times m an interaction was recorded in that source (c=0.5 if the source does

not provide a confidence value):

€ 

cs =min(c)1/2
m

If JI is greater than the cutoff for inclusion (30% for Protein-DNA interactions, 40% for

all other interaction types, derived from the Generalized Interolog Mapping analysis1),

the interaction is deemed transferable and the confidence value cs from the source

database is adjusted to yield an interolog score s:

€ 

s = cs * JI
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If JI > .8, we set JI = 1 in the above since, as demonstrated by the Generalized Interolog

Mapping analysis, interactions with at least 80% joint sequence identity transferred with

100% confidence for a number of species.

In the same way the STRING2 database integrates interaction data from multiple

sources, we integrate scores for the same interolog from the same species from different

sources by:

€ 

s =1− (1− si )
i
∏

Finally, interaction scores S are computed by integrating the average of the integrated

interolog scores from all n species for which an interolog has been computed:

€ 

S =
s

s+
1
n

This has the effect of increasing confidence scores of interactions for which interologs

have been identified in many species and reducing the score of interactions for which

interologs have been identified in relatively few species.  We associate a representative

source database identifier and PubMed identifier of the publication reporting the

interactions with the interolog-derived interactions when possible and make those

available as interaction attributes in Cytoscape.

1. Yu, H. et al. Annotation transfer between genomes: protein-protein interologs and
protein-DNA regulogs. Genome Res. 14, 1107-1118 (2004).

2. Von Mering, C. et al. STRING: known and predicted protein-protein
associations, integrated  and transferred across organisms. Nucleic Acids Res. 33,
D433-D437 (2005).
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BioNetBuilder2.0: Bringing Systems Biology to Chicken and other Model

Organisms
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Abstract

Background

Systems Biology research tools, such as Cytoscape, have greatly extended the reach of

genomic research. By providing platforms to integrate data with molecular interaction

networks, researchers can more rapidly begin interpretation of large data sets collected for

a system of interest.  BioNetBuilder is an open-source client-server Cytoscape plugin that

automatically integrates molecular interactions from all major public interaction

databases and serves them directly to the user’s Cytoscape environment. Until recently

however, chicken and other eukaryotic model systems had little interaction data available.

Results

Version 2.0 of BioNetBuilder includes a redesigned synonyms resolution engine that

enables transfer and integration of interactions across species; this engine translates

between alternate gene names as well as between orthologs in multiple species.

Additionally, BioNetBuilder is now implemented to be part of the Gaggle, thereby

allowing seamless communication of interaction data to any software implementing the

widely used Gaggle software. Using BioNetBuilder, we constructed a chicken interactome

possessing 72,000 interactions among 8,140 genes directly in the Cytoscape environment.

In this paper, we present a tutorial on how to do so and analysis of a specific use case.

Conclusions

BioNetBuilder 2.0 provides numerous user-friendly systems biology tools that were

otherwise inaccessible to researchers in chicken genomics, as well as other model systems.
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We provide a detailed tutorial spanning all required steps in the analysis.  BioNetBuilder

2.0, the tools for maintaining its data bases, standard operating procedures for creating

local copies of its back-end data bases, as well as all of the Gaggle and Cytoscape codes

r e q u i r e d ,  a r e  o p e n - s o u r c e  a n d  f r e e l y  a v a i l a b l e  a t

http://err.bio.nyu.edu/cytoscape/bionetbuilder/ .

Background

Molecular interaction databases have made searching for interactions between interesting

genes easier, and have thus brought countless new hypotheses to the work of researchers

around the globe.  Standardized data exchange formats such as PSI-MI (Kerrien et al.,

2007b) and BioPAX (Luciano, 2005) have facilitated communication of large amounts of

data, stretching the reach of genome- and proteome-wide interaction data in biological

research. The usefulness of these data to researchers has been dramatically enhanced by

Cytoscape (Shannon et al., 2003), the popular network visualization and analysis

software, which provides a platform to integrate and visualize data in the context of

molecular interaction networks (Cline et al., 2007). Although data exchange formats are

widely supported among interaction databases, not all represent interactions in the same

way, particularly with respect to the identifiers used to represent the genes. BioNetBuilder

(Avila-Campillo et al., 2007) is an open-source client-server Cytoscape plugin that

addresses this issue by integrating molecular interaction databases, the Gene Ontology,

and Gaggle-enabled tools to generate and serve whole or partial networks to a user’s

Cytoscape environment.
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In version 2.0 of BioNetBuilder, we have made significant improvements to

expand the volume and usability of interaction data for Cytoscape users.  To begin, we

added the IntAct (Kerrien et al., 2007a), MINT(Chatr-aryamontri et al., 2007), and

MPPI (Mewes et al., 2008) interaction resources. The list of integrated databases now

includes BIND (Bader et al., 2003), BioGrid (Breitkreutz et al., 2008), DIP (Salwinski et

al., 2004), HPRD (Mishra et al., 2006), IntAct, KEGG (Kanehisa et al., 2008), MINT,

MPPI, and Prolinks (Bowers et al., 2004). The integration of these network data is made

possible via a new synonyms-resolution system that provides a means of translating

between the many different identifiers used by each individual database or tool. The

synonym translator provides mappings for gene/protein identifiers based largely on the

RefSeq (Pruitt et al., 2007) and iProClass (Wu et al., 2004) databases. While the previous

version of BioNetBuilder allowed users to assign a variety of alternate gene/protein

names as node attributes in Cytoscape, networks could only be constructed with Refseq

protein GI numbers as the Cytoscape node identifiers.  This was limiting because present

versions of Cytoscape do not allow users to exchange node identifiers for node attributes,

and many downstream analysis tools operate only on node identifiers. The second major

improvement in version 2.0 is that BioNetBuilder now allows users to select from a

diverse list of id types to set as the Cytoscape node identifiers; this greatly increases the

interoperability of our tools with other downstream analysis (such as Gaggle-enabled tools

and other Cytoscape plugins). This interoperability was a key prerequisite to our third

main improvement, which is that BioNetBuilder 2.0 is now Gaggle enabled (Shannon et

al., 2006).
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The Gaggle is a cross-platform data integration system, designed to allow seamless

shuttling of biological data across applications.  BioNetBuilder 2.0 can construct

interaction networks based upon data received from any resource with a plugin that

implements the Gaggle framework, including but not limited to: Cytoscape itself; MeV, a

data matrix viewer for navigating and plotting high throughput experimental data; R, the

open-source statistical computing software; MatLab, the scientific computing software;

and the web browser Firefox, which enables communication with KEGG, STRING (von

Mering et al., 2007), and DAVID (Huang da et al., 2007).  Additionally, information

from networks constructed with BioNetBuilder can be used to transfer data to any of the

fore-mentioned resources using the Cytoscape Gaggle plugin CyGoose.

The fourth and most significant improvement to BioNetBuilder 2.0 is that

interactions can be transferred across species.  Although more than 500 species are

represented in BIND, BioGrid, DIP, HPRD, IntAct, MINT, and MPPI, most model

organisms, including chicken, have relatively little interaction data available. To address

this problem, all interactions in the databases listed above were used to compute

integrated interolog networks for many eukaryotic model systems, including chicken

(Konieczka et al., 2008).  An interolog, or interaction homolog, of a pair of interacting

proteins (A,B) can be faithfully transferred from one species to another if the orthologs to

(A,B): (A’,B’), share at least 80% joint sequence identity to (A,B) (Yu et al., 2004).  As

reported by Konieczka et al. (Konieczka et al., 2008), coverage of the chicken

interactome improved dramatically when interolog-derived interactions were included.
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To facilitate the use of BioNetBuilder 2.0 and Cytoscape by researchers who may

have little formal bioinformatics experience, here we provide a tutorial on how to use

BioNetBuilder 2.0 to download and use a custom chicken interactome.  In the first

section, we describe step-by-step construction of a customizable interactome for chicken.

In the second section, we show how to integrate a sample microarray data set into the

network and apply a method for extracting relevant subnetworks.  Finally we discuss how

to use information in a subnetwork to generate novel biological hypotheses.

Methods

BioNetBuilder 2.0

BioNetBuilder consists of a client, explained further below, and a Java servlet as explained

in greater detail by Avila-Campillo et al. (Avila-Campillo et al., 2007). A major change in

the version 2.0 client and servlet came as a result of an upgrade of the Apache XML-

RPC to the latest version (3.1).  This paved the way for critical changes to the way

interactions are passed across the web.

Another major change in version 2.0 lies in how interactions are stored.  In the

original version of BioNetBuilder, design was centered on flexibility for developers to add

new interaction resources.  In version 2.0, we have added the constraint that the internal

node identifiers for any interaction resource be RefSeq protein GI numbers.  This is

because our Synonyms Resolution engine, largely powered by the iProClass database,

refers every id type translation through RefSeq protein GIs.  Although this has the

disadvantage of losing interactions from some databases, we have found these losses to be
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relatively negligible. Advantages however, include significant improvements in the speed

of database access, as well as several advantages for new developers trying to understand

the BioNetBuilder code required to add custom databases. BioNetBuilder 2.0 also allows

client-side users to select the id types to be returned to Cytoscape (or any other tool

querying the BioNetBuilder back-end database).

The Synonyms Resolution engine  (now centered on RefSeq protein GIs) can also

be used to translate interactions across species via the Interologger.  This engine

incorporates a local installation of the NCBI database HomoloGene and recently the

orthology database InParanoid (Remm et al., 2001). Interologs are computed and

integrated as described in Konieczka et al. (Konieczka et al., 2008), and stored in the

BioNetBuilder 2.0 database so they can be served to the client seamlessly along with other

data services.

Microarray Data

Epiblast, primitive streak, and mesoderm cell layers from Hamburger-Hamilton stage 4

white leghorn chicken embryos (Hamburger and Hamilton, 1992) were microdissected

and pooled into 3 respective tissue samples.  RNA was extracted, amplified, labelled and

hybridized according to standard kits and protocols by the Genomics Research

Laboratory at the University of Arizona. Hybridizations were performed using a custom

20,460-feature long oligo microarray.  A standard wheel design was used for comparing

three samples, in which each sample is compared to the other, with a dye swap for each

comparison, for a total of six microarray chips. To normalize the results, a custom

pipeline was written in the R statistical computing language.  Within-chip normalization
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was performed using the R package OLIN (Optimized Location- and Intensity-

dependent Normalization) (Futschik and Crompton, 2005).  The False Discovery Rates

were then computed for each spot based on intensity- and location-dependent bias.  Spots

demonstrating a bias were removed from downstream analysis.  Having normalized spots

within chips, standard libraries in the R BioConductor package were used to normalize

between chips (Bolstad et al., 2003). Finally, linear models were fit to the normalized gene

expression data using the limma library, which computes log2 fold-change, indicating the

direction and quantity of the differential gene expression between the samples, summary

statistics including T- and B-statistics, and the adjusted p-value that takes into account the

false discovery rate (Smythe et al., 2003).

Results and Discussion

To illustrate the utility of BioNetBuilder 2.0 to researchers working with avian

models, we will use it to create a chicken interactome containing 72,000 interactions

among 8,140 genes, with interactions mapped from all sources listed above (Figure 1).  To

demonstrate one of many possible interoperative tools, the following tutorial takes the

user step-by-step through the process of construction, use, and analysis of this interactome

using the jactive modules Cytoscape plugin. This example uses all interactions available

for chicken, and depending on the computer, the entire tutorial can take several hours to

two days to complete. We therefore also provide precomputed files for download to allow

users to skip the most time consuming steps. We also illustrate an alternate use-case in the

supplemental material, using a subset of interaction data that demonstrates another way
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in which BioNetBuilder can be used without the overhead of constructing and analyzing

the entire interactome.

Building a Custom Chicken Interactome with BioNetBuilder 2.0

Before getting started, download and install Cytoscape 2.6 from

http://www.cytoscape.org. We encourage new users to go through the Cytoscape

bas i c  on l ine  mater ia l s  (h t t p : / / c y t o s c a p e . o r g / c g i -

bin/moin.cgi/Presentations/Basic), which are well designed to acclimate users to

the Cytoscape environment and its basic functions. You will also need data from the

supplemental data package for this tutorial: BioNetBuilderData.tgz.  Unpack the file by

double clicking it, and a directory called “BioNetBuilderData” will be created.  Refer to

this for files needed throughout the tutorial.

Next, launch Cytoscape 2.6 and install the BioNetBuilder2.0 plugin and a plugin

called jActiveModules (Ideker et al., 2002).  This can be accomplished manually or

through the Cytoscape plugin manager.  To load plugins through the plugin manager,

click the Plugin drop-down menu and select Manage Plugins. This will open the

“Manage Plugins” window, showing a list of plugin types available for installation.  Click

the arrow next to the Analysis folder to open it, select jActiveModules, and click

Install.  Then click the arrow next to the Network and Attribute I/O folder to open

it, select BioNetBuilder2.0, and click Install.  To install BioNetBuilder 2.0 manually,

d o w n l o a d  t h e  p l u g i n  f r o m

http://err.bio.nyu.edu/cytoscape/bionetbuilder/downloads.php and place
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the bionetbuilderClient.jar file in the “plugins” directory found inside your Cytoscape

application folder.

Restart Cytoscape, and you are ready to begin the tutorial for building a custom

chicken interactome:

1. Under the Plugin drop-down menu, you should now have an option to select the

BioNetBuilder Wizard… button to launch BioNetBuilder. Type “gallus” in the

“Species search string:” text box and click Search .  The filename

“SpeciesName=Gallus gallus, TAXID=9031” will be returned in the text area

below; select that line in the text area (Figure S1A) and click Next >.

2. The Node ID type selection pane should now be visible with five ordered options

for selecting Node ID types.  These are used for selecting your preference for node

identifiers.  If all nodes are available in the first priority you set, these are the only

id types that will be present in your network.  However, if a node does not have

that option available, it refers to the second priority you set, and so on.  If none of

your priorities can be found, the node will not be created. As mentioned above,

the default identifier type for nodes in BioNetBuilder is Refseq Protein GI

numbers (GI).  To guarantee return of all nodes and interactions available, set

“GI” as the first priority ID type. However, for this tutorial, we will need to have

all of our node identifiers as Entrez Gene UID numbers.  Select GeneID for

each of the 5 options (Figure S1B), then click Next >.
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3. You will now see a pane for selection of Node Sources for your Biological

Network (Figure S1C). We will not use this for the main tutorial, so you can click

Next > and go to step 4.  Alternatively, at this point proceed to step 3 in the

supplemental tutorial to avoid construction of the entire interactome.  In the

supplement, we demonstrate construction of a smaller network constructed from a

set of starting nodes, which can be any combination of the following: nodes with

certain GO annotations, nodes from a custom starting list (as in the supplemental

tutorial), nodes found by searching names at NCBI, nodes from another Gaggle

resource, or nodes from another network loaded into Cytoscape; you would click

on the check box to the left of the resource to make the button available, then

click the button itself for further options.

4. You will now see the pane for selecting “Data Sources for the Edges in your

Network”.  Click the boxes next to the following to select the resources that could

have interactions available for chicken: B I N D, BioGrid, DIP , IntAct ,

Interologger, KEGG, MINT, and MPPI.  Now click Calculate number of

edges from selected databases to display the number of interactions available

for chicken from each resource (Figure S1D).  Because few interactions have been

verified directly in chicken, almost all of the interactions come from KEGG and

Interologger, the latter being those transferred from other species.  If you wish to

restrict this set based on scores and/or interaction types, you may do so by

clicking on the Interologger… button and setting your criteria.  The confidence

threshold is a value (between 0 and 1) above which interolog-derived interactions
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will be included.  The scoring system is explained in detail in Konieczka et al

(Konieczka et al., 2008).  For this tutorial, leave the threshold set at 0.0 in order to

return all available interactions.  Click Next > to advance to the attributes pane.

5. You should now see the pane for selecting “Attributes You Wish to Add to Your

Network” (Figure S1E).  Although all node identifiers will be Entrez Gene UIDs

due to our selection in step 2, we can attach various other data to our nodes as

well by selecting them here.  When you are satisfied with your selections, click

Next > to advance to the Network name panel.

6. Finally, set your “Network Name” by entering it in the text field (Figure S1F).

Click Finish to construct your network, which is very large and depending on the

speed of your computer and internet connection can take from minutes to hours

to construct.

If you do not wish to download the network through BioNetBuilder, the network

is included as a file in the supplemental data package called “chicknet.xgmml”, which can

be imported into Cytoscape by selecting File  Import  Network (multiple file

types)…. Once your network is finished downloading, or importing, a view will not be

created due to its size. You can see the summary information for the network by clicking

the Network button in the “Control Panel” on the left side of the Cytoscape window.  It

may be necessary to scroll to find the Network button using the left arrow in the

“Control Panel (Figure S1G-H). We do not need to view the network at this point.
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However, if desired, you can create a view by right-clicking on the network name in the

“Control Panel” and selecting Create View, but this is not recommended at this point

since it will require a great deal of memory to render such a large network. At time of

publication, this particular configuration loaded a network with 72,000 edges between

8,140 nodes. To convey the density of information within it, a view of the rendered

network is shown in Figure 1.

Getting Value from the Chicken Interactome

In this section of the tutorial, we will take you through the process of integrating

an expression data set with your newly constructed interactome, and then extracting a

relevant subnetwork. For this example, we will use expression data from experiments

comparing gene expression differences as cells undergo a transition from the epithelial

epiblast to form the primary germ layers during gastrulation. This is a fundamental

transformation that occurs during early development of most multicellular organisms, and

is regulated through numerous evolutionarily conserved pathways. The question we are

addressing is, “what are the core modules of genes driving the progression of cells from

the epiblast through the primitive streak to become mesoderm during chicken

gastrulation?” As will be made clearer below, this will set the stage for more specific

questions once we have completed this first phase of analysis.  To address this question we

will use statistical results from two microarray comparisons: primitive streak vs. epiblast,

and mesoderm vs. primitive streak.  Both comparisons are derived from the same

microarray study using pooled tissue dissections of epiblast, primitive streak, and newly

formed mesoderm from HH stage 4 chick embryos (Hamburger and Hamilton, 1992).
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The statistics provided result from analysis of a standard 3-way wheel design with 6, 2-

color hybridizations on a custom 20,460-long oligo microarray.

Complete the following steps to integrate the expression data and extract a

subnetwork that addresses the fore-mentioned question:

1. Find the files “streak_vs_epiblast.pvals” and “mesoderm_vs_streak.pvals” in the

supplemental data package.  These files contain mappings from Entrez Gene IDs

(first column) to expression values (log2 fold changes listed in the second column)

and a statistic estimating the probability of differential expression (adjusted p-

values listed in the third column).

2. Import each by clicking File  Import  Attribute/Expression Matrix…

Leave the assignment of nodes set to ID and click Import. Repeat this process for

the second file. The expression data are now attached to the nodes as attributes

and can be viewed by first selecting all nodes (Select   Nodes  Select all

n o d e s ) ;  then selecting “streak_vs_epi_exp”, “streak_vs_epi_sig”,

“meso_vs_streak_exp”, and “meso_vs_streak_sig” from the “Select Attributes”

menu in the “Node Attribute Browser”. This browser is visualized in the Data

Panel at the bottom of your Cytoscape window by clicking Node Attribute

Browser (Figure S2A-C).

3. If you are following the alternate tutorial provided in the supplement, or if you

would prefer not to spend the time required, you may want to skip these last two

steps. Depending on the speed of your computer, this program can run for a few

hours or even overnight. Launch jActiveModules by selecting it from the Plugins
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menu. jActiveModules will appear in the “Control Panel” on the left side of

your Cytoscape menu.  Select “streak_vs_epi_sig” and “meso_vs_streak_sig” by

clicking once on each in the “Expression Attributes for Analysis” text area (Figure

S2D).  Leave the default settings and click Find Modules at the bottom of the

panel.

4. Once jActiveModules finishes computing, a “Results Panel” will appear on the

right side of your Cytoscape window (Figure S2E). Here you will find five

subnetworks each with scores indicating the relative strength of the respective

subnetwork. To create a network from any of these subnetworks, select the desired

subnetwork by clicking directly on the number, then click Create Network at

the bottom of the “Results Panel”.

Although often similar, the subnetworks returned by jActiveModules are not identical,

so we have provided a network we computed in exactly the way described above in the

supplemental data package called “ESM_subnetwork.xgmml”.  Import this network by

clicking File  Import  Network (multiple file types)… An important feature of

Cytoscape is the ability to visualize networks in various customizable styles through the

VizMapperTM. We have also provided Vizmap property files in the supplemental data

package: “streak_vs_epiblast.props” and “mesoderm_vs_streak.props”, either of which

can be loaded by clicking File  Import  Vizmap Property File… Once the visual

style is loaded, it can be applied to the network by selecting VizMapperTM in the

“Control Panel” on the left side of the Cytoscape window, then selecting the visual style
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from the drop-down menu (Figure S2F).  Instruction for creating and modifying visual

styles can be found in the Cytoscape online tutorials mentioned above.  After loading the

subnetwork we provided and importing and selecting the “streak_vs_epiblast” visual style,

your Cytoscape window should look exactly like the network shown in Figure 2. The

individual gene expression profiles can be selected to view as attributes in the Node

Attribute Browser of the “Data Panel” at the bottom of your Cytoscape window as

described above in step 2 of the second tutorial.  To visualize the mesoderm vs. streak

gene expression differences, load the “mesoderm_vs_streak.props” Vizmap property file

and select it as described above.  To search for specific gene names in the network, click

the “Configure search options” button to the right of the “Search:” menu (Figure S2G),

and select the “GeneName” attribute from the list of Node options (Figure S2H).

The network in Figure 2 represents a subnetwork of the chicken interactome that is

highly differentially expressed, relative to other subnetworks, in the progression of cells

from the epiblast through the primitive streak to become mesoderm.  The implication is

that within this subnetwork are smaller modules, or at least interacting components,

necessary to drive cells through this progression.

A major strength of visualizing gene expression data layered onto interaction

networks is that the networks contain large numbers of molecular relationships, only some

of which might be discoverable from the published literature.   Novel relationships

between groups of co-regulated molecules can be rapidly identified, frequently linked

through molecules that are not differentially expressed but nevertheless are important
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components of the overall functional network.  This latter category of molecules is not

readily identifiable through standard analysis of microarray data.

To illustrate how subnetworks derived from layering expression data onto the chicken

interactome can illuminate biological processes, we will focus on two small portions of the

subnetwork shown in Figure 2.  Here we are examining changes in gene expression

between cells of the epiblast, an epithelium that surrounds the primitive streak, and cells

of the primitive streak region, where many cells are undergoing changes associated with

the epithelial to mesenchymal transition (EMT) that leads to the formation of endoderm

and mesoderm. Cells undergoing EMT in the primitive streak are derived from the more

lateral epiblast. This process involves large-scale changes in transcription mediated by cell

signalling pathways, and changes in cell shape and movement.

First we examine a small module of the subnetwork that validates existing knowledge

concerning mechanisms regulating gastrulation. The first subnetwork  (Figure 3) shows a

collection of linked nodes that represent several Fgf ligands, including FGFs 1, 3, 18, 19,

20 and FGF receptor 3 (FGFR3).  Of these, Fgfs 3, 18 and 19 are upregulated, indicating

that FGF signalling is activated in the primitive streak region relative to the more lateral

epiblast. SPRY2, a negative modulator of Fgf signalling that is typically expressed in

regions of active Fgf signalling, is also upregulated. In contrast, PDGFA, which is known

to interact with FGF ligands, is downregulated in the primitive streak relative to the

epiblast.   Fgf signalling is a known regulator of the transcriptional and cell migration

changes that occur during gastrulation (Ciruna and Rossant, 2001; Chuai et al., 2006),
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and as such, it is reassuring to see these signalling molecules present as a module in this

subnetwork.

The second module (Figure 4) encompasses nodes and edges that link several

cytoskeletal proteins associated with cell junctions in epithelial cells to the Wnt signalling

pathway.  Wnt intercellular signalling molecules such as WNT3 and WNT11 bind to

frizzled cell surface receptors (FZD7), and mediate downstream signalling. While

"canonical Wnt signalling" leads to changes in gene transcription, the so-called "non-

canonical Wnt signalling" pathways regulate cell shape and movement [32,33]. In

chicken embryos it has recently been shown precise levels of signalling through the non-

canonical pathway mediated by the WNT11 homologue WNT11B, regulates migration

of cells from the epiblast through the primitive streak during gastrulation (Hardy et al.,

2008).

 Of particular interest in this module is the linkage between FZD7 and DVL3

(Dishevelled), and several cell junction associated proteins including DLG1 (discs large),

GJA1 (connexin 43), EZR (ezrin), and two tubulin proteins (TUBA3E and TUBA3C).  In

Drosophila, DLG1 is required for maintenance of certain junctional complexes, and lack

of this protein leads to loss of many aspects of epithelial polarity and disruption of the

microtubule and actin cytoskeleton (Woods et al., 1996).  While the primitive streak is a

region in which cells are losing epithelial characteristics, our microarray studies show that

DLG1 expression is strongly upregulated in the primitive streak region relative to the

epithelial epiblast. Although published data implicates non-canonical Wnt signalling as a

positive regulator of cell migration (Neth et al., 2006; Neth et al., 2007), DLG1 has been
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broadly implicated in maintaining integrity of the epithelium, aberrations of which are

responsible for certain human diseases (Humbert et al., 2003; Frese et al., 2006). These

findings suggest that one or more negative modulators of EMT, including DLG1, are

activated in the primitive streak.  The relationship between non-canonical Wnt signalling

and DLG1 expression and function within the primitive streak remains conjectural until

further explored experimentally. Nevertheless, combining the chicken interactome with

expression data has uncovered an intriguing and potentially significant group of biological

interactions would have otherwise remained unrecognized.

Conclusions

BioNetBuilder 2.0 introduces a new suite of tools to the chicken model system, and by

extension many other model systems (Konieczka et al., 2008), that are user-friendly and

interoperable with a wide variety of other useful programs via an easy to use (and already

widely used) interface.  By transferring and integrating interactions across species and

serving them directly to Cytoscape, with any combination of previously available

interaction data, a very large chicken interaction network is available for experimental

investigation. Users can take advantage of the numerous plugins for downstream analysis

as well as all resources available through the Gaggle.
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Figure 1  - Chicken Interactome

View of the chicken interactome with 72,000 interactions among 8,140 genes

downloaded in Cytoscape with BioNetBuilder 2.0, showing the density of data contained

within a network of this size.
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Figure 2  - Epiblast-Streak-Mesoderm Subnetwork

A subnetwork of the chicken interactome returned from jActiveModules using microarray

data representing the progression from the epiblast through the streak to become

developing mesoderm. This subnetwork represents a co regulated unit containing196

nodes and 553 edges.  Nodes are colored according to gene expression: green represents

down-regulation in the primitive streak relative to the epiblast, red represents up-

regulation, and white indicates a lack of expression data.  Node size indicates significance

of differential expression, whereby genes with lower adjusted p-values are larger.

Circular nodes are nodes meeting the threshold for significance, adj. p < .08, whereas

rectangular nodes either have adj. p-values greater than this value or do not have

expression data associated.  Interactions are color-coded according to interaction type:

blue = protein-protein, yellow = gene expression, dark green = genetic interaction, and

light green = part of enzymatic compound. Interactions that are direct are solid lines,

whereas dashed lines indicate indirect interactions.
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Figure 3  - FGF module

(A) A module of the subnetwork in Figure 2 is highlighted by the blue box. This module is

enlarged in (B), and contains several FGF ligands whose expression is highly upregulated

in the primitive streak relative to the epiblast. An important aspect of these modules is

that molecules showing changes in gene expression (red or green circles) are linked

through molecules whose expression does not change.  FGF signalling is known to be

active in the primitive streak region relative to the more lateral epiblast.
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Figure 4  - Wnt module

(A) A second module of the subnetwork from Figure 2 is I highlighted by the blue box,

and is enlarged in (B). This module links Wnt signalling through WNT3 and WNT11

ligands and the WNT receptor FZD7, to several cytoskeletal molecules including DLG1

(discs large) , GJA1 (connexin43) EZR (ezrin), VIM (vimentin)  and TUBA3E (tubulin).
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Alternate Tutorial

The purpose of this tutorial is to illustrate an additional case where BioNetBuilder can

be used to obtain interaction data addressing a biological question.  In this case, we are

interested in the same question as that in the main text, and we will construct a network

starting from a list of relevant genes. Supposing the microarray results alone piqued

interest in the FGF and non-canonical WNT pathways, we constructed a list of Entrez

Gene IDs representing all members of each of these pathways listed in the KEGG

p a t h w a y s  d a t a b a s e  a t  http://www.genome.jp/dbget-

b i n / g e t _ p a t h w a y ? o r g _ n a m e = g g a & m a p n o = 0 4 0 1 0  and

http://www.genome.jp/dbget-bin/www_bget?pathway+gga04310,

respectively. Here, we construct a network from these WNT and FGF pathway genes

provided in the file “FGF_WNT_genes.txt” in the supplemental data package:

If you are continuing on from the tutorial in the main text, proceed immediately to step 3.
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7. Under the Plugin drop-down menu, you should now have an option to select the

BioNetBuilder Wizard… button. This launches BioNetBuilder.  Type “gallus” in

the “Species search string:” text box and click Search .  After a moment,

“SpeciesName=Gallus gallus, TAXID=9031” will be returned in the text area below

(Figure S3A); select that line in the text area and click Next >.

8. You will now see the Node ID type selection pane.  You will notice 5 ordered options

for selecting Node ID types.  These are used for selecting your preference for node

identifiers.  For this tutorial, we will need to have all of our node identifiers as Entrez

Gene UID numbers.  Select GeneID for each of the 5 options (Figure S3B), then

click Next >.

9. You will now see a pane for selection of Node Sources for your Biological Network.

In this tutorial, we will demonstrate construction of a smaller network constructed

from a set of starting nodes, in this case nodes from our non-canonical WNT and

FGF list.  Click on the checkbox next to “Nodes from my list…” and click Nodes

from my list… once the button is enabled (Figure S3C).  Navigate to

“FGF_WNT_GeneIDs.txt” in the downloaded supplemental folder

“BioNetBuilderData” (Figure S3D) and click Open. You should see “102” in the

“Num Nodes” text area (Figure S3E).

10. You will now see the pane for selecting “Data Sources for the Edges in your Network”

(Figure S3F). Select the boxes next to the following to select the resources that could

have interactions available for chicken: B I N D , BioGrid , D I P , IntAct,
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Interologger, KEGG , MINT , and MPPI .  We will also obtain all adjacent

interactions to those found in the FGF and non-canonical WNT pathways. Click on

the “Add first neighbors of nodes” checkbox.  Now click Calculate number of

edges from selected databases to display the number of interactions available for

chicken from each resource.  Because few interactions have been verified directly in

chicken, almost all of the interactions come from KEGG and Interologger, the latter

being those transferred from other species.  If you wish to restrict this set based on

scores and/or interaction types, you may do so by clicking on the Interologger…

button and setting your criteria.  The confidence threshold is a value (between 0 and

1) above which interolog-derived interactions will be included.  The scoring system is

explained in detail in Konieczka et al [20].  For this tutorial, leave the threshold set at

0.0 in order to return all available interactions.  Click Next > to advance to the

attributes pane.

11. You should now see the pane for selecting “attributes you wish to add to your

network” (Figure S3G).  Although all node identifiers will be Entrez Gene UIDs due

to our selection in step 2, we can attach various other data to our nodes as well by

selecting them here.  When you are satisfied with your selections, click Next > to

advance to the Network name panel.

12. Finally, you must set your “Network Name” by entering it in the text field (Figure

S3H). Click Finish to construct your network.  Although considerably smaller than

the entire network, it is still quite large and can take quite a while to construct.  If you
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wish to skip this download and load the network directly, we have included the file

“fgf_wnt_net.xgmml” in the supplemental data package.  You can import this

network by selecting File   Import    Network (multiple file types)…

Alternatively, you can back up to step 4 and deselect the “Add first neighbors of

nodes” checkbox in order to download a much smaller network more quickly.

Expression data can now be loaded by proceeding to steps 1 and 2 of the “Getting

Value from the Chicken Interactome” tutorial in the main text.  If desired,

jActiveModules can be run on this network according to steps 3 and 4 to obtain the most

relevant portions of this FGF/non-canonical WNT subnetwork.  It is interesting to note

that, in comparison to the subnetwork obtained using jActiveModules on the entire

network as detailed in the main tutorial, the subnetwork retrieved here does not contain

DLG1 (discs large). This is because DLG1 is not a first neighbor of the genes in the FGF

and WNT pathways.  This gene’s relevance could only be discovered when including all

interactions.
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Additional figures

Additional Figure S1.

Screen-shots of each step of part 1 of the main tutorial.
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Additional Figure S2

Screen-shots of each step of part 2 of the main tutorial.
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Additional Figure S3

Screen-shots of each step of the alternate tutorial.
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