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ABSTRACT 

 

The client/server paradigm is a common means of implementing an application over a 

computer network. Servers provide services, such as access to files, directories, or web 

pages, and clients make use of those services. The communication between the clients 

and servers takes the form of a network protocol. These network protocols are often rigid 

and inflexible due to standardization, and because they are often implemented in the 

operating system kernels of the clients and servers. It is difficult to add new features to 

existing services without having complete control of all the clients and servers in 

question. 

Virtualization is a technique that can be used to alter the properties of a network service 

without requiring any modifications to the clients or servers. Virtualization is typically 

performed on an intermediate computer that is interposed between the clients and servers, 

such as a programmable router. This dissertation motivates the need for virtualization and 

presents several different examples of successful virtualizations. These virtualizations 

include translation, aggregation, replication and fortification. Virtualization is 

demonstrated both on commodity hardware, which has the advantage of low cost, and on 

a specialized network processor, which offers the advantage of high performance.  
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Chapter 1 INTRODUCTION 

The rise of popularity of networked systems has spurred an increase in client/server 

applications. Dividing the functionality into clients and servers allows each to be 

specialized. The average computer user employs client/server applications on a daily 

basis, whether it is surfing on the web, retrieving email messages, or reading and writing 

files from a network file server.  

In any computing system, there is always room for improvement; Existing systems can be 

made more reliable, more efficient, more secure, or new and innovative features can be 

added. However, the very nature of client/server applications implies that multiple 

computers are involved and linked together by standardized protocols. Modifying an 

existing service is an onerous task, oftentimes involving modifications to the clients and 

servers. Frequently these modifications must take place in the operating system kernel or 

other core components, which is not a viable solution for many end-users. Furthermore, 

many clients and servers are closed-source commercial products for which modification 

is not an option. 

The solution is to modify the service outside of the domain of the clients or the servers. A 

third entity, called a server virtualizer, is interposed between the clients and the servers. 

The virtualizer intercepts the service’s network packets and modifies them to introduce 

new features or improve existing properties of the service. Because the virtualizer is 

separate from and independent of the clients and servers, the clients and servers do not 
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need to be modified. In theory, the virtualizer may be co-located with the clients or the 

servers, but the natural location of the virtualizer is in the network on a programmable 

router, located along the network path between client and server.  

1.1 What is Server Virtualization? 

A service consists of two endpoints, the client and the server. A service is exported by the 

server, and used by the client. In most computer networks, the clients and servers are not 

directly connected, but the messages between them are routed through a series of network 

routers or switches. Virtualization is a technique that is used to alter one or more 

properties of the service, without modification to the clients or servers. In order to do this, 

a third component, called the virtualizer (Figure 1), is interposed between the clients and 

servers. 

Virtualizer

X servicevirtualized
service

Network

NET OS Serv
APPNETOSClient

APP

ServerClient

 

Figure 1: Virtualization Overview. A virtualizer is interposed between the client and server. The 
virtualizer intercepts the network traffic between the clients and servers and modifies the properties of the 
service.

In order to attain the goal of unmodified clients and servers, several restrictions must be 

placed on the virtualizer. First, the actual syntax of the virtualized service must be 

compatible with the existing implementations. For example, it is not possible to add or 
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remove headers or data from the network packets or to rearrange the syntax of the 

existing headers. Second, existing application programs must continue to work with the 

new service. It would make little sense to modify the service to such an extent that the 

end user had to install new application software or use new tools that he is unfamiliar 

with.  

1.2 Types of Server Virtualizations 

The concept of virtualization is open-ended; one can imagine many different kinds of 

modifications that can be performed to a network service.  This dissertation explores 

several different types of virtualizations. These should not be seen as an exhaustive list, 

but as a set of examples intended to demonstrate the range of virtualizations that can be 

achieved: 

Translation. Translation transforms the syntax of the network service from one protocol 

to another. Translation of a service is analogous to translation of a human language, such 

as a translation between English and Spanish. For example consider the NFS protocol and 

the HTTP protocol that is used for the web. The protocols are inherently different: NFS is 

based on RPC and UDP, with iterative access to the contents of files, while HTTP is 

based on TCP and favors retrieval of the whole of the contents of a web page as one large 

chunk. Converting the syntax of NFS to HTTP or vice-versa is an example of translation. 

Aggregation. Aggregation involves combining the resources of several independent 

services and creating the illusion of a single unified service. For example, we can use 
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several file servers to store users’ home directories, and then aggregate those servers to 

create a single cohesive view of the home directory space. 

Replication. Replication is similar to aggregation in that independent services are 

combined to appear as a single service. However, rather than appearing as a single larger 

service, replication appears as a single more reliable service. Consider several file servers 

that store duplicate content, a technique generally referred to as mirroring. If one server 

should fail, another server can take its place. 

Fortification. Fortification enhances the resistance of a service to some form of attack. 

For example, consider a server that is subject to a denial of service attack. A fortifying 

virtualizer can monitor usage of the server, detect which clients are causing excessive 

resource consumption, and throttle those clients back so that they do not interfere with 

legitimate clients. 

1.3 Overlay Networks and Programmable Routers 

To support virtualization without modifying the clients or servers, virtualization must be 

performed on an intermediate computer located in the network between the clients and 

servers. There are two ways of doing this: overlay networks [Zhao04] or programmable 

networks.

An overlay network (Figure 2) is created by inserting additional computers called overlay 

nodes into the network and explicitly routing the packets through the new computers. As 
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an alternative to installing new computers, slices of existing computers connected to 

the network may also be used as overlay nodes. For example, assume a client wishes to 

communicate with a server via a virtualizer. The virtualizer is placed on an overlay node 

and inserted into the network. The client is configured to connect to the overlay node 

instead of the server. The overlay node that runs the virtualizer is responsible for 

performing the virtualization and forwarding the packets to the server. The return path 

must also go through the overlay node. This can be done either by using a custom 

implementation of the server, or by having the overlay node act as a virtual client so that 

the server believes the request came from the overlay node. Overlay networks have the 

advantage that they are flexible and can be implemented with simple user-mode programs 

on commodity hardware. However, they have the disadvantage that they are not fully 

transparent to the clients and servers, because the clients and servers need to be modified 

to support the overlay routing. To an extent this lack of transparency can be mitigated by 

using an automated tool to maintain the routing on the clients and servers. However, the 

introduction of an automated tool is itself a lack of transparency.  
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Figure 2: Overlay Network. An overlay network is formed by adding additional computers, or overlay 
nodes, to the network and explicitly routing traffic through the overlay node. Bold arrows show the path of 
a packet from the client to the server. 

Programmable routers (Figure 3) solve the lack of transparency in overlay networks by 

using an existing network component, the router, to serve as a platform for the virtualizer 

without requiring the introduction of a new machine. Routing is an automatic function of 

the IP protocol. When the client communicates with the server, the IP packets are routed 

in a best-effort path from client to server through a series of routers. Generally speaking, 

clients and servers do not need to be reconfigured when new routers are inserted or 

removed from the network; the routing protocols within IP automatically adjust for 

insertion and removal of routers. The fact that these routers already exist in the network 

makes them ideal locations for the virtualizer. 
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Figure 3: Programmable Router. A programmable router is inserted into the network in place of an 
existing router. The programmable router automatically intercepts packets between the client and server.
Bold arrows show the path of a packet from the client to the server.

Traditional routers are static and inflexible, but new technologies such as programmable 

routers [Kohler00] and active networks [Tennenhouse97] make routers dynamic and 

capable of executing arbitrary programs when routing packets. In the extreme case, each 

network packet contains a small program that the router executes to route the packet. 

Less extreme proposals add the ability to install custom modules into the router that 

change the routing functionality. In this way, the virtualizer is written as a module and 

downloaded to the router. The router is then customized and includes all of the 

functionality necessary to perform the virtualization. The clients and servers do not need 

to be reconfigured, because they are already communicating via the router.  

1.4 Network File Service Virtualization 

The typical user employs  a variety of client/server services, each of which is a candidate 

for virtualization. The web provides access to websites on the Internet, and is likely the 

most common and familiar service that users interact with on a daily basis. Also popular 
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is electronic mail, or email service, in which users send and retrieve email to and from 

servers. The domain name service (DNS) is used to resolve Internet host names into IP 

addresses.  

The network file service provides file and directory storage servers to their clients. 

Clients read and write file contents across the network from the file server’s disk. This 

provides several benefits vs. storing files on the client’s local disk. The file server 

computer is typically more reliable than the client due to special fault-tolerant software or 

hardware. The file server also allows the user to migrate from one client computer to 

another and still access his files. Finally, many clients can connect to a single file server 

and share access to a common set of files.  

The pervasiveness of network file systems makes them an ideal vehicle to demonstrate 

the viability of the virtualization techniques. The Network File System (or NFS) 

[Sandberg85] is the de-facto network file system for UNIX, and will serve as the vehicle 

to demonstrate the virtualization techniques of this dissertation. There are several 

possible alternatives, including the Server Message Block (or SMB) protocol [Microsoft-

SMB] that is commonly used by Microsoft Windows, but the wide support base of NFS 

and the volume of existing reference implementations make NFS preferable.  

1.5 Thesis Statement 

As computer networks and applications continue to evolve, new features will be 

demanded from existing services. The current process of creating a new service is 
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onerous, requiring modifications to the clients and servers and in most cases 

ratification of new standards by the Internet Engineering Task Force (IETF) or other 

standardization bodies. The demand for new features will continue to outpace the rate at 

which new services can be created. The solution is to use virtualization to add the new 

features to existing services because this does not require modifications to existing 

hardware or ratification of new standards. This dissertation makes three contributions. 

• First, it demonstrates the need for virtualization and the properties used in 

virtualization. Several different types of virtualization are presented, including 

translation, aggregation, replication, and fortification. 

• Second, it develops a framework for implementing virtualizations in the context 

of a network file system called Mirage. Although Mirage is tailored to network 

file system virtualization, the techniques are general purpose and applicable to 

other services. In particular, the applicability of virtualization to other services is 

demonstrated with a virtualization that bridges the gap between the HTTP web 

page service and network file service. 

• Third, the performance of virtualization is evaluated and demonstrated on high 

performance hardware, demonstrating the viability of virtualization on real world 

tasks.  

The proposed architecture, Mirage, uses a modular design to implement virtualization. 

Modular components are used to receive, classify, and transmit network packets. Multiple 
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data flow paths are used to separate fast-path traffic from slow traffic and control 

operations. A flexible rewriting module performs the actual virtualization. Emphasis in 

the Mirage architecture is placed on stateless design and packet rewriting techniques to 

achieve high real world throughputs. The advantage of stateless design is better 

scalability due to lower memory and/or disk requirements.  

1.6 Gecko: Translation 

Gecko is an NFS/HTTP translation virtualization. It performs a translation between the 

NFS protocol that is commonly used as a network file service and the HTTP protocol that 

is used to browse web pages. The prime motivation for Gecko is a lack of accessibility to 

the web from common UNIX applications. Most UNIX applications expect to use 

standard file system semantics to read and write content. Enabling these applications to 

use the web requires significant modification and recompilation. 

Gecko solves this problem by translating the HTTP protocol into the NFS protocol that 

can be accessed directly by the client operating system. Once a Gecko file system is 

mounted, existing applications can access web pages, images, and other web objects as if 

they were stored in the file system. Existing applications can be used without 

modification or recompilation. In fact the existing applications are not even aware that 

the content they are accessing resides remotely on a web server.  

Two prototypes of Gecko were implemented, called Gecko-I [Baker99] and Gecko-II 

[Baker01]. The first prototype, Gecko-I, suffered from reliability and scalability 
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problems. Gecko-I maintains a data structure, called the handle table, that stores a 

considerable amount of state. If the Gecko-I translator fails, the handle table is lost and 

cannot be regenerated, leading to failure of the applications on the client computers. 

Similarly, maintaining the large amount of state led to a scalability problem in 

maintaining the large data structure. 

This led to an important design goal in virtualization, that the amount of state on the 

virtualizer should be minimized to improve reliability and scalability. The second 

prototype, Gecko-II, was implemented to solve the deficiencies of Gecko-I. The size of 

the state is reduced using a novel compression mechanism to compress the state so that it 

fits in the NFS handles that are stored on the client. This improves the reliability and 

scalability by converting hard state into soft state, allowing the state to be regenerated in 

the case of a failure.  

Both the Gecko-I and Gecko-II prototypes were evaluated and determined to provide a 

useful translation service. Users can mount the web via Gecko on their computers and use 

standard UNIX commands to operate on web pages. The cat command can display the 

source code of a web page. Pages can be searched using a combination of grep and 

find. Programs can be executed directly from the web, and code libraries can be linked 

directly from the web using the ln command. Altogether, Gecko provides a useful 

service, demonstrates the viability of virtualization, and provides insights into how to 

create virtualizations in general. 
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1.7 Mirage: Aggregation, Replication, and Fortification 

Many lessons were learned from the experiences with Gecko and led to the design of a 

new architecture, called Mirage, to support the remaining virtualizations. Several 

prototypes were constructed using the Mirage architecture to demonstrate the viability of 

aggregation, replication, and fortification.  

The Mirage aggregation prototype merges several independent NFS servers into a single 

virtual server. The key advantage of aggregation is ease of administration. When a 

traditional NFS server becomes overloaded either in space or utilization, the usual 

recourse of a system administrator is either to replace the server with a more capable 

model or to add another server and partition the load. The former solution is costly, and 

the latter requires significant effort to reconfigure the clients to make use of the new 

server. Mirage’s aggregation allows additional servers to be added without reconfiguring 

the client computers. Thus, Mirage effectively hides the complexities and idiosyncrasies 

of a multi-server configuration from the clients.  

The Mirage replication prototype supports a novel form of asymmetric replication, which 

allows a high performance commercial server to be backed up by a commodity backup 

server. The key advantage is cost. Adding additional replication to a commercial server 

usually involves purchasing costly special-purpose hardware from the manufacturer of 

the server. Asymmetric replication allows more economical commodity hardware to be 

used. A second advantage of asymmetric replication is increased availability due to the 
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ease of acquiring commodity parts. If a critical part fails in a commercial server, then 

often times a replacement part has to be ordered from the manufacturer. However, parts 

for commodity servers may be obtained locally or, in case of emergency, cannibalized 

from other commodity computers.  

The Mirage fortification prototype uses a scheduling algorithm to prevent denial of 

service attacks. A denial of service, or DoS, attack occurs when an attacker disrupts the 

availability of the server to legitimate clients by flooding the server with requests. Mirage 

prevents these denial-of-service attacks using a scheduling algorithm that prevents any 

one user from consuming an undue share of resources on the server. If a denial-of-service 

attack occurs, then the attacker can only consume a small portion of the server’s 

resources. 

1.7.1 High Performance Aggregation 

One goal of Mirage is to demonstrate the viability of aggregating multiple high-

performance commercial servers. Commodity hardware is inadequate, as it cannot keep 

up  with the necessary packet rates. Thus, it is necessary to implement the aggregation 

virtualization on a specialized network processor in order to demonstrate its full potential. 

The network processor used in Mirage is the Intel IXP2400 [Intel04]. The IXP2400 

includes several features that enhance the performance of packet forwarding. First and 

foremost, eight special purpose microengines are provided to handle common-case 

packet processing. The microengines provide a special packet-processing instruction set 
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that includes such features as built in zero-overhead context switch threading support, 

and asynchronous memory access. The IXP2400 also includes an xScale core to handle 

high level control operations.  

Experimental results using the SPEC SFS benchmark show that the Mirage aggregation 

prototype, running on the Intel IXP2400 platform, attains a throughput of 45,320 

operations per second at a latency increase of 0.2 ms per operation as compared to a no-

operation router. Assuming that each functional unit of a commercial service supports 

approximately 15,000 operations per second, this allows for 2-3 commercial servers to be 

aggregated. An analysis of commercial servers is presented in Chapter 7 and the mean 

response time of a commercial server is 2.08 ms. Thus Mirage imposes approximately a 

10% increase in latency.  

1.8 Dissertation Outline 

The rest of this dissertation is organized as follows. The next chapter gives additional 

background information and discusses related work. Background material includes an 

overview of the properties of the NFS file system that is used as a basis for all of the 

virtualization examples presented in this dissertation. Related work includes other 

attempts at virtualization, including other proposals for aggregation, replication, 

translation, and fortification.  

Chapter 3 discusses the HTTP to NFS translation service provided by the two Gecko 

prototypes, Gecko-I and Gecko-II. The key motivations of the translation are presented, 
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including the desire to make the web more accessible to existing applications. The 

Gecko-I prototype is discussed and analyzed, and then the lessons learned are applied to 

the design of the Gecko-II prototype. The performance of the Gecko-II prototype is 

evaluated and it is shown that using NFS in a local area network is more efficient than 

using the HTTP protocol.  

Chapter 4 presents the Mirage aggregation router that is used to combine multiple NFS 

servers into a single unified virtual NFS server. Mirage is a framework that evolves 

throughout the remainder of the dissertation and is used to demonstrate replication in 

Chapter 5 and fortification in Chapter 6.  

Chapter 7 implements a high-performance version of Mirage aggregation on the IXP2400 

network processor. The network processor allows higher throughputs and lower latencies 

than user-mode implementations on commodity hardware, and is necessary to aggregate 

several commercial servers.  

Chapter 8 concludes the dissertation and discusses future work. In particular, ideas for 

new types are virtualizations are presented as well as the possibility of achieving higher 

performance by using an IXP2800 network processor that provides higher bandwidth 

interfaces and more microengines than the IXP2400. 
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Chapter 2 BACKGROUND AND RELATED WORK 

This chapter provides background and related work on virtualization. The NFS protocol 

is used as a basis for all of the virtualizations presented in this dissertation, and thus a 

thorough overview is presented in Section 2.1.  

This chapter also includes a survey of related work in server virtualization. Although 

many authors have implemented systems that may be thought of as virtualizers, very few 

of them have discussed their proposals in the greater context of virtualization. Most 

authors make use of client or server modifications, either by modifying the operating 

system kernel directly, or by installing user mode helper processes on the clients or 

servers. Few place an emphasis on completely unmodified servers and clients.  

Finally, a survey of technology in the field of active networking and programmable 

routers is provided. Programmable router technology is an excellent basis for the 

implementation of the virtualizations presented in this dissertation. Without the 

functionality of programmable routers, the virtualizations are restricted to running on top 

of overlay networks that are not fully transparent to the clients and servers. 

Programmable routers allow the virtualizer to be placed directly on the router.  

2.1 NFS  

NFS is based on Sun’s Remote Procedure Call (RPC) [Sun88], and uses a request/reply 

paradigm for communication between the clients and the servers. The NFS protocol 
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exists in several different versions, NFS version 2, 3, and 4. NFS version 2 [RFC1094] 

is the most widely supported variant of the NFS protocol and also has the simplest 

implementation. NFS version 3 [RFC1813] adds several extensions to the existing 

protocol, but makes significant changes to the design. NFS version 4 [RFC3010] is a 

major redesign of the protocol and is not widely supported at this time. The 

virtualizations implemented in this dissertation are implemented on version 2 of NFS 

because of its relative simplicity and wide installed base. The virtualization techniques 

are applicable to the other versions of NFS as well, and even to other network file 

systems such as SMB.  

The file handle is the key to accessing files, directories, and other NFS objects. There is a 

many-to-one relationship between handles and objects. Each NFS object is named by a 

unique handle. A given object may have multiple handles. The NFS protocol is 

composed of various procedures that act on the files named by the NFS handles. Table 1 

shows the procedures that comprise the NFS protocol.  
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Operation Arguments Result Description 
Create parentHandle, 

name, 
attributes 

childHandle, 
attributes 

Create a file.  

Getattr handle attributes Retrieves attributes for a handle. 
Setattr handle, 

attributes 
attributes Sets the attributes for a handle. 

Link fileHandle, 
parentHandle, 
newName 

 Add another link (directory entry) to 
an existing file.  

Lookup parentHandle, 
name 

childHandle, 
attributes 

Return the handle for a file name in a 
directory.  

Mkdir parentHandle, 
name, 
attributes 

childHandle,  
attributes 

Create a directory.  

Null   No-operation. 
Read handle, 

offset, length 
data, 
attributes 

Read a data block from a file. 

Readdir handle, cookie directory 
entries, 
newCookie 

Read the contents of a directory. The 
“cookie” is used as a placeholder so 
that one readdir can continue where 
another left off.  

Readlink handle text Return the contents of a symbolic link. 
Remove parentHandle, 

name 
 Remove the child “name” from the 

parent directory. 
Rename fromDirHandle, 

fromName, 
toDirHandle, 
toName 

 Rename a file. File can be renamed 
from one directory into another.  

Rmdir parentHandle, 
name 

 Remove a directory.  

Root  handle Returns the root handle of the file 
system. Obsolete and unused. 

Statfs handle file system 
info 

Return statistical information on the 
file system, such as the amount of free 
space.  

Symlink parentHandle, 
name, text, 
attributes 

 Create a new symbolic link.  

Write handle, 
offset, 
length, data 

attributes Write data to a file. 

Writecache   Flush cache to disk. Obsolete and 
unused. 

Table 1: NFS procedures. In addition to the “result” shown, each procedure also returns a status code that 
indicates success or failure. 
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File handles are generated by the server, are 32 bytes in size, and are opaque to the 

clients. The opaqueness property means that in general a client cannot interpret the 

meaning of the bytes that compose a handle. With sufficient knowledge of a server 

implementation, a client could decode the contents of a handle, but such an interpretation 

would be dependant on the implementation and version of the server, and there are no 

known instances of clients that peer inside of a handle. The fact that the handles are 

opaque allows the file server to encode useful information into the handles. For example, 

the server could encode the inode number of the file, permission values, parent 

information, or even private memory pointers to the file server’s data structures. Because 

the file handles are opaque, the client cannot rely on the internal contents of a handle. A 

client, knowing how the file server encodes information in handles, might peer into the 

contents of a handle, but the client would do so at its own peril as an upgrade or 

replacement of the file server could render the handle contents unintelligible. 

The client requests access to an NFS file server via a mount request packet. The mount 

request contains the name of the desired file system, as well as the client’s credentials. 

The NFS server checks the mount request for the appropriate security and authentication 

and then issues a reply containing the handle for the root directory of the file system.  

An NFS client obtains a handle for a desired object in an iterative fashion. It works its 

way through the desired pathname one component at a time sending a lookup request to 

the server. The lookup request contains the handle of the current directory and the 

name of the desired component to the server, and receiving a handle for the component. 
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For example, to get a handle for the file /foo/bar, the client first sends a lookup 

request to the server containing root file handle and the string foo and receives a handle 

for that directory. The client then sends a lookup request containing the handle for 

/foo and the string bar and receives the handle for /foo/bar. The client then uses 

the handle to read and write the file. Table 2 illustrates the sequence of events required to 

read the file /home/fred/photo.

Client Request Server Reply 
Mount(“/home”) handlehome 
Lookup(handlehome, “fred”) handlefred 
Lookup(handlefred, “photo”) handlephoto 
Read(handlephoto, 0-1024) First 1024 bytes  
Read(handlephoto, 1024-2048) Next 1024 bytes 

Table 2: Sequence of NFS client requests and server replies. Client reads the first 2048 bytes of 
/home/fred/photo. 

Clients may cache NFS handles indefinitely. For example, a client may issue a lookup 

request on a file name and store the value of the handle for hours, days, or even weeks 

before issuing a read request on that handle. This presents some difficulty for the server – 

for example, the server could have been rebooted, or the object represented by the handle 

could have been deleted by another client. The recourse of a server in this case is to 

respond with a stale_handle error. Most client operating systems are intolerant of the 

stale_handle error and simply return the error code to the application. Most applications 

programs are not tolerant of a stale handle error and will fail. Thus, the inability of a 

server to resolve a handle is a serious error, is not transparent to the user, and usually 

results in the failure of the application program.  
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2.2 Distributed File Systems 

For many authors, the solution to implementing new file system features lies in inventing 

an entirely new file system. Inventing a new service has the obvious drawback that new 

servers will have to be implemented, and existing clients will have to be modified, 

sometimes extensively, to make use of the new service. However, inventing a new 

service offers the ultimate in flexibility in the respect that the author is not confined by 

the design of an existing file system. 

The Andrew File System [Satyanarayanan85] is the precursor to many distributed file 

systems. Andrew uses a client/server model similar to NFS and also uses the RPC 

protocol as an underlying transport, but there are several important differences. Andrew 

implements a single unified name space for all shared files, and location transparency 

allows a user to be able to name a file without knowing which file server the file is 

located on. A location database is used to map subtrees in the shared namespace into 

custodians that manage the files located in the subtree. By providing a uniform 

namespace and location transparency, Andrew does not suffer from the same lack of 

scalability as does NFS.  

Coda [Satyanarayanan90] is a distributed file system that increases availability of the file 

service through two features: server replication and disconnected operation. The Coda 

namespace is partitioned into volumes and a set of servers that contain replicas of a 

volume are called a volume storage group. Replication uses a read-one, write-all 
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approach. When a file is closed after it has been modified, the file is transferred to all 

servers in the storage group. Disconnected operation allows clients that are disconnected 

from the servers to use their cache to service requests. When the client reconnects to the 

servers, updates to the cache are propagated to the servers.  

The Sprite file system [Nelson88] uses a main memory cache to hold the contents of 

shared files, improving performance. Cache consistency is a key goal of Sprite, and the 

Sprite cache supports both concurrent and sequential write sharing. Sprite file servers rely 

on client notifications of file open and close events to ensure consistency. Zebra 

[Hartman95] uses a log structured file system [Rosenblum91] and striping to improve 

performance. Zebra uses storage servers to store the contents of files, and a storage 

manager to store the metadata and to support sharing between clients. Swarm [Baker04-

Swarm] is similar to Zebra, but with the added property that active agents can be used to 

improve file system organization and performance.  

Frangipani [Thekkath97] combines a distributed storage service called Petal [Lee96] and 

a distributed lock service to created a distributed file system. The Petal storage system 

provides a shared virtual disk service to clients and allows storage servers to be added 

and removed transparently.  

2.3 Translation 

Translation is the process of converting one service or protocol into another while 

preserving the meaning of the data that the service is trying to convey. Several other 
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projects have performed translation, but usually without recognizing translation within 

the wider scope of virtualization. The HTTP and FTP services are  commonly 

acknowledged problems because they do not operate with existing applications that 

expect traditional open/read/write/close file system semantics. This has led several 

authors to propose mechanisms for translating HTTP or FTP into more application-

friendly file system semantics.  

HTTPFS [Kiselyov 99] is a file system built on top of the HTTP protocol. There are 

several advantages to building a file system on top of HTTP, most notably the wide 

support of web servers on nearly all modern computer platforms, and the ability of HTTP 

transfers to pass freely through most firewalls. HTTPFS uses a client-side framework to 

translate file system operations such as open, read, write, etc into web operations such as 

get, put, etc. In this sense, HTTPFS performs a translation between the local file service 

and the HTTP protocol. HTTPFS does require significant modifications to the client 

computer, including re-linking of any client applications that wish to use HTTPFS with a 

special library.  

FTPFS [Malita-FTPFS] is a Linux kernel module that provides a translation service 

between the FTP protocol and the local file service. Because it is implemented as a kernel 

module, it requires modification of the client computer. By bridging the gap between FTP 

and the local file system, application programs are able to open remote files on FTP 

servers as if they were local files. FTPFS has been superseded by LUFS [Malita-LUFS], 

the Linux Userland File System. LUFS is comprised of a kernel module plus a user-mode 
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process and performs a translation between FTP, SSH, and Gnutella into the local file 

service. Alex [Cate92] is another system that performs translation between FTP and NFS. 

Alex is implemented as an NFS server and does not require modifications to the clients or 

servers. 

WebNFS [RFC2055] replaces NFS with a more web-friendly protocol. WebNFS is not a 

translation virtualization, but rather is a replacement protocol, requiring modifications to 

both clients and servers. The key concept of WebNFS is public file handles, which are 

similar to URLs. WebNFS also uses the TCP protocol instead of the UDP protocol that is 

favored by NFS implementations. Using TCP allows multiple files to be transferred over 

the same connection, mitigating the costs of connection setup and teardown.  

WebFS [Vahdat98] is a loadable kernel module for the Solaris operating system that 

provides a mapping of the URL namespace to a file system namespace. While WebFS 

seeks to maintain compatibility with HTTP, the true goal of WebFS is to replace HTTP 

with a more flexible protocol that provides support for cache coherency and 

authentication. WebFS does require client-side modifications because a  kernel module 

must be installed.  

2.4 Aggregation 

The problem with many existing network file services is a lack of scalability. For 

example, the NFS protocol has no provision for a file system to span multiple servers. 

When the load on a server becomes too great, or when disk space on a server is 
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exhausted, the options are limited. The server may be replaced with a larger or higher 

performance server, or a second, independent server could be added, providing a second 

independent file system. Adding a second file system requires clients to be reconfigured 

to recognize both file systems and exposes end users to the boundary between the two file 

systems. This is inconvenient and has prompted several authors to devise the means to 

aggregate multiple systems together.  

One approach to aggregation is to support a sort of asymmetric virtualization where a 

standardized protocol, such as NFS, is used to communicate between the clients and the 

virtualizer, but a specialized protocol is used to communicate between the virtualizer and 

the servers. This typically requires the installation of special purpose servers. Slice 

[Anderson00] provides request routing in which a micro-proxy functions as a switch that 

routes client requests to a group of bulk data servers and file managers. Slice uses a 

specialized OBSD protocol for communication between the micro-proxy and the bulk 

data servers. The file managers are distinct from the bulk data servers and manage the 

directory structure and metadata of the file system. A drawback of Slice is that standard 

NFS servers are not supported.  

Deceit [Siegal90] is a distributed file system that combines multiple servers to provide 

the illusion of a single large NFS server. Deceit provides a superset of the NFS 

functionality by adding features for automatic failover, replication, and version tracking. 

Deceit allows files to migrate from one server to another. If a client seeks to access a file 

that has migrated, then the server automatically forwards the request to the correct server. 



37

Deceit servers provide a superset of the NFS protocol and require the ISIS protocol for 

server-to-server communication. To use the automatic failover and version control 

features, Deceit requires client modification as well.  Distributed NFS [Liu00] is similar 

to Deceit in that it replaces standalone NFS servers with cooperative NFS servers that are 

able to redirect requests to each other. A daemon on the distributed NFS server adds 

support for replication and migration.  

2.5 Replication 

Lack of reliability is a common problem with existing network file services. Versions 2 

and 3 of the NFS protocol have no accommodation for replicating data or automatic 

failover, leaving those systems vulnerable to failure. Version 4 of the NFS protocol does 

add some replication features, but represents a considerable deviation from the earlier 

versions of the protocol and is not widely supported at this time. The lack of reliability in 

protocols such as NFS has led to several proposals for adding increased reliability to 

them.  

NFSv4 [Shepler03] is an extension of NFS and provides rudimentary protocol support for 

replication. Only read-only data can be replicated.  The NFSv4 replication support uses a 

per-filesystem attribute, fs_locations, that lists alternate servers that also contain the 

same file system. A client, upon noticing a server is unresponsive, may contact a different 

server listed in the fs_locations attribute. To support read/write replication using 

NFSv4, one proposal suggests redirecting all clients to a primary server whenever a file is 
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opened for writing [Zhang03]. During this time, all other replicas of the file are 

unavailable. The primary server propagates the modified file to the other replicas when 

the file is closed, at which point the replicas begin serving the file again.  

Base [Rodrigues01] provides Byzantine fault tolerance for the NFS protocol by 

replicating objects on multiple NFS servers. Base is implemented via a user level relay 

process that mediates communication between the NFS client built into the operating 

system and the NFS servers. The idea is to use a heterogeneous collection of NFS 

servers, so that implementation-specific software bugs do not cause all the servers to fail. 

Base uses a handle translation mechanism similar to Mirage in which the relay process 

translates client handles to server handles via a table. Mirage recovers from router 

failures using a mechanism derived from Base.  Unlike Mirage, multiple Base relay 

processes coordinate their actions, so that a client can access its files through any of 

them. 

Several solutions strive to use the standard NFS protocol, but still require minor 

modifications to the clients and servers. RepNFS [Menezes94] uses a primary-secondary 

policy in which requests are sent to a primary server and intercepted by a layer that sits 

between the network and server daemon. A modified automounter on the client 

automatically mounts the secondary when the primary fails. RNFS [Marzullo88] uses an 

agent that receives client requests and uses an atomic broadcast mechanism to broadcast 

the request to all replicas. Ficus [Guy90] places layers on both the client and server, but 
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also supports backward compatibility with unmodified NFS clients, albeit without 

replication functionality.  

Several authors have proposed placing intermediaries between the clients and servers. 

Cuckoo [Klosterman02] is an NFS switch that multiplexes read operations between 

multiple NFS servers. Its design is similar to Mirage, except that it requires an offline 

application to create replicas, and once a replicated file is modified, it ceases to become 

replicated.  

Another approach is to implement a distributed file system in the server’s operating 

system, and then use an NFS server process to allow clients to make use of the distributed 

operating system. This approach is used by the Harp [Liskov91] distributed file system. 

Harp achieves replication by using a primary copy method. Requests are sent to a 

primary file server that is responsible for propagating changes to the backup servers.  

2.6 Fortification 

Existing NFS servers are insecure, suffering from a variety of deficiencies. In its common 

deployment, the NFS protocol relies on the client computers to insert correct credentials 

into the request headers. If a client’s operating system has been compromised, and the 

client inserts false credentials, then he may obtain arbitrary access to the NFS file 

systems. NFS uses the relatively insecure UDP protocol, placing sensitive data in the 

clear on the network connection where it could be intercepted.  



40

The problem of NFS data appearing unencrypted over network connections can be 

solved by simple tunneling of the NFS protocol through SSH. Tunneling can also be used 

to secure other protocols, such as FTP or email. Tunneling is not technically an example 

of virtualization, as the insecure protocol (such as NFS) is merely encapsulated inside the 

more secure protocol (SSH).  

RFS [Zhu03] is a solution of what to do about a break-in after it has occurred. RFS places 

a request interceptor between the clients and servers that logs modify operations. When it 

has been determined that an attack has taken place, the modify log can be examined, and 

those operations that are a result of the attack can be identified. The offending operations 

can then be undone.  

Interposed Proportional Sharing [Jin04] implements fair queuing to ensure the fairness of 

an NFS server. The approach is similar to the Mirage DoS scheduler that is presented in 

this dissertation. A request scheduler is interposed between the clients and servers. The 

scheduler intercepts the requests and delays or reorders them before forwarding the 

requests to the servers. This allows to scheduler to enforce a queuing discipline, such as 

fair queuing on the clients.  

2.7 Other Virtualizations 

Load balancing seeks to ensure that a load is evenly spread over a collection of servers. 

Although load balancing is not a virtualization that has been implemented in this 

dissertation, it does fit the framework for virtualization. In a load balancing 
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configuration, a set of clients requires access to a collection of objects that are stored 

on a cluster of servers. A load-balancing virtualizer can be interposed between the clients 

and servers to route client requests to an appropriate server.  

Locality-Aware Request Distribution [Pai98] is a mechanism for routing requests to 

servers to enhance load distribution and locality. LARD uses a front-end that performs 

routing, and a collection of back-end servers that each export identical data. The key 

observation with LARD is that the collection of servers will be most efficient if the 

requests always hit in the cache of the back-end servers. If the current working set were 

divided among the back-end servers in round-robin manner, then the back-end servers 

would each have to cache the entire working set. Instead, the LARD front-end 

dynamically partitions the working set into a collection of subsets and assigns each subset 

to one back-end server. As the load becomes imbalanced, the sets are adjusted to remove 

load from overloaded servers and assign that load to under-loaded servers. This allows 

the collection of servers to support a working set that is the sum of their individual 

caches. Both LARD and Mirage use application-level data within the requests to 

determine to which back-end server the request will be routed, and both LARD and 

Mirage operate transparently to the clients and servers.  

Comparison-based verification [Tan05] inserts a server tee between the clients and a 

reference server. The server tee is a router that duplicates requests to a server-under-test 

and compares the responses to highlight difference between the reference server and the 

server-under-test. The duplication functionality present in the tee is a straightforward 
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example of replication, but the comparison feature represents a novel example that 

shows the range of the virtualization technique.  

2.8 Active Networking and Programmable Routers 

Active networking [Tennenhouse97] replaces the static inflexible routers that currently 

exist in the Internet with dynamic routers capable of executing arbitrary code. User 

applications can therefore perform computation in the network, closer to the data source. 

For example, video stream compression can be performed on a router near the source of 

the video stream. The key issues involved in active networking include the form of the 

active network programs, the resources available, and the protection mechanisms needed 

to prevent different users from interfering with one another. Two different competing 

active network approaches exist, the programmable router approach in which routers are 

augmented to run custom code, but continue to use standard packet formats, and the 

capsule approach, in which traditional network packets are replaced by capsules that 

contain both data and a small program to be run when the packet is routed.  

The key issue in programmable routers is what type of infrastructure is deployed on the 

router to allow modules to be inserted and removed and enforce protection. Java 

[Gosling95] and Tcl [Ousterhout90] both rely on using an interpreter to isolate the 

dynamic code from the rest of the router code base. An alternative approach is proof-

carrying code [Necula96], in which the code carries a proof of correctness. The proof, 

while potentially time-consuming to construct, can be tested quickly on the router. 
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Software fault- isolation [Wahbe93, Seltzer96] is another technique that has been 

demonstrated to allow safe execution of untrusted code in a kernel.  

Whereas programmable routers are a coarse-grained approach in which whole modules 

are downloaded into the router, capsules are a fine-grained approach in which every 

packet potentially contains its own code. Executing a unique arbitrary program for each 

network packet is a costly proposition, but it is expected that the capsule programs would 

make extensive use of built-in functions.  

Whole operating systems have been developed with programmable routers in mind. The 

Scout [Mosberger96] operating system is targeted at network appliances and includes a 

path-based data flow model that allows network paths to be scheduled efficiently and for 

each path to consume a predictable amount of resources. Silk [Bavier02] is a version of 

Scout that allows Scout’s paths to be used inside of the Linux operating system. The 

Click Modular Router [Kohler00] is a software router that runs on commodity hardware. 

Click uses a modular design, in which the router is built from a collection of modules 

called elements.
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Chapter 3 TRANSLATION 

Translation is a virtualization in which one service is converted into a different service. 

Translation can be thought of as a transformation in the representation of data, without 

altering the meaning of the data. The analogy is similar to translating between human 

languages. For example, when an English text is translated into Spanish the meaning of 

the text remains the same, but the physical representation changes. Translation is not 

context-free. Continuing our English to Spanish analogy, it’s not sufficient to take each 

word of a text and translate it in isolation; the grammar and the structure of the text also 

need to be translated.  

Translation in the realm of virtualization presents similar challenges. Translating between 

protocols may require more than simply translating each packet individually. The packets 

need to be analyzed in the context of the protocol, and it is important to consider how the 

structure of the protocol may effect the presentation of the data that the protocol 

represents. Some protocols have features that others do not. For example, the HTTP 

protocol used by the web has the capability of specifying the language preference of the 

end-user, whereas many other protocols do not offer such a capability.  

This chapter presents a translation between the web and a network file service. A 

prototype, called Gecko, was constructed, evaluated, and published [Baker99, Baker01].  
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3.1 Motivation  

The primary motivation for translating the web into a file system is accessibility by 

existing application programs. Despite its enormous popularity and the vast amount of 

information it holds, the web is only accessible to applications designed specifically to 

access it. The web transfers data via the Hypertext Transfer Protocol (HTTP) [RFC1945, 

RFC2068, RFC2616, RFC2617, RFC2965], which is not directly supported by 

contemporary operating systems. As a result, each application that wants to access the 

web must implement HTTP itself, or make use of a library or execution environment that 

does. This is unfortunate and means that only web-enabled applications can use the web; 

conventional applications designed to work on files cannot operate on a web page unless 

a web-enabled application first copies the page into the local file system. For example, a 

user who wishes to edit a web document in a conventional word processor must first use 

a web browser, or similar web-enabled application, to download the page into a file, and 

then launch the word processor on the local copy.  

Existing applications already understand how to read and write files. If the web had been 

designed to use a file system interface rather than HTTP, then these existing programs 

could be used on the web without alteration. The solution is to use a translation 

virtualization to bridge the gap between the web and file systems. 

Gecko (Figure 4) provides a translation between HTTP used on the web and the 

traditional file system semantics used by application programs. This is accomplished by 
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translating the HTTP protocol into the NFS protocol which can be easily mounted by 

the clients into their local file system. This allows a conventional application to access 

web pages as easily as it does files. Gecko performs this translation without any 

modifications to the client’s operating system, application programs, or the web servers.  

App1 App2 App3

Operating System

Client Computer

WebGecko
Server

HTTP
NFS

Figure 4: Gecko Architecture. Gecko acts as an intermediary between the HTTP protocol used by the 
web and the NFS protocol used by its clients. A single Gecko virtualizer may have many clients. Both 
Gecko and its clients cache web pages; the NFS protocol ensures that client caches remain consistent with 
the server’s copy.

In addition to making the web more accessible to existing applications, a second benefit 

of Gecko is that NFS has more features than HTTP. By accessing the web through NFS, 

all of the NFS functionality built into the client, such as file caching, file name caching, 

cache consistency, etc., operate on web pages just as they do on NFS files. Clients share 

pages cached on the Gecko and access them using the NFS protocol instead of the slower 

HTTP protocol. In addition, NFS maintains the consistency of pages cached on clients, so 

that when one client reads a new version of a page, all clients see the change. 

Gecko is not unique in proving a file system interface to the web. Local file systems, such 

as WebFS [Vahdat98], provide access to the web, but do so by installing a module into 

the client’s operating system that provides a new type of file system that fetches pages 
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from the web via HTTP. This requires modification to client and suffers several 

disadvantages:  it isn’t portable between operating systems, and doesn’t provide for a 

centralized proxy cache. What is unique about Gecko is that it uses the NFS protocol to 

access a shared Gecko virtualizer, which in turn uses HTTP to access the web. The 

translation is performed on Gecko itself, requiring no changes to the client machines. 

Another benefit of Gecko is that NFS is tuned for high-performance control operations 

and data transfers on a local-area network, making it a better choice for communicating 

with a proxy than HTTP. HTTP is based on TCP, requiring connections to be established 

even for small transfers. Although more recent versions of HTTP allow persistent 

connections, NFS avoids the issue altogether by using RPC to communicate between the 

clients and the NFS server. A benchmark was constructed using both Gecko and a Squid 

proxy. The network configuration and network load was identical for each configuration. 

A client can access a cached web page from Gecko via NFS faster than from a Squid 

proxy via HTTP. For example, a 32KB web page may be retrieved in only 48ms via 

Gecko, whereas it takes 60ms to retrieve the same document via HTTP.  

Two Gecko prototypes were designed and implemented. Although the first prototype, 

Gecko-I [Baker99], is useful and its performance satisfactory, its implementation turned 

out to be much more complex than anticipated, primarily because of the difficulty in 

maintaining the state Gecko needs to convert NFS requests into HTTP requests. In a 

nutshell, what can be done in a single HTTP request must be expressed by a Gecko client 

as a series of separate NFS requests, and Gecko must retain enough state to determine the 
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relationship between these individual requests. This state represents hard state, state 

that cannot be lost in a Gecko crash, as opposed to soft state which can be lost without 

affecting the system’s correctness. This, in addition to the complexities of caching web 

pages, greatly complicated the Gecko design, and made the entire system particularly 

vulnerable to Gecko failures. Hard state also limits the system’s scalability because 

Gecko-I must reliably store the state associated with all its clients. 

The second prototype, Gecko-II, uses primarily soft state. Although it is impossible to 

eliminate hard state on Gecko entirely, it was possible to move much of it to the clients, 

by having them provide the necessary state to Gecko on each access. This is difficult to 

do within the confines of the NFS protocol, but the end result is a system that is 

substantially simpler than the first prototype, can scale to more clients, has comparable 

performance, and better performance than accessing a Squid cache directly via HTTP.  

3.2 The Web 

Documents (pages) in the web are generally encoded using HTML [RFC1866]. HTML is 

an ASCII-based page description that has embedded text-formatting keywords. There are 

many keywords that affect page appearance such as font style, colors, paragraph 

alignment, etc. The most powerful feature of HTML is the hyperlink keyword that links 

pages together. A hyperlink is a reference from the source page to a target page, in form 

of a URL [RFC1738, RFC1808, RFC2396] embedded in the source page. When a user 

clicks on a hyperlink, the web browser uses the embedded URL to load a new page. 
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Hyperlinks can refer to pages on different web servers as well as on the same server. 

Consider a web site (Figure 5) whose main page 

http://www.mysite.com/index.html contains several hyperlinks: 

• An on-site link to the document products.html in the same directory as the 

source, index.html.

• An on-site link to a document, intro.html, in the subdirectory services.

• An off-site link to a different web site, http://www.friend.com/. 
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http://
www.mysite.com/

products.html

http://
www.mysite.com/

services/
index.html

http://www.mysite.com/
index.html

Products
Services
Partners

http://
www.friend.com/

index.html

http://
www.yahoo.com/

cgi-bin/
search?mysite

Figure 5: Sample web site. The home page, index.html, contains links to many other pages, both on 
the same server (mysite.com) and remote servers (friend.com). There are also links to these pages 
from other servers (yahoo.com).

3.2.2 Naming Web Pages 

Providing access to the web via NFS requires that web pages have names in the NFS 

name space. NFS uses the standard UNIX directory hierarchy to name files. A file name 

consists of component names separated by ‘/’ characters, each component specifying a 

name mapping within the particular directory. For example, the name /a/b specifies the 
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file or directory b within the directory a, within root directory /. A file or directory 

may have many names, but each name refers to a single file or directory.  

Naming in the web is more complicated. A web page is accessed via its URL, which is 

also a sequence of names separated by ‘/’ characters. Although its format is similar to a 

UNIX file name, it is not a hierarchical directory structure: even though page /a/b 

exists, page /a may not. However, most web servers have adopted the convention that 

web naming parallels the UNIX directory hierarchy. For example, the URL 

http://www.mysite.com/services/intro.html refers to the file 

services/intro.html on the server mysite.com.

This organization suggests an overly-simple naming scheme: use the URLs as file names. 

Since URLs look like UNIX files names, an implicit hierarchy can be formed from the 

URL namespace. For example, the URL 

http://www.mysite.com/services/intro.html can be thought of as a child 

of http://www.mysite.com/services/ (Figure 6). Although it is tempting to 

map the URL hierarchy directly to the UNIX directory hierarchy in this fashion, there are 

several complications. First, unlike the UNIX directory hierarchy, the URL hierarchy 

may have disconnected components. Although 

http://www.mysite.com/services/intro.html is a valid URL, 

http://www.mysite.com/services/ may not be; an attempt to access the page 

at the latter URL will fail because the page doesn’t exist.  
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directory /
index.html
products.html
services directory /services

intro.html

Figure 6: Directory Structure. The services directory is located in the root and contains the page 
intro.html.

Second, even if http://www.mysite.com/services/ exists, the web provides 

no direct way of learning its children in the URL hierarchy. A UNIX directory is a 

special type of file that contains the names of other files and directories that are its 

children, forming a hierarchy. Unlike the web, UNIX provides facilities for obtaining the 

children of a directory. Furthermore, the HTML contents of a page may bear little or no 

relationship to its children in the URL hierarchy. It is possible and common for web sites 

to have hidden pages that are not linked to by any other page. The URL for a hidden page 

cannot be found by browsing the web. 

Many web pages are stored in HTML format, allowing pages to be named by the HTML 

link graph. HTML pages may contain URLs that refer to related pages, embedded 

images, frames, etc. Relative page names can therefore be formed from the source page 

containing the hyperlink, plus the identification of the hyperlink within the page. The link 

graph represents the naming scheme used by the browsing paradigm, in which a user 

moves from page to page by following hyperlinks. There need be no relationship between 
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a page’s URL and the URLs of the links it contains; they may be in different 

directories on the same server or different servers altogether. Thus any page can have a 

link to any other page, creating a directed graph that may have cycles.  

3.2.3 HTTP Headers 

Despite the different ways of naming a web page, neither a page’s URL nor its location in 

the link graph uniquely identifies its contents. When a client requests a page it specifies a 

set of request headers that may be used by the server to tailor the page contents (Figure 

7). The headers are ASCII strings that include such information as the client’s preferred 

language, browser type and version, authentication information, etc. (Figure 8). The web 

server can use this information to modify the page contents; for example, a URL 

requested with a Spanish language preference may yield different results than the same 

URL requested with an English preference. The request headers are thus an integral part 

of naming because changing the headers may change the resulting page. A variable 

number of headers may be specified, and each header may be of variable length, so a 

variable length string is required to identify a web page. 
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URL
http://www.mysite.com/

Request Headers

Language: English
User-Agent: Mozilla
Accept: Image/Jpeg

+

Web Server

Reply Headers

Content-Length: 100
Content-Type: Text

Page Contents
(html)

+

Request

Reply

Figure 7: HTTP Request/Reply Structure. It takes both a URL and the request headers to identify a web 
document. Even this isn’t quite sufficient, as the web server may return a different page for identical 
requests (e.g. to change the advertising).

There are generally two types of headers: those that have a relatively small, finite set of 

values that can be enumerated, and those that take on any value. For example, there are 

relatively few languages in use on the web, making the Language header an 

enumeration. The User-Agent and Accept headers are also enumerations. Other 

headers, such as Referrer, Cookie, and Authorization, cannot be enumerated; 

these headers may potentially change often and be different for each web page that is 

retrieved. The distinction between the seldom changing enumeration headers and often 

changing non-enumeration headers will play an important role in how Gecko manages 

headers efficiently. 



55

Language: English 
User-Agent: Mozilla/3.02Gold (Win95; U) 
Accept: image/gif, image/jpeg, */* 
Referrer: http://www.mysite.com/someurl.html 
Host: mysite.com 
Cookie: user=bill 
Authorization: Basic MFJoKTb9MTU6QmFvPYI= 

Figure 8: Sample Request Headers. Clients can provide headers when requesting a page that allow the 
server to tailor the page contents.

3.3 Translating Web Names to File Names 

The first step in designing the Gecko translation is to devise a way of translating the 

web’s namespace into the namespace of UNIX-style filenames. There are three properties 

of web names that complicate the translation. First, a user may specify a page through 

either the link graph, by specifying a link within another page, or the URL directly. There 

may be many links to the same URL, and many URLs for the same page. Second, 

although every page must have a URL, not every page is accessible from the link graph, 

i.e. hidden pages have no links that point to them. This means that both the link graph and 

the URL hierarchy must be encoded in the UNIX naming scheme. Last, request headers 

enable a single URL to refer to multiple pages. This too must be handled by the naming 

scheme. 

Gecko translates a URL to a UNIX file name by treating each component of the URL as a 

directory, and every web page as a UNIX directory whose contents reflect the structure of 

the page. The URL http://www.mysite.com/services/intro.html is 

converted into the UNIX file name 

/web/www.mysite.com/services/intro.html. The page is represented by a 
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UNIX directory containing a .contents file that contains the HTML contents of the 

page, and a .headers file that contains the response headers returned with the page. 

Each hyperlink in the page is represented by a symbolic link that starts with the prefix 

.link and points to the target of the symbolic link. For example, if the first link in the 

page is to http://www.friend.com/index.html then the directory 

/web/www.mysite.com/services/index.html will contain the symbolic link 

.link0 that points to ../../www.friend.com/index.html. This arrangement 

allows both the URL hierarchy and the link graph to be traversed in the UNIX name 

space. 

The directories that represent web pages behave slightly differently from standard UNIX 

directories. There is no way to query a web server to find out the children of a URL short 

of trying all possible names, which means that the best Gecko can do is to add children to 

a directory as they are accessed. The directory contents are learned as the directory’s 

children are accessed, so that the directory contents change over time even though the 

underlying web page does not. 

There are several ways of integrating request headers into this naming scheme. A simple 

solution is to embed them in the UNIX name for the page, by concatenating them with 

the page’s URL. For example: 
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HTTP Request: 
http://www.mysite.com/services/intro.html 
Language: English 
User-Agent: Mozilla/3.02 

 

UNIX Request: 
/web/language_english/user-
agent_mozilla_3.02/www.mysite.com/services/intro.html 

The downside is that the UNIX pathname grows very large and unwieldy. Most web 

requests have at least a half-dozen headers, and with advanced HTTP features such as 

cookies, the total length of the headers may exceed 1 KB, the maximum length of a file 

name on many UNIX systems. Even if the headers were to fit in the file name, standard 

UNIX applications and users would have to contend with long and complex pathnames.  

Another possibility is to associate the request headers with the desired URL implicitly. In 

this solution, the Gecko server maintains a set of headers that it sends to web servers 

along with the requested URLs. Clients use an out-of-band communication channel to 

modify the headers on the server. As long as the headers are set up appropriately, this 

method allows applications and users to access pages by specifying only the URL. An 

example is: 
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HTTP Request: 
http://www.mysite.com/services/intro.html 
Language: English 
User-Agent: Mozilla/3.02 

 

UNIX Request: 
set “Language: English” via alternate channel 
set “User-Agent: Mozilla/3.02” via alternate channel    
use /web/www.mysite.com/services/intro.html 

This approach encodes only the URL in the pathname, which is manageable both by 

users and by existing applications. However, it does not support concurrent accesses. If, 

for example, two different users wish to use different headers to access the web, their 

modifications to the set of headers may conflict and lead to unpredictable results. The 

only way to avoid this conflict is to serialize requests from different users, which would 

prohibit multitasking and impose a significant performance penalty. 

3.3.1 Header Sets 

Gecko uses a hybrid approach based on both an extension to the file system name space 

and implicit headers. Gecko maintains a collection of header sets, each containing one or 

more request headers. Clients can create and delete header sets, as well as modify their 

contents. Each header set has a unique identifier, and the UNIX name space is extended 

by adding this identifier to the beginning of the UNIX file name. This allows a user or 

application to specify which header set should be used when fetching a particular URL, 

and avoids the synchronization problems of a single header set. For example: 
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HTTP Request: 
http://www.mysite.com/services/intro.html 
Language: English 
User-Agent: Mozilla/3.02 

 

UNIX Request: 
set “Language: English” in header set #1234 
set “User-Agent: Mozilla/3.02” in header set #1234 
use pathname /web/#1234/www.mysite.com/services/intro.html 

 

This is a compromise between long file names and simplicity. Each client can maintain 

its own header sets on the server, avoiding race conditions between clients. Clients can 

share header sets as long as they synchronize between themselves, and the server can use 

the same underlying storage for header sets with the same contents. Efficiency is 

improved because each client process manipulates its own header set independently, and 

only needs to modify the headers as necessary. Many headers, such as the browser type, 

may never change, while others only change slowly. Each client updates its own headers 

as appropriate, without interacting with other clients. A default header set is available for 

applications that do not need a customized header set. 

Having many different header sets has an implication on how pages are cached in Gecko. 

It is possible that two different header sets may produce identical pages, and this may 

lead to wasted space if Gecko caches each page separately without detecting that there 

are identical copies. An alternative, which is not currently implemented in Gecko, is to 

use a content-addressing technique to eliminate duplicates. In content addressing, each 
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object is hashed and the objects are addressed by the value of the hash. Duplicate 

objects generate the same hash, and duplicates are automatically removed.  

3.3.2 Privacy and Security 

Translation must also preserve the security properties of the original service. Gecko must 

ensure that a user’s privacy isn’t compromised as he or she accesses the web, and it must 

also ensure that one user cannot modify another’s pages, nor masquerade as another user. 

The security and privacy goals for Gecko are: 

• A page that is retrieved by one user must not be viewable by another user unless 

the user wishes it to be public. 

• Any metadata associated with a user’s request must be private unless the user 

wishes it to be public. A user should not be able to see or modify another user’s 

header sets without permission. 

• The URLs accessed by a user must not be visible to others unless the user wishes 

them to be public. A user should not be able to see what web pages another has 

accessed. 

Gecko must address these privacy and security concerns within the semantics of the NFS 

protocol. NFS inherits its security features from the UNIX file system, which provides 

the notion of file ownership, and three sets of permissions: individual, group, and other.
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If the group and other permission bits are disabled, then only the owner can access the 

file or directory.  

Gecko uses these permission bits to enforce security. The user that creates a header set 

automatically owns all files that are retrieved with that header set. The group and other 

permission bits are disabled, effectively hiding the pages and directories from other users.  

Privacy and sharing are at odds with one another. If all users protect all pages, then no 

sharing is possible. On the other hand, if all pages are sharable then no privacy is 

possible. Privacy settings may be configured for a header set by its owner. A user can 

make a header set private by setting the UNIX permission bits appropriately. 

3.4 Gecko Example 

The following example illustrates how the web is accessed through Gecko. In the 

following the user has mounted the Gecko file system as the directory /web. The user 

begins by issuing a cd command to the University of Arizona home page: 

>cd /web/www.cs.arizona.edu        
>ls -ao 
total 31 
-rw-rw-rw-   2 nobody   3550 Oct 15 17:15 .contents 
-rw-rw-rw-   2 nobody    257 Oct 15 17:15 .headers 
lrwxrwxrwx   2 nobody   4096 Dec 31  1969 .link0 ->  
.../w3.arizona.edu:180/enroll/ 
lrwxrwxrwx   2 nobody   4096 Dec 31  1969 .link1 ->    
.../www.arizona.edu/estudents.html/ 
lrwxrwxrwx   2 nobody   4096 Dec 31  1969 ... -> ../     
drwxrwxrwx   2 nobody 4096 Dec 31  1969 estudents.html/ 
(subsequent directory entries eliminated for brevity) 
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The directory for the www.arizona.edu page contains several files: the 

.contents file containing the page’s HTML; a .headers file containing the headers 

returned by the web server; and several .link files, each of which represents a 

hyperlink in the page and is a symbolic link to the Gecko path name of the hyperlink’s 

target. The symbolic links are relative to allow different clients to mount Gecko at 

different places in their file systems; the ‘...’ symbolic link reduces the complexity of the 

path names in the .link files by factoring out the common prefix. 

The user views the contents and headers of the web page as follows: 

>cat .headers 
HTTP/1.0 200 Document Follows 
Date: Fri, 10 Dec 1999 19:28:32 GMT 
Server: Apache/1.2.4 
Last-Modified: Thu, 09 Dec 1999 21:01:27 GMT 
ETag: "2906-ded-361d2827” 
Content-Length: 3565 
Accept-Ranges: bytes 
Connection: close 
Content-Type: text/html 
 
>cat .contents 
<html><head> 
<TITLE>The University of Arizona</TITLE> 
</head> 
(remainder eliminated for brevity) 
 
Following a hyperlink is as simple as using the cd command:  
 
>cd .link1; pwd  
/web/www.arizona.edu/estudents.html 

3.5 Translating Protocols  

In addition to translating names, Gecko must also translate the underlying protocols. This 

is somewhat difficult because HTTP and NFS are very different protocols: HTTP is 
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connection oriented and layered on TCP, while NFS is connectionless and layered on 

RPC and UDP.  

Gecko provides NFS access to its clients and services those requests by accessing the 

web via HTTP. The process of transferring a file between a server and a client in both 

HTTP and NFS can be broken down into four distinct phases. Name resolution maps the 

textual representation of the file name into an internal representation that uniquely 

identifies the file and is used by subsequent phases. Attribute retrieval retrieves essential 

file information necessary to complete the transfer, such as permissions, content type and 

length, and modification time. Content transfer transfers the file data from the server to 

the client, and the cleanup phase closes the file and terminates the transfer.  

Although the HTTP and NFS transfer protocols are quite different, Gecko provides the 

entire HTTP functionality via the NFS protocol. There are several idiosyncrasies of the 

protocols that make translating between the two difficult. One is that HTTP supports a 

refresh function that a client can use to fetch a fresh copy of the page directly from the 

web server, bypassing any intervening caches. NFS provides no direct support for 

refresh. Second, the client-side NFS implementations use a file inode number provided 

by the NFS server to identify files uniquely. HTTP doesn’t provide unique identifiers for 

pages, making it difficult for the Gecko server to generate inode numbers for pages. 
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3.5.1 HTTP Transfers 

HTTP performs the entire transfer via a single TCP connection. TCP [RFC793] 

connections are bi-directional character streams through which the client may write an 

variable number of bytes to the server and the server may respond by writing a variable 

number of bytes to the client. There is no explicit request/reply order inherent in the TCP 

protocol, nor is there any explicit bundling of bytes into fixed-size records. To access a 

web page the client opens the TCP connection to the web server, sends the URL for the 

requested page and associated request headers, and receives the requested page over the 

same connection. The client can then close the connection or request another page on the 

same connection. Since all four phases of file transfer are accomplished in one 

connection, once the URL and headers have been sent there is no ambiguity about which 

page the client is accessing. Therefore, there is no need for the server to retain client-

specific state between connections.  

Name resolution in HTTP is a two-step process. First, the client must extract the server’s 

name from the URL and use this name to create a connection to the server. The client 

then sends the URL and request headers to the server, and the server converts them into 

an internal representation; for most web servers the URL is the file name of the page in 

the server’s local file system, although this need not be the case. 

Attribute retrieval is performed once the client has sent the URL and headers. Typically a 

web server acquires attributes such as the file size and modification time from the 
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attributes of the file that contains the page. Other attributes, such as the content type of 

the file or cookies to be returned along with the page, are generated by the web server 

itself. The block of headers is sent to the client as a series of plain text strings terminated 

by a blank line. 

Content transfer is performed by sending the entire page over the TCP connection. HTTP 

does not perform any error checking or flow control, instead relying on the TCP protocol 

for these. Although newer specifications of HTTP do permit the client to request only a 

portion of the file contents, most HTTP implementations require the entire contents to be 

transmitted at once. One complication with requesting only part of a page is that there is 

no guarantee that subsequent requests for additional parts will come from the same page; 

the server may change the page on every access, e.g. to change advertising. 

Transfer termination is done by closing the TCP connection. The TCP protocol is 

responsible for communicating the end of transmission and other cleanup details. Once 

the client detects a closed connection, it knows the entire page has been received.  

3.5.2 NFS Transfers 

Rather than handling the entire transfer in a single connection, NFS breaks the transfer 

down into several RPCs. NFS uses UDP as the communication protocol between 

machines, instead of HTTP’s TCP. UDP is a non-reliable, datagram protocol that has less 

overhead than TCP, but also provides less functionality.  
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Name resolution involves both the client and the server. NFS uses typical UNIX-style 

file system organization, where there is a parent-child relationship between components 

of a file name. The client breaks the file name into its individual components and contacts 

the server to resolve each independently. For each component, the client sends the server 

a fixed-size handle for the parent directory and the component name. An NFS handle is 

either 32 or 64 bytes of data, depending on the version of NFS, that uniquely identify a 

file. The server replies to the request with a handle for the child. The handle for the root 

directory is given to the client when the file system is mounted. This style of name 

resolution allows the client to cache the results for use during subsequent name 

resolutions.  

An NFS client receives file attributes when it invokes various NFS functions on the 

server (such as Lookup), and it can request them explicitly via the GetAttr NFS 

function. This function is used primarily to verify that the cached copy of a file is up-to-

date, by comparing its modification time with that of the server’s copy. NFS attributes are 

fixed-size and only include the standard UNIX attributes such as permissions, file size, 

modification time, etc. There is no provision for including arbitrary header information as 

with HTTP. 

The NFS Read function is used to transfer the contents of a file from the server to the 

client. The client specifies the handle of the file from which to read, the starting offset 

within the file, and the number of bytes desired. The client can issue reads of any size, 

although most operating systems break reads into manageable units of 8 KB or smaller. 
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Reads may be issued out of order as in a random seek and may skip unwanted sections 

of the file. Most client operating systems support some form of read ahead and/or parallel 

read capability to improve performance. 

NFS transfers are not explicitly terminated as are HTTP transfers. A client can cache a 

file handle indefinitely and use it to read from the file. Most clients poll the server 

periodically using the GetAttr function to verify the consistency of cached files; the 

polling period is typically 3-60 seconds, depending how long it has been since the file 

was last modified. This implies that although a client can hold a handle indefinitely, 

accesses to the file will be preceded by a Lookup or GetAttr request at most 60 

seconds beforehand. 

3.5.3 Page Refresh 

HTTP allows the client to request a fresh version of a document directly from the web 

server, bypassing any cached copies. This is useful for pages containing information such 

as stock quotes where the user doesn’t want stale information. Refresh in HTTP is 

accomplished by sending a request with the header “Pragma: no-cache”. This 

header causes intermediate proxies to bypass their caches. 

The page refresh function doesn’t mesh well with standard UNIX file system interface. 

UNIX does not provide a mechanism for forcing a file access to bypass the cache, or 

even to flush a file from the cache. Furthermore, an NFS client keeps its cache up-to-date 

with the server by polling periodically, and there is no way for an application program to 



68

force an immediate poll. Gecko overcomes this problem by allowing a version number 

to be appended to a file name. The version number serves a two-fold purpose. First, 

because the filename with the version number appended is not in the client’s directory 

name cache, the client must issue a lookup operation to Gecko to resolve the filename. 

Second, Gecko detects the ‘#’ character in the filename and uses it as a flag to indicate 

that a new copy of the file should be fetched from the web server. For example, an 

application requesting /www.myhost.com/someurl.html/.contents may 

request a fresh version by using 

/www.myhost.com/someurl.html/.contents#1.

3.5.4 UNIX inode numbers 

In addition to the NFS handles that identify files, the NFS protocol also assigns each file 

a unique 32-bit inode number. Although both the handle and the inode number uniquely 

identify a file, making the inode number redundant, most UNIX operating systems 

require each file to have an inode number. NFS thus provides for the file’s inode number 

to be returned along with the handle; this is easy for a standard NFS file server as it 

simply returns the inode number for the underlying file. Assigning inode numbers is 

much more difficult for Gecko, as the pages it serves are obtained from the web and don’t 

have an inode number. 

A plausible solution to this problem is to assign inode numbers sequentially. The root is 

assigned inode number 0, the first page accessed is 1, and so on. However, there are only 
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232 possible inode numbers and eventually the sequence will wrap. When this happens 

several pages may be given the same inode number, causing clients to confuse their 

contents. 

Another possible solution is to always issue a new page the least-recently-used inode 

number. The 232 inode numbers almost ensure that no client caches any file previously 

issued the same number. On the other hand, the 232 inode numbers make it impractical to 

maintain a data structure that keeps track of the order in which they are issued. 

Neither of these solutions is satisfactory, so a hybrid approach based on inode groups was 

used. The 32-bit inode number is partitioned into a 16-bit inode group and a 16-bit inode 

number. Inode groups are assigned in least-recently-used order, but inode numbers within 

the groups are assigned sequentially. Each web site is allocated its own inode group and a 

site is allocated multiple inode groups if it contains more than 216 pages. The idea is that a 

given client generally accesses only a few web sites at a time. As the clients navigate to 

new web sites, new inode groups are needed at about the same rate that old inode groups 

are discarded. Keeping the inode groups in least-recently-used order is feasible because 

there are only 216 of them, and keeping track of the next inode number to issue in each 

group requires only one counter per group. 

3.6 Fault Tolerance and Scalability 

When a translation is interposed between clients and servers, care must be taken to ensure 

that the translation does not compromise the reliability of the existing service. At the very 
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least, it must be possible to replace a failed virtualizer without adversely affecting 

client performance. The key is to minimize the hard state that is stored on the virtualizer. 

Ideally, the virtualizer would contain no client-related state. If the virtualizer doesn’t 

remember anything about its clients, then the virtualizer can scale to any number of 

clients without running out of resources in which to store client state, and a virtualizer 

crash does not lose irreplaceable data.  

This ideal is often difficult to achieve, however, as the virtualizer usually must retain 

some information about a client; if nothing else, the communication protocol used 

between the client and server probably maintains state on both ends. The important 

distinction about server state is whether is it hard state or soft state. Hard state is state that 

cannot be lost without affecting the correctness of the system whereas soft state either 

doesn’t affect correctness or can be reconstructed in some way. Hard state should be 

avoided whereas soft server state can be used to improve system performance without 

affecting its correctness. Soft state has the additional advantage that it can be discarded 

because of space constraints without affecting correctness. 

Both NFS and the web employ only soft server state as a way of increasing system 

scalability and tolerating failures. NFS servers do not keep track of information such as 

which files each client has open or cached. The server also commits all data written to 

disk, so that the server memory never contains any data that are not also stored on the 

disk. For this reason an NFS server is often referred to as stateless, although this is a 

misnomer because it does contain soft state such as an in-memory file cache. NFS uses 
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handles to avoid hard state on the server. A handle uniquely identifies a file and is 

returned to the client by the server as part of name resolution. The client passes the 

handle to the server on subsequent accesses to the file, and the handle contains enough 

information for the server to determine which file to access, even if the server has crashed 

in the interim. NFS thereby avoids hard server state by requiring that the client store the 

handle and present it to the server when needed. Although the handle is lost in a client 

crash, the applications that are using the handle are also lost. 

The web also avoids hard server state by pushing state onto the client and requiring the 

client to present the state to the server when appropriate. The HTTP protocol provides a 

general mechanism for doing this called cookies. A cookie is an ASCII string returned by 

a web server to a client in response to a page access. A cookie is variable length, and its 

contents are not interpreted by the client. The client simply sends the cookie on 

subsequent accesses to the same server, allowing the server to retain information about 

the client. For example, a server may return a cookie to a client when the client provides 

the correct password for a site. The client provides this cookie on subsequent accesses, 

allowing the server to verify that the client has already logged-in to the site. A client 

crash may cause the cookie to be lost, but it doesn’t affect the server operation. Most web 

clients store their cookies in persistent storage such as a disk to avoid the inconvenience 

of losing them on a client or browser crash. 

Ideally, Gecko would contain only soft state, but this is impossible to achieve. Gecko 

must map between NFS file handles and HTTP URLs and headers. HTTP also provides 
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cookies to the client, in this case Gecko, that are to be supplied on subsequent accesses 

to the same web server. The URLs, headers, and cookies represent hard state for Gecko, 

as they cannot be lost without affecting correctness. If, for example, Gecko loses a cookie 

that represents a successful log-in to a site, then authorization will fail the next time the 

site is visited and the user will have to retype the password. Unfortunately, Gecko cannot 

fully solve this state problem by passing the state to its clients. The NFS protocol does 

not provide a general cookie mechanism, so the amount of information Gecko can encode 

in the existing NFS protocol and return to the client is limited. This makes it impossible 

to avoid hard state on Gecko entirely. 

Furthermore, Gecko can only learn directory contents over time, as the children of the 

directory are accessed. This information too represents hard state since its loss means that 

the directory contents are no longer known. It would come as a shock to an application 

that a directory it has been accessing is now empty.  

3.7 Gecko-I 

To validate the Gecko design, a prototype called Gecko-I [Baker99] was implemented. 

Gecko-I (Figure 9) was implemented in the C programming language on the Linux 

operating system, version 2.0.32. The Linux thread library, Pthreads, is used for 

synchronization, and the SunRPC library is used to implement the NFS version 2 

protocol. The Gecko clients can run any operating system that supports NFS. The major 
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implementation issues of Gecko-I are how to convert between NFS handles and HTTP 

URLs and headers and how to cache data.  
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Figure 9: Gecko-1 Diagram. Major data structures include a hash table for header sets, a GDBM database 
for handles, and page cache to hold the contents of web pages. 

3.7.2 Name State 

NFS clients use fixed-size handles to refer to files whereas HTTP uses a combination of 

URL and request headers. When a client accesses a web page represented by an NFS 

handle the Gecko-I server must map the handle to the proper URL and headers. Although 

the handles are opaque to the clients and the Gecko-I server may therefore encode any 

information it wants in them, a URL and headers may be several thousand bytes long, 

making it impossible to simply store them in the handle. For this reason Gecko-I 

maintains a database that maps NFS handles into URLs and headers.  

Header sets in Gecko-I are identified by a 64-bit header set identifier, and stored in an in-

memory hash table. The header set identifier is subdivided into two halves, a 32-bit 

owner field that identifies the user who created the header set, and a 32-bit session field 

that allows each user to have 232 header sets. The name of a Gecko-I header set is simply 
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the ASCII hexadecimal representation of the 32-bit identifier. For example, user 1 

creates his fourth header set by naming it /web/#000000010000003. A user updates 

his header set by writing to a special .headerset file in his header set root directory. 

Gecko-I computes the MD5 checksum [RFC1321] of a page’s URL to generate the NFS 

handle for that page. At the time of the Gecko-I prototype, the MD5 algorithm was 

cryptographically secure, making it practically impossible for two URLs to map to the 

same handle, and ensuring that the handles are uniformly distributed within the space of 

valid handles. The MD5 algorithm has since been compromised, and it has been 

demonstrated that two plaintexts can be created that hash to the same value. The SHA-1 

algorithm [RFC3174] has not been compromised and is a viable alternative to MD5. The 

MD5 checksum is 16 bytes long and is used as the first half of the 32-byte NFS handle. 

The remaining 16 bytes contain the header set identifier and miscellaneous file-specific 

flags. Gecko-I stores the URL information in its database, indexed by the NFS handle. 

The information in the in-memory header set hash table is not stored to disk by Gecko-I 

and is lost when Gecko-I is restarted. 

An administrator configurable limit, 64k by default, is imposed on the number of handles 

stored in the database. If this limit is exceeded, then handles are discarded in LRU order. 

To avoid discarding a handle that is still in use, a handle is only discarded if it hasn’t 

been used within the last 60 seconds. This assumes that clients adhere to the default NFS 

behavior of checking the consistency of cached files and attributes at least every 60 

seconds. Before a client reuses a handle that is more than 60 seconds old, it will usually 
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perform a Lookup followed by a GetAttr to ensure that the handle and any cached 

data are still valid. These operations provide the Gecko-I server with enough information 

to regenerate the URL and request headers for the page. If Gecko were to discard a 

handle within 60 seconds of its last use, then it is possible that a client is still using the 

handle and will issue another request, such as a Read, on it. If so, the request will fail. 

The only time that the client doesn’t perform a Lookup and GetAttr on an old handle 

is if an application has had the file open the entire time. In this case, the client will re-use 

the handle without validating its consistency. Thus Gecko-I does not support files that are 

open longer than 60 seconds if the handle is discarded in the interim. Unfortunately, NFS 

clients do not notify the server when a file is opened or closed, making it impossible to 

eliminate this window of vulnerability. 

If a request is made that requires creating a new handle, but all existing handles have 

been used within the last 60 seconds, the NFS request is dropped. This causes the client 

to retry the request indefinitely, as per the NFS protocol. Eventually a handle should age 

to the point that it can be discarded, allowing the pending request to complete. Gecko-I 

by default allocates 64k handles and it is unlikely that they will all be used in the last 60 

seconds, so requests should be rarely dropped. 

Gecko-I stores handle information in a gdbm database [FSF-GDBM]. Gdbm 

automatically moves data between memory and disk, allowing the server’s handle 

information to exceed the size of physical memory. Gdbm is operated in fast mode with 

consistency relaxed in order to improve performance. In addition to the URL, each 
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handle record also contains information on its children to assist in directory read 

operations.  

3.7.3 Directory State 

Directory information is stored in the same gdbm database that holds the other handle 

related information. The database contains the handle, name, and URL for each child of a 

directory. As new children are added to a handle, the gdbm record associated with that 

handle grows dynamically to contain the additional data.  

3.7.4 Page Cache 

Gecko-I contains a large cache of web pages to improve access performance and allow 

clients to share pages. Gecko-I has two caches: an in-memory cache that holds pages that 

are presently open and memory-mapped, and a larger disk cache. Gecko-I keeps recently 

accessed pages open and mapped into memory so that accesses to those pages are fast. 

Read operations, which may occur in rapid succession on a page, are served directly from 

the memory cache whenever possible and bypass the disk cache, page locking layer, and 

gdbm handle database.  

The disk cache stores web pages in standard UNIX files, named by the MD5 checksum of 

the pages’ URLs. The cache is configured as a tree structure with each node representing 

a directory that contains at most 256 entries to avoid the performance degradation caused 

by large UNIX directories. The MD5 checksum contained in a handle is treated as a 
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pathname consisting of 32 component names that are used to traverse the disk cache 

directory tree. The size of and load on the directories in this tree should be fairly balanced 

because MD5 distributes checksums uniformly throughout the checksum space. 

3.7.5 Experiences with Gecko-I  

Gecko-I allows access to the web via a browser and through standard UNIX commands. 

Several experiments were performed to demonstrate the use of standard UNIX 

commands on web pages using Gecko-I. The cd and ls commands were used to traverse 

the web, and the cp command to copy web pages to the local file system. Executables 

were invoked directly, and libraries were used to link programs. The UNIX command 

grep was used to search web pages, and a simple spider and search engine was built 

using find and grep together. In general the experience was positive, and the 

advantages of providing a file-system interface to the web readily apparent. However, the 

experience also revealed many shortcomings, both during the implementation of Gecko-I 

and during the testing phase. The centralized database in particular presents several 

problems: 

• The database contents represent hard state, so if the database is lost or corrupted 

due to an unexpected shutdown, clients are unable to resolve their NFS handles, 

and client applications fail. 

• Since all state is concentrated in the database, lock contention is a serious 

problem, in terms of performance, difficulty of implementation, and correctness. 
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• Rather than compartmentalizing functionality into independent modules, all 

Gecko-I code is organized about the database, leading to significant 

interdependencies, since several logically-separate modules share the same 

database record. 

All of these shortcomings were caused by maintaining hard state on Gecko-I. For this 

reason a new prototype, Gecko-II, was developed that relies more on soft server state 

than on hard server state. 

3.8 Gecko-II 

The overall design goal of Gecko-II is to push as much hard state as possible to the 

clients, leaving only soft state on the Gecko virtualizer. The limited functionality of the 

NFS protocol makes this difficult and precludes eliminating all hard state on the Gecko-II 

server, but reducing the amount of hard state simplifies the Gecko design and increases 

the scalability of the system. 

Gecko-II employs a more modular design than Gecko-I. The page retrieval module is 

responsible for retrieving page contents. Gecko-II does not implement a page cache, 

relying instead on an external web proxy. The attribute cache and directory cache 

associate attributes and children with each page. The  handle resolution module translates 

between handles and URLs. 
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3.8.1 Page Retrieval 

The page retrieval module retrieves pages from the web as necessary. The arguments to 

the page retrieval module are the handle, offset, and length of the read operation, and it 

uses HTTP to fetch the data for the page. 

Although the page retrieval module could talk to the web servers directly, Gecko is 

interfaced with an external proxy cache, such as Squid [Squid], for performance and 

simplicity reasons (Figure 10). Since the external proxy cache handles all aspects of 

HTTP caching, no memory or disk caches are implemented by Gecko-II. Although 

Gecko-II and the Squid proxy can be located on different computers, in most situations 

they will be co-located. For this reason a small modification was made to Squid to 

support UNIX-domain sockets, as they have much higher performance for intra-computer 

communication than TCP/IP sockets. No other modifications were made to Squid. 

Gecko Squid InternetClient NFS HTTP HTTP

 

Figure 10: Gecko and Squid. Client computers speak NFS to Gecko, which in turn forwards the request to 
Squid via HTTP. Squid is responsible for retrieving the page from the web.

The conventional file system semantics of NFS allow a client application to retrieve file 

data in multiple small chunks. For example, the more command may retrieve each 

screenful of data, display it on the terminal, and wait for a user to press a key before 
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retrieving the next screenful of data. Retrieving data in this manner is convenient for 

application programs since they need only request the data that they need. An implicit 

benefit is automatic flow control, in the sense that the application program does not 

request the next chunk of data until it is ready for it. 

HTTP, on the other hand, is intended to retrieve entire documents as a single transfer. 

The application program must be prepared to deal with the whole document at once, 

regardless of what portion or quantity is necessary. The designers of HTTP recognized 

the pitfalls of this approach and added the notion of a partial read, or range request. The 

partial read allows the client to specify an offset and the number of bytes to be retrieved. 

At first, it seemed obvious to use this functionality in the page retrieval module -- each 

NFS request could simply be paired to an equivalent HTTP partial read. 

However, there exists a significant flaw with partial reads in the HTTP protocol because 

pages may be dynamic and non-cacheable. For example, many popular web sites display 

advertisements on their main pages. The advertisers want as many hits as possible, so the 

page is designated non-cacheable. Furthermore, advertisements are rotated so that each 

request retrieves different advertisements. Consider what happens when two partial read 

requests are issued, one for the first 4 KB of the document and the other for the second 4 

KB. Since the page is non-cacheable, each request must be sent to the web server. Since 

the page is dynamic, each request retrieves part of a different version of the document. 

The client is left with two pieces from different documents. The usual fix for this problem 

is for the web server to ignore the range request header and return the full contents of the 
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file. In general, dynamic pages are small, and forcing them to be read all at once is not 

an issue. However, this solution is not viable for Gecko because there is no way to force a 

client to read an entire file in a single operation.  

To solve this problem, Gecko-II uses a heuristic solution that is correct in most cases, but 

still may lead to an inconsistent page. Gecko-II assumes that if an application wishes to 

retrieve a whole document, it will issue its read requests over a relatively short time 

period. Although there are some exceptions to this general rule (for example, a word 

processor may load portions of a document that are being edited on demand), this pattern 

does fit many of the UNIX utilities that Gecko-II was designed to work with. Therefore 

Gecko-II employs the following strategy for handling read requests for less than the 

whole page. If Squid has the page cached, then the partial read request is forwarded to 

Squid. Otherwise, Gecko-II reads the entire page from Squid. If the page is cacheable, 

then Squid will cache it so that subsequent requests hit in the Squid cache. Gecko-II also 

buffers the entire page in its memory for a period of two seconds from the most recent 

read request to the page. New read requests are satisfied by the buffer and reset the 

buffer’s time to live to two seconds. This mechanism, although a bit ungainly, is 

sufficient for handling most partial read requests to uncacheable pages. It only works 

incorrectly if the client reads the page very slowly, so that read requests are separated by 

more than two seconds. It is impossible to solve this problem correctly because the web 

does not provide unique identifiers for different versions of the same page.  
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Version 1.1 of the HTTP protocol does offer support for unique naming of documents 

with strong entity tags (ETAG). A strong ETAG ensures that if two ETAGs match, then 

the binary contents of those two pages must also match. It is important to note that an 

ETAG does not guarantee that the server will be able to satisfy a request for a specific 

variant of the page. There is no requirement of the server to cache the different variants 

of a web pages, and in the case of a dynamic page, the server may generate a unique 

variant of the page each time the page is accessed. Thus, while ETAGs are a solution to 

the partial read problem in some cases, they are not a general solution and as such are not 

used by Gecko.  

3.8.2 Directory Cache 

The directory cache maintains the hierarchical relationships between parent and child 

pages. These relationships are represented by NFS directories. The following information 

is stored for each page:  

• Hard Links: Each child in the URL hierarchy is represented by a hard link. The 

children are learned over time from page accesses, as HTTP does not provide a 

function for determining the children of a page directly. A hard link is stored as a 

mapping between a child’s name and its handle. 

• Symbolic Links: Each child in the link graph is represented by a symbolic link. 

The children are determined by parsing the HTML content of the parent and 

extracting the hyperlinks. A symbolic link is simply a mapping from one file 
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name to another, and when encountered causes the client to re-resolve using the 

new name. 

• Parent: Every UNIX directory has an entry ‘..’ that refers to its parent. This is 

used to traverse the directory hierarchy back towards the root.  

Partitioning the children between hard and symbolic links allows Gecko-II to distinguish 

between children that may be discarded without any loss of information and those that 

should be retained. A symbolic link is used to represent a web hyperlink, and hyperlinks 

may always be regenerated by reparsing the source document. Discarding children is only 

done if memory resources become exhausted.  

Using symbolic links does present a problem since the string returned by a symbolic link 

is evaluated by the client. This makes it impossible to use absolute pathnames in 

symbolic links, as different clients may mount the file system on different mount points. 

Consider what happens if one client mounts the web on /web, whereas another client 

mounts it on /www. If symbolic links contained absolute pathnames then they would be 

wrong for one of the clients. 

Gecko-II solves this problem by making all symbolic links contain relative paths rather 

than absolute paths. A relative path is one that refers to the context of the current 

directory. The ‘..’ entry can be used to move upwards in the directory hierarchy relative 

to the current directory, allowing any absolute path to be expressed as a relative path. As 

a convenience to the user, Gecko-II also creates in every directory the symbolic link “...” 



84

that points to the root of the Gecko file system and uses this entry in the symbolic 

links. This factors out the common prefix to the root and makes the symbolic link 

contents more concise. 

3.8.3 Handle Resolution and Compression 

Unlike Gecko-I, Gecko-II does not store the URL and request header information in a 

database indexed by the NFS handle. Instead, Gecko-II compresses the URL and headers 

so that they fit into the handle itself. Regenerating the URL and headers from a handle is 

as simple as decompressing the handle. The handles are opaque to the clients, so the 

server is free to encode information inside the handle however it wants, without affecting 

the clients. Unfortunately, a page’s URL and headers can be many thousands of bytes 

long, so it may not be possible to compress them to fit in the fixed size NFS handle. The 

handle resolution module supports a variety of compression algorithms and can be easily 

extended to support more. Each compression algorithm is tried until one succeeds in 

compressing the information into the handle. If none succeed the information is stored in 

a hash table that is indexed by the handle. The hash table represents hard state, so it is 

only used when compression fails. 

There are several factors that affect how Gecko-II uses compression to encode URL and 

header information in handles. First, compression and decompression of handles is only 

done on Gecko-II. Gecko-II compresses the URL and headers into a handle when a new 

handle is generated and decompresses the handle to obtain this information when the 
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handle is used in subsequent accesses. As a result, decompression performance affects 

the overall system performance more than compression performance. Second, NFS 

handles are fixed-size, so there is no advantage to compressing the information so that it 

is smaller than a handle. Most compression algorithms are designed to compress data to 

the smallest possible size. They are used to conserve resources such as disk space or 

network bandwidth where variable size data are used. However, Gecko must fit the items 

in an  NFS handle. Therefore, an algorithm should not be chosen based upon the absolute 

compression ratio, but rather how often the algorithm can achieve the compression 

requirement. Assuming 64-byte NFS 3 handles, an algorithm that compresses 90% of the 

input space to 60 bytes and 10% to 500 bytes is better than an algorithm that compresses 

100% of the input space to 65 bytes. 

Many compression techniques make use of metadata, such as dictionaries or tables, 

during compression and decompression. The same metadata used to compress data must 

be used when decompressing it. When the compressed data are transferred over a 

network or stored in a file, the metadata used to compress them must be packaged along 

with the data, so that the decompression works properly. Gecko-II, however, has no such 

requirement. Clients do not compress or decompress handles, so there is no need to 

communicate the compression metadata between the clients and the server. The metadata 

does represent hard state on the server, but it changes very slowly, if it all, and is easily 

stored on disk to prevent its loss during a crash. Although some compression algorithms 

compute the metadata from the input data, it takes a significant amount of input data 
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before the metadata is complete enough for the algorithm to compress effectively. 

Therefore, the compression algorithms used in Gecko-II do not create the metadata 

dynamically, as the typical URL and headers are too short. Instead, the metadata is pre-

computed by training the compression algorithms with a set of sample inputs that 

represent typical URLs and header sets. For the experiments a training set was used that  

was disjoint from the inputs used in the experiment. 

Gecko-II makes use of two classes of compression algorithms that seem well-suited for 

compressing URLs and headers. The first class is character based algorithms that 

function by assigning different encodings to various symbols in the input alphabet. For 

example, the common letter ‘e’ may receive a shorter encoding than the less common ‘z’. 

Character based algorithms are well suited for URLs since the alphabet is highly biased 

in favor of the lower case letters and numbers, with a very low probability of upper case 

letters or non-printable binary characters. 

The second class of algorithms is dictionary based algorithms. These work by assigning 

encodings to groups of characters. For example, in the English language the commonly 

occurring word “the” may be assigned a short encoding whereas the rarely occurring 

word “xylophone” may be assigned a long encoding. These algorithms work well on 

HTTP names because certain substrings such as “index.html” or “cgi-bin” occur very 

often. 

Character Compression 
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A sampling of web URLs was performed by taking the web site www.web100.com, 

and spidering each page listed on it to a level of three links deep. This yielded 

approximately 3,500 URLs from 100 websites. Our sampling of URLs provided the 

following results about the alphabet used by HTTP URLs: 

• 69% lower case 

• 6% digits 

• 11% punctuation (including slash) 

• 9% upper case 

• 9% slash 

• The top 30 characters occur 91% of the time 

• The top 62 characters occur 99% of the time 

This analysis shows that substantial compression is possible by assigning concise 

encodings to popular characters; fully 69% of all characters in URLs are from the set of 

26 lower-case letters.This leads to three algorithms: 

8to5 

In this scheme each character is represented by one or more 5-bit encodings. One 

encoding represents a stop character, and another an escape character, leaving 30 

encodings that represent the 30 most popular characters. Exactly which characters are 

assigned to the 30 values is determined when the algorithm is trained, but the information 

above shows that the top 30 characters occur 91% of the time. The remaining characters 
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that aren’t assigned a 5-bit encoding are represented by a 13-bit code consisting of the 

5-bit escape character followed by the 8-bit ASCII value. 

8to6 

Similar to the 8to5 method, the 8to6 compression method assigns the top 60 characters a 

single 6-bit code while assigning the remaining characters a 14-bit code. This gives more 

characters a short encoding, at the cost of a one more bit per character. 

Huffman 

The Huffman [Huffman52] algorithm assigns a variable length encoding to each alphabet 

symbol according to the frequency that the symbol occurs. Frequently occurring symbols 

receive short codes whereas infrequent characters receive long codes. The algorithm is 

initialized by creating a Huffman tree (Figure 11) from a training set. Each leaf of the 

Huffman tree corresponds to a symbol in the alphabet, and the Huffman code assigned to 

the symbol is obtained by following the path from the root to a leaf. Huffman 

compression encodes the alphabet better than the fixed 8to5 and 8to6 encodings because 

extremely frequent alphabet symbols will be assigned very compact codes.  
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Figure 11: Huffman Encoding Example. A sample encoding of three symbols. The most frequent 
symbol, ‘A’, receives a 1-bit code whereas the other two symbols receive 2-bit codes.

Dictionary Compression 

Web URLs contain many repeated substrings. For example, the substrings “index”, 

“html”, “.com”, and “cgi-bin” frequently occur. This implies that a dictionary based 

compression algorithm may be able to achieve high compression ratios because popular 

strings are assigned short encodings.  

The LZW [Welch84] algorithm is one of the most popular dictionary compression 

algorithms. It works by maintaining a current working string of input characters. As long 

as the string exists in the dictionary, characters are appended to it. If the string does not 

exist in the dictionary, then it is added to the dictionary and a new empty string is created 

(Figure 12). 
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Dictionary <-- all single-character alphabet symbols 
old_string <-- get_char() + ‘\0’ 
while (!EOF) 
 character <-- get_char()  
 new_string = old_string + character 
 if (dictionary_exists(new_string)) 
 old_string = new_string 
 else  
 code = dictionary_lookup(old_string) 
 output_code(code) 
 dictionary_add(new_string) 
 old_string <-- character + ‘\0’ 

Figure 12: LZW Pseudocode.

A drawback of the LZW algorithm is that it assigns each substring a fixed length 

encoding. For example, both the popular string ‘index.html’ and the unpopular string 

‘xylophone’ are assigned the same length codes.  

Hybrid Compression 

URLs are very well adapted to both character compression algorithms and dictionary 

based algorithms, but better results are possible if both types of algorithms are used 

together. Dictionary compression is first used to assign fixed-length encodings to the 

common substrings, and then character-frequency compression is used to assign smaller 

encodings to more frequent substrings. The following hybrid compression algorithms are 

used in the Gecko-II server: 

8to6 dictionary 

The 8to6 dictionary algorithm is constructed by taking the 8to6 algorithm and assigning 

10 of the encodings to represent 10 substrings that were hand-picked from the URL list. 
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Thus, 8to6 dictionary encodes the top 50 characters as 6-bit encodings, 10 substrings 

as 6-bit encodings, and everything else as a 14-bit encoding. 

LzwHuffman 

The LzwHuffman algorithm is combination of the LZW and Huffman algorithms and 

works in two stages. First, the URL is compressed using the LZW algorithm to convert 

the substrings into fixed 13-bit symbols. Second, the output of the LZW algorithm is fed 

into the Huffman algorithm to assign smaller encodings to the most popular LZW 

symbols. This results in a URL compression that is better than LZW or Huffman are in 

isolation.  

3.8.4 Header Compression 

Compressing URLs into NFS handles solves only part of the problem -- fully naming a 

web page also requires a header set to be specified. Ideally, these headers sets would also 

be encoded in the NFS handle, otherwise they represent hard state on the server. In 

general this is a difficult proposition since a header set can be thousands of characters 

long and is therefore unlikely to fit in an NFS handle even when compressed. 

Fortunately, there are several properties of header sets that can be exploited to improve 

compressibility. First, many headers are enumerable because they take on relatively few 

different values. Examples are User-Agent, Language, and Accept. The 

dictionary-based LZW algorithm should be able to encode each of these headers as a 

single 13-bit code. 
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Second, several headers can be discarded without affecting page correctness. For 

example, the Referrer header specifies the URL of the page the user was previously 

viewing. The values of this header clearly cannot be enumerated and would not achieve 

good dictionary compression. Referrer rarely affects page correctness, is primarily a 

statistical tool for the web server, and simply discarding this header works just fine.  

This leaves the non-enumerable headers that cannot be discarded without affecting page 

correctness. There are two prime examples of such headers, cookies and authentication. 

Both of these headers are used fairly infrequently, but to discard them would certainly 

lead to incorrect behavior. Compressing cookies is usually not an option, as the cookie 

string could be several hundreds of bytes long. The only solution is to use a fallback hash 

table. Similar to the fallback URL table, the fallback header set table contains those 

header sets that cannot be compressed. The many-to-one relationship between pages and 

header sets implies that there should be relatively few items in the hash table. For 

example, even a user who is regularly sending authentication headers usually sends the 

same authentication header to all pages on a given site. In the worst case, when all header 

sets are incompressible, the amount of space required by the hash table is proportional to 

the number of users, rather than the much larger number of page requests. Furthermore, it 

is likely that header sets will be created and modified relatively infrequently, so that the 

hard state represented by the hash table could be stored on disk. This would prevent its 

loss in a server crash. The present Gecko-II implementation does not store the hash table 
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on disk, but this could easily be implemented by a reliable database package such as 

gdbm. 

3.9 Experience with Gecko-II 

A prototype of Gecko-II was implemented and tested to demonstrate the performance 

advantages of translating between the HTTP and NFS protocols. The benchmarks can be 

divided into two categories: measuring the transfer performance of Gecko-II and 

measuring the effectiveness of the compression algorithms used in Gecko-II. 

3.9.1 Gecko-II Transfer Performance 

Quantitative measurements of Gecko-II demonstrate its performance advantages over 

HTTP as a transport protocol. Tests were performed using three workstations connected 

via a 100 Mb/sec. Ethernet switch. Each workstation was a 200 MHz Pentium machine 

containing 128 MB of memory and 2 to 4 GB of disk storage. Workstations were 

configured with Linux kernel version 2.0.30 and pthreads version 0.5.  

The performance of Gecko-II was evaluated by requesting documents through both 

Gecko-II and Squid. File sizes were tested in the range of 256 bytes to 1 MB. For each 

test, the amount of time was measured to retrieve the file from Squid directly, as well as 

from Gecko-II. 
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Figure 13: Page access time. This graph shows the time to access web pages of varying size through 
Gecko and through Squid. 

Figure 13 shows results of the experiment as performed between three machines. One 

machine was configured as a client and ran the benchmark program, the second machine 

contained the Gecko-II server and Squid, and the third machine contained an Apache 

[Laurie97] web server containing the pages. Gecko-II was connected to Squid via a 

UNIX domain socket. 

For each file, a dummy request is first initiated to pre-load the Squid cache with the page 

before the actual measurement. This ensures that the measured time represents only the 

connection between the client and proxy, and not the time required by the proxy to fetch 

the page from the web. 
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The “http” measurements represent the time in milliseconds required to retrieve a file 

from Squid. The “nfs” measurements represent the amount of time required to fetch that 

same page with Gecko-II. The “onfs” measurement is the amount of time required by 

NFS to perform the bulk data transfer and ignores NFS Lookup and Getattr 

functions. The “cnfs” measurement is the amount of time required to fetch the file if it is 

already in the operating system cache. 

The amount of overhead associated with looking up filenames in the NFS protocol was 

measured by taking the difference of the “onfs” and “nfs” numbers which computes to an 

average of 7.5 ms. Since this overhead is a fixed amount per file transfer, it has a greater 

affect on small files than on large files. On a medium filesize of 32 KB, this overhead 

amounts to 15% of the total file retrieval time.  

Gecko-II automatically makes use of the operating system cache, a feature unavailable to 

HTTP. When a file is already in the operating system cache, no network communication 

is necessary, and the file transfer time as indicated by the “cnfs” numbers is negligible, 

requiring only a millisecond for a 32 KB file. 

By using the NFS protocol, Gecko-II provides greater performance than connecting 

directly to Squid while at the same time providing increased functionality. This is due 

largely in part to the overhead of the TCP protocol, which includes extensive connection 

setup and tear-down time. The UDP protocol that is used by NFS, however, does not 

include such overhead and performs much better than TCP in a local area network. At file 

sizes of 256 KB or greater, the TCP protocol’s increased parallelism effectively 
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overcomes the overhead, providing better performance than NFS. However, most web 

pages and graphics are much smaller than 256 KB, making Gecko-II well suited for 

accelerating web performance.  

3.9.2 Compression Results 

To study the effectiveness of various algorithms, a sampling of HTTP URLs was 

generated by spidering the web site www.web100.com to three levels deep. This 

collection of URLs was compressed with various algorithms. Results for the six 

algorithms tested are shown in Table 3. 

The hybrid algorithms (8to6 special and Lzw+Huffman) yield the best compression 

results. The “Best” row is obtained by trying all of the compression methods on a URL 

and using the result of the one that yielded the smallest encoding.  

The NFS version 3 handle is 64-bytes in length. If 4 bytes of the handle are reserved for 

other metadata such as flags and file type information, then 60 bytes remain to store the 

encoded URL. Using the best compression scheme of 48%, URLs of up to 120 bytes may 

be accommodated in the 64-byte handles. The best compression scheme is able to 

compress 92% of the URLs in our sample set into the required handle size. 

There is related work in compressing URLs, particularly in the context of search engines 

that must store large numbers of URLs in memory. In-memory URL Compression [Koht-

arsa01] uses an AVL tree to compute differences between URLs. Compression ratios of 
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50% are achieved, compressing URLS from an average size of 55 bytes to a 

compressed average size of 28 bytes.  

Algorithm Byte Size  Comp Ratio Fit 

Uncompressed 237296 100% 72% 

8 to 5 170021 71% 86% 

8 to 6 181477 76% 84% 

8 to 6 dictionary 136462 57% 89% 

Lzw 143254 60% 91% 

Huffman 146331 61% 90% 

Lzw + Huffman 128876 54% 92% 

Best 113919 48% 92% 

Table 3: Compression Results. These are the results of compressing the URLs from www.web100.com to 
three levels deep using the different compression schemes. The column “Fit” shows the percent of the 
URLs that the algorithm was able to compress into 60 bytes and would therefore fit in an NFS 3 handle.  
”Comp Ratio” and “Fit” are independent measurements. It is possible for an algorithm to achieve a better 
overall compression ratio but still fit fewer URLs in the allotted space than a competing algorithm. 

3.10 Summary 

Gecko demonstrates the feasibility of a translation virtualization between the HTTP and 

NFS protocols. There are several advantages to doing so. Chief among them is 

accessibility – many applications do not include web support and cannot be used on the 

web. By translating the HTTP protocol into NFS, Gecko allows these programs to make 

direct use of the web without requiring modification. The Gecko translation virtualization 
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is transparent in the sense that it requires no modifications to the clients or servers. 

Second, Gecko improves performance by using the NFS protocol that is more suitable to 

a local area network than HTTP. This is evident in the comparison of performance 

between Gecko and the Squid proxy.  

Gecko also demonstrates the design considerations that are required when performing 

translation. Translation is far more involved than simply converting the syntax of one 

protocol to another. Attention needs to be paid to the complexities of naming the objects 

in both protocols. A significant design consideration is how users and application 

programs interact with the translated service. For example, the web uses both a directory 

graph and a link graph. NFS only supports a directory graph, requiring Gecko to encode 

the link graph hierarchy into the directory tree.  

Stateless design is also important to a translation. The original Gecko prototype, Gecko-I, 

did not use stateless design and suffered a number of deficiencies, including lack of fault 

tolerance and susceptibility to resource exhaustion. When a translation virtualizer is 

imposed on an existing service, it should seek to not adversely affect the reliability of a 

server. By using a stateless design, a failed translator can be restarted or replaced without 

requiring reconfiguration or rebooting of the clients that are using the service. Gecko-II 

uses such a design and is more reliable and scalable than Gecko-I. Experiences with 

Gecko-II were positive, and it out-performs an HTTP proxy on a local area network.  
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Chapter 4 AGGREGATION 

Aggregation is a virtualization in which multiple independent servers are combined to 

create a single unified virtual server. The result is a single virtual server that is larger, 

more powerful, and more scalable than any of the individual servers. Aggregation 

simplifies administration by eliminating the need to make clients aware of the existence 

of multiple servers. Finally, aggregation allows a high performance server to be created 

from commodity hardware in those applications where a high performance server is 

required, but is not available.  

This chapter introduces the Mirage aggregation virtualization [Baker04-Mirage]. Mirage 

aggregates multiple NFS servers together to create a single unified virtual NFS server 

from individual servers. This version of Mirage is implemented on a commodity 

platform, with the intent of aggregating commodity servers, or low- to medium-grade 

commercial servers. A high performance implementation of Mirage, implemented on 

specialty hardware and designed for state-of-the-art high performance commercial 

servers, is presented in Chapter 7.  

4.1 Motivation 

Aggregation is a server virtualization where multiple servers are combined to form a 

single unified virtual server. There are several reasons why this is advantageous. First and 

foremost, creating a larger virtual server from a collection of independent servers enables 
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the availability of a high-performance or high-capacity server in computing 

environments where one is not available. Consider an experiment that needs to be 

performed on a high performance server, but there are no high performance servers 

available, only commodity workstations. One option would be to purchase a high 

performance server for the means of carrying out this experiment, but this might be 

infeasible due to cost restrictions. By using aggregation, a high performance virtual 

server can be constructed from the existing commodity workstations, and the experiment 

can be carried out. When the high performance hardware is unavailable, virtualization is 

the next best (and possibly only) alternative.  

Another motivation is ease of administration. Many large organizations, such as 

universities and businesses, use file servers to store the files of the students or employees. 

When the file servers are purchased, they are usually deemed adequate to meet the 

demands of the users, but as the user base grows, the servers may become overloaded, 

either due to lack of scalability or due to lack of storage space. The preferred choice of 

the system administrator when faced with an overloaded server is to upgrade the server to 

a more capable unit, by installing additional disks, memory, CPUs, or other hardware 

resources. However, there is a limit on how much upgrading can accomplish. If the server 

is a commodity machine, then it may already be upgraded to its capacity. If the server is a 

high performance commercial file server, then it may be costly to purchase additional 

specialty hardware from the manufacturer.  
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When faced with a server that can no longer be upgraded, the system administrator is 

often times left with the only remaining alternative, to add an additional independent file 

server. The file system is partitioned between the two file servers, such that each file 

server contains an independent file system. For example, in a university scenario, 

students’ home directories could be placed on one server and research files placed on a 

different server, or one file server could be configured to hold the contents of students 

whose names range from A-M, and another from N-Z. The process of adding servers in 

an ad-hoc manner usually results in artificial partitioning of directories between the 

servers, exposing users to boundaries that are the result of server additions and not due to 

organizational differences between the file systems.  

The existence of multiple servers, however unfortunate and inconvenient for the system 

administrators and end users alike, is a reality. There are several means that may be used 

to help automate the process of maintaining a complex set of file servers. The most 

common approach is by updating the file system table on the client computers. 

4.1.1 File System Tables 

Client computers must be configured to mount the remote file systems. This is 

traditionally done either through static file system tables located on each client, or 

through the use of an automount [Callaghan89, Callaghan93, Labiaga99] program that is 

responsible for automatically mounting file systems on demand.  
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The file system table is usually located in the file /etc/fstab on a UNIX 

workstation. Workstations running other operating systems, such as Microsoft Windows, 

may store the file system table in a different location, such as the Windows registry. 

Regardless of the operating system and implementation, a common property of all file 

system tables is that they contain mappings between remote file systems and local mount 

points. Figure 14 shows a typical file system table on a UNIX workstation.  

/dev/hda1    /    ext3  defaults 1 1 
/dev/hda6     /boot   ext2  defaults 1 2 
webserver:/public/www   /var/www   nfs  defaults 0 0 
homeserver:/students/   /home/students nfs  defaults 0 0 
research:/research/mirage /projects/mirage nfs defaults 0 0 
Figure 14: A typical file system table on a Unix workstation. /dev/hda1 and /dev/hda6 are local disks. 
The remaining entries are remote file servers. 

A specification for a remote file system usually has the syntax 

hostname:filesystem_name. For example, webserver:/public/www 

specifies the file server webserver and the file system named /public/www on that 

server. Note that there is no provision for a single file system to span multiple servers. 

The system administrator must add a second file server when the first fills up. The file 

system table could be manually adjusted as follows (Figure 15): 

Homeserver1:/students_A_M/ /home/students_AM nfs  defaults 0 0 
Homeserver2:/students_N_Z/ /home/students_NZ nfs  defaults 0 0 

Figure 15: File system table after partitioning. The file server homeserver was split into two file 
servers, and the students’ home directories were split among them. 
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However, manually reconfiguring hundreds or thousands of client file system tables is 

inconvenient and infeasible. There are two methods for to automatically reconfiguring the 

table: pushing or pulling a new version  

In a push system, the system administrator sends configuration updates to the client 

computers. For example, the system administrator could use the Unix rcp or scp

commands to copy a new file system table to the client computer. The problem with 

using a push approach is that if a client is unavailable or unreachable, the changes will 

not be propagated to the client. An additional problem is that the client may be actively 

using the file system that the system administrator is trying to update. Although the file 

system table can still be updated, it is impossible to force the client to accept the new 

configuration if the file system is in use.  

In a pull system, the client polls for configuration. For example, a cron job may be 

configured to check for a new file system table daily and update the file system table 

when the new configuration is available. The problem with the pull approach is that the 

system administrator is unable to force the client computers to update their configuration 

at any particular time; the system administrator must wait for the client to poll for the 

new configuration.  

Another example of a pull approach is the use of automount in conjunction with either 

yellow pages (YP) or NIS. Automount is a daemon that is responsible for automatically 

mounting and unmounting file servers to the client and is an alternative to using the file 

system table. When automount is used, a series of direct and indirect map files are used to 
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configure a set of file systems that can be mounted on the client. The original 

automount program [Callaghan89] used a user-mode daemon to intercept NFS requests 

and perform the automatic mounting features. Automount was replaced in 1993 with 

AutoFs [Callaghan93], which uses a kernel-mode virtual file system to perform the 

automatic mounting features. File systems named in the maps are not mounted statically 

when the client is booted, but are mounted dynamically on demand as applications 

require access to the file systems. The maps may be contained in local files on the client 

computers, similar to how the file system table is located in a local file. The maps may 

also be fetched from a yellow pages (YP) or NIS server. Storing the maps on a YP or NIS 

server allows a form of centralized administration in that the configuration information 

can all be located on a central server. However, once a client has fetched the maps from a 

YP or NIS server, the client is not required to poll for updates. There is no ability for a 

system administrator to force a client to accept a configuration change, or to force a client 

to unmount a file system that was mounted by the automounter and mount a new one. 

Thus, automount suffers all of the disadvantages of the traditional pull approach.  

4.2 Aggregation 

An aggregation virtualizer is an alternative to the push and pull approaches. Rather than 

store the configuration in a local file on the client that would require updating by the 

administrator, the configuration details are stored on the virtualizer. Because the 

virtualizer is a centralized resource, the configuration details are located in one place, 

providing for ease of administration. If an administrator wishes to make a configuration 
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change, he or she needs only update the virtualizer and the configuration changes will 

automatically be seen by the clients. A typical aggregation virtualization (Figure 16) 

consists of the following components: 

Physical Server. The physical server is the original unmodified file server that is being 

aggregated. There can be many different physical servers. The physical file servers export 

physical file systems.

Physical File Handles. Physical file handles (PFH) are used to identify files within the 

physical file systems. 

Virtual Server. The virtual server is the abstraction that is exported by the aggregation 

virtualizer. The virtual file server exports one or more virtual file systems, depending on 

the granularity of the aggregation that is performed.  

Virtual File Handles. Virtual file handles (VFH) are used to identify files on the virtual 

file systems. Virtualizing the handle space is necessary because a single virtual file 

system may map to multiple physical file systems. Virtual file handles are discussed in 

detail in Section 4.3.4. 
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Figure 16: Aggregation.  Aggregation takes multiple physical servers and combines them using a virtual 
server abstraction to create one or more virtual file systems. 

There are at least two granularities of aggregation that can be performed. The simplest, or 

coarse-grained aggregation, is that the set of virtual file systems exported by Mirage is 

the union of the physical file systems exported by the underlying NFS servers (Figure 

17). When Mirage receives a mount request it forwards the request to all of the NFS 

servers that it virtualizes. The server that exports the desired file system will return its 

root handle while the other servers return errors. Mirage generates a virtual handle, 

associates it with the root handle provided by the server, and returns it to the client. In 

this way the client can access all of the file systems and believes it is communicating with 

a single server. The advantage of this approach is that it requires a relatively small 

amount of state and processing to implement. Mirage must simply associate different 

virtual handles with different physical servers so that requests are directed properly. 

When a new virtual handle is created via a lookup on an existing handle, the new handle 

is associated with the same server as the existing handle.  
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Figure 17: Coarse-grained aggregation. The set of mount points exported by the Mirage virtual server is 
the union of the sets of mount points exported by the individual NFS servers. 

The disadvantage of the coarse-grained approach is that the sets of file systems exported 

by the servers must be disjoint. Suppose two servers export file systems with the same 

name. What should Mirage export? An alternative fine-grained aggregation is to export 

the union of the file system namespaces (Figure 18).  For file systems that overlap, 

Mirage exports a single file system whose name space merges the name spaces of the 

individual file systems. When the client mounts an overlapping file system, subsequent 

accesses to that file system must be directed to the proper NFS server on a case-by-case 

basis. This approach allows for more flexibility in the organization of the underlying 

servers, but increases complexity because Mirage must map virtual handles to NFS 

servers individually. If a new virtual handle is created using a lookup on an existing 

handle, it is possible that the new handle should be associated with a different server than 

the existing handle. Furthermore, this approach introduces semantic problems if there are 

name conflicts in the underlying file systems. Suppose a directory on one NFS server has 

the same name as a file on another server. What type of object should the clients see?  

The solution adopted by Mirage is that such conflicts are an error and ties are broken 

arbitrarily. 
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Figure 18: Fine-grained aggregation. The virtual server exports file systems whose namespaces merge 
the namespaces of the underlying exported file systems. 

Fine-grained aggregation always degenerates into coarse-grained aggregation as the file 

system directory tree moves from the root of the file system out toward the leaves (Figure 

19). The advantage of this property is that a hybrid approach can be used. The portions of 

the directory tree that are shared use the more costly fine-grained aggregation while the 

portions of the directory tree that are not shared use the less costly coarse-grained 

aggregation. 
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Figure 19: Union Directory Tree. The shared portion of the file system directory tree is always a prefix of 
the entire tree. As directories move outward from the root toward the leaves of the tree, subdirectories and 
files eventually lie on a single server.

Mirage supports both coarse-grained and fine-grained aggregation. Coarse-grained 

aggregation is supported directly by Mirage while fine-grained aggregation is supported 

by an auxiliary Union Directory Server (UDS). The UDS automatically detects when 

portions of the namespace exist on only one server and notifies Mirage so that Mirage 

can handle that portion of the namespace without involving the UDS. The UDS is 

covered in detail in Section 4.5.4. 

4.3 NFS Routing 

Mirage implements version 2 of the NFS protocol, which uses Sun Remote Procedure 

Call (RPC) [Sun88] for communication. NFS is a stateless protocol in which handles 

represent files, directories, and other file system objects. For simplicity the term “file” is 
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used to refer to any file system object (including directories, symbolic links, etc), 

unless the distinction is relevant. An NFSv2 handle is a 32-byte quantity that is generated 

by the server and opaque to the client.  The client receives the handle for the root 

directory of a file system when it is mounted. The mount request includes the name of the 

file system to be mounted (the export name). The server checks the mount request for the 

appropriate permission and then issues a reply containing the handle for the root directory 

of the file system.  

An NFS client obtains additional handles iteratively: given a pathname and the root 

handle, the client sends the name of each path component and the handle for its parent 

directory to the server. The server responds with the handle for that component. The 

process continues until the entire pathname is resolved. Once a client has a handle for a 

file it uses the handle to perform operations on the file, such as reading and writing. The 

use of handles makes NFS stateless: requests contain handles that identify the files on 

which to operate. The server does not need to retain any state between requests. This 

makes NFS routing feasible – Mirage can route NFS requests independently without 

worrying about state that must be retained between requests. 

The use of server-issued handles does pose a problem for routing NFS traffic, however. 

Mirage cannot simply return the handles generated by the servers to the clients, as it is 

possible that more than one server may generate the same handle for different files. This 

will cause confusion on the part of the clients and result in applications reading incorrect 

file contents. To solve this problem Mirage generates its own file handles; Mirage’s file 
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handles are referred to as virtual file handles (VFH), and those generated by the NFS 

servers are called physical file handles (PFH). Mirage must create a new VFH when a 

server generates a new PFH and must translate between the two when routing NFS 

traffic. This process is described in more detail in Section 4.3.4. 

To route NFS traffic Mirage must modify various packet headers (Figure 20) so that 

requests can be forwarded to the proper server, and replies forwarded to the proper 

clients. Doing so involves modifying the following packet headers: 

Ethernet IP RPC NFS Payload
 

Figure 20: Packet Headers. A typical NFS packet is composed of Ethernet, IP, RPC, and NFS headers, 
plus an optional payload.

Ethernet. When operating on an Ethernet network, the Ethernet header contains the 

source and destination MAC addresses of the packet. A router must rewrite the 

destination MAC address to forward the packet to the next hop in the route. In the case of 

a user-mode router, this rewriting is usually done automatically by the operating system.  

IP/UDP. Clients send requests to Mirage’s IP address. Mirage must rewrite the 

destination IP address and port to the address and port of the appropriate physical server. 

Depending on the network configuration, Mirage may also have to rewrite the source IP 

address and port to be Mirage’s address so that the reply packets from the server are sent 

to Mirage. Mirage must rewrite the source IP address and port in the reply packet to be 

Mirage’s address. 
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RPC. The RPC protocol implements a remote procedure call service on top of UDP. 

RPC uses a timeout and retry mechanism to ensure that operations are performed at least 

once. The RPC headers include the procedure number header, which identifies the syntax 

of the NFS headers to follow. Mirage must rewrite the transaction identifier (XID) in the 

RPC packet in order to prevent a conflict of multiple clients using the same XID. 

Rewriting the XID is covered in Section 4.3.2.  

NFS. The NFS header is really the RPC payload that contains the arguments and results 

for NFS RPCs. Mirage must rewrite these to maintain the virtual server illusion. The 

biggest challenge is rewriting the file handles, as described in the Section 4.3.4. 

This section describes the steps needed to route packets between a client and a collection 

of physical file servers. The first step is overlay routing, which inserts Mirage on the 

traffic flow between the clients and servers. The next step is transaction matching, which 

matches request and reply packets together. The final step is rewriting the file handles. 

4.3.2 Overlay Routing 

There are two flows of traffic in Mirage: requests (client to server) and replies (server to 

client). Mirage must intercept packets in both of these directions and rewrite them. The 

request packets need to be rewritten to convert the virtual handles to physical handles, 

and the reply packets need to be rewritten to convert the physical handles back to virtual 

handles. In a programmable router configuration, intercepting both of these traffic flows 

would not be a problem, because traffic would naturally be routed through the router.  



113

However, the Mirage aggregation prototype is implemented as a user mode process 

on a commodity Linux machine. User mode processes cannot intercept arbitrary network 

traffic or send packets using source IP or MAC addresses different from the IP and MAC 

address of the local machine. This precludes the implementation of a true programmable 

router as a user mode process. However, a user mode router can still be implemented 

using overlay routing. When overlay routing is used, the clients are configured to mount 

their file systems using the IP address of the Mirage router rather than using the IP 

address of physical file servers. This satisfies the first traffic flow requirement – that 

request packets are intercepted by Mirage.  

The second requirement, that reply packets are also intercepted by Mirage, is handled 

automatically. Because Mirage is a user mode process, it can only send network packets 

using its own IP and MAC addresses. There is no way to forward the request using the 

client’s original IP address. This causes the server to believe that Mirage is a single, 

albeit very active, client. The server processes the request and sends the reply back to 

Mirage, satisfying the requirement that Mirage also intercept the reply traffic. After 

processing the reply packet, Mirage forwards it to the client, using Mirage’s IP address as 

the source address of the IP packet, and the illusion is complete. The client believes 

Mirage is a server, and the server believes Mirage is a client. 

The sole complication in this approach is that Mirage must match the request and reply 

packets. The original client’s source IP address is overwritten with Mirage’s IP address 

when the request is forwarded to the server. When the reply arrives back at Mirage, it will 
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contain Mirage’s IP address as the destination IP address, leaving Mirage unable to 

determine which client should get the reply.  

Mirage uses an an overlay table (OT) to pair requests and replies. When a request arrives 

at Mirage, the client’s IP address and the transaction identifier (XID) are extracted from 

the request packet. The pair (client_IP, client_XID) uniquely identifies the request in the 

space of all requests from all clients. Mirage allocates an overlay transaction identifier 

(OXID) and rewrites the XID in the request packet with the OXID. The OXID also 

uniquely identifies the request. The triple (client_IP, client_XID, OXID) is stored in the 

overlay table. When the reply arrives from the server, Mirage extracts the OXID from the 

reply packet, and looks up the OXID in the OT. The triple is retrieved from the table 

containing the client_IP and client_XID, and the OXID in the reply packet is rewritten 

with the client_XID.  

Overlay routing lacks transparency because the clients’ file system tables must be 

modified to refer to the Mirage router rather than the NFS servers.  This can be avoided 

by having the Mirage router spoof the NFS servers’ IP addresses. Although this requires 

reconfiguring the servers, it does not require the more difficult task of reconfiguring the 

clients.  

4.3.3 Transaction Matching 

Each request packet in the RPC protocol contains a procedure number that identifies the 

type of request. Table 4 shows the available procedure numbers of the NFS version 2 
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protocol. The server uses the procedure number to know how to interpret the 

remainder of the packet, including the NFS header and payload. For example, if the 

procedure is NFSPROC_WRITE, then the server knows that the NFS header represents a 

write, and contains data to be written to disk. Nothing in the NFS header itself identifies 

the type of the request.  

NFSPROC_NULL  0 
NFSPROC_GETATTR  1 
NFSPROC_SETATTR  2 
NFSPROC_ROOT  3 
NFSPROC_LOOKUP  4 
NFSPROC_READLINK  5 
NFSPROC_READ  6 
NFSPROC_WRITECACHE 7 
NFSPROC_WRITE  8 

 

NFSPROC_CREATE  9 
NFSPROC_REMOVE  10 
NFSPROC_RENAME  11 
NFSPROC_LINK  12 
NFSPROC_SYMLINK  13 
NFSPROC_MKDIR  14 
NFSPROC_RMDIR  15 
NFSPROC_READDIR  16 
NFSPROC_STATFS  17 

 
Table 4: NFS procedure numbers. Procedure numbers are located in the RPC header and identify the 
type of operation. 

Although the request RPC header contains the procedure number, the reply header does 

not. The procedure number field is unnecessary in the reply header because the client that 

sent the request knows what type of reply to expect. However, Mirage is interposed 

between the clients and servers, and Mirage must know how to rewrite both the request 

and the reply packets.  

A transaction table (TT) is used to match requests and replies. When a request arrives at 

Mirage, the client’s IP address, XID, and procedure number are extracted from the 

request. The triple (client_IP, client_XID, procedure) is stored in the transaction table. 

When a reply arrives at Mirage, the client_IP and client_XID are computed from the 

reply packet with the help of the OT (Section 4.3.2). The pair (client_IP, client_XID) are 
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looked up in the transaction table, and the procedure number is retrieved. Mirage then 

rewrites the reply packet.  

4.3.4 Handle Rewriting  

When routing NFS traffic Mirage must translate between virtual and physical file handles 

in the packets (Figure 21). Mirage stores the mapping between a VFH and a PFH in a 

memory-resident handle table. When Mirage receives an NFS request from a client, 

Mirage looks up the VFH in the handle table to determine the proper server and PFH for 

the request. Mirage then rewrites NFS request using the PFH and forwards it to the 

server. 

Client Mirage

Server #1

Server #2

Virtual Handles Physical Handles  

Figure 21: Handle rewriting. Mirage maps between the virtual file handles used by the clients and the 
physical file handles used by the NFS servers.

Mirage must perform a reverse mapping on NFS replies. Each PFH in a reply must be 

mapped to the appropriate VFH before the reply is forwarded to the client.  For example, 

the NFS “Lookup” request is used to resolve a name into a file handle. The reply contains 

the PFH of the file.  Mirage uses the PFH to access the handle table and rewrite the NFS 
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reply with the correct VFH before forwarding the reply to the client. If this is a new 

PFH, then Mirage generates the new VFH and stores it in the handle table. 

VIN SID PIN MCH HVC
0 4 8 12 16 20 32

PFSHVER
6

Figure 22: Virtual file handle format. Offsets are in bytes. The VIN, PIN, PFS, and MCH fields are each 
32-bits in size. The HVER and SID are 16-bits each. The HVC is 96 bits. 

File handles are opaque to the clients, allowing Mirage to store whatever it wants in a 

VFH. Mirage encodes information in the VFH to reduce the size of the handle table, and 

speed up handle table accesses (Figure 22): 

Virtual Inode Number (VIN): Each file in an NFS file system must have a 

different inode number, therefore Mirage assigns a unique VIN to each file.  

Server ID (SID): The SID identifies the NFS server that stores the file associated 

with the VFH. 

Handle Validation Checksum (HVC), Handle Version (HVER): These fields 

are used to validate handles and enhance security. The HVC is a cryptographic 

checksum of the handle contents and a Mirage router secret and prevents 

malicious clients from creating invalid handles. The HVC is 96 bits (12 bytes) 

long. In current Mirage prototype the HVC is composed of the first 12 bytes of 

the MD5 checksum of the handle. The HVER is a versioning mechanism that 

Mirage uses to expire handles, imposing a lifetime on the handle. The HVC and 
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HVER fields as well as the security implications of using the MD5 checksum 

algorithm are discussed in detail in Chapter 6 on fortification.  

Physical Inode Number (PIN) and Physical File System ID (PFS): The PIN 

and PFS are the file inode number and file system ID on the NFS server, 

respectively. These two fields uniquely identify a file within a server and are used 

during recovery (Section 4.4.1). The triple (SID, PIN, PFS) uniquely identifies a 

file within all of Mirage and is referred to as a File Identifier (FID). 

Mount Checksum (MCH): The MCH is a 32-bit checksum of the name of the 

export name associated with the VFH. The MCH speeds up Mirage recovery as 

described in Section 4.4. 

4.4 Handling Mirage Failures 

Although Mirage enhances NFS scalability, it can potentially decrease overall system 

availability. This section describes how Mirage recovers from router crashes and how 

clients fail-over to another Mirage router when one fails. 

4.4.1 Crash Recovery 

A Mirage router failure is transparent to the clients and servers – when the router reboots 

the clients and servers will continue communicating as if the failure never happened. As 

per the SunRPC protocol, the clients will continue to send requests until the Mirage 

router recovers and is able to route them to the servers. Of course, the clients will not 
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make any progress while the router is down. The next section describes how clients 

can fail-over to another Mirage router to avoid waiting for a failed router to reboot. 

Recovering the handle table is the biggest challenge in recovering from a Mirage crash. 

Mirage is designed so that the handle table contains soft state that can be recovered after 

a crash. Otherwise, the loss of the handle table would be obvious to the clients and 

servers. Mirage recovers the handle table using standard NFS operations. This allows 

Mirage to lose the handle table during a crash, or discard part of the table if it gets too 

large, without affecting correctness.  

Mirage uses a uniform mechanism for dealing with handle table entries that are missing 

due to either a crash or the handle table overflowing. If a client presents a VFH that is not 

found in the handle table, Mirage initiates handle recovery. The first step is to 

authenticate the VFH by verifying its HVC. Once authenticated, the VFH fields are used 

to recover the proper server and PFH to which it should be mapped. The Server ID (SID) 

allows Mirage to determine which server the file came from, and the Physical File 

System (PFS) and Physical Inode (PIN) uniquely identify the file within that server.  

Ideally, the Mirage router would present this information to the NFS server and receive a 

handle in reply. Unfortunately, the NFS protocol does not include such an operation.  

Therefore, Mirage is forced to search the server until it finds an object with the correct 

PFS and PIN.  This process is derived from that used in BASE [Rodrigues01]. The cost 

of performing this recovery is significant. In the worst case, the entire file system of the 

file server may have to be searched.  
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Although searching a server for the correct PFS and PIN can be slow, Mirage uses 

two techniques to speed it up. First, the mount checksum (MCH) eliminates some file 

systems from consideration. The MCH is a simple 32-bit checksum of the mount point 

for the handle. When the client mounts a file system, Mirage computes the MCH and 

stores it in the root file handle. The MCH is subsequently propagated from parent handle 

to child handle on every name lookup. Therefore, every handle includes a valid MCH for 

the file system to which it belongs. During recovery, Mirage uses the mount exportfs 

procedure to get a list of all available file systems. The MCH is computed for each of the 

file system names, and those that do not match are discarded. Normally, the MCH 

removes all but one file system from consideration. 

The second technique that Mirage uses to improve recovery time is checkpointing the 

handle table to the file servers. The checkpoints are written to files so that no server 

modifications are required. When the Mirage router is restarted or replaced, the most 

recent checkpoint is used to reload the handle table, eliminating the need to recover the 

vast majority of the handles. 

The handle table recovery mechanism eliminates the Mirage router as a single point of 

failure. If Mirage does fail, then the failed component can be replaced without any loss of 

data. Our current prototype requires the manual intervention of the system administrator 

to replace the Mirage router. As a final note, since Mirage is transparent to the clients and 

servers, the Mirage router can simply be removed from the system and the clients 

reconfigured to access the servers directly if circumstances warrant. No data will be lost. 
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4.4.2 Fail-over 

Although Mirage router failures are transparent to the clients and servers, NFS operations 

are not serviced while the router is recovering. To provide high availability in the face of 

router failures, Mirage can be configured with multiple routers. Should a router fail, its 

clients can fail-over to another router. When this happens the clients will send VFHs to 

the new router that may not be present in the handle table. The router simply invokes the 

standard handle recovery mechanism to map a VFH to a PFH. To make the fail-over 

transparent and efficient to the clients a mechanism such as router clusters [Higginson97] 

can be used. Router clusters can detect a failed router and switch to a replacement router 

in 5 seconds. The current Mirage prototype does not implement automatic fail-over, nor 

does it make use of the handle table checkpoints to speed handle recovery on the 

substitute router. 

4.5 Mirage Prototype 

A Mirage prototype was developed and used to validate the concept of aggregation 

virtualization. The Mirage design uses a two-tiered architecture consisting of a data path 

and a control path.  
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4.5.1 Data Structures and Global Variables 

Mirage requires four data structures to achieve the virtualization: the handle table (HT); 

transaction table (TT); overlay table (OT); and server table (ST). Each of these is 

implemented as an in-memory hash table.  

Mirage uses a pair of sockets for servicing incoming requests from clients. One socket 

receives mount requests, and another socket receives NFS requests. The sockets are 

bound to Mirage’s IP address and the well-known port numbers of the mount and NFS 

protocols.  

The server table (ST) contains configuration data for each physical server that is part of 

the Mirage aggregation. Each server table entry contains the SID, IP address of the 

server, as well as ports and RPC protocol state needed to communicate with the servers. 

Each server is allocated one socket for mount operations between Mirage and the server, 

and another socket for NFS operations between Mirage and the server.  

4.5.2 Data Path 

The data path processes all of the NFS operations that pass through Mirage and is 

optimized to rewrite the NFS traffic. The data path is non-blocking and never stops to 

wait. Packets are simply rewritten and forwarded.  
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4.5.2.1 Request Processing 

Requests arrive from clients on the incoming NFS socket. The Ethernet and IP headers 

are decoded by the operating system, and the source IP address is provided by the socket 

interface. The first step in request processing is to extract the XID and procedure number 

from the RPC header. A unique OXID is allocated to represent the operation. The 

client_IP, XID, and OXID are used to construct an entry in the overlay table. The 

client_IP, XID, and procedure number are used to create an entry in the transaction table.  

The next step is to rewrite the NFS packet. Actual rewriting depends on the type of 

procedure. For example, some procedures, such as lookup, contain one handle, while 

other procedures, such as rename, contain two handles. All NFS operations, with the 

exception of the NULL operation, contain at least one handle. For each virtual handle 

(VFH) that needs to be rewritten, the following steps are performed: 

1. The PIN, PFS, and SID are extracted from the VFH 
2. A key is constructed: <PIN, PFS, SID> and used to access the proper handle table 

entry. 
3. The handle is recovered if it is not found in the table. (Section 4.4.1) 
4. Otherwise, the PFH is extracted from the handle table entry and used to rewrite 

the VFH in the request packet. 
After the handles have been rewritten the reply packet is forwarded. The first step is to 

use the SID to access the proper server table entry. The server table entry contains the 

socket that is bound to the server, and the packet is sent by issuing a UDP send operation 

on the socket. After the packet has been sent, the only state that remains from the request 
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is the entries in the overlay table and transaction table that are needed for reply 

processing. 

4.5.2.2 Reply Processing 

Reply processing is much the reverse of request processing. Replies from a server arrive 

on the UDP socket allocated for that server. The first step is to retrieve the entries from 

the overlay table and transaction tables. The OXID is extracted from the reply packet and 

used to lookup the OT entry. The client_IP and client_XID fields are retrieved from the  

OT entry. The OXID in the reply packet is rewritten with the client_XID. The client_IP 

and client_XID are used to lookup the entry in the transaction table. At this point, all of 

the important state from the request packet is known: client_IP, client_XID, and 

procedure number.  

As with request processing, reply processing depends on the NFS procedure. Some 

replies do not need to be rewritten at all. For example, the remove and rmdir replies 

only contain an error code, and no handles or attributes. Only replies that contain a PFH 

or attributes need to be rewritten. The rewriting process consists of: 
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1. The PIN and PFS are extracted from the NFS attributes in the reply packet. 
2. The SID is obtained by looking up the socket in the server table. 
3. The key <PIN, PFS, SID> is created and used to lookup a handle table entry. 
4. If a miss occurs, then a new entry is created and a new VIN is allocated for the 

new handle table entry.  
5. The PIN in the NFS attributes is rewritten with the VIN from the handle table 

entry. 
6. If a PFH exists in the reply, it is rewritten with the VFH from the handle table 

entry. 
After the packet has been rewritten, the packet is forwarded to the client via a UDP send 

operation on Mirage’s NFS socket. The entries in the overlay table and transaction table 

are deleted. 

4.5.3 Control Path 

The control path is used to handle high level control operations such as starting and 

stopping the router and to handle the processing of mount operations. Whereas the data 

path uses a non-blocking rewriting mechanism to handle NFS traffic, the control path 

uses a blocking mechanism to handle mount operations. The SunRPC library is used to 

implement the mount protocol. 

When a mount request is received, the control path sends an identical mount to each 

file server. Typically, one file server will return a successful reply, and all of the other 

file servers will return errors. The control path must stop and wait for all of the replies to 

be returned before it can decide which server is the correct one. Processing of the mount 
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reply is similar to processing other replies. The key of <PIN, PFS, SID> is used to 

lookup an entry in the handle table. A new entry is created if a miss occurs. The mount 

packet’s PFH is replaced with the VFH from the handle table entry and the reply is 

forwarded to the client. 

Because the control path uses a stop-and-wait approach to implement the mount protocol, 

the control path does not require use of the transaction table or overlay table. The stop-

and-wait approach is appropriate for the control path because it simplifies the correctness 

of the design and mount requests are infrequent. It is inappropriate for the data path 

because the data path receives a high rate of traffic that it must be able to process without 

pausing to wait for server responses.  

4.5.4 Union Directory Server 

The Union Directory Server (UDS) implements fine-grained namespace aggregation. The 

UDS supports NFS operations on union directories; it does not support regular directories 

or files. Mirage treats the UDS just like the NFS servers. The UDS competes with the 

other servers during mount operations, but ties are always broken in favor of the UDS. 

For example, if both a server and the UDS return a successful response to a mount 

request, then the response of the UDS is always used instead of the server. Breaking ties 

in this manner allows the UDS to aggregate two servers that export identical file system 

names. If ties are not broken in favor of the UDS, then Mirage may mistakenly pass the 
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mount reply from one of the other servers instead of the UDS, bypassing the fine-

grained aggregation. 

The UDS implements its own handle table and its own virtual handles. Virtual handles 

that the UDS exports are called UVFHs. Each UVFH represents a collection of physical 

handles. For example, if the directory /home exists on two file servers, then the UVFH 

for /home on the UDS will contain a physical file handle for each of the servers.  

The UDS uses a blocking stop-and-wait approach similar to the Mirage control path. 

When a request arrives to the UDS, the UDS decodes the request and extracts the UVFH. 

A request is sent to each of the servers represented by the UVFH using the appropriate 

file handle for each server. The UDS waits for all of the replies to be received, and then 

uses the replies to generate a reply that can be sent to the client. Usually the replies from 

the servers are identical, and any one of them can be sent to the client. It is an error for 

the servers to return conflicting responses, e.g.  one server responds with a handle to a 

file and another with a handle to a directory. Conflicts are resolved in favor of the server 

with the lower SID.  

If the replies contain new physical handles, then a new UVFH is constructed. The handle 

table for the new UVFH contains the physical handles of each of the servers. As the 

directory tree progresses from the root to the leaves, the directories have a tendency to 

reside on only one server, and at some point a UVFH may refer to a directory on only one 

server. When this happens the UDS rewrites the RDEV field in the NFS attributes with 

the special value. Mirage uses this as an indication that the handle resides on a single 
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server. Mirage then updates its handle table to record that the handle resides on one of 

the physical servers instead of the UDS. This allows Mirage to bypass the UDS for any 

files or directories that reside on a single server.  

4.6 Evaluation 

Mirage’s performance was evaluated using several benchmarks, including the SPEC SFS 

benchmark [Spec], the Postmark benchmark [Postmark], and a kernel compile 

benchmark.  

Experiments were run on a cluster of Linux workstations connected to a switched 

Ethernet network. The Linux machines ran Red Hat Linux version 9.0 and Linux Kernel 

version 2.4.20. The machines are all identical; each of them is configured with a 2.4Ghz 

Pentium 4 CPU, 1 GB of memory, 2 – 40 GB IDE disks, and a gigabit Ethernet adapter.  

The machines are connected to a Foundry FastIron 800 switch.  

4.6.1 SFS Benchmark 

The SFS benchmark is a distributed benchmark that simulates a real-world workload on a 

server. It is widely used by the manufacturers of servers to evaluate and compare server 

performance. SFS simulates an attempted load and measures the actual throughput and 

latency at that load. The SFS run rules state that the benchmark is to terminate as soon as 

the actual throughput differs by 10% or more from the attempted load. The SFS 

benchmark was run from 500 ops/s to 3500 ops/s. Attempted loads above 3500 ops/s 
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showed a decline of more than 10% and the benchmark was terminated. Figure 23 

shows the results of the SFS benchmark. 
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Figure 23: SFS Results. Benchmark used 5 clients and 5 servers. 

The “Direct” line is a configuration without the Mirage router. Clients communicate with 

the servers directly via a switched Ethernet network. The “Mirage” line is a configuration 

with the Mirage router, as described in this chapter. The file servers are the limiting 

factor of the benchmark. The maximum throughput achieved by “Direct” is 3685 ops/s. 

Given that there are 5 servers, this amounts to 737 ops/s per server. Mirage’s maximum 

throughput is 3648 ops/s, a negligible decline in maximum throughput. The difference in 

latency is more pronounced. At the maximum throughput, “Direct” achieves a latency of 
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3.09 ms/operation, while “Mirage” achieves 3.64 ms/operation. The difference is 0.55 

ms, approximately an 18% increase.  

4.6.2 Postmark Benchmark 

Postmark [Postmark] simulates a small file load typical of Internet services such as 

electronic mail, news, and web commerce. Postmark (Table 5) was configured to use a 

file set of 20,000 files and simulate 100,000 transactions. Each test was repeated 5 times. 

 Ops/s Slowdown
Read 

(MB/s) 
Write 

(MB/s) 
Direct 274 1.00 723 1014 
Mirage 212 1.29 548 788 

Table 5: Postmark results. Mirage lags Direct by 29%.  

“Mirage” performs 29% less transactions per second than “Direct” using the Postmark 

benchmark. The decrease in performance is significantly higher than the 18% decrease 

that was noted during the SFS benchmark. The reason for this difference is parallelism. 

SFS is a distributed benchmark using several clients with several processes per client. 

The Postmark benchmark runs on only a single client and uses the operating system’s 

NFS implementation. On a Linux workstation, typically only 4 simultaneous connections 

are allowed to an NFS server. The lack of parallelism inherent in the NFS protocol means 

that a small difference in latency tends to cause a larger difference in maximum 

throughput.  



131

4.6.3 Kernel Compile Benchmark 

The kernel compile benchmark (Table 6) un-tars and builds a Linux 2.6.12 kernel on the 

NFS file system. It simulates the impact of Mirage on a real-world job. Each test was 

repeated 5 times.  

 Un-tar Make Total Slowdown
Direct 0:38 8:30 9:08 1.00     
Mirage 1:08 10:05 11:13 1.22

Table 6: Kernel Compile results. Elapsed times are in minutes and seconds. The cost of adding Mirage is 
a 22% increase in elapsed time. 

“Mirage” takes 11 minutes and 13 seconds to perform the kernel compile job, an elapsed 

time that is 2 minutes and 5 seconds longer than the “Direct” configuration. This amounts 

to an increase of 22%, which is approximately mid-range between the results seen in the 

SFS and Postmark benchmarks. The kernel compile benchmark is perhaps the best 

indicator the performance impact that an end-user will experience from Mirage, as it 

represents a real job.  

4.7 Summary 

Mirage aggregation is a virtualization that combines multiple independent NFS servers to 

create a single unified server. Mirage is implemented as a user-mode process and is 

configured as part of an overlay network. Mirage performs coarse-grained aggregation 

directly and uses a Union Directory Server (UDS) to implement fine-grained aggregation. 
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The SFS performance shows that Mirage is capable of aggregating several 

commodity servers without having a significant effect on the maximum throughput.  

The latency imposed by Mirage does have an impact on the run time of the jobs that an 

end-user may perform. Latency measurements varied by the type of benchmark that was 

used. SFS reported an increase in latency of only 18% whereas the kernel compile 

benchmark reported an increase runtime of 22%. These latencies are a reasonable price to 

pay for the additional features that Mirage adds. Much of the increase in latency is due to 

the commodity platform; Chapter 7 presents an alternative implementation using 

specialized network processor hardware that yields lower latencies.  
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Chapter 5 REPLICATION 

Replication is a virtualization in which multiple servers are combined to form a single 

more fault tolerant virtual server. Fault tolerance is a complex issue with many subtleties 

that must be taken into consideration. It is important to ensure that when creating a 

virtualization one aspect of fault tolerance is not enhanced at the cost of degrading a 

different aspect. For example, introducing the virtualizer itself may create a new single 

point of failure that did not exist in the prior configuration.  

This chapter presents the Mirage replication virtualization. The same Mirage framework 

presented in the previous chapter is retooled to perform replication instead of 

aggregation. The replication virtualization is tuned to a very specific niche in the realm of 

fault tolerance: to enhance the availability of a commercial NFS server.  

Commercial NFS servers already support a high degree of fault tolerance. They typically 

contain multiple disks and use a RAID [Patterson88] configuration to ensure that the 

failure of one of the disks does not compromise the integrity of the data stored in the 

array. However, commercial NFS servers suffer the disadvantage that their hardware is 

often times proprietary. A failure of a critical component, such as a disk controller, may 

result in failure of the server, requiring the system administrator to shut down the server 

until replacement parts arrive. 

Mirage uses commodity hardware to add asymmetric replication to an existing 

commercial NFS server. This improves both reliability and availability by adding yet 
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another replicated copy of the data. This chapter introduces the concept of 

asymmetric replication and describes the implementation of the Mirage replication 

component. Mirage was evaluated by replicating a commercial Network Appliance 

[NetApp] server. 

 

5.1 Motivation 

File servers often store mission-critical information. In an academic context, a single file 

server may store the research projects of an entire department, the student directories of 

the student population, and/or the contents of the department’s web server. In a corporate 

situation, a file server may contain accounting records, corporate web sites, and software 

products. In either of these situations, it is critical that the file servers do not fail. Failure 

of a file server means that work must halt until the file server is recovered.  

There are three metrics that can be used to evaluate a fault-tolerant server. Integrity is the 

preservation of the correctness of the data stored on the server. Reliability is the ability of 

the server to cope with a failure of one or more components. Availability measures the 

percentage of time during which the server can service requests.  

5.1.1 Integrity 

The first component of fault tolerance is to ensure the integrity, or correctness, of the data 

that is stored on the file server. This is usually expressed in terms of write-read 
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consistency. The data that is most recently written to a file should be identical to that 

data that is read back from the file at a later date. Data integrity is ensured by two 

techniques: error detection and error correction.  

Error detection uses parity bits or checksums to detect errors that might affect the 

integrity of the data. A simple parity scheme adds m parity bits to an n-bit data value and 

stores n+m bits to the storage medium. When the value is read, the n+m bits are retrieved 

from the storage medium, and the parity is verified. If the parity is incorrect, then an error 

is reported. Checksum schemes such as the Internet checksum [RFC1071] sum together 

multiple data values and store the sum with the data. Cycle Redundancy Check (CRC) 

uses polynomials to compute a better checksum. More advanced algorithms such as MD5 

[RFC1321] and SHA-1 [RFC3174] are also available. These algorithms are all sufficient 

to detect an error and report it. What an application does when an error is reported is up 

to the application. In the case of network packets, errors are often dropped or 

retransmitted silently. In the case of disk storage, errors often find their way to the user, 

leaving the user to decide how to recover his original data. 

Error correcting codes (ECC) such as Hamming codes [Hamming50] and Reed-Solomon 

codes [Plank97] allow errors to be corrected in addition to simply detected. Reed-

Solomon codes are used in devices such as CD-ROM discs in which bit errors are 

frequent and must be corrected.  
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5.1.2 Reliability 

The next component of fault tolerance is reliability. Error detection and correction are 

capable of telling us whether our hardware is performing correctly, and in some cases 

even able to correct minor errors. However, there comes a time when an error cannot be 

corrected or an entire hardware unit fails. For example, a hard disk may fail due to worn 

out bearings, a failed motor, or damage to the disk surface. In these situations, the entire 

hardware component must be discarded. Any data on that hardware component is lost. 

Disk failures, while rare, do happen frequently enough to be of concern. Simply allowing 

the data to irretrievably perish along with the failed disk is not a viable solution. 

The standard technique for ensuring reliability is to use a RAID array. RAID arrays work 

by using several disks together to produce an array that offers enhanced performance or 

reliability. RAID comes in many shapes and flavors. RAID-0 is used for enhancing 

performance and does not improve fault tolerance. RAID levels 2 and 3 are rarely used. 

The RAID levels that are most interesting from a reliability standpoint are RAID-1, 

RAID-4, and RAID-5.  

RAID-1 works by duplicating the contents of a disk. For example, in a two disk RAID-1 

configuration both disks have identical contents. Any write to the RAID-1 array is written 

to both of the disks. Because both disks have identical contents, a read from the array 

may occur from either disk. When a disk fails, the array continues in degraded mode 

using the single still-functioning disk. The disadvantage with RAID-1 is that cost is 
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effectively doubled because two disks are needed to store the amount of data that 

previously fit on a single disk. 

RAID-4 uses a dedicated parity disk to provide fault tolerance. A RAID-4 array typically 

consists of several disks, plus one additional disk used to hold the parity information. The 

data stored on the parity disk is computed from the other disks using the XOR function. 

For example, in a 3-disk raid, the first two disks, disks1 and disk2, contain data. Disk3 

contains the parity information that is computed by taking disk1 XOR disk2. When a 

failure of any disk occurs in a RAID-4 array, the failed disk can be computed from the 

remaining disks. For example, if disk2 fails, disk2 can be recomputed from disk1 XOR 

disk3. The advantage of RAID-4 over RAID-1 is that the cost is reduced because a single 

parity disk may be used with several data disks.  

The problem with RAID-4 is that the same disk is always used for parity. Any time a 

write occurs to the array, the parity disk must be written to. This causes the parity disk to 

become a bottleneck. RAID-5 is an optimization of RAID-4 in which the parity is rotated 

among the disks. In this way no single disk is a bottleneck.  

Using a RAID array on a file server is sufficient to ensure that the server is not 

susceptible to single disk failures. In addition to the simple RAID levels mentioned 

above, more complex configurations are possible, ensuring that multiple simultaneous 

disk failures can be tolerated. Nearly all commercial servers and many commodity 

servers use RAID techniques to increase reliability.  
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5.1.3 Availability 

Availability is the ratio of the time a system is usable during an interval compared to the 

length of the interval. For example, let’s say that during a 1-week interval, a file server is 

down for 6 hours due to maintenance. There are 168 hours in a week, so the availability 

is (168-6)/168 = 96%.  

Even though a system is reliable, it may still suffer a lack of availability. Consider for 

example a naïve implementation of mirroring in which data is written to both a disk and a 

magnetic tape device. If the disk fails, then the system administrator replaces the failed 

disk and restores the tape to the disk. Such a system is very reliable, as magnetic tape is 

an excellent means of archiving data. However, it lacks availability because of the 

downtime associated with restoring the tape to a new disk.  

Network Appliance [Lancaster01] presents an analysis of the types of failures associated 

with high reliability file servers. The largest cause of a failure of availability is due to 

simple power outages and amounts to 60-70% of failures. An uninterruptible power 

supply (UPS) solves this problem.  

The next most likely cause of unavailability is the failure of the disk subsystem of the 

server. A disk subsystem failure is not the same as the failure of a single disk. Failures of 

single disks (or even multiple disks in some configurations) are handled by the RAID 

subsystem. However, there are usually critical components that are part of the RAID 

subsystem. These components include the RAID disk controller and the cables used to 
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connect the controller to the disks. In configurations such as SCSI in which multiple 

disks may be connected to the same cable, a cabling problem could knock multiple disks 

out of service. Similarly, the RAID controller is a shared asset, and failure of the RAID 

controller will result in failure of the entire disk subsystem. Disk subsystem failures 

account for 15-20% of failures of availability. 

The final cause of unavailability is the failure of some other component in the server, 

such as the CPU, memory, or software. Software in particular may contain bugs that are 

not readily apparent in the design and are unpredictable. These failures are rare and 

account for 5% of unavailability.  

Once a failure does occur, it requires time for the system administrator to diagnose and 

repair the problem. Many high performance servers use specialized components, so even 

something as simple as a cable may require ordering a custom part from the 

manufacturer. If the part is not available locally, then the best the system administrator 

can hope for is to have the part shipped overnight, resulting in a period of unavailability.  

The only way to prevent unavailability is to duplicate all of the components of the file 

server, including the CPU, memory, disk controller, cabling, and software. Such 

configurations are typically referred to as clusters of network attached storage (NAS) 

devices [Gibson00]. In a clustered configuration (Figure 24), the disk devices are 

connected via a storage area network (SAN) to two or more servers. The servers are then 

connected to a local area network (LAN) which is in turn connected to the clients.  
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Figure 24: Cluster server. Disks are connected via a storage area network (SAN) to the servers. Servers 
are connected to the client via a local area network (LAN). 

The advantage of a clustered configuration is that if one server fails, the other server can 

take its place. The disadvantage of a clustered configuration is that it is nearly doubles the 

system cost. Because the cluster servers are often proprietary commercial hardware, the 

cost of clustering is often prohibitive.  

5.1.4 Asymmetric Replication 

File server replication is not a new idea, but replicated file servers are rarely used outside 

of mission-critical storage systems because of the expense. Simply backing data up to 

tape or other archival storage is much cheaper although failures are much less convenient. 

Mirage uses asymmetric replication to provide the best of both worlds -- a low-end, 

commodity backup server mirrors a high-end primary server (Figure 25). The net result 

is a system that provides cost-effective replication and reasonable performance when the 

primary is down.  
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Figure 25: Asymmetric Replication. The Mirage router performs asymmetric replication by mirroring the 
contents of the primary server to the backup server. The backup server is commodity hardware, such as a 
Linux workstation. 

As with the other virtualizations presented in this dissertation, Mirage is transparent to 

the clients and servers, allowing system administrators to continue to use the standard 

unmodified NFS clients and servers that they are familiar with while at the same time 

providing a replication solution that uses commodity Linux machines. Although Mirage 

does use a specialized backup server, no modifications are necessary to the primary 

servers; they may be proprietary commercial servers, such as a Network Appliance 

[NetApp]. Allowing the use of an unmodified server as the primary allows clients to 

continue to realize the benefits of the commercial server, such as snapshots or enhanced 

performance. 

Mirage also supports unmodified clients. Client NFS requests are delivered to the Mirage 

router, which rewrites the requests and forwards them to the appropriate NFS server. No 

modifications are necessary on the client to use Mirage – no kernel patches, kernel 
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modules, daemons, etc. All that is necessary is to configure the client NFS system to 

mount its file systems from Mirage, rather than the back-end NFS servers.  

5.2 NFS Routing 

Routing NFS operations is very similar to the technique that is used in aggregation 

(Chapter 4). A brief review of the key concepts is presented below, highlighting a few of 

the differences between aggregation and replication.  

Mirage divides the space of handles (Figure 26) into virtual handles (VFH) and physical 

handles (PFH). Virtualizing the handles is necessary because a virtual handle represents a 

file that exists on both the primary server and the backup server. 

Client Mirage

Primary
Server

Backup
Server

Virtual Handles Physical Handles  

Figure 26: Virtual and physical handles. Virtual handles are necessary because a single virtual handle 
references a file that resides on both the primary and backup servers. 

When routing NFS traffic Mirage must translate between virtual and physical file handles 

in the packets. Mirage stores the mapping between a VFH and a PFH in a memory-

resident handle table. When Mirage receives an NFS request from a client, Mirage looks 



143

up the VFH in the handle table to determine the proper server and PFH for the 

request. Mirage then rewrites the NFS request using the PFH and forwards it to the 

server. 

Three values are encoded into the VFH that uniquely identify the file handles. These 

fields are the server ID (SID), physical inode number (PIN), and physical file system 

(PFS). The pair of (PIN, PFS) uniquely identifies the file within the context of a single 

file server. The triple (PIN, PFS, SID) uniquely identifies a file within the context of both 

servers. The triple (PIN, PFS, SID) is referred to as the file identifier, or FID.  

The handle table represents soft state and is recovered when a router crashes. The 

recovery process relies on two techniques. The first is checkpointing. The contents of the 

handle table are checkpointed periodically to the NFS server. When the router recovers, 

the most recent copy is retrieved. The second technique is applied to handles that were 

too new and not encoded in the checkpoint. These handles are recovered by performing 

an exhaustive search on the file servers for a file that matches the triple (PIN, PFS, SID). 

5.3 Reliable NFS  

Mirage provides asymmetric primary/backup server replication. The primary server 

handles operations when it is online. Operations that modify the file system are also sent 

to the backup so that it can mirror the primary’s state. The Mirage router is responsible 

for monitoring the state of the primary and backup, forwarding modifications to the 

backup, switching to the backup when the primary fails, and restoring the primary's state 
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when the primary recovers. These functions are transparent to the clients and the 

primary server.  

5.3.1 Design 

The ultimate design goal of Mirage replication is to increase availability, but there are 

also several other secondary design goals that influence the virtualization: 

Integrity. The file servers are primarily responsible for guaranteeing integrity. Mirage 

assumes that a file server simply stops when there is a failure (i.e. the servers are fail-

stop). Byzantine failures are not tolerated. Mirage guarantees integrity as long as there is 

one uncorrupted server. There is a window of vulnerability in the event of a double 

failure of both the Mirage router and the primary server, in that there may be operations 

queued in the router’s local memory that have not been sent to the backup server.  To 

prevent this, the Mirage router uses nonvolatile memory to protect the contents of the 

queue. Nonvolatile memory is provided by connecting Mirage to an Uninterruptible 

Power Supply (UPS) that provides power to Mirage, preserving the contents of memory 

in the case of a power failure.  

Reliability. Reliability is achieved if for any modification, the failure of a single 

component does not compromise the integrity of that modification. Mirage guarantees 

reliability as long as both servers remain online. If one server fails, then reliability will be 

degraded until a replacement server is brought online.  
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Availability. Availability is achieved as long as the clients are able to access (read or 

write) the data. Mirage guarantees availability as long as the Mirage router and at least 

one server are online. The system may be temporarily unavailable during state transitions, 

such as when servers crash and recover. 

Transparency. Mirage implements the standard NFS protocol, allowing the use of 

unmodified clients and primary server. 

Low Cost. The backup server uses commodity hardware, reducing the cost of replication. 

Using a commodity machine also allows the backup server to be specialized by adding a 

user-mode logging daemon. This is in contrast to the primary server, which remains an 

unmodified NFS server. 

Overhead. Mirage imposes minimal overhead on real world workloads; it should have 

little or no impact on the maximum throughput and increase latency at most 25%.  

In addition to these goals, several assumptions influence Mirage's design: 

• Servers and Mirage are fail-stop. They do not suffer Byzantine failures. Mirage 

does not attempt to detect a server or router that has been compromised. Clients, 

on the other hand, may be malicious. For example, clients may attempt to 

fabricate invalid NFS handles, or issue garbled packets.  

• Mirage is interposed between the clients and servers, and therefore all traffic 

between the clients and servers passes through Mirage. In effect, Mirage prevents 

network partitions. Either a client sees Mirage or it does not. Because Mirage 



146

exports a virtual server abstraction, it is not possible for a client to see some 

servers but not others. Out of band modifications to the file servers are prohibited 

– if a client or the system administrator manually modifies one server, then the 

changes are not visible to Mirage, and will not be reflected on the other server. 

• Mirage exports a feature set that is the minimum of the features of the primary 

and the backup. If the primary supports nonstandard functionality such as 

snapshots and the backup does not, then the client may lose snapshot functionality 

while the primary is offline. 

5.3.2 Overview 

Figure 27 shows Mirage’s operation while the primary server is online and illustrates the 

basic components of the system. The client mounts Mirage as a virtual server and sends 

requests to Mirage. Mirage forwards the request to the primary server where it is 

executed and the primary server sends the reply back to Mirage. When the reply arrives at 

Mirage, it is logged and forwarded to the client. The log is processed asynchronously, 

with Mirage offloading log entries to the backup server in the background. The backup 

server uses the log entries to update a mirror of the primary server’s file system. The log 

is discussed in Section 5.3.3. 
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Figure 27: Primary Online. Client sends a request (1) to Mirage where it is forwarded to the server (2). 
The server performs the operation and sends the reply to Mirage (3). Mirage sends a log entry to the backup 
server (4a) and the forwards reply to the client (4b). Steps 4a and 4b are done in parallel.

The backup server is used in place of the primary when it is offline. The backup server 

does double duty (Figure 28). It is now responsible for serving NFS operations, as well as 

for storing a update log that will be used to recover the primary.  
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Figure 28: Primary offline. The backup server performs double duty as both an NFS server and as 
maintainer of the update log. Requests are routed to the backup instead of the primary. After the backup has 
acted on the request (2) and sent a reply (3), Mirage sends a log entry to the backup daemon (4a), where it 
is stored in the update log. 

5.3.3 Update Log 

Mirage uses a log to keep the backup consistent with the primary and to recover from 

server crashes.  Each log entry contains information about an NFS request that modified 

the file system and the resulting reply from the server.  When the primary server fails, 

Mirage uses the log to bring the backup server up-to-date before resuming file access to 

the backup. When either server recovers from a failure, Mirage uses the log to bring it up-

to-date.  

During normal operation the Mirage router creates the log in non-volatile memory (e.g. 

using a UPS). The log is written asynchronously to the backup server, which uses it to 
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update its file system. The file system on the backup server is maintained as a mirror 

of the file system on the primary server. The Mirage router deletes a log entry from its 

memory once it has been successfully received and applied by the backup server.  This 

ensures that when the primary fails the backup can be brought up-to-date using the log 

entries. The integrity of the file system is only violated if both the primary server and the 

Mirage router are simultaneously destroyed, as the contents of the log on the Mirage 

router will be lost. 

If either server is down, Mirage sends the log to the remaining server. Due to the 

asymmetric nature of Mirage’s design, the logging mechanism is different for the primary 

server than the backup server. When the log is written to the primary server, Mirage uses 

standard NFS operations to write the log to a file on the primary server. This allows 

Mirage to send log entries to the primary server without requiring any modifications to it. 

When log entries are sent to the backup server, a special backup protocol is used to write 

the log asynchronously so that the commodity backup server can keep up with the 

potentially faster commercial primary server. The server that is receiving the log does not 

apply the log to its own file system, but instead simply stores it. Mirage uses the log to 

recover the failed server when it comes back online. Log entries persist until the failed 

server has been recovered.  
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5.3.4 Backup Server 

The backup server performs two duties: 1) it receives and stores the log, and 2) it mirrors 

the primary's file system.  What the backup does with a log entry depends on the state of 

the primary server. If the primary is online, then the backup simply applies the log entry 

to its file system, keeping the mirrored copy up-to-date. It then notifies the Mirage router 

that the entry has successfully been applied so that the router can delete it from its 

memory. 

While the primary is offline the backup stores the log entries for later replay to the 

primary. Note that if the primary is offline then the backup acts as an NFS server so that 

the operation described in a log entry has already been applied to the backup's file system 

(the log stores operations performed on the backup). Therefore, each request is sent to the 

backup twice – once as a normal NFS request, and once in the log. This duplication of 

traffic is unnecessary, but is done to simplify implementation of the backup server. It 

allows the backup server to run an unmodified NFS implementation to service requests 

when the primary is down, and a separate backup daemon to process log operations. It 

would be possible, at the cost of complicating the implementation, to combine these two 

tasks, by writing an NFS server implementation for the backup server that automatically 

places operations in the log.   

The backup server implements a data structure called the replication table (RT) that 

contains information about the files on the backup server. Entries in the RT are initialized 



151

when the backup server is originally built from the primary, and are automatically 

updated as the backup server receives log entries. The RT simplifies the backup 

implementation and contains the following information for each file: 

Filename. The full path and file name of the file relative to the backup server’s 
local file system.  
Primary FID. The FID that uniquely identifies the file on the primary server. 
Backup FID. The FID that uniquely identifies the file on the backup server. 
Primary PFH. The physical file handle of the file on the primary server. 
Backup PFH. The physical file handle of the file on the backup server.  

The Primary FID and Filename are used to apply log entries to the backup server’s file 

system while the primary server is online. For example, when a write log entry arrives, 

it will contain the primary FID. The backup daemon consults the RT, retrieves the 

filename, and issues a write to the local file system. 

The Primary FID/PFH and Backup FID/PFH are used to associate primary and backup 

handles. When the primary server fails, the router is left with handles in its handle table 

that are only valid on the primary server. Therefore, the router must contact the backup 

server to resolve the primary FID into a handle that can be used on the backup server. 

Similarly, while the primary server is offline, files created on the backup server will have 

a handle and PFH that are not meaningful to the primary server. When the primary server 

comes back online, the router must contact the backup server to resolve the backup FID 

into a PFH that can be used on the primary server. 
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5.3.5 Mirage States 

Mirage routes requests to the primary if it is online and to the backup otherwise. Mirage 

uses a state machine to keep track of which state it is in and which operations should be 

performed during state transitions: 

Mirage-Recovering. The Mirage router is recovering from a failure. 
Normal. Both the primary and the backup server are online. Requests are 
forwarded to the primary, and modifications are logged and sent to the backup 
asynchronously.  
Primary-Offline. The primary server is offline. The backup handles requests and 
stores the log.  
Backup-Offline. The backup server is offline. The primary handles requests and 
stores the log. 
Both-Offline. The primary and backup servers are both offline. Mirage suspends 
operation.  
Primary-Recovering. The primary is recovering from a failure by processing the 
log. The backup handles requests and stores the log. 
Backup-Recovering. The backup is recovering from a failure by processing the 
log. The primary handles requests and stores the log. 

Server failures are detected using a heartbeat mechanism. Mirage sends periodic null 

RPCs, and if a server fails to reply to several consecutive null RPCs, then it is declared 

offline, and a state transition occurs. The null RPCs continue to be sent while the server 

is offline. If a reply is received, the server is declared back online and a state transition 

occurs.  
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Whenever a state transition occurs, the new state is written to a file on each of the 

servers. This state includes a timestamp; if the router crashes or reboots, then it consults 

the state on the servers and compares the timestamps to ensure the correct state is 

selected. This allows the Mirage router to resume in the correct state even if the router is 

replaced. 

5.3.6 Primary Failure and Recovery 

Mirage automatically forwards requests to the backup after the primary fails.  If the 

router is in the Backup-Offline state and the primary fails, then it changes to the Both-

Offline state and suspends operation until one of the servers comes back online. If the 

router is in the Normal state then it takes the following actions: 

1. Packet forwarding is suspended. Incoming requests are ignored and will be retried 
by the clients as per the RPC protocol. 

2. The state is changed to Primary-Offline. 
3. All items in the log are flushed to the backup server. 
4. The forwarder and rewriter are configured to route requests to the backup. 
5. Packet forwarding is resumed.  

Requests that were in progress at the time of the failure pose a complication. There are 

two possible scenarios: either the primary processed the request before it failed, or it 

didn't.  In either case Mirage must ensure that the client receives a reply, and that the 

request is processed on both the primary and the backup so that their states remain 

consistent. In both cases Mirage relies on the RPC semantics to solve the problem. The 
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client will timeout since it did not receive a reply and resend the request. This time, 

since the primary is offline, Mirage routes the request to the backup server. The reply 

passes through Mirage, and the operation is logged for replay on the primary when it 

recovers. 

During replay it is possible that the request will be performed on the primary twice since 

the primary could have received and processed the request before it failed. The RPC 

semantics are “at least once”, so Mirage relies on the underlying RPC system and server 

implementation to tolerate redundant requests. 

The final detail is that the client may crash after sending a request. If this happens the 

request may or may not be reflected on the servers since the “at least once” semantics 

don't define what should happen. What is important is that both servers ultimately agree 

on whether or not the request was applied. Mirage achieves this by only logging requests 

that received a reply, and replaying the log to the primary when it recovers.  

When Mirage detects that the primary server is back online it performs the following 

actions: 

1. Packet forwarding is suspended. 
2. All items in the log on the router are flushed to the backup server. Mirage uses the 

log stored on the backup to bring the primary up-to-date by replaying the requests 
in the log to the primary.  Entries are removed from the log when a reply is 
received from the primary.  

3. Should either server fail during recovery Mirage pauses the replay process and 
resumes it when they both come back online.  
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4. The forwarder and rewriter are reconfigured to route packets to the primary 
server. 

5. The state is changed to Normal. 
6. Packet forwarding is resumed. 

There is a temporary loss of availability during replay because packet forwarding is 

suspended. This is a compromise to simplify the implementation. An alternative is to 

have the router continue forwarding requests to the backup server while the log is being 

replayed to the primary. This results in simultaneously adding entries (as new operations 

occur) and draining them (as they are replayed to the primary).  

5.3.7 Backup Failure and Recovery 

A failure of a backup server is much less dramatic than a failure of the primary. All 

requests continue to be forwarded to the primary. The log, however, is stored on the 

primary instead of the backup, and is replayed to the backup when it comes online. Log 

entries are deleted once they are successfully applied. Should either server fail during 

recovery, Mirage pauses the recovery operation and resumes it once both servers come 

back online. 

5.3.8 Router Recovery  

The Mirage router is in the Mirage-Recovering state while it recovers from its own 

failure. The first task is to determine the state that it was in when the crash occurred by 

consulting the state information on each server. This information is stored in a regular file 
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on each server and is read using standard NFS requests. Each state has a timestamp, 

and the timestamps are compared to determine the most recent state. The most recent 

checkpoint of the router’s handle table is retrieved at the same time. Once the state is 

determined, the router knows whether the primary and backup were online and up-to-date 

when the router was halted, or if the servers need to be rebuilt.  

The next task is to ensure that the backup server and router agree on the current state of 

the log and the identity of the primary server. The router sends a message to the backup 

server containing the name of the primary and the most recent log sequence number. The 

backup server compares these items to its state. If the router and the backup server 

disagree, then the backup server is forced to perform a full rebuild of itself by copying all 

data from the primary server. 

The final state of the router depends on whether the primary and backup servers are 

online. If so, the router enters the Normal state, Otherwise, the router enters the Primary-

Offline or Backup-Offline state as appropriate. 

5.3.9 Automatic Fail-Over 

The recovery mechanism outlined in Section 5.3.8 is sufficient to handle router failure 

and replacement by manual intervention of the system administrator. An automatic 

failover mechanism can replace a failed router without requiring the system 

administrator’s help. There are two routers in this scheme: the primary and the standby.

The standby router monitors the primary router and if a failure is detected, takes its place.  
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Figure 29: Automatic failover configuration. Two Mirage routers are used and connected by a private 
connection. 

The most straightforward way to achieve automatic failover is to use a heartbeat 

mechanism to detect failures. Ideally a heartbeat mechanism uses a private connection 

between the two routers such as a serial cable or crossover Ethernet cable. This provides 

a direct connection for the heartbeat messages that is not affected by the failure of any 

external components like a switch or router. Two private connections (for example, two 

serial cables) may be used to ensure the reliability of the heartbeat mechanism itself. The 

standby router sends a continuous stream of pings to the primary router. As long as the 

primary router continues to answer the pings, it is deemed online and the standby router 

takes no action. However, if the primary router fails to respond to several pings in 

sequence, then the standby router declares the primary router to be offline. The standby 

router configures its network interface to respond to the primary’s IP address, so that the 

standby router receives the NFS traffic that was destined for the primary router.  

The High-Availability Project Linux project [Linux-HA] provides a heartbeat daemon 

that implements heartbeats over serial, UDP, and PPP connections. The heartbeat daemon 

performs the pings mentioned above and handles configuration of the network interface 

when the primary router fails. The heartbeat daemon also has provisions for allowing the 
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primary router to reestablish itself after it is recovered or replaced. As the heartbeat 

daemon provides all of the functionality required for automatic failover, it is unnecessary 

to duplicate this functionality in Mirage.  

5.4 Implementation 

Mirage is implemented as a set of user processes on the Linux operating system. Mirage 

is comprised of approximately 25,000 lines of C code. The primary components of 

Mirage are the router and the backup daemon.  

5.4.1 Mirage Router 

The router contains a fast path that processes most NFS operations by simply rewriting 

the packets, and a slow path that processes the few NFS operations that require 

significant additional processing. Each path is implemented in a different process: Blaster 

services the fast path, and Master services the slow path. Master and Blaster 

communicate using pipes and a shared memory queue. The pipes are used to send control 

operations between Master and Blaster, and the shared memory queue is used to 

communicate log entries, which can be lengthy and are inefficient to send through the 

pipes.  

The forwarder implemented in Blaster uses a set of UDP sockets bound to local port 

numbers to read and write packets. When an incoming request arrives to the forwarder, it 

constructs a small amount of per-request state, and then sends the packet to the rewriter to 
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rewrite the handles. Finally, the request is forwarded to the server by sending to a 

UDP socket. Replies are handled similarly. The forwarder retrieves the per-request state 

associated with the reply. If the reply is a modify operation and needs to be logged, then 

the operation is pushed onto a shared memory queue to Master. Blaster does not need to 

wait for Master to process the log item; Blaster can immediately use the rewriter to 

rewrite the reply and then forward it to the client using a UDP socket.  

The rewriter implements the handle table (HT) that maps between VFH and PFH. 

Rewriting the packet is generally a straightforward process of looking up one particular 

type of handle in the HT and replacing it with the other type of handle. There are a 

several special cases: 

1. If a VFH cannot be found in the table, and recovery is required, then Blaster 
“freezes” the request and gives it to Master. Master will eventually perform 
recovery on the handle and then “thaw” the request, allowing Blaster to continue 
processing it. 

2. If the primary server is offline and the handle table entry for a VFH contains only 
the primary PFH and not the backup PFH, then Blaster freezes the handle and 
gives it to Master to get the backup PFH from the replication table on the backup 
server.  

3. If the primary server is online and the handle table entry for a VFH contains only 
the backup PFH and not the primary PFH, then Blaster freezes the handle and 
gives it to Master to get the primary PFH from the replication table on the backup 
server.  

Master implements the slow path and some of the more complex operations. Master is 

responsible for maintaining a distributed copy of the current state and the handle table by 

periodically checkpointing the state and handle table to a file on each of the servers. 

Master implements the heartbeat mechanism by periodically sending null RPCs to the 
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servers. Mirage also handles NFS operations that require a non-trivial processing, 

such as mount and readdir. Master uses a separate thread to implement the log and 

process the shared memory queue that exists between Blaster and Master. When Blaster 

places a log item on the queue, Master retrieves the log item and sends it to the backup 

daemon using the backup protocol. Master is also responsible for receiving ACKs from 

the backup daemon and discarding log entries from the queue.  

The readdir operation presents a challenge because the primary and backup servers 

may present a directory’s entries in a different order. This may cause the client to see 

inconsistent directory contents if Mirage switches to a different server in the middle of 

reading a directory. To solve this problem, Master implements a mechanism originally 

described in Base [Rodrigues01] in which the Mirage reads the entire directory, sorts it, 

then sends the desired portion to the client. This ensures that the directory contents are 

consistent even when read from different servers. 

5.4.2 Backup Daemon 

The backup daemon is responsible for receiving log entries via the backup protocol and 

committing them to disk. The backup daemon communicates with the Mirage router via 

TCP.  The backup server waits on the TCP connection for incoming packets, which are 

either control packets or log entries. Control packets are used by the router to force the 

backup server to rebuild itself, playback its log to the primary, etc.  
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When a log entry arrives, the backup daemon consults an “on-primary bit” in the log 

entry to see if the item has been already stored on the primary. If this bit is set, then the 

backup daemon knows that the primary is online and the entry does not have to be 

logged. The backup daemon consults the replication table to determine which file in the 

local file system corresponds to the file referenced by the log entry. The backup daemon 

applies the log entry directly to its local file system using traditional UNIX file 

operations. In the current implementation, this results in a write to the ext2 file system. 

Using the ext2 file system as the back-end of the backup daemon has some drawbacks 

because ext2 is not optimized for writes. In the common case while the primary is online, 

the backup’s file system receives a steady stream of writes that is widely distributed 

across the backup’s disk. A log structured file system, such as LFS [Rosenblum91], is 

optimized for writes and serializes random writes into a sequential log that can be written 

efficiently. Unfortunately, no log structured file system was available for Linux, so this 

option was not explored. A log-structured file system called NILFS [NILFS] is under 

development and may be a viable alternative for future work. The ext3 file system was 

also tried, but its performance is no better than ext2 under a write workload in the steady-

state. Ext3 produced greater variability in its performance, and so the experiments were 

performed using ext2. 

If a log entry arrives and the on-primary bit is not set, then the log entry must be written 

to a log file so that it can be replayed during recovery. The backup daemon stores the log 

in an append-only file in the backup server’s local file system.  Currently, Mirage 
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implements a primitive cleaning policy on the log file in which all entries are stored 

in the log file until the log has been replayed and the entire log is deleted. There is room 

for improvement, and numerous log-structured file systems have suggested more 

advanced cleaning mechanisms that could be applied to the backup daemon’s log file.   

The backup daemon is also responsible for performing replay of the log and updating the 

primary server. This is done by reading the log from the disk file and applying each 

operation via RPCs to the primary. Once the replay is completed, the entire log is deleted.  

The backup daemon implements the replication table using an in-memory data structure. 

For each file stored on the backup server, the replication table contains the primary FID, 

backup FID, filename, primary PFH, and backup PFH. The current implementation stores 

the entire table in memory. Hashing is used for efficient searching of the replication table 

based on primary FID or backup FID. The backup server automatically writes the 

replication table to disk so that it can load the replication table back into memory on a 

restart. Although storing the entire table in memory is sufficient for our prototype, a 

commercial implementation may desire a more memory-conscious approach. A database 

package, such as gdbm [FSF-GDBM], should be more than adequate. 

5.4.3 Evaluation 

Mirage performance was measured using a kernel compile benchmark, the Postmark 

Benchmark [Postmark], and the SPEC SFS Benchmark [Spec].  The test configuration 

consisted of one Network Appliance F810 file server and a cluster of Linux workstations. 
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The NetApp was configured with one 733Mhz processor, 512MB of RAM, 128MB 

of NVRAM, and two fiber-channel disk controllers. The NetApp’s file system was 

configured as a double-parity raid consisting of 7 data disks and two parity disks. The 

NetApp is a shared resource that serves as the computer science department’s primary 

file server, storing students’ home directories. Performance benchmarks were conducted 

at night when the load on the NetApp was minimal. 

The Linux machines ran Red Hat Linux version 9.0 and Linux Kernel version 2.4.20. The 

machines are all identical; each of them is configured with a 2.4Ghz Pentium 4 CPU, 1 

GB of memory, 2 – 40 GB IDE disks, and a gigabit Ethernet adapter.  The machines are 

connected to a Foundry FastIron 800 switch. The cluster consists of 32 machines; the 

benchmarks used 8 machines as simulated clients, one machine as a Mirage router, and 

one machine as a backup server.  The network connection between the Linux cluster and 

NetApp is a switched gigabit Ethernet network and passes through several gigabit 

Ethernet switches.  

A baseline performance comparison was run between the NetApp and one of the Linux 

cluster machines configured as an NFS server to determine their performance difference. 

The NetApp’s maximum performance was 2283 SFS operations/second at 5.1 ms per 

operation. The Linux machine’s maximum performance was 400 SFS operations per 

second at 5.7 ms per operation. Thus, the performance of the NetApp is approximately 5 

times that of the Linux machine, making the pair of machines an ideal demonstration of 

asymmetric replication.  



164

5.4.4 Benchmark Configuration 

In each of our experiments, the NetApp was configured as the primary file server. There 

are five different configurations to use for comparison: 

• Direct Connection. The clients and servers communicate directly via the 
switched Ethernet. Mirage is not used.  

• Mirage. Mirage without replication enabled. 
• Mirage w/ Replication using ext2. Mirage with replication enabled. The ext2 file 

system is used on the backup server to store the replicated data.  

• Mirage w/ Replication using log.  Mirage with replication features enabled. An 
append-only log file is used to store the replicated data rather than the ext2 file 
system. This configuration simulates the performance of a log-structured file 
system, had one been available. 

• Primary Offline. Mirage with replication enabled and the primary server offline. 
Requests are processed by the backup server.  

The direct connection gains an implicit advantage over the others because there are fewer 

network links involved. The Mirage router is located on a machine connected to the 

shared switch. Therefore, any NFS operation that passes through Mirage must incur the 

additional overhead of going to and from this machine. In a real world situation the 

Mirage router would likely be co-located on the switch.  

5.4.5 Kernel Compile  

The Linux kernel compile benchmark (Table 7) measures the time required to unpack a 

Linux 2.4.10 kernel distribution and build that distribution by executing the “make dep” 

and “make” commands. The compile benchmark represents a realistic job performed on a 
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typical workstation and includes a number of phases that stress different parts of 

Mirage. The “un-tar” phase is dominated by a continuous series of file writes and results 

in a lot of large log entries being sent to the backup daemon. The “make dep” phase is 

dominated by reads. The “make” phase is a balance of reads, file creations, and writes. 

Each test was repeated 3 times.  

Phase Direct 

Mirage  
no 
replication 

Mirage 
replication 
ext2 

Mirage 
replication 
log 

Mirage 
primary 
down 

un-tar 0:31 0:44 0:50 0:45 1:43 
make 
oldconfig 0:02 0:03 0:03 0:03 0:03 
make dep 1:07 1:27 1:27 1:28 1:25 
make 3:32 3:55 3:55 3:55 4:58 
Total 5:14 6:11 6:18 6:13 8:12 
Slowdown 1.00 1.18 1.20 1.19 1.57 

Table 7: Linux kernel compile benchmark. Slowdown is relative to the ‘Direct’ configuration. Time is 
shown in minutes and seconds. 

The Direct configuration yields the best performance, as expected, because there is no 

router involved in the configuration.  When Mirage is introduced, there is a performance 

impact of approximately 18%. The decrease in performance is largely due to the 

additional latency caused by the Mirage router.  

When replication with ext2 is enabled, the performance declines by an additional 2%.  

The majority of the performance difference between Mirage with and without replication 

is confined to the “un-tar” phase of the benchmark. This is because the un-tar phase is 

dominated almost exclusively by writes, which must be replicated to the backup server. 
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There is little difference in performance between storing the replicated operations in 

the ext2 file system and storing them in a simulated log structured file system. The 

working set of the compile benchmark is small enough that it fits entirely in the cache of 

the backup server, and therefore little performance penalty is caused by random writes in 

the file system.  

The performance of Mirage with the primary server down lagged significantly due to two 

reasons. First, the backup server was operating in synchronous mode, which requires data 

to be committed to permanent storage before a write operation can return. The NetApp 

uses nonvolatile memory to handle synchronous writes very rapidly. Secondly, the 

backup performs double duty, serving both as a file server and maintaining the recovery 

log that will be used to bring the primary up to date.  

5.4.6 Postmark 

Postmark [Postmark] simulates a small file load typical of that used in Internet software, 

such as electronic mail, news, and web commerce. Postmark was configured to use a file 

set of 20,000 files and simulate 100,000 transactions. Each test was repeated 3 times. 

 Direct 
Mirage no 
replication 

Mirage 
replication 
ext2 

Mirage 
replication 
log 

Mirage 
primary 
down 

Read KB/s 527 462 434 453 146 
Write KB/s 759 664 624 651 210 
Transact/s 193 172 162 169 52 
Slowdown 1.00 1.12 1.19 1.15 3.70 

Table 8: Postmark benchmark. Slowdown is relative to the ‘Direct’ configuration. 
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The results (Table 8) are similar to the Linux kernel compile benchmark. Direct is 

again the best performer; Mirage without replication trails by approximately 12%. 

Replication with the ext2 file system decreases performance by another 7%. As with the 

kernel compilation benchmark, the entire working set fits in the backup server cache, so 

there is little difference in the ext2 and logging performance.  

5.4.7 SFS 

SFS [Spec] is an industry-standard benchmark used to evaluate NFS server performance. 

SFS was configured with 24 load-generating processes evenly divided among 8 client 

machines. The experiments deviate from the standard SFS disclosure rules in that the 

primary server, which is a shared resource, was not reinitialized prior to running the 

benchmark. This may result in performance measurements that are slightly less than the 

optimal performance that the NetApp is capable of delivering.  
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Figure 30: Performance of SFS benchmark. 

SFS (Figure 30, Table 9) creates an offered load of a specific number of operations per 

second and measures the actual throughput and latency. As expected, the best 

performance is obtained by the direct configuration. Mirage without replication is 

approximately 10% slower.  

 Direct 
Mirage no 
replication 

Mirage 
replication 

ext2 

Mirage 
replication 

log 

Mirage 
primary 
down 

Ops/s 2293 2299 1271 2265 388 
Latency 
(ms) 6.1 7.1 12.1 7.7 67.7 
ORT (ms) 1.94 2.14 2.28 2.40 14.25 
Slowdown 1.00 1.10 1.18 1.24 7.34 

Table 9: SFS. Overall response time (ORT) is computed using the Riemann sum as per the SFS 
documentation. Slowdown is computed relative to the direct configuration.  

When replication is enabled, Mirage’s performance decreases. When the backup server is 

operated using the ext2 file system the performance drops off sharply at 1250 ops/second. 
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This is caused by the random write performance of the ext2 file system on the backup 

server. SFS uses a very large file set, approximately 10 MB per operation/second that is 

simulated. Thus a 1250 ops/second test uses a 12 GB file set.  SFS is configured such that 

approximately 7% of the load consists of random write operations that must be replicated 

to the backup server. This translates into approximately 87 random writes per second on 

the backup server.  

The random write performance of the ext2 file system was measured to be an average of 

70 writes per second. When SFS attempts to scale to 1250 ops/second, it is attempting to 

send 87 random writes per second to a backup server that is only capable of handling 70 

per second on average. This accounts for the high latency when SFS replicates to the ext2 

file system.  

To handle greater loads the backup server will need to use a storage technology that is far 

better than ext2 when dealing with random writes. An ideal solution is a log-structured 

file system such as LFS. Log structured file systems have the property that random writes 

are written out sequentially. Unfortunately, no implementations of log structured file 

systems for the Linux operating system existed at the time of the benchmark and this 

configuration was not tested. 

To estimate the performance of a log structured file system, the backup server was 

configured to write operations sequentially to a log file instead of applying them to the 

ext2 file system. In this configuration, the backup server was able to scale to the full 
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attempted load of 2250 operations per second, at a latency of 7.7ms, only 1.6ms 

slower than the 6.1ms latency of the direct configuration.  

5.4.8 Access Latency 

A timeline analysis (Figure 31) was performed that shows the latency of Mirage when the 

primary server is brought offline and then returned online. The latency was measured by 

performing a series of identical write NFS operations at regularly spaced intervals.  
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Figure 31: Latency. The primary server is taken offline at packet #200 and returned online at packet #800. 

The latency of the write operations while the primary is online averages 0.7 milliseconds. 

When the primary is taken offline the latency increases to an average of 10 milliseconds. 

This high latency is due to synchronous writes on the backup server. Synchronous writes 

is the default mode in NFS and requires that data be committed to permanent storage 

before a write operation can return. Thus, the backup server takes approximately 10 

milliseconds to write the data to disk. The backup server was operated in synchronous 
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mode, as it is required by the NFS specification and ensures the greatest degree of 

reliability. Alternatively, the backup could be operated in asynchronous mode, providing 

better performance, at the cost of reliability. 

5.5 Summary 

Mirage is an NFS router that provides transparent NFS server aggregation and 

replication. The Mirage solution is unique in that Mirage offers an asymmetric solution. 

Rather than requiring both a high-performance commercial primary and backup, Mirage 

allows a high-performance primary server to be mirrored by a commodity machine. 

Mirage is also unique in that it requires no modifications or daemons to be run on the 

clients or the primary NFS servers. Mirage allows replication to be dropped into an 

existing network with no modifications to the existing infrastructure.  

The performance goal of Mirage is to replicate an NFS server while having negligible 

impact on throughput and increasing latency at most 25%. While Mirage itself is capable 

of sustaining this level of performance, the file system used on the backup servers 

became the limiting factor. The ext2 file system was only able to sustain 1250 

operations/second, or about half of the desired load. Therefore, it is necessary to use a 

write-optimized file system, such as LFS, to sustain throughputs matching that of a 

commercial server. When backing up to a simulated log, Mirage is able to meet the 

bandwidth goal at an overhead of 21% in latency.   
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Chapter 6 FORTIFICATION 

Fortification is a virtualization that improves the security properties of an existing server. 

Security is a complex topic, and there are many different aspects of security that can be 

improved through virtualization. The most basic form of security in a file system is 

regulating access to files. Authorized users should be able to access a file, unauthorized 

users should not. Security can also include availability – unauthorized users should not be 

able to prevent authorized users from accessing files  An attack that denies service to 

valid users of a server is called a denial of service (or DoS) attack. This chapter presents 

the Mirage fortification virtualization, which mitigates the effects of DoS attacks against 

an NFS server. 

6.1 Motivation 

Like the other virtualizations presented in this dissertation, fortification is performed by a 

router interposed between the clients and servers, and requires no modifications to either. 

This section begins with an overview of the security features and failures of the NFS 

protocol. 

6.1.1 Secure port numbers 

Ports below 1024 are privileged and can only be bound by the root user. Most important 

services, such as NFS, are bound to well-known privileged ports. This prevents non-root 

users from naively impersonating a client by creating a user-mode process that sends 
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packets to the NFS server. Any user-mode process created by a non-root user cannot 

use a privileged port. 

However, if an attacker has root access to any computer attached to the network, then he 

can craft a program that uses port numbers below 1024. This allows the attacker to 

impersonate a valid client. The attacker may send arbitrary packets to the NFS server, and 

the NFS server is not able to determine by looking at the port number whether or not the 

request is legitimate. Secure port numbers, in and of themselves, are insufficient to ensure 

security in the NFS protocol.  

6.1.2 Security in the NFS protocol 

The NFS protocol is layered on top of the RPC protocol (Figure 32), with RPC doing 

most of the work. The RPC protocol uses a total of three security fields. Request 

messages contain the credentials and verifier fields. The reply message contains the 

response verifier.
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Figure 32: RPC Request and reply packets. The request packet contains the credentials and verifier. The 
reply packet contains the response verifier.

The structure of the credentials, verifier, and response verifier fields are identical. Each of 

these fields includes a 32-bit auth_flavor that describes the format of the 

authentication field, and an auth_body that contains the contents of the authentication 

field. The auth_body is an opaque variable-size RPC field, and its interpretation 

depends on the value of the auth_flavor. The following auth_flavor values are 

available: 

AUTH_NULL. No authentication is performed. The credentials and verifier are empty. 

AUTH_UNIX. Credentials contain the name of the client machine and the user id (uid), 

group id (gid), and group list of the user. The verifier is not used.  

AUTH_SHORT. AUTH_SHORT is a shorthand version of AUTH_UNIX. Upon 

receiving an AUTH_UNIX credential, the server may respond with an AUTH_SHORT in 

the response verifier. From that point forward, the client can send AUTH_SHORT 

credentials instead of the original AUTH_UNIX. This conserves network bandwidth. 
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AUTH_DES. The client generates a DES [DES88] key called a conversation key 

prior to the first RPC. The client communicates the conversation key to the server using 

Diffie-Hellman [RFC2631] public key encryption. The credentials field contains a 

netname that is generated by the client’s operating system. The netname is an opaque 

string that is not interpreted by the server. It is the responsibility of the client operating 

system to ensure that each user has a unique netname. AUTH_DES relies on clock 

synchronization between the clients and server. The verifier field contains a timestamp 

from the client’s clock that is encrypted with the conversation key. When the server 

decrypts the timestamp contained in the verifier field, it compares that timestamp (which 

was generated by the client) with the server’s internal clock. If the timestamps match 

within a small margin, then the server infers that the client must have known the correct 

conversation key to generate the encrypted timestamp, and the request is deemed valid. 

To generate the response verifier field, the server takes the decrypted timestamp, 

subtracts one second, and encrypts it using the conversation key. The client can then 

decrypt the response verifier field and verify that the reply came from the server.  

An alternative form of authentication, Kerberos [Steiner88] has been proposed by Sun as 

an extension to RPC. The extension defines a new flavor of authentication, RPSEC_GSS 

[RFC2203], that allows the use of external security protocols, such as Kerberos, with 

existing RPC implementations. The advantage of Kerberos is that a third party, the 

Kerberos authentication server is responsible for verifying the user’s identity and 
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generating authentication tickets. In order to compromise security, an attacker must 

compromise the Kerberos authentication server.  

In practice, the AUTH_UNIX form of authentication is used almost exclusively. 

AUTH_DES and Kerberos have never gained wide acceptance. NFS support for 

Kerberos has only recently been added to the 2.6 Linux kernel. The problem with 

AUTH_UNIX authentication is that it can be easily spoofed by a client that has suffered a 

root compromise. An attacker can impersonate an arbitrary user by supplying that user’s 

uid in the AUTH_UNIX credentials. This allows an attacker to read or write arbitrary 

files on the file server.  

In a real-world situation, such as a University department, the traditional way to ensure 

security is to restrict root access to the client computers and require clients to use secure 

port numbers. By using secure port numbers, non-root users cannot contact the NFS 

server. Firewalls are installed to prevent access to the secure port numbers associated 

with NFS from outside of the department. The advantage of this approach is that it is 

simple and easy to perform. The disadvantage is that a root compromise on any computer 

attached to the network compromises the server.  

6.1.3 Denial of Service Attacks 

A denial of service (DoS) attack occurs when an attacker attempts to degrade or deny 

access of valid clients to the server. Traditionally, this is done by flooding the server with 
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a load of packets that is so great that the server is overwhelmed and unable to process 

legitimate traffic.  

One of the most well-known DoS attacks is the TCP SYN attack [Schuba97]. TCP is a 

connection-oriented protocol and has a connection establishment and connection 

teardown phase. The connection establishment phase uses a three-way handshake;  the 

first packet is a SYN packet from the sender to the receiver. A SYN attack simply floods 

the server with SYN packets. The server receives the SYN packets and assumes they are 

valid connection requests. This causes the server to allocate state to perform its half of the 

three-way handshake. When a large number of SYN packets are received, the server’s 

state becomes exhausted, and no more SYN packets can be accepted. Valid users cannot 

establish connections.  

The UDP protocol is connectionless and does not have a connection setup or teardown 

phase. The common way to perform a DoS attack on the UDP protocol is to attack the 

daemon that is servicing the protocol and trick it into doing something foolish. For 

example, the echo service is a UDP service that receives UDP packets and reflects them 

back to the sender. By crafting a UDP packet with a spoofed source address, the echo 

service can be tricked into echoing replies back to itself, causing a loop to ensue and 

packets to be looped at a high rate, overloading the network interface. Similar attacks can 

be made against the UDP time, daytime, and chargen services.  

A third type of DoS attack is to cause resource consumption in the daemon that provides 

the service. For example, many web server daemons fork off an additional process each 
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time an incoming web request occurs. Flooding the server with web page requests 

will create too many forked processes on the server, causing context switching, thrashing, 

and possibly exhausting the process table.  

Many of these attacks have been thoroughly investigated in existing research, and 

preventive mechanisms developed. This dissertation focuses on a particular niche for the 

Mirage fortification prototype: preventing denial of service attacks on NFS servers.  

6.2 Denial of Service in NFS 

The Mirage fortification prototype prevents DoS attacks that are specific to the NFS 

protocol. It is assumed that the server is already secured against DoS attacks that are not 

NFS-specific. For example, there are established methods for dealing with the TCP SYN 

attacks. The echo, time, daytime, and chargen services can be disabled.  

6.2.1 Handle Verification Checksums 

Before Mirage can protect an NFS server from DoS attacks, it must first ensure that it can 

tolerate them. A malicious client can perform a DoS attack on Mirage by flooding it with 

invalid file handles, causing the costly Mirage recovery mechanism to be invoked.  

Mirage encodes two values in its file handles (Figure 33) to avoid recovering invalid 

handles: the handle verification checksum (HVC) and the handle version (HVER). The 

HVC is a cryptographically secure hash of a Mirage secret, the client’s IP address, and 

the VFH contents.  
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Figure 33: VFH Contents. Offsets are in bytes. The HVER (16-bits) and the HVC (96-bits) are used in 
fortification.

The MD5 algorithm [RFC1321] is used to generate the cryptographically secure hash. 

Cryptographic hash functions have the property that it is computationally infeasible to 

generate two blocks of data that hash to the same value. At the time of the Mirage 

prototype, the MD5 algorithm was a good choice due to its low cost. However, MD5 has 

since been compromised and it has been demonstrated that two plaintext blocks can be 

created that produce the same hash value. An alternative algorithm that has not been 

compromised, such as SHA-1 [RFC3174], can be used in place of MD5. Other 

alternatives include using an encryption function such as 3DES [RFC1851]. A key factor 

in choosing a function to implement the HVC is that the cost of the function must be low 

enough that an attacker cannot mount a denial of service attack against Mirage by 

repeatedly submitting forged handles and triggering the potentially expensive HVC 

computation.  

The HVC must also not be susceptible to brute-force attacks. The HVC field is 96 bits 

(12 bytes) in size. Taking into account the birthday paradox, an attacker can compromise 

an HVC by brute-force by computing 248 hashes. Although this is a large number, it does 

not preclude the possibility of an attacker defeating the HVC by brute force given enough 

time and computational resources. However, Mirage does include a handle versioning 

feature (6.2.5) that can be used to invalidate handles that have been compromised. Brute-
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force attacks are infeasible provided that the lifetime of a handle is significantly 

shorter than the time necessary to use a brute-force attack against an HVC.  

New HVC values are generated during Mirage’s reply processing stage and tested during 

Mirage’s request processing stage. When Mirage receives a VFH it first computes the 

HVC for the VFH, source IP address, and Mirage secret, and compares the computed 

HVC with the HVC stored in the VFH. This is done prior to looking up the VFH in the 

handle table, in order to ensure no time is wasted with further processing of a forged 

handle. If they match, the handle is valid. Otherwise the handle is invalid, and the request 

is discarded. By including a Mirage secret in the hash, Mirage ensures that only a 

legitimate Mirage router can generate a VFH with a valid HVC. The system administrator 

configures the Mirage secret into the Mirage router, much like the “root” password is 

configured on a UNIX computer. This secret can either be stored in persistent storage on 

the router (preferably), or typed every time the Mirage router reboots. 

The HVC also includes the IP address of the client associated with the VFH. Including 

the IP address in the HVC ensures that one client cannot use another client’s VFH, 

perhaps obtained by sniffing the network. This does not prevent IP spoofing, however, 

which requires a separate prevention mechanism (Section 6.2.5). Finally, the HVC 

includes the other fields of the VFH to prevent modification by a malicious client. If 

these fields could be modified then the client could change the mapping of VFH to PFH 

and access objects improperly. 
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The HVER is used to provide a version numbering feature in the handles. The HVER 

is used to mitigate the effects of an attacker sniffing network traffic and stealing valid 

handles from the VFHs that other clients are using. The HVER is described in Section 

6.2.5. 

6.2.2 DoS Attack Categories 

Mirage’s DoS prevention mechanism is designed to mitigate DoS attacks on the NFS 

protocol itself. To help in understanding what types of attacks Mirage can prevent, and 

which it cannot, it is useful to categorize the different DoS attack scenarios (Table 10).  

Client 
root 

compromised? 
Authentication flavor Result 

AUTH_UNIX Attacker can impersonate any user and 
delete any object on the server. 

Yes 

AUTH_DES or Kerberos Attacker can only impersonate users that 
he can authenticate with the third party 
server. 

AUTH_UNIX Attacker can only impersonate users for 
whom he knows the username and 
password. 

No 

AUTH_DES or Kerberos Attacker can only impersonate users for 
whom he knows the username and 
password and can authenticate with the 
third party server. 

Table 10: Classification of NFS DoS scenarios. 

The first consideration is whether or not the operating system on the attacking computer 

has been compromised. If a client computer hasn’t been compromised, then the attacker 

is running a user-level program that accesses NFS through system calls. This means that 

the operating system is issuing valid NFS requests from valid ports using valid 

credentials. It is not possible for an attacker to create a user-mode program that sends 
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arbitrary requests to the server, nor is it possible for the attacker to impersonate 

arbitrary users on the client computer. An attacker can use an uncompromised client for 

an attack, but he must do so within the framework that the operating system provides. For 

example, the attacker may cause the operating system to mount directories onto the client 

computer and then attempt to access those directories.  

The degree of an attack from an uncompromised computer is bounded by the rules that 

are enforced by the operating system. For example, Linux computers typically issue a 

maximum of four NFS requests at once. To issue more than four requests, the computer 

must wait for the requests that are outstanding to be resolved first, leading to an implicit 

method of flow control. Furthermore, since the operating system is creating the NFS 

requests, it’s safe to assume that the requests are properly formulated and contain valid 

parameters. For example, the user identification that is sent in the request will pertain to 

the actual user account that is logged into the machine.  

An attack from a compromised client is more difficult to handle and significantly more 

dangerous. The attack is more difficult to prevent because there is no longer any 

guarantee that the NFS requests will properly follow the NFS protocol, or even be 

formatted properly. The attacker can issue bogus requests from secure port numbers and 

present falsified credentials in the NFS request, making it difficult to determine the 

attacker’s true identity. The attacker can issue hundreds or even thousands of requests in 

parallel. The attacker can even spoof IP addresses and impersonate other computers.  
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The second DoS consideration is the type of authentication used by the NFS protocol 

itself. By default, most NFS clients use AUTH_UNIX, a very weak authentication 

method in which the client operating system presents the user id and group id of the 

current user as the authentication credentials. The server compares these credentials 

against the user id and group id of the desired object before granting access. If a client 

computer is compromised, then it is very easy for the attacker to use a forged user id and 

thus impersonate any user on the system.  

A client that has suffered a root compromise in conjunction with a file server that uses the 

AUTH_UNIX authentication mechanism is a recipe for disaster. The attacker is no longer 

restricted to performing a DoS attack; he now has complete access to the data. The 

attacker may steal sensitive information, as well as erase and modify existing files. In 

most instances the extent of such an intrusion cannot be determined, no file on the server 

can be trusted, and the likely recourse is to restore the server from its most recent backup. 

Techniques such as the repairable file system (RFS) [Zhu03] may be useful in 

determining the extent of the break in and repairing the file system without needing to 

rebuild the entire file server from a backup.  

More secure authentication methods such as DES and Kerberos are available for NFS and 

are typically used when high security is desired. DES and Kerberos use opaque tokens for 

authentication that are very difficult to forge. DES and Kerberos use a trusted third party 

authentication server to independently authenticate the clients. The advantage of these 

approaches is that once a client is compromised, the attack is limited in scope to only the 
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files belonging to the credentials that the attacker has obtained. Thus, damage may be 

limited to a single home directory on a shared server, or the research projects owned by a 

single user.  

Mirage’s DoS mechanism does not prevent attacks if the client is compromised and 

AUTH_UNIX authentication is used. The reason for this is simple – the security in this 

case is so weak that in the case of an intrusion, all hope has been lost, and the server will 

need to be rebuilt. Mirage does prevent DoS attacks in the other three scenarios, however, 

assuming that the attacker only knows a subset of the valid credentials (i.e. name and 

password pairs). If the attacker knows the entire set of valid credentials, then the intrusion 

is as severe as the compromised AUTH_UNIX case and the attacker can destroy any or 

all files on the server.  

6.2.3 Invalid NFS Request Attack 

In an invalid NFS request attack the attacker floods the server with bogus requests that 

consume server resources. For example, an attacker may generate random file handles, 

causing the server to repeatedly resolve the handles and bypassing the server’s internal 

caches. An attacker may repeatedly attempt to exceed his disk quota, read past the end of 

a file, or write to a file that is read-only.  Invalid request attacks fall into two categories: 

those that contain invalid file handles and those that contain valid handles but invalid 

operations.  The HVC makes it easy for Mirage to detect invalid file handles; a request 

containing a handle with an invalid HVC is simply dropped.  
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Requests that contain valid handles but invalid operations are more difficult to detect. 

There are various scenarios in which an invalid operation could be issued but does not 

constitute an attack. Consider a situation where one client truncates a file while another 

client is reading from that same file. Clearly, this is an error, but not necessarily a DoS 

attack. 

One way to deal with invalid request attacks is to cache the results of all invalid requests 

so that the router can filter out subsequent invalid requests. Consider reading beyond the 

end of a file. Once a client tries to read beyond the end of the file subsequent reads 

beyond the end of the file will return an error, as long as the file has not been modified. If 

Mirage knows that a request is invalid, it simply sends the error reply itself.  

In an initial Mirage prototype, a cache-based invalid request filter was constructed. The 

results of any invalid requests are cached and Mirage replays the same error code for 

subsequent requests. Mirage flushes error results from the cache if an operation might 

have changed the error indication. Continuing the read past end of file example, any write 

operation on the same file causes the “read past end of file” rejection that was stored in 

the cache to be discarded, so that future reads are again sent to the server.  

This mechanism worked very well for preventing invalid request attacks. Mirage is 

deployed at the periphery of the network and would limit the number of invalid requests 

that made it through to the file servers. However, experimentation showed that valid 

request attacks posed a much greater threat than invalid request attacks. For example, an 

attacker who is attempting to repeatedly exceed his quota could modify his attack to 
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periodically write a single byte to the file, thus invaliding the filter, and bypassing the 

invalid attack prevention mechanism. The next section presents a scheduling approach 

that addresses attacks that use both valid and invalid requests.  

6.2.4 Valid NFS Request Attack 

In a valid NFS request attack the attacker floods the server with valid, but spurious, 

requests. The requests are designed to consume resources by executing expensive 

operations such as creating files or writing data. For example, an attacker could 

repeatedly write to a file causing the server to continually flush data to its disk. This loads 

the server and diminishes other clients’ access to the server. 

The trouble with a valid request attack is that it is difficult to detect. It is difficult to 

determine that one client’s stream of requests is doing useful work while another client’s 

stream of requests is serving no useful purpose.  Mirage finesses this issue by treating it 

as a scheduling problem. Rather than detecting and preventing DoS attacks, Mirage 

simply ensures that each client receives a fair share of the server. If there are N clients 

using the file server, then each client should receive 1/N of the server’s resources. If any 

one client attempts to use more than its fair share, then it is throttled back to enforce 

fairness.  

Allocating a fair share of the server’s resources to each client is made difficult because 

different NFS requests consume different amounts of server resources. For example, a 

write request will likely consume more server resources than a simple lookup. It 
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isn’t sufficient to simply ensure that all clients issue requests at the same rate; Mirage 

must also take the type of NFS requests into account. For this reason, the Mirage 

scheduler does not weight all requests equally, but rather assigns a higher cost to more 

costly requests such as writes and file creations.  In the prototype, the Mirage assigns 

static costs to different requests.  The costs that are used are a combination of the size of 

the packet and a penalty for expensive operations such as creates and writes (Table 11).  

Request Type Cost 
Getattr, Lookup, ReadLink, 
Read, ReadDir, StatFs 

packet size 

Symlink, Rename, Link, 
Rmdir, Remove 

packet size + 500 

Write packet size + 
1000 

Create packet size + 
2000 

Table 11: NFS Request Costs.  

The current Mirage prototype uses static costs because they are simple to implement. An 

alternative is to compute the costs dynamically by using a feedback approach. For 

example, Mirage could monitor the latency of each type of operation and determine the 

relative cost of each.  

6.2.5 Stolen Handles 

One way for a malicious client to use more than its fair share of the server’s resources is 

to issue requests using valid handles stolen from other clients, such as by sniffing the 

network. Mirage ensures, however, that the malicious client must also spoof the IP 

address of the client from which it stole the handle. This is because the handle is 
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protected by the HVC and the HVC includes client’s IP address. If the attacker 

doesn’t spoof the IP address, then Mirage will detect the invalid HVC and drop the 

request.  If the attacker does spoof the IP address, then Mirage cannot detect the invalid 

handle directly. If DES or Kerberos authentication is used, however, then authentication 

will fail on the server and the server will return an error. Mirage keeps track of handles 

that generated authentication errors and considers them potentially stolen. Such handles 

are stored in a stolen handle table, and a request containing a stolen handle is assigned a 

higher cost than a request that does not. The cost associated with a stolen handle is 

increased every time the handle generates an authentication error.  

As a result, only the performance of requests issued using a stolen handle are degraded.  

Once Mirage has flagged a handle as stolen, it never returns the same handle in an NFS 

reply. Instead, Mirage increments the Handle Version Number (HVER) in the handle so 

that a new handle is generated on the next Lookup. This causes legitimate clients to 

stop using the stolen handle.  

It is possible for a legitimate client to lose time synchronization with the NFS server and 

cause a DES or Kerberos authentication error to occur. This is not a DoS attack, but is a 

rarely occurring side-effect of the DES and Kerberos authentication methods. Since a 

stolen handle’s weight penalty is proportional to its authentication errors, the effect of a 

single authentication error has a minimal impact on a valid client’s performance. 
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6.2.6 Distributed Denial of Service Attacks 

A distributed denial of service (DDoS) attack uses multiple computers to attack a server. 

By using more than one computer, more computational power is available, and it is more 

difficult to identify the attacker.  

The scheduling approach used in the Mirage fortification prototype uses the IP address of 

the client computer to identify the client. In the context of a DDoS attack, each computer 

will have a separate IP address. Therefore, each computer used in the attack will be 

assigned a separate client identifier, and will compete independently with each other and 

with the valid clients for scheduling.  

By performing a DDoS attack, the attacker will be more successful than if he had used a 

single DoS attack. However, the scheduler does still place a limitation on the degree of 

the DDoS attack. For example, if 100 computers are used in the DDoS attack, and there 

are 100 valid computers using the server, and each competes equally, then the attack 

could consume at most  50% of the available resources.  

6.3 Implementation 

The core implementation of Mirage is similar to that described in Chapter 4 on 

aggregation. In order to support fortification, a scheduler (Figure 34) is inserted in 

Mirage’s request-processing pipeline. The reply pipeline is unmodified, as it is assumed 

that the servers are trustworthy.  
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Figure 34: DoS Scheduler. The DoS scheduler queues the traffic before request processing. 

Mirage’s DoS prevention mechanism uses Charge-Based Proportional Scheduling 

[Maheshwari95]. The scheduler implements a queue (Figure 35) that contains the clients 

that have pending requests. Each queue element represents a single client and contains 

the client ID, bank balance, and a pending list. The client ID is equal to the client’s IP 

address. The bank balance tells how much more work the client is permitted to perform. 

The pending list contains the requests from the client that are waiting to be processed. 
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Figure 35: DoS queue. The queue is serviced in round robin order. Each queue entry pertains to one client
and has a list of pending requests from that client. 

The scheduler iterates through the clients in a round robin fashion. If the current client’s 

bank balance is nonzero, then the client is allowed to execute a request on his pending 

list. The scheduler chooses the request with the lowest cost from the client’s pending list 

and removes it from the list. The client’s bank balance is decreased by the cost of the 

request and the request is forwarded to the remainder of the Mirage packet processing 

pipeline. Otherwise, the scheduler skips to the next client in the queue. If no client has a 

high enough bank balance to process a request, then the bank balances of all clients are 

increased by a fixed amount, and the algorithm is repeated to select a client with a 

nonzero bank balance. 
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while (1) { 
 numProcessed = 0; 
 for each client { 
 if (client->pendingRequests != NULL) &&  
 (client->bankBalance > 0) { 
 req = Dequeue_Lest_Cost(client->pendingRequests); 
 client->bankBalance -= req->cost; 
 ProcessRequest(req); 
 numProcessed ++; 
 }

}
if (numProcessed == 0) { 

 for each client { 
 client->bankBalance += rechargeAmount; 
 }

}
}

Figure 36: Charge-Based Proportional Scheduling. A Client is allowed to execute a request as long as it 
has a positive bank balance. If all clients have negative balances then they all are recharged by a fixed 
amount.

6.4 Evaluation 

A DoS benchmark was used to measure the effectiveness of the Mirage fortification 

virtualization. The benchmark simulates two clients: a “good” client and an “attacker”. 

The “good” client performs an equal mix of NFS lookup, getattr, and write 

operations that simulates the kind of traffic that would be used in real-world job. The 

“good” client performs four operations in parallel, simulating what the Linux operating 

system would do. The “attacker” executes a rapid mix of simultaneous write requests 

that simulates an attack. Figure 37 shows the throughput of the good client (in terms of 

successful requests per second). The number of simultaneous requests per second of the 

“attacker” is increased from 1 to 64.  
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Figure 37: Fortification throughput results. DoS prevention mechanism prevents the “good” client’s 
throughput from degrading. Note that the x-axis is logarithmic.

Mirage’s DoS prevention mechanism allows the “good” client to maintain about 1500 

successful requests independent of the degree of the attack, a little more than half of its 

rate with no attack. This is to be expected since the “good” client must share the server 

with the attacker. If fortification is turned off, however, the number of successful requests 

drops off precipitously as the number of simultaneous attacks increases, reaching almost 

zero when there are 64 simultaneous requests from the “attacker”. 
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Figure 38: Fortification latency results. The latency of the “good” client rises sharply at 8 simultaneous 
attack requests if fortification is disabled. Note that the x-axis is logarithmic.

Figure 38 shows the effect of fortification on latency. The latency results are similar to 

the throughput results. If fortification is enabled, then the “good” client sees a nearly 

constant latency for his operations. When fortification is disabled, the “good” client’s 

latency suffers, with a significant rise in latency above 8 simultaneous attack requests.  

6.4.2 HVC Overhead 

The Mirage DoS prevention mechanism requires the HVC to be computed for each 

request that is processed by Mirage. The HVC is computed using the MD5 checksum, a 

potentially expensive operation. The overhead of computing the MD5 checksum is 22.3 

µs. 44,722 MD5 computations per second can be performed. The round-trip latency of an 

operation performed through an unloaded Mirage router and server when no attack is 
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occurring is 424 µs. The 22.3 µs overhead of computing the HVC accounts for 5% of 

the round-trip time.  

6.5 Summary 

The Mirage fortification virtualization can mitigate the effects of a DoS attack on  an 

NFS server. Mirage does this while remaining transparent to both the clients and the 

servers, requiring modifications to neither. Mirage was evaluated using a benchmark 

program, and the effectiveness of the DoS scheduler proven. Results show that when 

fortification is enabled, the effectiveness of a DoS attack is limited whereas if 

fortification is disabled, the performance of a good client is severely reduced.  

Preventing DoS attacks by scheduling is but one demonstration of the technique of 

fortification. The concept is not unique to the NFS protocol. Fortification can also be 

applied to other services such as email or web servers.  
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Chapter 7 HIGH PERFORMANCE VIRTUALIZATION 

The virtualizations presented thus far have all been implemented on commodity 

hardware. Commodity hardware has several advantages, the most important of which are 

its availability, low cost, and ease of programming. However, there are instances where 

commodity hardware does not provide the necessary performance for virtualization. The 

aggregation virtualization presented in Chapter 4 aggregates several NFS servers together 

to form a single unified virtual server. The commodity implementation in Chapter 4 is 

sufficient to handle several commodity servers and even a few mid-range commercial 

servers such as the Network Appliance F810 that was used in Chapter 5. However, the 

commodity implementation is not sufficient to handle several high-performance servers.  

This chapter describes the aggregation virtualization ported to a high-performance 

network processor architecture. The Mirage aggregator’s two-tier design is expanded to 

three to take advantage of special hardware available on the network processor. Finally, a 

thorough performance evaluation is presented, demonstrating the advantages of using 

high-performance hardware. 

7.1 Motivation 

The first step in designing a high-performance virtualization is an evaluation of the 

components to be virtualized. In order to gain an understanding of the current state of 

commercial servers, the published results of the SPEC SFS benchmark [Spec-Results] 
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were used. The SFS benchmark is an industry standard benchmark and is used by 

server manufacturers to evaluate their products, and the manufactures routinely submit 

their results to SPEC for publication.  

7.1.1 Analysis of Existing Commercial Servers 

An analysis of the SFS results was performed that yielded some interesting conclusions. 

Table 12 is a summary of the analysis. Measurements that used version 3 of the NFS 

protocol or used NFS over TCP (instead of UDP) were removed from the analysis. This 

left 34 commercial servers. Server performance ranges from 11,334 ops/s to 154,654 

ops/s. Servers range from simple uniprocessor designs to complex multiprocessor servers 

featuring up to 16 CPUs. A single gigabit network interface is insufficient to handle the 

throughput of many of the servers, and multiple network adapters are common. Some 

servers are directly connected to their disk arrays via SCSI or a similar interface, and 

other servers use fiber channel controllers to connect to more advanced storage arrays 

and storage area networks.  

 Throughput 
(ops/s) 

ORT 
(ms) 

#
CPUs 

#
Networks 

Throughput per 
CPU (ops/s) 

Throughput per 
Net (ops/s) 

min 11334 1.15 1 1 3139 3685 
max 154654 3.76 16 8 20772 24754 
mean 38882 2.08 4.6 3 9174 13704 
median 24754 1.72 4 2 9106 13412 
best server 154654 1.15 16 8 9665 19331 

Table 12: SFS published results summary.  ORT is the overall response time as computed by the SFS 
benchmark.  

The highest performance server is the HP AlphaServer GS1280 Model 16 7/1150 [HP-

GS1280]. This server is comprised of 16 CPUs, 96GB of memory, 8 Ethernet interfaces, 
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8 fiber channel SAN interfaces, 5 disk controllers, 337 disks, and 96 file systems. The 

Ethernet interfaces are used to communicate with the clients, and the fiber channel 

interfaces are used to communicate with the storage array. The disks are each 36GB, 

providing an overall capacity of 12TB. Presenting this configuration as a single server is 

misleading.  The system is actually partitioned into several logical hardware partitions,

with each hardware partition operating as a separate server. Although the benchmark 

notes are not specific, it is reasonable to deduce that the GS1280 is partitioned into 8 

independent hardware partitions, with each hardware partition having its own Ethernet 

and fiber channel interfaces. Thus, the GS1280 is really 8 independent servers that are 

closely coupled together. In this way, the GS1280’s aggregated 154,654 ops/s is really 

19,331 ops/s for each of the 8 hardware partitions.  

Similar analysis can be made of the other servers in the SPEC published results. For 

example, an IBM eServer pSeries 650 Model 6m2 has 6 Ethernet interfaces and 6 fiber 

channel interfaces. As with the HP product, the Ethernet interfaces are used for 

communication with the client and the fiber channel interfaces are connected to a storage 

array. The server has an overall performance of 70,894 ops/s, or 11,815 ops/s per 

interface. Examining all of the commercial servers yields a mean performance of 13,704 

ops/s per interface and a median performance of 13,412 ops/s per interface.  
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7.1.2 Mirage Performance Goal 

As the commercial file servers analyzed in Section 7.1.1 are in reality closely-coupled 

independent servers each with their own network, it makes sense to frame Mirage’s 

performance goals in terms of these independent units rather than in terms of aggregating 

whole file servers.  The mean throughput per network for the commercial servers is 

13,704 ops/s. Thus Mirage must handle 27,408 ops/s to aggregate two servers. A more 

ambitious goal of aggregating three networks of 15,000 ops/s each was used, for a total 

performance goal of 45,000 ops/s.  

Although throughput is the most important requirement of high performance aggregation, 

it is also necessary to establish a latency goal. The SFS benchmark produces an overall 

response time (ORT) metric that is a Riemann sum [Robinson99]. The Riemann sum is 

the area under the throughput curve divided by the peak throughput and represents the 

overall latency of the server. The ORTs in the published results range from 1.15 ms to 

3.76 ms with the means and medians being 2.08 ms and 1.72 ms, respectively. A 10% 

increase in the mean ORT is a reasonable price to pay for Mirage’s functionality, 

corresponding to a 0.2 ms latency increase.  

7.2 Mirage on Programmable Routers 

A programmable router is a hardware platform expressly designed to support high-speed 

routing of network packets [Wolf01]. Programmable routers contain network processors 

that implement customized protocols and functionality. There are several factors that 
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differentiate a network processor from a commodity machine. The first is the data 

flow path, the route that packets take as they pass through the router. In a traditional 

operating system a packet may be copied many times from the time it arrives on the 

network interface to the time that it is sent out another interface. Each packet copy 

increases packet latency and reduces packet throughput. Of course, packet copies cannot 

be avoided altogether. The packet must be copied from an interface to memory where it 

can be queued, and from the queue back out to an interface when it is sent. However, all 

other copies should be eliminated. 

Another important feature of a network processor is parallelism. Parallelism is necessary 

to mask the high cost of memory access. During processing, fields in the headers of the 

network packets must be examined and perhaps modified. For example, the IP address or 

Ethernet MAC address may have to be extracted from a packet. Memory access to 

DRAM is costly, commonly requiring 100 cycles or more. Without parallelism, these 

cycles are lost when the network processor stalls during a memory access.  

Network processors also have several types of memory.  Different memory technologies, 

such as static and dynamic memory, have different cost/performance ratios. Static 

memory is typically fast but expensive, and dynamic memory is typically slow but cheap. 

Many network processors offer a variety of memory types so that different data structures 

can be placed in the appropriate type of memory. 

It is also important for a network processor to include different classes of CPU resources. 

Most processing in a network processor is straight-forward packet classification and 
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forwarding. Small, dedicated high-performance CPUs are allocated to this task. 

However, there are also occasional exception packets and complex algorithms, such as 

updating a routing table that must be handled. Although these exceptions are rare, they 

require more processing power than the dedicated CPUs that handle normal packets. 

Network processors contain a general-purpose processor for these functions.  

Finally, network processors usually offer special features that accelerate packet 

processing. For example, it is not uncommon for a network processor to include support 

for hashing and encryption.  

The unique features of a network processor have strong implications on the design of the 

routing software that runs on them. In the remainder of this section describes these 

features and implications in more detail; in the following section describes how these 

features influenced the Mirage design. 
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7.2.1 IXP2400 Network Processor  
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Figure 39: The IXP2400 architecture. The xScale processor is used for complex control operations and 8 
microengines for fast-path packet processing.

Mirage makes use of the Intel IXP2400 network processor [Intel04] (Figure 39). The 

IXP2400 processor includes several functional units. The processing units are comprised 

of the microengines and the xScale core. Several different memory types are included, 

including scratchpad memory, SRAM, and DRAM. The SHaC unit contains the 

scratchpad memory, hash generator, and the CAP, which implements configuration/status 

registers and signaling. The various memory types are discussed in detail in Sections 

7.2.3 and 7.2.4. 

The Intel xScale core is a general-purpose processor that runs a standard operating 

system, such as Linux. However, because it is a general-purpose processor, the xScale is 

less adapted for rapid packet processing than the microengines. Thus, it is advantageous 
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to use the microengines for packet processing in the common case, and only use the 

xScale for handling exception packets and control operations.  

The media switch fabric (MSF) unit implements communication to and from the Ethernet 

interface. Packets are received by the Ethernet interface, broken into 64-byte mpackets by 

the MSF, and stored in an array of RBUF elements. A receiving microengine is typically 

dedicated to removing the mpackets from the RBUF elements and placing them in 

DRAM. Packet transmission is the reverse, with a sending microengine breaking up the 

packet into mpackets and placing them in TBUF elements.  

7.2.2 Microengines 

Packet processing is handled by the 8 microengines. The microengines operate at 

600Mhz and have an instruction set that is designed for network packet processing. The 

microengines do not have floating-point support or integer division, but do support 

integer multiplication. Each microengine has an instruction memory that holds up to 4096 

instructions. The microengines have a pipelined design and each instruction takes an 

average of 1 cycle as long as the pipeline is full. Branches may cause the pipeline to stall.  

The microengines are programmed either in microengine assembly or microengine C.  

Each microengine supports 8 execution threads, providing a total of 64 simultaneous 

threads for the entire network processor. Context switches on a microengine are hardware 

supported and feature zero context-switch overhead. This is accomplished by partitioning 

the available registers into independent sets for each thread so that no registers are saved 
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or restored during a context switch. The multiple threads are used to hide the cost of 

memory access by allowing a microengine to run another thread when one blocks during 

a memory access.   

Threads are non-preemptive, but they do block on various operations such as memory 

access. Threads are run in a round-robin order. Non-preemptive thread scheduling 

simplifies synchronization, in the sense that thread switches only occur at predictable 

points.  

The microengines include two special purpose units: the content addressable memory 

(CAM) and the cycle redundancy check (CRC) unit. The CAM contains 16 slots that may 

be loaded with 32-bit values. A CAM_LOOKUP operation compares a register to all 16 

slots in parallel and returns the index of the matching slot. The CRC unit implements the 

CRC algorithm. Input values are supplied to the CRC unit 32 bits at a time. Neither the 

CAM nor the CRC unit is used in the current Mirage implementation.  

7.2.3 Microengine Private Memory 

Microengines have two kinds of private memory: registers and local memory. The zero 

context-switch overhead means that registers are never flushed to memory on a context 

switch. There are several different kinds of registers: 

 
General-purpose registers. Each microengine has 256 general-purpose registers, 

partitioned into two banks of 128. An instruction that uses two operands must 
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have them located in different banks. Multithreading partitions the registers 

into independent sets for each thread. Thus if 8 threads are used, each thread has 

access to 32 of the general-purpose registers.  

Transfer registers. Transfer registers are used when reading or writing values to 

shared memory. Each microengine includes 256 SRAM transfer registers and 256 

DRAM transfer registers. Half of the registers are write-only and half read-only. 

Any data written to SRAM, DRAM, or the other functional units external to a 

microengine must pass through one of these registers. The transfer registers are 

the means of asynchronous memory access; while the microengine is waiting for a 

value to be read into a transfer register (or written from one), the microengine 

may run another thread.  

Next-neighbor registers. The next-neighbor registers permit fast communication 

between neighboring microengines. There are 128 of these registers per 

microengine. For example, if microengine #1 writes a value to a next-neighbor 

register, then it can be read directly by microengine #2. The next-neighbor 

registers can also be used as general purpose registers if next-neighbor 

communication is not required.  

The other type of private memory available to a microengine is the local memory. Each 

microengine has access to 640 long-words of local memory, with an access latency of 3 

clock cycles. Local memory access uses a special transfer register. First, the address is 
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loaded into the transfer register, and then 3 cycles later, a read or write on that 

transfer register will read or write the local memory location.  

7.2.4 Shared Memory 

There are three types of shared memory: scratchpad, SRAM, and DRAM. These 

memories are accessed by the microengines via the SRAM or DRAM transfer registers. 

The memory is directly mapped into the address space of the xScale.  

 
Scratchpad. The scratchpad is the fastest shared memory. It is 16KB in size and 

and is accessed in 60 clock cycles. Scratchpad memory supports atomic 

operations and up to 16 scratchpad rings that can be used as queues.  

SRAM. The IXP2400 contains 8MB of SRAM that has an access time of 150 

cycles. Like the scratchpad, the SRAM also supports atomic operations and has 

support for built-in hardware queues.  

DRAM. At 256MB, DRAM is the most plentiful memory available, but it is also 

the most costly to access at 300 cycles. DRAM accesses must be 64-bit aligned, 

making it inconvenient to read 32-bit values. The DRAM controller supports up 

to 2GB of addressable memory, but the IXP2400 board used in the Mirage 

prototype only contains 256MB. This has implications for the benchmark 

performance, as described later. 
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The shared memory types are also available to the xScale processor, but with some 

limitations. The shared memory is mapped into xScale’s address space. This is 

convenient from a programming standpoint, but presents some challenges in order to 

obtain predictable sharing between the microengines and the xScale. For example, it is 

often necessary to disable the xScale’s memory cache as the cache  hides changes to the 

shared memory. The xScale also lacks some functionality when dealing with the special 

features of the memory. For example, the microengines can perform atomic operations on 

the scratchpad or SRAM of several words at a time, but the xScale can only perform 

atomic operations of one word at a time.  

7.2.5 Packet Processing Model 

Given that there are eight microengines, there are several ways of organizing them to 

process packets. Packets are typically transferred from one microengine to another by 

placing a handle to the packet on a scratchpad ring. The scratchpad rings support atomic 

get and put, making them ideal for inter-microengine communication.  

A simple way to process packets is in a pipeline that spans multiple microengines. The 

microengines are connected via scratchpad rings, and each microengine performs a small 

amount of work on the packet before handing it off to the next microengine in the 

pipeline. For example, for standard IP routing, one microengine extracts the IP header, a 

second performs the routing lookup, and a third rewrites the destination MAC address.  
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Alternatively, the microengines can be configured to process packets in parallel, one 

microengine performing all the processing on a single packet.  For example, a single 

microengine would be responsible for extracting the IP header, performing the routing 

lookup, and rewriting the MAC address. In this situation, a pool of identical microengines 

operates in parallel, with each one handling packets from start to finish. 

Mirage uses a hybrid model in which some tasks are performed in a pipeline and others 

are done in parallel, as described in detail in Section 7.3.3. Packet reception and 

classification are performed sequentially. Once a packet has been classified, it is handed 

off to either a request processing or reply processing microengine where the packet is 

rewritten. The request and reply processing microengines operate in parallel. After 

rewriting the packet is sent to a transmission microengine.   

7.2.6 Effective Memory Utilization 

The different types of memory on the IXP2400 influence the types of data structures 

Mirage uses and where they are stored. Packets are always stored in DRAM because 

there is a direct mechanism for transferring data between the RBUF and TBUF elements 

into DRAM. The 64-bit alignment of DRAM presents some unique challenges in the 

respect that most packets use 32-bit or 16-bit headers, which are not convenient to read 

from DRAM. The usual solution is to cache important headers from the packet in SRAM, 

scratchpad, or registers, depending on the exact application.  
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Other data structures, such as tables or configuration should be placed in SRAM, 

scratchpad, or DRAM as appropriate. The key consideration is the size of the data 

structure. The scratchpad is very limited at 16KB, and the SRAM is limited at 8MB. Any 

data structures that are too large will necessarily have to be placed in the much larger 

DRAM.  

The remaining consideration is the access speed of the memory. Assuming there is 

enough room, it always makes sense to place the data structure in the fastest memory 

available.  

Finally, certain types of memory have special features. For example, the scratchpad and 

SRAM both support atomic operations. This is useful for implementing counters and 

other statistics. Similarly, clever use of these operations can allow some data structures to 

be implemented without requiring synchronization. For example, given an atomic write it 

is possible to insert an item in a linked list without synchronization. Mirage’s data 

structures are discussed in detail in Section 7.3.1. The properties of the particular data 

structure play a direct role in determining the memory in which to store it. For example, 

Mirage’s statistical counters are placed in SRAM to make use of the atomicity properties.  

7.3  Mirage  

The Mirage aggregation presented in chapter 4 uses a two-tier design. The data path 

performs the rewriting of NFS packets and the control path deals with high level control 

operations such as the starting and stopping the router and client mount requests. This 
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design is sufficient for a commodity implementation because commodity hardware 

uses a single general-purpose processor. However, a high performance implementation, 

such as a network processor, offers special purpose hardware like the microengines. In 

order to properly support the special purpose units of the network processor, the 

aggregation design was expanded from a two-tier design to a three-tier design. 

In the three-tier design, the control path remains unchanged. The control path continues 

to handle mount requests and other high level operations. The control path is 

implemented in the xScale CPU as a user level process running under the Linux operating 

system. This provides the control path with a rich set of features, including the SunRPC 

library that is used to implement the mount protocol.  

The data path is split into two pieces: the fast path and the slow path. The fast path is 

implemented in the microengines and handles the most common NFS operations. The 

microengines are the most efficient and highest performance components of the network 

processor and are thus best suited for handling the common case processing of the router. 

However, the computational environment of the microengines is limited, and it is 

necessary to remove the more costly NFS operations from the fast path and send them to 

the slow path. The slow path is implemented as a user-level process on the xScale, 

similar to the control path. The operations that are diverted to the slow path, and the 

reasons for doing so, are discussed in Section 7.3.4. 
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7.3.1 Data Structures 

Mirage makes use of several major data structures. The classifier table is used to 

configure packet classification. The handle table holds the mappings between virtual and 

physical file handles. The transaction table is used to match requests and replies. The 

overlay table that was used in Chapter 4 is not required, as the high performance 

implementation does not require overlay routing. 

The classifier table determines which packets are processed and is similar in function to a 

routing table in a traditional router. Classifier table entries consist of a source and/or 

destination IP address, a source and/or destination port number, and the action to take 

when a packet matching the entry is encountered. The actions taken by the classifier 

entries are discussed below in the implementation of the fast path. 

The handle table maps between virtual and physical file handles and is the largest data 

structure in Mirage. The handle table requires 92 bytes per entry and requires one entry 

per file. The total size of the handle table obviously depends on the number of handles in 

use. The SFS benchmark was used as a general guideline of how large a working set is 

for a given workload. The SFS benchmark creates 400 files per ops/s of workload. Thus, 

the 45,000 ops/s design goal requires 18 million handles, or a 1.5GB handle table. 

2GB of DRAM is not unreasonable for a high performance router and is the addressable 

limit of the IXP2400 network processor. Although the particular hardware used in the 

prototype contained only 256MB of DRAM, 2GB is feasible. 



212

The transaction table matches NFS requests and replies. An idiosyncrasy of the NFS 

protocol is that the reply packets do not contain the operation type. It is impossible to 

determine from a reply alone whether it is for a lookup, getattr, read, or some 

other NFS operation. Thus it is impossible for the rewriter to know how to rewrite a reply 

without knowing the corresponding request. This necessitates a small bit of state that 

must persist to link the request packet and reply packet, called a transaction entry. Each 

client request contains a unique transaction ID (XID). The pair of (XID, Client-IP) forms 

an identifier that uniquely identifies the request. The transaction entry maps the (XID, 

Client-IP) to the RPC procedure number, which is also obtained from the request packet. 

The transaction entries are created while the request is being processed and stored in a 

table called the transaction table. When the corresponding reply arrives at Mirage, the 

(XID, Client-IP) are extracted from the reply, looked up in the transaction table, and the 

RPC procedure number is determined. The transaction entry is then destroyed.  

7.3.2 Memory Allocation 

DRAM is used to store the payload of the network packets as they progress through the 

router. DRAM is a natural fit for this task, because there are special functions for moving 

packet contents between the RBUF and TBUF elements of the MSF and DRAM. In 

addition to holding the contents of packets, DRAM is also used to store the contents of 

the handle table.  
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SRAM stores metadata associated with the packets, such as buffer descriptors and 

portions of network headers that have been decoded. SRAM is also used to store several 

data structures, such as the classifier table, fragment table, etc. These data structures are 

placed in SRAM instead of DRAM because the SRAM has a faster access time, can be 

addressed at a 32-bit boundary, and because the data structures are small enough to fit.  

The scratchpad is partitioned into several scratchpad rings that are used as queues 

between the microengines. The format of a queue entry on the scratchpad depends on the 

two microengines that are being connected, but typically consists of a buffer handle 

indicating the SRAM address of the packet’s metadata and the DRAM address of the 

packet’s contents as well a few words of control data. Thus, queue entries are relatively 

small.  

Next-neighbor registers are used as general-purpose registers. The microengines’ local 

memories are not used, other than by the compiler to spill registers. The CAM, CRC, and 

hash units of the microengines are also unused. The 16-element CAM is simply too small 

to be useful as a cache into the handle table because the working set is far too large.  

7.3.3 Fast Path 

The fast path (Figure 40) handles common case packet processing, making performance 

of the fast path critically important to the overall performance of the router. Packets are 

processed in four stages: reception, classification, rewriting, and transmission.
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Figure 40: Fast path. Packets arrive from the interface and are processed by a pipeline of microengines.

Each stage of the packet-processing pipeline is implemented by one or more 

microengines. Packets are passed between microengines by putting their buffer handles in 

queues implemented as per-microengine rings in the scratchpad memory.  

Receiver. The IXP2400 receives packets in 64-byte mpackets. The receiver 

microengine receives these 64-byte chunks from the interface and combines them 

into Ethernet packets. It does not reassemble fragmented IP packets; in this case 

the individual Ethernet packets that comprise the IP packet are buffered in 

DRAM, and their metadata buffer descriptors in SRAM. The packet is then 

passed to the classifier microengine.  

Classifier. The classifier examines the Ethernet, IP, and UDP headers to 

determine if the packet is an NFS packet. If not, the packet is simply passed to the 

sender microengine. Otherwise the classifier examines the packet to determine 

whether it is a mount request, mount reply, NFS request, or NFS reply. The 

mount packets are forwarded to the xScale for processing by the control path. 

NFS requests and replies are passed to the request and reply microengines, 

respectively. 
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Request. The request microengine processes NFS requests. The XID and 

RPC procedure number are extracted and used to create an entry in the transaction 

table. The NFS handle is used to access the correct entry in the handle table and 

then rewritten. Packets that miss in the handle table are forwarded to the slow 

path on the xScale (Section 7.3.4). Otherwise, the packet is passed to the sender 

microengine.   

Reply. The reply microengine processes NFS replies. The XID is used to access 

the transaction table to get the RPC procedure number for the corresponding 

request. Readdir, create, and mkdir replies are forwarded to the slow path 

on the xScale. Lookup replies for symbolic links are also forwarded to the slow 

path. Otherwise, the handle table is accessed and the reply rewritten. The packet is 

then passed to the sender microengine. 

Fragment reassembly is performed in the final stage of the request and reply 

microengines. If the packet is not a fragment, then the packet is passed directly to 

the sender microengine. Otherwise, the packet is placed in a fragment table until 

all of its fragments arrive, and the packet is passed to the sender as a whole.  

Sender. The sender microengine takes IP packets and breaks them into 64-byte 

chunks that are then sent on one of the IXP2400’s interfaces.  
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7.3.4 Slow Path 

The slow path handles NFS operations that cannot be handled by the microengines, and 

are instead handled by the xScale processor.  Most of these are operations that modify the 

handle table. The atomicity properties of the SRAM allow for shared hash tables and 

linked lists to be implemented without synchronization as long as the data structures are 

only written by one thread. Therefore, operations that modify the handle table are 

processed by the xScale to avoid expensive synchronization operations.  

The vast majority of operations (lookup, getattr, read, write, etc) only require 

read access to the handle table because they do not create handles. The only operations 

that create handles are create, mkdir, and symlink. The create and mkdir 

operations are processed by the slow path running in the xScale kernel. The slow path 

creates a new VFH for each PFH appearing in the reply and creates a new entry in the 

handle table.  

The symlink operation differs from create and mkdir in that the reply does not 

contain the file handle of the newly created symbolic link and the handle table cannot be 

updated. This necessitated a workaround in which the symlink operation is handled in 

the fast path, but the handle table entry is not created until the client issues a lookup 

operation on the symbolic link. All lookup replies for symbolic links are forwarded to 

the slow path so that the handle table can be updated properly.   
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The slow path also handles readdir replies because they require complicated 

processing. The readdir reply payload contains directory entries that each contain an 

inode number that must be rewritten. The fast path was simplified by forwarding these 

packets to the slow path. 

The slow path is implemented in user mode on the xScale processor. In most systems 

implementing the slow path in user mode would have high overhead caused by crossing 

the user/kernel boundary. However, the scratchpad, SRAM, and DRAM memories are  

mapped into the xScale’s address space and are directly accessible by user-level 

processes. This made it feasible to implement the slow path in a user-mode process. 

7.3.5 Control Path 

The control path is implemented in the xScale and handles high-level tasks that are very 

infrequent or require additional computational resources that might not be available to the 

fast or slow paths. This includes such tasks as initialization and shutdown of the router. 

The controller also handles configuration tasks, such as parsing the command line options 

and resolving the hostnames and RPC port numbers of the file servers. The control path is 

also responsible for processing mount operations, as these are complex and infrequent. 

The control path is implemented as a user level process, and this allows the SunRPC 

library to be linked in to help process the mount requests. Communication between the 

control path and the slow path is implemented by a combination of shared memory 

buffers and UNIX pipes. 
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The mount operation is unique because Mirage must send NFS requests to the all the 

servers and wait for all the replies before replying to the client. Typically one file server 

will return success and the others an error. The successful server contains the desired file 

system, and the control path rewrites the handle in the mount reply and forwards it to the 

client. This stop-and-wait processing doesn’t fit the packet flow model of the fast or slow 

paths, which is why it is processed by the control path. 

7.4 Evaluation 

Mirage was evaluated using a set of macro- and micro-benchmarks. The macro 

benchmarks represent real-world performance and consist of the SPEC SFS [Spec] 

benchmark, a kernel compile benchmark, and the Postmark [Postmark] benchmark. The 

micro-benchmarks consist of simple operations and enable more detailed performance 

measurements. 

7.4.1 Metaserver 

Mirage is designed to support high-performance commercial servers; unfortunately, there 

were no high-performance servers available, requiring them to be simulated. This was 

done via a metaserver, an NFS server that serves only metadata and not file contents. The 

metaserver is identical to a normal NFS server except that reads and writes are faked. 

Reads return zeros, and writes update the file size but do not write the data. The 

metaserver is obviously useless on real workloads, but SFS does not use the file data it 

reads so it runs just fine on the metaserver. 
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7.4.2 SFS on the Metaserver 

The SFS benchmark running at 45,000 ops/s requires 1.5GB of DRAM for the handle 

table. While this is not unrealistic, it is far more than that 256MB our particular version 

of the board contains. To measure Mirage’s performance at these loads the handle table 

was simulated instead. This was accomplished by modifying the prototype to simulate 

accesses to the handle table rather than actually performing them. This was possible 

because the metaserver has a very simple handle generation function that can be 

replicated in the Mirage router. In this way the handle mappings are computed rather than 

retrieved from a table. This technique is of no use when running against a real server, but 

does yield accurate results when running against the metaserver.  

The simulated handle table accesses are accomplished by performing three sequential 

DRAM reads to simulate the hash table lookup, and reading four DRAM longwords (32 

bytes) to simulate reading its contents. The remainder of the prototype remained 

unaltered (handle rewriting, classifier, etc).  

Three configurations were measured (Figure 41): “NOP”, “Mirage”, and “FPO”. The 

“NOP”, or no-operation, line is a baseline IXP2400 router without any Mirage 

functionality. The request and reply microengines are not used, and the xScale is not 

involved in packet routing.  
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Figure 41: SFS results with metaserver and simulated handle table. 

The “Mirage” line is Mirage as implemented on the IXP2400. Readdir, create,

mkdir, and symbolic-link lookup packets are forwarded to the xScale. All other 

packets are rewritten in the microengines. The maximum performance is 45,320 ops/s at 

5.5 ms/op.  

The “FPO” (“fast-path-only”) line is a Mirage router in which all packets (including 

create, mkdir, and readdir) are rewritten by the fast path. This is possible because 

the handle table is simulated and therefore not modified by these operations; the “FPO” 

line therefore represents the upper-bound on performance if all operations were handled 

by the fast path. Doing so increases performance by about 9000 ops/s and improves 

average latency by about 0.06 ms. There are three unused microengines that could 



221

process these packets. Exactly how to migrate the slow path functionality onto the 

spare microengines, how to synchronize concurrent writers to the handle table, and how 

much performance would actually be gained are areas of future work.  

7.4.3 SFS on Real Servers 

Although the previous results demonstrate Mirage’s performance on a network processor 

with sufficient memory, the benchmarks were also run against a real Mirage router and 

real NFS servers. For these tests five commodity Linux machines were used as the NFS 

servers. Figure 42 shows the results. Both the commodity and IXP Mirage versions are 

shown, represented by the “Commodity” and “IXP” lines on the graph.  
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Figure 42: SFS results with real servers and handle table. The servers are the bottleneck in the 
measurement. 
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The maximum performance was 3625 ops/s. The commodity Linux servers are each 

able to sustain about 750 ops/s, and five of them together achieve 3625 ops/s. The 

difference in maximum throughput between the different configurations is negligible; this 

is because the bottleneck is the commodity file servers themselves and not Mirage or the 

NOP router. The latency differences are also small – 3.50 ms for both “NOP” and “IXP”. 

Even the commodity implementation is not far behind at 3.64 ms.  

7.4.4 Kernel Compile Benchmark 

The kernel compile benchmark (Table 13) un-tars and builds a Linux kernel on the NFS 

file system. It simulates the impact of Mirage on a real-world job. Each test was repeated 

5 times.  

 

Un-tar Make Total Slowdown

NOP 0:45 8:47 9:33 1.00     

IXP 0:56 8:59 9:56 1.04

Commodity 1:08 10:05 11:13 1.17

Table 13: Kernel compile benchmark. Slowdown is relative to NOP. Times are in minutes and seconds. 

The “NOP” configuration achieves the best performance because all of the Mirage 

functionality is disabled. When the Mirage functionality is enabled, there is a slowdown 

of approximately 4%. A real world user experiences a 23 second increase in his 9 minute 
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compile under Mirage as compared to the “NOP” router. The Mirage commodity 

server is much slower than the network processor version, slowing down by 17%.  

7.4.5 Postmark Benchmark 

Postmark [Postmark] simulates a small file load typical of Internet services such as 

electronic mail, news, and web commerce. Postmark (Table 14) was configured to use a 

file set of 20,000 files and simulate 100,000 transactions. Each test was repeated 5 times. 

 

Ops/s Slowdown

Read 

(MB/s) 
Write 

(MB/s) 

NOP 261 1.00 688 990 

IXP 241 1.08 626 900 

Commodity 212 1.23 548 788 

Table 14: Postmark benchmark. Slowdown is relative to NOP. 

The relative performance of “IXP” compared to “NOP” is about 8%, which is about 

double the slowdown experienced by the kernel compile benchmark. This is due to the 

increased working set used by Postmark. The commodity router is much slower than the 

high-performance version, incuring a slowdown of 23%.  

7.4.6 Micro Benchmark 

The macro-benchmarks provide real-world results, but don’t offer insight as to why 

Mirage performs the way it does. For this reason several experiments were conducted 
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using a micro-benchmark that allowed us to measure Mirage’s performance very 

precisely. The benchmark used two IXP2400s connected together and consisted of 

sending getattr requests as quickly as possible to a simulated server. Mirage ran on 

one IXP2400, and a request generator and simulated server ran on the other. The request 

generator and simulated server are capable of approximately 400,000 packets/s at a 

latency of 24 µs/op.  

The maximum performance of Mirage was 299,614 getattr ops/s at a latency of 71 

µs/op. The maximum performance of the NOP router, without Mirage functionality, was 

402,267 getattr ops/s at an average latency of 43 µs/op. Mirage therefore increases 

latency by an average of 28 µs/op.  

An in-depth study of the router was performed at 10,000 ops/s to account for the 

additional latency (Table 15).  

 Time (µs) 
NOP round trip time 43.2 
IXP round trip time 64.2 
Difference 21.0 

Request 14.2 
Reply 6.8 

Table 15: Performance at 10,000 operations per second. Mirage is slower than NOP by 21 µs. 

The request overhead of 14.2 µs and the reply overhead of 6.8 µs is broken down further 

in Table 16. 
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 Time (µs)    
Request processing  

Microengine overhead 0.9 
RPC header processing 0.8 
Transaction table insert 3.0 
Handle table lookup 0.7 
Rewrite handle 2.8 
Rewrite addresses 1.9 
Misc / unknown 4.1 
Subtotal 14.2 

Reply Processing  
Microengine overhead 0.9 
RPC header processing 0.8 
Transaction table remove 1.0 
Rewrite addresses 1.2 
Misc / unknown 2.9 
Subtotal 6.8 

Total 21.0 

Table 16: Breakdown of request and reply processing. 14.2 µs are consumed in request processing and 
21.0 µs are consumed in reply processing. 

After classification, packets are passed to either the request or reply microengines, at a 

cost of 0.9 µs. This is due to the classifier putting the packet’s handle on a scratch ring 

and the request or reply microengine removing it. The RPC header processing is the 

overhead associated with reading and interpreting the header.  

Once the RPC header is interpreted the request processor then inserts an item into the 

transaction table, which takes 3.0 µs, followed by a handle table lookup that takes 0.7 µs. 

Rewriting the NFS handle in the request packet takes 2.8 µs, and rewriting the MAC 

addresses and IP header accounts for an additional 1.9 µs. Finally, 4.1 µs cannot be 

unaccounted for.  

The reply processing performed by the reply microengine follows a similar pattern. The 

overhead associated with the microengine and RPC header processing is identical to that 

of request processing. The reply for a getattr request does not contain a handle, so 
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handle lookup and rewriting is unnecessary. The source IP address and port do have 

to be rewritten.  

7.5 Summary 

When a virtualization requires greater performance than commodity hardware supports, a 

network processor may be used to enhance performance. The Mirage aggregation 

virtualization combines multiple independent NFS servers to create a single unified 

virtual server. Implementing aggregation on a commodity platform is adequate if 

commodity servers or mid-range commercial servers are being used, but the commodity 

platform is insufficient for aggregating multiple high performance servers. 

The Mirage prototype from Chapter 4 was ported to the Intel IXP2400 network 

processor. Adapting Mirage to use the commodity hardware required adding an 

additional tier to the original design, resulting in three tiers: fast path, slow path, and 

control path. Mirage’s performance was evaluated using the SFS benchmark, and Mirage 

is able to aggregate servers and support 45,000 ops/s while increasing latency less than 

0.2 ms/op. This level of performance is met the original design goals of the virtualization 

and is sufficient to aggregate 3 or more file systems exported by today’s high-end 

commercial file servers without requiring any modifications to either the clients or the 

servers. 
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Chapter 8 CONCLUSION 

Client/server applications offer many advantages and are prevalent in today’s computing 

environment given the wide use of the Internet and local area networks. In particular, the 

network file service is widely used due to the advantages of storing files centrally on a 

dedicated file server. The wide adoption of client/server applications has also brought 

with it a significant disadvantage: the protocols and standards they use have become 

entrenched and are difficult to modify. Innovations and new features cannot be added 

without a lengthy standardization process and the addition of new modules to both clients 

and servers.  

Virtualization presents a practical alternative to modifying the clients and servers. 

Virtualization modifies the network protocol in the network, adding new features or 

enhancing existing properties transparently to the clients and servers. Not requiring 

modification to clients and servers means that new innovations can be developed and 

deployed quickly, and even legacy computers can make use of new features. The 

dissertation presented several examples of virtualization, including translation, 

aggregation, replication, and fortification.  

Translation is the conversion of one type of network service into another. The Gecko 

translator converts the HTTP protocol used by the web into the NFS protocol that can 

readily be mounted by most existing clients. Two Gecko prototypes were developed as 

part of the learning experience, and the importance of stateless design in virtualization 
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was made apparent. The Gecko prototypes were evaluated, proven correct, and 

demonstrated to actually improve performance when used on a local area network. Gecko 

provides a useful translation service by allowing applications that are not web aware to 

operate on web pages as if they were local files.  

Aggregation allows multiple file servers to be combined to form a single unified virtual 

server. Although the specific application described in this dissertation was network file 

sharing, the techniques are equally applicable to other services, such as email or web 

servers. The Mirage aggregation prototype is available on two different platforms: 

commodity Linux workstations and the Intel IXP2400 network processor. The network 

processor allows the virtualization to achieve the performance that is necessary to 

aggregate multiple commercial file servers. Aggregation was evaluated with numerous 

benchmarks including the SPEC SFS, Postmark, and kernel compile benchmarks, 

demonstrating both correctness and performance.  

The Mirage asymmetric replication virtualization uses commodity hardware to add 

replication to an existing commercial server. This increases both reliability and 

availability, and does so with a minimal increase in cost. The replication prototype was 

evaluated with the SPEC SFS benchmark, proven correct, and demonstrated the 

necessary performance to replicate a Network Appliance F810 file server. Asymmetric 

replication is a powerful technique and provides many of the advantages of expensive 

solutions such as clustering, but without the high cost.  
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Fortification is used to add additional security features to an existing protocol. The 

Mirage fortification prototype uses a scheduler to ensure fairness and prevent DoS attacks 

against an NFS server. The prototype was evaluated using a custom benchmark and 

performance was shown to be substantially better when fortification was enabled than 

when it was turned off.  

8.1 Future Work 

The virtualizations prevented in this dissertation are intended to show the vast range of 

the virtualization approach, but they are by no means an exhaustive list of all possible 

virtualization techniques. For example, one can imagine many more ways to improve 

security than the DoS virtualization presented in chapter 6. Another useful approach 

might be to take an existing server that does not support DES or Kerberos authentication 

and fortify the server to add the additional authentication. Many file servers use only the 

much less secure UNIX authentication, and a UNIX-to-DES virtualization may 

significantly improve the security of such systems. Intrusion detection and filtering of 

spam or viruses are other possible applications of fortification virtualizations.  

The IXP2400 implementation of aggregation proves the validity of aggregation in the 

context of high performance commercial servers, but the experience also yielded many 

opportunities for additional enhancements. Three microengines were left unused on the 

IXP2400, and these three microengines could be put to use handling additional tasks, 

such as assisting in the processing of the slow path packets. The IXP2400 has a higher-
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performance alternative, the IXP2800, that may yield greater performance benefits by 

providing twice as many microengines and 10-gigabit interfaces rather than the 

IXP2400’s 1-gigabit interfaces. The interface on the IXP2400 is almost fully utilized at 

the loads that the SFS benchmark generated, and the IXP2800’s greater bandwidth may 

allow additional servers to be aggregated. The IXP2800 does share the IXP2400’s 

addressable limit of 2GB of DRAM, and memory exhaustion for the Mirage handle table 

may pose a problem. This may require some method of offloading the handle table from 

the network processor to another machine in order to support greater working sets.  

The replication, translation, and fortification virtualizations could also be ported the 

IXP2400 in order to achieve higher levels of performance. There are many potential 

issues involved. For example, the replication and translation virtualizations both make 

use of the TCP protocol, which may be complex to implement on the limited 

computational resources of the microengines. The fortification virtualization uses a 

shared scheduler that would somehow have to be shared among several microengines, 

requiring synchronization and potentially introducing a bottleneck in the design.   

8.2 Closing Comments 

Mirage has shown server virtualization to be a useful and successful venture. 

Virtualization provides new opportunities for adding innovative new features to existing 

client/server applications. The virtualizations demonstrated in this dissertation provide a 

good framework for demonstrating the range virtualization techniques that are available. 
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One of the key future uses of virtualization is fortification. The explosion of threats 

ranging from denial of service attacks to viruses, worms, and malware demonstrates a 

need to secure existing applications from these threats. Much research remains to be 

done, but it is my hope that this dissertation will serve as an inspiration for future 

virtualizations. 
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