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ABSTRACT 

 

May your trails be crooked, winding, lonesome, dangerous, leading to the most 

amazing view. May your mountains rise into and above the clouds. Edward Abbey 

 

The digital representation of trails is a relatively new concept. Only in the last decade, 

with increasing adoption and accuracy of GPS technology, have large quantities of 

reliable data become a reality. However, the development of algorithms specific to 

processing digital trails has not had much attention. This dissertation presents a set of 

methods for collecting, improving and processing digital trails, laying the ground work 

for the science of trails. 

We first present a solution to the GPS-network problem, which determines the salient 

trails and structure of a trail network from a set of GPS tracklogs. This method has 

received significant attention from the industry and online GPS sharing sites, since it 

provides the basis for forming a digital library of trails from user submitted GPS tracks. 

A set of tracks through a GPS trail network further presents the opportunity to model 

and understand trail user behavior. Trail user models are useful to land managers faced 

with difficult management decisions. We present the K-history model, a probabilistic 

method for understanding and simulating trail user decisions based on GPS data. We use 

the K-history model to evaluate current simulation techniques and show how optimizing 

the number of historical decisions can lead to better predictive power.  
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With collections of GPS trail data we can begin to learn what trails look like in aerial 

images. We present a statistical learning approach for automatically extracting trail data 

from aerial imagery, using GPS data to train our model. While the problem of 

recognizing relatively straight and well defined roads has been well studied in the 

literature, the more difficult problem of extracting trails has received no attention. We 

extensively test our method on a 2,500 mile trail, showing promise for obtaining digital 

trail data without the use of GPS. 

These methods present further possibilities for the study of trails and trail user 

behavior, resulting in increased opportunity for the outdoors lover, and more informed 

management of our natural areas. 
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CHAPTER 1 INTRODUCTION 

Whenever the pressure of our complex city life thins my blood and numbs my brain, 

I seek relief in the trail; and when I hear the coyote wailing to the yellow dawn, my 

cares fall from me - I am happy. Hamlin Garland 

 

1.1   Motivation 

There is a growing need for accurate digital representations of recreational trails and 

4x4 roads. Trail maps are not even available for many areas. Further, as trails are 

constructed, closed or rerouted, maps quickly become out of date. Digital representations 

are becoming more desirable as technologies such as GPS navigation become more 

widespread. GPS serves not only as a means to follow digital trails in the field, but is also 

a quickly growing source of trail data. Thousands of GPS traces of trails are being 

collected every day, providing an enormous opportunity to collect and analyze them.  

The vision is to construct a digital library of trails that covers trails worldwide and is 

constantly updated with input from GPS users. Such a library would not only provide 

accurate and current information on the location of trails, but also on patterns of use, 

which is important information for natural resource management. Large collections of 

GPS could also be used to learn what trails look like in aerial and remotely sensed 

imagery, introducing the potential for updating trail maps automatically as well as 

monitoring the proliferation of illegal or social trails.  
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1.2   Benefits of Digital Trail Data 

The benefits of accurate digital trail data extends from trail users, to land managers 

and those modeling trail user behavior. Large scale data availability would facilitate trip 

planning for all types of recreation, and aid in the understanding of the landscape. Well 

planned trips are not only more enjoyable, but also safer, perhaps resulting in less need 

for search and rescue. A trail user with a GPS unit can use a digital trail library to create a 

route that can be uploaded to the GPS and followed in the field. Post trip analysis, in 

relation to a digital trail network, results in a better understanding of where one traveled, 

which can be important for future trips. While paper maps serve similar purposes, they 

are difficult to maintain in a timely matter and are costly to produce. Digital trails can be 

quickly and cheaply updated, and using a GPS to navigate or understand one’s traveled 

path provides a level certainty that is difficult to achieve with traditional means, 

especially for the novice trail user. 

Being able to monitor trails automatically will support natural resource management 

through a better understanding of the trails already present. With land management 

agencies suffering from limited funding, traditional methods for maintaining accurate 

trail maps have become impractical. A digital trail library would alleviate these concerns. 

But further, research in simulating trail user behavior (Gimblett, Richards et al. 2001) is a 

growing field. The goal is to model decisions made by recreators as they travel through 

the landscape, in order to facilitate management scenarios and to support decision making. 

A digital library of trails presents a large pool of data that can be mined to gain an 

understanding of such decisions and used to create models of trail use. 
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A trail library also provides extensive information on what trails look like from aerial 

photographs and satellite images. With appropriate algorithms for learning, trail data can 

be used as training for the automatic extraction of trails from images. An automatic trail 

finder would support a digital trail library itself, by providing current data and monitoring 

trail changes. It would also be of interest to land managers who would be able to 

automatically observe construction of social trails, or immigration routes (Sharp 2009). 

1.3   Contributions of the Dissertation 

Computer algorithms for collecting, improving and understanding digital trails have 

not been well studied. This dissertation addresses several fundamental issues and presents 

successful algorithms for dealing with these issues, none of which have been dealt with 

previously. The following section outlines the dissertation and highlights each of the 

issues and methods. Taken together, these algorithms provide a foundation for the study 

and understanding of digital trails and trail user behavior. 

1.4   Outline of Dissertation 

We start with the most fundamental problem in working with digital trails, that of 

relating them to each other. Chapter 2 presents the GPS-network problem, which takes a 

set of individual GPS tracklogs recorded in a trail system and determines the structure of 

the underlying network. The result is a GPS network, representing all trails present in the 

input data set. Such a network is a routable graph that can be used to create new routes 

through the network, or compute statistics on individual trail length and trail junction 

locations. 
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Chapter 3 follows with a data collection effort that utilized the GPS-network algorithm 

to produce a trail map of a remote wilderness area. Throughout the dissertation we have 

attempted to share our passion for trails and the outdoors by interleaving technical 

content with field sessions, always with a GPS in hand and an appreciation for wild 

places. The GPS network that resulted from the field work in Chapter 3 was used in an 

agent based model of the recreational use in the area, which leads us to the topic of 

probabilistic travel modeling, the subject of Chapter 4. 

Given a GPS trail network and a set of tracks through that network (perhaps the same 

tracks that were used to form the network) it is possible to determine what trails were 

traversed by each track and to maintain statistics on use, per trail. We present a 

probabilistic model that uses such statistics to simulate use patterns through the trail 

network. Using held out data we study the issue of how previous decisions in the trail 

network affect current choices, and argue that the amount of historical data that should be 

considered is important, and that it is a parameter to the model that should and can be 

optimized. Our approach offers the additional benefit that models for recreational use 

based on GPS data can be very quickly constructed since all of the techniques are 

automatic, given a set of GPS tracks. 

Chapter 5 gives the details on our data collection effort in Tucson Mountain Park, 

which resulted in a set of tracks that was used for the development of the probabilistic 

modeling techniques in Chapter 4 and is available for other researchers.  

In Chapter 6 we present three techniques for improving digital trail data. The first, 

GPS-snakes, seeks to “lock on” trail data to nearby trails, in order to correct for GPS and 
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map calibration error. It is used as a pre-processing step for other algorithms. Second, we 

deal with a post-processing step to the GPS-network algorithm, that of averaging tracks 

together to improve accuracy. We argue that averaging is difficult and instead present a 

metric to choose the most accurate trail among the input set. Finally, we briefly discuss 

our findings from experimenting with interpolating GPS data with splines, a technique 

that can improve the appearance and statistics (length, specifically) of a digital trail. 

We move on to the topic of automatic trail finding, utilizing a GPS dataset collected 

by bicycle along the 2,500 mile Great Divide Mountain Bike Route. Chapter 7 details that 

trip, while Chapter 8 presents the trail finding algorithm. The problem of extracting trails 

is similar to road finding, which is well studied in the literature. Trails, we argue, are 

more difficult since they turn more frequently, are smaller and are more often obscured 

by vegetation. Still, our results show promise and are an important first step towards 

understanding what trails look like in imagery. 

We conclude with a summary of specific contributions and suggested future research 

issues in the study of digital trails. 
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CHAPTER 2 BUILDING DIGITAL TRAIL LIBRARIES 

2.1   Introduction 

In this chapter we lay the ground work for the formation of a public participation 

digital trail library. As GPS use becomes more widespread, an increasing amount of 

digital data on trails is being collected. This data is in the form of GPS track logs, which 

are sequences of precise locations created by dropping a “bread crumb” trail as recreators 

travel across the landscape. We propose the idea of a centralized, online location for 

recreators to submit GPS data of their trips. A library of trails would serve as an online 

tool for the public to plan, compare and discuss future trips. Such a library would also be 

useful to land managers to monitor use and popularity of trails. 

Digital trail libraries offer several advantages over paper guide books. A guidebook is 

static snapshot of the state of a trail system, while a digital library is dynamic, showing 

changes in user behavior and indicating trail closures or reroutes. A digital guide is less 

ambiguous since it is based on GPS data; if a route is unclear, the data for the trail can be 

loaded onto a GPS for in-field navigation. A digital library is also less dependent on the 

experience of a single guidebook writer and his/her contacts.  Such a library would 

provide an overall picture of where people are actually going, instead of where a 

guidebook writer recommends.  

In this chapter we focus on relating GPS tracks to each other, which is a fundamental 

problem in forming a digital trail library. One problem is that due to errors inherent in the 

GPS system itself (Wilson 2001), two GPS tracks taken from the same trail will not be 
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exactly the same. A second problem is that trail users do not follow the same route 

through a trail network; their routes will overlap and intersect with other submitted tracks. 

Figure 2.1 shows several overlapping and intersecting GPS tracks plotted on an aerial 

photograph. In general, the problem is to form a network of GPS trails in an area, given a 

set of overlapping and intersecting GPS tracks in that area. We present a procedure to 

determine such a network and detail some of the issues that arise. 

Our TopoFusion (Morris and Morris 2008) system is used to create, manage and 

visualize GPS data. It interfaces with GPS devices to download tracks and contains an 

implementation of the GPS-Network method described in this work. Networks can be 

 

Figure 2.1:  Overlapping and intersecting GPS track logs plotted on USGS Aerial 

Photograph. Area shown is approximately 100 meters by 100 meters. 
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produced, annotated and published using TopoFusion, which is described in §2.9. A 

discussion of future direction for digital trail libraries follows in §2.10. 

2.2   Related Work 

A related project is the Berkeley GIS viewer (Anderson-Lee and Wilensky 2001), 

which is a web based tool for viewing georeferenced digital libraries. It excels in 

visualizing differing scales of both raster and vector GIS data. Unfortunately, there are no 

accurate and current GIS layers available for recreational trails. 

Addressing the lack of current trail data, TrailRegistry (Borggaard 2003) encourages 

public participation in the form of uploading and annotating GPS tracks. The site has 

limited online mapping that allows users to plan out future trips using data from the 

library. TrailRegistry does not address the issue of overlapping and intersecting tracks, 

which is the focus of this work. Instead, tracks are split and modified manually by the 

maintainer of the site. At present, the site has received limited exposure, allowing this 

approach to be feasible. If the number of submissions increases to a useful level, an 

automatic strategy would be preferred. 

There are several other examples of web sites that allow user submissions and that 

seek to cover trails extensively. Motionbased.com / Garmin Connect (Roller 2005) hosts 

a large database, however no attempt to relate GPS tracks is made and searching is 

limited. Other sites, such as singletracks.com and crankfire.com allow submissions, but 

trail data is edited by hand. For both sites, the GPS-network algorithm described in this 

chapter and made available in TopoFusion software, is used to manually process and 

combine GPS tracks. 
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2.3   GPS-Network Problem Description 

The aim of the GPS-Network problem is to produce a network of GPS trails 

representing the topology and location of the actual trails on the ground. The input to the 

problem is a set, S, of GPS tracks. A GPS track is a sequence of locations, created by 

dropping a “bread crumb” trail as a recreator travels across the landscape. Each GPS 

track is a polygonal line with a single start and end point. 

The desired output is a planar graph with vertices V and edges E, where each vertex 

represents a trail junction and each edge represents a trail segment as a polyline. The 

graph fully represents all trails covered by the tracks in input set, S, with the following 

properties:  

• No duplicate representations of any physical trail. 

• Where duplicates exist, the resulting edge is the geometric average of all 

duplicates present in the input. 

• A vertex exists only where an actual trail junction exists. 

In short, the output is a digital library of all unique trails present in S that has the same 

topology as the actual physical trail network. 

2.4   Initial Graph Formation 

Initially we assume that all polylines in S represent unique trails. Only under sufficient 

evidence should sections of tracks be considered representations of the same physical 

trail. The first step is to build an initial graph representing all intersections among the 

members of S. This is done by performing a two dimensional line segment intersection 

test among all the individual line segments in S. This can be achieved in O(n log n + k  



25 

 

log n) time (Bentley and Ottmann 1979), where n is the number of segments and k is the 

number of intersection points. Once the intersections have been found, the initial graph is 

formed by walking each track in order, splitting the tracks into separate polylines at all 

intersection points. Each section of a split polyline is associated with an edge in the graph, 

connecting two intersection points. 

2.5   Graph Reduction 

The task of graph reduction is to find portions of the graph that are close enough to be 

considered the same trail.  These sections can be averaged and replaced with a single 

representation of the trail. Each operation performed reduces the graph in some way, 

bringing it closer to the desired solution. The following are the reductions used by our 

method. 
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2.5.1   Parallel Reduction 

A parallel reduction takes two parallel edges in the graph and reduces them to a single 

edge as shown in Figure 2.2. Edges are parallel in the graph if they connect the same 

vertices. Parallel edges are replaced by a single edge if the polylines associated with the 

two edges are sufficiently close together. Closeness is determined by computing the 

Hausdorff distance, H(A,B), between the two polylines A and B: 
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Figure 2.2: Parallel edge reduction. The two outside polylines between points P1 

and P2 are the original edges. When the two edges are reduced they are replaced by 

their average, shown in the center. 
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where a and b are members of sets of points in the polylines A and B respectively. 

Typically the Hausdorff distance is defined over a set of points, but in our case we are 

dealing with continuous polylines. Thus we define the distance d(a,b) to be the minimum 

distance from point a to the line segment between bi and bi+1.  

If H(A,B) is below a threshold value, rThresh, the reduction is performed. Intuitively, 

since the Hausdorff distance is the maximal minimum distance between the two lines, 

this means that the furthest the two polylines are apart is H(A,B). If rThresh is chosen to 

be larger than the GPS error present in the data, pairs of polylines collected by traversing 

a single physical trail will reduce to a single trail. A large value of rThresh might result in 

the erroneous reduction of unique trails, while a value that is too small might leave 

multiple trails in an area only one exists.  Since GPS error is almost always insignificant 

compared to the distance between unique trails, it is not difficult to choose rThresh 

appropriately. Typical values of rThresh range from 20 to 60 meters (depending on the 

quality of the data) while physical trails are almost always (in the maximal minimum 

distance) much further apart. 

The polyline for the single edge used to replace the parallel edges is determined as 

follows. Let the two parallel polylines being reduced be polylines A and B. Assume 

polyline A contains more points than polyline B (if this is not the case, reverse them) and 

let m be the number of points in A. The closest point in polyline B to each point in A is 

found. This produces m pairs of points, where points in B can appear more than once, 

while points in A appear only once. The geometric average of each of these pairs is 

computed and assembled into the resulting polyline. This polyline represents the average 
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of A and B and has as much information as possible (since there are more points in A). 

Since A and B always share exactly two points in common, the average polyline will also 

share these same two points. Figure 2.2 gives an example of a parallel reduction and the 

resulting averaged polyline. 

2.5.2   Serial Reduction 

A serial reduction eliminates a vertex of degree two (having only two outgoing edges). 

Unlike parallel reductions, serial reductions are always performed. If a vertex in the 

graph contains only two edges it cannot be a trail intersection. Thus, the vertex should be 

deleted and the polylines representing its two edges should be concatenated to form a 

single polyline. This follows from our problem statement: vertices in the graph are only 

allowed at trail intersections, thus serial reductions should always be performed. Note 

that the initial intersection graph will never contain any vertices of degree two; they arise 

as a result of other reductions to the graph. 
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2.5.3   Face Reduction 

Faces of a graph are regions bounded by the edges of the graph, as in Figure 2.3  As 

GPS tracks intersect each other while traveling on the same trail, many small faces are 

formed due to GPS errors, as in Figure 2.1. Any face in the graph is reduced if all of its 

components are sufficiently close (or similar). A measure of closeness is determined by 

first finding the two vertices of the face that are the furthest away from each other (this is 

done by exhaustive pair wise search). Let these vertices be a and b. Two polylines are 

then formed with a and b as the common endpoints by concatenating the polylines 

corresponding to the edges of the face. The result is a pair of parallel “edges.”  These two 

polylines are evaluated for similarity using the Hausdorff distance, as in parallel 

reductions. We use the same threshold value as in the parallel case, rThresh. Figure 2.3 

shows a face of degree four, with the furthest vertices a and b labeled. 

 

Figure 2.3: Face of degree 4. Vertices of the graph are shown as boxes. The 

components of polylines (each edge of the graph has a corresponding polyline) are 

shown as filled circles. Vertices a and b are the pair of vertices that are furthest apart; 

they are used to form two polylines to measure the similarity of the face. 

 

a
b 



30 

 

When a face is reduced, the average polyline, R, is computed in the same manner as 

described in parallel reductions. Note that although we are producing a single polyline, 

all data from the face is being incorporated in it. All the edges (and their corresponding 

polylines) are deleted from the graph and R is inserted connecting a and b. Let d be the 

degree of the face being reduced. Although a and b are connected to R, the other d-2 

vertices are not. We connect the remaining d-2 vertices to R by determining the point on 

R that is closest to each of the vertices individually. R is split appropriately at each point 

found to be closest to one of the d-2 vertices. New vertices are inserted at each split point 

with two edges corresponding to split polyline segments from R and an edge connecting 

the split point to the corresponding vertex in the d-2 set. The polylines connecting the 

new vertices to d-2 vertices consist of only two points: those of the two vertices they are 

connecting. Any of the d-2 vertices may have a split point in common and in this case the 

split vertex has edges to all d-2 vertices that share it. 

Note that a parallel reduction is simply a face reduction of degree two. We have 

detailed them separately to ease description; they are also treated differently in the overall 

graph reduction heuristic. 

2.5.4   Edge Contraction 

Parallel and face reductions deal with reducing portions of GPS tracks covering the 

same trails. An additional problem is that some edges in the graph are not actually trails, 

but caused by travelers leaving the trail. In general it is not possible, given only GPS data, 

to determine whether an edge is actually a trail or if it is an off-trail meandering. 

Sometimes GPS tracks have short spurs, perhaps to a viewpoint, or as a result of losing 
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the trail for a short time. Also, when a GPS track backtracks (even though on trail) small 

spurs can be created in the intersection graph. Depending on the desired application of 

the trail network, these spurs may or may not be useful information. When dealing with 

large collections of GPS data small spurs can greatly complicate and clutter the resulting 

network. 

Thus, we provide a mechanism to contract (delete) spurious edges subject to the 

following criteria. Foremost, the spurious edge must have an incident vertex of degree 

one (i.e., it is a dead end). The length of the polyline associated with the edge must be 

shorter than the threshold value, cThresh (a different, often smaller threshold than 

rThresh). cThresh is a measure of how long a spur must be to actually be considered a 

salient trail. Finally, the dead end vertex cannot be the start or end point of any of the 

original input GPS tracks. This ensures that short trails leading to junctions near 

trailheads are not eliminated. 

2.5.5   Applying Reductions 

We have thus far described three methods that reduce a network to a state closer to the 

physical trail network it is representing: face reduction (parallel reduction is a special 

case of face reduction), serial reduction and edge contraction. We now describe a 

methodology for applying these reductions.  

First, we consider serial reductions and edge contractions to be straightforward. That 

is, there is no question if or when they should be performed. Both will unambiguously 

result in a graph that facilitates other reductions and brings the graph closer to the 

solution.  
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Second, in our experiments we have found that the order in which faces are reduced 

has little effect on the topology of the resulting trail graph. We implemented and tested 

the following heuristics for orderings of face reductions: most/least recently added to 

graph, most/least similar (as defined above by Hausdorff distance) and random. All 

methods seemed to perform equally, and all meet the reduction guarantee described in 

section 2.5.6. 

Theoretically the order can have an effect. One can construct examples where order of 

reductions can produce different results. Figure 2.4 shows the basic problem that can 

arise. Consider the three faces labeled in the graph. Depending on the order that the three 

faces are reduced in, the reduced graph may result with either two or three unique paths 

in this area. Initially there are four paths in the figure. Reducing face two first replaces 

the two inner paths with a single path that is now slightly further than rThresh from the 

two other paths. No other reductions can be performed, so three unique paths remain. 

However, if face one or three is reduced first the result must be two unique paths. Here 

the choice of the next face to reduce also effects the placement of the resulting two 

unique paths. Thus it is clear that order effects both number and placement of paths. 
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Fortunately examples of this form are rare or nonexistent in actual GPS data. With the 

choice of rThresh shown in the figure, it is not clear what the desired output is. If either 

of faces one or two is closer than rThresh by a small amount, the situation is not 

ambiguous since the replacement for face two will then be within rThresh of one of the 

outer paths. If such a situation were to arise, it is due to a poor choice of rThresh that is 

likely causing other ambiguities not dependant on the order of reductions. Thus, the 

choice of rThresh should be refined, not the ordering of reductions. In practice, we have 

found that adjustment of rThresh is often not even necessary, suggesting that the order of 

reduction is not important. 

 

Figure 2.4: Example graph configuration where the order of face reduction affects the 

final output. Reducing face 2 first results in three unique paths, while reducing face 1 

or face 3 first results in two unique paths. 
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2.5.6   Reduction Guarantee 

The following guarantee is provided by any ordering of face reductions. If a set of 

paths all fall within a window of similarity of size rThresh, they will all be reduced to a 

single path. That is, the two outer envelopes of the set of paths must fall within rThresh 

similarity. They must also be greater than rThresh similar to any other path outside of the 

set. If this is the case, they will be reduced to a single path regardless of the order of 

reduction. To prove this we must first observe a property of our reductions (either parallel 

or face). Any reduction results in path(s) that are fully contained in the parallel edges 

being reduced or the face being reduced. For any set of faces/edges, it follows by 

induction that regardless of what order reductions are performed in, the resulting 

replacement edges will always be contained in the outer envelope. Thus, since our 

similarity measurement is based on the Hausdorff distance, if the maximum distance 

between any two points on the outer envelope is less than rThresh, all edges contained in 

the envelope will be similar within rThresh. Since any face or edges that are similar to 

within rThresh are reduced, only a single path will remain. 

In the case of Figure 2.4, if rThresh is increased (so that all paths are within an 

envelope of size rThresh) they would unambiguously be reduced to a single path. 

2.6   Results 

Figure 2.5 shows the output of the GPS network procedure when run with the input 

tracks shown in Figure 2.1. rThresh was set at 50 meters. A larger scale example is given 

in Figure 2.6. The original data (a set of six GPS tracks) and the resulting network are 

shown. 
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(a) 

 

(b) 

Figure 2.5: (a) Original GPS data near an intersection. (b) Output of the GPS-

network procedure, with rThresh = 50 meters, cThresh = 25 meters. 



36 

 

 

The procedure has been tested on hundreds of tracks and in dozens of areas. The 

output has been verified by manual inspection based on firsthand knowledge of the trail 

systems. In some cases adjustment of rThresh was required, but typically the default 

value of 60 meters is sufficient. 

2.7   Sequential Operation 

Although the procedure is defined as a one time aggregation of tracks, it can be run 

repeatedly with new data. In this case, the network itself and the additional tracks are 

input to the procedure, where the network is simply a collection of tracks that travel 

between the nodes in the network. Any tracks that cover areas already present in the 
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Figure 2.6: Results of the GPS-Network procedure. Above: The input dataset 

consisting of a set of GPS tracklogs recorded on a bicycle tour at Parker Canyon 

Lake, Arizona. A singletrack trail exists around the lake as well as a network of 

dirt roads and social trails in the area. Below: The resulting GPS network as 

output by TopoFusion. Trail intersections are labeled by numbers. (rThresh = 50 

meters, cThresh = 25 meters) 
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network will be averaged in, while new additions will appear as new trails and 

intersections in the network. 

2.8   Implementation Details 

2.8.1   Reduction Heuristic 

Since our reduction guarantee holds regardless of the order of reduction, we have 

chosen a graph reduction ordering designed for efficiency.  First the graph is examined 

and all parallel reductions (less than rThresh) are performed. Then all serial reductions 

are performed (parallel reductions often create serial reduction opportunities). The graph 

is then examined to find and contract any degree one edges less than cThresh. These three 

steps make up the first phase of the algorithm. The second phase deals with faces of the 

graph. As any reducible face is identified, it is reduced immediately. After all faces have 

been reduced phase two is complete. The two phases repeat until no more reductions can 

be performed by both phases. 

We have not performed sufficient experiments to conclude that this is the most 

efficient heuristic. It is simply the fastest we have experimented with so far, and fits with 

the following reasoning. Identifying faces is much slower than finding parallel or serial 

reductions. Performing parallel (and corresponding serial) reductions on a typical trail 

graph results in a less complex graph for searching for faces. 

2.8.2   Graph Representation 

We represent a trail graph using an adjacency list. Each node stores pointers to each of 

its neighbors as well as pointers to the polylines that correspond to its incident edges. 
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There is a global list of polylines, each corresponding to a single edge in the graph. 

Nodes in the graph maintain the invariant that all edges are stored in clockwise order. 

This can be done because we are given the drawing of the graph as input. The clockwise 

ordering simplifies the identification of faces. We do not store a global list of faces in the 

graph because of the nature of our operations. Each reduction invariably changes or 

eliminates faces in the graph. Such a face data structure would need to be updated so 

frequently that it is not cost effective to maintain it. 

2.9   TopoFusion Software 

The GPS-network method described above is implemented in the TopoFusion (Morris 

and Morris 2008) software project. TopoFusion is a mapping program that interfaces with 

consumer level GPS devices and manages GPS data.   It is capable of mapping GPS data 

on USGS (United States Geological Survey) aerial photographs and topographic maps, 

supplied by accessing the TerraServer (Barclay, Eberl et al. 1998) through its web 

interface. An active internet connection is required to download new maps, which are 

retrieved on-the-fly as the current map view is zoomed or panned. Downloaded maps are 

stored on the local hard disk for performance improvement in caching and for later or off-

line use.  

TopoFusion was designed to be an efficient and versatile mapping engine for both 

raster maps and GPS data. It utilizes DirectX to provide hardware accelerated scaling and 

caching of map data. A four level cache of map data (Terraserver--Hard Drive--System 

Memory--Video Memory) is used for quick display rates. This makes TopoFusion useful 
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simply as a clean interface to TerraServer imagery. All of the figures in this dissertation 

were created using TopoFusion.  

The GPS-network method is functional in the free version available on the web site. 

Users of the program can create GPS networks of their own data and make the data 

 

Figure 2.7: Screen shot from the TopoFusion system. A GPS network of trails is 

overlaid on a topographic map. Trail intersections (nodes of the network) and points 

of interests are displayed in the upper dialog. GPS tracks (or networks) loaded are 

displayed with statistics on the bottom portion of the screen. TopoFusion is available 

at www.topofusion.com 
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Annotation. Networks can also be attributed in TopoFusion. Figure 2.8 shows a 

dialog from TopoFusion for a single segment of the Brian Head, Utah network published 

by the Travel by GPS website (Adomatis 2003). Similar dialogs for manual input of data 

exist for each trail intersection and the network as a whole. All of the data is stored in the 

GPX format and is readable by other programs supporting GPX. 

Smoothing GPS Data. TopoFusion also includes other algorithms for processing GPS 

data including simplification and interpolation using splines. Inserting interpolated points 

between GPS data points can help smooth the data, eliminating the jagged lines typical of 

GPS track polylines (details for GPS interpolation can be found in Section 6.4). 

Interpolating can also improve the measure of distance on a track, since trails typically do 

not make sharp turns. 

Georeferencing Digital Photos. Digital photographs stored in the JPEG format 

commonly store the time the photo was taken in the EXIF headers. TopoFusion correlates 

photographs with a GPS track, placing camera icons at the spot the photographs were 

taken. This is an attractive feature for digital trail libraries, allowing trail users to see 

exactly where certain features exist in a trail network. In TopoFusion, this feature is 

known as PhotoFusion. 

2.10   Discussion 

We have presented a procedure for aggregating a collection of GPS tracks into a single 

GPS network, combining and eliminating duplicate representations so that only the actual 

physical trails remain.  Once a GPS network is formed, individual trail segments between 

nodes in the network are separated. Each segment can be attributed manually with 
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guidebook style information as in Figure 2.8. This information could be entered by 

trusted sources or by the public itself. There is also potential for automatic classification 

of trails in a network. Using variables such as length, slope and, most importantly, the 

distribution of travel times across a trail segment, trails could be classified into difficulty 

categories, allowing aggregate difficulty ratings on complete trips. This would provide a 

consistent rating system, based on actual people’s use of the trail, instead of on the 

opinions of guidebook authors (which often vary). There is much work to be done in this 

area.  

Reliability. Since the trail library is open to public submission, there is the issue of 

data reliability and legitimacy. Trails that do not exist, or trails that cross into dangerous 

or private lands could be submitted. To counter this, statistics on each trail segment such 

as the number of submitted track logs, number of unique users and age of the data can be 

computed. Each of these is a good indication of the reliability of the data. User rating 

systems could also be employed, so that trusted and distrusted sources could be identified. 

Modeling. Recreation Simulation Modeling (Gimblett, Richards et al. 2001) is an 

emerging field that attempts to model recreational behavior in a natural setting. The goal 

is to compute statistics of interest to land managers such as usage, carrying capacity and 

user satisfaction. Agent based modeling techniques are commonly applied, where each 

agent is someone traveling across a trail network. One of the fundamental problems 

encountered by the forerunners of the field was difficulty constructing and maintaining 

the trail network used in the simulation. Trails were either traced by hand using aerial 
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photographs and topo maps or GPS data with a substantial amount of human work to 

process and combine the GPS tracks was required. 

TopoFusion, and the network method presented in this chapter has been successfully 

applied to the High Lakes Inventory, Monitoring and Simulation project in the Frank 

Church River of No Return wilderness area (Gimblett 2004; Nelson 2006). Inventory 

teams responsible for finding and classifying campsites in the wilderness carried GPS 

devices to collect data on the trail network, as described in Chapter 3. The base network 

used in the simulation was produced using TopoFusion.  

Another application of trail networks to recreation modeling is in the collection of 

usage statistics, that is, where actual recreators are traveling. Traditionally, paper surveys 

are used to gather both demographic and route information from volunteers. Paper 

surveys typically have low response rates and do not yield accurate representations of the 

route traveled. Another disadvantage is that they must be manually digitized and entered 

into the simulation software. 

Using GPS data to capture recreators’ trips offers advantages over paper surveys: 

accuracy, greater detail, and automatic processing.  A baseline trail network is necessary 

to relate different GPS tracks to each other and to compute usage statistics. Since GPS 

data also includes temporal information, there is the potential for more sophisticated and 

realistic models of recreational behavior. In short, we have better data to learn from.   

A collection of GPS tracks representing recreators’ trips can be collected in two ways. 

First, GPS data can be solicited from volunteers, either online or by handing out GPS 

devices at trailheads. This approach was applied by the authors in the Tucson Mountain 
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Park project (Chapter 5). However, it has proven difficult to attain a large sample. 

Another approach is to mine data from a user submitted digital trail library. As recreators 

submit tracks to the library, the data can be used to not only produce a trail network, but 

to collect trip logs for modeling. The library, then, serves the dual purpose of trail 

mapping to the public and monitoring to the land managers. 

The ultimate vision for this work is in the realization of a full, online, public 

participation library utilizing the network procedure defined in this work. A number of 

issues regarding efficiency and implementation have yet to be addressed; however we are 

confident that none are insurmountable.  
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CHAPTER 3 FRANK CHURCH RIVER OF NO RETURN WILDERNESS 

3.1   Introduction 

The Frank Church River of No Return Wilderness in Idaho is one of the largest 

wilderness areas in the United States and is subject to increasing user demands. The US 

Forest service commissioned an impact study that would lead to a computer model of the 

use patterns. Dr. Randy Gimblett was the principle investigator for the project, and I was 

lucky to be a part of the team. We collected GPS tracks by hiking every trail in the 

system, and used the GPS-network method described in Chapter 2 to construct a 

comprehensive trail network. The trail network became the travel network for agents in 

 

Figure 3.1: A dynamite blasted section of trail in the Frank Church River of No 

Return wilderness. The GPS trail network algorithm was used to form the travel 

network for use in RBSim software. 
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an RBSim simulation (Gimblett, Richards et al. 2001) of use in the wilderness area. 

3.2   Data Collection 

Our team was responsible for collecting high resolution GPS tracklogs for every trail 

in the Bighorn Crags study area. Garmin eTrex GPS units were used, downloading 

directly to TopoFusion software. We also collected data on non-trail routes to remote 

lakes and campsites. 

The GPS network algorithm described in chapter Chapter 2 was used to form a travel 

network that was then exported to shapefile format using TopoFusion and imported into 

RBSim software (Gimblett, Richards et al. 2001). This network was the basis for the 

simulation and behavior model. Previous models had required digitization of travel 

networks by hand, and the tedious process of assembling the data into a coherent and 

connected network. Using the GPS network algorithm sped up the build time for the 

model. 

In addition to digitizing trails, we also took waypoints for each campsite we found. A 

detailed survey for use, impact and classification was developed and logged for each 

campsite. 
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3.3   Trail Inventory 

As we traveled each trail, collecting GPS points, we also noted any hazardous 

conditions (e.g. obstacles, washed out sections). A photo was taken and a form filled out. 

Since we had a GPS tracker running, we were able to georeference each photo, using the 

timestamp of the photo and the GPS track. Using TopoFusion’s PhotoFusion (see §2.9) 

function we produced a clickable trail map showing all the locations of the hazardous 

conditions. Part of the photo map is show in Figure 3.2. 

 

Figure 3.2: Trail inventory map, generated using TopoFusion, showing 

georeferenced photos for maintenance areas. 
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3.4   Other duties 

As forest service employees, officially wilderness rangers, we performed other duties 

such as visitor outreach, trail maintenance and latrine installation. Figure 3.3 shows one a 

major blow-down that had rendered one of the trails impassable.  We sawed and removed 

dozens of trees. The time spent in the wilderness was, overall, a welcome break from the 

computer and an interesting real world application of research projects. 

3.5   GPS modeling 

For this project, paper trip diaries with crude maps were used to collect spatial 

information on where visitors traveled in the study area. While our GPS network was 

 

Figure 3.3: Clearing trees from the trail. All part of a computer scientist’s job! 
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very precise, the travel data on where trail users went was very rough. Often times the 

trail users themselves were not even sure what trails they took and did not have an 

understanding of the network. Working on this project and looking through the trip 

diaries served as inspiration for using GPS data to drive recreational models, a technique 

that offers many benefits and is described in the following chapter. 
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CHAPTER 4 PROBABILISTIC TRAVEL MODELING USING GPS DATA 

4.1   Introduction 

Recreation simulation modeling, when combined with intelligent monitoring, is 

becoming a valuable tool for natural resource managers. The goal of recreation 

simulation is to accurately model recreational use, both current and future. Models are 

applied to gain a thorough understanding of the characteristics of recreation. Indicator 

variables such as visitor experience, carrying capacity and impact on resources can be 

computed.  If the model is valid it can be used to predict future use as well as to 

investigate the effect of new scenarios and management decisions. 

Recent research has focused on agent-based modeling techniques. Recreators are 

represented by autonomous, intelligent agents that travel across the landscape. A central 

issue is the model used for agent travel decisions. Current techniques range from 

replicating trips exactly to making local, intersection level decisions based on probability. 

But little attention has been paid to justifying these models. 

In this chapter we model agent travel using a Markov chain. A Markov chain defines a 

set of states and transitional probabilities between states, where future decisions only 

depend on a limited set of past events. The states correspond to junctions in the travel 

network. We examine the effect of varying the length of the Markov chain, that is, the 

number of previous decisions made in travel network. The length of the chain ranges 

from zero (local decisions only) to infinity (exact trip replication). We test the length of 
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the chain on held out data for validation. We show that the choice of model strongly 

influences the validity and results of the simulation. 

To test these models we present a framework for automatically constructing agent-

based models from an input set of GPS tracklogs. The GPS tracklogs are collected by 

volunteers as they recreate in natural areas. Traditionally, data on where recreators travel 

is collected in the form of trip diaries, filled out on paper by visitors or by interview. 

Other demographic and attitudinal data is also collected along with the actual route 

traveled. Although the additional information is valuable, the data must be collected and 

entered by hand. Paper diaries also place a significant time burden on visitors, reducing 

the compliance rate as well as skewing the results (often only visitors with excess time 

participate). 

Using GPS devices to record visitor trips helps alleviate these problems. The 

framework for processing GPS trips and automatically building a model presented in this 

chapter significantly reduces the time required to build a model, lowers the cost and 

widens the applicability of recreation simulation modeling to new areas. A GPS device 

automatically records data, requiring only that visitors turn the unit on and carry it. 

Personal GPS use is also becoming more widespread among recreators. As more 

recreators use GPS to record their trips, data useful to modeling is becoming increasingly 

available. 

The steps in GPS driven model generation are as follows. First, the set of GPS 

tracklogs is combined to form the underlying travel network along which agents will 

travel. Each GPS tracklog is then traced along the network in order to determine what 
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choices were made as the recreator traveled across the network. This produces a list of 

trip itineraries. Model parameters (probability tables) can then be computed from the trips. 

The length of the Markov chain used in the probability tables is a parameter to the 

model. The length of the Markov chain can be thought of as the amount of previous 

decisions that affect the current choice. The optimal value for the length is found by 

testing the likelihood of heldout data for different chain lengths. This step is done 

automatically. Once the optimal length of the chain is chosen the model is complete and 

agent-based simulation can proceed.  

We present results from two collections of GPS tracklogs from different trail systems. 

The first is from Tucson Mountain Park and is the result of a volunteer collection effort 

by the authors (Chapter 5). The second is a collection of tracks from mountain bike rides 

in the Finger Rock Wash area, collected by the author. 

Current modeling techniques are equivalent to the extreme cases of our model, either 

local decisions or exact replication. Testing by held-out data on both GPS datasets 

indicates that the middle ground consistently performs better, suggesting that current 

techniques may be insufficient and that the length of the Markov chain is a parameter 

worth optimizing. 

4.2   Related Work 

Typically, recreational use is modeled using a combination of statistical and GIS 

techniques (Forer 2002; Ploner 2002). A different approach (Gimblett, Richards et al. 

2001; Itami 2002) is to use autonomous agents (Franklin 1996) to simulate human 

recreators. To understand agent behavior, data must be collected on current use. Past 
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methods have focused on paper trip diaries and oral interviews (Lynch 2002), ignoring 

more automatic methods, such as GPS data. 

There have been several approaches to modeling agent behavior as described by the 

data collected. RBSim’s (Gimblett, Richards et al. 2001),(Itami 2002) probabilistic 

models use exact trip replication, where actors in the simulation are assigned a specific 

itinerary that is chosen from the database of actual trips collected. Manning et al 

(Manning 2001),(Wang B. 1999) present a different model using the Extend modeling 

package, where local decisions are made at each intersection. These two approaches 

represent the extremes of the “K-history” model presented in this chapter. Here, K is a 

model parameter that represents the length of the Markov chain (Rabiner and Juang 1986; 

Meyn and Tweedie 2005) considered for a decision made at a trail intersection. RBSim’s 

approach is equivalent to K=∞, while Manning’s Extend model uses K=1. The K-history 

model is probabilistic, relying on counts of decisions made based on the data collected. 

4.3   Data Collection 

For this work we focus on two GPS datasets: Tucson Mountain Park and Finger Rock 

Wash. Tucson Mountain Park is a 20,000 acre natural area that borders the city of Tucson. 

The park offers a multi-use trail system open to non-motorized recreation. Due to its 

proximity to an urban area, it is subject to increasing use as well as pressure from 

development. A park master plan was recently completed to evaluate the necessity of the 

complex network of trails and access points available. There is a proliferation of social 

trails as a result of a lack of management in the area. The authors initiated GPS data 
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collection effort in Tucson Mountain Park, as described in Chapter 5. Over 100 trips were 

collected. 

The second data set, Finger Rock Wash, is a collection of 75 GPS tracks of bicycle 

rides collected by the author over a period of three years. All tracks originated at the 

author’s residence, following a myriad of routes in order to access a local trail system. 

4.4   Automated Model Generation from GPS Data 

The process of generating a model given a collection of GPS tracks proceeds in three 

steps: first a travel network is produced from the combination of all tracks, second, each 

track is matched to edges of the network to determine the routes taken and third the 

model parameters are computed from the routes. The following sections briefly outline 

the algorithms used to achieve these three steps. All of the algorithms presented in this 

work are implemented in the TopoFusion GPS Mapping Software. 

4.5   Travel Network Production 

A travel network is required for agent based simulation. A common, baseline network 

is also required to relate the trips recorded by GPS tracks to each other. Since most tracks 

will overlap each other, traveling on the same roads or trails as other tracks, it is 

necessary to determine what the underlying structure of the travel network is in order to 

determine what routes were taken by each track. 

One solution is to trace out the network, by hand, using topographic maps, aerial 

photographs as well as the GPS tracks themselves. This is not a trivial task since nodes 

and edges in the network must align exactly. Tracing complex networks can be time 
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consuming. We focus on automated methods for these reasons, as well as to decrease the 

level of expertise required to build a recreational model. 

The GPS-network algorithm described in Chapter 2 was designed exactly for this 

purpose. Given a set of overlapping GPS tracks in an area, it produces the complete travel 

network where all duplicates have been eliminated. We use the resulting network for all 

future steps in this chapter. 

4.6   Determining Trip Itineraries 

Given a travel network and a set of GPS tracks traveling the network, the next step is 

to determine the route each track traveled. Due to GPS errors, each track will vary in 

distance to the edges in the network, usually intersecting at various points. Tracks can 

also turn around at any point, or may be traveling close to two edges in the network.  

Formally, this problem is known as the Map Matching problem. One map is the 

underlying network, and the other is the GPS track (which is a map of where the GPS 

receiver traveled). The problem is to find out how best to match these two maps together 

in some optimal way.  

Efrat et al (Efrat 2003) present a dynamic programming approach to do so using the 

Frechet distance as a metric. The details of the algorithm are complex and it has not been 

tested on actual GPS data (only synthesized data). Further, we maintain that the Frechet 

distance is not an appropriate metric for identifying GPS paths through a travel network. 

The Frechet distance measures the similarity between two curves, and can be described as 

the minimum length leash necessary for a “man and dog” to traverse the two paths. Both 

the man and dog are allowed to change the speed with which they move or stop, but are 
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not allowed to backtrack. The problem is that a GPS track (the “man” in this case) is not 

subject to this constraint. Trail users can backtrack within an edge in the trail network, 

which would result in an inflated Frechet distance since the corresponding traversal of the 

trail network (the “dog”) would have to stop and cannot backtrack with it.  

Instead, we employ a greedy algorithm that is based on the Hausdorff distance and 

allows backtracking. It proceeds as follows. First, the beginning point of a GPS track is 

compared with all nodes in the network to determine the closest starting point. Then, each 

outgoing edge from the node is compared with the first portion of the GPS track using the 

Hausdorff distance (which is invariant to the “back-tracking” problem described above). 

The outgoing edge with minimal Hausdorff distance is selected as the first edge traveled 

by the track. The track is then traversed until it reaches the next node (measured by 

simple distance). The process is then repeated (comparing Hausdorf distances with the 

next section of the track) until the track reaches its endpoint. 

The list of edges in the network traversed is output to a text file. When the procedure 

is run on all of the input GPS tracks, the result is a single text file listing the itineraries of 

each track, as shown in Figure 4.1.  
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4.7   Probabilistic Decision Modeling 

Given the outputs of the two proceeding steps, the travel network and trip itineraries, 

we can now proceed to compute the parameters of our model. We first give details on the 

K-history model used to evaluate different travel models. 

4.7.1   The K-History model 

The goal is to model the decision process recreators go through at a trail intersection. 

Our approach is to compute a probability distribution based on the decisions actual 

recreators made. We introduce the concept of the K parameter, which corresponds to the 

number of previous decisions each new decision depends on.  

In the simplest case, with K=0, decisions are based on no historical information and 

depend only on the intersection where the decision is made. Suppose that at a given 

intersection, 70 percent of people turned left and 20 percent right, as indicated in Figure 

4.2(a). The K=0 model would send agents left 70 percent of the time and right the other 

20 percent (10% of the time they go back the way they came).  

1:,1,4,2,7,10,9,10,7,8,11,-1 

1:,4,2,7,10,9,10,7,8,12,-1 

1:,4,2,7,10,9,10,10,9,9,10,7,8,12,-1 

1:,1,4,2,7,10,9,10,7,8,11,12,-1 

1:,4,2,8,11,-1 

Figure 4.1:  Example trip itineraries, in text file format. The first number 

preceding the colon is the node number where the trip begins, followed by a 

comma separated list of nodes representing the path. The trailing -1 

indicates an end of line. 
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Now suppose that the topology of the network is a loop, as show in Figure 4.2(b), but 

with the same probability distribution. An agent that returns to the intersection after 

traversing the loop faces the same probability distribution, so he will likely traverse the 

loop again, with 90 percent probability. This will result in continuous loops with only a 

10% chance of exit. Although this pattern may actually be represented by a data set, in 

actual recreation situations, loops are rarely traversed repeatedly.  

To solve this problem, we can condition the probability distribution based on the 

incoming edge that the agent is traveling on to reach the intersection. In this case, for 

every incoming edge (there are 3 in Figure 4.2) there exists a different probability 

distribution. Thus, agents traveling on the loop could have a much higher probability of 

exiting the loop than continuing on it. This model of conditioning the probability 

distribution on the incoming edge is the K-history model with K = 1. That is, the decision 

process is based on the previous intersection decision. 

 

Figure 4.2: Example trail intersections. (a) Simple K = 0 probability distribution. (b) 

Looping example where K=0 model breaks down. If the same probability 

distribution as in (a) is applied to the network in (b), agents would continuously 

traverse the loop, with only a 10% chance of exiting. 
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Analogous situations can be constructed where the K = 1 model also fails to accurately 

model the data. A natural question arises, what value of K is optimal?  This is the intent 

of this work: to develop a framework for evaluating the choice of K.  

If the goal is to only model the data collected as accurately as possible, then K should 

be as large as possible. This ensures that paths not seen in the training data are not 

allowed to occur in the simulation. This is exactly the model used in RBSim, where 

agents are assigned a specific trip from the training data. The problem with this approach 

is that the trips collected are only a small sample of the use actually occurring. Since 

there is no room for variation from the collected data, over-fitting results (K is too large).  

4.7.2   Model Definition 

More formally, the K-history model uses a Markov chain of order K, as a generative 

statistical model, where the probability of generating an agent choice, P(ci), at each 

intersection is given by 
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where ci, ci-1, . . . ci-K, represent the previous K choices made by the agent, and Ci, Ci, . . . 

Ci-K, are the matching choices made by GPS tracks from the input set. In other words, the 

future state of the chain depends only on the previous K states. 

4.7.3   Computing Model Parameters 

Given a choice of K, we are able to compute the model parameters (i.e. the probability 

distributions) simply by counting the choices shown in the training data. For a given node, 

there exists a probability distribution for each possible path (sequences of choices) of 
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length K that ends at that node. Thus, as K increases, the number of possible paths ending 

at a node increases exponentially. Many of the tables will simply be empty (full of zeros) 

since they represent impossible paths given the training data. To save space and to 

decrease the complexity of the implementation, we do not pre-compute the probability 

distributions for all possible nodes. Instead, we simply store all of the paths that lead to a 

given node, at the node. Since the number of total trips is generally low (only 100 in the 

Tucson Mountain Park dataset), the number of paths leading to a node is generally small. 

As an agent reaches a node during simulation, the probability distribution is calculated 

by counting the number of trips (only looking at most K steps back) that match the 

agent’s path history. If the length of an agent’s path (in terms of number of decisions) is 

less than K, then all paths that match and are equal to the agent’s path length are 

considered. A uniform random number generator is used to choose an outgoing edge 

based on the newly computed distribution. 

Another model parameter is the probability of exiting the network. All exits nodes are 

identified automatically from the set of GPS trips, and each is assigned a probability of 

exit based on the number of GPS tracks that ended at that node.   

4.8   Comparing K-history models 

To compare different values of K in the K-History model, we compute the likelihood 

of held out data, given the model. This gives us a measure of how well our model (for 

different K values) predicts new trips. Since our data sets are always a sample of the 

actual use occurring, the performance on new trips is the most important measure of the 
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validity of a model. Held out data is chosen by selecting a random 10% of the training set. 

The model is then trained on the remaining 90%.  

The held out data is a set of m trips, H = {t1 , t2, . . . tm}. To compute the likelihood of H, 

we multiply the likelihood of each trip, 

P(H) = P(t1) · P(t2) . . . · P(tm),        (4.2) 

since each trip is an independent event. The probability of each trip is computed as:  
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where a trip is represented by a sequence of n choices, c1, c2, . . . cn, one choice for each 

node reached in the network. The probability values ),,|( 1 Kiii cccP
−−

K are determined as  

in the simulation model for agents, as described in section 4.7.3. For a given node where 

a choice of outgoing edge, c, occurs, we compute a probability distribution for the 

outgoing edges based on the 90% training data. The distribution is computed by counting 

the outgoing edge choice made by each trip in the training set that matches the previous 

choices, Kii cc
−−

,,1 K . When the sequence of previous choices is less than K in length, the 

probability is simply conditioned on all of the previous choices. If a held out path does 

not occur in the training set, it is assigned a probability of 
�
�. That is, all paths have some 

small probability of occurring. 
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Equation (4.3) is normalized by taking the geometric mean, which is appropriate since 

we are multiplying probabilities. This ensures that each trip receives equal weight in 

Equation (4.2), regardless of the number of choices in the trip.    

4.9   RESULTS 

First we present a plot of the likelihood of the Tucson Mountain Park data set, when 

trained with 100% of the data, for varying values of K. In this case, the held out set H is 

the training set itself. This measures how well different values of K model the training set. 

As Figure 4.3 shows, as K increases, the likelihood increases. A K value of zero performs 

poorly and performance levels out past K = 10. This is the expected behavior; as more 

 

Figure 4.3: Log Likelihood plot of training data from Tucson Mountain Park. Here 

higher values of likelihood indicate a better fit of the model. We see that as model 

parameters are increased (the value of K is increased) the model better fits the data. 
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parameters are added, we are fitting the training set more accurately. This figure also 

confirms the notion that trail decisions are dependent on previous decisions. K=0 

corresponds to no previous information, which we see performs poorly. We also note that 

if the model’s goal is to accurately simulate current use, not predict future use, a high 

value of K should be used. 

Figure 4.4 shows the plot of P(H) where H is a randomly selected 10% of the Tucson 

Mountain Park dataset.  The likelihood of the held out set is maximal at K = 2. This 

means that to best model recreator use at Tucson Mountain Park, trail decisions should be 

based on the last two decisions, but no more.  However, we see that the model performs 

relatively well for values in the range 1 to 7. After 7, the performance begins to suffer 

due to over-fitting. As K grows larger, the model loses the ability to predict trips that 

were not part of the training data. 
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A plot of P(H) for the Finger Rock Wash dataset is given in Figure 4.5. K = 5 is 

maximal here, however, a wide range of K values produces near optimal performance. It 

is interesting to note that K=0 (no previous information) performs well. This is likely due 

to the fact that the trails in the dataset are highly directional. That is, the trails are almost 

always traveled in a certain direction. Thus, it is very likely that regardless of the 

previous decisions made, the most likely choice will be a good one. However, higher 

values of K still perform slightly better, showing that prior information does improve 

performance. We again see the characteristic decline in performance as K increases. 

 

Figure 4.4: Log Likelihood plot of P(H) for the Tucson Mountain Park dataset, 

where H is a randomly selected, 10% held out subset of the data. K=2 is the optimal 

value, meaning that considering the last two decisions produces the best 

performance. 
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4.10   DISCUSSION 

The results presented in this work indicate that the choice of K is a delicate matter. 

The two extremes represented by current approaches have their drawbacks. The trip 

modeling of RBSim (K=∞) suffers from a poor ability to predict trips not present in the 

training dataset. The Extend (K=1) models employed by Manning et al do not sufficiently 

model the training set and also have poor predictive power. Optimal K values on both of 

the datasets presented in this work were between the two extremes. 

It is important to note that the comparisons with previous techniques are for baseline 

travel models only. Actual models include agent logic and other rules that influence 

travel decisions and improve accuracy. For example, a limit on total trip time, or a 

 

Figure 4.5: Log likelihood plot of P(H) for Finger Rock Wash dataset, where H is 

a randomly selected, 10% held out subset of the data.  K=5 is maximal, with a 

sharp decline in performance due to over-fitting. 
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concept of an agent’s overall available energy can force agents to exit the trail network or 

change decisions they make at trail intersections. 

It is clear that the choice of K is highly dependent on both the travel network and the 

structure of the trips. There is no magic value of K that should be applied in all cases. We 

have presented an automated framework for producing a K-history model using an 

optimal value of K. Given input trips in the form of GPS tracks, the procedure 

automatically generates the travel network, the trip itineraries, the optimal value of K as 

well as the model given that choice of K. Little human supervision is required. 

Future work should include investigations of more complex models, while continuing 

to compare performance with current models using held out data. Some examples of 

more complex models include variable K values, where each node is assigned a K value, 

perhaps differing from other nodes. Another possibility is to cluster the trips beforehand, 

selecting different values of K for each cluster. 
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CHAPTER 5 TUCSON MOUNTAIN PARK PROJECT 

5.1   Introduction 

Tucson Mountain Park is a 20,000 acre natural resource preserve that borders the 

urban Tucson area. Due to its proximity to Tucson and its popularity as a mountain 

biking destination we started a data collection effort from park users. The GPS tracks 

collected served as the main data set for the development and testing of the K-History 

modeling technique described in Chapter 4. The data was also used to provide input to 

county officials for consideration in the park master plan. 

5.2   Data Sources 

Figure 5.1: .A plot of all data collected as part of the Tucson Mountain Park project, 

over a 2007 color aerial image. The complexity of the trail network is evident, making 

it an ideal test case for trail user decisions. 
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Submission was in the form of GPX (Developers 2004) files, consisting of a single 

track log of a trip in the mountain park. No camping is allowed in the park, so only day 

trips were considered. 

GPX files were solicited from any source, through fliers posted at trailheads and via 

internet and newsletter postings. In addition, a small number of GPS units were made 

available to loan for data collection in the park. 

5.3   Dataset details 

The TMP dataset consists of 112 tracks, collected from approximately 35 contributors. 

The largest number of tracks from a contributor is 15. The average trip length is 9.91 

miles, lasting 1.5 hours of moving time. For user type, the majority of the tracks consist 

of mountain bike trips in the park, with a smaller number of hikes. No equestrian data 

was collected, despite light use in the park. 

A total of 84,000 GPS points were recorded, averaging 750 points per track. This is 

fairly high resolution data, and suitable for precisely determining the path through the 

trail network. 

A plot of all tracks collected is shown in Figure 5.1. The complexity of the underlying 

network made the dataset challenging, both to create a coherent network by the GPS 

network algorithm and also for modeling purposes with K-history. It remains a difficult 

area to understand use, and the park continues to struggle with managing the proliferation 

of many unofficial trails. 
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5.4   Availability 

The Tucson Mountain Park dataset is available on-line, for research and non-

commercial purposes. See (http://topofusion.com/starrproject.php) for details. 

5.5   Data Quality 

The Tucson Mountain Park dataset was used as the primary dataset for developing and 

testing the K-history model presented in Chapter 4. Any large collection of GPS tracks, 

like this one, raises questions of data quality and presents opportunities to improve on it. 

The following chapter deals with several methods for processing digital trails to increase 

accuracy and appearance. 
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CHAPTER 6 IMPROVING DIGITAL TRAIL DATA 

6.1   Introduction 

GPS data is not without its flaws. There are many sources of error and loss of 

resolution. In this chapter we cover three methods for improving the data quality of GPS 

tracks. First, the GPS-snakes method corrects GPS tracks to ‘lock on’ to trails visible in 

aerial photographs. We then deal with the issue of using multiple traces of a trail to 

obtain an ‘averaged’ GPS track, presenting, instead, a simple method for determining the 

best trace among a set of tracks. Finally, we briefly cover interpolation between GPS 

points to improve the resolution and representation of a trail. 

6.2   GPS-Snakes - Correcting GPS Tracks with Snakes 

The extraction of features from digital images is one of the core problems facing 

computer vision. For GIS applications one of the most critical features to be extracted is 

pathways: roads and trails. To date, most methods are not general purpose; they are either 

application or image specific. One of the more general and popular methods is that of 

active contours or snakes due to Kass et al (Witkin, Kass et al. 1987). A snake is a 

deformable model that uses energy minimization techniques to find contours in images 

and extract features. They have gained wide acceptance and have been applied to and 

modified for many problems. 

A key weakness of the snakes model is that the contours (snakes) require initialization. 

Typically initialization is done by the user (by hand), or by either ad hoc or application 

specific methods. We propose using GPS data as initialization. Since even recreational 
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GPS units are often accurate to within 30 meters (Wilson 2001) they provide an excellent 

rough estimate of a pathway. 

The traditional snake model is designed to extract features given varied 

initializations. This work presents a new energy functional that exploits properties 

of GPS data to strengthen the ability of the snake to extract a pathway. 

6.2.1   Snake Energy Formulation 

The energy functional of a snake is expressed in terms of internal and external 

energy (Witkin, Kass et al. 1987). The internal energy is dependent only on the 

shape and characteristics of the contour while the external energy is derived from 

image information. Let the snake be defined parametrically as v(s) = (x(s),y(s)). 

Then, the total energy of the snake is defined as 
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6.2.2   Internal Energy 

Traditionally, the internal energy is defined using first and second order 

continuity constraints (Witkin, Kass et al. 1987). These constraints control the 

elasticity and stiffness (respectively) of the contour as it shrinks around an image 

object. The internal energy is used to control and modify the overall shape of the 

contour. 

This definition of internal energy is not well suited for a snake formulation using 

GPS initialization. In fact, it has been our experience that the initial shape of the GPS 

data should be preserved, not altered. Large differences from the initial shape 

 

Figure 6.1: Aerial photograph with GPS data plotted, perpendicular lines indicate θ 

direction 
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should only be allowed under strong image evidence. Therefore, we define a new 

internal energy term to penalize deviations from the initial shape. Let g(s) be the 

fixed parametric curve defined by the initial GPS data. Using a constant tuning 

parameter β, the internal energy is defined as  
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6.2.3   External Energy 

The external energy is typically defined using the image intensity function and 

derivatives of it. This attracts the snake to areas of high intensity as well as to edges 

in the image. We include an image intensity term but have found edges in images to 

be unreliable, especially when attempting to extract trails of narrow width.  

As seen in Figure 6.1, a pathway will be locally maximal in the direction 

perpendicular to the direction it is traveling. Due to GPS initialization we know the 

overall structure of the pathway beforehand. We can then pre-compute, for each 

region along the snake, which orientation to use for a check of local maximality. We 

incorporate this into our external energy term. Let θ(s) be defined as the angle 

between a reference line and the line perpendicular to g at s. Then the external 

energy is defined as:  
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The first term in the summation is simply the image intensity with ω, a tuning 

parameter. The second term is modified by the tuning parameter ζ. Its derivative is 
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one dimensional taken in the direction of θ(s), which is a fixed function computed 

solely from g, the initial curve. Example θ directions are shown in Figure 6.1. 

The solution of the active snake model is the curve, v, such that Esnake is minimal. 

Therefore, minimizing Egps-int will move the snake towards local maximums in the 

direction of θ. Minimizing the first derivative moves towards local maxima or 

minima and the ωI(x,y) term with ω negative ensures maxima over minima. 

6.2.4   Implementation: Greedy approach 

We have solved our snake formulation using the greedy approach described in 

(Donna J. Williams 1992). We chose this approach for ease of implementation, speed 

and due to the inherent locality of corrections in our problem. Other solution 

techniques for energy functionals of this form include gradient descent derived from 

variational calculus (Courant and Hilbert 1962) and dynamic programming (Amini, 

Weymouth et al. 1990). The former suffers from numerical instability while the 

latter provides a globally optimal solution at a high computational cost.  

An iteration of the greedy algorithm proceeds by walking the list of GPS points. 

Let Pi be the i-th point of the GPS track. The algorithm considers each pixel in a ∆ by 

∆ window around Pi as a possible position to move Pi to. For each location in the ∆ 

window the algorithm computes the change in energy for Pi that will result if Pi is 

moved to that pixel. The pixel with the minimum energy is chosen for the new 

location of Pi. 
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The correction obtained for point Pi is used to predict and penalize corrections 

for point Pi+1. The distance from this predicted correction is used as a local 

approximation to the internal energy term. This has the effect of maintaining the 

overall shape of the GPS track while allowing runs of local corrections. The external 

energy term is approximated by a measure of local maximality in the θ direction. 

6.2.5   Results 

In practice, the greedy implementation of our energy formulation performs well 

at correcting GPS tracks. Figure 6.2 shows a DOQ image with an initial GPS track and 

 

Figure 6.2: GPS track corrected by a single iteration of the Snakes-GPS algorithm. 

The original data is shown in empty circles. Corrected data is in smaller solid circles. 

In many cases the correction was over 10 meters. Parameter values were as follows, 

Β = 1.5, ζ = 10, ω = 0.5, ∆ = 10 pixels. 
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its snake corrected result plotted on it. We have tested the code on a variety of 

images of varying terrain. We have found the results to be more than satisfactory. 

Quite often, parameter tuning was not necessary; the same values of the constants 

given in Figure 6.2 worked well. 

We have also tested our technique on classifying trail pixels, a key part of the trail 

finding algorithm presented in Chapter 8. For details on applying the GPS-snakes as 

a preprocessing step, see section 8.3.2  For classifier results on held out data, see 

section 8.6 and Table 8.2. Using snakes to correct the data beforehand resulted in a 7% 

increase in classifier performance, on average. 

6.3   Trail Averaging 

The GPS network algorithm presented in Chapter 2 provides a means for determining 

which portions of a collection of GPS tracks correspond to the same trail. As the 

algorithm proceeds, those portions are averaged together such that the final output is the 

complete network of trails, with data from all instances of a particular trail used. 
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In practice the averaging as described works well for small numbers of tracks. With 

three or less instances of a trail the resulting average will lie in the middle of the tracks 

and will maintain the inherent shape of the tracks. However, the only property that is 

guaranteed is that the resulting average will lie within the convex hull of all of the GPS 

tracks. With large numbers of tracks the result is often very jagged and may not even be 

near the center. Figure 6.4 shows an example of this. 

6.3.1   Related Work 

Very little work has been done on averaging GPS tracks. Brundson describes a method 

using principal curves (Brunsdon 2007). An extension of principal component analysis 

(Jolliffe 1986), a principal curve (Hastie 1984) is a dimension reduction technique by 

 

Figure 6.3: Five GPS tracks from a switchbacking portion of the Red Ridge Trail 
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which a smooth curve that runs through the middle of a point cloud is computed. This 

curve minimizes the total square distances from each point. Brundson adds a measure of 

outlier detection to the standard Principal Curve Analysis of Hastie el al (Hastie and 

Stuetzle 1989) to account for bad tracks.  

Other methods construct multiple curves locally (Zhang, Chen et al. 2008) and can 

also handle multiple, possibly disconnected curves. This is of possible use to the global 

problem addressed by the GPS network algorithm, however the main design of the 

algorithm is to take advantage of localization for more robust fitting. The adaptive 

constraint K-segment principal curve method (Einbeck, Tutz et al. 2005) is still another 

method designed to make the curve fitting process less sensitive to both parameters and 

outliers.   

 

Figure 6.4: The averaged output from the GPS Network algorithm is jagged and not 

representative of the actual trail. 
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A key point is that the ordering of GPS points in a track is lost with all principal curve 

methods. As we will show, this is important information for trails. Brundson tests his 

method and shows good results with roads, but does not consider trail data. 

6.3.2   Data Loss 

Consider the set of GPS tracks shown in Figure 6.3 showing a portion of the Red 

Ridge Trail near Tucson, Arizona. This portion of trail has six switchback turns with less 

than 100 feet between turns. This is less than the average accuracy of a handheld GPS 

receiver (Wilson 2001). Figure 6.5 illustrates the result of loss of data inherent in the 

principal curve method. The point cloud is such that there is no way to determine the 

shape of the underlying trail. 

 

  (a)      (b) 

Figure 6.5: GPS points without tracks linking them. (a) shows the point cloud, where 

the underlying switchback structure is lost. In (b) the output of the principal curves 

algorithm is shown. While the curve passed through the center of the point cloud and 

does include turns, it does not correctly extract the trail. 
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Running the principal curve algorithm on this data confirms that it fails to extract the 

correct path of the trail, as shown in Figure 6.5(b). 

6.3.3   Normalized Averaging 

We have attempted a trail averaging scheme that takes into account the shape of the 

input tracks. The idea is simple. Normalize the length of each GPS track and 

parameterize it on t. Choose a ∆t based on the overall length of the trail. At each ∆t, 

compute the 4D average (longitude, latitude, elevation and time) of each parameterized 

track. We have found that this method works well for relatively straight trails and ones 

with turns wider than the GPS accuracy in the area. However, for trails such as Figure 6.3 

the averaging tends to over-smooth the data, losing the sharpness of switchbacks and 

 

Figure 6.6: The result of normalized averaging. Some structure is preserved, but 

turns are missing and not correctly placed. 
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sometimes losing turns completely. Figure 6.6 shows the result of normalized averaging 

on the data from Figure 6.3. 

6.3.4   Best candidate method 

It is clear that any averaging method must take into account the overall shape of the 

GPS tracks in order to extract the underlying structure. However, it is less clear how to 

determine the difference between the jagged turns of erroneous data and meaningful 

structure. Further, averaging inherently smoothes data, but trails are not smooth, 

especially in the case of switchbacks (which can be up to 170 degree turns). 

Thus, instead of averaging, we propose a method to determine the best GPS track. By 

definition there is one track that had the best combination of satellite constellation, 

atmospheric conditions and placement on the user. That track, besides having the most 

accurate estimate for any particular point on the trail also will have the best 

representation of the structure of the trail. 

We define the optimal GPS track as the one that is closest to all other tracks, since 

GPS errors are best modeled by a 2D Gaussian distribution (Bossler 2002). It is the most 

central track. 

We compute the distance between tracks A and B as 

N
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where there are N points in track A and M points in B. In other words, this is the average 

minimum distance between each point in A to any point in track B. An alternative to (6.4) 

would be to use the Hausdorff or Frechet distance. We did not use either of these 
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measures since we are not interested in maximum distances, but the average distance over 

the entire segment. 

Now, for a given track, A, we compute the sum of d(A,B) to each track in the dataset, 

∑
=

=
T

i iBAdscore
1

),( ,        (6.2) 

where T is the number of tracks in the input set. The track with the minimum score has 

the smallest average distance to every other track and is thus the most central. 

Figure 6.7 shows the optimal track from the Red Ridge dataset. Visual inspection of 

the underlying aerial photo confirms that this track is very close to the actual location of 

the trail, and that it maintains the correct shape of the trail. 

6.3.5   Conclusions and future direction 

We have shown that the ordering of GPS points is crucial to path estimation for trail 

data. Methods that ignore this data will not be able to extract the underlying structure that 

is a present in the data. In the absence of an averaging technique that maintains this 

structure, we have instead proposed a method to determine the best candidate track from 

the input data. Such output is more desirable than other known averaging techniques. The 

method could also be extended to piece-wise candidate selection, such that the best tenth 

of a mile, for example, is selected rather than an entire trail segment, since the accuracy 

of the tracks may vary over long trails. 
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We anticipate an approach using MCMC (Markov chain Monte Carlo) sampling could 

result in a promising method. An objective function could be based on the centrality of 

the current candidate with the addition of a term penalizing deviation from the overall 

shape of the GPS tracks. The best candidate method could be used to seed the sampler. 

However, balancing the terms of the objective function will be difficult. It is also not 

clear that a suitable shape penalty function could be determined. 

 

 

 

 

Figure 6.7: The best candidate among the input GPS tracks matches the structure 

and location of the underlying trail which is visible in the aerial photograph. 
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6.4   Interpolating GPS Data with Splines 

Tracks recorded by GPS devices are approximations. They are a set of discrete data 

points taken along a curve--the actual path traveled. Splining, or interpolating these data 

points is an attempt to recreate the actual curve traveled. The result is a more accurate 

and better looking track, as shown in Figure 6.8. Typically the length of a track will 

increase to a more accurate level when splined.  

6.4.1   Spline Preliminaries 

First, we use interpolating splines rather than approximating splines. We trust the 

actual GPS data points to be accurate (as accurate as possible during collection) and 

therefore we want the curve to actually go through every data point. Approximating 

splines do not have this requirement. Typically, GPS points are at least accurate with 

respect to surrounding points; so the overall shape and relative positions should at least 

be trusted.  

We have found the following method to give the best results for interpolating GPS 

collected data. We use piece-wise cubic Bessel interpolation. Piece-wise means that we 

fit a cubic curve between each pair of successive data points. We employ Hermite 

boundary conditions which ensure continuity of slope at each join point. Bessel 

interpolation is used (by fitting a parabola through each of three consecutive points) to 

estimate the value of the first derivative at each data point. 
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6.4.2   Choice of parameterization 

There is a key difference between splining a function and splining a curve. With GPS 

data we have no function, only discrete data points placed in order. Our data points are 

four dimensional, (x,y,elevation and time). To fit a curve to this data requires defining 

four parametric functions (one for each dimension). One must choose a parameterization, 

that is, a distance along the overall curve (the T values) corresponding to each data point. 

The obvious question presents itself: which parameterization is best? This is still an 

open research area, partially because it is difficult to quantify what the “best” 

parameterization is. Example parameterizations include: uniform, chord length and 

centripetal, but there are also other, more complex methods (Hoschek 1988).  Uniform 

 

Figure 6.8: Interpolating GPS data. The green line is the original GPS track. A more 

realistic depiction of the trail is given by the splined GPS track, shown in yellow. 
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parameterization, for example, means that the spacing between GPS points (along the 

splined curved) is equal, regardless of the actual distance between the points. Chord 

length and centripetal both set the T values in a non-uniform way, proportional to the 

distance and orientation between the points. We have experimented with uniform, chord 

length and centripetal parameterizations as well as different methods for approximating 

the derivatives by fitting quadratic curves. 

6.4.3   Interpolating in TopoFusion 

TopoFusion's spline function (Figure 6.9) gives you the choice between uniform and 

non-uniform parameterization. The non-uniform case uses a parameterization based on 

the 2D distance between the points. This method gives the best results for the data we 

have tested on. 
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The spline function also allows you to control the number of points inserted between 

data points. This will control the factor by which the GPS data will grow. Another slider 

allows control over the strength of the first derivatives at each point. This value is simply 

multiplied by all of the derivatives. Increasing the slider will push the curve out further 

from the original polygonal line and will often result in self-intersecting loops (a major 

problem with all choices of parameterization). This slider gives the user control over the 

resulting curve. 

6.5   Summary 

We have presented three techniques that can be used to improve the accuracy 

and appearance of digital trail data. GPS-Snakes (6.2 ) corrects using image 

information, trail “averaging” (6.3) selects the most central trail given a set of GPS 

 

Figure 6.9: TopoFusion dialog showing controls for interpolating GPS Data 



89 

 

tracks and interpolation (6.4) inserts intermediate points to gain a better 

representation of the trail.  All three can be used as post processing steps, though it 

is recommended that interpolation as described in section 6.4 be applied after 

either of the other two techniques. GPS-snakes requires aerial imagery where the 

trail is visible and trail averaging needs multiple traces of a trail, while interpolation 

needs only a single track. These methods can be used as a preprocessing step for 

other trail algorithms; one example is using GPS-snakes to improve training data for 

automatic trail finding in aerial images, as described in section 8.3.2.  
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CHAPTER 7 CYCLING THE GREAT DIVIDE 

Eat. Sleep. Ride. The Great Divide. – Divide aphorism 

7.1   Introduction 

Furthering the theme of balancing field data collection with computer time, my fiancé 

and I set off to cycle and collect GPS data on the 2,500 mile Great Divide Mountain Bike 

Route (GDMBR) (McCoy 2004). The resulting GPS track is unique in its length and the 

variety of trail surfaces it covers. It served as the primary dataset for the training and 

testing of the Finding Trails method presented in the Chapter 8.The data was also used by 

the creators of the route, Adventure Cycling. To date, the GPS track collected is the 

definitive digital representation of the GDMBR. 

7.2   The Trip 

We set out to ride the Great Divide Mountain Bike Route from Mexico to Canada (see 

Figure 7.2 for a route map). The GDMBR follows the continental divide through 

Montana, Idaho, Wyoming, Colorado and New Mexico, covering some 2,500 miles and 

crossing the continental divide 29 times. Elevations range from 2,000 to 12,000 feet, 

through forests and deserts alike. It is a beautifully diverse and rugged route. 

We cycled backwards on the route, and the trip took 39 days, including rest days. 

From the GPS data we computed that the route has 191,000 feet of climbing and that our 

average speed was 9.7 miles per hour. Our time of 39 days is still the fastest known 

traversal of the GDMBR backwards, although we were not racing the route. 
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7.3   Data Collection 

A Garmin GPSMap60CS was used, mounted to my bicycle’s handlebars. The “most 

detailed” setting for the tracklog meant that the GPS would quickly exceed its maximum 

capacity. I carried a laptop computer that was used to download each day’s tracklog. This 

led to a 150,000 point tracklog – one of the largest, longest and most detailed ever 

collected at the time. It was used as a test dataset for several applications and algorithms, 

by myself and others.  

The full divide GPS data has always been available at (http://topofusion.com/divide). 

It was the basis for a massive update to Adventure Cycling’s divide waypoint list, as well 

as a complete regeneration of route elevation profiles on the official GDMBR maps. 

 

Figure 7.1: The author, cycling the Great Divide Mountain Bike Route, while 

collecting a very detailed GPS tracklog that would be used to update maps and for 

research projects such as trail finding. 
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Hundreds of cyclists have used the track to successfully navigate the trail, whether in 

pieces or in one complete shot. 

Most notably, the divide dataset was used extensively to train and test our trail finding 

algorithm, described in the following chapter. Given the length, diversity and 

mountainous nature of the route, it was the perfect dataset, and a challenging one at that.  

 

Figure 7.2: Plot of the divide GPS track, from TopoFusion software, including 

elevation profile. 
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CHAPTER 8 FINDING TRAILS 

8.1   Introduction 

In this chapter we develop a semi-automatic method for extracting trails from aerial 

and satellite images. We assume that the two end points of the trail are given. Our task is 

to find the most likely trail that connects the two points. 

To develop and validate our system we exploit the large amount of training and testing 

data available through GPS technology. This data is collected automatically as people 

recreate and is becoming increasingly plentiful. However, for our purpose, raw GPS data 

has a non-negligible amount of error, and thus we automatically lock the GPS data onto 

the nearby trail using the GPS-snakes algorithm (see §6.2).  

Thus we can easily acquire a large quantity of aerial image data for trails. We compute 

relatively simple feature vectors and then train systems to estimate the likelihood that an 

observed image patch is on a trail. We experimented with three ways to do this: a naïve 

Bayesian classifier, a support vector machine with soft output, and a multi-modal mixture 

model. All methods give roughly comparable performance for the raw classification task 

(trail versus not-trail) when tested on held out data.  

Even with high quality training data, trails cannot be found by local methods alone. 

Trail image data is too varied and too noisy. For example, the trail in Figure 8.1 is 

obscured by bushes in places. In other cases, trails are mimicked by washes, animal 

tracks, or random alignment of terrain features. Trails can also be indistinguishable from 

the background on occasion. 
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Clearly, what further distinguishes trail pixels from non-trail ones is that the trail 

pixels can be linked up to go somewhere. In other words, we need to integrate the global 

condition of a path with the results from our classifiers. We do this by supposing that the 

per-pixel probabilities are an estimate of the amount of energy a traveler would have to 

expend to cross that pixel. We then wish to minimize the total energy along the path. This 

is attractive because it can be done efficiently, provided we ignore the fact that we are 

comparing trails of different lengths. In practice this approach has some merit, both in the 

literature and on our test set. But we have found that taking care to control the length of 

the path significantly improves performance. 

Adding length information is not trivial. We were able to formulate a method similar 

to Floyd’s minimum cost algorithm that can handle a length term, but unfortunately this 

approach has complexity O(N
3
) in time and O(N

2
) in space, where N is the number of 

pixels. Since this is computationally prohibitive, we instead developed a splitting 

heuristic based on Dijkstra’s algorithm. This heuristic works by piecing together portions 

 

Figure 8.1: Example USGS aerial photograph, from the Santa Rita mountains 
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of shortest paths using the length based global cost function. We then further improve on 

the heuristic method by randomly sampling trails, since the heuristic is constrained to 

piecing together shortest paths. 

Our results on 500 trail images suggest that adding length information to the energy 

formulation significantly improves the ability to extract trails over naively using the 

minimum cost formulation. 

8.2   Previous Work 

We are not aware of previous work focused on finding recreational trails in remote 

sensed images. However, the problem of finding roads from such data has been well 

studied, with a variety of approaches surveyed in (Auclair-Fortier, Ziou et al. 2000). We 

briefly review some of what has been learned from work on roads below. However, we 

emphasize that trails are more difficult than roads since they are narrower, less 

predictable, less uniform, more often obscured, and more often indistinguishable from the 

background. This means that the handling of the global constraint is more critical—

simply (virtually) following the trail will fail much more often than following a well 

maintained road. Features from trails are also less reliable, leading to our emphasis on a 

probabilistic treatment and learning the relationship between features and category 

probabilities from data.  

Early work on extracting roads focused on local methods, using image processing 

techniques on local pixel neighborhoods. To determine if pixels are “road” or 

“background” operators such as edge detectors, ridge finders, crest detectors, 
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morphological operators and even road-specific operators have been tried (Geman and 

Jedynak 1996).  

Road tracking (Geman and Jedynak 1996) extends the local information in plausible 

directions. However, to keep the search space reasonable, the assumption that roads 

generally change direction slowly is made—a very reasonable simplification in the road 

domain, but clearly not prudent in the case of trails.  

Our approach is closer to that by Fischler et al (Fischler, Tenebaum et al. 1981), which 

uses a dynamic programming optimization over the pixel lattice. The cost function is 

based on weights determined by local operators. To extend this work to trail data would 

require non-trivial extensions. First, it is not clear how to build reliable operators for the 

case of trails—hence we learn them from data. Second, because even learned trail 

classifiers can be unreliable, the standard dynamic programming optimization can result 

in trails that are too long, relative to their total cost. Since trails turn direction more often 

than roads this especially applies. We instead propose optimizing a cost function with an 

added penalty term that is function of length, and present heuristics for computing it. 

8.3   Data Collection 

In order to build a statistical model of trails we require training data. The most obvious 

approach is to have a human operator choose example trail points by inspection of an 

aerial photograph. This approach suffers not only from being manual but it also exhibits a 

typical problem in many machine learning situations: a lack of large, quality datasets. 

Instead, we propose using an already existing and growing data source: GPS track logs. 

While GPS data is still in some sense manually collected, it is relatively easy to collect, 
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and is being collected for other purposes, even as a part of everyday recreation. Large 

scale libraries are on the horizon, as discussed in Chapter 2.  

8.3.1   Aerial Image data 

We use USGS DOQ imagery (Figure 8.1) because a public domain internet source is 

available for nearly the entire United States. Microsoft’s Terraserver (Barclay, Eberl et al. 

1998) efficiently serves these images, which we are able to download, on-the-fly, using 

TopoFusion (Morris and Morris 2008) software. Using TopoFusion we are able to 

seamlessly process GPS data from around the country. As points are processed, aerial 

images are downloaded via the internet and cached on local disk to speed up further 

iterations. This greatly simplified our research effort and improves the applicability of the 

techniques developed. Our approach can be used to extract trails for any location in the 

United States. We use the highest level detail imagery available, which is at a resolution 

of one meter per pixel. 
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8.3.2   Pre-processing using GPS-snakes 

Although using GPS provides an abundance of data, the quality of the data suffers 

compared to human extracted data. There are two sources of error: the GPS system itself 

and photo calibration error. The result is that GPS data points sometimes do not lie 

exactly on corresponding trails in aerial images. These problems can be partially 

addressed by using the GPS-snakes algorithm (see §6.2).  GPS-snakes can be used to pre-

process the GPS data, placing it on trails in the neighborhood of the data. The GPS-

snakes method draws inspiration from the active contour (snakes) model developed by 

Kass et al (Witkin, Kass et al. 1987), but it exploits properties of GPS data and trail 

image appearance to correct GPS tracks. In Figure 8.2, original GPS data is shown along 

with the GPS-snakes corrected output. Table 8.1 shows the positive effect of using the 

GPS-snakes to clean up the data before training. 

 

Figure 8.2: GPS track log corrected using GPS-snakes. Empty circles: original data. 

Smaller filled dots: corrected data. Preprocessing training data with GPS-snakes 

resulted in a significant increase in classifier performance (see Table 8.1). 
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8.3.3   Negative (non-trail) examples 

To learn the difference between trails and the background we also need non-trail 

example points. To generate non-trail points we simply sample random points in the area 

covered by the trail points. This is based on the observation that most of the world is not 

a trail. Thus we select non-trail points which are the mean of eight randomly selected trail 

points (eight is an arbitrary number). Visual inspection confirmed that this process 

produced good selections of negative examples. In all experiments we used equal 

numbers of positive and negative examples.  

8.4   Statistical Learning 

Naturally we begin by computing feature vectors for image regions surrounding each 

pixel. We use feature vectors from the training data to build a classifier that estimates the 

probability that a pixel is on a trail. To find trails in a new image, we compute analogous 

feature vectors, and use them as input to the classifier to estimate the trail probabilities 

for the second part of the algorithm which finds the path through the pixels. While the 

focus of this work is on the integration of low and high level information, we 

experimented with three different systems of probabilistic classification. 

8.4.1   Computing Feature Vectors 

To capture what trails look like in aerial images we use a characterization of texture in 

the form of responses to oriented Gaussian filter kernels (Malik and Perona 1989; Malik 

and Perona 1990; Shi and Malik. 2000). These function as oriented edge detectors, 

capturing edges in the direction perpendicular to the direction the trail is traveling. The 
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kernels are centered at the data point and the response at each orientation is used as a 

component of the feature vector. The final component of the feature vector is a simple 

grayscale histogram in a small area surrounding the point. 

We settled on the following parameter values which gave good performance on 

preliminary experiments: 12 filter orientations, at a single scale (sigma is 2.5 pixels). The 

histogram was computed in a 9x9 window around the pixel. 

8.4.2   Naïve Bayes 

A naïve Bayes classifier operates under the ‘naïve’ assumption that all of the feature 

vector components are independent of each other. This is not the case with our vectors, 

but even when this assumption is violated, naïve Bayes often performs well (Langley, Iba 

et al. 1992).  

We generate two sets of histograms, one for trail and one for not trail. Among each set 

there is a histogram for each component of the feature vector. With the histograms 

computed, the likelihood of a test feature vector being trail or not trail is computed 

simply by counting the proportion of training data that fell into the bins corresponding to 

the test vector’s components. If the likelihood produced by comparison with the trail 

histograms is greater than the likelihood from the not trail histograms, the vector is 

classified as a trail. 

One issue for the Bayes classifier is the choice of the number of histogram bins. To 

determine this number we plotted the performance on some held out data of the classifier 

with varying bin values. We chose 32 bins, which gave maximal performance for one of 
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our datasets (in Tucson Mountain Park). The plot was relatively flat, indicating that 

performance is insensitive to the number of bins. 

8.4.3   Support Vector Machine 

We presented the feature vectors to SVM
light 

(Joachims 2002), a C implementation of 

Support Vector Machines (Vapnik 1995). The SVM attempts to find a multidimensional 

cutting plane that separates the positive (trail) and negative (non-trail) examples. We 

experimented with the four available kernel options: linear, polynomial, radial basis and 

sigmoid. We found that the linear cutting plane consistently outperformed the other 

kernel options on training and test data. The SVM
light

 software provides soft classification 

which we normalized to use as a crude estimate of probability.  

8.4.4   Multi-modal mixture model 

We also trained a generative multi-modal mixture model (Barnard and Forsyth 2001; 

Barnard, Duygulu et al. 2003) to classify image points. Here we assume that an image 

pixel and its label (“trail” or “not_trail”) are concurrently generated as follows. First, a 

hidden factor, or node, is chosen according to a prior distribution. Then the visual 

features for that pixel and its label are generated conditionally independent given the 

node. The label is generated according to a simple frequency distribution, and since there 

are only two labels, this reduces to a single number, namely the probability of “trail”. The 

image features are generated according to a Gaussian distribution with a diagonal 

covariance matrix. The model for the joint distribution for the “trail” label, t, and the 

feature vector, v, is given by: 
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P(t,v) = P(t | n)P(v | n)P(n)
n

N

∑        (8.1) 

where n indexes over nodes, P(t | n)  is the probability of trail given the node, P(v | n)  is a 

Gaussian distribution for that node, and P(n) is the node prior. Model parameters are 

learned from the training data using the expectation maximization algorithm (Dempster, 

Laird et al. 1977). We verified that the performance of the model is relatively robust to a 

wide range for the number of nodes, N. For the results in this work we used 200 nodes.  

8.5   Trail Extraction 

In the final step we construct connected pixel sequences that represent probable trails, 

given a classified probability image.  The process is semi-automatic, meaning we assume 

that we are given a start and end point. The algorithm then connects the points with an 

optimal path based on the probability image. 

8.5.1   Trail objective function 

We consider P(not_trail) for a given pixel to be an estimate of the energy required to 

cross that pixel. The idea being that a pixel that is high in trail probability (and thus low 

in non-trail probability) will be easy to cross. We can then compute the global minimum 

for the objective function: 

∑=

N

trailnotPpathf
1

)_()(       (8.2) 

If we let N vary we can find the above minimum efficiently with a shortest path 

algorithm such as Dijkstra’s (Cormen, Leiserson et al. 1990), and doing so leads to a 

baseline algorithm which we test below. However, this favors longer paths since we are, 
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in effect, maximizing the sum of P(trail) along the path. Figure 8.3 is an example of an 

image where minimizing Equation (8.2) resulted in a path that is too long.  

There are situations when a bias for short paths is desirable. For example, in areas 

where there is a genuine lack of information (e.g. trees obstructing the trail) the shortest 

path is a reasonable guess. There is also a notion that trails, though they do not follow the 

shortest Euclidean distance between points, are still “going somewhere,” rather than 

roaming around aimlessly. Therefore, we introduce an empirically determined crude 

length bias for the cost function: 

22 )2,1(/)( vvdlengthpathP ∝        (8.3) 

where d(v1,v2)  is the Euclidean distance between the start and end nodes (constant for a 

given trail image), and length is the total distance of the path which varies among 

hypotheses. Equation (8.2) then becomes: 
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Computationally, adding a length term to the objective function is difficult. Known 

fast minimum cost methods do not apply since dynamic edge weights are introduced into 

the pixel lattice.  

We have formulated a dynamic programming algorithm to compute the minimum path, 

with length prior, that runs in O(N
3
) time, where N is the number of pixels in the image. 

It is based on enumerating optimal paths of a particular length (up to a reasonable cut-off) 

in turn. Besides being computationally expensive, the algorithm also requires O(N
2
) 
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space, making it wholly impractical for anything but very small images. We instead 

develop alternative methods. 

8.5.2   Recursive Splitting Heuristic 

Since finding the global minimum of Equation (8.4) is computationally prohibitive, we 

have devised a more feasible heuristic method based on the following observation. The 

optimal path is likely to be composed of portions of nearly optimal sum paths. That is, for 

very short distances, the minimal cost and length adjusted cost paths are the same.  

Our heuristic proceeds as follows. Let v1 and v2 be the start and end nodes of the path. 

We first compute the shortest path between v1 and all other nodes using Dijkstra’s 

algorithm. The cost function used is the sum of P(not_trail) as in Equation (8.2). We then 

do the same for v2 to all nodes. Now we find the intermediate node, vint, which minimizes 

Equation (8.4) along the path (v1→vint→v2), where the paths used are the optimal 

P(not_trail) paths computed by Dijkstra’s algorithm. The resulting path has the lowest 

objective value, subject to the constraint that only the shortest paths from nodes v1 and v2 

through an intermediary point can be followed. Under this greedy assumption we then 

proceed by recursing on the two halves of the path. Shortest paths and intermediate nodes 

are computed just as before. The recursion runs to a specified depth (we used a recursive 

depth of two in this work). 

We also cannot allow the resulting path to intersect itself. Checking for intersection is 

the slowest part of the method, taking O(N
2
) time, worst case. Dijkstra’s itself runs very 

quickly when implemented with a Fibonacci heap and is run a constant number of times.  
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(a) 

(b) 

Figure 8.3 An image from the test set from the Great Divide Mountain Bike Route. 

Seed points P1 and P2 were taken from the GPS track of the trail. Resulting extracted 

trails are shown, comparing the difference between minimum cost and length adjusted 

paths. (a) shows the effect of the trail using minimum cost; since portions of the trail 

are obscured, the optimal path follows longer side trails  (b) shows the correct trail 

extracted using the recursive splitting heuristic. The Hausdorff distance between (b) 

and the ground truth GPS track is 49.5. This is just less than the threshold for 

correctness. The only portion “off” trail can be seen in the middle portion of (b), 

where the trail is obscured. 
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Figure 8.3 provides an example where the recursive splitting heuristic correctly 

extracted the trail where the minimum cost baseline failed. 

8.5.3   Trail Sampling 

The splitting heuristic introduced in the previous section suffers from the limitation 

that it can only choose minimal cost paths between chosen intermediate points. An 

example of this is shown in Figure 8.4(a). We propose to further lower the objective 

function (8.4) by sampling random trails in the image. 

We seed the sampler with the lowest cost trail as output by the splitting heuristic 

procedure. The current sample is altered by the following proposals: 

(a) Trail lengthening. A random point on the trail is chosen. N points are chosen 

according to a Gaussian distribution centered at the chosen trail point. The point with the 

maximal value of P(trail) among these N points is chosen to “pull” the trail to. The trail is 

cut at half the “pulling” distance away from the chosen point, and connected with straight 

lines. 

(b) Trail shortening. A random point on the trail is chosen. A normally distributed 

distance to shorten by is chosen. The trail is then walked until this distance is met, and 

the current trail is replaced by a straight line. 

Both proposal types are subject to the constraint that intersecting paths are not allowed. 

If the proposal introduces an intersection, it is rejected. 

Each type of proposal is equally likely to be chosen. At each iteration, the objective 

function (8.4) is evaluated for both the current sample, x
t
, and the proposed sample, x’. 
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Since we want to explore the trail space, we allow acceptance of worse proposals 

according to the ratio:  

)'(

)(

xf

xf
t

<α           (8.5)   

where α is drawn from U(0,1). Though similar to the Metropolis Hastings algorithm 

(Metropolis, Rosenbluth et al. 1953; Hastings 1970), our objective function (Equation 8.4) 

is not a probability distribution, so we are not using Metropolis Hastings as such. The 

ratio (Equation 8.5) is reversed since we seek the minimum of our objective function, 

rather than the maximum probability. The sampler keeps track of the minimum trail as it 

explores the trail space. 

8.6   Results 

Pixel classification. We present results from two GPS datasets, one from the Tucson 

Mountains and another from the Santa Rita range. The Tucson Mountains are lower 

Sonoran desert terrain while the Santa Ritas are higher elevation chaparral. Negative 

training points for each set were generated using the heuristic proposed in §8.3.3. Each 

dataset contains roughly 4000 trail points (as well as 4000 non-trail points). 

Table 8.1:  Accuracy on held-out data for three classification methods. Using GPS-

snakes to pre-process improves the classification results significantly. 
 Data set 1 

– Tucson 

Mountain 

Park 

Data set 1 – 

Pre-processed 

Snakes 

Data set 2 – 

Santa Ritas 

Data set 2 – 

Pre-processed 

Snakes 

Naive Bayes 
73.9% 76.1% 73.1% 78.5% 

Support Vector Machines 
74.6% 83.0% 71.3% 81.2% 

Multi Modal Mixture Model 
75.2% 79.2% 71.4% 81.5% 
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Each of the three classification models were trained on 90% of the data, while a 

randomly chosen 10% were held as a test set. Table 8.1 presents the accuracy rates on the 

test sets for each of the three methods. There is some variation between the methods, but 

all seem capable of generating the correct answer, trail or not trail, roughly 75% of the 

time. Table 8.1 shows that the effect of pre-processing the data using GPS-snakes is 

significant. In some cases the performance gain is over 10%. 

Due to similar performance of the three pixel classification methods, we chose Naïve 

Bayes since it has the shortest runtime. 

Finding trails. We test our techniques using a large and challenging dataset. The 

Great Divide Mountain Bike Route (GDMBR) is a bicycle path that covers 2500 miles 

along the continental divide of North America, from Canada to Mexico. Using GPS data 

collected along the GDMBR, we train and test a general purpose trail finder. For more 

details on the data set, see Chapter 7. 

We trained the Naïve Bayes classifier using GPS points collected on the southern half 

of the GDMBR. This corresponds to the states of New Mexico and Colorado. The 

northern half (Montana, Idaho and Wyoming) was used for testing. 500 trail sections 

were chosen, at random, from the GPS track. Each trail is associated with a 2000x2000 

aerial image, whose pixels were then classified with Naïve Bayes. The average trail 

length is 3000 meters, with a standard deviation of 820 meters. The average straight line 

distance between start and end points is 1920 meters, suggesting that the trail segments 

are far from straight. 
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(a) 

 

(b) 

Figure 8.4: Trail Finding comparisons. In (a) the recursive splitting method suffers 

from the constraint that it can only use strict shortest paths to construct global paths. 

In this case dynamic programming without a length prior causes the trail finder to 

follow spurious noise. The sampling technique stays closer to the actual trail, joining 

it at the point shown by the arrow. (b) shows an example of a poorly visible trail. All 

methods fail to extract the correct trail, with the sampling technique causing short 

cutting due to weak trail evidence in the image. 
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 Since the trail follows and crosses the continental divide it often traverses steep 

mountains, which leads to frequent turns and switchbacks. Elevations range from 2500 ft 

to 12,000 ft, introducing a wide variety of vegetation and soil types. Figure 8.3 shows one 

of the test images with seed points P1 and P2.  

Table 8.2 summarizes the results on the test images.  To measure performance we use 

the Hausdorff distance between the GPS data and the extracted trail. Intuitively this 

means we are measuring the maximum distance the extracted trail strays from the truth. 

The values in the table are the average Hausdorff distances for each run of the test set.  

The results show that a significant improvement can be gained by penalizing trails by 

length. The splitting heuristic shows considerable (9.5%) improvement and sampling 

trails seeded with that answer gives further improvement (17.7%).  

At first glance, an average Hausdorff distance of over 100 meters may seem large. But 

we argue that these are solid results. Given that these trails are, on average, 3000 meters 

long, only straying from the trail by at most 100 meters means the majority of the trail 

was correctly extracted.  

We define a Hausdorff threshold of 50 meters to determine whether a particular trail is 

“correct.”  If the most a solution strays from the ground truth is 50 meters, it has correctly 

identified the trail (see Figure 8.3 for an example trail at a Hausdorff of 49.5). Using this 

measure, the sampling technique gets 60% of the images correct. This is impressive given 

the difficulty and high variability of the dataset. We have observed a significant number 

of trail images for which the correct answer is highly unlikely to be extracted by any 

process. This is either because the trail is not visible to the human eye or because 
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multiple trails are visible in the image, and the GDMBR followed a less likely (even to 

human eyes) path. Figure 8.5(b) gives an example where all techniques failed to extract 

the correct trail due to weak trail evidence, while Figure 8.5(a) shows a difficult trail that 

was extracted correctly by our technique. 

8.7   Discussion  

We have presented results showing that our approach is capable of extracting trails in 

a wide variety of terrain. Key points include using GPS tracks to obtain significant 

quantities of training data, a snakes based method to improve the training data, statistical 

models to estimate the probability that pixels are associated with trails, and a global 

constraint that trail pixels must link together to form a path.  

We have demonstrated that a naïve implementation of minimal cost across the pixel 

lattice does not correctly deal with the length of the path, and that formulating the 

problem with a length prior significantly improves performance.  Though a global  

Table 8.2: Finding trails results. The table lists the average Hausdorff distance, in 

meters, between the true trail (GPS data) and the extracted trail for 500 random, 

2000x2000 images along the Great Divide Mountain Bike Route. Significant 

improvement is shown when the length penalty of the splitting heuristic method is 

added. Sampling trails using the same objective function gives even further 

improvement. Error estimates are provided in parentheses. 

 Mean Hausdorff 

Distance 

Improvement vs. 

Baseline 

Minimum Cost Dynamic 

Programming (Baseline 

technique) 

138.7 (9.2) N/A 

Recursive Splitting Heuristic 126.7 (8.1) 9.5% 

Sampling 117.8 (7.8) 17.7% 
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(a) 

 

(b) 

Figure 8.5: Further Trail Examples. (a) shows a successfully extracted trail despite 

occlusion and switchbacks. In (b) a very difficult image is shown. All methods fail 

to extract the faint trail. 



113 

 

solution that accounts for length is not possible, we have presented a heuristic method, 

and further improved upon the results by sampling. The problem underlying our task is 

quite common. In particular, it is often the case that local features are required for 

extraction, but are unusable without a global path constraint. One example is the 

extraction of neuron branching structure from images. Helping neuroscientists do so 

automatically would increase the scale of the data that they can process.  
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CHAPTER 9 CONTRIBUTIONS AND FUTURE WORK 

In this dissertation we have presented several fundamental methods for processing, 

improving and acquiring digital trail data. The GPS-network algorithm provides a reliable 

method to aggregate and combine GPS data (Morris, Morris et al. 2004). The resulting 

network is an interesting result in itself, useful for mapping and as the basis for a digital 

library of trails. Leveraging the GPS-network algorithm, the K-history model (Morris, 

Gimblett et al. 2005) presents a probabilistic framework for simulating and understanding 

trail user behavior. This model can be driven purely by GPS track input. Additionally, we 

have presented a baseline method for extracting trail structure from aerial images (Morris 

and Barnard 2008), and a snakes based procedure for correcting GPS data based on aerial 

imagery (Morris 2002). 

Each method described in the dissertation opens up a series of new possibilities for 

cataloging and understanding digital trail data. The usefulness of digital trail algorithms 

is perhaps best demonstrated by the GPS-Network method, as implemented in 

TopoFusion software. It has been used on dozens of projects (by dozens of organizations 

/ individuals), from trail mapping to recreation simulation modeling. It continues to be 

used for the backend for a number of continuously updated online participation trail 

libraries. 

We conclude by highlighting future directions for digital trail research: 

Large scale GPS-networks. The GPS-network algorithm described in Chapter 2 is 

limited by runtime and other data quality factors when approaching massive collections 

of GPS data. This makes is unsuitable, as presented, for automatic usage as the back end 
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of a global trail library. We assert that the fundamentals of determining unique trails and 

extracting the structure of a network are still valid, simply a different and more efficient 

application of them is required. One solution is to approach the network construction 

iteratively, where tracks are added as they are acquired.  

It is likely that some manual proofing of trail databases will still be required. However, 

with further treatment of some of the data quality issues presented (such as edge 

contraction as described in section 2.5.4), the need for human intervention can be 

minimized. 

Fully automated trail finding. This is a difficult task in computer vision, as our 

research and related studies on extracting roads suggest. There is much room for 

improvement. A more sophisticated trail likelihood function and careful sampling 

techniques are possible new research directions.  

One key weakness in our approach is the input of end points for the trail. An image 

based method for finding trail junctions and sampling those as an additional parameter to 

overall trail likelihood is one way our method could be extended to eliminate this 

limitation. 

K-History sophistication. The K-history model provides a basic framework for 

simulating choices trail users make at intersection points in a network. The tuning of the 

“K” parameter provides significant model flexibility, but it is likely that more involved 

models will require more parameters and more variables (other than the history of 

choices made) that affect user decisions. This is an ongoing area of research. 
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Trail averaging. The GPS-Network algorithm does not give consideration to 

producing optimal or clean representations of the trails in the network. Some of the 

difficulties present in averaging GPS tracks are detailed in 6.3, and an alternative “best 

candidate” method is produced, but the issue of how best to average multiple GPS trails 

remains an open question. 
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