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ABSTRACT 

The most important questions we ask are normative questions.  And the most 

fundamental normative questions are couched in terms of reasons: What do I have reason 

to do? and What do I have reason to believe?  Although not always explicitly about 

reasons, I take it that much of normative philosophy at least implicitly offers first order 

normative answers to such questions.  But stepping back, we can ask what these 

questions and answers are about – what are reasons anyway?  This dissertation addresses 

those meta-normative questions, questions about the conceptual structure, semantics, 

ontology and epistemology of reasons.  In the inquiry to come, chapters 1 and 2 consider 

the conceptual structure and core semantics of reasons.  I argue that all reasons–internal 

reasons grounded in motivational states, external reasons connected to morality, 

epistemic reasons for belief, whatever—share the same conceptual structure and core 

semantics, so they all will stand or fall together when it comes to questions of reason 

truths and facts.  In chapters 3-5 I argue that reason discourse has realist purport because 

reason judgments feature cognitive and belief-like attitudes about the way the world is, 

normatively speaking.  To vindicate normativity’s realist purport would require an 

ontology of favoring relations flowing from considerations in the world to actions and 

attitudes of various agents.  So in chapters 6 and 7 I consider such an ontology.  

Unfortunately, favoring relations do not fit into the emerging naturalized view of the 

world.  To make matters worse, based on the kinds of reasons we accept, there are no 

good reasons for admitting non-natural favoring relations in to the ontology.  Reasons 

cannot bear their own survey.  As a result, this dissertation culminates in a revisionary 
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semantics, discussed in chapter 8, whereby I suggest we all adopt a fictive stance toward 

propositions about any kind of reason.  In the end, we can preserve reason discourse and 

its characteristic roles in our lives so long as we are disposed to avow irrealism about 

reasons in critical contexts. 
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1 MIGHT ALL NORMATIVITY BE QUEER? 

THE CONCEPTUAL STRUCTURE AND CORE SEMANTICS OF REASONS 

We are always deciding what to do.  In our more reflective moods we might 

consider what we have reason to do.  And if we are philosophically reflective we might 

even wonder what reasons there are, or what we are really thinking and talking about 

when we think and talk about reasons and what we ought to do.   

Just as few would deny that there are reasons for belief, few would deny that there 

are reasons for action.  Many philosophers, for instance, hold that one has basic reasons 

to advance one’s contingent ends, and derived reasons to do those things that are 

instrumental to, or constitutive of, advancing one’s ends.1  Some Humeans say that this is 

the whole story concerning practical reasons, and they deny that there are basic, non-

derivative reasons to be moral.  At most we have reasons to be moral insofar as doing so 

advances our contingent ends.  Of course, there is the opposing view that there are basic 

reasons to engage in characteristically moral behaviors, like being honest, helping others, 

and refraining from harming others, that do not derive from contingent ends.  Proponents 

of this view can claim that we should adopt the interests of others as one of our ends, 

which flips the Humean dependency: instead of deriving reasons from our ends, we 

derive reasons to pursue some ends from more basic reasons to be moral.  How are we to 

settle these substantive disputes about what basic reasons there are? 

                                                 
1 David Schmidtz offers a particularly clear-eyed statement of the view: “Our goals give 
us reasons for action.  I say this without presuming that the goals themselves are 
reasonable . . . . Nevertheless, once we have an end, simply having it gives us reasons for 
action.”  Schmidtz (1996, 8). 
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It would be great if we could knock out an entire class of reasons on metaphysical 

grounds.  This is the strategy of arguments from metaphysical queerness, which purport 

to leave only a limited class of reasons standing after we see the bizarre metaphysics that 

some reasons bring in train.  Philippa Foot (1972)2 and John Mackie (1977) proposed the 

argument and deployed it against morality, and Richard Joyce (2001) has recently 

developed and defended the most cogent version of the argument to date.   

Basic moral reasons might seem like an easy target for arguments from queerness, 

for they purport to reach out and “magically” apply to individuals regardless of whether 

they care about being moral.  It is hard to imagine what kind of metaphysics could 

underwrite such an objectively binding normative force, and how natural beings like 

ourselves could develop a faculty for detecting it.  By contrast, the basic reasons that 

Humeans advocate require only that beings like us have ends, and so actually care about 

something or another.  Thus, reasons that flow from ends carry an allure of metaphysical 

respectability.   

Here I argue that the argument from queerness is not so precise as to excise moral 

reasons from the world, leaving other kinds of reasons intact.  My primary goal is to 

clarify the basic conceptual structure of reasons, and the core semantics of all reason 

claims.  That serves a second goal, which is to vindicate the following conditional claim: 

if moral reasons are metaphysically queer, all reasons are metaphysically queer, including 

without exception reasons to advance one’s ends and to believe in the entities, properties, 

                                                 
2 In this piece I refer to the views expressed in Foot’s (1972) paper “Morality as a System 
of Hypothetical Imperatives.”  She has since changed her views and I do not take issue 
with any of her more recent positions.   
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and relations posited by our best science.  When it comes to queerness objections, all 

reason-implicating normativity, wherever it is found, stands or falls together.  

Before I embark, let me clarify some options we have concerning reasons.  In the 

practical domain, I have already mentioned a roughly Humean position that reasons only 

flow from ends, so that one only has basic reasons to advance one’s ends, and 

instrumental reasons to take the means to one’s ends, where means are construed broadly 

to include that which enables the pursuit of one’s ends, and acts that are constitutive or 

instrumental to achieving ends, etc.  Let us call this view instrumentalism, and let us call 

the reasons countenanced by this view end-given reasons.3  On a simple reading of 

instrumentalism, one’s reasons only flow from one’s actual, present ends.  However, 

there is a more sophisticated Humean position whereby one’s reasons must be suitably 

anchored to one’s idealized subjective motivational set, where one’s subjective 

motivational set is broadly construed to include all desire-type states, and idealization 

requires that the desires survive full information and sound (roughly Humean) reasoning.4  

This is the view best articulated by Bernard Williams (1981, 1995a, 1995b) and Michael 

Smith (1994, 2004a [1995]).5  Call the more sophisticated view reasons internalism.  

Contrasted with these roughly Humean views are reasons externalist views, where one’s 

reasons need not be limited in the ways instrumentalism and internalism suggest.  On one 
                                                 
3 Modern instrumentalists include Harman (1975, 9), Mackie (1977, 33) and Dreier 
(1997).  
4 Thus Williams holds that one’s subjective motivational set can include things like 
commitments to principles, and he holds that idealization includes not just sound means-
end reasoning, but also preference ordering and imaginative capacities.  Williams (1981, 
104-5); (1995a, 36). 
5 Railton (1986) advocates a slightly different view, according to which reasons are 
grounded in desires and interests.   
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view, agents have basic prudential reasons to pursue personal health and well-being, even 

if they have no desire to do so, idealized or otherwise.  And, as I have indicated, there 

might be basic moral reasons to do the morally right thing, even if one does not desire to 

do so.  In the epistemic domain, there are few theories that are primarily about reasons for 

belief, as opposed to evidence, justification, and knowledge.  Nonetheless, many debates 

are usefully couched in terms of reasons.  One wonders whether we have reason to 

believe in the external world given skeptical hypotheses, or whether we have reason to 

believe in the entities, properties and relations posited by our best science versus merely 

hypothesizing such things for the purposes of prediction and intervention.  More 

everyday examples concern reasons to believe in God or ordinary propositions about the 

material world.   

I want to recognize these options, but I will not defend any first order view about 

what reasons there are.6  Instead, I wish to make a meta-normative point.  Stepping back 

from these theories, I argue that all of them introduce exactly the same kind of 

metaphysical queerness into the world (if any of them do).  To make the point, I focus on 

the instrumentalist view and its end-given reasons, and the moralist view and its basic 

moral reasons.  But I hope it will be clear that all the points generalize.  Once we clarify 

the very concept of a normative reason, and the core semantics of reason claims, any and 

all reasons threaten to introduce exactly the same kind of queerness.  

1.1 The Queerness Objection 

The argument from queerness is not always couched at the level of reasons.  
                                                 
6 In Bedke (2007) I argue that instrumentalist and internalist views are mistaken.  For 
present purposes I can assume that they offer live positions.   
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Often it is moral value that is at stake, or the moral ought.  To make my case I need to 

connect these other complaints to queerness arguments grounded in reasons.   

J. L. Mackie was the first to use the term “metaphysical queerness,” so let me start 

with him.  When one reads through the first chapter of Ethics: Inventing Right and Wrong 

one gets the impression that the argument from queerness casts a very wide net.  In the 

first instance Mackie complains about objective values: “If there were objective values, 

then they would be entities or qualities or relations of a very strange sort, utterly different 

from anything else in the universe.”7  As the argument proceeds, however, he not only 

calls into question objective values, but also objective requirements, objective validity, 

ethical authority, external authority, the categorical quality of moral requirements, 

objective, intrinsic prescriptivity, (or sometimes just objective prescriptivity) and 

authoritative prescriptivity.   

Fortunately, Mackie’s complaint was more narrowly focused than this grab-bag 

suggests.  His primary target is the normativity of categorical imperatives, as is evident in 

this passage:   

Now Kant himself held that moral judgments are categorical imperatives, 
or perhaps are all applications of one categorical imperative, and it can 
plausibly be maintained at least that many moral judgments contain a 
categorically imperative element.  So far as ethics is concerned, my thesis 
that there are no objective values is specifically the denial that any such 
categorically imperative element is objectively valid.  The objective values 
which I am denying would be action-directing absolutely, not contingently 
(in the way indicated) upon the agent’s desires and inclinations.8   
 

                                                 
7 Mackie (1977, 38).  
8 Mackie (1977, 29). 
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We can use the term “categorical imperative” to refer to at least two different things.  

Narrowly, the term refers to the particular injunction to always only act on those maxims 

that you can will to be a universal law, or some putatively equivalent formulation given 

by Kant.  In a wider sense, the sense Mackie is concerned with, a categorical imperative 

is a true ought claim that is not grounded in one’s contingent ends.  Hypothetical 

imperatives, by contrast, are ought claims grounded in one’s contingent ends.  They are 

often expressed as conditional ought claims where the antecedent expresses some desire 

or preference.  “If you want to get a philosophy degree and if logic is required to do so, 

then you ought to take a logic course” would be an expression of a hypothetical 

imperative in conditional form.9 

I take it that Mackie is right to suppose that ethics is rife with categorical 

requirements.  Consider one: you ought not harm others, ceteris paribus, even if you 

don’t care about being moral and even if harming others would actually advance your 

ends.  This kind of requirement presents the kind of objectively binding ought that 

                                                 
9 As Mackie noted (1977, 28), one can construct categorical imperatives that are 
conditional in their logical form.  For example, “If you are in the position to render aid to 
someone in need with little inconvenience to yourself, then you ought to do so” expresses 
a categorical imperative that applies under certain conditions identified in the antecedent.  
The key to distinguishing categorical imperatives from hypothetical ones is not their 
conditional form, but whether the imperative only applies to agents insofar as they 
engage agents’ contingent ends.   
Sometimes one and the same condition can give rise to both hypothetical and categorical 
imperatives.  Contrast the statements “If you want to dominate others, you should 
become a prison guard,” and “If you want to dominate others, you should not become a 
prison guard.”  The first statement expresses a hypothetical imperative because one’s 
ends ground the ought claim.  The second statement expresses a categorical imperative, 
where the likelihood of unjust domination grounds this ought claim.  Your preference for 
domination provides evidence that the inmates will suffer unjustly at your hand, and you 
ought not do such things, so that is why you ought not become a prison guard.  
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Mackie finds so strange.  If observing this requirement advances none of my ends, what 

in the world is this supposed fact that I ought not harm others?  It looks like a queer fact.   

As I see the issue, Mackie’s indictment against categorical requirements, or 

oughts, is an indictment against non-end-given reasons in general.  Ought judgments are 

overall or all-things-considered judgments about what one should do, and if there is 

something one should to do all things considered it is because there are reasons for 

performing that action that “win out” among all other competing reasons.10  In short, 

oughts are constructed out of reasons.  And reasons, as I understand them, are 

conceptually and explanatorily primitive normative units.  Exactly how reasons compete 

and combine with one another is a complex matter and it is unlikely that all of them can 

be additively aggregated, utilitarianism notwithstanding.11  But more to the point, there is 

nothing in addition to the reasons we have that generates overall oughts, and so the 

concern about categorical imperatives can be relocated to the level of basic non-end-

given reasons without losing any of its force. 
                                                 
10 Take the case that I ought to visit my grandmother in the hospital.  It its true that I 
ought to visit my grandmother in the hospital just in case there are reasons in favor of 
doing that, and those reasons are not outweighed or neutralized by considerations that 
count in favor of incompatible courses of action.  In case I have sufficient and equally 
strong reason to do any one of a number of incompatible actions in a set of available 
actions S, I ought to do any one of the actions in S, and I ought not do any action outside 
of S.  Each action in S would be permissible. 
11 My reason to visit my grandmother in the hospital might “win out” among all the 
reasons I have for doing various incompatible things, but it is unlikely that all the 
competing reasons are additively balanced in a normative scale.  Arguments to the effect 
that obligations and duties are special kinds of reasons that interact with other reasons in 
non-additive ways are particularly persuasive.  See Raz (1986, Chapter 2).  
Unfortunately, this is not the place to further articulate the structure of reasons space, 
including the differential roles of prima facie, pro tanto, sufficient, conclusive, agent 
relative, agent neutral, action, outcome, internal, and external reasons.  The metaphysical 
issues will not turn on these subtleties.   
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Mackie is not alone in advancing the queerness objection against categorical 

imperatives.  Foot (1972) discusses categorical oughts and explicitly questions whether 

any of them implicate reasons.  She does so by drawing an analogy between the 

injunctions of ethics and the injunctions of etiquette or club rules.  A given rule of 

etiquette might say that I should Φ and that I should not Ψ, and in saying so it is 

insensitive to my particular, contingent ends.  But clearly, I do not have a basic reason to 

obey the rules of etiquette despite the fact that its injunctions address all individuals 

categorically.  Ethicists might speak as though ethics is different from etiquette, for 

individuals do have basic reasons to be moral, or so they think.  Foot (1972) finds such 

claims puzzling.  It is this putative difference between etiquette and morality—the 

“fugitive thought”—that needs explaining:  

[I]t is supposed that moral considerations necessarily give reasons for 
acting to any man.  The difficulty is, of course, to defend this proposition, 
which is more often repeated than explained.  Unless it is said, 
implausibly, that all ‘should’ or ‘ought’ statements give reasons for acting, 
which leaves the old problem of assigning a special categorical status[12] to 
moral judgment, we must be told what it is that makes the moral ‘should’ 
relevantly different from the ‘shoulds’ appearing in normative statements 
of other kinds.13   
 
Richard Joyce agrees with both Mackie and Foot (1972) that categorical 

imperatives would be metaphysically bizarre and he is quite clear that the problem lies in 

the idea of a non-derivative reason to be moral.  Here is how he compares his position to 
                                                 
12 Foot (1972) thinks there are two ways for a norm to be categorical.  One way is for its 
content to be categorical, as when the imperative applies regardless of one’s contingent 
ends, and another way is for its categorical content to be normatively binding.  I prefer to 
reserve the term ‘categorical’ for the first use, and simply call all binding force normative 
force.  To presume that the normative force of categorical norms is different in kind than 
the normative force of hypothetical imperatives begs all the important questions.    
13 Foot (1972, 161).  (Citation to 1978 reprint).   
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Kant and Foot (1972): 

Foot interprets Kant as holding that moral imperatives do not merely 
“apply” to persons regardless of their desires or interests, but imply that 
persons have reasons to act regardless of their desires or interests – and in 
this way they (putatively) bind persons, in a way that etiquette does not 
bind us.  But she does not think that such reason-bringing imperatives are 
philosophically defensible, and so she accuses Kant of attempting to 
imbue morality with a “magical force.”  The failure of strong categorical 
imperatives, however, does not lead Foot in the direction of a moral error 
theory, since she thinks belief in their validity is a mistake that only Kant 
and like thinkers have made – ordinary users of moral concepts do not 
generally make this blunder.  My contention is that Foot is correct about 
the “magical force” of strong categorical imperatives, but wrong in 
thinking that they are expendable to morality, and this pattern of agreeing 
with one part of Foot’s project, and disagreeing with another, is something 
I share with Mackie.14  
 

Though these thinkers are suspicious of basic reasons to be moral, it is striking that none 

of them are normative skeptics.  They think that their objection will apply to the targeted 

domain of basic, non-end-given reasons and categorical imperatives, leaving other kinds 

of reasons intact.  As a result, Joyce and Foot (1972) have no qualms embracing versions 

of practical instrumentalism, and Mackie explicitly states that hypothetical imperatives 

are perfectly natural: “On a naturalist analysis, moral judgments can be practical, but 

their practicality is wholly relative to desires or possible satisfactions of the person or 

persons whose actions are to be guided . . . .”15   

1.2 The Metaphysics of Queerness 

Before we assess the queerness objection we must clarify it.  There are several 

ways that one could understand the objection.  I want to address three of them.  Only the 

third will really engage the project of metaphysical queerness.   
                                                 
14 Joyce (2001, 37). 
15 Mackie (1977, 33). 
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First, there might be a conceptually based criterion for reasons that non-end-given 

reasons, and particularly basic moral reasons, do not meet.  It is often thought, for 

instance, that normative reasons must be capable of motivating individuals, or explaining 

their action, or convincing them to act, or otherwise engaging them.16  Bernard Williams 

endorsed this view: “If there are reasons for action, it must be that people sometimes act 

for those reasons, and if they do, their reasons must figure in some correct explanation of 

their action.”17  Korsgaard agrees: “Practical reason claims, if they are really to present us 

with reasons for action, must be capable of motivating rational persons.”18  

If there is a conceptually grounded motivational criterion for reasons, then basic 

moral reasons might be ruled out with an argument along the following lines: 

1. As a conceptual matter, genuine, binding reasons must be capable of motivating 

the agents to whom they apply. 

2. So-called non-end-given reasons, including moral reasons, purport to apply to 

agents without necessarily being capable of motivating such agents.   

3. Therefore, so-called non-end-giving reasons do not fall under the concept of a 

genuine, binding reason.    

I think this argument incorrectly builds a motivational requirement into the concept of a 

normative reason.  To show that there is such a requirement we would have to show that 

those moralists who claim that one has reason, say, not to harm others regardless of 

                                                 
16 This motivational criterion is sometimes thought definitive of the reasons internalist 
view.  However, when I say ‘reasons internalism’ I work with the more robust view that 
reasons must be understood in terms of the motivations of one’s ideal rational self.   
17 Williams (1981, 102). 
18 Korsgaard (1996, 317). 
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whether it serves one’s motivational set, is conceptually confused.  That is a tall order.  

Moralists do not appear to be conceptually confused; they know perfectly well what a 

reason would be, they just disagree that reasons only flow from motivations.  Ergo, the 

motivational requirement is not conceptually grounded. 

More importantly, even if the motivational criterion is conceptually grounded, it 

does not generate an objection from metaphysical queerness.  To see why, consider a 

similar objection against putative unicorns with no horns.  As a conceptual matter, 

unicorns are horse-like creatures with magical horns.  As a conceptual matter, any 

creature that does not normally have such a horn is not really a unicorn.  That is not to 

say that so-called hornless unicorns would be metaphysically queer.  As a matter of fact, 

“unicorns” that do not normally have horns are not metaphysically queer.  They are 

horses.  Similarly, to say that putative reasons that do not meet the motivational criterion 

are ruled out on conceptual grounds is not to say that such things would be 

metaphysically queer.  Because I want to consider metaphysical concerns, let me just 

table conceptually grounded objections to moral reasons.   

As a second attempt to capture metaphysical queerness, one could argue that non-

end-given reasons, including basic moral reasons, do not exist as a matter of fact.  

Outside of ethics, people often deny the existence of Bigfoot, the Abominable Snowman 

(or Yeti), and the Loch Ness monster.  However, while this is a metaphysical claim of 

sorts, it does not register the queerness that is supposed to motivate arguments from 

metaphysical queerness.  The thought behind queerness must be that basic ethical reasons 

would not be composed of the same kinds of entities, properties and relations we already 
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recognize.  Basic ethical reasons would require us to (unnecessarily) expand our 

ontology.  Thus, the argument against the existence of creatures like Bigfoot is not a good 

analogy.  Bigfoot, if he were to exist, would be metaphysically naturalizable, and his 

discovery would not call for an expansion of the kinds of entities, properties or relations 

that we have come to recognize in the world.  His kind would be more of the same, for 

presumably it would be a flesh and blood creature with a biological history, at base 

composed by the entities recognized by our best physics.    

There must be a third way to interpret the queerness objection.  The thought is 

that non-end-given reasons, including basic moral reasons would require entities, 

properties, or relations of “a very strange sort,” as Mackie would say, “utterly different 

than anything in the universe.”  As we have seen, this is not so with Bigfoot, the 

Abominable Snowman (or Yeti), and the Loch Ness monster, but it does seem to apply in 

the case of witches.  If there were witches we would have to expand our basic ontology to 

include magical, spell-casting powers, and the supernatural ability to repel water.  They 

would not be more of the same; they would not be mere biological creatures composed of 

physical stuff.   

The queerness objection to non-end-given reasons is more like objections to 

witches than objections to hornless unicorns or Bigfoot.  This much seems to capture the 

metaphysical objections against non-end-given reasons: if we recognized such reasons we 

would not be recognizing more of the same kinds of things that we already recognize.  

We would have to recognize something that guides action “absolutely” or that is 

“objectively prescriptive,” thus expanding our ontology to include the bizarre.  If we can 
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do without non-end-given reasons, better to stick with a simpler, more intelligible 

ontology.   

1.3 Wherein Lies the Queerness? 

Now we must assess the queerness concern.  My method is to look at putatively 

basic moral reasons to see how they might introduce queer ontologies, and then look at 

other kinds of reasons, including end-given reasons, to see if they can do without the 

suspect metaphysics. 

1.3.1 The Structure of Reasons 

Suppose you enter a subway car that has standing room only.  In your efforts to 

find a spot, you settle on a space where you happen to be standing on a woman’s foot, 

causing her significant pain.  The moralist says that you have a basic reason not to cause 

others pain, and so you have reason to step off the woman’s foot.  Now, you probably 

already care about the interests of others, and so you might have an end-given reason to 

step off the woman’s foot.  Our question, however, is whether the moralist is citing a 

particularly queer kind of reason to step off of this woman’s foot, one that is not 

grounded in your contingent ends.  

What could it be about this basic reason not to cause pain that is particularly 

metaphysically troubling?  Let us look at the components of the reason.  On the one hand 

there is the fact that you are causing the woman pain.  That seems to be as metaphysically 

respectable as you causing yourself pain.  Nothing particularly queer there so long as we 

countenance the feeling pain in our ontology, one way or another.  On the other hand, 

there is the fact that you are standing on her foot.  Here again, standing on someone’s 
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foot is not metaphysically troubling in the least.  How about the causal relation between 

your stepping on her foot and the pain produced?  That does not look metaphysically 

troubling either.  Neither is your alternative – to step off the woman’s foot, thereby 

relieving her pain.   

The putative moral reason in this case is supposed to be something more than 

these facts.  It is supposed to relate these facts in a particularly normative way: the fact 

that your present action is causing the woman pain is a reason to cease and desist that 

action.  And the fact that some alternative action would alleviate that pain is supposed to 

be a reason to engage in that alternative action.  In citing a reason in this case we are 

citing a relation that holds between certain normatively relevant considerations and 

possible courses of action available to you.   

In my view, we can illuminate the way in which normatively relevant 

considerations are supposed to relate to one’s actions and attitudes by articulating the 

relation constitutive of reasons as favoring or disfavoring relations.19  In your case, the 

moralist who cites a moral reason essentially claims that the causing of gratuitous pain 

really does count against, or disfavor, your performance of that action.  And an aspect of 

the alternative action—that stepping off of her foot would relieve the gratuitous pain—is 

favoring your performance of that action.  The moralist also claims that these favoring 

and disfavoring relations hold independently of your contingent ends, so even if relieving 

her pain in no way engages your ends there is still a reason for you to step off her foot 

                                                 
19 See Raz (1975, 186); Scanlon (1998, 17).  Dancy (2004, 15 and 2006, 39) speaks of 
contributory reasons as “a feature whose presence makes something of a case for acting” 
and this seems to be the favoring idea that I would like to consider.   
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(i.e., a consideration favoring your stepping off of her foot).   

Symbolically, then, we can represent reasons as four-place predicates with the 

following form: 

R(F, A, Φ, C), 

which we read “F counts in favor of (or disfavors) A’s Φing in circumstances C.”20  This 

reveals the basic conceptual structure of reasons, and the core semantics of reason claims.  

It also enables us to pinpoint some aspect of basic moral reasons that is metaphysically 

queer.  It is not the consideration that putatively does the favoring or disfavoring, 

expressed by F (in your case the causing of gratuitous pain), which is sometimes called a 

reason when “reason” is used as a unary predicate.  Nor is it the action that is favored or 

disfavored, expressed by Φ (in your case stepping on or off of the woman’s foot).  And 

the circumstances, C, which might in our case include your ability to step off the 

woman’s foot, are metaphysically respectable.  The only thing left to raise any 

metaphysical doubts is the favoring or disfavoring relation itself.  So here is an 

admittedly excellent question: exactly what in the world are the normative relations of 

favoring and disfavoring?   

1.3.2 Favoring Relations and End-Given Reasons 

                                                 
20 Derek Parfit (1997), and David McNaughton, and Piers Rawling (2003) talk about the 
irreducibility of normativity, and they explicitly discuss reasons.  Parfit claims that the 
following fact is normative: that jumping is my only way to save my life gives me a 
reason to jump.  Parfit (1997, 124, emphasis added).  McNaughton and Rawling claim 
that the following is a normative fact: that A would enjoy fell-walking gives A a reason 
to fell-walk.  McNaughton and Rawling (2003, 31, emphasis added).  From these 
discussions it is not clear what the “giving of reasons” amounts to, or why it is 
irreducible.  On my analysis, reasons more explicitly involve relational properties.  I 
think this helps us to see what is unique about reasons and how queerness might apply.   
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But what I find truly puzzling, and the point I want to focus on, is that the end-

given reasons that Mackie, Foot (1972), Joyce, and many Humeans also appeal to 

favoring and disfavoring relations.  These philosophers have failed to recognize that end-

given and non-end-given reasons have the same conceptual structure, and the same basic 

semantic core, so they would seem to engender the same metaphysical purport.  If the 

metaphysical objection against “objectively binding” reasons holds, it applies with equal 

force to end-given reasons, for end-given reasons claim that there are favorers and 

disfavorers, too, they just claim that the only favoring consideration, F, is that an action 

would advance one’s ends, and the only disfavoring consideration is that an action would 

frustrate one’s ends.   

It helps to see how Humeans are committed to binding reasons by considering an 

in-fight between two different versions of instrumentalism, understood as the view that 

one’s reasons only flow from one’s contingent ends.  After all, not all instrumentalists are 

cut from the same cloth.  Consider first a version of instrumentalism according to which 

one only has reason to satisfy one’s actual, present desires.  Following Derek Parfit, let us 

call this present aim instrumentalism.21  Consider second a version of instrumentalism 

according to which one only has reason to satisfy the desires one has during the course of 

his complete life.  Call this complete life instrumentalism.  These two versions of 

instrumentalism will disagree about what an agent, Andy, should do at any given moment 

in time.  If Andy decides to do what will maximize the satisfaction of his desires over his 

complete life we can imagine the present-aimer in protest: “But you should maximize 

                                                 
21 See Parfit (1984, Ch. 6). 
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your present desires instead.  After all, you only have reason to satisfy your present 

desires.”  And if Andy decides to maximize the satisfaction of his present desires we can 

imagine the complete-lifer in protest: “But you should maximize the fulfillment of your 

desires over your complete life.  After all, you have as much reason to satisfy your future 

desires as you have to satisfy the desires you presently have.”  The advocates of our two 

instrumentalisms are not arguing about what is required by their respective sets of norms; 

they can agree that according to present aim instrumentalism Andy ought to satisfy his 

present desires, and according to complete life instrumentalism Andy ought to satisfy his 

complete life desires.  Nor are they arguing about what Andy thinks he has reason to do, 

or what Andy is in fact motivated to do, or what he would be motivated to do under 

various circumstances.   

What our two instrumentalists are arguing about is what Andy really has reason 

to do and particularly what considerations actually favor various actions available to him.  

The complete lifer claims that Andy has reason to do things that will satisfy or tend to 

promote some future desire of his; i.e., the satisfaction of a future desire favors Φing.  

The present-aimer denies this.  What they seem to disagree about is what Andy has 

reason to do in a normative and objectively binding way.  These two disagree with each 

other about what considerations objectively bind, just as they disagree with moralists 

about the same issue.22   

                                                 
22 This dispute over what Andy should do makes a point similar to the one Hampton 
makes with her curmudgeon character.  Hampton (1998, 142-51).  Hampton’s 
curmudgeon only acts on his strongest occurrent motive.  Hampton argues that Humean 
instrumentalists must either appeal to objectively authoritative reasons to criticize the 
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Recall the basic conceptual and semantic structure of a reason: R(F, A, Φ, C).  

The Humean views seem to enjoy the allure of metaphysical respectability because all 

they ask of the world is that agents care about something or another, understood as 

having desires, and we already recognize caring or desiring as part of our ontology.  Now 

we can see that the allure of respectability is illusory.  Desire satisfaction can be thought 

of as one candidate expression of the predicate F.  However, we cannot render the 

favoring relations that run from Fs to Φs metaphysically respectable by rendering the F 

relata respectable.  Generally, the candidate properties expressed by F are metaphysically 

kosher.  In the moral realm, the property of an action <that it causes pain>, or <that it 

alleviates pain>, are examples of candidate expressions of the F predicate and these 

properties are no more and no less metaphysically suspect than having a certain present 

or future end.  In all of our examples the favoring relation, and not the various Fs, raise 

metaphysical questions.  

Can one who believes in end-given reasons evade these concerns by dropping the 

whole idea of favoring relations?  What if we simply talk explicitly about psychology?  

We could then say that Andy is motivated to Φ, or that he would be motivated to Φ if he 

knew certain facts, or he would be motivated to Φ if his psychology looked like thus and 

such.  It seems to me that we would then ignore a concept we are all stuck with and that 

we all want to retain.  The above hypothetical disputes show that reason-talk is 

conceptually distinct from motivational talk or psychology talk.  As far as I can tell, even 

the various brands of instrumentalism want to talk about reasons.  They are not quietists.  
                                                                                                                                                 
curmudgeon or stick to a purely descriptive and predictive theory of human behavior.  I 
agree.   
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And to talk about normative reasons one must claim, at the very least, that certain facts 

about available courses of action favor or disfavor actions and attitudes.  Of course, one 

can add features to the account of reasons.  For example, one can add a motivational 

component to his account of reasons.  One might even claim that only considerations 

capable of motivating agents give rise to favoring relations, as internalists do.  But these 

are additions to the root idea of favoring relations.  Hence queerness concerns.23   

1.4   Objections and Replies 

The frustrated Humean might think that something has gone missing in my 

account of reasons, and particularly in my account of moral reasons.  In this section I 

want to address three concerns that the defender of end-given reasons might raise.  First, 

there is the possibility that by focusing almost exclusively on moral reasons I have left 

out objective values, which provide a further source of queerness in ethics.  Second, I 

have not discussed supposed motivational aspirations of moral reasons, which make 

moral reasons uniquely queer.  And third, I have not appreciated an objective-subjective 

distinction that serves to differentiate non-end-given and end-given reasons in a way that 

insulates end-given reasons from queerness.   

1.4.1 Objective Value 

Thus far I have been talking as though naturally describable properties do the 
                                                 
23 My remarks echo Moore’s open question concerns.  Though we are stuck with the 
concept of a reason relation there is still the possibility that the relational reason predicate 
actually refers to things in the natural world, perhaps certain facts about psychology and 
motivation.  On its face, reason-talk is not merely talk about psychology, but we might 
after a posteriori investigation discover that it refers to bits of the natural world after all.  
My conditional point still stands: if the queerness objection is valid (i.e., if the favoring 
relation really is as queer as it seems to be), it applies to all reasons whatever.  I address 
the possibility naturalizing reasons in Chapter 6.   
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favoring and disfavoring in reason relations.  When you step on a woman’s foot, for 

instance, it is the property of that act <causing her pain> that purports to disfavor the act.  

But there is another view according to which the pain caused does not directly enter in to 

the reason relation.  Instead, the pain gives rise to another property—intrinsic badness or 

disvalue—and it is that evaluative property that directly enters the reason relation.  On 

that view, the disvalue of the pain disfavors your continuing to step on the woman’s foot, 

and the value of an alternative situation favors your stepping off of her foot.  Perhaps this 

is the best way to cash out Mackie’s concern over “objective values” as a distinct issue.   

Just to be clear, this value-first view does not do away with reason relations.  The 

favoring and disfavoring would still be there, they would simply flow from value 

properties to actions instead of naturally describable properties to actions.  As a result, 

whatever queerness resides in such relations remains for the value-first view.  And in 

addition to that, the view introduces another metaphysical entity subject to queerness: the 

objective value, which is supposed to be a property separate and distinct from whatever 

natural properties upon which it supervenes.  The Humean can now say that his view is 

subject to only one kind of queerness—queerness at the level of favoring—whereas the 

moralist is committed to two kinds of queerness—that one that attends reasons and the 

one that attends objective values.  Dialectically, this is not the best strategy for wielding 

the queerness objection against moral reasons.  Instead of showing that some class of 

reasons avoids queerness, this argument acknowledges queerness across the board and 

selects the view with the least amount. 

Here I think the appropriate response is for the moralist to disavow objective 
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values as properties separate and distinct from the natural properties and reason-relations.  

We can do all the normative work we need to do without separate value properties, for 

the natural properties are already suited to do the favoring and disfavoring.  In the 

subway case, it is quite clear that causing the woman pain is the thing that disfavors 

stepping on her foot.  If we say in addition to this that there is the separate property of 

badness or disvalue that also disfavors the act we appear to be double-counting.  For then 

there are two reasons to step off her foot: 1) that it would relieve her pain and 2) that it 

would produce a good or value.  Surely (2) is just another way of capturing what is 

already in (1).24  To avoid double counting, the value-first view must deny that one has 

reason not to cause another pain.   

The better strategy is to reduce objective values to natural states of affairs and 

reason relations through a “buck passing” account.25  On this view, to call a state of 

affairs (intrinsically) valuable is not to predicate some sui generis property to it, but to 

point out that it is a consideration that plays a part in basic favoring relations.  To call a 

state of affairs disvaluable is to point out that it plays a part in disfavoring relations.  So 

when I say that it is bad that you are stepping on the woman’s foot, causing her pain, I am 

not committed to anything above and beyond 1) your causing her pain and 2) that 

consideration disfavoring your act.   

Granted, moralists are not forced to adopt the buck-passing view, though it is 
                                                 
24 There is another view according to which the value properties supervene on the natural 
properties, but the favoring still flows from the natural properties, not the value 
properties.  This would also introduced value properties as a second class of potentially 
queer properties, so the buck passing view is to be preferred.  See Stratton-Lake and 
Hooker (2006) for a fuller discussion of the buck-passing view.   
25 Scanlon (1998, 95-100). 
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comforting to know that the heart and soul of ethics engenders no greater concern than 

standard instrumentalist, internalist, or epistemic views on reasons.  I say “the heart and 

soul of ethics” because it would seem that ethics matters only to the extent it advances 

reason claims and thereby provides guidance on how to live.  The big questions concern 

whether there are basic reasons to help others in need, not to harm others, whether there 

are reasons to respect the environment and non-human animals, and what kind of reasons 

those are, whether we have reason to treat those with special relationships to us with 

greater concern than those we have never met, etc.  If we can answer these kinds of 

questions in terms of reasons then ethics provides all the action guidance and 

prescriptivity we could hope for.  Objective value properties and the like would not be 

missed.  Conversely, if all we get are objective value properties with no reason to bring 

about that which is good, or avoid that which is bad, ethics is becomes a hollow shell of 

what it purported to be, and it is open to skeptical concerns that might not plague other 

disciplines.  I shall have more to say about the relationship between reasons and other 

normative kinds in the next chapter.  For now, I am content to show that there is a way to 

embrace basic moral reasons without committing oneself to any kind of entity, property 

or relation that the advocate of end-given reasons, or any other kind of reason for that 

matter, can do without. 

1.4.2 Mind-Independent Motivation 

Another complaint from Mackie is that moral facts would require weird 

motivational properties that are independent of human psychologies: “values differ from 

natural objects precisely in their power, when known, automatically to influence the 
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will.”26  Under a strong version of the view, which he considers a variety of Platonism, 

objective values not only influence the will, but dispositively motivate moral action.  As 

Mackie puts it, objective values “not merely tell men what to do but . . . ensure that they 

do it, overruling any contrary inclinations.”27  This should not be confused with the 

conceptually-grounded motivational criterion discussed earlier.  Here the thought is that 

moral reasons do purport to meet some motivational criterion, but in doing so they 

introduce entities with bizarre motivational properties.   

The force of this objection depends on whether moral reasons purport to motivate 

individuals without having any connection to their ends, and perhaps without any 

connection to their contingent psychology.  As with the value-first objection, moralists 

should simply disavow the motivational purport.  Mackie is trying to saddle moralists 

with a crazy view that they neither need nor want.  To be fair to Mackie, some 

philosophers have talked as though realism posits mind-independent moral properties that 

can reach out and motivate us just by being true.28  But it should be clear that 

motivational internalist theses really belong at the psychological level, and they should be 

couched in terms of whether normative judgments have motivational purport, not whether 

                                                 
26 Mackie (1977, 40). 
27 Mackie (1977, 23). 
28 Nagel (1970) says “Internalism is the view that the presence of a motivation for acting 
morally is guaranteed by the truth of ethical propositions themselves.”  Nagel (1970, 7).  
Brink (1984) says that internalism is the thesis that “the recognition of moral facts itself 
either necessarily motivates or necessarily provides reasons for action.” Brink (1984, 
113).  And Korsgaard (1996) says “Internalists believe that that when a person has a duty, 
say, or knows that she has, she ipso facto has a motive for doing that duty.” Korsgaard, 
(1996, 81).   
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normative facts have motivational purport.  Joyce is admirably clear on this point.29  So 

one who advocates basic moral reasons can say that it is not reasons themselves that 

motivate, but our judgments about our reasons (their truth or falsity aside).  I do not here 

want to develop my own motivational internalist thesis.  I just want to point out that no 

one should hold that any truly mind-independent properties necessarily have motivational 

efficacy.  Thus, moralists are not committed to anything with magical motivational force, 

and moral reasons can amount to nothing more than the favoring and disfavoring 

relations we have discussed.  While those relations might be queer, they are relations 

found in all reasons.  

1.4.3 Objective Bindingness 

Dissenters might persist.  The problem with non-end-given reasons, says the 

dissenter, is that they are objectively binding instead of subjectively binding, and it is the 

objectivity of the bindingness that generates metaphysical queerness, as Mackie said.  

Haven’t I ignored this key distinction?  That depends on whether you think, as I do, that 

“A has an objectively binding reason to Φ” is just another way to say “A has reason to Φ” 

with a gratuitous epithet added on. 

Let me build an example of a reason with as much subjectivity as I can to show 

that “objective bindingness” still holds for such a reason.  Say that I have a headache and 

one of my ends is to alleviate my pain, and I do not have a similar end to alleviate anyone 

else’s pain, including yours.  Not only is this my end, the reason-providing consideration 

picked out—the pain—is in my head.  While others might claim that your headache is a 
                                                 
29 He says “What seems troubling is not somebody’s being unmotivated to pursue what is 
good, but being unmotivated to pursue what she judges to be good.”  Joyce (2001, 30). 
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putative reason for me to give you two aspirin (let us suppose), I say that alleviating your 

pain is not my end, and your pain is not a consideration internal to me.  So I have a 

reason to take two aspirin, but I do not have a reason to give you two aspirin because 

such a reason would be objectively binding and therefore metaphysically queer.   

I might have thus picked out several perfectly good objective-subjective 

distinctions—my ends verses yours, my attitudes rather than yours, reason-providing 

considerations internal to me rather than you—but they do not differentiate the nature of 

the favoring relation found in reasons.  All they do is distinguish various considerations 

from which favoring relations can flow.  In all these cases, the favoring or disfavoring 

relation would be of the same normative kind.  I do not know what it would mean to say 

that some of these considerations favor objectively versus favor subjectively.  They either 

favor or they do not, and if they favor, then we have a candidate for the queerness 

objection.  

Here I think the analogy with witches is helpful.  Witches would be 

metaphysically queer in part because they have the power to cast spells.  This queerness 

objection does not discriminate between the kinds of spells witches can cast – it is spell 

casting generally that is queer.  Suppose that someone claims that certain witches are not 

metaphysically queer, viz., witches who can cast spells on themselves only.  These 

witches are “subjectively magical,” the claim goes, and so the queerness objection does 

not apply to them.   

The appropriate reply is that the queerness resides in spell casting quite generally.  

It does not matter what the spells affect.  I think we can say the same thing to those who 
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claim that favoring relations only flow from ends.  The queerness objection applies to the 

favoring relations quite generally, and it does not matter wherefrom the favoring flows.  

If you recognize one kind of witch, objections to other witches cannot be based on 

metaphysical queerness; if you recognize one kind of reason, objections to other kinds of 

reasons cannot be based on metaphysical queerness.   

Lastly, there is a sense in which moral reasons claim to be intrinsically reason-

providing, and Humeans might take this to introduce unique metaphysical problems.  In 

particular, the reason relations that hold in morality would appear to be brute and 

unexplainable.  Unfortunately, the way in which moral reasons purport to be intrinsically 

reason-providing is poorly understood.  While moral reasons might not be contingent on 

one’s ends, they might nevertheless be contingent on circumstance that must hold for the 

favoring relation to obtain.  We have symbolized these circumstances with the predicate 

C and they might include available alternatives and genuine agency.30  A non-agent, like 

a sea gull, for instance, would not be normatively bound, and so there would not be any 

considerations that either normatively favor or disfavor its behaviors.  Even 

understanding this kind of contingency, Humeans might find something inexplicable in 

the presence of favoring relations that do not flow from ends.   

Yet anyone who believes in reasons of any sort will have trouble explaining why 

the favoring relations flow from the particular favorers that they in fact flow from.  If 

favoring comes from ends—if ends are intrinsically reason giving—what explains the 

                                                 
30 There might be other things that have to be in the background for this reason-providing 
relation to hold in particular cases, but they would not be a proper part of the favoring 
relation.  In Dancy’s terminology, they would be enablers.  See Dancy (2004, 38-43). 
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fact that ends give rise to reasons?  This, too, would look like a brute fact about the 

relationship between ends and actions.31   

So far nothing serves to distinguish different kinds of reasons in such a way that 

some of them are metaphysically respectable and the others are not.  If “objectively 

binding” reasons are metaphysically queer, one does not escape the queerness by 

grounding the reasons in one’s ends.  You cannot get rid of the favorers and disfavorers 

by relocating their point of origin somewhere in ends.  At the overall level, you cannot 

get rid of the to-be-done-ness, the objective prescriptivity, merely by relocating it from 

categorical imperatives to hypothetical imperatives.  It appears that the mysterious 

normativity of reasons is like the proverbial bump in the rug.  You can push it around, but 

you can never quite get rid of it.   

1.5 Epistemic Queerness 

The above discussion might tempt some to deny that there are any practical 

reasons, for they all seem to be metaphysically queer.  Hume might have advocated such 

a position, while maintaining an allegiance to theoretical, or epistemic reasons.  But the 

queerness objection cannot be honed to excise practical reasons alone.  If valid, it applies 

with equal force to epistemic reasons. 
                                                 
31 There is a brand of practical reason we might call perspectival reasons (see Shaffer-
Landau 2004, 207-08), according to which what counts as a reason for you essentially 
depends on your perspective.  On this line of thought, it is not necessarily true that 
individuals have reasons to take the means to their ends.  What matters is what your 
normative-evaluative outlook counts as a reason, so you might even take the frustration 
of your desires as a reason to choose particular actions.  Even so, this view does not 
escape the favoring relation characteristic of all reasons, it merely makes the favoring 
relation a bit elusive by constructing it out of the outlooks of particular agents.  Because 
it is this favoring relation that is objectively binding, even this view will not evade a 
queerness objection.   
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Much of modern epistemology has not focused explicitly on reasons for belief, 

opting instead to analyze justification and knowledge.  One could try to provide a theory 

of justification that makes no appeal, implicitly or explicitly, to reasons, but I suspect this 

is a losing strategy.  On one attractive view, a belief is justified to the extent it accords 

with one’s evidence.  And what is evidence that p if not a reason to believe that p?  It 

looks like a host of normative concepts found in epistemology are theoretically related, 

and reasons play a central role.  This is so regardless of the particular bent one has in 

epistemology, whether one is foundationalist, coherentist, internalist, externalist, 

accessibilist, reliabilist, or what have you.  I have more to say about the relationship 

between various epistemic concepts and epistemic reason in the next chapter, but for now 

let me talk directly about reasons for belief.   

Epistemic cases generally fit the schema for the reason predicate, R(F, A, Φ, C), 

where Φing is the formation of a belief, and the various Fs are evidentials, like 

appearances, memories, and other beliefs.  So it looks like they share the same conceptual 

structure and core semantic commitments as any other reason.  Let me rehearse three 

examples of epistemic reasons in action to make the point more clearly.  First is the case 

of logical inference and deductive syllogisms.  The content of one’s belief that p and the 

content of one’s belief that if p then q is evidence that q, and so a reason to believe that q 

(so long as q is not so outrageous to make us reconsider our premises).  Second, consider 

the evidential nature of appearances, and imagine that a wall appears redly to you.  The 

red appearance is evidence that the wall really is red, and it follows that your being 

appeared to redly counts in favor of believing that the wall is red.  Third are familiar 



 40

cases where the contents of beliefs provide evidence for other beliefs through a process 

like induction, abduction, or inference to the best explanation.  My belief that the 

universe is expanding in all directions is evidence that there was a Big Bang (at least 

given other background considerations that make the Big Bang hypothesis most 

plausible), and as a result I have a reason to believe in the Big Bang.  Like the practical 

realm, many epistemic reasons will be defeasible and provide only a fallible guide to the 

truth.  Yet the fundamental point remains that in all of these cases the reasons predicate 

has a fairly straightforward application.32 

If the favoring relation is metaphysically suspect, it would be suspect in the 

epistemic domain as well.  Remember, it is not the putative favorers or the things favored 

that raise metaphysical concerns.  Our ontology is not so austere as to rule out beliefs, 

appearances, memories, and other items expressed by the F and Φ predicates in the 

epistemic cases.  It is the favoring relations that flow from these kosher properties that are 

potentially metaphysically troubling.  Consequently, not only do we fail to isolate moral 

reasons with the queerness objection, but we cannot isolate practical reasons more 

                                                 
32 It is absolutely crucial that epistemology is not just about determining what beliefs are 
likely true, for there is the additional claim that the likely truth a belief is supposed to 
influence the beliefs we adopt, i.e., it normatively relates to the beliefs we hold.  At the 
overall level we can say that beliefs ought to track truth to the extent that is possible.  
This raises an interesting parallel between epistemic reasons and non-end-given, practical 
reasons, for the reasons of epistemology purport to apply to individuals regardless of their 
contingent ends, just as practical non-end-given reasons purport to do so.  Even if I 
wanted to form entirely erroneous beliefs, for instance, I hope the rest of you would 
maintain that my redly appearances count in favor of my believing that red objects are 
around, and my belief in the expansion of the universe counts in favor of my believing in 
the Big Bang (given other background beliefs).  By contrast, when I read a claim in a 
tabloid magazine I do not thereby have a reason for believing the claim, my belief-
forming predilections aside.   
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generally. 

1.6 Putting Queerness Behind Us (For Now) 

By considering queerness we have unmasked the conceptual structure of reasons 

and the core semantics of reason claims across the board (in theoretical and practical 

realms).  Reasons are essentially relational predicates, and conceptually reasons are best 

explicated in terms of favoring and disfavoring.  If this engenders a queer metaphysics, 

and if queerness constitutes a decisive objection, perhaps there are no favoring relations 

and so no reasons.  As a quick and easy way to excise basic moral reasons, the objection 

fails.   

But all this has been rather presumptuous.  It is not entirely clear whether reason 

discourse has any metaphysical purport, and such purport is essential to generate the 

queerness objection.  We need to consider more carefully the semantics of reasons 

claims, for, as with ethics, there are non-cognitivist, expressivist and constructivist 

options that require no ontology, and so a fortiori no queer ontology.  Thus, after 

connecting reasons with other normative terms in the next chapter, in chapters 3, 4, and 5 

I will consider some irrealist semantic options for all reason discourse.   

At the end of the day, however, I will defend a cognitivist, descriptivist semantics 

for reason discourse because that is the only semantic view that respects all of the 

objective pretensions found in the discourse.  Cognitivist descriptivism no doubt 

engenders realist purport, so we must consider whether the ontology needed to 

underwrite reason discourse is indeed objectionably queer.  Chapters 6, 7, and 8 examine 

options for fitting reasons into the real world, and what to do if those options fail.  If a 
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realist option succeeds, progress in normative inquiry comes when we figure out 

wherefrom and whereto favoring relations flow.  If one is skeptical about practical 

reasons, for instance, one would have to argue that favoring relations do not flow from 

practical considerations to actions and attitudes.  If one is only skeptical about moral 

reasons, one would have to argue that favoring relations to not flow from moral 

considerations to actions and attitudes.  For those who do not think that ends as such give 

rise to basic reasons for action, one must argue that basic, non-derivative favoring 

relations do not flow from ends to actions.  And each non-skeptical view in one of these 

domains requires some positive argument that favoring relations do flow between the 

relevant relata.  Objections from queerness will not help to decide these issues. 

Though queerness might be a decisive objection to real favoring relations tout 

court, I have doubts about such an objection.  We have to consider more particular 

difficulties with our two ontological options: normative naturalism and normative non-

naturalism.  As will emerge, I do find more particular objections, and that is why chapter 

8 is dedicated to a revisionary semantics for normative discourse that preserves central 

features of reason-talk while avoiding its troubling metaphysics. 

With the stage set, let me now consider how reasons relate to other normative 

kinds, like goodness, rightness, evidence and justification.  This will give us a better view 

of the significance of findings to come. 
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2 REASONS AND OTHER NORMATIVE KINDS 

In subsequent chapters I will continue to examine the nature of reasons, what I 

take to be the heart and soul of normativity.  But there are a variety of normative claims 

that are not about reasons, at least on their face, claims about what is good, right, 

virtuous, rational, legitimate, and just, and claims about justification, evidence, and 

knowledge, just to name a few.  What about them?  Do they form completely 

independent subjects of inquiry, or will they be affected by a discussion that focuses on 

reasons?  Here I want to show that many normative claims that do not explicitly appeal to 

reasons are nonetheless reason-implicating, where implication is understood as an 

analytic entailment.  To illustrate implication, consider the following stale but useful non-

normative example: “Bob is a bachelor” implies “Bob is unmarried.”  As a consequence, 

a speaker who sincerely claims that Bob is a bachelor, but denies that he is unmarried, is 

conceptually confused.  Either the speaker does not fully grasp the concepts involved, or 

mistakenly applies those concepts to Bob.  Contrast a speaker who claims that water is 

that which fills our lakes and streams, falls from the sky, etc. (or that which causally 

regulates our concept ‘water’), but denies that H2O is that which fills our lakes and 

streams, falls from the sky, etc. (or that which causally regulates our concept ‘water’).  

This speaker need not be conceptually confused.  He might be in a rather odd situation 

where he knows earth’s chemistry quite well, grasps the concept of water, and merely 

lacks the empirically discoverable information that H2O is that which fills our lakes and 

streams, falls from the sky, etc., (and which causally regulates our concept ‘water’).   

Areas of discourse comprising reason-implicating claims will inherit the good, 
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bad, and ugly features of reasons.  For example, if reasons are non-natural, real relational 

properties, and if claims in moral discourse are generally reason-implicating, then moral 

discourse will be committed to non-naturalist realism in virtue of implying reason claims.  

Though I will not argue for the position here, I suspect that any area of normativity that 

raises semantic, metaphysical, or epistemic problems (such as ethics) does so in virtue of 

being reason-implicating, where reasons are the real source of semantic, metaphysical, 

and epistemic troubles.   

At the end of the present discussion, I will reserve the term ‘normative discourse’ 

to apply only to reason discourse, or discourse that is reason-implicating.  Though there 

might be other areas of discourse that deserve to be called normative in some sense, they 

will not aspire to answer our most pressing normative questions, questions like “What do 

I have reason to do?” and “What do I have reason to believe?”  Be that as it may, I hope 

to show that a wide range of claims are reason-implicating, so this chapter should help us 

see the far-reaching consequences of discussions to come.   

2.1 Kinds of Reasons 

The present discussion focuses on normative reasons, but there are also 

motivating and explanatory reasons.  M is a motivating reason for A to Φ iff M, in 

combination with facts about A’s beliefs, generate in A some motivation to Φ.  Indeed, 

we can simply think of motivating reasons as motivational psychological states, where 

motivational psychological states are those that are disposed to match the world to their 

contents.  Employing the concept of a motivating reason, we say that the reason Sally hit 

Billy is because she wanted revenge.  Sally’s desire for revenge is a kind of state that 
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disposes her to perform those acts that constitute revenge, given the appropriate beliefs 

about how to achieve those acts.  Or we can say that the reason Jill saved the drowning 

child from the pond is that she did not want to child to suffer, where Jill’s motivating 

reason is to relieve or prevent the child’s suffering.  Explanatory reasons are very similar 

to motivating reasons, though they need not occur in human agents.  Employing the 

concept of an explanatory reason, we can say that the reason the apple fell from the tree 

is that is was overripe, and gravity pulled it down.  These reason explanations are merely 

citations of the factors that causally influenced the event under consideration.  In human 

agents, motivating reasons help to causally explain why agents act the way they do, so we 

can think of motivating reasons as a kind of explanatory reason.   

In the last chapter I argued that there is no conceptually grounded requirement 

that normative reasons motivate, so normative reasons do not imply motivating reasons.  

However, there is a sense in which motivating and explanatory reasons are normative, for 

they make actions intelligible and predictable.  We can understand why Sally hit Billy 

even if we do not approve, and we can understand why Jill saved the drowning child.  

Given their psychologies, it makes sense why they did the things they did.  Having said 

that, motivating and explanatory reasons are not reason-implicating in the normative 

sense.  For any given motivating reason one can always ask whether such an agent has 

any good normative reason for so acting.  Take the case where Sally hits Billy out of 

revenge.  Here we understand why she did it because she clearly had a motivating reason 

that explains shy she did it.  But we can coherently wonder whether revenge is a good 

reason to hit anyone.  To avoid confusion, it would be best to call motivating reasons 
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motives to avoid the slide from homonym to synonym or to any other analytic 

connection.  

This leaves individuals free to build theories of normative reasons that appeal to 

the motivational states of particular agents.  Various internalist theses do just that.  The 

claim here is simply that claims about motivational states that are sufficient to explain 

behaviors do not analytically entail any genuinely normative conclusions.33  Henceforth, 

when I speak of reasons I will be speaking of normative reasons unless otherwise 

qualified.   

2.2 Rationality 

Reasons are often associated with rationality, though it is difficult to clarify just 

how the two notions are related.  Part of the difficulty stems from the fact that, just as 

there is more than one sense of reason, so too there is more than one sense of rationality.  

In one sense, call it the substantive sense, an agent A is rational insofar as A is sensitive 

and responsive to normative reasons.  Clearly, claims about substantive rationality are 

reason-implicating.   

But there is another sense of rationality, call it the procedural sense, where the 

norms of procedural rationality are just supposed to characterize the norms that are 

constitutive of practical and theoretical rational thought.  Humeans hold that, at least in 

                                                 
33 Of course, one might stipulate that by “reason” one means “motivating reason,” or, 
more complexly, by “A has reason to Φ” one means “One way for A (or the only way for 
A) to satisfy one of A’s desires is by Φing.”  Claims about motivating or explanatory 
reasons would then implicate these reason claims with the stipulated definitions.  These 
stipulations expressly avoid any normative import, though they are likely to mislead 
because the word “reason” in normal discourse has a genuinely normative sense.  And in 
the normative sense, motivating and explanatory reasons remain non-reason-implicating. 
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the practical domain, the norms of rationality amount to little more than the means-ends 

norms, such that one is practical rational insofar as one takes (or is motivated to take) the 

believed means to his or her ends.  

Applying the Humean conception of practical, procedural rationality, we can say 

that an anorexic who wants a rail thin body is rational insofar as she starves herself,34 for 

that is the best believed means to her ends.  And one who wants to kill an ambassador is 

rational insofar as one uses the (believed to be) strong poison and irrational insofar as one 

uses the (believed to be) weak poison that will not finish the job.  Clearly this sense of 

rationality is closely related to motives, for under one plausible conception, one’s ends 

just are one’s motivational states, or at least some subset of one’s motivational states.  

And just as motivating reasons can help to make actions intelligible and predictable, so 

too can procedural rationality.  Yet, along with motivating reasons, claims about 

procedural rationality are not reason-implicating.  Without being guilty of conceptual 

confusion, one can admit that it is procedurally rational for the killer in the above 

example to use the stronger poison, (and procedurally irrational to chose the weaker 

poison), and yet deny that the killer has any reason to kill the ambassador, or any reason 

to want to kill the ambassador.  This normative semantic gap is not a mere byproduct of 

the immorality of the killer in our example.  One might be procedurally rational to drink a 

liquid if one wants a gin and tonic and believes the liquid to be gin and tonic, and yet fail 

to have a reason to drink the liquid, e.g., when it is laced with petrol.35  Here the semantic 

gap is between procedural rationality and prudential or instrumental reasons.   
                                                 
34 The example is due to Gibbard (1990, 165). 
35 The example is due to Williams (1981). 
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Of course, there are debates about whether procedural rationality includes more 

than the Humean allows.  Kantians want to add norms of procedural rationality that say: 

Do not act on a motive that you cannot will to be a universal law.  Whatever the 

conception of procedural rationality, one need not be conceptually confused to 

acknowledge that it would be procedurally rational for A to Φ, and yet deny that A has 

reason to Φ.  Thus, we can say quite generally that procedural rationality is not reason-

implicating.36   

Again, one is free to build a substantive theory of reasons out of some notion of 

procedural rationality.  Reasons internalist cum constructivists attempt to do just that by 

including motivational states and some conceptions of ideal procedural rationality as 

essential ingredients to their account of normative reasons.  I explicitly address such 

theories of reasons in chapter 5.  The claim here is just the limited one that claims about 

non-substantive, merely procedural conceptions of rationality fail to analytically entail 

anything about reasons.  If there are interesting or troubling features of reasons, 

procedural rationality will not inherit those features as a matter of semantic implication.   

2.3 Ethics 

I want to linger on the question whether ethical claims are reason-implicating.  To 

some the answer is “obviously yes,” while to others the answer is “obviously no.”  I am 

in the first camp.  Consider various theories about what states of affairs are good, what 

actions are right, what characters are virtuous, what institutions are just, etc.  Is it not the 

                                                 
36 My view on the relationship between reasons and rationality can be found in Bedke 
(2007).  Similar distinctions between procedural and substantive rationality are found in 
Parfit (1997) and Kolodny (2005).   
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case that these various theories, or the claims that constitute them, imply reasons to bring 

about or preserve that which is good, to perform right actions, to develop virtuous 

characters, etc.?  Indeed, isn’t this what distinguishes the good, right and virtuous from 

the bad, wrong, vicious – the latter and not the former are precisely those things that we 

have reason not to bring about, respect, perform, develop, etc.?  Here I want to use some 

examples to show that one who holds various ethical claims while at the same time 

denying corresponding reason claims is conceptually confused.37  If so, then ethical 

statements cannot be true while the reason statement is false, i.e., ethical claims are 

reason-implicating.  Later I will supplement this basic case with an argument from 

Moore’s open question, and an argument from Moral Twin Earth. 

The semantic confusion is apparent when one considers examples.  Imagine that 

Confucius states that X is good in itself, but goes on to deny that he or anyone else has 

any reasons connected to X.  The natural response is to wonder what Confucius meant 

when he said that X is good, for if something is good it follows that one has reason to 

                                                 
37 Russ Shafer-Landau has argued that “It seems a conceptual error to cite a standard as a 
guide to conduct and a basis for evaluation—to say, for instance, that S ought to have 
Φed, and was wrong for having failed to Φ—and yet claim that there was no reason as all 
for S to have Φed.”  Shafer-Landau (2003, 192-3).  It is not clear to me that Shafer-
Landau is consistent on this point.  He says elsewhere “If moral realism is true, then there 
are facts about the moral status of situations—it is a fact, for instance, that torturing 
anyone for pleasure is wrong, and a fact that prudential and principled opposition to 
dictatorship is right.  Do such facts necessarily supply us with reasons for action?  It is 
important to see that realism per se is neutral on this question.  Whether moral facts 
invariably supply reasons for action depends not on realism alone, but very importantly 
on which theory of practical reason one adopts.”  Shafer-Landau (2003, 165).  Contrary 
to the tone of this passage, if the claim that X is wrong implies that one has a reason not 
to X as a matter of conceptual competence (something Shafer-Landau appears to hold in 
the earlier quoted passage), then it does look like X’s actual wrongness does necessarily 
supply one with a reason for action. 
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being it about or to preserve it.  We need not here commit on the question of whether 

reasons are prior to other normative concepts, thus analyzing those concepts in terms of 

reasons in buck-passing fashion, or whether other normative concepts are prior to 

reasons.  To make the case for reason implication it suffices to point out the conceptual 

confusion in affirming ethical claims while denying related reason claims.   

One way for Confucius to make sense of his statement without admitting that 

‘good’ is reason-implicating is to explain that he was using ‘good’ to pick out those 

actions conventionally considered to be good, or conventionally approved of.  Then we 

could understand his denial that he has any reason to bring about or preserve X, for in 

that case Confucius would simply disagree with convention and deny that X is actually 

good.  In general, one can employ various standards of evaluation by which things are 

considered good or bad, but in all such cases it is possible to use the standard of 

evaluation without sincerely subscribing to it.  When ‘good’ is used in this sense, it is 

sensical to deny that one has any reason to do or bring about what this or that standard 

would have us do or bring about.   

What is nonsensical, I submit, is to use ‘good’ in a sincere, evaluative judgment 

and at the same time deny related reasons.  If Confucius purports to do that he is 

conceptually confused.  Good and bad things are supposed to be reason-providing in a 

way that value neutral things are not, such that if you fail to treat statements of goodness 

as implying statements about reasons, you either have not latched on to the concept of 

‘good,’ or you have misapplied it.   

Why, then, are some moral theorists reasons internalists?  Such philosophers offer 
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their own moral theories and metaethical views, and yet deny that moral considerations 

are per se reason-providing.  The uncharitable thing to say is that such moral theorists 

either do not fully grasp or incorrectly apply their normative concepts, for moral claims 

are reason-implicating as a matter of semantics.  But we needn’t say that.  Instead, it is 

possible for a moral theorist to acknowledge that moral claims are reason-implicating as a 

matter of semantics, and yet deny that moral considerations provide reasons as a matter 

of fact.  If the position holds, all or most moral claims imply reason claims that are false, 

and to that extent moral theories are laden with error.  Alternatively, one might 

distinguish two different ways to make moral claims: normatively engaged ways, and 

normatively disengaged ways.  In normatively engaged moral discourse, moral claims do 

indeed imply reason claims, and it is part of the point and purpose of moral categorization 

to pick out those considerations that are reason-providing.  In normatively disengaged 

discourse, by contrast, one uses moral language to pick out those states of affairs that are 

by and large considered good, those actions that are by and large considered right, etc. 

without any pretense that one ought to bring about those affairs, perform those actions, 

etc.  The disengaged discourse is much like Taboo discourse in the modern era.  We 

might pick out kinds of acts and activities that were considered taboo by certain 

Polynesian cultures, but we do not presume that anyone has basic reasons connected with 

these acts and activities.  Perhaps this is the best way to make sense of moral theorists 

who deny that morality is reason-providing as such, theorists like David Brink (1984, 

1989) and Peter Railton (1986).  They gut reasons from ethical discourse by using ethical 

discourse in a normatively disengaged way.  This does seem to me an exceptional use of 
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the discourse.  Most of us presume that the difference between morality and immorality 

normatively matters.   

Be that as it may, there are options for interpreting such moral theorists, and only 

one interpretation invites the charge that such theorists either do not fully grasp the 

normative moral concepts, or they grasp the normative concepts and yet manage to 

systematically misapply them.  I have been concerned to show that normatively engaged 

moral discourse is reason-implicating by offering conceptually confused combinations of 

views.38  In what follows I want to shore up the case by arguing that ethic’s reason 

implication best explains the open feel and Moore’s questions, and the genuine 

disagreements between ourselves and those on Moral Twin Earth.   

2.3.1 The Open Feel of Moore’s Questions 

Moore’s (1903) position is that the property of intrinsic goodness is not identical 

to natural facts, or to any other kind of fact for that matter, and it is therefore a simple, sui 

generis property, detectable by a special faculty of moral intuition.  To support the 

position he employed the (in)famous Open Question Argument (OQA), which works 

along the following lines with respect to intrinsic goodness.  Take any putative definition 

of ‘good’ that is non-circular.  For example: good is that which is desired.  If the 

definition is correct, then Moore thought that any question of whether ‘good’ really has 

the same meaning as ‘that which is desired’ should be closed and should have a closed 
                                                 
38 Similar comments apply to statements of right action.  It would make no sense for 
Confucius to say that Φing would be a right action for you to perform in the 
circumstances, but deny that there is any reason for you to Φ.  He just said that Φing 
would be a right thing for you to do, so what in the world is he talking about if he then 
denies the reason claim?  Again, if we stick to sincere evaluative statements, it looks like 
wrongness statements are reason-implicating. 
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feel.  But it does not seem like the question “Is what is desired good?” is closed.  To the 

contrary, it is an intelligible, open question whether what is desired really is good.  (By 

contrast the question “Is what is good good?” certainly is closed.)  Because Moore 

thought that all non-circular definitions of ‘good’ would be open he rejected any such 

definition, and he concluded that the property picked out by the term ‘good’ could not be 

the property picked out by any other term.  That is, it is a simple, sui generis property.   

Contrary to Moore’s ontological view, the OQA most clearly shows that the 

meaning of the term ‘good,’ is not synonymous with the meanings of any other non-moral 

terms, at least not in a way that is readily accessible to anyone who grasps the meanings 

involved.  The lesson is that there is no analysis of the concepts of intrinsic goodness or 

rightness in terms of non-normative concepts.  Interestingly, Sidgwick had earlier made a 

similar point:   

Ordinary moral or prudential judgments . . . cannot legitimately be 
interpreted as judgments respecting the present or future existence of . . . 
any facts of the sensible world . . . . [T]he fundamental notion represented 
by the word “ought” . . . which such judgments contain expressly or by 
implication . . . [is] essentially different from all notions representing facts 
of physical or psychical experience.39  

 
Not only does Sidgwick say that moral judgments respect different “notions” than 

judgments about the sensible world, he makes the more constructive claim that moral 

judgments contain “expressly or by implication” the notion of ought.  Sidgwick’s 

suggestion is that this ought-implication is supposed to explain why moral judgments 

deal in fundamentally different notions than “physical or psychical” experience.  We can 

weaken the point slightly and say that moral judgments are at least reason-implicating. 
                                                 
39 Sidgwick (1967, 25). 



 54

After Moore, some took a Sidgwickean interpretation of Moore’s open question 

argument.  They thought that ethical statements are at least in part claims about what we 

have reason to do and what we ought to do, and that is why all ethical claims have an 

open feel.  Darwall says: “Ultimately, Moore fails to appreciate the idea that really drives 

his arguments for the irreducibility of the ethical, including the open question 

argument—namely, the concept of normativity or ought.  For any property we can 

characterize non-normatively, we can ask whether (or coherently deny that) things with 

that property are good because we tacitly assume that good is an explicitly normative 

property.”40  Darwall is following Frankena, who states “to my mind, what makes ethical 

judgments seem irreducible to natural or to metaphysical judgments is their apparently 

normative character, that is, the fact that they seem to be saying of some agent that he 

ought to do something.  This fact, so far as I can see, is the only ground on which ethical 

judgments can be regarded as essentially different from factual or existential judgments 

of science or metaphysics.”41  

Sidgwick, Darwall and Frankena have identified the best explanation for the open 

feel of Moore’s questions, namely, ‘good’ and other ethical terms cannot be analytically 

defined in non-normative terms because such ethical terms are reason-implicating (and at 

the overall level, ought-implicating) and ‘reason’ and ‘ought’ cannot be analytically 

defined in non-normative terms.  This does not substantiate Moore’s further claim that 

goodness is a sui generis non-natural property, but it does help us to see how his 

questions will always be open as a matter of analytic semantics.   
                                                 
40 Darwall (2006, 31) (emphasis added). 
41 Frankena (1942, 102) (emphasis added). 
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2.3.2 Disagreement and Moral Twin Earth 

Terry Horgan and Mark Timmons (1991, 1992a, 1992b, 1996a, 1996b, 2000, 

forthcoming) have developed an argumentative framework intended to show that the 

semantic strategies of ethical naturalisms face a dilemma.  They ask the ethical naturalist 

to provide them with a favored semantic view, S, which explains how ethical terms like 

‘good’ and ‘right’ pick out various features of the natural world.  For example, ‘good’ 

might pick out pleasure here because that causally regulates our term.  For any semantic 

view, S, Horgan and Timmons invite us to consider how S would fare on moral twin 

earth.  Like us, moral twin earthers have moral terms like ‘good’ and ‘right.’  However, 

applying S we find that ‘good’ and ‘right’ uttered by moral twin earthers pick out 

different natural features than ‘good’ and ‘right’ when uttered by earthers.  All else is 

equal, and if we were to travel to moral twin earth we would get into disputes about what 

is good and bad, right and wrong.  

In such a case, the earth and twin earth terms would pick out different natural 

properties, such that these two different communities are actually employing concepts 

with different wide content.  This would be analogous to traditional twin earth scenario 

where our term ‘water’ picks out H2O and the twin earthers’ term ‘water’ picks out XYZ.  

In that case, ‘water’ in our mouths means H2O and ‘water’ in their mouths means XYZ.  

But unlike the traditional scenario, moral twin earth presents ethical naturalists with a 

challenge.  In contrast with ‘water,’ the widespread intuition is that ethical terms, like 

‘good,’ do not mean different things in our mouths than they do in the moral twin 

earthers’ mouths.  It looks like earthers and twin earthers can have a genuine 
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disagreement about what is good without talking past one another.  But if the semantic 

theory S says they are referring to different things, then the meanings of the ethical terms 

are relativized to the respective communities and there is no genuine disagreement.  As 

Horgan and Timmons have put it, the ethical disagreements between these communities 

look like “disagreements in moral belief and in normative moral theory, rather than 

differences in meaning.”42  

An ethical naturalist bothered by this might offer a semantic account that is broad 

enough to encompass both ways of using ethical terms.  This is similar to the case of 

‘water’ when one wants to say that it is indeterminate whether our term ‘water’ picks out 

only H2O or H2O and XYZ and perhaps more besides.  In the ethical case, Horgan and 

Timmons argue that this results in objectionable radical indeterminacy and vagueness for 

lack of determinate referents for ethical terms in simple cases.  Thus, ethical naturalists 

face a dilemma: accept either 1) conceptual relativism, or 2) radical semantic 

indeterminacy.43  

To avoid this dilemma, Horgan and Timmons develop a kind of truth-preservative 
                                                 
42 Horgan and Timmons (forthcoming). 
43 I am not convinced that indeterminacy is a genuine concern.  Many of our concepts 
have indeterminant extensions and this is not particularly worrisome.  Consider the 
epistemically possible case where there are two different substances that satisfy all the 
reference-fixing semantics of ‘water,’ viz., they are both clear, fall from the sky, fill lakes 
and rivers, are potable, have causally regulated our uses of the term ‘water,’ and so on.  
One substance happens to be H2O and the other XYZ (though this has not yet been 
discovered).  In this possible scenario ‘water’ would indeterminately refer to H2O and 
XYZ.  Or perhaps more accurately, it determinately refers to the disjunctive entity H2O or 
XYZ such that water statements concerning H2O and water statements concerning XYZ 
can both be true.  This is not particularly worrisome, and I don’t see why a similar 
indeterminacy would be worrisome in the ethical case.  Future discoveries of the multiple 
referents might lead us to precisify the terms, but for now the terms do have referents, 
and expressions using such terms can have truth-values.   
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expressivism as an alternative to the naturalist’s semantics.  I, however, think the moral 

twin earth scenario supports a rather different conclusion, one which does not yet force us 

to choose between naturalism and expressivism.  The best explanation of the intuitions 

elicited by the scenario is that ethical statements of various kinds are reason-implicating.   

Consider again the first horn of the dilemma, where moral terms are relativized to 

the different communities such that there can be no genuine disagreement about goodness 

or rightness between these communities.  In the case of natural kind terms, conceptual 

relativism does not seem to be a problem.  For water, there is general understanding that 

our term ‘water’ means H2O and the twin earth term ‘water’ means XYZ.  Any residual 

disagreement would be about how to use the term ‘water’ to continue fruitful 

communication between the two communities, and we could solve it by stipulating the 

meanings of special terms, one to refer to H2O, the other to refer to XYZ.  Suppose we 

stipulate that ‘e-water’ refers to H2O and ‘t-water’ refers to XYZ.  In that case, there 

would remain no disagreement about what water is.   

If some naturalized semantic story works for moral terms as well, we should be 

able to stipulate referents of terms to clear up apparent disagreements about good and 

right.  Let us try.  Suppose we stipulate that ‘e-good’ refers to those things on earth 

picked out by the earth term ‘good’ and ‘t-good’ refers to those things on moral twin 

earth picked out by the moral twin earth term ‘good.’  Then we could all agree about 

what is e-good and what is t-good.  Problem solved?  No.  Unlike ‘water,’ stipulating 

referents for terms like ‘good’ fails to respect genuine normative disagreements that we 

all think worthwhile.  We think it is e-goodness that matters and we want to convey this 
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to moral twin earthers, and presumably they would think that t-goodness matters and 

would want to convey this to us.  Having cleaned up natural reference, the normative 

debate continues.   

My contention is that the best explanation for this semantic feature of ethical 

expressions is that they are reason-implicating.  We argue using the term ‘good’ as a way 

of arguing about what there is reason to do.  We thought that the referent of e-good was 

reason-providing while moral twin earthers thought that the referent of t-good was 

reason-providing.  Whereas it was natural for the communities to argue about what is and 

what is not good, bad, right and wrong, all the while understanding the debate to imply 

reason claims, the stipulated definitions do not preserve any reference to reasons.  To 

continue the debate we must now either revert to the old term ‘good’ or else explicitly 

speak in terms of what does and what does not provide reasons.  Similar comments apply 

to statements about right action.  Disagreement about what is right and what is wrong 

cannot be resolved through stipulative definitions.  Disagreements about what is good or 

right are in part disagreements about what we have reason to do, and we cannot stipulate 

what we have reason to do.   

What about the other horn of the dilemma?  Under that horn, ethical referents are 

radically indeterminate in most ordinary contexts, and so the truth-values of ethical 

statements would also be indeterminate.  However, if ethical statements are reason-

implicating, then they implicitly refer to the reason-providing relation.  If ethical 

statements (implicitly) refer to these relational properties, then they are not radically 

indeterminate.  It is not as though ‘good’ indeterminately refers to e-good things that 
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favor actions and t-good things that favor actions.  Rather, ‘good’ in our mouths 

determinately purports to refer to the favoring relation that flows from e-good things.  

‘Good’ in the moral twin earthers’ mouths determinately purports to refer to the favoring 

relation that flows from t-good things.  Our disagreement is in part a disagreement over 

which favoring relations obtain, and the actual favoring relations that obtain, if any, will 

determine which statements are true and which ones are false.  We can say this much to 

explain the open feel of Moore’s questions while remaining neutral about realism or 

constructivism for the favoring relations.  

2.4 Attributive Theories of the Good 

I have spent some time on normatively engaged ethical discourse, focusing on the 

good.  While I do not want to catalogue all the different senses of ‘good’,44 I do want to 

comment on attributive theories of good.   

There is a linguistic distinction between attributive and predicative uses of 

adjectives.  Attributive adjectives are standardly placed as parts of noun phrases, e.g., “a 

good apple,” or “a bad day.”  In predicative uses, the adjective is standardly bound by the 

modified noun via a copula, e.g, “the apple is good,” or “the day is bad.”  Those who 

advocate attributive theories of the good use this background linguistic distinction to 

illustrate their central claim: that there is no such thing as being good simpliciter.  Peter 

Geach (1967 [1956]) famously argued that predicative uses of ‘good’ are philosophical 

invention and ultimately meaningless: “There is no such thing as being just good or bad, 

                                                 
44 See Hare (1952, part II), and Ewing (1947). 
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there is only being a good or bad so and so”.45  If this is right, it would seem that there is 

no such thing as pleasure being good, or knowledge being good, or persons being good.  

Perhaps these things are good for something, or good at what they do, or a good thing of 

their kind, but they are not good simpliciter.   

Geach has been followed explicitly by J. J. Thomson (2006), and attributive 

theories of what it is to be a good human being are found in Foot’s (2001) and 

Hursthouse’s (1999) theories of natural goodness.  As discussed above, I believe that 

predicative uses of ‘good’ in the sense that Moore used the term are indeed reason-

implicating.  Things that are good simpliciter are things that should be brought about or 

preserved or respected.  So I disagree that predicative uses of ‘good’ are meaningless.  

Here I will not defend that position further, but rather consider attributive theories of the 

good and whether they are reason-implicating.   

At the risk of overgeneralizing, I will focus on functional uses as the largest 

category of attributive uses of the words ‘good’ and ‘bad.’  To illustrate, when I say that 

X is a good rafter I am saying that it does a good job at holding up roofs, or it would do a 

good job holding up roofs under certain conditions.  It performs the functions of a rafter 

well.  When I say that Y is a good poison, I am saying that it is effective at killing people.  

From these examples, it should be clear that claims about things that are good in their 

functional sense imply nothing about whether anyone has any reasons directly connected 

to the functional goodness of such things, or whether one ought to use the functionally 

good things over the functionally bad ones.  The poison case is straightforward.  Just 

                                                 
45 Geach (1967 [1956], 65). 
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because the poison is functionally good does not mean that I have reason to use it, save 

perhaps as a means to something I already have reason to do.  (If I were to have reason to 

kill someone, then the poison’s functional goodness would count in favor of using it, 

rather than a functionally inferior poison).  At first blush it might be difficult to see why 

you would have any reason to use a bad rafter over a good one, but suppose that you have 

reason to use the rafter for a purpose other than building a house that supports the weight 

of the roof.  Perhaps you want to put on a show where it looks like you are fighting with 

your workmate, and for dramatic flare you want to hit him over the back with a rafter.  In 

that case I take it that you would have reason to use the bad rafter that is actually quite 

light and that breaks easily.  Even if you want to build a house, you might have reason to 

do a poor job because you realize the cost of good materials will send you into 

bankruptcy.  In such a case, you might have reason to use the bad rafter.   

Foot and Hursthouse have used functional uses of good in combination with 

evolutionary theory to develop theories of what it is to be a good person, as though 

functional goodness “designed” by evolution is related to ethical goodness.  But ‘X is a 

good human’ strikes me as no more a normative, reason-implicating, statement than ‘Y is 

a good poison,’ at least when ‘good human’ is understood to be a human that functions as 

he was “designed” by evolution to function.  Consider the possibility that evolution 

designed us to discriminate against outgroup members.  That in no way implies 

semantically that any individual so “designed” actually has reason to discriminate against 

outgroup members.  One who asserts the attributive goodness claim and denies the reason 

claim is not conceptually confused.   
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If attributive theories of what it is to be a good human are meant to speak to what 

we have reason to do, they are best read as substantive theories.  To engage in normative 

discourse, attributive theorists must conjoin a predicative use of ‘good’ to their attributive 

use of ‘good’ to say something like the following: Z is a good human and it is good to be 

a good human.  In the first instance ‘good’ is attributive, but in the second instance 

‘good’ implies that there is reason for Z, or for others, to be good humans, whatever 

being a good human being turns out to be.  The second clause by no means follows from 

the first.  As substantive theories of reasons, this account gives little comfort.  I for one 

do not wish one’s reasons to be hostage to the evolutionary pressures of dangerous 

environments long gone.  

Other attributive uses of ‘good’ might employ non-functional criteria for 

evaluating something’s goodness, but there is no guarantee that the criteria will cite 

reason-giving considerations.  In sum, whether something is good in an attributive sense 

is contingently connected to the reasons we have. 

2.5 Epistemology 

In the last chapter I found that epistemic reasons are of a kind with practical 

reasons in the following sense: as revealed by their conceptual structure and core 

semantics, epistemic reasons purport to express normative relations between favoring and 

disfavoring considerations and various beliefs.  Others have found a much tighter 

connection between epistemic reasons and practical reasons.  On some views, epistemic 

reason claims imply practical reasons, for epistemic reasons are ultimately derived from 

practical reasons and do not form a distinct kind.  Steven Stich, for instance, has 
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suggested that cognitive systems be epistemically evaluated based on their conduciveness 

to ends: “[I]f the issue at hand is the evaluation of Smith’s system of cognitive processes 

in comparison with some actual or hypothetical alternative, the system that comes out 

higher on the pragmatist account of cognitive evaluation is the one that is most likely to 

lead to the things that Smith finds intrinsically valuable.”46  Though the express target of 

epistemic evaluation is cognitive systems, Stich’s suggestion applied to the justification 

of beliefs would hold that Smith’s belief that p is epistemically justified insofar as it is 

conductive to Smith’s ends.  On this view, conduciveness to truth is per se no value at all; 

reasons for belief have nothing to do with truth, at least not directly.   

I am not suggesting anything so radical as deriving epistemic reasons from 

practical, instrumental reasons.  Indeed, it seems to me that epistemic reasons do form 

their own category even though their favoring relation is of a kind with practical reasons.  

We can draw out the distinction by imagining that Smith cares not for the truth, but only 

cares about living in what he takes to be an exciting and mysterious world of the 

supernatural.  Smith is well aware of carbon dating and the fossil record; he has some 

working knowledge of the sciences of archaeology, history, and astronomy, and he 

knows that experts in these fields are highly reliable.  As a result of background 

knowledge and expert testimony, he entertains the thought that the earth has been around 

for about 4.5 billion years.  But Smith could not care less.  Instead, he reads religious 

texts and calculates that earth was created 8000 years ago by a powerful god.  Smith finds 

this very exciting.  His exuberance for the supernatural spills over into other domains, 

                                                 
46 Stich (1990, 131-32). 
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and he deeply desires that dragons and witches exist, though he is aware of no evidence 

to that effect.  On an account like Stich’s, Smith has no epistemic reason to believe that 

the earth has been around for 4.5 billion years, but he might have epistemic reason to 

believe in a much younger earth, and in the existence of dragons and witches.  That 

seems wrong.  To be sure, Smith might have a reason to believe in the supernatural—a 

practical reason grounded in living a life that seems more exciting and interesting than 

the one offered by a scientific world-view—but he certainly has an epistemic reason to 

believe that the earth has been around much longer, and no epistemic reason to believe in 

dragons and witches.  Epistemic reasons have something to do with truth, though it is 

extremely difficult to articulate that connection.   

Hilary Kornblith has offered a way around this objection while still grounding 

epistemic normativity in practical normativity.  He notes that cognitive systems that do 

not reliably generate true beliefs are unlikely to serve our ends: “It seems that someone 

who cares about acting in a way with furthers the things he cares about, and that includes 

all of us, has pragmatic reasons to favor a cognitive system which is effective in 

generating truths, whether he otherwise cares about truth or not.”47  On Kornblith’s 

account, one has practical (or what he calls pragmatic) reason to adopt cognitive systems 

that are truth-conducive, for that is the best way to get things one actually values.  That 

might give Smith a reason to adopt reliable process that would output the belief that the 

earth has been around for about 4.5 billion years, but does it give him an epistemic reason 

to believe that the earth has been around for about 4.5 billion years?  I think not.  Reasons 

                                                 
47 Kornblith (1993, 372). 
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to adopt processes do not translate into reasons to accept the processes’ outputs.  In this 

case, the very consideration that gives Smith a reason to adopt reliable processes in 

general—to live in a world he finds most interesting—also gives him a reason to reject 

this particular output of the process.  Kornblith does not vindicate epistemic reasons for 

belief, which can conflict with practical reasons for belief, as much as he defends 

practical reasons to adopt reliable processes.  Though epistemic reasons share the 

favoring relation with practical reasons, one cannot be derived from the other.  The 

upshot is that epistemic expressions do not implicate practical reasons.   

Let us return to the primary question.  Are there other epistemic concepts that are 

reason-implicating?  It is interesting that most epistemic theories are not couched in terms 

of reasons, but in terms of evidence, justified belief, warranted belief, and knowledge.  

There are indications, however, that reasons are conceptually prior to these other 

epistemic notions.  As indicated in the last chapter, evidence is probably the closest 

conceptual cousin to epistemic reasons.  Here I am not referring to items of evidence 

external to the mind, as one might find in exhibits to a legal case, but rather evidence 

possessed by particular cognitive agents in the form of mental states like beliefs, 

experiential content, memories, etc.48  To take an example, consider a case where it 

                                                 
48 Some hold that extra-mental, external facts provide reasons for belief.  That courtroom 
sense of evidence, however, is not linked with reasons.  Only evidence qua internal 
consideration is reason-implicating.  For there are cases of brains in vats, or individuals 
smuggled into deceptive environments, where the agent in question has evidence for 
beliefs in the form of mental states despite the absence of requisite evidential, external 
facts.  The brain in the vat, for instance, might be fed information (appearances) that he 
has two hands, and I would say that the brain has evidence that he has two hands, and so 
reason to believe that he has two hands.  As far as external facts are concerned, the 
envatted brain does not have two hands, but it seems patently wrong to say that the brain 
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appears to you that there is an apple on the table before you, or as some might prefer, you 

are being appeared to apple-on-the-tabley.  In a case like this, your appearance is at least 

defeasible, prima facie evidence that there is an apple on the table.  In other cases, the 

beliefs that you hold about a crime, such as your belief that John’s bloody fingerprint was 

found on the murder weapon, can provide you with evidence that Jones is a murderer; 

your seeming to remember that you left your wallet in your jacket pocket is evidence that 

you did, etc.  Of course, all these are cases of defeasible and prima facie evidence.   

What is it to be evidential in this sense?  Well, an agent’s evidence is supposed to 

support various beliefs, and here we see a normative relational property parallel to the 

favoring and disfavoring relations found in reason claims.  As I’ve indicated, I take it that 

one’s evidence E that p is a reason to believe that p, ceteris paribus.  So talking about 

evidence supporting propositions is just another way of talking about considerations that 

count in favor of forming, or maintaining, particular beliefs, and not others.  If so, then 

claims about evidence will implicate epistemic reasons.  To buttress this case, consider 

our friend Confucius, who now asserts that he has evidence that p, and yet denies that he 

has any reason to believe that p.  This is not merely a pragmatic blunder, but a genuine 

conceptual error.  What does Confucius think he is talking about when he speaks of his 

evidence?  Perhaps his reasons for believing that p are outweighed by other 

considerations, but it cannot be that he has no reason to believe that p if he has evidence 

that p.  Thus evidence is reason-implicating.   
                                                                                                                                                 
has evidence for believing that he lacks hands, or that he lacks evidence altogether.  This 
is not to say that external matters cannot affect which internal mental states are 
evidential.  For my own view on this, see my “Developmental Process Reliabilism and a 
Theory of Evidence” (unpublished ms).   
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Now consider objective doxastic justification, where justification is objective in 

the sense that it does not concern whether an agent takes himself to be justified, but 

whether he actually is justified, and doxastic in the sense that we are asking about the 

justification of actual beliefs held by an agent, and not unaccepted propositions supported 

by some evidence.  In this sense, is it conceptually possible for A to justifiably believe 

that p and yet for A to have no reason to believe that p?  Clearly, if justification is a 

matter of forming beliefs that accord with the weight of one’s evidence with the 

appropriate basing relationship between evidence and belief, then the above is not 

conceptually possible in virtue of the reason-implicating nature of evidence.  But 

evidentialism about justification is controversial, so evidentialism aside, can we say one 

way or another whether the above is conceptually possible?   

I am inclined to say that the lay concept ‘justified belief’ is reason-implicating.  

Those unencumbered by theory would not deny that justified beliefs are supported by 

reasons.  Unfortunately, the proliferation of theories of justification in epistemology has 

created a situation where the term can be highly theory laden.  This creates multiple 

senses of justification, some of them reason-implicating, some of them not.  Take process 

reliabilism as a theory of epistemic justification.  According to a crude, but for our 

purposes adequate, version of process reliabilism, A’s belief B is justified iff B was 

produced by one of A’s reliable belief forming processes.  One who accepts this theory is 

likely to have it in mind when asked: Is it conceptually possible for A to justifiably 

believe that p and yet for A to have no reason to believe that p?  He will hear: Is it 

conceptually possible for A’s belief B to be produced by a reliable belief forming 
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process, and yet for A to have no reason to believe that p?  The answer to this second 

question is “yes, it is conceptually possible,” for claims about being produced by a 

reliable belief forming process do not analytically entail claims about reasons.  There is 

no confusion in asserting that A’s belief B that p was formed reliably and yet there is no 

consideration (internal or external) that counts in favor of A’s believing that p.  So one 

who is a reliabilist rather than an evidentialist will likely think of justification in different 

terms, and this will drive their different intuitions on the core question about whether 

justification is reason-implicating.   

An alternative history of epistemology would have seen philosophers work out 

the conceptual interrelations of the different normative concepts of evidence, reason for 

belief, justification, warrant and knowledge (and perhaps also understanding and 

explanation) before embarking on detailed accounts of one particular concept.  In the 

alternative history, after the conceptual work is done and we have adequate semantic 

roles for each of the epistemically normative terms, epistemologists could then try to 

develop theories that best fit the interrelated roles of these concepts, in essence providing 

an account for all the terms at once and leaving nothing of epistemic significance isolated 

from the theory. 

Be that as it may, it looks like some theories of justification threaten to leave 

evidence and reasons behind. Suffice it to say that theories of justification that are not 

reason-implicating are not ones we are interested in, for they do not attempt to answer the 

basic normative question—What do I have reason to believe?—and they do not 

semantically imply an answer.  We are more interested in those theories of justification 
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that are reason-implicating.  

Similar comments apply to theories of warrant and knowledge.  Knowledge is 

arguably farther removed from reasons for belief, as indicated by the fact that many 

theories of knowledge try to do without justification.  Here knowledge becomes more of 

a descriptive enterprise, or a study of the psychology of knowledge attribution, rather 

than a theory that can guide belief formation.  In the end, there are important epistemic 

concepts like evidence and at least some notions of justified belief that are reason-

implicating, and such theories will inherit the interesting and troubling features of 

reasons.   

2.6 Conclusion 

In the chapters that follow let me call all discourse that is explicitly about reasons, 

or discourse that is reason-implicating in the sense we have considered normative 

discourse.  I have tried to show that broad swaths of ethical and epistemic discourse will 

be normative.  We now have some sense of the far-reaching implications of the following 

discussions, for the good bad and ugly aspects of reasons will be inherited by other 

reason-implicating expressions.  Here is a brief summary of the kind of claims that would 

inherit the features of reasons: 

• Substantive senses of rationality 

• Normatively engaged ethical discourse, particularly concerning the good and the 

right 

• Epistemic evidence  

• Pre-theoretic senses of justified belief 
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Here is a summary of some of the claims that are not reason-implicating, and so do not 

inherit the features of reasons: 

• Motivational or explanatory sense of reasons 

• Procedural senses of rationality 

• Normatively disengaged senses of ethical terms like ‘good’ and ‘right’ 

• Purely attributive theories of the good 

• Epistemic theories that do not speak to the question: What does one have reason 

to believe? 

Though this second class of claims does not concern reasons as a matter of semantic 

implication, the various substantive theories of reasons forged from these materials will 

be direct targets of the discussions to come. 
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3 THE NORMATIVE STANCE 

Here I further investigate the semantics of normative discourse, with particular 

attention on the semantics of reason judgments.  Chapter 1 started the semantic project, 

for there I clarified the very concept of a reason and articulated a core content of all 

reason claims: they all purport to normatively relate (what I have glossed as favoring and 

disfavoring relations) certain considerations in the world to attitudes and actions of 

various agents.  Far from completing the semantic project, that chapter raised an 

important question that requires additional reflection: exactly how should we understand 

reasons as relational predicates and their putative expression of in-the-world normative 

relations?   

On this question, I suspect that readers will break down into two groups: those 

who are queasy about normative realism with its ontology of normative relational 

properties, and those who are made of sterner stuff.  In the next few chapters I want to 

consider semantic theories that promise to satisfy the first class of persons by offering 

accounts of normative thought and language that have no realist purport.  Traditionally, 

our choices are between cognitivism and non-cognitivism, where cognitive, belief-like 

judgments are thought to engender realist purport simply because the point of having a 

cognitive judgment that p is to commit yourself with respect to p.  If you don’t think that 

p is the case, then a less ontologically committal, non-cognitive judgment is more 

appropriate, provided you have a judgment with respect to p at all.  

Clearly these options are too coarse grained; cognitivism and non-cognitivism 

admit further precision if one attends to the fact that normative judgments, like other 
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kinds of judgments, comprise an attitude-content pair.  So the first order of business, 

§3.1, is to expand and clarify our semantic options by distinguishing theses about attitude 

from theses about content.  The second order of business, §3.2, is to consider non-

cognitivist theories of attitude, saving questions of content for the next two chapters.  

Concerning attitudes, I argue that normative judgments feature cognitive and belief-like 

attitudes about what counts as a reason for attitudes and actions.  Focusing on 

embeddedness worries in §3.3, I address grave difficulties that the non-cognitivist faces.  

And lastly, in §3.4, I argue that the best case for normative non-cognitivism, which rests 

on the motivational force of normative judgments, is actually consistent with the 

cognitivist’s picture.  At the end of this chapter, then, we are left with an unrebutted case 

that normative judgments, and particularly reason judgments, feature cognitive attitudes, 

cutting off at least one route to irrealism about reasons.   

The first thing being first, let me begin by clarifying our semantic options.   

3.1 Semantic Options 

There are essentially two strategies for generating a semantic account that has no 

realist purport.   

One option is to attend to the attitudinal stance that features in reason judgments, 

for some attitudes clearly avoid any realist commitments.  Consider, for instance, the 

difference between desiring that the President is in the White House, and believing that 

the President is in the White House.  While the propositional content expressed is the 

same in both judgments, the first, non-cognitive and desire-like attitude clearly avoids 

any commitment about whether the propositional contents accurately describe the real 
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world, while the second, cognitive and belief-like attitude, clearly takes a stand on where 

the President is.   

Applied to the case of reasons, then, here is one question: What attitudinal stance 

is featured in judgments of the form ‘F is a reason for A to Φ in circumstances C,’ or 

more simply ‘A has reason to Φ’?  Is it more like the standard cognitive, belief-like 

attitude, taking a stand on how things are normatively, or is it more like the non-

cognitive, desire-like attitude, which would take no stand, and thereby avoid realist 

commitments?49  

A second strategy for avoiding realist purport turns to content rather than attitude.  

Even if one’s attitude toward p is more cognitive and belief-like, the content p itself 

might not purport to describe a mind-independent way the world might be.  A non-

normative example of this might be the following mathematical judgment: I believe that 

one square root of –1 is i.  Though I believe this, and it’s true, plausibly this does not 

commit me to realism about numbers and imaginary numbers.  Why?  This time it is 

because the content of the judgment is not descriptive – it does not purport to describe 

bits of ontology, or so one might argue.   

Similarly, in the normative case it might turn out that the attitude in reason 

judgments is cognitive, while the content expressed is non-descriptive or non-

representational of ontology.  If so, one can avoid expressing potentially troubling 

                                                 
49 Desires are not the only non-cognitive attitude around.  Hopes, pro-attitudes and such 
are also non-cognitive, and there might be sui generis attitudes involved in normative 
judgments that are more like prototypical non-cognitive judgments.  The deep question 
for us is whether the attitude involved in reason judgments is enough like a prototypical 
belief-type attitude to raise concerns about ontological commitments.   
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favoring relations, realistically construed.   

Noting these two options, let me simply stipulate that cognitivism and non-

cognitivism, as I interpret them, will be competing theses about attitudes, not about 

contents.  Normative cognitivism will be the view that the attitudes in normative 

judgments are belief-like in that they purport to accept their contents as the way things 

are.  Normative non-cognitivism will be the denial of normative cognitivism.  In 

subsequent chapters I will use the term ‘expressivism’ to pick out a view about normative 

contents, not about attitudes, so on my taxonomy non-cognitivism and expressivism 

come apart.  As will become clear in later chapters, expressivism is one way to be a non-

descriptivist about normative contents, thereby avoiding normative realism even when 

the attitudes involved are cognitive.  Constructivism, as I will understand it, will be yet 

another theory about content, which embraces cognitivism about attitudes, but rejects 

descriptivism about contents.  

 Traditionally, non-cognitivism and expressivism have not been separated into 

theories of attitude and content, respectively.  So where, exactly, do traditional non-

cognitivist/expressivists fall on my regimented use of the terms?  Here I think matters are 

unclear.  Those in the old guard probably hold theories about non-cognitive attitudes 

featured in normative judgments.  Instead of being belief-like, the attitudes are non-truth-

apt prescriptions (Hare 1952), or pro and con-attitudes of some kind (Ayer 1952, Chapter 

6), perhaps combined with speech acts like recommendations (Stevenson 1937).  Notice 

that this strategy places the normativity of normative judgments in the attitude.  Non-

cognitivists do not think that we take up non-cognitive attitudes toward contents that are 
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laden with normativity, such as having a pro-attitude toward moral reasons for helping 

others.  Instead, the logical structure of normative judgments excises the normativity 

from the content and places it in a special normative, non-cognitive attitude toward 

purely descriptive contents.   

In the new guard, Simon Blackburn most clearly follows the old guard in placing 

normativity in some kind of non-cognitive attitude.  He variously calls moral attitudes 

attitudes of approval and disapproval, or more generally sentiments, to be contrasted with 

beliefs.50  Other new-guarders are not so clear.  Alan Gibbard (1990, 71-75) talks about 

acceptance of norms, which might or might not signal a cognitive attitude.  (Compare: in 

some way or another I accept and use norms of grammar, as shown by my capacity to 

construct grammatical sentences, but one would not say that I have belief-like attitudes 

toward the norms of grammar without some significant research on my part).  Some of 

his other dicta more clearly suggests that his view is cognitivist and locates the 

normativity of normative judgments in the content of normative judgments, not the 

attitude:     

[P]sychologically, normative beliefs are much like any other beliefs.  The 
fact-norm distinction is not between two quite disparate kinds of 
psychological states but between the kinds of content that can reasonably 
be ascribed to them.51   
 

More recently, Gibbard (2003) has redescribed normative judgments in terms of plans, 

which sounds more like intentional stances than cognitive attitudes, though Gibbard 

                                                 
50 See, e.g., Blackburn (1984, Chs. 5-6; 1998, 70).  Unfortunately, Blackburn is not 
entirely clear on the matter.  At times he lapses into more cognitive sounding terms like 
‘commitment.’  Blackburn (1984, 191-92).   
51 Gibbard (1990, 100). 
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himself thinks that the new view is merely a “different gloss” on his previous position. 52  

Terry Horgan and Mark Timmons are perhaps the clearest contrast to the old 

guard and Blackburn.  They expressly hold that normative judgments feature cognitive 

beliefs: “[A]lthough moral judgments are genuine beliefs, their overall content is not 

descriptive content.  Moral judgments count as beliefs, despite being non-descriptive, 

because they possess enough of the key, generic, phenomenological, and functional 

features of belief (as well as satisfying the relevant platitudes governing the concept of 

belief) to qualify as genuine beliefs.”53  As the quote indicates, Horgan and Timmons 

think that one can take cognitive attitudes toward non-descriptive content, and that 

appears to be the broad structure of their theory of moral semantics.  Alas, once again 

things are not so clear, for Horgan and Timmons deny that talk of overall non-descriptive 

content commits them to any such items as overall contents (by contrast, they think that 

talk of descriptive contents commits them to such items as descriptive content).54  It is not 

entirely clear what this denial amounts to, but it makes one wonder exactly what structure 

normative judgments have, and whether there really is such a thing as normative content.  

Moreover, although moral judgments are genuine beliefs, they distinguish two different 

kinds of belief-like commitment states, is commitments and ought commitments, where 

moral judgments only feature ought commitments.55  To the extent that these are two 

different kinds of attitude, as opposed to two different kinds of content that can be paired 

with a single commitment attitude, the view begins to look more like traditional non-
                                                 
52 Gibbard (2003, 60). 
53 Horgan and Timmons (2006a, 257). 
54 Horgan and Timmons (2006a, 261-2). 
55 Horgan and Timmons (2006a, 270). 
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cognitivist accounts that would place the normativity in a special kind of attitude.  

Indeed, recently Horgan and Timmons have said that, for moral judgments, “the ought is 

in the attitude.”56   

Given the disparate indications we get from the non-cognitivist/expressivist camp, 

I will simply idealize a bit and offer arguments against the two available positions: non-

cognitivism, which places normativity in the attitude, and expressivism, which places 

normativity in the content.  

With the semantic landscape clarified a bit, in the remainder of this chapter I 

focus on the attitude featured in normative judgments.  §3.2 erects a prima facie case that 

reason judgments feature cognitive, belief-like attitudes.  §3.3 then provides a positive 

argument against non-cognitivism.  And §3.4 concludes by rebutting the most widely 

accepted argument for non-cognitivism: the argument from motivational force. 

3.2 The Prima Facie Case for Cognitive Attitudes in Normative Judgments 

Recall that normative judgments are primarily judgments about reasons, 

judgments like the following:   

I [you, he, she] has reason to Φ. 

F is a reason for [counts in favor of] A’s Φing in circumstances C. 

These sentence structures can express various reason claims.  An instrumentalist will 

hold that one has reason to Φ only if Φing is in pursuit of one’s ends.  Some moralists 

find certain other-regarding consequences of actions as reason-providing without 

deriving them from some agent’s contingent ends.  And in epistemic domains various bits 

                                                 
56 Horgan and Timmons (2007). 
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of evidence provide one with reason to believe the propositions supported by the 

evidence.  The difference between these different kinds of reasons is manifest in the 

different expressions of the favoring predicates and the different expressions of action or 

attitude favored.   

Prima facie, all reason judgments feature cognitive attitudes.  The case for this is 

rather pedestrian.  One simply notes some features of normative judgments best 

explained by normative cognitivism.  

First, we can and sometimes do explicitly express normative judgments as beliefs.  

The truth of reason claims aside, it is quite natural, and no abuse of language, to say 

things of the following sort: Frank believes that there is good reason to believe in God; I 

believe that you have sufficient reason to donate $20 to Oxfam; When it comes to being a 

vegetarian, Sally believes that the suffering of animals outweighs reasons of gustatory 

delight; Instrumentalists believe that mob bosses have reason to tyrannize their 

underlings – after all, it’s the best way to maintain power.   

It is not so natural to express these propositions as the contents of various non-

cognitive attitudes.  “I desire that there is good reason to believe in God” is not nonsense, 

but it is not what we usually think or express with ordinary reason claims.  Other non-

cognitive expressions, such as “I have a pro-attitude toward the proposition that there is 

good reason to believe in God” are equally awkward.  Yet other non-cognitive judgments 

are naturally expressed in ways that highlight the non-cognitive attitudes involved, e.g., 

“I want the President to be in the White House,” “I disapprove of unbridled jingoism”, 

etc.   
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Second, like other beliefs and unlike other non-cognitive states, reason judgments 

are expressed assertorically as indicatives.  We assert sentences of the form “A has 

reason to Φ” like we assert “The President is in the White House” when we believe it.  

This is not determinative, for we also assert “worms are gross” even though this seems to 

express a non-cognitive attitude.    

Third, the propositional contents of our normative attitudes are now standardly 

taken to be truth-apt, and, more importantly, the judgments themselves are taken to be 

truth-apt, even by non-cognitivists.57  To clarify, if I say “You have reason to treat your 

children with greater concern than the children of others,” not only is the proposition 

expressed truth-apt, but so is my judgment with that propositional content.  The same 

holds for epistemic reason claims.  There are debates about whether we have reason to 

believe in the external world given the kind of experiential evidence we have, or, less 

controversially, whether we have reason to believe in the entities, properties and relations 

of our best physics, versus merely positing such things as instrumentally useful for 

prediction and intervention in the world.  In such cases, interlocutors evaluate judgments 

on the matter as true or false.   

In other domains, judgments are only truth-apt when they feature cognitive 

attitudes.  In adopting a cognitive attitude toward p one accepts p, and so it makes sense 

to evaluate the truth or falsity of the judgment as one would evaluate the truth or falsity 

of p itself.  Non-cognitive attitudes toward p, by contrast, are not acceptances.  When I 
                                                 
57 Granted, the way in which normative propositions can be true is subject to considerable 
controversy, but even non-cognitivists and expressivists now generally grant that 
normative propositions are truth-apt.  See Blackburn (1998, 78), Horgan and Timmons 
(2006, 275), Stoljar (1993, 83).  
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only desire that p, for instance, my judgment is not truth-apt (even though the proposition 

involved, p, is truth-apt) precisely because I do not accept p.  If p is not the case, it’s no 

skin off my nose, for I do not accept p.  Thus, truth-aptitude weighs in favor of 

cognitivism, though as we shall see in the next chapter, it does not so clearly weigh in 

favor of descriptivism as opposed to non-descriptivism. 

Fourth, we have normative disagreements.  I might say that you should treat your 

children with special regard, and you might say that you have reason to treat the welfare 

of all equally.  In other domains, disagreements like this only show up when people 

cognitively accept incompatible things.  Here it is important to distinguish genuine 

disagreement from mere conflict.  I might want to paint the living room red, and you 

might want to paint it blue.  This generates conflict, but not necessarily disagreement: we 

might perfectly well understand each other’s desires and see that someone’s wishes will 

go unfulfilled.  Normative discourse, by contrast, features genuine disagreement, rather 

than mere conflict of opposing interests.  I might want my friend to show me favoritism 

in a hiring situation, but at the same time acknowledge that he should not do so, 

normatively speaking.  If he wants to help me get the job, and also judges that he is 

normatively permitted to do so, we have no conflict in our wants, but a genuine 

normative disagreement.58   

Fifth, normative error is a deep possibility.  I, for one, think that we do not have 

reason to pursue our contingent ends, whatever they happen to be, and I think we do have 
                                                 
58 It is troubling that Blackburn’s view assimilates normative disagreements to mere 
practical conflicts of interest.  He says “If I am minded to permit smoking in our house, 
and my wife is minded to forbid it, we do disagree.  Only one of these practical attitudes 
can be implemented, and I am for one, and she is for another.”  Blackburn (1998, 69).   
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reason to believe in the properties studied by ideal science as real.  But I have to admit 

that I could be wrong about these things, and generally when I detect error in my 

normative judgments I seek to correct them.  In other domains, I accept error and 

correction in my judgment only when that judgment features a cognitive attitude.   

Sixth, and lastly, normative judgments are embeddable in complex sentences, and 

seem to figure in valid inference forms.  As pressed by Geach (1960), we can, for 

instance, validly reason about lying as follows (call this the “lying inference” or “LI”): 

LI:  

1. If lying is wrong, then it is wrong to get your brother to lie. 

2. Lying is wrong.  

3. Therefore, it is wrong to get your brother to lie.   

Inferences in other domains only count as genuine inferences when one cognitively 

accepts the premises, and on those grounds comes to cognitively accept the conclusion.  

So it would seem for normative inferences.  I will take up embeddability in more detail in 

the next section.   

Clearly, normative cognitivism best explains why these six objective pretensions 

are present in normative discourse.  That, it a nutshell, is the prima facie case for 

cognitivism.  Non-cognitivists can try to rebut this prima facie case, but just looking at 

features of the discourse and how they compare to other areas of discourse that are more 

clearly either cognitive or non-cognitive, it is an uphill battle.   

To be fair, non-cognitivists have some features of the discourse that weigh in their 

favor.  Below, in §3.4, I consider the most powerful argument for non-cognitivism: the 
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argument that normative judgments have a functional-dispositional motivational profile 

that is inconsistent with standard cognitive, belief-like attitudes.  In the end, this feature 

does not threaten cognitivism as the best semantic theory on the table, or so I argue.   

What else fuels the non-cognitivist’s fire?  I fear that metaphysical doubts about 

the existence of normative facts, properties and relations, and epistemic doubts about 

being in touch with such ontological furniture, play no small role.  However, at most 

these doubts recommend a revisionary semantics.  Such doubts do not inform a theory of 

existent semantics.  To illustrate, suppose that metaphysical concerns about witches and 

epistemic concerns about being in touch with them lead to the conclusion that witch 

discourse never was cognitive.  That rules out at attractive semantic option for witch 

discourse, viz. error theory, which combines cognitivism, descriptivism, and 

metaphysical irrealism.  As this case illustrates, metaphysical considerations external to a 

discourse is the wrong place to look to determine the discourse’s semantics.  

We now have the prima facie case for cognitivism about normative judgments, 

particularly reason judgments, and some reason to doubt the motives of non-cognitivists.  

Below, I want to expand upon the sixth feature—embeddability—to augment the 

difficulties for normative non-cognitivists. 

3.3 Embeddability and the Problem of Normative Inference 

On the current interpretation, non-cognitivism is a view about attitudes.  If the 

normativity of normative judgments is in the attitude, however, certain seemingly valid 

inferences resist sensible interpretation.  To fill out the objection one must bear in mind a 

distinction between practical reasoning and what I will simply call ‘inferential reasoning.’  
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Practical reasoning, captured by what Aristotle called practical syllogisms, is a matter of 

thinking about what actions to take, plans to make, etc., given one’s ends and 

information.  Though cognitive judgments can supply steps in the process, practical 

reasoning ultimately concludes in an intention, plan or other non-cognitive state.  To take 

an example, say that I want to walk to work without getting wet, but I look out the 

window to find that it’s raining outside.  I don’t want to be late to my next appointment, 

so I cannot wait for the rain to let up, but I know that my umbrella will keep me dry.  

Ultimately, I decide to take the umbrella, and I trundle off to work.  When I reason from 

my ends, ways to achieve my ends, opportunity costs, etc., my reasoning features a mix 

of cognitive and non-cognitive attitudes.  Normative judgments might be part of that mix.  

But what is distinctive about practical reasoning is that it concludes in a non-cognitive 

attitude, like an intention, or, on some accounts, action itself.  

Inferential reasoning is different primarily because it concludes in cognitive 

judgments based on the evidential value of the premises.  It can take the form of a 

deductive syllogism, like reasoning from 1) all Fs are Gs, and 2) X is an F, to 3) 

Therefore, X is a G, or non-deductively, like reasoning from 1) It seems that I have two 

hands, to 2) So, I have two hands.   

Regardless of their role in practical reasoning, normative judgments can and 

sometimes do feature in inferential reasoning.  Consider again the following syllogism 

from Geach (1960): 

LI  

1. If lying is wrong, then it is wrong to get your brother to lie. 
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2. Lying is wrong.  

3. Therefore, it is wrong to get your brother to lie. 

Although I am primarily concerned with reasons, for continuity I stick with the traditional 

debate, which explicitly handles sentences with moral terms.  We can think of 

expressions of wrongness as expressions of reasons, perhaps of a special kind, to keep in 

touch with the present broader normative project.  With that in mind, to all appearances 

LI is a valid deductive syllogism that features inferential reasoning to a conclusion held 

cognitively, rather than a practical syllogism that concludes in some non-cognitive 

intention, plan or whatnot.  For it seems that one can reason through LI without thereby 

forming an intention not to lie, or some similar non-cognitive attitude.  If the premises are 

true, the conclusion must also be true.   

If LI is a valid inference, however, non-cognitivists face an embedding problem, 

which has been well pressed by James Dreier (1996).  The gist of the argument runs as 

follows.  Non-cognitivists tell us that indicative normative claims in assertoric contexts 

express one’s non-cognitive psychological states.  So it would appear that “Lying is 

wrong” as it appears in the second premise of LI would express some thinker’s non-

cognitive state toward lying.  Notice, however, that in the first premise “lying is wrong” 

occurs in an embedded context as the consequent of a conditional.  Presumably, one who 

accepts premise (1) need not adopt a non-cognitive attitude toward lying, for he can 

simply entertain the possibility that lying is wrong.  So how is it that the proposition 

“lying is wrong” has an invariant meaning in premises (1) and (2), as required to preserve 

the validity of the argument?  Without providing some invariant meaning of the 
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proposition across both assertoric and embedded contexts, the non-cognitivist 

interpretation of the argument suffers from the fallacy of equivocation.  Moreover, 

validity will also require that the invariant meaning be truth-apt, for validity is defined in 

terms of truth: if the premises are true, the conclusion cannot be false.  The problem 

generalizes to embedded contexts outside of inferences, contexts like simple negation or 

disjunction, so the trick for non-cognitivists is to explain how normative propositions 

express the same truth-apt meaning in both embedded and unembedded contexts.  

As stated, the embedding problem most clearly applies when we take the 

normative premises as the contents of thought in inferential reasoning, for only then 

arises the question of some invariant meaning of the propositions involved.  Thus, the 

problem is straightforwardly pressed against expressivists about normative content.  

More complex and subtle problems arise for non-cognitivist, for they locate normativity 

in attitudes, and not in the propositional contents of thought.  To draw forth these 

problems, I want to digress for a moment to talk about a related concern: Dorr’s wishful 

thinking objection to non-cognitivism.  After discussing that problem in §3.3.1, I return 

to the problem of embeddability with greater clarity in §3.3.2.   

3.3.1 The Wishful Thinking Objection to Non-Cognitivism 

In a long overdue argument, Cian Dorr (2002) asks us to consider seemingly valid 

arguments that proceed from normative premises to factual conclusions, like the 

following (call this argument “Liar’s Soul’s Inference,” or “LSI”): 

LSI 

1. If lying is wrong, the souls of liars will be punished in the afterlife. 
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2. Lying is wrong. 

3. Therefore, the souls of liars will be punished in the afterlife. 

To all appearances, this looks like a valid inference, so a semantic account that preserves 

this validity is pro tanto better than one that does not.  According to Dorr, a cognitivist 

rendering of the argument would preserve validity, but a non-cognitivist rendering would 

not.  To see why, Dorr asks us to imagine a character, Edgar, who accepts premise (1), 

but who initially rejects premise (2).  Edgar does not infer the conclusion, and absent 

other relevant information about the afterlife, it would actually be irrational for Edgar to 

accept the conclusion.  But eventually Edgar comes to change his mind about premise (2) 

through some good moral education, and on subsequent reflection he embraces the 

conclusion (3) based on premises (1) and (2).   

Let us suppose that the non-cognitivist story is right, and Edgar comes to change 

his mind through some shift in his normative sensibilities and attitudes rather than any 

change in the available evidence about lying or its consequences.  In that case it looks 

like Edgar’s move from (1) and (2) to the conclusion (3) is no longer an instance of 

inferential reasoning.  For how could one infer facts about the afterlife simply by 

changing one’s normative sentiments – a change in sentiment is in no way evidential of 

the character of the afterlife and its inhabitants.  Dorr put the point rather harshly: “It is 

irrational to modify your views about the world so that they cohere with your desires and 

feelings.  That’s wishful thinking!”59  

Though irrelevant to Dorr’s general point, LSI presents an unsympathetic 

                                                 
59 Dorr (2002, 99). 
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conditional in premise (1).  Perhaps the following argument would present fewer 

distractions to the wishful thinking objection: 

Trolley 

1. If I ought not switch the trolley tracks, then switching the trolley tracks does 

not maximize aggregate happiness. 

2. I ought not switch the trolley tracks. 

3. Therefore, switching the trolley tracks does not maximize aggregate 

happiness. 

Trolley has many sympathizers in the philosophical community, who read the ought 

claim as a claim about what one has overall reason to do.  Further, it is generally taken to 

be a valid inference, even if unsound.  Yet a non-cognitivist reading of normative claims 

renders this non-inferential wishful thinking.   

On reflection, this wishful thinking objection only applies to non-cognitivists, and 

not expressivists, as I have defined those positions, because inferential reasoning occurs 

on the contents of one’s attitudes.  Thus one might reason as follows in non-normative 

contexts: 

Zombie 

1. If zombies are conceivable, then zombies are possible. 

2. Zombies are conceivable. 

3. Therefore, zombies are possible.  

Though reasoning through this one would believe (1) and (2), and conclude by believing 

(3), the reasoning itself does not include thoughts about the belief-type attitude.  If we 
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wanted to reconstruct the psychological transitions involved in the inferential reasoning 

above, we could do so as follows, where A stands for the attitude of belief-like cognitive 

acceptance: 

Zombie Psychology 

1. A (if zombies are conceivable, then zombies are possible) 

2. A (zombies are conceivable) 

3. A (zombies are possible) 

Though these are the steps we go through, in inference we only think about the contents 

of our cognitive attitudes, contained in the parentheticals.  No doubt we can think about 

the attitudes featured in the inference by forming higher order attitudes toward those 

lower level attitudes, but there again the higher order attitudes would not feature in the 

reasoning.  Cognitive attitudes simply serve to give us access to their contents so that we 

can think about those contents in inference.   

This is similar to Lewis Carroll’s insight in his 1895 “What the tortoise said to 

Achilles.”  There Carroll showed that concluding q from the premises 1) p and 2) if p 

then q, need not include an extra premise about what follows from (1) and (2), namely (3) 

if (p and (if p then q)) then q.  Introducing rules of inference as extra premises like this 

threatens infinite regress.  Similarly, one does not need to take note of one’s attitudes 

toward propositions to reason about those propositions.  If one were required to do so, an 

infinite regress results.  To think about p, one would need to think about one’s attitude 

toward p, but to think about one’s attitude toward p one would have to think about one’s 

attitude toward one’s attitude toward p, and so on.  Reasoning about p would never 
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occur.60   

Expressivism puts normativity in the contents of thought, so it owes us an account 

of the meaning of such contents such that they preserve valid inference.  If non-

cognitivism is right, on the other hand, then the normativity of normative judgments is in 

the attitude, and we need to reconsider the underlying logical and psychological structure 

of the arguments in LI and LSI and how such a structure carries meaning that preserves 

inference.   

3.3.2 The Psychology of Non-Cognitive Attitudes 

Under non-cognitivism, arguments like LI and LSI should not feature wrongness 

in the premises, for we would be taking wrongish or oughtish or reasonish attitudes 

(whatever they turn out to be) toward non-normative contents.  In effect, one is thinking 

wrongishly or oughtishly or reasonishly about lying.  Exactly what the character of the 

attitude is depends on the non-cognitivism under consideration.   

Any non-cognitive view like this encounters some difficulties.  For one, the above 

arguments are very difficult to reconstruct if we excise the normativity from the content 

that we are supposedly thinking about.  The second premises of both LI and LSI, for 

instance, would only contain acts of lying, or representations of acts of lying, in the 

content.  It would seem that the premises no longer feature truth-apt propositional content 

that could feature in truth-preservative, valid inferences.  This is one problem that 

Blackburn (1984) runs into when he proposes that we reinterpret LI as transitions from 

various attitude-content pairs.  There he introduced Boo (B!) and Hooray (H!) operators 

                                                 
60 Accord Pollock & Cruz (1999, 136-37).   
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to signal the non-cognitive attitudes taken toward non-propositional contents.  To more 

accurately represent the logical and psychological transitions in LI on Blackburn’s (1984) 

view we can reconstruct what is going on psychologically as follows: 

LI Psychology 

1. B! (B! (lying) & ~B! (getting your little brother to lie))61 

2. B! (lying) 

3. B! (getting your little brother to lie) 

(1) says that the thinker disapproves of the combination of attitudes comprising the 

disapproval of lying, and not disapproving of getting one’s little brother to lie.  Thus, if 

the thinker disapproves of lying but does not disapprove of getting one’s brother to lie, 

the thinker disapproves of his combination of attitudes.  Of course, this no longer retains 

the original argument as a truth-preserving inference on propositions, as it seemed to be.  

In making the transition from (1) and (2) to (3), one would be thinking about the contents 

in the parentheticals, which can no longer support inference (unlike the contents of the 

parentheticals in Zombie Psychology).  As some have noted, those who form the attitudes 

in (1) and (2), but who fail to form the attitude in (3) after considering the matter are not 

illogical, but merely feature a fractured moral sensibility.62  Unlike violations of valid 

inferences, our thinker has not violated logic.  He merely disapproves of failures 

(including his own) to have the attitude in (3) when one has the attitudes in (1) and (2).  

                                                 
61 This is not exactly how Blackburn articulates this complicated psychological state, but 
putting things in terms of disapproving certain attitude combinations seems to come 
closest to preserving the logic of material conditionals.  Many thanks to Cole Mitchell for 
suggesting this to me.  
62 See, e.g., Hale (1986). 
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Perhaps we too would disapprove of his failure to move to psychological state (3), but 

that depends on whether or not we disapprove of such fractured sensibilities.  In the end, 

what looked like a valid inference on truth–apt propositions violated on pain of logical 

inconsistency has turned out to be no more than feelings toward stuff, violated on pain of 

disapproval from yourself or others.   

Applying something like Blackburn’s old strategy to seemingly valid inferences 

that conclude in belief, we also get Dorr’s wishful thinking objection.  In the case of LSI, 

if one is in fact reasoning from non-cognitive attitudes toward lying to a conclusion of 

believed fact about the afterlife, the “reasoning” is no longer inference, but a form of 

wishful thinking.  The reconstructed psychological steps look something like this, where 

A stands for an attitude of cognitive, belief-like acceptance: 

LSI Psychology 

1. B! ((|B! (lying)| & ~|A (the souls of liars will be punished in the afterlife)|) 

2. B! (lying) 

3. A (the souls of liars will be punished in the afterlife)   

Of course, the old problem of finding truth-apt propositional contents of thought remains, 

but let us set that aside.  The concern now is this:  How is it that the conclusion follows 

as an inference if the premises involve non-cognitive attitudes?  The nature of the 

afterlife should not depend on my non-cognitive attitudes toward lying.  Perhaps this 

represents how we transition from non-cognitive states to cognitive states when we are 

irrational, but does nothing to preserve the seemingly valid inferences that occur in first 

order normative discourse.   
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Horgan and Timmons have proposed something similar to Blackburn’s old 

strategy.  Instead of introducing ‘Boo!’ and ‘Horray!’ operators for the different 

normative attitudes, they introduce a single simple normative operator for an ought 

commitment, symbolized as O[ ], and read “It ought to be the case that.”  They also have 

an operator for regular, non-normative, cognitive attitude, an is commitment, symbolized 

as I[ ], and read “It is the case that [ ].  Sentences fill the bracketed slots.  It looks like 

these operators signal the different kinds of attitudes one can take toward the purely 

descriptive contents embedded in the brackets.  This does not necessarily place Horgan 

and Timmons in the non-cognitivist camp – they hold that the ought commitment is a 

belief-like, cognitive state, though different from the more prototypical cognitive state, 

the is commitment.  Without going into too much detail, Horgan and Timmons also 

construct more complex attitude operators to capture the attitudes we might take toward 

more logically complex formulas containing ‘or’, ‘and’, and ‘not.’   

Because Horgan and Timmons call both is and ought commitments kinds of 

beliefs, it might look as though their strategy can deliver genuine inferences on truth-apt 

contents accepted cognitively, rather than mere wishful thinking.  Before satisfaction sets 

in, however, we should recall that a rose by any other name would still smell as sweet, 

and a durian by any other name would still smell as bad.  As far as I can tell, when 

confronted with arguments like LSI and Trolley, the logical operators Horgan and 

Timmons introduce mask some substantive concerns.  If ought commitments are different 

from standard cognitive beliefs, we do not want to merely stipulate that it is inferentially 

appropriate to move from ought commitments and mixed commitment states to is 
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commitments.  Dorr’s concerns about wishful thinking are still operative, though the 

present formalism makes those concerns less transparent.   

To see why the Horgan and Timmons strategy fails to answer the wishful thinking 

objection, consider an analogous case.  In the case of the Zombie argument, I would not 

rationally infer the conclusion that zombies are possible if I only desired that zombies are 

conceivable.  It is no more a valid inference if I introduced some formalism, viz., a desire 

commitment operator and an is commitment operator, and simply stipulated that one can 

rationally transition from the one kind of attitude to the other because they are both a kind 

of commitment state.  Stipulative solutions like this afford us no purchase on the nature 

of the attitudes under consideration (whether you want to call it a special kind of belief, 

or not a belief at all), or the legitimacy of inference on the contents of such attitudes.  So 

Horgan and Timmons have to assure us that their formalism makes sense of genuine 

inference. 

The last worry is the deepest worry I want to raise for those who banish 

normativity to the attitude side of the attitude-content divide.  It is this: the psychological 

reconstructions offered simply do not get the phenomenology and psychology of 

normative discourse right.  Let me shift to reasons to make this point.  On the non-

cognitivist account, a putative belief that F favors one’s Φing is actually realized logically 

and psychologically as a reason-type attitude toward content that only concerns F and 

one’s Φing.  Perhaps we can symbolize all reason claims along the following lines: 

B!((F) & ~(A’s motivation to Φ)), where the B! operator signals one’s con-attitude 

toward its contents, comprising a favoring consideration F and A’s motivation to Φ.  The 
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problem here is that it is part of the linguistic and psychological content of reason 

judgments that some consideration in the world counts in favor of particular actions and 

attitudes of particular agents – the normativity flows between things in the world, as it 

were.  Contrary to the non-cognitivist reconstruction, the source of the normativity is not 

in the judger’s attitude, but features of the world.  To take a more concrete example, 

when I say that you have a reason to pull the fire alarm, it is not I that favors your pulling 

the alarm, at least not at base.  It is the plight of those you can save that counts in favor of 

your pulling the fire alarm – I am just recognizing that fact, or so it seems.  If I favor your 

pulling the fire alarm it is because there is good reason to pull the fire alarm, and I am not 

merely expressing the former by saying the latter.  Expressivists who turn reasons into a 

kind of attitude do not respect the locus of the normativity as it is manifested 

phenomenologically and psycho-linguistically.  

3.3.3 Non-Cognitivism and Epistemic Normativity 

These concerns are perhaps more acute when we turn to epistemic normativity.  

Epistemic reasons share the same normative relational character with their practical 

cousins.  Under the non-cognitivist strategy currently considered, we would have to 

shove that normativity up into attitudes.  So the claim that you have reason to believe (or 

you would be justified in believing) that you have two hands, given that it appears to you 

as though you do, turns into something like B! (S(I have two hands) & ~A(I have two 

hands)), where S is a seeming operator that captures the content of your experience.  

Turning to an example that does not depend on seemings, a detective investigating a 

murder might have most reason to believe that the butler did it, given his other beliefs 
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about the crime.  Abbreviate all that he believes about the murder save his belief about 

whodunit as ‘evidence.’  Non-cognitively, here is the psychology of rendering that 

judgment: B! (A(evidence) & ~A(the butler did it)).  Lastly, if you think that you have 

reason to believe the conclusion of a sound deduction, you must be in some 

psychological state generically symbolized as B! (Ap & A(p ⊃ q) & ~Aq).  

There are a couple of thorny issues here that surface in both the epistemic and 

practical domains.  First, when the normative operators only purport to capture a reason, 

and perhaps not overall reason, we would actually have to introduce a pro tanto Boo! 

operator to reflect the force of a reason judgment.  Let us symbolize such an operator 

with the lower case boo!  If you are considering an act of lying that is needed to save 

another’s life, you might boo that act insofar as it is deceptive, but you might overall 

Hooray the act because saving another’s life outweighs deception in this case.  Working 

with the two hands case, the appearance as of having two hands provides only defeasible 

reason to believe that you have two hands, so if one has the appearance, but fails to form 

the belief, you might only boo that combination of attitudes, rather than Boo it.  Your 

booish attitude would have to compete with other normative boos and hoorays to 

determine whether or not the combination of seeming to have two hands and not 

believing that one has two hands attitudes generates an overall Boo! or Hooray!  Perhaps 

you learn that you are a brain in a vat, in which case the combination (S(I have two 

hands) & ~A(I have two hands)) is in no way booable, for the appearance no longer 

provides any reason for the belief.   

Second, we need some way of signaling that the last conjunct in this example is 
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booable on the basis of the first conjunct, so that one cannot escape the boo by dropping 

the first conjunct.  Working with the detective example, we would not want him to escape 

our booish attitude by rejecting all his evidence for no reason whatsoever!  We need to 

recover the asymmetry such that the evidence is reason to him to believe that the butler 

did it, but his failure to believe that the butler did it is not reason to reject his evidence.  I 

don’t know how bright the prospects are for a non-cognitivist theory to meet these 

concerns, but let me note them and set them aside as a challenge to be met.   

Supposing all the above details can be worked out, the larger concern is that 

epistemic claims turn into expressions of non-cognitive attitudes, just as do practically 

normative claims.  To call a belief justified, or supported by the evidence, is just to 

express your approval of the belief, or your approval of the belief when paired with 

evidential information.  To be clear, the non-cognitivists story is not that you approve of 

a belief because it is supported by the evidence.  Your approval is basic – you approve of 

certain belief-information pairs and that approval is what you express when you say that 

the belief is justified, or that the information counts as evidence in support of the belief. 

As with the practical case, this rendering of the discourse does not preserve the 

psychological and linguistic data suggesting that normativity is part of the content of 

reason claims.  It is not I who favors your belief, but some bit of evidence that counts in 

favor of your belief, and it seems that I am thinking about that favoring relation as part of 

the content of my thought, not part of my attitude toward you and your information.   

Moreover, reasoning about epistemic notions suffers the same liabilities as 

reasoning about practical notions.  Consider the following argument: 
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1. If you have reason to believe that you have two hands, then you have reason 

to believe that you are not a brain in a vat. 

2. You have reason to believe that you have two hands. 

3. Therefore, you have reason to believe that you are not a brain in a vat. 

The embedded reason claims in premise (1) come from some judgment that some 

consideration not in the argument counts in favor of believing that you have two hands.  

Let the attitude operator that captures these judgments be the Hooray! operator (H!).  

Then the psychologized version of the argument on the non-cognitivist rendering is 

something like: 

1. B! ((H!| your believing that you have two hands|) & ~ (H!|your believing that 

you are not a brain in a vat|)). 

2. H! (your believing that you have two hands) 

3. H! (your believing that you are not a brain in a vat) 

Epistemic arguments are not violated on pain of failures of logic so much as they are 

violated on pain of a fractured epistemic sensibility.  If this did not go down easily for 

practical normativity, it is not likely to go down well for epistemic normativity.  And 

wishful thinking objections surface here, too, when faced with arguments that go from 

epistemically normative premises to epistemically non-normative conclusions.  In the 

end, there is a veritable cornucopia of bullets served up for those who wish to remove 

normativity from the content of one’s judgments.     

3.3.4 The Shadow of Non-Cognitive Attitudes 

Excising normativity from the content of thought fails to generate truth-apt 
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propositions on which inferences can be made, generates only condemnations of 

fractured sensibilities rather than logical failings, raises worries about wishful thinking, 

and does not reflect psychological and linguistic evidence that normativity belongs to 

content.  So let us see whether the non-cognitivist could leave normative terms in the 

contents of the above arguments, thus preserving propositional content and perhaps truth-

aptitude.  A sincere non-cognitivist will have to characterize such content as the shadow 

of a non-cognitive attitude cast into the content of thought.  Here is the most 

straightforward pursuit of that strategy: when reasoning through normative premises in 

valid arguments, one is, in part, thinking about one’s attitudes.  How?  Well, one is taking 

up cognitive attitudes toward one’s non-cognitive attitudes and then reasoning about 

those non-cognitive attitudes.  That is how normativity, which is first and foremost 

located in attitude, makes its way into content.   

This might be an attractive strategy for non-normative arguments that feature non-

cognitive judgments.  Take the predicate ‘gross,’ which expresses a non-cognitive 

attitude if anything does, and consider the following argument:  

Gross 

1. If worms are gross, then some reality TV show will make its contestants eat 

worms. 

2. Worms are gross. 

3. Therefore, some reality TV show will make its contestants eat worms. 63 

                                                 
63 Perhaps the material conditional is not the most natural reading of the “if” in this 
sentence.  If so, the antecedent would only be evidential of the consequent (it would not 
obey the truth conditions of material conditionals) and an argument featuring the 
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Arguments like this provide aid and comfort to the normative non-cognitivist, for if 

‘gross’ has invariant meaning across contexts, then why can’t normative terms?   

I think it is fairly clear that there is a way to make sense of Gross that preserves its 

validity and status as an inference, though the strategy is unavailable to the normative 

non-cognitivists.  Gross is easily seen as an elliptical statement of the following valid 

argument about attitudes: 

Gross 2 

1. If people are generally grossed out by worms, then some reality TV show will 

make its contestants eat worms. 

2. People are generally grossed out by worms. 

3. Therefore, some reality TV show will make its contestants eat worms. 

Gross is valid to the extent it elliptically expresses Gross 2, and Gross feels valid because 

we implicitly read it as one way of expressing Gross 2.  Moreover, Gross 2 preserves all 

that one would reasonably want to say in Gross, so there should be no resistance to 

reframing the argument in terms of attitudes that were otherwise hidden by the predicate 

‘gross.’ 

We cannot, however, do something similar for the normative arguments LI and 

LSI, for translating those arguments into arguments that are, in part, about persons’ 

attitudes does not preserve all that one reasonably wants to say with the original 

arguments.  Consider the following psychological steps in LSI, where ‘A’ again 
                                                                                                                                                 
statement would not be valid, strictly speaking.  Of course, the argument would still be 
quasi-valid, lending support to the conclusion contained in the consequent, and a 
semantic account would want to preserve this quasi-validity and inferential respectability, 
such as it is.   
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symbolizes cognitive acceptance of contents found in parentheticals: 

LSI Psychology 2 

1. A (if X has non-cognitive attitude C toward lying, then the souls of liars will 

be punished in the afterlife) 

2. A (X has non-cognitive attitude C toward lying) 

3. A (the souls of liars will be punished in the afterlife) 

This manifestly does not preserve the meaning of the original argument, so we cannot 

treat normative arguments as we treat uncontroversially non-cognitive arguments like 

Gross. 

In any event, non-cognitivists are loath to go down this road, for they do not want 

normative reasoning to be about us and our attitudes.  To all appearances, normative 

reasoning is not about one’s attitudes.  I only suggest this option to bring to the fore a 

central issue for all non-cognitivists, one that brings us full circle to the original 

embeddability problem.  The challenge for the non-cognitivist is to explain how 

normative attitudes are casting their shadow in to content.  We’ve seen one unattractive 

option, according to which we think cognitively about our non-cognitive attitudes.  But 

eschewing this path, how are we to understand the normative shadow, what it means, and 

how we can make valid inferences in its presence?  

To see why this is such a problem consider otherwise non-problematic attitudes 

and their predicate shadows.  In the Zombie argument, let us introduce a predicate that 

allows the attitude of cognitive acceptance to cast a shadow into content.  The predicate is 

‘acceptalicious.’  Now consider the following argument, which makes use of the new 
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predicate.   

Zombie(?) 

1. If the conceivability of zombies is acceptalicious, then the possibility of 

zombies is acceptalicious. 

2. The conceivability of zombies is acceptalicious. 

3. Therefore, the possibility of zombies is acceptalicious.  

Unless the above is an elliptical expression of the regular Zombie argument, it appears to 

be nonsense.  Anyone who wants to cast a shadow of attitude into content bears the 

burden of making sense of it.  If the shadows of attitudes in content do not render our 

thoughts, at least in part, about attitudes, what, pray tell, are the thoughts and inferences 

about?  That is the semantic residue created by and left unexplained by non-cognitivism.  

By shoving normativity into attitude, but keeping normative predicates in thought and 

inference, non-cognitivists are indebted to say something about the meaning of such 

predicates.  Normative or not, I do not know how to make sense of any discourse with 

these features.   

So here is where we’re at.  If we excise normativity from contents, we lose 

validity, gain wishful thinking, and fail to capture normative thought and language, which 

seems to be about (content-wise) wrongness, reasons, etc.  If we keep normativity in 

content, we are left with puzzles about meaning, and pitfalls where meaning is about 

attitude.  In pursuit of non-cognitivism the trail has become faint.  Continued pursuit 

requires so much effort to clear the way ahead, that one suspects mistakes have been 

made.  Somewhere along the way the non-cognitivist took a wrong turn.   



 102

Given these troubles, it comes as no surprise that the most promising solutions to 

the embeddability problem have deviated from non-cognitivism, as I have understood the 

view.  In particular, Alan Gibbard (1990) has suggested that one accepts norms, and then 

expresses one’s acceptance of those norms with normative language.  Normative 

propositions express world-norm pairs on that view, so there is no problem about 

invariant meaning across contexts, and validity can be modeled on an extension of 

possible world semantics.  Insofar as this is a step away from non-cognitivism, it is a step 

in the right direction.  Normativity should be located where it appears to be located: on 

the content side of the attitude-content divide.  Thus Gibbard might be best read as an 

expressivist.  I take up that issue in the next chapter.  For now, I want to conclude the 

case for normative cognitivism by considering the most promising argument against it—

the argument from the first person motivational force of normative judgments.  

3.4 The Motivational Force of Normative Judgments 

At the outset I provided a prima facie case that moral judgments feature cognitive 

attitudes.  That case relied on what we might call the critical practices of normative 

discourse, features like truth evaluability, disagreement, error, embeddedness, and the 

like.  In other disciplines, cognitive, belief-like attitudes are responsible for these 

practices, so it seems that the best explanation of these very same features in normative 

discourse would also appeal to their cognitive attitudes.  Focusing on embeddability, we 

saw a series of concerns that highlight just how difficult it would be to sustain non-

cognitivism in the face of some of these critical practices.   

Now I want to give the non-cognitivists their due by considering a traditional 
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argument meant to count in favor of normative non-cognitivism.64  The argument is neo-

Humean and we can put it roughly as follows:  

1. Normative judgments all by themselves are capable of motivating agents.   

2. Judgments featuring cognitive attitudes cannot motivate all by themselves.   

3. So normative judgments must feature non-cognitive, motivationally hot, 

attitudes.   

This kind of argument is usually pressed with respect to first-person and self-directed 

moral judgments, so to feel the initial force of the first premise consider particular first-

person moral judgment tokens and what it is like to be motivated by them.  Suppose you 

have been invited to a party, and you are not at all inclined to attend.  But then you recall 

promising a friend that you would be at that party, and so you judge that you are morally 

obligated to attend.  Or imagine what it is like to judge that you ought to donate money to 

Oxfam because you realize how your money could meet the basic needs of others.  Upon 

introspection, it seems like these kinds of judgments are capable of motivating all by 

themselves, and sometimes they succeed in doing so.  Contrast uncontroversially non-

normative judgments.  When you judge that the Nile is the longest river in the world, or 

that Mount Everest is the tallest mountain, for instance, introspection reveals that these 

                                                 
64 Kalderon (2005, Ch. 1) has recently proposed an epistemic difference between 
cognitive and non-cognitive judgments.  He argues that if acceptance is on behalf of 
others and it features no normative pressure to revise in the face of certain kinds of 
disagreement, then it must feature a non-cognitive attitude.  Kalderon believes that moral 
judgments fit this bill.  I do not address this argument here because it relies on dubious, 
and in my view unmotivated, distinctions between acceptance on behalf of others versus 
acceptance on behalf of oneself only.  Also, it is not clear that there is such a stark 
contrast between areas of discourse that feature pressures to revise in the face of 
disagreement and those that do not.   
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judgments cannot motivate all by themselves.  They require some additional 

psychological state to generate motivational force.65  Judgments with moral contents 

seem qualitatively different in that they can motivate all by themselves.66  The claim here 

is not the strong internalist claim that moral judgments necessarily motivate, or that they 

always motivate, or that motivational sources are always introspectively accessible, but 

just that there are some clear cases where it does seem introspectable that moral 

judgments carry motivational force. 

Though the Humean view is usually pressed in the moral domain, it seems to 

apply to all first-person and self-directed practical normative judgments.  When I judge 

that some particular consideration is a reason to climb Mount Everest, for instance, that 

has an introspectively accessible motivational force not found in the purely non-

normative judgment about the height of the mountain.  And when one judges that a gain 

in political power is a reason to accept a bribe, that more egoistic reason judgment seems 

to carry motivational force as well.  The role of theoretical or epistemic reason judgments 

is more complex.  It is odd to talk about motivations to form beliefs based on the 

evidence, for belief formation seems to be fairly automatic and involuntary.  Though we 

can decide to direct our cognitive faculties toward some inquiries and away from others, 
                                                 
65 Even in cases where there seems to be a phenomenologically manifest motivational tug 
to purely descriptive judgments—like your judgment that dinner is ready—upon 
introspection, one realizes that that judgment requires an additional state—like hunger—
to generate motivational force, and it is easy to see that the non-normative judgment by 
itself is insufficient for motivation. 
66 Here is how Shafer-Landau puts the point: “before theorizing about motivation, most 
of us would find it plausible to suppose that some evaluative beliefs—‘that simply must 
be done’; ‘that is the right thing to do’—can motivate all by themselves. . . .  Sometimes a 
desire simply does not appear on the scene—‘I saw that it needed to be done, and did it.  I 
don’t recall wanting anything at the moment.’” Shafer-Landau (2004, 123). 
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we cannot in similar fashion decide to form a belief, or reject a belief.  Nonetheless, it 

might make sense to say that judgments about epistemic reasons of the form “F is a 

reason to believe that p,” dispose one all by themselves to form the belief that p.  So at 

least the functional structure in the epistemic case is similar to the functional structure in 

the practical case.  Be that as it may, allow me to focus on practical normativity, for that 

seems to be where Humean arguments are most forceful.67  

The second premise of the Humean argument falls out of a very plausible theory 

of motivation, the Humean view, according to which beliefs and desires are separate 

existences with different dispositional or functional roles.  This is the analytical 

functionalist view, where the functional role of a belief is to take information as input, 

represent that information, and supply that information to other psychological states.  For 

beliefs, the functional role is popularly summarized by saying that beliefs have a world-

mind direction of fit – the contents of a belief-type attitude change depending on how one 

takes the world to be.  By contrast, desire-type attitudes have a mind-world direction of 

fit – the content of one’s desires affect behaviors to make the world conform to them.  

Their dispositional or functional role is to take information from beliefs and output 

behaviors.68 

Thus the conclusion seems to follow: Normative judgments must feature non-

                                                 
67 This would still leave the prima facie case for cognitivism unrebutted as it applies to 
other-directed practical judgments, and to theoretical reason judgments concerning what 
others have reason to believe.  When I judge that you or another has reason to Φ, these 
judgments still bear all the earmarks of cognitive attitudes.  One who grounds his non-
cognitivism in motivational features of normative judgments would have to develop 
additional arguments to handle these non-self-directed kinds of reason judgments. 
68 For a nice treatment, see Smith (1994, Ch. 4). 
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cognitive attitudes.  However, good normative cognitivists have tried to resist the 

Humean argument while attempting to accommodate the apparent motivational force that 

comes with normative judgments.  It is widely thought that premise (1) is most 

vulnerable, particularly the thought that first person normative judgments motivate all by 

themselves, as opposed to motivating with the aid of some other non-cognitive state.  On 

the standard cognitivist view, normative judgments would have to be accompanied by 

antecedent desires to do what one judges one has reason to do.  So if I judge that I ought 

to visit grandma in the hospital, to generate motivational force that judgment would 

require a separate desire to do what I ought to do.  Michael Smith (1994)69 worries that 

this simple cognitivism betrays a kind of normative fetish that is not present in most cases 

of normative motivation.  To see his concern, imagine that your spouse is drowning in a 

lake, and you alone are able to save him or her.  On the standard cognitive view, it would 

be your desire to do what you should that supplies motivational force, leaving your 

attitude toward your spouse—that you should save him or her—rather cold and, more to 

the point, unreflective of your genuine de re concerns about this particular person.  

Smith, then, would offer a new twist on premise (1), which promises to reconcile 

cognitivism and motivational force.  On his production view normative judgments are 

cognitive and belief-like, but unusual in their capacity to spawn appropriate desire tokens.  

So, when all is functioning well, my token judgment that I ought to save my wife spawns 

a desire to save my wife, and that desire then conspires with the relevant means-related 

beliefs to motivate action.  So normative judgments can “motivate all by themselves” in 

                                                 
69 Smith (1994, 71-76). 
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the sense that they are sufficient to generate motivation without any antecedent desire-

type attitude.70   

Suffice it to note that those who take issue with the Humean argument generally 

take issue with premise (1) because premise (2)—that beliefs alone cannot motivate—

seems unassailable.  Those who embrace premise (2) are then compelled to adopt one of 

three positions: moral judgments are either a) standard non-cognitive, desire-like states in 

need of means related beliefs to generate motivation, b) standard cognitive belief-like 

states in need of antecedently existent desires to generate motivation, or c) special 

cognitive, belief-like states that can produce the desires required by Humean motivation 

ex nihilo.   

Let me be clear that the normative cognitivism I defend would be happily 

consistent with anything but standard non-cognitivism.  So if standard cognitivism or the 

production view turn out to be correct, I would consider that a victory.  Having said that, 

I think the best way to accommodate the motivational features of normative judgments 

takes a decidedly different tack, leaving premise (1) of the Humean argument undisturbed 

and untwisted by Smith’s production view.  I challenge premise (2) instead.  It has been 

far too influential in constraining our options.   

I challenge premise (2) in an attempt to accommodate the introspective evidence 

that normative judgments motivate all by themselves.  The resulting view is a version of 

                                                 
70 There is some controversy whether this twist on premise (1) is consistent with being a 
good Humean.  Under a strong form of the Humean view, beliefs alone do not motivate 
and do not produce any motivational states.  See Shafer-Landau (2003, 121).  This strong 
version would rule out the production view, so I focus on the weaker and more defensible 
position, articulated under analytical functionalism as discussed below.  
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besire theory.  According besire theory,71 some first person moral judgments (judgments 

like ‘I morally ought to Φ’) are both belief-like and desire-like at the same time in that 

they alone represent things as they morally are, and motivate appropriate actions.  

Contrary to popular opinion, a suitably humble Humean view that rests on analytical 

functionalism about beliefs and desires is entirely consistent with besire theory.  Because 

besire theory best fits all the evidence, including the critical practices that weigh in favor 

of cognitivism, and introspection that weighs in favor of non-cognitivism, we should 

embrace besire theory as the best account of normative judgments on offer.  Or so I now 

argue. 

3.5 The Case for Besires 

When considering the Humean defense of premise 2, we must hold in mind a 

crucial distinction between the levels at which the Humean claim can be cast.  As an 

analytical claim, the Humean view is most plausibly about beliefs and desires as types of 

mental states, where types are individuated by their differing dispositional-functional 

roles.  As the case for besire theory makes clear, however, evidence for besires comes 

from introspection on mental state tokens or realizer states.  If we attend to this 

distinction, we can be more precise about the nature of the besire view, and we can see 

that the Humean-based arguments against besire theory do not go through.   

To clarify besire theory, let us work with an example that shows its directions of 

                                                 
71Altham (1986) coined the term ‘besire.’ Note that besires are thought of as states that 
have belief-like dispositions toward content p, and desire-like dispositions toward content 
q.  For example, I besire that <I ought to save the baby on the tracks> (belief-like toward 
content p), and that <I save the baby on the tracks> (desire-like toward content q).  See 
Smith (1994, 118). 
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fit.  Say that I have the means related belief that I can visit my grandmother in the 

hospital by Φing.  The Humean view requires some additional desire-type state, say, the 

desire to visit my grandmother in the hospital, to generate motivation.  Based on 

introspective evidence, the besire view says that one way to realize that desire-type state 

is by tokening a belief-like attitude toward the normative content <I ought to visit my 

grandmother in the hospital> (i.e., a besire).  To be sure, another way to realize that 

desire-type state is to token a desire-like attitude toward the descriptive content <I visit 

my grandmother in the hospital>.  The key claim for besire theory is that both tokens—

the besire and the standard desire—would have the same dispositional-functional profile 

vis-à-vis Φing, and if so, both tokenings meet the Humean’s conceptual desideratum.  

Both play the same mind-world dispositional-functional role toward the proposition <I 

visit my grandmother in the hospital>.  In addition, the besire token also plays a belief-

like role toward the normative content, i.e., it tends to fit what I take to be the normative 

truth of the matter.  It has a world-mind direction of fit with respect to the moral facts. 

Admittedly, the belief-plus-normative-content token (the besire) does not token an 

attitude-content pair that is isomorphic to the way in which we have represented it type-

wise as a desire (that is, as a desire-plus-non-normative-content).  Is this a problem if we 

want to say that the besire tokens a desire-type attitude?  No.  Though it might seem odd 

to say that a belief-plus-normative-content token is at the same time a tokening of a 

desire, if the besire token disposes me to Φ in the right contexts, then it is entirely 

appropriate to make psychological ascriptions in terms of desire types regardless of how 

my psychological tokens are actually getting the dispositional-functional jobs done.  
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Again, with respect to the mind-world direction of fit, the besire token is functionally 

equivalent to a more standard desire token, and since desire types are individuated by 

their dispositional-functional role, the besire qualifies as a desire qua type.  Crucially, the 

Humean view remains at the level of types. 

Thus, the Humean view only defeats besire theory if there is some argument from 

the dispositional-functional type claim to the conclusion that realizer token states must be 

separate and distinct.  Below I dismantle such arguments.      

First Argument: Motivation Implies Desire 

It is often thought that motivational states entail the presence of desires.  This 

appears to be Frank Jackson’s view: “Hume did enough, it seems to me, to show that the 

very fact that a belief motivates to some extent entails facts about accompanying 

desires.”72  Michael Smith and Donald Davidson seem to agree, as this quote from 

Davidson, favorably discussed by Smith, indicates: “R at t constitutes a motivating reason 

of agent A to Φ iff there is some Ψ such that R at t consists of an appropriately related 

desire of A to Ψ and a belief that were she to Φ she would Ψ.”73   

Based on this entailment claim an argument against besire theory could proceed 

as follows: 

1. Motivational states are partly constituted by desires such that it is 

impossible for one to be motivated to Φ without an appropriate 

desire.   

2. If there were besires, one could be motivated to Φ without having 
                                                 
72 Jackson (1998, 155). 
73 Davidson (1963); Smith (1994, 92). 
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an appropriate desire. 

3. Therefore, there are no besires.  

Unfortunately, the argument relies on an equivocal use of ‘desire’ and so it is either 

invalid or unsound.  In the first premise ‘desire’ refers to a desire type of state with its 

characteristic dispositional-functional role.  Indeed, if the presence of a desire is analytic 

given that one is motivated, one must have a very thin notion of desire in mind, one that 

encompasses all states with a mind-world direction of fit so that instinctive reactions, 

prejudices, addictions, hopes and wishes all count as desires. 

If ‘desire’ is not to change meaning in second premise, then here again it refers to 

a type of state.  The second premise then claims that one can be motivated by a besire 

without the presence of an appropriate desire-type dispositional-functional role.  But if 

desires qua state types are individuated as dispositional-functional roles—and analytic 

functionalists say this is what it means to have a desire—then that functional role will be 

realized by a besire.  In other words, one way to have a desire is to have a besire, and 

having a besire entails that you have a desire.  Under a functional analysis of desires, the 

second premise is false.   

Clearly this is not what Humeans have in mind.  In the second premise desires are 

supposed to be realizer states or tokens that fulfill the desire role and fulfill no other role.  

But this stronger claim is far from analytic, and this notion of a desire as a distinct mental 

token does not show up in the first premise.  From the fact that one is motivated we can 

conclude that one has some state that fulfills the desire-type functional role.  But we 

cannot conclude how that functional role is realized – that is the work of introspection 
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and empirical psychology, and so far introspection evidences besires.  

Second Argument: Modal Separateness 

Notice that the functional roles of belief and desire qua type are separate and 

distinct, and it is always possible for these roles to be realized separately.  Michael Smith 

appears to turn this into an argument against besires. 

[W]hat Humeans must deny and do deny is simply that agents who are in 
belief-like states and desire-like states are ever in a single, unitary, kind of 
state. . . .  And their argument for this claim is really quite simple.  It is 
that it is always at least possible for agents who are in some particular 
belief-like state not to be in some particular desire-like state; that the two 
can always be pulled apart, at least modally.  This according to Humeans, 
is why they are distinct existences.74  
 

The claim appears to be that there is no such realizer state as a besire doing two things at 

once because it is always possible to do those things with two separate, specialized 

mental states instead of one.  

The move from separate functional roles to separate realizers is too quick.  Here is 

a parallel case that makes it clear.  I have some article of clothing X that has the 

functional role of keeping me warm.  I also have some article of clothing Y that has the 

functional role of making me stylish.  Because there are two functional roles here, must I 

conclude that I have two articles of clothing?  No.  My jacket fulfills both roles.  X=Y.  

Smith makes the same mistake about besires.  His claim appears to be that it is 

always possible for the belief-like state to pull apart from the desire-like state is a claim 

about what is epistemically possible given the concepts of belief and desire.  Because 

these concepts are individuated via a functional role analysis, prior to any empirical work 

                                                 
74 Smith (1994, 119). 
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it is at least possible for moral motivation to proceed through a combination of separate 

and distinct belief tokens and desire tokens, and it is always possible to build a 

psychology that gets the jobs done with separate tokens.  It does not follow that moral 

motivation must proceed, or actually proceeds, through separate and distinct belief tokens 

and desire tokens.  Indeed, after an examination of our critical practices and introspection 

on moral judgments, we have evidence that these roles are actually realized in human 

psychology by single moral judgment tokens. 

Perhaps this is not fair to Smith, for he denies the existence of a single, unitary, 

kind of state that is belief-like and desire-like.  Perhaps his reference to kinds indicates 

that he would deny besires only as a type of state, not that he would deny besires as 

tokened states.  This would have the happy result of leaving besire theory intact.  The 

claim that besires are types of states that combine a world-mind direction of fit with 

respect to p and a mind-world direction of fit with respect to q is not central to the besire 

view.  Having said that, it is hard to see why one would deny besires qua types given the 

seeming ubiquitous psychological tokenings of such states in the form of normative 

judgments.  We need not recognize conjunctive kinds or types generally, if that is a 

problem, and we need not deny that the dispositional-functional roles of beliefs and 

desires are separate and distinct, to recognize besires qua types. 

Smith’s view, however, indicates his rejection of besires as tokens and not just 

types.  In the end he holds that token moral judgments are belief tokens, though special in 

that they can produce separate desire tokens that did not exist antecedent to the moral 
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judgment.75  This production view is one he shares with Nagel (1970) and Ross (1930), 

and the view seems to garner its appeal, at least in part, from the Humean theory of 

motivation.  It should now be clear that the suitably humble Humean view concerning 

distinct dispositional-functional role types provides no argument against besire theory, 

which primarily concerns how those roles are realized in moral judgments.  Because the 

introspective evidence supports the besire view we now lack any reason to shift to the 

production view, or more standard cognitive and non-cognitive options.   

Third Argument: The Falsity of Motivational Internalisms 

The Humean view aside, Smith offers a further argument that we have indirect 

reason to reject besire theory.  The worry is that besires would entail a modally strong 

internalism thesis, according to which normative judgments necessarily motivate.  

Because Smith thinks that the modally strong internalism thesis is false we can apply 

modus tollens to reject besires.  Here is what he says:    

Is the idea that someone who judges it right to act in a certain way is 
motivated to act accordingly simpliciter?  Or is the idea rather that 
someone who judges it right to act in a certain way is motivated to act 
accordingly, ceteris paribus?  The anti-Humean needs moral judgment to 
be practical in the first sense.  But moral judgment is quite evidently 
practical only in the second.76   
 

The simpliciter internalism that Smith rejects comes in different strengths.  Let us work 

with a weak thesis according to which normative judgments about what one ought to do 

necessarily motivate one’s compliance, at least a little bit, but they do not guarantee 

                                                 
75 Smith (1994, 179).  If true, would not the production view also introduce a conjunctive 
type of its own: a type of state that is belief-like concerning moral facts, and that is 
disposed to produce separate desire-like states. 
76 Smith (1994, 120). 
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compliance.  While the weaker thesis allows for non-dispositive motivational influence, 

Smith rightly points out that it does not accommodate cases where normative judgments 

fail to have any motivational influence whatever, due to depression, listlessness, or what 

have you.  That is why he rejects even weak forms of simpliciter internalism.    

If we agree with Smith and think simpliciter internalism false, this problem 

spreads to besire theory only if besire theory entails simpliciter internalism.  It does not.77  

If normative judgments are besires—that is, if they motivate all by themselves without 

the aid of separate desire state tokens—it does not follow that they necessarily motivate.  

The locution ‘motivate all by themselves’ might be a bit misleading in this respect.  

Besire theorists are not committed to the thesis that besires are intrinsically motivating, at 

least if that means that they can motivate whatever other features of mind there might 

be.78  Any psychological state depends for its existence and efficacy on a favorable 

psychological context, such as the presence of other mental states and “wiring” between 

them.  Thus, only in a suitable psychological environment can besires motivate without 

the aid of some separate and distinct motivational state token with a separate and distinct 
                                                 
77 The reverse entailment might go through: simpliciter internalism might entail besire 
theory.  To see why consider the following proof.  Assume besire theory is false.  In that 
case it is possible for one to sincerely judge that she ought to Φ yet have no motivation to 
Φ just in case there is no separate and distinct mental state token supplying the 
motivation.  But then it would not be true that moral judgments necessarily motivate, so 
simpliciter internalism would be false.  Now assume that moral judgments do necessarily 
motivate.  Then they must motivate in all possible worlds where they appear.  Barring 
any necessary connections between distinct mental state tokens, we must conclude that 
the moral judgment mental state is the motivating mental state, that is, moral judgments 
are besires.  Therefore, with the plausible assumption that there are no necessary 
connections between distinct mental state tokens, simpliciter internalism entails besire 
theory. 
78 Shafer-Landau argues for a similar position, though he calls some beliefs 
“intrinsically” motivating.  Shafer-Landau (2004, 147-48).  
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mind-world direction of fit.  If that is the besire view, then the motivational power of 

besires can fail on some occasions, or it can be defective on some occasions, without 

eviscerating the judgment’s status as a moral judgment and a besire.79   

The upshot is that besire theory does not entail even weak simpliciter internalism.  

The major difference between standard cognitivism, standard non-cognitivism, the 

production view and besire theory, then, does not concern the strength of the modal claim 

about moral motivation, but how mind-world functional roles are realized by mental 

states and what goes wrong when they fail to translate into motivation.  In all cases, 

whatever it is that fulfills the desire-type functional role is capable of failing on any 

particular occasion due to apathy, depression, listlessness, akrasia, misfiring, failure of 

rationality or will power, or what have you.80 

3.6 Conclusion 

We are left with a qualified defense of besire theory based on normative discourse 

and introspection on first person moral judgments.  Of course, this is a defeasible case, 

and further empirical research or philosophical argument might prove it wrong as a 

matter of fact.  But contrary to commonly accepted views, the Humean view itself 

provides no defeaters.  This is a substantial result because it opens up options for those, 

like myself, who are attracted to the Humean, functionalist view about lay psychological 
                                                 
79 Only when we combine besire theory with an essentialist claim, for example, that no 
state counts as a besire unless it actually motivates, do we get the result that moral 
judgments necessarily motivate.  This essentialist claim is too strong for any desire-type 
state, for even occurent, normal desires combined with relevant means-related beliefs can 
fail to realize their functional role.   
80 One might think that the standard cognitive view of moral judgments evades the 
burden of showing how moral motivation fails, but thereby gains the burden of 
explaining the reliable connection between moral judgments and motivation. 
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concepts like ‘belief’ and ‘desire’ as components of non-negotiable psychological 

platitudes.  No longer must one choose between the Humean view and besire theory.  So 

long as we carefully attend to the sources of the arguments for besires, and so long as we 

clearly and consistently distinguish desires qua mental state type or functional role, on the 

one hand, and desires qua mental state token or realizer, on the other, we see that besire 

theory is consistent with the suitably humble analytical functionalism of the Humean 

view. 

So, we might ask, what is it about certain normative judgments that enables them 

to motivate?  Is it the attitude or the content?  It would seem that the source of motivation 

lies in the content.  Unlike non-normative contents, normative contents, such as <F is a 

reason to Φ>, or <I should Φ> carry motivational force on their own.  Thus we can 

comfortably acknowledge that the attitude featured by normative judgments is fully 

cognitive and belief-like toward normative contents, and place the motivational oomph 

where it seems to be – in the contents.  

Having vindicated the cognitive attitudes featured in normative judgments, we are 

now free to explore this curious normative content.  I turn to this task now. 
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4 NORMATIVE CONTENT: 

OBJECTIVE PRETENSIONS AND METAPHYSICAL BAGGAGE 

In the last chapter we considered the attitude featured in normative judgments.  If 

the attitude is non-cognitive, then none of our reason judgments take a stand on what 

there is, and normativity is as metaphysically lightweight as can be.  But, as we saw, to 

all appearances normative judgments look cognitive and belief-like, motivational profiles 

notwithstanding.  In the next couple of chapters I want to consider a different kind of 

strategy for avoiding normative realist purport, one that embraces cognitivism about 

normative attitudes, but denies that the normative contents purport to describe or 

represent a (normative) way things are.  If normative propositional contents do not , in 

part, describe or represent favoring relations, then we need no such relations to vindicate 

the discourse.   

Because we have secured the case for normative cognitivism, I take it for granted 

and carve up the remaining conceptual space by considering descriptivism, expressivism, 

and constructivism as opposing semantic theories of content.  Though this list might not 

be exhaustive, it captures the three main contenders.  As will become clear, only 

descriptivism makes distinctions about how the world might be, and so only 

descriptivism paired with cognitivism will engender realist purport, and an ontology of 

normative relational properties.   

In §4.1 I characterize our three options in more detail and offer a case for 

descriptivism.  In §4.2 I consider expressivism, and whether that view can accommodate 

the objective pretensions of normative discourse.  Constructivism is addressed in the next 
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chapter.  At the end of the day descriptivism is needed to capture certain features of 

normative discourse.  The semantics of normative discourse is, at least in part, cognitive 

and descriptive, ad it thereby engenders realist purport.  

4.1 Normative Content: Some Options  

How shall we tease apart our three options?  This is no easy task.  Although 

features of the discourse should adjudicate which semantics provides the best fit, it is 

very difficult to say exactly when a feature of the discourse weighs in favor of one view 

and against others.  Consider the tried and true distinction of old, according to which 

descriptive discourse is truth-apt, and a particular descriptive claim, say ‘p’, is true just in 

case it is a fact that p, whereas expressive discourse is not truth-apt, and expressive 

claims are not, strictly speaking, true or false.81  If this distinction holds, normative 

discourse would clearly favor descriptivism, for truth and fact talk are deeply engrained 

in the way we think and talk about reasons.  We think, for example, there is some fact of 

the matter (and some true claims concerning) whether some individual, Andy, has a 

reason to pull the fire alarm as he exits a burning building, whether one with a severe nut 

allergy has reason to avoid eating nuts, whether one has reason to pursue his or her ends 

whatever they might be, or whether one has reason to believe in God.   

Of course, the distinction does not hold up, for expressivists have offered 

                                                 
81 In principle truth is distinct from truth-aptitude.  One could, for instance, hold that 
disciplined syntacticism is all that is needed for a claim to be truth-apt, and yet hold that 
truth itself requires correspondence with reality.  Alternatively, one could hold that truth-
aptitude requires that a claim purport to describe reality, but truth itself only requires that 
the claim meet some lesser, non-descriptive standards.  But in practice truth-aptitude and 
truth will be reciprocal notions.  If a claim S purports to be truth-apt by meeting standard 
A, it makes little sense to test S’s truth or falsity by appealing to some other standard B. 
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preservative accounts of truth and fact.  Quite generally, expressivists try to 

accommodate all the objective pretensions of normative discourse so they can sound just 

like their descriptivist brethren in first order conversation.  Moreover, constructivism has 

its own take on the objective pretensions of the discourse, including truth and fact.  This 

raises the worry that no feature of the discourse could possibly adjudicate which semantic 

option is correct.  Nevertheless, I believe the semantic theories are distinguishable, and 

some of them accommodate the features of normative discourse better than others.  As a 

starting point, descriptivists, expressivists, and constructivists have different views on 

how truth and fact operate in the discourse.  Here we can get our foot in the door.   

To that end, let me start articulating the various options in more detail with an eye 

toward their treatment of truth and fact.  Descriptive contents, whether they be linguistic 

or mental, are contents that purport to carve up possibility space, either by expressing sets 

of possible worlds, or by ruling out possible worlds.  This, I take it, conveys the basic 

idea of descriptivism.  Of course, there are some well-worn criticisms of possible worlds 

semantics as a way to capture the meanings of sentences or propositions.  If descriptive 

claims purport to carve up possibility space, ruling out some possibilities and ruling in 

others, they will not thereby distinguish between the expressed meanings of 

‘triangularity’ and ‘trilaterality’, for the two terms are coextensive.  Any possible thing 

that is triangular is also trilateral, and vice versa, even thought the two terms seem to be 

conceptually distinct.  However, these are difficulties only if we assume that the possible 

world account purports to offer a complete semantics.  I make no such assumption.  Let 

us just use possible world semantics, and the root idea of carving up possibility space, as 
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a way to distinguish descriptive and non-descriptive areas of discourse without 

presuming that this is the whole semantic story.  Though this will not semantically 

distinguish two or more sentences or propositions that hold in all of the same possible 

worlds, and it will not capture the semantics of sentences that hold in every possible 

world (i.e., every world that contains no logical contradictions), these additional semantic 

tasks are simply not within the purview of descriptivism.  Henceforth, then, normative 

descriptivism is the more limited claim that normative claims purport to rule out some 

ways the world might be, normative speaking.   

Granted, ‘descriptivism’ is in some ways an unfortunate term, for it hints that 

descriptive claims are only in the business of describing the ways of the world.  In reality, 

descriptive claims can have non-descriptive roles as well, including practical roles.  Once 

I was on a hike with my friend and advisor David Schmidtz, who was on the trail ahead 

of me when we heard a rattling noise.  We didn’t recognize the noise, but we did stop and 

look around, and as I did I noticed a four-foot rattlesnake about two feet to the left of 

Dave.  I said “Dave, there is a rattlesnake two feet to your left and a little behind you.”  

That was a descriptive claim.  But it also was a way to warn Dave and to give him a 

reason not to move at the same time.  Claims explicitly about reasons likely have non-

descriptive functions in virtue of the kind of facts they purport to describe, viz., facts 

about what features of the world normatively call for or count in favor of some response.  

‘Representationalism’ might be a better term than ‘descriptivism,’ but let us just keep in 

mind that normative descriptivism, as we use the term, is the view that one of the things 

normative claims purport to do is describe the ways of the world.  Normative non-
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descriptivism, then, simply denies that one of the tasks of normative claims is to rule in or 

rule out some conceptually possible ways the world might be vis-à-vis its normative 

character.    

The basic view that descriptive contents purport to carve up possibility space 

allows us to see how it is that some beliefs and expressions of those beliefs are made true 

by the way the world is in a way that is independent of any individual’s particular stance.  

To illustrate, consider my belief that the earth is round.  The content <the earth is round> 

only applies to some of the many ways the world might be depending on the shape of the 

earth in the various possibilities.  In believing this proposition, I am taking a stand on 

where the actual world falls among all possible worlds.  In particular, I hold that the 

proposition accepted applies to the actual world – the object I’m talking about has the 

shape I express.  Some possible worlds are ruled out of contention.  If my belief does not 

rule out the actual world, then my belief is true.  To forestall some confusion, let me note 

two tings.  First, descriptivism so conceived can allow context to play a role in 

determining exactly which worlds are ruled out by my belief, for there are certainly some 

very critical contexts where my belief would rule out any possibility where the world is 

not perfectly round (imagine a conversation with someone in planetary sciences).  

Second, descriptivism does not require truth conditions for every descriptive claim, at 

least if truth conditions are held to be meaningful ways of filling in blanks like “p” is true 

iff ____.  With respect to my belief that the earth is round, for example, descriptivism 

need not assume that there are truth conditions for the proposition <the earth is round> 

that can be spelled out in other terms.  Perhaps saying “the earth is round” is the only way 
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to carve up possibility space in that way; perhaps there are no substitute terms for doing 

the same thing.  So descriptivism is entirely consistent with so-called deflationary 

theories of truth that deny any robust truth conditions.   

On this view, truth and fact are parasitic on the way the first order discourse 

operates.  Because first order expressions purport to carve up possibility space, 

ascriptions of truth and fact, like the claim “‘the earth is round’ is true,” or the claim that 

it is a fact that the earth is round, purport to assert that the first order claim succeeds in 

placing the actual world in the set of worlds expressed (insofar as the first order claim is 

about the actual world).  Thus we can say that truth and fact talk in descriptive discourse 

purports to assess thought and language via stance independent standards: standards that 

appeal to the way the world happens to be among the ways in could be.  This respects 

general platitudes about truth and fact, such as the platitude that truth is determined by 

the way things are, but also offers some grasp of how truth and fact talk operate in 

combination with the semantics of the first order discourse.  It is the way that platitudes 

are fleshed out that help to distinguish our various semantic options.   

Turning to normativity, if reason judgments and expressions of those judgments 

are at least in part descriptive, then they too take a stand on where the actual world is 

among all the normatively possible worlds.82  So if I judge that Andy has reason to pull 

the fire alarm, on the descriptivist account I thereby rule out as the actual world those 

worlds where Andy has no reason to pull the fire alarm; that is, I rule out worlds where 

nothing counts in favor of Andy’s pulling of the fire alarm.  If instrumentalism is right, 
                                                 
82 Here we are talking about possible worlds in the broadest sense, as those worlds that 
contain no contradictions. 
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that is, if reasons flow only from ends, and pulling the fire alarm is unconnected to 

Andy’s ends, then I have ruled out the actual world and my judgment is false.  Convinced 

that Andy has reason to pull the fire alarm, I might nonetheless say that it’s true that 

Andy has reason to pull the fire alarm, and I would thereby attempt to assess my reason 

judgment by stance-independent standards concerning the normative ways of the world 

by expressing my stance-dependent view of the normative ways of the world and how 

well my first order claim captures them.83  

How would expressivism differ as a theory of the meanings of normative 

contents, and how does that affect the way in which truth and fact operate in expressive 

discourse?  As far as a positive account of expressivism is concerned, expressive 

judgments are simply judgments made from one’s normative stance.  Though 

expressivism is typically formulated in terms of moral judgments and expressions of 

those judgments, Alan Gibbard offers an expressivist view of normative claims quite 

generally.  His starting point is an expressivist account of claims about rationality, or 

what it makes sense to do.  In brief, to call an act rational is the express one’s acceptance 

of a system of norms that permits the act.  However, Gibbard also analyzes rationality in 

terms of reasons: “To say it is rational to do something is to say that it is supported by the 

preponderance of reasons.  Call this the weighting principle.”84  At base, then, Gibbard 

agrees that the basic normative unit is a reason, and rationality—or what we have called 

substantive rationality in chapter 2 (i.e., rationality in the reason-implicating sense)—can 

                                                 
83 Of course, if instrumentalism is right, my truth ascription turns out to be as false as the 
first order claim. 
84 Gibbard (1990, 161). 
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be understood in terms of reasons, so his most fundamental expressivist view comes at 

the level of reasons: “When a person calls something—call it R—as reason for doing X, 

he expresses his acceptance of norms that say to treat R as weighing in favor of doing 

X.”85   

Though Gibbard is a self-proclaimed expressivist, in some respects his views are 

difficult to distinguish from descriptivism.  For instance, to deal with embeddability 

problems, Gibbard modifies the standard possible world semantics for non-normative 

claims.  Whereas purely non-normative claims express sets of possible worlds, normative 

claims express sets of world-norm pairs, where the norms are fully articulated so they 

classify each occasion of evaluation in the descriptive worlds as either required, optional, 

or forbidden.86  Setting aside whether these normative categories are exhaustive (indeed, 

if reasons are basic, they are not exhaustive), a given normative proposition, say “Andy 
                                                 
85 Gibbard (1990, 163).  Let me head off one bad reading of Gibbard’s norm 
expressivism.  The bad reading would have us believe that reason judgments are content-
wise about norms that licenses treating R as a reason for X, and not directly about 
reasons themselves.  Descriptivism aside, this misinterprets the content of reason 
judgments.  When we talk about what we have reason to do we are not talking about what 
we have reason to do according to some norm N, any more than when we are playing 
basketball and proclaim “Extending your arm like that is a foul!” we are talking about the 
norms of basketball.  During play we no doubt accept norms of the game and use them to 
make judgments about what is a foul, a goal, out of bounds, good play, etc.  But using 
norms to make judgments is different from making judgments about norms.  In reason 
claims, as in basketball, the judgments are normally not about norms.  The norms we 
accept might explain why we take certain considerations to count as reasons, but we 
rarely talk about the norms themselves.  
Other expressivists (Blackburn 1998 and Horgan and Timmons 2006c) have taken pains 
to emphasize that the contents of normative claims are not relativized to any particular set 
of norms, either those that I or my community or some hypothetical being accepts.  The 
better reading of Gibbard, then, is that we accept norms, and on the basis of those norms 
we accept certain considerations as reasons – as counting in favor of actions and 
attitudes.  Ultimately, reason claims are about what favors what. 
86 Gibbard (1990, 94-102). 
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has reason to pull the fire alarm” (perhaps precisified by context) expresses those sets of 

world-norm pairs where the norms enjoin Andy to give a certain weight to pulling the fire 

alarm.  As Gibbard sometimes likes to put it, the expression rules out certain world-norm 

pairs, those where the norm as applied to the world does not enjoin Andy to treat pulling 

the fire alarm with any special consideration.   

This prompts one to wonder: If non-normative claims are carving up possibility 

space vis-à-vis the ways the world is non-normatively, why not view normative claims as 

carving up possibility space vis-à-vis the ways the world is normatively?  Why are we not 

taking a stand on the norms that hold of the actual world, just as we take a stand on the 

shape of the earth in the actual world when we say “The earth is round?”  Gibbard’s 

response seems to be: We do not carve up normative space and take a stand on the way 

the world is normatively (that is, which norms might actually hold of this world) because 

there is no way the world is normatively.  That is, his metaphysical skepticism about the 

properties of being a reason, rightness, wrongness, etc., leads him to the semantic 

conclusion that one could not possibly purport to be describing ways the world is 

normatively.  So on his view normative discourse is non-descriptive despite the fact that 

the story he tells with respect to normativity is isomorphic to the story one would tell for 

standard descriptivist discourse.   

I will return to this point later, but for now let us grant Gibbard the expressivist 

line so that normative claims are non-descriptive expressions of the norms one accepts.  

On this analysis, if it is part of my normative outlook that Andy has reason to help others 

in need, then I will properly assert reason claims against Andy only when they accord 
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with that outlook.  When I do so I express my acceptance of norms that enjoin Andy to 

give the welfare of others a particular role in his thought and action.  The details of 

treating a consideration as weighing in favor of action are left unclear, but the broad 

outline of the view is now clear enough.    

Given only this articulation of first order semantics, what of truth and fact?  

Gibbard denies that normative claims express substantive facts, and he is not concerned 

to explain truth ascriptions in normativity.  This is a lacuna in his view.  To respect the 

discourse expressivists will want to preserve all the things that the naïve folk typically 

say, including claims like “One has reason to help those in need” and “It is true that one 

has reason to help those in need” or “It is a fact that one has reason to help those in 

need.”  Expressivists might also try to claim “It is an immutable and stance-independent 

fact, sewn into the very fabric of the world, that one has reason to help those in need.”  (If 

you do not think helping others generates reasons, substitute your own plausible reason 

claim).  In the epistemic realm, one might claim “It is true (or a fact or . . .) that you have 

reason to believe that you have two hands, that you are not a brain in a vat, etc.”   

Other expressivists do try to accommodate truth and fact talk.  And what they say 

is that truth and fact talk come for free.  So long as each claim sincerely reflects one’s 

normative outlook, there is something semantically appropriate about tacking on the truth 

predicate and additional language about real facts in the world, for each embellished 

normative claim is just one more claim made in accordance with one’s normative 

outlook.  But, crucially, the extra bit of language does not commit the expressivists to 

normative ontology, for the first-order normative statements are not descriptive, and the 
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truth and fact ascriptions are simply made in accordance with the deflationary T-schema 

whereby “S” is true iff S.  

When speaking of moral statements and judgments, here is how Horgan and 

Timmons (2006a) put the point: “Truth ascriptions to statements and judgments with 

moral content are morally engaged semantic appraisals—i.e. appraisals in which semantic 

evaluation is ‘fused’ with moral evaluation.  These truth ascriptions thus are not 

descriptive . . . since the first order moral judgments and utterances have overall content 

that is not descriptive, the accompanying truth ascriptions governed by schema T inherit 

this same feature.”87  And Blackburn (1998), drawing on Wittgenstein’s and Ramsey’s 

work, emphasizes the function of various kinds of judgments, and downplays the import 

of truth ascriptions.  He says “Because of the minimalism we can have for free what 

looks like a ladder of philosophical ascent: ‘p’, ‘it is true that p’, ‘it is really and truly a 

fact that p’ . . ., for none of these terms, in Ramsey’s view, marks an addition to the 

original judgment.  You can easily make the last judgment the first—Ramsey’s ladder is 

lying on the ground, horizontal.”88 

We should not make too much of the minimalism here.  Though expressivists 

trumpet minimalism, it is not actually doing much work in their theory.  As we have seen, 

descriptivists can happily embrace minimalist theories of truth with no substantive truth 

conditions – what makes them descriptivist is not their theory of truth, but their theory of 

                                                 
87 Horgan and Timmons (2006a, 275). 
88 Blackburn (1998, 78). 



 129

the semantics of the first order discourse.89  If the discourse purports to carve up 

possibility space, then it is descriptive.  Descriptive discourse might do more than this.  It 

might also express one’s attitudes.  So to fully distinguish expressivism from 

descriptivism we need to add a negative claim to expressivist doctrine, viz., the denial of 

descriptivism such that reason claims only express one’s normative outlook without 

purporting to carve up possibility space.  

Truth and fact talk can be added on, but the way it operates in expressive 

discourse will be different than the way it operates in descriptive discourse in virtue of 

the differing first order semantics.  Whereas truth and fact ascriptions in descriptive 

discourse purport to assess claims in a stance independent fashion, truth and fact 

ascriptions in expressive discourse would not, for truth and fact ascriptions would be no 

more than semantic evaluations made from one’s particular normative stance. 90 

This note on minimalism about truth helps expressivism avoid the traditional 

objection that expressivism is a warmed over form of relativism.91  This is a tempting 

misunderstanding, for under the expressivist view it looks like the truth of A’s reason 

judgments will depend upon (in some intuitive sense) A’s normative outlook.  Given my 
                                                 
89 See Bach (unpuplished manuscript) for an argument that minimal truth aptitude is not 
necessary for some judgment to be a belief.  His point is slightly orthogonal to mine, for 
he thinks that beliefs can be true or false relative to some parameter that is not part of the 
belief proper.  For example, for Bach “It is noon” is true relative to a time zone, but not 
true or truth apt simpliciter.  I do not see the motivation for this claim, versus a variant 
according to which “It is noon” is truth apt and part of the truth fixing facts include facts 
about the context of the judgment, including time zone.   
90 Presumably, expressivists will grant that truth and fact operate differently in realist 
disciplines versus expressivist disciplines, otherwise they fail to save the difference 
between their view and their opponent’s view.  
91 For the relativism objection see Shaffer-Landau (2003, 30-33).  For Horgan and 
Timmons’ reply see their (2006c). 
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normative outlook, it might be “true for me” that one has reason to help others, but it 

might not be not “true for you” if you see things differently.  However, I think 

expressivists are right to distinguish themselves from relativism.  First, relativists are 

descriptivists.  If normative claims were relative they would carve up possibility space 

according to the attitudes held by the speaker (subjectivism) or some relevant social 

group (relativism).  To illustrate, under normative subjectivism, when one says “one 

ought not abort fetuses,” he is expressing the set of possible worlds where he has 

disapproving attitudes toward aborting fetuses, and if the actual world is in that set, what 

he says is true.  If another says “it is permissible to abort fetuses,” that individual is 

expressing the set of possible worlds where he does not have disapproving attitudes 

toward aborting fetuses, and if the actual world is in that set, what he says is true.  

Crucially, these two need not disagree.  Both claims can be true on relativist cum 

subjectivist semantics, and any apparent disagreement can be resolved by clarifying who 

disapproves of what.  

By contrast, expressivists deny that normative claims describe the norms accepted 

by any individual or group, or the psychological states of individuals or groups.  

Expressivism tries to capture the fact that most of us have normative outlooks that only 

license non-relativized statements about what we and others have reason to do and to 

believe, and so our normative outlooks only license non-relativized uses of the truth 

predicate (or fact talk) ascribed of reason claims.  For example, if I say “Alice has reason 

to help Jay” from my normative outlook, and you have a normative outlook that differs, 

you can appropriately express your disagreement from your own normative outlook by 
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saying “It is not true that Alice has reason to help Jay.”  There is a kind of disagreement 

here that cannot be resolved by clarifying the attitudes or norms held by the relevant 

people or populations.  

Of course, we can disengage our normative stances and judge whether each party 

is sincerely expressing claims from his or her normative stance.  I can then judge that it is 

semantically appropriate for you to make the claims you do.  But this is not how truth and 

fact-talk operate when I make claims within my normative outlook.  When I do that I do 

not merely notice whether your claims follow from your commitments, but I engage my 

own commitments to pass judgment on yours.  (See Horgan and Timmons 2006a, 275-

76). 

Applied to reason claims, expressivist semantics clearly avoid metaphysical 

commitments because they do not purport to carve up possibility space.  Reason claims 

would stake no ground regarding the kinds of entities, properties, and relations there are.  

As a result, favoring relations need not be realistically construed, and normativity can be 

metaphysically lightweight.   

I want to say more about expressivism’s accommodation of stance-independence 

in the face of their denial of descriptivism.  But before I do so, let me briefly mention the 

constructivist alternative.  Constructivism is a difficult view to pin down.  I think it is best 

understood not as carving up possibility space, but as privileging certain perspectives or 

stances from which one can evaluate the world.  The way in which the privileged stance 

or perspective responds to the world determines what the constructed truths and facts are.  

So under constructivist discourse those who disagree are not so much disagreeing about 
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what the world is like, but about which perspective or stance on the world is privileged.  I 

will address this semantic option more fully in the next chapter.  In what follows I 

critique expressivism. 

4.2 Expressivism as the Absence of Theory? 

As I have indicated, expressivists deny descriptivism.  Consider the following 

Blackburn quotes along those lines: 

Valuing something . . . is not to be understood as describing it in certain 
terms.92   
  
A full-dress title might be ‘non-descriptive functionalism’, or ‘practical 
functionalism’.  In any event, a term I used in my first paper on the subject 
remains appropriate.  There I said that the moral proposition was a 
‘propositional reflection’ of states that are first understood in other terms 
than that they represent anything, and that remains the core claim.93   

 
Indeed, it is the denial of descriptivism that forms expressivism’s distinctive semantic 

claim, for the positive semantic account is entirely consistent with descriptivism.  Let me 

explain.   

Recall that expressivists hold that normative claims are expressions of one’s 

normative outlook, as are truth and fact ascriptions.  Does it follow that the ascriptions of 

truth and fact have no descriptive pretensions?  No it does not.  The expressivist story is 

one of pragmatics.  It is about how truth and fact predicates get used.  But these kinds of 

stories are entirely consistent with descriptive semantics.  To see how, consider the 

following scenario.  Imagine that you believe that the ivory billed woodpecker is extinct.  

So you say “The ivory billed woodpecker is extinct.”  I disagree, but you reiterate: “It’s 

                                                 
92 Blackburn (1998, 49) 
93 Blackburn (1998, 77) 
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true that the ivory billed woodpecker has gone extinct.”  In point of fact, you are using 

the truth predicate to express views consistent with your attitudes toward the existence of 

ivory billed woodpeckers.  This is exactly parallel to the expressivists account of the use 

of the truth predicate in normative discourse.  Given your attitudes toward ivory billed 

woodpeckers, there is a sense in which it is semantically correct or appropriate for you to 

make those assertions, and your use of the truth predicate is appropriately sensitive to 

your attitudes.94  When I disagree, exclaiming “It is false that the ivory billed woodpecker 

has gone extinct,” my claims are also appropriately sensitive to my attitudes toward ivory 

billed woodpeckers, for I believe them to be extinct.  

But that is not the whole story.  When talking about woodpeckers the contents of 

our claims are also assessable by how well they describe the world.  And though we use 

the truth predicate in accordance with our outlooks about the material world, those uses 

of the truth predicate purport to assess propositions in a stance-independent way.  Indeed, 

a descriptivist standard applies because of the semantics of the first order claims.  What 

you say about ivory billed woodpeckers rules out certain ways the world could be, and so 

there is the question whether your words rule out this world.  It turns out that the ivory 

billed woodpecker is not extinct, so your claims are false.  Again, that is not to say that 

you were not correct in a sense when you held your claims true.  Given your beliefs, it 

was more appropriate for you to hold your claims true than to hold them false.  All we 

can ever do when using the truth predicate, or indeed when engaging in the first order 

                                                 
94 The appropriateness here is not epistemic, it is semantic.  It makes no difference to this 
form of correctness, or appropriateness, whether the judgments in question are justified or 
not.     
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discourse, is rely on the information we have at hand, on our particular idiosyncratic 

outlooks.  But from this fact nothing follows regarding the presence or absence of 

descriptivist standards of assessability that do not rely on individual outlooks.   

Thus, it looks like the expressivist story is consistent with normative 

descriptivism.  For all the expressivist has to say in his positive view about expressions of 

attitudes, and how the truth and fact predicates get used, it might be that normative 

judgments and their expressions have descriptivist purport.  

4.3 Objective Pretensions and the Burden of Proof 

This raises an important and overlooked issue that underpins the debate between 

expressivism and descriptivism: who, exactly, bears the burden of proof concerning 

descriptivist purport?  Should expressivists show that normativity lacks descriptive 

purport?  Or should descriptivists show that it has descriptive purport?  If both sides fall 

silent, is there a presumption one way or another?  

To answer these questions consider some objective pretensions of reason 

discourse.  Truth and fact talk is certainly an objective pretension, but I want to get other 

features of the discourse on the table to guide us as to any presumptive case for or against 

descriptivism.  To that end, let us look at disagreement and error as other objective 

pretensions of the discourse.   

Disagreement 

Above I said that expressivism allows a kind of disagreement that helps to 

distinguish it from relativism.  But does expressivism allow the right kind of 

disagreement?  It would seem that individuals have genuine normative disagreements, at 
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least on the surface of things.  Internalist about practical reasons, for instance, will argue 

that one’s reasons must be anchored to one’s subjective motivational set in that 

appropriate way, while externalist disagree.  Externalists, for instance, might claim that 

Andy has reason to pull the fire alarm as he exits a burning building even if this lacks the 

appropriate connection to his brutally callous motivational set.  These arguments proceed 

as though there is some fact of the matter about what reasons there are, which will settle 

the dispute and determine who is right and who is wrong.  In the epistemic realm, I might 

deny that some set of considerations provide good reason for believing in God.  You 

might firmly dissent.  But we can both agree that at most one of us can be right. 

Error   

Most of us consider our particular normative judgments fallible and potentially 

erroneous.  On some occasions we seem to catch ourselves in error and on those 

occasions we are willing to revise our views.  For my own part, I have changed my view 

on the force of skeptical arguments in epistemology, and I currently hold that I have 

sufficient reason to believe that I am not dreaming right now, that I am not a brain in a 

vat, etc.  But I also recognize that my current views on the reasons I have are fallible and 

subject to change.  One who is an agent relativist in the practical domain—that is, one 

who believes that there is good reason to treat those closest to them, like a spouse, son or 

daughter, with greater concern than those who do not enjoy a similar relationship—must 

acknowledge that it is possible that, in fact, we all have agent neutral reasons, and must 

treat the well-being of all persons equally.  And so on.  

Such disagreement and error present at least a presumption in favor of normative 
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descriptivism.  They effectively shift the burden on to the non-descriptivist, for these are 

the kind of features that unify discourses with descriptive semantics in other areas.  

Recall our debate about the ivory-billed woodpecker.  There we could see expressivist 

analogues whereby we use truth and fact talk as appropriate expressions of our attitudes.  

But we also argued about whether the ivory billed woodpecker exists as though there is 

some fact of the matter that settles our disagreement, and each one of us accepts that 

he/she might be wrong, that a change in belief might be a correction in belief as 

measured by the facts.  So here we have a discourse that features cognitive attitudes and 

critical practices concerning disagreement and error.  With respect to descriptivist 

purport, who bears the burden of proof in such a case?  Naturally, descriptivism is the 

default position, and we need some argument for judging otherwise.  Cognitivism plus 

the requisite critical practices is sufficient to presume that the discourse represents some 

suitably mind-independent facts of the matter, and our predications of truth are attempts 

to assess how well claims in the discourse succeed in representing those facts.  If 

normative discourse bears the same marks, the presumption should lie with descriptivism 

until the non-descriptivist argues otherwise.  The burden of proof then lies with the 

expressivist if she is to deny normative descriptivism.   

To support this claim, contrast an area of discourse where expressivism seems to 

provide the whole semantic story.  Claims about what is and what is not nauseating are 

exemplary.  Notice that we often express claims about nausea by placing “nauseating” in 

the predicate position, as in “A dinner of grubs is nauseating.”  Of course, surface 

grammar suggests that we here express the property of being nauseating, and ascribe that 
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property to grubs, but surface grammar like this should not carry the day concerning 

descriptivist purport.  Instead, we look to the critical practices concerning nausea 

discourse.  When we do, we find that it sounds odd to sincerely disagree with others 

about whether, say, grubs for dinner really is nauseating as though there is some mind-

independent fact of the matter that settles our dispute.  We don’t really think we can be 

wrong about grubs being nauseating, and a change in our response to grubs would be just 

that – a change and not a correction.  As further evidence that nausea discourse lacks the 

requisite critical practices, consider the fact that we can paraphrase our claims in ways 

that make their lack of descriptive purport clear and without any loss in expressive 

power.  Instead of saying “A dinner of grubs is nauseating” I could just say “Grubs make 

me nauseous,” or more expressively “Grubs – yuck.”   

Reason discourse is more like discourse about ivory-billed woodpeckers and less 

like nausea discourse.  When internalist disagree with externalists about whether Andy 

has reason to pull the fire alarm they think there is some fact of the matter that settles 

their disagreement, and parties to the debate leave open the possibility of error and 

genuine correction to their views.  Again, it looks like cognitivism paired with the right 

critical practices carries a presumption of descriptive purport.   

Suppose someone flat out denies this claim.  Then we are left with no explanation 

for how it is that discourse about tables, chairs, trees, woodpeckers, planets, witches, etc. 

have descriptive purport.  What features of these areas of discourse suggest that they are 

carving up possibility space and taking a stand on where in possibility space stands the 

actual world?  This position places an insurmountable burden on the descriptivist about 
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material world discourse.  The burden is insurmountable, in part, because the presence of 

the critical practices of disagreement and error were meant to carry that burden.  Take 

this away and there is little material left for realists to make their case in any domain.   

Alternatively, and more plausibly, the normative expressivist could acknowledge 

that these other areas of discourse are presumptively descriptive, but then point out some 

relevant difference between those areas of discourse and normative discourse that defeats 

any descriptivist presumption in the latter case.  Arguably, some expressivists try to 

discharge this burden.  Gibbard, for instance, might be trying to substantiate normative 

non-descriptivism by relying on a more detailed story about the genesis, point and 

purpose of normative discourse.  If that more detailed story does not appeal to normative 

language that represents normative facts, then perhaps there might be a case that 

normative claims are non-descriptive after all.  The following passage can be read along 

these lines: 

Normative facts, if there were any, would be the facts of the special kind 
represented, naturally or artificially, by normative judgments.  That is 
what would pick them out as normative.  As it turns out, I claimed our 
making these judgments can be explained without supposing they 
represent facts of any special kind.95   
 

Here Gibbard emphasizes the role of normative discourse in evolving consensus on 

society norms, and he never appeals to normative facts when developing his semantic 

account.  Nevertheless, these kinds of accounts about the origin, point and purpose of 

particular discourses cannot rebut the presumption of descriptivity.  Consider witch 

discourse, which features cognitive attitudes and critical practices about disagreement 

                                                 
95 Gibbard (1990, 122). 
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and error.  That area of discourse probably evolved as one way to reinforce certain 

Christian norms in small societies, and it had the effect of ostracizing and intimidating 

social deviants, particularly women.  In telling the whole story of the genesis, point and 

purpose of witch discourse we need never appeal to real witch facts, or facts about 

magical powers.  That does not change the fact that witch discourse did in part purport to 

describe the existence of real witches with real magical powers.   

Thus, even if Gibbard’s evolutionary account is on the right track, it cannot carry 

the burden of showing that normative discourse is non-descriptive.  Indeed, what better 

way to play its particular social role—what better way to ensure consensus and 

cooperative behaviors—than by purporting to represent real normative facts, facts about 

what various situations non-optionally demand that one do?     

At base, expressivists think that that the relevant difference between discourse 

about the material world and normative discourse is that, in the first case, the world 

actually is populated with material ontology whereas, in the second case, the world is not 

populated with any kind of normative ontology.  This ontological difference, however, 

cannot sustain the supposed linguistic difference between descriptivist discourse and non-

descriptivist discourse.  As we have seen, witch discourse cannot avoid descriptive 

purport simply because there are no witches.  Quite generally, the realist purport of a 

discourse can come apart from a vindication of that realism.  On a final note, the 

expressivist’s ontological concerns are simply premature, for at this point in the debate 

we have not yet considered normative metaphysics.  

In sum, it looks like the critical practices of reason discourse generate a 
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presumption in favor of descriptivism, aside from any expressivist story that captures our 

use of the truth and fact in the discourse.  The burden is on the expressivist to show that 

normative discourse is nonetheless non-descriptive, and expressivists have failed to meet 

that burden.   

4.4 The Case Against Expressivism 

Having shifted the burden onto opposing counsel, a good lawyer would 

nevertheless mount some case even though he no longer bears the burden of proof.  In the 

same spirit, let me go ahead and state the case against it.  Here I will critique expressivist 

treatments of disagreement and error, and introduce other features of normative discourse 

that cause problems for the expressivist, including embeddability, the external focus in 

phenomenology, and reasons’ authority.   

Disagreement and Error Again 

Underlying disagreement and error is something about the stance-independence of 

normative facts.  Though truth and fact ascriptions are appropriately made from one’s 

stance on the matter, the ascriptions purport to assess claims using stance-independent 

criteria about the way the world is normatively.  Consider some examples.  When I say 

that you have reason to pursue your pleasure, I think my claim can be true or false 

independently of my normative attitudes toward you and your pleasure.  I try to align my 

attitudes with what I take to be the normative truth.  Let us say that you are an aesthete 

and you disagree.  You think you only have reason to achieve enlightenment, and that 

includes constant self-denial.  In our disagreement we think there is a fact of the matter 

that settles our dispute, understood as some standard external to our perspectives that 
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settles things once and for all.  Or suppose that I think there is good reason to believe that 

I have two hands, and that I am not a brain in a vat.  You disagree.  Not only is there a 

stance-independent fact about whether I have two hands, there seems to be a stance-

independent fact whether I have reason to believe that I have two hands.  Compare purely 

practical disagreements.  Say I want to paint the living room blue, and you want to paint 

it red.  Though we disagree about what to do, there is nothing outside of ourselves that 

settles this disagreement – it’s not the right kind of disagreement to be settled by the way 

the world happens to be.  Disagreements about the basic reasons we have for belief or 

action are not like this.  They are not mere conflicts in what we would like to happen, but 

genuine disagreements about what should happen, settled by something independent of 

our stances, or so it seems.   

Fallibility also features stance-independence.  If I admit fallibility in my 

normative view, I implicitly think that there is some measure of correctness that is 

independent of the particular stance I happen to have.   

Gibbard has tried to respect stance independence.  He acknowledges that one 

often thinks that some F counts as a reason to Φ regardless of the norms one happens to 

accept.  F would count as a reason to Φ even if one did not accept norms that say to treat 

F as a reason to Φ.  Gibbard calls this the stance-independent validity of norms, and his 

illustrative example is that of an anorexic.  We say that is irrational for an anorexic to 

starve herself for the sake of a trim figure, that a trim figure is no reason for starvation 

regardless of what anyone, including ourselves and the anorexic, happens to think.  How 

does an expressivist make sense of this thought?  Gibbard proposes that the stance 
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independence is a result of the content of the norm accepted: “The norms we accept 

prohibit starving for a trim figure, regardless of what one prefers or what norms one 

accepts.”96  In this way I can think to myself “Even if I come to accept norms that permit 

starvation, starvation is still impermissible,” for this is an expression of the norm I 

currently accept.   

This might answer the question Gibbard posed for himself, viz., how it is that one 

can think that the validity of norms or reasons is stance-independent.  But there is a 

further thought left unaccounted for.  In normative discourse, one thinks that real error is 

possible in the sense that a change in the norms one accepts might result in a correction 

in one’s present normative outlook.  I now think that I have reason to treat my loved 

ones’ welfare as more important than the welfare of complete strangers.  But I’ve heard 

arguments for agent-neutral reasons, according to which I should treat the welfare of 

everyone equally (or if this is not gripping enough, consider argument that one should 

treat the welfare of animals as they treat the welfare of humans).  Though I now think that 

the agent-neutral position is incorrect, I must admit that I might be wrong.  If there are 

agent-neutral reasons and I become convinced of this, I would thereby come to correct 

my currently erroneous view about the reasons I have.   

This gets to the nub of the issue.  Consider again ivory-billed woodpeckers.  I 

think that there are such birds independently of what anyone happens to believe, and I 

think now that I would be wrong if I came to change my mind later.  More precisely, I 

would be wrong later unless my change of mind counts a correction to my previously 

                                                 
96 Gibbard (1990, 166). 
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erroneous views, where correction is of necessity measured against something 

independent of any particular stance one happens to have at a given point in time.  So it 

goes with reasons.  We think it is possible for any given agent’s views to be corrected – 

internalists think this about externalists and vice versa.  Instrumentalists think this about 

realists in science and vice versa.  By contrast, if I decide to paint the living room blue 

instead of red, I simply change my view.  I do not correct it.  To my mind, expressivism 

simply cannot accommodate the genuine possibility of normative error.  And how could 

it, if the very possibility of correction assumes some measure independent of one’s actual 

stances?   

Perhaps the defender of expressivism has a reply.  Expressivists might want to say 

all of these things about stance-independence pursuant to our normative outlooks, for the 

point of expressivism is to parrot the things we ordinarily say sans metaphysical baggage.  

Take the commitment to an external standard to settle ethical truth.  An expressivist can 

hold that my statement “There is some fact of the matter independent of our own 

idiosyncratic attitudes that settles our ethical disagreement” is just one more statement 

made from my normative outlook, which licenses these kinds of views.  If you have 

similar attitudes toward our disagreement, you can agree that there is some independent 

standard, and think my above utterance true.  Hence new expressivism allows us to say 

all we want to say about the matter.   

But plainly the issue here is not whether we can say such things, but what we 

mean when we say them, and whether the semantics respects the thought.  The claim I am 

pressing is that the contents of our reason claims open themselves up to semantic 
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assessment that is stance-independent – truth and fact ascriptions purport to make 

semantic assessments based on the normative way the world is.  Expressivism only 

delivers stance-dependent standards of assessment.  It is not as though expressivism does 

not allow us to utter certain phonetic sounds that we want to utter.  Expressivism indeed 

pays lip service to the objective pretensions of reason claims, it simply fails to respect 

them.  In short, expressivism preserves the letter of our utterances, but not the spirit. 

Authority  

Genuine reasons are thought to have a certain authority.  Though etiquette might 

require me to take my hat off in church, that doesn’t really matter normatively unless I 

actually have a reason to obey the norms of etiquette, or I have some independent reason 

to take my hat off in church.  And though according to morality I ought to help others in 

need, that doesn’t matter normatively unless I have reason to be moral, or reason to help 

others in need.  For any particular action or attitude recommended by this or that person, 

or by this or that set of norms, one can always ask a normative “So what?” question that 

can only be answered by pointing out that one has reason to perform that action or adopt 

that attitude.    

Though expressivists try to accommodate authority, their treatment is inadequate.  

Gibbard starts off on the right foot, noting that normative disagreements include some 

kind of appeal to the authority of the reasons one accepts.  In the case of the anorexic, she 

takes a rail thin body to have a kind of authoritativeness—it genuinely counts in favor of 

starvation—and I disagree, for I do no think that consideration has the kind of normative 

authority she accords it.  But instead of considering how certain considerations can be 
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normatively authoritative, Gibbard redirects the question, and asks when it makes sense 

to accord others a kind a fundamental authority.  He asks: “Should I ever take your 

acceptance of norms as a reason for accepting them, when I do not independently accept 

norms from which they follow?”97  This is a bit of misdirection.  In normative 

disagreement, it is not speakers who purport to carry any normative authority; instead, 

speakers try to point out considerations that have normative authority, considerations that 

genuinely count in favor of various actions and attitudes.  In arguing with Andy about 

pulling the fire alarm, he is not prompted to consider my authority, but rather the 

authority of his situation.  For him, the question becomes “Does the welfare of others call 

out for action?” not “Does the fact that another accepts norms that prescribe treating the 

welfare of others as a reason matter to me?”  Questions of authority here are wholly 

exhausted by questions of what considerations are genuinely reason providing. 

To be sure, Gibbard is right that normative discourse includes a kind of sui 

generis conversational pressure generated with the exchange of reason claims.98  But 

Gibbard fails to notice, or at least fails to account for, the way in which that 

conversational pressure is generated—it is generated by pointing out features of one’s 

situation that count in favor of or call out for certain responses and not others.  The 

conversational pressure is not the basic explanandum.  It is a by-product of the subject 

matter that the conversation purports to be about: features of the world that seem to exert 

their own normative pressure.  How features of the world normatively relate to actions 

and attitudes does needs explanation, but as far as I can tell the expressivist treatment has 
                                                 
97 Gibbard (1990, 176). 
98 Gibbard (1990, 172-74). 
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simply bypassed this deeper question, focusing instead on a different question about 

conversational demands and when to treat other speakers as authoritative, no doubt 

because the expressivist semantics has no room for the deeper authority constitutive of 

being a reason.  In typical fashion, the expressivist focuses on the function of the 

language and not on what the language purports to be about.   

Embeddability 

In the last chapter, we saw that embeddability poses significant problems for non-

cognitivists about normative attitudes.  They have trouble explaining the meaning of the 

shadows of normative attitudes cast into content.  Expressivists face a slightly different 

problem.  Because they accept normative content cognitively they need not worry about 

wishful thinking or explaining the shadow of attitude.  Thus, with something like 

Gibbard’s world, norm pair content for normative propositions, expressivists can 

maintain a univocal meaning of normative propositions across embedded and 

unembedded contexts.  This solves traditional worries about the following arguments: 

Lying  

1. If lying is wrong, then it is wrong to get your brother to lie. 

2. Lying is wrong.  

3. Therefore, it is wrong to get your brother to lie. 

For Gibbard, (1) rules out norms that render an impermissible verdict applied to acts of 

lying, but render a permissible verdict applied to acts of getting one’s little brother to lie.  

(2) Expresses norms that render an impermissible verdict when applied to acts of lying.  

So something like logical consistency requires such norms to also render an 
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impermissible verdict when applied to acts of getting one’s little brother to lie.   

But expressivists still have to worry about how seemingly valid arguments that 

move from normative premises to descriptive conclusions.  Recall the arguments Liars’ 

Souls (LSI) and Trolley from the last chapter.   

LSI 

1. If lying is wrong, the souls of liars will be punished in the afterlife. 

2. Lying is wrong. 

3. Therefore, the souls of liars will be punished in the afterlife. 

Trolley 

1. If I ought not switch the trolley tracks, then switching the trolley tracks does 

not maximize aggregate happiness. 

2. I ought not switch the trolley tracks. 

3. Therefore, switching the trolley tracks does not maximize aggregate 

happiness. 

In these arguments, how is it that a way the world is descriptively can follow from non-

descriptive expressions?   Suppose Gibbard’s story is right, and you are expressing 

certain world-norm pairs in (2) and the antecedent of (1).  How can a fact about which 

acts maximize aggregate happiness follow from such expressions?  Expressions of norms 

you accept cannot be any guide to how the world is amongst all the ways in might be.  

Expressivists must offer some story to make sense of these arguments, or reject such 

arguments because their theory cannot handle them.   

Phenomenology 
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There are also objective pretensions in the phenomenology of normative 

experience.  Consider how Michael Smith runs the following argument for the 

representational purport of the ethical experience of finding a matter wrong: 

If evaluative experience were like experience of the nauseating [clearly 

non-descriptive], then we would expect our attention to be focussed 

partially outward, partially inward, much as with the experience of the 

nauseating: outwardly on the features of the murder that make us, now 

inwardly, feel so disapproving (or whatever) towards it.  But this is surely 

phenomenologically quite false.  Our attention need not be focussed at all 

on an aspect of our own inner life.  Indeed, there may be no feelings of 

disapproval to focus on.  Rather, when we judge a willful murder to be 

wrong, our attention may be wholly focused, as it were, “out there” on 

features of the murder itself.99  

I am torn as to the relevance of these kinds of considerations.  On the one hand, an 

outward focus in normative experience might weigh against expressivism.  But it is not 

clear that it weighs in favor of descriptivism (versus, say, constructivism) because 

representational purport as such is not phenomenologically introspectable.  To see this, 

consider your mathematical judgment that 2+2=4.  Introspect on it and try to determine 

on those grounds alone whether your experience purports to represent a mind-

independent reality of numbers.  I don’t think you can.   

And if normative experience weighs against as expressivist account of 

                                                 
99 Smith (2004b [1993], 246-47). 
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phenomenal contents, it is not clear how well this translates to non-phenomenal contents, 

like those found in normative judgments, and various linguistic expressions of normative 

judgments.  Plausibly, phenomenal zombies who do not have ethical experiences per se 

can still have and express moral judgments as we do, and the primary question here is 

whether those judgments and expressions have only expressivist contents.  Unless there is 

some argument that allows us to apply conclusions about phenomenal content to 

questions of non-phenomenal content, Smith’s observations will only be partially 

probative of the issues here.100    

4.5 The Case for Descriptivism 

In closing, I articulate just how well descriptivist semantics naturally and 

unproblematically respects the objective pretensions of truth/fact, disagreement, error and 

authority. 

On the descriptivist story, the nature of the actual world determines whether 

various propositions apply to it, and the natures of the various possible worlds do the 

same.  My normative belief is true when the contents I accept apply to the actual world, 

and false otherwise (setting aside vagueness and indeterminacy – these are important 

issues for all subjects and will not generate objections to normativity alone).  We can also 

say that my belief is semantically assessable as true or false depending on how well it fits 

the facts, for the nature of the actual world yields a normative fact of the matter.  
                                                 
100 In actuality, Smith appeals to some of the critical practices mentioned above—those 
concerning error corrections and disagreements—to buttress his case for the 
representational content of normative judgments.  Because his discussion shifts back and 
forth from phenomenal contents to non-phenomenal contents, and also shifts back and 
forth between introspection on phenomenal foci to critical practices, it is not clear how 
we should match up his arguments with his representationalist conclusions. 
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Normative disagreement about reasons is settled in a stance-independent way by the 

normative facts of the matter.  One’s normative belief can be in error just in case one has 

the wrong idea about the nature of the actual world, and one can correct one’s normative 

beliefs by lining them up with the normative nature of the world.  Lastly, if normative 

beliefs are veridical, it is part of the very nature of genuine reasons that they have 

objective authority over actions and attitudes – there are in-the-world facts about which 

considerations favor which actions and attitudes and these facts are not up to us.  The 

normative relational properties constitutive of reasons might flow from ends, or moral 

considerations, or evidence, or whatever, but if they exist they will be built-in parts of the 

character of the world that one can accurately or inaccurately describe or represent.   

Admittedly, it sounds a bit odd to say that normative discourse purports to 

describe ways the world is.  After all, it is common to think of normative vocabulary and 

descriptive vocabulary as very different kinds of vocabulary.  But on the descriptivist 

picture, normative vocabulary is actually purporting to pick out normative properties in 

the world, and it would have to be the nature of the properties and facts picked out that 

distinguishes the normative from the non-normative.   

Clearly, if one adopts cognitive attitudes toward descriptive contents one is 

ontologically committed.  Our normative beliefs would be semantically assessable as true 

or false by how well they describe the facts of the actual world, so if there are no facts, 

error theory results.  Both expressivism and constructivism are trying to distance 

themselves from this committal stance on what there is, normatively speaking.  Let me 

now consider expressivism as an alternative to descriptivism, and also consider how well 
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that semantics would handle the objective pretensions of the discourse. 



152 

 

5 NORMATIVE CONSTRUCTIVISM LEVELED 

In the last chapter I made a case for descriptivism and a case against 

expressivism.  I also indicated that some of the objective pretensions of reason discourse 

create a presumption in favor of descriptivism, for other areas of discourse (e.g., about 

the external, material world), are descriptive precisely because they feature the objective 

pretensions found in normativity.  But there is another semantic option that promises 

some modicum of objectivity without resorting to descriptivism and its realist purport.  

This is the province of constructivist semantics.  As with expressivists and descriptivists, 

constructivists are best read as pairing their distinct theory of normative content with 

cognitive normative attitudes.  And like the other two theories, constructivism wants to 

respect truth and fact in normative discourse, though the way truth and fact operate will 

differ from the other theories.   

Recall that expressivism is the view that normative judgments are purely 

expressive of one’s normative stance, and via deflationary theories of truth, truth and fact 

ascriptions are nothing more than a re-expression of one’s normative stance.  

Descriptivism is fine with that as far as it goes, but descriptivists add that normative 

claims purport to carve up possibility space, and ascriptions of truth and fact purport to 

assess first order claims on stance-independent criteria, at least in part.  There is 

something external to one’s stance that settles truth and fact, and so settles questions of 

normative disagreement and error.  How does constructivism compare? 

Unfortunately, constructivist theories are a motley crew, but one thing they all 

share with descriptivism is the idea that normative truth and fact ascriptions purport to 
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assess first order claims on criteria that are independent of any particular stance 

interlocutors happen to have and express.  However, constructivism deviates from 

descriptivism insofar as the measure of truth and fact is not just the way the world is, but 

verdicts delivered by some privileged stance or standard.  

In what follows I want to further articulate what a privileged stance or standard is 

by considering some prototypical constructivist views in §5.1.  I then articulate some of 

the more compelling constructivist theories of reasons, where reason truths are 

constructed out of the norms of rationality in §5.2.  In §5.3 I apply the traditional 

Euthyphro dilemma to constructivism, and in §5.4 I develop a reply.  Though the reply 

vindicates constructivism for certain areas of discourse, it fails to vindicate normative 

constructivism on three counts—disagreement, authoritativeness, and critical inquiry—as 

discussed in §5.5.  In the end, constructivist approaches fare no better than expressivism.  

Descriptivism is needed to respect existent normative discourse.   

5.1 Constructivism: What It Is 

As indicated above, there are two ways for constructivists to proceed: they can 

either privilege a stance, or they can privilege a standard.  Consider first what it is to 

privilege a particular stance of an actual or hypothetical agent from which one generates 

the truths of a discourse.  A stance seems to be some kind of perspective on the world, a 

way of taking it in and reacting to it based on one’s conceptual schemes, views, or more 

generally, based on one’s psychological makeup.  In morality, the earliest constructivist 

views, found in Platos’ Euthyphro dialogue, took the attitudes of some idealized agent as 

the privileged stance.  There Plato considered the question: Is an act pious because the 
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Gods love it, or do the Gods love it because it is pious?  We will follow modernized and 

moralized versions of the same question, which ask: Is X good because the God’s love it, 

or do the God’s love X because it is good?  In the disjunct, the first option is 

constructivist – moral truth and fact depend on the privileged stance of the Gods.  

Crucially, that does not mean that the statement “X is good” is about the God’s attitudes.  

Clearly, it is not.  It is about X and X’s goodness.  “X is good” is nonetheless true (or 

correct) just in case the Gods love X.  On the constructivist line, we can say that the 

God’s attitudes toward X make the claim “X is good” either true or false.   

Some later moral constructivists followed the Euthyphro suggestion, attempting to 

construct moral truth and fact from privileged attitudes of hypothetical agents.  Roderick 

Firth (1952) suggested that X is right iff an ideal observer would approve of X, where an 

ideal observer is one with all the relevant non-moral facts, with no biases toward, and no 

particular interests in, X, with no passions, and who is otherwise normal.  In a similar 

vein, Richard Brandt (1954) described the ideal observer as fully informed, vividly 

imaginative, impartial, in a calm frame of mind, and otherwise normal.  As with Firth, the 

attitudes that Brandt’s ideal observer has toward some X is to determine X’s moral status.  

While Firth and Brandt build their stance-dependent constructivism on the reactive 

attitudes of idealized agents, other stance-dependent constructivists do not.  In political 

philosophy, John Rawls (1971) famously privileged the choices of a hypothetical agent 

made from an original position to construct truths of justice.   

Though constructivist theories grounded in privileged stances dominate in 

morality, some constructivist theories are grounded in privileged standards or norms.  
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The facts and truths of games provide nice examples, so let us consider basketball.  What 

makes it true that some given occurrence O during a game of basketball is impermissible, 

say, kicking the ball?  Here the norms constitutive of basketball provide a privileged 

standard for determining whether any given occurrence is permissible or not.  If the 

norms of basketball, applied to O flawlessly and with full information, would deliver the 

verdict ‘impermissible’, then the occurrence is impermissible.101  Of course, there are 

other possible games one could be playing, and their constitutive norms, when applied 

flawlessly and with full information to the very same occurrence, would not render the 

verdict ‘impermissible’.  If the players were playing American soccer, for instance, the 

norms constitutive of soccer, applied to kicking the ball, would render the verdict 

‘permissible.’  To get the truths of basketball we privilege the norms of basketball and 

view the world through that lens; to get the truths of soccer we privilege those norms and 

view the world through that lens.     

There are lots of examples of constructivist discourse that privilege a standard to 

render verdicts about the contingent ways of the world.  Other games, like chess, would 

have their own constitutive norms that generate truths of chess.  Etiquette has its own 

norms, and they generate verdicts about what is and what is not permissible according to 

etiquette.  Various norms of grammar render verdicts on what sentences are grammatical.  

Dog shows, legal systems, and many other practices have their own norms that construct 

                                                 
101 We could construe the norms as delivering injunctions rather than verdicts.  In that 
case, O is basketball-impermissible if the norms of basketball, applied flawlessly with 
full information, would deliver the injunction ‘don’t do.’  To simplify the discussion, 
henceforth I only speak in terms of verdicts of classification, though it should be 
straightforward to reinterpret everything in terms of injunctive analogues. 
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truths when applied to the contingent matter of the world.  There might also be 

constitutive standards that needn’t be applied to contingent matter.  The truths of 

mathematics might be constructed by privileged ways of thinking as an a priori affair, 

and without the need to apply the privileged standard to the contingent matter of the 

world. 

One might be attracted to a privileged-standard view in some areas of discourse 

that are prima facie normative.  In ethics, for instance, you might think that there is some 

set of norms constitutive of ethics, and these norms determine what is morally 

permissible and impermissible much as the etiquette norms determine what is permissible 

or impermissible etiquette-wise.  Something like this appears in early incarnations of H. 

L. A. Hart’s account of normative terms like ‘duty’ and ‘obligation.’  For Hart, such 

terms are used from an internal point of view.  That is, against a background of social 

rules generally accepted as standards of conduct and criticism, one applies those 

standards to particular cases and one thereby issues correct judgments of duty and 

obligation.  ‘Duty’ and ‘obligation’ become terms of art internal to certain norms, much 

as ‘foul,’ ‘out of bounds’ and ‘traveling’ are terms of art within basketball norms, and 

‘capture,’ ‘check,’ and ‘castle’ are terms of art within chess norms.102   

Hart’s view lends itself to a certain kind of constructivist relativism in ethics, for 

the privileged standard just is the standard that people generally accept and apply.  Other 
                                                 
102 Hart (1994, 85-88).  Hart’s view is more nuanced than I have indicated.  Of particular 
interest, on Hart’s view ‘obligation’ differs from other moral terms, like ‘ought,’ because 
with judgments of obligation, but not other normative judgments, 1) conformity is 
insistent and social pressure great because of the believed seriousness of the standard of 
conduct, 2) the standard of conduct is thought to be necessary to maintain social life, and 
3) the claim characteristically involves self-sacrifice.  Hart (1994, 85-88) 
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constructivist views need not be relativist in this way.  Crispin Wright offers an 

interesting twist on truth in ethics.  For Wright, ethical truth is not merely delivered by 

the verdicts of the ethical norms as applied to the contingent matter of the world.  Instead, 

a claim is ethically true if it conforms to epistemic standards governing assertability.  

Indeed, he suggests that ethical truth should be understood as superassertability, where 

“A statement is superassertable if it is assertable in some state of information and then 

remains so no matter how that state of information is enlarged upon or improved.”103  

Wright’s line on assertability generally is that the standards of assertability are internal to 

various disciplines.  He says: 

It’s enough for our purposes if the notion of superassertability is relatively 
clear – clear, that is, relative to whatever notion of warranted assertion is 
in play in the particular discourse with which we may happen to be 
concerned.  Provided, as I have suggested is presupposed by the very idea 
of assertoric content, there are generally acknowledged standards of 
proper and improper assertion within the discourse, there must be sense to 
be attached to the idea of a statement which under certain circumstances 
meets the standards of proper assertion, and then will or would continue to 
do so unless the considerations which led to its downfall were open to 
objection in some other way.  In short, wherever our discourse displays 
some measure of convergence about what is warrantedly assertable, a 
corresponding notion of superassertability has to be intelligible to us.104  
 

Wright’s reliance on assertability conditions introduces an unwelcome twist.  On his 

view, it would seem that ethics not only has internal standards of right conduct, good 

character, etc., but it also has standards for asserting claims about right conduct, good 

character, etc.  And, interestingly, it is the assertability standards, not the standards of 

conduct and character, that determine ethical truth.  One must wonder: Why the appeal to 

                                                 
103 Wright (2003, 193). 
104 Wright (1992, 48). 
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norms of assertion?  Isn’t this a needless epicycle if ethics already has standards of 

conduct, character, etc. that can directly render verdicts on right and wrong, good and 

bad, virtuous and vicious?  Presumably, if the norms of ethics applied flawlessly and with 

full information to a particular act, Φing, deliver the verdict ‘wrong’ (impermissible), it 

will be superassertable to say that Φing is wrong.  If not, then the assertability conditions 

look like they are getting in the way of ethical truth – something about the 

appropriateness of assertion (perhaps a pragmatic concern) prevents one from expressing 

the verdicts of the privileged norms of the discourse.   

Here is a non-ethical example of how this might happen.  When I played tennis in 

high school there was no umpire and we players had to call our own shots.  Perhaps it 

was because my peers were extremely nice, or because they abhorred conflict, or because 

they had very bad vision, but for whatever reason a norm developed requiring extreme 

leniency when calling an opponent’s shot ‘out.’  If memory serves, a ball would have to 

land about a foot out before someone would call it out.  Here we have a case where the 

norms of assertability do not reveal the truths of the game.  Some balls were out even 

though it would never be assertable to say so.  In such a case it is the norms of the game, 

applied flawlessly with full information, that determine truth, and not the assertability 

conditions.   

Returning to ethics, the norms of asserting p would either do no work because 

their verdicts are coextensive with the verdicts of the norms governing conduct and 

character directly, or they are not coextensive and assertability conditions simply get in 

the way of truth, as they would in my high school tennis matches.  Better to do without 
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them and appeal directly to the norms constitutive of ethical conduct and character. 

5.2 Constructing Reason Truths    

Be that as it may, we are considering not just ethical truth, but normative truth 

tout court, where reasons are paramount.  When it comes to constructing normative 

reason truths, there are a couple of suggestions in the literature.   

Tim Scanlon’s account of reasons has some constructivist indications.  Like 

Gibbard and myself, Scanlon thinks that reason claims are about what favors what.  They 

are relational predicates.  On the attitude side of things, Scanlon thinks that we have 

belief-type attitudes toward reason claims.105  On the semantic content side of things, 

Scanlon no doubt thinks there are standards of correctness106—even truth—for reason 

claims.  Here is what he says:  

It might be . . . that if judgments about reasons are to be understood as 
claims that can be true or false, and about which we can be mistaken, then 
they must be about some subject matter independent of us.  Understood in 
the right way, this is quite correct; but when understood in that way, the 
independence in question does not raise metaphysical and epistemological 
problems.107  
 

Scanlon wants to avoid metaphysical and epistemological issues, and to do so he must 

reject normative descriptivism (given that he embraces cognitivism).  We get some 

indication of the standard of truth Scanlon has in mind by looking at his analogy between 

the normative and the mathematical.   

My judgments about arithmetic are judgments about a subject matter 
independent of me in the sense that they involve claims (not about me) 

                                                 
105 On this point, Scanlon takes himself to disagree with Gibbard, though we have seen 
one plausible reading of Gibbard that places him in the cognitivist camp.  
106 Scanlon (1998, 59). 
107 Scanlon (1998, 62). 
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about which I can be mistaken.  But understanding arithmetic as objective 
in this sense does not require accepting a form of arithmetical Platonism.  
It is enough that there are standards of arithmetical reasoning such that 
when I fail to follow them I am wrong.   
. . .  
Similarly, in order for judgments about reasons to be taken to be about 
some subject matter independent of us in the sense required for it to be 
possible for us to be mistaken about them, what is necessary is for there to 
be standards for arriving at conclusions about reasons . . . The question of 
whether there are standards is a substantive one within the subject in 
question—a matter of whether there are conclusions and ways of arriving 
at them that we have no reason to regard as defective.  It need not be a 
metaphysical question about what exists or an epistemological one about 
how we are in touch with it.108   
 
Scanlon here refers to standards for arithmetical reasoning.  Presumably, if one 

follows the rules constitutive of mathematical reasoning flawlessly, one arrives at 

mathematical truths.  More importantly, the idea seems to be that the availability of 

arriving at mathematical claim M by way of the correct mathematical reasoning processes 

P is constitutive of M’s truth.  No extra ontology needed other than a correct way to think 

about math.109  This is clearly a constructivist suggestion.  If the analogy with normative 

truths is on par, the availability of arriving at a reason claim R via correct normative 

reasoning is constitutive of R’s truth.  No extra ontology needed, just a correct way to 

                                                 
108 Scanlon (1998, 63). 
109 I find Scanlon’s discussion elusive.  The paragraphs cited suggest non-descriptivist, 
objectivist semantics for mathematics, but in the same couple of paragraphs Scanlon says 
this: “The thinking of a good mathematical reasoner ‘represents’ or ‘tracks’ truth about 
arithmetic insofar as it takes into account the right considerations in the right way.”  
Scanlon (1998, 63).This suggests that standards for thinking are not constitutive of truth, 
but rather track some mind-independent reality (arithmetical Platonism?), which is 
fundamentally constitutive of mathematical truth.  Ultimately, perhaps Scanlon wants a 
hybrid view between descriptivism and objective non-descriptivism, opting for 
descriptivist language when he wants to capture a discourse’s objective pretensions, and 
opting for non-descriptivist language when he wants to avoid metaphysical troubles.  It is 
not clear that his position presents a stable blend of both views.   



 161

think about reasons. 

Scanlon’s suggestion points us toward constructivism for all reasons, epistemic 

and practical included.  Though I know of no theory offered for constructing epistemic 

reasons, there are widely influential theories purporting to construct practical reason 

truths by privileging the norms constitutive of practical rationality.  In earlier chapters 

we considered reasons internalist views, which propose a necessary condition on A’s 

reasons along the following lines: A has reason to Φ only if A’s ideally rational self 

would be motivated to Φ.  Now I want to work with a more robust view, one that turns 

the internalist’s condition on reasons into a constructivist account of reasons.  The ‘only 

if’ becomes an ‘if and only if.’  To be clear, this is not a semantic account of what reason 

judgments are about.  We are not necessarily saying that reason claims are semantically 

about procedural rationality any more than claims of grammaticality are about the norms 

of grammar.  Rather, the idea is that the truth of reason claims is fully determined by the 

verdicts rendered by the stances or standards of procedural rationality.  Let us call the 

view that reason truths are constructed out of practical rationality rational constructivism.  

This suggestion would breath some life into Scanlon’s suggestion that we privilege a 

standard to construct reason truths, so let me concentrate on it.   

Very roughly, then, brands of rational constructivism suggest that A has practical 

reason to Φ iff A’s ideally practically rational self would be motivated to Φ (or would 

want A to Φ, or would be motivated to Φ were he A, or something along these lines).  

Notice that this kind of view has some elements that look like the privileging of stances 

and some elements that look like the privileging of standards.  It privileges standards 
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insofar as it privileges the norms constitutive of rationality.  It privileges stances insofar 

as it privileges the motivational psychology of some idealized version of the target agent 

A.  So it is somewhat of a hybrid theory.  To evaluate it we must understand exactly what 

an ideally practical version of A looks like, the most important component being the 

norms constitutive of practical rationality.   

Rational constructivism clearly has roots that trace back to Kant, though to my 

knowledge Kant himself did not talk in terms of reasons.  Modern incarnations of this 

view appear in Williams (1981), (1995a), (1995b), Smith (1994), (2004a [1995]), 

Korsgaard (1996a [1986]), (1997), and Pettit and Smith (2006).110  These theories would 

agree that an ideally rational version of A is fully informed of the non-normative facts 

and has imaginative capacities.  It is also agreed that an ideally rational version of A 

accepts and flawlessly applies means-ends norms (i.e. being motivated to take the 

perceived means to perceived ends), and norms governing the ordering and conflict 

resolution of desires, for some such norms are constitutive of rationality.  The main 

contention between various rational constructivists is whether rationality also comprises 

norms with a decidedly anti-Humean flavor, norms that can be expressed as follows: “Do 

not be moved to act on a maxim that cannot be willed to be a universal law,” or, to 

modify an example from Pettit and Smith (2006), “If you believe that A is another 

person, equally real, and you believe that A is in pain, and you believe that you can 

relieve A’s pain by Φ-ing, then desire to Φ.”111  Clearly, without anti-Humean norms of 

rationality some ideally rational versions of a very bad agents will remain motivated to do 
                                                 
110 Some of these views, like Williams’, only express necessary conditions on reasons. 
111 Pettit and Smith (2006, 151).  I believe the example is inspired by Nagel (1970).   
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very bad things (and unmotivated to do very good things) even after full information and 

flawless means-ends reasoning, ordering and conflict resolution.  I have before appealed 

to an agent, Andy, who cannot be moved to pull the fire alarm as he exits a burning 

building.  In his case there is no guarantee that Andy’s ideally rational self would be 

motivated to pull that alarm without anti-Humean norms of rationality.  If the Humean 

rational constructivist is right, Andy has no reason to pull the fire alarm.  The fact that he 

could save hundreds of people from horrendous suffering by pulling the alarm is no 

reason for him to do it. 

The rationalist strategy is the most promising constructivist line on reason truths, 

no doubt in part because there seems to be a conceptual connection between normative 

reasons and rationality.  I have just sketched some popular ways of filling in the view, but 

creative theorists will think of missing but attractive additions.  For instance, you might 

think that there are norms of rationality that are situation specific, enjoining different 

things for work versus play versus other kinds of contexts.  In that case, to get a full 

picture of the ideally rational agent, we would have to add on all the situation specific 

norms in addition to generally applicable norms concerning means-ends reasoning, 

Kantian constraints (if such there be), etc.  Rational norms are probably extremely 

complex, and perhaps any plausible rational constructivism will have a lengthy right hand 

side of the bi-conditional.  In addition, though popular forms of constructivism appeal to 

the motivations of ideally rational agents, you might want to appeal instead to what the 

ideally rational agent would treat as a reason, where this amounts to giving certain 

considerations particular functional roles in deliberation, or some other feature of the 
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agent’s psychology.  

Given all these options for rationalist constructivists, one might be tempted to opt 

for one or the other of the Humean or more Kantian versions of rational constructivism, 

personalized with one’s favorite bells as whistles.  I won’t specify a particular view to 

attack because I think there are devastating problems with rational constructivism quite 

generally.  The Euthyphro dilemma is the best starting point to reveal those problems. 

5.3 The Euthyphro Dilemma  

Plato offered perhaps the first and certainly the best objection to all forms of 

normative constructivism in his Euthyphro dialogue.  The deep worry is how to identify 

the privileged stances or standards for constructing truths.  In Wright’s case, how do we 

identify the correct standards of assertability?  In Scanlon’s case, how do we identify 

correct standards for thinking about reasons?  In the rationalist’s case, how do we 

identify the correct standards of ideal rationality?  It looks like we must rely upon our 

pre-constructivist commitments regarding what is and what is not reason-providing.  If I 

think that the pain of others is reason-providing, I’ll build in to the norms constitutive of 

practical rationality norms that deliver the verdict that the pain of others is reason-

providing.  If I think that my pleasure is reason-providing (at least for me), I’ll build in to 

the norms constitutive of practical rationality norms that deliver the verdict that my 

pleasure is reason-providing (at least for me).  This is not supposed to be a point about 

me.  It is supposed to be a point about how our deepest convictions about core cases 

constrain and inform any constructivist theory we adopt, so the constructivist theory itself 

is not determining which reason claims are true and which are false.  To say that the 
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constructed standards determine the truth of reason claims puts the cart before the horse. 

Independent facts about reasons help one to determine which norms are the correct ones.  

The realist option gets things right. 

5.4 A Constructivist Reply: Reverse Engineering 

The Euthyphro objection is most effective against constructivist views that rely on 

stances or standards that we have no access to independently of our normative judgments.  

Firth and Brandt’s ideal observers are unknown to us—they are merely hypothetical 

agents—until we start characterizing them in a way that tracks what look like 

independent normative truths.  However, for truths constructed out of standards that we 

grasp implicitly and employ imperfectly every day, the constructivist is on firmer ground.   

The constructivist reply is best brought out by considering the norms of games, so 

consider a young man, Earnest, who is learning to play basketball.  For some time he 

observes others playing, and he picks up on the general gist of the game.  Eventually, he 

tries to join a game, and his first attempts are awkward at best.  He is called for traveling 

and fouling quite often, but through practice and observation he gets better and better at 

playing by the rules.  After some time of playing a practicing he has very good, implicit, 

working knowledge of the rules, norms and violations of the game.  

Suppose we are watching a game with Earnest.  The referee calls a foul on player 

P.  We ask Earnest whether P indeed committed a foul, and he says Yes.  Doubtful, we 

press him further and he says “It is true that P committed a foul; there’s a fact of the 

matter.”  Being interested in objective truth, we ask him what makes it true that P 

committed a foul.  Now, Earnest has never explicitly learned the rules of the game, but he 
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realizes that it is the rules and norms of the game that determine whether any given 

occurrence is a foul or not, so he tries to reconstruct the rules using his implicit 

knowledge of the game.  In doing so, he relies on his pre-constructed judgments about 

what counts as violations of the game, and his pre-constructed commitments will 

constrain and inform the rules he ultimately constructs.  Is it a good objection to say that 

the standards of the game cannot determine the truths of the game because Earnest must 

appeal to seemingly independent judgments about fouls and violations to figure out 

which norms are the correct norms of basketball?     

In this context, the Euthyphro objection is entirely misplaced.  Of course the rules 

of the game are constitutive of the truths of the game, including truths about fouling.  

When Earnest appeals to his judgments about fouls to help articulate the norms of the 

game he is not appealing to stance-independent truths; rather, he is engaging his implicit 

and heretofore unarticulated understanding of the norms of basketball to render particular 

judgments, and then using those judgments to reverse engineer, as it were, an articulated, 

linguistic expression of the norms.  Moreover, Earnest might get things wrong.  It is not 

the norms he happens to accept that determine the truths of the game, but the norms 

actually constitutive of the game, and even if he grasps the correct norms, he might 

imperfectly apply them on this particular occasion.  This reply to the Euthyphro problem 

works for a number of areas of discourse.  The norms of grammar, for instance, are 

reverse engineered in explicit form based on the outputs of applying our implicit and 

unarticulated grasp of those very norms.   

In similar fashion, perhaps the norms of rationality determine what agents have 
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reason to do even if we try to articulate those norms by appealing to seemingly norm-

independent judgments about who has reason to do what.  There is no Euthyphro 

objection if the pre-constructed normative judgments are just applications of rationality 

norms the constructivist implicitly grasps already.  This might meet Scanlon’s hope of 

avoiding metaphysical and epistemic issues.  Reason claims would then require no 

additional ontology above and beyond standards or norms that are constitutive of a 

practice, in this case the practice of rational thought, and so they would be open to 

ontological and metaphysical objections only to the extent that all practices are, including 

games and languages.   

5.5 A Descriptivist Rejoinder 

The constructivist reply is inadequate as applied to normative constructivism, for 

normative constructivism faces a dilemma:112 either 1) normative constructivism does not 

accommodate a kind of genuine disagreement about reasons, or 2) it can accommodate 

disagreement by sacrificing i) the normative authority of reasons, and ii) sensible 

normative questions.  I cover disagreement first.   

5.5.1 Constructivism and Disagreement 
                                                 
112 At this point some would lodge objections based on the potential indeterminacy of 
normative standards, or objections based on the violability of normative standards.   
James (forthcoming) considers and attempts to answer such objections.  Let me briefly 
indicate why I do not pursue these objections.  First, determinacy seems to be a non-
issue.  It is not hard to come up with a rationalist constructivist theory, T, such that, for 
any given action Φ, and any agent A, T determinately says whether A has reason to Φ.  
The problem is that there are too many theories T that do so, and we must adudicate 
between them.  Also, it is obvious that norms can be violated.  Violations of grammar 
norms are commonplace, and that is why we need to distinguish competence theories 
from performance theories of grammar.  Similarly, one can violate Humean norms, 
Kantian norms, egoist norms, altruist norms.   I will not pursue such objections any 
farther. 
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Notice that it seems intelligible that deep disagreement about which norms 

construct the reason truths is possible even after we fully articulate all the candidate 

norms, and even after we agree on all the verdicts delivered by the candidate norms.  On 

the most promising constructivist options for normativity, the rationalist ones, there are 

number of different proposals as to which of the candidate norms make it into the cannon 

of rational norms.  The Humean thinks there is little more to rationality than means-end 

reasoning.  The Kantian thinks there are additional norms about acting only on motives 

that can be willed to be universal laws.  These aren’t the only games in town.  If we are 

really trying to construct reason truths, then egoists will chime in and claim that one is 

rational only when one purses one’s self-interest, under some description of self-interest 

that egoists themselves can disagree about.  Altruists protest – they say that rationality 

includes a concern for the welfare of others.  And the list goes on.  The problem is not 

that we don’t have any norms that can deliver determinate results about what one has 

reason to do and that serve as candidates as constituents of rationality; the problem is that 

there are too many candidates that yield determinate results.  Ultimately, all these players 

disagree about what norms rationality comprises because they disagree about what 

individuals have basic reason to do.  Do we have basic, underived reason to pursue 

contingent desires, respect the autonomy of others, pursue self-interest, promote the 

welfare of others, some mix of these, or something else entirely?  This should come as no 

surprise because ‘rationality’ can be a normatively loaded notion, especially if it is being 

used to pick out normative reasons.  In chapter 2 we called the normatively loaded sense 

of rationality substantive rationality.  To pick out the norms of substantive rationality just 
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is to pick out the norms that track or construct genuine, normative reasons.   

We do better to label the options in a normatively neutral way.  Call some set of 

norms A, another B, another C, and so on, and ask which of these norms constitute the 

norms of rationality, i.e. which one picks out or construct reason-providing 

considerations.  No doubt we will get disagreement.  What then?   

One option is to treat the normative disagreement like a disagreement between a 

basketball player and a soccer player.  Imagine the following exchange:   

Basketball player:  It is legal to touch the ball with your hands. 

Soccer player: No it isn’t.  Only certain players can touch the ball with 

their hands, but it is generally illegal to do so.   

Obviously, both claims are true relative to the norms constitutive of the respective games.  

These two are not really disagreeing because they are making claims pursuant to different 

standards.  Should we say the same of two individuals who seem to disagree about what 

reasons there really fail to disagree because they are bringing to bear different norms?  

Imagine an internalist who realizes that Andy’s idealized self would not have the 

requisite motivation to give Andy a reason now to pull the fire alarm as he exits a burning 

building.  An externalist fully realizes where the internalist is coming from, and agrees 

that, according to those norms, Andy would have no reason to pull the fire alarm, but the 

externalist nevertheless protests that Andy does have a reason to pull the fire alarm 

because the internalist is employing the wrong standards.  In this case, we want to 

preserve genuine disagreement.  We do not want to say “you’re both right, relative to the 

norms you are applying.”  That won’t do.   
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If we allow each set of norms to construct their own truths, as we do with games, 

we have:  

1. According to the norms of morality, one has reason to promote the welfare 

of others 

2. According to the norms of instrumentalism, one only has reason to pursue 

one’s desires. 

3. According to the norms of etiquette, one has reason to take one’s hat off at 

the dinner table. 

4. According to taboo norms, one has reason not to eat meals with the 

opposite sex. 

5. According to the norms of immorality, one has reason to harm others.   

6. According to the prevailing norms of fashion, one should not mix stripes 

with polka dots.   

So long as 1-6 are made from the internal point of view, 1-6 might all be true without the 

“according to” clauses prefixed, for the different relevant standards of morality, etiquette, 

immorality, etc., will conspire to render the claims true, just as claims in basketball, 

soccer and grammar do not need to make explicit reference to the norms that render them 

true.  This fails to respect the normative disagreements that are part of everyday life, 

where we take ourselves to be employing a univocal conception of reason for action (or 

belief) and we disagree about what those reasons are.  Radically relativistic forms of 

constructivism do not respect the discourse.   

A rationalist constructivist could instead dig in his heals and insist that only one 
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set of norms is the set constitutive of rationality, and so generative of reason truths.  That 

has the admirably quality of preserving genuine disagreement by simply relocating it to 

the level what the privileged norms of (normatively loaded) rationality are.   

5.5.2 Lost Normativity 

Unfortunately, by relocating all the issues to the level of norms, we lose the 

authoritative bindingness of reasons.  As we have seen, there are a variety of norms that 

offer guidance as to what to do, among them are the Humean, Kantian, egoist, and altruist 

norms that are all pretenders to the throne of rationality.  Let us say that the Humean 

norms generate reasonH claims, the Kantian norms generate reasonK claims, the egoist 

norms generate reasonE claims, and the altruistic norms generate reasonA claims.  What 

does it mean to say that only one of them constructs genuine reason truths?  Supposedly, 

if we are working with the concept of a reason, or some consideration that counts in favor 

of actions or attitudes, only one set of norms picks out considerations that really do count 

in favor of actions and attitudes, or to more accurately reflect the constructivist priority, 

the considerations that favor do so because the right set of norms says they favor.  But 

this seems odd.  How is it that one set of norms is able to imbue certain considerations 

with authoritative bindingness, counting-in-favorness, or as Mackie liked to say at the 

overall level, to-be-pursuedness, whereas other norms have no such power?  Here I am 

not invoking the authority or bindingness Anscombe found so objectionable.  She railed 

against a “law conception of ethics” which presumes some law giver and which 

engenders a conception of bindingness that has outlived “the framework of thought that 



 172

made it . . . intelligible.”113  The only authority or bindingness I refer to is the minimal 

one essential to the favoring relation constitutive of reasons.  If certain considerations 

genuinely favor my actions and attitudes, and others genuinely disfavor my actions and 

attitudes, the very essence of such a relation is its normative authority and bindingness.  

So the question is: What makes one of these norms so special that it generates an 

authority that no other norms has?  The obvious answer is that no norms have such 

magical power.  The norms would be no more authoritative, no more binding, than the 

norms of basketball, chess, etiquette, immorality, etc., because they are just one set of 

norms offering guidance among many.   

The only semblance of normativity to be squeezed out of this approach is to say 

that those who internalize one of these sets of norms or another will come to see various 

considerations as favoring action.  He who internalizes egoist norms, for example, will 

come to see only his self-interest as reason-providing, but that generates no more 

normativity than saying he who internalizes norms of grammar G will come to see 

sentences X, Y, and Z as grammatical, or he who internalizes norms of cruelty will come 

to see opportunities for hurting others as calling for action.  These are descriptive claims 

about the psychology of those who internalize various norms.  They do not generate 

normativity in any reason-implicating sense.   

5.5.3 Lost Questions 

As a consequence of this missing normativity, constructivism cannot make sense 

of questions about which norms to follow.  We can imagine individuals, perhaps 

                                                 
113 Anscombe (1958, 29-31). 
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ourselves, who at some point or another wonder whether they should be more altruistic or 

more egoistic, whether they should just pursue their contingent desires, or whether more 

besides might matter.  These kinds of questions are effectively questions about what kind 

of person to be, what kind of norms to internalize and act upon.  For any set of fully 

specified norms N, we want to ask “Should I (i.e., do I have any reason to) abide N?”  

But if constructivism is right, there will be some privileged norm or norms N* against 

which this question is rendered a nonsense category mistake, explained away by a failure 

to understand, or some flaw in applying, N*.  Because the privileged norms N* are prior 

to reasons, you cannot legitimately ask whether you have reason to follow N* as a 

question external to the application of those very norms.  If constructivism is to make 

sense of this, the question becomes: According to N*, do I have reason to follow the 

norms of N*?  That’s not the question we want to ask.  We do not want to assume that 

some norms N* are the privileged norms, but question whether they are, and 

constructivism will not allow that for the truly privileged norms.  But our question is 

sensical and we want to ask it for any norm.   

The sensibility of these questions shows that constructivism’s order of 

determination must be wrong.  Constructivists want the reason truths to be determined by 

the privileged standards, whereas descriptivists want the privileged standards to be 

determined by the reason truths (by tracking, for instance).  Notice that on the 

descriptivist’s picture there is no bar to formulating some standard that, applied 

flawlessly and with full information, gives you all and only reason truths.  The key claim 

is that the privileged standard is set by tracking the independent reason truths.  And this 
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key claim is vindicated by the sensibility of questions of the form: “Do I have reason to 

follow norm N?” for any N that is fully articulated and flawlessly applied with full 

information.  Reasons are prior to norms; the order of determination goes from reason 

truths to privileged norms and not the other way around.   

Before concluding, let me address one suggestion that I hear from time to time.  

Some ask: What if we cannot help but see some consideration as a reason?  I take it that 

the suggestion is twofold.  First, we are psychologically hardwired to apply certain norms 

n, and so psychologically hardwired to see as reasons the considerations identified by n 

as reason-providing.  Second, we actually have reasons to do as the norms n direct.  I 

wonder how far proponents are willing to go.  If I cannot help but see reason to harm 

others for fun, would they say that I have reason to harm others for fun?  Regardless of 

the answer, I do not see how hardwired norms become reason-implicating in virtue of 

being hard-wired.  What psychological immutability have to do with normativity?  If the 

norms are garbage, hardwiring them is not going to help.  There is not just the non-

normative question of whether one complies with the norms he is programmed to follow, 

but the normative and sensible question whether one has reason to do the things he is 

programmed to do.  

5.6 Conclusion 

Descriptivism is needed to respect certain features of existent normative 

discourse.  Under descriptivist semantics, a reason claim of the form “F is a reason for A 

to Φ in circumstances C” would be true if there is a real favoring relation that flows from 

F to A’s Φing.  Reason claims would thus be true in a way that is independent of any 
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individual’s actual stance, or any privileged stance or standard the constructivist 

proposes.  There would be facts about reasons, or the absence of reasons, that settle 

various disagreements within the practical and epistemic domains, and fallibility will be a 

robust possibility.  These normative relations would be objectively binding and 

authoritative by their very nature – their very essence is to call out for certain actions and 

attitudes.  The descriptive features of reason claims do not rule out the possibility of non-

descriptive roles as well.  Indeed, by virtue of the kind of relation reasons pick out, we 

would expect reason judgments to weight with people, exerting some motivational or 

cognitive influence on what people do and believe.    

Earlier we vindicated cognitivism, so the full semantic account of normative 

claims is both cognitive and descriptive, at least in part.  These elements engender realist 

purport.  Other normative realists have not spent the time vindicating their underlying 

semantics.  Terence Cuneo (forthcoming) has recently argued that normative realism is a 

view that we generally take for granted: 

Realists about moral and epistemic features also point out theirs is a 
position that we generally do not argue ourselves to, but is one that we 
generally take for granted in our ordinary doings and believings.  Or, if we 
distinguish between a realist position regarding moral and epistemic 
features and a realist conception of putative moral and epistemic features – 
roughly, a way in which ordinary agents conceive of the world that 
appears to commit them to the existence of such features realistically 
understood – we can interpret realists as saying at least the following: A 
realist conception of moral and epistemic features is something that, all 
else being equal, ordinary mature human agents whose cognitive faculties 
are functioning adequately in a world such as ours take for granted in their 
everyday doings and believings.114   
 

When I opened this discussion I did not take realism for granted because I did not take 
                                                 
114 Cuneo (forthcoming, intro). 
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cognitivism and descriptivism for granted.  But the attractions of realism make us wonder 

why non-cognitive and non-descriptive views appeared on the scene to contend with 

realism.  My guess is that irrealist semantic theories are motivated not by any direct doubt 

about the ability of cognitivism or descriptivism to capture core features of normative 

discourse, but by an indirect doubt about their corresponding normative metaphysics.  

Non-cognitivists and non-descriptivists have seen the writing on the wall, or so they 

think, and they have developed their semantic accounts as a way of avoiding what they 

see as deeply erroneous commitments about the world’s ontology.  Their attempts might 

be laudable revisionary suggestions, should we decide there are no favoring relations, but 

they are not faithful to the objective pretensions implicit in the way we think and talk 

about reasons.  As we have seen, the semantics of the discourse as it stands is cognitive 

and descriptive.  Regardless of what you think of his conclusions, this is what makes 

Mackie such a brave and unusual figure – he did not let his doubts about metaphysics 

infiltrate his treatment of normative semantics.    

In any event, we must now consider the metaphysics of reasons.  We now ask 

ourselves a question that troubled Mackie in the realm of ethics, but ask the question of 

normativity quite generally: are there any real favoring relations and what is their nature? 
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6  THE UNNATURAL REASON: 

HOW TO OPEN UP A NORMATIVE ONTOLOGICAL GAP 

Because reason judgments are cognitive and descriptive, they engender realist 

purport.  Are there reasons?  There are two ways of locating reasons in the world: you 

can naturalize them, or you can introduce them as non-natural constituents.  In this 

chapter I consider the prospects of naturalizing reasons, and in the next I consider the 

non-naturalist alternative.   

According to naturalism, our world is fully composed by the kinds of entities, 

properties and relations115 studied by the natural sciences.  The natural facts fix all the 

facts.  On the naturalist view, then, to maintain the real existence of reasons one must 

hold that the normative facts (most importantly, the favoring relation constitutive of 

reasons) are to be identified with (in some suitable way) natural entities, properties or 

relations.  That is the way of normative naturalism.   

Readers might think that we put naturalism to be in the first chapter when we 

considered the queerness of reasons.  But recall that those arguments did not establish 

queerness.  The point there was to place all kinds of reasons in the same boat, to put them 

on all fours, because they share the same conceptual and semantic core.  That chapter left 

it open whether reason discourse in fact has realist purport, and whether the queerness 

objection might be answered.     

Here I supply an argument against normative naturalism quite generally.  I argue 

                                                 
115 Here I will not distinguish facts from other metaphysical players like entities, 
properties and relations.  I will use these terms interchangeably to refer to the furniture of 
the world.  Nothing here turns on finer distinctions.   
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that if there are suitably mind-independent normative facts of any kind the world contains 

more than the natural.  It also contains favoring relation found in normative reasons.  No 

kind of reason fact, whether it be hypothetical and grounded in desires, categorical and 

grounded in morality, or epistemic and grounded in true belief, is metaphysically 

reducible116 to the natural world. 

To make the case I will first consider various ethical naturalization projects, 

whereby one develops sophisticated semantic theses, usually with regard to terms like 

‘good’ and ‘right,’ to show that ethical properties, like goodness and rightness, can be 

identified with (in some suitable way) natural properties.  I will then try to demonstrate 

that no such strategy will work for any kind of genuinely normative fact because 

normative reasons cannot be identified with or realized by anything in the natural-

phenomenal world, and so a fortiori cannot be reduced to anything in the natural world.   

As I will understand the desired ontological reduction, a domain can be reduced if 

and only if the truths of that domain are a priori entailed by the complete set of the 

reducing truths and nothing more.  Because the complete set of natural and phenomenal 

truths fails to a priori entail any truths about reasons, I conclude that any true reason 

claim requires ontology above and beyond the natural-phenomenal to make it true.  The 
                                                 
116 The only issue that concerns me is ontological.  The naturalization I am concerned 
with does not require that the methods or epistemologies of different disciplines be the 
same as the methods or epistemologies of the natural sciences.  Nor does naturalization 
require that explanatory schemas concerning higher-level phenomena be eliminated in 
favor of the concepts and explanatory schemas of basic physics or other sciences, but 
only that all the ontological stuff in the world be natural stuff, perhaps thought of and 
talked about differently by physicist, psychologists, historians, and others, but natural 
stuff all the same.  In essence, ethical naturalists want to prove up the suspicion that if we 
were to catalogue all the natural entities, properties, and relations of the world there 
would be no kind of ethical entity, property or relation left unaccounted for. 
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result is rather far-reaching.  Not only would moral reasons, say to promote the welfare of 

others, require a sui generis, irreducible kind of relational property, but so too would 

reasons to pursue one’s ends, or reasons to form some beliefs and not others.  Indeed, the 

arguments that move people to be dualists with regard to the physical and mental are 

actually more persuasive in showing that normative facts require a distinct, third 

ontological kind.    

6.1 Naturalization Projects 

In the modern period Moore (1903) stimulated the naturalization debate when he 

argued that the property of intrinsic goodness is not identical to natural facts, or to any 

other kind of fact for that matter, and it is therefore a simple, sui generis property, 

detectable by a special faculty of moral intuition.  To support the position he employed 

the (in)famous Open Question Argument, which works along the following lines with 

respect to intrinsic goodness.  Take any putative definition of ‘good’ that is non-circular.  

For example: good is that which is desired.  If the definition is correct, then Moore 

thought that any question of whether ‘good’ really has the same meaning as ‘that which is 

desired’ should be closed and should have a closed feel.  But it does not seem like the 

question “is what is desired good?” is closed.  To the contrary, it is an intelligible, open 

question whether what is desired really is good.  (Contrast the question “is what is good 

good?”  That certainly is a closed question.)  Because Moore thought that all non-circular 

definitions of ‘good’ would be open he rejected any such definition, and he concluded 

that the property picked out by the term ‘good’ could not be the property picked out by 

any other term.  That is, it is a simple, sui generis property.   
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Some arguments from chapter 1 are similar to Moore’s open question argument.  

Recall that two instrumentalists—a present aimer and complete lifer—can completely 

agree about what an agent’s (Andy’s) motivational states are, both presently and into the 

future, but disagree about what Andy has reason to do.  The present aimer says he should 

do those things that satisfy present desires.  The complete lifer says he should maximally 

satisfy the desires he will have over his complete life.  In Moorean terms, Andy’s 

complete psychological makeup leaves reason questions open.  More generally, for any 

putative non-circular definition of what it is to have a reason, there are intelligible and 

seemingly open questions about whether the definiens really are reason-providing.   

What does this show?  Moore’s conclusion, that ‘good’ or ‘reason’ do not pick 

out the same properties as some non-normative terms, simply does not follow.  The OQA 

most clearly shows that the meaning of certain normative terms are not synonymous with 

the meanings of any other terms, at least not in a way that is readily accessible to anyone 

who grasps the meanings involved.  But it is unclear why synonymy should be a decisive 

test for determining whether two terms pick out the same property in the world.  Even if 

we expand the test to a broader form of analyticity between normative and non-normative 

terms, the test is still too demanding.  Neither the synonymy criteria, nor a broader 

analyticity criteria, are necessary to determine whether ‘good’ or ‘reason’ pick out natural 

properties as a matter of fact.  

6.1.1 Naturalization After Moore 

Recent naturalization projects try to exploit more sophisticated semantic theories 

to show that normative terms can and do pick out the same properties as do natural terms 
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despite the failure of synonymy.  I would like to briefly sketch two kinds of semantic 

theses that allow non-synonymous terms to nevertheless refer to one and the same 

(natural) property in the world.  The first theory is causal regulation semantics (CRS), 

employed by Richard Boyd (1988), and often considered to be a characteristic of Cornell 

realism.117  Under CRS, a term’s extension, and so part of its meaning, is determined by 

which entities, properties or relations are responsible for causally regulating our use of 

the term.118  Consider the non-ethical term ‘water.’  Under CRS, ‘water’ refers to the 

chemical substance H2O because H2O causally regulates our use of the term.  A 

historically oriented CRS would say that sometime in our past there was a baptism of the 

world ‘water’ to refer to the clear, potable stuff that fills our lakes and rivers and falls 

from the sky during rain storms, but particular versions of CRS is not our present 

concern.  What is important as far as ontology is concerned is that the terms ‘water’ and 

‘H2O’ need not enjoy any synonymy in order to refer to the same in-the-world property, 

and so synonymy is a poor litmus test for ontological identity.  

Under CRS, ethical terms like ‘good’ and ‘right’ will also refer to features of the 

natural world—and will therefore require no ontology in excess of the natural one—if 

some natural entity, property, or relation enjoys the right causal nexus with our use of the 

terms. 

Various versions of what I will call ‘role semantics’ also promise to naturalize 

                                                 
117 I find other Cornell realists like Nicholas Sturgeon (1986, 1988 [1985]) and David 
Brink (1989) less explicit about their semantics.  Though some characterize all these 
folks as causal regulationists, Sturgeon and Brink might best be characterized as role 
semanticists, described below.   
118 See, e.g., Kripke (1972), and Putnam (1975) for initial statements of the view. 
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ethics.  Consider functional role semantics, which is represented by analytical 

functionalism about the lay concepts of psychology.119  There the thought is that folk 

terms like ‘desire,’ ‘belief,’ and ‘pain’ refer to a higher-order dispositional-functional role 

that these psychological states play in the lives of agents.  These functional roles can be 

realized by any number of lower-order states that causally interact with one another, such 

as the neuro-chemical states found in humans, or hydraulic states found in Martians,120 or 

ectoplasmic states found in ghosts.  If the functional roles of desire and belief are realized 

by natural properties in our world, then they require no additional ontology above and 

beyond the natural.  It is no concern if these functional properties can also be realized by 

non-physical stuff in other worlds (e.g., ectoplasmic worlds) if we restrict ourselves to an 

appropriately weak version of naturalism that requires that all properties in this world be 

realized naturally.   

In the case of normative terms like ‘good’ and ‘right,’ it is unlikely that they refer 

to high order functional roles, but they might find a different kind of role in a system of 

platitudinous normative statements.  Frank Jackson (1998, 1995 with Pettit), Philip Pettit 

(1995) and Michael Smith (1994) each have versions of what we can call ‘platitude role 

semantics,’ whereby an ethical term’s role is determined by its place in a system of 

                                                 
119 See, e.g., Lewis (1972), Armstrong (1968). 
120 Lewis (1980) defends a kind of type-type identity theory, according to which human 
pain is a different type of property than Martian pain.  Each of these properties is then 
type identical to certain brain states (in the case of human pain) or hydraulic states (in the 
case of Martians).  I think type-type identities will only get us so far, and the better view 
is token identity theory, according to which pain tout court is not type identical to any 
physical property, but tokens of pain are token identical with certain physical properties.  
In any event, both views require nothing more than physical ontology to secure the pain 
facts (modulo the phenomenal aspects). 
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platitudinous statements that make use of ‘good,’ ‘right,’ the virtue terms, and other 

normative terms.  This system of platitudes is analogous to the interconnected functional 

roles that appear in folk psychology, and the naturalization strategy will also be similar.  

In the ethical case, we look for those properties that best fit the roles articulated by the 

system of platitudes.  As with psychology, ethics will be naturalized to the extent that the 

realizer properties are natural properties. 

Ralph Wedgwood (2001) has offered another variant on role semantics.  On his 

view, the semantic roles of ethical terms are defined not by their place in a system of 

platitudes, but by their place in systems of sentences licensed by rules of practical 

reasoning.  To figure out whether ethical properties are naturalizable one discovers 

whether the entities, properties or relations assigned as referents for ethical terms (where 

we assign referents to make the system of ethical sentences come out correct) would be 

naturally kosher.  If so, ethics requires no additional ontology above and beyond the 

natural.   

These views promise to achieve naturalization by connecting ethical terms with 

natural, in-the-world properties sans synonymy.  In what follows I do not directly 

challenge these semantic views.  Instead, I provide a general argument that ‘reason’ does 

not refer to any natural properties, and so if there are reason facts, they are non-natural 

facts, requiring an ontology above and beyond the natural.  If I can show this, it helps to 

explain why other normative terms like ‘good’ are also not naturalizable even if 

naturalization projects with such terms are successful as far as they go.  For even if 

‘good’ does in part pick out natural properties in the world on some sophisticated 



 184

semantic theory, ‘good’ also implies that such things are to be brought about, preserved, 

respected, or whatnot.  That is, we have reason to bring about, preserve, or respect the 

referents ‘good.’  This is secured by the fact, established in chapter 2, that normatively 

engaged uses of ‘good’ are reason-implicating – it simply makes no sense to say that X is 

good, but deny that we have any reason to bring it about, preserve it, respect it, or indeed 

any reason to regard it in any way whatever.  So, at base, I want to argue that the 

fundamental normative property that is not naturalizable is the favoring relation found in 

reasons, and in virtue of being reason-implicating, all other kinds of normative discourse 

about the good and the right, but also about evidence and justified belief, will also be 

committed to an ontology above and beyond the natural.   

6.1.2 A Minimal Normative Reductive Thesis 

There is an initial difficulty in characterizing natural entities, properties, and 

relations, as opposed to entities, properties and relations of other kinds.  I will take the 

view that they are the properties picked out and described by idealized versions of the 

sciences.121 

A minimal normative naturalism would not require anything like conceptually 

grounded a priori definitions of normative terms using natural definiens.  That is too 

                                                 
121 Accord Timmons (1999, 12-13), Shaffer-Landau (2003, 59), Jackson (1998, 6-8).  It 
seems clear that some other characterizations of natural properties—that they are the ones 
needed to explain structure and function, for example—will amount to the same thing.  
To be clear, I do not here argue for physicalism, or the view that all properties in the 
world are at base the properties studied by ideal physics.  That is a view of how the 
special sciences relate to physics, and I am concerned with how ethics and other reason-
implicating disciplines relate to the sciences, both special and basic.  See Moore (1942) 
for his self-flagellation about his early characterization of natural objects and properties 
in terms of things existing in time.  
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close to the closed questions that Moore required.  We need something weaker that still 

captures the naturalist’s thought that natural entities, properties, and relations in our 

world fix all of the entities, properties and relations that there are in this world.  As 

Kripke might say, once God added the natural facts, he did not need to take the further 

step of adding the normative facts.  On this view, any exact duplicate of our world with 

respect to the natural facts, and only the natural facts, will also be an exact duplicate with 

respect to the normative facts of our world.  By duplicating the natural entities, 

properties, and relations of the world, we also thereby duplicate the normative entities, 

properties and relations of the world.  We can put this in terms of the following minimal 

normative naturalism thesis:     

MNN: Any minimal natural duplicate of our world is a normative 
duplicate of our world.    
 

If MNN in false, then either our world does not contain normative facts, or it contains 

facts above and beyond the natural ones.  

I want to concern myself with a view that is slightly broader than MNN.  I include 

in the minimal duplicate not just natural facts, but all of the non-normative facts, 

including phenomenal facts, if such there be.122  Phenomenal facts should be included 

because some of them are clearly relevant to the normative status of things.  Some acts 

are wrong, for instance, because they produce the qualitative feel of pain in others.  If 

phenomenal facts are already included as kinds of natural facts, as naturalists would 

                                                 
122 In philosophy of mind, sometimes the natural world is meant to include both the 
physical and phenomenal ways things are.  This is not traditional in metaethics, which is 
a literature I want to engage.  Thus, I will use natural as it is often used in metaethics to 
refer to the ontology posited by ideal scientific inquiry.   
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claim, then the explicit inclusion of phenomenal facts is superfluous, but harmless.  

With this minor modification, here is the minimal normative reductive thesis, where the 

reduction base is the natural-phenomenal world: 

MNR: Any minimal natural-phenomenal duplicate of our world is a 
normative duplicate of our world. 
 

Note that the reduction here is a metaphysical one.  We could formulate a similar 

reduction thesis where we take the reduction base to be the physical facts and ask 

whether the facts of the special sciences are thereby fixed.  This is not a strictly reductive 

view if we take reduction to require an elimination of the concepts and explanations of 

the special sciences in favor of the concepts and explanations of basic physics.  It is also 

not strictly reductive if that requires identities between the natural kinds and laws of the 

special sciences and the natural kinds and laws in physics.  We want to respect the 

autonomy of the special sciences, social sciences, and, in this case, the normative 

disciplines and simply ask whether those facts are fixed by the natural-phenomenal 

world, or whether they require additional ontology. 

The minimality requirement is important.  Frank Jackson (1998) includes it in his 

own physicalism principle.  Here is what he says: 

[A] minimal physical duplicate of our world is a world that (a) is exactly 
like our world in every physical respect . . . and (b) contains nothing else 
in the sense of nothing more by the way of kinds or particulars than it 
must to satisfy (a).  Clause (b) is a ‘no gratuitous additions’ or ‘stop’ 
clause (13).    
 

Let me emphasize one important aspect of the minimality requirement as it relates to 

normative reduction.  Suppose that there are strong metaphysical links between natural-

phenomenal properties and some other kinds of properties such that it is metaphysically 
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impossible to duplicate the natural facts of the world without bringing non-natural facts in 

train.  For example, one might not be metaphysically able to duplicate the natural-

phenomenal properties of the world without getting immaterial and undetectable souls for 

free.  This would be a bit like choosing a person to marry and getting the in-laws for free.  

You might prefer to establish only the marriage relations with your beloved, and you 

might happily do without the in-law relations, but you simply cannot establish marriage 

relations with this person without also bringing some particular in-law relations in train.  

It can’t be done.  This analogy only hints at the issue.  We should imagine a more 

extreme case where all of the natural-phenomenal properties of this world are 

metaphysically necessarily towing along some distinct kind of property.  Clearly, a world 

in which the natural-phenomenal properties are metaphysically towing along immaterial 

souls, or more relevant for our case, ethical or normative properties, is a world that 

contains more than the natural and phenomenal.  Thus, we should read our minimality 

requirement as an attempt to preclude brute metaphysical necessitation between distinct 

kinds of properties, including strong supervenience relations between distinct 

ontologies.123  

My project in the following, §6.2, is to argue that MNR is false with respect to 

reasons.  As a result, if we have reasons to adopt any actions or attitudes, our world is not 
                                                 
123 As far as metaphysical reduction is concerned, MNR is consistent with so-called non-
reductive naturalism, whereby higher-order properties that are realized by natural-
phenomenal properties in this world are realized by non-natural-phenomenal properties in 
other worlds.  MNR is satisfied so long as 1) one can run so-called token-token identities 
between the natural-phenomenal realizers and instances of normative properties in our 
world, and 2) the same token-token identities hold in all minimal natural-phenomenal 
duplicates of our world (i.e., so long as the normative strongly globally supervenes on the 
natural).    
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a minimal natural-phenomenal duplicate of itself.  

6.2 The Unnatural Reason 

Recall that our target is normative reasons, not motivating or explanatory reasons.  

We might want to know why Sally killed Billy, for example, and a perfectly valid 

response would be: “The reason Sally killed Billy was to avenge her sister’s death.”  

Revenge is a nice motivating reason that explains why Sally did what she did.  But there 

is another, distinctively normative question whether Sally had a good reason for killing 

Billy.  The fact that Sally had a motivating reason to kill Billy does not entail that Sally 

had a good normative reason to kill Billy.  Having said that, I am not ruling out the 

possibility that all of one’s reasons are in some sense connected to one’s motivational 

states.  I merely want to point out the conceptual difference between explanatory reasons 

and normative reasons.  Let stipulate that henceforth “reason” means “normative reason.” 

Recall that, symbolically, we can represent reason claims as the following four-

place predicate: 

R(F, A, Φ, C) 

Read ‘F is a reason for A to Φ (or counts in favor of A’s Φing) in circumstances C,’ 

where, in the practical case, F is the favoring consideration, and A is the agent who can 

perform some act Φ in circumstances C.   

Colloquially, we often call the favoring consideration F ‘the reason,’ as we might 

say that the fact you are causing another pain standing where you are (F) is a reason to 

stop standing where you are.  Now, that you are causing another pain standing where you 

are (F) is a fact of the natural-phenomenal world.  So under colloquial usage it might look 
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like this particular reason is found in the natural-phenomenal world.  But calling F ‘a 

reason’ is an elliptical way of referring to the fact that F counts for or against some 

action or attitude.  Crucially, locating the relata expressed by F in the natural-phenomenal 

world is not enough to locate the way in which it is supposed to normatively relate to our 

actions and attitudes, either by favoring or disfavoring them.124   

In keeping with common usage, I will call the various Fs “favorers,” “reason-

providers,” or simply “reasons,” understanding that the crucial aspect of the claim 

concerns its relation as either favoring or disfavoring some action or attitude, and I will 

call the whole relation itself either a “reason,” or a “favoring relation.”  I hope this 

somewhat casual use of the terms won’t cause confusion.   

6.2.1 A Test for Minimal Normative Reduction    

Under minimal normative reduction, MNR, we must determine whether a 

minimal but complete natural-phenomenal duplicate of our world necessarily duplicates 

all of the normative facts of our world (again emphasizing that the minimality condition 

precludes brute metaphysical connections between distinct kinds of properties).  To 

decide this issue, I suggest that we employ a test often used in metaphysics, and 

particularly in the philosophy of mind by people like Horgan (1984, 2006), Chalmers 

(1996), Jackson (1998), Chalmers and Jackson (2001), and  Lewis (1994),125 whereby 

one reduces a certain set of properties H to some other set of properties L by showing that 

there is an a priori entailment from the L truths (and nothing more) to the H truths, or 
                                                 
124 I think that David McNaughton and Piers Rawling (2003, 31) and Derek Parfit (1997, 
124) are gesturing at this favoring relation when they claim that facts about 
considerations that “give” reasons are irreducible facts.  
125 C.f.  Block & Stalnaker (1999).   
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perhaps more precisely, there is a deduction from the L truths (and nothing more) to the 

H truths.126   

Let me say a few words to clarify exactly how I understand this deduction test, 

and motivate its use.  Consider the question of whether the water truths of our world 

require any ontology above and beyond the micro-physical facts of our world (as it now 

seems clear they do not).  Following Terry Horgan (1984, 2006), we can approach this 

question by considering a super-agent S of superhuman cognitive abilities such that he 

can hold unlimited amounts of information in his head, and flawlessly reason through the 

consequences of his beliefs.  Suppose that S knows all of the micro-physical truths of our 

world, and that S has complete conceptual mastery of the concept ‘water’ (which might 

include a grasp of its functional role, and thereby include conceptual mastery of other 

terms).  Given the micro-physical truths, can S come to know the water truths?  It would 

seem so, for S merely has to apply his concept ‘water’ to the micro-physical truths.  

Given conceptual competence, S knows that water is whatever it is that is clear, potable, 

falls from the sky, etc., and given the micro-physical truths S knows that H2O is the clear, 
                                                 
126 Chalmers and Jackson at times prefer that the test refer to “a priori reasoning rather 
than explicit deduction” (2001, 338).  I think the reference to a priori reasoning only 
obfuscates the issues.  It is clear that the information in the antecedent of the inference is 
taken as given, and need not be known a priori, or even justifiably believed for that 
matter.  Calling the resulting inference to the reducible truths an instance of a priori 
reasoning leaves it unclear exactly what form the inference takes, whether it be 
deductive, inference to the best explanation, or what have you.  Chalmers and Jackson 
think that some inference patterns provide at best brute, epistemically primitive 
metaphysical or nomological laws, and not property reductions, so it is crucial to 
understand exactly what form the reducing inference takes.  It would appear that 
inference to the best explanation, and indeed all non-deductive forms of inference would 
fail to generate property reductions.  Deduction appears to be the only inference pattern 
that can supply the desired ontological identities, but at times Chalmers and Jackson are 
not as clear on this point as one would hope. 
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potable liquid that falls from the sky, etc.  We can think of the deduction test as a way of 

capturing S’s ability to apply his concept of water to the micro-physical world, and we 

can represent S’s reasoning with the following conditional that can enter into a valid 

deductive syllogism:  

If the micro-physical truths are thus and so, then the water truths are such and 

such. 

The deduction test is clearly sufficient for the kind of minimal ontological 

reduction we are after.  If the water truths are deducible, then no ontology above and 

beyond the micro-physical is needed to secure these truths.  Whether deduction is 

necessary for reduction is a more difficult question.  But consider what it would be like if 

our super-agent S had complete conceptual mastery of ‘water,’ was provided all of the 

micro-physical truths, and yet could not apply his water concept to those truths to 

determine the water truths.  If S knows all of the micro-physical truths and yet cannot 

apply his concept of water to those truths, then he either does not yet grasp the concept of 

water (contrary to our hypothesis), or he is missing some crucial bit of information not 

contained in the microphysical truths, information that he needs to determine the water 

truths, and information that will require ontology above and beyond the micro-

physical.127,128 

                                                 
127 An important possibility is that the truths at the higher level will have to be fixed en 
bloc.  If the semantics of some set of higher level truths are inter-dependent, as with 
functional role accounts, our super-agent S might have to apply all the concepts at the 
higher level at once, holistically, to the lower level truths.  In this case, the set of higher-
level truths will be deducible from the complete set of lower level truths.  Also, for some 
cases, it might not be possible to go from the micro-physical truths to some higher level 
truths directly.  Given the micro-physical truths the super-agent might not be able to 
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Because I will be considering a normative relational property, let me consider a 

more analogous non-normative case: the reduction of the relational property <taller 

than>.  Are the truths about who is taller than whom fixed by the height truths?  Under 

the test, we ask whether our super-agent S, armed with the concept of taller than, and 

given all and only the height truths can deduce the taller than truths.  He can, again by 

applying the concept of taller than.  If he cannot, then he either does not grasp what 

‘taller than’ means, or he lacks crucial information not found in the height truths.   

Of course, the hardest case to date is the question of whether the phenomenal 

facts require facts above and beyond the physical facts.  It looks like the phenomenal 

truths—truths about how one is being appeared to—are not deducible from the physical 

truths alone.  Having the complete set of physical truths of our world, our super-agent 

could not yet determine whether this is a zombie world or a world of experiences simply 

by applying concepts of phenomenal properties.  To determine whether this is a zombie 

world or not, the super-agent must have access to more information regarding the what-

it’s-likeness of experiences in the actual world, and which physical properties these 

experiences supervene upon.  In short, he must have information about facts that outstrip 

the physical facts, or so the dualist can argue.   

Of course, there are some potential rejoinders to this deductive failure, and after 

setting out the case for normative non-reduction I will consider whether those strategies 
                                                                                                                                                 
directly infer truths about monetary transactions, for instance.  S might need intervening 
conceptual levels, building up from physical truths to chemical and biological truths, and 
finally to complex social transactions.   
128 Aside from these questions of ontology, there are additional modal questions about 
whether the H2O facts necessitate (in some sense) the water facts.  I address these 
questions, and their relation to our ontological questions, in §6.7.   
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can be made to work for the normative case.  But beyond these brief remarks, and some 

clarifications in the sections below, suffice it to say that if this argumentative structure 

works in metaphysics and the philosophy of mind, it will work equally well in the case of 

reasons.  

6.2.2 Applying the Test: The Reason Gap 

Recall once more minimal normative reduction thesis: 

MNR: Any minimal natural-phenomenal duplicate of our world is a 
normative duplicate of our world. 
 

Appling the deduction test, MNR is true if and only if the normative truths are (in 

principle) deducible from the natural, phenomenal truths and nothing more.  The question 

I will focus on is whether the reason truths are deducible from the natural and 

phenomenal truths (NP truths) and nothing more.129  If not, then MNR is false.130  To 

focus on the in-principle question we can use our heuristic device and ask ourselves 

whether a super-agent S can determine the reason truths simply by applying his 

normative concepts to the NP truths when given only 1) complete conceptual mastery of 
                                                 
129 Unfortunately, there is a snag if we only work with natural and phenomenal truths.  
Consider a statement like “Those things over there are blueberries.”  If we only know the 
natural and phenomenal truths, we won’t know whether this statement is true because we 
won’t know who is uttering it and where “over there” is.  To be able to deduce truths that 
include indexicals we must also include indexical information along with natural and 
phenomenological facts.  Though it is sometimes thought to be significant regarding 
consciousness, this is a minor point and will have no significance in the normative 
domain.  But to be absolutely precise, the question is whether the normative truths can be 
deduced from the natural, phenomenal and indexical (NPI) truths. 
130 This test does not revert to the old conceptual analyses that Moore desired.  I make no 
assumptions that the higher order concepts can be fully analyzed using the lower level 
concepts.  All the test requires is a conditional claim: if the lower level truths are thus and 
such, then the higher level truths are this and that.  Thus we see whether the natural-
phenomenal truths are sufficient for the normative truths, but leave open what conditions, 
if any, are necessary for the normative truths.   
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the normative and 2) the complete and fully discriminating set of NP truths.  If not, it 

looks like the NP truths do not fix the normative truths after all, for our agent needs more 

information before he can apply his concepts one way or the other.  

Let me first consider our example where you are causing a woman pain by 

standing on her foot, and where you can relieve that pain by stepping off her foot without 

causing anything else bad to happen.  Imagine a complete description of the situation in 

NP vocabulary and ask whether the reason truth, if such there be, is deducible.  I am on 

record: I think that the fact that you can relieve this woman’s pain is a reason for you to 

step off her foot regardless of whether you care to relieve her pain.  But our question is 

not whether any particular person would make such a reason judgment.  Indeed, those 

more fond of end-based reasons would judge that you do not have a reason to step off of 

her foot unless it would advance some contingent end of yours.  Our differing reason 

judgments aside, to consider the question clearly we should imagine a super-agent S with 

complete knowledge of the NP truths and complete conceptual competence with respect 

to reasons, and ask whether he can deduce the reason truth using those resources alone.  

The problem is that those resources are too impoverished to enable the deduction.  

Our super-agent might know, for instance, that that stepping off the woman’s foot would 

relieve her pain, and doing so would not further any contingent desires of yours.  But 

those facts are not yet reason facts, for they say nothing about whether such 

considerations count as reasons for action or not.  Our super-agent might also grasp the 

concept of a normative reason to Φ: it is a consideration that counts in favor of Φing.  Yet 

armed with all that, he still would not know exactly what favors what.  As far as the NP 
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truths and the concept of a reason are concerned, it is entirely open whether reducing the 

pain of another counts in favor of action, or whether only personal end satisfaction of 

some sort counts in favor of action.   

Of course, it is difficult to imagine an agent who grasps the concept of a reason 

that does not also have some additional normative commitments concerning what favors 

what.  If we supplement our agent’s resources to include not just the NP facts and the 

concept of a reason, and allow him to employ some additional commitments about what 

favors what, then he might deduce some conclusion about whether you have reason to 

step off the woman’s foot.  If the supplemental commitments include the belief that 

reducing the pain of others favors action, then he will conclude that you do have a reason 

to step off her foot.  If the supplemental commitments include the belief that only your 

end satisfactions favor your actions, then he will conclude that you do not have a reason 

to step off her foot.   

But notice that allowing the super-agent some additional normative commitments 

to secure the deduction will not suffice to reduce reasons to the NP world.  That would be 

like locating phenomenology in the natural world by deducing phenomenal truths from 

the natural truths, conceptual competence with respect to phenomenal concepts, and 

information about what it’s like to experience this world.  If we make use of information 

about what it’s actually like to experience the world, information not contained in the 

natural facts or phenomenal concepts, we fail to show that the phenomenal facts require 

no ontology above and beyond the natural facts.  Similarly, to ensure that reason 

properties are locatable in the natural-phenomenal world, there must be a deduction that 
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uses only two resources: 1) the NP truths, and 2) conceptual competence with respect to 

reasons.  If extra information is needed to secure the deduction, it looks like it will be 

information not already included in the NP truths, thus requiring some facts, and so some 

ontology, above and beyond the NP ontology.   

6.2.3 Super Disagreement 

How can we be so sure that some more determinate conception of reasons—

instrumentalism, internalism, or externalism—is not found in the very concept of a 

reason?  How can we be so sure that we must reach outside of the concept to find these 

extra commitments I speak of?  Perhaps, one might claim, the concept of a reason is not 

just the concept of a consideration favoring action, but it is the concept of a particular 

consideration, desire satisfaction, favoring action.  If the concept of a reason is this 

robust, then perhaps the super-agent can apply it to the NP truths after all to deduce the 

reason truths.   

The problem with this line of argument is that it incorrectly rules out certain 

scenarios as conceptually impossible.  On this line of argument, any two super-agents, S1 

and S2, given NP truths and conceptual competence with respect to reasons, and who 

apply those concepts perfectly, would have to come to the same conclusions.  It would be 

impossible for S1 to conclude that you do have a reason to step off the woman’s foot, and 

S2 to conclude that you do not.  Yet surely this is possible.  S1 and S2 might wholly 

agree on all the NP truths, and yet disagree about what you have reason to do.  S1, for 

instance, might think that pain relief counts in favor of stepping off her foot.  S2, on the 

other hand, might think that only desire satisfaction counts in favor of any actions.  
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Nothing in NP settles this dispute, and it is too high handed and desperate to suggest that 

one of these super-agents does not grasp, and so does not employ, the concept of a 

reason.  Only as a last resort do we settle substantive normative disputes like these by 

charging opponents with conceptual confusion.   

This kind of disagreement about what one has reason to do is conceptually 

possible.  S1 and S2 grasp the very concept of a reason, they simply disagree about what 

favors what.  Again, what would generate the disagreement is nothing found in NP or the 

concept of a reason, but additional normative commitments that these super-agents have 

about what considerations actually do favor actions and attitudes, commitments that are 

not entailed by the bare concept of a reason.  So if one of these agents judges truly and 

the other falsely about whether you have reason to step off the woman’s foot, there must 

be some facts above and beyond the NP facts that renders things so, viz., facts about what 

favors what.   

6.2.4 Fragmenting the Concept? 

S1, we have imagined, believes that agents only have instrumental reasons to act.  

S2, we have imagined, believes that agents have basic reason to relive the pain of others.  

What if we simply hold that S1 and S2 are applying different concepts of different kinds 

of reasons?  S1 is applying the concept of an instrumental, hypothetical reason, or 

reasonHI.  S2 is applying the concept of an external-categorical reason, or reasonCI.  So S1 

looks at all the NP truths and applies the reasonHI concept to deduce that you do not have 

reasonHI to step off the woman’s foot.  S2 looks at the very same NP truths, but applies a 

very different concept, reasonCI, to deduce that you do have reasonCI to step off the 
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woman’s foot.   

This strategy assumes that there are both hypothetical and categorical reasons for 

action, and it tries to fit both in the natural world by building in the considerations from 

which favoring flows into different reason concepts, which, when applied to NP, deliver 

reason truths.  One problem with the strategy is that it invites embarrassing riches of 

reasons, for if we can build in considerations from which favoring flows into different 

reason concepts, we can create all kinds of reasons for action by adopting the respective 

notion of a reason.  To locate in the NP world reasons to harm others for fun, for 

instance, then apply the concept of reason-for-harming-others-for-fun, according to 

which the harm caused to others is a reason to perform the harmful act.  This is too cheap.  

If there are certain properties in the world, including the favoring relations found in 

reasons, we must look to the world to find them, and we cannot include them in our 

ontology through conceptual fiat.   

 The more significant problem with this strategy is that it fails to capture genuine 

normative disagreements about what we have reason to do.  In our scenario, S1 thinks 

that you only have reason to pursue your contingent desires, and S2 thinks you have 

reason to do things that might not count as pursuit of your contingent desires.  But if 

these two agents are simply employing different concepts, then they are not having the 

genuine disagreement that they think they are having.  Because they are employing 

different concepts, they are speaking of entirely different subjects.  They are talking past 

one another.  Their “disagreement” would be no more a disagreement than the 

“disagreement” between two agents about whether a bank is the best place to keep 
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money, where one agent is talking about storing money in the side of a river, and the 

other is talking about storing money at a federally insured fiscal institution.   

To preserve genuine disagreement between instrumentalists, internalists, 

externalist, and other reason theorists, they have to be talking about the same thing.  

Fragmenting concepts of reasons ensures that they are talking about different things.  

Instead, we should take reason disagreements at face value: Humeans, Kantians, 

Utilitarians and others are arguing about what favors what.  And if that is the case, then 

whatever favoring truths hold in this world, they are not deducible from the concept of a 

reason and the NP truths alone.  Hence, favoring facts require ontological players above 

and beyond the NP ones.   

This concludes the basic case for the normative ontological gap.  In what follows 

I want to bolster the case for practical reasons before turning to epistemic reasons.   

6.3  Red Herrings 

Notice that I do not claim that no normativity can be located in the natural-

phenomenal world; I only claim that the normativity found in reasons cannot be so 

located.  However, there is a temptation to glide from facts in the NP world that bear 

some semblance of normativity to reason facts, so I want to spend some time fortifying 

the normative ontological gap between aspects of naturalized normativity and reasons.   

6.3.1 Hypothetical Imperatives 

Those who advocate hypothetical imperatives can be rather insistent that the 

reasons produced therefrom are naturalistically kosher.  They often point to moral 

reasons unconnected with one’s contingent ends as the red-headed step-child of 
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normative reasons.  Hypothetical imperatives are usually couched at the overall level in 

terms of oughts, but couched at the level of reasons they can take the following form: 

M-E principle: If means M is instrumental to achieving A’s end E, then A has 
reason to take means M. 
 

In other words, the fact that M is instrumental to achieving some end E counts in favor of 

taking means M, though it can be outweighed by other reasons to take different means to 

this end, or to pursue other ends.  Insofar as one is committed to reasons, however, one is 

committed to favoring relations and these are things that cannot be located in the natural-

phenomenal world.   

This principle certainly has the right form for solving the location problem.  If 

true, it would provide the bridge premise from NP truths to reason truths.  But to solve 

the location problem we must find this bridge premise in the NP world or in our 

conceptual competence with respect to reasons.   

The principle is not found at the level of NP.  While elements of the antecedent 

are certainly part of the NP world, the conditional itself is not.131  It purports to go from 

truths of the NP world, truths about desires and the consequences of various actions, to 

reason truths, but it itself is not found in the NP truths.  So, is this principle part of 

conceptual competence with respect to reasons?  Well, consider a super-agent who does 

not think one has basic reasons to pursue one’s ends, but does think one has basic reasons 

to help others in need, for instance.  As above, the best description of this super-agent is 

not that he fails to grasp or employ the concept of a normative reason.  Instead, he 

employs the concept of a normative reason supplemented by additional commitments 
                                                 
131 I thank David Schmidtz for suggesting this helpful way of putting the point.   
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about what favors what.   

It is open to advocates of hypothetical imperatives to claim that there is nothing 

more to their view other than facts about ends and the consequences of means.  In that 

case, the view becomes entirely non-normative and makes no commitments about what 

one has reason to do.  To be sure, a super-agent armed with the NP truths and normative 

conceptual competence will know that M is a means to E, or that it will achieve E, and he 

might know that agent A believes that he has reason to take means M, for these truths 

show up at the level of NP.  But it is still an open question whether A actually has reason 

to take means M.  The non-normative view that eliminates reasons in favor of talk about 

what actions achieve which outcomes offers no guidance to those who wish to ask the 

gripping normative questions: What do I have reason to do? and What do I have reason to 

believe? 

6.3.2 Ideal Rationality 

What if we embellish the crude version of the hypothetical imperative?  Consider 

one such reasons internalist theory, according to which an agent A has reason to Φ just in 

case an ideally rational version of A would be motivated to Φ.132  In other words, the fact 

that an ideally rational version of yourself would be motivated to Φ counts in favor of 

you Φing.  From this we might generate the needed bridge premise from the NP truths to 

some reason truths by taking the conditional that runs from ideal rationality to reasons: 

Reasons Internalism: If A’s ideally rational self would be motivated to Φ, then A 
has reason to Φ. 
   

                                                 
132 See Williams (1981, 1995a, 1995b) and Smith (1994, 2004a [1995]) for versions of 
this view. 
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We can secure the deduction so long as ideal rationality can be cashed out in NP terms. 

As with crude instrumentalism we must also establish that some such bridge premise is 

deducible from NP alone, or is a matter of conceptual competence with respect to 

normativity.  The first option is a dead end.  Favoring relations are radically different 

kinds of things than anything else found in NP.  It is hopeless to try to deduce truths 

about favoring at the level of NP.  The only real option is to establish that some such 

bridge premise is a matter of conceptual competence.  That is, anyone who does not use 

the term consistent with this principle does not really have the concept of a reason.     

That sounds rather farfetched.  For any natural description of an ideally rational 

agent that provides bridge premises from the natural to the favoring relations, one can 

agree that such a person would Φ, and yet deny that he has reason to Φ, all the while fully 

appreciating the concept of a reason.  This is what enables those who believe that there 

are only instrumental reasons for action to honestly disagree with those who think we 

necessarily have reasons to be moral.  And, considering full information accounts of 

rationality, Alan Gibbard (1990) considers a more general problem.  He notes that a fully 

informed version of himself might come find digestion disgusting: “Perhaps with a more 

vivid realization of what peoples’ innards are like, I would want to stay away from dinner 

parties and do all my eating alone—although then I would feel lonely and isolated.”133  

He concludes that it does not follow that it would be rational, or recommended, that he 

never eat with other people.  We can conclude that it does not follow from the fact that an 

ideally rational version of oneself would be motivated to Φ (naturalistically understood) 

                                                 
133 Gibbard (1990, 20). 



 203

that one actually has reason to Φ.   

If conceptual competence generates the reasons internalist premise, the reasons 

externalist would be conceptually incompetent, and there would be no genuine 

disagreement between the internalist and the externalist, just different people talking 

about different things.  But why insist that disagreements here are the result of conceptual 

incompetence?  It looks like we can all understand that reason claims are about what 

favors what, and we simply disagree about what favors what.  This disagreement is not 

about features of the NP world, and it is not settled by the facts of the NP world. 

The internalist principle might look like a matter of conceptual competence 

because it trades on the notion of rationality.  For there is a relationship between reasons 

and rationality.  However, the only conception of rationality that is related to reasons as a 

matter of conceptual competence is a hopelessly circular one, whereby a rational person 

is sensitive to reasons.  Clearly this does not establish a principle that would bridge the 

gap between the NP truths and the reason truths, for now there are no sufficient 

conditions cashed out at the level of NP that would allow us to move from there to some 

conclusion about reasons.  To get the bridge premise we must work with a notion of 

rationality that is found at the level of NP, and once we do that we find that the 

conditional is not found at the level of NP, nor is it a matter of conceptual competence.  

For any naturalized description of a rational agent, there is an open question whether one 

has reason to do what an agent of that description is motivated to do.   

Ultimately, it seems that the favoring relation found in reasons is a basic notion.  

We can understand various other concepts in terms of reasons, but conceptual 
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competence with respect to ‘reason’ requires no more than the idea of favoring relations, 

and this favoring relation is so radically different in kind from anything found in NP that 

it looks like there will be no candidates in NP for realizing it. 

6.3.3 Proper Function/Evolutionary Design 

Evolutionary design is an attractive place to look for normativity in the natural 

world.  If a bee is designed by nature to seek pollen from a certain flower, for example, 

and that bee fails to visit those flowers, we can say that the bee is not functioning 

properly.  Proper functioning, as opposed to garden variety functioning, has a normative 

flavor to it.  In the case of the bee, proper functioning is something determined by 

selective processes operating over reproductive generations of bees.  And it is no stretch 

to assume that certain activities of human beings count as their proper functions from an 

evolutionary perspective, while certain activities might be considered malfunctions.  

From this modicum of normativity can we extract reason facts?  That is, does the claim 

‘A has reason to Φ’ follow from the fact that A’s Φing would be a proper functioning of 

A or A’s species?  

  Certainly not.  To think that some reason conclusion follows from design or 

proper functioning is to commit one version of the naturalistic fallacy.  Evolution can 

design beings to do all kinds of horrible things.  Perhaps evolution designed us to be 

prejudiced against out-group members (i.e., those we do not fall within whatever social 

class we identify with).  If so, it would not follow that we have reason to be prejudiced 

against out-group members.  Perhaps, on the other hand, our “selfish genes” guide us to 

engage in behaviors that benefit them, or some set of them.  If so, it would not follow that 
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we have reason to engage in those behaviors for the benefit of those genes.  We can 

intelligibly ask whether we should not do something that benefits us, the agents (either 

individually or collectively), rather than some proper subset of our genes.  More 

generally, for any behavior that we are designed to do, or which can be characterized as 

proper functioning, there is an significant open question: do we have any reason to do 

what we were designed to do?  If it turns out that we do have reason to engage in some 

behaviors for which we were designed, this fact would not show up at the level of NP; it 

would be an extra fact about the world in addition to the natural facts about selective 

processes operating on reproductive generations.  Thus, no story about nature’s design or 

a resulting proper function serves to locate reasons in the natural world. 

6.3.4 Why we Are Mislead  

All of the candidates we have considered offer perfectly natural properties as the 

considerations that count in favor of or against various actions or attitudes.  The 

instrumentalist and internalist analyses, for example, suggest that reasons are given by the 

motivations of agents described in natural terms.  But the naturalizability of these 

favoring considerations should not mislead us into thinking we have naturalized the 

favoring relation itself.  Recall that I earlier distinguished the favoring consideration F as 

just one relata in the favoring relation.  I do not deny that one can offer a description of a 

rational individual in natural-phenomenal terms, and I do not deny that the considerations 

that motivate such a person are describable in natural-phenomenal terms.  I merely point 

out that that only speaks to one relata (the F relata) of the favoring relation found in 

reasons.  And one cannot reduce a relational property merely by showing that one relata 
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of the relation is reducible.  It would be like trying to reduce the taller-than relation by 

showing that one person has height, or reducing the believes-that relation by showing that 

the contents of attitudes are naturalizable.   

What any theory of normative competence must preserve is the idea of a favoring 

relation, for that is the heart and soul of reasons, whether they are instrumental, ethical, 

epistemic, or what have you.  In the philosophy of mind, dualists often stress a similar 

point.  They say that a full array of mental concepts cannot ignore the what-it’s-likeness 

of experience, as purely functional accounts seem to do.  With what-its-likeness firmly in 

mind, dualists argue that these special properties cause problems for reducing 

consciousness to the natural.  I am claiming that there is an element in our normative 

thought and language that cannot be ignored.  We think and talk about reasons and in 

doing so we think and talk about what favors what.  But once we attend to this all-

important normative relation we see that it cannot be deduced from any of the NP truths. 

Having said the above, many reason claims strike me as obviously true.  But they 

strike me as obviously true not because I am merely applying the concept of a reason to 

natural-phenomenological facts.  They seem true because I employ some additional 

commitments about what favors what, commitments that are not found at the level of NP 

and not essential to the concept of a reason.  All the failure of deduction shows is that 

reason facts would be non-natural and non-phenomenal facts.  If the argumentative 

structure goes through, and there really are favoring relations corresponding to the 

reasons I find obvious, they would be a third irreducible kind of fact, and our world 

would fail to be a minimal natural-phenomenal duplicate of itself. 
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6.4 Epistemic Reasons 

So far I have focused on locating practical reasons in the natural-phenomenal 

world.  As we have seen, even instrumental reasons cannot be located because they, too, 

are committed to the favoring relation found in all reasons.  An even larger pill to 

swallow is that epistemic reasons cannot be located in the natural world.  Here I want to 

apply the same strategies above to show that there is no entailment from the NP truths to 

truths about epistemic reasons (of course, employing the concept of a reason).   

The structure of epistemic reason claims is similar to all reason claims, but in the 

case of epistemic reasons we are talking about considerations that favor belief in various 

propositions.  Consider again the basic structure of reason claims: 

R(F, A, Φ, C) 

In the epistemic case, we might say that your experience as of a red apple on the table (F) 

counts in favor of you (A) believing that there is a red apple on the table (Φ), ceteris 

paribus (C).  Or we might say that if you see 1000 crows and they are all black, then that 

(F) counts in favor of you (A) believing that all crows are black (Φ), again ceteris paribus 

(C).  But if you come across one white crow, that count against believing that all crows 

are black.  Quite generally in epistemology, evidence is that which provides reasons for 

belief.   

As in the practical case, these favoring facts do not show up at the level of NP, 

nor are they built into the concept of a reason such that one armed with all the NP truths 

can simply employ the concept of a reason to deduce the epistemic reason truths.   

Nonetheless, perhaps the possibility of some bridge premise spanning NP and 
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epistemic reasons looks more promising than bridge premises in the practical case.  The 

best place to start is truth.  It is hard to deny that one has reason to believe the truth.  In 

fact, some kind of truth connection seems to distinguish epistemic reasons for belief from 

practical reasons for belief.  And yet there are telling cases where we have epistemic 

reasons to believe propositions that are clearly false.  Take a case where an agent, Andy, 

is abducted in the dark of night.  Still in bed, he is placed in a fun house that is full of 

mirrors and deceptive illusions.  When Andy wakes up he has no idea where he is, but it 

appears to him that there is a sharp abyss to the right of his bed, and a sturdy floor 

extending to the left of his bed.  In fact, the opposite is the case.  There is an abyss to the 

left of his bed, but a sturdy floor to the right, though the fun house is set up so that Andy 

thinks otherwise.  In this case, does Andy have reason to believe that there is an abyss to 

the right of his bed or the left?  I would say that Andy has epistemic reason to believe 

what he sees, so he has epistemic reason to believe that the abyss is on his right, as it 

appears to be.  If he believed otherwise, he would fail to align his beliefs with his 

evidence.   

Here is a case where an agent has epistemic reason to believe something false, 

and has no epistemic reason to believe what is true.  From the fact that some belief is 

true, nothing follows about what one has reason to believe.  There might, however, be a 

more tangential relationship between epistemic reasons and truth.  What if we say that 

Andy’s information renders his (mistaken) beliefs about the location of the abyss likely 

true?  Perhaps we can cash out likely truth through some notion of process reliabilism, or 

via some other tools available in the NP world.  Assuming arguendo that some such 
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notion of likely truth can be made to work, have we located epistemic reason facts in the 

NP world?   

I think not.  For even if we know that some belief is likely true, there is still an 

open question whether one has reason to accept beliefs that are likely true.  While facts 

about the likelihood of truth might show up at the level of NP, no facts about reasons 

show up at the level of NP; we still need to bridge the gap between what beliefs are likely 

true and what propositions we have reason to believe.  Of course, one could argue that 

applying the following conditional is constitutive of the concept of an epistemic reason: 

Likely truth: If p is likely true given A’s information, then A has reason to believe 

that p.   

If, this conditional holds, it would bridge the gap between the NP facts found in the 

antecedent, and the reason facts found in the consequent, and our super agent could brig 

to bear his conceptual competence with respect to an epistemic reason by applying this 

conditional.  If this works, no extra ontology is needed for epistemic reason facts.  But 

how plausible is it that this conditional is constitutive of the concept of an epistemic 

reason?  If one denies it, does she thereby fail to grasp the concept of an epistemic 

reason, or employ the concept incorrectly?  It seems not.  Susan Haack, for instance, 

denies that truth has anything to do with evidence and justified belief: “[A] reliabilist 

account of justification is just incorrect.  Justification is a matter of the experiential 

anchoring and explanatory integration of the subject’s evidence with respect to a belief; 

and explanation in terms of the truth-conduciveness of belief-forming processes simply 
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uses the wrong concepts and consistently yields counter-intuitive consequences.”134  And 

we can imagine a very sophisticated religious believer who acknowledges that his belief 

in God is not likely true, and yet maintains that he has reason to believe in God because, 

for instance, an authoritative religious text tells him to. 

But assuming that likely truth is conceptually tied to reasons for belief, we can 

work within the reliabilist’s account of likely truth and distinguish different environments 

E in which processes are reliable, including local and global environments, and each of 

these conceptions of reliability will have a corresponding conception of the likely truth of 

the beliefs they output.  Or we could develop different probabilistic accounts of what it is 

for some belief to be likely true given sets of propositions already accepted.   Assuming 

we can make these notions of reliability or probability sufficiently precise (and their 

corresponding notions of likely truth sufficiently precise), can we say that only one of 

them is sufficient to generate reasons for belief as a matter of the very concept of an 

epistemic reason?  

More to the point, we can imagine two super-agents, S1 and S2 who know all of 

the NP truths, including truths about what beliefs are likely true based on certain 

information (under the various ways of cashing out the notion of likely truth), and yet 

who disagree about what a particular agent has reason to believe.  Perhaps S1 is a 

committed Berkelean.  He is given all the information in NP, knows how an agent, Andy, 

is appeared to, etc., and maintains that Andy does not have reason to believe in the 

external, material world, even though it is highly likely (understood naturalistically 

                                                 
134 Haack (1993, 139). 
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somehow) that the material world exists.  S2, on the other hand, maintains that Andy has 

reason to believe in the material world, including beliefs that he has two hands, that the 

abyss is on his right, etc.  Or S1 and S2 could differ on which precisification of likely 

truth generates reasons for belief.  In these cases, neither agent lacks or fails to employ 

the very concept of an epistemic reason for belief.  They both apply that concept to the 

information in NP, but they supplement their resources with additional commitments 

about what considerations epistemically favor belief formation.  These extra 

commitments generate their disagreement; the commitments are not found in NP, nor are 

they essential to the concept of an epistemic reason.  If one super-agent has correct extra 

commitments about what favors what, there must be facts above and beyond NP that 

makes these commitments correct.  In short, epistemic reasons are not deducible from NP 

and the conceptual competence with respect to epistemic normativity alone, thus 

epistemic reasons relations have not been located in the natural-phenomenal world.   

It is worth emphasizing that I am not arguing that no normative facts can be 

located in the NP world.  But I do consider reason facts to be the sin qua none of 

normative facts, the holy grail of normativity, if you will, and I think that no reason facts, 

and so no reason-implicating facts, can be located in the natural world.  In the epistemic 

cases, even if there are aspects of justification or knowledge that require no extra 

ontology above and beyond the NP ontology, these facts will not answer the most 

important epistemic question we can ask: What do we have reason to believe? 

6.5 Phenomenal Lessons 

Above I tried to establish and fortify the normative ontological gap.  I addressed 
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some arguments that purport to show that normative deductions are forthcoming, but I 

have not yet addressed arguments that grant me normative non-deducibility, and that 

attempt to generate reductions despite non-deducibility.  Here I attend to that 

argumentative lacuna.   

Can one grant that the deduction fails in the case of reasons and still maintain that 

the normative requires no ontology above and beyond the natural and phenomenal?  We 

have to be careful with this kind of strategy, for it can appear ad hoc.  The deduction test 

seems to work in (just about?) every case of ontological reduction, and we should not let 

the elegant simplicity of naturalism tempt us into making an ad hoc exception for a 

certain class of properties.  Having said that, some philosophers of mind try to show that 

failure of deduction does not demonstrate failure of reduction.  They employ this strategy 

in an attempt to explain why the phenomenal is not a priori entailed by the physical 

despite what they take to be de facto phenomenal-physical identities, so it will be 

instructive to consider whether similar explanations can be employed in the normative 

case.   

Hill and McLaughlin (1999) and Loar (1999) provide material to examine the 

phenomenal case.  They begin by driving a wedge in the conceptual domain, holding that 

phenomenal concepts are radically different from physical concepts.  For Hill and 

McLaughlin, phenomenal concepts, or what they call “sensory concepts,” are 

recognitional concepts, used to introspectively recognize self-presenting sensory states.  

Physical concepts, or what they call “theoretical concepts” are not recognition in this 

fashion, though I take it that some theoretical concepts might be non-recognitional ways 
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of conceiving of sensory states.135  Similarly, Loar claims that phenomenal concepts and 

recognitional, unlike physical concepts, which are theoretical.136  If these philosophers 

are right, and if phenomenal properties are actually identical to certain physical 

properties, perhaps the extremely different in the ways in which phenomenal concepts 

and physical concepts conceive of properties can account for any super agent’s failure to 

deduce the phenomenal truths from the physical truths.  So long as the deductive failure 

can be explained away as we have just suggested, the way is paved to take some other 

criteria as sufficient reason to generate identity claims, for example, very tight 

correlations between certain brain states and certain experienced phenomenal properties 

might be reason enough to equate the two.     

Let me assume arguendo that an explanation along these lines is convincing in the 

case of phenomenal-physical reductions, and ask the following question: If there are no 

deductions forthcoming for reason truths, can we adapt these explanations to explain 

away the deductive failure?  Is there reason to hope that normative reasons require no 

more ontology than the natural and phenomenal?  I think not.  We would need some 

explanation for how normative reason concepts are conceiving of some relations in the 

NP world in an utterly different way than do the natural and phenomenal concepts.  No 

such explanation is forthcoming.  Firstly, unlike the phenomenal case, there are no 

candidate relational properties found in the NP world that tightly and uncontroversial 

correlate with reason relations.  Even if we wanted to run property identities, we would 

need to find a suitable relation in the natural-phenomenal world.  Secondly, there is only 
                                                 
135 Hill and McLaughlin (1999, 448-49). 
136 Loar (1999, 467). 
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ad hoc reason to suppose that normative concepts conceive of natural properties in 

unique fashion.  In the phenomenal case, by contrast, there is some independent 

plausibility to the claim that we recognize certain self-presenting states (the manifest in 

experience) via phenomenal concepts.  So this kind of reply to the deduction test is a non-

starter in the case of normative reasons. 

Instead, normative naturalists must reject the deduction test in its entirety.  The 

success of their view will hang on how well they discharge their burden of defending 

various minimal reduction theses sans deductive entailments.  With others, I have tried to 

motivate the general applicability of the deduction test.  The burden now lies squarely on 

the shoulders of those who would reject the test in its entirety.  They cannot simply 

respond to the positive arguments for the deduction test; they must replace that test with 

something equally successful.   

6.6 The Objection from Strong Global Supervenience  

In making my case I have been relying on analogous arguments in the philosophy 

of mind.  There is, however, an important disanalogy between the phenomenal and 

normative cases that merits further attention.  In the phenomenal case, one often argues 

that the following scenario is conceivable: a world that is materially exactly like our own, 

but where the beings have conscious experiences that differ from our own.137  Perhaps the 

beings are spectral inverts or complete zombies, in which case there is nothing it is like to 

be them.  If such a scenario is conceivable, as it seems to be, one can argue along the 

following lines:  

                                                 
137 See, e.g., Chalmers (1996). 
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(1) It is conceivable that there be zombies   

(2) If it is conceivable that there be zombies, it is metaphysically possible 

that there be zombies.   

(3) If it is metaphysically possible that there be zombies, then 

phenomenology is nonphysical.   

(4) Therefore, phenomenology is nonphysical.138 

In the normative domain, the exactly analogous argument would fail.  The 

analogous argument would have to establish that the following world is conceivable: a 

world that is naturally and phenomenologically exactly like our own, but where the 

normative facts differ from the normative facts of our world.  This scenario is not 

conceivable.  As a conceptual matter, the normative facts strongly supervene upon the 

non-normative facts, which, for our purposes, just are the NP facts.  According to the 

strong global supervenience thesis, a world that is identical to our own with respect to all 

non-normative facts would necessarily be identical with respect to all normative facts.  

No change in the latter without a change in the former.  Thus, in the normative case, we 

cannot argue from the conceivability of normatively differing duplicates.  Does this show 

that reason facts are reducible after all?   

Frank Jackson (1998) thinks so, at least as applied to ethical properties.  He 

supplements strong global supervenience of the ethical on the descriptive with a theory of 

properties, according to which necessarily coextensive properties are identical, to argue 

                                                 
138 Chalmers (2003). 
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that ethical facts are in fact reducible to descriptive facts.139  If by ‘descriptive property’ 

Jackson simply means to include all properties but the normative ones, then his argument 

purports to show that normative properties can be identified with long disjunctions of 

non-normative properties.   

Without going into the detail of Jackson’s argument, let me point out a general 

problem with his account, and any account that bases reduction on strong supervenience 

laws.  Without deductions running from the non-normative facts to the normative facts, 

strong global supervenience and necessary co-occurrence of properties is compatible with 

brute metaphysical necessitation between non-normative and normative properties, where 

these properties remain distinctly different in kind.  The deductions are needed to ensure 

that no additional ontology above and beyond the non-normative is introduced.  If there 

are normative facts that respect strong global supervenience without the deduction based 

on NP and conceptual competence of reasons alone, there must be brute, metaphysically 

necessary bridging laws between the non-normative and the normative such that the non-

normative facts necessarily (sub specie metaphysicae) bring the reason facts in train.  

                                                 
139 Accord McNaughton and Rawling (2004).  One concern of mine about Jackson’s 
argument is that it runs the identities between ethical properties and descriptive 
properties, and I have to confess that I do not know what descriptive properties are.  
‘Descriptive’ is most aptly predicated of linguistic items like statements or propositions.  
I think I know what it is for a claim or some other linguistic item to be descriptive – it has 
to purport to represent a way the world is, including the way it is with respect to 
properties.  But I have no idea what it is for a property to be descriptive.  Properties don’t 
purport to describe anything.  Properties just are.  Predicating ‘descriptive’ of properties 
sounds like a category mistake.  I don’t know whether Jackson would include 
ectoplasmic and magical properties as descriptive properties.  I don’t see why not, for 
these properties can make the world the way it is.  Similarly, the reason giving relational 
property might also count as a descriptive property, for it too can make a world the way it 
is just as much as the taller than relation and the believes that relation. 
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That is, the entities, properties and relations of NP necessarily tow the reason relations 

along with them.  This is an anathema to minimal versions of naturalism, or natural-

phenomenalism, as (I think) Jackson would agree.   

While strong global supervenience blocks traditional formulations of the 

conceivability argument, the point of the conceivability argument in the philosophy of 

mind is to show that there is no a priori entailment from the natural truths to the 

phenomenal truths.  To make that basic point, one does not need to appeal to the 

conceivability of natural world duplicates that have different phenomenal truths from 

those that hold in our world.  All one needs to show is that, given only the natural truths 

of this world, any number of phenomenal truths for this world are conceivable.   

Despite strong global supervenience of reason truths on the non-reason truths, we 

can make the same point concerning reason truths of this world.  Crucially, strong global 

supervenience does not tell us which normative facts hold in two NP duplicates.  It only 

tells us that the same normative facts—whatever they happen to be—hold in the two NP 

duplicates.  So we retain the basic point of conceivability arguments if we home in on our 

world described only in terms of NP, and ask whether there are a number of normative 

truths that are conceptually possible for this world, but logically incompatible with one 

another.  Given the NP truths of our world, for example, the following two truths are 

logically possible but incompatible with one another: 1) there is reason for progressive 

taxation, 2) there is no reason for progressive taxation.  Only one of these statements can 

be true in this world, and so, per strong global supervenience, true in any minimal NP 

duplicate of this world.  Yet neither we nor a super-agent S can figure out whether (1) or 
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(2) holds from NP and normative conceptual competence alone.140  Hence we argue from 

the fact that various incompatible normative truths are conceivable for this world, given 

NP, to the conclusion that normative facts cannot be reduced to NP facts.  We need not 

go through any premise about the metaphysical possibility of NP duplicates having 

normative differences.  Such premises are not essential to the basic structure of the 

argument.       

6.7 Other Matters 

Before concluding, I want to address a couple of matters that will help to clarify 

my position and that will help to locate it in argumentative space with related issues.  

Below I consider modal truths akin to ‘water is necessarily H2O,’ and Hume on the is-

ought gap.   

6.7.1 A Posteriori Metaphysical Necessities 

One might wonder how, exactly, the deduction test relates to so-called a 

posteriori necessities, such as those found in the proposition “water is H2O.”  As I use it, 

the deduction test has a very limited scope.  It only determines whether any higher-level 

truth of this world requires extra stuff above and beyond the stuff needed for some lower-

level set of truths of this world.  Applying the test in the case of water, the question is not 

a modal one.  It is a question of how water gets realized in this world.  More specifically, 

do the water truths of this world require any ontology above and beyond the actual world 

ontology introduced by physics and chemistry?  Under the test we ask whether water 
                                                 
140 If some reason statement strikes you as clearly, obviously true, you must be careful 
not to conclude on that basis that it’s negation is inconceivable.  A proposition can strike 
us as obvious and at the same time it can be conceptually possible that the proposition not 
obtain just in case no contradiction is involved. 
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truths are deducible from only 1) the complete set of physical and chemical truths, and 2) 

conceptual competence with respect to ‘water.’  In this case, the answer is “yes.”  Given 

all the truths about physics and chemistry, including the truth that H2O is the clear, 

potable stuff that fills our lakes and streams, falls from the sky, etc., a super-agent S can 

employ his conceptual competence of water to determine all the water truths.  The 

following conditional reconstructs his conceptual competence: if the watery stuff in this 

world is H2O, then the water truths of this world are ____.  There is no information that S 

is missing, and that is needed for him to determine the water truths.  If there were, water 

truths would require truths, and so ontologies, above and beyond the physical and 

chemical ones.   

This deduction test goes through whether or not our term ‘water’ necessarily picks 

out H2O in all possible worlds (i.e., whether or not ‘water’ is a rigid designator of the 

stuff in this world that realizes the watery role).  Consider two possible worlds, w and 

w*, that are in all respects identical to our own except for the fact that in one world, w, 

‘water’ is a rigid designator, and in the other world, w*, ‘water*’ is not a rigid designator 

– in w* ‘water*’ simply picks out the watery functional role.  In w, the H2O truths are 

sufficient to fix the water truths, and a super-agent could apply his water concept to the 

chemical and physical truths of that world to determine the water truths.  The following 

conditional holds: if the watery stuff in w is H2O, then the water truths of w are ____.  

But likewise, in w*, the H2O truths are sufficient to fix the water* truths, and a super-

agent could apply his water* concept to the chemical and physical truths of that world to 

determine the water* truths.  The very same conditional found in w holds in w*: if the 
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watery stuff in w* is H2O, then the water truths of w* are ____.   

So whether or not our term ‘water’ is a rigid designator or not, the chemical and 

physical truths of this world are sufficient to fix the water truths of this world.  Rigid 

designation only shows up as a modal difference, concerning whether, in other possible 

worlds, our term ‘water’ picks out not H2O, but whatever it is that fulfills the water-type 

functional role, if anything.  These questions about how our term ‘water’ applies to other 

possibilities is not within the purview of the deduction test as we are using it.  We only 

want to know whether water truths in this world require more by way of ontology than 

physics and chemistry.  The answer to that question is “no, physics and chemistry are 

sufficient to fix the water truths of this world.”141 

Not so for reasons.  I have tried to show that reason truths are not deducible from 

the NP world.  Whether or not reason truths also rigidly designate certain favoring 

relations across possible worlds, and so generate some kind of metaphysical necessity, is 

beside the point. 

6.7.2 Hume on the Is-Ought Gap 

The above argument bears some resemblance to Hume’s famous is-ought gap.  

                                                 
141 This is the reason conceivability arguments in the philosophy of mind have produced 
such controversy.  One party argues that zombie worlds are conceivable, and based on 
that one then argues that phenomenal facts are non-physical facts.  Another party replies 
that conceivability does not establish metaphysical possibility, for in some sense it is 
conceivable that water is not H2O, and yet in another sense it is not metaphysically 
possible that water is not H2O.  This is a bit of a distraction.  The most basic questions 
concern this world: is it conceivable that water is not H2O given only the physical facts of 
this world and conceptual competence with respect to ‘water’?  Is it conceivable that we 
are zombies given only the physical facts of this world and conceptual competence with 
respect to the phenomenal?  It looks like the answer to the first is “no” and the second is 
“yes.” 
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Hume argued that you cannot derive an ought142 from an is:  

In every system of morality, which I have hitherto met with, I have always 
remark'd, that the author proceeds for some time in the ordinary ways of 
reasoning, and establishes the being of a God, or makes observations 
concerning human affairs; when all of a sudden I am surpriz'd to find, that 
instead of the usual copulations of propositions, is, and is not, I meet with 
no proposition that is not connected with an ought, or an ought not. This 
change is imperceptible; but is however, of the last consequence. For as 
this ought, or ought not, expresses some new relation or affirmation, 'tis 
necessary that it shou'd be observ'd and explain'd; and at the same time 
that a reason should be given; for what seems altogether inconceivable, 
how this new relation can be a deduction from others, which are entirely 
different from it.143   
 

I reject one well-worn interpretation of this argument, according to which it is fallacious 

to reason from non-normative premises to normative conclusions.  I think that one can 

gather information about the natural-phenomena world—the is facts—and from those 

facts infer normative conclusions—the ought facts.  When a utilitarian sees hoodlums 

burning a cat, for instance, he detects physical properties in the world.  He might have an 

immediate non-inferential moral reaction to the situation, but he might also engage his 

theory to infer that burning the cat is wrong, that the hoodlums ought not do it.  Similarly, 

when I consider the non-normative facts and the evidence for and against supernatural 

beings, I might infer that I ought not believe in God.  These inferences are not fallacious.  

They are perfectly legitimate. 

However, I do agree with Hume insofar as he claims that one does not deduce 

                                                 
142 Here I take it that ought facts are facts about what one has most reason to do.  As a 
result, institutional ought facts that are not necessarily reason-implicating do not succumb 
to the argument.  That is fine, for I only show that genuine normative reasons, and 
particularly the favoring relation constitutive of reasons, cannot be reduced to the natural-
phenomenal world.   
143 Hume (2002 [1739-40], 3.1.1.27). 
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normative conclusions based only on the natural-phenomenal facts and normative 

conceptual competence.  So what?  What does that get us?  With all the bells and whistles 

of the above argument, I think that the failure of deduction only establishes that the ought 

facts (and here Hume seemed to recognize that the normative facts are essentially 

relational) are not reducible to the is facts in the sense that ought facts require additional 

ontology to secure the truths of some normative statements.  That, I believe, is the proper 

lesson of Hume’s famous is-ought gap.   

I should note one other point of disagreement with Hume.  He seemed to have a 

special skepticism for moral normativity, or perhaps practical normativity generally.  The 

argument I have laid out, whether or not it leads to skepticism, applies to all reason and 

ought facts, not just practical, but theoretical reasons and oughts like those found in 

epistemology.  So I cannot follow Hume in his practical skepticism, at least insofar as it 

is based on metaphysical concerns.   

6.8 Conclusion 

We began with normative naturalism as an attractive metaphysical thesis, but we 

have come to deny that normative reasons of any sort can be located in the natural-

phenomenal world, and so a fortiori instrumental reasons, internalist reasons, externalist 

reasons, ethical reasons, epistemic reasons, and whatever other kind of reason you can 

dream up cannot be located in the natural world.  

It is important to return to ethics, for it is common for ethical naturalists to deny 

that agents have basic reason to be moral, underived from their subjective motivational 
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states.144  That is, most ethical naturalists leave it open whether we have any reason to 

respond to their naturalized ethical properties.  The first thing I want to note is that, in a 

very important sense, these ethical naturalists have not evaded the central point of this 

paper, for they still advocate reasons, if not underived ethical reasons, then practical 

reasons of some form or another, and if not practical reasons, then at least epistemic 

reasons.  And the central point of this paper is that the favoring relation constitutive of all 

reasons, instrumental and epistemic included, cannot be naturalized.  Ethical naturalism 

was thought to be attractive because it promised to tame an area of normativity that is 

uniquely problematic.  But ethical naturalism actually backfires.  If ethical naturalists 

succeed, they uniquely immunize ethics from non-natural objections by sapping it of 

genuine normativity.  Their other genuine normative commitments that are either 

explicitly about reasons or are reason-implicating—instrumental, epistemic, what have 

you—are excised from the naturalized world-view.     

Having said that, I do not think one should concede reasons internalism for 

practical reasons, for we have seen that most ethical claims are reason-implicating.  The 

very point and purpose of ethical theories of right action, good states of affairs, or 

virtuous character traits is to characterize those considerations that normatively relate to 

how individuals are to live their lives.  Sincere ethical discourse carries with it normative 

commitments about which considerations provide reasons and which do not.  The point 

of characterizing some acts as right, some states of affairs as good, and some character 

traits as virtuous, for example, is to point out that these are acts that we have reason to 

                                                 
144 Both Brink (1989) and Smith (1994) are kinds of reasons internalists.   
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perform, the states of affairs we have reason to bring about, and the character traits we 

have reason to develop.  Otherwise, why spend a lifetime trying to distinguish these from 

wrong acts, bad states of affairs, and vicious character traits?  Think of it this way: why 

should I care whether an act A is right or wrong unless these propositions are reason-

implicating?   

No doubt, with some effort we could use these ethical terms in entirely non-

normative ways to pick out certain acts, affairs, characters, etc. without any presumption 

that these things are normatively significant, just as we now might use the word ‘taboo’ 

to pick out certain practices traditionally thought impermissible by Polynesian cultures, 

practices which no longer have any normative significance for us.  But normal and 

central uses of ethical language—the ones we fight about—are normatively charged.  

Reasons are at the heart and soul of normative disciplines, and any putatively normative 

theory that has nothing to say about how we should think, act and feel is a shell of what 

we are after.  In the normal, normatively engaged use of ethical thought and language we 

claim, at least implicitly, that right acts are the ones to be performed, good states of 

affairs are the ones to be brought about, and virtuous characters are the ones to be 

cultivated.  Those are the things we have reason to do, in contrast to the wrong, the bad 

and the vicious, which we have reason to avoid.  

The same points can be made for epistemic discourse.  The point of distinguishing 

those beliefs that are justified from those that are not is to distinguish beliefs that we have 

epistemic reason to form from beliefs that we have no epistemic reason to form (and 

perhaps epistemic reason not to form).  As with much of ethical theory, much of 
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epistemic theory is reason-implicating.  

Naturalization projects nevertheless garner some rhetorical appeal through partial 

victory if and when they show that the relata of the favoring relations found in reasons 

can be naturalized.  So, for instance, let us suppose that ‘good’ refers to pleasure only.  

Assuming pleasure is natural, so far so good.  However, part of the point of calling 

pleasure good (as opposed to calling it bad) is to point out that it is the thing to be 

brought about, or pursued.  Similarly, a reasons internalist who rejects any practical 

reasons that are unconnected to someone’s motivational set might naturalize one relata of 

his reasons, for the motivational states to be satisfied are no doubt natural.  But the to-be-

satisfiedness is not.   

So despite these partial victories the basic problem remains: the way in which 

these considerations normatively relate to us—the favoring relation—cannot be 

naturalized.  A naturalized ontology, or a natural-phenomenal ontology for that matter, 

might include entities, properties, and relations wherefrom the favoring flows, and 

whereto the favoring points, but it will not include the favoring relation itself.   

In closing let me simply recapitulate the argument I’ve defended in syllogistic 

form, and note some considerations for further thought.   

1. If true reason claims are not deducible given all and only the actual truths of 

the natural-phenomenal world, along with conceptual competence of the 

normative, then MNR is false, absent some explanation for deductive failure 

that preserves MNR. 

2. True reason claims are not deducible given all and only the actual truths of the 
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natural-phenomenal world, along with conceptual competence of the 

normative. 

3. There is no explanation for the deductive failure that preserves MNR.   

4. Therefore, MNR is false.  

5. If MNR is false, either no reason claim is true, or some reason claim is true, 

and our world contains a normative ontology above and beyond its natural-

phenomenal ontology.   

6. Therefore, either no reason claim is true, or some reason claim is true, and our 

world contains a normative ontology above and beyond its natural-

phenomenal ontology. 

We can also conclude that no reason-implicating discourse can be reduced to the natural-

phenomenal world.       

As with phenomenology, there is the option of eliminating any property that fails 

to fit into the natural world, and in some respects this is a more palatable option for 

reason relations than it is for phenomenal properties.  Phenomenal properties are often 

thought to be manifest and undeniable, so eliminativism with respect to them might be an 

exercise in futile self-deception.  However, favoring relations are not manifest in the way 

that phenomenology is; it might be easier to simply deny that there are reasons, 

realistically construed, than it is to deny that there is phenomenology.  Here is the 

eliminativist motto: There are things that are and things that happen, but there is no fact 

about what things ought to happen (including no fact about what beliefs one should form 

regarding what does happen).   
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But reasons eliminativism as an ontological thesis is also costly.  If there are no 

reasons, then it would seem that we have no reason to believe in the entities, properties 

and relations posited by ideal versions of the natural sciences, however psychologically 

compelled we might be.  Perhaps more disconcerting, we would have no reason to 

believe in the material world of ordinary objects.  Before we go down that road we need 

to consider normative non-naturalism in the next chapter. 
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7 THE POSSIBILITY OF NORMATIVE NON-NATURALISM 

Because reason claims are cognitive and descriptive, they have realist purport.  

There are two forms of normative realism: naturalism and non-naturalism.  In the last 

chapter we saw naturalism fail.  The stage is set to consider normative non-naturalist 

realism.  That would require that there be real but non-natural normative relational 

properties (what I have glossed as favoring and disfavoring relations) that flow from 

certain features of the world to our attitudes and actions.  Is there such an ontology in 

addition to the natural and phenomenal ontologies?  

We could ask this question about particular classes of reasons: Are there moral 

reasons for action?  Are there instrumental reasons for action?  Are there epistemic 

reasons for belief?  But because all these reasons comprise the same basic relational 

property, we can also ask the general question about reasons tout court: do we have 

reason to belief that there are any real favoring relations, regardless of their relata?  But 

once we put the question this way, haven’t we privileged a certain class of reasons, 

namely, epistemic reasons?  For to even ask the question, must we not presume that there 

are reasons for admitting items into, or rejecting items from, our ontology, reasons to 

believe that some things exist and others do not?  If so, it would seem that a certain class 

of reasons cannot be sensibly questioned: epistemic reasons to form beliefs about what 

there is.  For we must appeal to them when attempting to determine whether there are 

reasons of any sort.        

There is a grain of truth to this way of thinking.  There can be no doubt that, in 

answering our general question we must appeal to the reasons we take ourselves to have 
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for admitting items into our ontology.  There is no alternative way to proceed; we can do 

no other.  Having said that, the question “Are there reasons?” is still a valid one that can 

sensibly asked of any kind of reason, including epistemic reasons.  In asking the question 

we are not sincerely entertaining the possibility that we might have real epistemic 

reasons to disbelieve all real epistemic reasons – that would be inconsistent.  What we 

want to know is whether the reasons we accept as the tests of admission into our ontology 

can bear their own survey.  Because reasons have realist purport, do they pass their own 

test of admission into the ontology?  Most generally, given the reasons we accept, is there 

any reason to think that some considerations do favor certain actions and attitudes in 

realist fashion?  Here it is possible to answer in the negative, in which case our reason 

judgments would be in error, purporting to pick out normative relational properties that, 

as far as we can tell, do not exist.     

7.1 Queerness Revisited 

We began our inquiry into the nature of reasons with Mackie’s (1977) queerness 

concerns, and we might now wonder if non-natural normative realism is doomed from the 

start if favoring relations are ontologically queer.  Recall that I characterized a queer 

entity, property, or relation as one completely different in kind from the other kinds of 

entities, properties and relations that we have come to recognize.  Unlike Bigfoot or the 

Loch Ness monster, the favoring relations that are constitutive of reasons would not be 

“more of the same.”  They would be different in kind from anything else in the universe. 

However, queerness per se is simply not a definitive strike against any would-be 

furniture of the world.  Consider how physics is constantly entertaining and accepting 
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novel entities, properties and relations in its quest for more powerful explanations of the 

world.  Basic physics has moved from corporeal matter to seemingly odd electromagnetic 

waves, and now includes even stranger fields, particles and mathematically represented 

space-time manifolds.  If string theory becomes widely accepted, that would be stranger 

still.  Each development requires the introduction of some entity, property or relation 

“utterly different” from anything else in the old ontology.  Nonetheless, these ontologies 

are legitimate – we have had good reason to move from the old theories to the new ones.   

So queerness per se is not a definitive strike against any novel ontology.  

Nonetheless, we do not go around introducing new things into our world-view willy-

nilly.  We have standards.  We need good reasons for positing stuff. 

7.2 Linguistic Commitments 

If queerness does not end the debate, and if the semantics of reasons is both 

cognitive and descriptive, perhaps we have a quick argument from these linguistic 

commitments to the conclusion that there are reasons, realistically construed.  But just as 

queerness too quickly discounts the prospects for real reasons, linguistic commitment too 

quickly trumpets the prospects for real reasons.  The cognitive and descriptive semantics 

of normativity is insufficient to settle the metaphysical question.  Consider witch 

discourse once again.  Certain members of certain communities might be convinced that 

there are witches, and linguistically they are committed to realism about witches.  

Nonetheless, their convictions are not strong enough to bring witches into existence; their 

convictions about ontology do not settle the ontological issues.  Similarly, just because 

we think there are reasons, realistically construed, does not mean that there are any.  This 
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is just bringing to bear some of the reasons we take ourselves to have.  From the fact that 

a discourse is cognitive and descriptive it does not follow that we have reason to believe 

in the entities and properties putatively expressed by the discourse.  To secure 

normativity’s ontological credentials we must appeal to something other than the 

linguistic commitments of the discourse. 

In the next few sections I will discuss various ways in which a putative property 

can earn ontological credentials, where the candidate property under scrutiny is the 

favoring relation constitutive of reasons.  The question is: Do we have reason to admit 

reasons into the ontology?  If the answer is Yes, then we can be happy realists about 

reasons.  If the answer is No, then to avoid the looming error in normative discourse we 

have to seriously reconsider the concept ‘reason’ and meanings of associated reason 

judgments.   

7.3 Causal Explanations 

One common test of ontological respectability is a causal-explanatory test.  Under 

the test, to make it in to the ontology, a putative entity, property, or relation must enter 

into some best causal explanation.  If this is the only test of admission, we can formulate 

the following argumentative structure that bans non-explanatory entities, properties or 

relations from the ontology.    

1. If a putative fact does not enter into any of our best causal-explanatory 

theories, then we have no reason to believe that it holds. 

2. Putative fact (or set of facts) X does not enter into any of our best causal-

explanatory theories. 
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3. Therefore, we have no reason to believe that X facts hold.   

This kind of argument has surfaced concerning moral properties and facts.  Beginning 

with Gilbert Harman (1977) there has been an exchange concerning whether or not moral 

properties and facts play a causal-explanatory role.  To aid us in applying the test to 

reasons it will be instructive to flesh out the contours of the ethical debate.   

7.3.1 Causal Explanations in Ethics 

Gilbert Harman argues that putative moral facts fail to play any explanatory role 

of our moral judgments, or observations, whereas physical facts do play such an 

explanatory role of our scientific judgments, or observations.  Consider a pair of 

examples from Harman meant to draw forth the disanalogy.  In the case of physical facts, 

we can imagine a scientist who sets up an experiment to test a hypothesis.  In the course 

of the experiment, the scientist observes a vapor trail in a cloud chamber and “thinks to 

himself ‘there goes a proton.’”145  Harman argues that positing the existence of proton in 

the cloud chamber is needed to explain why the scientist observed the particular cloud in 

the chamber, for, presumably, the cloud would not have occurred, and the scientist would 

not have observed it, unless there was a proton going through the chamber.  For Harman, 

when some physical fact is needed to explain an observation, one has evidence that the 

physical fact obtains.  For the contrast case, imagine that you see two hoodlums burning a 

cat and you judge the act wrong.  In this case, Harman argues that one need not posit a 

moral fact—that the act was wrong—to explain your observation.  Whether or not that 

act is actually wrong, in a real, mind-independent fashion, we can explain why you 

                                                 
145 Harman (1977, 6).   
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judged it to be wrong by appealing to your moral sensibilities.  Hence, we do not have 

evidence that the moral fact obtains.   

Harman’s examples have generated heated debate.  Let me comment on two lines 

of argument that have emerged.  First, Harman couches his discussion in terms of facts 

that are needed to explain our observations or judgments.  Several philosophers have 

complained, rightly in my view, that this strong requirement would actually undermine 

Harman’s physical example, for, strictly speaking, you do not need to posit the real 

existence of a proton in the cloud chamber to explain why it is that the scientist rendered 

the observational judgment “there goes a proton.”  You could explain the judgment by 

appealing to the scientist’s experience (as of a vapor trail) and her background beliefs and 

attitudes, including the theory she accepts.146   

It is better to couch Harman’s objection in terms of best explanations, as I have 

done in formulating the causal-explanatory test.  Once we do this, Harman’s objection 

remains.  Clearly, positing the real existence of the proton in the cloud chamber enters the 

best explanation for the scientist’s observational judgment.  The more difficult question is 

whether the wrongness of the hoodlum’s act enters into the best explanation of your 

judgment that the act is wrong.  I am inclined to think that the best explanation will 

appeal to various features of your psychology, including the moral theory you accept, and 

your response to purely non-moral facts about the hoodlum’s act.  The best theory will 

not appeal to some wrongness fact in the world, and your ability to detect it.  However, I 

do not want my view on this matter to depend on this controversial claim about what will 
                                                 
146 See, e.g., Wright (1992, 190-1); Korsgaard (1996b, 45-6); Audi (1997, 115); Shafer-
Landau (2003, 101); Sturgeon (2006, 245-46). 
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count as the best explanation, so let me turn to a second reaction to Harman’s probative 

cases.     

Second, Harman focuses on whether moral facts causally explain one’s 

observations or observational judgments.  Why the narrow class of explananda?  

Presumably, if moral facts can enter into causal explanations of our judgments, then they 

can causally interact with more besides, including other features of the causal world.  

Crispin Wright emphasizes that causal-explanatory facts and properties have this wider 

role to play to gain their realist stripes, and so the more appropriate question is whether 

moral facts are able to causally explain a wide variety of phenomena in the causal-

explanatory realm.147   

There is a long tradition of offering moral facts that aspire to meet this test.  

Consider the following claims that purport to express moral facts in the process of 

offering partial explanations of individual behaviors and social events at various levels of 

generality.   

Caligula’s cruel character explains why he executed innocent people.148   
 
The injustice of South African apartheid caused protests, and the 
instability of the legal and political system.149 
 
Moral opposition to slavery arose in first in Britain, France, and in French 
and English-speaking North America, rather than Latin America, because 
slavery in British and French America was much worse than slavery in 
Latin America.150  
 

                                                 
147 Wright (1992, 196). 
148 Brink (1989, 187). 
149 Brink (1989, 187). 
150 Sturgeon (1988 [1985], 245). 
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Social injustice causes rebellion.151  
 

The standard response to these examples is that the moral properties as such aren’t doing 

any explanatory work.  Instead, it is the natural properties on which the moral supervenes 

that enter into best causal explanations.152  In the case of injustice causing rebellion, the 

idea here is that we could offer as good an explanation for why it is that the citizens 

revolted in entirely non-evaluative terms, an explanation that is sufficient to 

metaphysically entail the evaluative truths about the situation,153 but an explanation that 

directly appeals to physical facts only, which alone deserve admittance into the 

ontological pantheon.154  There are two kinds of responses for the champion of the causal 

efficacy of moral properties.  One could argue that there simply is no non-evaluative way 

to state some genuine causal explanations.155  Sturgeon discusses the rebellion example in 

this context, and he doubts that there is an explanation for the event in purely non-

evaluative terms, for plausible explanatory candidates, like intentional cruelty by the 

police, might themselves be normatively laden.   

Alternatively, the champion of the causal efficacy of the moral can complain that 

the supervenience argument proves too much, for now any phenomenon that supervenes 

on basic physics will be rendered causally inefficacious on its own, at least so long as it is 

                                                 
151 Sturgeon (2006, 244). 
152 See, e.g., Quinn (1986, 525-37); Audi (1997, 112-28); Thomson (1996, 73-91). 
153 Note that the entailment here would have to appeal to brute necessitation relations 
between distinct kinds of properties.  We saw in the last chapter that there is no a priori 
entailment between the natural truths and normative truths, if such there be.  This has 
consequences for the causal inheritance solution, discussed below.   
154 Cf. Audi (1997, 118). 
155 Sturgeon (2006, 250-52). 



 236

not rendered type-type identical to some basic physical facts.156  Why?  Because the 

supervening facts that are realized by physical facts, but not type-identical to those 

physical facts, would only be causally efficacious in virtue of the causal powers of their 

physical realizer states, just like moral properties and facts.157  If moral properties and 

facts get the chop for merely inheriting their causal powers, these other kinds of 

properties and facts should also get the chop.  And the favored example of seemingly 

causal-explanatory facts that we are loath to eliminate from the ontology are mental facts, 

including facts about what we believe and what we desire.   

It would be far better to allow into the ontology facts that are causally efficacious 

as they are realized.  Why reject a higher-level fact from the ontology merely because it 

inherits its causal powers from some lower level fact?  Chemical facts, biological facts, 

social facts, cosmological facts, and mental facts are real because they enter causal-

explanatory relations at their level of explanation, and any stronger test for ontological 

respectability that requires these things to have causal powers independently of how they 

are realized is simply unmotivated.158  Lower level causal forces can give rise to higher-

level causal-explanatory patterns that we can detect and talk about.  Can openers exist 

even if there is some micro-level, causally closed explanation of all can opening events 

that makes no mention of cans and their openers, and instead speaks in terms of basic 

physical particles, forces, etc.  Rip tides pull people under water even if there is some 

                                                 
156 Shafer-Landau (2003, 108-09); Sturgeon (2006, 252). 
157 Essentially this is the causal overdetermination argument against all non-reductive 
views.  Kim (1998).  For a nice discussion of the problem see Shafer-Landau (2003, 106-
114).   
158 Accord Shafer-Landau (2003, 110). 
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causally closed description of these events where persons and currents never come into 

view.  Hearts pump blood even if they do so in virtue of their microphysical structures 

and functions.  Strong causal tests of ontology that call for all properties to have causal 

efficacy in themselves (and not in virtue of the causal powers of their realizers) miss the 

forest for the trees.   

If that is right, can the moral realist claim that moral facts, while not type identical 

to the facts on which they supervene, are nonetheless causally efficacious as realized, and 

so earn their ontological stripes?   

7.3.2 Back to Reasons 

Let me give an indirect answer to this question by redirecting our attention to 

reason relations, and whether they pass the causal-explanatory test.  When we examine 

the guts of normativity we find the expression of normative relational properties.  As 

chapter 6 argued, reason facts would require ontology above and beyond the natural (and 

above and beyond the natural-phenomenal for that matter).  If there are reason facts, after 

God first fixed the natural facts he had more work to do.  He had to overlay relational 

facts about what counts as a reason for forming certain attitudes and doing certain acts  

These normative relational properties are neither type-identical to any natural properties, 

nor are their instances token-identical, or fully realized by, any instance of natural 

properties in the ways envisaged by proponents of constitution or composition views.  As 

a result, normative reasons cannot inherit any of the causal powers of the natural world.   

I suspect that the debate over the causal efficacy of moral properties has been so 

controversial because there are two ways of considering moral properties.  If we attend to 
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their descriptive features, then we see that token moral properties are realized by natural 

properties, and so it is attractive to treat them like certain mental properties 

(phenomenology aside) that are realized by, but not type-identical to physical states.  If 

that is all there is to moral properties, then they can enter into causal explanatory relations 

at their level of explanation and inherit their causal efficacy, and ontological 

respectability, from their realizer states.  But that is not all there is to moral properties.  

They are also reason-implicating.  We take ourselves to have reason to bring about the 

good, do the right, cultivate virtue, support justice, etc., and so we take ourselves to have 

reason to bring about, do, cultivate, support, etc., all the natural properties on which the 

moral supervenes.  But if there are such reason relations flowing from features of the 

natural world to our actions and attitudes, they are not realized by anything else, unlike 

their relata.  They are sui generis.   

While this does not automatically mean that reasons fail the causal-explanatory 

test for admission, it is highly doubtful that the favoring relations constitutive of reasons 

will fill a causal-explanatory gap between the natural facts and some explananda.  Indeed, 

it looks like the sciences are marching toward explanatory closure, so every physical 

event has a full and complete set of physical antecedents that cause and explain its 

occurrence.  Whether or not causal closure is ever achieved, the explanations to come as 

the sciences progress have no need for basic normative relational properties.  There is no 

hope on the horizon that some normative relational property will be called upon to do 

some causal-explanatory work.  Given the reasons we accept, there is every reason to 

believe that reason facts will not pass the causal-explanatory test for ontological 
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admittance.   

Far from being a conclusion to resist, this strikes me as the right result.  We 

should not expect the favoring relations featured in reasons to cause anything in the 

world.  That is not in their job description, as it were.  Because they are fundamentally 

normative facts we do not and should not expect them to explain our actions and attitudes 

so much as to guide and justify our actions and attitudes.  Assuming that revenge is not a 

good reason to kill someone, the fact that Sally had no good reason to kill Billy, for 

instance, does not even purport to explain anything that actually happens, for it is entirely 

consistent with that reason claim, as it is with every reason claim, that events do not 

unfold in accordance with good reasons.  In the epistemic cases, appeals to reasons for 

belief do not purport to causally explain beliefs or anything else, and it is a sad fact of life 

that individuals do not always believe what they have reason to believe – in those cases 

something other than one’s reasons explain one’s beliefs.   

To be sure, some of the relata of putative reason relations show up in the natural 

world and can explain behavior.  The fact that Sally wanted revenge helps to explain why 

Sally killed Billy, and if we suppose an instrumentalist theory of reasons whereby one 

always has reason to satisfy one’s desires, then Sally also had a normative reason to kill 

Billy.  While Sally’s lust for revenge enters into causal explanations, the favoring 

relation featured—that killing Billy would satisfy one of Sally’s desires counts in favor 

of the murder—does not explain Sally’s behavior.  In fact, whether or not revenge is a 

good reason to kill someone, we can perfectly well explain Sally’s behavior by appealing 

to her desire for revenge and her beliefs alone.  Again, the relational property constitutive 
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of reasons cannot reduce to these psychological facts, and so cannot inherit causal powers 

from these psychological facts as a way to earn ontological stripes. 

To avoid confusion, let me note that Sally’s beliefs about her reasons might help 

to explain her behavior.  If she believes that revenge is a good reason to kill we have a 

good explanation for why she killed Billy in terms of her perceived reasons.  But here 

again, whether or not revenge is a good reason to kill someone, the best explanation of 

Sally’s behavior will appeal to her psychology and non-normative facts.  The favoring 

relations constitutive of reasons play no role in causal-explanatory accounts.   

How worrisome is this result?  Well, under the causal-explanatory test, we would 

have no reason to believe that reason facts (realistically construed) exist.  So no reason to 

think that anyone has reason to satisfy their desires, help others in need, or believe any 

philosophical argument.  Further, we would have no reason (again, realistically 

construed) to believe in the properties that play a causal-explanatory role, for there are no 

real reasons.  The result is best avoided.  Let us therefore look within our normative 

commitments for some additional test of ontological admission besides the causal-

explanatory test.   

7.4 The Manifest 

It is questionable whether phenomenal facts, assuming they are separate and 

distinct from the natural facts, causally interact with the natural world.  But even 

assuming that they do not, that they are epiphenomenal in this sense, we might dip into 

our normative commitments and find that we otherwise have good evidence that 

phenomenal facts exist.  After all, phenomenal properties found in experience do not in 
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the first instance get their ontological credentials by causally explaining anything.  

Instead, they are manifest, evident, and undeniable in conscious experience.  One might 

say that we are directly aware of these facts.  So even if they fail the causal-explanatory 

test they still get into the ontology as a manifest part of it, perhaps difficult to square with 

other parts of the ontology, but part of the ontology nevertheless.   

Are reason facts manifest in the same way?  Are we directly aware that certain 

considerations either do or do not count in favor of certain actions and attitudes?  This is 

a somewhat tricky issue.  If we attend to our first-person experiences and reflect on them, 

there do seem to be occasions where certain considerations count in favor of certain 

responses from us.  Some responses seem particularly fitting or called for.159  Can we 

conclude that just as being appeared to redly is manifest in experience, so too is being 

appeared to favoringly?   

Here is a reason to suppose not.  In the case of the phenomenal property of 

redness, if we attend to our experience of redness we are able to ostend to the property 

itself.  It is manifestly there and one merely needs to point it out.  Not so for the favoring 

relation constitutive of reasons.  Even if you judge or, in some sense “see,” that some 

consideration counts in favor of your action—say that you see reason to intervene when 

the hoodlums are pouring gasoline on the cat—the favoring relation that putatively flows 

from the fact that you can help this poor animal and your intervening actions is not 

manifest in experience.  Even if you attend to your phenomenal experience you cannot 

                                                 
159 For a nice discussion of moral phenomenology, see Horgan and Timmons (2007). 
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simply ostend to the favoring relation.160 

This is an instance of a more general point: there are no relational properties that 

are manifest in experience.  When I am looking at two people, for instance, I might be 

able to tell that one is taller than the other, and it might seem that one is taller than the 

other, but it does not follow that the <taller than> relation is something that is manifest in 

my experience as a phenomenal property.  It is not.  Attending to my experience, I cannot 

ostend to the relation.   

Even if reason relations were manifest in experience, that would be an odd 

vindication of their ontological status.  Being appeared to favoringly would then be a 

phenomenological property, and different agents might be appeared to in different ways.  

Thus, reasons cannot get into the ontology in the right way by being manifest in 

experience.   

7.5 Realism on the Cheap? 

Favoring relations do not earn their ontological credentials by entering causal 
                                                 
160 Here we can appeal to Hume, who made a somewhat similar point about vice.   

Take any action allow'd to be vicious: Wilful murder, for instance. 
Examine it in all lights, and see if you can find that matter of fact, or real 
existence, which you call vice. In which-ever way you take it, you find 
only certain passions, motives, volitions and thoughts. There is no other 
matter of fact in the case. The vice entirely escapes you, as long as you 
consider the object. You never can find it, till you turn your reflection into 
your own breast, and find a sentiment of disapprobation, which arises in 
you, towards this action.   

Hume (2002 [1739-40], 3.1.1.26).  In this passage Hume is actually talking about in-the-
world facts, and he alleges that there is no mind independent fact about vice, just as he 
finds no mind-independent facts about colors, sounds, heat, cold, etc.  But taken as Hume 
intended, his point about vice begs the question.  Realists about moral properties would 
say that you can indeed find facts about vice in the world.  Hume’s point has much 
greater effect if we restrict it to a claim about what is in moral phenomenology.  Just as 
you cannot point to the vice, you cannot point to the reason relation. 
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explanations, nor are they manifest.  There are, however, a host of epistemic theories that 

might be employed in an attempt to justify some of our beliefs about reasons.  These 

theories range from coherentist, foundationalist, infinitist, and contextualist varieties, and, 

as another way of cutting up the pie, internalist and externalist varieties.  If one of these 

theories works, and one is justified in believing some reason claim R, and, further, if 

reason claim R happens to have realist purport, would that suffice to vindicate normative 

non-naturalist realism?  On this view, we need not vindicate the realism in reasons 

realism directly, we can do so indirectly by vindicating some beliefs about reasons, where 

the vindication spreads to the all the various features of the beliefs, including their realist 

purport.  Though I am suspicious of getting realism on the cheap, let me play this strategy 

out and see where it leads.  I cannot consider all the various epistemic stories on offer, so 

let me consider what I take to be the most promising strategy of garnering prima facie 

justification for some reason beliefs, viz., normative intuitionism.  Intuitionism will 

ultimately serve an illustrative purpose, for it gives me an opportunity to introduce a 

defeater for the realism in reasons realism that applies to any prima facie justification one 

might have for reason beliefs.     

7.6 Normative Intuitionism 

Consider various versions of intuitionism offered in the literature.  Michael 

Huemer characterizes an intuition as an “initial, intellectual appearance.”161  He 

continues: “[A]n intuition that p is a state of its seeming to one that p that is not 

dependent on inference from other beliefs and that results from thinking about p, as 

                                                 
161 Huemer (2005, 102). 
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opposed to perceiving, remembering, or introspecting.  An ethical intuition is an intuition 

whose content is an evaluative proposition.”162  For Huemer, intellectual seemings, like 

other kinds of seemings, can provide one’s corresponding beliefs with prima facie 

justification.  For example, if it seems to me that enjoyment is better than suffering, and 

this seeming is not inferred from other beliefs, and this seeming leads me to believe that 

enjoyment is better than suffering, then that belief is prima facie justified by the seeming.    

Robert Audi has a similar view.  Refining Ross’s intuitionism, Audi claims that 

one can have intuitively grounded justification, and even knowledge, of self-evident 

propositions.  For Audi, a proposition is self-evident if “an adequate understanding of it is 

sufficient both for being justified in believing it and for knowing it if one believes it on 

the basis of that understanding.”163  As with Huemer, intuitive justification and 

knowledge of such propositions comes from intellectual reflection rather than premise-

based inference.  The most salient differences between Audi and Huemer are these.  Audi 

seems to think that some propositions are self-evident, and it is this nature of the 

proposition that determines whether it can be justifiably believed or known via intuition.  

On this view, some propositions might seem correct under rational reflection, but they 

only justify beliefs if they are also self-evident, a status that might not be accessible to the 

believing agent.  By contrast, I take it that Huemer’s intuitionism allows any intuitive 

seeming to prima facie justify belief, regardless of the content of the seeming and 

whether it is also self-evident (whatever that amounts to).  In addition, Audi focuses on 

principles concerning moral duties as the objects of intuitive moral knowledge, whereas 
                                                 
162 Huemer (2005, 102). 
163 Audi (2004,  49). 
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Huemer is less committal on whether intuitive seemings occur at the level of general 

principles or more particular moral judgments.   

Though Tim Scanlon does not avow intuitionism in those words, he does have a 

very similar view.  For Scanlon, there are two stages that lead to the justification of 

beliefs about reasons.164  In the first stage, some X seems to be a reason for attitude A.  

As far as I can tell, this seeming stage is more or less Huemer’s intuitionism applied to 

reasons rather than ethics.  However, Scanlon has an additional requirement for 

justification found in a second stage.  In this second, “critical” stage, one considers 

whether X really is a reason for attitude A, and through a process of critical evaluation 

one can come to accept X as a reason or reject X as a reason.  Though he does not 

articulate all that is involved in critical evaluation, Scanlon does indicate that it involves a 

clearer conception of the putative reason in question, and in critical evaluation one tries 

to remove the influences of distorting factors.  If this process leads to stability in one’s 

reason judgments and some measure of interpersonal agreement, then one has as much 

justification in one’s judgment as can be reasonably asked for.    

In relying on coherentist-like critical reflection, Scanlon sets the justificatory bar 

higher than those who rely on intuition alone.  I will discuss coherentism separately 

below, for it is a common module in many normative epistemologies, but for now I focus 

on seemings as grounding prima facie justification.   

7.6.1 Seemings and Reasons 

As with moral intuitionism, normative intuitions concerning reasons can be 

                                                 
164 Scanlon (1998, 65-69). 
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directed to abstract principles or they can be directed to individual cases where particular 

considerations count in favor of particular actions.  On the first view, one intuits 

principles like “that an act helps another in need is a reason to perform the act.”  On the 

second view, one encounters a situation where one can help another in need by Φing and 

intuits that one has reason to Φ.  For our purposes, it does not matter at which level the 

intuitions are cast, for either view purports to put us in touch with facts about real 

favoring relations in the world.  Similarly, it does not matter whether we model these 

normative seemings as more akin to observational seemings, or more akin to intellectual 

seemings, whatever that distinction might amount to.  Again, the key point for the 

intuitionist is that the seemings put us in touch with the real facts of the matter 

concerning what reasons there are.   

So let me consider a rather permissive statement of the intuitionist view as applied 

to reasons: if it seems to you that F counts in favor of Φing, then you have prima facie 

reason to believe that F counts in favor of Φing (or just reason to believe that there is a 

reason to Φ).  Non-normative cases provide nice examples.  I seem to remember that p, 

and that is prima facie reason for me to believe that p.  I seem to see a red wall and that is 

prima facie reason for me to believe that there is a red wall (note that this seeming is a 

perceptual seeming, and not an intellectual seeming).  Some sentence S seems to be 

ungrammatical, and that is prima facie reason to believe that it is ungrammatical.  So why 

not say that if it seems to you that there is reason relation R you have prima facie reason 

to believe that there is reason relation R?  This simple route might be the best route for 

introducing reasons into the ontology.   
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I will not attack intuitionism generally.165  Let me assume that intuition that p can 

provide one with prima facie justification in believing that p, or a prima facie reason to 

believe that p, and introduce a defeater for any such prima facie justification or reason.   

As we have seen, reason relations are not part of the causal order, so intuitionism 

in the case of reasons would have to be a non-causal sort of intuition that nonetheless puts 

us in touch with non-natural, non-phenomenal, normative relational properties.  

Unfortunately, unlike memory, perception and grammatical seemings, we have no idea 

how it is that intuitions concerning reasons might latch on to such sui generis relational 

properties that are supposedly suitably mind-independent.  The intuition needed to 

discover reason facts has to reach outside of the natural-phenomenal world.  Needless to 

say, this is not like the naturalistically tamed version of intuition under study by 

contemporary psychologists,166 according to which one non-inferentially classifies a case 

                                                 
165 That is, it will not attack intuitionism aside from the following cursory critical 
comments.  Consider Bill, who is driving through the countryside when a deer jumps in 
front of his car, causing him to swerve into a tree.  Bill rises from his accident and walks 
away from his car, forgetting that he was ever in an accident to begin with.  The first 
house he sees has a crow perched on its roof, and seeing this Bill gets the distinct 
impression that a Russian operative lives inside.  Unknown to Bill, the accident 
scrambled his head a bit, and now he takes crows on roofs to be an indication that 
Russian operatives live inside.  From Bill’s perspective, however, it just really seems that 
Russian operatives live in this house, just as he might seem to remember that he locked 
the door behind him that morning.  Question: does Bill have prima facie reason to believe 
that Russian operatives live inside?  I think the answer is no, and Bill’s history indicates 
that external considerations are relevant when assessing whether some intellectual 
seeming is actual reason-providing.  His seemings, no matter how clear and certain they 
seem, are insufficient to generate prima facie reasons.   
But, as I’ve said, I will proceed by assuming that the intuitionist principle is generally 
sound and see if normative intuitionism can withstand critical review. 
166 The psychologist Jonathan Haidt (2001), for example, works with a definition of 
intuition according to which intuitions are judgments that are not the product of 
deliberation.  
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under some category.  Moreover, the story we tell would have to accommodate the strong 

supervenience of the normative on the non-normative, so in addition to putting us in 

touch with favoring relations, the intuitionist story would have to make room for a priori 

knowledge of the brute metaphysical necessitation links that connect the non-normative 

world with the normative relational properties.167   

How plausible is such a story?  Let me consider some objections to this view.  

First I will discuss what I consider to be a weak rebuttal, the argument from 

disagreement, before I turn to the conclusive defeater for any prima facie justification we 

might have, found in arguments from cosmic coincidence and normative exceptionalism.    

7.6.2 An Objection from Explaining Normative Disagreement 

One objection to the intuitionist picture is grounded in normative disagreement, 

and was one of the attacks Mackie (1977) paired with his queerness objections.  In its 

most plausible form, the argument from disagreement holds that the best explanation of 

existent normative disagreement is that our normative commitments are not the result of 

intuition-based apprehensions of mind-independent facts.  After all, if we have a faculty 

for apprehending such facts, why do we not enjoy more agreement concerning reasons 

for action and reasons for belief?   

This argument can be challenged on a number of grounds.  First, the argument 

depends on the existence of basic disagreement about reasons, that is, disagreement that 

                                                 
167 This raises further worries.  How can we explain how it is that we know a priori that 
some form of strong supervenience obtains, but nonetheless have to rely on some faculty 
of intuition to discover which supervenience relations, and so which reason properties, 
obtain?  This is a version of Blackburn’s supervenience objection against moral realism.  
See his (1988 [1985]); Horgan and Timmons (1992a) provide a similar objection.  
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cannot be traced to a lack of non-normative information, or cognitive failures when 

disputants infer some reason claims from others.  And it is not clear exactly how much 

putative disagreement about reasons is basic disagreement.  Indeed, the argument from 

disagreement seems to overlook a great deal of agreement over many normative matters, 

and perhaps it gives the false impression that there is more disagreement in normative 

matters than other respectable disciplines, such as the frontiers of science.   

Having said that, there does appear to be some deep and pervasive basic 

disagreement about reasons.  The practical domain, for instance, splits into two major 

camps: those who believe in internal reasons, and those who believe in external reasons.  

This is a deep dispute about whether or not genuine normative reasons must be anchored 

in the motivational states of the agents to whom they apply, and it is a stretch to try to 

trace this disagreement to a lack of non-normative information or inferential missteps.  

We can imagine the debate persisting even after we settle facts about the actual or 

hypothetical motivations of agents (as relied upon by internalists), and the consequences 

of various actions and attitudes.  Even within each camp we find basic disagreements 

about reasons.  In the externalist camp, for instance, there are those who believe that 

coercive taxation and redistribution is unjustifiable, such as Robert Nozick (1977), and 

there are those who disagree, such as Hilary Putnam (1981, 165).  At base, these 

philosophers and those who follow them agree on the non-normative facts about the 

likely effects of taxation, and they have a basic disagreement about whether we have 

most reason to implement redistributive taxation.  Though the epistemic domain might 

appear to enjoy more solidarity than the practical domain, we can still find basic 
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disagreements about epistemic reasons.  Epistemic internalists hold that reasons for belief 

strongly supervene on one’s internal mental states, and externalists deny this.  Berkelean 

idealists think that there is no good reason to believe in the external world, while realists 

disagree.  When it comes to reason claims, we find basic disagreement across the board.  

Denying disagreement is not the intuitionist’s strongest card to play.   

Second, the argument from disagreement depends on whether the best 

explanation for the disagreement we find is reasons irrealism.  Here the intuitionist, 

realist has a better reply.  It would seem that intuitionism fails to provide a good 

explanation of disagreement only if we demand a great deal from intuitionism.  Early 

proponents encouraged the view that intuitions are infallible, and that the propositions 

intuited can be seen to be self-evident and necessarily true.  If intuitionism promises to 

deliver that kind of knowledge, then of course it is hard to account for de facto basic 

normative disagreement.  But modern intuitionism is much more modest.  Both Robert 

Audi and Michael Huemer maintain a fallibilist intuitionism, where propositions intuited 

are merely prima facie and defeasibly justified.168   

Fallibilist intuitionism might be in the running for the best explanation of basic 

disagreements about reasons.  From the fact that we can detect normative reason relations 

it does not follow that we should actually agree about what reasons there are.  Some 

might have better detection faculties than others, and some normative commitments 

might be generated from misapprehension of the normative facts, or from sources other 

than a faculty for detecting reasons.  Of course, whether intuitionist realism or some 

                                                 
168 Audi (2004, 44-45); Huemer (2005, 105-107). 



 251

version of irrealism plus a psychological theory of reason commitments offers the best 

explanation of basic disagreement depends upon a sensitive, complicated weighing of all 

the considerations that are relevant when assessing the overall quality of a theory, 

including explanatory power, parsimony, etc.  At the starting gate, each account of 

disagreement looks perfectly acceptable, so the argument from disagreement really 

hinges on the qualities of the broader background theories in which intuitionist realism 

and irrealism are embedded.   

In what follows, then, I will not focus on existent disagreement.   

7.6.3 The Defeater from Cosmic Coincidence 

As I indicate earlier, intuitionism about reasons would have to put us in touch 

with non-natural, non-phenomenal facts about what considerations favor or disfavor 

which actions and attitudes of particular agents.  If we attend to this aspect of the theory, 

we find conclusive defeaters for any prima facie justification we might have had for our 

judgments about reasons, defeaters that do not apply to other cases of intuition in other 

domains such as perception, grammar, etc.    

I take it that intuitions themselves, and the judgments and beliefs they generate 

(for short, call all these psychological states commitments), are perfectly respectable 

psychological states.  If so, they count as part of the physical world studied by the 

sciences.  So far, so good, but we should start to worry once we realize that the physical 

world is causally closed.  That is, every physical event is fully causally determined, to the 
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extent it is determined,169 by wholly physical events.  In this vein, consider some 

normative commitments of mine: I believe that agents have basic reason to help those in 

need, and reason not to cause others pain for fun.  Presumably, these commitments and 

their contents can be fully explained in terms of causal forces acting upon my 

psychology.  Perhaps the explanation will be in part evolutionary, because some altruistic 

commitments like these were selected for in the environment of my ancestors.  Agents 

with these commitments were better at cooperating, and so enjoyed some evolutionary 

advantage over other agents without such commitments.  Perhaps, not inconsistently, 

there is a social, cultural explanation for my reason commitments that appeals to my 

upbringing and my later exposure to philosophical positions and arguments.  I do not here 

advocate any particular explanation, but I do want to stress that, given the causal closure 

of the physical, and given that my normative intuitions, judgments and beliefs are simply 

psychological states, and so part of the physical world, there will be some explanation 

cashed out in terms of the physical world for why I have the particular reason 

commitments I in fact have.   

Because favoring relations are not part of the natural world, and thereby do not 

causally interact with the natural world, my judgments will not be explained by appealing 

to the reason facts.  And I am not special.  Anyone’s psychological commitments will 

have a full physical explanation that leaves out real reason facts.  Here is the upshot: any 

correlation between one’s reason intuitions, judgments and beliefs, on the one hand, and 

                                                 
169 Quantum mechanics might reveal that our world is causally non-deterministic, in 
which case the probabilities of every physical event are fully determined by other 
physical events without room for further influence by non-physical events.   
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the real reason facts, on the other, would be a huge cosmic coincidence.  God could vary 

the reason facts anyway he wishes, and because the causal forces will not be changed 

thereby, the causal world will produce the very same reason commitments.  To have 

accurate reason commitments, the world would have to be specially designed such that its 

causal forces generate reason commitments that align with the reason facts.  Let us call 

this the argument from cosmic coincidence: 

1. One’s reason commitments are psychological, and therefore physical, states.    

2. The physical world is causally closed, so any physical event or state is fully 

caused by physical events or states. 

3. One’s reason commitments are fully caused by physical events or states.   

4. For a psychological state that is fully physically caused to accurately reflect 

facts outside of the causal order there would have to be a cosmic coincidence 

between the causal order and non-causal facts.  

5. One’s reason commitments purport to reflect reason facts. 

6. Reason facts are not part of the physical world, and so they are not part of the 

causal order. 

7. Therefore one’s reason commitments represent the reason facts only if there is 

a cosmic coincidence between the causal order and reason facts.  

I submit that cosmic coincidence counts as a defeater for any prima facie 

justification our reason commitments might have enjoyed, including the kind of 

justification delivered by fallibilist intuitionism.  The coincidence comes into focus when 

we realize that the nature and content of our normative commitments can be fully 
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causally explained by appeal to the natural world, which prompts us to ask “What are the 

chances that the causal forces of the natural world would deliver commitments that match 

the independent set of normative facts?”  Absent some explanation for what appears to be 

a cosmic coincidence, we have a decisive objection to the intuitionist story, and any other 

epistemic theory that delivers prima facie justification.170  Note that this argument does 

not rely upon a causal theory of justification.  We need not require that beliefs that p 

enjoy the right causal connection to the fact that p to be justified.  We merely note that 

when the putative fact that p is completely isolated from one’s beliefs regarding p, such 

that the putative p fact can vary without having any influence on one’s beliefs regarding 

p, it is highly unlikely that one’s beliefs regarding p will accurately reflect the fact of the 

matter.  If one embraces the cosmic coincidence, one must account for it.   

This objection does not apply to intuitionism in non-normative domains.  When it 

seems that a wall is red, I am prima facie justified in believing that the wall is red 

(modulo the realist purport of any favoring relation implicated by justification claims).  

When I reflect on how I might be in touch with the color of the wall through this 

perceptual seeming there is no threat that the contents of my belief might become 

detached from the facts of the matter, for I am supposedly causally interacting with the 

wall and the light from it.  When a fireman gets the feeling that it is no longer safe to stay 
                                                 
170 This argument is similar to an argument pressed by Sharon Street (2006).  In that 
paper, she posits that our ethical beliefs have been influenced by evolutionary pressures, 
and she then considers how likely it is that evolutionary pressures would converge on 
truth ethical beliefs.  I think her argument, suitably modified, has a more general and 
persuasive form that abstracts from its evolutionary underpinnings.  The more general 
worry is that we have no reason to hope that beliefs about matters that we are not in touch 
with will be true, particularly when those beliefs are generated by forces that have 
nothing to do with the putative facts we are after.   
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and fight a fire, he is exercising his sensitivity to subtle and unarticulated cues in his 

environment, cues that his cognitive system has learned to respond to through years of 

experience.  When a sentence strikes me as ungrammatical, there is not a sui generis, 

suitably mind-independent, real grammar fact that I grasp, but rather a mere application 

of psychologically embedded linguistic rules, which are parts of the physical world.  By 

contrast, real reason facts are special, so it is not surprising that we have no account of 

how we might be in touch with them.   

7.6.4 Ad Hoc Normative Exceptionalism? 

Notice the way in which I have pressed the argument.  I am considering whether 

we have reason to accept real reason facts in the world, and in doing so I cannot help but 

appeal to what I take to be good reasons for admitting a favoring relation into the 

ontology, or rejecting it from the ontology.  I have offered a defeater for the realism in 

reasons realism, and this leads me to reconsider some of the objective pretensions of the 

discourse in the next chapter.   

Of course, one might deny this defeater.  Though I am moved by the argument 

from cosmic coincidence, perhaps others are not.  Or, if one is initially moved by the 

argument, one can try to save the realist purport of reasons by changing one’s mind about 

what counts as a good defeating reason – in this case one can decide to reject cosmic 

coincidence as a good defeater for reasons realism.  Can we easily fix our problem by 

adjusting our normative commitments (for those who need adjusting) so that coincidence 

no longer counts as a reason to doubt that we are in touch with real, non-natural reasons?  

More generally, can we just adopt whatever set of reason commitments according to 
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which the realism in reasons realism is no problem, and that otherwise best preserves our 

current commitments?   

I think these kinds of moves introduce repugnant ad hoc normative 

exceptionalism.  Let me explain.  The first thing to notice is that cosmic coincidence is 

just one way to press a more general concern about how it is that we material beings can 

be in touch with real, non-natural properties.  The coincidence claim makes the concern 

more acute by pointing out that there will be a perfectly natural causal explanation for 

why it is that we have the reason commitments we have, which makes no appeal to the 

putative facts that those commitments are about.   

The second thing to notice is that, in non-normative domains, if it is hard to 

imagine how we could be in touch with the putative facts that make our beliefs true, and 

if some natural explanation makes it unlikely that we are in touch with those putative 

facts, we count this as a defeater for the corresponding beliefs.  To illustrate, suppose and 

agent, A, is committed to the existence of God, not because He is needed to explain 

anything in the world, but just because it really seems to A that God exists.  This is a 

deep-felt commitment that A cannot shake.  Now suppose that A’s commitment can be 

fully explained in purely natural terms, and A realizes this.  Regardless of any prima 

facie justification A’s belief in God might have enjoyed, is it reasonable for A to maintain 

her belief by appealing to the fact that it really seems that God exists?  No, it would not, 

for psychological and linguistic commitments about a discourse are not sufficient to 

underwrite an ontology for the discourse.  

To take a less controversial example, consider another agent, B, who is convinced 
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that there is a goblin war raging all around her, only the goblins and their weapons are 

“not composed of our matter” she tells us, “not made of anything that can interact with 

the physical-phenomenal world.”171  Nevertheless, it really seems to B that such a goblin 

war rages on and she waxes poetic about being in touch with such a fact.  Suppose we do 

some neuroimaging and we can explain why it is that B has such bizarre seemings, and so 

why it is that B believes in the goblin war, all without appealing to any goblin wars.  Is 

B’s intuition enough to support her belief that there is a goblin war as described?  No.  

B’s belief has been defeated.  We should have the same conclusion about real reason 

relations or else answer the charge of ad hoc normative exceptionalism.   

Essentially, I am making a similar point about one’s reason commitments.  

Though reasons realism might be embedded in normative thought and language, that is 

not enough to underwrite its realist ontology.  In a way, this is connected with Mackie’s 

objections against ethical facts.  He thought that ethical facts would be queer and that we 

would need a queer faculty for getting in touch with them.  I have tried to take his 

insights, refine them, and apply them to reasons.  The objection is not that reasons would 

be queer, but that they would be non-natural and non-phenomenal, which raises the 

question of how we get in touch with them, particularly when our reason commitments 

are fully caused by the physical facts, which are different in kind from the reason facts, if 

such there be.  To make one’s reason commitments sensitive to the reason facts, one 

would have to excise those commitments from the causal order, thereby allowing non-

natural favoring relations to influence the commitments.  This would require us to excise 
                                                 
171 In his “Events” paper David Lewis referred to such goblin wars to make a different 
point about the spatial location of events.  See Lewis (1983, 245). 
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normative judgments quite generally from the rest of our naturalized psychology, as it 

exists in the causal order.  As Mackie thought, we would have to say that our normative 

judgments are generated, not in the causal order, but by apprehension of the favoring 

facts through some queer faculty independent of the naturalizable parts of our 

psychology.  The science of moral psychology will falsify this, and in light of the cosmic 

coincidence waiting in the wings, we have a defeater for reasons realism.   

To preserve one’s prima facie case for believing in some set of reasons, 

realistically construed, one must be a quietist.  For the cognoscenti who have read this far 

it is simply too late.  We have seen that we are semantically committed to realism about 

reasons, and yet we have no reason to believe the requisite favoring relations exist.  Our 

commitments are in conflict, the case for real favoring relations cannot withstand 

scrutiny, and we are forced to reconsider our options.  I want to recommend a revisionary 

semantics, but before I do that I should briefly consider coherentism, as it is often seen as 

an all-purpose salve for epistemic woes.    

7.7 Coherentism 

One putative way out is to say that some sets of normative commitments cohere 

together better than others.  Rawls (1971), of course, enjoins us to put our normative 

commitments in reflective equilibrium.  Both Audi (2004) and Huemer (2005) combine 

fallibilist intuitionism with the view that reflective equilibrium can defeat some 

intuitively supported beliefs, and support others.  Scanlon (1998) provides a more robust 

role for coherentist considerations in providing prima facie justification.  It is often 

thought that all disciplines must ultimately rely on something like reflective equilibrium, 
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for each discipline must start somewhere.  Further investigation and progress cannot 

proceed from nowhere; we are all on Neurath’s boat and we must work with the materials 

available.  Even in the hard sciences, inference to the best explanation generates progress, 

and what is inference to the best explanation but a weighing of complex and often 

unarticulated considerations in theory formation and rejection, i.e., something very much 

like reflective equilibrium?   

I have several responses.  First, as traditionally conceived, and clearly found in 

Rawls, reflective equilibrium is a thoroughly constructivist undertaking.  For any set of 

psychological commitments, we can rightly wonder why they will accurately reflect the 

way the world is, and the process of placing our psychological commitments in reflective 

equilibrium as such promises to get us no closer to the way the world is.  But does this 

prove too much?  If the methods of all disciplines are more or less various forms of 

reflective equilibrium, are we compelled to become irrealist, constructivists about all 

disciplines?   

I do not think so, for while reflective equilibrium alone would not render out 

beliefs likely true, if the whole psychological evolution is influenced and molded by the 

way the world is, then we can expect the resulting beliefs to accurately reflect the way the 

world is.  This is the picture we have in science and other realist disciplines, where our 

psychology interacts with the external world and comes to accurately represent that 

world.  But when it comes to the favoring relations required by reasons realism, the 

whole problem is that our psychological commitments are not influenced by the subject 

matter they purport to be about.  So reflective equilibrium in this domain is a purely 



 260

psychological undertaking, and it promises little hope for accurately reflecting the truth 

about reasons, if such there be.   

7.8 Conclusion 

Having said the above, I must leave room for one who finds a way to embrace the 

realism in reasons realism without embracing the realism in goblin realism.  As yet I see 

no way to do so except to hold that the subject matter of reasons is to be treated as a 

special exception to the standards that apply to all other subjects.172  As I see it, this 

special treatment is motivated, at base, by the deep psychological commitments we have 

to the reason claims we hold most dear, but as I’ve said many times now, heartfelt 

commitment alone cannot underwrite ontology.  Trusting that others will also find 

normative exceptionalism repugnant, I will now offer a revisionary normative semantics 

as my own solution to our troubles. 

                                                 
172 Actually, there is the option of rejecting consistency, whereby one can accept the 
argument from cosmological coincidence, and reject the argument from cosmological 
coincidence.  I don’t have anything to say to those who embrace this option.   
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8 REVISING NORMATIVE SEMANTICS: 

ADOPTING THE FICTIVE STANCE  

The commitments of reason discourse lead to an unstable position.  The discourse 

is cognitive and descriptive, so it has objective pretensions that can only be vindicated by 

a realist metaphysics.  But reasons cannot be located in the natural-phenomenal world, 

and the very reason commitments under scrutiny do not countenance non-naturalist 

realism.  What are we to do?   

If we do nothing, by our own standards all of our normative claims will be fraught 

with error, for they are committed to things that do not exist, viz., normative relational 

properties.  Reason claims of all kinds—moral, prudential, instrumental, epistemic—

would be false.  And in virtue of being reason-implicating, normatively engaged moral 

discourse, claims about substantive rationality, and claims about evidence and pre-

theoretic notions of justified belief will also be false.      

One would like to avoid the error.  One option I would like to avoid is 

eliminativism about normative discourse.  That is, one could try to stop talking about or 

forming beliefs about what one has reason to do, and what is good, right, virtuous, just, 

evidential, and justified.  Instead, one could simply talk about actions that harm others, or 

bring them pleasure, perhaps hoping that others will be moved by these considerations, 

but without any pretense that others should be moved by these considerations.  Or one 

could point out that, if agent A wants X, action Φ is the way to get X, expecting this to 

weigh with A.  But, crucially, if A is unmoved, there is no sense in which A has failed to 

do something he has reason to do.  On the eliminativist option, instrumentalists would 
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have to talk about motivational states directly, and drop the claim that agents should take 

the means to their ends, for there would be nothing counting in favor of that any more 

than there would be moral considerations counting in favor of action.  

In the epistemic domain, instead of talking about what one has reason to believe, 

or what beliefs are justified, one could talk about what beliefs are true, hoping this will 

weigh with others.  Not that we would have any reason to believe the truth.  And if one 

adopts a belief acknowledged to be false, or uses hasty generalizations instead of 

induction on large, representative sample sizes, then he has simply adopted a false belief, 

or formed a belief on hasty generalizations, not that he shouldn’t do so, or is unjustified 

in doing so.  

Eliminativism about normative discourse is admittedly repugnant, if not 

impossible psychologically.  But it is more attractive than carrying on with error, if that is 

the alternative.173  So the crucial question here is: In normative matters, are we forced to 

speak falsely, or not speak at all?   

Fortunately not.  In the last chapter I showed that we have a defeater for our 

reason beliefs only insofar as they have realist purport.  We worked within our reason 

commitments to scrutinize a narrow aspect of reason discourse, viz., whether we have 

reason to admit real favoring relations into the ontology.  We found that the ontology of 

favoring relations is misfit, but this is not wholly damning for the discourse.  After all, 

                                                 
173 It is odd that realists save their most vituperative condemnations for error theory.  
Error theory is actually closer to realism than non-cognitivism or non-descriptivism, for 
error theorists at least share common semantic ground with realists.  Only after the 
vindication of a realist ontology fails do error theorists reluctantly accept the undesirable 
conclusion.  
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when we find a leaky pipe we do not conclude that the house has been reduced to an 

irredeemable pile of rubble; we fix the leak and keep the good parts of the pipe and the 

rest of the house intact.  Similarly, when it comes to reason discourse we should not 

overlook the possibility of fixing the problem.    

Thus, one option is to modify our understanding of the discourse in an attempt to 

excise those aspects that engender realist purport, leaving all other aspects intact.  In this 

fashion we can by and large maintain our normative commitments, and come to a more 

refined understanding of those commitments. 

8.1 Revisionary But Preservative Semantic Options 

Normative error theory is a rare beast.  More common are ethical error theories, 

and the most influential error theorists like John Mackie (1977) and Richard Joyce (2001) 

attempt to preserve ethical discourse despite the error.  Perhaps we can learn from their 

revisionary accounts.  

Joyce is at bottom an error theorist about morality because he does not think there 

are categorical reasons of the kind implicated by moral discourse.  He does, however, 

embrace instrumental reasons to advance one’s ends, and he uses instrumental reasons to 

argue that we should (instrumentally) keep moral discourse as a useful fiction, for moral 

discourse helps us coordinate our behaviors in a way that best serves our contingent 

ends.174  He thus tries to preserve ethical discourse as a useful fiction, whereby we 

pretend that there are categorical reasons because doing so is instrumentally valuable to 

achieving our ends, which we genuinely have reason to do.  By pretending as though 

                                                 
174 Joyce (2001, Chs. 7-8). 
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there are categorical reasons we use ethical discourse, but we avoid uttering falsehoods, 

just as we avoid falsehoods when we make believe with children.     

Unlike Mackie-style error theorists, we cannot rest our laurels on instrumental 

reasons, for we have seen that instrumental reason claims have the same conceptual and 

semantic commitments to favoring relations as do any kind of reason claim whatever.  In 

light of the failure of reasons realism across the board we have a much larger problem on 

our hands.  We have some error theory implicated in all reason discourse, and all reason-

implicating discourse, including moral, pragmatic, instrumental and epistemic discourses.  

Our preservative option cannot claim that there are instrumental reasons for preserving 

other kinds of reason claims, for the instrumental reason claim is laden with the same 

errors as others kinds of reason claims.   

Ultimately, I suggest that we adopt the fictive stance for normative discourse 

across the board, but before proposing and defending that suggestion, let me note the 

various features of normative discourse that do not of themselves engender any realist 

purport.  If the revision to come is truly as preservative as can be, such features should 

survive the revision.  

8.1.1 Features to Be Preserved  

Reason thought and language, and other normative discourse that is reason-

implicating, is highly complex.  Many features of the way we think and talk about 

reasons are not essentially tied to their realist purport.  Consider first the psychology of 

one who treats some considerations as reason-providing.  Alice, for instance, treats the 

welfare of others as a reason-providing consideration for the way in which she conducts 
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her own life.  When she is aware that her actions might affect the welfare of at least one 

other this fact weighs with her.  She takes it into account in her thoughts and actions.  If 

she harms the welfare of others she feels bad, and when appropriate, guilty.  When she is 

deliberating about what to do the fact that one action will contribute to the welfare of 

another translates into the appropriate motivational disposition.   

Sally also takes the results of experimental hypothesis testing (for short, empirical 

data) as reason-providing when she forms beliefs.  Unlike the practical case, belief 

formation is in a deep sense involuntary, so to say that Sally takes empirical data as 

reason-providing is to say that it plays a particular role in her belief-forming and belief-

maintaining processes.  Some such processes are spontaneous and automated, others are 

more deliberative and reflective, as when Sally perseverates on the existence of God.   

These examples of the psychology of treating a consideration as reason-providing 

are merely illustrative.  We can imagine that Sally also takes appearances, apparent 

memories, etc. as reasons for belief, and she takes her own welfare, and those of her 

family and friends as particularly weighty reasons in the practical domain.  But in all 

these cases the basic point is that the psychology of treating something as a reason need 

not carry any objectivist purport about the real existence of reason relations.  To take 

something as a reason is merely to have it play a certain kind of functional-dispositional 

role in cognition.  In general, then, we can consider an array of cognitive systems, C1-Cn, 

where each one treats different kinds of considerations as reason-providing in thought 

and language.  Ci might take a few black crow exemplars and conclude that all crows are 

black, whereas Cj takes the same sample of black crows and suspends judgment until Cj 
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gets more information. Ci might react to alleviate the suffering of others, whereas Cj only 

reacts to anticipated increases in Cj’s pleasurable states.  None of these cognitive systems 

as such, their processes and procedures, engender any hint of real favoring relations.  A 

revisionary semantics, then, should have no problems preserving this aspect of normative 

experience, thought and language.   

Second, there is a distinctive social role for reason discourse.  Interpersonally, we 

use reason claims as a sui generis way to prescribe others to treat certain considerations 

as reason-providing.  It is sui generis because it is distinct from other forms of 

prescription like outright requests, expressions of mere desires, or commands.  Reason 

discourse directed at others is in some respects like recommending acts and beliefs to 

others, or advocating particular actions and beliefs based on the favoring considerations, 

but, as a matter of semantics, reason claims cannot be reduced to any of these other forms 

of prescription without losing their distinctive meaning.  And it is this distinctive 

meaning that enables reason discourse to have its unique kind of influence on the 

behaviors and attitudes of others, influence that cannot be recovered by other forms of 

prescription.   

To see this social role more clearly, recall our character Andy.  Recall that Andy 

is so insensitive to others that he cannot be bothered to pull the fire alarm as he leaves a 

burning building.  In response to his callous omission I might claim “but the fact that 

pulling that alarm could have prevented so much suffering was a reason to pull the alarm; 

Andy, you really should have done that.”  Claims like this are able to play a distinctive 

social function.  They supply a sui generis kind of pressure to Andy and others to treat 
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the fact that pulling the fire alarm will prevent suffering as a reason.  I don’t want to put 

too much weight on my particular claim directed at Andy, for he might not receive 

similar pressure from others, or he might be incorrigible.  And I don’t want to assume 

that pressures are always exerted in the direction of being moral.  Though I advocate that 

the welfare of others play a certain weighty role in Andy’s deliberations that they have 

heretofore not played, he might argue that agents only have reason to pursue their own 

interests, and his reason claims are capable of exerting the same sui generis pressure on 

me.  If we have an epistemic disagreement, perhaps one of us will advocate that the other 

treat some consideration as a reason to believe in God, while the other advocates that that 

consideration not be accorded such weight.  

Normative discourse as a whole thus plays a unique social role, prescribing 

actions and attitudes to others, occasionally successful in influencing their actions and 

attitudes.  It is part of how we negotiate our social lives together.  This is not to ignore the 

contributions of non-normative and non-cognitive discourse, like expressions of 

disapproval, outright requests, etc.  It is just to point out that if we tried to get by without 

normative discourse we might not be able to preserve the ways in which it contributes to 

prescriptive pressures.   

One of the insights of expressivism is this sui generis prescriptive dimension to 

normative discourse, or at least to moral discourse.  Stevenson put it in terms of 

recommendations (1937), and Hare put it in terms of the logic of commands (1952).  

However, what these thinkers failed to see is that normative discourse gets this linguistic 

and social function through its descriptive semantic content.  Mackie’s insight, which he 
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unduly limited to morality and aesthetics, is that normative discourse refers to features of 

the world that are objectively prescriptive, in our terms considerations that favor or 

disfavor.  Here it is not I who prescribe with prescriptive language, but rather features of 

the world call out for certain responses.  Reason discourse has a different prescriptive and 

social-functional role than requests or expressions of approval, for instance, because of its 

more objectivist pretensions, because it purports to pick out considerations that genuinely 

do count in favor of actions and attitudes regardless of how any particular individual 

might feel about those considerations. 

Moving forward, one primary concern with any revisionary semantic account is 

whether and how well it can retain these features of the discourse.  If the function of 

reason discourse depends on its objectivist pretensions, and if those same objectivist 

pretensions engender (troubling) realist commitments, how can we excise the realism 

without jeopardizing the social function?   

8.2 Rooting Out the Realism 

In chapter 3 I argued that the attitudes featured in reason claims are cognitive 

attitudes, and it chapters 4-5 I argued that the contents of reason claims have descriptive 

purport.  These two features of reason claims entail realist purport, so to eschew that 

purport we can adjust either the attitudes we take toward normative contents, or the 

meanings of those normative contents.  Our choice is guided by feasibility, of course, and 

preservative considerations, such as minimizing shifts in meaning, allowing one to take 

considerations as reasons in thought and deliberation, and maintaining the sui generis 

prescriptive force and social function of normative discourse.   
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Here I think the most feasible and preservative option is to adjust our attitudes 

while keeping the meaning of normative contents the same.  Consider first how poorly a 

change in the meaning of normative contents would preserve normative discourse.  No 

longer would propositions with normative content be about reasons, and about what 

considerations count in favor of or against certain actions and attitudes.  It is difficult to 

imagine just how to change the meaning of such propositions without changing the 

subject entirely.  We might be able to stop talking as though reason claims are true in 

descriptive fashion, we might cease to genuinely disagree about what counts in favor of 

what, and we might drop the idea that any given set of reason commitments carries with 

it the possibility of error.  We might even drop the idea that reasons have genuine 

normative authority over agents.  However, though dropping these objective pretensions 

would eliminate reasons’ descriptive purport, we must wonder what would be left to the 

content of reason judgments and claims.  If we retain our beliefs about reasons while 

dropping their descriptive purport, we risk believing in propositions that are no longer 

meaningful.  What, in the end, do we believe in?   

Consider the parallel case regarding witch discourse.  After discovering that no 

one has magical powers, and no one floats because they repel water, suppose that we 

continue to believe in witches, but in an effort to avoid massive error we drop some of the 

critical practices of the discourse to eliminate its descriptive purport.  Exactly what would 

we believe in any more?  Without some suitable substitute understanding of the 

semantics of witch claims, witch discourse becomes meaningless.  Of course, we could 

start talking about what actually causally regulated the discourse, viz., socially outcast 
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women, often healers, which garnered special disapproval from the community.  If we do 

that we are no longer talking about witches, for these outcasts do not a witch make.  And 

if we take the same strategy in reason discourse we might start talking about 

considerations that motivate, or that would motivate, various kinds of agents, and 

considerations that, if supplied to reliable belief-forming processes, would reliably 

generate true beliefs in certain environments.  That would eliminate the normative 

content of reason discourse entirely, which content is essential if we are to talk about 

normative reasons, as opposed to motivating or explanatory reasons.  Essentially, we 

would no longer be able to think those thoughts.  If we are after the most preservative 

option, this is not the way to go.  

This change in content might not affect our ability to take certain considerations 

as reason-providing, for this amounts to no more than a kind of dispositional-functional 

role in cognition and deliberation.  Only when we reflect and form explicit judgments of 

the form “F is a reason to Φ” do we run into trouble, for a revised content would not 

retain the pre-revisionary meaning.  

Moreover, the different semantic contents would not preserve the sui generis 

prescriptive pressure and social function of normative discourse.  As adduced above, the 

unique semantic content of reason claims, which concern considerations that objectively 

favor or disfavor actions and attitudes, enables these pressures and functions.  Without 

appeal to considerations that favor independently of what any particular individual 

happens to think about those considerations we risk losing this way of prescribing and 

negotiating our lives together.  I doubt that the other prescriptive tools of requests, 



 271

admonitions, and the like can pick up the slack.   

Second and relatedly, even supposing that there is a suitable substitute meaning 

for reason claims, exactly how do we affect the move to the alternative semantics?  It 

would be as difficult to change the meaning of “is a reason to” as it would be to change 

the meaning of “is taller than.”  Meanings arise, at least in part, from the ways in which 

communities of speakers think and talk.  Though not impossible, it would be a great 

undertaking to move entire communities to the new way of thinking and talking about the 

contents of reason claims so as to generate the desired meanings for the discourse.   

By contrast, an adjustment to the attitudes we take toward reason contents 

promises to be more feasible and more preservative of the current discourse.  As we have 

seen, reason judgments and assertions feature cognitive, belief-like attitudes, so the 

proposal under consideration would have us revise down to some sort of non-cognitive 

attitude toward reason contents.  Let me first explain the kind of attitude I want to 

propose for the revision, and then turn to consider how preservative it is.  

8.3 The Fictive Stance 

Of course, some attitudes toward normative contents make little sense.  For 

example, we do not want to simply start desiring that F is a reason for A to Φ, or to start 

having a pro attitude toward the proposition that F is a reason for A to Φ.  For one, it is 

not clear how such attitudes will manifest themselves.  Having started to desire that there 

be reasons, would I then try to bring about a world that contains favoring relations from F 

to A’s Φing?  I lose that odd desire as soon as I realize that I am powerless to bring about 

such wonderful changes to the ontology.  Moreover, attitudes like these are too far a field 
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from standard beliefs, so that reason statements would no longer have their assertoric 

force.  It is hard to see how the prescriptive and social functions would remain.  Thus, to 

be a preservative and attractive option we have to do more than simply adopt a standard 

non-cognitive attitude; we cannot simply wish there were reasons.   

I propose that we adopt a fictive stance toward reason claims, and throughout 

genuine normative discourse.  Let us call this revisionist normative fictionalism.  To 

clarify this attitude, consider how persons adopt the fictive stance in other domains.  With 

children, for instance, some individuals talk about Santa Claus as though he were a real 

character, as though he lives at the North Pole with some toy-making elves, rides a sleigh 

pulled by reindeer, and delivers presents by dropping down chimneys.  Within this fiction 

we might disagree with one another about exactly what Santa is like, and whether he 

really delivers presents all by himself in one night and all across the globe, or whether he 

enlists helpers.  Of course, in critical moments those in the know drop the fiction and 

acknowledge that nothing said about Santa is true, strictly speaking.  This is a way of 

disavowing any realist purport to Santa-talk, at least as those in the know use it.  All the 

claims about Santa are only true or false within the fiction itself.  The same can be said 

for discourse about the Easter Bunny and the Tooth Fairy.   

More commonly, one adopts the fictive stance when reading good fiction.  

Consider the stories about the famous crime solver Sherlock Holmes.  He never actually 

walked the streets of London, he never lived at 221B Baker Street, and Dr. Watson was 

not his sidekick.  Sir Arthur Conan Doyle made this stuff up.  However, one interesting 

feature of fiction is that its lack of realist purport does not stop individuals from thinking 
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and talking as though it is factual, at least on some occasions.  When reading Doyle’s 

stories, for instance, we suspend disbelief and we temporarily treat the things we read as 

factual.  Moreover, we can and sometimes do argue about facts within the fiction as 

though they are actually true, as happens when two enthusiasts disagree about where 

Holmes’ killed his arch nemesis, Moriarty, and whether Holmes was killed in the same 

struggle.  Just to emphasize how far disbelief can stretch, according to the fiction, 

Moriarty fell over the Reichenbach Falls in Switzerland, where there is now an 

inscription that reads “At this fearful place, Sherlock Holmes vanquished Professor 

Moriarty, on 4 May 1891.”   

The fictive stance often operates like ordinary belief, particularly when one “gets 

lost in the fiction,” as it were.  So this kind of stance looks like a promising way to be as 

preservative as one can about normative discourse while at the same time avoiding its 

realist purport.  When one adopts the fictive stance toward some reason claim, that reason 

claim retains its ordinary meaning, so it purports to express a normative relational 

property.  Under the revision, I would fictively accept some normative claim p; instead of 

adopting a full-blooded belief that p, I am instead an irrealist about p, and I thereby avoid 

metaphysical commitments to the actual fact that p.  But in ordinary normative discourse 

with others I become lost in the fiction, as it were, and I proceed to think and talk as 

though some reason claims are true and others false.   

Within the discourse, and so within the fiction, my normative attitudes operate 

very much as ordinary beliefs.  Indeed, we can disagree about reasons, what one ought to 

do and what one ought to believe.  I will think and talk as though the normative facts are 
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reflected in the kind of normative claims I accept, and you will do the same.  In this 

fashion, ordinary reason discourse can proceed very much as it does now so long as we 

are all disposed to avow metaphysical irrealism about reasons in more critical times, just 

as we can shift from disagreements from within the Holmesian fiction to more reflective, 

irrealist leanings about the fiction itself. 

In the case of reasons it is crucial that we take ourselves to be talking about one 

and the same fiction: a fiction that concerns what considerations count in favor of or 

count against particular actions and attitudes of agents.  It is not as though there is my 

reasons fiction created by my normative commitments and your reasons fiction created 

by your normative commitments, where certain reasons claims are true relative to my 

fiction, and other reasons claims are true relative to your fiction.  That would be a 

straightforward form of relativism.  No, we are talking about one big fiction where the 

only issue is what favors what, and how these different favoring relations interact to 

generate overall reason claims.  It might be the case that, according to your reason 

commitments, some agent, A’s, reasons necessarily depend upon A’s goals and ends, and 

according to A’s commitments, his reasons do not necessarily depend upon his goals and 

interests.  If you two were to get into a disagreement with A about whether A has reason 

to Φ, where Φing is not connected to A’s ends and interests, I take it that you would say 

that A does not have reason to Φ even though A might disagree.  Again, individuals think 

and talk as though their views on reasons reflect the facts, and they think and talk as 

though there are stance-independent facts of the matter that make their commitments true, 

just as they do in current normative disagreement.  The key difference between the old 
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and the new discourse surfaces when we become more critical, for now we are disposed 

to acknowledge that we are ultimately irrealists about reasons.   

8.4 Preservation and Change 

Recall that, in moving to the fictive stance, we want to preserve two functions of 

reasons discourse: treating considerations as reasons, and the sui generis prescriptive 

social function of reason discourse.  Let us consider these in turn. 

Under revisionist normative fictionalism, treating considerations as reasons is left 

wholly intact.  The fictive stance allows one to continue to treat certain considerations as 

reason-providing in the sense that those considerations will continue to weigh with one, 

just as they did before.  They will play a characteristic functional role in our cognitive 

economy, influencing the way we deliberate, form attitudes, and act.  So I can continue to 

allow considerations like the welfare of others to play a certain role in my practical 

deliberations about what to do and what attitudes to adopt.  And I can allow experimental 

criteria to play a role in my theoretical deliberations about what to believe.  These amount 

to no more than certain functional roles in my cognition and deliberation, which 

themselves carry no realist purport.   

There are, however, some related difficulties if one is to form explicit judgments 

about one’s reasons.  Under the revision, these explicit judgments should incorporate the 

new fictive stance to avoid any realist commitments.  That is, individuals engaged with 

the fiction can suspend disbelief, and think and judge as though reason judgments are 

true, but to avoid tokening simple cognitive attitudes, those individuals should be 

disposed to avow irrealism about reasons when pressed.  We need not simply revert to the 
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old discourse now that we have a more refined view of normativity.   

What if one adopts a more critical stance, asking themselves “Do I really have 

reason to Φ?” or “Why should I Φ?”  Under the old cognitive, descriptive semantics, 

these questions ask whether there is some consideration favoring one’s Φing, and 

whether overall, one has most reason to Φ.  The answers depend on the normative facts of 

the world regarding what favors what.  Under the revised fictive, descriptive semantics, 

however, one recognizes that there is no such objective answer.  The world does not 

settle the question.  In these more critical frames of mind when one is speaking about the 

discourse, one must acknowledge that one just does treat some F as reason-providing and 

does not treat some other consideration, say, G, as reason-providing.  There is no suitably 

mind-independent fact of the matter about whether one should treat one or the other as 

reason-providing.   

This might stir some existentialist fears.  But to cope, notice that these kinds of 

thoughts are only made explicit in very critical contexts where one is not speaking within 

the discourse, as it were.  Philosophers tend to dwell in such contexts, but they are much 

less common outside of the discipline.  In more common contexts one simply treats 

considerations as reasons, and as we have said, there is no realist purport there.  And in 

these relaxed contexts one can judge that some F is a reason for oneself to Φ without 

falling into realist commitments, for these judgments are made within the fiction, much 

as one makes judgments about the mysteries of Sherlock Holmes.  To be sure, in more 

critical contexts, one must avow irrealism to avoid problems, but even in the more critical 

contexts, is it so devastating to recognize that, at base, we are left with deep commitments 
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to treating certain considerations as reasons?  No one is forcing us to be committed one 

way rather than another.  Faced with the lack of authoritative reasons, one can still opt to 

treat the welfare of others, controlled experiments, etc., as reason-providing.  Just as 

nothing demands that we adopt these commitments, nothing demands that we drop them, 

either.   

Some of these same observations apply when we turn to the interpersonal role of 

normative discourse.  We can distinguish those instances where one speaks from the 

discourse, suspending a certain kind of disbelief, from more critical contexts, for the 

fictive stance is distinguishable from standard cognitive attitudes by how it manifests in 

these contexts.  In more relaxed contexts, as with any fiction, one can speak within the 

fictive stance as though there are facts of the matter, realistically construed.  One can 

judge that F counts in favor of Φing.  As a result, normatively engaged discourse that 

does not invoke critical contexts carries on much as it did before the revision.  We can 

argue with others about what one has reason to do or believe, and we can even use the 

truth predicate as though there is some fact of the matter about what one has reason to do 

or believe. 

Because the revisionary account leaves normative content intact, and only alters 

the attitudes we take to those contents, it stands the best chance of performing the same 

social function as the old discourse.  In relaxed contexts, assertions of reason claims 

remain a unique way to prescribe certain actions and attitudes in others, distinct from 

other ways of influencing behaviors, such as requests or mere instances of approbation 

and disapprobation.  And, equally important, such assertions remain a unique way to 
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enjoin others to treat certain considerations as reason-providing.  Normative assertions 

still purport to be about considerations in the world that call out for certain responses, and 

this putative in the world prescriptivity is reflected in the discourse.  It is not I who 

prescribe certain actions and attitudes of yours, but certain considerations that are 

weighty and relevant independently of what any particular individual happens to think of 

them.  This feature of the discourse enables it to play its characteristic prescriptive social 

functions, and by preserving the content of reason claims, the revised semantic account 

under consideration also enables the social functions.   

There is the worry that the fictive attitudes we take under the revision would 

prevent normativity’s sui generis prescriptive functions.  After all, in critical contexts we 

no longer believe that certain considerations favor certain actions and attitudes; we no 

longer believe that certain considerations are weighty and relevant independently of what 

any particular individual happens to think of them.  Perhaps we will come to see 

normative discourse as a devious way for individuals to manipulate each other through 

appeals to acknowledged fictions.  If so, normative discourse is likely to lose its 

prescriptive force.   

This is indeed a serious concern for the revision.  However, the kind of pervasive 

skepticism needed for the worry to materialize is unlikely to occur.  For in fictive 

discourse it is common, in relaxed contexts, to be lost in the discourse and to suspend 

disbelief.  This allows one to speak within the discourse as though one’s statements are 

true or false in realist fashion.  It allows one to speak with assertoric force, and others to 

reply with assertoric force.  Indeed, when lost in the discourse, thought and language 
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carries on as it did with more robust realist purport.  The fictive stance is clearest in more 

critical contexts when one then avows irrealism and ceases to argue as though there is 

some stance-independent fact of the matter.  Give the heartfelt commitments of the 

discourse, and how deeply engrained the discourse is in our psychology, I suspect that the 

relaxed contexts will be much more pervasive than the more critical contexts, allowing 

the prescriptive function of normativity to carry on much as before. 

This fictive stance should be distinguished from various non-cognitivist and 

expressivist revisionary proposals.  There have been some attempts to assimilate 

expressivism to fictionalism, (Lewis 2005), and some resistance to this assimilation, 

(Blackburn 2005, Jenkins 2006), but this debate is hampered by traditional failures to 

clearly distinguish theories of attitude from theories of content.  On our regimented 

taxonomy, a revisionary non-cognitivism would recommend that we henceforth use 

normative language to express attitudes of approval, disapproval, or what have you.  This 

clearly differs from the fictive stance, which is a complex kind of cognitive attitude that 

looks like standard cognitive acceptance in non-critical contexts when speakers are lost in 

the discourse.  Revisionary non-cognitivism is inferior.  A change to non-cognitive 

attitudes is unlikely to preserve some of the interpersonal functional roles of normative 

discourse, which rely on cognitive attitudes toward normative content to generate a sui 

generis prescriptivity that differs from the prescriptivity of mere approval, disapproval, 

and the like.   

A revisionary expressivism, by contrast, would retain the belief-like, cognitive 

attitudes in normative judgments, but recommend that the normative contents no longer 
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be considered descriptive of some suitably mind-independent normative facts.  On these 

views, considerations in the world would not really call out for, or favor, certain 

responses.  Instead, a speaker prescribes or enjoins certain responses in his audience not 

by voicing approval or disapproval (at least not in the first instance), but by expressing 

some bit of normative content.  On these views, we would not need to suspend disbelief 

in anything, but we would have to make sense of the new semantics.  Assuming we could 

do so, it is unclear whether the new meanings could bear the burden of normativity’s 

objective pretensions.  

Here I can add that the sui generis prescriptive function of the discourse depends 

upon its descriptivist purport, and so expressivism as a revisionary theory would likely 

fail to be preservative of this aspect of the discourse.  As I have argued above, the 

prescriptive function of normative discourse is enabled, in part, because it takes the focus 

off of speaker prescription and places focus on features of the world that prescribe (call 

for, favor), certain responses.  The revisionary expressivist would have us change the 

meaning of reason claims, which is itself non-preservative of the semantics, and in virtue 

of that change it would also be more likely to eviscerate the prescriptive functions of the 

old discourse.  Adopting the fictive stance is the preferred option.   

 Fictionalism has another benefit over expressivist rivals.  It explicitly calls our 

attention to not only the objects of normative evaluation, but also the considerations in 

light of which the evaluation takes place.  Favoring considerations are often left out of 

many non-cognitivist views in ethics.  Moral discourse is often thought of as a sui generis 

way to approbate or disapprobate actions, attitudes, characters, states of affairs, or what 
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have you.  But this narrow view of the discourse leaves out the considerations in virtue of 

which one is doing the approbating or disapprobating.  One does not merely approve of 

saving the drowning child from the pond, for instance, one approves of that action for a 

reason.  So in the present example normative discourse is also a sui generis way to enjoin 

others to treat the welfare of children as reason-providing in such circumstances.  

Because reason discourse explicitly normatively relates such considerations to actions 

and attitudes, it highlights the role of the favoring considerations and not just the actions 

or attitudes favored.   

What about more critical contexts where one does not suspend disbelief?  Here 

we admit irrealism about reasons, and in this context we might even say that there are no 

reasons, understanding this is be a disavowal of reasons realism, and not a rejection of 

our settled normative commitments.  To be sure, in the engaged, non-critical discourse 

one would never say such a thing.   

8.5 Conclusion 

On the fictive revision, and in critical contexts, we know that normative discourse 

is a way of prescribing others to take F as a reason to Φ, not because it is a reason in 

some mind-independent way, but because we are committed to taking things like F in 

these circumstances as reasons, and we want others to do the same.  So if someone exits a 

burning building and cannot be bothered to push the fire alarm, I will continue to say that 

the welfare of those individuals provides him with a reason to pull the fire alarm; indeed, 

he ought to pull the fire alarm.  The question is: How well does this view maintain our 

normative commitments?  Well, to the extent that we previously thought we were 
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responding to objective facts about what there is good reason to do or believe, this 

semantic account is thoroughly revisionary.  But it also permits us to stand for something.  

Despite the absence of some fact of the matter about what we should do, I stand for moral 

behavior for action and scientific standards for belief.  You might stand for 

instrumentalism for behavior, and divination for belief.  And we can try to change each 

other’s minds.  To avoid error, and to have a stable view, we will just have to table the 

idea that there are mind-independent favoring relations with normative authority that can 

settle questions about who is in error, and who is right and who is wrong about what 

should be done, felt and believed.   

So error theory plays some role in revisionist normative fictionalism.  But we are 

forthright about the commitments of the discourse and we have attempted to deal with 

those commitments head-on.  Revisionist normative fictionalism is not likely to be 

popular on first consideration, but it has a clear-eyed view of the realist purport of the 

discourse and the attendant difficulties.  Undaunted, revisionist normative fictionalism 

offers the best preservative solution. 
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