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ABSTRACT

Moral realism, as I conceive it, is the view that there are moral facts that are 

independent of what any agent, whether hypothetical or actual, thinks about them.  I 

defend moral realism by arguing that we are epistemically justified in accepting it on the 

basis of our first-personal moral experience, or “moral phenomenology”.  Moral realists 

often assert that our moral phenomenology supports their view, but they do not usually 

explain how.  I fill this explanatory gap through careful attention to individual cases and 

conclude that our moral experience suggests the following: (1) There are objectively 

correct answers to moral questions; and (2) these answers have normative authority over 

moral agents.  Some forms of moral realism can easily accommodate these two theses, 

but I argue that selected major competing theories cannot.  Specifically, constructivism, 

expressivism, and naturalist versions of moral realism cannot accommodate these theses.

One might question whether we ought to rely on the deliverances of our moral 

phenomenology, but I argue that we have good reason to trust our moral experience, just 

as we have good reason to trust our perceptual, mnemonic, and logical experiences.  I 

argue that our moral experience provides defeasible justification for accepting moral 

realism, and, in response to concerns raised by Walter Sinnott-Armstrong (2006), I 

address potential defeaters of this justification related to partiality, emotion, illusion, and 

the origins of our moral beliefs.

I conclude by responding to two traditional arguments against non-naturalist 

moral realism: the so-called arguments from disagreement and queerness.  I argue that 

moral realists can explain the existence of moral disagreement as well as irrealists can, 
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and that the argument from queerness either fails or collapses into other forms of 

argument.

I remain neutral on the metaphysical commitments of moral realism, but in so 

far as many have thought it to depend on some form of platonism, I briefly defend 

platonism in Appendix A.
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INTRODUCTION

This is a defense of moral realism.  Moral realism, as I understand it, is the view 

that there are moral facts that are in some sense real.  Specifically, I am here concerned 

with moral ‘ought’ facts – facts that are expressed by judgments such as, “I ought to keep 

my promise to meet Sandra now,” or “James ought to be rewarded for what he did 

yesterday.”  I do not take a metaphysically committed view of facts.  Rather, I argue that 

we have good reason to think that some moral judgments are correct and that the 

correctness of these judgments does not depend on what anyone thinks about them.  This 

may require, in some way or other, a metaphysically ‘inflated’ notion of moral facts.1 

However, in saying that there are moral facts, all I officially mean is that there are some 

correct moral judgments, and in saying that moral facts are real, I mean just that the 

correctness of moral judgments does not depend in any way on what anyone thinks about 

them.  Moral facts are real in the sense that they are not artificial; they are discovered, not 

invented.

In order to express the idea that moral facts do not depend in any way on what 

anyone thinks of them, I follow Ron Milo (1995) and Russ Shafer-Landau (2003) in 

saying that they are ‘stance-independent’.  That is, the stance that any actual or 

hypothetical person takes with respect to a moral judgment has no bearing on whether 

that judgment is correct.  There are (at least) two possible types of stance-independence, 

which I call ‘causal’ and ‘constitutive’.  Whether there is a coffee mug on the table, for 

example, is not causally independent of stances taken by human beings.  The stances that 

1 See Appendix A for a brief apology of such metaphysical inflation.
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some people take toward there being coffee mugs on the table often play a causal role in 

determining whether there are coffee mugs on the table at any given time.  Despite this 

causal stance-dependence of coffee-mug-on-the-table facts, however, such facts are 

constitutively stance-independent with respect to human beings (at least on ordinary, 

realist construals of the physical world).  That is, the stances we take toward there being 

coffee mugs on the table in no way constitute or realize the facts about whether there are 

coffee mugs on the table.  Thus, with respect to human beings collectively, coffee-mug-

on-the-table facts are casually stance-dependent and constitutively stance-independent. 

There are some facts, in contrast, that are constitutively stance-dependent with respect to 

at least some human beings.  Consider, for example, facts regarding whether or not a 

graduate student passes an oral examination.  At least arguably, such facts are constituted 

by the stances taken toward them by the members of the student's exam committee.  That 

is, what it is for a student to pass is for members of the student's committee to think that 

the student has passed, and hence facts about whether a student passes are constitutively 

stance-dependent with respect to human beings.

Given the preceding, I can now give a slightly more refined characterization of 

realism.  The version of realism that I defend is that there are moral facts that are both 

constitutively and causally stance-independent with respect to all actual and hypothetical 

persons.  To adapt Hilary Putnam’s slogan and to state the matter more simply (though 

less precisely): moral facts ain't in anyone's head.

I begin in chapter one, however, precisely by looking inside our heads, with an 

examination of our subjective moral experience – what in some circles is called our 
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‘moral phenomenology’.  I examine the sorts of subjective experiences we have upon 

encountering descriptions of various morally charged cases, and I explore a parallel 

between these experiences and the subjective mental experiences we have when we 

perceive, when we remember, and when we reason about things.  I close chapter one with 

an examination of what our moral experiences tells us – that is, of how our moral 

experiences represent the world to us – and conclude that our moral experience represents 

moral facts as being both objective and as carrying normative authority (in ways that are 

there explained).

In chapter two I begin my defense of moral realism, which is indirect.  That is, I 

do not argue directly for the truth of moral realism but rather that we are epistemically 

justified in believing it.  I sketch an account of epistemic justification that is suited for 

what I call the project of ‘belief guidance’, that is, the project of deciding what to believe. 

Although this is a practical project, I focus on the epistemic rather than the pragmatic 

reasons that guide this project.  After developing this account, I examine various 

prominent theories of justification, and I allow that either coherentism or foundationalism 

(both briefly explained in chapter two) can be relevant theories for the project of belief 

guidance.  I then argue that, on both of these theories, and in light of the deliverances of 

our moral experience as discussed in chapter one, we are defeasibly justified in accepting 

moral realism.  Since this justification is defeasible, rather than absolute, two concerns 

must be addressed before I can conclude that we are justified in accepting moral realism. 

First, it might turn out that some competing metaethical theory can accommodate the 

deliverances of our moral experience just as well as, or even better than, moral realism 
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can.  Chapters four and five address this concern with respect to two major competitors to 

realism, constructivism and expressivism, while chapter three addresses the same concern 

with respect to ‘naturalist’ versions of realism.  Second, it might turn out that the 

defeasible justification we have in favor of moral realism is either undermined or rebutted 

in some way – for example, perhaps by the possibility that our moral beliefs are subject 

to distorting emotional influences.  The end of chapter two is devoted to addressing 

concerns such as these.

Chapter six addresses two of the most famous anti-realist arguments: the so-called 

arguments from disagreement and queerness.  If either of these arguments were to 

succeed, then our defeasible justification for believing moral realism would be rebutted, 

for these arguments, in effect, have as their conclusion the negation of realism.  I address 

various interpretations of each argument and conclude that, in the end, they do not 

succeed.

All of this together constitutes a partial defense of moral realism.  Much more 

remains to be said about the issues I raise here, and regrettably, some important counter-

arguments and competing theories receive the barest acknowledgement.  Also, although I 

nod toward the semantics and metaphysics of moral realism in places, there is much more 

to be said on both counts, for the current work is primarily a work of moral epistemology. 

No philosophical work is ever complete, and this one is no exception.  I hope, however, 

that it is interesting and fruitful and in at least some respects correct.
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CHAPTER 1: MORAL EXPERIENCE

Realists sometimes argue that their view is the appropriate default position in metaethics 

– that, for a variety of reasons, we should presume moral realism to be true in the absence 

of sufficient evidence to the contrary.  However, the presumptive standing of realism is 

occasionally challenged (Horgan and Timmons 2008; Kirchin 2003), and it would be 

preferable, from a realist’s point of view, to be able to say more than that anti-realist 

arguments fail.  I here develop my own defeasible yet positive argument in favor of 

accepting moral realism, one grounded in an examination of our subjective moral 

experience (our ‘moral phenomenology’).

1.1 Some Arguments for Realism

1.1.1 Presuming in Favor of Realism

Thomas Nagel is one realist who adopts a presumption in favor of moral realism.2 

Consider his following words:

Where does the burden of proof lie with respect to the possibility of 
objective values? ... I think the burden of proof has been often misplaced 
in this debate, and that a defeasible presumption that values need not be 
illusory is entirely reasonable until it is shown not to be. (1986, 143)

Nagel does not here explain why he thinks the burden of proof lies with subjectivists.  In 

his earlier Tanner Lectures, however, he elaborated somewhat:

Initially, at least, it is natural to look for some objective account of those 
reasons that appear from one’s own point of view.  In fact those reasons 
usually present themselves with some pretensions of objectivity to begin 

2 Nagel is more concerned with the objectivity of values than with their reality, but for 
him the two concepts appear to be linked.  Note that the quoted passage claims, in 
effect, that “objective” values need not be “illusory”.



14

with, just as perceptual appearances do.  When two things look the same 
size to me, they look at least initially as if they are the same size.  And 
when I want to take aspirin because it will cure my headache, I believe at 
least initially that this is a reason for me to take aspirin, that it can be 
recognized as a reason from outside, and that if I failed to take it into 
account, that would be a mistake, and others could recognize this. (1980, 
100)

Nagel’s argument is couched in terms of reasons rather than moral values, but we may set 

that aside for the moment.  His claim is that reasons “present themselves with some 

pretensions of objectivity” and that perceptual appearances do the same thing. 

Presumably the argument is intended to be something like this: (1) We believe in the 

objective reality of things like aspirins because, in perception, they are presented to us 

that way; (2) Things like reasons for taking aspirin are also presented to us, in experience, 

as having objective reality; (3) Therefore, if we are justified in believing in the objective 

reality of things like aspirins, we are also justified in believing in the objective reality of 

things like reasons for taking aspirins.  I agree with this line of argument, but there is 

more to be said.  An irrealist could fairly respond that Nagel is helping himself to a 

parallel with perception that he has not adequately supported.

Jonathan Dancy is another realist who has presented a similar argument.  Here is 

what he calls the “simple form” of the argument:

Taking our experience at face value, we judge it to be experience of the 
moral properties and actions and agents in the world.  And if we are to 
work with the presumption that the world is the way our experience 
represents it to us as being, we should take it in the absence of contrary 
considerations that actions and agents do have the sorts of moral 
properties we experience in them.  This is an argument about the nature of 
moral experience, which moves from that nature to the probable nature of 
the world. (1986, 172)
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What is perhaps most striking about this argument is its brevity.  Although Dancy calls 

this the simple form of the argument, he does not elaborate on it.  He does consider a 

“more complex” form of the argument, one that is grounded in the phenomenology of 

moral choice and deliberation, but that is not obviously an elaboration of quite the same 

argument, and Dancy’s treatment of the more complex argument is also quite brief: it 

occupies less than two paragraphs.  This is all quite striking given that Dancy claims that 

he considers these arguments to be the main arguments for moral realism (171-2). 

Russ Shafer-Landau (2003), in contrast, does not argue for realism directly on the 

basis of moral experience.  Instead he relies on what we may, following Mark Timmons, 

call “deeply embedded presumptions of ordinary moral discourse and practice” 

(Timmons 1999, 12).  For example, we presume that it is possible to be mistaken about 

moral matters and that our judgments about them can improve (or worsen) over time. 

Our speaking and reasoning also seem to presume a cognitivist interpretation of moral 

judgments.  For example, we speak of the truth or falsehood of given judgments, and we 

happily engage in deductive reasoning on the basis of statements that contain moral 

judgments embedded within unasserted contexts (such as in the antecedents of 

conditional statements).  Timmons, an irrealist, and Shafer-Landau, a realist, both rely on 

these sorts of presumptions in forging and defending their metaethical views.  Timmons 

is methodologically explicit about doing so: in his view, a metaethical theory that 

accommodates the presumptions of ordinary moral discourse and practice better than a 

rival does is, to that extent, the preferable theory (Ibid.).3

3 Timmons is also guided by the goal of developing a metaethical theory that comports 
with a broad philosophical naturalism.



16

Something certainly seems right in allowing our metaethical theorizing to be 

guided by our moral experience and by the presumptions of our discourse and practice. 

Not doing so could result in developing a theory the adoption of which would (on pain of 

inconsistency of some kind) call for wholesale revision in our moral thought and action. 

The burden of proof would seem to lie with those who call for change.  On the other 

hand, by adopting certain presumptions in advance, we might unfairly prejudice, or 

effectively deny a hearing to, the claims of moral nihilists, skeptics, and visionaries.  Is it 

legitimate to adopt such presumptions?

This is a difficult question to answer.  If we allow for radical revision in 

everything simultaneously, there will be no standards left to which we may appeal for the 

defense of anything.  To extend Neurath’s famous metaphor, sailors who attempt to throw 

their whole ship overboard will inevitably drown.  At the same time, it would be nice to 

be able to give some defense our moral presumptions.  Specifically moral skepticism and 

moral nihilism, after all, do not imply global skepticism or global nihilism.  If there is a 

way of avoiding a slippery slope that leads to global skepticism, while allowing that our 

moral presumptions might warrant further defense, that way is worth pursuing.  To that 

end, then, I would like to seek further justification of the presumptions of our moral 

discourse and practice.  It is my hope that an elaboration of the sorts of arguments 

proposed by Nagel and Dancy does the trick.

1.1.2 Phenomenal Conservatism

Michael Huemer (2005) has presented an argument that could be viewed as just 

such an elaboration.  He embraces moral realism in part on the basis of an 
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epistemological view he calls “phenomenal conservatism”.4  This view is ‘phenomenal’ 

in that it relates to appearances (the English ‘phenomenal’ deriving from the Greek 

phainomai, roughly ‘to appear’), and it is conservative in that it commends, with 

important reservations, believing that which appears to be the case.  Here are two of 

Huemer’s characterizations of phenomenal conservatism:

Other things being equal, it is reasonable to assume that things are the way 
they appear. (2005, 99)

If it seems to S that p, then, in the absence of defeaters, S thereby has at least 
some degree of justification for believing that p. (2007, 30)

What is it for something to appear a certain way?  On Huemer’s view, appearances are 

mental states, distinct from beliefs, that have propositional content.  In his own words:

There is a type of mental state, which I call an ‘appearance’, that we avow when 
we say such things as ‘It seems to me that p’, ‘It appears that p’, or ‘p is 
obvious’, where p is some proposition. ... ‘Appearance’ is a broad category that 
includes mental states involved in perception, memory, introspection, and 
intellection.  Thus, we can say, ‘This line seems longer than that one’, ‘I seem to 
recall reading something about that’, ‘It seems to me that I have a headache’, and 
‘It seems that any two points can be joined by a single straight line.’  All of those 
statements make sense, using the same sense of ‘seems’. (2005, 99)

On this view, an agent’s having an appearance with a given propositional content 

provides the agent with at least some degree of defeasible justification for holding a 

belief with the same propositional content as the appearance.  Given this view, and given 

4 Huemer’s characterization of realism is slightly different from mine, and he argues 
that in giving a taxonomy of metaethical views it is more perspicuous to treat the 
divide between “dualist” and “monist” views as more fundamental than that between 
realist and irrealist views (2005, 4-9).  Huemer does not seem to raise the question of 
the stance-independence of moral facts.  However, I suspect that his view implies a 
commitment to such stance-independence and thus would render him a realist on my 
characterization of realism.  Questions of taxonomy aside, I find Huemer’s view 
congenial.
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that we often experience appearances with distinctively moral content, it follows that we 

are often defeasibly justified in holding various moral beliefs.  As examples of moral 

appearances, Huemer suggests the following, among others: ‘Enjoyment is better than 

suffering’, ‘It is unjust to punish a person for a crime he did not commit’, and ‘Courage, 

benevolence, and honesty are virtues’ (2005, 102).

Huemer defends phenomenal conservatism in part on the grounds that any denial 

of it is self-defeating.  First, he contends that, in general, we base our beliefs on 

appearances (“with a few exceptions not relevant here”, 2007, 39).  Second, he endorses a 

further epistemological principle that holds that an agent is not justified in holding a 

belief unless the agent bases that belief on appropriately justifying considerations.  From 

these two premises it follows that someone who denies phenomenal conservatism is not 

justified in that denial.

I am sympathetic with phenomenal conservatism, with the foundationalist 

approach to epistemology that comes with it, and with the application of both of these to 

specifically moral epistemology.  However, I do not engage in a full defense of 

phenomenal conservatism here, nor do I base my defense of moral realism solely on 

phenomenal conservatism.  At the same time, it is crucial to my overall line of argument 

that moral realism be justified if an epistemological approach along the lines of 

phenomenal conservatism is granted.  In order to show this satisfactorily, two questions 

relating to moral appearances must be addressed.  First, how similar are different types of 

appearances – in particular, appearances related to perception, memory, reasoning, and 

morality?  If these are similar in relevant ways, that provides a basis for arguing that they 
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all do similar epistemically justificatory work.  If they are not sufficiently similar, 

however, this may not follow.  Second, what do the moral appearances tell us?  If they 

favor one metaethical view over another, which one, and why?

1.2 Appearances Related to Perception, Memory, and Reasoning

1.2.1 Perceptual Appearances

Suppose I seem to see a coffee cup on the table in front of me.  Or, suppose I 

seem to smell an apple pie, or seem to taste rhubarb, or seem to hear Beethoven’s Fifth 

Symphony.  (For the sake of simplicity I usually limit my examples to just one modality, 

but there is no reason for this other than convenience).  Can anything more be said about 

such ‘seemings’?  In the case of perceptual appearances, it seems easy to know where to 

begin, at least.  To seem to see a coffee cup is (at least in part) to have a visual experience 

of a certain type.

Beyond this, things get slightly complicated.  For example, the qualification “at 

least in part” is needed in order to avoid prejudicing a debate in the philosophy of 

perception regarding whether high-level properties such as being-a-coffee-cup are 

presented to us as part of our experience or only enter our thinking post hoc, after 

cognitive application of conceptual schemata and background beliefs to our sensory 

experience, which is taken to present only low-level properties such as shape or color (for 

one view, see Siegel 2006).  For present purposes, however, we need not enter into this 

(or similar) debates in philosophy of perception.  However we separate what is presented 

to us in experience, on the one hand, and what enters our thinking only via additional 
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cognitive processing, on the other hand, there is a sense in which it is proper to say that 

we as agents have “experiences of” coffee cups, rhubarb, and the like.  More importantly, 

this is the sense that seems relevant for epistemological purposes.  Imagine, for the 

moment, a foundationalist who concludes, in a given case, that an agent – call her 

Shoshana –  is justified in believing that there is a coffee cup on the table in front of her 

on because she is having a visual experience of a coffee cup.5  Now, suppose a 

philosopher of perception comes along and says, “No, Shoshana is not actually having an 

experience of a coffee cup, because we don’t have experiences of things like coffee cups. 

Instead, we have other sorts of experiences and only later represent those to ourselves as 

experiences of coffee cups after having applied our conceptual schemata to our raw 

experience.”  What would be an appropriate response from the foundationalist?  Surely 

she should not for this reason change her judgment that Shoshana in justified in believing 

that there is a coffee cup in front of her.  At most, the foundationalist should change how 

she talks about the basis of Shoshana’s justification.  One option would be for the 

foundationalist to say that Shoshana is justified in part on the basis of her experience and 

in part on the basis of her additional cognitive processing.  However, the foundationalist 

might also respond by saying, “That’s well and good, but what I mean by ‘experience’ – 

in this context at least – is the whole of Shoshana’s non-doxastic epistemologically 

relevant mental states: what philosophers of perception call ‘experience’ plus any related 

cognitive processing.  Given this usage, I continue to hold that Shoshana is justified in 

believing that there is a coffee cup in front of her on the basis of her experience of a 

5 It is actually better to say “because she is having a visual experience as of a coffee 
cup”, for reasons discussed below.
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coffee cup.”  In other words, no matter how this particular debate in the philosophy of 

perception turns out, the foundationalist can simply adjust her definition of ‘experience’ 

appropriately.  Since doing so simplifies discussion and also comports with ordinary, 

everyday usage – we do speak of having experiences of coffee cups and the like – I adopt 

this manner of speaking.

Another debate that need not be settled here is that between ‘direct realists’ and 

‘indirect realists’.  The former hold that, when we correctly perceive the external world, 

objects in the external world are the immediate objects of our awareness.  Indirect 

realists, in contrast, hold that we are immediately aware only of our own mental states, 

and that awareness of the external world is possibly only indirectly, via the mediation of 

these states.  I suspect that this debate may be fueled in part by subtle shifts in, and 

perhaps disagreement over, the usage of ‘aware’.6 However, both parties to this debate 

agree that our beliefs about the external world can be justified on the basis of our 

perceptual experiences, and that is what is relevant for current purposes.

Returning from these digressions, we can say that what it is to seem to see a 

coffee cup (for example) is to have a visual experience of a certain type.  But of what 

6 As I understand this debate, direct realists say that we can be immediately aware of the 
external world because mental states that accurately represent the external world partly 
constitute (and hence do not mediate) our awareness of the external world (Huemer 
2005, 117-22).  Indirect realists, in contrast, say that we are never immediately aware 
of the external world; when we say that we are aware of the external world we are just 
saying that we are aware of some mental state that appropriately represents the 
external world.  In contrast to both views I would suggest that: (1) we can be aware of 
the external world without being aware of one of our own mental states (indeed this is 
the norm); but that (2) nonetheless such awareness is always via (i.e., mediated by) our 
being in an appropriate mental state.  These claims depend in part on what “aware” 
and “mediate” mean.  However, as noted above, this debate need not be settled here.
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type?  It is natural enough to say, “an experience of a coffee cup”.  This is actually 

reasonably illuminating, in that anyone who has sufficient experience with coffee cups 

and with human vision will know what we mean.  However, it is not quite right to equate 

appearances with experiences of an ordinary, perceptible object.  To have an experience 

of something, it is, strictly speaking, necessary for that something to be there to be 

experienced, but of course it is possible for appearances to be illusory or otherwise 

misleading.  In order to accommodate this, we may speak of experiences ‘as of’ coffee 

cups (and other ordinary, perceptible objects), instead of simply speaking of experiences 

of coffee cups (and other ordinary, perceptible objects).  Thus, we can say that what it is 

to seem to see a coffee cup is to have a visual experience ‘as of a coffee cup’.  There is 

also another way of saying this, and that is to say that we experience certain elements of 

our visual experience as representing a coffee cup.

I am not sure that these re-descriptions much more enlightening than the original 

description of “seeming to see a coffee cup”.  However, if I am right that the re-

descriptions are at the right level of detail to be relevant for epistemological purposes, 

that itself is significant.  If the re-descriptions are no more informative than the original, 

and if they are appropriate for epistemological purposes, then the original description is 

presumably appropriate for epistemological purposes, too.  This is significant for what it 

implies about the epistemological value of different types of appearances, for all of them 

can be described in terms of ‘seeming’.

1.2.2 Mnemonic Appearances
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Suppose that I seem to recall that I ate scrambled eggs for breakfast this morning. 

Can anything more be said about mnemonic appearances such as this one?  It is not as 

easy to speak about these as about perceptual appearances, for the latter are generally 

more vivid than the former, and we have a more developed vocabulary for speaking about 

them.  Nevertheless, it seems undeniable that we have mnemonic appearances, and that 

these appearances form a kind of subjective mental experience.  Some may claim that 

mnemonic experiences lack what philosophers of mind call ‘phenomenal character’. 

Roughly, phenomenal character is the ‘what-it-is-likeness’ of various experiences, and 

paradigmatic examples are drawn from perceptual experience: what it’s like to see a 

brilliant blue, or to taste grapefruit, or to feel a tickle.  Some philosophers argue that only 

a fairly limited range of experiences, such as sensory and sensory-somatic experiences, 

have phenomenal character, and that most other mental states, including states related to 

believing, desiring, and remembering, lack such character.  Other philosophers are more 

liberal in their assessment of which mental states possess phenomenal character.  Either 

way, however, we undeniably have mental experiences that we describe as cases of 

believing, desiring, remembering, etc., and these mental experiences are accessible to our 

conscious introspection.  Whether or not mnemonic experiences possess phenomenal 

character, the question for current purposes is whether and how we might describe them 

in a way relevant for epistemology.

First, as was the case with perception, it is important to distinguish between 

actually remembering something and merely seeming to remember it; once again, this is 

because ‘remember’ is a success term – that is, it is only possible to (actually) remember 



24

something that actually happened.  In so far as we mis-remember something, then, we 

only seem to remember it.  With this in mind, can we perhaps say that what it is to seem 

to remember something is to have an experience as of remembering it?  This is, 

admittedly, not very perspicuous.  However, once again, this will be reasonably 

informative to anyone sufficiently familiar with memory-related experiences, and that is 

essentially everyone.  I am not sure how to go about even trying to say more about 

memory experiences, nor even whether this is possible given the resources of standard 

English.  However, it seems clear that we have experiences as of remembering things. 

We can also express this by saying that we experience certain elements of mental life as 

representing events that happened in the past (or putative facts that we have learned).

1.2.3 Logical Appearances

Suppose that it seems to me that a certain argument is deductively valid. 

Consider, for example, this familiar example: Socrates is a man; all men are mortal; 

therefore, Socrates is mortal.  What is it for this argument to seem to me to be valid?  Or, 

to adopt one informal definition of validity, what is it for it to seem to me that it is 

impossible for both premises of this argument to be true and its conclusion to be false? 

Once again, it is not as easy to speak about this sort of mental experience as it is to speak 

about perceptual experiences.  However, it once again seems undeniable that we have 

some kind of subjective mental experience when we examine an argument like this.  We 

feel a certain sort of pull toward believing – indeed, a demand that we believe – the 

conclusion, if we already believe the premises.  (Alternatively, if we resist the conclusion 

for some reason, then we may feel a pull toward rejecting one of the premises.  In a 
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simple case like this, it seems unlikely that we would feel a pull toward re-evaluating the 

validity of the argument.)  In trying to describe this experience, we might say that we 

experience the argument as valid.  However, I think we can say something more revealing 

than this.  At least if we believe the premises, we can say that we experience them as 

calling for belief in the conclusion.  Something similar happens when we confront cases 

of inductive reasoning.  If I have personally examined a large number of emeralds and 

have found them all to be green, and then reflect upon that fact, I may well experience it 

as calling for – or, perhaps more weakly in this case, as ‘favoring’ – the conclusion that 

all emeralds are green.  (Note that I do not, however, experience this fact as favoring 

either the conclusion that all emeralds are grue or the conclusion that all emeralds are 

bleen – though I may experience this fact as calling for the conclusion that all emeralds 

are either grue or bleen, if I am familiar with these predicates.)

As used here, “calling for” and “favoring” name certain relations, relations that 

hold among sets of beliefs, or perhaps among sets of propositions.7  We are familiar with 

these relations – we speak all the time of one thing’s calling for another, for example – 

though I doubt that much more can be said by way of describing them than what has 

already been said (viz., there is a sort of phenomenal tugging or pulling that goes along 

with them).  However, when an argument seems to us to be deductively valid (or 

inductively strong), we can say that we experience the argument’s premises as calling for 

(or as favoring) its conclusion.

1.2.4 Unity among Appearances Related to Perception, Memory, and Reasoning

7 Compare Scanlon’s discussion of reasons and favoring (1998, chap. 1).
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How much unity is there among the foregoing three types of appearances?  If we 

are looking for unity among their phenomenal character, the answer must be little or 

none.  Even among perceptual experiences there is little such unity across modalities – 

the phenomenal character of a smell is strikingly different from the phenomenal character 

of a sound, for example.  Moreover, my re-descriptions of different types of appearances 

suggests that it is difficult to say much about them at all.  However, I have suggested that 

there is a way of re-describing these appearances that reveals at least some sort of 

similarity: they can all be expressed by speaking of experiences as of certain things – 

which in turn may be expressed by speaking of them either as representing something, in 

the case of perceptual and memory-related appearances, or as calling for (or favoring) 

certain conclusions, in the case of reasoning-related appearances.  If this does not seem 

especially illuminating, perhaps that is because what these differing mental states have in 

common is just that they all are appearances.  If so, then it may be their status as 

appearances that explains why (on foundationalist theories at any rate), they all have 

epistemological import.  This would seem to lend some support to phenomenal 

conservatism.

1.3 Moral Appearances

1.3.1 Four Cases

Let us now turn to an examination of our moral experience.  With an eye toward 

trying to capture a reasonably wide (though obviously not comprehensive) swath of such 

experience, I here describe four situations that are likely to strike us as ‘morally charged’.
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The Inconvenient Appointment: Imagine that you teach philosophy (perhaps that 

isn’t difficult).8  It’s the end of a long semester, and you’ve been working hard the last 

several weeks in order to meet some publication deadlines, in addition to continuing to 

teach classes that are new preparations for you.  Because you’ve been so busy, you’ve 

allowed your email to overflow more than you really should have, but it’s finally the end 

of the semester: classes are over and you’ve met all your deadlines.  As you walk to 

campus one morning, you plan on tackling your inbox with vigor, leaving you free by 

afternoon to depart for a few days of planned vacation, prior to returning to campus for 

your courses’ final exams.  When you reach campus and turn on your computer, however, 

you notice an appointment in your electronic calendar that you had forgotten about: you 

are scheduled to meet with a struggling student this morning to discuss his term paper for 

one of your courses.  Since it’s the end of the semester and you’re about to leave town, 

this is the last chance you have to meet with the student before final grades must be 

submitted.  You sigh, recognizing that you will either have to cancel the appointment with 

the student, delay departing for your vacation by a few hours, or continue to let some of 

your email slide for a few more days.

The Conflicted Professor: Professor Choi teaches history at the fictitious DuPont 

University.9  One of his students, Robert, is from a family that Professor Choi knows to 

be both wealthy and corrupt.  Robert himself is frequently disrespectful of others in class, 

and in addition, Choi has independent reason to suspect him of having cheated on 

multiple occasions.  Until now this has merely been suspicion on Choi’s part, but recently 

8 This example is adapted from Horgan and Timmons (2005).
9 This example is adapted from Tom Wolfe’s novel I Am Charlotte Simmons.



28

he has stumbled across solid evidence that Robert has been hiring another student, Alexa, 

to write his papers for him.  Alexa is a gifted and promising student struggling to pay for 

college, and Choi can easily understand how large sums of money offered to her by 

Robert or his family would be tempting.  He regrets the prospect of harming Alexa’s 

future by involving her in an academic integrity case, but the only way to prosecute 

Robert is to prosecute Alexa also, and it’s difficult to justify allowing Robert to slide by 

in the one case when firm evidence is in hand.  And academic integrity is academic 

integrity, after all.  Choi decides to proceed with the case, but on the day he is to file the 

paperwork, the student newspaper breaks a story implicating a leading gubernatorial 

candidate in a serious scandal.  The story is a huge scoop for the student newspaper, for 

none of the traditional media outlets had carried it yet.  Within hours, the story is on the 

internet and coursing through the airwaves, and the student author of the original story is 

being interviewed on CNN.  If her account of the scandal remains credible, this may well 

end the campaign of the gubernatorial candidate in question.  Choi is pleased by this, for 

he considers the candidate to be a threat to the health of his state generally and to its 

system of higher education.  The catch, however, is that the reporter who broke the story 

is Alexa, the very student whom Choi is about to implicate in a cheating scandal.  If he 

files the academic integrity case, he will call Alexa’s integrity, and hence her reporting, 

into question, thus reinvigorating the campaign of a gubernatorial candidate he considers 

dangerous.  On the other hand, Alexa’s complicity in cheating seems to cast some 

legitimate doubt on the truthfulness of her reporting, and Choi wonders whether it might 

be wrong to allow even an unjust political candidate to be toppled unjustly.  And of 



29

course there is the question of whether it is right to abandon academic integrity, 

especially when this would allow Robert, the evidently corrupt student, off the hook yet 

again.  Choi feels torn.  He has a variety of personal interests at stake, but even when he 

focuses exclusively on moral considerations, some seem to favor one course of action, 

while others seem to favor another.

War Crimes: Eleonore Stump relates the following incident from the wars in 

Bosnia in the 1990s:

A young Muslim mother in Bosnia was repeatedly raped in front of her 
husband and father, with her baby screaming on the floor beside her. 
When her tormentors seemed finally tired of her, she begged permission to 
nurse the child.  In response, one of the rapists swiftly decapitated the 
baby and threw the head in the mother’s lap. (1994, 239)

The Noble Sacrifice: Consider the character of George Bailey in the classic 

popular movie, It’s a Wonderful Life.  George grows up in the small town of Bedford 

Falls, and he has always been itching to leave – his deepest desires are to travel the world 

and to re-settle in a major city where he can pursue culture, career, and fortune.  Time and 

again he makes plans to do just this, but fate always intervenes to keep him at home.  At 

one important juncture, George’s father, the proprietor of the locally important Bailey 

Savings & Loan, unexpectedly dies.  George was about to leave for college, but now that 

his father has died, if he leaves, then the Savings & Loan will close, and his hometown 

will come under the thumb of an oppressive local banker.  George must choose between 

pursuing his own dreams and taking steps to preserve the dreams of many of his 

neighbors.  Although it is a large sacrifice for him, George decides to stay in Bedford 

Falls, forsaking plans to pursue his own projects.  Over time, George manages to accrue 
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some substantial savings, enough for he and his new wife to take a honeymoon and go on 

the round-the-world journey George has always been desperate to take.  Unfortunately, 

the Great Depression hits, and George again must make a choice: he can leave for his trip 

and allow the savings & loan to fail, or he can stay at home, use his personal savings to 

prop the institution up, and sacrifice (this time for good) his plans to travel.  George again 

decides to sacrifice his personal goals for the sake of the greater good of the people of 

Bedford Falls.

1.3.2 Analysis of Cases

These four examples differ in important ways.  Some concern comparatively 

trivial matters while others involve unspeakably horrific acts; some invite us to ‘step 

inside’ the situation and adopt a first-person point of view, while others present a situation 

from a third-party perspective, for our judgment; some introduce conflicts between moral 

demands on the one hand and self-interest on the other, while others introduce apparent 

conflicts among moral demands themselves; some require difficult decisions while others 

present situations where both our initial and our considered reactions are swift and sure. 

Nonetheless, I think that if we look carefully we find certain similarities among our 

experiences in these disparate cases.  With that said, let us examine our experiential 

response to each case in turn.

The Inconvenient Appointment:  This case is intended to illustrate what Horgan 

and Timmons (2008), following Maurice Mandelbaum (1955), call “direct and intuitive” 

moral judgments.10  A direct judgment occurs when a moral agent makes a judgment 

10 To speak more fully, in the taxonomy developed by Horgan and Timmons, the 
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about what he or she, in her current situation, ought to do.  In the case of the inconvenient 

appointment, you would presumably judge that you ought to keep your appointment, 

even though it is inconvenient to do so.  Presumably you would also make this judgment 

intuitively – that is, more or less spontaneously.11  No deliberation would be required for 

you to decide what is morally right in this case.  (Even if you might deliberate about 

whether to do what is right, presumably your duty would be clear without deliberation.) 

Mandelbaum describes cases such as these as involving a “felt demand” that is

experienced as a force.  Like other forces it can only be characterized 
through including within its description a reference to its point of origin 
and to its direction.  It is my contention that the demands which we 
experience when we make a direct moral judgment are always experienced 
as emanating from “outside” us, and as being directed against us.  They 
are demands which seem to be independent of us and to which we feel that 
we ought to respond. (1955, 54)

According to Mandelbaum this experience of force results from an apprehension of 

fittingness, viz., that the action demanded is fitting in the circumstances.  He writes:

All cases in which an agent experiences a moral demand presuppose an 
apprehended relation of fittingness. ... The envisioned action places a demand 
upon us only because it is seen as connected with and fittingly related to the 
situation which we find ourselves confronting. (1955, 67-8)

Mandelbaum defends the idea that felt demands are grounded in apprehension of 

fittingness, rather than the other way around, by considering the example of making 

promises (1955, 68-9).  We do not, he argues, continually feel a demand to fulfill 

promises we have made at all times and in all circumstances.  Instead, the current 

example illustrates a judgment-involving, first-order, direct, and intuitive experience 
of obligation.  For present purposes I focus on just a few of these features.

11 This use of ‘intuitively’ is to be distinguished from another use, adopted by Huemer 
(2005), according to which ‘intuition’ means ‘intellectual appearance’.
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circumstances must somehow be relevant to the promise – if, for example, there is a time 

limit for fulfilling it, and that deadline is approaching.  Similarly, if keeping the promise 

is unfitting in the circumstances, we do not feel a demand to keep the promise in those 

circumstances – if, for example, both parties to the promise made relevant 

presuppositions that turn out to be false.12  However, in some circumstances it appears 

fitting to fulfill a promise, and when (but only when) such fittingness is apparent, we feel 

a demand to fulfill the promise.  The demand itself is felt as a force originating outside of 

us and directed against us.

Horgan and Timmons examine the experiences of felt demand and apprehension 

of fittingness in further detail and “submit that Mandelbaum’s phenomenological 

description does accurately describe most, if not all, of the important elements of people’s 

typical direct moral experiences” (2005, 74).  I largely agree.  In cases when we 

experience what we are here calling direct, intuitive moral obligations, it seems quite 

natural to describe our experience as involving a felt demand, which phenomenologically 

manifests itself as a ‘tugging’ feeling that is well described as a force originating outside 

of us and acting against us.  Moreover, this demand seems somehow grounded in the 

circumstances we are facing at the time.  Mandelbaum argues that this grounding stems 

from an apprehension of fittingness between the circumstances and a given action, and 

while I think this comes close to capturing the character of our experience, I would 

12 In n. 29 Mandelbaum cites as an example of this (from a discussion between Ross and 
Pickard-Cambridge) having promised to spend the evening with a friend doing some 
particular activity but finding that the friend is ill and cannot engage in the specified 
activity at the agreed-upon time.  Mandelbaum observes, however, that we may still 
feel some demand in such cases – e.g., to spend that evening with the friend anyway, 
but doing something else.
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instead prefer to adopt the terminology I earlier used in describing arguments that strike 

us as deductively valid or inductively strong.  That is, I suggest that the relevant relation 

is better described as a ‘calling for’ or ‘favoring’ relation.13  There are three reasons I 

suggest this.  First, saying that an action appears or feels fitting is not as strong as saying 

that the action appears or feels called for, and this latter, stronger relation seems a better 

phenomenological ground for a felt demand.  Second, there is not an appropriate opposite 

to fittingness.  There are certain actions, for example, that we positively feel obligated to 

refrain from, but it is not enough to say merely that we apprehend those actions as 

unfitting.  To be unfitting, I suppose, is simply to fail to be fitting in the circumstances. 

However, there are many actions that fail to be fitting in any given set of circumstances, 

but we do not always feel obligated to avoid performing these.  Thus, cases where we feel 

obligated to avoid performing an action must be grounded in something more the action’s 

simply failing to be fitting in the circumstances.  We might say that refraining from the 

action appears fitting, under the circumstances, but again, it might be fitting to refrain 

from many actions under the circumstances, not all of which we would feel an obligation 

to avoid.  In contrast, we can say that the circumstances call for refraining from the 

forbidden action, and this stronger relation does, I suggest, capture all and only those 

actions that we feel are forbidden.  Finally, there might be a variety of different actions 

that are fitting in a given circumstance, perhaps to varying degrees – in this case it might 

13 In at least one place (2005, 25), Horgan and Timmons use the phrase “calling for”, but 
they mostly follow Mandelbaum in speaking of fittingness.  The idea that fittingness is 
not, after all, quite the relation we experience when we experience direct moral 
obligations has been suggested to me by Timmons in conversation – though he should 
not be held responsible for how I develop the idea here.
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be best to say that we feel a demand to perform whatever action appears most fitting in 

the circumstances.  But then we might as well, I think, just move to talk of what action is 

called for.  For these reasons, I henceforth abandon talk of fittingness in favor of talk of 

what is called for.

In summary, what the case of the inconvenient appointment shows is that we can 

experience circumstances as calling for certain action on our part – just as we can 

experience the premises of an argument as calling for certain belief (viz., in the 

argument’s conclusion) on our part.

The Conflicted Professor: This is the case of the professor who must decide 

whether to proceed with an academic integrity case under particularly unusual 

circumstances (involving, among other things, possible consequences for the outcome of 

a state-wide election).  There are at least three important differences between this case 

and the case of the inconvenient appointment.  First, in the current case we are presented 

with a third-party perspective.  Although we could imagine ourselves in Professor Choi’s 

shoes, the example does not ask us to do this, and it is thus valuable for illuminating 

third-party moral experience.  Second, Professor Choi has not made his mind up as to 

what he ought (morally) to do, and we probably have not made up our minds about what 

he ought to do, either.  In this case there are experiences of conflicting felt demands. 

Third, because of this, considered moral judgments in this case are not quick and intuitive 

– to reach a final conclusion, deliberation is required.  Despite these differences, 

however, the fundamental element of moral experience present in the earlier case – an 

experience of the circumstances as calling for certain actions – are present in this case as 
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well.  Consider first the move from first-person to third-person perspective.  Although in 

this case we do not feel demands as directed against ourselves, and we may not feel quite 

as ‘stirred up’ (as Mandelbaum describes things), we still can feel a demand as present, 

but simply as directed against someone else.  And even if ‘demand’ is too strong a word 

in this case, it still seems appropriate to describe the case as one involving for an action’s 

being called for.  Next, despite the fact there are conflicting demands in this case, each of 

them is still grounded in its own set of circumstances: some circumstances, such as the 

state-wide political consequences of proceeding with the academic integrity case, might 

be experienced as calling for one action from Professor Choi, while other circumstances, 

such as the students’ guilt, might be experienced as calling for a different action to be 

done by him.  What is most different, experientially, in this case, as compared to the 

previous one, is that here there is a further sense of perplexity regarding what ultimately 

ought to be done.  This perplexity generally produces some process of moral deliberation, 

a process that is rich and complicated, and which I cannot sufficiently explore here. 

What is relevant for current purposes, however, are the inputs to this process of moral 

deliberation: the experiences of different circumstances as calling for conflicting actions.

The Unspeakable Brutality: This is the case of the rape and beheading related by 

Eleonore Stump.  Our reactions to it are strong.  Here is how Stump describes them:

There is a great difference between ordinary wrong-doing and real 
wickedness. ... This evil is different, and we feel it immediately.  As we 
read the story, we are filled with grief and distress, shaken with revulsion 
and incomprehension.  The taste of real wickedness is sharply different 
from the taste of garden-variety moral evil, and we discern it directly, with 
pain. (1994, 239-40)

In our contemplation of this case, there is not much in the way of felt demand – our 
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experience is overwhelmed by feelings of outrage, condemnation, and nausea.  Of course 

it’s true to say that, if we paused to think about it, we would agree that the circumstances 

call for refraining from raping the helpless woman and murdering her child.  What an 

understatement!  Here, our focus is immediately on the evil.  This experience of evil is 

worthy of examination in its own right, but here I set it aside because there is no parallel 

to it in the earlier cases, and my present purpose is to see whether there are common 

elements in our moral experience across these disparate cases.  And even if our 

experience of evil is not that similar to our experience of obligation, we can still find a 

similar experience nearby.  Consider the reactions we have to the evil in this case: outrage 

and condemnation, perhaps, among others.  Then we can ask ourselves: Are these 

responses appropriate?  Do we experience the actions of these brutal men as calling for 

outrage and condemnation?  The answer, I submit, is yes.  In this particular case the 

experience does not ground a felt demand because the reactions that are called for occur 

in us automatically.  However, although the felt demand is absent, the experience of the 

circumstances as calling for a certain response is not.

The Noble Sacrifice: In contemplating the actions of George Bailey, I take it that 

we are not disposed to make judgments that he was obligated to make one choice or the 

other in the situations that I have described.  That is, we do not feel that it was demanded 

of him that he sacrifice his personal projects for the sake of his town, nor that it was 

wrong for him to have done so.14  In this way, the current example differs from all the 

14 Utilitarians and ethical egoists may, however, judge that George was obligated to do 
certain things in these circumstances.  Utilitarians may judge that George was required 
to sacrifice his own projects for the sake of the greater good, and egoists may judge 
that he was in fact obligated not to sacrifice his personal projects.  (I am grateful to 
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others we have previously examined.  It also differs sharply from the war crimes case, in 

that we are unlikely to have a violent a reaction in this case.  This case is, however, 

similar to the previous case in that we find ourselves contemplating a third party’s actions 

and character and coming to a spontaneous moral evaluation – in this case, that George 

Bailey’s actions and character are morally praiseworthy.  The precise phenomenal feel of 

this spontaneous evaluation is difficult to capture, but perhaps Stump uses the right 

metaphor for talking about both goodness and evil: taste.  As we can “taste” the 

difference between ordinary evil and true wickedness, so we can taste the goodness of a 

heart like George Bailey’s.15  Once again, these aspects of our experience are not parallel 

to those of our experience of obligation.  As in the previous case, however, we may once 

again reflect on our reactions to George Bailey and ask whether we find these reactions to 

be appropriate – whether we find them to be called for by the circumstances – and I 

submit that, once again, the answer is yes.  Thus, the experiencing of circumstances as 

calling for certain responses on the part of various agents turns out to be the common 

experiential element across all four of the cases presented.

1.4 What Do the Moral Appearances Tell Us?

If we experience certain circumstances as calling for certain responses on the part 

of certain agents, what can we learn from this?  Two things.  First, that our moral 

Stephen Biggs for raising this point.)  This does not undermine my discussion of moral 
experience, however, for utilitarian and egoist theories run contrary to the 
representations of our ordinary moral experience.  Only someone who had thoroughly 
and intentionally re-trained his moral thought, in light of having endorsed egoist or 
utilitarian theories, would have egoist or utilitarian responses naturally when 
confronted with a case such as George Bailey’s.

15 Compare also the invitation to “taste and see that the Lord is good” (Psalm 34:8).
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experience represents moral obligation as objective, and second, that our moral 

experience represents moral obligation as carrying normative authority.  I explicate each 

of these concepts in turn, and explain their connection to our moral experience.

1.4.1 Objectivity

There are various possible conceptions of what it would be for morality to be 

objective.  One very strong such conception would be to equate objectivity with stance-

independence.  I will not go that far, for then to claim that morality is objective would 

just be to affirm moral realism – and I do not think that our moral experience takes us 

quite this far on its face.  This is because I have characterize stance-independence as 

involving independence from the stances of any agent, whether hypothetical or actual, 

and it is difficult to claim that our moral experience suggests this.  To make such a claim 

would be to claim that divine command theories, for example, run counter to our moral 

experience.  Given the historical prominence of divine command theory and its continued 

popularity in some circles, this would run the risk of rendering my claims about our 

moral experience simply implausible.  There is, however, a (slightly) weaker form of 

objectivity that divine command theorists themselves embrace, and that I think is robustly 

supported by our moral experience.  This is to conceive of morality as being independent 

from the stances taken by any actual human agent.  Henceforth, when I speak of the 

objectivity of morality, this is the conception of objectivity I will have in mind.  I reserve 

‘stance-independent’ for naming the stronger property of being independent from the 

stances of any agent, whether hypothetical or actual.

How does our moral experience suggest that morality is objective?  First, our 
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experience of moral obligation is the experience of circumstances as calling for certain 

responses on the part of certain agents.  This is distinct from what we might expect on 

subjectivist views, on which morality is taken to be a matter of individual or group 

opinion.  If morality were like that, we might expect our moral experiences to represent 

ourselves (or perhaps our societies) as doing the calling, not the circumstances.  Of 

course, the obvious response on the part of the subjectivist is to say that I have neglected 

to fully describe our moral experience; instead of saying that we experience the 

circumstances as calling for certain responses by certain agents, I should have said that 

we experience the circumstances in conjunction with our own stances as calling for 

certain responses by certain agents.  I have two replies.  First, a reader who genuinely 

thinks this is the appropriate description of our moral experience should have this 

reaction upon first encountering my description of our moral experience.  If my 

description did not seem incomplete until its objectivist implications were apparent, this 

suggests that a theoretical commitment is driving the objection to my description of our 

moral experience, rather than examination of one’s own experience.  Second, and more 

importantly, we can engage in some thought experiments that, I maintain, show that our 

moral experiences do represent morality as objective.

Recall one of the four cases previously discussed (or any other morally charged 

situation) – perhaps the war crimes case.  Now, imagine the case as identically to the 

original scenario as possible, but imagine that the stances of various parties change in 

various ways – stances of the victims, the perpetrators, the members of the victims’ or the 

perpetrators’ societies, or perhaps the members of your own society.  (The case of 
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imagining varying one’s own stances is slightly complicated and is discussed below.) 

Now ask yourself: do you experience the circumstances as calling for something different 

now?  Do this as many times as you like, varying the stances of as many parties as you 

like, and I submit that the answer will be no every time.  If you think outrage is called for 

in response to raping and infanticide in Bosnia, it will not matter what anyone else thinks 

about the appropriateness of that response.16  You will sense that outrage would remain 

the appropriate response even if everyone, including the victims, somehow came to think 

of the actions as praiseworthy (perhaps the victims might think this if they wrongly 

thought that they deserved such terrible treatment).17  James Dreier has made a similar 

point about slavery, having said, in discussing quasi-realism, that quasi-realists are 

“surely not going to say that slavery would not be morally wrong, if only we slavery-

haters mellowed out a little” (2004, 29).

It still might be objected that one’s own stances are doing the relevant work here.18 

In one sense, this is almost certainly true.  The way that one experiences circumstances 

involving rape and infanticide is not entirely independent from the stances one has 

toward rape and infanticide. This will be true whether experiences drive stances, whether 

stances drive experiences, or whether each partly drives the other.  But this does not mean 

16 For readers who think that infanticide is justifiable in some cases, I mean to be 
referring specifically to infanticide in the sorts of circumstances outlined in the war 
crimes case.

17 Here I assume that the raping and infanticide would still rightly be considered harms 
to the victims, no matter what they thought about them.  Of course, in some cases, a 
person’s stance toward something can change whether it constitutes a harm to them 
(for example, genuinely consensual sex is not rape and is in many or most cases not 
harmful).

18 I am grateful to Jason Matteson for pressing this point.
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that one’s experience represents the relevant ‘calling for’ relation as a stance-dependent, 

and this is a crucial point for determining whether our moral experience represents 

morality as objective.  To put the matter slightly differently: what one thinks affects what 

one thinks (obviously), but this does not show that one thinks that the matters one is 

thinking about are subjective.  Moreover, it is possible to conduct a further thought 

experiment in an attempt to control for the influence of our own stances.  This time, 

imagine the given situation as part of a centered possible world – that is, imagine a 

possible world that instantiates the scenario in question and that includes an individual 

who is you in that world.  Now, imagine that the you-in-that-world has various different 

stances toward the moral issues in question (say, rape and infanticide).  When you 

perform this exercise, ask yourself whether the you-in-the-actual-world experiences the 

circumstances in the imagined world as calling for different things as the stances of the 

you-in-the-imagined-world change.  I submit again that the answer will be no.  To put the 

point less technically: I submit that you think (now) that rape and infanticide will remain 

wrong even if you yourself should, at some point in the future, come to approve of rape 

and infanticide – and that you do so on the basis of your moral experience.  If this is 

right, then our moral experience represents morality as objective.

1.4.2 Normative Authority

I cannot here fully plumb the depths of the notion of ‘normative authority’ – a 

topic about which much ink has rightly been spilled – but here is a brief account of what I 

mean when I use this phrase.  As I am using the term, ‘normative authority’, refers to 

‘reason-giving-ness’.  That is, a certain fact or claim has normative authority over an 
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agent just in case that fact’s obtaining or that claim’s being true constitutes a reason for 

action for that agent.  For example, if it is cruel for Jennifer to tell a lie in some particular 

circumstance, and if the fact that the lie (in that circumstance) would be cruel gives 

Jennifer a reason not to tell it, then ‘that the lie would be cruel’ (in that circumstance) has 

normative authority with respect to Jennifer.  To further illuminate this idea, it is helpful 

to introduce a distinction in types of reasons.19  ‘Explanatory’ reasons are those that can 

be cited to explain, or in some cases perhaps predict, an agent’s behavior.  For example, if 

a young child Tim hits his even younger brother Jeremy out of jealousy, we can say that 

Tim hit his brother because he was jealous, and we can say that Tim’s jealousy is the 

reason that he hit his brother.  ‘Normative’ reasons, in contrast, are reasons that justify 

certain actions or behavior; in some contexts we call them ‘good’ reasons.  We would 

presumably say that Tim’s jealousy was no reason at all, in this sense, for him to hit his 

brother.  To say that a fact or claim has normative authority with respect to an agent is 

just to say that that fact or claim constitutes (or at least grounds) a normative reason that 

applies to that agent.

The notion of a normative reason is itself, I think, basic.  In saying this I follow 

Scanlon (1998), and I am aware of no better general characterization of a normative 

reason than his own: a normative reason is “a consideration that counts in favor of 

[something]” (1998, 17).  Thus, to say that a fact or claim has normative authority with 

respect to an agent is to say that there is some consideration related to that fact or claim 

19 I here follow Brink (1989) and Scanlon (1998), who mark the same distinction but use 
different terminology.  I adopt a mix of their terminology (on the basis of personal 
preference).
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that favors (or perhaps calls for) some particular action on the part of that agent. 

Returning to my earlier example, if the fact that telling a particular lie would be cruel has 

normative authority with respect to Jennifer, then that the lie would be cruel favors 

Jennifer’s not telling it.

Given this description of normative authority, its connection with our moral 

experience should be obvious.  I have previously, for example, hardly spoken of whether 

an action is right or wrong, good or bad, moral or immoral.  Instead, I have spoken about 

whether the circumstances call for (or favor) certain responses by certain agents.  In other 

words, what I have been talking about all along is just normative authority, as it arises in 

cases that we typically label ‘moral’.  Given this, it follows that our moral experience, as 

I have been talking about it, represents morality as bearing normative authority.

Two clarifications are in order.  First, in any given case, a normative reason is the 

thing – the consideration, whatever it is – that does the favoring.  So, if the would-be 

cruelty of Jennifer’s proposed lie is what favors her not telling it, then that would-be 

cruelty is, in this particular case, the reason for her not to tell it.  The reason is not the fact 

that the cruelty favors her not telling the lie, nor is the reason the favoring itself.  In this 

case (as stipulated), the reason is the would-be cruelty.  However, it is important to note 

that the would-be cruelty counts as a reason only because it does (as stipulated) favor 

some action (or, in this case, restraint) on Jennifer’s part.  Second, it is worth noting that 

to say that a fact or claim has normative authority with respect to an agent is not to say 

that that fact or claim is decisive or overriding for that agent.  For example, suppose that 

the particular lie Jennifer is considering is likely to save a great many innocent lives.  In 
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this case, it might be true that the particular lie’s being cruel has normative authority with 

respect to Jennifer, but it might also be true that the lie’s having the potential to save 

innocent life also has normative authority with respect to Jennifer.  To say both of these 

things (and nothing more) is to say nothing about what Jennifer has, all things considered, 

most normative reason to do.  (This is similar to the case of the conflicted professor 

discussed earlier.)

1.5 Objections and Replies

Some people may deny that they experience circumstances as calling for certain 

responses by certain agents.  I will concede up front that it is possible that moral 

experience varies from person to person, and I am only trying to describe what I think 

most people will agree that they find in their moral experience.  To this end, consider 

again the case of the inconvenient appointment.  Presumably most people will agree that, 

in the circumstances as described, keeping the appointment is in fact called for – or at 

least, that it seems that keeping the appointment is called for – that they experience the 

circumstances as calling for keeping the appointment.  In this chapter, all I have tried to 

establish are claims like these.  It is for the next chapter to address the question of 

whether we are justified in believing that the circumstances call for one response or 

another.  Furthermore, a burden is picked up by anyone who wishes to deny my account 

of  moral experience but who nonetheless agrees that, in the case of the inconvenient 

appointment, one ought to keep the appointment.  In this case, what is the basis for the 

objector’s agreement on the substantive moral point, if not reliance on her moral 

experience?  It might be adherence to some comprehensive ethical theory from which it 
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follows that, in the case as described, one ought to keep one’s appointment.  But then 

how is this theory, in turn, supported?  Although I cannot explore this topic here, I doubt 

it will be possible to support a first-order normative theory without in some way relying 

on the deliverances of moral experience.  Another alternative, of course, is to simply deny 

that the circumstances call for keeping the appointment in the case as described – but this 

is implausible as a first-order normative claim.  A moral nihilist might say this, but I take 

it that most nihilists admit that their view does not comport well with our moral 

experience and hence would not use the negation of first-order normative claims as a 

basis for rejecting my account of moral experience.  In the end, however, to someone 

who is a nihilist and who sincerely claims that she has no subjective experiences 

answering to those I have described, I can give no reply.  I hope that there are not many 

such persons.

Another objection might be to say that I have not adequately shown that our moral 

experience represents morality as either objective or as carrying normative authority.  In 

the case  of objectivity, I can give no better arguments than those I have already given in 

§1.4.1.  If the thought experiments offered there seem inadequate, then I hope at least that 

they have shifted the burden of proof onto my opponent.  With respect to normative 

authority, I can only repeat that, given my description of moral experience and my 

characterization of normative authority, it simply follows that our moral experience 

represents morality as carrying normative authority (indeed, moral claims will simply be 

subset of claims about normative authority).  Someone who objects on this point must 

either object in some other way to my description of moral experience or must object to 
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my characterization of normative authority.  In both cases, once again, I hope to have 

shifted the burden of proof onto my opponent.

A third objection would be to say that I have focused selectively on examples of 

moral experience that favor my preferred view.  In reply, I say that I have not 

intentionally done so, and I have examined four reasonably diverse examples largely in 

order to avoid having done this.  It may still be, of course, that there are some elements of 

moral experience that I have not considered and that favor an alternative view.  I am 

doubtful that this is the case, but I cannot claim to have rule out this possibility, and along 

these lines, I should briefly respond to an argument given by Simon Kirchin (2003). 

Kirchin describes a case in which two values (freedom and beauty) appear to conflict, 

and for the sake of argument he further supposes that these two values are 

incommensurable.  Kirchin suggests that “noncognitivism might sit more naturally [than 

moral realism] with such phenomena” (260).  I do not think this is so, however.  Consider 

our earlier case of the conflicted professor – that was a case involving conflicting values, 

and I can grant as easily as Kirchin does, for the sake of argument anyway, that these 

values are incommensurable.  I do not see why noncognitivsm sits more naturally with 

this phenomenon than realism does.  If my analysis of our moral experience is correct, 

then even in cases of conflicting values, our moral experience represents some 

circumstances as objectively calling for one response, and other circumstances (or, if one 

prefers, other members of the same set of circumstances) as objectively calling for 

another response.  Of course, there is important first-order normative work to be done in 

determining how to deal with such conflicts, but even if the result is that there is no fact 
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of the matter about how to resolve them, that does not change the fact that our moral 

experience still represents different circumstances as objectively calling for certain 

responses.

1.6 Moving Forward

I have so far argued that our moral experience represents morality as being 

objective and as carrying normative authority.  If we are justified in accepting the 

deliverances of our moral experience, it will follow that we have at least some 

justification for accepting a metaethical theory that can accommodate both of these 

features of morality.  Moral realism, as I have characterized it, is such a theory.  Realism 

insists that there are stance-independent moral facts and thus has no difficulty 

accommodating the objectivity of morality.  In so far as realism further allows that (at 

least some) moral facts just are facts about what is called for in certain circumstances, it 

has no difficulty accommodating normative authority.  Reductivist versions of realism 

may thus encounter difficulties (and these are discussed in chapter three), but realism as 

such has no difficulty in accommodating the normative authority of morality.

In the next chapter I argue that we are justified in accepting the deliverances of 

our moral experience (or at least, that we are so justified if we are also justified in 

accepting the deliverances of perception, memory, and reasoning).  In the following 

chapters, I argue that prominent competitors to moral realism (and certain 

reductivist/naturalist versions of moral realism) have difficulty accommodating these two 

features.  The result is a (partial and defeasible) argument favoring a non-reductivist 

version of moral realism.
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CHAPTER 2: JUSTIFYING MORAL REALISM

I presuppose that we are justified in holding many beliefs – in particular, many 

beliefs based on memory, perception, and logical reasoning.  Put another way, I am 

presupposing the failure of general skepticism.  Given this presupposition, I argue in this 

chapter that we are justified in accepting moral realism.  I cannot here complete this 

argument, in part because I cannot here address all potential defeaters of this justification, 

and in part because the argument depends upon material in the remaining chapters. 

However, I hope that this chapter goes some significant distance toward showing 

justification for moral realism.

Those disinclined to grant my anti-skeptical presupposition may read my thesis as 

holding that there is no special problem for the justification of moral realism (at least 

compared to the justification of beliefs based on memory, perception, and logical 

reasoning).  No doubt such readers will find my project less interesting than they 

otherwise might, but in so far as most people are not skeptics generally, I hope that my 

project remains interesting to a reasonably large audience.  I am not presupposing the 

failure of specifically moral skepticism.

2.1 Epistemic Justification

2.1.1 An Account of Justification, Sketched

What is it to be epistemically justified?  It is helpful to distinguish between 

theories and accounts of justification.  Roughly speaking, a theory of justification 

specifies what is required in order for a belief (or a believer) to be justified. 
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Foundationalism, coherentism, and reliabilism are perhaps the most prominent theories of 

justification (families of theories, really).  An account of justification, in contrast, 

specifies what it is for a belief (or a believer) to be justified.  Accounts and theories are 

not entirely independent of one another, for a theory may incorporate or presuppose 

aspects of some particular account of justification, and an account of justification may 

have implications for what counts as an acceptable theory.  Additionally, as a conceptual 

matter, the boundary between what counts as constructing an account and what counts as 

constructing a theory is probably imprecise.  Moreover, there are important 

epistemological views, such as contextualism and contrastivism, which are neither 

theories nor full-fledged accounts, but which rather make claims about the structure that a 

correct account or theory of justification must take.  All this notwithstanding, it is helpful 

to have in mind at least some idea of what justification is before discussing whether given 

beliefs are justified.  Obviously I cannot provide a complete account of justification nor a 

complete defense of what I do provide.  However, I propose the following as rudiments 

of an account of justification.

Although the following principles need to (and will) be refined, I think they 

capture the heart of what lies behind our intuitive idea of epistemic justification.20

A belief B is positively justified for an agent A if and only if A ought to believe B.

A belief B is permissively justified for an agent A if and only if it is not 
the case that A ought not to believe B.

Three elements of these principles are worth noting in particular.  First, there is the 

20 I suspect that a structurally similar account of moral justification can be given, but I do 
not develop such an account here.
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distinction between positive and permissive justification, a distinction familiar in 

epistemology as well as in ethics.  At least as a conceptual matter, it seems to make sense 

that there are some things that we positively ought to believe (or do), and other things 

that, although we are not required to believe (or do) them, it is not wrong to believe (or 

do).  For present purposes I am interested in positive justification, so I will not develop 

my account of permissive justification further – though I suspect that the refinements I 

make to my account of positive justification can also be applied, mutatis mutandis, to my 

account of permissive justification.  The second element worth noting is that my account 

does not provide a reductive analysis of justification in non-normative terms.  Instead, it 

defines justification, itself a normative notion, in normative terms – specifically, in terms 

of “ought” judgments.  Third, the above account makes justification relative not just to 

particular beliefs but to particular believers.  This reflects the intuitive idea that different 

people can be justified in having different beliefs, and that some people can be justified 

and others unjustified in holding the same belief, irrespective of which beliefs are true.

Further refinement and clarification are needed with respect to what it means to 

say that an agent ought to believe something.  To some extent this has been provided in 

the previous chapter, in the discussion of normative authority.  With respect to action, I 

think that “ought” judgments are claims about what actions are called for (or favored), 

given certain circumstances, on the part of certain individuals.  That is to say, they are 

claims that certain reasons for action exist.  My account of “ought” for epistemology is 

similar but involves beliefs and evidence instead of actions and circumstances.  To say 

that an agent A ought to hold some belief B is to say that relevant evidence calls for (or 
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favors) A’s believing B.  That is to say, that A has reason to believe B.  Caution is required 

here, for several reasons.  First, in some cases “ought” judgments can be used merely to 

express the content or the existence of norms rather than to affirm those norms.  Second, 

care must be exercised in so far as there are different kinds of “oughts” (such as 

epistemic, prudential, and moral “oughts”).  Third, “ought” claims are often defeasible. 

Fourth, some discussion of what counts as “relevant” evidence is called for.  I address 

each of these issues in turn.

Etiquette is often viewed as a normative “discipline” (for lack of a better word). 

In other words, there are norms – standards or rules – of etiquette.  In our society, one of 

these norms is that dinner forks are to be placed to the left of the dinner plate in formal 

settings.  We might say that according to etiquette (in our society) dinner forks ought to 

be placed to the left of the plate.  The existence (in whatever sense is appropriate) of such 

norms of etiquette is not open to serious question, and the use of “ought” claims to 

express such norms is quite common.  It is an open question, however, whether the norms 

of etiquette carry any authority of their own.  Although in certain cases there may be 

instrumental reason to follow the norms of etiquette (such as to avoid giving offense or to 

make a good impression on someone), it does not seem, for example, that there is any 

non-instrumental reason to place forks on the left side of dinner plates.  Thus, someone 

who says, “You ought to put the fork on the left side of the plate,” might merely be 

reporting what the standards of etiquette are rather than affirming that there is any reason 

to place the fork on the left.  Similarly, a complete normative nihilist can coherently say, 

“Sure, according to morality you ought (other things equal) to avoid killing innocent 
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people, but you don’t have any reason at all to avoid killing innocent people (or to do 

anything else, for that matter).”  I suspect that the use of “ought” in this way, merely to 

communicate without endorsing the norms of a given discipline, is the less common use. 

Such use is almost always accompanied by a qualifying phrase such as “according to....” 

For the sake of simplicity, I will call this the “degenerate” use of “ought”.  What is 

important for present purposes, however, is not which use is standard or degenerate but 

rather the fact that there are different uses of “ought”.  In my account of justification, the 

“ought” claims are to be interpreted in what I consider the standard way: as affirming the 

existence of a reason (in this case, a reason for belief).

The distinction between standard and degenerate “oughts” is itself distinct from 

another distinction, that among substantively different kinds of “oughts”, such as those of 

morality, prudence, and epistemology.  Someone who says, “According to morality one 

ought (other things equal) to avoid killing innocent people,” might be merely reporting 

part of the content of some particular set of norms (the moral norms), but she might also 

be affirming that there is, other things equal, a particular kind of reason (a moral reason) 

not to kill innocent persons.  I am not entirely sure what to make of the idea of different 

kinds of reasons, but philosophical discussions commonly appeal to it.  Most importantly 

for immediate purposes, a distinction is often made between prudential and epistemic 

reasons for belief.  For example, a soldier might have good prudential reason to cultivate 

the belief that her superior officer is competent and trustworthy even while having good 

epistemic reason for doubting those very claims.  It would be difficult, and perhaps even 

impossible, to produce a developed account of what distinguishes prudential from 
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epistemic reasons for belief, but because this distinction is both intuitive and frequently 

invoked, I make use of it.  In light of this distinction, my intention is to argue that we 

have epistemic reason to be moral realists, and in my account of justification, the “ought” 

is to be read as an epistemic “ought” – that as, as affirming the existence of an epistemic 

reason for holding a belief.

The mere existence of some epistemic reason for holding a belief does not entail 

that we ought (epistemically) to hold it once all epistemic reasons have been taken into 

account.  Reasons for belief are defeasible and thus can be defeated, and when this occurs 

it can be misleading to express those reasons via “ought” claims.  Thus, the “ought” in 

my account of justification should be read as affirming the existence of undefeated 

epistemic reason(s) for belief.

Finally, I owe some clarification of the notion “relevant” evidence.  An example 

helps to set the stage here.  Consider someone – let’s call him Harry – who reaches a false 

conclusion, FC, on the basis of impeccable reasoning that is itself based on the best 

evidence available to him.21  In one sense it is perfectly natural to say that Harry ought to 

believe FC.  On the other hand, given that FC is false, there is a sense in which Harry 

ought not believe it (and in fact ought to believe its negation, ~FC).  A better informed 

agent – let’s call her Jo – might come along and say, perfectly naturally, “Harry, you 

think you ought to believe FC (and that’s understandable given your evidence), but in fact 

you ought to believe ~FC instead.”  What is going on here is a shift in what counts as 

21 My inclusion of this example and the ensuing discussion have been inspired by an 
unpublished paper that, as of this writing, I do not have permission to cite.  The 
unpublished paper indicates that Regan (1980, 265, n. 1) and Jackson (1991), among 
others, address the same basic problem.
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(viz., what the speaker considers to be) the relevant evidence.  When we say that Harry 

ought to believe FC, we understand the relevant evidence to be only the evidence 

available to Harry, and when Jo comes along and says that Harry ought to believe ~FC, 

she understands the relevant evidence include the evidence available to her.  In both 

cases, however, the claim is that the relevant evidence, whatever it is, favors the specified 

conclusion.

Relevance is relevance for a particular purpose.  When we say that Harry ought to 

believe FC, our implicit purpose is – could only be – the evaluation of Harry qua 

epistemic agent.  Given that, ex hypothesi, a better-informed agent believes ~FC (and we 

know this), our purpose would not be to form a belief in FC ourselves nor to advise Harry 

to believe FC (unless we were being perverse or had some reason to want to fool 

ourselves or Harry).  On the other hand, when Jo says that Harry ought to believe ~FC, 

her purpose is to advise Harry as to what to believe.  Generalizing, we can plausibly say 

that speakers who make epistemic “ought” judgments typically have one of two projects 

in mind, either the project of evaluating someone’s performance qua epistemic agent, or 

the project of guiding belief formation and change (either with respect to their own 

beliefs or the beliefs of another).

Independently of whether an epistemic “ought” claim is made in the first-, 

second-, or third-person, it is the person making the “ought” claim whose epistemic 

project counts as determining what evidence is relevant for purposes of that claim. 

Consider what we, as third parties, might say of Harry.  We might naturally say, “Harry 

ought to believe FC,” but we might just as naturally go on to say, “Really, though, Harry 
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ought to believe ~FC.”  In the former case our project is the evaluation of Harry’s 

epistemic performance, while in the latter case our project is the project of belief 

guidance.  Note that in both cases we are still making a claim about which belief the 

relevant evidence favors Harry’s holding.  This might initially seem strange but upon 

reflection makes good sense, for the only thing that changes between the two apparently 

conflicting “ought” claims is what evidence is relevant.  One set of evidence – the 

evidence available to Harry – favors his believing FC, and another set of evidence – the 

evidence available to Jo and us – favors his believing ~FC.22  As long as we are talking 

about epistemic “oughts”, any body of evidence, once fixed, favors the same belief for all  

agents.  This makes sense if we consider that, if all agents possessed exactly the same 

evidence, all agents would be justified in believing exactly the same things.23  Although 

my account of “ought” claims relativizes these claims to individual agents, in the case of 

epistemic “oughts” the relativization serves merely to determine what evidence counts as 

relevant.

What, then, is the project of the “speaker” in my account of justification?  There is 

no fixed such project.  My account of justification is intended to be flexible enough to 

accommodate the different epistemic projects of different speakers making claims of 

justification (or of the same speaker making multiple claims).  This provides for a limited 

22 The evidence available to Jo and the evidence available to us are not, actually, the 
same bodies of evidence.  Jo’s evidence is whatever information she possesses, while 
our evidence is Jo’s (ex hypothesi well-informed) testimony.  However, this distinction 
can be ignored for present purposes.

23 This may depend on exactly what gets to count as “evidence”.  If cognitive processing 
performed by an agent does not count as altering what evidence an agent possesses, 
then I could perhaps say that all agents would be in a position to be justified in 
believing the same things if they all had the same evidence.
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pragmatic relativism about justification.  In all cases, I take claims about justification to 

involve claims about what the relevant evidence favors.  There is thus no semantic 

variation here, but the word “relevant” introduces pragmatic variation.  Even this 

pragmatic variation is fairly limited, for I take it that there are only two standard 

epistemic projects, and it is one of these two that will determine the extension of 

“relevant” for a given claim about epistemic justification.24

For present purposes, when I claim that acceptance of moral realism is 

epistemically justified, I have in mind the project of belief guidance rather than the 

project of epistemic evaluation.  However, given that I am arguing that we are justified in 

being moral realists on the basis of the evidence available to us, the relevant body of 

evidence will be the evidence that is available to us, regardless of which project we have 

in mind.  This may seem a bit hasty, for the question of what evidence counts as relevant 

for purposes of justification cuts to the heart of the internalism/externalism debate in 

epistemology.  In this context, an internalist theory is one that takes epistemic 

justification to be determined solely by an agent’s “internal” states, such as memories and 

beliefs, while externalist theories take justification to depend at least partly on “external” 

states of affairs, such as facts about the actual reliability of an agent’s cognitive faculties. 

24 The situation is actually a bit more complicated, for the speaker’s project in a given 
case merely serves to answer the question of whose evidence is relevant.  The relevant 
body of evidence is further determined by which evidence is available to that person, 
and I have given no account of epistemic availability.  For purposes of this limited 
sketch of justification, I excuse myself from giving such an account, but among other 
things, an adequate account of availability must reflect the fact that, in some cases, 
there is evidence an agent does not possess but could and should acquire.  The 
“should” here will surely be at least partly influenced by practical considerations, so it 
is not clear that there is any such thing as a purely epistemic sense of justification.
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An externalist may not be happy with my account of justification, for my account is 

framed entirely in terms of whether relevant evidence favors a given belief, and the 

account further requires that evidence be available to some agent in order to be relevant. 

This leaves no room for the relevance of external states of affairs about which no agent 

has any evidence.  I suspect that my account could be modified so as to be compatible 

with thoroughly externalist views of justification via appropriate adjustment of what 

counts as relevant evidence.  However, since I am interested in the project of belief 

guidance – specifically, in the question of whether to accept moral realism – such a 

thoroughly externalist account of justification would be of no use for my project.

Even so, it still may seem that I am too quick to claim that the relevant evidence is 

the evidence available to us.  Walter Sinnott-Armstrong (2006), for example, makes a 

distinction between personal and impersonal epistemic justification.  The former makes 

the justification of an agent depend on whether the agent bases a belief on grounds that 

are epistemically adequate given the information available to her, while the latter makes 

the justification of an agent depend on whether the agent bases a belief on grounds that 

would be adequate in light of full information.  Sinnott-Armstrong’s notion of impersonal 

justification thus corresponds to my account of justification when (and only when) the 

maker of the justification claim has full information and has in mind the project of belief 

guidance.  Sinnott-Armstrong writes, “Most epistemologists would not be satisfied if 

their theories showed how people can be personally justified but did not show how 

anyone could ever be impersonally justified.... Moreover, most skeptics are not trying to 

show that believers are irresponsible or at fault or bad as believers, so they would be 
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satisfied if they could show that believers are never impersonally justified” (2006, 73).  I 

make no claim about whether most epistemologists or most skeptics are concerned about 

impersonal justification, but I think Sinnott-Armstrong is wrong to place emphasis on the 

concept.  It is a consequence of his characterization of impersonal justification that, in 

order for any belief whose content is p to be impersonally justified, p must be true.  This 

is because full information includes exactly one of the following: p, ~p, or (if the law of 

excluded middle does not apply in the given case) the information that neither p nor ~p is 

true.  In either of the latter two cases, the information acquired serves as a rebutting 

defeater for the original belief.  Moreover, if we assume the law of non-contradiction, 

then it will be impossible, in light of full information, for this rebutting defeater to itself 

be defeated.  Furthermore, whenever p fails to be true, there will be some explanation of 

why any evidence that defeasibly supports p is itself defeated, and full information will 

include this explanation.  Thus, whenever p fails to be true, full information will include 

undefeated evidence that both rebuts p and undermines any evidence that supports p.  The 

result is that no non-true belief can be justified in light of full information.  Sinnott-

Armstrong’s notion of impersonal justification thus erodes the distinction between true 

belief and justified belief.  In fact, we might call impersonal justification truth+.  The “+” 

is needed because a belief’s truth is not sufficient for the belief to be impersonally 

justified; to be impersonally justified a belief must not only be true but also must be held 

on adequate grounds (i.e., also must be personally justified).  This shows that the notion 

of impersonal justification is of no use for either of the two standard epistemic projects. 

If our project is evaluation of epistemic performance, then (as Sinnott-Armstrong 
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acknowledges) a notion of personal justification is all we need.  Alternatively, if our 

epistemic project is belief guidance, we don’t need evidence that a belief is true+ in order 

to believe it (or to commend another to believe it); we only need evidence that it is true.

Another difficulty with the notion of impersonal justification is that it is question-

begging against both skeptics and non-skeptics, at least with respect to the justification of 

contingent propositions.  Any debate over skepticism depends crucially on evidence for 

or against the justification of our beliefs and not just on evidence for or against the beliefs 

themselves.  However, it is impossible (for us) to show that any belief in a contingent 

proposition is impersonally justified, for doing so would require actually having full 

information.  It is equally impossible to show that any belief in a contingent proposition 

is not impersonally justified (unless it is not personally justified), because that too would 

require actually having full information.  It is thus illegitimate to adopt impersonal 

justification as the appropriate standard in debates over justification (with respect to 

contingent propositions, at least), whether one is a skeptic or a non-skeptic.25

Before moving on, allow me to reiterate that I am interested in the project of 

belief guidance.  This is a project that, even if guided by purely epistemic standards (to 

25 I am here using “skeptic” to refer to those who assert that no one is justified in 
believing anything.  This view is one form of what is often called “dogmatic” or 
“Academic” skepticism (after the view held by members of Plato’s Academy in its 
later years).  Sinnott-Armstrong, in contrast, is a “Pyrrhonian” skeptic (after the views 
of Pyrrho).  Pyrrhonian skeptics neither affirm nor deny that we are justified in our 
beliefs but rather suspend belief about justification (and other things).  The historical 
method of Pyrrhonism is to argue both for and against any given proposition p, thus 
undermining belief in both p and ~p.  Sinnott-Armstrong applies this method by 
arguing against both dogmatic skepticism and its denial (with respect to moral beliefs). 
However, since appealing to the notion of impersonal justification begs the question 
against both dogmatic skeptics and non-skeptics, in so far as Sinnott-Armstrong’s 
arguments rely on this notion, they fail to undermine belief in either doctrine.
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the extent that such standards may exist; cf. n. 6), is a practical project.  Put another way, 

I am not interested in showing that a belief in moral realism has some particular property, 

the property of being epistemically justified, for its own sake.  That might be an 

interesting project for pure epistemology, but I am here interested in “applied” 

epistemology – i.e., in guiding our beliefs in light of what we have epistemic reason to 

believe.  The notion of impersonal justification is of no help this project.

Here again is my initial statement of positive epistemic justification, which I here 

call EJ1:

EJ1 A belief B is positively justified for an agent A if and only if A 
ought to believe B.

As I have amplified this statement, we may read it as:

EJ2 A belief B is positively justified for an agent A if and only if there 
is undefeated epistemic reason for A to believe B.

Given the nature of my project, and my understanding of what it is for there to be an 

epistemic reason, for present purposes we may read EJ2 as:

EJ3 A belief B is positively justified for an agent A if and only if 
undefeated evidence available to A favors A’s believing B.

Two final observations are warranted.  One is that EJ2 and EJ3 take no account of 

what, in epistemology, is often called the “basing relation”.  The basing relation is the 

relation that obtains among an agent, a belief, and a body evidence when the agent holds 

the belief on the basis of that evidence.  Ordinarily, we do not call an agent justified in 

holding a belief merely because the appropriate evidence is available to the agent but 

rather because the agent actually bases her belief on the appropriate evidence in the 
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appropriate way.  However, the basing relation is primarily important for the project of 

epistemic evaluation.  Since I am here interested in the project of belief guidance, no 

harm comes from omitting a reference to the basing relation in my account of 

justification.  The second observation is that I have said nothing about degree of 

justification, and it is commonly thought that we can either be more or less justified in 

holding certain beliefs.  I do not dispute this general thesis, and in fact I appeal to this 

notion at times.  However, I am primarily interested in the question of whether we should 

accept moral realism or not, rather than the question of how strongly we should believe it. 

To some, my arguments – and hence our evidence for moral realism – may seem stronger 

than to others.  To those in the latter category, I concede that it makes sense to hold our 

beliefs weakly when the epistemic reasons favoring those beliefs are weak.  However, a 

weak reason (provided it is undefeated) is still a reason, and it makes sense to hold a 

belief, even if weakly, when it is weakly supported by the best evidence available to us. 

Such a belief is justified; it is still true that we ought to hold such a belief (weakly).  I 

would be happy to show that we are strongly justified in holding moral realism, but I will 

be content if I can show that we are justified to any extent in holding it.

The preceding account of justification is far from complete.  Much of what I have 

said warrants further amplification, and my account would need to be supplemented, at a 

minimum, by accounts of evidence, availability, and defeat.  However, as it stands, this 

account provides a useful framework for further discussion.

2.1.2 A Partial Defense of the Account

I hope to have provided an account of justification that is, by and large, neutral 
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among competing theories of justification.  As I have developed the account, it is 

admittedly prejudiced against externalist theories.  However, EJ1, and arguably EJ2, are 

compatible with externalist theories.  Moreover, in certain cases (when the appropriate 

evidence about external states of affairs is available to the relevant agent), even EJ3 is 

compatible with externalism.  In any case, I have already explained why, for purposes of 

my current project, I have adopted an internalist approach.  Furthermore, although my 

account as presented is neither contextualist nor contrastivist, it is easily modified so as to 

accommodate either of those conceptions of justification.  For example:

EJ3Contextualist A belief B is positively justified for an agent A in a given 
context C if and only if undefeated evidence available to A favors A’s 
believing B in context C.

EJ3Contrastivist A belief B1, rather than belief B2, is positively justified for 
an agent A if and only if undefeated evidence available to A favors A’s 
believing B1 rather than B2.

Because of this fairly extensive neutrality, I trust that my account of justification does not 

beg any important questions in the debates in epistemology.

Additionally, I hope to have provided an account of justification that captures 

what we usually mean when we say that given beliefs are epistemically justified for given 

believers.  To test this linguistic claim, at a minimum my account would need to be 

applied to standard examples from the epistemological literature.  For example, if I may 

waffle between externalism and internalism for the moment, and if Jo is in (or justifiedly 

believes that she is in) ordinary circumstances and sees what appears to be a barn in front 

of her, is she justified in believing there is a barn in front of her?  Setting skepticism to 

one side, most people say yes.  On my account, this would entail that Jo has some 
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undefeated evidence available to her favoring the belief that there is a barn in front of her, 

and this seems to be the case.  If Harry, in contrast, is on (or justifiedly believes that he is 

on) a movie set and sees what appears to be a barn in front of him, is he justified in 

believing there is a barn in front of him?  Most people say no, and on my account this 

would entail that Harry lacks undefeated evidence favoring the belief that there is a barn 

in front of him, and again, this seems to be the case.  Although the same sort of evidence 

that justified Jo’s belief is also available to Harry, in Harry’s case the evidence is 

plausibly considered defeated because he is in a movie studio.  In order to defend my 

account as an ordinary-language account of the semantics of “justified”, many further 

examples would have to be tested, and given the history of epistemological inquiry, it 

seems likely that my account will prove vulnerable to at least some counter-examples. 

However, I hope that my account is not obviously implausible, and I hope that it seems 

attractive enough to be the basis for further refinement, if refinement should be needed to 

produce a correct ordinary-language account of “justified”.

However, irrespective of the semantic success or failure of my account, it still 

serves a useful purpose here, because I can – and hereby do – stipulate that EJ3 is what I 

mean when I talk about epistemic justification in the current context.  Ultimately, I aim to 

show is that EJ3 is satisfied with respect to our belief in moral realism.  That is, I aim to 

show that we have undefeated evidence available to us that favors our believing moral 

realism.  (More precisely, I aim to show this, given the failure of general skepticism.)

Nonetheless, I should respond at least briefly to one possible objection to my 

account of justification.  Given that the account is a thoroughly normative account, to 
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someone who is a complete normative skeptic, the account may seem to beg one very 

important question: whether there is any such thing as normative authority (of any kind) 

at all.  It is true that my account begs this question.  Given the nature of my project, 

however, I accept this.  Here I do not have in mind the project of belief guidance as 

conceived within epistemology but rather as conceived within philosophy.  Philosophy is 

in the business of rational inquiry and thus presupposes both the existence and authority 

of reasons for belief.  While I mean to be addressing moral nihilists (among others), I do 

not mean to be addressing moral nihilists who are also complete normative skeptics.26

2.1.3 Contrastivism and Contextualism

As mentioned above, my account of justification can easily be modified to 

accommodate either contrastivist or contextualist approaches to justification.  However, 

as I proceed, I will not be evaluating our justification for accepting moral realism using 

an explicitly contrastivist or contextualist approach.  Given this, it is appropriate for me 

to say something about these approaches and why I am not adopting them.

Contrastivism (about justification) is the view that beliefs are justified only 

relative to some “contrast class” of propositions.27  A contrast class consists of the 

proposition in question and at least one contrary proposition.  On this view, although we 

might say something like, “Brian is justified in believing that p,” this is elliptical for 

26 If I may make a bold claim and scarcely defend it: only rhetoric, as opposed to 
philosophy, is available to the complete normative skeptic.  A complete normative 
skeptic who argues to the contrary is, in so doing, either engaging in mere rhetoric or 
giving a self-defeating argument.

27 For ease of exposition, I take it for granted that propositions are the objects of belief. 
However, I do not mean to commit to any particular metaphysics of belief.
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something like, “Brian is justified in believing that p rather than believing that q.” 

Contrast classes containing more than two propositions can be represented either by 

disjunctions – e.g., “Brian is justified in believing that p rather than believing that (q or r 

or s)” – or by claims about justification “out of” a particular contrast class – e.g., “Brian 

is justified in believing that p out of C,” where C is the set of propositions {q, r, s}. 

Claims about justification simpliciter (e.g., “Brian is justified in believing that p”) can be 

interpreted either as implicitly referring to some particular contrast class or other, or as 

implicitly referring to the relevant contrast class and hence as presupposing or making an 

implicit claim about what the relevant contrast class is.

Jonathan Schaffer (2004) offers a defense of contrastivism about knowledge 

(rather than about justification), but he offers some examples that are nonetheless 

helpfully illustrative:

Suppose Holmes has found Mary’s fingerprints at the crime scene, but has not 
bothered to verify that it was a bicycle that she stole.  Then intuitively ‘Holmes 
knows that Mary rather than Peter stole the bicycle’ is true, but ‘Holmes knows 
that Mary stole the bicycle rather than the wagon’ is false; ‘Holmes knows who 
stole the bicycle is true’, but ‘Holmes knows what Mary stole’ is false; and 
‘Holmes knows that Mary stole the bicycle’ is true, but ‘Holmes knows that Mary 
stole the bicycle’ is false.  The explanation is that Kh<that Mary stole the bicycle, 
that Peter stole the bicycle> is true, while Kh<that Mary stole the bicycle, that 
Mary stole the wagon> is false. (2004, 81)

Walter Sinnott-Armstrong, another contrastivist, offers the following:

Hearing can give you strong reason to believe that a piece of music is by 
Mozart as opposed to Bob Dylan, even if you have no reason to believe 
that it is by Mozart as opposed to Salieri.  Memory can provide reason to 
believe that President Kennedy was shot in 1963 as opposed to 1973, even 
if you can’t remember whether it was 1963 or 1962.  Testimony by top 
scientists can supply a reason to believe that the earth in the next century 
will get warmer rather than colder, even if the scientists do not say 
whether it will warm by more than three degrees instead of less than three 



66

degrees.  And so on. (2006, 84)

In cases such as these, contrastivism intuitively seems to make sense.  But what does it 

mean to claim that a belief that p rather than a belief that q is justified?  I can imagine 

three possible readings of such a claim: (1) the belief that p is more justified than the 

belief that q; (2) it is more likely that p obtains than that q obtains; or (3) the belief that q 

can be ruled out, while the belief that p cannot.

The first of these readings obviously presupposes the concept of degrees of 

justification.  This in turn might involve a claim about the relative probabilities of p and 

q, in which case (1) reduces to some form of (2).  Alternatively, it might involve a claim 

about the relative strength of the reasons favoring p and q, where strength of reasons is 

not reducible to some form of probability.  Either way, the practical implications of both 

(1) and (2) seem to be much the same for the project of belief guidance.  Since p and q 

are in the same contrast class, and since members of a contrast class are contraries (or, 

more precisely, each member is either the proposition whose justification is in question or 

a proposition contrary to it), p and q cannot both be true.  Then, if we have stronger 

epistemic reason to believe p than to believe q (or if p is more likely than q), it seems that 

we ought not to believe q.28 This is just to say that our evidence for p defeats our evidence 

for q.  Moreover, if our evidence in favor of p is not otherwise defeated, it seems that we 

ought to believe p.  To this extent, contrastivism adds nothing to the non-contrastivist 

version of my general account of justification, for that account already makes reference to 

28 For simplicity’s sake, I am assuming that we should not hold conflicting beliefs (as 
opposed to, say, holding them with varying degrees of certainty). Also, for ease of 
exposition, I may sometimes blur the use/mention distinction (as, for example, in 
speaking of “believing p” instead of “believing that p” or “believing ‘p’”).
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what we have undefeated reason to believe.  Where contrastivism potentially makes an 

illuminating contribution is in telling us at least part of what we have to do in order to 

determine whether our evidence is defeated – viz., that we must take account of the 

evidence in favor of the other members of the contrast class.  However, in order for this 

instruction to be useful for the project of belief guidance, it must also tell us which 

contrast class to use.  If a contrastivist refuses to take a position on which contrast class is 

relevant for purposes of epistemic justification simpliciter (as, for example, Sinnott-

Armstrong does), then such a contrastivism will not help us decide what to believe.  Talk 

about justification then becomes philosopher’s talk about some property that a given 

belief might or might not have.  As is clear by now, this is not the sort of justification I 

am interested in.  As far as the project of belief guidance is concerned, in order for 

contrastivism to provide a useful supplement to my account of justification, it must take a 

stand on what the relevant contrast class is.  Once this stand is taken, however, explicit 

talk of contrast classes becomes otiose.  This is because once we know what sorts of 

competing propositions we must consider before adopting belief in a given proposition p, 

we can just build this into our account of what it is for evidence to be defeated.  In that 

case, the reference to undefeated evidence in my original account of justification will do 

all the work that contrast classes were introduced to do.29  I take it, then, that so far as the 

project of belief guidance is concerned, and in so far as contrastivism is construed along 

the lines of (1) or (2) above, the non-contrastivist version of my account of justification is 

29 This is true whether an invariantist or a contextualist position is taken on which 
contrast class is relevant for the project of belief guidance.  Adopting a contextualist 
position on this would, however, introduce a different sort of feature into one’s 
account of justification.  Contextualism is discussed below.
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adequate.

What if we interpret contrastivism along the lines of (3)?  That is, what if we say 

that a belief that p rather than q is justified only when the latter belief can be ruled out? 

This is the understanding of contrastivism adopted by Sinnott-Armstrong.  In this case, 

the same situation arises: a contrastivist still must be willing to specify what the relevant 

contrast class is in order for contrastivism to be useful for the project of belief guidance, 

and once this is done, explicit references to contrast classes become otiose.  Moreover, a 

contrastivist who appeals to the notion of “ruling out” certain beliefs must be willing to 

say what this entails.  Sinnott-Armstrong, for example, provides no clear or consistent 

account of this.  Presumably, however, “ruling out” an option amounts to justifiedly ruling 

out that option.  One way of understanding this would be to say that one can rule out a 

belief that q if and only if one can be justified in believing that ~q.  This immediately 

introduces a serious problem, for according to contrastivism, one can be justified in 

believing that ~q only out of some contrast class.  Suppose, for example, we are 

wondering whether are justified in believing that the piece of music we currently hear is 

by Mozart (call this proposition M) rather than believing that the music is by Bob Dylan 

(call this proposition D).  To determine this, we must determine whether we can rule out 

D – that is, whether we can be justified in believing ~D.  On a contrastivist view, we are 

justified in believing ~D only relative to some contrast class.  What is the appropriate 

contrast class for ~D?  Whatever it is, its members must conflict with ~D, viz., with the 

proposition, “It is not the case that the music is by Bob Dylan.”  One way of developing a 

contrast class for this proposition would be to populate it with propositions that deny the 
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relevant presuppositions (such as, for example, that there is any music at all).  But this 

would be clearly contrary to the spirit of contrastivism, for the whole point of 

contrastivism is to allow us to sensibly make claims such as that we are justified in 

believing that the music we currently hear is by Mozart rather than by Dylan, which 

seems to grant the presupposition that there is some music we are currently hearing. 

Thus, if we are to preserve the point and purpose of contrastivism, we must not challenge 

the relevant presuppositions of M and D.  In that case, however, the only proposition we 

could sensibly suggest for the contrast class for ~D would be D itself.  Thus, we can be 

justified in believing ~D only if we can be justified in ruling out D.  But the reason we 

were interested in knowing whether we were justified in believing ~D is because that was 

supposed to be our way of knowing whether we were justified in ruling out D in the first 

place.  We are now unenlighteningly told that we can rule out D only if we can rule out 

D.

What has happened is that contrast classes have run out of work to do.  The 

contrastivist claims that we are justified in believing M rather than D only if we are 

justified in ruling out D.  This, I have suggested, amounts to the claim that we are 

justified in believing ~D.  This claim, so far, is not a contrastivist claim, and to that extent 

is faulty, if we wish to be contrastivists.  However, when we try to develop a useful 

contrast class for ~D, we fail.  The most we can do is to say that we are justified in 

believing ~D only if we are justified in believing ~D, which is to say that we can rule out 

D only we can rule out D.  Aside from being unhelpful, this claim cannot be represented 

as instantiating any meaningfully contrastivist conception of justification.  What this 
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shows is that, in so far as contrastivism relies on a notion of “ruling out”, it must appeal 

at bottom to a non-contrastivist conception of justification.  This is just to say that this 

version of contrastivism is self-defeating, for contrastivism denies that it makes sense to 

speak of justification except as relative to some contrast class.30

I take, it, then, that contrastivism must be construed either along the lines of (1) or 

(2) above – viz., as making appeal either to which beliefs are most justified or most 

likely, given a particular contrast class – and cannot consistently appeal to the notion of 

“ruling out” competing members of a contrast class.  Any conception of contrastivism, 

furthermore, in order to be useful for the epistemic project of belief guidance, must 

specify a relevant contrast class.  As I have argued above, however, once this is done, 

explicit reference to contrast classes becomes otiose.  I take it that the non-contrastivist 

version of my account of justification is adequate for present purposes.

Contextualism is an epistemological view related to contrastivism, compatible 

with but distinct from it (cf. n. 10).  Contextualism about justification is the view that 

whether or not a given agent is justified in holding a given belief depends in part on the 

context.  For example, in the context of everyday conversation, we are normally justified 

in just holding our ordinary perceptual beliefs (such as that we have physical bodies, that 

the external world exists, etc.).  In the context of a philosophical discussion about 

skepticism, however, we might not be justified in just holding those beliefs; some further 

confirmation or argument might be required.  One way of interpreting contextualism 

30 Claims of justification simpliciter may be countenanced by some versions of 
contrastivism but are treated as elliptical and as implicitly making reference to a 
contrast class.
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involves claiming that the standards of epistemic justification vary from context to 

context.  Call this the “relevant standards” approach.  Another way of interpreting 

contextualism involves claiming that, in order to be epistemically justified, agents must 

adequately take account of different alternatives in different contexts.  Call this the 

“relevant alternatives” approach.  For example, in the context of everyday conversation, 

agents do not have to take account of the possibility that they might be brains-in-vats who 

are merely deluded into thinking that they have hands in order to be justified in their 

belief that they have hands.  In the context of certain philosophical discussions, however, 

agents may have to take account of this possibility before they can be justified in 

believing that they have hands.

One consequence of contextualism is that one and the same agent can be justified 

in holding a given belief in one context and be unjustified in holding that same belief in a 

different context, even if the belief is held on the basis of the same evidence in both 

contexts.  This raises an interesting question with respect to the project of belief 

guidance.  As I understand justification, it is a matter of what agents ought to believe. 

Contextualists would thus seem committed to the view that agents ought to adopt and 

reject beliefs simply as a consequence of changing contexts – and context changes can 

presumably happen within the span of seconds, within a single conversation, as topics of 

conversation shift or as new individuals join or leave the conversation.  This seems to 

demand a psychologically implausible picture of belief formation and belief change.  It is 

hard to imagine someone continually altering their belief structure in this way, and I 

suppose it is an open question whether, for humans, it is even possible.  Of course, it 
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might not follow from these observations that contextualism about justification is wrong. 

Perhaps contextualists want to say that agents should make their belief states as unstable 

as the preceding picture implies.  Alternatively, perhaps contextualists would reject my 

account of justification or say that their contextualism was not intended to be applied to 

the project of belief guidance but rather only to the project of evaluation of epistemic 

performance.  In the former case, while I would welcome the opportunity to revise my 

account of justification in light of what contextualists might suggest, for present 

purposes, I simply insist on my own account – in part because, as noted earlier, my 

account of justification partly determines what my thesis is.  In the latter case, I would set 

aside contextualism as no longer relevant to my current project.

Setting this issue of “belief whiplash” aside for the moment, we can examine 

contextualism further.  If contextualists adopt a “relevant standards” (RS) approach to 

their view, this seems to imply that one and the same belief requires a higher degree of 

justification in some contexts than in others.  I cannot see why this would be the case, 

however.  I have earlier argued that we ought to hold, at least weakly, any belief that is 

favored by undefeated evidence available to us.  If contextualists who adopt an RS 

approach would disagree with this, presumably they would think that we ought to 

withhold assent from beliefs whose evidence does not reach the relevant standard in a 

given context.  However, keeping in mind the project of belief guidance, I cannot see 

why, in such cases, withholding assent would be preferable to holding a belief weakly. 

Of course, prudential reasons in some cases may favor our relying on weakly supported 

beliefs and in other cases may favor our refraining from so relying.  But this is a 
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prudential rather than an epistemic concern, and is best dealt with in the context of 

decision theory, or at least within the context of discussions of practical reason.  Whether 

or not we ought to rely on a belief prudentially depends in part on such things as the sorts 

of consequences that may arise from certain actions in certain cases.  This is provides for 

a contextualism of sorts but not the sort that epistemic contextualists have in mind. 

Barring an argument from contextualists to the contrary, then, and as long as we are 

focused on the epistemic project of belief guidance, I maintain that we ought, 

epistemically, to hold any belief supported by undefeated evidence available to us. 

However, this effectively vitiates RS versions of contextualism.

What happens if contextualists adopt a “relevant alternatives” (RA) approach to 

their view?  An RA approach is in some ways similar to a contrastivist approach, and just 

as there were different ways to interpret contrastivism, there are different ways of 

interpreting an RA contextualism.  One way is to claim that what must be done in order to 

be justified is to determine the relative likelihood or relative degree of justification of 

each of the relevant alternatives, and the other way is to claim that what must be done in 

order to be justified is to rule out all relevant competing alternatives.  The second 

alternative faces the same difficulty faced by the “ruling out” version of contrastivism. 

Thus, I think the better solution for the RA contextualist is to adopt a “relative degree of 

justification” approach to dealing with the relevant alternatives.  On this approach, a 

given belief is considered justified only if it is more justified than all of the relevant 

alternatives (where these are, of course, determined by the context).  On such a view, the 

reference to context is ineliminable; in contrast with my criticism of certain versions of 
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contrastivism, reference to context does not become otiose on this version of 

contextualism.  I take it, then, that the preferable form of contextualism is an RA version 

that adopts a “relative degree of justification” approach rather than a “ruling out” 

approach.  However, such a contextualism still runs afoul of the “belief whiplash” 

problem.  With respect to the project of belief guidance, then, I am inclined to think that 

the relevant alternatives, whatever they are, must be invariant across contexts.

Even if that is not the case, however, I perhaps owe some discussion of what I 

take the relevant alternatives to be in this context – that is, of what I take the relevant 

alternatives to be for purposes of evaluating whether the putative evidence (to be 

discussed shortly) for moral realism is defeated.  Given that I am presupposing the failure 

of general skepticism, I consider none of the standard skeptical scenarios – for example, 

that we are brains-in-vats or deceived by an evil demon – to be relevant alternatives. 

Moreover, even if these alternatives were relevant, we have little or no evidence in favor 

of them.  Thus, on the “relative degree of justification” approach to justification, even 

these skeptical scenarios do not provide much challenge to our being justified in holding 

our everyday beliefs.  Although we cannot rule out the skeptical scenarios, this is 

irrelevant unless we adopt a “ruling out” approach to justification, and I have already 

explained part of what I see as the difficulties with attempting to adopt such an approach. 

For present purposes, what I do consider to be the relevant alternatives are the major 

competing metaethical theories, and in the following chapters I address several of them.31

31 I do not mean to imply that the competing theories that I do not discuss (such as the 
secondary quality approach to morality) are unworthy of attention.  My apologia for 
my limited scope is merely that any philosophical work must observe reasonable 
limits in what it attempts to accomplish.
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In summary, I have rejected (for present purposes) contrastivism and most 

versions of contextualism.  The version of contextualism that I most prefer – the “relative 

degree of justification” approach to relevant alternatives theory – is itself beset by what I 

have called the “belief whiplash” problem.  However, for present purposes, there is not 

much practical difference between this version of contextualism and invariantism, 

because I am operating within a single context, and I grant that relevant alternatives must 

be taken into account.

2.2 Theories of Justification and Moral Realism

In this section I examine certain theories of justification and reject them, at least 

for present purposes.  Of the remaining (prominent) theories of justification, I examine 

what they have to say about the justification of a belief in moral realism. 

2.2.1 Externalism and Probabilism

Once again, because externalist theories of justification are of no use for the 

project of belief guidance, I here set them aside.  This class of theories includes 

reliabilism and some versions of probabilism.  However, some versions of probabilism 

remain to be discussed.  I consider any theory that explicitly makes justification a 

function of probability to be a version of probabilism.  Probabilism thus includes 

Bayesian epistemology, some versions of coherentism, and certain simpler theories based 

on probability.  Pollock and Cruz present what they call the “simple rule” of probabilism: 

“A person is justified in believing P if and only if the probability of P is sufficiently high” 

(1999, 101).  Although this doctrine sounds enormously plausible, and on some readings 



76

is simply a truism, it turns out that no version of probabilism is useful for the project of 

belief guidance.32

We must first distinguish between subjective and objective conceptions of 

probability.  On subjective conceptions, probability is relative to given individuals, and 

the probability for an individual that any given proposition obtains is the output of a 

credence function for that individual.  A credence function takes a person and a 

proposition as inputs and either may report the person’s actual degree of belief in the 

given proposition (where degrees of belief, like probabilities, may range from 0 to 1 

inclusive) or may report the rational degree of belief in the given proposition for that 

person (i.e., the degree of belief that the person should have in that proposition).  On 

objective conceptions, probability is, at least putatively, a measure of some stance-

independent, in-the-world property.  Objective probabilities are generally either derived 

from relative frequencies or identified with “definite propensities”.  A relative frequency 

is fairly easy to understand: it is just the proportion of a given population that has a given 

feature.  For example, if 10% of the human population if left-handed, then the relative 

frequency of left-handedness among humans is 1/10.  The probability that a given 

individual has a given feature is often derived from the relative frequency of the 

occurrence of that feature within a population to which the given individual belongs.  For 

example, if we select a human at random and know nothing else about him or her, we 

might conclude that the probability that he or she is left-handed is 1/10.33  Definite 

32 My discussion in this section is indebted to that of Pollock and Cruz (1999, 92-111).
33 This process of deriving the probability that some particular individual has a given 

feature, on the basis of relative frequencies, is known as direct inference.  Developing 
a workable and complete theory of direct inference is not straightforward; for 
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propensities, in contrast, are not as easy to understand.  Propensities allegedly reflect 

brute facts about the tendencies of objects to behave in certain ways.  We might speak of 

the propensity of a coin to land heads or of an electron to occupy a particular atomic 

orbital.  According to Pollock and Cruz, “[Propensities] are supposed to be purely 

physical probabilities ... and are supposed to reflect ineliminable chance relationships in 

the world.  The defenders of propensities usually agree that propensities would always be 

either 0 or 1 in a deterministic world” (1999, 100).

There are thus four different conceptions of probability that the probabilist might 

be relying upon in her theory of justification.  On both of the objective conceptions, 

probabilities are external to individual epistemic agents; thus, a probabilism that relies 

directly on them is a form of externalism.  Of course, it may be that we can have justified 

beliefs about objective probabilities, and if so, we might do well to guide our others 

beliefs in light of them.  However, this observation is itself helpful only if we adopt some 

internalist theory of justification for purposes of deciding when our beliefs about 

objective probabilities are themselves justified.  Thus, probabilisms based on objective 

probabilities are useful for belief guidance only if they are supplemented with some 

internalist theory of justification.

It might seem that probabilisms based on subjective probabilities would produce 

theories of justification that are helpful for belief guidance, but in fact they do not. 

Probabilisms based on subjective probabilities interpreted in terms of agents’ actual 

degrees of belief merely dignify all of an agent’s current beliefs with the title “justified”. 

discussion, see Pollock (1984) and (1990), and Thorn (2007).
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They never recommend anything about whether to adopt a new belief or change one’s 

level of credence with respect to a belief that is already held.34  Unfortunately, the 

situation does not improve much if we switch to a probabilism that identifies probability 

with rational degree of belief.  The most developed school of thought along these lines is 

Bayesian epistemology (so called after Thomas Bayes).  Bayesians have proposed rules 

to constrain rational degrees of belief: (1) a person’s degrees of belief must cohere – viz., 

must obey the probability calculus; and (2) a person must follow specific rules for 

changing one’s degrees of belief when new evidence is acquired.  Although these rules 

are helpful in some instances, they do not provide for a successful general theory of 

justification, for (at least) two reasons.  First, as an empirical matter, it seems that no one 

has a coherent set of degrees of belief.  In so far as Bayesianism counsels us to have a 

coherent set, it must, in order to provide useful guidance, either tell us how to move from 

the incoherent sets we all start with to coherent sets, or must tell us how to set initial 

probabilities in a vacuum.  Unfortunately, Bayesianism tells us how to do neither of these 

things, and there are an infinite number of ways of doing both.  Pollock and Cruz write:

No constraints that have ever been proposed are of any help here.  Some, like the 
Bayesian constraints, sound as if they should be helpful because they concern 
how degrees of belief should change under various circumstances, but they are of 
no actual help because they assume that the degrees of belief with which we 
begin satisfy the probability calculus. (1999, 96)

Second, Bayesianism seems to allow that any coherent set of probabilities would be an 

acceptable starting point, but this seems wrong.  If for some strange reason a person 

adopted a belief with credence 0.25 that a particular randomly selected coin would land 

34 Furthermore, it is simply preposterous to claim that all existing beliefs are justified. 
Pollock and Cruz remark that such a theory of justification “obviously has nothing to 
recommend it” (1999, 103).
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heads on its next toss, along with a belief with credence 0.75 that the same coin would 

land tails, this person would not thereby have an incoherent set of degrees of belief.  It 

does not seem, without making an appeal to some form of objective probability, that this 

person could be criticized.  It seems obvious, however, that this person is not justified in 

adopting these beliefs with these degrees of credence.  Since probabilisms based on 

subjective conceptions of probability cannot account for this, they cannot tell a complete 

story about justification by themselves.  In summary, no version of externalism or 

probabilism provides an adequate theory of justification for the project of belief

guidance.

2.2.2 Coherentism

The remaining prominent theories of justification are coherentism and 

foundationalism.35  I do not here adjudicate between these views, and on either of them, I 

argue that we are justified in accepting moral realism.  It is impossible to give a single 

precise characterization of either foundationalism or coherentism, as there are many 

different versions of each.  However, I will focus on the features that seem to be most 

widely shared among what I take to be the most plausible versions of each theory.

With this caveat in mind, we may say that coherentism is the view that: (1) 

justification is “holistic” rather than “linear”; and (2) justification is a function of 

35 I do not mean to exclude the view of Pollock and Cruz (1999), which they call “direct 
realism” and which they distinguish from foundationalism.  However, Pollock and 
Cruz adopt terminology and a theoretical taxonomy that are somewhat idiosyncratic, 
and they acknowledge that, given a different taxonomy, it would make sense to 
consider their view a form of foundationalism.  I thus classify their view (with which I 
am sympathetic) as a form of foundationalism.
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“coherence”.  To say that justification is holistic is to say that it is a function of an agent’s 

entire belief system rather than of specific considerations that justify individual beliefs 

(and which, in their turn, may require further justification).  On a coherentist view we 

may speak of the degree of justification of an agent’s overall set of beliefs, as well as the 

degree of justification of candidate individual beliefs (or sets of beliefs) for a given agent. 

In the former case, the degree of justification is a function of the degree of coherence of 

the agent’s overall set of beliefs, and in the latter case, the degree of justification is a 

function of how well the specific belief(s) in question cohere with the agent’s overall 

belief system.  Coherence itself is a matter of, minimally, logical consistency.  It also 

might be conceived as including such things as comprehensiveness and connectedness.36 

Comprehensiveness involves what we might think of as the depth and breadth of the 

information encoded in a set of beliefs.  A set of beliefs that covers more topics (however 

that might be measured) and that includes belief in a greater number of atomic 

propositions than an alternative set would, I suppose, to that extent be more 

comprehensive.  Connectedness, in contrast, is a matter of the explanatory and logical 

relationships among beliefs.  The more such connections that exist within a given set of 

beliefs, the more connected that set is, and the more such connections that exist between 

a given belief and some set of beliefs, the more connected the given belief is to that set. 

Both comprehensiveness and connectedness contribute positively to coherence.  That is, 

the more comprehensive and the more connected a set of beliefs is, the more coherent it 

is – and thus, according to coherentism, the more justified it is.  Other features may be 

36 I here follow the account of Sinnott-Armstrong (2006, chap. 10), who in turn follows 
the account of Sayre-McCord (1985).
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taken to contribute to coherence either in addition to or instead of these three, but 

discussion of logical consistency, comprehensiveness, and connectedness suffices for 

current purposes.

It seems clear that there is an infinite number of distinct sets of beliefs that 

possess any arbitrarily high degree of coherence, and it seems just as clear that there need 

not be any connection between the coherence of a set of a beliefs and its accuracy (at 

least on everyday conceptions of accuracy and truth).  Both this indeterminacy and this 

“isolation” from reality have been used to mount attacks on coherentism, but I will grant 

coherentism for present purposes.  As long as we are presupposing the failure of general 

skepticism, then some theory or other of justification must be correct, and coherentism is 

a serious contender (as are externalist theories, but those have been set aside for reasons 

other than implausibility).

How should coherentism be interpreted in light of my account of justification? 

On my account, justification is a matter of undefeated evidence’s being available to an 

agent, and evidence is what favors an agent’s adopting (or continuing to hold) a given 

belief.  The following would seem to be a natural (though rough) sketch of a marriage 

between my account of justification and a coherentist theory: (1) an agent’s overall set of 

beliefs constitutes the agent’s evidence for any individual belief; (2) this evidence favors 

an individual belief just to the extent that the belief coheres with the agent’s overall set of 

beliefs; and (3) this evidence, qua evidence for an individual belief, is undefeated if: (a) it 

is sufficiently coherent by itself; and (b) it does not cohere better with some alternative 

candidate belief.
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What can we say about the justification of moral realism according to such a 

view?  Obviously, given some sets of beliefs, moral realism will be highly justified, and 

given other sets of beliefs, it will not be justified at all.  It is possible for moral realism or 

moral nihilism or any metaethical view in between to be justified.  But which metaethical 

view is justified for us?  The question presupposes a single answer, but there may not be 

one; perhaps some of us are justified in believing one way and others in other ways. 

However, given a coherentist theory of justification, I suggest that most and probably all 

of us are justified in being moral realists.  It is telling, for example, that philosophers as 

diverse as David Brink (1989), a naturalist realist, and Walter Sinnott-Armstrong (2006), 

a Pyrrhonian skeptic, appeal to coherentism when they are interested in defending first-

order moral beliefs.  Sinnott-Armstrong, to be sure, officially suspends judgment about 

the justification of moral beliefs, but this is a consequence of his contrastivism rather than 

his coherentism.  For my own part, I will argue that coherentism justifies not only many 

of our moral beliefs but also a belief in moral realism.

We all hold a great number of moral beliefs.  Even thorough-going moral nihilists 

speak and act as if they have such beliefs, at least when they are not being exceptionally 

careful in philosophical contexts.  This suggests that they do in fact hold those beliefs, 

their philosophical positions notwithstanding.37  The removal of a belief in moral 

nihilism, if it is present, thus is likely to increase the coherence of someone’s overall set 

37 I cannot here take adequate account of moral fictionalism.  However, I am inclined to 
argue that even a fictionalist actually believes things that, officially, he may say he 
endorses merely on an “as if” basis.  However, if this should turn out to be false, then a 
moral realist who actually does hold first-order moral beliefs will have a more 
comprehensive, and to that extent more coherent, overall set of beliefs than a moral 
fictionalist.
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of beliefs.  Furthermore, it is plausible that the addition of a belief in moral realism will 

increase the coherence of someone’s overall set of beliefs.

First, there is the matter of connectedness.  If my account of moral experience 

(and a fortiori of beliefs formed on the basis of that experience) is correct, then our 

ordinary, first-order moral beliefs presuppose the objectivity and normative authority of 

those beliefs.  As I argue in succeeding chapters, competitors to moral realism cannot 

accommodate these features of morality, and thus there is a logical connection (of 

presupposition) between each of our first-order moral beliefs and a belief in moral 

realism.  Second, there is the matter of comprehensiveness.  Holding some metaethical 

view, in addition to first-order moral beliefs, increases the comprehensiveness of one’s 

belief system.  Third, in so far as moral realism is the only metaethical view that can 

accommodate our commitments to objectivity and normative authority, acquiring a belief 

in any other metaethical view introduces an inconsistency in our overall belief system 

that acquiring a belief in moral realism does not introduce.  For these reasons, a belief 

system that includes moral realism is likely to be more coherent than an alternative belief 

system (holding fixed the non-moral and non-metaethical beliefs in that system).38

There is another reason that adopting a belief in moral realism increases the 

overall coherence of our belief systems, and this is the role the value of tolerance plays, 

for most of us, in our first-order moral systems.  It is common to hear popular arguments 

38 Of course, simply jettisoning all first-order moral beliefs is a possibility, but as noted 
previously, I question whether anyone has actually done this.  Also, once again, doing 
so would result in a loss of comprehensiveness.  Finally, holists about justification 
often prefer to disturb an existing set of beliefs as little as possible, and jettisoning all 
first-order moral beliefs would not seem compatible with this approach.
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that seem to presuppose some form of a principle of tolerance.  Michael Huemer outlines 

some of these (though he puts them to slightly different use): “People will argue that the 

government should not ‘legislate morality’ because morality is subjective.  Or that we 

should not try to prevent female circumcision because morality is culturally relative.  Or 

that we should refrain from judging others, or that a teacher should not presume to teach 

moral principles, because no objective moral truths are known” (2005, xxiii).  There are 

difficulties with these arguments, but I trust that they will sound familiar.  What I would 

like to point out is that these arguments seem to rely on a presupposition something like 

the following: only the authority of a known, objective morality could justify someone’s 

imposing her values on someone else.  This is essentially a principle of tolerance; it 

amounts to something like an injunction to “leave others alone” except when one 

justifiably believes that morality would license interfering.  Of course, we often do (or try 

to) interfere with others or impose our values on them in one way or another.  Despite the 

common saying that “the government shouldn’t legislate morality”, no one objects to the 

government legislating about many matters that we do, in fact, think of as moral matters. 

No suggests that the government remain tolerant of those who abscond with pension 

funds, or who rape or murder.  On the other hand, many do suggest that the government 

remain tolerant of those who, for example, engage in consensual sexual behavior, procure 

abortions, or keep a handgun in their homes.  There are complicated philosophical issues 

here, but in general, a commitment to some principle of tolerance seems to underlie these 

distinctions.  On the level of personal interaction, a similar principle of tolerance also 

often seems to be in play.  Many would consider it morally outrageous to be personally 
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intolerant (however that might be defined) toward someone on account of their religious 

affiliation, race, or sex.  And yet few suggest being personally tolerant (however that 

might be defined) toward someone who robs pension plans, who rapes, or who murders. 

I cannot here attempt to develop an adequate account of tolerance, but once again, the 

basic principle seems to be: unless some special authority warrants interfering with, 

coercing, or disparaging another, one ought to “leave them alone”.

This principle of tolerance is a moral principle.  Admittedly, someone could adopt 

such a principle on purely prudential grounds, if she thought that it was to her advantage 

for others to be tolerant of her and that the best way of promoting this was for her to be 

tolerant of others.  And someone might advocate this principle to others purely on selfish 

grounds.  But these do not seem to be the sorts of grounds that people usually have in 

mind when they adopt or advocate a principle of tolerance.  Tolerance plays the role of a 

distinctly moral value in the thinking of most of us.  For many of us, tolerance is a central 

moral value.  This connects with our metaethical views because we also think there are 

some behaviors we should not tolerate.  That is, we hold to a principle of tolerance that 

says we should remain tolerant except when some legitimate moral authority authorizes 

(or requires) intolerance, and we also think there are cases when we should be intolerant. 

The upshot is that our commitment to tolerance reinforces our commitment to the 

objectivity and normative authority of morality.  In so far as moral realism is the only 

metaethical view that can adequately account for these features, and in so far as tolerance 

is a central value we would not wish to jettison, adopting a belief in moral realism 

increases the coherence of our overall set of beliefs, and it does so in a way that 
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competing metaethical views cannot do.

Here is one possible objection to the view that adopting a belief in moral realism 

would increase the coherence of our overall belief system.  This objection starts from the 

observation that many of us are deeply committed to “the scientific world view” and 

moves on to the allegation that this world view is inconsistent with moral realism.  Even 

if moral realism is highly coherent with many of our deeply held commitments, if it is 

inconsistent with other of our deeply held commitments, it may not in the end be justified 

given a coherentist theory of justification.  There are a variety of ways in which the 

scientific world view might be thought to conflict with morality; these are likely to center 

on questions of the “metaphysical queerness” of moral realism, on questions of 

parsimony, or on questions of normative authority.  I address the “argument from 

queerness” in chapter six.  Here, let me say a few brief words about normative authority 

and parsimony.  In so far as our first-order moral beliefs presuppose normative authority, 

and in so far as the scientific world view does not allow for such authority, this forces a 

choice between all of our moral beliefs, on the one hand, and these versions of the 

scientific world view, on the other.  In light of this, giving up these versions of the 

scientific world view begins to look like a potentially reasonable move given a 

coherentist theory of justification.  Moreover, although I cannot here settle the question, 

Jean Hampton (1998) has argued that science is itself committed to a kind of normativity 

similar to that of morality.  Furthermore, instrumental normativity is often considered 

unobjectionable by those who endorse the scientific world view, and Russ Shafer-Landau 

(2003, 211) has suggested, and Matt Bedke (2007, chap. 1) has argued, that the normative 
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authority of instrumental reason and of morality are on a par.  I am sympathetic with 

these arguments, and thus I think that any version of the scientific world view that allows 

for the authority of instrumental normativity and the sort of normativity required for 

science itself, while ruling out the normative authority of morality, is insufficiently 

motivated.  Furthermore, although an austere Quinean parsimony might call for allowing 

the former sorts of normativity while rejecting the latter, I doubt that such an austere 

parsimony is itself defensible on a coherentist view, given that all of our first-order moral 

beliefs are hanging in the balance.  In so far as the choice is between these and not the 

deliverances or even methods of science but rather a (mere) “taste for desert landscapes” 

(Quine 1999, 5), retaining the former would seem justified, given coherentism.39

In summary, in light of the first-order moral beliefs that all of us hold, and given a 

coherentist theory of justification, a commitment to moral realism is epistemically 

justified.  The combination of adopting a belief in moral realism and jettisoning epistemic 

commitments we may already hold that conflict with realism increases the connectedness 

and comprehensiveness of our overall belief system without sacrificing consistency.

2.2.3 Foundationalism

Again with the caveat that there are many different versions of foundationalism, 

we may say that foundationalism is the view that some beliefs are non-inferentially, 

defeasibly justified; these may be called “basic” or “foundational” beliefs.  For a belief to 

39 Strictly speaking, more detailed discussion of coherentist approaches to the 
justification of belief change would be warranted here.  For present purposes I am 
assuming that, when we are entertaining a possible change of belief that appears to 
increase the coherence of our overall set of beliefs, coherentism counsels us to make 
the change.
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be non-inferentially justified is for it to be justified independently of an agent’s ability to 

infer it from other beliefs (and, more generally, independently of any sort of relationship 

to the agent’s other beliefs – in this way foundationalism is distinguished from 

coherentism).  Foundationalism is generally motivated by a desire to avoid “the skeptic’s 

regress argument”.  This argument begins by presupposing a linear, as opposed to 

holistic, approach to justification, and then offers the observation that all linear 

justifications must either be infinite, go in a circle, or terminate at some point.  The 

skeptic argues that none of these types of linear justification can work.  Circular chains of 

justification are rejected on the grounds that they are – well – circular.  Finite chains of 

justification are rejected on the grounds that the initial links in any such chain themselves 

must, ex hypothesi, stand unjustified and thus are incapable of conferring justification on 

the links that come after them.  The only remaining option is to appeal to infinite chains 

of justification (this is the “regress” part of the argument), and the legitimacy of infinite 

chains of justification is rejected either out of hand or on the grounds that no human can 

actually produce or rely on them such chains.  Foundationalists grant that an appeal to 

infinite or circular chains of justification would be problematic, but they argue that finite, 

linear chains of justification succeed if they are based on the right sort of initial link.

Traditionally, foundationalists have argued that all foundational beliefs are self-

justifying in some way (perhaps because it is impossible to doubt them, or because 

anyone who genuinely understands them is justified in believing them, or for some other 

reason).  I will call these forms of foundationalism doxastic.40  Other foundationalists 

40 I am here adapting terminology from Pollock and Cruz (1999).
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have argued that at least some foundational beliefs can be justified on the basis of states 

other than beliefs, such as perceptual states.  I will call these forms of foundationalism 

(which include phenomenal conservatism) non-doxastic.  On the grounds that only belief 

states require justification, non-doxastic foundationalists allege that the skeptic’s premise 

that all links within a chain of justification stand in need of justification themselves is 

false.  Without this premise, the skeptic’s objection to finite, linear chains of justification 

then evaporates.

As with coherentism, various objections are possible.  However, once again, I 

grant foundationalism.  Since I am presupposing the failure of general skepticism, some 

theory of justification must be correct, and foundationalism is a serious contender among 

theories of justification.41  I assume that foundationalism allows for defeasible 

justification of foundational beliefs.  A foundationalism that requires otherwise – that our 

foundational beliefs be indubitable, infallible, incorrigible, or the like – is that much 

harder to defend, and appealing to such stronger versions of foundationalism is 

unnecessary for current purposes.  Undefeated, defeasible justification is still 

justification, and that is the kind of justification I am interested in showing that we have 

for moral realism.

What can we say about whether we have this justification, given foundationalism? 

41 In fact, I am a non-doxastic foundationalist, and although I do not agree with all 
claims made by Pollock and Cruz, I consider their (1999) to be a compelling defense 
of non-doxastic foundationalism.  It may seem unfair that I have been willing to grant 
only foundationalism and coherentism a “free pass” from objections.  However, this is 
not quite true, for I have not objected to externalist theories – I have merely set them 
aside as not useful for my purpose.  Also, although I have objected to contrastivism 
and to contextualism, these are not competing theories of justification, and the 
problems they face seem to me serious.
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I have already argued that our moral experience represents morality as objective and as 

carrying normative authority and that moral realism can accommodate these features.  In 

upcoming chapters, I argue that competitors to moral realism cannot.  For the remainder 

of this chapter, I argue toward the conclusion that we are justified in accepting the 

deliverances of our moral experience, given foundationalism.  My argument is two-fold. 

First, foundationalists agree that many of our beliefs related to perception, memory, and 

reasoning are defeasibly justified.  I argue that, with respect to defeasible justification, 

there is no reason to treat beliefs based on moral experience any differently from beliefs 

based on perception, memory, and reasoning.  Second, I consider various possible 

defeaters of this defeasible justification.  Given the complexity of argument that would be 

required to address all of these alleged defeaters, I cannot adequately address all of them 

here.  However, I offer some suggestions for dealing with most of them and defer more 

complicated arguments to a future time.

How is it that our beliefs based on perception, memory, and reasoning are 

justified, given foundationalism?  The answer differs slightly depending on whether we 

are speaking of doxastic or non-doxastic foundationalism.  According to non-doxastic 

foundationalism, our foundational beliefs are defeasibly justified directly on the basis of 

certain non-doxastic mental states.  For present purposes, we may take this to be 

equivalent to phenomenal conservatism.  On this view, then, our beliefs based on 

perception, memory, and reasoning are justified on the basis of how things appear to us 

perceptually, mnemonically, and logically.  According to doxastic foundationalism, things 

are slightly more complicated.  On this view, beliefs about how things appear to us are 



91

foundational, but non-appearance beliefs are not.  For example, a belief that I am now 

having an experience as of a coffee cup would be a foundational belief, but the belief that 

there is now a coffee cup in front of me would not.  Justification of the latter sort of 

beliefs is thus inferential (i.e., dependent on an agent’s ability to infer the belief from 

other, already justified beliefs).  The relevant inferences differ in the case of perceptual, 

mnemonic, and logical beliefs, so let’s take each of these in turn.

There are a variety of ways that one might (be able to) infer perceptual beliefs on 

the basis of foundational beliefs.  I take it that the most plausible option is to appeal to a 

reasonably broad inference to the best explanation.  On this option, the hypothesis that 

there is an external world with features that correspond in appropriate ways to the 

features of our perceptual experiences (as represented by our beliefs about those 

experiences) is taken to be the best explanation of our beliefs about those experiences. 

Hence, that hypothesis is taken to be justified.  The hypothesis, in turn, in combination 

with the beliefs whose features it explains, inferentially supports (and hence justifies) 

corresponding beliefs about the external world.  This is all somewhat complicated and 

seems to be psychologically unrealistic.  Unfortunately, things get even more complicated 

in the case of mnemonic beliefs.  A similar sort of approach would seem to require 

appealing to the claim that the best explanation of our beliefs about our mnemonic 

appearances involves the accuracy of those appearances.  This seems to be less plausible 

than the previous explanatory claim (viz., that the best explanation of our beliefs about 

our perceptual experiences is the existence of an external world).  Worse, it is hard to see 

how such an inference to the best explanation could be validated without relying on 
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memory itself.  If we do not rely on memory, we will only be able to seek an explanation 

of our occurrent memory appearances, and there are not very many of those at one time – 

arguably not enough to justify an inference to the best explanation.42  Alternatively, if we 

do rely on memory, our justification of mnemonic beliefs will have become circular – and 

part of the attraction of foundationalism was supposed to be that it did not rely on linear, 

yet circular, chains of justification.  Finally, things get even messier for doxastic 

foundationalism in the case of beliefs based on reasoning.  Any attempt to rely on 

inference to the best explanation – or, indeed, on any other kind of inference – as a means 

of justifying these beliefs will obviously be circular.  It becomes difficult, then, to see 

how doxastic foundationalism can provide for the justification of perceptual, mnemonic, 

and logical beliefs at all.  I thus favor a non-doxastic version of foundationalism, but let 

us suppose for the moment that the doxastic foundationalist can somehow overcome 

these problems.  Given the preceding discussion, what should we conclude about the 

defeasible justification of beliefs based on our moral experience?

Doxastic foundationalists (on my presentation of their view) rely on various 

inferences to the best explanation, in combination with our beliefs about appearance 

states of the relevant types, to justify our perceptual, mnemonic, and logical beliefs.  In 

particular, they rely on hypotheses about the existence of an external word, the accuracy 

of our perceptual and memory processes, and the reliability of our reasoning processes as 

providing the best explanations of our (beliefs about our) perceptual, mnemonic, and 

logical experiences.  If these hypotheses do provide the best available explanations of the 

42 I here follow Pollock and Cruz (1999, 43, n. 44).
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relevant phenomena, then it seems reasonable to suppose that the same thing would be 

true with regard to a similar hypothesis about the existence of moral reality and the 

accuracy of our moral experiences.  It is hard, in fact, to see where there could possibly 

be a relevant difference between such a hypothesis and the hypotheses relating to 

perceptual, mnemonic, and logical beliefs.  In fact, the most serious threat to the best-

explanation claim in the moral case would not be a claim that it is an inferior sort of 

explanation as compared to those in the perceptual and other cases, but rather a claim that 

the relevant hypotheses in the perceptual and other cases actually undermine the 

explanation in the moral cases.  Street (2006) has presented an argument that would 

potentially create this sort of undermining of the relevant explanation of our moral 

experience.  I cannot adequately address her argument here, but I do speak to the issue 

briefly below.

Given non-doxastic foundationalism, the case for granting defeasible justification 

to beliefs based on our moral experience is even stronger.  Based on my discussion in the 

previous chapter, the parallel between our logical experience and our moral experience is 

especially strong.  Furthermore, in so far as moral appearances, logical appearances, 

mnemonic appearances, and perceptual appearances are all appearances – and there 

appears to be no difference in them in this regard – there would seem to be little reason to 

deny (defeasibly) justificatory status to our moral experience.

Even granting this, however, there remains the question of whether the evidence 

provided by our moral experience is, for some reason or other, defeated.  There are 

several reasons we might be concerned about this.  Sinnott-Armstrong (2006) has 
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identified several considerations that arguably defeat justification in our first-order moral 

beliefs: partiality, disagreement, emotion, illusion, and suspect origin.  Because the 

existence of moral disagreement has historically played such an important role in 

metaethical discussions, I address the issue of disagreement separately, in chapter six. 

Here, I consider each of the others in turn.  Before turning to these individual types of 

potential defeaters, however, it is worth commenting on Sinnott-Armstrong’s overall 

argument with regard to them.

Sinnott-Armstrong’s discussion of these defeaters occurs within his discussion of 

“intuitionism”, which, on his use of the term, amounts to the view that there are 

foundational (i.e., non-inferentially justified) moral beliefs.  He rejects this view on the 

basis of an argument roughly as follows: (1) Various factors undermine justification of 

moral beliefs frequently enough that agents must always seek confirmation of any moral 

belief before such belief can be adequately justified; (2) If such confirmation is obtained, 

then the information obtained via such confirmation enables the agent to construct a 

mini-argument whose conclusion is the moral belief in question; (3) Thus, no moral 

beliefs are justified apart from an ability to infer them; (4) Consequently, there are no 

non-inferentially justified moral beliefs.

I object to this argument at two points.  First, I claim that confirmation is not 

needed for a belief unless there is some positive reason to believe that a particular 

defeater applies to a given belief or its source of justification.  The mere fact that 

defeaters often apply to moral beliefs is not, by itself, enough to establish this; that will 

depend on the details of each case.  Sinnott-Armstrong attempts to head off this line of 
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objection by providing the following illustration.  Suppose you have a collection of old 

thermometers, and you know that many of them are inaccurate (though you do not know 

exactly how many).  In such a case, if you choose one of these thermometers at random 

and do no test it (i.e., do not confirm its results), intuitively you are not justified in 

believing that the temperature is as that thermometer reports it to be.  Given my account 

of justification, this amounts to the claim that either you have no evidence favoring that 

belief, or that that evidence is defeated.  For the sake of discussion, we may assume that 

the problem is the latter one: the reading on the thermometer does provide some evidence 

for the belief, but this evidence is defeated because the thermometer was chosen at 

random from a set “known” to contain “many” unreliable thermometers.  I concede that 

this defeats the evidence provided by the randomly selected thermometer.  The reason for 

this, however, is that, as the case is described, we have undefeated evidence favoring the 

belief that the thermometer is likely (to some unknown degree of probability) to be 

inaccurate.  That is, we have reason to believe that a defeater – a non-trivial probability 

that the thermometer is unreliable – does apply in this particular case.  Suppose, however, 

we redescribe the case somewhat.  Suppose that some thermometers are stamped with the 

label of one manufacturer (“X”), and the others are stamped with a label of another 

manufacturer (“Y”).  Suppose that we “know” that “many” of the thermometers made by 

X are faulty but have no information about the thermometers made by Y.  If we now 

choose one of the Y thermometers at random, and believe the temperature readings 

provided by that thermometer, are we justified in doing so?  The answer depends on 

whether we are justified in believing the readings of any thermometer randomly selected 
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from anywhere.  The fact that this thermometer has come from a collection that may 

contain a large proportion of faulty thermometers (some unknown proportion of the X 

thermometers) is itself irrelevant and does not serve to undermine whatever justification 

we have.  Why?  Because we know that we have selected a Y thermometer.  We have no 

information about the reliability of Y thermometers, beyond whatever justified general 

background beliefs we have about the reliability of randomly selected thermometers.  If 

this confers any justification on beliefs based on the reading of a Y thermometer, there is 

simply no way, given the description of the case, for this justification to be defeated.

What is at issue here, in essence, is an application of direct inference.  There is no 

complete and generally accepted theory of direct inference (cf. n. 14).  However, it is 

fairly uncontroversial to say that direct inferences should be made in light of all the 

relevant information that is available.  Specifying what counts as relevant is what is so 

hard about developing a general theory of direct inference, but Sinnott-Armstrong would 

have us believe that once we know that a given belief is a moral belief, that is all that is 

needed for us to accept that the belief stands in need of confirmation.  On the contrary, 

there are numerous other things we might justifiedly believe about a given belief and 

about how it was formed, and it is only in light of this additional information that we can 

determine whether any defeasible justification in favor of that belief has been 

undermined.  Where Sinnott-Armstrong would have us reach a sweeping conclusion, we 

must instead make case-by-case determinations.

Perhaps, however, Sinnott-Armstrong has a more general point in mind.  Perhaps 

he is saying that any time it is possible (in some appropriate sense – but which sense?) for 
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a defeater to apply to a given belief or its source of justification, the belief is unjustifed 

unless the agent can positively determine that the defeater does not apply in the given 

case.  However, this is a principle that leads directly to skepticism about all contingent 

truths.  (Here, “contingent” is to be in a sense congruent with the sense of “possible” 

above.)  The possibility of skeptical scenarios is enough by itself to lead to this 

conclusion, but it is not necessary to appeal to standard skeptical scenarios to show this. 

By definition, for any contingent proposition p, it is possible that ~p.  But ~p is a defeater 

for p.  An agent cannot positively determine that ~(~p) unless the agent can positively 

determine that p, but given the epistemic principle we are considering and that (ex 

hypothesi) p is contingent, the agent cannot positively determine that p unless she has 

positively determined that ~(~p).  This is similar to the problem that arose for “ruling 

out” versions of contrastivism and contextualism.  Both from this argument and from the 

possibility of skeptical scenarios, it follows that no contingent truth can be justified if we 

adopt the epistemic principle in question.  Since I am presupposing the failure of general 

skepticism, I reject this principle.  Once we reject this principle, the only reasonable 

alternative is to adopt the principle that an agent’s defeasible evidence for a given belief 

is not defeated unless the agent has some positive reason to think that a defeater applies 

in the case in question.

My next objection to Sinnott-Armstrong’s argument relates to his characterization 

of non-inferentially justified beliefs.  In effect, he claims that no belief is non-

inferentially justified when an agent has the ability to infer that belief from any justified 

premises.  Since confirmation of a belief generally provides enough information to 
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construct a mini-argument for that belief, it follows that beliefs that are confirmed are not 

non-inferentially justified.  The problem here is that this is not the type of non-inferential 

justification that foundationalists rely on.  Rather, foundationalists insist (or should insist) 

that some beliefs are defeasibly justified independently of an agent’s ability to infer them. 

This condition can be met even when an agent has an ability to infer the belief, provided 

that the agent’s belief is defeasibly justified for some reason other than this ability. 

Merely defeasible non-inferential justification is enough to stop the skeptic’s regress once 

it is granted that potential defeaters must be taken into account by an agent only when the 

agent has some positive reason to think that the defeater applies in a given case.

Finally, before turning to discussion of individual types of defeaters, I should note 

that Sinnott-Armstrong discusses these defeaters with respect to first-order moral beliefs. 

Thus, in certain instances, the situation may be different as to whether these defeaters 

apply to a belief in moral realism.  (It is at least conceivable that one could be justified in 

believing that there are stance-independent moral facts while unjustified in holding any 

particular first-order moral beliefs.  Consider, for example, that I am probably justified in 

believing that there is a stance-independent fact about the current mass of Mars, even 

though, at the moment of this writing, I am not justified in holding any belief about what 

the current mass of Mars is – at least, no very specific belief.)  Furthermore, as noted 

above, Sinnott-Armstrong is simply arguing that in various cases, confirmation of moral 

beliefs is needed.  This by itself does settle the question of whether the justification of a 

given belief is ultimately defeated, of course, because we can further inquire as to 

whether confirmation is available.
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With these preliminaries out of the way, we can now examine specific types of 

potential defeaters for a belief in moral realism that is based on our moral experience.

Partiality: Sinnott-Armstrong distinguishes between the partiality of an agent 

with respect to an issue and the partiality of a judgment regarding that issue.  An agent is 

partial with respect to an issue if the agent’s judgment with respect to that issue can affect 

the agent’s self-interest; a judgment is partial if that judgment was affected by the self-

interest of the agent who made it.  Sinnott-Armstrong argues that partiality of an agent 

with respect to a given issue undermines that agent’s justification for beliefs about that 

issue even if she has no reason to think that her self-interest actually influenced her 

beliefs.  He cites two examples: judges and parents.  Judges must recuse themselves from 

cases with regard to which they are partial, even if it is unlikely that their judgment 

would be influenced by their partiality, and parents are not justified (without further 

confirmation) in their judgments regarding the relative merits of their children’s 

performances.  Sinnott-Armstrong further argues that we as agents are partial with respect 

to moral issues in so far as our interests are affected by whether we and others hold 

certain moral beliefs, and he further argues that the danger is high that our moral 

judgments are themselves partial: “No self-examination can show that our moral beliefs 

are not infected by partiality. ... We tend to be unaware of such motives when they are 

active.  This tendency towards self-ignorance or even self-deception is widespread” 

(2006, 197).

What should we say in response to these claims?  First, the only thing that is 

relevant to the epistemic justification of a given judgment is whether the judgment is 



100

partial, not whether the agent is partial with respect to that judgment.  Consider, for 

example, that it might be in my interest for someone to walk up to me now and offer me a 

free vacation to the destination of my choice.  This in no way undermines my justification 

in believing that this is not now occurring.  Or consider Sinnott-Armstrong’s example of 

a parent judging the performance of his daughter in a recital.  If the judgment is that 

someone else’s child gave the better performance, partiality is not a concern.  (We are 

assuming that the parent is biased in favor of his child, not against.)  Also, if the 

difference in the quality of the performances is large enough, a parent can be justified in 

concluding that his own child’s performance was superior.  Suppose, as an extreme 

example, that the two performances are a performance of Chopsticks with several missed 

notes and a performance of Moonlight Sonata with no detectable mistakes.  Although an 

agent’s being partial may increase the likelihood that her judgment is partial, only the 

latter is relevant.  In cases when it is not likely that the judgment is partial, justification is 

not undermined.  (It is a red herring that judges must recuse themselves from cases with 

respect to which they themselves are partial.  This relates to what, pragmatically, is the 

best way to promote the soundness of legal institutions.)

Next, do we have reason to think that our judgments regarding our moral beliefs 

are partial?  In many cases it would seem not.  Sinnott-Armstrong observes that it can be 

costly, for example, to believe that one is morally required to help the needy.  But 

someone who believes that one is morally required to help the needy is not thereby 

making a partial judgment.  Similarly, in the case of the inconvenient appointment from 

chapter one, if you judge that you ought to meet with your student and postpone your 



101

vacation, your judgment is not partial.  Sinnott-Armstrong further argues that the 

requirement that moral judgments be universalizable leads to specific judgments’ being 

partial even when the judgments are of acts distant in time and space – for example, of 

whether it was wrong for Brutus to kill Caesar.  Honestly, however, I cannot see how my 

believing any reasonable universalization based on a judgment that it was wrong for 

Brutus to kill Caesar would produce a principle likely to constrain my behavior or affect 

my self-interest in any way.  With respect to moral beliefs, case by case determinations 

are needed to determine whether they are partial.

What, then, of a belief in moral realism?  Well, I am probably partial with respect 

to the issue of whether moral realism is true, and Sinnott-Armstrong probably is, too. 

Many of my readers are likely to be as well.  Is it possible for any of us to tell, simply by 

introspection in the moment, whether our individual judgments in this matter have been 

unduly influenced by our self-interest?  (In Sinnott-Armstrong’s case, this will be the 

judgment to withhold judgment about moral realism.)  I suppose not, and this creates a 

difficulty for all philosophers.  The best solution may be to cultivate a commitment to 

intellectual honesty and a sense of detachment from one’s own work, but even active 

attempts at this, I suppose, are likely to be met with limited success, and one is not well 

positioned to know just how successful one’s attempts have been.  Are all philosophers 

unjustified, then, with respect to their philosophical opinions?  This depends on whether 

it is possible to seek confirmation, in various ways, of one’s philosophical judgments.  In 

addition to cultivating detachment and honesty, revisiting issues and arguments over time, 

and submitting to critical scrutiny from others, are ways of attempting to confirm one’s 
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judgments.  If all of this is not enough, then almost no philosophical judgment is justified. 

(Judgments made by philosophers who are invested in particular issues will be 

unjustified, unless those judgments run against the view in which the philosopher is 

invested.)  However, there are many cases of philosophers who do change their minds – 

either rejecting positions they have defended in print for years, or acknowledging that 

arguments they have defended are flawed.  This provides some reason to think that 

partiality can be overcome by such things as repeated scrutiny of arguments over time.  If 

a skeptic resists this, then at least I take solace in the conclusion that this produces no 

special justificatory problem for a belief in moral realism.

Notwithstanding the foregoing, it is important to note that this discussion gets its 

grip because the question at issue is the justification rather than the truth of moral 

realism.  This is also why the problem generalizes and threatens to undercut the 

justification of nearly all philosophers’ philosophical beliefs.  However, this also places 

the discussion in danger of devolving into committing the ad hominem fallacy.  To the 

extent that we can abstract away from questions of personal bias in evaluating the 

arguments for and against the epistemic justification of moral realism (or of any 

competing view), we should do so.  Thus, I would be content to show that, questions of 

partiality aside, we would be justified in accepting moral realism.  And in essence this is 

what I am arguing: that someone who is not partial to moral realism but who has the 

moral experiences I described in chapter one is justified in accepting moral realism.

Emotion: Sinnott-Armstrong plausibly claims that “emotions that cloud 

judgment” undermine an agent’s epistemic justification in holding a given belief.  This is 
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trivially true, given the stipulation that the emotions in question are clouding one’s 

judgment.  However, I see little reason (beyond personal philosophical investment of the 

sort already discussed) to think that emotion is likely to cloud one’s judgment with 

respect to metaethical beliefs.  Furthermore, I think the same is true with respect to many 

first-order moral beliefs.  Sinnott-Armstrong cites empirical research showing that 

subjects who make certain moral judgments show activation in brain areas related to 

emotion.  There is no epistemological significance of this unless one supposes that moral 

judgments ought to be made unemotionally.  Whenever I vividly imagine the war crimes 

case presented in chapter one, I feel emotional.  But I see no reason to think this 

undermines the justification of my judgment in that case.  Sinnott-Armstrong also cites 

additional empirical evidence, which he “speculates” supports the conclusion that 

“emotions stop subjects from considering many factors” in various moral cases (2006, 

203).  However, he admits that the empirical evidence is inconclusive.  This is pretty thin 

as undermining defeaters go.

Illusions: Sinnott-Armstrong cites various cognitive “illusions” that can occur in 

various sorts of cases.  For example, when subjects are presented with various options, 

changing the order of presentation of the options can affect which options are labeled as 

morally wrong.  Furthermore, subjects often overgeneralize, appear to rely on various 

heuristics that can be misleading in various ways, and can fall prey to “framing effects”. 

(Framing effects are the effects that different ways of describing, or “framing”, the same 

situation appear to have on people’s thinking about or in response to that situation.) 

These issues raise real concerns, but they do so about the justification of virtually all 
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beliefs, and to appeal to them is to appeal to a skeptic’s device.  There is no special 

problem about first-order moral beliefs, or metaethical beliefs, with respect to the general 

worry of the possibility of cognitive illusion.  The correct response, in light of them, is to 

note that justification is undermined only when an agent has positive reason to think that 

one of these illusions is occurring in a given case.

Disreputable Origins: The last type of undermining defeater that Sinnott-

Armstrong discusses relates to the questionable origins of some beliefs.  Sinnott-

Armstrong’s argument at this point is not entirely clear.  He spends some time discussing 

the question of whether our moral beliefs originated from mechanisms that are 

themselves immoral by the lights of the very moral beliefs those mechanisms produced. 

However, even if true, this fact, by itself, would not undermine whatever epistemic 

justification we may have for our moral beliefs.  Sinnott-Armstrong clarifies his 

argument here by saying, “The point is only that there are grounds for doubt when beliefs 

come from disreputable sources” (2006, 209, emphasis mine).43  In the case at hand, 

Sinnott-Armstrong suggests that both the social and biological origins of our moral 

beliefs are potentially “disreputable”.  Citing Nietzsche, Foucault, and Harman, Sinnott-

Armstrong discusses various speculations to the effect that our moral beliefs were 

promulgated by one social group merely because the widespread adoption of those beliefs 

would benefit members of that group.  He also suggests that the evolutionary origins of 

43 Depending on what counts as the “source” of a belief, this may not be true.  For 
example, if I form a belief on the basis of David's testimony, and later learn from the 
much-more-credible Janet that David was, in fact, lying to me, but that David's own 
beliefs were mistaken and what he told me actually was true, I may not have any 
grounds for doubt in my belief (and if I do, those would not stem from the fact that 
David, the source of my belief, has turned out to be disreputable). 
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our moral beliefs undermine their justification.  He writes, “Humans were hunter-

gatherers during most of the time in which our species evolved.... Why should we rely 

today on moral beliefs that were shaped by evolutionary pressures on hunter-gatherers in 

very different circumstances?” (2006, 209).  To apply these worries to my defense of 

moral realism, the concern must be that the social or biological origins of our moral 

experience undermines our justification in basing beliefs on that experience.  In the 

biological case, the concern would be that we are the result of an evolutionary path that 

there is no reason to expect would produce moral experiences that track moral (or 

metaethical) truth.  In the social case, the concern would presumably be that our moral 

beliefs are merely the result of inculcation, and that our moral beliefs drive our moral 

experiences rather than the other way around, and that thus there is again no reason to 

think our moral experiences track moral (or metaethical) truth.

These objections raise complicated issues, and I cannot adequately address them 

here.  However, a few things can be said.  First, the mere possibility of these origins of 

our moral experience does not undermine our justification in relying on that experience. 

Sinnott-Armstrong disagrees, saying, “If these disreputable origins are live possibilities, 

then moral believers need some independent confirmation that their beliefs are not 

distorted by such disreputable origins” (Ibid.).  This is, however, another manifestation of 

Sinnott-Armstrong’s skeptical outlook, and I have already argued against adopting this 

sort of requirement for justification.  Concerns about the origins of our moral experience 

undermine the defeasible justification provided by that experience only if there is some 

positive reason to think that its origins are “disreputable” in one of these ways.  With 
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respect to this question, readers will likely disagree on the plausibility of the various 

accounts of the social origins of morality.  For present purposes, we might observe that it 

would be difficult for any social group to invent morality “out of whole cloth”.  Although 

distortion or manipulation of moral beliefs might occur as a result of propaganda or more 

subtle pressures, it is hard to imagine that a deception of this magnitude – viz., of foisting 

fabricated moral beliefs onto a populace that had no moral beliefs previously – could 

succeed if that populace did not already have a concept of morality and already accepted 

some moral beliefs to begin with (cf. Hume’s Enquiry Concerning the Principles of  

Morals, Part V, Section 1).  I suspect, moreover, that the features of morality that we find 

in our moral experience – objectivity and normative authority – are precisely those that 

would need to already be widely accepted in order for such social manipulation to have 

the desired effect.  In short, even if our current first-order moral beliefs are the product of 

clever social manipulation, it seems unlikely that the features of our moral experience 

that are relevant for current purposes would themselves be the product of such social 

manipulation.

The possibility that the biological origins of our moral experience are disreputable 

is perhaps a greater worry.  As mentioned earlier, Street (2006) has argued along these 

lines.  I cannot here adequately address her arguments, and so I must, for present 

purposes, leave this potential undermining defeater unaddressed.  However, it is worth 

noting that worries over the biological origins of our moral experience seem to 

presuppose an atheist world view, for they seem to presuppose that only random genetic 

variation and natural selection have shaped our development, and theists and deists, of 
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course, allow for more than this.  Given, once again, that defeaters apply only when there 

is some positive reason to think that they do, then in so far as worries over the biological 

origins of our moral experience presuppose atheism, these worries undermine our 

justification for accepting moral realism only if we have some positive reason to be 

atheists.44

2.3 Summary

Epistemic justification, as I conceive of it, is a matter of possessing undefeated 

evidence in favor of a view.  In order to assess this, we need to take account of relevant 

alternatives to the view in question, but we need not (and probably should not) adopt 

explicitly contrastivist or contextualist approaches to justification.  Furthermore, in so far 

as we are interested in the epistemic project of belief guidance, we can set aside 

externalism and probabilism, for neither of those theories is useful for that project.  With 

respect to the question of whether we ought to be moral realists, then, coherentism and 

foundationalism are the appropriate theories to look to.  Since adopting a belief in moral 

realism and rejecting any conflicting views is likely to increase the consistency, 

comprehensiveness, and connectedness of our overall set of beliefs, we are justified in 

being moral realists, given coherentism.  If we presuppose the failure of general 

skepticism, then a parallel between moral experience, on the one hand, and perceptual, 

mnemonic, and especially logical experiences, on the other hand, gives us reason to think 

that we are defeasibly justified in accepting the deliverances of our moral experience, 

44 The best argument for atheism is the argument from evil.  However, this argument is 
controversial and is easily evaded by anyone willing to grant the possibility that God 
(or gods) might fail to be omniscient, omnipotent, or benevolent.
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given foundationalism.  It remains an open question whether this justification is defeated, 

but I have give some reasons to suspect that it is not.  If it is not defeated, and if other 

metaethical views cannot accommodate the deliverances of our moral experience, then 

we are justified in believing moral realism.
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CHAPTER 3: NATURALIST REALISM

Suppose for the moment that moral realism is true.  In that case, there are stance-

independent moral facts.  Here are three competing views about the nature of these facts: 

naturalism, supernaturalism, and non-naturalism.  Naturalism holds (unsurprisingly) that 

moral facts and properties are, in some sense, natural facts and properties; 

supernaturalism holds that moral facts and properties are, in some sense, supernatural 

facts and properties; and non-naturalism holds that moral facts and properties are neither 

natural nor supernatural but rather exist in a category all their own (they are sui generis). 

G. E. Moore, in his influential 1903 book Principia Ethica, divided the metaethical 

landscape according to this tri-fold classification, and its use has been fairly standard in 

metaethics ever since (though supernaturalism perhaps receives less attention than it once 

did).  Despite their differences, naturalists, supernaturalists, and non-naturalists (as these 

terms are being used here) agree on two things.  First, they agree that there are moral 

facts and properties.  Second, they agree that we can and should make use of distinctions 

among the three categories of “natural”, “supernatural”, and “non-natural”.  I align most 

closely with those who historically have claimed the label “non-naturalist”, but I would 

prefer to eschew the naturalist/non-naturalist distinction in the first place.  In this chapter 

I argue that naturalist realists face a difficulty, viz., that there is no principled distinction 

between the natural and the non-natural such that: (a) there is a philosophical advantage 

in being an ethical naturalist; and also such that: (b) naturalism can adequately 

accommodate the normative authority of morality.
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3.1 Naturalism and Why It Matters

3.1.1 Methodological vs. Metaphysical Naturalism

Before further explaining what I have in mind, let me first clarify the type of 

naturalism I am talking about.  At least since Quine, it has been common to use 

“naturalism” to refer to a methodological doctrine regarding how philosophers should go 

about their work.  “Quinean naturalism” is too rich and varied a doctrine to be adequately 

characterized here, but roughly we might say that it holds that philosophy ought to 

answer to science rather than the other way around – or, perhaps more accurately, that 

philosophy ought to be viewed and practiced as continuous with, and certainly not prior 

to, natural science.  A Quinean “begins his reasoning with the inherited [scientific] world 

theory as a going concern” (Quine 1981, 72, quoted in Maddy 2005, 438).  Quine further 

remarks, “Neurath has likened science to a boat which, if we are to rebuild it, we must 

rebuild plank by plank while staying afloat in it.  The philosopher and the scientist are in 

the same boat” (1960, 3, quoted in Maddy 2005, 439).

The point of this brief caricature of Quinean naturalism is to illustrate the type of 

naturalism that I am not talking about in this chapter.  Rather than addressing naturalism 

as a methodological doctrine, I am addressing it as a metaphysical doctrine: specifically, 

an ontological doctrine that claims that nothing exists that is not natural.  Naturalist moral 

realists are not committed to this broader metaphysical doctrine; strictly speaking, 

naturalist realism claims only that ethical facts and properties are natural, and it remains 

silent about whether other facts and properties might be natural, supernatural, or non-

natural.  In practice, however, naturalist realists are usually metaphysical naturalists of 
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this broader stripe (at least, I know of none who are not), and their naturalism in ethics 

seems motivated by their broader metaphysical naturalism.

Naturalists attempt to find a home for ethical facts and properties somewhere 

within the natural world because they believe that the natural world is the only world 

there is.  Either they take metaphysical naturalism as an outright constraint on metaethical 

theorizing, or they view metaethical theories that comport with naturalism as possessing a 

significant comparative advantage over those that do not.  I take it there are two primary 

reasons why comporting with naturalism is considered a theoretic virtue.  One is that 

such comportment tends to promote ontological parsimony (often considered a theoretic 

virtue in its own right), and the other is that natural facts and properties might be 

perceived as in some way more philosophically acceptable than supernatural or non-

natural facts and properties – for example, natural facts and properties might avoid some 

sort of objectionable “metaphysical queerness” (see chapter six).

A corollary of the preceding is that a philosophically advantageous naturalism 

must rule out the existence of some putative entities, properties, or facts.  It is not very 

significant to claim that the only things that exist are natural things if this claim fails to 

rule out anything that we once thought might have existed.  Furthermore, any naturalism 

worthy of the name must rule out the right sorts of things – things traditionally thought to 

be metaphysically “spooky” or “queer” – and must rule in the right sorts of things, too.  A 

naturalism that, say, countenanced angels and ghosts while rejecting the existence of 

tables and chairs would be a strange sort of naturalism, and special pleading would be 

required to show that such a naturalism should be permitted to delimit our ontology. 
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Finally, a philosophically advantageous naturalism must distinguish between the natural 

and the non-natural in some principled, motivated, way.  If ghosts count as natural but 

angels do not, on some particular conception of “natural”, we are entitled to ask why.  If 

it is not obvious why ghosts should be more philosophically acceptable than angels, then 

a naturalism that ruled in the former while rejecting the latter would require special 

pleading.  In sum, a philosophically advantageous naturalism must non-arbitrarily divide 

the realms of the natural and the non-natural and must rule out the existence of at least 

some (of the right sorts of) putative entities, properties, or facts.

3.1.2 Why Naturalism Matters

The naturalist makes a positive claim that there is a philosophical advantage in 

being a naturalist.  However, I am about to argue that on any construal of naturalism such 

that this advantage is clear, the normative authority of morality is ruled out as being non-

natural.  Given the deliverances of our moral experience, this is a serious cost of 

naturalism.  Moreover, as briefly discussed in chapter two, it is plausible that the 

normative authority of morality shares the same fate as the types of normative authority 

required for instrumental reason and even science itself.  If this is right, and if forms of 

naturalism worth holding preclude normative authority, then we are well advised to 

jettison a commitment to naturalism.  The consequence, for present purposes, is that we 

should not allow a commitment to naturalism to shape our metaethical theorizing or our 

understanding of moral realism.

Nonetheless, naturalist realists (and other metaethicists) have often focused on 

discussion of putative moral properties such as goodness, badness, rightness, and 
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wrongness, rather than on “ought” claims.  Furthermore, it would be open to a naturalist 

realist to claim that moral “ought” judgments carry the “degenerate” sense of “ought” 

discussed in §2.1.1.  Thus, a naturalist realist who is otherwise persuaded by my 

arguments might be inclined to claim that morality does not in fact involve a commitment 

to normative authority.  In response, I make three observations.

First, many metaethicists agree that a commitment to morality does involve a 

commitment to normative authority; this view is known as “reasons internalism”.  Even 

David Brink, a reasons externalist, claims what amounts to, in practice, a contingent 

commitment to the normative authority of morality.  He writes, “On plausible objective 

views about value ... everyone will typically, perhaps always, have at least some reason to 

fulfill [common-sense] moral requirements and will frequently have conclusive reason to 

do so” (1989, 76).  This is to claim that, typically, morality has normative authority with 

respect to most people.  Someone who wishes to evade the arguments of this chapter 

must give up even this weak commitment to normative authority, for I claim that no 

commitment to the normative authority of morality can be preserved while a 

philosophically advantageous version of naturalism is also maintained.  Second, if the 

normative authority of morality is abandoned, we can ask, “Why care about morality?”  If 

morality lacks normative authority, it would still be a fascinating area of human behavior 

to study, but it might lose much of its philosophical interest, and certainly it would lose 

some of its practical interest.  Morality might, in that case, be indistinguishable from 

etiquette.  Finally, the deliverances of our moral experience should not be dismissed 

lightly.  Someone who wishes to reject the normative authority of morality owes an 
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account of either why my description of our moral experience is incorrect or of why we 

are not, contrary to the my arguments in the previous chapter, justified in accepting its 

deliverances.  For these reasons, I suspect there are few who, in the end, would wish to 

deny the normative authority of morality.

3.1.3 Three Conceptions of Naturalism

There are a variety of conceptions of “the natural”, and it is impossible to proceed 

without singling out a few of them and considering each in turn.  Here, then, are three 

credible candidate conceptions of “the natural”.  An entity, property, or fact is natural if 

and only if:

N1 it implicates solely entities, properties, or events that play a role in 
the causal or explanatory order of the physical world;

N2 it can be represented solely in non-normative/purely descriptive 
terms; or

N3 it implicates solely entities, properties, or events that are 
recognized by “the sciences”.45

Each of these conceptions, as it happens, lends itself well to discussion in conjunction 

with a different version of ethical naturalism.

45 Two additional possible conceptions would be: (N4) it implicates only entities, 
properties, or events that are spatio-temporally located; and (N5) it is not supernatural. 
I do not address these two conceptions in the text.  However, briefly: N4 rules out the 
existence of facts of practical reason because these facts, at least as I construe them, 
implicate favoring relations, which are not spatially located.  N5, in turn, is not a 
useful conception of the natural for two reasons.  First, we would need a clear 
conception of the supernatural for N5 to be a useful account of the natural (and 
gaining that would itself seem a formidable task), and second, N5 does not allow for 
any distinction between the natural and the non-natural (and so fails to accommodate 
the commonly accepted tri-fold classification of views with which this chapter began).
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3.2 The Naturalist Realism of Nicholas Sturgeon

Unlike several other naturalist realists, Nicholas Sturgeon (1985; 2006) holds that 

an naturalist realist need not give an account of ethical facts and properties in terms of 

other facts and properties that are already uncontroversially regarded as natural.  Instead, 

all the naturalist realist need maintain is that we have good grounds for thinking that 

ethical facts and properties are themselves natural.  Sturgeon argues that ethical facts and 

properties play a role in the explanatory and causal order of the physical world and that 

this is good grounds for considering them to be natural facts and properties.  He writes:

In Plato’s Republic, Socrates is represented as arguing with Thrasymachus, and 
then with Glaucon and Adeimantus, about whether being a just person makes 
one’s life better or worse: the characters disagree about the answer, but do not 
question that justice (of which they do not yet have an agreed account) is the sort 
of thing that might have one effect or the other. (2006, 100)

Sturgeon has also famously cited Adolf Hitler’s moral depravity as a cause of our 

believing that Hitler was depraved, and of Hitler’s own behavior, as well as the extreme 

moral evil of “chattel slavery” in the U.S. and other parts of the world in the eighteenth 

and nineteenth centuries (as compared with the lesser degree of evil possessed by earlier 

instantiations of slavery) as a potential partial explanation of why organized, widespread 

abolition movements arose when and where they did (1985, 54, 64, 68).  Claims such as 

these are of course controversial (Harman 1977, chap. 1; 1986; Sturgeon 1986; 1998; 

Thomson 1996, 73-91; 1998).  However, we need not decide upon them here.  What is 

relevant for present purposes is what counts as a mark of the natural for Sturgeon, which 

is something quite close to N1.  Recall that N1 classifies an entity, property or fact as 

natural if and only if it implicates solely entities, properties, or events that play a role in 
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the causal or explanatory order of the physical world.  To be clear, Sturgeon does not 

endorse N1 as such, for two reasons.  First, he relies on causal efficacy as evidence of 

something’s being natural rather than as definitive of something’s being natural, and 

second, he does not make the claim (included in N1) that the only things that are natural 

are those that play a role in the causal and explanatory order of the physical world.  Still, 

whether we adopt N1 or Sturgeon’s slightly weaker claim about what counts as evidence 

of the natural, an unfortunate consequence follows.  Either way, it turns out that if God 

exists and interacts causally with the natural world, then God counts as a natural being. 

Surely this cannot be right, however.  If any entity counts as supernatural, it is God, 

whether or not such a being exists or interacts causally with the natural world.  Similarly, 

ghosts and Cartesian egos ought to count as supernatural or non-natural objects, but on 

N1 they instead count, as a conceptual matter, as natural objects.  Unfortunately, N1 gets 

our conception of “the natural” wrong, and it is hard to see what reason we could have for 

delimiting our ontology in line with N1.  If N1 rules anything out, it might rule out 

mathematical facts and properties, but why would we want to admit ghosts into our 

ontology but not the number two?  It is difficult to get a plausible metaphysical 

naturalism going on the basis of N1.

Moreover, if we adopt N1 as our conception of the natural, then any moral realist 

who asserts that moral facts and properties play a role in the causal or explanatory order 

of the natural world automatically becomes a naturalist, by fiat.  Strangely, this turns G. 

E. Moore and even Plato into naturalists.46  The only way to be an ethical non-naturalist, 

46 Plato’s conceptions of cause and explanation are not quite the same as modern ones, 
but it is unquestionable that the forms (some of which we may think of as playing for 
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according to N1, is to claim that moral facts and properties exist and are real but play no 

role in the causal and explanatory order of the physical world.  But what philosopher 

claims this?  If no philosophers are left standing as non-naturalists or supernaturalists, 

then we might do better to abandon making the distinction among naturalists, non-

naturalists, and supernaturalists.

N1 thus faces serious shortcomings as an account of “the natural”.  It rules very 

little out of existence; it rules out the wrong things; and for all practical purposes (that is, 

with respect to views actually held by philosophers) it collapses the distinction between 

ethical naturalism and ethical non-naturalism.  So why would someone be tempted by N1 

in the first place?  I think that if one starts from metaphysical naturalism and is also 

tempted by moral realism, then adopting N1 – in conjunction with Sturgeon’s claim about 

the explanatory role that moral facts and properties play in the physical world – must 

seem like an attractive move.  But ironically, once one accepts both N1 and Sturgeon’s 

claim, the move becomes self-defeating.  At that point it is hard to see what philosophical 

advantage accrues to being an ethical naturalist, and one might just as well reject talk of 

the natural/non-natural distinction (at least with respect to ethics).  Alternatively, if one 

accepts N1 but rejects Sturgeon’s claim about the explanatory power of moral facts and 

properties, then moral facts and properties are banished from the realm of the natural, 

which makes naturalist moral realism impossible.  Either way, N1 fails to ground a 

philosophically advantageous version of naturalist realism.

Plato something very roughly like the role that moral facts and properties play for us) 
play a causal and explanatory role in the physical world on Plato’s view.
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3.3 The Naturalist Realism of Frank Jackson

Frank Jackson (1998) espouses the view that (all) moral properties are identical 

with properties that can be picked out by purely descriptive predicates.  He begins with 

the generally agreed upon observation that moral properties supervene on properties that 

can be picked out by purely descriptive predicates.  For example, that a given act is 

wrong may supervene on its being a case of cruelty, and its being a case of cruelty may 

supervene on such things as the actor’s state of mind at the time and the physical and 

emotional effects on the target of the action.47  Next, Jackson observes that all of the 

possible supervenience bases of any given moral property can be picked out by one 

arbitrarily (and probably infinitely) long disjunction of purely descriptive predicates. 

Then, more controversially, Jackson claims that such infinite disjunctive predicates each 

count as a single predicate.  For every moral predicate, there is some such infinite 

disjunctive predicate corresponding to it, and Jackson further claims that a relation of 

mutual entailment obtains between the members of each such pair of corresponding of 

predicates.  He further claims that predicates that mutually entail one another are 

necessarily identical, and on this basis he infers that every moral predicate is necessarily 

identical with some purely descriptive predicate (viz., its corresponding, infinitely long, 

disjunctive one).  He then adds the premise that necessarily identical predicates pick out 

one and the same property, and concludes that moral properties can be picked out by 

47 I refrain here from using words such as ‘perpetrator’ and ‘victim’ in order to help 
substantiate the point that purely descriptive predicates can be used to pick out the 
appropriate supervenience base.  Of course, there is more that may be said about what 
counts as purely descriptive language, and indeed whether there is any such language 
at all – but I here grant to Jackson that suitable language can be found.
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purely descriptive predicates.  When we add N2 to Jackson’s view – recall that N2 claims 

that a property is natural if and only if it can be picked out by purely descriptive language 

– a version of ethical naturalism is produced.

A variety of challenges can be posed for this overall view.  First, the identity 

claims that Jackson relies upon are controversial, and second, the idea of “possibly 

infinite descriptive disjunctive properties” (Jackson 1998) might be hard to swallow (cf. 

Dancy 2006).  Furthermore, because Jackson sees an analytic equivalence between 

evaluative and (certain) purely descriptive predicates, Jackson’s view is potentially 

vulnerable to G. E. Moore’s famous “open question” (Moore 1993, chap. 1).  Finally, 

Terry Horgan and Mark Timmons (forthcoming) have deployed their “Moral Twin Earth” 

thought experiment, modeled after Hilary Putnam’s famous “Twin Earth” thought 

experiment, specifically against Jackson’s work..  I will not here explore each of these 

objections and how Jackson might respond to them.  Instead, I focus on the same issues 

that arose earlier, for Sturgeon’s view and N1.  That is, Jackson’s position seems to leave 

little room for the realm of the non-natural (or the supernatural).  As with Sturgeon’s 

naturalism, God, ghosts, and Cartesian egos become natural objects.  Furthermore, it 

becomes essentially impossible to be an ethical non-naturalist on this view: if Jackson’s 

argument works at all, then Moore, and possibly Plato, would again count as naturalists. 

Just as there are few or no actual non-naturalists who deny a causal or explanatory role to 

moral facts and properties, so too there are few or no actual non-naturalists who deny that 

there is some supervenience base of moral facts and properties.  On Jackson’s view, non-

naturalists again become naturalists by fiat.  With so much allowed into the realm of the 
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natural, we again must ask: what is the point of calling oneself an ethical naturalist?

3.3 The Naturalist Realism of David Brink

David Brink (1989) argues that, insofar as moral facts and properties are 

constituted or realized by natural facts and properties, it is fair to say that moral facts and 

properties are natural facts and properties: he distinguishes the “is” of identity from the 

“is” of constitution.48  Although he denies that moral facts are one and the same as natural 

facts (the “is” of identity), Brink maintains that moral facts are constituted by natural 

facts (the “is” of constitution).  Brink provides no developed, explicit account of the 

constitution relation, but he thinks it is one we are familiar with, and understand, from 

other contexts.  For example, tables are constituted by atoms, even if they are not 

identical to the atoms that constitute them.49  Analogously, the biological process of 

photosynthesis is constituted by certain physical and chemical events, even if the process 

of photosynthesis is not identical to those events.  Similarly, moral facts and properties 

are constituted by natural facts and properties, on Brink’s view, although they are not 

identical to them.  An instance of injustice, for example, is constituted by the occurrence 

of certain social, psychological, and behavioral events.  If social, psychological, and 

behavioral events count as natural, and if it is appropriate to say that facts and properties 

48 The same may be said with respect to institutions, events, occurrences, and processes. 
Here and throughout this section, for ease of exposition, I generally speak of “facts 
and properties” rather than of some longer list.

49 It is generally thought that tables (and other everyday physical objects) are not 
identical to the collections of atoms that constitute them because individual objects can 
survive certain changes in the collections of atoms that constitute them (for example, if 
one of the corners of a table should become chipped).
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are the facts and properties that constitute them, then on Brink’s view, moral facts and 

properties are natural facts and properties.  As Brink puts it, there is a sense in which 

moral facts and properties are nothing “over and above” natural facts and properties 

(1989, 157-9, 177-9).  This phrase, in addition to some reflection on the overall position, 

suggests that we should add an additional qualification to the view, viz., that ethical facts 

and properties are exhaustively constituted by natural facts and properties.  (If moral facts 

were realized by, for example, some combination of natural and supernatural facts, it 

would be strange to suppose that moral facts inherited whatever philosophical 

acceptability natural facts possess).

In addition to espousing the above, Brink explicitly adopts N3 as his criterion of 

“the natural”.  N3 states that an entity, property, or fact is natural just in case it is one that 

is recognized by the natural or social sciences.  This is called a “disciplinary” conception 

of the natural because it appeals to what certain disciplines recognize as the basis for 

determining what counts as natural.  N3 faces a few difficulties in its own right – for 

example, how do we know which disciplines get to confer naturalness on the facts and 

properties they recognize? A related difficulty with N3 is that it is not as enlightening as 

we might wish it to be.  Presumably, there is some reason why some disciplines count as 

conferring naturalness and others do not.  If this reason could be articulated, then we 

could find a conception of the natural that yielded the same results as N3 but was more 

enlightening; it is only because we haven’t been able to successfully articulate this reason 

that we resort to N3 itself.  Indeed, that we haven’t been able to successfully articulate 

this reason may make us suspect that there is no such reason, in which case N3 would 
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potentially become arbitrary or ad hoc.

These are significant concerns, but for present purposes I set them aside.  Both 

self-proclaimed naturalists (such as Brink) and self-proclaimed non-naturalists (such as 

Shafer-Landau 2003) have adopted this conception of the natural, and it is worthy of 

sustained attention – which for present purposes means attention with respect to the 

question of whether a disciplinary conception of the natural is able to adequately 

accommodate the normative authority of morality.50

I have argued above that all realists should seek to accommodate such authority. 

As noted earlier, Brink espouses a fairly minimal version of the normative authority of 

morality, and he does not think that moral properties by themselves constitute or ground 

reasons for action.  Instead, he thinks that substantive theories of the human good and of 

practical rationality do this.  Ultimately this need not concern us here, however, as N3 

turns out to encounter difficulties in accommodating normative authority of any type.  On 

pain of rendering their naturalism pointless, naturalists owe a wholly naturalist account of 

any kind of normative authority that they recognize.  Just as the attractiveness of 

constitutional naturalism depends not just on constitution but on exhaustive constitution, 

so the attractiveness of naturalist views in general depends on their naturalizing not just 

some classes of facts and properties to which they are committed but rather all classes of 

50 Recall that Brink espouses a fairly minimal version of the normative authority of 
morality.  Nevertheless, he does espouse one.  It should be noted that Brink does not 
think that moral properties by themselves constitute or ground reasons for action; 
instead, he thinks that substantive theories of the human good and of practical 
rationality must also be brought to bear.  This is a significant feature of Brink’s overall 
view but ultimately need not concern us here, as N3 will turn out to encounter 
difficulties in accommodating normative authority of any type.
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facts and properties to which they are committed.

In so far as Brink attempts to make the normative authority of morality parasitic 

on the normative authority of practical reason, and in so far as many philosophers favor 

naturalized accounts of practical reason, this point may seem otiose.  However, there are 

serious difficulties with attempts to naturalize practical reason using N3.  N3 holds that 

natural facts and properties are just those that are recognized by the natural and social 

sciences.  When combined with Brink’s constitutional naturalism this yields the view that 

natural facts and properties are, or are exhaustively constituted or realized by, facts and 

properties that are recognized by the sciences.  The relevant question, then, is whether 

facts of practical reason turn out to be either recognized by the sciences, or exhaustively 

realized by facts recognized by the sciences.

What are the facts of practical reason?  At least some of them are facts whose 

content is that some agent has a reason for action.  Recall that on the Scanlonian 

conception of a normative reason, a normative reason is “a consideration that counts in 

favor of” something.  As noted earlier, we can distinguish between the consideration itself 

– the thing, whatever it is, that counts in favor of something – and the fact that it counts 

in favor of something.  Suppose, for example, that Juliette desires to eat something sweet, 

and that in the particular circumstances in which she finds herself, this desire counts in 

favor of her dishing herself a bowl of ice cream.  We may distinguish Juliette’s desire, 

and also the fact that she has such a desire, from the fact that her desire, in these 

circumstances, counts in favor of her spooning out some ice cream.51  Are facts of this 

51 In making this distinction, I follow both Jonathan Dancy and Russ Shafer-Landau. 
Dancy writes, “What is driving the nonnaturalists here is the thought that to say that a 
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latter type recognized by, or exhaustively realized by facts that are recognized by, the 

natural and social sciences?

The question turns in part on what is meant by “recognize”.  Jean Hampton, for 

example, has argued that the natural sciences are committed to certain kinds of 

normativity simply on the basis of their methodology and presuppositions, irrespective of 

the content of the theories developed and espoused by those sciences (Hampton 1998).  If 

we accept such a view and couple it with the idea that science “recognizes” its own 

normative commitments, then a good bit of normativity will, according to N3, turn out to 

be natural.  Then three possibilities arise.  One possibility is that the normative 

commitments of the sciences turn out not to be expansive enough for the facts of practical 

reason count as natural facts.  In this case a naturalist is committed to rejecting facts of 

practical reason, and along with them the normative authority of morality.  

Another possibility is that the normative commitments of the sciences turn out to be 

expansive enough to accommodate the facts of practical reason but that these facts by 

themselves cannot account for the normative authority of morality.  In this case again the 

naturalist fails to rescue the normative authority of morality.  The third possibility is that 

the normative commitments of the sciences are expansive enough to accommodate any 

feature is practically relevant is to make a different sort of claim from any claim that 
does not explicitly mention practical relevance.  The fact that something is of practical 
relevance is something over and above the something that is of practical relevance” 
(2006, 141).  Shafer-Landau has alluded to the difficulty of naturalizing the property 
of being reason-providing: “Here is a particular kind of fact – ϕing satisfies one’s 
desires, or promotes one’s interests. And to this we attach a very special property – 
that of supplying in itself ... a reason for action. To the extent that this property is 
mysterious, the mystery attaches equally to egoism or instrumentalism [as to 
alternative views about practical reason]” (2003, 211).
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and all of the normative facts we might desire to accommodate.  But if this is so, then 

what exactly is naturalism supposed to be ruling out?  It is not as if somehow 

troublesome normative facts have been successfully assimilated to some more tractable 

realm of facts, that of natural facts.  Rather, that the realm of facts we call natural turns 

out suddenly to include whatever normative facts there may be.  Thus the basic form of 

the dilemma I am posing for naturalist moral realism presses sharply given N3 and the 

current understanding of what it is for the sciences to “recognize” a fact.

In contrast, we might interpret a science’s “recognizing” a fact as meaning that 

one of the theories of that science contains a sentence that asserts that fact.  The question 

then becomes whether the sciences assert any facts of practical reason (or whether facts 

of practical reason are exhaustively realized by facts asserted by the sciences).  In 

examining this question, it seems promising to make a division between physics and 

chemistry, on the one hand, and all other sciences, on the other.  Physics and chemistry 

just do not seem to make any claims about what agents have reason to do.  With regard to 

“higher-level” sciences, however – such as biology, psychology, or economics – the 

question is more difficult.  We might, first of all, interpret the claims of these sciences as 

making no normative claims at all.  In this case, the only way that facts of practical 

reason will turn out to be natural, according to N3, is if they are exhaustively realized by 

the (ex hypothesi non-normative) facts asserted by the sciences.  Alternatively, we might 

interpret the higher-level sciences as making “ought” claims (in the non-degenerate sense 

of “ought”).  Then we have a further choice between interpreting these claims as either 
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hypothetical or categorical imperatives.52  So we might construe assertions from the 

sciences in one of three ways: (1) as asserting no normative claims, and hence as 

asserting no facts of practical reason; (2) as asserting hypothetical imperatives; or (3) as 

asserting categorical imperatives.  Is there some way we might determine the “correct” 

way of construing the claims of the higher-level sciences?  We might survey social 

scientists and biologists for their own answers, and we might also engage in “armchair 

work” involving philosophy of science.  However, this would be an extremely difficult 

task, and any answer reached would be very likely to be controversial.  Instead, let us 

suppose that each interpretive approach is legitimate in turn and see what results from 

taking each approach.

If we take the first approach, and interpret the higher-level sciences as asserting 

no normative claims at all, then the only way for these facts to be naturalized, according 

to N3, is for them to be exhaustively realized by non-normative facts.  This raises one 

question rather sharply: what is it for one set of facts to be exhaustively realized by some 

other set of facts?  One somewhat naive, though initially plausible, suggestion would be 

to think of one fact as being exhaustively realized by some other set of facts if and only if 

the content of the former relates solely to events, objects, and properties that figure in the 

content of the latter.  Thus, for a fact that is not asserted by a scientific theory to count as 

natural, its content must relate solely to events, objects, and properties that figure in the 

content of other, natural facts.  Inasmuch as the content of facts about reasons for action 

52 Following Kant, I take hypothetical imperatives to be “ought” claims that are 
dependent on the ends of some particular agent, and categorical imperatives to be 
“ought” claims that are not so dependent.
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relates to – well – reasons for action, then such facts will not be natural facts unless we 

can find some other, natural facts whose content does relate to reasons for action.  But if, 

as we are currently supposing, the sciences make no normative claims, and hence no 

claims about reasons for action, this will be impossible on the conception of the 

realization relation currently under consideration.

Let us try a more sophisticated approach to the realization relation.  Michael Tye 

writes:

The realization relation is not easy to analyze, but it is at least in part one of 
upward determination or generation: any object that has the higher-level property, 
or is an instance of the higher-level type, does so in virtue of simultaneously 
having one of the lower-level properties or types that realizes it.  A gas has a 
certain temperature at time t, for example, in virtue of its having a certain mean 
molecular energy at t. (1995, 41)

This characterization is given for properties, but we might try adapting it for facts.  In the 

current context, what this means is that a fact of practical reason will be (exhaustively) 

realized by some set of scientific facts if it obtains in virtue of those scientific facts’ 

simultaneously obtaining.  Surely this will be true for facts of practical reason on Brink’s 

account of morality – recall that in some of our earlier examples, Juliette had a reason to 

dish out ice cream in virtue of her having a desire, and Jennifer had a reason not to tell a 

lie in virtue of its cruelty.  The fact of having a desire presumably obtains in virtue of the 

obtaining of various psychological facts (and hence counts as natural, if psychology 

counts as one of the naturalness-conferring sciences), and instantiations of cruelty, we 

may suppose, presumably occur in virtue of some combination of psychological, 

sociological, and physical facts.  If so, then N3 and Brink-style naturalism seem to be 

able to account for facts of practical reason.  But, once again, too much is accounted for. 
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As with Jackson’s view, certainly Moore, and arguably Plato, will again count as 

naturalists.  It is generally agreed that moral facts obtain, when or if they do, in virtue of 

various natural facts.

We might try to prevent this by further restricting the realization relation, perhaps 

by adding an additional feature suggested by Tye: “A second aspect to realization, in my 

view, is that the determination of the higher-level type by the lower-level one is always 

mediated by an implementing mechanism” (1995, 42).  If we go this route, however, we 

must ask what the “implementing mechanism” for facts of practical reason could be.  It 

seems likely that there isn’t one, and the burden here is on the naturalist to show 

otherwise.  However, without such a mechanism, the facts of practical reason will not 

count as natural on this understanding of realization.  Thus, once again the same basic 

dilemma arises for naturalist realists: either too much gets to count as natural, or not 

enough does.

The naturalist who adopts N3 may respond, of course, that the higher-level 

sciences ought to be interpreted instead as issuing categorical or hypothetical imperatives. 

Suppose first that the sciences issue hypothetical imperatives.  Then economics, for 

example, issues the following imperative: “If you are a producer in a perfectly 

competitive market and wish to maximize your profit, you ought to set the price for your 

goods equal to your marginal cost of production.”53  (The italicized phrase is, of course, 

what makes this a hypothetical rather than a categorical imperative.)  One question that 

arises here is whether this approach will vindicate the normative authority of morality.  If 

53 This claim, or something like it, is a standard claim of economic theory.
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economics issues the above hypothetical imperative, it also issues the following one: “If 

you are a monopolist and wish to maximize your profit, you ought to set the price for 

your goods such that your marginal revenue equals your marginal cost.”  This pricing 

strategy, as any economist can attest, enriches the monopolist as the cost of reduced 

aggregate public utility.  Consequently, this approach may seem suspect given that we are 

ultimately trying to vindicate the normative authority of morality.  But let us return, for 

now, to the more consumer-friendly imperative issued to the producer who operates in an 

competitive market.  Given the non-degenerate sense of “ought” that we have been 

working with, this hypothetical imperative is equivalent to, “If you are a producer in a 

perfectly competitive market and wish to maximize your profit, you have reason to set 

the price for your goods equal to your marginal cost of production.”  (Here the italicized 

phrase replaces the ‘ought’ that appeared previously.)  But now given the conception of 

reasons for action that we have been working with, this new hypothetical imperative is 

equivalent to, “Being a producer in a perfectly competitive market and wishing to 

maximize one’s profit favors setting one’s price equal to one’s marginal cost of 

production.”  (Here we have simply transformed the “reason” language to “favoring” 

language.)  So, on the assumption that economics issues hypothetical imperatives, and 

given the conceptions of reasons for action we have been working with, it follows that 

economics issues statements like the one just preceding.  Furthermore, this statement is 

naturalistically respectable, since it is ex hypothesi issued by a higher-level science and 

we are working with N3 as our conception of “the natural”.  But now compare and 

contrast the following two imperatives:
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Imperative #1: Being a producer in a perfectly competitive market and 
wishing to maximize one’s profit favors setting one’s price equal to one’s 
marginal cost of production.

Imperative #2: Being a producer in a perfectly competitive market favors 
setting one’s price equal to one’s marginal cost of production.

Imperative #1 is the same hypothetical imperative we have just been working with, while 

Imperative #2 is a very similar categorical imperative.  Here is a question: given that 

Imperative #1 is, ex hypothesi, naturalistically respectable, would there be any reason 

not to treat Imperative #2 as naturalistically respectable as well?  Notice that the favoring 

relation in Imperative #1 is objective.  It only applies to a limited group of people (those 

with certain ends), but its correctness as an imperative does not depend on anyone’s 

desires or ends.  In both cases we have objective favoring relations, and the relata 

figuring in these relations are all naturalistically respectable relata (people, ends, pricing 

strategies, etc.)  The only difference between the two imperatives is that one of them has 

one more relatum than the other does (namely the property of having certain ends).  And 

what is special about the property of having certain ends?  There is no difference in the 

naturalness of the properties that participate in the favoring relation, here: certainly the 

property of being a producer in a perfectly competitive market is just as natural as the 

property of having certain ends.  And there is no obvious relevant difference in the 

favoring relations themselves between the two cases.

The upshot is this: if we interpret the sciences as issuing hypothetical imperatives, 

such that hypothetical imperatives become naturalistically respectable, it is difficult to 

motivate the view that categorical imperatives are not also naturalistically respectable. 

The two types of imperative are in fact quite similar.  Hypothetical imperatives are often 
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seen as acceptable from a naturalistic point of view because they rely strictly on 

means/end rationality for their force, and means/end rationality strikes most philosophers 

as unproblematic.  If we carefully examine the structure of statements involving 

means/end rationality, however, there seems to be little reason to consider them to be 

natural while other kinds of reasons claims, viz., categorical imperatives, are considered 

to be non-natural.  Thus, if we wish to have a naturalism that is not ad hoc, we must now 

also countenance categorical imperatives as naturalistically respectable.  That was an 

alternative we were going to consider anyway, so let us move on to that alternative.

Suppose, then, that our scientific theories are best interpreted as issuing 

categorical imperatives.  Once again we face the question of whether these imperatives 

will imply that we have reason to follow anything like the recommendations of morality. 

Here again, the imperatives given to the monopolist come into play, and this time they are 

not even tempered by whether the monopolist wishes to maximize profit – even an 

altruistic monopolist is instructed to behave selfishly!  This is a significant worry, but 

setting it aside, there will be an abundance of categorical imperatives, issued by the 

sciences, all counting as naturalistically respectable.  We can again compare two 

imperatives.  Consider:

Imperative #3: Being a monopolist favors setting one’s price such that 
one’s marginal revenue equals one’s marginal cost of production.

Imperative #4: That Jennifer’s lie would be cruel favors her not telling it.

With respect to naturalistic respectability, the same sorts of considerations arise again: is 

there any relevant, motivated difference between these two imperatives?  Imperative #3 is 

now the one that, ex hypothesi, counts as natural.  It is an open question at this point 
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whether Imperative #4 does.  If Imperative #4 is ultimately exhaustively constituted by 

scientific facts, then it will be admissible, and if not, then not.  But should this matter?  It 

would surely be a perverse theory of practical reason that allowed Imperative #3 while 

disallowing Imperative #4.  Or suppose that Kant’s (fundamental) Categorical Imperative 

turns out not to count as natural, on the view we are currently considering.  Ex hypothesi, 

Imperative #3 does count as natural, and in this case, if we wanted to be naturalists, we 

would have to admit the normative authority of Imperative #3 over monopolists.  But 

then we are going to say that the categorical imperative that monopolists ought to 

maximize their profit expresses a natural fact and is therefore somehow more 

philosophically acceptable than Kant’s Categorical Imperative.  This just seems to be an 

absurd consequence.  If we are going to allow any categorical imperatives to count as 

natural, then we should allow all of them to count as natural.  That is, if the general type 

of fact that categorical imperatives express is able to count as natural in some cases, 

surely facts of that general type should be counted as natural in all cases – irrespective of 

whether the individual cases happen to be ones traditionally studied by philosophers or 

biologists or economists.  If we do not admit this, we seem to have an unmotivated and in 

this case even somewhat churlish version of naturalism.

On the other hand, if we do admit this, we have again begun to obliterate the 

value of the natural/non-natural distinction.  We have suddenly stipulated that all 

categorical imperatives count as expressing natural facts.  What does it mean, then, to be 

an ethical non-naturalist?  And what are we ruling out by continuing to be naturalists? 

(Put another way: what were we afraid of countenancing when we decided to become 
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naturalists in the first place?)  The philosophical advantage of naturalism once again 

seems to have evaporated.  Thus, whether we interpret the sciences as asserting non-

normatively laden statements, or as asserting hypothetical imperatives, or as asserting 

categorical imperatives, we have been unable to preserve a philosophical advantage for 

naturalism while also accounting for the normative authority of morality.  N3 seems, in 

the end, to have done no better than its competitors N1 and N2.

3.4 Summary

I have considered each of the following three versions of naturalism.  An entity, 

property, or fact is natural if and only if:

N1 it implicates solely entities, properties, or events that play a role in the 
causal or explanatory order of the physical world;

N2 it can be represented solely in non-normative/purely descriptive terms; or

N3 it implicates solely entities, properties, or events that are recognized by 
‘the sciences’.

In conjunction with each of these, I have considered one philosopher’s attempt to 

naturalize ethics in a way harmonious with that particular conception of naturalism. 

Although a fair amount of diversity of argument has arisen in each case, a common theme 

has also emerged.  The basic puzzle for naturalists is to find a way to allow the dictates of 

practical reason to count as natural while not letting so much count as natural that the 

motivation for naturalism dies away and it becomes virtually impossible to be an ethical 

non-naturalist.  I cannot claim that naturalists ultimately have no solution to this 

difficulty, but my arguments suggest that they do not.

None of this has direct implications for whether moral realism is true or whether 
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we are justified in believing it; naturalist realists are no less realists for being naturalists. 

However, these arguments suggest that we ought not to allow metaphysical naturalism to 

constrain our metaethical theorizing.  I take no stand here on whether the version of 

realism we adopt should ultimately be, say, Plato’s or Moore’s or Sturgeon’s or Brink’s. 

My arguments suggest, however, that there is no obvious reason to prefer the latter two.

Thus far I have argued that we are defeasibly justified in accepting moral realism, 

that this justification is not obviously undermined, and that we have reason to be broad-

minded with respect to which version of moral realism we ultimately adopt.  In the 

remaining chapters I address further ways in which our justification for accepting moral 

realism might be defeated: the success of realism’s competitors or of arguments against 

realism.
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CHAPTER 4: MORAL CONSTRUCTIVISM

Moral constructivism, as I understand it, is the view that there are moral facts and 

properties and that these are the output of some ‘constructive function’.  Described this 

simply, moral constructivism need not be incompatible with moral realism, for some 

constructive functions might be independent of the stances taken by any agent.  For 

example, we might take a Kantian view and conclude that all and only those actions 

whose maxims cannot be willed as universal laws are morally wrong.  If this is all that 

there is to the view we adopt – that is, if we stop short of endorsing Kant’s full moral 

philosophy – then we might be Kantians about first-order ethics and realists about 

metaethics.  Similarly, we might adopt a rule utilitarian view and conclude that right 

actions are just those that conform to those principles which, if generally followed, would 

maximize aggregate welfare.  Once again, if this is all there is to the view we adopt, we 

might be realists as well as constructivists.  On both of the views just sketched, the moral 

property of rightness is the output of some function that is independent of the stances that 

agents take toward moral facts and properties.  Consequently, views that appeal solely to 

such functions for the construction of moral facts and properties are compatible with 

moral realism.  Constructivism often does provide an interesting alternative to realism, 

however, because those who identify as constructivists usually do appeal to stance-

dependent constructive functions.  Christine Korsgaard, for example, embraces the 

Kantian notion that the moral law, while determined by the formal properties of maxims, 

isn’t really moral law until it is willed by rational agents.  She writes, “Of course we 

discover [whether a] maxim is fit to be a law; but the maxim isn’t a law until we will it, 
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and in that sense create the resulting value” (1996, 112, emphasis mine).  Utilitarians, in 

contrast, almost never appeal to stance-dependence in this way – at least, I am aware of 

none who are.54  Utilitarians generally seem to think that it just doesn’t matter what 

people think about their view; rightness is a function of utility maximization, irrespective 

of what anyone thinks about that.

In this chapter, I focus on species of constructivism that provide interesting 

alternatives to realism, and thus, for the remainder of this chapter I will use 

“constructivism” so that it stands opposed to realism.  That is, when I speak of 

constructivism without qualification, I here mean to include only constructivisms whose 

constructive functions make an essential appeal to stances of agents.  I examine three 

such constructivisms and argue that none of them provides a satisfactory alternative to 

moral realism.  In particular, none is able to preserve both the objectivity and the 

normative authority of morality.  The reasons for these individual failures are suggestive, 

and I close by arguing that it is implausible that any moral constructivism will be able to 

preserve both features of morality.

54 Here is a caveat: in some cases, the moral stances that people take might be relevant 
inputs to the aggregate utility function.  For example, the general public’s views about 
justice might influence whether, from a utilitarian perspective, an innocent person 
ought to be made a scapegoat for a crime if there is some possibility that the ruse 
might be uncovered.  But this is a contingent feature of the utility function; in some 
logically possible worlds, the utility function would be maximized quite independently 
of anyone’s opinions about morality.  Thus, utilitarianism makes no essential appeal to 
the moral stances agents take, and when it does make such an appeal, it does so only 
indirectly.  For these reasons, it seems reasonable to classify utilitarians as moral 
realists.
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4.1. A Contemporary Kantian Approach: The Arguments of Christine Korsgaard

4.1.1 Korsgaard’s Arguments

In The Sources of Normativity (1996), Christine Korsgaard sets about answering 

what she calls “the normative question”.  This is the question of what justifies the 

demands that morality makes on us and goes beyond, in Korsgaard’s view, questions 

about what motivates moral behavior or what explains the phenomenon of our deploying 

moral concepts in the first place.  In other words, Korsgaard is interested in vindicating 

what I have called the normative authority of morality.  In Korsgaard’s words: 

...the day will come, for most of us, when what morality commands, obliges, or 
recommends is hard.... If I claim that you ought to face death rather than do a 
certain action, I had better be prepared to back that claim up with an account of 
what makes the action wrong which is powerful enough to show that something 
worth dying for is at stake.  But really this demand on moral theory is always 
there.  Even when the claims of morality are not so dramatic, they are pervasive 
in our expectations of ourselves and each other.  So these claims must be 
justified. (1996, 9, 13)55

Korsgaard lays out three criteria for a successful answer to the normative question.  The 

answer must: (1) be one that an agent who is sincerely asking the normative question 

would find satisfactory; (2) meet the condition of “transparency” – that is, it must 

succeed in justifying morality to agents who know the (correct) explanation of why we 

have moral motives in the first place; and (3) appeal deeply to our sense of identity 

(16-7).  After rejecting answers proposed by a variety of philosophers, from Hobbes (and 

before) through contemporary writers, Korsgaard presents and defends her own answer, 

one grounded in the Kantian tradition and which she calls a species of “reflective 

endorsement”.

55 Unless otherwise noted, references in this chapter to Korsgaard are to her (1996).
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According to Korsgaard, it is the reflective structure of human consciousness that 

gives rise to the normative question (113).  We may have a desire perform some action, or 

an impulse to adopt some belief, but we are able to distance ourselves from such desires 

and impulses.  Unlike the lower animals, we are able to step back and ask ourselves 

whether we should act on these desires and impulses.  Consequently, we need to have 

reasons in order to be able to act at all (113, 120-1, 123).  What is a reason?  According to 

Korsgaard, “‘Reason’ means reflective success” (97).  Reflective success, in turn, is 

simply deciding – in more Kantian terms, legislating for ourselves – which desires and 

impulses count as reasons for us.  There is a formal constraint on this process relating to 

universalizability, which Korsgaard argues for on the basis of Kantian views about human 

freedom, but this turns out to provide a relatively weak constraint – on Korsgaard’s view, 

we can meet this constraint whether we choose to be rational egoists, to consistently act 

on the whim of the moment, or to identify (as Kant would have us do) as “citizens of the 

kingdom of ends”.  Since we can meet the universalizability constraint while taking any 

of these conflicting approaches to decision-making about which of our desires and 

impulses to endorse, we need some further way of deciding which approach to take.  As 

Korsgaard sees things, we do this on the basis of our “practical identities”.  A practical 

identity is “a description under which you value yourself, a description under which you 

find your life to be worth living and your actions to be worth undertaking” (p. 101).  On 

Korsgaard’s view, these self-conceptions are ultimately what give rise to our reasons and 

obligations:

Practical identity is a complex matter and for the average person there will 
be a jumble of such conceptions.  You are a human being, a woman or a 
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man, an adherent of a certain religion, a member of an ethnic group, a 
member of a certain profession, someone’s lover or friend, and so on.  And 
all of these identities give rise to reasons and obligations.  Your reasons 
express your identity, your nature; your obligations spring from what that 
identity forbids. (101)

There are some obvious complications.  Identities can conflict, and sometimes we 

may need to jettison one of ours.  At other times it may be possible to act in conflict with 

what an identity demands without jettisoning it, or at least not permanently: “You may 

know that if you always did this sort of thing your identity would disintegrate, like that of 

Plato’s tyrant in Republic IX, but you also know that you can do it just this once without 

any such result” (102).  Most importantly, perhaps, there is the question of whether there 

are any practical identities that we must have, for without constraints in this regard, 

relativism looms.  In response to this worry, Korsgaard argues that we must value 

ourselves qua human beings simpliciter.  That is, we must conceive of ourselves, in 

Hume’s words, as belonging to the “party of humankind, against vice and disorder, its 

common enemy” (Hume’s Enquiry Concerning the Principles of Morals, Section IX, Part 

1, quoted in Korsgaard 1996, 117).  Why?  Most of our practical identities are contingent 

and are capable of being shed, but:

What is not contingent is that you must be governed by some conception of your 
practical identity.  For unless you are committed to some conception of your 
practical identity, you will lose your grip on yourself as having any reason to do 
one thing rather than another – and with it, your grip on yourself as having any 
reason to act all.  But this reason for conforming with your practical identities is 
not a reason that springs from one of those particular practical identities.  It is a 
reason that springs from your humanity itself, from your identity simply as a 
human being, a reflective animal who needs reasons to act and live.  And so it is 
a reason only if you treat your humanity as a practical, normative form of 
identity, that is, if you value yourself as a human being. (120-1)

Korsgaard’s idea seems to be that, because it is our humanity which requires us to adopt 
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practical identities (i.e., to value ourselves under the description of filling various roles), 

we must also value our humanity itself, and so our humanity itself is normative for us. 

Korsgaard concedes that, even once we realize this, we can question the normative 

authority of our own humanity.  But in this unique case, Korsgaard argues that when you 

ask whether you really must value your own humanity,

you have no option but to say yes.  Since you are human you must take 
something to be normative, that is, some conception of practical identity must be 
normative for you.  If you had no normative conception of your identity, you 
could have no reasons for action, and because your consciousness is reflective, 
you could then not act at all.  Since you cannot act without reasons and your 
humanity is the source of your reasons, you must value your own humanity if 
you are to act at all. (123)

We are thus led, on Korsgaard’s view, to both a first-order and a metaethical Kantian 

view: we must value our own humanity as an end in itself, and this valuing is ultimately 

grounded in our own self-legislation: in our own endorsement of our humanity as 

valuable.  Because we are reflective creatures, this is an endorsement which we cannot 

help but issue – at least as long as we act at all.

This is the core of Korsgaard’s argument, though it may seem at this point that it 

stops short of supporting the conclusion Korsgaard ultimately wishes to reach.  If the 

argument is correct, then each of us of necessity finds our own humanity valuable – but 

what about the humanity of others?  Korsgaard wishes to defend what she calls the moral 

law, which she also calls, in Kant’s terminology, is the law of the “Kingdom of Ends”. 

This is the law that “tells us to act only on maxims that all rational beings could agree to 

act on together in a workable cooperative system” (99).  So far, however, Korsgaard’s 

argument may only seem to support the view that we are each obligated to value our own 
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humanity and thus, the argument may seem to provide as much support for rational 

egoism as for a Kantian sort of moral law.  In reply, Korsgaard argues that this objection 

is misguided because it incorrectly conceives of reasons as essentially “private” when in 

fact reasons are fundamentally “public”.  When we realize the public nature of reasons 

for action, Korsgaard maintains, we see that to have reason to value our own humanity 

just is to have reason to value the humanity of others as well.

Korsgaard does not provide a detailed, explicit account of what she means by the 

“privacy” of reason, though she does provide a variety of glosses on it – some of which 

are more helpful than others.  In a few places, Korsgaard attempts to clarify the notion of 

the privacy of a reason by equating it with the “agent-neutrality” of a reason (133, n. 3; 

221).  However, as Michael Ridge points out, the notion of agent-neutrality is itself 

complicated, disputed, and easily conflated with other notions (Stanford Encyclopedia of  

Philosophy, s.v. “Reasons for Action: Agent-Netural vs. Agent-Relative”, accessed June 

2008).  Indeed, Ridge specifically accuses Korsgaard of conflating her notion of privacy 

with the standard notion of agent-neutrality as developed in the literature in classic works 

by Derek Parfit, Thomas Nagel, and others.  Thus, attempting to understand Korsgaard’s 

notion of “privacy” through appeal to agent-neutrality is probably unhelpful at best and 

misleading at worst.

In at least two other places, Korsgaard appears to equate privacy with the state of 

being a mental entity; that is, she implies that thinking of a reason as “private” involves 

thinking of a reason as a mental entity (131, 138).  This, again, is probably an unhelpful 

gloss, for two reasons.  First, Korsgaard ultimately wishes to argue against the privacy of 
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consciousness, and so thinking of “private” as equivalent to “mental” is misleading. 

Second, on Korsgaard’s view, reasons are ultimately reflective endorsements (97, 154), 

and since an endorsement would seem to be, at least in part, a mental entity, it seems 

wrong to deny that, on Korsgaard’s view, reasons are mental entities.

Fortunately, Korsgaard provides another way of understanding the notion of 

privacy, one that is more illuminating and that better captures what she seems to have in 

mind.  This is that the privacy of a reason is tied to its having normative force for a 

person (106, n. 17; 133, 136).  There remain a variety of ways of understanding even this 

notion, however, and Korsgaard is not entirely consistent in her usage.  Here are some 

possibilities.  For a reason to be private might be for it: (a) to have normative force for a 

person at all; (b) to have normative force for just one person; or (c) to be incapable of 

having normative force for more than one person.  It is hard to see what it would mean to 

deny that reasons are private in the sense of (a).  Perhaps there are some reasons that just 

never apply to any agent, but it would seem odd to call such reasons “private”, and in any 

case, Korsgaard does not seem to mean to deny that reasons have normative force for 

agents, so we can safely set aside (a).56  Korsgaard’s own usage seems to slide back and 

forth between (b) and (c), but (b) provides the sense needed for her overall argument. 

Korsgaard argues for the normativity of the moral law on the grounds that the privacy of 

reasons is “incidental or ephemeral” and that reasons are “public in their very essence” 

(p. 135).  For this argument to work, it is not enough if the humanity of an individual is 

56 It may be misleading in some cases, on Korsgaard's view, to speak after the manner of 
(a) – that is, to speak of a reason as having force for a person – insofar as this manner 
of speaking might suggest that reasons are private after the manner of either (b) or (c). 
But this does not undermine the point made in the text.
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merely capable of providing reasons for action to other individuals.  Since denying that 

reasons are private in the sense provided by (c) yields only this claim of capability, 

Korsgaard must deny that reasons grounded by the value of humanity are private in the 

sense outlined in (b).  That is, Korsgaard must argue that the normative force generated 

by the value of the humanity of any given individual in fact has normative force not just 

for that individual but for all individuals.

Korsgaard argues for this claim about the reason-giving force of humanity by 

arguing against the privacy of reasons in general.  That is, she argues that it is a mistake 

to conceive of any reason as having normative force for just one person.  Korsgaard’s 

arguments for this conclusion are fragmented and somewhat obscure, but as I read the 

text, there are five overlapping arguments.57

First, Korsgaard argues for a Wittgensteinian view of language and then for the 

conclusion that reasons and language are similar in relevant respects.  Wittgenstein 

argued against the possibility of a “private” language – viz., one that exists only for a 

single person.  On Korsgaard’s reading of Wittgenstein’s argument, if language were like 

that, then it would not be possible to make mistakes with language.  However, since it is 

possible to make mistakes with language, language must not be private in this way – that 

is, language is by its very nature shareable.  Similarly, Korsgaard argues that reasons are 

by their very nature shareable: “...to say that R is a reason for A is to say that one should 

do A because of R; and this requires two, a legislator to lay it down, and a citizen to 

57 Because of the fragmentation and obscurity of the arguments, I quote extensively from 
Korsgaard’s text in the remainder of this section.  In this way I hope to minimize the 
possibility of misrepresenting Korsgaard’s arguments – or, at least, to provide the 
reader with the maximum chance of noticing if I have done so.
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obey” (137-8).  From this, Korsgaard draws two morals.  One is that talk about values 

and reasons is really “talk in a shorthand way about relations we have with ourselves and 

one another” (138).  The other moral is that there cannot be languages or reasons that are 

in principle not shareable (138-9).  Korsgaard’s argument here relies on the premise that 

normativity requires shareability.  Language is normative, and this is why language is 

inherently shareable.  Reasons are normative, and this is why they too are inherently 

shareable.

Second, Korsgaard argues for the publicity of reasons by arguing against the 

privacy of consciousness generally – again partly on the basis of an appeal to the nature 

of language.  According to Korsgaard, “It is nearly impossible to hear the words of a 

language you know as mere noise.  And this has implications for the supposed privacy of 

human consciousness.  For it means that I can always intrude myself into your 

consciousness.  All I have to do is talk to you in the words of a language you know...” 

(139).  Korsgaard argues that, analogously, we can obligate each other just by speaking:

If I call out your name, I make you stop in your tracks.  (If you love me, I 
make you come running.)  Now you cannot proceed as you did before. 
Oh, you can proceed, all right, but not just as you did before.  For now if 
you walk on, you will be ignoring me and slighting me.  It will probably 
be difficult for you, and you will have to muster a certain active resistance, 
a sense of rebellion.  But why should you have to rebel against me?  It is 
because I am a law to you.  By calling out your name, I have obligated 
you.  I have given you a reason to stop. (140)

Third, Korsgaard argues that the reasons of others have a prima facie status as 

reasons for us:

When we experience a desire or an impulse, we consider whether to treat 
it as a reason ... [and] in ordinary cases we will, so long as there is no 
reason why not. ... The reasons of others have something like the same 
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standing with us as our own desires and impulses do.  We do not seem to 
need a reason to take the reasons of others into account.  We seem to need 
a reason not to. (140-1)

Fourth, Korsgaard argues that we think of reasons as public when we consider our 

own humanity to ground reasons for others.  She writes:

[Suppose that] you are tormenting me, and suppose that I call upon you to stop.... 
I invite you to consider how you would like it if someone did that to you.... You 
would think that the other has a reason to stop, more, that he has an obligation to 
stop.  And that obligation would spring from your own objection to what he does 
to you.  You make yourself an end for others; you make yourself a law to them. 
But if you are a law to others in so far as you are just human, just someone, then 
the humanity of others is also a law to you. By making you think these thoughts, I 
force you to acknowledge the value of my humanity, and I obligate you to act in a 
way that respects it. (142-3)

Finally, Korsgaard argues that we simply can’t resist taking the reasons that other 

people have as reasons of our own, and consequently that we are obligated by them. 

Appealing again to a parallel with language, she writes, “You can no more take the 

reasons of another to be mere pressure than you can take the language of another to be 

mere noise” (143).  In an earlier passage (which I take to be a proleptic elaboration of this 

argument), she writes:

If I say to you, ‘Picture a yellow spot!’ you will.  What exactly is happening? 
Are you simply cooperating with me?  No, because at least without a certain 
active resistance, you will not be able to help it.  Is it a causal connection then? 
No, or at least not merely that, for if you picture a pink spot you will be mistaken, 
wrong.  Causal connections cannot be wrong.  What kind of necessity is this, 
both normative and compulsive?  It is obligation. (139)

As I read Korsgaard’s text, the preceding five paragraphs provide a fairly 

complete representation of her arguments for the publicity of reasons.  In summary, 

Korsgaard’s overall argument is as follows.  As humans, we are reflective creatures.  This 
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allows us to distance ourselves from our desires and impulses, and consequently we find 

that we need reasons to act one way rather than another.  These reasons flow from the 

various practical identities that we (freely) adopt, and we thus legislate for ourselves what 

is to be a reason for us; normativity is grounded in autonomy in Kant’s sense.  However, 

there is at least one practical identity we cannot help but adopt: the identity of human 

being as such.  Consequently, we value our own humanity, and our humanity becomes 

reason-giving for us.  But reasons are not just reasons for one particular individual. 

Reasons are fundamentally public, and hence, whatever is a reason for me also is (or can 

be) a reason for you.58  Because of this, and because everyone has reason to value their 

own humanity, we all have reason to value the humanity of everybody.  Since this just is, 

on Korsgaard’s view, to have reason to follow the moral law, the normative force of the 

moral law has been established.  Korsgaard’s arguments do not quite stop here, for she 

goes on to address questions concerning pain and suicide, as well as ways in which her 

answers to these latter questions relate to her main arguments.  However, we have enough 

of Korsgaard’s arguments in view for present purposes, and this is a good place to pause 

and examine those arguments.

4.1.2 Critiquing Korsgaard

“‘Reason,’” Korsgaard tells us, “means reflective success” (97).  Reflective 

success occurs when an agent endorses a course of action after having distanced herself 

from and reflected upon the particular desires and impulses that rendered the course of 

58 The reason for my waffling between “is” and “can be” will become apparent in the 
next section.
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action attractive in the first place.  On Korsgaard’s view an agent has a reason for action 

when she has (upon reflection) endorsed that course of action.  The reason, strictly 

speaking, is the agent’s endorsement.  This is not to say that there can be no further 

reason (in the sense of explanation) why the agent has made the particular endorsements 

that she has.  On the contrary, Korsgaard views an agent’s endorsements as not one-off. 

They are grounded in practical identities the agent has freely chosen, and there may well 

be further explanations (and hence, in some sense of the word, reasons) why the agent 

has chosen those identities.  However, the normative, justifying reasons that an agent has 

are constituted by the agent’s relevant endorsements.  That is to say, it is the 

endorsements, and not the explanations of those endorsements, that justify the agent’s 

actions.

On this conception of normative reasons, the agent constructs normativity for 

herself.  If the agent were conceived as needing a normative reason – i.e., a justification – 

for making the particular endorsements that she does, then since normative reasons are 

constituted by endorsement, she would need to endorse making the original endorsement, 

and then presumably this new act of endorsement would require further justification, 

which could only come in the form of further endorsement, and the need for an infinte 

hierarchy of endorsements would result.  Since Korsgaard grounds normative force in 

actual endorsements made by actual agents, and since we do not in fact perform an 

infinite number of endorsements, Korsgaard must think of “first-level” endorsements as 

being in no need of further justification.  First-level reflective endorsement therefore 

creates – by constituting – an agent’s reasons for action.  When Thomas Nagel calls 
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Korsgaard’s view “rather existentialist”, Korsgaard embraces the label (237).

To someone with realist tendencies, this will not be a very satisfying account of 

reasons.  A realist will insist that this sort of boot-strapping fails to provide any genuine 

normativity.  An endorsement may be a special kind of choice, but if an agent has no 

normative reason for making that choice, why think that it is capable of justifying 

anything?59  To put the realist’s challenge another way: Korsgaard recognizes that some 

of our choices are require justification.  She argues that these choices are justified by 

some of our other choices (reflective endorsements), which in turn require no 

justification.  But what makes the difference between the two?  Why privilege the one set 

of choices and not the other?

The answer, for Korsgaard, must answer the challenge posed by what she calls 

“the normative question”.  In seeking a reply to this challenge, Korsgaard is seeking to 

satisfy an agent who is struggling with the demands of morality – struggling in the sense 

of asking, in the face of demands that are unpleasant or whose authority is non-obvious, 

“Why must I?”  Now if all there were to Korsgaard’s answer to this question were, “You 

must because at least one of your practical identities demands it,” this would be 

unhelpful.  It may well be true, but if so, it merely re-creates the problem, for then the 

agent will then struggle precisely with the question of what practical identities to adopt. 

Of course, there is more than this to Korsgaard’s answer.  First, Korsgaard relies on the 

deep importance that our practical identities have to us – such deep importance that, in 

some cases, losing or violating one of our practical identities would seem to us worse 

59 We may also wonder what, exactly, is involved in making this special kind of choice. 
I do not pursue this question here.
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than death (13, 102).  Second, Korsgaard argues that at least one of our practical 

identities – that of human being as such – is necessary for each of us.  Korsgaard thinks 

that these claims, together with her conception of practical reason, provide a satisfactory 

answer to the normative question.  For the sake of argument, I am prepared to grant 

Korsgaard’s conception of a normative reason.  Even so, I disagree that Korsgaard has 

satisfactorily answered the normative question.

Consider first the idea that our practical identities have deep personal importance 

to us.  It will be helpful to have an example in mind.  Consider a medical resident who 

discovers that the surgeon for whom he is working is altering data for a study of a new 

surgical technique she (the surgeon) is pioneering.60  A number of patients who undergo 

the new treatment experience poor outcomes, and, after many of these outcomes, the 

surgeon find reasons to exclude the patients from the study, claiming that new 

information has come to light that indicates the patients were unsuitable candidates for 

the new treatment to begin with.  The resident questions these decisions, but the surgeon 

refuses to change her mind, insisting that there are sound scientific reasons for excluding 

these adverse patient outcomes from the data.  The resident remains skeptical and faces a 

choice: should he defer to the surgeon’s judgment, thereby remaining in her favor and 

protecting his own career prospects, or should he disclose what is happening to some 

outside party for further review?  There is obviously a first-order ethical question here, 

and the correct answer might depend in part on further, undescribed details of the case.  If 

the resident concludes in good faith that ethics permits, or perhaps even requires, that he 

60 I have adapted this example from an old plot line of the U.S. television series ER.
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defer to his supervisor’s judgment, then it is unlikely that he will find himself facing the 

“normative question”, for his self-interest will probably seem to align with what ethics 

permits or requires.  However, if the resident concludes that ethics requires him to report 

his supervisor to some outside authority for further review, he may find himself facing 

the normative question rather sharply.  There is a good chance that reporting his 

supervisor to some outside authority will cause serious disruption to his own life and 

career, and the resident may find himself asking, “Why must I risk my own livelihood 

and career?  It may be the ethical thing to do, but so what?”  Let’s frame this question in 

terms of Korsgaard’s theory of ethics and practical reason.  If the resident has decided 

that the ethical thing to do is to report his supervisor, this means that he has decided that 

his practical identity as a citizen of the kingdom of ends requires his doing so.  Perhaps 

he has also decided that his practical identity as scientist or surgeon requires it as well.61 

So he finds himself facing this question: “Yes, my practical identities as scientist and 

surgeon and citizen of the kingdom of ends require reporting my supervisor, but so 

what?”  Perhaps he will decide to jettison these identities, or not to think about them for a 

while, or to adopt other identities in their place, either temporarily or permanently.  These 

practical identities might not be that important to the young surgeon after all – or perhaps 

not important enough to justify, from his own perspective, risking a large sacrifice.  It is 

important to realize that this possible shedding of practical identity need not entail his 

ceasing to be a scientist or a surgeon or a human being.62  Indeed, overlooking his 

61 Korsgaard agrees that roles such as these have normativity “built in”.
62 The Socrates of Republic I might argue that the resident would cease to be a “true” 

scientist and surgeon under these circumstances – maybe even that he would cease to 
be a “true” human being.  I here neither endorse nor dispute such a view, which 
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supervisor’s data alterations might be precisely what is required, instrumentally, for his 

remaining employed as a scientist and surgeon.  Furthermore, it seems possible that the 

resident might never have personally identified with any ethically loaded conception of 

the roles of scientist and surgeon and human being, but rather might have identified only 

with the social standing or earning potential that employment as a surgeon brings.63 

Korsgaard argues, of course, that we are all ultimately committed to valuing ourselves as 

human beings in a way that leads to ethical commitments, and I examine that argument 

below.  At the moment, however, I am focusing specifically on the contention that the 

deep personal importance of our practical identities justifies the demands of morality.  Put 

simply, this deep personal importance is not necessarily sufficient to ground the 

normativity of moral demands.  It all depends on how someone conceives of his practical 

identities, and how important they are for him.

G. A. Cohen criticizes Korsgaard’s views along similar lines.  Cohen asks us to 

imagine an “idealized Mafioso” who “lives by a code of strength and honor” and whose 

practical identities are constituted through identification with this code (Korsgaard 1996, 

183-4).64  The problem that this example presents for Korsgaard’s view is that the 

depends on a certain conception of these roles, but rather to point out that the resident 
could at least continue to occupy roles that are in many ways similar to those of the 
“true” scientist and surgeon and human being – i.e., could continue to engage in many 
of the activities that are characteristic of these roles.

63 In the example as I have described it, this may seem unlikely, since I have portrayed 
the resident as being bothered by ethical questions in the first place.  But certainly we 
can imagine the scenario differently, such that he was never concerned with such 
questions at all.

64 Further references in this chapter to Cohen are also references to Korsgaard (1996), 
which contains critiques of Korsgaard’s work by Cohen, Raymond Geuss, Bernard 
Williams, and Thomas Nagel, as well as a reply by Korsgaard (and an introduction by 
Onora O’Neill).
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Mafioso’s deepest practical identities will often obligate him to act in ways contrary to 

the moral law.  Korsgaard replies, perhaps surprisingly, by conceding that the practical 

identity of an idealized Mafioso does obligate him to act in ways contrary to the moral 

law, and by granting that these obligations are just as “real” and “genuine” (Korsgaard 

uses these terms in scare quotes) as moral obligations (256-8).  Korsgaard notes that, on 

her view, not all obligations are moral, and obligations can conflict.  Importantly, 

however, she argues that the Mafioso also has an obligation to give up his identity as a 

Mafioso, precisely because it generates obligations that conflict with those generated by 

his identity as a citizen of the kingdom of ends.  She writes:

For [the Mafioso] is a human being, who arrives at his reasons through reflection. 
And the activity of reflection has rules of its own, rules which, in the way I 
described [earlier], are constitutive of it.  And one of them, perhaps the most 
essential, is the rule that we should never stop reflecting until we have reached a 
satisfactory answer, one that admits of no further questioning.  It is the rule, in 
Kant’s language, that we should seek the unconditioned.  Following that rule 
would have led the Mafioso to morality, and, since he was reflecting, he ought to 
have followed it, and therefore he ought to have arrived there.  His obligation to 
be a good person is therefore deeper than his obligation to stick to his code. 
(257-8)

According to this reply, it is the very nature of reflection that is supposed to lead the 

Mafioso to his obligation to give up his identity as a Mafioso.  But if a rule that we not 

stop reflecting until we reach a “satisfactory answer” is indeed pary of the very nature of 

– i.e., constitutive of – reflection, and if the Mafioso wasn’t following this rule, then he 

wasn’t actually reflecting in the first place!  And since on Korsgaard’s view it is because 

he is reflecting that he ought to follow the rules of reflection, it appears that the Mafioso 

does not, after all, have an obligation to “seek the unconditioned”, and hence does not 

have an obligation to give up his identity as a Mafioso.  Perhaps Korsgaard should have 
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said instead that there is a particular kind of reflection, partly constitutive of which is the 

rule never to stop reflecting until one has reached an answer that admits of no further 

questioning.  Then, perhaps Korsgaard should have said that the Mafioso was attempting 

or intending to engage in this particular kind of reflection.  If so, then a straightforward 

hypothetical imperative would generate the obligation for the Mafioso to carry on 

reflecting until he reached “the unconditioned”.  But why think that the Mafioso would 

attempt or intend to engage in this rarefied form of reflection?  And why think that he 

must?  On Korsgaard’s general view it is not so much that we have an obligation to 

reflect as that we do reflect.  We simply find ourselves with critical distance from our 

desires and impulses, and hence we find that we need reasons for action in order to act at 

all.  We have such reasons when we encounter “reflective success”, viz., when we 

endorse one course of action over another.  Korsgaard frames the normative question as a 

question that agents pose to themselves, and nothing in her criteria for a successful 

answer to the normative question suggests that the agent might have to engage in some 

further form of reflection beyond whatever she finds satisfactory.  Despite Korsgaard’s 

late introduction (in response to Cohen) of the requirement that we carry reflection all the 

way to “the unconditioned”, her view lacks the resources to introduce this requirement.65 

65 Furthermore, if we take Korsgaard at her word and accept the obligation to reflect 
until we reach “the unconditioned”, it seems we will set for ourselves an impossible 
task, because Korsgaard’s view, by her own admission, does not provide a clear or 
final answer to the full-fledged normative skeptic.  At one point Korsgaard grants, 
“There is nothing the normative sceptic has to do” (p. 163, original emphasis), and at 
another point she writes, “So does the normative sceptic, after all, have to commit 
suicide?  There is no way to put the point that is not paradoxical: yes and no” (p. 164). 
As long as it is possible to question any and all normativity – i.e., as long as it is 
possible to entertain normative skepticism – then it is impossible to reach “the 
unconditioned”.  This is a problem, for in Korsgaard’s system, normativity is gounded 
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Hence, Korsgaard has not shown that the idealized Mafioso is obligated to give up his 

practical identity as a Mafioso.  Even if we grant that the Mafioso also identifies as a 

citizen of the kingdom of ends (in addition to identifying as a Mafioso), Korsgaard has 

not shown that he must resolve the conflict between these two identities in favor of the 

former.  Thus, even though our practical identities are deeply important to us, this does 

not suffice to answer the normative question.

Korsgaard’s response, of course, will be that nevertheless our identities as human 

beings and as citizens of the kingdom of ends are in some sense necessary for us. 

Perhaps the necessity of some of our identities would provide a reason to resolve disputes 

in their favor.  But what does it mean for an identity to be necessary?  Some of our 

identities are necessary for us in a very ordinary way: there is nothing we can do about 

being human beings, for example.  That is what we are whether we want to be or not.66 

But a practical identity, on Korsgaard’s view, is not just something that you are.  It is “a 

description under which you value yourself, a description under which you find your life 

to be worth living and your actions to be worth undertaking” (101).  That is, an agent’s 

valuing of an identity is essential for it to be a practical identity in Korsgaard’s sense.  So 

in reflective success.  If successful reflection requires reaching “the unconditioned”, 
and if this is impossible, then Korsgaard's view actually entails complete normative 
skepticism.  It is more charitable overall, then, to read Korsgaard as not committed to 
the view that successful reflection requires reaching “the unconditioned”.  However, as 
argued above, this entails that Korsgaard lacks an adequate answer to Cohen's 
counterexample of the idealized Mafioso (or to my own counterexample of the 
uncertain medical resident).  Korsgaard’s view does not entail that individuals like 
these are obligated to be moral.

66 Barring further technological and genetic advances.  What it is to be human, and 
whether we will choose to remain so, may well be questions that press forcefully in 
coming decades or centuries.
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what is the sense in which it is necessary that we have the practical identities of being 

human and of being citizens of the kingdom of ends?  It is not logical or metaphysical or 

physical necessity, for there are some logically and metaphysically and physically 

possible worlds in which some human beings fail to value themselves under the 

descriptions “human being” and “citizen of the kingdom of ends”.  (Indeed, the actual 

world seems to be just such a world.)  Rather, Korsgaard seems to have some kind of 

rational necessity in mind here.

Korsgaard’s argument for the necessity of our practical identity as human beings 

begins with the observation that, as human beings, we need to have reasons for action. 

Since on Korsgaard’s view we need to have practical identities in order to have reasons 

for action, it follows that, as human beings, we need to have practical identities.  From 

this Korsgaard infers that we have reason to have practical identities, and she points out 

that this reason does not flow from any of our contingently chosen practical identities. 

Since instead it flows directly from the fact that we are human, and since on Korsgaard’s 

view reasons for action can only be grounded in practical identities, Korsgaard concludes 

that our humanity itself is one of our practical identities (at least, it is if we have any 

contingently chosen practical identities at all – as anyone who conceives of herself as 

acting for reasons does).  Here are two of Korsgaard’s statements of what I take to be the 

key step in this argument (including one quoted earlier):

Unless you are committed to some conception of your practical identity, you will 
lose your grip on yourself as having any reason to do one thing rather than 
another. ... But this reason for conforming to your particular practical identities ... 
springs from your humanity itself, from your identity simply as a human being, a 
reflective animal who needs reasons to act and to live.  And so it is a reason you 
have only if you treat your humanity as a practical, normative, form of identity, 



156

that is, if you value yourself as a human being. (120-1)

It is because we are such animals [i.e., reflective and therefore in need of 
reasons for action] that our practical identities are normative for us, and, 
once you see this, you must take this more fundamental identity, being 
such an animal, to be normative as well. (123)

In both of these passages, two key premises are at work.  First, that we have (normative) 

reason to have and conform to some practical identity or other, and second, that reasons 

for action can only be grounded in practical identities.  Korsgaard appears to endorse the 

first premise on the grounds that we need reasons for action.  We need them in order to 

avoid paralysis, since our ability to reflect creates critical distance from our ordinary 

desires and impulses.  But does needing them entail that we have a reason to have them? 

Given the second key premise, this will be the case only if we have some practical 

identity such that we endorse avoiding paralysis.  Well, suppose we do; almost everyone 

probably has many such practical identities.  But are any of these necessarily the practical 

identity of “human being as such”?  If being a mother or a father or a philosopher or an 

artist or a soldier or a peace activist – almost any practical identity, really –  requires 

being non-paralyzed, why aren’t these practical identities by themselves sufficient to 

ground a reason to be non-paralyzed (and hence to have some practical identity or other)? 

And if (really, since) we have such practical identities, then we already do have reasons 

for action, and it is otiose (even if true) to think that having these practical identities gives 

us a reason to have some practical identity or other.  The important point for present 

purposes is that, pace Korsgaard, it need not be our humanity as such that grounds our 

reason to have some practical identity or other.
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There is another way to bring out this point.  Korsgaard grounds our reason to 

have practical identities in our need to have reasons for action.  This need stems from the 

fact that we are reflective beings, and so Korsgaard concludes that we must value 

ourselves as reflective beings.  But this is not how valuing and needing are related.  Our 

reflective nature actually threatens us with paralysis, and from this it certainly does not 

follow that we value being reflective.  Consider an athlete who values herself as a 

competitive lacrosse player.  It may be that she needs to lift weights regularly during the 

off-season in order to remain a competitive player, and this need stems in part from the 

human body’s tendency to cannibalize muscle that is underutilized.  It in no way follows 

that this athlete must value herself as an animal whose body has a tendency to cannibalize 

muscle that is underutilized.  However, if Korsgaard’s arguments in the two passages 

above were correct, then by parity of reasoning, this conclusion would follow.

A still further problem is that, even if the above arguments showed that we would 

be in some sense committed to valuing our humanity as such, it would not follow that we 

actually valued our humanity as such.  Once again, the same sort of problem that arose 

with Korsgaard’s reply to the Mafioso example would arise.  Korsgaard’s view requires 

that we actually have certain practical identities in order for us to be obligated by those 

identities.  So even if the previous objections miss their mark, and even if valuing 

ourselves under any practical identity at all commits us to valuing our humanity as such, 

we would not necessarily value in accordance with this commitment, and thus we would 

not necessarily have the reasons for action generated by the practical identity “human 

being as such”.  As noted above (cf. n. 66), Korsgaard is not entitled to the conclusion 
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that we have an obligation to carry reflection all the way to its end, and someone who, 

whether through laziness or error or for some other reason, failed to realize that he was 

committed to valuing his humanity as such would, ipso facto, not be obligated by his 

humanity as such.

One response to all of these lines of objection might be to say that there is some 

other sort of relevant relationship between our humanity as such and our more particular 

practical identities.  In particular, one might argue that being human in the relevant sense 

– roughly, being rational and reflective – is partly constitutive of being an artist or a 

philosopher or a soldier or a peace activist.  This line of thought does not seem to appear 

in Korsgaard’s own writing, but if it is correct, then it might be that someone who values 

himself as, say, an artist thereby values himself as a human being as such.  Even if this is 

correct, two difficulties remain.  First, it is not clear that valuing something necessarily 

involves valuing that which constitutes it.  I may value a great sculpture but not the 

individual molecules of bronze that together constitute it.  Second, the conclusion that 

Korsgaard is attempting to establish is that our humanity is a necessary practical identity 

for us, and it is not clear that it is necessary that we have particular practical identities of 

which our humanity in the relevant sense is constitutive.  It is hard to say whether being a 

reflective being, in the relevant sense, is necessarily constitutive of being, say, a soldier or 

a swimmer, or even, perhaps, of being a parent or a citizen.  I cannot here offer a final 

verdict on the success of the argument based on constitution.  However, on the basis of 

the preceding objections, I conclude that the argument based on consitituion is on shaky 

ground, and also that Korsgaard’s own argument for the necessity of valuing our own 
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humanity is flawed.  Moreover, there remains one vital step in Korsgaard’s argument.  It 

is not enough, on her view, that we value our own humanity as such.  We must also value 

the humanity of others.

As noted earlier, Korsgaard argues for this conclusion on the basis of the idea that 

reasons are fundamentally public.  If even one person has a reason to value the humanity 

of some particular individual, then everyone has a reason to value the humanity of that 

individual.  It follows from this that if all of us have reason to value our own humanity, 

then we all have reason to value the humanity of all.  The is a key step in Korsgaard’s 

overall argument, and it depends on her arguments for the publicity of reasons.

Recall that the first of the latter such arguments was based on a Wittgensteinian 

view of the publicity of language and an alleged parallel between language and reasons. 

On Korsgaard’s reading of Wittgenstein, “The private language argument does not show 

that I could not have my own personal language.  But it shows that I could not have a 

language which is in principle incommunicable to anybody else” (138).  In other words, 

language is inherently shareable.  Thus, reasons are inherently shareable, too.  What is it 

for a reason to be shareable?  It is perhaps easiest to get at this question by first asking 

what it would be for a reason to be shared.  On Korsgaard’s view, a reason is an 

endorsement – a mental action.  For a reason to be shared would thus be for more than 

one person to perform one and the same mental action.  This is prima facie implausible if 

“one and the same” here means “numerically identical”.  Of course, Korsgaard argues 

against the privacy of consciousness, and so perhaps she means to affirm that more than 

one person can perform a single, numerically identical mental action.  Alternatively, 
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perhaps she simply means to affirm this for qualitatively identical mental actions.  Either 

way, a shared reason would be a single endorsement made by multiple people. 

Presumably, then, a shareable reason would be a single endorsement that is capable of 

being made by multiple people.  This now brings us to the difficulty with the argument, 

for this mere capability claim is not enough to establish the conclusion that Korsgaard 

needs, viz., that the reasons we each have to value our own humanity are necessarily 

shared reasons.  Moreover, nothing in Korsgaard’s first argument for the publicity of 

reasons appears to establish this stronger conclusion.  Moreover, the quotation above, in 

which Korsgaard concedes that Wittgenstein’s argument does not establish the 

impossibility a personal language, suggests that Korsgaard would agree with this. 

Korsgaard’s appeal to the Wittgensteinian view of language is controversial in itself, but I 

take it that, even if it is correct, it does not establish the conclusion that Korsgaard needs. 

It might be thought that perhaps Korsgaard is arguing merely for the conclusion that it is 

possible for one person’s reasons to apply for another because she elsewhere argues that 

the conditions for actualizing this possibility apply.  For example, immediately following 

the passage quoted above, Korsgaard goes on to say, “When I make a language, I make 

its meanings normative for me.  As Wittgenstein puts it, I undertake to use words in 

certain ways.  And however I go about binding myself to those meanings, however I 

‘bring it about that I remember the connection right in the future’, it must be possible for 

me to bind another in exactly the same way” (pp. 138-9, emphasis original).  It might be 

thought, further, that we all just do go about binding other people in this way.  Indeed, 

Korsgaard affirms that we obligate others merely by doing things like calling out their 
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names.  Still, a problem with the argument remains, for an ability to bind others does not 

just follow from an ability to bind oneself, notwithstanding Korsgaard’s inference to this 

effect.  If this were to follow at all, it would presumably follow because our 

consciousness was in some way shared – which brings us to Korsgaard’s second 

argument for the publicity of reasons.

What does it mean for consciousness to be public?  It clearly cannot be that we 

share all of one another’s thoughts and sensations, for we obviously do not.  But 

Korsgaard insists that the difference between the access we have to our own minds and to 

those of others is merely “a matter of degree”:

What [philosophers] mean by privacy is that you don’t always know what 
someone else is thinking or feeling.  The way in which you have access to 
the contents of another person’s mind – through words and expressions 
and other such forms of evidence – doesn’t allow you to look around in it 
freely, and make sure that you know what’s there and what’s not.

But that’s not an issue about privacy.  If you accept the thesis that 
consciousness is reflective rather than internally luminous, then you must admit 
that you don’t have access to your own mind in that way.  So that doesn’t mark a 
difference between the kind of relationship you have to yourself and the kind that 
you have to others.  All that we’ve got here is a matter of degree.  You know 
some people better than others; if you’re honest and lucky, you know yourself 
pretty well. (144-5)

Korsgaard’s argument here rests on a rejection of a view of the mind as “internally 

luminous”, that is, completely transparent to its owner.  But even if we reject the 

complete transparency of the mental, Korsgaard’s conclusion does not follow.  Even in 

this case it does not follow that we do not, relative to others, have privileged access to our 

own mental states.  And surely we do.  To be sure, it is “through words and expressions 

and other such forms of evidence” that we have access to the minds of others.  If you are 

in pain, I might know this because I see you grimace, or because you tell me.  But it is 
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not as if I sit around wondering if I myself am in pain, waiting to hear myself utter a 

sentence or watch myself grimace.  (Indeed, if this were necessary, how would I know 

when I heard myself speak or saw myself grimace?  Some external evidence would 

presumably also be required for knowing when I heard or saw something, just as for 

knowing when I was in pain, and how would I have access to this evidence?)  Even if we 

grant that person A might in some ways know person B’s mind better than person B does, 

it does not follow that person B does not have privileged access to the contents of B’s 

mind.  And it is not that B shares this privileged access with others: this is an access that 

is B’s and B’s alone.  If anyone objects to this, any number of simple experiments, even 

parlor games, can show it to be the case.  (Just ask someone, “What number am I thinking 

of?”) Contra Korsgaard, the difference between my consciousness and yours is not 

simply one of degree.  You do not necessarily have access to my thoughts, my sensations, 

or my endorsements, and certainly my thoughts, sensations, and endorsements need not 

be your thoughts, sensations, and endorsements.  In whatever way consciousness may be 

public, it is not that everyone’s thoughts are the same.  A fortiori it is not that everyone’s 

endorsements are the same, and thus reasons, as Korsgaard conceives of them, are not 

necessarily shared.

There is, however, another way that Korsgaard argues for the publicity of 

consciousness.  This is to appeal to the ability we have to intrude on one another’s 

consciousness, just by talking to each other.  Korsgaard writes, “...I can always intrude 

myself into your consciousness.  All I have to do is talk to you in the words of a language 

you know...” (139).  If this is all that the publicity of consciousness amounts to, however, 
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it is hard to see why this would entail that reasons must be shared.  Perhaps we can force 

others to hear the considerations that we ourselves take to be reasons, but it does not 

follow that we can force others to take those same considerations as reasons.  Indeed, 

attempts to persuade others to do so often fail.  A soldier, for example, may never come to 

see the life of a citizen of an enemy nation as equal in worth to the life of a fellow citizen. 

In some cases it may be difficult enough to get the soldier to see the life of the citizen of 

an enemy nation as having any worth at all.  To be sure, most of us do, most of the time, 

see the humanity of others a reason-giving for us.  It is not just that we feel drawn, 

through an immediate sympathy, to be kind to others or to take their interests into 

account.  We think the humanity of others generates reasons for us, and in Korsgaardian 

terms, we endorse the value of their humanity.  But this is not a necessary occurrence, 

and Korsgaard has not shown that it is.

Korsgaard’s third argument for the publicity of reasons takes a weaker approach 

by contending that the reasons of others seem to have a prima facie status for us: “We do 

not seem to need a reason to take the reasons of others into account.  We seem to need a 

reason not to” (140-1).  However, this may depend on what those reasons are.  That the 

Bible or the Koran contains a particular injunction grounds a reason for action in the 

minds of many, but few secular academic philosophers will feel even a prima facie pull to 

endorse such a reason.  That John desires chocolate ice cream may ground a reason for 

him to do something about it but probably does not ground even a prima facie reason for 

most people to do anything at all (not even, for most people in most circumstances, to 

promote John’s getting some chocolate ice cream).  Furthermore, once again, this 
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argument fails to establish that reasons are fundamentally public.  Even if many of us do, 

on many occasions, find ourselves agreeing with the endorsements of others, it does not 

follow that we always do, nor that everyone does.  Indeed, the normative question would 

never arise in any sharp form if this were the case.  That a person’s reasons often have 

prima facie force for others does not support a form of publicity of reasons that is strong 

enough to support Korsgaard’s overall argument.

Korsgaard’s fourth argument for the publicity of reasons begins with the 

observation that we actually do take our own humanity to be a reason for others.  She 

writes, “[Suppose that] you are tormenting me, and suppose that I call upon you to stop.... 

I invite you to consider how you would like it if someone did that to you.... You would 

think that the other has a reason to stop, more, that he has an obligation to stop.” (142-3). 

This is a powerful observation.  When we find ourselves mistreated in some way, we do 

not generally find that we merely dislike what is happening to us; we find that there is 

reason for it to stop.  The question, however, is whether this translates into there actually 

being a reason, on Korsgaard’s view, for the other person to stop.  This is only true if the 

other person makes the appropriate sort of endorsement, and this may not be the case. 

Korsgaard will argue, in the face of this observation, that the other person is 

committed making such an endorsment, because if she were the one being tormented, she 

would think that her own humanity provided a reason for her own tormentor to stop, and 

in so far as there is nothing special about her humanity, she is thus rationally committed 

to thinking that, in general, the humanity of someone provides others with a reason for 

action.  However, the same problem arises here that arose earlier with respect to the 
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idealized Mafioso.  Even if we grant that taking our own humanity to provide reasons to 

other people commits us to taking the humanity of others as providing reasons for 

ourselves, it does not follow that we will actually do so; and this is what is required on 

Korsgaard’s view.  Korsgaard acknowledges that this branch of her argument makes an 

appeal to the rational requirement to be consistent, but she goes on to argue that this 

appeal to consistency “is not what makes you take my reasons into account, or bridges 

the gap between your reasons and mine, for there is no gap to bridge” (143).  If there is 

no gap to bridge, however, this argument does not establish that fact but rather depends 

on it.  Thus I turn to Korsgaard’s fifth and final argument for the publicity of reasons.

In this argument, Korsgaard argues that we simply can’t resist taking the reasons 

that other people have as reasons of our own.  Appealing again to a parallel with 

language, she writes, “You can no more take the reasons of another to be mere pressure 

than you can take the language of another to be mere noise” (143).  In an elaboration of 

this argument, she writes:

If I say to you, ‘Picture a yellow spot!’ you will.  What exactly is happening? 
Are you simply cooperating with me?  No, because at least without a certain 
active resistance, you will not be able to help it.  Is it a causal connection then? 
No, or at least not merely that, for if you picture a pink spot you will be mistaken, 
wrong.  Causal connections cannot be wrong.  What kind of necessity is this, 
both normative and compulsive?  It is obligation. (139)

The claim that it is impossible to take the reasons of another to be mere pressure seems to 

be a mere assertion.  In reply, I assert that it is so possible, and indeed, that some people 

do not even feel the pressure.  Consider, once again, the war crimes example from 

chapter one.  Did the man who beheaded the infant take the humanity of the infant or the 

mother as a reason for action?  It seems impossible to think so.  Moreover, once again, 
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the fact that the normative questions arises in various contexts shows that it is possible to 

ignore or discount the reasons of others.  If it were not, we wouldn’t need to ask the 

question.  Finally, let us consider the “yellow spot” argument given above.  Even if we 

grant that, without active resistance, we cannot help but picturing a yellow spot, this by 

itself only seems to establish a causal connection.  Korsgaard’s grounds for concluding 

that there is more than a causal connection here is that it is possible to be wrong.  But 

wrong in what sense?  Actions that violate the norms of etiquette are in some sense 

wrong, but there is not necessarily any authority backing these norms.67  Any violation of 

a norm is “wrong” in the sense that it violates that norm, but obligation arises only when 

there are reasons to follow the norm in question.  In the yellow spot case, there may be 

some reason to comply – presumably this will depend on the context in which the 

command is issued, and by whom and to whom – but this does not establish that reasons 

are fundamentally public.  Without a relevant endorsement by the person to whom the 

command is issued, that person will not have a reason to comply, by Korsgaard’s own 

lights.  And nothing in the yellow spot example shows that the recipient of the command 

will make the relevant endorsement.

In conclusion, then, it does not seem that Korsgaard has succeeded in establishing 

the publicity of reasons for action, and without this, her arguments do not establish the 

necessity of taking the humanity of other people to be reason-giving.  This, combined 

with the questionable status of the conclusion that we necessarily have reason to take 

even our own humanity to be reason-giving, leaves Korsgaard’s view mired in a deep 

67 I do not mean to imply that there is never any reason to comply with the norms of 
etiquette.  Indeed, often there is, but in some cases there isn’t (cf. Foot 1972).
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form of subjectivism.  If we grant Korsgaard’s conception of practical reason, then 

reasons stem from the practical identities we adopt, and these could be almost anything. 

Thus, Korsgaard’s version of constructivism fails to preserve the objectivity of morality. 

Can some other version perhaps do the trick?

4.2 A Contemporary “Ideal Observer” Approach: The Arguments of Michael Smith

4.2.1 Smith’s Arguments

Like Korsgaard, Michael Smith (1994) begins by posing a difficult question that 

relates to much of what it is that captures our interest in metaethics.  Unlike Korsgaard, 

Smith does not worry too much about the normative force of morality, for he argues that 

part of our very concept of morality is that it has normative force.  Specifically, he 

concludes that moral judgments are “judgments about what the categorical requirements 

of rationality or reason demand of us” (1994, 91).68  In contrast, the main question that 

Smith poses centers on three commonly held but apparently mutually inconsistent 

positions in metaethics.  The first of these is cognitivism, which is, again, the view that 

moral judgments express beliefs and thus purport to be fact-stating.  The second is a type 

of “motivational internalism”, the view that agents are, ceteris paribus, motivated to act 

in accordance with their moral judgments.  And the third is the “Humean theory” of 

motivation, which is roughly the view that: (a) a motive consists of a desire paired with a 

relevant means/end belief; (b) accordingly, beliefs by themselves do not motivate; and (c) 

beliefs and desires are distinct mental states.  Smith takes these three views – 

cognitivism, motivational internalism, and the Humean theory of motivation – to be 

68 Unless otherwise noted, further references in this chapter to Smith are to Smith (1994).
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individually plausible, and for him the central problem in metaethics is finding a way to 

render these three views consistent.  He explains the apparent inconsistency among them 

as follows:

From [cognitivism], the state expressed by a moral judgment is a belief, 
which, from [internalism], is necessarily connected in some way with 
motivation; that is, from [the Humean theory of motivation], with having a 
desire.  So [these three views] together entail that there is some sort of 
necessary connection between distinct existences: moral belief and desire. 
But [the Humean theory of motivation] tells us that there is no such 
connection. (12)

Smith calls this apparent inconsistency “the moral problem”.  It is a problem 

because each of the three views that give rise to it can seem enormously plausible.  In 

fact, Smith considers objections to each of them at length (chaps. 2–4) and concludes that 

we should retain a commitment to each of them.  He contends that philosophers who 

develop theories premised on the rejection of any of these “are bound to end up denying 

something that seems more certain the the theories they themselves go on to offer” (13). 

Smith solves the moral problem by developing particular accounts of rationality and 

normative reasons, which he in turn develops in light of a related problem in action 

theory.  The related problem stems from a potential conflict between two different 

perspectives we use for explaining and rationalizing actions.  Smith calls the first of these 

the “intentional” perspective, and he calls the second one the “deliberative” perspective.

From the intentional perspective, actions are explained in accordance with the 

Humean theory of action: by appealing to an appropriate belief and desire pair.  For 

example, if Susan desires to drink some Scotch whiskey, and believes that by drinking the 

substance contained in some particular bottle she will thereby drink some Scotch 
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whiskey, this suffices to explain her drinking the substance contained in that particular 

bottle.  More generally, if an agent desires to perform some action (or achieve some end) 

φ, and believes that she can perform (or achieve) φ by ψ’ing, this suffices to explain, 

from the intentional perspective, her ψ’ing (cf. Davidson 1963).  In contrast, from the 

deliberative perspective actions are explained by appealing to an agent’s normative 

reasons for action as they appear to that agent.  For example, if Bonnie thinks it advisable 

to practice law and to do so ethically, and if she also thinks that accepting a job with Firm 

A will best enable her to accomplish this, this suffices to explain her accepting a job with 

Firm A.  More generally, if an agent thinks it advisable to perform some action (or 

achieve some end) φ, and believes that she can perform (or achieve, or best achieve) φ by 

ψ’ing, this suffices to explain, from the deliberative perspective, her ψ’ing.

According to Smith, it is possible to genuinely explain action from both of these 

perspectives.  With respect to the intentional perspective, this is fairly uncontroversial – 

indeed, the intentional perspective might even be considered the “received” perspective, 

at least within certain philosophical circles, for explaining human action.  The legitimacy 

of the deliberative perspective is a matter of greater controversy, given the popularity of 

the Humean theory of action.  Since explanations from the deliberative perspective 

appeal to an agent’s beliefs about what is advisable rather than to desires, and since on 

the Humean theory beliefs alone cannot motivate, it can seem puzzling how the 

deliberative perspective could provide a basis for explaining action.  However, Smith 

argues that it would be “patently absurd” to eschew explanations from the deliberative 

perspective because doing so would be “tantamount to supposing that the connection 
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between what we decide to do, on the basis of rational deliberation, and what we do do, is 

altogether contingent and fortuitous” (132).  At the same time, if we grant that both 

perspectives provide for genuine explanations, a difficulty arises, for the two perspectives 

can come apart and even conflict.  What happens if an agent desires one thing but thinks 

it advisable to do another?  In Smith’s terminology, this is to ask what happens when 

there is a conflict between an agent’s values and desires.  Whatever the agent does in such 

a case, it seems that one perspective will be unable to ground an adequate explanation of 

the agent’s action.  To address this difficulty, Smith develops his account of normative 

reasons and (what is much the same for him) of value.

Given the explanatory connection between valuing and action that is found in the 

deliberative perspective, and given the explanatory connection between desiring and 

action that is found in the intentional perspective, one solution might be to identify 

valuing with desiring in some way.  Smith considers views along these lines presented by 

Davidson (1980), Gauthier (1986), and Lewis (1989), but in Smith’s view each of these 

faces a decisive objection.  Two important considerations are that agents sometimes seem 

to value things they do not desire and, conversely, sometimes seem to desire things they 

do not value.  (Indeed, this is precisely why explanations from the intentional and 

deliberative perspectives can come apart in the first place) In making this point, Smith 

appeals to hypothetical cases from Gary Watson (1982) – for example, a mother who has 

a sudden urge to drown her infant in its bathwater, and a defeated tennis player who has a 

sudden desire to smash his opponent in the face with his racquet – as well as to cases 

from Michael Stocker (1979) – for example, depressed individuals and those seriously 
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affected by illness and “spiritual tiredness”.  In the former cases, agents seem to have a 

desire to do something they do not “really want” to do – i.e., that they do not value doing. 

Conversely, in the latter cases, agents seem to have no desire to do certain things that they 

genuinely value doing.  These cases, as well as additional considerations specifically 

relevant to each of the views propounded by Davidson, Gauthier, and Lewis, lead Smith 

to reject the idea that valuing should be identified in some way with desiring.  These 

cases also lead Smith to his own solution to the problem posed by the divergent 

explanatory perspectives.

Smith contends that the agents in the cases described by Watson and Stocker are 

suffering from various forms of practical irrationality.  Thus, it is the possibility of 

irrationality that allows explanations from the deliberative and the intentional 

perspectives to come apart.  As long as agents are rational, this will not happen.  “This 

suggests,” Smith writes, “that normative reasons are subject to the following constraint:

C1 If an agent accepts that she has a normative reason to φ then she 
rationally should desire to φ. (143)

The fact that we are rational ordinarily – that is, free of irrational urges, depressions, and 

the like – explains the fact that explanations from the intentional and deliberative 

perspectives do not usually come apart.  That is, it explains why the connection between 

the conclusions of our deliberations and the actions we actually perform is not entirely 

contingent and fortuitous.

The account thus far solves the puzzle posed by the potentially divergent 

explanatory perspectives, and it denies that valuing is a matter of desiring.  But if valuing 

is not a matter of desiring, what is it a matter of?  Smith thinks the only reasonable 
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alternative is that valuing is a matter of believing.  He thus replaces the occurrence of the 

generic “accepts” in C1 with the more specific “believes” and generates the following 

principle:

C2 If an agent believes that she has a normative reason to φ then she 
rationally should desire to φ. (148)

Smith contends that C2 expresses a “platitude” concerning what it is to be practically 

rational.  But what, exactly, is it that an agent believes when she believes that she has a 

normative reason to φ?  Smith suggests that C2 is related to our ideas about advice-

giving, and he notes that the best person to give someone advice is someone who knows 

that person well.  In fact, we ourselves would be the best people to give ourselves advice, 

if only we weren’t subject to practical irrationality.  According to Smith:

Suitably idealized, we are in fact the best people to give ourselves 
advice. ... The platitude [C2] tells us that what it is desirable for us to do is 
what we would desire that we do if we were fully rational.  In other 
words ... it tells us that what it is desirable for us to do in certain 
circumstances ... is what we, not as we actually are, but as we would be in 
a possible world in which we are fully rational ... would want ourselves to 
do in those circumstances. (151)

On Smith’s analysis, “facts about what it is desirable for us to do are constituted by the 

facts about what we would advise ourselves to do if we were perfectly placed to give 

ourselves advice,” – i.e., if we were fully rational (152, emphasis mine).  Smith uses 

“desirable” and “valuable” interchangeably, so this view entails that facts about value are 

constituted by facts about what we would desire if we were fully rational.  Accordingly, 

what it is for an agent to judge something valuable is for the agent to believe that, if she 

were fully rational, she would desire that thing.  Similarly, what it is for an agent to have 
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a normative reason to φ in certain circumstances C is for it to be the case that that agent 

would, if fully rational, desire that she φ in C.  Accordingly, what it is for an agent to 

judge that she has a normative reason to φ in certain circumstances C is for that agent to 

believe that she would, if fully rational, desire that she φ in C.

We now have (a sketch of) Smith’s account of normative reasons, and this is just 

shy of (a sketch of) his complete solution to the moral problem.  For the latter, Smith’s 

account of normative reasons need only be supplemented by his account of moral 

rightness.  Given Smith’s view that, as a conceptual matter, claims about rightness claim 

to have the force of categorical claims of reason, there is only a slight difference between 

these two accounts.  On Smith’s view, all facts about rightness are facts about normative 

reasons, but not all facts about normative reasons are facts about rightness,.  The reason 

for this is that there are many cases in which we would say that an agent has a reason for 

action but in which questions of morality do not seem to arise.  To take Smith’s example, 

suppose that someone has reason to drink beer after work as a means of relaxing.  Even if 

this is so, we would probably not say that this person was being immoral if he failed to 

drink after work, or if he drank wine instead of beer.  In other words, only some of our 

normative reasons relate to issues that we think of as moral.  In Smith’s words, what his 

general analysis of normative reasons “leaves out of account – and rightly so, of course – 

is the distinctive substance or content of reasons that makes them into moral reasons as 

opposed to non-moral reasons” (183).  On the basis of various platitudes, such as that 

“right acts are in some way expressive of equal concern and respect”, Smith concludes 

that morality has a distinctive subject or content area.  Although he does not attempt to 
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demarcate the moral from the non-moral, he supplements his general account of 

normative reasons with a reference to this specifically moral content in order to establish 

his account of rightness.  He suggests that “our φ-ing in circumstances C is right if and 

only if we would desire that we φ in C, if we were fully rational, where φ-ing in C is an 

act of the appropriate substantive kind: that is, an act of the kind picked out in the 

platitudes about substance” (184).

With this account of rightness, Smith is able to provide an answer to the moral 

problem.  Recall that the moral problem arises from the apparent inconsistency among 

cognitivism, motivational internalism, and the Humean theory of motivation.  Smith’s 

account of rightness explains how cognitivism can be true, for moral judgments just turn 

out to be, on his account, beliefs about what we would desire that we do if we were fully 

rational, where the actions in question relate to the specific subject matter of morality. 

Motivational internalism turns out to be true because on Smith’s account as long as we 

are rational we desire to act morally, and there is the obvious connection between desire 

and motivation.  The Humean theory of motivation also can turn out to be true, because 

on Smith’s account the motivating effect of moral judgments derives not solely from the 

judgments themselves, which are beliefs, but from those beliefs in combination with the 

desires that agents who are rational have in relation to their moral judgments.  Thus, on 

Smith’s view, the three plausible doctrines that originally appeared to be mutually 

inconsistent all turn out to be true after all.

2.1 Critiquing Smith

The preceding sketch of Smith’s argument leaves out one important element: his 
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account of what it is to be rational.  This account is crucial to Smith’s overall argument, 

but it seems to me problematic.  In this section, after examining a potential technical 

problem with Smith’s position, I turn to an examination of his account of rationality.

The technical difficulty arises from how the moral problem itself is framed.  Here, 

in Smith’s own words, are the three positions that are to be rendered consistent:

1. Moral judgments of the form ‘It is right that I φ’ express a subject’s 
beliefs about an objective matter of fact, a fact about what it is right for her to do.
2. If someone judges that it is right that she φ s then, ceteris paribus, she is 
motivated to φ.
3. An agent is motivated to act in a certain way just in case she has an 
appropriate desire and a means-end belief, where belief and desire are, in Hume’s 
terms, distinct existences. (12)

The proposition I wish to focus on for present purposes is the second one.  Note that (2) 

makes no modal claims but simply asserts a ceteris paribus relationship.  However, a few 

sentences later, Smith interprets (2) as making a modal claim.  Here again is Smith’s 

explanation of why the above three propositions are apparently inconsistent:

From (1), the state expressed by a moral judgment is a belief, which, from 
(2), is necessarily connected in some way with motivation; that is, from 
(3), with having a desire. So (1), (2), and (3) together entail that there is 
some sort of necessary connection between distinct existences: moral 
belief and desire.  But (3) tells us that there is no such connection. (12)

In this passage, Smith reads (2) as asserting a necessary connection between moral 

judgments and motivation.  This stronger interpretation of (2) is needed in order for (1) 

and (2) together to entail the negation of (3) and hence is needed in order to generate the 

moral problem.  However, Smith seems to have made a mistake here, because his own 

solution to the problem requires a weaker interpretation of (2).  Now, if we start with the 

strong version of motivational internalism, the moral problem still arises, and Smith’s 
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solution to it is still a solution: it is just that, on a strong interpretation of (2), Smith’s 

solution involves not retaining (2) but weakening it.  Alternatively, if we start with a 

weak version of motivational internalism, the moral problem as such does not arise, but a 

puzzle still does – a puzzle as to why there is a ‘ceteris paribus’ clause in (2), and Smith’s 

solution offers an explanation of why this is the case as well as why and how motivation 

and moral judgment covary to the extent that they do.  Either way, Smith’s reply is 

interesting and important.  It is worth pointing out, however, that Smith’s solution to the 

moral problem turns out to be not so different from that of some motivational 

externalists.  Smith posits that agents, insofar as they are rational, will have a variety of 

desires that explain why they act in accordance with the moral judgments that they make. 

Some externalists simply posit a general desire to act morally (ceteris paribus) in order to 

explain why agents often, but not always, are motivated to act in accordance with their 

moral judgments.  Smith’s solution and this externalist solution both involve positing 

desires that are ultimately distinct from an agent’s moral judgments.  Given the similarity 

between these two solutions, it is not clear whether Smith ultimately should be classified 

as an internalist or an externalist.  More importantly, it is hard to see how Smith could 

rely on internalism as a reason for favoring his own view over that of externalists of this 

stripe.  In fact, positing a single general desire to act morally might be a simpler and more 

elegant solution to the moral problem than Smith’s own fairly complicated view.  Thus, 

there may be reason to question whether the machinery of Smith’s view is, by his own 

lights, sufficiently motivated.

Setting this technical issue to one side, the biggest question that arises for Smith’s 
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view is, “What is it to be rational?”  Smith does not evade this question.  In his view, 

rationality is a “summary notion” that captures a “whole host of more specific platitudes 

about practical rationality” (156).  Naturally enough, Smith does not attempt to fully spell 

out all of these platitudes, but he appeals to Bernard Williams (1981) in citing three 

important ones.  In order for an agent to be fully rational, she must: (1) have no false 

beliefs; (2) have all relevant true beliefs; and (3) “deliberate correctly”.  Unsurprisingly, 

this last criterion itself receives further explication.  Following Williams, Smith takes (3) 

to encompass such things as deliberating correctly about means and ends and determining 

the most economical or pleasant way of satisfying a desire.  Contra Williams, Smith 

seems to reject any significant role for imagination in the process of “correct 

deliberation”.  Most importantly, however, Smith argues that correct deliberation involves 

searching for a “systematically justified” set of desires.  In explaining the notion of 

systematic justifcation, Smith writes:

I mean just that we can try to decide whether or not some particular 
underived desire that we have or might have is a desire to do something 
that is itself non-derivatively desirable.  And we do this in a certain 
characteristic way: namely, by trying to integrate the object of that desire 
into a more coherent and unified desiderative profile and evaluative 
outlook. (159)

There appears to be a confusion in the first sentence in the quotation above.  On Smith’s 

view of value, something is non-derivatively desirable just in case it would be desired by 

a fully rational agent.  A fully rational agent, we are told, is one that seeks systematic 

justification of her desires.  So when we are further told that seeking this justification 

involves trying to decide whether individual desires are non-derivatively desirable, we 

seem to have gone in a tight circle.  On pain of rendering his account of value 
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unilluminating, Smith must avoid references to value in giving his account of what it is to 

be rational.  However, there is nothing obviously wrong, given Smith’s view, with 

understanding the search for systematic justification as the search for a “more coherent 

and unified desiderative profile”.  I take it, then, that this is ultimately what the search for 

systematic justification amounts to on Smith’s view.

Two questions arise: (1) What is it for one set of desires to be more coherent and 

unifed than another? and (2) Just how much coherence and unity will the fully rational 

agent’s desires display?  Smith’s answers to these questions are not entirely clear.  With 

respect to the criterion of unity, we are told that that both the addition and subtraction of 

desires from an agent’s set of desires can render that set more unified.  For example, “We 

can ask ourselves whether we wouldn’t get a more systematically justifiable set of desires 

by adding to [a] whole host of specific and general desires another general desire, or a 

more general desire still, a desire that, in turn, justifies and explains the more specific 

desires that we have” (159).  Here, Smith draws a parallel with Rawls’ (1951) method of 

reflective equilibrium: 

The idea is straightforwardly analogous to what Rawls has to say about the 
conditions under which we might come to think that we should acquire a 
new belief in a general principle given our stock of rather specific 
evaluative beliefs.  For we might find that our specific value judgements 
would be more satisfyingly justified and explained by seeing them as all 
falling under a more general principle.  The imaginary set of beliefs we get 
by adding the belief in the more general principle may exhibit more in the 
way of unity than our current stock of beliefs, just as our imaginary set of 
desires may exhibit more in the way of unity than our current set of desires 
(159-60)

Conversely, a quest for unity can lead an agent to lose one of her desires if there seems to 

be no way of “integrating” that desire into her set of desires as a whole (160).  Smith’s 
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general idea seems to be that an ideally rational agent will seek a set of desires that 

contains a minimum number of underived desires.  Ideally we will have a small number 

of these desires – fairly general ones – that in turn underwrite our more specific desires. 

For example, a general desire to be healthy might underwrite and thus “justify” a more 

specific desire for, say, practicing yoga.  Desires that cannot be fit into some overall 

hierarchical scheme should be jettisoned, it seems.

But why should this be the case?  Smith relies here on a parallel with the 

rationality of belief, but I see no reason to think that there is a genuine parallel.  Why 

should a set of desires unified in this way be more rational than a set of brute, underived 

desires?  At this point the claim is not that a set of desires is more rational insofar as it is 

more coherent, but rather that it is more rational insofar as it is more hierarchically 

organized and contains fewer underived desires.  Suppose, for example, that Jill desires 

career success simply for its own sake, while Jesse desires career success only 

instrumentally, say because it will bring him a higher income.  Suppose further that Jill 

and Jesse otherwise have identical desires.  Is Jesse more rational than Jill for having his 

desire for career success underwritten in this way?  This seems far from obvious. 

Turning next to the point about coherence of desires – which, I take it, entails having 

desires that do not conflict with one another – the rationality even of this might be 

challenged.  For example, a desire to minimize how much one spends while on vacation 

will almost certainly conflict with a desire to have as enjoyable a vacation as possible, but 

it is not obviously rational to give up one of these desires in order to gain an overall more 

coherent set of desires.  Instead, keeping both desires and compromising the degree to 
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which both are met would seem to be the most rational thing to do.  Thus, I am not sure 

that Smith’s process of systematic justification is justificatory or rational at all.  However, 

supposing that it is, two further issues arise.  One relates to the extent to which, 

qua constructivist view, Smith’s view succeeds, and the other relates to the way in which 

Smith seeks to evade a commitment to moral relativism.  It is helpful to begin with the 

latter.

Bernard Williams – whose accounts of normative reasons and of ideal rationality 

bear many similarities to Smith’s – openly adopts a relativist conception of normative 

reasons.  Smith interprets Williams’ view as follows: “Even if it is rational for each of us 

to change our actual desires by trying to come up with a set of desires that can be 

systematically justified ... such changes will always fall short of making us have the same 

desires as our fellows; they will always reflect the antecedent fact that we have the actual 

desires that we have” (165).  In other words, ideally rational versions of each us will 

desire different and perhaps conflicting things, so we will all have reason to do different 

and perhaps conflicting things.  Now there is some sense in which this is obviously true – 

for example, Sahera may have reason to become a writer because she is a skilled writer 

and thinks she would enjoy being one professionally, while Jesse may have reason to 

become a dancer because he is a skilled dancer and thinks he would enjoy being one 

professionally.  So Sahera has one reason – a reason to become a writer – and Jesse has 

another reason – a reason to become a dancer.  But there is also an obvious sense in 

which Sahera and Jesse have the same reason: the reason to pursue a career one is skilled 

at and which one thinks one would enjoy.  Smith, citing David Lewis (1989), thus 



181

distinguishes between de dicto and de se reasons.  In the preceding example, the de dicto 

reason is the reason to pursue what one is skilled at and enjoys, while the de se reasons 

are to pursue writing and dance, respectively.  Smith grants the obvious relativity of de se 

reasons but argues that there will be a convergence of de dicto reasons among fully 

rational agents.  He writes, “On [the non-relative conception of reasons], everyone can 

reason themselves to the same desires if they engage in a process of systematic 

justification of their desires.  Which desires I would end up with, after engaging in such a 

process, thus in no way depends on what my actual desires are to begin with” (173).  On 

this view any fully rational agent would presumably desire many of the same things, 

appropriately described.

Smith argues for this in two ways: first, by arguing that our conception of 

normative reasons is a non-relative one, and second, by arguing that we have good reason 

at least to suspect that our desires would converge in this way under conditions of full 

rationality.  I wholeheartedly agree that our conception of normative reasons is a non-

relative one – indeed, my phenomenological arguments from earlier chapters are intended 

in part to support essentially this conclusion – and I will not here rehearse Smith’s own 

arguments against the relativistic conception of reasons.  However, even if our conception 

of reasons is non-relative, all this amounts to, on Smith’s view (as he himself notes), is an 

optimistic presupposition that, under conditions of full rationality, our desires would 

converge.  Smith concedes that we can have no guarantee of such convergence, but he 

offers what he takes to be a reason for optimism on this score:

The empirical fact that moral argument tends to elicit the agreement of our 
fellows gives us reason to believe that there will be a convergence in our desires 
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under conditions of full rationality.  For the best explanation of that tendency is 
our convergence upon a set of extremely unobvious a priori moral truths.  And 
the truth of these unobvious a priori moral truths requires, in turn, a convergence 
in the desires that fully rational creatures would have. (187)

Smith recognizes that this line of reasoning is likely to generate resistance, primarily 

because there appears to be much entrenched moral disagreement.  He provides some 

standard replies in response to this observation, and I do not take issue with his replies. 

However, Smith’s initial argument itself is too quick.  It looks forward to the day of full 

moral agreement – or at least, based on optimistic induction, it relies on the premise that 

such agreement would exist under conditions of full rationality.  Then, given Smith’s own 

account of morality and normative reasons, the argument concludes that this agreement 

entails convergence among the desires of all fully rational agents.  This shows that 

Smith’s account is not obviously inconsistent with the objectivity of ethics, but it does not 

provide us with much reason to think that his account is actually objectivist rather than 

relativist.  This is because it seems possible – even plausible – that a process of 

systematic justification would not produce the appropriate convergence of desires among 

fully rational agents.  If it would not, and if there nevertheless would be convergence of 

moral opinion among fully rational agents, this would simply show that Smith’s account 

of morality was wrong – i.e., that morality is not a matter of what we would desire under 

conditions of full rationality.  Alternatively, if there would not be convergence of moral 

opinion among fully rational agents, then Smith has given no reason to think that his own 

account would turn out to be objectivist.  The problem is that Smith argues for moral 

objectivity not by showing that it follows from his view but rather on independent 

grounds.  Then he argues that his own account is not relativist because morality is 
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objective and because his own account is the correct account of morality.  But the 

independently established objectivity of morality can just as easily be used as a lever to 

challenge the correctness of Smith’s view in the first place.  Although it would be too 

strong to claim that Smith begs the question here, his argument nevertheless stops short 

of what we might have hoped for, viz., some independent reason to think that the desires 

of fully rational agents would converge in the appropriate way.  This is a serious problem 

insofar as it remains possible that an independent argument can be produced that the 

desires of fully rational agents would not converge as required.  I will not attempt to 

mount such an argument here, but further investigation of this issue would seem 

warranted.

Moving to the question of the degree to which Smith’s view is ultimately 

constructivist, first some further examination of Smith’s conception of rationality is 

required.  In order to avoid relativism, Smith needs it to be the case that our desires 

would converge appropriately under conditions of full rationality.  Recall that this 

convergence is supposed to be the result of the fully rational agent’s pursuing a 

“systematically justifiable” set of desires, viz., seeking a “more” coherent and unified set 

of desires.  However, if full rationality merely requires seeking a systematically 

justifiable set of desires, then the desires of the fully rational agent will not necessarily be 

determinate – and if these are indeterminate then relativism looms again.  Presumably, 

Smith intends that the fully rational agent not only seeks but succeeds in attaining, i.e., 

actually has, a systematically justifiable set of desires.  Moreover, since it is obviously 

possible for there to be more than one coherent and unified set of desires, Smith must 
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further mean to imply that a fully rational agent has a maximally coherent and unified set 

of desires and that there is exactly one maximally coherent and unified set of desires. 

This seems the best explanation of why Smith thinks that all fully rational agents will 

have the same set of desires.

We are finally ready to examine the “constructivist credentials” of Smith’s view. 

It is important to note Smith himself does not label his view as “constructivist”.  He is 

interested in solving the moral problem and in fending off moral nihilism, not in 

promoting constructivism., and the observations that follow are in no way criticisms of 

Smith.  However, in the metaethical taxonomy I have adopted, Smith’s view provides an 

example of an important type of constructivism: ideal observer theory.  As I’m about to 

argue, the view is also a further example of how constructivism ultimately fails to 

preserve both the objectivity and normative authority of morality.

We have just seen what is required for Smith’s view to retain moral objectivity – 

viz., that the desires of all fully rational agents converge on a single, maximally coherent 

and unified set of desires.  If this is the case, however, the constructivist element of the 

view becomes otiose.69  Rather than saying that what we ought to do is what an ideally 

rational version of ourselves would desire that we do, or what any ideally rational agent 

would desire that we do, we can simply say that we ought to do what it is rational to do, 

full stop.  Whatever the content of the single set of desires that ideally rational agents will 

have, that content by itself is enough to tell us what we have reason to do and what we 

morally ought to do.  It is important that this set of desires is not ultimately grounded in 

69 Recall that, in this chapter, I am using “constructivist” such that it conflicts with 
“realist”.
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the stances of the ideally rational agent.  Rather, we know what the stances of the ideally 

rational agent are because we have appealed to the platitudes that tell us what it is to be 

rational in the first place.  In other words, the platitudes about rationality are ultimately 

what morality is constructed from, on Smith’s view.  To tell someone what they ought to 

do, all we need say is: (1) “Be rational,” and (2) “Here’s what it is to be rational: [insert 

platitudes here].”  There is nothing stance-dependent in either of those injunctions, for the 

platitudes of rationality themselves are – at least from all appearances – stance-

independent.  To be sure, we know what the platitudes are on the basis of our ideas about 

what it is to be rational, but this is not to say that our ideas about what it is to be rational 

constitute what it is to be rational.  We could be wrong about some of the platitudes, and 

we might well revise our views over time.  Presumably, if every human being suddenly 

thought, for some strange reason, that the most rational thing to do was to maximally 

frustrate one’s desires, this would not suddenly make that the rational thing to do.70 

Thus, on Smith’s view, rationality, and a fortiori morality, are not constructed in a 

stance-dependent way.  The alternative would be to suppose it not to be the case that the 

desires of fully rational agents would converge on a single set, but then the objectivity of 

morality would be lost.  Thus, it seems that Smith’s view succeeds in preserving both the 

normative authority and the objectivity of morality only insofar as we conceive of his 

70 If it did, then we would be right to challenge the normative authority of rationality 
(and hence, on Smith’s view, of morality).  This is because in such a case what it is to 
be rational suddenly appears to be arbitrary  – merely a consequence of how a 
particular concept that we have, which we happen to call “rationality”, has developed 
– and arbitrariness undermines normative authority.  (Smith agrees on this point: 
172-3).  To put the point another way, if everyone’s thinking that the rational thing to 
do was to frustrate one’s desires made that the rational thing to do, then we would do 
well to ask, “Why be rational in the first place?”
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view as ultimately a realist view, i.e., one that rests on a non-constructed, independent set 

of truths about what it is to be rational.  At a minimum, we can say that it is hard to see 

what philosophical advantage Smith’s view might have over realism.  Smith’s view 

expands practical rationality beyond the realm of mere means/end reasoning, and it rests 

heavily on the stance-independent platitudes that characterize what it is to be rational. 

Insofar as rationality carries normative authority, these platitudes express fundamental 

normative facts, and it is hard to see how a view that ultimately relies on fundamental, 

stance-independent normative facts is preferable to non-naturalist realism.  Smith’s 

constructivism seems either to be a form of realism at rock bottom, or to fail to differ 

from realism in any philosophically advantageous way.

There is another way of bringing out that Smith’s view ultimately relies on realist 

commitments, for his view depends crucially on the correctness of “ought” claims that 

are not derived from what an ideally rational agent would desire that we do.  Consider 

again C2:

C2 If an agent believes that she has a normative reason to φ then she 
rationally should desire to φ.

Whence this “should” claim?71  Smith introduces it as a refinement of C1, which in turn is 

“suggested” by reflection on the examples of irrationality that Watson and Stocker 

provide.  Perhaps, then, C2 is one of the platitudes that define what it is to be rational. 

However, C2 does not encapsulate what an ideally rational version of ourselves would 

desire that we desire.  We ordinary mortals are frequently mistaken about what we have 

reason to do, and when that occurs, an ideally rational version of ourselves would not 

71 I am treating “should” and “ought” as synonymous.
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desire that we desire in accordance with our mistaken belief.  Upon reflection this may 

seem plausible or perhaps even obvious.  Even if not, however, this claim follows directly 

from Smith’s conception of a normative reason.  On Smith’s view, we have a normative 

reason to φ in circumstances C just in case an ideally rational version of ourselves would 

desire that we φ in circumstances C.  Therefore, if we are mistaken about what we have 

reason to do in circumstances C, then ipso facto to desire in accordance with our 

mistaken belief will be to desire otherwise than as an ideally rational version of ourselves 

would desire that we desire.  In such circumstances, C2 actually claims that we should 

desire differently from how an ideally rational version of ourselves would desire that we 

desire – i.e., differently from how we have normative reason to desire.  This creates an 

interesting tension within Smith’s view, but more importantly for present purposes, it 

shows that C2 makes a claim about what we ought to do that is entirely independent of 

the stances taken by an ideally rational agent.  Thus, if C2 is true at all, it reflects a 

stance-independent fact.

This result is consequent upon the role that belief plays in C2, and that role cannot 

be eliminated.  Suppose that C2 were modified to become:

C2΄ If an agent has a normative reason to φ then she rationally should desire 
to φ.

In this case, Smith would lose the ability to solve the moral problem itself, for C2΄ does 

not explain the connection between our moral judgments and our motivation.  But 

suppose that someone who identified as an externalist but otherwise endorsed Smith’s 

view were willing to live with this consequence and wished to endorse C2΄ in place of 

C2.  C2΄ just says that we rationally should desire to do what we have normative reason to 
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do, which is to say (given Smith’s conception of normative reasons) that we rationally 

should do what an ideally rational version of ourselves would desire that we do.  There is 

a sense in which this claim might be trivial – it might simply follow from some stipulated 

conception of what it means to say that we “rationally ought” to do something.  But 

stipulated conceptions (whether of rationality or anything else) do not carry normative 

authority with them; they are on a par with etiquette.  In order for normative authority to 

be preserved on this altered version of Smith’s view, it must be the case that we rationally 

should, in some non-stipulative sense of “rationally should” (and at least ceteris paribus), 

do what an ideally rational version of ourselves would desire that we do.  And where does 

this “should” claim come from?  If we say that it is grounded in the stances of the ideally 

rational agent, then a circularity problem looms: if the question is what grounds the claim 

that we should do what an ideally rational version ourselves would desire that we do, it is 

no help to say that an ideally rational version of ourselves would desire that we do that. 

Such a claim, apart from its obvious emptiness, is on a par with the claim that we should 

do what an ideally irrational version of ourselves would do, because that was what an 

ideally irrational version of ourselves would desire that we do.  If we are given no 

principled way to choose between these claims, then the choice is arbitrary and hence 

lacks normative authority.  And we cannot be given any non-circular principled way to 

choose between these claims from wholly within the confines of an ideal observer-style 

view.  The externalist who might wish to endorse C2΄ must put C2΄ forward as expressing 

a stance-independent fact if her view is to preserve normative authority.  And the same is 

true for C2 and Smith’s unaltered view.  Any similar view is committed to at least one 
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stance-independent “ought” claim – either C2 or something similar – i.e., something 

along the lines of, “You ought to be rational.”

In summary, two principal critiques can be offered of a Smith-style 

constructivism.  First, it is questionable that the view succeeds in avoiding relativism. 

Second, if it does, it must either sacrifice the normative authority of rationality (and 

hence of morality) or must ultimately appeal to a stance-independent, realist conception 

of rationality (and hence of morality).

4.3 A Contemporary Contractarian Approach: The Arguments of Ron Milo

4.3.1 Milo’s Arguments

Ron Milo (1995) offers a contractarian approach to metaethics.72  On Milo’s view, 

moral truths are “truths about an ideal social order.... It is true (or is a fact) that a certain 

kind of act is wrong, for example, just in case a social order prohibiting such acts would 

be chosen by rational contractors under suitably idealized conditions” (184).73  This view 

is to be distinguished from what Milo calls normative contractarianism, viz., the view that 

the the choice of rational contractors provides a guide (in Milo’s words, a “criterion”) for 

determining what is moral.  Normative contractarianism specifies neither the nature of 

moral facts nor what ultimately grounds them and thus is compatible with a number of 

72 John Rawls (1951; 1971; 1980) is perhaps the philosopher most famously associated 
with contractarianism as a moral view.  However, as Milo notes, Rawls ultimately 
backs away from metaethical contractarianism, which is the view under discussion 
here.  Similarly, Gauthier (1986) and Scanlon (1998) offer well-known contractarian 
views but are not as self-consciously metaethically contractarian as Milo is.  (A 
discussion of the distinction between metaethical and first-order moral 
contractarianism follows in the text.)

73 Unless otherwise noted, references in this chapter to Milo are to Milo (1995).
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metaethical views ranging from non-naturalist realism to certain forms of expressivism. 

The metaethical contractarianism offered by Milo, in contrast, is a view about the nature 

and grounding of moral facts.  On Milo’s view, the property of moral wrongness, for 

example, just is – i.e., is constituted by – the property of being prohibited by the social 

norms that would be chosen by idealized rational contractors.  Associated with this is a 

linguistic claim about the “subject matter of moral judgments”: “For example, the 

principle that lying is wrong can be understood ... as asserting that acts of lying have a 

certain character – namely, that of being wrong.  Contractarian constructivism views this 

latter assertion as the claim that a prohibition of lying would be included in any set of 

norms agreed upon by the hypothetical contractors” (189, 186).  Thus, metaethical 

contractarianism is a view primarily about the nature of moral facts but also about the 

meaning of moral language.

This is a view that supports an objectivist conception of morality provided that 

idealized rational contractors would come to a determinate agreement about which social 

norms to adopt independently of cultural and individual variation.  This depends, of 

course, on how the contractors are characterized.  Milo proposes selecting idealizing 

constraints such that the contractors are guaranteed both to adopt an impartial point of 

view and to avoid violating our existing moral “paradigms” – that is, avoid adopting 

norms that would endorse such things as rape and fraud.  These constraints are necessary, 

Milo argues, because our existing moral paradigms “may be thought of as fixing the 

reference of ‘morally wrong’.  If they are not observed, one might argue, there is no 

guarantee that one’s theory will be a theory about the nature of morality” (197).  Milo 
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notes, however, that this leads to a potential objection against the view, for there is a 

danger that a contractarian might build in “too much” when characterizing the ideally 

rational contractors.  In that case, at the normative level, a contractarian would simply 

beg the important questions, and at the metaethical level, a contractarian would seem to 

turn out to be a closet intuitionist of some type, who consulted her intuition in order to 

decide what was right and wrong and then characterized the idealized contractors in 

whatever way necessary such that they would reach her own intuitively supported moral 

judgments.  Milo responds to this worry by arguing that it is possible to reach a sort of 

mid-point in the characterization of the contractors: it can be thick enough to guarantee 

that the contractors will necessarily come to agreement about at least some substantive 

moral principles and yet thin enough to avoid begging any controversial moral questions.

If we grant this point, then metaethical contractarianism succeeds in preserving 

the objectivity of morality.  The normative authority of morality, however, does not fare 

as well.  This is a point that Milo directly concedes.  He writes that moral principles are 

“not necessarily rational preferable from the point of view of an individual” (185), and he 

goes on to say that individuals necessarily have reason to be moral only insofar as they 

adopt

the moral point of view – here defined as the point of view of intending to 
comply with the regulatory constraints and live up to the ideals of character that 
individuals collectively have reason to choose (under idealized conditions).  In 
this respect, contractarian constructivism may be said to endorse a weak form of 
internalism regarding the connection between moral requirements and ideals and 
reasons for choosing and acting. (187)

We can thus complete our description of Milo’s view by noting that it does, at least 

arguably, support moral objectivity, but it does not appear to support the normative 
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authority of morality for individuals.

Milo considers and responds to a few additional possible objections to his view, 

but he does not offer a direct argument for it.  Rather, he proposes contractarian 

constructivism as a way of preserving what he sees as the advantages of cognitivism 

while avoiding what he sees as the disadvantages of realism.  Obviously, I do not think 

that realism need be avoided, but I also think there are reasons to resist the claims of 

metaethical contractarianism.

3.2 Critiquing Milo

The heart of metaethical contractarianism is its account of moral properties – for 

example, the identification of moral wrongness with the property of being prohibited by 

the norms that idealized rational contractors would adopt.  However, without any direct 

argument for such identifications, they must be suspect.  In fairness to Milo, he presents 

his position within the confines of a single article and puts it forward merely as a 

comparatively novel position worthy of further attention and development.  This may be 

granted, but it is difficult to see how one could establish the sort of property identity that 

metaethical contractarianism requires.  To appeal to a familiar example, the identification 

of water with H2O was possible only because there was an independent way of 

identifying water to begin with; without that, even if a substance that was known to be 

H2O had been discovered or identified, there would have been no way to know that it was 

water.  It is controversial whether there is any independent way of identifying properties 

such as moral rightness and wrongness.  If there is, however, the most likely candidate 

would presumably be an appeal to the sorts of moral paradigms that Milo cites.  Once we 
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have made this appeal and determined that, for example, cases of rape and fraud enable 

us to identify cases of wrongness, how would we go about determining that the property 

being picked out is the property of being prohibited by social norms that would be chosen 

by idealized rational contractors?  Although this might be a plausible identification, it is 

not obvious (if it were, metaethical contractarianism presumably would have received 

further explicit development prior to Milo’s exposition of it; and presumably Rawls, for 

example, would not have felt the need to back away from it – cf. n. 73).  There are many 

competing possible candidates for the property that has been picked out (perhaps 

minimizing suffering, for example), and though metaethical contractarianism may be an 

appealing option to those who embrace cognitivism but reject realism, this by itself is not 

necessarily reason to adopt the view.  It would certainly be preferable to find a more 

direct reason to believe in the property identification that lies at the heart of metaethical 

contractarianism.

One possible method of establishing this identification would be to appeal to 

conceptual analysis – and Milo does, at least briefly, assert that metaethical 

contractarianism is also a doctrine about moral language.  Recall that an assertion that 

lying is wrong is, on Milo’s view, to be interpreted as “the claim that a prohibition of 

lying would be included in any set of norms agreed upon by the hypothetical contractors” 

(186).  However, this just seems wrong.  Certainly this is not the claim that most 

competent speakers have in mind when they claim that lying is wrong, any more than 

competent speakers of a few centuries ago had H2O in mind when they made claims 

about water.  In fact, Milo himself gives away the game when he appeals to moral 
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paradigms as a way of “fixing the reference of ‘morally wrong’” (197).  If 

contractarianism told the correct linguistic or conceptual story about morality, then the 

theory itself would fix the reference of “morally wrong”.  That Milo feels the need to 

appeal to moral paradigms strongly suggests that it is not a conceptual truth that moral 

wrongness is to be identified with the property of being prohibited by norms that would 

be chosen by idealized rational contractors.  Furthermore, it is impossible to do justice to 

our moral phenomenology without granting the normative authority of morality, and 

insofar as metaethical contractarianism does not guarantee this authority, it fails in 

providing a conceptual analysis of morality.

Another method of establishing the property identity might be to take inventory of 

all our moral paradigms and attempt to show that there is only one plausible candidate for 

the property being picked out, viz., the one identified by contractarianism.  This would be 

to establish metaethical contractarianism on the back of normative contractarianism. 

However, there are well-known objections to normative contractarianism, including, for 

example, its alleged inability to account appropriately for moral obligations with respect 

to non-human animals, children, and members of other societies, as well as with respect 

to non-social but potentially morally relevant behavior.74  Furthermore, normative 

74 Milo addresses the objection relating to animals in a footnote.  He writes, “It can be 
argued that considerations of coherence (especially coherence among their attitudes) 
would lead the contractors to recognize that a norm that prohibits causing unnecessary 
suffering to humans must also condemn behavior that causes the same in other 
animals.  It seems inconsistent to disapprove of treating humans in a certain way 
simply on the ground that this causes unnecessary suffering while not disapproving of 
the similar mistreatment of animals on precisely this same ground” (200, n. 27). 
However, this assumes that the reason the contractors would adopt a norm to 
disapprove of mistreating humans is simply that such treatment causes unnecessary 
suffering.  But this might not be why the contractors would choose such a norm; they 



195

authority once again provides an obstacle to the property identification posited by 

contractarianism.  If morality does carry normative authority but the property picked out 

by contractarianism doesn’t, this tells against the property identification posited by the 

view.

Let us turn, then, to the question of whether metaethical contractarianism can 

adequately account for the normative authority of morality.  Milo grants that it does not 

even try to do so, but another proponent of the view might disagree.  Could the view’s 

commitment to the normative authority of morality be strengthened?  To do so, one 

would have to show that, given the resources of metaethical contractarianism, individuals 

have reason to adopt the moral point of view.  This is a task that has bedeviled moral 

philosophers for millennia – Plato, Hobbes, and Hume have provided perhaps some of 

the most famous answers to the question.  To give even a partly adequate treatment of 

such attempts would be beyond the scope of the current discussion, but suffice it to say 

that it seems doubtful that the normative authority of morality can be fully vindicated 

solely by appealing to rational self-interest (at least as this notion is ordinarily 

understood).75  If there is some other reason to be moral, we must inquire as to the nature 

of this reason, for its introduction might well amount to the introduction of realism.  If it 

is simply a brute fact that one has reason to be moral, and if we need to add this brute fact 

might choose it simply in order to limit the likelihood of their own suffering.  If so, 
considerations of coherence would not necessarily require the contractors to extend 
any consideration to animals at all.

75 Of course, in many and perhaps most cases moral behavior will be in one’s self-
interest.  But the relevant question is whether one always has at least some reason to 
be moral.  My conjecture is that this cannot be established solely by appealing to 
(standard conceptions of) rational self-interest.
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to a metaethical view in order to rescue the normative authority of morality, then, as 

noted earlier, either we have converted the view to a form of realism or we have nullified 

whatever philosophical advantages the view might have had over realism to begin with. 

The other alternative might be to say that the agreement of the contractors somehow 

generates a reason for individuals to be moral.  But why think this?  The contractors are 

envisioned as meeting to discuss norms for social cooperation, and on the alternative 

under consideration, ex hypothesi there is no antecedent reason to do what promotes 

social cooperation.  Why think that a hypothetical agreement by the contractors would 

create (ex nihilo, as it were) a reason for an individual to act in a certain way?  It is hard 

to see why this would be the case, and the burden here seems clearly to be on the 

contractarian.  Suppose for the sake of argument that a set of idealized rational 

contractors would come to a determinate agreement about the optimal norms for etiquette 

or the operation of some particular social club.  Does it follow that individuals have 

reason to follow the norms of etiquette, or to follow the rules of the club in question? 

Intuitively the answer seems to be no.  (With respect to the latter question, what if no one 

has any reason to join the club in the first place?)  Also, according to metaethical 

contractarianism, the contractors are meeting to agree upon rules for social interaction. 

They are not meeting to agree upon what they each, individually, would have reason to 

do.  Since these appear to be different topics entirely, it is strange to suppose that 

agreements about the former could somehow generate the latter.  And, if the view is 

revised so that the contractors are envisioned as meeting to agree upon what they each, 

individually, would have reason to do, then the view becomes indistinguishable from 
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ideal observer views – objections to which have already been discussed.  Finally, we 

might also ask why an agreement about what would promote social cooperation would 

generate reasons for action any more than an agreement about what would optimally 

inhibit social cooperation would.  Recall that in the case of ideal observer theory, barring 

an ultimate appeal to realism, the claim that reasons are generated by what an ideally 

rational agent would desire that we do is on a par with the claim that reasons are 

generated by what an ideally irrational agent would desire that we do.  Here, the situation 

is entirely analogous.  There must be an appeal to a reason that cannot be generated solely 

by the constructive function of the view.

In summary, the property identification posited by metaethical contractarianism is 

questionable, and the view’s ability to accommodate the normative authority of morality 

is doubtful.  At a minimum, a proponent of metaethical contractarianism has two heavy 

burdens of proof to pick up with respect to these points.

4.4 Concluding Thoughts on Constructivism

If the preceding arguments are correct, all three forms of constructivism examined 

in this chapter fail either to support the objectivity or the normative authority of morality 

while retaining their distinctive constructivist character.  Christine Korsgaard’s neo-

Kantianism arguably succeeds in establishing the normative authority of morality, at least 

if we are prepared to grant the normative authority over oneself of one’s own 

endorsements.  However, Korsgaard’s view fails to establish moral objectivity precisely 

because this is how it establishes normative authority.  If my arguments are correct, there 

is no reason to think that our practical identities and endorsements will converge in the 
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way that Korsgaard argues that they would.  Michael Smith’s version of an ideal observer 

view also appears to face a similar problem of non-convergence of desires.  Furthermore, 

Smith’s view ultimately grounds normative authority in a description of what it is to be 

rational, and this renders its appeal to the ideally rational agent otiose.  Smith’s view 

appears committed to something like a realist conception of rationality, and given this, his 

view lacks any clear philosophical advantage over realism and even arguably becomes 

realist.  Ron Milo’s contractarianism seems to establish moral objectivity pretty clearly, 

but this comes at the expense of a questionable property identity and especially at the 

expense of normative authority.  Milo himself concedes the latter point, and more 

importantly, it doesn’t seem that the view could be modified to accommodate normative 

authority.  If we have reason to adopt the moral point of view, and if this is independent 

of the contractors’ choices, then again we effectively have endorsed a form of realism. 

Furthermore, the choice must be so independent, for if it isn’t, we have no way of 

choosing between moral norms and anti-moral norms, and this is just to say that morality 

lacks normative authority.

The general problem is that objectivity comes at the expense of constructed 

normative authority.  Various constructive functions that do not appeal to the actual 

judgments of actual individuals are plausible candidates for producing an objective 

morality.  However, the only way to claim that the output of any such function has 

normative authority for individuals is to claim that individuals have reason to adhere to 

the moral principles generated by that function.  Either this reason will be solely resultant 

from the constructive function in question, or it will not.  If the former, then ex hypothesi 
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there is no independent reason to obey the dictates of that particular constructive 

function, and without such independent reason there will be no non-arbitrary way to 

choose among competing constructive functions.  This undermines normative authority as 

well as objectivity.  Alternatively, if the reason to adhere to the principles generated by 

any given constructive function is not resultant from that function itself, then the function 

fails to exhaustively construct normative authority, and so some further sort of appeal – 

likely to some sort of realist principles – is needed.

Alternatively, it does not seem plausible that constructive functions that do appeal 

to the actual judgments of actual individuals (as on Korsgaard’s view) will generate 

anything like a set of objective moral principles.  I have argued specifically against 

Korsgaard’s view in this respect, but more generally, it seems that individuals are just to 

varied for this sort of constructive function to produce the sort of convergence required 

for objectivity.

I hope to have shifted heavy burdens of proof onto constructivists.  Although I 

have not demonstratively shown that it is impossible for there to be a constructive 

function that both generates an objective morality and carries normative authority, the 

failure of three examples of the most plausible types of constructive functions is 

suggestive.  It is even more suggestive that, insofar as some of these functions might be 

successful in meeting both of these goals, they appear to make an underlying appeal to 

realist conceptions of normativity.  Insofar as constructivism does not make such an 

appeal, it appears to sacrifice moral objectivity, normative authority, or both.
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CHAPTER 5: SOPHISTICATED EXPRESSIVISM

The face of expressivism has changed dramatically from the early part of the 

twentieth century until now.  In its early manifestations, expressivism was a version of 

non-cognitivism, which is to say that expressivists denied the view that moral judgments 

have propositional content and are used express beliefs.  Expressivists – and their fellow 

non-cognitivists, prescriptivists – held that, although moral judgments are generally 

expressed in declarative form and therefore appear to be making some sort of claim about 

the way the world is, the surface features of moral language are misleading and in fact 

serve to obscure the true semantics of moral judgments.  Prescriptivists such as Hare 

(1952) held that moral language is used to issue something like commands, and early 

expressivists (called “emotivists”), such as Ayer (1952) and Stevenson (1937), held that 

moral statements are used to express non-belief attitudes (generally some sort of approval 

and disapproval).  In so far as early expressivism was a view about the meaning of moral 

language,  it was, strictly speaking, orthogonal to moral realism as I have defined it.  At 

least in principle, an expressivist could remain neutral on the claim that there are stance-

independent moral facts; what the expressivist says is that moral language does not 

purport to express any such facts. Of course, this would be an odd combination of views; 

part of the motivation in being a non-cognitivist was to find a way of analyzing ordinary 

moral statements such that ordinary use of them was not convicted of some kind of deep 

error while at the same time finding a way of avoiding realist metaphysical and 

epistemological commitments.  In practice, then, non-cognitivism, and hence 

expressivism, has traditionally been opposed to moral realism.  Over time, however, this 



201

opposition has appeared to soften somewhat.  The label “non-cognitivist” has fallen out 

of favor somewhat, and despite the prominence of Hare, prescriptivitism never seemed to 

take as deep hold on the public philosophical imagination as its competitor expressivism. 

The result is that, for the most part, modern versions of expressivism now occupy the 

dialectical space that was once occupied by non-cognitivism more broadly.  Moreover, 

expressivists have increasingly made what appear to be various concessions to 

cognitivism and certain aspects of realism.  In particular, many expressivists today 

(Timmons 1999; Horgan and Timmons 2006; Blackburn 1993; 1998; Gibbard 1990; 

2003) wish to accommodate the view that moral language is fact-stating and is truth-apt 

while stopping short of endorsing realism.  We might call these modern forms of 

expressivism “sophisticated expressivism”.  It is clear enough that traditional versions of 

expressivism cannot accommodate the deliverances of our moral experience with respect 

to the objectivity of morality.  This is not so clear, however, in the case of sophisticated 

expressivism.  In this chapter I examine some versions of sophisticated expressivism to 

see whether they can, in fact, accommodate a commitment to the objectivity of morality.

5.1 Assertion and (Non-)Description

In Morality Without Foundations (1999), Mark Timmons defends a metaethical 

view he calls “assertoric non-descriptivism”.  As the name suggests, this view holds that 

statements expressing moral judgments are genuine assertions and yet are not 

“descriptive” of the world.  This view is the result of Timmons’ pursuit of the twin goals 

of accommodating the presumptions of our ordinary moral discourse and practice and 

developing a metaethic that does not strain the bounds of naturalistic metaphysics.  It is a 
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detailed and rich view that involves appeals to contextual semantics and a version of 

minimalism about truth.  I begin my exposition with the former.

Timmons adopts contextual semantics as his favored alternative to a traditional 

“correspondence” view of truth.  In Timmons’ words, this latter view holds that “truth is a 

matter of a direct correspondence between language (or thought) and a mind-independent 

world of entities, properties, relations, or, more simply, facts (construed as constellations 

of the former” (1999, 116).  Contextual semantics, in contrast, holds that truth is (just) a 

matter of “correct assertibility”, where this depends on the norms applicable to a given 

assertion.  Depending on the type of discourse to which a given assertion belongs and the 

“perspective” adopted by the speaker at the time, the relevant assertibility norms may or 

may not mandate that a correct assertion correctly represent the mind-independent world. 

For many ordinary declarative sentences, such as (to use a tired example) “The cat is on 

the mat”, this is the case.  In these cases, according to Timmons, “statements have correct 

assertibility or correct deniability status in virtue of two factors: (1) purely semantic 

assertibility norms, plus (2) the WORLD” (117).  Note here that Timmons, following a 

notation from Hilary Putnam, occasionally uses all capital letters to indicate that 

something mind-independent is being spoken of.  Timmons calls two-pronged 

assertibility norms such as these, which include a reference to the WORLD, “tight” 

assertibility norms, and he calls discourse to which these norms apply “objective”. 

Among tight norms, some are “referentially strict” while others are not.  The former 

require “direct language/WORLD connections”, while the latter require only indirect 

such connections.  As an example of the latter, Timmons borrows an example from Terry 
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Horgan:

B Beethoven’s fifth symphony has four movements.

Timmons observes that this sentence is truth-apt and that its truth depends on certain 

things’ being the case in the WORLD, but he goes on to observe that “its truth does not 

seem to require that there be any one THING in the WORLD that answers to 

‘Beethoven’s fifth symphony’ and to ‘has four movements’” (118).  The result is that the 

assertibility norms governing this sentence are tight but not referentially strict; they 

instead depend on “indirect” language/WORLD relations (relating to among other things, 

Beethoven’s “symphony-composing behavior”, 118).

To the best of my recollection, Timmons does not provide a clear (non-moral) 

example of a statement that is governed by norms that are not tight.  At one point he 

seems to suggest, though seems to stop short of committing to the view, that 

mathematical discourse might fall into this category (123).  This is of course 

controversial, as is the moral case, and so perhaps there are no uncontroversial examples 

of statements of this type.  However, Timmons’ view is that moral statements are 

governed by non-tight norms of assertibility; there is no need for the WORLD to 

cooperate in order for a moral statement to be true.76  This is where Timmons’ non-

descriptivism comes into play, for a “descriptive” assertion, on his view, is just one 

governed by tight assertibility norms.  Moral judgments therefore form a species of non-

descriptive assertions.  More specifically, they are a subset of evaluative assertions, and 

76 This is not quite an accurate description of the view, for Timmons does not deny the 
supervenience of the moral upon the natural.  The point is rather that there need be 
nothing that is specifically moral in the WORLD (no “dedicated” moral properties) in 
order for moral statements to count as true.



204

the point of this latter type of assertion, on Timmons’ view, is not to describe the way 

things are in the WORLD but rather to play an action-guiding role.77  Nevertheless, 

Timmons holds that moral statements are genuinely assertoric.  His contextual semantics 

allows for this, and he argues that the surface grammar and logical features of moral 

statements provide strong evidence for the conclusion that moral statements are, like 

ordinary declarative statements, genuinely assertoric.  Timmons thus parts ways with 

non-cognitivists, who hold that these surface features of moral statements are misleading. 

He proposes that we reject what he calls the “semantical assumption”:

SA All genuinely assertive discourse is descriptive discourse.

This assumption is deeply embedded in our thinking, Timmons argues, and it is 

responsible for the fact that error theory, non-cognitivism, and realism have often seemed 

to be the only metaethical options.  However, once we realize that SA is an underlying 

assumption in our thought, and that we need not be committed to it, space opens up for 

Timmons’ view: moral discourse is genuinely assertive but is non-descriptive.  Why 

reject SA?  Doing so is precisely what enables us to realize both of Timmons’ two 

desiderata in metaethical theorizing.  First, we can construct a theory that is 

naturalistically respectable, because non-descriptivism allows us to avoid positing any 

non-natural entities or properties that moral statements are descriptive of, and second, we 

77 This might seem to entail that the point of moral assertion is ultimately either to 
advise, prescribe, or commend, for it is difficult to think of some other action-guiding 
role that might be played by moral assertions (or any other type of assertion). 
However, Timmons seems to carefully avoid speaking of prescription or the like in 
characterizing his view.  Horgan and Timmons (2006) proceed to posit the existence of 
unique “ought-commitment” states, which are what moral assertions are intended to 
express.  Horgan and Timmons (2006) is discussed below.
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can construct a theory that accommodates the presumptions of ordinary moral discourse 

and practice by allowing that moral statements are genuine assertions and are truth-apt. 

Naturalist realist views are the only other views that claim to meet both of these 

desiderata, but Timmons (along with Terry Horgan) has argued that naturalist versions of 

realism fail (Timmons 1999, chap. 2; Horgan and Timmons 1991, 1992a, 1992b; cf. my 

chap. 3).  Timmons’ two desiderata thus create pressure toward accepting the conclusion 

that moral judgments are both assertoric and non-descriptive.  In so far as SA is just an 

assumption, then, and one that we probably haven’t even realized that we were relying on 

it, her argues that we are better off jettisoning it.

This is also where Timmons’ minimalism about truth comes in.  Recall that 

according to contextual semantics, truth is just a matter of correct assertibility.  Thus, if 

moral statements are assertoric, they are truth-apt.  There is no heavy metaphysical 

weather to be made from the notions of truth or truth-aptness as such.  Following Crispin 

Wright (1992; 1995), Timmons argues that

a necessary and sufficient condition for a predicate defined over a discourse to 
count as a truth predicate for that discourse is simply that the predicate satisfy a 
handful of a priori platitudes that express conceptual connections between such 
notions as assertion, negation, and the like.  The platitudes include: to assert is to  
present as true; any truth-apt content has a significant negation that is likewise 
truth-apt; and to be true is to correspond to the facts. (1999, 135)

It is important, in attempting to understand these claims, to jettison one’s pre-theoretic (or 

theoretical) ideas about what assertion, truth, and facts are.  The idea in play here, if I 

understand it correctly, is that these three concepts are to be largely inter-defined.  Any 

assertion is ipso facto truth-apt; any assertion that meets relevant standards of correct 

assertibility is ipso facto true; a fact is just that which is expressed by a true assertion and 
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need have nothing to do with the WORLD.  Similarly, Timmons holds that moral 

judgments express beliefs rather than some other attitude, because belief just is the 

propositional attitude type that one has toward assertions that one affirms.  If there is any 

concept “at the bottom of the pile” here, it would seem to be that of assertion.  Timmons 

frequently speaks of moral judgments as being “genuine” assertions, and this can lead 

one to think that there is some further feature (or set of features) that all and only 

assertions have.  After all, the feature of “being assertions” is exactly what ordinary, 

declarative sentences have in common with moral judgements (and with evaluative 

judgements more generally).  It might seem that there must be some interesting and deep 

property that these different types of statements have in common if it is important that 

they are both genuine assertion.  I think, however, that this is the wrong way to 

understand Timmons.  I take it that he frequently emphasizes that moral judgements are 

“genuine” assertions not because there is any further implication of a statement’s being 

an assertion – “further” meaning any implication beyond that fact that a statement’s being 

an assertion is ipso facto truth-apt – but rather in order to distinguish his view from that 

of traditional non-cognitivists, who hold that moral judgements merely appear, on the 

basis of their surface features, to be assertions but in fact are not.  Timmons, again 

following Wright, holds that there is no “appearance/reality distinction” when it comes to 

assertions: “The idea is that if a mode of discourse displays all of the grammatical and 

logical trappings of genuine assertoric discourse, then it is genuinely assertoric” (1999, 

135).  I take it then, that on Timmons’ view there is nothing more to being an assertion 

than having these grammatical and logical trappings.
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One natural reaction to have to Timmons and Wright at this point might be to 

think that something is wrong with their appropriation of English words such as 

“assertion” and “true”.  Their use of these and related words, while internally consistent 

and in service to legitimate goals, appears to be largely stipulative.  One might argue that, 

in ordinary English, use of “true” generally implies or presupposes something like a 

commitment to a correspondence theory of truth, even if it is notoriously difficult get the 

actual correspondence theory to work (Tarski 1944).  Perhaps, for example, use of “true” 

in ordinary English implies, in Timmons’ terms, that the assertibility norms of the 

discourse in question are tight (and perhaps even referentially strict).  If so, then 

Timmons’ use of “true” succeeds only if stipulative.  While stipulative definitions are 

perfectly acceptable in philosophy and even in everyday conversation, they can be more 

or less misleading.  Consider that if I were to stipulate that by “university” I mean 

“philosophy department”, for example, and then were to go on to have a lengthy 

conversation about academic institutions, at some points my interlocutors would likely 

forget this, and I would surely mislead my interlocutors at some points.  This in turn 

might result in apparent agreement between people who actually disagree.  For example, 

suppose that a philosopher and a biologist both affirmed the statement, “Universities are 

the most important institutions in society,” but suppose the biologist had forgotten the 

stipulated definition of “university” while the philosopher had not.  Thus, for anyone 

whose linguistic intuitions about truth and assertion, inter alia, do not follow Timmons’ 

minimalism, it requires sustained careful attention to evaluate his arguments and to 

understand his conclusions.  We need not settle here the question of the ordinary language 
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meaning of a word like “true”, but it is important to keep in mind that minimalist 

approaches to truth can engender confusion, and in the present context it is important for 

those with non-minimalist linguistic intuitions to avoid sliding back into ordinary 

thinking about truth and assertion.  (Consider, for example, that Timmons himself claims 

that the assumption that assertive discourse must be descriptive is a “deeply embedded” 

assumption in our thought.)  I thus propose the following as a summary exposition of 

Timmons’ view thus far.  I am not certain of the extent to which it accurately captures his 

intentions, but I hope it is at least warranted by his text and that it avoids 

misunderstandings that may arise as a result of his appeal to minimalism.  From this point 

forward, my discussion of Timmons is predicated on my reading his view in the 

following manner.  Once again, presentation is premised on the view that, if necessary, 

we are jettisoning any conflicting linguistic commitments we might have had about usage 

of words like “true”, “assertion”, and “fact”.

First, any sentence that has the syntatical and grammatical structure of a 

declarative sentence is assertoric.  This is all that is required for a sentence to be 

assertoric.  Assuming that an assertoric sentence is uttered with the illocutionary force 

ordinarily used when expressing such sentences (and not, say, by an actor playing a role, 

or as an indirect means of giving a command, etc.), the utterance of any such sentence is 

an assertion.  Assertions are truth-apt, and for an assertion to be true just is for it to be 

uttered in compliance with the relevant norms governing that assertion, whatever they 

are.  (False assertions are made when utterances of assertoric sentences do not comply 

with the relevant norms.  A fortiori false moral assertions, and hence moral error, are 
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possible.)  A fact is whatever is expressed by a true assertion and need not imply anything 

about the WORLD.78  The attitude that one takes toward assertions is either belief or 

disbelief (or perhaps withholding assent – the point is that the attitude one takes is not 

some other, non-belief-ish attitude).  There are (at least) two different types of assertion, 

including descriptive and evaluative assertions.  These are in turn distinguished by their 

“point and purpose” and are governed by different norms of assertibility.  The point of 

descriptive assertions is to describe the world, and they are therefore governed by tight 

assertibility norms.  The point of evaluative assertions (of which moral assertions are a 

species) is to guide action, and they are governed by non-tight assertibility norms (though 

see n. 77).

Once again, the motivations for this view are: (1) it comports with the 

presumptions of ordinary moral discourse and practice (moral error is possible, moral 

statements have the logical trappings that assertions do, etc.); (2) it comports with a 

broader, philosophical naturalism (it involves no commitment to metaphysically queer 

moral properties, for example); and (3) it avoids the problems Horgan and Timmons pose 

for naturalist versions of realism.  If I am right in suspecting that minimalist uses of 

“true” and related language are revisionary, it is not necessarily the case that Timmons’ 

view accommodates the presumptions of ordinary moral discourse and practice.  When an 

non-minimalist philosopher says, “Moral statements are truth-apt”, for example, she 

might mean something quite different from what a minimalilst philosopher means when 

78 As Timmons himself points out, it may be that assertibility norms are in some sense 
part of the WORLD.  In that case, the phrase “the WORLD” needs to be understood as 
referring to those bits of the WORLD that are not assertibility norms.
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he utters the same sounds.  If in so speaking the non-minimalist philosopher is in fact 

expressing one of the presumptions of ordinary moral discourse and practice, there is no 

guarantee that Timmons’ view accommodates that.  For present purposes, however, let us 

leave this worry aside, for it requires adjudication of the ordinary-language meaning of 

various contentious terms.  There is more to be said about Timmons’ view.

The next point is that Timmons applies his contextual semantics not only to 

different realms of discourse to but also to different “perspectives” that it is possible to 

take with respect to a given realm.  With respect to moral discourse, for example, 

Timmons distinguishes at least three different perspectives: (1) a “morally engaged” 

perspective, from which one makes moral statements on the basis of one’s own “moral 

outlook”; (2) a couple of “detached” perspectives that Timmons calls either “egocentric” 

or “sociocentric”, from which one speaks on the basis of the moral outlook of another 

person or of some group, respectively; and (3) a detached perspectives that we might call 

“philosophical”, from which one engages in “metaphysical speculation” and, I suppose, 

metaethical theorizing generally.  Let me begin by discussing the last of these.

Being an irrealist, Timmons holds that from the metaphysical perspective, “moral 

statements are neither correctly assertible nor correctly deniable, and so they are neither 

true nor false.  In other words, under the contextual parameters operative in judging from 

a detached perspective, the truth predicate does not properly apply to moral statements” 

(151).  Given that, for Timmons, truth is a matter of correct assertibility, I am not sure 

why he holds that, from this perspective, moral statements are neither true nor false.  This 

seems to imply that it is neither correct nor incorrect to assert moral statements from this 
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perspective, and that seems false; what Timmons means to say, I think, is that moral 

statements are not correctly assertible from this perspective, and I do not see there being a 

reason to deny that, from this perspective, moral statements are false.  Whatever we make 

of this localized rejection of the law of excluded middle, however, we can safely say that, 

for Timmons, there is a perspective from which no moral statements turn out to be true, 

and this what I have called the “philosophical” perspective.

The other detached perspective that it is possible to take, according to Timmons, 

is the perspective from which one speaks on the basis of the moral outlooks of other(s). 

This is the sort of thing we do when we say that something is wrong “for so-and-so” – it 

is the sort of thing I did in the previous paragraph when I said that “for Timmons” there is 

a perspective from which no moral statements turn out to be true.  In his own words, 

Timmons describes this type of perspective by saying, “My ethics students quite often 

talk about such and such moral claim being true for this or that person or group.  When 

they do so, what I find is that they detach, as it were, from their own moral outlooks (at 

least in cases in which the moral statement is one they do not accept) and view things 

from the perspective of the person or group in question” (151).  What this means is that 

Timmons allows for a certain limited form of ethical relativism, given the adoption of a 

particular sort of detached perspective.  The “morally engaged” perspective, in contrast, 

is the one that I think Timmons sees as the one that we ordinarily use in everyday 

conversation and is the one from which most actual moral assertions are made.  To 

understand what Timmons says about this perspective, we must first explore the notion of 

a “moral outlook” as well as another notion that Timmons makes use of, that of “semantic 
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appropriateness”.

According to Timmons, having a moral outlook is

a complex matter that includes: (1) having a developed sensitivity to 
various features of one’s environment that, according to the outlook in 
question, are morally relevant features...; (2) having various emotional 
responses in connection with objects of evaluation...; (3) being acquainted 
with certain exemplars, that is, paradigmatic cases of moral and immoral 
actions, persons, institutions, and so forth; (4) having learned various 
moral generalizations that encapsulate the most morally relevant features 
to which one has a developed sensitivity; and (5) having learned basic 
patterns of moral reasoning.... (1999, 139)

Making a moral judgment, then, is “a matter of thinking about (or at least reacting to) 

some moral issue in a morally engaged way (employing one’s moral outloook) and 

‘coming down’ on the issue at hand” (139).  Such judgments are contentful and can be 

expressed via “that” clauses, but this content is, on Timmons’ view, non-descriptive.  This 

is because, for Timmons, the point and purpose of moral judgments is not to describe but 

to evaluate –  that is, to play some sort of choice- and action-guiding role.  Sincere moral 

assertions express (rather than describe) one’s moral judgments.  Timmons writes, “When 

I sincerely say that apartheid is wrong, my assertion reflects my moral judgment (belief) 

that apartheid is wrong; it does not describe me as having such a moral stance (144). 

Since the point and purpose of moral judgment is to play a choice- and action-guiding 

role, when we speak from a morally engaged perspective Timmons says that the 

“semantically appropriate” thing to do is to “judge and assert in accordance with one’s 

moral outlook” (146).  However, Timmons distinguishes semantic appropriateness from 

the notion of correct assertibility and hence from the notion of truth.  Timmons writes:

Thus, the semantically appropriate thing to say about someone whose 
moral statement accords with his own moral outlook but not with one’s 



213

own is this: ‘Although his statement is semantically appropriate relative to 
his own moral outlook, it is false.’ (1999, 150)

This distinction between semantic appropriateness and truth plays a crucial role in 

Timmons’ rejection of ethical relativism.  In fact, Timmons rejects both what he calls 

“objectivism” and “relativism”.  On Timmons’ characterization of them, both of these 

views (assuming a contextual moral semantics) claim that the assertibility norms for 

moral statements are in some way tight.  The objectivist claims that the norms are tight in 

the ordinary sense discussed earlier – viz., that the correct assertibility of moral 

statements depends on how things are in the WORLD, other than one’s own moral 

outlook.  The relativist, in contrast, claims that the norms are tight in a relativistic sense – 

viz., that the correct assertibility of moral statements does depend on their corresponding 

with one’s own moral outlook but not with any other elements of the WORLD.  Timmons 

claims, in contrast, that the assertibility norms for moral statements are not tight in either 

of these ways.  Since he does, however, claim that it is semantically appropriate for a 

speaker to make moral assertions that accord with the speaker’s own moral outlook, it 

follows that correct assertibility (and hence truth) is distinct from semantic 

appropriateness on Timmons’ view.  And, in fact, he explicitly claims this (146).

Unfortunately, Timmons does not provide an explanation of what semantic 

appropriateness is.  However, he does provide some examples of assertions that are, in his 

view, semantically appropriate.  He does tell us what correct assertibility is; it is 

comportment with the relevant assertibility norms in a given case.  However, he excuses 

himself from telling us what those norms are (120).  This latter move is understandable, 

given that it would be a herculean undertaking to attempt to outline norms of correct 
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assertibility, and given that an understanding of the specific norms is not required for a 

general understanding of Timmons’ view.  However, given that the distinction between 

semantic appropriateness and correct assertibility is the only thing that prevents 

Timmons’ view from instantiating a form relativism, once Timmons rejects relativism and 

claims that his view is not relativist, he acquires a burden of telling us enough about 

semantic appropriateness and correct assertibility to make it clear that the two notions 

are, in fact, different.  I suspect that Timmons’ view will be unable, in the end, to evade 

the charge of relativism.  Here are two reasons for thinking so.

First, the notion of “appropriateness” seems to be a notion of comporting with 

norms.  Timmons himself suggests this at one point:

Of course, apart from the question of how semantic norms might be expressed, 
there is the question of what distinguishes semantic norms from other norms that 
may be operative in a context, and affect, in some sense, the assertibility of a 
specific sentence.  In an ordinary context of conversation, it may be 
inappropriate to comment on your interlocutor’s irregular haircut, though, of 
course, it is norms of politeness that would prohibit such an action, even if the 
comment were true. (1999, 120, emphasis mine)

It is hard to see what the notion of “appropriateness” would answer to if not to a notion of 

comporting with norms.  However, if being appropriate is a matter of comporting with 

norms, then being semantically appropriate would be a matter of comporting with 

semantic norms.  This means, then, that the distinction between correct assertibility and 

semantic appropriateness would have to rest solely on non-semantic norms.  In turn, this 

would make the difference between truth and semantic appropriateness strictly a 

pragmatic matter, on Timmons’ view.  This is implausible and also does not seem to be 

what Timmons has in mind.  In fact, he rarely uses the phrase “assertibility norms” when 
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he would be entitled to do so; he almost always prefers to say “semantic norms”.

Second, notice that if semantic appropriateness and truth are distinct, then it can 

be semantically appropriate to sincerely assert what is false.  For example, if we grant an 

ordinary conception of logic and the view that moral judgments are truth-apt, then at 

most one of the following can be true:

A1 Abortion is always morally permissible.

A2 Abortion is morally permissible only in cases of rape or incest or when the life of
the mother is threatened by the pregnancy.

If A1 and A2 are each expressive of some person’s moral outlook, then on Timmons’ 

view it is semantically appropriate for at least one person to sincerely assert what is in 

fact false.  However, it is hard to see why it would ever be semantically appropriate for 

someone to do this – unless the semantics of phrases like “morally permissible” involved 

an implicit relativization to the speaker’s moral outlook, but of course that would lead 

quite directly to moral relativism.  Furthermore, it appears that it might be possible, on 

Timmons’ view, for it to be semantically appropriate for someone to sincerely assert what 

she believes to be false (though surely this cannot be right).  This would occur if someone 

believed that a given statement that reflected her moral outlook was not correctly 

assertible.  We cannot know whether this is definitely possible without knowing more 

about the specifics of what makes a moral statement correctly assertible.  However, for 

all that Timmons has told us about correct assertibility, this seems to remain a live 

possibility.  In order for Timmons’ view to avoid relativism, the standards for correct 

assertibility must not themselves be relative.  However, if these standards are objective, 

then it seems quite likely that someone could believe that a given statement that reflected 
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her moral outlook was not in fact correctly assertible.

Finally, let us reconsider a quotation from earlier:

Thus, the semantically appropriate thing to say about someone whose 
moral statement accords with his own moral outlook but not with one’s 
own is this: ‘Although his statement is semantically appropriate relative to 
his own moral outlook, it is false.’ (1999, 150)

There are two curious features of what Timmons says here.  First, Timmons here speaks 

of what it is appropriate to say in response to someone whose moral outlook differs from 

one’s own, and he says that the appropriate thing to say is that statements in accordance 

with such differing outlooks are false.  However, what makes a moral statement false, on 

Timmons’ view, is the statement’s failing to comport with the relevant assertibility norms. 

This in turn suggests that the relevant assertibility norms involve comportment with the 

moral outlook of the person making the truth ascription.  But this is relativism.  It would 

be unfair to hang much on apparent presuppositions of this one quotation.  However, for 

all of the preceding reasons taken in combination, I suspect that Timmons’ view lacks the 

resources to adequately distinguish semantic appropriateness and correct assertibility in a 

way that avoids a commitment to a form of relativism.  I do not mean to imply by any of 

this that Timmons is committed to a descriptivist form of relativism (or any other kind of 

descriptivist view).  However, this need not be the case in order for the truth-assessability 

of moral statements to be relative to an individual’s (or to a group’s) moral outlook.  If 

Timmons’ view commits him to this in any form, then the view fails to preserve the sort 

of objectivity that our moral experiences represents morality as having.
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5.2 Cognitivist Expressivism

Terry Horgan and Mark Timmons (2006) have collaborated to produce what is 

essentially an updated version of assertoric non-descriptivism called “cognitivist 

expressivism”.  Cognitivist expressivism is in many ways similar to the view of Timmons 

(1999) but also refines earlier work done by both Horgan and Timmons (both jointly and 

individually).  Horgan and Timmons (2006) remains similar to Timmons (1999) on the 

following major points:

￢ A contextual semantics remains in play.

￢ Truth is defined as a matter of “correct affirmability” (this phrase replaces 
Timmons’ earlier “correct assertibility” but seems to carry no difference in 
meaning).

￢ Moral realism is denied.

￢ Moral judgments are held to be non-descriptive yet truth-assessable.

￢ Moral relativism is denied.

The major refinements of Horgan and Timmons (2006), as I see them, relate to two 

things.  First, an explicit appeal to phenomenology is introduced, both to support Horgan 

and Timmons’ larger metaethical view and in particular to support the view that moral 

judgments are a species of belief.  Second, and even more importantly, the idea that there 

are two fundamentally different types of beliefs (“is-commitments” and “ought-

commitments”) is introduced.

According to how I have suggested that we read Timmons (1999), the concept of 

assertion is the concept “at the bottom of the pile”, and all that is required for a sentence 

to be assertoric is for it to have certain grammatical and syntactical structure.  In contrast, 
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Horgan and Timmons (2006) begin with the notion of belief.  They argue that occurrent 

beliefs typically have the phenomenological features of:

(1) psychologically ‘coming down’ on some issue, in a way that (2) 
classifies (sometimes spontaneously) some ‘object’ of focus as falling 
under some category, where one’s classificatory coming down is 
experienced (3) as involuntary, (4) as a cognitive response to some sort of 
consideration that is experienced (perhaps peripherally in consciousness) 
as being a sufficient reason for categorizing as one does, and (5) as a 
judgment that is apt for assertion and hence is naturally expressible in 
public language by a sentence in the declarative mood. (2006, 263)

Horgan and Timmons appeal to these phenomenological features of belief, as well as 

other features of belief, in order to argue for a parallel between belief and moral 

judgment.  (Other relevant features of belief are that they are typically treated as truth-

evaluable – “semantically assessable” in Horgan and Timmons’ terminology – and 

typically play particular inferential and behavior-guiding functional roles.)  In so far as 

moral judgments seem to share all these features, Horgan and Timmons argue that it 

makes sense to view moral judgments as a species of belief.  Because they are beliefs, 

then, we should take them to be assertoric and truth-apt.  However, being descriptive is 

not a feature that figures in any of the preceding, and Horgan and Timmons argue that it 

is not an essential feature of belief that it be descriptive.  Although many beliefs are 

descriptive, they hold that moral beliefs are not.  The latter serve an irreducibly 

evaluative role, and this is quite distinct, in their view, from serving a descriptive role.

This in turn leads Horgan and Timmons to posit two distinct mental states: “is-

commitment” and “ought-commitment”.  Each of these is a type of belief, but neither is 

definable in terms of, nor reducible to, the other.  Descriptive beliefs are “is” beliefs and 

represent is-commitments.  As an example of such a commitment, Horgan and Timmons 
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provide “It is the case that Bush is U.S. president.”  In contrast, evaluative beliefs are 

“ought” beliefs and represent ought-commtments.  For example, “It ought to be the case 

that Bush is U.S. president.”  It is this distinction that allows Horgan and Timmons to 

retain a commitment to irrealism, that is, to the view that “there are no in-the-world moral 

facts that could serve as truth-makers for moral beliefs and assertions” (2006, 275). 

Although the truth of a descriptive belief requires the existence of some such truth 

makers, this is not the case, on Horgan and Timmons’ view, for evalative beliefs.  Recall 

that on their view truth is a matter of “semantically correct affirmability” – that is, a 

matter of conforming to the appropriate semantic standards.  Given semantic 

contextualism, these norms need not be the same for all types of assertoric sentences. 

Timmons and Horgan hold that the standards for descriptive statements require that a 

given statement be asserted only when the world is a certain way.  Indeed, that such 

norms are applicable to a statement is, essentially, what it is for a statement to be a 

descriptive statement.  However, given the point and purpose of evaluative statements, 

there is not necessarily such a norm applicable in their case.  Instead, as Timmons (1999) 

holds, there are morally detached and engaged contexts.  In the former context, there is a 

norm applicable to moral statements such that the world must be a certain way in order 

for the statement to come out true.  Since, according to Horgan and Timmons, the world 

never is that way, in this context “the proper thing to say about moral judgments and 

assertions is that they are neither true nor false” (2006, 276).  In engaged contexts, 

however, moral statements “are made from within a morally engaged stance in which one 

brings one’s own moral standards to bear” (2006, 276).  This requires no cooperation 
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from the WORLD.  At the same time, Horgan and Timmons hold that moral statements 

are expressive of, rather than descriptive of, one’s own moral outlook: “Relativism, about 

first-order moral claims and/or about truth ascriptions to such claims, seriously 

misconstrues their content.  In effect, relativism of this sort conflates morally engaged 

and morally detached usage, by mistakenly treating engaged usage as a form of detached 

usage that incorporates implicit relativization to some specific set of moral standards” 

(2006, 276).

In addition to the preceding, Horgan and Timmons propose a formal semantics for 

is- and ought-commitments.  The operators I[ ] and O[ ] represent each type of 

commitment, and what goes inside the brackets in each case is a “that” clause – some bit 

of descriptive content that is not itself a complete sentence but that describes a state of 

affairs toward which the speaker has the type of commitment in question. For example, 

“that Bush is U.S. president”.  However, the overall content of the output of the O[ ] 

operator is not descriptive, on Horgan and Timmons’ view.  Thus, “It ought to be the case 

that Bush is U.S. president” is, overall, non-descriptive.  I cannot here go into the full 

development that Horgan and Timmons give of their formal semantics, but suffice it to 

say that it is designed to handle a variety of logically complex expressions, and in 

particular is designed to form the basis of an answer to the well-known problem of how 

expressivists can accommodate the “embedding” of evaluative statements within 

logically complex constructs.

What can we say about this updated view from Horgan and Timmons?  Although 

cognitivist expressivism does not make the distinction between semantic appropriateness 
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and correct assertibility that I argued in the previous section was problematic, I do not see 

how this newer view can accommodate the objectivity of morality.  This is essentially for 

the same reason as was observed previously: relativism itself need not be construed in a 

descriptivist way.  Although Horgan and Timmons successfully evade such a form of 

relativism, a non-descriptivist relativism still fails to accommodate the objectivist 

representations of our moral experience, which, I have argued, represent circumstances as 

calling for certain responses independently of the stance of any actual agent – and a 

fortiori independently of any actual person’s moral outlook.  It does not seem that 

cognitivist expressivism can accommodate this, regardless of whether the detached or the 

engaged perspective is adopted.  From the detached perspective, no moral statements turn 

out to be true, according to Horgan and Timmons.  Thus, from the detached perspective, 

moral nihilism is true.  (I would consider this to be the very definition of one version of 

moral nihilism.)  To adopt my favored terminology, this is to say that it is not the case 

that circumstances call for any action on the part of any agent.  Needless to say, then, if 

my description of our moral experiences is accurate, cognitivist expressivism does not 

comport with the deliverances of our moral experience from the detached perspective.

From the engaged perspective, Horgan and Timmons write that “the truth values 

assigned to sentences by a given valuation can perfectly well be those that reflect a given 

agent’s morally engaged truth assessments.  (These run in tandem with the agent’s 

morally engaged first order beliefs, in accordance with schema T)” (2006, 280).  If this is 

not a non-descriptivist form of stance-dependence (and hence of what I would call 

“relativism”), I am not sure how else to construe it.  In fact, Horgan and Timmons seem 
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to agree:

It should be noted that token descriptive sentences also can be construed as 
making belief-independent assertions (as we will call them) – i.e., assertions that 
are independent of any specific asserter(s).  For instance, an inscription on a 
subway wall of the sentence ‘There are no weapons of mass destruction in Iraq!’ 
asserts – in and of itself, apart from its author(s) – that there are no weapons of 
mass destruction in Iraq.  According to congitivist expressivism, however, 
sentence tokens whose overall content is not descriptive cannot rightly be 
construed as making belief-independent assertions.  If an inscription of ‘Abortion 
ought to be outlawed!’ is written on a subway wall, then it can be correctly 
regarded as an assertion only insofar as one interprets it as expressing an ought-
commitment of some person(s), known or unknown. (2006, 282)

The need to attribute moral statements to “some person(s), known or unknown” before 

interpreting them as assertions suggests that – qua assertions at least – moral statements 

require a reference to a moral outlook as an essential part – viz., they are essentially 

stance-dependent.  This is enough for them to run directly afoul of our moral experience.

Before moving on, I make one observation about the treatment of purely 

descriptive sentences in the preceding quotation.  If the sentence, “There are no weapons 

of mass destruction in Iraq!” makes an assertion in and of itself, apart from any 

asserter(s), this must show that the notion of assertion in some sense outstrips the notion 

of belief commitment.  On Horgan and Timmons’ view, there apparently is – or at least 

can be – a difference in meaning between

WMD1 There are no weapons of mass destruction in Iraq!

and

WMD2 It is the case that there are no weapons of mass destruction in Iraq!

(where WMD2 is interpreted as meaning I[“that there are no weapons of mass destruction 

in Iraq!”]).  Furthermore, on Horgan and Timmons’ view, there is no form of moral 



223

assertion parallel with WMD1.  Put another way, cognitivist expressivism seems to 

recognize two forms of assertion and allows that moral judgments can instantiate only 

one of them.  Moreover, it seems at least possible, for all Horgan and Timmons have said, 

that the presumptions of our ordinary moral thought and discourse include the 

presumption that moral judgments are assertions of the other type.  If so, then cognitvist 

expressivism does not accommodate this presumption.  More importantly for my 

purposes, however, is the consequence, already argued for, that cognitivist expressivism 

cannot accommodate the appropriate type of stance-independence of (correct) moral 

judgments.

5.3 Expressivism More Generally

I have given extended attention to two recent versions of sophisticated 

expressivism, as presented by Mark Timmons and by Horgan and Timmons, respectively. 

I cannot here also give the dedicated attention to the works of Allan Gibbard and Simon 

Blackburn that they deserve.  However, in light of the preceding discussion, it is now 

possible to make some general observations about the likely fate of any version of 

sophisticated expressivism with respect to accommodation of our moral experience.

James Dreier (2004) has complained that it is difficult to tell sophisticated 

expressivism apart from realism (and he thinks this is not specifically a problem for 

expressivists but rather for anyone who thinks there is a difference between realism and 

expressivism).  I address Dreier’s complaint more directly in the next section, but here, is 

there anything we can say that would tie together a certain family of metaethical views 

such that they all deserve the single label “expressivist”?  Horgan and Timmons read 
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Gibbard, at least, in the following manner: “Gibbard (1990: 7-8) uses the term 

‘expressivism’ to be expressive of attitudes that do not purport to represent or describe 

some moral reality.  So expressivism is committed to nondescriptivism about moral 

judgments and utterances” (Horgan and Timmons 2006, 257).  If we take this to be the 

touchstone of expressivism, then it is unlikely that any version of expressivism would be 

able to accommodate both the objectivity and the normative authority of morality as 

those are represented in our moral experience.  For immediate purposes I am not taking 

issue with sophisticated expressivism’s appeal to minimalism in order to claim that 

expressivism can accommodate such things as the truth-aptness of moral discourse. 

Those may be granted and either objectivity or normative authority will still fall by the 

wayside.

Recall that I have argued that our moral experience represents various 

circumstances as calling for responses on the part of various agents independently of 

what any actual human agent thinks about what is called for in those circumstances. 

Expressivism is, by its very nature, opposed to this.  According to expressivism, even if 

moral language is in no way representational of human attitudes, it is expressive of them. 

And the attitudes that moral language expresses are the very ones that our moral 

experience represents as not mattering to what is called for in given circumstances.  It 

would be difficult to reconcile these two things.  Things might be different, I suppose, if 

there were unanimity (for lack of a better word) of moral attitude among all human 

beings, or if some version of expressivism began privileging the attitude of some 

particular individual human being (or perhaps even of some particular non-human being, 
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such as God).  In the first case, however, even if there were complete unanimity among 

human moral attitudes, this would underwrite objectivity at most contingently – and the 

thought experiments I presented in §1.4.1 suggest a stronger form of objectivity than this. 

In the second case, to privilege the attitudes of some particular being would be to depart 

radically from traditional and even recent forms of expressivism.  However, let us 

suppose that somehow ordinary moral language could be construed as expressing (and 

not describing) the attitudes of, say, God.  It is hard to see what the motivation for such a 

view might be, but let us set that aside.  If expressivism were to somehow privilege the 

attitudes of a single being, it would then be in danger of collapsing into ideal observer 

theory – which has already come in for criticism in the previous chapter.  Given what 

expressivism is, it does not seem able to accommodate both the objectivity and normative 

authority of morality simultaneously.  In this respect it meets the same fate as 

constructivism.

5.4 Creeping Minimalism

As already noted, James Dreier (2004) has complained that expressivists (among 

whom I am including quasi-realists such as Blackburn) and realists can no longer easily 

tell each other’s views apart.  The natural way of trying to distinguish them is to say that 

expressivists do not consider moral judgments to be representing or describing anything, 

while realists do.79  Unfortunately, Dreier worries that the minimalism of sophisticated 

expressivists threatens to erode this distinction.  To see how, let us back up a step.

79 For my purposes, the relevant question then becomes whether non-descriptivist views 
can accommodate the objectivity and normative authority of morality.
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Sophisticated (here, read “minimalist”) expressivism grants that there are, after 

all, such things as moral facts, properties, and truth – though only in some minimal 

sense.To again adopt the notation of Hilary Putnam, we might say that expressivists 

affirm that there are moral facts, properties, and truth, but deny that there are moral 

FACTS, PROPERTIES, and TRUTH.  But if we can distinguish thusly, why not also 

distinguish representation from REPRESENTATION and description from 

DESCRIPTION?  So why can’t sophisticated expressivists say that they do consider 

moral judgments to represent and describe reality – but that they do not consider moral 

judgments to REPRESENT and DESCRIBE REALITY?  Now our initial method of 

distinguishing expressivists and realists has to be refined.  We cannot say that 

expressivists do not consider moral judgments to be representing or describing, because 

they do.  Although Dreier does not put the matter quite this way, we might say something 

like the following: “If ‘fact’ and ‘property’ talk comes automatically with ‘truth’ talk, why 

not think that ‘representation’ and ‘description’ talk come automatically with ‘fact’ and 

‘property’ talk?”  As Dreier sees things, once minimalism gets “creeping”, there is no 

way to stop it.  If it keeps on creeping, however, we will constantly need some new way 

of understanding the difference between expressivists and realists.  We might appeal at 

this point to Putnam’s original distinction between the meaning of the upper-case and 

lower-case versions of the same terms.  The former are suppose to pick out elements of 

the mind-independent world, while the latter do not.  But why not distinguish between 

“mind-independent” and “MIND-INDEPENDENT”?  If we do this, though, we need a 

new criterion for distinguishing the difference between these two versions of the “same” 
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thing.  But whatever criterion is introduced, it will be possible to distinguish between 

upper-case and lower-case versions of its name, too, with the result that a regress is 

created.  Thus, Dreier worries, the minimalism that supports sophisticated expressivism 

actually endangers the distinction between it and full-blown realism.

But why think that minimalism must keep on creeping?  Dreier never really says, 

but I suspect he is bothered by the quietist aspects of minimalism.  If someone wishes to 

say that there is nothing more to be said about truth than the following:

‘p’ is true if and only if p

then what is to stop them from going a step further and saying something like, “The 

appropriate response to questions of the form ‘What is the content of p?’ is simply the 

minimalist response: p...” (Timmons 1999, 133-4).  If we are supposed to be willing to 

use sentences of a given discourse and yet be unwilling to say anything at all about their 

content, it can seem like there are no linguistic rails left at all.  And if there are no 

linguistic rails at all, then how can we determine when a mode of discourse is to be 

understood minimalistically and when not?  Presumably we can’t, and there will be no 

mode of discourse left of which we can given an illuminating account and that we can use 

to explain the difference between minimal and maximal readings of any other discourse. 

Minimalism, then, might seem in danger of rendering unintelligible the content of all 

discourse whatever.

This is to go too far, however.  Although it would be difficult to respond to 

someone who continually took the “minimalist way out” in response to any questions 

about what they mean, taking the minimalist way out in one case does not obligate one to 
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take the minimalist way out in all cases.  The way to stop minimalism from creeping is 

simply to stop.  Sophisticated expressivists, moreover, presumably will appeal to various 

unique features of moral discourse as providing reasons for treating that discourse in a 

special way.  They do not necessarily refuse to give illuminating accounts of all realms of 

discourse, and even if their accounts of moral discourse seem to render it unintelligible, 

they need not be accused of rendering all discourse unintelligible.  For example, they can 

understand the notions of representation and description in a perfectly ordinary, 

“maximal” way.  This seems to be what Horgan and Timmons do, for example, and if 

they do this, we can retreat to our earlier method of distinguishing realism from 

expressivism (viz., that realists are committed to the existence of representational, 

descriptive moral facts, while expressivists are not).  Thus, I am not sure that the problem 

of creeping minimalism is really a problem.

Dreier’s discussion of sophisticated expressivism is far-ranging, but just one final 

point from his discussion need be mentioned here.  Sophisticated expressivists face a 

difficulty if they rely on the traditional way of understanding the distinction between 

terms such as “FACTS” and “facts”.  As Putnam intended, and as Timmons states that he 

himself intends, the upper-case terms refer to “inhabitants of the mind- and discourse-

independent world” (Timmons 1999, 116).  On this underderstanding, however, to say 

that sophisticated expressivists deny the existence of moral FACTS, PROPERTIES, and 

TRUTH is precisely going to lead to an inability to accommodate the objectivity of 

morality.  Dreier points out, however, that sophisticated expressivists appear to want to 

accommodate the objectivity of morality; after all, this is presumably what made 
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adopting talk about facts, properties, and truth attractive in the first place.  Sophisticated 

expressivists seem to agree, for example, that slavery is wrong.  Dreier supposes that 

expressivists are “surely not going to say that slavery would not be morally wrong, if 

only we slavery-haters mellowed out a little.  So the wrongness of slavery is mind-

independent after all” (Dreier 2004, 29-30).80  This is, in fact, one reason Dreier becomes 

concerned about the problem of “creeping minimalism” in the first place: he supposes 

that diverging views about the mind-independence of morality can’t be what ultimately 

separates realists from sophisticated expressivists, because the latter speak as if morality 

is mind-independent after all (or, to use my preferred terminology, stance-independent). 

If this is a problem, however, it is an internal problem for sophisticated expressivism. 

Sophisticated expressivists don’t want to say, for example, that the fact (even in some 

minimal sense) that slavery is wrong might change based on what people think about 

slavery, and his makes them appear committed to objectivity.  On the other hand, I have 

already argued that expressivism is unable to accommodate such objectivity.  Without 

this, however, it is hard to find motivation for sophisticated expressivism’s various 

concessions to realism.  (Why not just go on with traditional expressivism?) 

Sophisticated expressivists thus seem to face a difficulty in both motivating and 

consistently holding their view.  This is not, however, a problem for telling realism and 

expressivism apart.  It would be, if actual expressivists allowed minimalism to creep to 

the point of distinguishing between mind-independence and MIND-INDEPENDENCE or 

between description and DESCRIPTION.  But they don’t, as far as I can see, and neither 

80 Dreier directs this point specifically at Timmons (1999), but presumably it holds 
against all sophisticated expressivists.
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do they need to.  Although, as I have earlier suggested, digesting minimalist theories may 

require the difficult mental task of setting aside one’s deeply held linguistic intuitions 

relating to words like “true”, this work can be done, and I have tried to do some of it here. 

Pace Dreier, the distinction between realism and expressivism is not in danger – at least 

not for practical purposes, when the views of actual sophisticated expressivists and actual 

realists are under consideration.

5.6 Summary

Sophisticated expressivism is a legitimate metaethical alternative, one that can be 

distinguished from realism.  However, actual versions of sophisticated expressivism do 

not successfully accommodate the objectivity of morality.  This is a consequence of 

expressivism’s deepest (and indeed definitive) feature: the view that moral language 

serves to express rather than to describe.  Given this, sophisticated expressivism cannot 

accommodate the deliverances of our moral experience.
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CHAPTER 6: THE ARGUMENTS FROM DISAGREEMENT AND QUEERNESS81

Before concluding, even provisionally, that we have undefeated epistemic 

justification for accepting moral realism, I must examine two of the most prominent 

arguments against realism: the argument from disagreement and the argument from 

queerness, the contemporary locus classicus for which is J. L. Mackie’s Ethics: Inventing 

Right and Wrong (1977, chap. 1).  If either of these arguments succeed, then moral 

realism must fail.

6.1 The Argument from Disagreement

For present purposes, there are two ways in which the argument from 

disagreement may be understood: either as generating a rebutting defeater for moral 

realism or an undermining defeater for the arguments I have given in favor of realism.  To 

view the argument as a rebutting defeater is to view it either as a direct argument for the 

falsehood of moral realism or as an argument for the truth of some conflicting view, 

while to view the argument as an undermining defeater is to view it as in some way 

diminishing or canceling the defeasible justification that I have argued we have for 

accepting realism.  In the former case, there are at least two ways of constructing the 

argument, while in the latter case there is, in effect, only one.  While I cannot here discuss 

all possible ways of constructing an argument from disagreement, I discuss these three 

reasonably promising versions.  Despite any initial appeal they may have, however, they 

ultimately fail.

81  The label “argument from queerness” has become misleading, given contemporary 
sexual associations with the word “queer”.  In the current context, “queer” and its 
cognate forms retain their original meaning of “odd”.
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6.1.1 An Argument to the Best Explanation Based on Actual Disagreement

Russ Shafer-Landau (2003) presents the argument from disagreement as an 

argument to the best explanation.  The first step in the argument on this (or any) construal 

is to establish the existence of moral disagreement of a certain type, degree, or 

persistence.  The next step, on the current construal, is to argue that moral irrealism 

accounts for the existence of such disagreement better than realism does.  Shafer-Landau 

further distinguishes between two “types” (for lack of a better word) of disagreement that 

might need to be explained: actual disagreement and hypothetical disagreement, where 

the latter is disagreement that allegedly would remain even among members of a 

community of idealized, fully rational agents.  I first examine the argument based on 

actual disagreement.

Given that there is disagreement in the actual world over a number of moral 

issues, what are we to make of this?  One standard realist response is to observe that in 

fact there is also a great deal of agreement about moral issues, even across cultures and 

times, and to further observe that a great deal of the disagreement that does exist is 

actually due to disagreement about non-moral issues (such as, to borrow an example from 

Sinnott-Armstrong, whether capital punishment in fact deters certain types of crime better 

than alternative penalties do).  However, even when these observations are accounted for, 

Shafer-Landau claims that “there does seem to be broader agreement in [fields such as] 

physics and chemistry than there is in ethics, both about method and about substance” 

(2003, 218).  The idea is that there is, compared to ethics, little disagreement in the fields 

– scientific fields – that are the best candidates for receiving a realist construal.  Given 
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this, so the argument goes, the additional level of disagreement that we encounter over 

ethical matters calls for explanation.  The next point is that this additional level of 

disagreement is best explained by irrealist views.  To evaluate these claims, we must look 

at the relative levels of disagreement within the sciences and within ethics, and then at 

how both realists and irrealists explain the disagreement that does exist.

First, can it be established that there is more disagreement in ethics than in the 

sciences, or that the disagreement is deeper or more persistent in ethics?  I do not see how 

this could be done.  Shafer-Landau says that there “seems” to be a greater level of 

disagreement in ethics, but this does not seem to be the case to me.  In saying this I do not 

mean to deny the point outright, nor to claim that the opposite seems to me be the case; I 

am merely saying that it does not seem obvious that there is, in some relevant sense, more 

disagreement in ethics than in the sciences.  It is hard to know what would count as there 

being “more” disagreement in one field than in another, and even if this could somehow 

be determined, there does not seem to be any way of measuring this.  What may be true is 

that, in the sciences, we have seen certain controversies resolved, while in ethics, the 

same disagreements seem to persist through time.  This can lead to the impression that 

progress is possible in the sciences but not in ethics.  However, even this is not really 

true.  Whereas people once generally accepted the institution of slavery, and then over 

time came to disagree hotly over the morality of the institution, it is now generally 

repudiated.  It may well be the case that the same will happen even with such 

controversial issues as abortion, given sufficient time.  Consequently, I am not inclined to 

grant the premise that morality is somehow subject to “more” disagreement than the 
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sciences are.  Still, what happens if we do grant this?

A realist about ethics will explain moral disagreement in the same sort of way that 

a realist about science will explain scientific disagreement: by appealing to human 

fallibility and the possibility of error.  Michael Huemer (2005) canvasses an impressive 

list of sources of human error: bias, miscalculation, confusion of similar but distinct 

issues, misunderstanding and lack of understanding, failure to notice relevant details, 

hasty judgment or judgment on the basis of incomplete or faulty information, 

stubborness, commission of logical fallacies, forgetfulness, and the intrinsic difficulty of 

some questions, among others (137-9).  If there really is more disagreement in ethics than 

in the sciences, then realists will say this is because factors such as the preceding are 

more difficult to eradicate in ethics than in the sciences.  This is plausible for several 

reasons, including, for example, that bias and acculturation are more likely to have an 

influence in ethics.  Furthermore, Shafer-Landau, following Brink (1989, 197-209) who 

is following Parfit (1984, 453-4), observes that “the number of people and resources 

devoted to the development of secular ethical theories pales in comparison to those spent 

on scientific investigation” (2003, 219).  This would provide an additional explanation of 

why there is slower progress in ethics than in the sciences, and it points to a further 

explanation as well: “disagreement in the sciences”, as this phrase is being used in the 

current formulation of the argument from disagreement, is disagreement among 

professionals, but “disagreement in ethics” is generally taken to refer to disagreement 

among all people.  It is natural to expect wider disagreement among people as a whole on 

any issue; certainly, for example, there is more disagreement among people as whole on 
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scientific issues than there is among professional scientists.  So the moral realist explains 

moral disagreement by appealing to the unfortunate but undeniable propensity of humans 

to err, and explains the putative higher level of disagreement in ethics by pointing to: (1) 

the greater applicability in ethics of certain sources of error;82 (2) an unequal level of 

resources devoted to the pursuit of ethics and the sciences; and (3) an unfair comparison 

between the level of disagreement among all people, on the one hand, and among a select 

group of professionals, on the other hand.

How does the irrealist explain moral disagreement?  The first step in the irrealist 

explanation is to suppose that there are no stance-independent facts to disagree over, but 

of course this by itself cannot explain moral disagreement any more than the absence of 

stance-independent facts about whether vanilla is better than chocolate can, by itself, 

explain why some people prefer vanilla and others prefer chocolate.  The next step in the 

irrealist explanation must be to posit various sources of and influences on our moral 

views such that convergence among them would not be expected.  Evolutionary and 

social pressures, I suppose, would be paramount among these.  It is worth noting that 

typically only “error theorists” bother to actually attempt to construct such explanations, 

but let us set that aside.  The next step must be to somehow explain how evolutionary and 

social pressures lead to greater disagreement in ethics than in the sciences.  However, it is 

not immediately obvious why evolutionary and social pressure should lead to any 

disagreements in ethics at all; presumably, if these were the only operative forces, 

82 These factors are impressively depressing, but they need not eliminate one’s overall 
justification in holding ethical or metaethical beliefs, for they can be addressed by 
individuals who are so inclined.  See §6.1.3.
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humans could have devloped in such a way that there was perfect harmony among us on 

moral questions.  So the next step of the irrealist explanation must be to return to the first 

step, and to suppose that although the facts constrain our scientific theorizing, there are 

no facts to do any constraining in ethics, and hence we find less convergence of opinion 

in ethics than in the sciences.

Which explanation, the realist or the irrealist one, is better?  I have presented 

these explanations in very broad outline only, and I have elided various distinctions (such 

as between cognitivist and non-cognitivist interpretations of moral language) that 

influence how such explanations would have to be constructed.  Before an adequate 

evaluation of which explanation is better could be made, many details would need to be 

filled in.  The simple fact that we have no such detailed explanations at hand, whether 

developed by realists or irrealists, is enough to undermine the positive claim that one type 

of explanation is better than the other, and hence enough to undermine this version of the 

argument from queerness.  However, setting this aside, it is not clear even that one of the 

two general types of explanation is better than the other.  The irrealist might lay claim to 

a smaller ontology than the realist, but this is a general theoretical advantage (if it is one) 

of irrealism, and not one related in any special way to the issue of disagreement.  The 

realist, on the other hand, can lay claim to the simplicity and elegance of continuity 

among explanations of both scientific and moral disagreement (they are both due, 

ultimately, to various sources of human error).  Beyond this, it is hard to see what relative 

theoretical advantages either type of explanation might lay claim to.  Both types of 

explanation, for example, seem adequate to “save the phenomena”.
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Furthermore, there is a serious disadvantage to supposing that a greater level of 

disagreement in ethics favors an irrealist metaethic.  This is because there is arguably no 

less disagreement in philosophy as a whole than in ethics in particular (cf. Shafer-Landau 

2003, 220, 225-6).  However, few people think that there are no stance-independent facts 

of the matter with respect to, say, metaphysics.  Shafer-Landau observes:

Even philosophers who are substantively sceptical about some domains 
(universals, free will, God, or moral facts) write as if their views were 
correct – not just endorsed by them; not just consistent with the attitudes 
they antecedently held; not just reflective of the spirit of the times, but 
correct for everyone, always – correct simpliciter. (2003, 220)

If irrealism provided the best explanation of the disagreement in ethics, it is hard to see 

why it wouldn’t provide the best explanation of disagreement about all philosophical 

issues.  The argument from disagreement thus seems committed to a fairly general, and 

perhaps global, philosophical irrealism.  Not only is this implausible, and a conclusion 

that many proponents of the argument from disagreement would wish to resist, but it 

actually undermines the argument from disagreement itself (cf. Huemer 2005, 146-8). 

That is, in so far as the question of whether the argument from disagreement succeeds is a 

philosophical question, general philosophical irrealism dictates that there is no fact of the 

matter regarding whether the argument from disagreement succeeds.

For these reasons, then, an argument to the best explanation of actual moral 

disagreement does not succeed in rebutting moral realism.  It is not clear, to begin with, 

that there is greater disagreement in ethics than in the sciences, or that there is any way to 

measure this.  If we suppose for the sake of argument that this is the case, however, 

realists appear to have a type of explanation available to them that is not obviously 
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inferior to the types available to irrealists – and the realist’s explanation has the advantage 

of not committing one to a general philosophical irrealism.  Michael Huemer observes, 

“Given the multitude of ways human beings can go wrong, why do anti-realists think that 

moral disagreement must be explained by a shortage of objective facts?” (2005, 139).

6.1.2 An Argument to the Best Explanation Based on Hypothetical Disagreement

Shafer-Landau thinks that a stronger form of the argument from disagreement can 

be constructed from the thesis that, even under idealized conditions of full rationality, 

moral disagreement would persist.  Even if this form of the argument is stronger, 

however, I agree with Shafer-Landau that it ultimately fails.  As Shafer-Landau points 

out, there are two conceptions of rationality that might be in play: substantive and 

procedural.  On a substantive conception of rationality, “one is rational only if one 

possesses certain particular beliefs or ends, and fails to possess others”.  Once this is 

allowed, it follows that “rational beings, qua rational beings, will share the same 

commitments (namely, a commitment to the substantive reasons that define the rational 

perspective)”.  However, this makes it “far likelier” that perfectly rational agents will 

agree on moral questions (all quotations in this paragraph are from Shafer-Landau 2003, 

222).  Given this, a substantive conception of rationality tends to undermine the first 

premise of this version of the argument from disagreement – viz., that there would be 

disagreement regarding moral matters even among ideally rational agents.

Irrealists who wish to press this form of the argument will thus insist on a 

procedural conception of rationality, according to which “being rational or exercising 

one’s rationality essentially involves a series of operations over one’s existing 



239

commitments.  These operations involve deduction, induction, abduction, and 

instrumental reasoning” (Shafer-Landau 2003, 221).  The first premise of the argument 

from disagreement can now be supported on the supposition that ideally rational agents 

can start with differing initial commitments, and that even the perfect and persistent 

exercise of one’s rationality will not lead to convergence among agents’ ex post 

commitments.  As Shafer-Landau points out, the immediate effect of this is to produce an 

argument against constructivism rather than against realism (cf. §§4.2.1 – 4.2.2).  It can 

be turned into an argument against realism only if a commitment to the non-existence of 

stance-independent moral facts somehow figures in a better explanation of such 

hypothetical disagreement than the explanation that realists will provide.  Once again, 

realists will point to the possibility of error.  Unless we begin with a constructivist notion 

of truth in general, such that what is true is what is believed or agreed upon under 

conditions of ideal rationality, there is no reason to suppose that a perfect exercise of 

procedural rationality would guarantee that truth be reached – and in this context, to 

adopt such a constructivist view of truth in general would be question-begging against the 

realist.  Thus, given a procedural conception of rationality, even perfectly rational agents 

can make mistakes.  The realist’s explanation of why disagreement persists even among 

procedurally ideally rational agents is simply that this type of rationality itself is not such 

as to guarantee convergence of opinion.  But this must be the irrealist’s explanation, too; 

appeals to evolution and social pressure are not likely to go very far once the idealization 

process has been taken into account.  In short, whether or not there are stance-

independent moral facts, one cannot expect convergence of opinion among fully rational 
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agents given a procedural conception of rationality.  There is no important difference here 

between the realist’s and the irrealist’s explanation of disagreement in this case precisely 

because the facts might not constrain what ideally rational agents would believe. 

Moreover, this discussion has been predicated on the assumption that there would in fact 

be disagreement among ideally procedurally rational agents.  I have subjected this 

assumption to no critical scrutiny, and I amm prepared to concede it.  But if it is not true, 

of course, this version of the argument from disagreement simply cannot get started.

In summary, an argument based on the likely disagreement of ideally rational 

agents on moral matters requires a procedural conception of rationality. Once such a 

conception is granted, however, there is no reason, even given realism, to suppose that 

ideally rational agents would converge in their moral opinions.  Thus the hypothetical 

existence of such disagreement fails to be better explained by irrealism than by realism.

6.1.3 Disagreement as an Undermining Defeater

The remaining way to understand the argument from disagreement is as 

undermining the defeasible justification that we have for accepting moral realism.  (In my 

view, this defeasible justification is grounded in our moral experience and the arguments 

given in chapters one and two).  On this construal, the argument depends not only on 

disagreement but also on the supposition that there is no antecedent reason to think that 

one agent is more likely to be correct than the other.  In such a case, it seems 

unreasonable for an agent (who is aware of this) to proceed just as she would have if 

there had been no disagreement.  Ex hypothesi, if there is no reason to prefer the 

judgment of one agent over the other, then awareness of the disagreement undermines 
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justification.  This is the general point that Sinnott-Armstrong’s “thermometer” argument 

(discussed in §2.2.3) was originally designed to support.  In §2.2.3 I put the thermometer 

argument to slightly different use and used it as a foil to argue that defeasible justification 

is undermined only when an agent has some positive reason to think that a defeater 

actually applies in a given case.  However, I do not dispute the point that, when an agent 

has no reason to prefer her own judgment over the judgment of another who disagrees 

with her, awareness of such disagreement serves to undermine justification with respect 

to the subject of the disagreement.  This is compatible with the view I defended in §2.2.3, 

because when an agent is aware that some other agent, whose judgment she has no reason 

to think inferior to her own, disagrees with her, the agent has positive reason to think that 

a defeater applies.  Thus, the existence of disagreement under these circumstances does 

undermine defeasible justification.  However, this undermining need not be “permanent” 

(for lack of a better word).  Sinnott-Armstrong agrees, for he holds merely that 

disagreement leads to the requirement that an agent seek confirmation in order to be once 

again justified.  The question for present purposes, then, is whether such confirmation can 

be gained with respect to moral realism.

There are a variety of ways an agent might go about seeking such confirmation. 

With respect to our moral experience, careful re-reflection on one’s experience is one way 

of seeking confirmation; imagining variations of the same scenario is another; doing all 

of this at different times and when in different moods is a third; and repeating all of these 

exercises after relevant conversations with others is a fourth.  Analogous activities can be 

performed with respect to the examination of philosophical argument.  Provided that, 
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after activities such as these, one obtains the same results – or provided that, after some 

number of iterations of this process, one obtains more or less stable results – then I 

maintain that sufficient confirmation has been obtained in order to reinstate the original 

defeasible justification that one originally had.

It will be objected that this is much too hasty, for it is likely in many cases that 

disagreement will persist, and if disagreement persists, will it not undermine justification 

all over again?  I grant that in many cases disagreement will persist, but on pain of both 

general skepticism and virtually global irrealism, this remaining disagreement cannot be 

taken to continue to undermine justification.  On some issues, even mathemeticians will 

encounter residual disagreement of this sort.  Certainly philosophers, physicists, chemists, 

economists, historians, and anthropologists, among others, will experience it in their 

respective fields.  Even eyewitnesses of one and the same event sometimes face 

disagreement of this type.  If disagreement must be fully resolved before justification is 

reinstated, then we will face skepticism with respect to very large swaths of our beliefs. 

Since I am here presupposing the failure of general skepticism, I reject any principle that 

leads to such a broad skepticism and conclude that there must be something wrong with 

the principle.  Moreover, it is not just skepticism that is hanging in the balance here, but 

almost any sort of realism (including scientific realism, as variously understood).  Even if 

we grant that unresolved disagreements persist in undermining justification in first-order 

beliefs (say, first-order scientific or ethical beliefs), we must ask whether that is reason to 

not be realists about that area of thought and inquiry.  Scientists and philosophers who 

disagree about a matter often agree that there is some stance-independent fact of the 
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matter – they disagree on what it is, but they agree that it is.  However, the epistemic 

principle in question would make this agreement unjustified.  In so far as every realm of 

discourse is beset by some unresolved disagreements, including some disagreements that 

seem likely to remain unresolved for the foreseeable future, belief in any form of realism 

becomes unjustified, given the principle in question.  Indeed, even beliefs about whether 

realism or irrealism holds with respect to a given discipline become unjustified.  We end 

up with irrealism and skepticism about whether realism holds, and irrealism and 

skepticism about whether irrealism and skepticism about whether realism holds hold – 

and so on.  Thus, in so far as this is implausible, and in so far as I am presupposing the 

failure of general skepticism, I adopt the general epistemic principle that defeasible 

justification can be reinstated after confirmation has been sought and found, even in the 

face of continued disagreement.  Whether this undermines an individual’s justification in 

accepting moral realism will ultimately depend on the results of that individual’s attempts 

at confirmation.  There is, however, no general defeat of our justification for accepting 

moral realism as a consequence of moral (or metaethical) disagreement.

6.2 The Argument from Queerness83

J. L. Mackie’s “argument from queerness” (1977, 38-42) is enormously intuitively 

powerful for many philosophical naturalists.  The argument relies on a somewhat obscure 

notion of “queerness”, to be clarified below (cf. n. 82).  Mackie often writes as if his 

83 This section is substantially revised and expanded from work originally submitted for 
credit in Phil 540, Fall 2000.  A modified version of this section is forthcoming as 
“The Vanishing Argument from Queerness” in The Australasian Journal of  
Philosophy, which is published by Taylor and Francis, Ltd.
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argument is directed against the existence of certain entities, viz., objective moral values. 

He compares, if not quite assimilates, objective moral values to Plato’s forms (1977, 

23-24, 40).  However, for present purposes we can read Mackie’s thesis as targeting the 

existence of objective (and a fortiori stance-independent) moral facts.  Nevertheless, for 

ease of exposition, I will follow Mackie in presenting the argument as against the 

existence of “objective moral values”.  For Mackie, the defining characteristic of 

objective values is their “intrinsic prescriptivity” – essentially what I have been calling 

their normative authority.  Mackie’s argument thus amounts to an argument against the 

existence of any objective moral values that have normative authority.  The argument is, 

in a nutshell, that such values would be objectionably “queer” if they existed, and so we 

have reason to doubt their existence.

Although the ultimate target of the argument from queerness is the existence of 

objective moral values, Mackie also presses on the alleged queerness of other things to 

which he thinks the proponent of objective values is committed.  He divides the argument 

into two main parts, one “metaphysical” and the other “epistemological”.  The former is 

the part that directly targets objective moral values themselves, while the latter targets our 

putative ability to have epistemic access to them. On Mackie’s view such access would 

require “a special sort of intuition”, and belief in such a form of intuition is “lame” (1977, 

39).  Each of these major strands of argument is then further divided in two, for Mackie is 

also troubled by the nature of the relationship that would have to obtain between the 

natural84
  features of (e.g.) an action and its moral features:

84 In this section I follow Mackie’s use of “natural”.  For this purpose we may consider 
“natural” to mean “purely descriptive”.
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What is the connection between the natural fact that an action is a piece of 
deliberate cruelty – say, causing pain just for fun – and the moral fact that it is 
wrong? ... [I]t is not merely that the two features occur together. The wrongness 
must somehow be ‘consequential’ or ‘supervenient’; it is wrong because it is a 
deliberate piece of cruelty. But just what in the world is signified by this 
‘because’? (1977, 41)

In turn, Mackie argues that our epistemic access to this relationship would also be queer. 

The double bifurcation of argument produces four targets, each of which, allegedly, the 

moral realist is committed to:

(1) objective moral values;

(2) our epistemic access to such values;

(3) the relationship between natural features and moral features; and

(4) our epistemic access to such a relationship.

Commitment to any of these four is considered suspect on the grounds that any of them, 

if it existed, would be objectionably queer. Each of these four targets must be examined 

in turn, but first two further questions should be addressed: what precisely does it mean to 

call something “queer”, and why is queerness objectionable?

6.2.1 Why is Queerness Objectionable?

The argument from queerness has been presented in a variety of ways, but one 

thing I find queer about many such presentations is that they allow the argument from 

queerness to collapse into one or more other well-known forms of argument – forms that 

are not usually called “arguments from queerness” in other contexts or which, at best, can 

claim the title only by appealing to a strained sense of the word “queer”.  The argument 

from queerness, however, is taken to have distinctive force and to deserve its own name. 
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To do justice to it and the role it has played in contemporary metaethics, we must search 

for a formulation that does not allow it merely to collapse into some other form of 

argument.  Mackie’s exposition lends itself to at least four interpretations of “queer”. 

Broadly speaking, these are:

(1) unnecessarily complicated, in the sense of not comporting with theoretical
simplicity;

(2) incomprehensible, in the sense of being “beyond our ken”;

(3) mysterious, in the sense of being unexplained or unexplainable; and

(4) strange, in the sense of being sui generis – that is, of a type fundamentally
 different from that of everything else.

One possible reading of the argument is that it is abductive – that is, an appeal to the best

explanation – where the phenomena to be explained are human moral practices. On this 

reading, objective moral values turn out to be queer because they do not figure in the best 

explanation of the phenomena in question, where the best explanation is taken to appeal 

only to findings from sciences such as evolutionary biology, history, and psychology.85 

85 Gilbert Harman (1977, chap. 1) makes an argument along these lines, though he does 
not characterize his argument as an argument from queerness. Jean Hampton fleetingly 
seems to read the argument from queerness in this way when she writes, “[Mackie] 
argues, first, that such language refers to objects or properties that are metaphysically 
‘queer’ by virtue of being inherently prescriptive.  Since the best scientific theories we 
have – in physics, chemistry, biology – neither recognize nor require for explanation 
any such object or property, Mackie concludes that we are not licensed to believe that 
they exist” (1998, 21-2).  However, Hampton goes on to note that “Mackie's 
arguments are clearly motivated by a substantive assumption about what kind of object 
or property can be natural, such that it is capable of being recognized by science” 
(Ibid).  The rest of Hampton's reply to Mackie appears to be informed by this latter 
reading of the argument, viz., by the view that Mackie considers objective moral 
values to be incapable of being recognized as “natural” in this unspecified sense. This 
is of course different from reading Mackie’s argument as depending on the fact that 
objective moral values are not currently recognized by our scientific theories.
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Put another way, this is to read “queer” in sense (1) noted above: it becomes synonymous 

with “ontologically superfluous”.  Whatever is not posited by our best scientific theories 

is queer, and an appeal to ontological parsimony grounds our rejection of whatever is 

queer.

Irrespective of the merits of this form of argument, this is an abuse of the word “queer”. 

To borrow an example from Quine and put it to slightly different use, Pegasus would not 

be queer, if he existed, merely because he does not figure in our explanations of anything. 

There is nothing especially queer about a horse with wings; it is merely the case that 

horses with wings do not exist.86
  Moreover, we can run the thought experiment in the 

other direction.  If new developments in physics led us to cease positing the existence of 

quarks, they would not for that reason suddenly become queer.  Indeed, one may regard 

quarks as already queer, in some sense, but this just shows how unnatural it is to read 

“queer” as synonymous with “not in keeping with ontological parsimony”, because 

presumably it is not ontologically profligate to posit the existence of quarks.  To be sure, 

appeals to parsimony often follow hard upon arguments from queerness, as those who 

reject some putative entity as queer will usually have an ontology more parsimonious 

than that of their opponents. However, the two appeals are not the same. The argument 

from queerness is supposed to reject the existence of entities that would be queer if they 

did exist, and this is not how appeals to parsimony are grounded.87  And in case some still 

wish to read the argument from queerness as an appeal to parsimony, we should note the 

86 At present.  What the advancing field of genetics may produce is another matter!  I am 
grateful to Matt Bedke for discussion of this and similar examples.

87 For a discussion of how appeals to parsimony are grounded, see Huemer 
(unpublished).
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consequence. In this case there would be no distinct argument from queerness, and we 

would do just as well to remove the phrase “argument from queerness” from our 

philosophical lexicons.  If it is not too extravagant to say so, the argument from queerness 

would vanish. We are already familiar with appeals to parsimony and have suitable 

language to deal with them. (We call them “appeals to parsimony”, not “arguments from 

queerness”.)

Three possible readings of “queer” remain.  The next one, which equates “queer” 

with “incomprehensible”, fares much better with respect to ordinary usage.  In some 

contexts, we might find ourselves saying something like the following: “What a queer 

concept the concept of a round square is. I simply can’t conceive of what a round square 

could be.”  In cases like this, our inability to understand something leads us to label it as 

queer. We must be careful, however, for we think that our inability to understand what it 

is for something to be both wholly round and wholly square is not a failing on our part. 

Instead, we think the concept itself is nonsensical and that nonsense is such as not to be 

understood even by the most perfect cognitive agents. And if the sort of 

incomprehensibility we read into “queer” is the one that applies to nonsense, we are no 

longer talking about an argument made by Mackie. Mackie explicitly considers R. M. 

Hare’s claim not to understand what is meant by the objectivity of moral values, and he 

rejects this position as inadequate (1977, 21-2, 39-40). So much for Mackie, but what 

about us? In my view, too, we should not understand the argument in this way. For one 

thing, I think we understand the concept of objective moral values perfectly well: it is just 

the concept of moral entities, properties, relations, or (especially) facts that are objective 
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and that carry normative authority (these claims are, in essence, the lessons of my first 

chapter).  Some may not understand how there could be such things, but that is not to say 

that they do not understand what those things would have to be.  Of course, there is not 

universal agreement on this point. Richard Joyce (2001), for example, contends that there 

is no sense to be made of objective moral values.88
  So far as I have noticed, however, 

Joyce refrains from calling his argument an argument from queerness.  In this case, too, 

we are already familiar with arguments that reject putative entities on the grounds that the 

language that allegedly picks them out is meaningless. Indeed, thirty years ago, we were 

much more familiar with such arguments. In contrast, the argument from queerness 

proceeds not by alleging that the putative entities in question are inconceivable, but rather 

by conceiving them (i.e., imagining them), and then reflecting on just how queer they 

would be if they did exist.  If “queer” turned out to be merely a synonym for 

“nonsensical”, there would be no distinct argument from queerness. Once again the 

argument would vanish.

What if “queer” is taken to mean “incomprehensible” in a broader sense – in the 

sense, as I initially glossed it, of being beyond our understanding?  In this case the 

argument from queerness does not collapse into some other, well-established argument, 

but it is not clear that an argument remains at all. The quasi-logical inference from 

inconceivability to impossibility is widely recognized, but there is no corresponding 

inference from “failing to be understood” to “impossible” or “non-existent”.  If, as this 

88 See especially his chs. 2 and 3. Strictly speaking, Joyce directs his argument against 
what he calls “categorical reasons” (reasons for action that have no connection with an 
agent's desires and interests).
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reading of the argument from queerness has it, objective moral values are not nonsensical 

but are still in some sense beyond our understanding, it is hard to see why this limitation 

on human cognitive capacity should count against the existence of such values. In this 

case there would be an appeal to queerness, perhaps, but no argument from queerness.

I thus reject reading “queer” in either sense (1) or (2). However, I concede that in 

at least one passage, Mackie does seem to have these senses in mind. He writes:

How much simpler and more comprehensible the situation would be if we could 
replace the moral quality with some sort of subjective response...? (1977, 41, 
emphasis mine)

Two points should be noted. First, explicit appeals to these characteristics are rare in 

Mackie’s presentation. There seems to be a more fundamental sense of queerness (one of 

those not yetdiscussed) that does better justice to Mackie’s text and that does most of the 

work in driving his argument. At this point, I issue a promissory note on this matter. 

Furthermore, Mackie gains rhetorical advantage by embedding appeals to simplicity and 

comprehensibility within the argument from queerness, so it is understandable that he 

would include them, but we need not read him as considering these appeals fundamental 

to the argument. Second, as already argued, the argument from queerness is supposed to 

be a distinctive and important argument on its own.  If we are to do justice to it, we must 

press on to find its heart.

The third sense of “queer”, in which it is synonymous with “mysterious”, is much 

closer to this heart. It is not uncommon to hear a philosopher say, in a slightly amazed 

tone – as if it were impossible to imagine anyone’s being content to live under such an 

indictment – “But that would be utterly mysterious!”  There is enormous intuitive 
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pressure to reject what is unexplained and especially what seems unexplainable. Indeed, I 

think this phenomenon itself explains a great deal of the intuitive appeal of the argument 

from queerness. Unfortunately, it is difficult if not impossible to construct an argument 

based on this sense of “queer”.  How might such an argument go? Obviously we are not 

in a position to reject the existence of a putative object solely because its existence, or 

something about it, is currently unexplained. None of our sciences can at present be 

considered “complete” – none of them even comes close – but we do not for this reason 

reject them or the entities they posit. Perhaps we are on better footing when it comes to 

rejecting putative objects which seem in principle to be unexplainable. However, we will 

never succeed in eliminating the unexplainable from our ontology. Suppose, for a 

moment, that we have in hand what we take to be the best and most complete possible 

explanation of all things. This will consist of a chain of explanations or some set of such 

chains. To trot out a familiar argument, each chain must terminate, or go in a circle, or be 

infinitely long. In the first case, the explanations at the points of terminus will themselves 

be unexplained, and since ex hypothesi we have the most complete possible explanation 

of all things, these unexplained explanations will be unexplainable. In the remaining 

cases, the question, “Why this chain of explanations?” arises.  In other words, the chains 

of explanation themselves will be unexplained, and since ex hypothesi we have the most 

complete possible explanation of all things, this is again a case not merely of something’s 

being unexplained but rather unexplainable.  I doubt very much that there is a principled 

way of rejecting something on the grounds that it is unexplained or unexplainable, for we 

will always have to accept some such things. The prospects for building an argument 
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from queerness on this sense of “queer” seem to me dim.89

We might still, however, construe the argument from queerness as a demand for 

explanation. This would not consist in rejecting objective moral values merely on the 

grounds that they or something about them was unexplained. Rather, the argument would 

consist in making a comparative claim, viz., that theories of the world that do not involve 

objective moral values leave less unexplained than theories of the world that do involve 

them. This is similar to, though slightly different from, the appeal to parsimony 

considered earlier, but it faces the same fate. We have long recognized demands for 

explanation, and such demands are not generally called arguments from queerness. 

Furthermore, in the sciences, we do not think of a theory or its posits as queer because 

they leave more unexplained than a rival. Although aversion to mystery explains a great 

deal of the appeal of the appeal to queerness, it does not provide a basis for the 

construction of a distinct philosophical argument.

There remains one reading of “queer”, and this is the one, I believe, that was 

foremost in Mackie’s mind. Consider the following passage, from the very beginning of 

Mackie’s presentation of the argument:

If there were objective values, then they would be entities or qualities or 
relations of a very strange sort, utterly different from anything else in the 
universe. Correspondingly, if we were aware of them, it would have to be 
by some special faculty of moral perception or intuition, utterly different 
from our ordinary ways of knowing everything else. (1977, 38)

And again:

[Arguments for the existence of objective moral values] involve the 

89 Horgan and Timmons (1992b) attempt an argument roughly along these lines, which I 
examine below.
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postulating of value-entities or value-features of quite a different order 
from anything else with which we are acquainted, and of a corresponding 
faculty with which to detect them. (1977, 40)

In these passages it is clearly the differentness of the entities and faculties in question that

Mackie finds objectionable. Of course, however, everything is different from everything 

else in some ways. The intensifiers in the above passages suggest that what is bothering 

Mackie is the degree to which objective values differ from everything else. They are not 

merely different but “utterly” different, not merely strange but “very strange”, and not 

merely unique in some ways but of “quite a different order from anything else”.90
  What’s 

bothering Mackie seems to be a belief that all existent things share certain unifying 

characteristics and that objective moral values cannot be construed as having those 

characteristics.91  If this is right, then in crude form the argument from queerness can be 

represented as follows:

Q1 (1) Everything that exists is of type f.

(2) Objective moral values cannot be construed as being of type f.

(3) Objective moral values do not exist.92

The argument turns on the value of f, and this may differ for each of the four 

targets of the argument. Obviously, more needs to be said, but I suggest that we have 

90 Garner similarly objects, ‘Moral facts are not just unusual in the way that facts about 
quarks and black holes are unusual, they are unusual in an unusual way....’ (1990, 
143).

91 Cf. n. 86. This reading of the argument is essentially the one presupposed by the bulk 
of Hampton’s reply to Mackie.

92 Aside from its simplicity, I call this presentation of the argument “crude” because it 
arguably states its first premise and conclusion too strongly. A better version might 
weaken premise (1) to state something such as, “We have good reason to suspect that 
everything that exists is of type ,” and modify the conclusion accordingly. I am 
grateful to Micha Mueller for bringing this point to my attention.
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finally come upon a reading of the argument that allows it to be construed both as a 

philosophical argument and as a distinctive appeal to queerness. We have prevented the 

argument from vanishing. Whether it succeeds, however, requires further examination.

6.2.2 The Argument’s First Target: Objective Moral Values Themselves

If the preceding is correct, we do best to understand queerness as some certain 

kind of differentness – a special, objectionable form of uniqueness. We must next 

determine the particular kind of uniqueness that is taken to be objectionable. This may 

differ for each of the argument’s four targets, so let us begin with the first one: objective 

moral values themselves. A natural thought is that their queerness consists precisely in 

their being objectively prescriptive (i.e., in carrying normative authority).  Indeed, in the 

summary of his first chapter, Mackie provides just such a gloss on queerness: he 

complains of the “metaphysical peculiarity of the supposed objective values, in that they 

would have to be intrinsically action-guiding and motivating” (1977, 49).  However, 

insofar as Mackie takes objective prescriptivity to be a defining characteristic of objective 

values, this understanding of what makes moral values objectionable simply begs the 

question. This can be seen by making the appropriate substitutions into Q1:

Q2 (1) Everything that exists fails to be objectively prescriptive.

(2) Objective moral values, if they exist, are objectively 

prescriptive.

(3) Objective moral values do not exist.

Since Mackie takes objective prescriptivity to be a defining characteristic of objective 

values, premise (1) begs the question straightaway. This can be remedied, of course, by 
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providing further argument in support of premise (1). Keeping in mind that we are 

understanding objective prescriptivity as the property of being objectively reason-giving, 

some of the most famous arguments in favor of premise (1) are found in Bernard 

Williams (1981). However, we need not introduce Williams’ arguments here to settle the 

fate of the argument from queerness. If we are convinced by independent arguments 

(which are not arguments from queerness) that nothing objectively prescriptive exists, 

then why add queerness to the picture?  Once the fuller version of the argument is given, 

there is no work left to be done by the concept of queerness. Once again, we must go 

further in our attempts to explicate the argument from queerness.

The best way to do so, I think, is to notice Mackie’s reply to the “companions in 

guilt” counter-argument. As Mackie presents the counter-argument, it applies to the 

epistemic branch of the argument from queerness, but we can make use of it for present 

purposes. Roughly, the counter-argument alleges that (our knowledge of) many things 

turns out to be “queer” and hence that queerness is not really objectionable.93  Mackie 

states that the only satisfactory reply to the counter-argument is to “show how, on 

empiricist foundations, we can construct an account of the ideas and beliefs and 

knowledge that we have of all these matters” (1977, 39).94
  He goes on to say:

I cannot even begin to do that here, though I have undertaken some parts 
of the task elsewhere. I can only state my belief that satisfactory accounts 
of most of these can be given in empirical terms. If some supposed 
metaphysical necessities or essences resist such treatment, then they too 

93 Putnam (1981) and Hampton (1998) introduce arguments along this line.
94 “All these matters” refers to a list of concepts Mackie borrows from Richard Price. 

Mackie’s full recitation of the list is: “our ideas of essence, number, identity, diversity, 
solidity, inertia, substance, the necessary existence and infinite extension of time and 
space, necessity and possibility in general, power, and causation” (1977, 39).
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should be included, along with objective values, among the targets of the 
argument from queerness. (1977, 39)

In these passages, Mackie seems to be thinking that to be queer is to fail to be susceptible 

of empirical investigation. Thus, to be non-queer (to be of type f) is to be susceptible of 

such investigation. Since this type of susceptibility is not a defining characteristic of 

objective values, on this reading of f, Q1 is not question-begging. The argument does, 

however, acquire the burden of establishing premise (1), which on this reading asserts 

that everything that exists is susceptible of empirical investigation. How could we 

establish this? Mackie refers to his own efforts in that direction and states his confidence 

in the future successes of empirically grounded investigation. Mackie’s confidence – 

which at first blush looks like a confession of faith – suggests that he endorses premise 

(1) on the basis of what we might call an “optimistic induction”, one that might produce 

an argument from queerness like the following:

Q3 (1) We have succeeded admirably in producing empirically

grounded accounts of things.

(2) Therefore, we will succeed at producing empirically grounded 

accounts of everything.

(3) Objective moral values are not susceptible of empirical 

investigation.

(4) Objective moral values do not exist.

This is a strange argument. Our success at producing explanations of a certain kind might

legitimately be taken as evidence that we will eventually succeed at producing all 
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possible explanations of that kind (and even this might be too optimistic), but such 

success provides no reason for concluding that everything that exists is susceptible of that 

kind of explanation. Premise (2) depends on this being the case and thus stands in need of 

further support. Whence might this support come? Another formulation of the argument 

grounds it not on “optimistic induction” but on straightforward enumerative induction, to 

wit:

Q4 (1) Many things are susceptible of empirically grounded

investigation.

(2) By induction, everything is susceptible of empirically grounded 

investigation.

(3) Objective moral values are not susceptible of empirically

grounded investigation.

(4) Objective moral values do not exist.

Unfortunately, the argument remains flawed. First, keeping in mind that we are 

interpreting “values” broadly so as to refer to entities, properties, relations, or facts, the 

above argument ignores the special place that mathematics occupies in our thinking. 

Mathematics undergirds our empirical investigations, and although empirical 

investigation may one day reproduce all the findings of mathematics (through, say, 

advanced neuroscience), we would not be prepared to reject our mathematical findings if 

empirical investigation ultimately fails to do so.  That we are committed to there being 

mathematical facts whether or not they can be empirically grounded – and indeed, that 

we rest our empirical investigations on such mathematical facts – shows that it is a 
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mistake to reject all facts not susceptible of empirical investigation.95
  Perhaps this claim 

is controversial. Even so, and even when we conceive of “values” more narrowly (so as 

to refer just to entities), the inductive move in premise (2) remains problematic.

Many things are green, but not all things are green; many things are pebbles in the 

Grand Canyon, but not all things are pebbles in the Grand Canyon; many things are 

phenomenally conscious experiences had by humans and animals, but not all things are 

phenomenally conscious experiences had by humans and animals.96
  Examples such as 

these can, of course, be multiplied indefinitely. Why should we think that the specific 

inductive inference in Q4 – which generalizes not to some specified target population, but 

to all things – is justified? We cannot appeal to ordinary statistical sampling procedures, 

which require a sample to be of a certain size, random, and not subject to known biases. 

How could we know whether such criteria are met when the target population is 

something as esoteric as all species of entity? For that matter, the sample population – the 

“many things” of premise (1) – has not been precisely defined, and we should pause to 

consider that. Obviously the sample consists of at least some things which are susceptible 

of empirical investigation. Perhaps it includes, among other things, the class of all green 

things and the class of all pebbles currently in the Grand Canyon. Does it also include all 

other classes of entity which are susceptible of empirical investigation? Well, why not? 

Increasing the size of the sample in this way can only strengthen our confidence in the 

inductive conclusion. Just as clearly, however, the sample cannot be enlarged to include 

95 I take it that empiricist views of mathematics fail, and that Frege (1980) succeeded in 
showing this.

96 I take it that there are such things as phenomenally conscious experiences, but if for 
some reason this is objectionable, the general point remains clear.
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putative classes of entities not susceptible of empirical investigation, for if the sample 

contains even one such member, the inductive conclusion would not follow (and indeed 

would be proven false). So let us suppose the sample to consist of all and only classes of 

entity that are susceptible of empirical investigation. A problem arises at this point: we 

have just defined our sample with reference to the criterion we are trying to project onto 

the target population. If ever there were a biased way to select a sample, this is it. Perhaps 

instead the sample should consist of all classes of entity that we, collectively, are certain 

exist. For example, if we agree that there are green things, pebbles in the Grand Canyon, 

hydrogen atoms, bullfinches, and non-winged horses, these classes of entity would be 

included in the sample, as would many more. We must also consider, however, what 

would be excluded by this method of defining our sample. Presumably numbers, 

objective values, phenomenally conscious experiences (as distinct from brain states), 

normative reasons of all types, tachyons, entities which come to be and cease to exist 

outside of our light cone,97
 and possible but non-actual entities. If we allow the idealist to 

have her way, perhaps pebbles in the Grand Canyon will also be excluded, and if we 

allow the solipsist to have his way, we ourselves will fail to make the cut.

Is there any such thing as the set of classes of entity such that we all agree that 

they exist? Probably not. If we restrict ourselves somewhat – say to the classes of entity 

that a majority of contemporary, Western, analytic philosophers are prepared to admit into 

97 “Tachyon” and “light cone” are technical terms from physics.  A tachyon is a 
hypothetical particle that always travels faster than the speed of light (such a particle is 
not ruled out by Einstein’s theories), and a light cone is that region of spacetime, with 
respect to a given observer, such that it is physically possible for information from that 
region (presumed to travel at a speed no greater than the speed of light) to reach that 
observer.
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their ontology – we will probably end up with something like the class of entities posited 

by our current scientific theories. Unfortunately, this is very nearly the same biased 

sample that we rejected a few moments ago. At this point it is not clear how to proceed, 

and it is not obvious that any legitimate way of defining the relevant sample can be 

found. The burden seems to lie with the proponent of Q4, and the prospects for success 

seem to me dim. We might make one last intuitive appeal to the idea that objective values 

are sui generis. If everything except objective values – if all but one class of entities, 

properties, relations, or facts – can be subsumed under a single genus, perhaps that gives 

us at least some reason to support the inductive move in Q4. Unfortunately, this way of 

supporting the induction runs smack into the “companions in guilt” counter-argument. 

Mackie himself could do no better in responding to this counter-argument than to assert 

his confidence that most things would turn out to be susceptible of empirically grounded 

investigation. This is not enough to ground the inductive move in Q4, and worse, Mackie 

allowed the possibility that objective values would not turn out to be sui generis after all: 

‘If some supposed metaphysical necessities or essences resist such treatment [roughly, 

empirical investigation], then they too should be included, along with objective values, 

among the targets of the argument from queerness’ (1977, 39, emphasis mine).

Finally, objective moral values are not in any case sui generis. They belong to a 

genus, namely objective values generally, a genus to which (putative) objective 

epistemic, aesthetic, and prudential values also belong. The inductive move in Q4 might 

gain plausibility from the thought that objective moral values form a lone, quirky outlier 

among putative species of entity, but they do not. For these reasons, it is a mistake to 
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ground arguments against objective moral values on the allegation that they are sui  

generis. Thus our last attempt to save Q4 fails.

6.2.3 The Second and Fourth Targets: Our Epistemic Access to Objective Moral Values

When we turn to the second and fourth targets of the argument from queerness –

epistemic access to putative objective values and to the putative supervenience 

relationship between natural and moral features – an argument with a form similar to that 

of Q4 has better success. In this case the relevant target population is much more modest; 

rather than being the set of all classes of entity, it is the set of our cognitive processes. 

Insofar as interactionist dualism remains a possibility in philosophy of mind, we cannot 

suppose that most of our cognitive processes are fully susceptible of empirical 

investigation. However, for present purposes, let us suppose that our other cognitive 

processes can, at least in principle, be fully investigated empirically. If, as Mackie seems 

to allege, cognitive access to putative objective moral values could not be investigated 

empirically, then it would indeed look as if we possessed some “special” faculty of moral 

intuition. In that case an argument such as the following could be constructed:

Q5 (1) All of our other cognitive processes are susceptible of 

empirical investigation.

(2) By induction, all of our cognitive processes are susceptible of 

empirical investigation.

(3) A putative faculty of moral intuition would not be susceptible 

of empirical investigation.

(4) Such a faculty does not exist.
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The interesting premise in this argument is the third one. Why think that a faculty of 

moral intuition would not be susceptible of empirical investigation? The problem cannot 

be merely that moral judgments are often intuitive. Jonathan Haidt (2001), for example, 

argues that “moral judgment is generally the result of quick, automatic evaluations 

(intuitions)”, but this does not stop him from investigating such judgments empirically.98 

On the contrary, his empirical investigations are what lead him to conclude that many of 

our moral judgments are intuitive. It is also not the case that something inherent in moral  

judgments blocks empirical investigation of them. Haidt, along with other “experimental 

philosophers” and psychologists, commonly investigates moral judgments via empirical 

methods (Haidt 2001; Greene et. al. 2001; Greene & Haidt 2002; Nichols & Mallon 

2005). These experimentalists seem to presuppose that there is nothing to making a moral 

judgment over and above what happens in our brains when we make them, and as long as 

we are setting aside interactionist dualism, we can grant this presupposition. But then 

there is nothing obviously queer, and certainly nothing resistant to empirical 

investigation, about our moral judgments. The worry that presumably underlies premise 

(3) of Q5 must be this: if there are objective values, then in order for us to have correct

beliefs about them, there must be something more to making moral judgments over and 

above what happens in our brains when we make them.

Strictly speaking, this assumption is false. Mathematical platonists need not posit 

an immaterial, above-and-beyond-our-brains faculty to support their view, and moral 

platonists (and moral realists more generally) need not do so either. What is needed, 

98The quotation is from the header abstract of Haidt (2001).



263

strictly speaking, is for our brains to engage in pattern recognition, much as they do when 

we see an object as a computer keyboard in front of us or when we see the face of a 

friend as the face of so-and-so. As long as our brains encode links between certain sorts 

of natural features (e.g., intentional and unprovoked killing of a fellow human being) and 

certain sorts of moral features (e.g., being wrong), then there need be nothing unusual 

about our epistemic access to putative ethical facts (or to the supervenience relationship 

between natural features and moral features). The sticking point for the realist is not that 

a faculty of moral intuition cannot be accurate unless it is queer, but rather the question of 

how such a faculty would have come to be accurate if it isn’t queer.

This question forms a significant challenge for the moral realist, and Sharon 

Street (2006) has pressed it forcefully. We should notice, however, the path the dialectic 

has taken. If we grant the possibility of interactionist dualism, Q5 fails for the same 

reason its predecessors have failed, viz., that the inductive move in its second premise 

cannot be supported. If we deny the possibility of interactionist dualism, then the third 

premise of Q5 bears the weight of the argument, but it is, strictly speaking, false. A 

faculty of moral intuition need not be extrabiological, and hence need not resist empirical 

investigation. To save Q5 we must alter it to something like the following:

Q6 (1) What goes on in human brains is all there is to human cognitive 

processes.

(2) Even if there are objective moral values, it is unlikely that our 

brains would have evolved so as to make accurate judgments 

about them.
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(3) Either there are no objective moral values, or we cannot trust 

our judgments about them (including the judgment that they 

exist).

Once again, we must ask whether this is genuinely an argument from queerness. What is 

being called into question is not the differentness of our faculty of moral judgment, but 

rather the likelihood that events would have unfolded in a certain way. Admittedly, it 

would be natural for someone to remark, “How queer that evolution would have guided 

our brains so that they happen to pick out correct moral truths,” but it would be equally 

natural, if not more so, to call such an occurrence “surprising” or “a remarkable 

coincidence”.  More importantly, Q6 is neither what Mackie had in mind, nor, I think, 

what contemporary philosophers have in mind, when they talk about the argument from 

queerness. Q6 is a unique and powerful argument, worthy of its own name, but a different 

one. Street has christened it the “Darwinian Dilemma”, and that seems a fitting name.99 

With respect to its epistemic targets, then, the argument from queerness again either 

misses its mark or transforms into a different argument.

6.2.4 The Remaining Target: The Relationship between Natural and Moral Facts

Mackie does not say much about how the argument from queerness is supposed to 

work with respect to its remaining target, the supervenience relationship between natural 

facts and moral facts. Much of what he does say suggests that he is demanding an 

account of the relationship between the two. For example (from a passage quoted earlier):

99 I cannot address the Darwinian Dilemma here, but I remark that the dilemma does not 
arise on theist or deist views. Cf. §2.2.3 and n. 45.



265

What is the connection between the natural fact that an action is a piece of 
deliberate cruelty – say, causing pain just for fun – and the moral fact that 
it is wrong? (1977, 41)

And again:

[It might be] that wrongness is a higher order property belonging to certain 
natural properties; but what is this belonging of properties to other 
properties? (Ibid.)

Mackie says that reflecting on these questions helps “bring out” the queerness of moral 

values. At the risk of sounding like a broken record, I reply that these questions do not 

provide the basis for a distinctive argument from queerness. Although demanding an 

account of something is not the same as demanding an explanation of it, the two demands 

are similar enough for present purposes, and I have already argued that we should not 

construe demands for explanation as arguments from queerness, nor that we should 

consider something queer simply because it is explanatorily basic. For there to be a 

genuine and distinctive argument here, there must be a claim that the supervenience 

relationships between natural and moral features differ significantly and problematically 

from supervenience relationships in other cases. To this end, let us consider some other 

cases. Two that Mackie seems to find unobjectionable involve semantic and logical 

necessity. (One of Mackie’s complaints about specifically moral supervenience 

relationships is that they cannot be understood in terms of these kinds of necessities.) 

Here, then, are some examples. Consider: (1) that some particular creature’s being an 

animal supervenes on its being a cat; (2) that some particular argument’s being 

deductively valid supervenes on its having a certain form; and (3) that some particular 

action’s being wrong supervenes on its being a deliberate act of cruelty.
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What can we say about the first case? Well, presumably that it follows from the 

definition of ‘cat’ that anything that is a cat is also an animal. This is straightforward 

enough, but I doubt we can say much more than this. In the second case, similarly, there 

is not much more to say than that validity follows form. If someone – perhaps an 

introductory logic student – were to ask us why this is so, we might fumble for an 

illuminating answer, but in the end we would probably not be able to do more than 

rephrase ourselves and multiply examples. Ultimately, one just has to “see” that 

deductive validity (or invalidity) follows from an argument’s form. Finally, in the third 

case, what more is there to be said than that it simply follows from an action’s being an 

instance of deliberate cruelty that it is wrong? My approach here is obvious: in all three 

cases, the relationships are fairly fundamental, and there is not much to say about them. 

Although moral supervenience relationships seem intuitively queer to many, it’s not 

obvious that they differ in any objectionable way from semantic and logical ones. This is 

not to say that they do not differ in any way, of course. In the semantic and logical cases, 

supervenience relationships hold among purely descriptive properties, while in the moral 

case, supervenience relationships hold between descriptive properties on the one hand 

and evaluative or normative properties on the other. To simply assert that there can be no 

relationships of this kind is to beg the question, but does this difference provide the basis 

for an argument from queerness? Once again, we might attempt an argument based on 

induction:

Q7 (1) Many supervenience relationships relate only descriptive 

properties.
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(2) By induction, all supervenience relationships relate only 

descriptive properties.

(3) Specifically moral supervenience relationships relate normative 

(or evaluative) properties with descriptive properties

(4) There are no specifically moral supervenience relationships.

Despite the new target, Q7 is not an improvement on previous arguments. To recapitulate, 

it is hard to see how the inductive move in premise (2) can be justified, and even if we 

appeal to the idea that supervenience relationships between natural and moral features are 

sui generis, we are overlooking other putative kinds of supervenience relationships 

(namely those involving putative objective aesthetic, epistemic, and prudential values). I 

take it, then, that Mackie has not provided the grounds for a successful, distinctive 

argument from queerness with respect to specifically moral supervenience relationships. 

Before we moving on, however, we should give attention to a more recent extension of 

this prong of the argument from queerness. Terry Horgan and Mark Timmons have 

created this extension in response to David Brink, whose own position on moral 

supervenience is as follows:

Assuming materialism is true, mental states supervene on physical states, 
yet few think that mental states are metaphysically queer (and those that 
do do not think that supervenience makes them queer). Social facts such as 
unemployment, inflation, and exploitation supervene upon physical facts, 
yet no one supposes that social facts are metaphysically queer. Biological 
states such as being an organism supervene on physical states, yet no one 
supposes that organisms are queer entities. Macro-scopic material objects 
such as tables supervene on micro-scopic physical particles, yet no one 
supposes that tables are queer entities. In short, it is difficult to see how 
the realist’s use of supervenience in explaining the relationship between 
moral and physical properties makes his position queer. (Brink 1984, 120)
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In response, Horgan and Timmons begin with a pre-theoretic understanding of a “broadly

naturalist” world view that embraces the two theses:

(1) that the ontologically primary or fundamental entities in the world are 
all part of the subject matter of physics; and (2) that the strictly physical 
facts (i.e., the facts describable in a canonical language of physics) 
determine, or fix, all the facts. (Horgan and Timmons 1992b, 225-6)

Hogan and Timmons recognize that such a world view can accommodate various kinds of

supervenience facts, but since such facts are not themselves physical facts, they insist 

that, in order to be naturalistically respectable, supervenience facts must themselves be 

explainable in terms of other facts:

A central feature of a naturalistic world-picture is that even if there are facts 
about the world that are explanatorily basic and hence not susceptible to 
explanation themselves, supervenience facts are not among them. Although 
explanation may have to end somewhere (perhaps with certain facts of physics, 
such as fundamental physical laws), facts about synchronic inter-level 
dependence relations should not be among those that are explanatorily sui  
generis. (Ibid., 227)

Horgan and Timmons proceed to argue that many irrealist metaethical views can meet 

this explanatory burden, and also that it can be met in the case of the supervenience of the 

mental upon the physical, but that it cannot be met by moral realism. The argument 

presents a challenge to anyone such as Brink who shares the pre-theoretical naturalism of 

Horgan and Timmons. However, suppose that Brink (and like-minded others, such as 

Richard Boyd and Nicholas Sturgeon) cannot meet this burden. Have Horgan and 

Timmons shown that the relevant supervenience relationships are objectionable?  Not so 

clearly. Perhaps what they have shown instead is that our pre-theoretic understanding of 

what counts as “natural” requires expansion, or alternatively, that we are better off 
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jettisoning this pre-theoretic naturalism. In any case, insofar as Horgan and Timmons are 

simply demanding explanation, they are not, in my view, offering a true argument from 

queerness. However, we can construct one final argument on the basis of their claims 

about explanation:

Q8 (1) Many supervenience relationships are susceptible of further 

explanation.

(2) By induction, all supervenience relationships are susceptible of 

further explanation.

(3) The putative supervenience relationships required by moral 

realism are not susceptible of further explanation.

(4) There are no such relationships (and hence, no objective moral 

values).

Once again, however, we encounter familiar difficulties with premise (2). And in this case 

in particular, semantic and logical supervenience relationships pose a particular threat to 

the inductive move.

6.2.5 The Appeal of the Argument from Queerness

I have attempted a fairly comprehensive review of the argument from queerness, 

and I conclude that a successful, distinctive argument from queerness is unlikely to be 

found. Of the various strands of argument, each either collapses into some other form of 

argument or has serious problems. At the least, I hope to have pushed the burden of proof 

back onto proponents of the argument from queerness. Despite my claims, however, the 

argument has tremendous appeal. If my account of the argument is to be plausible, then 
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like Mackie, I need an error theory. Why has the argument from queerness been so 

appealing? Why does believing in objective moral values seem to so many to be on a par 

with believing in ghosts and goblins? Part of the answer may be that it is natural 

(mistakenly) to suppose that such values are sui generis. However, I think the appeal of 

the argument goes deeper than this, for Mackie and many others have been unimpressed 

with the “companions in guilt” counter-argument. Mackie in particular was willing to 

simply expand the scope of the argument to target whatever concepts turned out to resist 

empiricist treatment. Clearly he was motivated by more than the sense that putative 

objective moral values were sui generis. To understand his motivation, I suggest we 

return to the sense of “queer” in which it is roughly synonymous with “mysterious”. 

Without having done any empirical research, I further suggest that there are two attitudes 

commonly taken toward mystery. One is to seek and embrace it (this attitude is taken by 

some people of faith), and another is to react with distinct aversion to it (this attitude is 

taken by many philosophers and scientists).100
 The task at hand is to understand and 

evaluate the attitude that predominates among the latter group.

I suspect we philosophers are motivated in part by what I earlier called the 

“optimistic induction”.  Many phenomena that used to be “beyond our ken” have turned 

out to have empirical explanations: the movements of the heavenly bodies, the 

occurrence of natural disasters, and the causes and behavior of diseases and chemical 

reactions, to name just a few. Moreover, our possession of a scientific method gives us 

confidence in our ability to unravel many or all of the mysteries that remain. We have not 

100I do not, of course, mean to imply that there are no scientists or philosophers who are 
people of faith.
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been successful in giving empirical explanations merely by chance, and we may come to 

believe, even if only subconsciously, that nothing is unexplainable.

Of course, however, some things must be explanatorily basic. When we think 

consciously about the matter, we admit this, but it is a concession that nature (or perhaps 

logic) wrests from us unwillingly.  Horgan’s and Timmons’ line on explanatorily basic 

supervenience relationships illustrates this, and I think this resistance to what seems 

inexplicable underwrites much of the appeal of the argument from queerness. In our more 

reflective moments, however, we recognize that mystery cannot be eliminated from the 

universe, and certainly to date it has not been. For example, we have no adequate account 

of the “how” and “why” of the fundamental forces in our current physics, such as gravity 

and electromagnetism.101  Similarly, we have no adequate account of why there are matter 

and energy at all. Perhaps it is unreasonable to ask for answers to these questions, but that 

is just the point. If we ponder these things, we find that they are mysterious. Is gravity 

really any less mysterious than explanatorily basic supervenience relationships? I don’t 

see why it should be, or even how it could be. To be sure, gravity is a universally 

accepted phenomenon. But this is just to say that we all accept a phenomenon that is 

fundamentally mysterious.

When our attention is frequently devoted to items which are explicable in terms of 

lower-level phenomena, such as biological or chemical phenomena, we lose our sense of 

mystery with regard to those phenomena. If we do not also turn our attention to the truly 

101Some may object to the statement that we have no adequate account of how these 
forces work. Setting aside relativity, we might say that gravity, for example, works via 
the mutual attraction of massive objects. But to say this is not really to give an account 
of how gravity works; it is merely to restate what gravity is.
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low-level phenomena, we risk losing sight of the fact that they are fundamentally 

mysterious. We may become comfortable in the universe, thinking that there is no real 

mystery in it. But this simply is not true. Philosophers and scientists may never embrace 

mystery, but in some cases we must come at least to accept it. If we do, the argument 

from queerness may lose much of its appeal – as indeed it should, if my analysis is 

correct.

6.3 Conclusion

I have argued that neither the argument from disagreement nor the argument from 

queerness succeeds in undermining or rebutting our defeasible justification in moral 

realism. Of course, much remains to be said about other possible defeaters of moral 

realism (including types of arguments that the argument from queerness sometimes 

collapses into), and I have not considered all prominent competing metaethical theories. 

However, if my arguments are correct, they go significant distance toward showing that 

we are justified in believing moral realism – that is, that we ought to believe it.  This is 

because: (1) our moral experience represents morality as objective and as carrying 

normative authority; (2) we are justified in forming beliefs on the basis of that 

experience; (3) that justification is undefeated (at least in so far as my investigation has 

thus far gone); and (4) moral realism can, while various important competing metaethical 

theories cannot, accommodate the objectivity and normative authority.
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APPENDIX A: PLATONISM AND PARSIMONY

I suspect that some of the most powerful motives keeping many philosophers 

away from moral realism are desires to keep a tight reign on ontology.  In discussing the 

argument from queerness in chapter six, I have made some attempt to address one of 

these worries.  However, even quite apart from aversions to metaphysical “queerness”, I 

suspect that many philosophers are worried that moral realism – or at least, versions of it 

that are not at least weakly reductive – might entail a commitment to some form of 

platonism.102  This in turn is seen as worrisome for two reasons.  First, the idea of the 

existence of something like platonic forms in something like Plato’s heaven is just seen as 

wildly implausible, and second, a commitment to ontological parsimony creates further 

pressure against platonism.  I here attempt to briefly sketch replies to both concerns.

A.1 Platonism

I am not claiming that platonism (in any form) is required for a moral realism of 

the sort I have here defended.  However, I think it wise to let one’s metaphysic follow 

one’s epistemology, and in so far as my arguments have succeeded, we have good reason 

to adopt moral realism, regardless of what ontological commitments that may, in the end, 

require.  Nonetheless, in so far as many philosophers do not have such a relaxed attitude 

toward ontology, and in so far as realism might require platonism, allow me to say a few 

words on platonism’s behalf.  I cannot here do justice, even remotely, to the tasks of 

characterizing platonism and examining arguments for and against it.  I here offer merely 

102I here spell “platonism” with a small “p” in deference to the fact that it is an open 
question to what extent the family of views that we contemporary philosophers have in 
mind when we say “platonism” may or may not resemble views that Plato discussed.
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the barest sketch of one observation that might go a little way toward undermining the 

intuitive resistance that some philosophers have with respect to platonism.

Imagine Plato’s form of the good – or try to.  I am not sure what you will end up 

imagining, and I am not even sure what it is that I end up imagining when I try this, but I 

know that I cannot shake an image of spatial location from my mind.  I am fully aware 

that platonic forms are not the right kinds of things to be spatially or temporally located, 

but the exercise produces for me a result in some ways similar to that produced by trying 

to imagine a single electron floating alone in outer space.  (Try to imagine that, too.) 

Perhaps the results of the two exercises are radically different for you, and even for 

myself there are some notable differences.  For example, when I imagine the form of the 

good, I do not imagine darkness or blackness, as I do when I imagine the void of outer 

space.  But somehow the form of the good, whatever it is, seems to me like it must be 

somewhere – Plato’s Heaven, I suppose – and no matter what else happens (or doesn’t) 

when I try to imagine the form of the good, I find it difficult to get away from the idea of 

something’s existing somewhere.  This is, however, an error of imagination.  Platonic 

forms, even if they exist, are not in Plato’s Heaven, and neither are they in God’s heaven, 

seated at his right hand.  They are not anywhere, period.

I am not a cognitive scientist, and for all I know, human beings may be 

constitutionally incapable of conceiving of existence apart from spatiotemporal location. 

This does not, of course, entail the impossibility of such existence, for even if 

conceivability entails possibility, the inverse need not hold.  This does, however, explain 

at least some of the intuitive resistance many have to platonism.  We don’t believe in a 
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place like Plato’s Heaven.  Where would it be?  Somewhere between the Milky Way and 

Andromeda galaxies?  In some parallel world, like Narnia?103  Perhaps just beyond Twin 

Earth?  Of course, some contemporary philosophers believe in at least some of these 

places, for modal realists are committed to the reality of Twin Earth, and of Narnia, too – 

or, in case the fictional works describing Narnia contain some logical contradictions, 

many places very like it.  But by and large we don’t believe in these places, and we don’t 

believe in Plato’s Heaven, either.  And since we presume that Plato’s Heaven is where 

platonic forms would have to be, we don’t believe in them, either.  However, some of our 

ideas about existence might need to change.  We might need simply to accept that, even 

though we don’t have any conception of what it might be for non-spatiotemporally 

located things to exist, they might exist anyway.  In fact, if we give up the exercise we 

engaged in a few moments ago – if we give up trying to imagine platonic forms, or 

numbers – we might be less inclined to reject them so quickly.  Obviously, these brief 

comments alone cannot clear away all resistance to the idea of such things as platonic 

forms.  But giving up the idea that there must be a place for platonic forms might be the 

first step toward easing toward their acceptance.

A.2 Parsimony

Even if platonism were found to be intrinsically palatable, many would still resist 

it on grounds of appeal to the theoretical virtue of parsimony.  For present purposes, we 

may regard this as the virtue that a theory has in so far as it posits a minimal number of 

103“Narnia” refers to the fictitious magical land inhabited by talking animals as 
described in C. S. Lewis’s series The Chronicles of Narnia.  The most famous of these 
chronicles is The Lion, the Witch, and the Wardrobe.
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types of entities and properties.  Physicalists, for example, endorse a theory of mind that 

is more parsimonious than that endorsed by mind-body dualists, and in so far as 

parsimony is a theoretical virtue, to that extent physicalists claim an advantage for their 

theory.  Parsimony is not, of course, the sole theoretical virtue, and no one claims that, by 

itself, parsimony should be allowed to determine theory selection.  (An extreme nihilism 

would obviously win that contest every time.)  Many philosophers, however, share 

Quine’s “taste for desert landscapes” and wish to keep their ontologies small.  What can 

we say about this?

Michael Huemer (unpublished) has examined six different accounts of parsimony, 

with an eye toward the epistemic, as opposed to the pragmatic, value of this (putative) 

theoretical virtue.  He grants that the parsimony of a scientific theory tends to correlate 

with its truth.  However, he concludes that on none of the six accounts of parsimony he 

examines is it the case that the parsimony of a philosophical theory tends to correlate 

with its truth.  I will not here rehearse Huemer’s arguments, and at present I have nothing 

to add to them.  However, suppose that Huemer is right to suggest that parsimony as such 

does not have epistemic value – that is, suppose that valuing parsimony will not conduce 

toward your having true beliefs.  Why, then, is it so attractive?  Is a predilection for 

parsimony, as Quine implied, a mere taste?  If so, why do so many philosophers share it? 

Is it just the product of a philosophical zeitgeist?

Although I cannot claim to be able to offer genuine answers to these questions, I 

do have a suggestion to make.  I suspect that “bloated” ontologies tend to correspond 

with either of two theoretical vices: either what I will call “invention unconstrained by 
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observation” or “ad hoc invention begotten by necessity”.  Allow me to explain each of 

these.

If someone were to affirm that there are living creatures who live deep beneath 

the surface of Mars, and who have always lived there, and who have never had any 

contact in any way with anything on the Martian surface much less any part of the 

universe beyond Mars, there is no way such a person could be refuted.104  Moreover, 

given that there is no evidence (or, at least, I am supposing that there is no evidence) for 

such a view, then holding that belief is epistemically unjustified – at least given my 

account of justification from chapter two.  At the same time, there is also no evidence – 

or rather, at first blush, there appears to be no evidence – against the view that 

undetectable creatures live deep within Mars.  Given this, a belief that there are no such 

creatures is also unjustified, according to my account of justification.  Although I am 

content with this latter conclusion, I suspect that many are not.  I suspect many would 

wish to say that they postively believe that there are not undetectable creatures living 

deep within Mars (at least now that they have thought about it), and that they are justified 

in this belief.  To put the matter slightly differently, I suspect there are philosophers who 

wish to strongly reject “invention unconstrained by observation”.  They choose not only 

to fail to believe in such products of whimsy, but to positively deny their existence.  In 

order to do this in an epistemically justified way, however, they must either reject an 

account of justification like mine, according to which justification is a matter of having 

undefeated evidence for a view, or they must find a way for there to be evidence against 

104In discussing this example I am inspired by an example contained in a colloquium 
presentation given by Todd Stewart some years ago at the University of Arizona.
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such things as undetected creatures living deep within Mars.  This evidence will be hard 

to come by – unless we adopt some kind of commitment to ontological parsimony.  If we 

adopt the view that, of two conflicting beliefs, we are ceteris paribus more justified in 

believing the more parsimonious of the two – that is, if the parsimony of a theory counts 

as evidence in favor of it – then we will be able to justifiedly deny the existence of 

undetected underground Martians.  On the question of whether this is in fact a worthy 

epistemic goal, I will here remain neutral.  However, the prevalence of such a goal may 

well explain some of the attraction of the virtue of parsimony.

Now suppose that we someday send probes to the center of Mars. Suppose that 

we also journey to Mars ourselves, and thoroughly and deeply dig through the Martian 

terrain.  Suppose that after many years of significant such activity on Mars, no 

underground Martians, and no apparent signs of such creatures, are ever discovered.  In 

light of this, we now become justified in positively believing that there are no 

underground Martians, even without a commitment to the virtue of parsimony.  At that 

point, however, a fan of the existence of such creatures might retreat to a variety of 

hypotheses – perhaps the Martians are also invisible and silent; perhaps they were taken 

to Syria before our arrival on Mars; perhaps they are clever and wish to remain 

undiscovered, and so constantly move just enough to avoid detection when we are active 

in a particular area.  The list of possible hypotheses along these lines would be long, and 

such claims, once again, are not easily refuted.  They represent attempts to rescue a 

theory, through alteration of it, so that new observations that would have counted as 

evidence against the theory no longer do.  This is what I have called “ad hoc invention 
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begotten by necessity”.  Philosophers sometimes call it “being in the grip of a theory”. 

There is, I suspect, a fairly strong intuitive case to be made that we are positively justified 

in denying that there are wary, invisible, and silent underground Martians constantly on 

the lookout for earthlings and their space probes so as to avoid detection.  Once again, 

however, it is hard to see what would count as evidence in favor of this view – apart from 

a commitment to parsimony.

These are bare speculations, nothing more.  But they may help explain, at least in 

part, why many philosophers feel drawn toward parsimony as a theoretical virtue, even if 

it cannot be shown that constraining one’s theorizing by a commitment to parsimony is 

likely to conduce to truth (or at least not within the philosophical domain, perhaps).  But 

if these are our motives for accepting a commitment to parsimony, do they come into play 

at all in the case of deciding whether to accept moral realism?  It seems not.  Moral 

entities are not invented unconstrained by observation – I am allowing that perhaps moral 

realism does not require any sort of platonism, and I am currently merely arguing that if it 

does, we should embrace platonism.  There is a very definite constraint in play here, and 

as long as the constraint is followed and is itself grounded in some appropriate sort of 

observation (or some combination of observation, reasoning, and subjective experience 

more generally), we will not be guilty of inventing in an unconstrained way. 

Additionally, moral realism does not posit entities in order to save itself in an ad hoc 

manner from evidence that would otherwise spell defeat for it.  Certainly Plato’s 

discussion of forms is one of the earliest recorded versions of moral realism in Western 

history, and it does not seem to be a response to earlier arguments made against realism. 
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More generally, moral realism – and moral platonism, if realism requires that – is not an 

attempt to save some other pre-existing theory that was on the verge of being disproven. 

Moral values, qua platonic entities, thus are not the result of ad hoc invention begotten by 

necessity.

Once again, I am providing a short sketch of some speculations.  However, if 

Huemer is right that a commitment to parsimony is not truth-conducive in philosophical 

contexts, then these other motives might be the only reasons to maintain a commitment to 

parsimony within philosophical contexts.  If so, then since they do not apply to moral 

platonism, we should not be squeamish about breathing a little space into our moral 

ontologies – at least, not if that is what realism requires.
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