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Abstract

Most traditional routing problems assume perfect operability of all arcs and nodes.

However, when independent arc failure probabilities exist, a secondary objective must

be present to retain some measure of expected functionality. We first briefly consider

the reliability-constrained single-path problem, where we look for the lowest cost path

that meets a reliability side constraint. This analysis enables us to then examine the

reliability-constrained two-path problem, which seeks to establish two minimum-cost

paths between a source and destination node wherein at least one path must remain

fully operable with some threshold probability. We consider the case in which both

paths must be arc-disjoint and the case in which arcs can be shared between the

paths. We prove both problems to be NP-hard. We examine strategies for solving the

resulting nonlinear integer program, including pruning, coefficient tightening, lifting,

and branch-and-bound partitioning schemes.

Next, we consider the reliable h-path routing problem, which seeks a minimum-cost

set of h ≥ 2 arc-independent paths between a source and destination node, such that

the probability that at least one path remains operational is sufficiently large. Our

prior arc-based models and algorithms tailored for the case in which h = 2 do not

extend well to the general h-path problem. Thus, we propose two alternative integer

programming formulations for the h-path problem in which the variables correspond

to origin-destination paths. We propose two branch-and-price-and-cut algorithms for

solving these new formulations, and provide computational results to demonstrate

the efficiency of these algorithms.

Finally, we examine the robust design of an evacuation tree, in which evacuation

is subject to capacity restrictions on arcs. Given a discrete set of disaster scenarios

with varying network populations, arc capacities, transit times, and time-dependent

penalty functions, we seek to establish an optimal a priori evacuation tree that min-
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imizes the expected evacuation penalty. The solution strategy is based on Benders

decomposition, and we provide efficient methods for obtaining primal and dual sub-

problem solutions. We analyze techniques for strengthening the master problem for-

mulation, thus reducing the number of master problem solutions required for the

algorithm’s convergence.
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Chapter 1

Introduction and Scope

Real-world applications of routing problems often call for a diverse routing strategy

to protect against the failure of network infrastructure. For example, consider a

communications company that has determined that its customers will tolerate having

up to k% of their data dropped. The company can send the information over one

highly reliable path, or it can send the same information along less-reliable paths,

requiring that at least one signal reaches the destination with a probability of at

least (1− k)%. It might be cheaper for the company to establish multiple relatively

unreliable paths than to construct one highly-reliable path. Another application

arises in achieving military missions, such as destroying a particular target that can

be accessed via any number of paths, where each path assumes its own set of risks. A

commander can choose to deploy several groups along different paths such that at least

one of the groups will arrive at and destroy the target within some acceptable level

of reliability. Similarly, evacuation planning requires a robust solution to ensure that

all persons within a network can feasibly exit safely under any number of scenarios.

This dissertation explores many techniques for formulating and solving both reliable

and robust network flow problems where risk within the network is inherent.

The remainder of this dissertation is organized as follows. In Chapter 2 we perform

a review of the literature that will prove significant in our studies here. We review

material regarding the resource-constrained shortest single path problem, the general

k-shortest path problem, and the network flow problem specifically as it relates to

evacuation problems. We also provide necessary background material on column

generation and Benders decomposition and describe how each of these techniques

have been implemented to solve routing problems.
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In Chapters 3 − 6 we address a class of reliability-constrained shortest path prob-

lems on a directed graph where we seek to minimize the total cost of our paths

while maintaining that the probability that at least one path survives is greater than

some threshold value. In Chapter 3 we discuss both the single-path problem, pro-

viding a straightforward solution using linearization of the reliability constraint, and

the reliability-constrained two-path problem where the paths must be arc-disjoint.

In Chapter 4 we consider the reliability-constrained two-path problem where arc-

sharing is permitted. The two-path models rely on a branch-and-bound algorithm

driven by a continuous variable partitioning scheme. Chapters 5 and 6 discuss the

reliability-constrained h-path problem where all h paths must be arc-disjoint, provid-

ing a formulation based on column generation.

Chapter 7 examines the capacitated robust evacuation problem, which determines

an a priori evacuation plan that minimizes an expected evacuation penalty over a

discrete set of scenarios. We use Benders decomposition to solve this problem, which

avoids the explicit solution of a large time-expanded network flow problem by linear

programming, and provide several enhancements to our formulation to improve solu-

tion time. Finally, Chapter 8 concludes with a summary of the material presented,

and provides areas for future study.
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Chapter 2

Literature Review

Over the past 50 years, a wide range of methods have been introduced to solve

different versions of routing and evacuation problems to optimality. In this chapter,

we conduct an overview of the relevant literature as it pertains to the work presented

here. We begin in Section 2.1 with a review of the literature regarding the constrained

shortest-path problem. Section 2.2 discusses the work related to the family of k ≥ 2

shortest-path problems. Research in this area includes searching for either node-

or arc-disjoint paths between any or all pairs of nodes within a graph. Unlike the

problem we study here, previous studies tended to assume that the establishment

of an active and backup path was, for the most part, sufficient to satisfy network

survivability, so long as the disjointness constraint was satisfied. In Section 2.3, we

introduce several approaches to solving evacuation problems. Methods vary widely,

and an assortment of heuristics and exact algorithms are available. In Sections 2.4

and 2.5, we provide a summary of the techniques of column generation and Benders

decomposition, respectively, and in Sections 2.6 and 2.7 we provide a review of the

significant literature that uses these techniques to solve routing problems.

2.1. The Resource-Constrained Shortest-Path Problem

Single shortest path reliability problems have received much attention in the lit-

erature, both in their methodological development and in their applications. The

reliability-constrained shortest-path problem, where we seek the shortest path be-

tween a source and destination node such that the reliability of that path is greater

than some threshold τ falls into the category of a shortest-path problem with an ad-

ditional linear constraint, since the reliability condition can be converted to a linear

constraint by a simple use of logarithms. Such problems are referred to as resource-

constrained shortest-path problems in the literature, since the side constraints on
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these problems can represent limitations on the consumption of resources as the path

is traversed. Another example of a side constraint is a job scheduling problem which

seeks to maximize profit, subject to specific deadlines for each job.

Joksch (1966) presented both a linear programming and a dynamic programming

approach for solving the shortest-path problem subject to a side constraint for a

graph with nonnegative costs and constraints. Hassin (1992) introduced approxima-

tion schemes for this problem that were polynomially bounded, based on previously-

developed exact pseudopolynomial algorithms. Another method to solve the con-

strained shortest-path problem is to use a kth-shortest path algorithm, increasing k

until the side constraint is met. This method, however, can become impractical as

k increases, particularly for larger networks. Also, no feasible solutions are found

until the optimal solution is discovered. Handler and Zang (1980) are able to signif-

icantly reduce k by solving a specialized Lagrangian dual problem, and also provide

algorithms for eliminating the duality cap to find the optimal solution. Beasley and

Christofides (1989) extend this research and give methods for reducing the size of

both the integer programming formulation and the Lagrangian relaxation. Mehlhorn

and Ziegelmann (2000) add further to these studies by providing a polynomial-time

algorithm to solve the linear programming relaxation, and then developing an exact

method based on that algorithm, building on the methods proposed by Handler and

Zang (1980).

Much additional work has been done in the realm of the constrained single shortest-

path problem, most focusing on using the tools of dynamic programming, Lagrangian

relaxation, and approximation algorithms (or some combination of the three), as well

as using preprocessing techniques. Aneja et al. (1983) solve the problem in two

parts, using an implicit enumeration algorithm which first performs preprocessing

to reduce the network size and possibly either find an optimal solution or reveal

infeasibility, and then explores a labeling process based on Dijkstra’s algorithm (1959).

Desrochers and Soumis (1988) develop a labeling algorithm for the shortest-path
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problem with time windows, which the authors state is also applicable for the shortest-

path problem with a single side constraint. Dumitrescu and Boland (2001, 2003)

present an algorithm that implements weight-scaling and graph reduction through

preprocessing techniques, and provide detailed computational results to show the

effectiveness of these techniques.

In addition to the applications previously mentioned, other research has focused

specifically on tailoring the more generic constrained shortest-path algorithms to spe-

cific case studies. For example, Elimam and Kohler (1997) describe some unique

applications of the resource-constrained shortest-path problem, such as the determi-

nation of optimal wastewater treatment processes and thermal resistance of building

structures. Bard and Miller (1989) address an application in research and develop-

ment project selection where spending additional money on projects could increase

their probability of technical success and improve their performance. Dummy nodes

are added for each project to represent success at different funding levels, and heuris-

tics are used to discover the optimal solution. Zabarankin et al. (2002) consider the

optimal risk single-path problem in the context of optimizing aircraft flight trajectory

through a threat environment, with the intention to develop algorithms fast enough

to be used in near-real-time. One method discussed considers using nonlinear dif-

ferential equations, and the other method uses discretization of data. Discretization

is also employed by Chen et al. (2004), who use link delay as a side constraint and

improve existing methods for solving their problem by proving techniques to reduce

error in discretizing data on link delay and link cost. The idea of equity or “fairness”

as a side constraint is investigated by Gopalan et al. (1990), who consider two differ-

ent strategies to meet the side constraint: one, where the supply follows the shortest

path, only deviating (“looping”) occasionally to achieve equity (an arc (i, j) can be

used more than once), and two, where the supply makes no loops (an arc (i, j) can

be used at most once). This problem is also solved using the strategy of Lagrangian

relaxation.
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2.2. The Arc- or Node-Disjoint k-Paths Problem

The problem of forming two (or in general k ≥ 2) arc-disjoint paths between two

nodes is solvable by a minimum flow problem, where the capacity of each arc is

equal to one, the origin has a supply of k, and the destination has a demand of k,

with all intermediate nodes having no supply or demand. This problem has also

been examined as a min-max problem, finding two either arc- or vertex-disjoint paths

for either directed or undirected graphs such that the length of the longer path is

minimized, problems which Li et al. (1990) prove to be NP-complete. In a separate

study, Li et al. (1992) expand upon this idea to consider the problem of minimizing

the sum of the costs of k ≥ 2 routes where the cost structure is not uniform, and the

objective is a function of the two types of costs. That is, cost structure associated

with one commodity (for example, voice) can be different from the cost structure of

another (for example, data). The authors show this problem is strongly NP-complete,

even for k = 2.

Certain variations on the problem of finding multiple node- and arc-disjoint paths

have also attracted attention. Suurballe (1974) presents a polynomial-time labeling

algorithm to find k node-disjoint paths between two nodes in a network that mini-

mizes the total length of those paths. In a variation of this problem, Suurballe and

Tarjan (1984) explore the problem of finding two edge-disjoint paths, each from a

particular source to any possible destination, again minimizing the total cost of each

pair of paths. Perl and Shiloach (1978) examine the problem of finding two dis-

joint paths between two sources and two destinations, where the network could be

directed or undirected, and the paths could be vertex-disjoint or edge-disjoint. The

authors also give polynomial reductions between several pairs of these four problems.

Fortune et al. (1980) provide an important characterization of NP-complete vertex-

independent routing problems on directed graphs, showing via the graph homeomor-

phism problem that finding a path that includes a certain arc or intermediate vertex

is strongly NP-complete.
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The problem of ensuring a certain level of reliability in a network has to some

extent existed before in the context of a network survivability problem. In these

problems, active and backup paths are not usually chosen in consideration of each

others’ reliabilities. Instead, the assumption is made that at most one link in the

network can fail at a time, so as long as the two paths are edge-disjoint, if the

active path goes down, the backup path can be used with full reliability. Therefore,

the objective is to minimize the total bandwidth reserved to meet a given demand,

allowing the sharing of the backup links among disjoint connections. Such routing

takes place in Synchronous Optical Networks (see Wu, 1992), for instance by routing

along rings such that a single line break will not affect client service. Xu et al. (2004)

address the problem of finding disjoint path pairs in survivable networks, where the

length of the shorter path is minimized, showing not only that the problem is NP-

complete, but that the problem of obtaining a k-approximation is also NP-complete

for any k ≥ 2. Li et al. (2002) approach the problem in terms of networking for multi-

protocol label switched networks, developing extensions to the signaling protocol to

distribute additional link usage information, and compare their algorithm in terms

of bandwidth efficiency and message overhead to two other well-known distributed

restoration path selection algorithms. The authors also explain how to extend the

algorithm to account for single node failures (multiple link failures) and fiber span

failures. Several other groups explore this problem, including Liu and Tipper (2001),

Xu et al. (2002), and Yee and Lin (1992).

2.3. Traditional Approaches to Evacuation Problems

Evacuation planning problems are typically modeled as network flow problems, and

many studies vary in their approach to issues such as how to model real-life data,

how to handle congestion, and how to accommodate multiple scenarios. Chalmet

et al. (1982) address theoretical and practical evacuation concerns by using a time-

expanded network to model the flow out of a specific building during an evacuation.

Their work addresses some of the issues related to turning real-life data into infor-
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mation usable for modeling purposes. Kaufman et al. (1998) propose a mixed-integer

linear programming approach to model congestion-vulnerable traffic flow on a time-

dependent network, using branch-and-bound to converge to an optimal solution for a

relatively small example. Opasanon (2004) addresses evacuation problems over net-

works having stochastic, time-varying travel times, in one case providing an optimal

evacuation route, and in another case creating a set of strategies for the evacuee to

select the best arc to take at each intermediate step. The author also considers the

problem in which arcs in a network have failure probabilities that increase with time,

seeking to maximize the minimum path probabilities of the network’s evacuation.

The idea of requiring all people from the same source to follow the same path, sim-

ilar to the tree structure we will enforce in our work, is not new. Two related studies,

Lu et al. (2003) and Lu et al. (2005), for example, provide a heuristic that assigns

evacuees to clusters, which are then routed through the network via a generalized

shortest paths search. The authors show this strategy to be an effective heuristic for

very large problems. One major difference between these studies and our work is that

in prior studies, groups that meet in an interim node can diverge on pre-specified

paths; we will require that all evacuees entering a particular node will all leave via

the same exit.

Objective functions in evacuation problems vary widely. Hoppe and Tardos (1994)

give some of the first polynomial-time exact algorithms and heuristics for solving sev-

eral evacuation problems having different objectives for capacitated networks. Earliest

arrival flow models seek to maximize the number of people arriving at the safe node

for each time period. In the lexicographic maximum flow model, each source is given

a priority, with the objective to maximize the amounts that leave the sources based

on that priority. Another alternative is to minimize the time by which the entire

network is evacuated. Our objective will attempt a compromise of these and similar

approaches by associating a time-dependent penalty measure with evacuation arcs.
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2.4. Column Generation Overview

A useful tool in solving routing problems over very large graphs is column generation.

Column generation can allow for the solution of linear programs with a huge number

of variables in which the vast majority of variables will equal to zero in a basic

solution, such as vehicle routing or crew scheduling problems. For example, Appelgren

(1969) provided a column-generation algorithm using Dantzig-Wolfe decomposition

(a version of column generation) to solve ship scheduling problems.

Consider the following linear program as the master problem (MP):

Minimize
∑
j∈J

cjxj (2.1a)

subject to
∑
j∈J

Aijxj = bi ∀i (2.1b)

xj ≥ 0 ∀j ∈ J. (2.1c)

The complete enumeration of all columns j ∈ J is unnecessary since most variables

xj will equal zero in an optimal solution. Instead, a restricted master problem (RMP)

is created which will include only a small subset of the available columns, J ⊆ J ,

given by (2.1) where J is replaced by J . After the RMP is solved and the optimal

dual multipliers obtained, a pricing step is executed to identify the column with the

smallest reduced cost. Given dual variables πi associated with (2.1b), we search all

j ∈ J to determine if cj − πAj < 0 for some j, where Aj is the jth column of the

matrix A. This is called the pricing step of the algorithm and cj−πAj represents the

reduced cost of column j. If the reduced cost is negative for any j ∈ J , we add j to

the basis J , and resolve the RMP. If cj − πAj ≥ 0 for all j ∈ J , then no columns are

eligible to enter the basis, and the current solution to the linear program is optimal.

The solution of the pricing step is nontrivial, and it is necessary to take advantage

of special structures within the problem to be able to solve this step in a reasonable

amount of time. Computational studies such as Vance et al. (1994) show that if the
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pricing subproblem can be solved to optimality efficiently, then it is more effective to

add the best column with the lowest reduced cost, rather than to add multiple, sub-

optimal columns. However, solving the pricing problem to optimality is not always

possible in a reasonable amount of time, and heuristics may be helpful to accelerate

the convergence until it becomes necessary to solve the pricing problem exactly. An-

other problem that can occur is that added columns may not significantly modify the

objective value, a problem which du Merle et al. (1999) address, providing an algo-

rithm to accelerate convergence for large air transportation and location problems.

Different methodologies regarding the creation of columns to initialize the RMP

have also received some attention. Artificial variables with a “big-M” cost can be

used to initialize the problem if an initial feasible solution is not inherently obvious.

Well-chosen initial columns can improve convergence just as poorly-chosen initial

columns can hinder it. For a detailed overview of column generation, including details

on RMP initialization, see Lübbecke and Desrosiers (2005).

2.5. Benders Decomposition Overview

Similar to column generation, Benders decomposition (Benders, 1962) uses row gen-

eration to solve problems where many of the constraints (instead of the columns) in

a formulation may be nonbinding and where a natural partitioning of the variables is

apparent.

Consider the following linear program:

Minimize c1x1 + c2x2 (2.2a)

subject to A1x1 + A2x2 ≥ b (2.2b)

x1 ∈ X, (2.2c)

where X is usually a set over which the optimization of x1 can be efficiently accom-

plished.
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Given dual variables u associated with (2.2b), we can rewrite (2.2) as the following

master problem (MP):

Minimize z (2.3a)

subject to z ≥ c1x1 + u
(
b− A1x1

) ∀u ∈ U (2.3b)

x1 ∈ X, (2.3c)

where U is the set of all dual extreme points given by U = {u : uA2 = c2, u ≥ 0}.

Again, rather than enumerating all extreme points in U , we create a relaxed master

problem (RMP), given by (2.3) where we replace U with Û , Û ⊆ U . Given a solution

to the RMP, (zRMP , x1), we then solve a Benders subproblem (SP) defined as follows:

Maximize u(b− A1x1) (2.4a)

subject to uA2 = c2 (2.4b)

u ≥ 0. (2.4c)

From this we obtain an optimal solution (zSP , u). If c1x1 + zSP > zRMP , then we

add u to Û and resolve the RMP. If c1x1 + zSP = zRMP , the solution to the MP is

optimal.

2.6. Column Generation and Routing Problems

For large optimization problems where integer solutions are required, column gener-

ation can be coupled with a branch-and-price-and-cut strategy. The process begins

by relaxing integrality constraints, and then later reintroducing them as needed in a

branching step. Barnhart et al. (1998) discuss the merits of using column generation

for very large integer programs, such as the generalized assignment problem and crew

scheduling, and provide an overview of branching strategies both for set partitioning
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problems and for general mixed integer programs. Wilhelm (2001) provides a thor-

ough review of column generation and integer programming; we cover some of the

relevant highlights here.

For the problem studied by Appelgren (1969), integral requirements were relaxed,

but the solution obtained included results which were mostly integer. The author

also provided a theorem as to what type of input data would guarantee integer so-

lutions for the problem. Such situations, however, are not guaranteed to exist in

real-world applications, and most column generation problems require a branching

step to enforce integrality constraints.

The branching step can be more difficult in column generation algorithms than in

traditional branch-and-bound procedures, because it must prevent the regeneration of

any columns previously fixed to zero in the branch-and-bound process. Another major

challenge in implementing these algorithms lies in ensuring that the pricing algorithm

used in the root is unchanged in the child nodes of the branch-and-bound tree. Fur-

ther computational difficulties arise when the master problem exhibits symmetry, or

when symmetry is induced by the column generation procedure. Vanderbeck (2006)

proposes a generic routine to address the difficulties of maintaining an invariant col-

umn generation routine and of combatting symmetry. Also, Vanderbeck and Wolsey

(1996) propose a method to resolve integrality issues in specific column generation

problems by modifying the subproblems as non-integer solutions are found, and ex-

tend their logic to the special case of 0-1 column generation problems. Providing the

initial RMP with a “warm start” is not straightforward either. Vanderbeck (1994)

gives the result that columns which may provide good integer solutions may not in

fact be helpful to the restricted linear program.

The multi-commodity flow problem (MCFP) shares some characteristics with the

reliable h-path problem, and the relation that MCFP has with column generation

has been studied recently. Barnhart et al. (2000) detail the implementation of a
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branch-and-price-and-cut algorithm for a version of the multi-commodity flow prob-

lem in which each commodity’s flows must take place on a single path. Their pricing

algorithm does not change as cuts are added, the branching strategy does not add

constraints to the problem, and lifted cover inequalities help strengthen the LP re-

laxation and overcome symmetry. These are tactics that will prove useful in solving

the problems that we discuss in this dissertation. In a separate paper, Barnhart et al.

(1995) also investigate using a so-called keypath to help find optimal solutions using

column generation.

2.7. Benders Decomposition and Routing Problems

The use of Benders decomposition to solve network design, improvement, and flow

problems, particularly where the data is stochastic in nature, is common. Waller and

Ziliaskopoulos (2001) solve a two-stage stochastic version of the continuous network

design problem in which origin-destination demands are represented using proba-

bility distributions. Their formulation allows for the introduction of a confidence

level which, as it is increased, requires the solution to meet demands that are ac-

tually greater than their expected values, thereby providing a more robust solution.

Gutiérrez et al. (1996) use Benders decomposition to solve the problem of designing

an uncapacitated multi-commodity flow network given input data that varies under a

certain number of scenarios. Hoang (1982) provides a heuristic for a time-independent

network design problem using Benders decomposition, where arc capacity restrictions

are indirectly enforced by the presence of a cost function that is convex in terms of

arc flow. Laporte et al. (1992) present a two-stage recourse algorithm based on Ben-

ders decomposition to solve a vehicle routing problem where stochastic travel and

service times exist, and where vehicles incur penalties when their routes’ travel times

exceed some preset constant. Montemanni and Gambardella (2005) apply Benders

decomposition to the relative robust shortest path problem, which seeks to minimize

the maximum deviation from the optimal path from a source to a destination node,

given all possible scenarios of arc costs on a particular graph.
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Complications such as integer variables or very large formulations can make the

solution of the subproblem very difficult in spite of the two-stage formulation, par-

ticularly in the presence of stochasticity, and much work has done to improve the

subproblem solution times. Birge and Louveaux (1988) propose an algorithm to

add multiple cuts at each iteration of two-stage recourse strategies, such as Ben-

ders decomposition, specifically for use in stochastic linear programs. Magnanti and

Wong (1981) propose methods to accelerate the convergence of Benders decomposi-

tion with a first-stage mixed integer program, by providing guidelines for selecting

formulations that provide stronger Benders cuts. The authors state that network

problems are prime candidates for this form of analysis because they tend to have

several equivalent formulations. Dye et al. (2003) provide heuristics for a distributed

processing telecommunication network with stochastic demand data. Sherali and

Fraticelli (2002) use Benders decomposition to solve problems in which both the first-

and second-stage problems contain integer variables, using cuts obtained from higher-

dimensional representations.
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Chapter 3

The Reliability-Constrained Two-Path Problem

with Disjoint Arcs

In the next four chapters, we examine a class of routing problems on a directed graph

G(N,A), where N is the set of nodes {1, . . . , n} and A is the set of arcs. Each

arc (i, j) ∈ A has a usage cost cij and a reliability 0 < pij ≤ 1, which denotes the

probability that arc (i, j) successfully operates. These probabilities are assumed to be

independent. In this chapter, we examine the reliability-constrained routing problem

where we seek to find the minimum-cost pair of directed paths from an origin node to

a destination node, such that the probability that all arcs successfully operate in at

least one path is larger than some threshold value τ , where 0 < τ < 1. We examine

the case in which paths must be arc-disjoint (i.e., no arc belongs to both paths).

We refer to this as the Reliable Two-Path Problem with Disjoint Arcs (R2P-D). The

arc-disjoint provision may be required due to policy restrictions on backup paths

(if one path fails, another path continues to exist between the two nodes with some

confidence), or due to bandwidth or capacity restrictions arising in telecommunication

and transportation applications. We build this formulation based on the shortest-path

problem with a reliability side constraint, which we also briefly discuss.

3.1. Introduction and Background

Consider the example in Figure 3.1. Each of the thirteen arcs is labeled with its

associated cost and reliability. For this example, suppose τ = 0.65. We will refer

to each path by referencing the nodes through which it travels. If we require that

the two paths must be arc-disjoint, then we have the option of using five different

path pairs that meet the threshold requirement. These are paths ABFH and ADGH

at a cost of 31, paths ABEH and ACFH at a combined cost of 32, paths ABEH
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Figure 3.1. Example of Reliability-Constrained Two-Path Problem with τ = 0.65.

and ADGH at a cost of 32, paths ACEH and ADGH at a cost of 35, and paths

ACFH and ADGH at a cost of 36. Since paths ABFH and ADGH have the

lowest combined cost, they represent the optimal solution and we choose this path

pair. The probability that at least one of these paths remains operational is given

by 1 − (1− 0.448) (1− 0.504) = 0.726. Note that even though paths ABEH and

ADGH yield a higher probability that at least one path succeeds (at 75% instead

of 73% for paths ABFH and ADGH), this reliability is no longer a factor in the

decision after the threshold τ is met; we simply look for the cheapest path pairs that

meet the threshold requirement.

We begin our discussion by examining first the reliability-constrained shortest-path

problem in Section 3.2. Next, we show the complexity of R2P-D in Section 3.3. In

Section 3.4, we develop a mathematical programming formulation for R2P-D, using an

analogy to the single-path problem with a side constraint. We provide computational

results of our methods in Section 3.5.
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3.2. Reliability-Constrained Shortest-Path Problem

In this section we discuss the model formulation of the shortest-path problem with

a side constraint that the reliability of the path must be larger than some threshold

value τ , where 0 < τ < 1. (For τ = 0, the reliability constraint is redundant, while for

τ = 1, any problem is solvable by traditional methods in which all arcs (i, j) ∈ A with

pij < 1 are removed.) It is not hard to show that the reliability-constrained single-

path problem is ordinarily NP-hard, by transformation from the partition problem

(Garey and Johnson, 1979).

3.2.1 Problem Formulation

Define the forward star FS(i) as the set of arcs that exit node i, and the reverse star

RS(i) as the set of arcs that enter node i, ∀i ∈ N . (That is, FS(i) = {j ∈ N : (i, j) ∈
A} and RS(i) = {j ∈ N : (j, i) ∈ A}.) We wish to find a path from node 1 to node

n of minimum cost, subject to the restriction that the probability of path survival is

at least τ . For this problem, let decision variable xij equal 1 if arc (i, j) ∈ A is used

in the path, and 0 otherwise. The formulation of this problem as a mixed-integer

nonlinear program uses standard flow balance constraints to enforce the integrity of

the path, plus a reliability constraint:

Minimize
∑

(i,j)∈A

cijxij (3.1a)

subject to
∑

j∈FS(1)

x1j = 1 (3.1b)

∑

j∈FS(i)

xij =
∑

h∈RS(i)

xhi ∀i ∈ {2, ..., n− 1} (3.1c)

∏

(i,j)∈A

p
xij

ij ≥ τ (3.1d)

xij ∈ {0, 1} ∀(i, j) ∈ A. (3.1e)
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Although (3.1d) is a nonlinear constraint, we can linearize it in one of two ways.

First, taking the log of both sides of (3.1d), we obtain the linear constraint

∑

(i,j)∈A

log (pij) xij ≥ log (τ) . (3.2)

An alternative technique is to define variables si for each i ∈ N to be the probability

of successfully reaching node i, given that the path visits node i. If the path does

not visit node i, these variable values can arbitrarily be determined. The reliability

restriction can thus be equivalently formulated by replacing (3.1d) with the following

set of constraints:

sj ≤ pijsi + (1− xij) ∀(i, j) ∈ A (3.3a)

s1 = 1, sn ≥ τ. (3.3b)

Constraints (3.3) require that if xij = 1 for some (i, j) ∈ A, the probability of

reaching node j ∈ N is no more than the probability of reaching its preceding node

i ∈ N , multiplied by the reliability of arc (i, j) ∈ A. If for some j ∈ N , we have

that xij = 0 ∀i ∈ RS(j), the path does not visit j and the value of sj is irrelevant.

(This technique is similar to one used by Pan et al. (2003) for interdicting nuclear

material.) The bound sn ≥ τ enforces the desired reliability constraint.

3.2.2 Formulation Comparison

We completed a brief computational study to compare the formulation of the prob-

lem given by (3.1), where (3.1d) is replaced by (3.2) (logarithm formulation) to the

formulation where (3.1d) is replaced by (3.3) (s formulation). All computations were

done on a 500 Mhz Sun Blade 100 running Solaris version 5.8 with 1.5 GB of installed

memory. All computational times listed are in real milliseconds. Linear and integer

programming problems were solved using CPLEX 8.1.

We generated 90 test instances of directed graphs with 30 nodes for each of 10%,

20%, . . ., 90% arc densities, for a total of 810 instances. To generate a graph with
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Table 3.1. Computation Times for Single-Path Formulations

Density Logarithm Formulation s Formulation
Standard Standard

Average Deviation Average Deviation
90% 71.13 3.93 224.56 111.08
80% 64.00 4.32 395.06 324.80
70% 54.44 2.11 304.56 344.96
60% 47.67 2.69 126.50 65.24
50% 40.94 2.21 89.28 19.39
40% 35.50 1.85 67.22 16.78
30% 29.50 2.29 50.44 11.65
20% 21.11 1.76 28.56 2.07
10% 15.78 1.23 18.83 0.97

roughly d% arc density, for each possible (i, j) node pair, i < j, a random number

was generated with a uniform distribution between 0 and 1, hence prohibiting the

generation of directed cycles. An arc was generated between node i and node j if

and only if the randomly generated number was not more than d%. We prohibited

the generation of an arc connecting node 1 directly to node n. Arc costs were as-

signed by generating a random number with a uniform distribution between 0 and 100

and arc probabilities were assigned by generating a random number with a uniform

distribution between 0 and 1.

The results of the comparison are shown in Table 3.1. Our experiments showed the

logarithm formulation to be preferable for use in the single-path problem. However,

obtaining the value sn via (3.3) becomes necessary in the two-path formulation in

order to obtain a formulation with a single nonlinear term, as we shall discuss later

in this chapter.

3.3. Problem Complexity

In this section, we prove that R2P-D is strongly NP-hard, as opposed to the ordinary

NP-hardness result for the reliable-single-path case. Consider the decision problem
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3SAT, defined as follows (Garey and Johnson, 1979). The inputs to a 3SAT decision

problem are a set of V binary variables, which can take on values of true or false,

and a set of M clauses C1, ..., CM . (Assume that V ≥ 3 and M ≥ 3.) Each clause

contains three variable values, of which at least one must be satisfied by the variable

value assignments (e.g., a clause might require that variable 1 is true, or variable 3

is false, or variable 4 is true). The 3SAT decision problem seeks to find a set of

variable values such that each clause is satisfied by at least one variable assignment.

For short, we can define vi to be the event that variable i is true, and vi to be the

event that variable i is false. The foregoing example clause can thus be written as

{v1, v3, v4}. Define the following decision problem variation of problem R2P-D.

Problem DR2P-D: given a network G(N,A) with designated source and destina-

tion nodes, arc costs cij and reliabilities pij, ∀(i, j) ∈ A, along with a cost goal of κ

and reliability goal of τ , does there exist a set of arc-disjoint paths from the source to

the destination such that the total cost of the two paths is not more than κ, while the

probability that at least one path survives (i.e., all arcs on at least one path remain

operational) is at least τ?

Proposition 3.1. Problem R2P-D is strongly NP-hard.

Proof. Problem DR2P-D clearly belongs to NP, as a solution can be encoded as

two different O(n)-length paths, and both the cost summation and probability that

at least one path survives can be evaluated in O(n) time. To show that DR2P-D is

NP-complete, we execute the following transformation from any arbitrary instance of

3SAT to DR2P-D, such that the 3SAT instance is a yes-instance if and only if the

transformed DR2P-D instance is a yes-instance.

This transformation creates a topology that is virtually identical to that employed

by Xu et al. (2004) for a different type of arc-disjoint routing problem. We create a

“lobe” for each variable i = 1, . . . , V , consisting of nodes ui and ui+1, xj
i and yj

i for

j = 1, . . . , M , and xj
i and yj

i for j = 1, . . . , M . Directed arcs are included in this lobe
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Figure 3.2. Example Lobe for Node i.

to form two paths from ui to ui+1. The first of these paths consists of nodes ui, x1
i , y1

i ,

x2
i , . . ., yM

i , ui+1. The second path traverses nodes ui, x1
i , y1

i , x2
i , . . ., yM

i , ui+1. Note

that lobes for variables i and i + 1 share node ui+1, for i = 1, . . . , V − 1. Define Type

I arcs as those that connect xj
i to yj

i and xj
i to yj

i , for i = 1, . . . , V and j = 1, . . . ,M .

All other arcs introduced thus far are called Type II arcs. Figure 3.2 depicts a lobe

for node i.

Additionally, we add nodes wj
I and wj

O for j = 1, . . . , M connected with Type

III arcs (u1, w
1
I ), (wj

O, wj+1
I ) for j = 1, . . . , M − 1, and (wM

O , uV +1). For each clause

j = 1, . . . , M and for each element vi in Cj, we add Type III arcs (wj
I , x

j
i ) and (yj

i , w
j
O),

and for each element vi in Cj, we add Type III arcs (wj
I , x

j
i ) and (yj

i , w
j
O).

Set the cost of each Type I arc to 0, and its reliability to 1. Set the cost of each

Type II arc to 0, and its reliability to 1/2. Finally, set the cost of each Type III arc

to 1 and its reliability to 1. Our cost goal is κ = 3M + 1, and our reliability goal is

τ = 1.

First, suppose that the 3SAT instance is a yes-instance. One DR2P-D path begins

with arc (u1, w
1
I ), and ends with arc (wM

O , uV +1). This path moves from node wj
I to

wj
O, for j = 1, . . . , M , by finding the variable that satisfies clause j. If vi satisfies

clause j, then the path uses arcs (wj
I , x

j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O) (these are Type III,

Type I, and Type III arcs, respectively), while if vi satisfies the clause j, the path

uses arcs (wj
I , x

j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O). Finally, this path moves from wj

O to wj+1
I
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for j = 1, . . . , M − 1 along the Type III arc that connects these two nodes. The total

reliability of this first path equals to 1 since only Type I and Type III arcs are used,

and hence the τ = 1 restriction is met regardless of the second path. However, the

cost of this path is 3M + 1. We construct the second path by proceeding from ui

to ui+1 via nodes x1
i , y1

i , x2
i , . . ., yM

i if vi is assigned a true value, and otherwise via

nodes x1
i , y1

i , x2
i , . . ., yM

i , in order to avoid any arcs possibly used by the first path.

This path has a cost of zero, since it does not use any Type III arcs, and hence the

cost goal of κ is also satisfied. Therefore, the transformed DR2P-D instance is also

a yes-instance.

Next, suppose that the DR2P-D instance is a yes-instance. We must have one

path in the solution to DR2P-D with a total reliability of 1 in order to meet the

restriction that τ = 1. This can only be done by using Type I and Type III arcs.

Hence, this path must have used arcs (u1, w
1
I ), (wj

O, wj+1
I ) for j = 1, . . . , M − 1, and

(wM
O , uV +1). For each j = 1, . . . , M , the path must have traversed from wj

I to wj
O

by arcs (wj
I , x

j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O) for some vi in clause Cj, or by arcs (wj

I , x
j
i ),

(xj
i , y

j
i ), and (yj

i , w
j
O) for some vi in clause Cj. Once again, this path has a total

reliability of 1 and a total cost of 3M + 1. The second path must have used Type I

and Type II arcs only, traveling from ui to ui+1 for each i = 1, . . . , V either by nodes

x1
i , y

1
i , x

2
i , . . . , x

M
i , yM

i , or by nodes x1
i , y

1
i , x

2
i , . . . , x

M
i , yM

i . This implies that if we move

from wj
I to wj

O in the first path by using arcs (wj
I , x

j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O), we did

not also use arcs (wj′
I , xj′

i ), (xj′
i , yj′

i ), and (yj′
i , wj′

O) in the first path for j 6= j′, and

vice versa, or else a second disjoint path using only Type I and Type II arcs could

not move from ui to ui+1. To construct a solution to the 3SAT instance, we set vi

to be true if the second path used nodes x1
i , y

1
i , x

2
i , . . . , x

M
i , yM

i , and set vi to be false

otherwise. Note that each clause j = 1, . . . , M is satisfied by vi if the first path uses

arcs (wj
I , x

j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O), for some vi ∈ Cj, and is satisfied by vi if the first

path uses arcs (wj
I , x

j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O), for some vi ∈ Cj.
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Thus, the 3SAT instance is a yes-instance if and only if the transformed DR2P-D

instance is a yes-instance. Moreover, since all numerical data used in this transfor-

mation is of polynomial size, we have proven that DR2P-D is strongly NP-complete,

and that R2P-D is strongly NP-hard. This completes the proof. 2

3.4. Problem Formulation and Solution Strategies

In this section we discuss the model formulation of R2P-D, building from the for-

mulation for the single-path version of this problem discussed in Section 3.2. For

the single-path problem, this probability threshold is a linear side constraint, but

when the problem is complicated by searching for two paths, the requirement that

at least one path survives with a threshold probability becomes nonlinear. We cope

with the difficulties imposed by this constraint in Section 3.4.2. In Section 3.4.3, we

offer strategies for improving the model via preprocessing techniques that tighten the

formulations introduced in Section 3.4.1.

3.4.1 Mathematical Programming Formulation

We modify the reliable-single-path formulation for the case in which at least one path

must survive with probability of at least τ . Let binary decision variables xq
ij equal

1 if arc (i, j) is used in path q, ∀(i, j) ∈ A, ∀q = 1, 2, and let continuous decision

variables sq
i equal the probability that path q successfully reaches node i from node
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1, for q = 1, 2, given that path q visits node i. R2P-D can be formulated as follows:

Minimize
∑

(i,j)∈A

cij

(
x1

ij + x2
ij

)
(3.4a)

subject to
∑

j∈FS(1)

xq
1j = 1 ∀q = 1, 2 (3.4b)

∑

j∈FS(i)

xq
ij =

∑

h∈RS(i)

xq
hi ∀i ∈ {2, ..., n− 1}, ∀q = 1, 2 (3.4c)

x1
ij + x2

ij ≤ 1 ∀(i, j) ∈ A (3.4d)

sq
j ≤ pijs

q
i + (1− xq

ij) ∀q = 1, 2, ∀(i, j) ∈ A (3.4e)

s1
1 = s2

1 = 1 (3.4f)

s1
n + s2

n − s1
ns

2
n ≥ τ (3.4g)

s1
n ≥ s2

n (3.4h)

xq
ij ∈ {0, 1} ∀q = 1, 2, ∀(i, j) ∈ A. (3.4i)

The objective (3.4a) minimizes the cost of the two paths. Constraints (3.4b) and

(3.4c) are path flow balance constraints, while (3.4d) enforces arc disjointness. The

definition of the s-variables is stated by (3.4e) and (3.4f). Constraint (3.4g) states

that the probability that at least one path survives must be at least τ . Note that

(3.4h) removes some symmetry present in the model since the feasible region for

which s1
n ≤ s2

n is identical to the region where s1
n ≥ s2

n. However, constraint (3.4g)

induces a nonconvex feasible region in the (s1
n, s

2
n) space, even when integrality of

the x-variables is relaxed, and presents several difficulties within a typical integer

programming branch-and-bound algorithm.

Remark 1. One situation that can arise in our problem is that multiple pairs

of paths exist that satisfy the threshold probability constraint, such that the costs

of these pairs of paths are equal. We may view this problem as a multi-objective

optimization problem with a secondary objective that maximizes the probability that

at least one path survives. To partially address this multi-objective view, we can

subtract α (s1
n + s2

n) from the objective function for some scalar α.
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Assuming that cij is a positive integer ∀(i, j) ∈ A, a suboptimal solution objective

exceeds the optimal objective by at least one. Since we must first find the least

expensive path pair that meets the threshold probability, and then maximize the

probability of those routes with equal cost, the contribution from the s1
n and s2

n terms

must be strictly less than one. Since s1
n + s2

n ≤ 2, an appropriate value for α lies in

the range 0 < α < 1/2.

Of course, even this additional term does not necessarily maximize the nonconvex

term s1
n+s2

n−s1
ns

2
n, which cannot be achieved using a simple bicriteria linear objective.

However, consider the situation where we have a choice between two solutions, each

with the same total cost, one of which has s1
n = .8 and s2

n = 0, and another which has

s1
n = s2

n = .4. For the first case, s1
n + s2

n − s1
ns2

n = .8 + 0− 0 = .8 and for the second

case, s1
n +s2

n−s1
ns

2
n = .4+ .4− .16 = .64. Clearly the first solution provides the higher

chance of at least one path being traversed successfully, but maximizing s1
n + s2

n does

not reveal the distinction since for both cases s1
n + s2

n = .8. In the case where two

options have the same total cost, and each with an identical sum of s1
n +s2

n, as s1
n−s2

n

increases, the probability that at least one path survives also increases. With this in

mind, we can replace (3.4a) with the following:

Minimize
∑

(i,j)∈A

cij

(
x1

ij + x2
ij

)− α
(
s1

n + s2
n

)− β
(
s1

n − s2
n

)
. (3.5)

The requirement that α (s1
n + s2

n) + β (s1
n − s2

n) < 1 implies that β < 1 − α. One

can then tune β relative to α to experiment in finding the best set of parameters that

encourages maximum-reliable path pairs from among alternative optimal solutions.

However, these constraints do not entirely resolve the single nonlinear constraint

(3.4g). Even with the adjustments we have made to the objective function, we have

not guaranteed that we will find the solution with the highest value of s1
n + s2

n− s1
ns

2
n

after the cost has been minimized. For example, consider two solutions of equal cost,

the first of which has s1
n = 0.7 and s2

n = 0, with s1
n + s2

n = 0.7 and the second which
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has s1
n = s2

n = 0.4, with s1
n + s2

n = 0.8. Our objective function will return the two

paths that correspond to the second solution, since it has the higher value of s1
n + s2

n.

However, the first solution actually has a higher value of s1
n + s2

n − s1
ns2

n (0.7) than

the second solution (0.64). Given any τ ≤ 0.64, however, either solution would be

acceptable. 2

3.4.2 Algorithmic Strategies

A relaxation of R2P-D can be formed by replacing (3.4g) with a linear constraint that

forms a necessary condition for (3.4g) to hold true. Noting that s1
n and s2

n are both

nonnegative, (3.4g) implies that

s1
n + s2

n ≥ τ. (3.6)

This constraint is akin to underestimating the constraint (3.4g) with a linear function

that intersects (3.4g) at s1
n = 0 and at s2

n = 0. However, with the symmetry condition

that s1
n ≥ s2

n, a stronger valid inequality would underestimate this function with a

linear constraint that intersects (3.4g) at the points where s1
n = s2

n and where s2
n = 0.

The former point can be calculated as s1
n = s2

n = 1 −√1− τ , while the latter point

is given by s1
n = τ, s2

n = 0. These points give us the linear constraint

(1−√1− τ)s1
n + (

√
1− τ − 1 + τ)s2

n ≥ τ(1−√1− τ). (3.7)

We state this constraint as a necessary condition within the mixed-integer relax-

ation program, and solve it to optimality. For the remainder of this paper, define

the relaxed mixed-integer program R2P-D to be given by model (3.4), with (3.4g)

replaced with (3.7). We now investigate several approaches for solving problem R2P-

D. Suppose (ŝ1
n, ŝ

2
n) solves R2P-D. If in fact we have that ŝ1

n + ŝ2
n − ŝ1

nŝ2
n ≥ τ , then

this solution must be optimal to R2P-D itself. Otherwise, we state that this solu-

tion is infeasible with respect to our nonlinear constraint, which we hereafter call a

nonlinear-infeasible solution.
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To eliminate this infeasibility, we may either opt to incorporate a simple cutting

plane to remove the nonlinear-infeasible solution from the feasible region, or create

a disjunction based on the infeasible solution (ŝ1
n, ŝ

2
n). Using a simple cutting plane

approach, we can prevent the current nonlinear-infeasible solution given by x̂ from

reoccurring, by introducing the constraint

∑

(i,j,q)∈XI

xq
ij −

∑

(i,j,q)∈XO

(1− xq
ij) ≤ 2|A| − 1, (3.8)

where XI is the set of triples (i, j, q) such that x̂q
ij equals 1 in the previous solution, and

XO is the set of all (i, j, q) such that x̂q
ij equals 0, for all (i, j) ∈ A and q = 1, 2. This

constraint states that the solution must change by at least one variable (changing at

least one x-variable from 0 to 1 or vice versa), effectively preventing the regeneration

of solutions previously rejected as nonlinear-infeasible. However, this strategy may

result in slow convergence when several low-cost solutions exist to the linear integer

relaxation that are infeasible to the nonlinear integer program. In this scenario, the

cutting-plane algorithm would need to solve one integer program for each nonlinear-

infeasible solution encountered, which may be computationally prohibitive.

As an alternative, we eliminate this infeasibility by employing a branch-and-bound

algorithm. Suppose that we have restricted s1
n to lie within some interval [a1, b1],

where 1−√1− τ ≤ a1 < b1 ≤ 1. Define b̄1 = min {b1, τ}. We generate the chord of

the function (3.4g) that underestimates the function on the interval s1
n ∈ [a1, b̄1] and

touches (3.4g) exactly at s1
n = a1 and s1

n = b̄1. This inequality is of the form

(
τ − a1

1− a1

− τ − b̄1

1− b̄1

)
s1

n +
(
b̄1 − a1

)
s2

n ≥ b̄1
τ − a1

1− a1

− a1
τ − b̄1

1− b̄1

. (3.9)

Suppose that a nonlinear-infeasible solution with values (ŝ1
n, ŝ

2
n) optimizes R2P-D

over the interval (a1, b1). Since the linear approximation of (3.4g) is exact at a1 and

b̄1, we have that a1 < ŝ1
n < b̄1. We split the current interval on s1

n into two segments:

[a1, ŝ
1
n] and [ŝ1

n, b1]. In the first interval, the linear chord that underestimates (3.4g)

is improved by intersecting that function at endpoints a1 and ŝ1
n. The second interval
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is approached similarly. Both intervals are then recursively solved in this fashion.

Observe that in each of these intervals, the previous solution can no longer be feasible,

and will not be regenerated. Also observe that a lower bound for the optimal objective

function value is obtained for an interval each time it is solved. If this lower bound

is not less than the best solution found so far, then this interval search is fathomed.

This method of pairing linear underestimation with branch-and-bound is similar to

that employed by Konno and Wijayanayake (2001).

A formal procedure for this process is given below.

Step 0. Solve R2P-D over the interval s1
n ∈ [1−√1− τ , 1]. If this solution is infea-

sible with respect to (3.4g), initialize a list of active subproblems with s1
n belonging

to the interval [1 − √
1− τ , 1]. Set the interval lower bound to 0 and the interval

optimal solution to ŝ1
n. Set the upper bound = ∞, and the incumbent solution to be

a blank vector.

Step 1. If no active subproblem exists, then terminate the process with the incum-

bent solution being optimal (if it exists; otherwise, the problem is infeasible). Else,

choose an active interval s1
n ∈ [a1, b1] having the smallest interval lower bound and

go to Step 2.

Step 2. Note this step will be repeated twice per iteration, first for the inter-

val [a1, ŝ
1
n], including the appropriate linear underestimation function that intersects

(3.4g) at s1
n = a1 and s1

n = ŝ1
n, and second for the interval [ŝ1

n, b1], including the

linear relaxation that intersects (3.4g) at s1
n = ŝ1

n and s1
n = b̄1, where ŝ1

n is part of

the optimal solution obtained in a previous step. After both search intervals have

been investigated, discard the original interval [a1, b1] from the list of active intervals.

Solve R2P-D over a search interval with the linear relaxation described above. If this

problem has an optimal solution with objective function value ẑ strictly less than the

upper bound, go to Step 3. Repeat Step 2 if an additional search interval remains
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uninvestigated; otherwise, return to Step 1.

Step 3. If the solution to R2P-D over the current search interval is feasible with

respect to (3.4g), go to Step 4. Else, go to Step 5.

Step 4. Let this solution replace the incumbent solution as the new best solution

found. Replace the upper bound with this objective function value ẑ. Scan the active

intervals and remove any interval whose lower bound is not smaller than ẑ. If a search

interval remains, return to Step 2; else, return to Step 1.

Step 5. Create a new active interval equal to the current search interval and set

the interval optimal solution to ŝ1
n. Let the lower bound for this interval be given by

ẑ. If a search interval remains, return to Step 2; else, return to Step 1.

In the foregoing algorithm, we branch on s1
n, where ŝ1

n ∈ [a1, b1], and create search

intervals in which s1
n belongs to [a1, ŝ

1
n] or [ŝ1

n, b1]. On the other hand, we could

also choose to branch on s2
n, where ŝ2

n ∈ [a2, b2] and create search intervals in which

s2
n belongs to [a2, ŝ

2
n] or [ŝ2

n, b2]. Finally, we could branch in a non-axial manner

by identifying some point (c1, c2) on the constraint (3.4g), where c1 ∈ (a1, b1) and

c2 = [(τ − c1) / (1− c1)] ∈ (a2, b2), and creating search intervals in which sq
n belongs

to [aq, cq] and [cq, bq] for q = 1, 2.

Figure 3.3 illustrates this technique where we branch on s1
n. In this figure, τ = 0.8

and the feasible region lies below the line s1
n = s2

n and above the curve s1
n+s2

n−s1
ns

2
n =

0.8. The relaxed feasible region used for R2P-D is bounded above by s1
n = s2

n and

below by the dashed line 0.5s1
n + 0.2s2

n = 0.4. The solution (ŝ1
n, ŝ

2
n) does not satisfy

R2P-D, but it could optimize R2P-D. The first iteration of the branch-and-bound

algorithm will partition the original search area into regions I and II, and search those

two regions in a recursive manner. This is a strategy similar to that employed by

Falk and Soland (1969).
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Figure 3.3. Illustration of First Iteration of Vertical Branch-and-Bound Algorithm
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A well-known key to accelerating the convergence of branch-and-bound algorithms

on minimization problems is to partition active nodes in a manner that forces the

minimum objective of the two new subproblems to be as large as possible. While a

strong branching algorithm is computationally prohibitive (due to the fact that each

subproblem is a mixed-integer program), we can encourage this desired behavior by

maximizing the minimum Euclidean distance from (ŝ1
n, ŝ2

n) to either of the new parti-

tioning planes in the (s1
n, s

2
n) space. For this discussion let b̄2 = min

{
b2, 1−

√
1− τ

}
,

where b̄2 represents the greatest allowable value of s2
n in the search area that also

intersects (3.4g). For the case in which we branch on s1
n, called a vertical partition,

the minimum distance from (ŝ1
n, ŝ2

n) to a partitioning plane is given by

DV =

(
b̄1 − ŝ1

n

) (
τ−ŝ1

n

1−ŝ1
n
− ŝ2

n

)
√(

b̄1 − ŝ1
n

)2
+

(
b̄2 − τ−ŝ1

n

1−ŝ1
n

)2
. (3.10)

For the case in which we branch on s2
n, called a horizontal partition, the minimum

distance is given by

DH =
(a2 − ŝ2

n)
(

τ−ŝ2
n

1−ŝ2
n
− ŝ1

n

)
√

(a2 − ŝ2
n)2 +

(
a1 − τ−ŝ2

n

1−ŝ2
n

)2
. (3.11)

Hence, one partitioning policy would branch on s1
n if DV ≥ DH , and would otherwise

branch on s2
n. The horizontal and vertical partitions are illustrated in Figure 3.4.

Note that a “perfect” partition would choose a partitioning for which the distances

from (ŝ1
n, ŝ

2
n) to either partitioning plane are equal, thereby maximizing the minimum

distance to either partitioned region. Recall that we can choose a point (c1, c2) that

lies on (3.4g) such that c1 ∈ (a1, b̄1), and partition the feasible region into areas where

s1
n ∈ [a1, c1], and where s1

n ∈ [c1, b1]. We can employ a simple binary search to locate

the point (c1, c2) on (3.4g) that yields this equidistant partitioning. A chordal con-

straint intersecting (a1, [(τ − a1)/(1− a1)]) and (c1, c2) would be imposed for the for-

mer region, while a chordal constraint intersecting (c1, c2) and (b1, [(τ − b1)/(1− b1)])
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Figure 3.4. Illustration of Horizontal and Vertical Branch-and-Bound Algorithms

would be imposed for the latter region. We refer to this partitioning scheme as diag-

onal branching.

Remark 2. The Reformulation-Linearization Technique (RLT) for nonlinear pro-

gramming problems with continuous-variables (Sherali and Adams, 1999; Sherali and

Tuncbilek, 1992) can be applied to this problem as an alternative to our branch-

ing scheme. When applied to the rectangular region tightly surrounding the re-

laxation for our problem in which a1 ≤ s1
n ≤ b1 and [(τ − b1) / (1− b1)] ≤ s2

n ≤
[(τ − a1) / (1− a1)], RLT replaces the s1

ns
2
n term in (3.4g) with a variable w, and in-

troduces inequalities based on the upper and lower bounds on s1
n and s2

n. There exist

four inequalities that we can obtain from these bounds:

(
b1 − s1

n

) (
τ − a1

1− a1

− s2
n

)
≥ 0 (3.12a)

(
a1 − s1

n

) (
τ − b1

1− b1

− s2
n

)
≥ 0 (3.12b)

(
b1 − s1

n

) (
τ − b1

1− b1

− s2
n

)
≤ 0 (3.12c)

(
a1 − s1

n

) (
τ − a1

1− a1

− s2
n

)
≤ 0. (3.12d)



43

Replacing the s1
ns

2
n terms with w in equations (3.4g) and (3.12), we obtain the fol-

lowing relaxed linear constraints:

w ≤ s1
n + s2

n − τ (3.13a)

w ≥ τ − a1

1− a1

s1
n + b1s

2
n − b1

τ − a1

1− a1

(3.13b)

w ≥ τ − b1

1− b1

s1
n + a1s

2
n − a1

τ − b1

1− b1

(3.13c)

w ≤ τ − b1

1− b1

s1
n + b1s

2
n − b1

τ − b1

1− b1

(3.13d)

w ≤ τ − a1

1− a1

s1
n + a1s

2
n − a1

τ − a1

1− a1

. (3.13e)

Using Fourier-Motzkin elimination, the combinations of (3.13b) and (3.13d), (3.13c)

and (3.13d), (3.13b) and (3.13e), and (3.13c) and (3.13e) state the original constraints

a1 ≤ s1
n ≤ b1 and [(τ − b1) / (1− b1)] ≤ s2

n ≤ [(τ − a1) / (1− a1)]. The combination

of (3.13a) and (3.13b) produces the following inequality:

τ − a1

1− a1

s1
n + b1s

2
n − b1

τ − a1

1− a1

≤ s1
n + s2

n − τ =⇒ (3.14a)
(

1− τ − a1

1− a1

)
s1

n + (1− b1) s2
n ≥ τ − b1

τ − a1

1− a1

=⇒ (3.14b)

s2
n ≥

τ − 1

(1− a1) (1− b1)
s1

n +
τ − a1τ − b1τ + a1b1

(1− a1) (1− b1)
, (3.14c)

where (3.14c) is in slope-intercept form. Combining (3.13a) and (3.13c) reveals the

same inequality:

τ − b1

1− b1

s1
n + a1s

2
n − a1

τ − b1

1− b1

≤ s1
n + s2

n − τ =⇒ (3.15a)
(

1− τ − b1

1− b1

)
s1

n + (1− a1) s2
n ≥ τ − a1

τ − b1

1− b1

=⇒ (3.15b)

s2
n ≥

τ − 1

(1− a1) (1− b1)
s1

n +
τ − a1τ − b1τ + a1b1

(1− a1) (1− b1)
. (3.15c)
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Manipulating (3.9) into slope-intercept form reveals

b̄ + aτ − a− b̄τ

(1− a)
(
1− b̄

) s1
n +

(
b̄− a

)
s2

n ≥
−aτ + a2τ − a2b̄ + b̄τ + ab̄2 − b̄2τ

(1− a)
(
1− b̄

) =⇒ (3.16a)

(
b̄− a

)
(1− τ)

(1− a)
(
1− b̄

)s1
n +

(
b̄− a

)
s2

n ≥
(
b̄− a

) (
τ − aτ − b̄τ + ab̄

)

(1− a)
(
1− b̄

) =⇒ (3.16b)

s2
n ≥

τ − 1

(1− a)
(
1− b̄

)s1
n +

τ − aτ − b̄τ + ab̄

(1− a)
(
1− b̄

) , (3.16c)

which is equivalent to (3.14c) and (3.15c) above, implying that the RLT procedure of

branching based on s1
n is identical to our vertical partition scheme, while the RLT-

branching on s2
n is identical to our horizontal partition scheme. However, the maximin

diagonal branching scheme is a problem-specific strategy that does not appear to be

readily obtainable from the RLT process. 2

3.4.3 Model Enhancements

As a precursor to this discussion, note that we can compute the most reliable path

from each node i ∈ N to node n, or from node 1 to each node i ∈ N , by using a

simple variation of Dijkstra’s algorithm, in which the most reliable path to (or from)

each node is stored rather than the shortest intermediate path to (or from) each

node. Using this information, we can establish an upper bound on the probability of

successfully reaching node i ∈ N from node 1, which we denote as ui. Also, given

lower bounds aq on the minimum path probability for paths q = 1 and 2 derived

from the foregoing partitioning scheme, we derive a lowest-permissible probability of

reaching node i ∈ N so that we can reach node n with probability at least aq, which

we denote as `q
i . (This value is obtained by dividing aq by the most reliable path from

node i to node n.)

There are two methods by which we can perform preprocessing. Observe that if

uipij < `q
j for any (i, j) ∈ A, then we cannot feasibly visit node j via arc (i, j) on path

q and can therefore fix xq
ij = 0. Second, for directed acyclic graphs, we can easily

compute the least reliable path from node 1 to each node i ∈ N and from each node
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Figure 3.5. Example of Reliability-Constrained Two-Path Problem with Pruning
for 0.408 ≤ s1

n ≤ 0.504.

i ∈ N to node n. (This task is strongly NP-hard for general graphs.) Denote mi as

the smallest possible probability of reaching node i ∈ N from node 1, and vq
i as the

highest-permissible probability of reaching node i ∈ N such that it is still possible

to reach node n with probability no more than bq, where bq is the largest permissible

path reliability for path q for q = 1, 2. This latter value is obtained by dividing bq

by the least reliable path from node i to node n. Similar preprocessing logic holds

in this case for directed acyclic graphs: for all (i, j) ∈ A, if mipij > vq
j , then we fix

xq
ij = 0.

For the example shown in Figure 3.1, for τ = 0.65, we have that 0.408 ≤ s1
n ≤ 1,

and 0 ≤ s2
n ≤ 1, and compute the values for `q

i , ui, vq
i , and mi as shown in Table 3.2.

Immediately we see `1
C > uC and uDpDF < `1

F , so we can set x1
AC = x1

CE = x1
CF =

x1
CG = 0 and x1

DF = 0. No arcs may be removed for the second path.

For the bounds on s1
n and s2

n given above, the lowest-cost arc-disjoint path pair

is ABEH, with a cost of 14 and a reliability of 0.504, and ADFH, with a cost of

16 and a reliability of 0.294. Unfortunately, this path pair violates (3.4g), and it is
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necessary to perform a branching operation. We perform a vertical partition, first

considering the partition with 0.408 ≤ s1
n ≤ 0.504 and 0.2944 ≤ s2

n ≤ 0.448. Again

using information about `q
i , ui, vq

i , and mi for this partition, we are now able to

eliminate arcs (C,G) and (D, F ) from path 2. The lowest-cost arc-disjoint path pair

that satisfies the constraints, including constraint (3.9), is ADGH for path 1 and

ABFH for path 2, at a cost of 31 and a joint reliability of 73%. The solution is

feasible with respect to (3.4g), so this branch is fathomed. For path 1, the new graph

is as shown in Figure 3.5.

We consider next the partition with 0.504 ≤ s1
n ≤ 1 and 0 ≤ s2

n ≤ 1. Beyond that

which was done for the root problem, path 1 is also pruned of arcs (B, F ) and (F, H).

No pruning is done for the path 2 graph. The lowest-cost arc-disjoint path pair that

satisfies the constraints is again ADGH for path 1 and ABFH for path 2. Since

the solution is feasible with respect to (3.4g), this branch is also fathomed, and the

problem is solved.

Once a variable is fixed to zero by this process, this fixing remains valid for the

remaining exploration of that branch of the branch-and-bound tree, since the child

nodes contain intervals on s1
n and s2

n that are subsets of the parent interval. We define

Aq as the set of all arcs (i, j) ∈ A such that xq
ij has not been fixed to zero, and will

henceforth tailor our methods to arcs in this set. The coefficient tightening and lifting

techniques that we discuss below are only valid after the graph has been pruned as

described above.

Next, note that (3.4e) essentially employs a “big-M” value of 1 as a coefficient to

the
(
1− xq

ij

)
term, in order to disable the constraint when xq

ij = 0. We may tighten

constraint (3.4e) by reducing the coefficient of this term and by investigating certain

constraint-lifting techniques. We begin by rewriting constraint (3.4e) as

sq
j ≤ pijs

q
i + γq

ij(1− xq
ij) ∀q = 1, 2, ∀(i, j) ∈ Aq, (3.17)
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Table 3.2. Initial Values for Pruning and Tightening

i `1
i `2

i ui v1
i v2

i mi

A 0.81 0 1.00 4.17 4.17 1.00
B 0.64 0 0.80 1.79 1.79 0.80
C 0.72 0 0.60 2.50 2.50 0.60
D 0.56 0 0.70 2.38 2.38 0.70
E 0.45 0 0.56 1.11 1.11 0.36
F 0.58 0 0.64 1.43 1.43 0.42
G 0.51 0 0.63 1.25 1.25 0.30
H 0.41 0 0.50 1.00 1.00 0.24

where we have previously set γq
ij = 1. For the case in which arc (i, j) is used in path

q, the value of γq
ij is not significant. However, if xq

ij = 0, then for this particular

(i, j) ∈ Aq and q = 1, 2, (3.17) becomes the inequality

sq
j ≤ pijs

q
i + γq

ij ∀q = 1, 2, ∀(i, j) ∈ Aq. (3.18)

In order to tighten (3.18), we seek the smallest valid value for γq
ij, i.e., we minimize

γq
ij such that γq

ij ≥ sq
j − pijs

q
i for any feasible choice of sq

i and sq
j . Noting that the

maximum value of sq
j is uj and the minimum value of sq

i is `q
i , we restate (3.4e) as:

sq
j ≤ pijs

q
i + (uj − pij`

q
i ) (1− xq

ij) ∀q = 1, 2, ∀(i, j) ∈ Aq. (3.19)

We can perform lifting for this constraint by considering the consequences on the

upper bound of sq
j when a path to j that does not include arc (i, j) is selected. If

xq
ij = 0, constraint (3.19) sets an upper bound on sq

j to be at least uj. However, if

path q uses arc (k, j) ∈ Aq, k 6= i, then the upper bound on sq
j can be reduced to

ukpkj. Similarly, if path q uses arc (i, k) ∈ Aq, k 6= j, then the lower bound on sq
i can

be increased to `q
k/pik. With this information, we can lift (3.19) as shown below:

sq
j ≤ pijs

q
i + (uj − pij`

q
i ) (1− xq

ij)−
∑

k∈RS(j),k 6=i

(uj − pkjuk) xq
kj

−
∑

k∈FS(i),k 6=j

(
`q
k

pik

− `q
i

)
pijx

q
ik ∀q = 1, 2, ∀(i, j) ∈ Aq. (3.20)
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3.5. Computational Results

In this section, we evaluate the computational efficacy of our various strategies for

solving R2P-D. First, we consider the task of finding the most reliable path pair in

R2P-D from among multiple optimal solutions. Second, we will compare the different

pruning, coefficient tightening, and lifting strategies discussed for R2P-D. Our third

comparison will attempt to determine the most effective partitioning strategy for

R2P-D out of those discussed in Section 3.4.2. All computations were done on a 500

Mhz Sun Blade 100 running Solaris version 5.8 with 1.5 GB of installed memory.

All computational times listed are in CPU seconds. Linear and integer programming

problems were solved using CPLEX 8.1.

Problem Set Generation. Three problem sets were necessary for the different

computational comparisons. We created Set 1, a test set of 40 directed, acyclic

networks, to examine the impact of secondary objective criteria in finding most-

reliable alternative optimal solutions to R2P-D instances. Four subsets of instances

were generated, one for each combination of n = 50 or 75, and arc density of 30% or

70%. To generate a graph with roughly d% arc density, for each possible (i, j) node

pair, i < j, a random number was generated with a uniform distribution between

0 and 1, hence prohibiting the generation of directed cycles. An arc was generated

between node i and node j if and only if the randomly generated number was not

more than d%. We prohibited the generation of an arc connecting node 1 directly

to node n. Ten instances were generated for each of the four subsets, for a total of

40 instances. For each of these instances, each arc cost was generated according to

a uniform distribution of the integers 1, . . . , 10. The arc probabilities were generated

from a uniform distribution between 0 and 1. We created instances in this manner

with the density and node requirements until ten instances were discovered in each

group that had multiple optimal values of s1
n + s2

n − s1
ns

2
n and satisfied R2P-D.
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Next, we created Set 2 instances to compare the pruning, lifting, and coefficient

tightening methods for R2P-D. We generated 20 directed, acyclic graphs for each

combination of total nodes and arc densities, where a graph could have 25, 50, 75,

or 100 nodes, and could have an arc density of 20%, 50%, or 80%, for a total of

240 instances. The arc density was enforced as above, as was the exclusion of any

arc (1, n) from A. Arc costs were assigned by generating a random number with

a uniform distribution between 0 and 100 and arc probabilities were again assigned

from a uniform distribution between 0 and 1.

To compare the different partitioning strategies discussed in Section 3.4.2, we gen-

erated Set 3 instances in a similar manner as the Set 2 instances. This set consisted

of 20 directed, acyclic graphs for each combination of total nodes and arc densities,

for combinations of n = 25, 50, or 75, and arc densities of 20%, 50%, or 80%, for a

total of 180 instances. Arc density requirements were met as for previous problem

sets and arc costs again were uniformly distributed real numbers between 0 and 100.

Problem instances were generated in this manner until 20 problem instances in each

set were found that solved R2P-D, but that returned a nonlinear-infeasible solution.

Remark 3. Due to the inequalities in our problem formulation, the solver may

return a value of s̄1
n, for example, which is lower than the actual path reliability

ŝ1
n found by plugging in values of the x1-variables, to allow the solution to “fit”

into the [a1, b1] range. Except in the case of the first computational experiment

where the coefficients of s1
n and s2

n were set explicitly, the remaining experiments

used a coefficient of -0.01 on s1
n and s2

n in the objective function to help encourage

maximum values of these variables. When comparing values of path reliability among

the methods, it is important to recalculate ŝ1
n and ŝ2

n, based on the probabilities of the

arcs actually used, rather than relying on the returned values. It is on these “true”

values, ŝ1
n and ŝ2

n, that branching decisions should be made, instead of on the values

returned by the solver, in order to avoid possibly regenerating the same solution. 2
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Maximizing Reliability as a Secondary Objective for R2P-D. We first in-

vestigated the impact of different values of α and β on finding the best reliability pair

among alternative optimal solutions satisfying R2P-D. Four different sets of values

for α and β were tested. Parameter Combination 1 (PC1) used α = 0.01 and β = 0,

PC2 used α = 0.3 and β = 0.15, PC3 used α = 0.3 and β = 0.3, and PC4 used

α = 0.3 and β = 0.65.

Out of the 40 Set 1 problem instances tested by varying the values of α and β, the

four parameter combinations above found alternative optimal solutions with different

total reliability values (given by s1
n + s2

n − s1
ns2

n) for 21 of the instances. On each

of these 21 instances, PC2 found the best such alternative optimal solution out of

all combinations each time. As there was no clear advantage from using any of the

parameter combinations insofar as computational times, we conclude that for graphs

having integer costs, using α = 0.3 and β = 0.15 is the most effective of our parameter

sets for finding an optimal solution with the highest total reliability.

Comparison of Pruning and Lifting Strategies for R2P-D. We next com-

pared the solution times for R2P-D on Set 2 instances when pruning, coefficient

tightening, and lifting strategies were implemented. Each instance was solved by

four methods. Method I solved R2P-D with no pruning or lifting. Method II solved

R2P-D after preprocessing and pruning the graph using information about ui and

`q
i , ∀i ∈ N . Method III solved R2P-D after pruning as in Method II and used the

coefficient tightening on the (1 − xq
ij) term as suggested in (3.19). Method IV ex-

panded upon Methods II and III by using the pruning, coefficient tightening, and

lifting strategy described in (3.20).

Table 3.3 shows the average and standard deviations of the computational times by

each method for each instance group. As the problem instances get larger, Method III

proves to be the most efficient solution method, with Method II being just slightly less

effective. Note that for the problem instances of size 100, density 50%, two outliers
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Table 3.3. Computation Times for Pruning and Lifting Strategies for R2P-D

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 I 0.08 0.03 0.80 1.38 2.42 4.38
25 II 0.04 0.02 0.15 0.20 0.42 0.73
25 III 0.04 0.02 0.13 0.12 0.28 0.22
25 IV 0.05 0.02 0.17 0.22 0.43 0.25
50 I 0.50 0.32 48.13 176.63 40.89 85.48
50 II 0.15 0.05 1.71 4.05 3.23 3.88
50 III 0.14 0.05 0.62 0.36 2.38 2.10
50 IV 0.17 0.08 1.47 1.04 6.19 3.96
75 I 5.12 7.10 43.54 74.04 100.87 190.72
75 II 0.39 0.22 7.07 14.38 7.79 6.87
75 III 0.38 0.23 6.90 15.17 7.83 7.92
75 IV 0.52 0.32 13.52 23.84 27.63 22.91
100 I 46.00 99.81 1392.36 4308.57 681.43 1589.70
100 II 2.56 7.40 16.30 36.99 39.32 67.69
100 III 1.30 2.16 12.43 29.47 35.02 62.24
100 IV 1.72 1.60 25.15 29.74 79.53 52.39

in Method I caused the average solution time to be significantly larger than that for

the problem instances of the same size but higher density. This is reflected in the

standard deviation.

The results from this comparison beg the question of whether or not there exists a

threshold value of the lifting coefficients over which it becomes effective to use lifting

along with pruning and coefficient tightening. We ran comparisons allowing only

those lifting coefficients over a certain value to be included in the sq
j constraints; this

conditional coefficient lifting never provided a consistently faster solving time than

Method III, regardless of the selected threshold.

Comparison of Partitioning Strategies for R2P-D. In our next experiment,

we compared the solution times for five different partitioning strategies when solv-

ing R2P-D on Set 3 instances. Strategy I always used horizontal partitioning and
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Strategy II always used vertical partitioning. Strategy III used vertical or horizon-

tal partitioning to move as far as possible from the nearest relaxed feasible point,

according to equations (3.10) and (3.11). Strategy IV used vertical or horizontal

partitioning to move as close as possible to the nearest relaxed feasible point, and

Strategy V chose a partitioning point where the distances to either relaxed feasible

region were equal and partitioned the feasible region from that point horizontally.

We used pruning with coefficient tightening on the (1−xq
ij) term as recommended by

the previous experiment (Method III), and stopped the branch-and-bound procedure

when τ − (s1
n + s2

n − s1
ns2

n) < ε, where ε = 0.00001.

Table 3.4 provides information about the average computation time per instance

group, as well as the standard deviation of those times. While these average times

are all roughly equal for small R2P-D instances, Strategy V becomes dominant as the

problem size and density increases. Hence, we recommend Strategy V in conjunction

with pruning and coefficient tightening for solving R2P-D instances.



53

Table 3.4. Computation Times for Partitioning Strategies for R2P-D

Size Strategy 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 I 0.09 0.03 0.22 0.14 0.53 0.39
25 II 0.10 0.03 0.27 0.18 0.66 0.41
25 III 0.10 0.03 0.22 0.13 0.53 0.39
25 IV 0.10 0.04 0.27 0.19 0.66 0.40
25 V 0.08 0.03 0.21 0.13 0.51 0.36
50 I 0.25 0.08 2.06 2.66 6.19 7.23
50 II 0.33 0.14 3.07 3.83 9.09 11.01
50 III 0.26 0.08 2.04 2.63 6.10 6.88
50 IV 0.34 0.15 3.07 3.83 9.22 11.24
50 V 0.25 0.08 1.93 2.46 6.34 6.98
75 I 0.81 0.31 6.44 8.07 31.10 46.62
75 II 0.98 0.46 9.62 9.29 34.09 40.10
75 III 0.83 0.33 6.45 8.10 31.40 46.79
75 IV 0.95 0.48 9.64 9.28 34.11 40.14
75 V 0.78 0.30 6.28 8.06 27.34 33.39
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Chapter 4

The Reliability-Constrained Two-Path Problem

with Shared Arcs

In this chapter, we consider the same reliability-constrained routing problem devel-

oped in Chapter 3, but relax the arc-disjoint restriction so that paths may share

common arcs. We refer to this as the Reliable Two-Path Problem with Arc Shar-

ing (R2P-S). In practical applications where arc-disjoint requirements are not strictly

present, an improved solution may exist over R2P-D in which paths share one or more

arcs, at the risk of both paths failing when any shared arc fails (although this risk

would necessarily lie within the specified threshold tolerance).

4.1. Introduction and Background

Consider again the example in Figure 3.1 with τ = 0.65. The probability that at

least one path remains operational is given by [probability that all shared arcs remain

operational] × (1 − [probability that both paths fail due to non-shared arc failures]).

The optimal solution in our example uses path ABEH at a cost of 14 and ABFH

at a cost of 13, with a total cost of 27. Note that ABEH has a reliability of 0.504

and ABFH has a reliability of 0.448, but they share arc (A, B). Path ABEH has

a reliability of 0.63 on its non-shared arcs and path ABFH has a reliability of 0.56

on its non-shared arcs. Therefore, the joint reliability of the two paths is equal to

0.8× (1− (1− 0.63)(1− 0.56)), or about 67%.

We begin our discussion by examining the complexity of R2P-S in Section 4.2.

In Section 4.3 we extend the logic for modeling and solving R2P-D to R2P-S, and

examine the complications that arise when sharing arcs between paths is allowed. We

provide computational results in Section 4.4.
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4.2. Problem Complexity

In this section, we prove that R2P-S is strongly NP-hard, again through a trans-

formation from 3SAT. Define the following decision problem variation of problem

R2P-S.

Problem DR2P-S: given a network G(N,A) with designated source and destination

nodes, arc costs cij and reliabilities pij, ∀(i, j) ∈ A, along with a cost goal of κ and

reliability goal of τ , does there exist a set of paths from the source to the destination

such that the total cost of the two paths is not more than κ, while the probability

that at least one path survives is at least τ?

Proposition 4.1. Problem R2P-S is strongly NP-hard.

Proof. The proof of this proposition is similar to Proposition 3.1. In this case, τ must

be set just less than 1, and the probabilities must be carefully arranged so that the

only feasible solution has the same form of the path pair in the proof of Proposition

3.1. By the same proof as in Proposition 3.1, we have that DR2P-S belongs to the

class NP. We show that DR2P-S is NP-complete by transformation from 3SAT,

using the same graph-topology transformation used in Proposition 3.1. This time,

Type I arcs that connect xj
i to yj

i , or xj
i to yj

i , have a cost of 0 and a reliability of

(3M3V + (i− 1)M + j − 1)/(3M3V + (i− 1)M + j), and all Type II arcs have a cost

of 1 and a reliability of 1. All Type III arcs have a cost of 0 and a probability of 1,

except for arcs (yj
i , w

i
O) and (yj

i , w
j
O) for i = 1, . . . , V , j = 1, . . . , M , which have a

reliability of [(j +1)/(j +2)][(3M3V +(i−1)M + j)/(3M3V +(i−1)M + j−1)], and

for the arc connecting u1 to w1
I , which has a reliability of 1/2. The cost limit is set to

κ = V (M +1), and our reliability goal is τ = 3M2/(3M2 +1)+1/(3M2 +1)(M +2).

First, suppose that the 3SAT instance is a yes-instance. Then we use the same so-

lution as prescribed in the proof of Proposition 3.1, wherein one path uses a procession

of Type III and Type I arcs such that the Type I arcs correspond to variable assign-
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ments that satisfy each clause, and the second path uses only Type I and Type II arcs

corresponding to the opposite of the variable assignments. Note that the first path ini-

tially traverses arcs with probability 1/2, 1, (3M3V +(i−1)M)/(3M3V +(i−1)M+1),

(2/3)(3M3V +(i−1)M +1)/(3M3V +(i−1)M) for some i = 1, . . . , V , the product of

which is 1/3. Following this, the path encounters reliabilities of 1, (3M3V +(i−1)M+

1)/(3M3V +(i− 1)M +2), and (3/4)(3M3V +(i− 1)M +2)/(3M3V +(i− 1)M +1)

for some i = 1, . . . , V , such that the total reliability of the path once it reaches w2
O is

1/4. This pattern continues such that the overall reliability of the path is 1/(M + 2),

with a cost of zero. The second path encounters V M Type I arcs and V (M +1) Type

II arcs, for a total path cost of V (M + 1). Hence, the cost threshold is met. Since

Type I arcs have probabilities (3M3V )/(3M3V + 1), (3M3V + 1)/(3M3V + 2), . . .,

and (3M3V + MV − 1)/(3M3V + MV ), these terms collapse, and the reliability of

the path is given by 3M3V/(3M3V + MV ) = 3M2/(3M2 + 1). Since these paths do

not share any arcs, the probability that at least one path survives is given by the sum

of the two reliabilities minus their product, i.e.,

3M2

3M2 + 1
+

1

M + 2
−

(
3M2

3M2 + 1

)(
1

M + 2

)

=
3M2

3M2 + 1
+

1

(3M2 + 1)(M + 2)
= τ. (4.1)

Hence, the reliability threshold is satisfied, and the foregoing solution verifies that

the transformed DR2P-S instance is a yes-instance.

Now, suppose that the DR2P-S instance is a yes-instance. First, let us show that

only one path can utilize arc (u1, w
1
I ) or an arc of the form (yj

i , w
j
O) or (yj

i , w
j
O). By

contradiction, suppose that both paths use an arc of this form. The highest-possible

reliability arc of this form is [(M +1)/(M +2)][(3M3V +M)/(3M3V +M−1)] (which

occurs only if there exists an arc (yM
1 , wM

O ) or (yM
1 , wM

O ) in the network). Hence, the

probability that at least one of these paths remains intact is not more than

2

(
M + 1

M + 2

)(
3M3V + M

3M3V + M − 1

)
−

[(
M + 1

M + 2

) (
3M3V + M

3M3V + M − 1

)]2

, (4.2)
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which is possible only if both paths use only arcs with a reliability of 1 except for an

arc with an imperfect reliability of [(M +1)/(M +2)][(3M3V +M)/(3M3V +M−1)],

and if the paths do not share the arc with this imperfect reliability. This expression

simplifies to
(

M + 1

M + 2

)(
3M3V + M

3M3V + M − 1

)[
(M + 3)(3M3V + M − 1)− (M + 1)

(M + 2)(3M3V + M − 1)

]

<

(
M + 1

M + 2

)(
3M3V + M

3M3V + M − 1

)(
M + 3

M + 2

)
, (4.3)

where the inequality is due to removal of the (positive) (M + 1)/[(M + 2)(3M3V +

M − 1)] term on the left-hand-side. We now show that for V ≥ 3 and M ≥ 3, the

right-hand-side of (4.3) is less than 3M2/(3M2 + 1), which is less than τ . Observe

that

3M2

3M2 + 1
−

(
M + 1

M + 2

)(
3M3V + M

3M3V + M − 1

) (
M + 3

M + 2

)

=
6M5V − 12M4V − 9M3V − 3M4 − 10M3 − 16M2 − 3M

(3M2 + 1)(3M3V + M − 1)(M + 2)2
. (4.4)

Since the denominator of (4.4) is positive, it is sufficient to show that the expression

given by (4.2) is strictly less than τ by showing that the numerator of (4.4) is non-

negative. Let f(M,V ) = 6M5V − 12M4V − 9M3V − 3M4 − 10M3 − 16M2 − 3M .

Noting that f(3, 3) = 63 > 0, we can show that f(M,V ) > 0 for any M ≥ 3 and

V ≥ 3 by demonstrating that ∂f(M,V )/∂M ≥ 0 and ∂f(M,V )/∂V ≥ 0. Using the

facts that M/3 ≥ 0 and V/3 ≥ 0, we have that

∂f(M, V )

∂M
= 30M4V − 48M3V − 27M2V − 12M3 − 30M2 − 32M − 3

≥ 30M4V − 16M4V − 3M4V − 4

3
M4V − 10

9
M4V − 32

81
M4V − 1

81
M4V

=
220

27
M4V > 0, and (4.5a)

∂f(M, V )

∂V
= 6M5 − 12M4 − 9M3

≥ 6M5 − 4M5 −M5 = M5 > 0. (4.5b)

Since the foregoing analysis shows that it is impossible to visit w-nodes in both paths,

at least one path must use only Type I and Type II arcs. Such a path that does not
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use w-nodes must move from ui to ui+1, for i = 1, . . . ,M , along xi- and yi-nodes,

or xi- and yi-nodes, and thus incurs a cost of V (M + 1) and a path reliability of

3M3V/(3M3V + MV ) = 3M2/(3M2 + 1).

Thus, the second path must have used only zero-cost arcs. This path uses arc

(u1, w
1
I ), traverses from wj

I to wj
O for each j = 1, . . . , M either via arcs (wj

I , x
j
i ),

(xj
i , y

j
i ), and (yj

i , w
j
O) for some vi belonging to Cj, or by (wj

I , x
j
i ), (xj

i , y
j
i ), and (yj

i , w
j
O)

for some vi belonging to Cj, and ends with (wM
O , uV +1). Any such path uses a cost of

zero and a reliability of 1/(M + 2). The maximum possible probability that at least

one of these paths remains operational is achieved if neither path shares imperfect-

reliability arcs, and is computed as

3M2

3M2 + 1
+

1

M + 2
−

(
3M2

3M2 + 1

)(
1

M + 2

)

=
3M2

3M2 + 1
+

1

(3M2 + 1)(M + 2)
= τ. (4.6)

Therefore, the DR2P-S solution must have achieved this upper bound by not sharing

any arcs between the two paths. Since these arcs were not shared, we have now

reduced this case to the same scenario as in the proof of Proposition 3.1. Observe

that all numerical data is polynomially bounded in terms of M and V , and thus

DR2P-S is strongly NP-complete, i.e., R2P-S is strongly NP-hard. 2

4.3. Problem Formulation and Solution Strategies

In this section, we discuss the formulation and algorithm adjustments required to

solve the shared-arcs variation of our problem. This formulation will build upon the

discussion in Chapter 3.

4.3.1 Model Adjustments

First, we define zij as a binary variable equal to 1 if arc (i, j) ∈ A is shared by both

paths and equal to 0 otherwise. We revise our definition of xq
ij to equal 1 if and only
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if arc (i, j) ∈ A is used only by path q = 1 or 2 (and not by the other path). Hence,

if zij = 1, this implies that both x1
ij and x2

ij will equal 0.

Using these new variable definitions, we adjust the objective function as follows:

Minimize
∑

(i,j)∈A

cij

(
x1

ij + x2
ij + 2zij

)
. (4.7)

The flow balance and capacity constraints now become

∑

j∈FS(1)

xq
1j + z1j = 1 ∀q = 1, 2 (4.8a)

∑

j∈FS(i)

xq
ij + zij =

∑

h∈RS(i)

xq
hi + zij ∀i ∈ {2, ..., n− 1}, q = 1, 2 (4.8b)

x1
ij + x2

ij + zij ≤ 1 ∀(i, j) ∈ A (4.8c)

xq
ij ∈ {0, 1} ∀q = 1, 2, ∀(i, j) ∈ A, zij ∈ {0, 1} ∀(i, j) ∈ A. (4.8d)

The next challenge is in stating the probability threshold constraint. We further

specify our definition of sq
i in this case to denote the probability that path q = 1, 2

does not fail en route to node i ∈ N due to a non-shared arc failure. Hence, (3.4e)

and (3.4f) become

sq
j ≤ pijs

q
i + (1− xq

ij) ∀q = 1, 2, ∀(i, j) ∈ A (4.9a)

sq
j ≤ sq

i + (1− zij) ∀q = 1, 2, ∀(i, j) ∈ A (4.9b)

s1
n ≥ s2

n (4.9c)

s1
1 = s2

1 = 1, (4.9d)

where we retain the symmetry-breaking constraint (4.9c).

Now s1
n + s2

n − s1
ns

2
n represents the probability that all the non-shared arcs on at

least one path remain operational. To assess the probability that a shared arc fails,

we then retrace through a path and compute the likelihood that this path fails due to

shared-arc failure. (We choose path 1 arbitrarily; the shared-arc failure probability is
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by definition equal for either path.) Toward this end, define Si to be the probability

that at least one path of non-shared arcs remains operational, and that the shared

arcs on path 1 remain operational en route to node i ∈ N (where Si is once again

irrelevant if path 1 does not visit node i). We enforce this mechanism as follows:

S1 ≤ s1
n + s2

n − s1
ns

2
n (4.10a)

Sj ≤ pijSi + (1− zij) ∀(i, j) ∈ A (4.10b)

Sj ≤ Si +
(
1− x1

ij

) ∀(i, j) ∈ A (4.10c)

Sn ≥ τ. (4.10d)

For the remainder of this paper, define R2P-S to be given by (4.7), (4.8), (4.9), and

(4.10).

4.3.2 Partitioning Scheme

Again, we seek an appropriate relaxation of (4.10a) by controlling the values of s1
n and

s2
n. A conic partitioning scheme proves difficult here due to the fact that (4.10a) is

neither a convex nor a concave constraint. Instead, we can implement the continuous-

variables RLT scheme. The equivalent of (3.13) for R2P-S is as follows, where we

replace w = s1
ns2

n, and where s1
n ∈ [a1, b1] and s2

n ∈ [a2, b2].

w ≤ s1
n + s2

n − S1 (4.11a)

w ≥ b2s
1
n + b1s

2
n − b1b2 (4.11b)

w ≥ a2s
1
n + a1s

2
n − a1a2 (4.11c)

w ≤ a2s
1
n + b1s

2
n − b1a2 (4.11d)

w ≤ b2s
1
n + a1s

2
n − a1b2. (4.11e)

Note that (4.11d) and (4.11e) are not necessary to include in our formulation, since

these constraints represent upper bounds on w. Since (4.10a) will force w = s1
ns

2
n

to be as small as possible, only the lower binding constraints (4.11b) and (4.11c)
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are necessary to retain. The projection of (4.11a), (4.11b), and (4.11c) onto the

(s1
n, s2

n, S1) space is defined by the following inequalities:

S1 ≤ (1− b2)s
1
n + (1− b1)s

2
n + b1b2 (4.12a)

S1 ≤ (1− a2)s
1
n + (1− a1)s

2
n + a1a2. (4.12b)

Define R2P-S as the relaxation of R2P-S, with (4.10a) replaced by (4.12). Also,

define σn as the product of the reliabilities of all shared arcs, i.e., σn =
∏

(i,j)∈A p
zij

ij .

A solution (x̂, ẑ, ŝ, Ŝ) to R2P-S also satisfies R2P-S if σ̂n (ŝ1
n + ŝ2

n − ŝ1
nŝ

2
n) ≥ τ .

The procedure for solving R2P-S is similar to that described in Section 3.4.2. The

primary difference is that instead of maintaining bounds for either s1
n or s2

n, we record

bounds on both variables. A formal procedure for this process is given below.

Step 0. Initialize a list of active subproblems with s1
n ∈ [1−√1− τ , 1], s2

n ∈ [0, 1],

and subproblem lower bound 0. Set the upper bound = ∞, and the incumbent

solution to be a blank vector.

Step 1. If no active subproblem exists, then terminate the process with the incum-

bent solution being optimal (if it exists; otherwise, the problem is infeasible). Else,

choose an active subproblem with s1
n ∈ [a1, b1] and s2

n ∈ [a2, b2] having the smallest

interval lower bound and go to Step 2.

Step 2. Solve R2P-S over the subproblem, including constraints (4.12). Discard

this subproblem from the list of active subproblems. If this problem has an optimal

solution with objective function value ẑ strictly less than the upper bound, go to Step

3; else, return to Step 1.

Step 3. If the solution to R2P-S over s1
n ∈ [a1, b1] and s2

n ∈ [a2, b2] is feasible to

R2P-S, go to Step 4. Else, go to Step 5.
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Step 4. Let this solution replace the incumbent solution as the new best solution

found. Replace the upper bound with this objective function value ẑ. Scan the active

subproblems and remove any subproblem whose lower bound is not smaller than ẑ.

Return to Step 1.

Step 5. Create two new active subproblems, the first with intervals s1
n ∈ [a1, ŝ

1
n]

and s2
n ∈ [a2, ŝ

1
n] and the second with intervals s1

n ∈ [ŝ1
n, b1] and s1

n ∈ [a2, b2], where

ŝ1
n is part of the optimal solution obtained in Step 2. Let the lower bound for each

subproblem be given by ẑ, and return to Step 1.

In the foregoing algorithm, if we are branching on s1
n, the active subproblems are

divided into two search intervals, the first with intervals s1
n ∈ [a1, ŝ

1
n] and s2

n ∈ [a2, b2],

and the second with intervals s1
n ∈ [ŝ1

n, b1] and s2
n ∈ [a2, b2]. We can take advantage

of the symmetry constraint to tighten the upper bound on s2
n in the first interval to

[a2, ŝ
1
n], as shown. On the other hand, if we choose to branch on s2

n, the two search

intervals created are s1
n ∈ [a1, b1], s2

n ∈ [a2, ŝ
2
n] and s1

n ∈ [a1, b1], s2
n ∈ [ŝ2

n, b2].

4.3.3 Model Enhancements

As would be expected, model tightening and preprocessing is also less straightforward

for R2P-S than for R2P-D. Initially, in light of our new definition of sq
i , we recognize

that ui should be equal to 1 for any i ∈ N , since we could choose to share all arcs

on the path to 1. Calculating `q
i as aq (the minimum feasible value of sq

n) divided by

the most reliable path to n from i (which is now 1 since all remaining arcs may be

shared), we obtain `q
i = aq ∀q = 1, 2, ∀i ∈ N . Hence, while our previous pruning

rules for ui and `q
i still apply to R2P-S, we must first be able to tighten the bounds

on sq
i .

In order to accomplish this bound-tightening, we examine conditions under which

certain zij-variables can be set to zero. If pij < τ , then zij = 0 in any feasible solution,

and hence we set zij = 0 ∀(i, j) ∈ A where pij < τ . (This is equivalent to defining
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Li = τ and Ui = 1 as the lower and upper bounds on Si, respectively, and then

pruning zij if Uipij < Lj.) In the example given by Figure 3.1, if τ = 0.65, then we

fix zAC = zCE = zCG = zDF = 0. As before, define Aq as the set of all arcs (i, j) ∈ A

such that xq
ij has not been fixed to zero by pruning and preprocessing, and define Az

as the set of all arcs (i, j) ∈ A such that zij has not been fixed to zero.

With this information, we may be able to improve the bounds for ui and `q
i . Pre-

viously it was necessary to set the upper bound ui = 1, representing the possibility

that all arcs on the path to node i could be shared. After pruning arcs to obtain Az,

however, the situation can arise where at least one arc on any path from the origin

to a node k ∈ N cannot be shared; that is, any path to node k uses at least one arc

(i, j) ∈ Aq, where (i, j) 6∈ Az. This is the case for node C in Figure 3.1. Any path

from the origin node to node C must use (A,C) ∈ Aq where (i, j) 6∈ Az, implying

that uC = 0.6. Similarly, if at least one arc cannot be shared on any path from a

node k to the destination node, then `q
k is again calculated as aq divided by the most

reliable path to n from k. This path will involve at least one non-shared arc, and will

have a probability less than 1. For directed, acyclic graphs, we can still employ the

same pruning rules regarding mi and vq
i for R2P-S as we did on R2P-D.

One final pruning step is then taken with respect to the zij-variables. Note that if

ui < `q
j for any (i, j) ∈ A, q = 1, 2, then no feasible solution exists that shares the arc

(i, j). Otherwise, path q would arrive at node i with sq
i ≤ ui, and if (i, j) is shared,

we would have sq
j ≤ ui < `q

j . We use this information to prune the graph again and

update Az accordingly.

We have observed that the upper and lower bounds on Si are Li = τ and Ui =

1 ∀i ∈ N . (The concepts of mi and vq
i for sq

n do not have equivalent representations

for Si without a nontrivial upper bound on Sn.) By analysis similar to that presented

in Section 3.4.3, we can tighten the coefficients on (1 − xq
ij) and (1 − zij) in (4.9a),
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(4.9b), (4.10b), and (4.10c) as shown below:

sq
j ≤ pijs

q
i + (uj − pij`

q
i ) (1− xq

ij) ∀q = 1, 2, ∀(i, j) ∈ Aq (4.13a)

sq
j ≤ sq

i + (uj − `q
i ) (1− zij) ∀q = 1, 2, ∀(i, j) ∈ Az (4.13b)

Sj ≤ pijSi + (1− pijτ) (1− zij) ∀(i, j) ∈ Az (4.13c)

Sj ≤ Si + (1− τ)
(
1− x1

ij

) ∀(i, j) ∈ A1. (4.13d)

Again, it is important to note that this coefficient tightening and the lifting de-

scribed below is only valid after the graph has been fully pruned according to the

foregoing procedures. We use A1 in (4.13d) since a1 ≥ a2 and path 1 will thus

experience more pruning, making |A1| ≤ |A2|.

Constraint (4.13a) can be lifted precisely as in (3.20), resulting in the following

lifted inequality:

sq
j ≤ pijs

q
i + (uj − pij`

q
i ) (1− xq

ij)−
∑

k∈RS(j),k 6=i

(uj − pkjuk) xq
kj

−
∑

k∈FS(i),k 6=j

(
`q
k

pik

− `q
i

)
pijx

q
ik ∀q = 1, 2, ∀(i, j) ∈ Aq. (4.14)

For constraint (4.13b), if path q uses the shared arc (k, j) ∈ A, k 6= i, then the upper

bound on sq
j can be reduced to uk, and if path q uses the shared arc (i, k) ∈ A, k 6= j,

then the lower bound on sq
i can be increased to `q

k. The resulting lifted inequality is

given by:

sq
j ≤ sq

i + (uj − `q
i ) (1− zij)−

∑

k∈RS(j),k 6=i

(uj − uk) zkj

−
∑

k∈FS(i),k 6=j

(`q
k − `q

i ) zik ∀q = 1, 2, ∀(i, j) ∈ Az. (4.15)

For constraint (4.13c), if any path uses the shared arc (k, j) ∈ A, k 6= i, then the

upper bound on Sj can be reduced to pkj, and if any path uses the shared arc (i, k) ∈
A, k 6= j, then the lower bound on Si can be increased to τ/pik, yielding the lifted
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inequality:

Sj ≤ pijSi + (1− pijτ) (1− zij)−
∑

k∈RS(j),k 6=i

(1− pkj) zkj

−
∑

k∈FS(i),k 6=j

(
1

pik

− 1

)
τpijzik ∀(i, j) ∈ Az. (4.16)

Finally, for constraint (4.13d), if either path uses the non-shared arc (k, j) ∈ A, k 6= i,

then there is no net effect on the upper bound on Sj, and if either path uses the

non-shared arc (i, k) ∈ A, k 6= j, then again, there is no net effect on the lower bound

on Si. Therefore, we will not perform lifting on (4.13d).

4.4. Computational Results

In this section, we evaluate the computational efficacy of our various strategies for

solving R2P-S. We will examine pruning, tightening, and lifting for R2P-S, and then

use the best strategy from this experiment to compare partitioning strategies for

R2P-S. All computations were done on a 500 Mhz Sun Blade 100 running Solaris

version 5.8 with 1.5 GB of installed memory. All computational times listed are in

CPU seconds. Linear and integer programming problems were solved using CPLEX

8.1.

We used the same problem instances in our experiments here as we used for the

comparisons in Section 3.5, noting that occasionally problems requiring branching for

R2P-D will not require branching for R2P-S. As discussed in Chapter 3, it is again

necessary to recalculate ŝ1
n, ŝ2

n, Ŝ1, and Ŝn based on the probabilities of the arcs

used, rather than rely on the on the returned values when making the branching

decisions.

Comparison of Pruning Strategies for R2P-S. Similar to the comparison for

R2P-D, we compared pruning, coefficient tightening, and lifting strategies for R2P-S

on Set 2 instances. Four methods were used to solve each problem instance. Method
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Table 4.1. Computation Times for Pruning Strategies for R2P-S

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 I 0.14 0.08 3.69 8.34 8.79 16.43
25 II 0.06 0.03 0.45 0.66 2.20 5.24
25 III 0.06 0.03 0.49 0.81 2.28 5.04
25 IV 0.06 0.04 0.57 0.82 3.03 5.23
50 I 2.38 3.16 590.66 2405.15 139.54 228.16
50 II 0.27 0.14 5.87 9.40 19.10 38.16
50 III 0.28 0.16 6.52 11.80 18.41 33.61
50 IV 0.35 0.23 11.85 25.67 43.47 71.31
75 I 109.14 245.28 527.01 999.91 653.00 891.22
75 II 1.71 1.95 40.56 105.54 95.07 166.02
75 III 1.78 2.37 61.70 141.92 124.32 150.31
75 IV 2.75 3.61 127.38 248.19 355.73 469.97
100 I 414.62 924.04 2301.08 3244.42 2065.12 3180.68
100 II 16.53 36.84 43.58 60.35 186.86 442.14
100 III 15.99 35.45 94.49 151.49 199.04 336.03
100 IV 16.83 26.67 160.46 177.57 503.40 677.47

I used no pruning or lifting, while Method II used pruning only. Method III solved

R2P-S using pruning and the coefficient tightening described in (4.13), and Method

IV used pruning, coefficient tightening, and lifting, as illustrated in (4.14), (4.15),

and (4.16).

Table 4.1 demonstrates that the computational times for solving R2P-S exhibit

significantly different behavior than for R2P-D. In this case, Method II had a faster

average solution time, implying that coefficient tightening is not providing an advan-

tage for R2P-S. This is perhaps due to the limited degree of tightening that can be

performed when arcs are allowed to be shared. Note that one problem instance in the

size 50, 50% density group failed to solve within the three hour time limit, as did two

instances in the size 100, 50% density group, and one in the size 100, 80% density

group. The associated standard deviations reflect these extremes.
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We ran an additional test on Methods II and III, this time solving the linear pro-

gramming relaxation to R2P-S. The results showed that Method III still took slightly

longer to solve, but that it always returned an objective value no lower than that re-

turned by Method II. That is, coefficient tightening is successful in that it provides

either an equal or higher lower bound for our minimization problem; however, includ-

ing the fractional coefficients of Method III instead of the integer 1 as in Method II

clearly removes some of the special structure that would otherwise allow our problem

instances to be solved more quickly.

For further clarification on the extent to which coefficient tightening might provide

a computational advantage over using Method II, we ran an additional test comparing

computational times on four new methods, and compared them to Method II. Method

IIIa combined pruning with only the coefficient tightening strategy in (4.13a), while

Method IIIb combined pruning with only the tightening in strategy (4.13b), Method

IIIc used (4.13c), and Method IIId used (4.13d). The computational times for this

comparison are shown in Table 4.2. Method IIIa appears to be slightly more efficient

than the other limited tightening methods, or using pruning only with no tightening.

We also ran experiments coupling Method IIIa with each of the other three tightening

strategies, but none of these improved the execution time required to solve R2P-S.

Comparison of Partitioning Strategies for R2P-S. As a final experiment, we

compared the computational times for partitioning on R2P-S instances, branching

on either s1
n (Strategy I) or on s2

n (Strategy II). For Strategy III, we branched on

whichever interval [ai, bi] was the largest, which, due to the symmetry constraint will

always initially branch on s2
n. We used Set 3 for this experiment as done for R2P-D,

stopping when τ − (σn (s1
n + s2

n − s1
ns

2
n)) < ε, where ε = 0.0005. The results of this

experiment are displayed in Table 4.3, and demonstrate that Strategy II is slightly

better than Strategies I and III. This could be due to the fact that s1
n ≥ s2

n by our

anti-symmetry restriction, and thus determining minimum values for s2
n guides the

branch-and-bound process toward feasible solutions more quickly by implying tighter
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Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 II 0.06 0.03 0.45 0.66 2.20 5.24
25 IIIa 0.06 0.04 0.66 1.37 2.30 5.29
25 IIIb 0.05 0.03 0.42 0.60 2.38 5.85
25 IIIc 0.06 0.04 0.64 1.06 2.23 5.65
25 IIId 0.06 0.04 0.44 0.60 2.21 5.14
50 II 0.27 0.14 5.87 9.40 19.10 38.16
50 IIIa 0.25 0.12 3.41 3.27 10.94 13.78
50 IIIb 0.27 0.14 8.97 17.02 17.72 28.70
50 IIIc 0.27 0.14 4.62 6.15 21.49 34.95
50 IIId 0.27 0.14 4.74 4.42 27.08 50.37
75 II 1.71 1.95 40.56 105.54 95.07 166.02
75 IIIa 1.92 3.22 35.08 119.24 110.96 190.64
75 IIIb 1.73 2.25 42.34 129.03 80.65 141.04
75 IIIc 2.45 3.99 44.07 113.35 72.03 109.60
75 IIId 1.53 1.75 63.48 177.89 142.33 247.07
100 II 16.53 36.84 43.58 60.35 186.86 442.14
100 IIIa 8.74 15.03 74.64 89.72 140.10 285.20
100 IIIb 9.23 19.34 89.51 141.94 181.57 336.20
100 IIIc 15.37 32.09 92.30 135.46 201.53 343.49
100 IIId 9.52 16.54 56.80 88.70 170.24 342.77

Table 4.2. Comparison of Individual Coefficient Tightening Strategies for R2P-S
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Size Strategy 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 I 0.35 0.26 1.40 0.93 4.04 5.00
25 II 0.33 0.27 1.84 2.60 16.78 60.95
25 III 0.34 0.27 1.45 1.22 16.84 61.05
50 I 2.48 4.47 29.66 52.05 74.70 106.04
50 II 1.86 2.30 26.42 37.31 59.56 82.53
50 III 1.89 2.36 31.70 55.21 59.75 82.88
75 I 11.16 16.79 86.77 96.38 647.27 750.75
75 II 18.24 39.61 87.62 112.40 509.61 616.72
75 III 18.70 40.54 88.91 113.88 516.31 623.46

Table 4.3. Comparison of Partitioning Strategies for R2P-S

bounds on s1
n as well.
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Chapter 5

An Aggregated Branch-and-Price-and-Cut

Model and Algorithm for the Reliable h-Paths

Problem

In the next two chapters, we consider an extension to the reliability-constrained rout-

ing problem discussed in Chapter 3, where we may seek h ≥ 2 arc-disjoint paths. We

call this the Reliable h-Path Problem with disjoint arcs, or RhP-D. As h increases,

we may choose considerably less-reliable paths which may allow a lower-cost solution.

We enforce the arc-disjoint condition again here due to the complexity of calculating

the joint probability where certain arcs may be shared among some paths and not

others.

5.1. Introduction and Background

Consider again the example in Figure 3.1 with τ = 0.80 and h = 3. Note that we have

three sets of three paths that meet the arc-disjoint requirement. Option 1 includes

paths ABEH, ACFH, and ADGH, with a total cost of 50 and joint reliability of

0.837. Option 2 includes paths ABEH, ACGH, and ADFH, with a total cost of 46

and joint reliability of 0.734. Option 3 includes paths ABFH, ACEH, and ADGH,

with a total cost of 48 and joint reliability of 0.815. Only Options 1 and 3 satisfy the

threshold constraint, where Option 3 has the lowest cost and is the optimal solution.

The rest of this chapter is organized as follows. We begin in Section 5.2 by dis-

cussing the implications of extending the logic introduced in Chapter 3 to include

instances for h ≥ 3. In Section 5.3, we develop an aggregated column generation-

based approach for solving RhP-D. In Section 5.4 we describe the pricing algorithm

for this formulation, in Section 5.5 we provide model enhancements, and in Section 5.6
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we discuss the branching strategy. Section 5.7 includes the results of computational

comparisons of these strategies.

5.2. Compact Model Formulation

We begin by presenting a polynomial-size formulation of RhP-D. For all i ∈ N , define

FS(i) and RS(i) as the forward and reverse stars of node i, respectively. (That is,

FS(i) = {j ∈ N : (i, j) ∈ A} and RS(i) = {j ∈ N : (j, i) ∈ A}, ∀i ∈ N .) Let τ be the

minimum permissible probability that at least one path from the origin node 1 to the

destination node n survives. We define yk
ij ∀(i, j) ∈ A, ∀k = 1, . . . , h, to be a binary

variable equal to one if path number k utilizes arc (i, j) and zero otherwise. Also,

let variables sk
i represent the probability that path k = 1, . . . , h successfully reaches

node i ∈ N from node 1, given that path k visits node i. RhP-D can be modeled as

the following nonlinear mixed-integer program.

Minimize
∑

(i,j)∈A

cij

(
h∑

k=1

yk
ij

)
(5.1a)

subject to
∑

j∈FS(1)

yk
1j = 1 ∀k = 1, . . . , h (5.1b)

∑

j∈FS(i)

yk
ij =

∑

`∈RS(i)

yk
`i ∀i ∈ {2, . . . , n− 1}, ∀k = 1, . . . , h (5.1c)

h∑

k=1

yk
ij ≤ 1 ∀(i, j) ∈ A (5.1d)

sk
j ≤ pijs

k
i + (1− yk

ij) ∀k = 1, . . . , h, ∀(i, j) ∈ A (5.1e)

sk
1 = 1 ∀k = 1, . . . , h (5.1f)

1−
h∏

k=1

(
1− sk

n

) ≥ τ (5.1g)

sk
n ≤ sk+1

n ∀k = 1, . . . , h− 1 (5.1h)

yk
ij ∈ {0, 1} ∀k = 1, . . . , h, ∀(i, j) ∈ A. (5.1i)

The objective (5.1a) minimizes the total cost of the chosen paths, while (5.1b)

and (5.1c) are standard flow balance constraints and constraint (5.1d) enforces arc-
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disjointness. Our strategy in (5.1e) and (5.1f) enforces the reduction of path h’s

reliability along each arc (i, j) ∈ A for which yk
ij = 1, ∀k = 1, . . . , h. Note that the

path-probability calculation constraints are linear, but employ binary variables that

give the problem its combinatorial nature. The nonlinear constraint (5.1g) enforces

the condition that at least one path remains survivable with sufficiently large proba-

bility. Constraint (5.1h) removes some problem symmetry by requiring that s1
n, . . . , sk

n

be a nondecreasing sequence.

We presented several methods for solving this problem in Chapter 3 for h = 2. The

approach outlined, however, would suffer for RhP-D, h ≥ 3, due to the increasing

difficulties of relaxing multiple nonlinear terms as h increases. For h = 3, for example,

(5.1g) now includes the nonlinear terms s1
ns2

n, s1
ns3

n, s2
ns

3
n, and s1

ns
2
ns3

n. We can handle

these terms by an RLT approach related to the one employed for h = 2, but the

number of such terms will increase exponentially as h increases. Moreover, for the

case in which h = 2, the optimization process will tend to minimize the sole nonlinear

term s1
ns2

n in order to achieve feasibility to (5.1g). However, this behavior does not

necessarily persist for h ≥ 3, and hence more effort would be required to converge

to the optimal solution. We instead turn to a branch-and-price-and-cut approach to

circumvent those difficulties.

5.3. Problem Formulation and Solution Strategies

In this section, we introduce an alternative path-based formulation for RhP-D in

which decision variable xp equals to one if path p ∈ P is selected, and zero otherwise,

where P is the entire set of origin-destination paths in the network. Since there

are exponentially many such paths to generate, we instead consider a subset of paths

P ⊆ P and employ column generation, using a branch-and-price-and-cut algorithm to

solve the problem. After relaxing integrality, we have the following restricted master
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problem (RMP) formulation:

Minimize
∑

p∈P

Cpxp (5.2a)

subject to
∑

p∈P

xp = h (5.2b)

∑

p∈P

δp
ijxp ≤ 1 ∀(i, j) ∈ A (5.2c)

1−
∏

p∈P

(1−Rp)
xp ≥ τ (5.2d)

xp ≥ 0 ∀p ∈ P, (5.2e)

where Cp is the total cost of path p (sum of its arc costs), Rp is the reliability of path

p (product of its arc reliabilities), and δp
ij is a constant that equals to 1 if arc (i, j) is

used in path p, and zero otherwise, ∀p ∈ P ∀(i, j) ∈ A. Observe that by rearranging

terms and taking the logarithm of both sides of (5.2d), we obtain a linear formulation

in which (5.2d) is replaced with

∑

p∈P

log (1−Rp) xp ≤ log (1− τ) . (5.3)

5.4. Pricing

Let α, −πij, and −λ represent the duals associated with (5.2b), (5.2c), and (5.3),

respectively. Given these dual values, the reduced cost cp of any variable xp, p ∈ P ,

is given by

cp = −α +
∑

(i,j)∈A

(cij + πij) δp
ij + λ log (1−Rp) . (5.4)

We seek a variable corresponding to a path p ∈ P that has a negative reduced

cost with respect to the current dual variable values. Since the −α term in (5.4) is

constant, we minimize
∑

(i,j)∈A (cij + πij) δp
ij + λ log (1−Rp). The smallest value of

the first term is easy to find by simply adjusting the arc lengths to cij + πij, and

solving a shortest-path problem. However, in order to incorporate the values of Rp,

we employ a node-labeling scheme such that at the completion of the algorithm,
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we have ` paths p1, . . . , p`, such that Ri > Ri+1 and C ′
i > C ′

i+1, ∀i = 1, . . . , ` − 1,

where C ′
p is the cost of path p with the adjusted arc costs. That is, we enumerate

each Pareto-optimal path with respect to minimizing adjusted cost and maximizing

reliability (retaining one such path in case of a tie).

After all such Pareto-optimal paths have been found, we then compute the reduced

cost of each path according to (5.4), and select one path p∗ having the minimum

reduced cost. If cp∗ = 0, then we have optimized the RMP, and we proceed to the

branching portion of the algorithm. Else, we have that cp∗ < 0, and thus we add the

path p∗ to P and resolve the RMP.

Dijkstra’s Algorithm and Modifications. If all adjusted arc costs are nonneg-

ative, we can use a version of Dijkstra’s algorithm to find the path with the lowest

negative reduced cost. Dijkstra’s algorithm computes the shortest path from each

node in a graph to the origin when all arc costs are nonnegative, as shown in Algo-

rithm 1.

For our purposes, we must adjust the algorithm to include multiple records at each

node containing labels for both cost and reliability. We need to keep a list of records

for each node such that if we have ` records for a particular node, the list is sorted

such that C ′
p1

> C ′
p2

> . . . > C ′
p`

and Rp1 > Rp2 > . . . > Rp`
> 0. Each record will

now have four attributes: cost, reliability (rel), predecessor (pred), and visited.

We shall refer to the process to enter a (cost, reliability) pair into the list of records

for node j, called records[j], as enterItem(cost, rel, pred, j). The function

enterItem performs two checks. First, if −α+cost+λ log(1−rel) ≥ 0, then since all

arc costs are nonnegative, any path resulting from this record will have a nonnegative

reduced cost and hence the function will not add the (cost, reliability) pair to the

list of records for j. Next, the function examines the records listed in records[j]

and adds the (cost, reliability) pair only if it is not dominated by, or identical to, any
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Algorithm 1: Standard Dijkstra’s Algorithm

foreach i ∈ N do
i.visited = 0
if i = 1 then

i.cost = 0
else

i.cost = ∞
end
i.pred = NULL

end
i = 1
while i 6= 0 do

i.visited = 1
foreach (i, j) ∈ A do

if j.cost > i.cost + cij then
j.cost = i.cost + cij

j.pred = i
end

end
mincost = ∞
i = 0
for j = 1 to n do

if j.cost < mincost and j.visited == 0 then
i = j
mincost = j.cost

end

end

end
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other (cost, reliability) pair in the list of records. If a record needs to be added, the

function adds the record in records[j] and sets its attributes appropriately, with

an automatic initialization of the “visited” field to zero. The modified Dijkstra’s

algorithm is shown in Algorithm 2.

Algorithm 2: Modified Dijkstra’s Algorithm

Create an initial record partial for records [1]
partial.cost = 0
partial.rel = 1
partial.pred =NULL
partial.visited = 0
i = 1
minrecord = minNotVisited(i)
Comment: minNotVisited(i) returns a pointer to the record in i

with the minimum cost not yet marked as visited. It returns a

NULL if all records have been visited in i.

while minrecord 6= NULL do
minrecord.visited = 1
foreach (i, j) ∈ A do

enterItem(minrecord.cost + cij,minrecord.rel× pij, i, j)
end
mincost = ∞
minrecord = NULL
for j = 1 to n do

if minNotVisited(j) 6= NULL then
if minNotVisited(j).cost < mincost then

minrecord = minNotVisited(j)
mincost = minNotVisited(j).cost
i = j

end

end

end

end

The Bellman-Ford Algorithm and Modifications. If any arc costs are nega-

tive, we must use a modified Bellman-Ford algorithm. The Bellman-Ford algorithm

computes the shortest path from each node to the origin, and permits the existence of

negative-cost arcs, as long as no negative-cost cycles exist. The traditional Bellman-
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Ford algorithm is shown in Algorithm 3. If there are no negative-cost cycles, then at

the end of the algorithm each record contains the length of the shortest path from

that node to the origin.

Algorithm 3: Standard Bellman-Ford Algorithm

foreach i ∈ N do
if i = 1 then

i.cost = 0
else

i.cost = ∞
end
i.pred =NULL

end
for i = 1 to n do

foreach (i, j) ∈ A do
if j.cost > i.cost + cij then

j.cost = i.cost + cij

j.pred = i
end

end

end
foreach (i, j) ∈ A do

if j.cost > i.cost + cij then
Terminate: Graph contains a negative cost cycle.

end

end

The labeling process will be similar to that of the one used in the modified Dijk-

stra’s algorithm. However, due to the existence of negative-cost arcs, the function

enterItem will add records regardless of the value of −α + cost + λ log (1− rel).

In a traditional Bellman-Ford algorithm, a simple test is performed to see if negative

cost cycles exist. Although we prohibited the creation of cycles in our test instances,

we keep the check here for completeness. The modified Bellman-Ford algorithm with

logic to identify negative cost cycles is shown in Algorithm 4.
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Algorithm 4: Modified Bellman-Ford Algorithm

Create an initial record partial for records [1]
partial.cost = 0
partial.rel = 1
partial.pred = NULL
partial.visited = 0
for i = 1 to n do

foreach (i, j) ∈ A do
foreach record partial in records[i] do

if partial.visited == 0 then
enterItem(partial.cost + cij, partial.rel× pij, i, j)
partial.visited = 1

end

end

end

end
foreach (i, j) ∈ A do

Comment: minCost(i) returns a pointer to the record in

records[i] with the lowest cost value.

if minCost(j).cost > minCost(i).cost + cij then
Terminate: Graph contains a negative cost cycle.

end

end
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5.5. Model Enhancements

To improve the performance of the algorithm, we propose here several enhancement

strategies. In Section 5.5.1 we describe four methods to initialize the columns in

the RMP beyond creating a default initial column. In Section 5.5.2 we introduce a

method to improve the upper bound of our branch-and-bound tree and also propose

a valid inequality to direct the solver away from integer-infeasible solutions.

5.5.1 Initialization

The branch-and-price-and-cut approach assumes the existence of an initial feasible

solution to the RMP which may in fact become infeasible after cut generation and

branching steps are applied. For this model, we will create a single initialization col-

umn having a big-M cost, such that its selection maintains RMP feasibility regardless

of what columns have already been added, or what branching restrictions have been

applied. Hence, we create a column having a coefficient of h for (5.2b), zero for all the

constraints (5.2c) (and later for all the constraints (5.5)), and log (1− τ) for the con-

straint (5.3). This initialization column must be included after each branching step,

due to the modifications to the RMP that take place after branching, as described in

the following section. We shall refer to the creation of only one initialization column

as Initialization Method 1 (IM1).

In addition to the single-initialization column method, we may also opt to initialize

the RMP by seeding P with several paths which may lead to a feasible solution. One

such procedure uses Dijkstra’s algorithm to find a most reliable path in the graph,

and adds that column to P . We then delete the arcs used in that column from the

graph, and find a most reliable path on the remaining arcs, if one exists. We continue

to add paths in this greedy manner until P contains at most h arc-disjoint paths, or

until no more paths exist in the reduced network. The goal of this procedure is to seek

a set of high-reliability paths that are likely to satisfy the joint-reliability constraint.

We refer to this method as Initialization Method 2 (IM2). A similar approach is to
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find the cheapest path instead of the most reliable path, then the next cheapest, and

so on (IM3).

An alternative idea is to generate h arc-disjoint paths of the highest reliability

(IM4). This goal can be accomplished by solving a maximum-cost flow problem by

replacing the cost of every arc with log(pij), in which a supply of h units exists at node

1, a demand of h units at node n, and in which all arc-capacities are equal to 1. We

may similarly solve a network flow problem to add the cheapest h arc-disjoint paths

(IM5), this time using the arc costs as given and setting the objective to minimize the

cost. Note that methods 4 or 5 will let us know immediately if h arc-disjoint paths

do not exist. That is, if either IM4 or IM5 fails to return h arc-disjoint paths, then

we immediately know our problem is infeasible.

5.5.2 Probing and Cut Generation

One option to accelerate the convergence of this algorithm is to complement the

reliability constraint with a set of valid inequalities that prohibit the selection of paths

whose reliabilities are too small to be used in a feasible solution. Given a solution

x̂ to our RMP at an active node of the branch-and-bound tree, we define P (x̂) as a

set of paths associated with the h-largest x̂p-variables in our current solution, and let

A(x̂) be the set of arcs used by those paths.

Note that if
∑

p∈P (x̂) x̂p > h− 1, then the paths in P (x̂) will be arc-disjoint. (This

fact is due to the observation that even the two smallest x̂-values would sum to more

than 1, and hence cannot share any arcs.) Therefore, if 1 − ∏
p∈P (x̂) (1−Rp) ≥ τ ,

then the solution using the paths in P (x̂) is a feasible solution. We calculate the

cost of this solution and, if it is less than our current incumbent solution objective,

use this new solution to prune our branch-and-bound tree. This check will be done

automatically and will serve as our baseline to compare to the enhancement methods

we detail here.
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On the other hand, if 1 −∏
p∈P (x̂) (1−Rp) < τ and

∑
p∈P (x̂) x̂p > h − 1, then we

can seek a feasible solution by using an implicit enumeration algorithm, described

below, to see if a feasible solution exists using only the arcs in A(x̂). If so, then we

update our incumbent upper bound, if possible, and attempt to further prune our

branch-and-bound tree. We refer to this process as “probing.”

The implicit enumeration algorithm that we use as a subroutine identifies a feasible

set of h paths (with respect to the joint reliability constraint) from node 1 to node

n in a subgraph, which contains a set of arcs from which exactly h arc-disjoint paths

must be created. The algorithm begins at node 1 and assigns the second node visited

of each path k = 1, . . . , h to be from the set {j : (1, j) ∈ A(x̂)}. It then assigns nodes

to each path by following the arc in A(x̂) that originates from the current node in

the path. This process continues until the out-degree of some node is greater than

one, at which point it begins a recursive search exploring permutations of the options

available, abandoning a particular branch of the search tree if no feasible solution

is possible from the branch. This process is completed by first calling findPaths()

(Algorithm 5), which in turn calls the recursive followDirection() (Algorithm 6).

Define currentPath(k), k = 1, . . . , h as an ordered list of the nodes that are visited

by path k on our current exploration. Define FSx̂(i) as the set {j : (i, j) ∈ A(x̂)}.
Define position(k) as the current number of nodes used in the kth path thus

far. The function enterNode(k,i) enters node i into position position(k)+1 in

currentPath(k) and advances the value in position(k) by one. The function

retrieveNode(k, i) returns the node in position i for path k, returning a 0 if

the there is no node in that position (if the path is complete or unexplored be-

fore it visits i nodes). For example, if path 1 currently visits nodes 1, 4, 5, and

7, then position(1) = 4, and retrieveNode(1,2) = 4 and retrieveNode(1,5) =

0. Also, enterNode(1,8), will add node 8 to the end of the list for path 1 so that

currentPath(1) will list 1, 4, 5, 7, and 8, and position(1) will equal 5.
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Also define outDegree(i) for i = 1, . . . , n − 1 as the number of nodes in FSx̂(i).

If outDegree(i) = 1 for some i, then when we visit node i on path k, we may move

immediately to node j = FSx̂(i) since following arc (i, j) is the only option from node

i. When outDegree(i)> 1 for some i, then additional enumeration work must be

done.

Define destination(k), k = 1, . . . , h as the next destination on path k. If path k is

already at the final node n, then destination(k)= 0. The array endingAtNode(i),

i = 1, . . . , n will contain the number of times a partial or complete path has node i as

the last node visited. Note that we will not branch on a node i until endingAtNode(i)

is equal to outDegree(i).

The function getJointReliability() will calculate the reliability of each partial

or compete path in our current solution and returns one minus the probability that

all paths fail. Since the reliability of a partial path can never improve as it proceeds

to node n, if the current joint reliability is less than τ , then our current search could

never yield a feasible solution. If, however, the joint reliability is at least τ and

endingAtNode(n) = h, then we have followed all h paths from 1 to n and have found

a feasible combination of the arcs in A(x̂). The process is complete either when we

have found one feasible solution, or have proven that none exist.

The function findPaths() initializes the enumeration process by having each path

start at node 1, and then setting the destination of each path to one of the nodes

in FSx̂(1). The function followDirection() is a recursive algorithm that uses

position and currentPath to continue each path to the node listed by destination.

It then takes each path as far as it can go until either another branching point or

node n is reached. Then it calls itself recursively, exploring permutations of the des-

tinations available, stopping when a feasible solution is found. If a feasible solution

is found, the function returns the joint reliability. Otherwise, it returns 0.
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The array endingAtNode() is assumed to be initialized to zero at the beginning

of each call to followDirection(). We will use the array optionspi to represent

the pth permutation of the nodes in FSx̂(i). For example, if FSx̂(i) = {2, 3, 4},
then options1i = [2, 3, 4], options2i = [2, 4, 3], options3i = [3, 2, 4], . . . ,options6i =

[4, 3, 2].

Algorithm 5: findPaths()

for k = 1 to h do
position(k) = 0
enterNode(k, 1)

end
k = 1
foreach i ∈ FSx̂(1) do

destination(k) = i
k = k + 1

end
answer = followDirection(destination, position, currentPath)
return answer

If no feasible solution exists using only arcs in A(x̂), then we can add a cutting

plane to the model (our “cutting plane” scheme). In our implementation, we allow

a maximum number of additional constraints Qmax, and index these inequalities q =

1, . . . , Q, where Q is the current number of valid inequalities added. If Q = Qmax,

then we skip this step. Otherwise, if
∑

(i,j)∈A(x̂)

∑
p∈P δp

ijx̂p > |A(x̂)| − 1, then we set

Q = Q + 1 and AQ = A(x̂p), and add inequality Q to the formulation as follows:

∑

p∈P


 ∑

(i,j)∈AQ

δp
ij


 xp ≤ |AQ| − 1. (5.5)

Formulating RhP-D as (5.2a) − (5.2c), (5.2e), (5.3), and inequalities (5.5), ∀q =

1, . . . , Q, the reduced cost of the variable corresponding to path p is now given by

cp = −α +
∑

(i,j)∈A

(cij + πij) δp
ij +

Q∑
q=1


 ∑

(i,j)∈Aq

σqδ
p
ij


 + λ log (1−Rp) , (5.6)
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Algorithm 6: followDirection(destination, position, currentPath)

for k = 1 to h do
if destination(k) 6= 0 then

enterNode(k, destination(k))
while outDegree(destination(k)) == 1 do

destination(k) = FSx̂(destination(k))
enterNode(k, destination(k))

end

end

end
for k = 1 to h do

endingAtNode(retrieveNode(k,position(k))) += 1
end
if getPartialJointReliability() < τ then

return 0
else

if endingAtNode(n) == h then
return getPartialJointReliability()

else
i = 1
while endingAtNode(i) 6= outDegree(i) or outDegree(i) == 0 do

i = i + 1
end
branchNode = i
foreach permutation p of FSx̂(branchNode) do

for k = 1 to h do
destination(k) = 0

end
j = 1, k = 1
for i = 1 to outDegree(branchNode) do

while retrieveNode(k,position(k)) 6= branchNode do
k = k + 1

end
destination(k) = optionsp,branchNode(j), j = j + 1, k = k + 1

end
answer = followDirection(destination, position,currentPath)
if answer > 0 then

return answer
end

end
return 0

end

end
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where −σq is the dual variable associated with constraints (5.5), ∀q = 1, . . . , Q.

During the pricing portion of the algorithm, the adjusted cost for an arc (i, j) now

becomes cij + πij +
∑Q

q=1 ∆q
ijσq, where ∆q

ij equals to 1 if (i, j) ∈ Aq and 0 otherwise.

5.6. Branching

Following the column generation phase, the branching phase must occur in a manner

that forces the algorithm to converge. Simply branching on an xp-variable is problem-

atic, because a variable that is forced to equal to zero will reappear under a different

index in the column generation subroutine that follows the branching step. Instead,

we examine the sum of flows on each arc in our solution. If there exists an arc (i, j)

such that 0 <
∑

p∈P δp
ijx̂p < 1, we branch by insisting that this arc contains a total

flow of either zero or one. In the former case, we simply delete (i, j) from the graph,

as well as any paths in P that use that arc, for future iterations along that branch.

In the latter case, we adjust the constraint corresponding to (i, j) in (5.2c) to be an

equality.

When we require the sum of flows to equal one, the dual variable πij becomes unre-

stricted and there now exists a risk of encountering negative-cost cycles in our network

during the column generation phase. The column generation phase becomes strongly

NP-hard in this case, and so we cannot reasonably solve the pricing portion of the

algorithm if these cycles exist in our graph. Indeed, a preliminary computational

analysis revealed that this behavior is persistent in cyclic graphs, and that the fore-

going algorithm fails to converge within reasonable computational limits. Therefore,

we limit our examination of the aggregated model to directed, acyclic graphs.

If the sum of flows on each arc in a solution is binary but the x̂p-variables are not

integer, then this branching scheme fails since there are no fractional flows on which

we may branch. In this case, we need to determine if any feasible integer solution can

be found using only the arcs in our solution by employing the implicit enumeration
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Figure 5.1. Example of Fractional Paths and Integer Flows.

algorithm described in Section 5.5.2 in which we examine viable permutations of the

arcs used in our solution.

We illustrate this situation in Figure 5.1, where path 1 follows nodes ACE, path

2 follows ABCDE, path 3 follows ABCE and path 4 follows ACDE. If h = 2 and

x̂1 = x̂2 = x̂3 = x̂4 = 0.5, the sum of flows on each arc is equal to one. In this

example, for τ = 0.65, if we use the combination of paths 3 and 4, we get a joint

reliability of 0.55, whereas if we use the combination of paths 1 and 2, we get a joint

reliability of 0.76. While either combination necessarily yields the same total cost of

38, only the combination of paths 1 and 2 gives a feasible solution, even though the

constraint (5.3) is satisfied by the current fractional solution.

Remark 1. For the special case in which h = 2, the two paths with the highest

joint reliability will use the most reliable path available. For h = 2, consider that

our arcs can be arranged such that we have two unique paths from which to choose.

Option A contains two paths with reliabilities ra1 and ra2 , 1 ≥ ra1 ≥ ra2 > 0. Option

B contains two paths with reliabilities rb1 and rb2 , 1 ≥ rb1 ≥ rb2 > 0. Note that
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ra1ra2 = rb1rb2 and that ra1 ≥ rb1 ≥ rb2 ≥ ra2 . Observe the following:

(ra1 − rb2) (rb2 − ra2) ≥ 0 ⇒ (5.7a)

ra1rb2 − r2
b2
− ra1ra2 + ra2rb2 ≥ 0 ⇒ (5.7b)

ra1rb2 − r2
b2
− rb1rb2 + ra2rb2 ≥ 0 ⇒ (5.7c)

ra1 − rb2 − rb1 + ra2 ≥ 0 ⇒ (5.7d)

ra1 + ra2 ≥ rb1 + rb2 ⇒ (5.7e)

ra1 + ra2 − ra1ra2 ≥ rb1 + rb2 − rb1rb2 . (5.7f)

Therefore, the optimal solution which maximizes joint-reliability uses Option A, which

contains the most reliable path of the two options. This greedy approach, however,

does not necessarily maximize joint reliability when h ≥ 3. 2

Given such a fractional solution x̂, if an integer feasible solution exists using just

the arcs in A(x̂), it is optimal (since the aggregate flows are unaffected, the total cost

remains the same no matter how we distribute the individual paths). On the other

hand, if no solution exists, we cut off the solution by adding a cutting plane of the form

(5.5). (Note that this cutting plane does not count against Qmax in the enhancement

methods described above, since the inclusion of these cuts is not optional.)

5.7. Computational Results

In this section, we evaluate the computational advantages of each of the strategies

presented here for various values of h. We will first compare the initialization methods

discussed in Section 5.5.1 and then use the best method from these results to compare

the other enhancement methods from Section 5.5.2. All computations were done on a

500 MHz Sun Blade 100 running Solaris version 5.8 with 1.5 GB of installed memory.

All computational times are listed in CPU seconds. Linear and integer programming

problems were solved using CPLEX 8.1.
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Problem Set Generation. We generated 20 directed, acyclic graphs for each com-

bination of total nodes and arc densities, where a graph could have 25, 50, 75, or 100

nodes, and could have an arc density of 20%, 50%, or 80%, for a total of 240 instances.

To generate a graph with roughly d% arc density, for each possible (i, j) node pair,

i < j, a random number was generated with a uniform distribution between 0 and

1, and arc (i, j) was generated if and only if this number was not more than d%.

Since no arcs (j, i), j > i, were generated, no directed cycles exist. We prohibited the

generation of an arc connecting node 1 directly to node n and required that at least

five arcs left node 1 and at least five arcs entered node n. Arc costs were assigned

by generating a random number with a uniform distribution between 0 and 100. The

joint reliability threshold τ was generated using a uniform distribution between 0.5

and 1.0.

Our first comparison examined the efficiency of the five initialization methods dis-

cussed in Section 5.5.1. Tables 5.1 − 5.3 show the average and standard deviations of

the computational times for h = 3, 4, 5 for this model. Our computations show that

the greedy reliability-based initialization method (IC2) is slightly more effective than

the other methods, although the advantage is not significant. This is consistent with

the work of Vanderbeck (1994). For the remainder of our comparisons, we will use

this IC2 as the initialization method.

In our second experiment, we analyzed the effectiveness of the enhancement meth-

ods discussed in Section 5.5.2 by comparing the impact of probing and cut generation

(CG) to the baseline for the aggregated model. The results of these experiments for

h = 3, 4, and 5 are shown in Tables 5.4 − 5.6.

For the aggregated model, the cut generation strategy improved solution times

for 75- and 100-node instances with 50% and 80% densities, and this improvement

becomes more pronounced as h increases. Probing failed to improve computation

times over the baseline for the model, and failed to provide an improved upper bound
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Table 5.1. Computation Times for Initialization Methods Using Aggregated Model
for h = 3

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 IC1 0.06 0.05 0.40 0.50 1.23 1.55
25 IC2 0.06 0.05 0.38 0.47 1.18 1.56
25 IC3 0.05 0.05 0.38 0.49 1.22 1.60
25 IC4 0.06 0.05 0.43 0.52 1.19 1.55
25 IC5 0.06 0.06 0.40 0.49 1.23 1.60
50 IC1 0.52 0.77 3.81 5.30 21.57 33.28
50 IC2 0.49 0.75 3.74 5.47 21.48 32.97
50 IC3 0.47 0.69 3.82 5.30 21.53 33.07
50 IC4 0.52 0.73 3.65 5.07 21.43 32.58
50 IC5 0.51 0.73 3.88 5.36 21.78 33.47
75 IC1 3.18 3.84 44.25 53.26 72.71 99.79
75 IC2 3.04 3.77 43.00 51.67 70.55 95.36
75 IC3 3.10 3.76 43.22 52.95 73.07 98.80
75 IC4 3.05 3.63 42.64 51.28 69.95 94.56
75 IC5 3.23 3.88 44.07 53.85 74.32 99.79
100 IC1 11.80 15.70 78.15 79.00 764.39 1560.07
100 IC2 11.90 16.05 78.49 81.56 764.59 1555.20
100 IC3 11.79 15.56 77.07 78.01 767.65 1563.60
100 IC4 11.99 15.98 79.30 81.90 757.72 1541.71
100 IC5 11.92 15.63 78.99 78.36 772.02 1570.01
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Table 5.2. Computation Times for Initialization Methods Using Aggregated Model
for h = 4

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 IC1 0.09 0.08 0.32 0.26 0.86 1.36
25 IC2 0.07 0.08 0.29 0.24 0.84 1.47
25 IC3 0.07 0.07 0.30 0.23 0.85 1.39
25 IC4 0.08 0.11 0.31 0.26 0.86 1.43
25 IC5 0.07 0.09 0.32 0.26 0.86 1.40
50 IC1 0.40 0.46 3.36 3.59 11.46 15.88
50 IC2 0.37 0.44 3.38 3.80 10.41 13.59
50 IC3 0.40 0.47 3.34 3.72 11.34 15.98
50 IC4 0.40 0.45 3.35 3.61 10.56 13.88
50 IC5 0.40 0.49 3.39 3.69 11.52 16.25
75 IC1 3.61 4.21 47.81 65.62 64.97 113.62
75 IC2 3.47 4.25 47.75 66.31 66.18 117.66
75 IC3 3.51 4.04 48.34 66.20 65.05 113.77
75 IC4 3.53 4.10 46.98 65.15 65.75 117.82
75 IC5 3.55 4.04 49.26 68.67 65.41 114.29
100 IC1 12.88 17.05 80.66 118.91 725.90 2133.09
100 IC2 13.09 17.76 74.65 108.86 749.28 2213.40
100 IC3 12.89 17.71 81.09 119.42 735.54 2142.66
100 IC4 13.15 18.17 74.28 108.46 732.32 2140.27
100 IC5 13.32 18.10 80.29 119.35 733.32 2156.63
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Table 5.3. Computation Times for Initialization Methods Using Aggregated Model
for h = 5

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 IC1 0.08 0.11 0.31 0.27 1.29 3.16
25 IC2 0.08 0.12 0.29 0.29 1.27 3.20
25 IC3 0.08 0.11 0.28 0.26 1.29 3.25
25 IC4 0.08 0.12 0.28 0.24 1.34 3.26
25 IC5 0.07 0.12 0.30 0.27 1.30 3.20
50 IC1 0.31 0.30 4.18 5.64 14.54 24.22
50 IC2 0.26 0.29 3.88 5.28 12.79 19.81
50 IC3 0.29 0.30 4.13 5.55 14.81 25.48
50 IC4 0.29 0.29 4.13 5.50 12.90 19.67
50 IC5 0.29 0.29 4.00 5.32 14.73 25.09
75 IC1 6.47 8.95 59.70 92.48 98.60 184.06
75 IC2 6.12 8.43 56.84 88.36 97.54 176.79
75 IC3 6.23 8.64 59.80 93.61 102.36 191.72
75 IC4 6.20 8.65 57.69 89.95 101.49 188.46
75 IC5 6.22 8.64 59.04 91.83 98.96 181.76
100 IC1 11.98 20.54 163.84 281.67 454.21 976.93
100 IC2 11.40 19.76 161.11 283.93 451.51 986.25
100 IC3 12.01 21.52 159.86 259.71 465.33 1021.69
100 IC4 11.70 19.75 167.45 291.81 470.69 1028.95
100 IC5 12.24 22.04 159.18 258.74 458.47 995.34
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Table 5.4. Computation Times for Enhancement Methods Using Aggregated Model
for h = 3

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Base 0.06 0.05 0.33 0.40 1.09 1.42
25 Probing 0.06 0.05 0.34 0.41 1.08 1.43
25 CG 0.05 0.05 0.34 0.36 1.15 1.49
50 Base 0.45 0.68 3.61 5.30 21.04 32.23
50 Probing 0.46 0.69 3.61 5.28 21.01 32.19
50 CG 0.43 0.59 3.25 3.98 21.76 35.50
75 Base 2.92 3.63 42.31 50.94 69.67 94.14
75 Probing 2.93 3.65 42.36 50.97 69.71 94.19
75 CG 2.52 2.71 37.45 48.07 45.13 58.34
100 Base 11.65 15.70 77.94 81.17 757.20 1539.74
100 Probing 11.66 15.65 77.90 81.15 757.89 1541.56
100 CG 11.71 15.83 56.65 68.50 385.00 797.38

for the problem instances examined.
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Table 5.5. Computation Times for Enhancement Methods Using Aggregated Model
for h = 4

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Base 0.07 0.08 0.29 0.24 0.84 1.47
25 Probing 0.07 0.08 0.29 0.24 0.86 1.50
25 CG 0.08 0.11 0.29 0.24 0.88 1.50
50 Base 0.37 0.44 3.38 3.80 10.41 13.59
50 Probing 0.38 0.46 3.37 3.79 10.41 13.59
50 CG 0.39 0.50 3.51 4.30 10.44 13.76
75 Base 3.47 4.25 47.75 66.31 66.18 117.66
75 Probing 3.50 4.27 47.83 66.46 66.15 117.62
75 CG 3.49 4.50 37.45 47.09 46.88 52.77
100 Base 13.09 17.76 74.65 108.86 749.28 2213.40
100 Probing 13.14 17.85 74.67 108.76 749.07 2212.88
100 CG 12.52 16.94 72.82 118.81 357.63 939.28

Table 5.6. Computation Times for Enhancement Methods Using Aggregated Model
for h = 5

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Base 0.08 0.12 0.29 0.29 1.27 3.20
25 Probing 0.08 0.10 0.29 0.28 1.26 3.18
25 CG 0.07 0.09 0.28 0.30 1.52 4.12
50 Base 0.26 0.29 3.88 5.28 12.79 19.81
50 Probing 0.27 0.29 3.89 5.30 12.79 19.80
50 CG 0.32 0.40 4.04 6.88 11.41 20.78
75 Base 6.12 8.43 56.84 88.36 97.54 176.79
75 Probing 6.16 8.48 56.87 88.42 97.56 176.72
75 CG 6.53 9.91 32.15 35.91 73.25 120.13
100 Base 11.40 19.76 161.11 283.93 451.51 986.25
100 Probing 11.46 19.90 161.26 284.25 451.47 986.04
100 CG 13.33 24.03 197.68 346.11 139.93 225.75
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Chapter 6

A Disaggregated Branch-and-Price-and-Cut

Model and Algorithm for the Reliable h-Paths

Problem

The introduction of possible negative-cost cycles during the branching strategy for the

formulation detailed in Chapter 5 causes the column generation problem to become

strongly NP-hard in general. As an alternative to this technique, we prescribe in this

chapter a different flow model based on the work of Barnhart et al. (2000) for RhP-D.

This new model involves a pseudopolynomial column generation routine, instead of

the exponential-time column generation algorithm required by the aggregated model

for graphs that contain directed cycles, but at the expense of a larger model with

symmetry complications.

6.1. Problem Formulation and Solution Strategies

For this alternative model, define xk
p equal to 1 if path p ∈ P is selected as the kth

path in the solution, ∀k = 1, . . . , h, and zero otherwise. That is, we disaggregate the

condition that h paths exist by specifying which path serves as the kth path in the

solution for each k = 1, . . . , h. Let Pk be the set of paths that are candidates to be

the kth path, and define P k ⊆ Pk as the subset of paths enumerated thus far for path

k, ∀k = 1, . . . , h. We state the following continuous disaggregated restricted master
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problem model for RhP-D as follows:

Minimize
h∑

k=1

∑

p∈P k

Cpx
k
p (6.1a)

subject to
∑

p∈P k

xk
p = 1 ∀k = 1, . . . , h (6.1b)

h∑

k=1

∑

p∈P k

δp
ijx

k
p ≤ 1 ∀(i, j) ∈ A (6.1c)

h∑

k=1

∑

p∈P k

log (1−Rp) xk
p ≤ log (1− τ) (6.1d)

xk
p ≥ 0 ∀p ∈ P k, k = 1, . . . , h. (6.1e)

Aside from the increase in model size from using the disaggregated model instead

of the aggregated model discussed in Chapter 5, the formulation given by (6.1) also

exhibits problem symmetry that is known to induce substantial computational compli-

cations in integer programming problems (Sherali and Smith, 2001). In this particular

case, the designation of paths as the first path, second path, and so on, is artificial,

and guarantees the existence of at least h! alternative optimal solutions. Rather than

burden the branch-and-bound process with the task of identifying and fathoming all

branches that contain these solutions, we state a set of symmetry-breaking constraints

to eliminate the existence of these solutions. Since each path must be arc-disjoint,

the second node visited in each path must be distinct. Hence, we require that the

index of the second node visited in path 1 is strictly less (by at least one) than the

second node visited in path 2, which is strictly less than the second node visited in

path 3, and so on. The following constraints establish this hierarchy.

∑

p∈P k+1

∑

j∈FS(1)

jδp
1jx

k+1
p −

∑

p∈P k

∑

j∈FS(1)

jδp
1jx

k
p ≥ 1 k = 1, . . . , h− 1. (6.2)

Remark 1. We may also attempt to break symmetry by enforcing some restriction

such as Rp1 ≥ Rp2 ≥ . . . ≥ Rph
. Breaking symmetry in this fashion allows us to use

information about the reliability of specific paths to limit the search area and prune
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the graph. However, if we attempt to break symmetry based on reliability or cost

(Cp1 ≥ Cp2 ≥ . . . ≥ Cph
), not only will these rules fail to uniquely break symmetry,

but they can create situations in which less-reliable, higher-cost paths will have a

lower reduced cost than highly-reliable, low-cost paths due to the values of the duals

associated with these constraints. Worse, this could make the pricing algorithm

enumerate almost every possible path from 1 to n. Hence, we do not consider the use

of cost- or reliability-based symmetry-breaking rules in this chapter. 2

6.2. Pricing

Let αk, −πij, −λ, and φk represent the duals associated with (6.1b) − (6.1d) and

(6.2), respectively. Define φ0 = 0 and φh = 0. We can write the reduced cost of any

k path p ∈ Pk as

ck
p = −αk +

∑

(i,j)∈A

(cij + πij) δp
ij +

∑

j∈FS(1)

j (φk − φk−1) δp
1j + λ log (1−Rp)

∀k = 1, . . . , h. (6.3)

For each path p generated by the procedure, we add p only to P k for which p has

the lowest reduced cost. That is, we add at most one path to each set P k each time

we solve the RMP. Note that the term φk − φk−1 of (6.3) could be negative, with

the result that the adjusted costs of the arcs leaving node 1 may be negative for

the pricing portion of the algorithm. However, since we can assume without loss of

generality that RS(1) = ∅, we can proceed with our modified Dijkstra’s algorithm as

described in Section 5.4.

Due to our symmetry-breaking constraints, we note that if some path p∗ uses arc

(1, 2), for example, then p∗ must be the first path, if it is used. That is, we must

require x2
p∗ + . . . + xh

p∗ = 0. In general, this constraint is as follows

∑

p∈P j

δp
1j

(
h∑

k=j

xk
p

)
= 0 ∀j = 2, . . . , h. (6.4)
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Similarly, we also state that

∑

p∈P j

δp
1,n−j+1

(
h−j∑

k=1

xk
p

)
= 0 ∀j = 1, . . . , h− 1. (6.5)

Rather than formally adding these constraints (and handling their associated dual

values in the pricing phase), we can simply remove the arcs (1, 2), . . . , (1, j) in the

pricing problem for j = 2, . . . , h, as well as the arcs (1, n− (h− j) + 1), . . . , (1, n) in

the pricing problem for j = 1, . . . , h− 1.

6.3. Model Enhancements

We can use the enhancements discussed in Section 5.5.2 without significant adjust-

ment. In the disaggregated model, given a solution x̂ to our RMP at an active node

of the branch-and-bound tree, we define P (x̂) as a set of paths associated with the

h-largest x̂k
p-variables in our current solution, and again let A(x̂) be the set of arcs

used by those paths.

As for the initialization of this model, we create h initialization columns, each

having a coefficient of 1 for (6.1b), zero for all the constraints (6.1c), and log (1− τ)

for the constraint (6.1d). We also use a coefficient of k+N for the (k−1)st constraint

of (6.2) ∀k = 2, . . . , h and a coefficient of −k − N for the kth constraint of (6.2)

∀k = 1, . . . , h − 1. Again, each of these h columns will have some big-M cost. A

preliminary investigation comparing the initialization methods from Section 5.5.1

for the disaggregated model gave results similar to those for the aggregated model.

Therefore, we will employ the greedy reliability-based initialization column routine

(IC2) in our computational comparisons for the disaggregated model.

6.4. Branching

We adopt the divergent path rule of Barnhart et al. (2000) for this model. If there

is any fractional flow on the kth path, we trace the flow from node 1 on path k until
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we find the first node dk at which the integer flow splits into fractional flows. Next,

we identify two arcs on which the fractional flows leave node dk, and label them

as (dk, f1) and (dk, f2). Then we designate two sets of arcs Dk1 and Dk2 such that

(dk, f1) ∈ Dk1, (dk, f2) ∈ Dk2, Dk1 ∩ Dk2 = ∅, and Dk1 ∪ Dk2 = FS(dk). We now

branch from our current solution such that on one branch we have

∑

p∈P k

δp
ijx

k
p = 0 ∀(i, j) ∈ Dk1, (6.6)

and on the other branch we have

∑

p∈P k

δp
ijx

k
p = 0 ∀(i, j) ∈ Dk2. (6.7)

Instead of adding these constraints formally, we remove the arcs in Dk1 from the

graph on one branch and the arcs in Dk2 from the graph in the other branch for

path k. Additionally, we remove all paths in P k that use the arcs deleted in each

of the newly-created branches when we resolve the RMP. This technique reduces the

size of the graph on which the pricing problem is executed over the course of the

branch-and-price-and-cut algorithm. Since we cannot encounter negative-cost cycles

during the pricing portion of the algorithm, the branch-and-price-and-cut approach

can be executed on acyclic or cyclic graphs without encountering a strongly NP-hard

column generation problem.

For example, for Figure 6.1, denote ACEH as path 1 and ACFH as path 2.

Consider for some k that xk
1 = 0.5 and xk

2 = 0.5. The flow is therefore integer from A

to C, but splits at node C. To branch, we place arc (C, E) in set Dk1 and arc (C, F )

in set Dk2. We can place arc (C, G) in either set, but for this example, we place it in

set Dk1. One branch will therefore include all arcs in the graph except for arcs (C, E)

and (C, G) for path k, corresponding to Dk1, and the other branch will include all

arcs in the graph except for arc (C, F ) for path k, corresponding to Dk2.
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Figure 6.1. Branching Example for Disaggregated Model.

6.5. Computational Results

In this section, we evaluate the computational advantages of each of the strategies

presented here for various values of h. We will first compare the enhancement methods

discussed in Section 6.3, and will then compare overall efficiency of the aggregated

and disaggregated models. We will also make a comparison of these models to the

problem formulation presented in Chapter 3. All computations were done on a 500

MHz Sun Blade 100 running Solaris version 5.8 with 1.5 GB of installed memory.

All computational times are listed in CPU seconds. Linear and integer programming

problems were solved using CPLEX 8.1.

Problem Set Generation. We used the same problem set developed for Chapter

5 for some of our computations, and will distinguish it here as Problem Set 1. We also

generated additional instances, called collectively Problem Set 2, that were generated

in a similar fashion except we required that at least ten arcs left node 1 and that at

least ten arcs entered node n.
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Table 6.1. Computation Times for Enhancement Methods Using Disaggregated
Model for h = 3

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Base 0.09 0.12 0.58 0.55 1.24 1.96
25 Probing 0.09 0.11 0.57 0.55 1.23 1.90
25 CG 0.09 0.12 0.55 0.53 1.36 2.26
50 Base 0.81 1.10 2.20 1.84 11.59 26.88
50 Probing 0.80 0.97 2.56 2.32 9.97 19.35
50 CG 0.79 0.97 2.60 2.30 10.51 21.76
75 Base 3.27 3.27 15.32 20.29 10.04 8.10
75 Probing 3.14 2.68 14.29 17.47 11.18 9.46
75 CG 3.17 2.76 16.53 24.16 10.79 8.94
100 Base 8.63 10.48 14.53 12.19 35.15 48.99
100 Probing 7.90 8.30 13.71 10.44 39.38 63.15
100 CG 8.00 8.64 13.89 11.60 50.59 99.97

In our first experiment, we analyzed the effectiveness of the enhancement methods

discussed in Section 6.3 by comparing the impact of probing and cut generation (CG)

to the baseline for the disaggregated model using Problem Set 1. The results of these

experiments for h = 3, 4, and 5 are shown in Tables 6.1 − 6.3.

While the cut strategy improved solution times in the aggregated model, for the

disaggregated case, neither of the enhancements consistently provided any compu-

tational advantage. In fact, the probing and cut generation methods increase the

average computational time to solve the problem. This behavior appears to be due to

the fact that the branching phase eliminates many of the arcs that would otherwise

be included in the valid inequalities, thereby nullifying the effectiveness of any cutting

plane strategy. Probing also failed to improve computation times over the baseline

or provide an improved upper bound, as it failed for the aggregated model.

The results from Tables 5.4 − 5.6 and Tables 6.1 − 6.3 seem to indicate that the

disaggregated model is easier to solve than the aggregated model for h = 3, 4, and



101

Table 6.2. Computation Times for Enhancement Methods Using Disaggregated
Model for h = 4

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Base 0.15 0.31 0.79 0.72 2.72 6.59
25 Probing 0.14 0.23 0.74 0.62 3.69 10.91
25 CG 0.15 0.30 0.74 0.70 3.16 8.43
50 Base 1.15 1.51 4.80 4.75 9.03 11.82
50 Probing 1.17 1.63 5.16 5.50 9.10 11.75
50 CG 1.33 1.90 5.01 5.34 8.02 9.70
75 Base 6.35 7.18 27.44 27.06 26.77 38.51
75 Probing 6.10 6.38 31.56 46.58 24.32 36.64
75 CG 7.10 8.40 28.41 30.96 27.15 43.47
100 Base 17.27 16.71 30.61 30.53 56.09 92.05
100 Probing 17.70 17.47 33.09 35.49 58.45 96.73
100 CG 20.14 22.19 32.62 35.19 55.10 79.09

Table 6.3. Computation Times for Enhancement Methods Using Disaggregated
Model for h = 5

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Base 0.18 0.41 1.37 1.45 10.04 34.95
25 Probing 0.19 0.39 1.33 1.32 9.85 35.69
25 CG 0.20 0.41 1.29 1.26 9.45 33.13
50 Base 2.21 3.63 8.00 8.76 21.11 38.91
50 Probing 2.20 3.60 8.16 9.21 20.30 33.37
50 CG 2.11 3.26 8.38 9.55 21.17 39.32
75 Base 15.13 17.69 41.79 42.31 75.87 162.00
75 Probing 15.73 17.09 42.99 38.96 82.58 193.34
75 CG 15.33 17.70 43.64 39.38 89.74 215.42
100 Base 24.30 29.13 113.53 117.04 79.77 94.95
100 Probing 26.58 30.23 109.92 105.21 81.18 99.25
100 CG 25.75 28.16 114.38 125.30 80.80 93.44
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5. For these instances, the computational advantage afforded by the disaggregated

model may be attributed to its branching strategy, which removes approximately half

of the arcs leaving a particular node from consideration for path k. This technique

shrinks the search region considerably after a few branches, and allows us to conduct

a more specific search to find the best path to add for a particular k. This property,

however, appears to become less of an advantage as h increases.

To test the hypothesis that the aggregated model becomes more effective as h in-

creases, we tested the performance of both models for h = 6, 8, and 10. We compared

the two models using their most promising strategies (namely cut generation for the

aggregated model and the baseline for the disaggregated model) on the most chal-

lenging test instances (i.e., 75- and 100- node instances having 50% and 80% density)

using Problem Set 2, and display the results in Table 6.4. In our computations, we

halted the algorithm before solving the master problem if the total time elapsed ex-

ceeded 90 minutes (5400 seconds). The values in Table 6.4 marked with an asterisk

include at least one such instance where the average computational times include the

time elapsed before the algorithm terminates (prematurely). For h = 8, the disag-

gregated model failed to solve one instance out of the 75-node, 50% density set and

one instance out of the 100-node, 80%-density set. For h = 10, the disaggregated

model failed to solve one instance out of the 75-node, 50% density set, two instances

out of the 100-node, 50% density set, and one instance out of the 100-node, 80%

density set. The aggregated implementation solved all instances within the allotted

time limit. Table 6.4 conclusively demonstrates that as h increases beyond 6, the best

implementation of the aggregated model outperforms the best implementation of the

disaggregated model due to its reduced model size.

As a final experiment, we compared the column generation-based algorithm of

the disaggregated model with the arc-based model developed in Chapter 3 for h =

2. The results from this experiment are displayed in Table 6.5, where the results

using the recommended method from Chapter 3 are denoted as Arc-Based and the
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Table 6.4. Computation Times for “Best” Aggregated and Disaggregated Models

h Size Density Aggregated Disaggregated
Standard Standard

Average Deviation Average Deviation
6 75 50% 25.98 59.28 69.51 142.06
6 75 80% 81.04 109.99 108.55 112.81
6 100 50% 118.20 188.33 282.99 480.90
6 100 80% 130.53 480.47 150.99 385.72
8 75 50% 30.60 61.18 435.85∗ 990.98∗

8 75 80% 34.22 80.61 163.30 168.18
8 100 50% 55.81 106.61 630.56 1276.33
8 100 80% 155.07 409.67 735.81∗ 1369.52∗

10 75 50% 75.78 280.94 677.63∗ 1330.00∗

10 75 80% 74.78 124.87 749.72 1179.99
10 100 50% 123.61 345.68 1283.64∗ 1926.68∗

10 100 80% 183.76 460.71 1236.09∗ 1927.82∗

results from the disaggregated model are denoted as Disagg. We conclude that using

the disaggregated model is in fact a more effective method for the larger instances

than solving these acyclic problems via the branch-and-bound method prescribed in

Chapter 3.
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Table 6.5. Comparison of Prior Methods to Disaggregated Model for h = 2

Size Method 20% Density 50% Density 80% Density
Standard Standard Standard

Average Deviation Average Deviation Average Deviation
25 Arc-Based 0.03 0.02 0.17 0.14 0.24 0.20
25 Disagg 0.09 0.02 0.44 0.34 0.83 0.65
50 Arc-Based 0.12 0.06 0.63 0.90 2.31 2.69
50 Disagg 0.47 0.47 1.65 2.21 3.62 4.50
75 Arc-Based 0.46 0.46 2.56 2.54 7.95 12.11
75 Disagg 1.45 1.34 4.48 4.75 8.88 6.19
100 Arc-Based 0.95 1.06 9.20 17.55 100.52 145.66
100 Disagg 3.25 3.01 10.16 9.12 24.34 29.07
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Chapter 7

Decomposition Algorithms for the Design of a

Non-simultaneous Capacitated Evacuation Tree

Network

In this chapter, we consider an evacuation problem in which each arc in the network

has a finite capacity and an associated penalty that increases with time after the

disaster has occurred. Flows are assumed to be non-simultaneous, and hence flow

capacities restrict the total amount of people traveling on an arc at any single point

in time. Furthermore, we examine a discrete set of evacuation scenarios in which

the problem data (such as population at certain points in the network, penalties,

evacuation times, and so on) varies. Our goal is to determine an a priori evacuation

plan that minimizes the expected evacuation penalty, over all scenarios, to which the

network’s population is exposed.

7.1. Introduction and Background

Evacuation problems differ from traditional origin-destination routing problems in

two important ways. One, it is necessary for evacuation plans to make “intuitive

sense” to evacuees. For instance, it may not be acceptable to evacuate people from

one location on multiple separate paths to a safe point, due to the difficulties in

communicating and coordinating such a plan. Two, the objective function present in

routing problems is not necessarily appropriate in evacuation scenarios. An objective

function that minimizes the average evacuation time may evacuate large numbers

of people very quickly at the expense of a few who will as a result suffer a longer

(and hence possibly riskier) evacuation. Additionally, an evacuation plan must prove

effective in any number of anticipated disasters.
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The evacuation tree concept we use here can be applied, for instance, by posting

direction arrows for a building’s fire escape plan, or emergency evacuation route signs

on roadways for a city fleeing a hurricane, suggesting that no flows can be split in

different directions. We assume that at any time during the evacuation, a population

at a particular node will always follow the same direction, no matter their node of

origin, and that this direction remains the same in every scenario. By making this

assumption, we can use Benders decomposition to find the optimal evacuation tree

and to avoid the explicit solution of time-expanded networks by linear programming.

The rest of this chapter is organized as follows. In Section 7.2 we formulate the

evacuation tree design problem under uncertainty and present a Benders decompo-

sition algorithm for finding the solution. We provide enhancements to our problem

formulation and solution strategy in Section 7.3. In Section 7.4, we provide compu-

tational results to evaluate the efficiency of the methods described in the previous

sections.

7.2. Problem Formulation

Consider a graph G(N, A), where N = {1, . . . , n} is the set of nodes and A is the set of

directed arcs. Nodes 1, . . . , n− 1 represent locations in the graph where a population

is at risk, and node n is a safe point. Evacuation takes place over a discrete set of time

segments, from time 0 to time T . We will consider a set of multiple scenarios, S, where

scenario s ∈ S has some probability es > 0 of occurring, with
∑

s∈S es = 1. The initial

population of node i in scenario s ∈ S is ps
i , ∀i ∈ N , where ps

n = 0. Each arc (i, j) ∈ A

has a capacity cs
ij ∈ Z+, a travel time ws

ij ∈ Z+, and a penalty rs
ijt ∈ Z+ associated

with commencing travel on arc (i, j) at time t, ∀t = 0, . . . , T , each associated with a

scenario s ∈ S. We also assume rs
ijt ≤ rs

i,j,t+1 ∀(i, j) ∈ A, t = 0, . . . , T −1, s ∈ S, i.e.,

the evacuation penalty function associated with each arc is nondecreasing over time.

We define ws
ii = 1, ∀i ∈ N, s ∈ S, to represent the case in which evacuees must wait

to access an arc.
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One possible use of the penalty values is to establish a nonlinear penalty function

associated with the total time required to evacuate someone to safety. For instance, in

the case of a building on fire, the penalty associated with evacuating someone might

be zero until a certain point, then rising in a convex fashion as the risk of severe

injury increases, then leveling off as evacuation is no longer possible, and a maximum

penalty has already been paid. Thus, one might put rs
ijt = 0 ∀(i, j) ∈ A : j 6= n, t =

0, . . . , T − ws
ij, s ∈ S, and then associate penalties rs

int on exiting arcs (i, n) ∈ A, as

appropriate for varying values of t. This strategy affords a mechanism for capturing

any nondecreasing objective penalty associated with total evacuation time. On the

other hand, it may be appropriate to penalize movement on intermediate arcs as well,

since travel along intermediate arcs might result in smoke inhalation and exposure to

other dangers such as collapsing infrastructure.

7.2.1 Primal Formulation

Our problem formulation contains two sets of decision variables. For each (i, j) ∈ A,

binary decision variable xij equals to 1 if we choose to make arc (i, j) a part of the

evacuation tree, and otherwise equals to 0. Since we are designing an evacuation tree

that enters node n, we will only include one arc from each node i = 1, . . . , n − 1 in

our tree, and no arcs that leave node n. Second, decision variables f s
ijt, ∀(i, j) ∈

A, t = 0, . . . , T − ws
ij, s ∈ S, represent the flow leaving node i on arc (i, j) at time

t in scenario s. Similarly, decision variables f s
iit, ∀i ∈ N, t = 0, . . . , T − 1, s ∈ S,

represent the flow that remains at node i at time t in scenario s.

Define FS(i) = {j : (i, j) ∈ A} ∪ {i} and RS(i) = {j : (j, i) ∈ A} ∪ {i}, ∀i ∈ N .

Also, define FSs
t (i) = {j : j ∈ FS(i), ws

ij ≤ T −t} and RSs
t (i) = {j : j ∈ RS(i), ws

ij ≤
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t}, ∀i ∈ N, t = 1, . . . , T − 1, s ∈ S.

Minimize
∑
s∈S

∑

(i,j)∈A

T−ws
ij∑

t=0

esrs
ijtf

s
ijt (7.1a)

subject to

min{t,T−ws
ij}∑

τ=max{0,t−ws
ij+1}

f s
ijτ ≤ cs

ijxij ∀ (i, j) ∈ A, t = 0, . . . , T − 1, s ∈ S (7.1b)

∑

j∈FS(i)

f s
ij0 = ps

i ∀i ∈ N, s ∈ S (7.1c)

∑

j∈FSs
t (i)

f s
ijt −

∑

k∈RSs
t (i)

f s
k,i,t−ws

ki
= 0

∀i ∈ N, t = 1, . . . , T − 1, s ∈ S (7.1d)

−
∑

j∈RS(i)

f s
j,i,T−ws

ji
= 0 ∀i ∈ N \ {n}, s ∈ S (7.1e)

−
∑

j∈RS(n)

f s
j,n,T−ws

jn
= −

∑
i∈N

ps
i s ∈ S (7.1f)

∑

j∈FS(i)\{i}
xij = 1 ∀i = 1, . . . , n− 1 (7.1g)

xij ∈ {0, 1} ∀(i, j) ∈ A (7.1h)

f s
ijt ≥ 0 ∀(i, j) ∈ A ∪ {(i, i), ∀i ∈ N}, t = 0, . . . , T − ws

ij, s ∈ S. (7.1i)

The formulation minimizes the expected penalty of evacuation (7.1a), subject to

capacity constraints (7.1b) and the standard flow balance constraints (7.1c) − (7.1f).

We also enforce a requirement that there can only be one exit from each node (7.1g),

as required by the structure of an evacuation tree. The capacity constraint (7.1b)

on arc (i, j) ∈ A ensures that no flow will exist on (i, j) if that arc is not a part

of the evacuation tree, and if so, that the sum of flows on the arc is never greater

than the arc’s capacity. That is, flow leaving node i toward node j at any time τ ∈
{t−ws

ij +1, . . . , t} counts against the total capacity available at time t, since that flow

remains on the arc until it arrives at its destination. We assume that T is sufficiently

large such that the capacity constraints (7.1b) associated with t = T −ws
ij, . . . , T − 1

for any (i, j) ∈ A are nonbinding. Note that given binary x-variable values, constraint

(7.1i) is sufficient to enforce the condition that f s
ijt ∈ Z+, due to the network structure
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present in (7.1b) − (7.1f).

Our solution strategy is to decompose (7.1) to avoid having to solve a single opti-

mization problem having O(|A||S|T ) variables and constraints. The relaxed master

problem (RMP) will determine a candidate evacuation tree, and then a separate sub-

problem is solved corresponding to the solution of an evacuation flow problem for

each scenario.

7.2.2 Benders Decomposition Framework

Let αs
ijt be the dual variables associated with (7.1b), βs

i0 with (7.1c), βs
it with (7.1d),

βs
iT with (7.1e), and βs

nT with (7.1f). The master problem (MP) for our Benders

decomposition model is written as follows:

Minimize
∑
s∈S

esvs (7.2a)

subject to vs ≥
∑

(i,j)∈A

(
T−1∑
t=0

αs
ijt

)
cs
ijxij +

∑
i∈N

β
s

i0p
s
i − β

s

nT

∑
i∈N

ps
i

∀(αs, β
s
) ∈ Λs, s ∈ S (7.2b)

∑

(i,j)∈ω

xij ≤ |ω| − 1, ∀ω ∈ Ω (7.2c)

∑

j∈FS(i)\{i}
xij = 1 ∀i = 1, . . . , n− 1 (7.2d)

∑

i∈RS(n)\{n}
xin ≥ 1 (7.2e)

xij ∈ {0, 1} ∀(i, j) ∈ A, (7.2f)

where Λs is the set of all dual extreme points to the polyhedron defining the feasible

region for the subproblem corresponding to scenario s, and Ω is the set of all subtours

in G. Note that while it is perhaps possible for an optimal solution to contain a

subtour, there will always exist an optimal evacuation tree. Furthermore, it is difficult

to imagine scenarios in which a subtour would be an acceptable part of any real-world
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solution. Note that constraint (7.2e) discourages the existence of subtours by forcing

at least one arc to enter node n.

Given an optimal solution to (7.2), (vRMP , x), the Benders primal optimization

subproblem (SP) for each scenario s is as follows:

Minimize
∑

(i,j)∈A

T−ws
ij∑

t=0

rs
ijtf

s
ijt (7.3a)

subject to

min{t,T−ws
ij}∑

τ=max{0,t−ws
ij+1}

f s
ijτ ≤ cs

ijxij ∀ (i, j) ∈ A, t = 0, . . . , T − 1 (7.3b)

∑

j∈FS(i)

f s
ij0 = ps

i ∀i ∈ N (7.3c)

∑

j∈FSs
t (i)

f s
ijt −

∑

k∈RSs
t (i)

f s
k,i,t−ws

ki
= 0 ∀i ∈ N, t = 1, . . . , T − 1 (7.3d)

−
∑

j∈RS(i)

f s
j,i,T−ws

ji
= 0 ∀i ∈ N \ {n} (7.3e)

−
∑

j∈RS(n)

f s
j,n,T−ws

jn
= −

∑
i∈N

ps
i (7.3f)

f s
ijt ≥ 0 ∀(i, j) ∈ A ∪ {(i, i), ∀i ∈ N}, t = 0, . . . , T − ws

ij. (7.3g)

The dual feasible region corresponding to scenario s ∈ S is constrained as follows:

t+ws
ij−1∑

τ=t

αs
ijτ + βs

it − βs
j,t+ws

ij
≤ rs

ijt ∀(i, j) ∈ A, ∀t = 0, . . . , T − ws
ij (7.4a)

βs
it − βs

i,t+1 ≤ 0 ∀i ∈ N, ∀t = 0, . . . , T − 1 (7.4b)

αs
ijt ≤ 0 ∀(i, j) ∈ A, ∀t = 0, . . . , T − 1. (7.4c)

Since it is intractable to list all extreme points of Λs for each scenario and all

subtours in Ω, we will generate only the necessary constraints for (7.2b), using a

subset of the dual extreme points, denoted by Λ̂s ⊆ Λs, and only the necessary

constraints for (7.2c), using a subset Ω̂ ⊆ Ω. Define the RMP as model (7.2), where

Λs is replaced by Λ̂s and Ω is replaced by Ω̂. Initially, include only the zero-vector in
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Λ̂s,∀s ∈ S, and set Ω̂ = ∅. We will solve the RMP and obtain the optimal solution

(vRMP , x), where vRMP =
∑

s∈S esvs
RMP . We first check to see if the x-values create a

tree. If not, we identify the subtours ω present in x and add each subtour ω to Ω̂, and

resolve the RMP. Otherwise, we solve the following Benders dual subproblem defined

for each scenario s ∈ S as follows, obtaining the optimal solution (vs
SP , αs, β

s
).

vs
SP = maximize

∑

(i,j)∈A

(
T−1∑
t=0

αs
ijt

)
cs
ijxij +

∑
i∈N

βs
i0p

s
i − βs

Tn

∑
i∈N

ps
i (7.5a)

subject to (αs, βs) ∈ Λs. (7.5b)

We add (αs, β
s
) to Λ̂s for each s ∈ S such that vs

RMP < vs
SP , and terminate with an

optimal solution x if no such extreme points are added to the RMP. Otherwise, we

resolve the RMP.

A formal procedure for this process is given below.

Step 0. Note that the zero vector belongs to Λs. Initialize Λ̂s to contain only

the zero vector, ∀s ∈ S, and set Ω̂ = ∅. (Alternatively, we can populate Ω̂ with

low-cardinality subtours that exist in the graph. For example, we can add ω =

{(i, j), (j, i)} to Ω̂ for all arcs (i, j) ∈ A where i < j and (j, i) ∈ A.) Set vUB = ∞.

Step 1. Solve the RMP to obtain (vRMP , x), where vRMP =
∑

s∈S esvs
RMP .

Step 2. Determine if the x-values form an evacuation tree. If so, go to Step 3.

Otherwise, identify all subtours ω in the current solution, add each ω to Ω̂, and

return to Step 1.

Step 3. Use the values for x to determine values for f
s
, vs, αs, and β

s
for each

s ∈ S. If vRMP =
∑

s∈S esvs
SP , then x is an optimal solution. Else, set vUB =

min{vUB,
∑

s∈S esvs
SP} and go to Step 4.

Step 4. Add the dual pair (αs, β
s
) to the set Λ̂s for each scenario s ∈ S such that

vs
RMP < vs

SP . Return to Step 1.
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Note that we wish to avoid solving the SP for each scenario as a linear program,

since each problem contains O(|A|T ) constraints and variables, and thus could be

difficult to solve, especially for large T . Instead, we will first determine the optimal

flow variables and then use Karush-Kuhn-Tucker (KKT) conditions to determine the

dual values. The method for obtaining this optimal primal-dual pair is given in

Section 7.2.3.

7.2.3 Subproblem Solution

Once the x-variables have been determined in Step 1, the primal flow variables can

be assigned. Since the cost to traverse an arc does not decrease as time increases, an

optimal solution to each subproblem sends as much flow across an arc as possible as

soon as capacity becomes available. This method is detailed in Algorithm 7.

With the values of f
s

ijt thus determined, we then determine the optimal dual values

for αs and β
s
. We first present three observations related to complementary slackness,

which will allow us to focus our search to find αs- and β
s
-values that will satisfy both

dual feasibility and complementary slackness. (For readability, we will drop the s

superscript for this discussion.) Define tnij as the smallest t such that the capacity

constraints (7.1b) for (i, j) are nonbinding for all t = tnij, . . . , T − 1 and that fijt = 0

for all t = tnij + 1, . . . , T −wij. (Our problem assumptions ensure that tnij ≤ T −wij.)

Observation 1. In order to enforce complementary slackness conditions associated

with (7.4a), we will attempt to satisfy a conservative version of (7.4a) as follows:

t+wij−1∑
τ=t

αijτ = rijt − βit + βj,t+wij
∀(i, j) ∈ {A : xij = 1}, ∀t = 0, . . . , tnij. (7.6)

Similarly, we note that for t = tnij +1, . . . , T−wij, complementary slackness conditions

will never force (7.4a) to be an equality, and as such we must only satisfy

t+wij−1∑
τ=t

αijτ ≤ rijt − βit + βj,t+wij

∀(i, j) ∈ {A : xij = 1}, ∀t = tnij + 1, . . . , T − wij. (7.7)
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Algorithm 7: Greedy Flows Algorithm

foreach (i, j) ∈ A do
for t = 0 to T do

sumOfFlows(i, j, t) = 0
end
if xij = 1 then

sendAmount = min(pi, cij)
fij0 = sendAmount
fii0 = pi − sendAmount
for t = 0 to min(T − wij, wij − 1) do

sumOfFlows(i, j, t) = fij0

end

end

end
for t = 1 to T do

foreach (i, j) ∈ A do
if xij = 1 and t ≤ T − wij then

incomingFlow = 0
for k = 1 to n− 1 do

if (k, i) ∈ A and xki = 1 and t− wki ≥ 0 then
incomingFlow = incomingFlow + fk,i,t−wki

end

end
incomingFlow = incomingFlow + fi,i,t−1

sendAmount = min(cij − sumOfFlows(i, j, t), incomingFlow)
fijt = sendAmount
fiit = incomingFlow− sendAmount
for τ = t to min(T − wij, t + wij − 1) do

sumOfFlows(i, j, τ) = sumOfFlows(i, j, τ) + fijt

end

end

end
incomingFlow = 0
for k = 1 to n− 1 do

if (k, n) ∈ A and xkn = 1 and t− wkn ≥ 0 then
incomingFlow = incomingFlow + fk,n,t−wkn

end

end
incomingFlow = incomingFlow + fn,n,t−1

fnnt = incomingFlow
sumOfFlows(n, n, t) = sumOfFlows(n, n, t) + fnnt

end
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By prescribing values of α and β that satisfy both (7.6) and (7.7), we satisfy (7.4a) and

its associated complementary slackness requirements for constraints corresponding to

arcs (i, j) ∈ A such that xij = 1. When xij = 0, then f ijt = 0, ∀t = 1, . . . , T − wij,

and so the associated constraint in (7.4a) need not be binding. Thus, αijt may be set

arbitrarily small in order to satisfy feasibility conditions for (7.4a).

We can subtract constraint (7.6) for some (i, j) ∈ A at time t ∈ {0, . . . , tnij − 1}
from the constraint for the same arc at time t + 1 to obtain the following equality,

which will be a key to determining the dual variable values:

αijt = αi,j,t+wij
+ rijt − ri,j,t+1 − βit + βi,t+1 + βj,t+wij

− βj,t+wij+1

∀t = 0, . . . , tnij − 1. (7.8)

Observation 2. If f iit > 0, the associated dual constraint (7.4b) must be an equal-

ity to satisfy complementary slackness. This condition will only exist if the associated

capacity constraint (7.1b) is binding on some arc (i, j) ∈ A, j ∈ FS(i), for which

xij = 1 at time t. Again, we will use a more restrictive rule that if the associated

capacity constraint (7.1b) is binding at time t for some (i, j) ∈ A where xij = 1, then

we set βit = βi,t+1. Thus, for the case in which (7.1b) is binding, we have satisfied

both dual feasibility and complementary slackness conditions associated with (7.4b).

Observation 3. If (7.1b) is not binding for (i, j) at time t, then we must set αijt = 0

to meet complementary slackness.

Our methodology will solve for the α- and β-values using a backward recursion

starting at node n and traversing backward through the evacuation tree designed

according to the x-variables. The flow balance constraints (7.1c) − (7.1f) with respect

to nodes 1, . . . , n− 1 imply that all flow must reach n by some time. Since that flow

is transmitted to the last time period via no-cost, no-capacity dummy arcs, the flow

balance constraints with respect to node n are redundant, and hence we set βnt = 0

for each t = 0, . . . , T . First, let j = n. We can then select a node i ∈ RS(j) for which
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xij = 1 and assign values for αijt as t decreases from T − 1 down to 0, and for βit as

t decreases from T down to 0, based on Observations 1 − 3. We then select another

node i ∈ RS(j) for some j that has already been examined by this process, such that

xij = 1, until all nodes have been visited. Finally, we take a single pass through the

αijt-values for each (i, j) ∈ A : xij = 0 to complete the dual solution. Note therefore

that for any node i and time t under consideration, if j ∈ FS(i), xij = 1, then βjτ

has been determined ∀τ = 0, . . . , T , αijτ has been determined ∀τ = t + 1, . . . , T − 1,

and βiτ has been determined ∀τ = t + 1, . . . , T .

We set αi,j,tnij
, . . . , αi,j,T−1 = 0 by the definition of tnij and Observation 3. To satisfy

(7.6) for time t = tnij we must set βi,tnij
= ri,j,tnij

+ βj,tnij+wij
, and can set βi,t for

t = tnij + 1, . . . , T to the value of βi,tnij
in order to satisfy (7.4b) for i ∈ N over this

range of t.

Now consider (7.8) for some t ∈ {0, . . . , tnij − 1} and (i, j) ∈ A : xij = 1, such that

node j has already been examined by this procedure, and such that αijτ and βiτ have

been computed for all τ = t + 1, . . . , T . We thus have only two unknowns in (7.8):

αijt and βit. There are two cases to consider:

1. The capacity constraint (7.1b) is nonbinding for arc (i, j) at time t. In this case,

we set αijt = 0 (Observation 3) and solve (7.8) for βit.

2. The capacity constraint (7.1b) is binding for arc (i, j) at time t. In this case,

we set βit = βi,t+1 (Observation 2), and solve (7.8) for αijt.

After solving for αijt for each (i, j) ∈ A : xij = 1, ∀t = 0, . . . , T − 1 and βit ∀i ∈
N, ∀t = 0, . . . , T , we complete the process by setting the αijt-values corresponding

to (i, j) ∈ A : xij = 0 arbitrarily small (Observation 1).

We have shown that the α- and β-values satisfy complementary slackness. Finally,

we will show these values also satisfy the dual feasibility constraints. Observation

1 ensures that we have satisfied constraints (7.4a). We must show that (7.4b) is
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satisfied, and that (7.4c) is satisfied when xij = 1. (Note that constraints (7.4c)

corresponding to (i, j) ∈ A for which xij = 0 are explicitly satisfied by setting the

corresponding αijt-values to be sufficiently negative, as described above.)

We have set βnt = 0 ∀t = 0, . . . , T , so without loss of generality we can state that

βnt ≤ βn,t+1, ∀t = 0, . . . , T − 1. For each (i, j) ∈ A and t = tnij, . . . , T − 1, we have

that αijt = 0 and βi,t = βi,t+1, so (7.4b) and (7.4c) are satisfied. Consider (7.8) and

note that for t = tnij − 1, we have the following:

αi,j,t+wij
≤ 0, βj,t+wij

− βj,t+wij+1 ≤ 0, rijt − ri,j,t+1 ≤ 0, (7.9)

where the first two inequalities are currently holding as equalities. Consider again

the following two cases:

1. The capacity constraint (7.1b) is nonbinding for arc (i, j) at time t. In this

case, αijt = 0 (Observation 3), satisfying (7.4c), and (7.8) and (7.9) imply that

βijt ≤ βi,j,t+1, whereby (7.4b) is satisfied.

2. The capacity constraint (7.1b) is binding for arc (i, j) at time t. In this case,

βit = βi,t+1 (Observation 2), satisfying (7.4b), and (7.8) and (7.9) imply that

αijt ≤ 0, whereby (7.4c) is satisfied.

As we investigate t = tnij − 2 down to t = 0, for any t under consideration, all

values of αijτ are known for τ = t + 1, . . . , T − 1 and all values of βiτ are known for

τ = t + 1, . . . , T . The two cases above continue to guarantee that (7.9) holds true

for each value of t, and so by induction, our method produces dual feasible α- and

β-values. We detail the recursive method of setting the α- and β-values in Algorithm

8.

Finally, as mentioned before, αijt can be set arbitrarily small when xij = 0 for

(i, j) ∈ A and t = 0, . . . , T − 1, but such a procedure would unnecessarily weaken

the Benders cut (7.2b). Instead, we assign these values after setting the βit-values
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Algorithm 8: setAlphasAndBetas(j)

for i = 1 to n do
if j ∈ FS(i) and xij == 1 then

βi,tnij
= ri,j,tnij

+ βj,tnij+wij

for t = tnij to T − 1 do
βi,t+1 = βit

αijt = 0
end
for t = tnij − 1 to 0 step -1 do

if sumOfFlowsijt == cij then
βit = βi,t+1

αijt = αi,j,t+wij
+ rijt − ri,j,t+1 − βit + βi,t+1 + βj,t+wij

− βj,t+wij+1

else
αijt = 0
βit = αi,j,t+wij

− αijt + rijt − ri,j,t+1 + βi,t+1 + βj,t+wij
− βj,t+wij+1

end

end
setAlphasAndBetas(i)

end

end

∀i ∈ N, t = 0, . . . , T and the αijt-values ∀(i, j) ∈ {A : xij = 1}, t = 0, . . . , T − 1.

Given (i, j) ∈ {A : xij = 0}, we set αijt = 0 ∀t = T − wij + 1, . . . , T − 1. We then

work backward from t = T − wij down to t = 0, setting αijt = min{rijt + βj,t+wij
−

βi,t −
∑t+wij−1

τ=t+1 αijτ , 0}.

7.3. Model Enhancements

The Benders decomposition procedure presented in Section 7.2 can suffer from slow

convergence, and so we investigate strategies in this section to reduce the number

of iterations required by the decomposition algorithm. In Section 7.3.1 we present a

model for eliminating RMP solutions that contain subtours, and in Section 7.3.2 we

develop valid inequalities on vs, ∀s ∈ S, that can be added to the formulation (7.2).
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7.3.1 Subtour Elimination

Note that (7.2d) and (7.2f) are not sufficient to enforce the construction of a tree,

and permit the existence of subtours, which in turn can prevent a feasible solution to

(7.1c) − (7.1f). We addressed this issue previously by adding cutting planes (7.2c) to

prevent the generation of these subtours once they were identified. As an alternative,

however, we can add constraints to ensure the existence of a tree. These constraints

function by ensuring the feasibility of a dummy evacuation scenario in the master

problem stage. We place a population of 1 on all nodes i = 1, . . . , n − 1, thus

inducing a demand of n − 1 on node n. We then include in our MP a modified

network flow subproblem, where hij is equal to the dummy scenario flow from node

i to node j, ∀(i, j) ∈ A, as in constraints (7.10a) and (7.10b). Note that since this

formulation is based on a network flow problem, we can relax hij ∈ Z+ to hij ∈ R+.

With this structure in place, any x-solution feasible to the RMP will have a feasible

complement of f -variables from each scenario, so we may replace (7.2c) with (7.10)

given by the following inequalities:

∑

j∈FS(i)\{i}
hij −

∑

k∈RS(i)\{i}
hki = 1 ∀i = 1, . . . , n− 1 (7.10a)

hij ≤ (n− 1)xij ∀(i, j) ∈ A (7.10b)

hij ∈ R+ ∀(i, j) ∈ A. (7.10c)

7.3.2 Valid Inequalities

We may also seek to accelerate the convergence of our algorithm by adding valid

inequalities that enforce lower bounds on vs to the RMP before the Benders cutting

plane process commences. We define ms
ij, ∀(i, j) ∈ A, s ∈ S, to be the sum of

penalties incurred by moving all ps
i individuals at node i during time 0 to node j via arc

(i, j) as quickly as possible, subject to the capacity restrictions on arc (i, j), which may

require individuals at node i to wait for capacity to become available before moving

to node j. (Thus, ms
ij ≥ ps

ijr
s
ij0.) For example, if ps

i = 3, ws
ij = 1, cs

ij = 2, rs
ij0 = 5,
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and rs
ij1 = 6, then ms

ij = 2rs
ij0 + rs

ij1 = 16.

Define `s
ij, ∀(i, j) ∈ A, s ∈ S, as a lower bound on the penalty of evacuating one

person from node j to node n in scenario s, given that this person begins travel on

arc (i, j). We can then add the following valid inequality to the RMP:

vs ≥
∑

i∈N :ps
i >0

∑

j∈FS(i)\{i}

(
ps

i `
s
ij + ms

ij

)
xij ∀s ∈ S. (7.11)

This inequality enforces the requirement that the penalty associated with a primal

SP solution for some scenario s ∈ S must be greater than a minimum penalty that

will be incurred by using a specific selection of arcs. For example, if xij = 1 for some

(i, j) ∈ A, then the primal solution for some scenario s must include the penalty for

evacuating the initial population across arc (i, j) (given by ms
ij), plus at least the

minimum penalty for moving that population from node j to node n (given by ps
i `

s
ij).

Note that if ps
i = 0, we need not compute `s

ij, ∀(i, j) ∈ A.

There are several valid methods for computing `s
ij, which we detail below. It is

first helpful to define ξ̃s
ij, ∀(i, j) ∈ A, s ∈ S, as the earliest time at which capacity is

available on arc (i, j) after the initial population at i is moved to node j via arc (i, j).

For example, suppose that ws
ij = 1 and ps

i = 3. If cs
ij ≥ 4, then ξ̃s

ij = 0, while if cs
ij = 2

or 3, then ξ̃s
ij = 1. Set ξs

ij = max{ξ̃s
ij, min{ws

ki : k ∈ RS(i)\{i}}}, ∀(i, j) ∈ A, ∀s ∈ S.

Thus, ξs
ij is the first time at which a person not originating at node i could possibly

travel along arc (i, j) after the initial population at i is moved to node j via arc (i, j).

Consider now the following five methods for calculating `-values. Methods 1

through 5 are presented in increasing order of effectiveness in computing the largest

possible `-values, at the expense of additional computational effort.

Method 1. For each scenario s ∈ S, label each arc in the graph with a cost of

rs
ijξs

ij
, ∀(i, j) ∈ A. We can then set `s

ij as the cost of the shortest path from node j to

node n, found via Dijkstra’s algorithm.
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Method 2. For each scenario s ∈ S and for each (̂i, ĵ) ∈ A, we can also compute `s
îĵ

as follows. First, label each arc (i, j) ∈ A in the graph with a cost of rs
i,j,max{ξs

ij ,ws
îĵ
},

where max{ξs
ij, w

s
îĵ
} represents a valid lower bound on the earliest time that flow not

originating from node i can travel on arc (i, j). We then can set `s
îĵ

as the cost of the

shortest path from node ĵ to node n, given that (̂i, ĵ) is the first link taken in the

path, found via Dijkstra’s algorithm.

Method 3. Define ds
ij (̂i, ĵ), ∀(̂i, ĵ) ∈ A, s ∈ S, as the earliest departure time that

a person originating on arc (̂i, ĵ) can travel across arc (i, j) ∈ A in scenario s. To find

ds
ij (̂i, ĵ) we use a modified version of Dijkstra’s forward-labeling algorithm. The cost

label assigned to node j represents the earliest possible time that a person originating

on arc (̂i, ĵ) can depart node j. However, given a cost for node i and an arc (i, j),

our procedure sets the cost label for node j equal to the maximum of the cost label

for node i and the value ξs
ij, plus ws

ij. The value of ds
ij (̂i, ĵ) itself is given by the

maximum of the cost label for node i and the value ξs
ij. With ds

ij (̂i, ĵ) thus computed,

run Dijkstra’s algorithm with costs given by rs
i,j,ds

ij (̂i,ĵ)
, ∀(i, j) ∈ A, and set `s

îĵ
as the

cost of a shortest path from node ĵ to node n. (Note if ds
ij (̂i, ĵ) = ∞ for some (i, j),

then we set the cost of arc (i, j) equal to ∞ as well.)

Note that computing ds
ij (̂i, ĵ) and computing lower bounds as described in Method

3 does not necessarily yield the least possible cost for evacuating one person via

arc (̂i, ĵ), even ignoring the effects of other traffic on the network (except for that

represented by the ξ-variables). Consider the example in Figure 7.1, where rs
ij0 =

1, rs
ij1 = 2, rs

ij2 = 3, rs
ij3 = 4, rs

ij4 = 10, and cs
ij = 1, ∀(i, j) ∈ A. Let ps

A = 1, and

ps
i = 0 for all other nodes. Also, let ws

AB = ws
BC = ws

CD = ws
DE = 1 and ws

BD = 3,

as shown in the figure. The arcs in the graph in the figure are also labeled with their

associated values of ds
ij(AB) and rs

i,j,ds
ij(AB). Note that `s

AB = 6, as given by the path

BDE. However, a person evacuating on arc (A,B) would actually minimize total

penalty by using path BCDE at an additional cost of 9, rather than path BDE,

which would incur an additional cost of 12.
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Figure 7.1. Illustration of challenge in finding `s
ij. Arc labels show values for

(ws
ij, d

s
ij(AB), rs

i,j,ds
ij(AB)).

Method 4. To address this discrepancy, we determine in this method the exact

minimum penalty for moving one person from node j to node n using arc (i, j) as the

first arc in the path, ignoring other network traffic except for the earliest start times

determined by ξs
ij. We use here another modified version of Dijkstra’s algorithm,

where we may keep multiple records that represent partial paths at each node. When

a node i is labeled, we record the total penalty incurred thus far as well as the time

when a person incurring that penalty arrives at node i.

Each record is designated as permanent or temporary, and at each step of the

algorithm, we select a temporary-labeled record having the smallest cost from among

all temporary-labeled records. Let P denote this record, which has fields P.cost,

P.arrivalTime, and P.node. For each arc (P.node, j) ∈ A, we define the value δ =

max{P.arrivalTime, ξs
P.node,j} as the time at which flow commences travel on this arc,

and create a new record having a cost field P.cost + rs
P.node,j,δ, an arrival time of δ +

ws
P.node,j, and a node field of j. In this fashion, we retain several records at each node,

but to limit computations, we remove duplicate and dominated records. (A record Q

is dominated by a record P if P.cost ≤ Q.cost, P.arrivalTime ≤ Q.arrivalTime, and

P.node = Q.node.) Note that finding the least penalty for evacuating a single person

is NP-hard in the ordinary sense, and these values must be computed individually for

each (i, j) ∈ A and s ∈ S.
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Method 5. As a final strategy, we will determine the exact minimum penalty for

moving the entire initial population of node i to node n via arc (i, j), denoted by

λs
ij, obeying capacity and earliest start time conditions, for each scenario s ∈ S and

for each (i, j) ∈ A. We modify the Method 4 approach by replacing the arrivalTime

field with an arrival schedule, which indicates how many people arrive at the record’s

node at each time segment in the partial path represented by the record. Record P

dominates Q if P.node = Q.node, P.cost ≤ Q.cost, and if for every time t, the total

number of people arriving at node P.node under the arrival schedule associated with

P by time t is at least as large as the number that have arrived at the same node

by time t using the arrival schedule associated with Q. The remaining details of the

algorithm are the same as in Method 4. Here, we set λs
ij as the cost of sending the

entire population of node i from node j to node n where (i, j) is the first arc used in

the path, and we replace ps
i `

s
ij with λs

ij in (7.11).

7.4. Computational Results

We now compare the efficacy of the methods developed in the preceding sections to

solve the evacuation tree design problem. We presented three basic formulations:

the single extensive formulation given by (7.1), the Benders decomposition approach

using the Ω-formulation in the RMP as presented in Sections 7.2.2 and 7.2.3, and

the explicit tree formulation as described in Section 7.3.1. Both the Ω-formulation

and explicit tree formulation may be combined with the valid inequality generation

methods introduced in Section 7.3.2. All computations were done on a 500 MHz

Sun Blade 100 running Solaris version 5.8 with 1.5 GB of installed memory. All

computational times are listed in CPU seconds. Linear and integer programming

problems were solved using CPLEX 8.1.

For comparison purposes, we generated test instances of directed graphs given a

predetermined number of nodes and scenarios. All graphs had an arc density and

an initial population density of roughly 75%. To generate a graph with roughly 75%
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arc density, for each possible (i, j) node pair, i 6= j, i 6= n, a random number was

generated with a uniform distribution between 0 and 1, and arc (i, j) was generated

if and only if this number was not more than 0.75. For each arc that was generated

and for all s ∈ S, ws
ij was set to a random integer between 1 and 10 and cs

ij was set to

a random integer between 1 and 8. Similarly, for each generated arc (i, j), a penalty

was assigned using a random integer between 1 and 10 for time 0 for each scenario

s ∈ S, and for each time t = 1, . . . , T −ws
ij, we increased the previous time’s penalty

by a random integer between 1 and 10 for each scenario. Note that an arc (i, j) may

have different capacities, travel times, and penalties than arc (j, i).

Similarly, for each node 1, . . . , n−1, a random number was generated with a uniform

distribution, and an initial population was assigned to node i if and only if this number

was not more than 75%. The population was set to a random integer between 1 and

10.

We began with an experiment to determine the size of problem instances that we

could solve in a reasonable amount of time using the single extensive formulation.

We created 18 problem instances, one for each combination of n = 5 and 10, and

|S| = 2, . . . , 10. The results from this experiment are displayed in Table 7.1. For

n = 10, |S| ≥ 7, no problem instance could be solved within 4.5 hours.

By contrast, the Benders decomposition strategy allows us to solve evacuation

problems for many more scenarios than what is permitted by the single extensive

formulation within reasonable computational limits. We illustrate this in Table 7.2,

which shows the computation times, as well as the number of RMP iterations required,

for solving test problems for each combination of n = 5 and 8, and |S| = 5, 10, . . . , 95.

We used the Ω-formulation without the addition of valid inequalities. Note that the

solution times for problems with the same number of nodes did not necessarily increase

significantly with the number of scenarios, although they do show a slight increase as

|S| increases from 10 to 95. Solution times do, however, increase significantly when
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Table 7.1. Computation Times Using Single Extensive Formulation

Solution Times Solution Times
|S| for n = 5 for n = 10
2 17.94 1187.12
3 48.66 5154.10
4 94.46 5814.88
5 85.36 8918.49
6 226.76 11496.70
7 186.12 ∗
8 337.07 ∗
9 293.07 ∗
10 319.71 ∗
*Computational time exceeds 4.5 hours

n increases from 5 to 8.

In our next comparison, we examined the effects of the valid inequalities introduced

in Section 7.3.2 on both the Ω-formulation and the explicit tree formulation, where

“Method 0” denotes the case in which no valid inequalities are generated. For this

comparison, we created five graphs of size n = 8 for each of |S| = 10, 50, and 100,

for a total of 15 test instances. Displayed in Table 7.3 are the averages and standard

deviations of computation times over each set of five graphs tested using Methods 0

through 5 on both formulations.

It is important to note that the computational difficulty of the test instances gen-

erated varied widely. For example, using Method 4 and the explicit tree formulation,

computation times for the five instances where n = 8 and |S| = 100 were 55.69,

531.33, 11.32, 139.49, and 13.16 seconds. The marked improvement in the average

computation times using the more complex methods is due almost entirely to the

improvement of the solution time of the second problem instance. This is because

the other four instances were solved relatively quickly under all methods but Method

0. Table 7.4 displays the number of RMP iterations and the computation times for

problem instance 2 for n = 8 and |S| = 100 under each of the formulations and
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Table 7.2. Computation Times Using Ω-Formulation and Method 0

|S| n = 5 n = 8
RMP Solution RMP Solution

Iterations Times Iterations Times
10 6 2.20 25 59.72
15 6 3.38 36 217.12
20 8 5.79 23 111.64
25 6 5.87 26 263.24
30 7 6.24 23 144.59
35 8 12.96 28 329.30
40 6 6.98 27 272.52
45 5 7.64 36 1370.45
50 5 7.64 26 287.12
55 6 13.38 27 274.73
60 7 14.69 20 656.98
65 7 18.56 30 541.37
70 6 19.24 20 584.74
75 6 19.49 18 343.22
80 24 55.45 15 235.00
85 8 30.35 32 1953.25
90 9 20.09 27 962.09
95 6 17.89 27 1117.15
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Table 7.3. Computation Times for n = 8

|S| Method Ω-Formulation Explicit Tree Formulation
Standard Standard

Average Deviation Average Deviation
10 0 79.33 34.18 96.01 50.49
10 1 29.81 10.35 26.62 13.07
10 2 12.69 5.63 11.51 6.57
10 3 8.90 4.93 9.83 6.09
10 4 8.55 4.88 9.50 6.28
10 5 5.23 1.09 4.56 0.76
50 0 505.56 323.88 608.41 478.90
50 1 51.15 65.44 50.66 63.57
50 2 40.62 49.71 39.54 48.49
50 3 34.96 42.46 37.52 46.71
50 4 35.22 42.48 39.32 46.27
50 5 19.95 2.41 21.01 3.53
100 0 1583.26 1364.46 1864.04 1349.46
100 1 520.53 971.04 506.45 914.87
100 2 184.46 302.59 205.48 355.23
100 3 173.42 278.66 152.61 232.51
100 4 159.62 247.50 150.20 219.30
100 5 63.07 49.51 61.35 45.05
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Table 7.4. Solution Details for Problem Instance 2, n = 8, |S| = 100

Method Ω-Formulation Explicit Tree Formulation
RMP Solution RMP Solution

Iterations Times Iterations Times
0 46 3525.01 45 3697.07
1 41 2250.35 36 2130.06
2 31 719.49 28 834.21
3 33 665.02 26 558.25
4 34 594.62 27 531.33
5 18 144.75 14 133.17

method combinations examined. This example of a drastic improvement in com-

putation times when solving a difficult instance is consistent with other results in

the problem sets studied, and is a reasonable trade-off even when the more complex

methods slightly increase solution times for more easily solvable instances. (Method

5, for example, never added more than 30 seconds to the minimum solution time over

the other methods using the same formulation.)

It remains unclear whether the Ω- or explicit tree formulation is more effective as

n increases. We continue to compare the Ω- and explicit tree formulations, using

the valid inequality Method 5 for n = 12. We can attempt to improve the solution

times for the Ω-formulation by prepopulating Ω̂ with cardinality-2 subtours. For

example, if arc (i, j) and arc (j, i) are both generated in the graph, we can add the

constraint xij + xji ≤ 1 to the RMP by adding {(i, j), (j, i)} to Ω̂ prior to beginning

the Benders cutting plane process. We may additionally seek cardinality-3 subtours

and add these to Ω̂ as well. We refer to this as the Ω2,3-formulation. We again solved

five test instances for each of |S| = 10, 50, and 100 with n = 12, using the Ω-, Ω2,3-,

and explicit tree (Exp tree) formulations. The computational results are displayed in

Table 7.5.

There remains little difference between the average solution times when comparing

the Ω-formulations to the explicit tree formulation. The difference in solution times
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Table 7.5. Computation Times Using Method 5 for n = 12

Standard
Formulation |S| Average Deviation

Ω 10 77.46 43.10
Ω2,3 10 73.22 36.70

Exp tree 10 68.85 33.07
Ω 50 704.07 166.18

Ω2,3 50 646.06 196.82
Exp tree 50 712.33 185.08

Ω 100 926.55 479.91
Ω2,3 100 921.81 489.34

Exp tree 100 926.36 491.36

Table 7.6. Benders Subproblem Solution Comparison for n = 8 and |S| = 10

Construction LP
Instance Procedure Procedure

1 5.45 1453.19
2 4.34 856.18
3 6.06 2492.41
4 3.88 748.28
5 6.42 3679.81

is negligible even when comparing individual problem instances, and we see similar

results for n = 16.

Finally, to demonstrate the effectiveness of our method for obtaining the primal and

dual subproblem solutions, we compare the results using our methods (construction

procedure) with the results when solving the linear program directly to determine

these solutions (LP procedure). We used the Ω-formulation with Method 0, solving

five test problems for n = 8 and |S| = 10. The results from this comparison are given

in Table 7.6. It is clear that even for a small number of scenarios, our primal and dual

subproblem solution methods are critical to obtaining an optimal solution quickly.
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Chapter 8

Summary and Future Research

8.1. Summary and Conclusions

In this dissertation, we examined a class of reliability-constrained shortest-path prob-

lems as well as robust evacuation problems. We began in Chapter 3 by introducing

the reliability-constrained shortest-path problem and performed a short computa-

tional comparison to demonstrate the effectiveness of linearization of the reliability

side constraint.

We then developed several strategies over the next two chapters for approaching

the problem of finding two paths between a source and destination node wherein the

probability that at least one path survives must be greater than or equal to some

threshold. We considered both the problem in which the two paths must be arc-

disjoint (R2P-D) and where arc sharing is allowed (R2P-S), and proved that both

these problems are strongly NP-hard. Due to the nonlinear nature of the feasible re-

gion for these problems, we built an integer programming formulation around relaxed

versions of these problems, accompanied by a nonlinear branch-and-bound algorithm

to provably identify an optimal solution.

We showed in Chapter 3 that R2P-D can be modeled as a union of minimum cost

flow problem constraints, linear path-probability calculation constraints, and a single

nonlinear, non-convex constraint. In the case where multiple lowest-cost optimal

solutions existed, we created a bicriteria objective for R2P-D to partially address

the problem of finding highest-reliability solutions among several optimal solutions.

We used computational experimentation to tune several secondary coefficients in our

objective function to seek the best set of parameters that encouraged maximum-

reliable path pairs from among alternative optimal solutions.
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By using a variation of Dijkstra’s algorithm to establish an upper bound on the

probability of successfully reaching a given node, as well as a lowest-permissible prob-

ability of reaching an intermediate node and still reaching the destination with the

required probability, we introduced methods for pruning the input graph and tight-

ening the inequality constraints in R2P-D. We presented computational results to

support the strategy of using pruning and coefficient tightening, but showed that

constraint lifting strategies were ineffective.

In solving the linear relaxation to R2P-D, it was possible that the solution in

a given interval would be infeasible to the original problem, in which case we must

recursively solve the problem over the interval by splitting it up into smaller intervals.

There are numerous ways that the interval could be split to prevent the nonlinear-

infeasible solution from recurring. We examined the advantages and disadvantages of

several of these methods and presented computational results to support using one

particular method; specifically, choosing a partitioning for which the distance from the

nonlinear-infeasible solution to either partitioning plane is equal, thereby maximizing

the minimum distance to either partitioned region. We also showed that the methods

we presented were at least as powerful as the Reformulation-Linearization Technique

in the case of arc-disjoint paths.

In Chapter 4 we relaxed the edge-disjoint constraints, which necessitated adjust-

ments to be made to R2P-D. We discussed the formulation and algorithm adjustments

required to solve the shared-arcs variation of our problem, requiring the introduction

of an additional set of decision variables and moving our linear chord relaxation into

a three-dimensional space. Model tightening and preprocessing for R2P-S were also

discussed. Our test results suggest that graph preprocessing with limited coefficient

tightening, along with a branching process based on the Reformulation-Linearization

Technique is the most effective algorithm for solving R2P-S of the alternatives that

we proposed.
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In Chapters 5 and 6 we examined the solution of the h-path routing problem

with reliability considerations. Because the nonlinear terms in the joint reliability

constraint increase exponentially with h, we solved RhP-D using column generation

via branch-and-price-and-cut. We investigated two different formulations for this

problem.

We developed in Chapter 5 a smaller “aggregated” model in which each origin-

destination flow was represented by a common set of variables. The pricing algo-

rithm for this formulation enumerated Pareto-optimal paths using modified versions

of Dijkstra’s algorithm for the case in which the adjusted arc costs were all nonneg-

ative, and the Bellman-Ford algorithm for the case in which any of the adjusted arc

costs were negative. The latter proved computationally difficult, particularly when

negative-cost cycles were present.

The restricted master problem (RMP) must always have a feasible solution for

the pricing algorithm to continue, and we experimented with seeding the RMP with

a variety of possibly feasible options in addition to a default feasible column with

a big-M cost. Computational results showed that initially adding up to h reliable

paths via a greedy algorithm could slightly improve computation times, though the

improvement was not significant.

Integrality constraints in column generation must be reintroduced with care, since

variables set to zero will simply reappear under a different index in later branches.

Instead, we branched by finding an arc where the sum of flows was strictly between 0

and 1 and requiring that sum to equal either 0 or 1. We also provided an implicit enu-

meration algorithm that allowed us to solve problems in the rare case where the sum

of flows was integer on all arcs, but the column variables themselves were fractional.

We used this same implicit enumeration algorithm to introduce enhancements to

the routine by improving the upper bound of our branch-and-bound tree and adding
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valid inequalities to steer fractional solutions away from integer-infeasible solutions.

Computational experiments revealed that these valid inequalities did indeed improve

solution times for the aggregated model.

In Chapter 6 we developed a larger “disaggregated” model in which a separate set

of variables was dedicated to each of the h paths. This latter formulation was created

to avoid having to solve a resource-constrained shortest-path problem in the pres-

ence of negative-cost cycles during the column generation phase. It also afforded a

more effective branching procedure. We analyzed the use of the same algorithmic en-

hancements as used in the aggregated model to improve computational performance,

though no enhancements tested seemed helpful for the disaggregated model. When

h ≤ 5, the disaggregated model was preferable to the aggregated model. However,

the more compact aggregated formulation was more effective than the disaggregated

model formulation when h ≥ 6. The disaggregated model also proved more effec-

tive on larger problem instances than the arc-based model for h = 2 as presented in

Chapter 3.

In Chapter 7 we developed several strategies to design an evacuation tree. Given a

discrete set of scenarios, we determined an a priori evacuation plan that minimized

the expected evacuation penalty by using Benders decomposition to avoid solving the

time-expanded network flow problem. Preliminary investigation showed that only

very small problems could be optimized by solving the single extensive formula. Our

solution methods also included an efficient algorithm that found the the primal and

dual subproblem solutions without having to solve a linear program for each scenario,

which we showed to be a significant improvement.

We introduced two methods to eliminate subtours in our evacuation tree. In one

method, called the Ω-formulation, we simply eliminated subtours individually as they

were discovered by adding an appropriate constraint to the relaxed master problem

(RMP). We also investigated using an explicit tree formulation that used dummy



133

variables to force a tree structure in the RMP. Computations suggested that neither

formulation was clearly dominant.

To improve the convergence of the algorithm, we developed five methods to con-

struct valid inequalities to add to the RMP. These methods focused on finding rea-

sonable lower bounds on the cost of evacuating a certain population along an arc

if that arc was used. We determined the earliest evacuation time from each node

given its initial population, and then used that information to find lower bounds on

the evacuation penalties. The last two methods developed found the exact minimum

penalties for moving people across the network, ignoring other network traffic except

for the earliest start times. All of these valid inequalities were effective in decreas-

ing computation time, with the methods yielding the strongest values proving most

effective.

8.2. Recommendations for Future Research

Future studies along the lines of the problems discussed in Chapters 3 and 4 will

investigate extensions and applications of R2P-D and R2P-S. For instance, vertex-

independent routing problems are typically much harder to solve, even without the

reliability constraint imposed here. While some of the strategies we have introduced

would apply to the reliable vertex-independent routing problem, their efficacy in

that setting is an open question. One might also explore conditions (either due to

topology or input data) in which these problems become polynomially solvable. This

is an important consideration in practical settings, where certain topologies might

exist that render large R2P-D and R2P-S instances tractable.

Additional work done for RhP-D for h ≥ 3 may include the examination of the reli-

able h-path problem where either limited or unlimited arc sharing is permitted. As h

increases, computing the joint reliability when arc sharing is allowed quickly becomes

complicated, and the extension of our strictly path-based formulation for column
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generation is not immediately obvious. We may consider using the Reformulation-

Linearization Technique to handle the nonlinear terms of the joint reliability con-

straint, and return to an arc-based formulation.

Other considerations may include how to revise these formulations when arc reli-

abilities or costs are stochastic. For very large problems, it may also serve well to

develop strong heuristics and determine when a good stopping point may be reached,

instead of requiring a globally optimal solution. Also, for both RhP-D for h ≥ 2 and

R2P-S, one may consider having the option of buying “insurance” on arcs, where a

higher reliability could be gained by paying a premium.

Our results suggest that the disaggregated model presented in Chapter 6 provides

a faster solution to R2P-D than the arc-based model. The arc-based formulation,

however, affords us a unique opportunity to create a list of Pareto-optimal solutions to

R2P-D and R2P-S, where solutions provide a higher joint reliability as they increase in

cost. A brute force solution method would solve R2P-D or R2P-S for some τ = ε > 0,

increasing incrementally until all nondominated cost and reliability solution pairs are

determined. More sophisticated methods may take advantage of the intermediate

nonlinear-infeasible solutions found by the branch-and-bound process.

The evacuation problem that we consider in this dissertation also holds many pos-

sibilities for future research. For example, our current problem assumptions prohibit

the complete destruction of an arc in a scenario. (If any arc can be destroyed, it can-

not be included in an optimal solution.) As an alternative, we can consider assigning

both a primary and a backup evacuation arc from each node. Problem assumptions

could require, for example, that evacuees must take the primary arc unless it is de-

stroyed, in which case they must take the backup arc. Another option is to allow

people to use the backup arc if the primary arc is either destroyed or at full capacity.
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The idea of insuring arcs against risk, or investing resources to purchase a faster

travel time, also has applications in evacuation, particularly when additional resources

spent up front may only mitigate risk penalties or be otherwise beneficial in certain

scenarios. For example, parts of an evacuation route may be equipped with sprinklers

at an extra initial cost to make the route more safe. Guards may be posted along a

certain roadway to help traffic move faster. This idea may lead one to consider the

idea of constructing a network from scratch with an objective to minimize cost and

expected risk penalties, given construction expenses and safety priorities.
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