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ABSTRACT 

Pragmatic Conceptual Analysis is a proposed methodology for attributing correct 

application conditions, or ‘meanings’, to concepts. This methodology involves two 

stages: first, we seek an empirical understanding of the ways in which usage of a given 

concept has regularly delivered benefits, and, second, we seek an explication of that 

concept which is optimally capable of delivering benefits in these ways. Such an 

explication captures the ‘pragmatic meaning’ of a given concept. Chapters 1-3 articulate 

Pragmatic Conceptual Analysis and the notion of pragmatic meaning, and show how 

these are related to other philosophical methodologies and accounts of concept-meaning. 

Chapter 4 uses a ‘bootstrapping argument’ to establish that Pragmatic Conceptual 

Analysis has two important virtues. The first phase of this argument establishes that 

Pragmatic Conceptual Analysis has normative authority – it reveals explications that we 

have practical and epistemic reason to adopt, whether we take these explications to be 

semantically revisionary or not. This normative authority licenses using Pragmatic 

Conceptual Analysis, in the second phase, to explicate our shared concept of concept-

meaning. This yields the conclusion that we have epistemic reason to adopt the notion of 

pragmatic meaning as our explication of ‘concept-meaning’. Having explicated our 

concept in this way, we see that Pragmatic Conceptual Analysis also has descriptive 

authority – it is a semantically conservative tool that reveals concept-meaning, thus 

explicated.  

The initial presentation of the bootstrapping argument considers only one sort of work 

that our concept of concept-meaning does – helping to guide our application of other 
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concepts. But this concept also regularly delivers benefits in a second way – by helping 

us to give good explanations for the behavior and behavioral success of various concept-

users. Chapter 5 uses the normative authority of Pragmatic Conceptual Analysis to justify 

a particular account of how good explanations work. Chapter 6 draws upon this account 

to argue that, in order best to explain people’s behavioral successes, we need an 

explication of concept-meaning that is closely related to the one presented in Chapter 4.  

Chapter 7 considers several objections and hard cases, and argues that Pragmatic 

Conceptual Analysis weathers these storms in good shape. 
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CHAPTER 1. THE DIVISION OF CONCEPTUAL LABOR 

1.1. Preface 

Our concepts work like manila file folders,1 binding together and storing various bits 

of information about the various referents that our concepts are of, and making this 

information available to guide our behavior when we encounter these referents again. In 

using our concepts, two sorts of questions arise repeatedly.  

To what do our concepts refer?   

To what should our concepts refer?   

These two questions capture, in a very general way, one of the central challenges of 

human life. Of course, we hardly ever ask these questions in such a general way. Instead 

we usually focus upon particular instances of them. Who was that woman in the green 

sweater?  Might she be the same woman that we met in the bar last week?  Is it wrong for 

us to do this?  Should we think of it as wrong?  Is this anger that I’m feeling?  Or would it 

be better to think of it as a sort of sadness?  If helping other people makes her happy, 

does that mean I shouldn’t think of her as being generous?  What is attention deficit 

disorder?  Is it really worth trying to diagnose and treat?  What is it to be a real man?  

And should we place these demands on men? 

In all these cases we have concepts that guide our interactions with each other and 

with our world: including concepts of the people we’ve encountered, of our relationships 

                                                 
1 Here I am following a tradition in cognitive science and the philosophy of psychology that takes concepts 
to be mental particulars. This might be contrasted against the philosophical tradition that views concepts as 
abstract entities. See note 7 below. 
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with one another, of rightness and wrongness, and of various psychological traits. We use 

our concepts to recognize familiar referents, and to bring to bear what we’ve learned in 

previous encounters with these referents. 

A central challenge of human life is maintaining this conceptual system. We need to 

have conceptual folders to contain information about numerous referents – including 

many individuals, many kinds, and many properties. We need to be able to recognize 

these referents when we encounter them so that we can pull out the right folders at the 

right times. We need these folders to contain the sorts of information that will be useful 

in these encounters. We often need to disentangle information about multiple referents 

that has mistakenly been lumped together, and to unite information about single referents 

that has mistakenly been filed separately. And each of us needs our own conceptual 

scheme to be reasonably well-coordinated with the conceptual schemes of our 

compatriots, so that we might share information and coordinate our cooperative 

endeavors. Virtually all of our endeavors rely for their success upon our having done a 

fairly good job of maintaining (at least certain parts of) our conceptual schemes.  

I want to draw attention to two features of our conceptual schemes. These features are 

especially striking because of the apparent tension between them. On one hand, our use 

of concepts is immensely successful. We clearly have managed to form concepts that 

allow us to track important referents in our world and that guide us to behave in ways 

that, in our world, yield many important benefits. But on the other hand, most of us are 

immensely ignorant about the referents of most of our concepts. Most of us know very 

little about what sorts of referents we’re attempting to recognize, about how exactly 
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we’re recognizing them, and about how and why our behavior when we recognize them 

often turns out to be beneficial.  

For many people, it is quite surprising to discover that our ignorance is so pervasive. 

We suffer from a persistent illusion that we know a great deal about what we are thinking 

about, and about what it would take to make our thoughts be true.2  It is understandable 

that we should have this illusion. It does us no good to feel our ignorance when there is 

no pressing need to alleviate it. But this ignorance is still there, surrounding many (if not 

all) of our concepts, and upon closer inspection the illusion of clarity dissolves. 

This is nicely illustrated by Leonid Rozenblit and Frank Keil’s (2002) experimental 

work on people’s understanding of artifacts. Subjects initially rate themselves as fairly 

knowledgeable about various familiar artifacts like helicopters and flush toilets. Subjects 

were then asked to provide as detailed of explanations as they could of how these 

artifacts work. After being faced with their difficulty in doing this, subjects then rated 

themselves as much less knowledgeable about these artifacts. Their self-ratings 

descended still further after being asked to explain particular features, like how a 

helicopter changes from hovering to forward flight. These results reveal that subjects 

                                                 
2 There is a strong and illuminating parallel between this illusion of conceptual clarity and the cognitive 
illusion that our visual experience at a given moment contains rich and detailed information about the 
appearance of things in peripheral vision. That this is an illusion may easily be demonstrated by holding 
your eyes fixed on a single point and trying to attend to details even a few degrees away from that point. It 
is perfectly understandable that we would have this illusion. From a biological perspective, moving your 
eyes is cheap, while having a high density of receptors in your retina is expensive. So mother nature has 
adopted a design with a high density of receptors for only a very small portion of the visual field (the 
‘fovea’), and whenever we need detailed optical information about something else we turn our eyes to look 
at it. Since this information is always available when we need it, there is no point in making any fuss about 
its not being there already. And hence we have the persistent cognitive illusion that this information is not 
absent even when it is absent (but readily available). 
     In the case of concepts, we usually know as much as we immediately need to know about the referents 
of most of our concepts. Hence, there is usually no point in making any fuss about our not knowing more 
than we do. And hence we have a persistent cognitive illusion of conceptual clarity. 
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suffer from an “illusion of explanatory depth” about familiar artifacts, an illusion that 

disappears when subjects are forced explicitly to face their own ignorance.3 

It is also quite easy to discover this ignorance in oneself. For example, I imagine that 

you can probably think about kangaroos,4 and that you probably are reasonably good at 

recognizing kangaroos by sight. If I informed you that you should back away slowly if a 

kangaroo ever stares at you and thumps its feet on the ground, this advice might serve 

you well. Despite this competence on your part, my guess is that you actually know very 

little about kangaroos. For an amusing experience, try to draw a kangaroo from memory. 

Or ask yourself questions about what sort of a natural grouping kangaroo is. Do 

kangaroos constitute just one species, or are there multiple species of kangaroos?  Are 

wallabies a sort of kangaroo?  Might it be that some possums are more closely related to 

some kangaroos than those kangaroos are related to some other kangaroos?  If so, what 

kind of a kind is kangaroo then?  I suspect that you’ll discover upon reflection that you 

don’t even know what kind of kind kangaroo is. 

Here’s another example. Most of us think we know our childhood homes like the 

backs of our hands. But go to an internet service (like Google maps) that shows zoom-

able satellite images of the globe. Start fully zoomed out and try to find your childhood 

                                                 
3 One might hope to explain this result in terms of pragmatics – in conversational contexts where matters of 
detail have become salient it is pragmatically inappropriate to claim a high level of understanding, even if 
such claims would be perfectly appropriate in other contexts. This pragmatic contextualist account might 
seem to explain subjects’ behavior in terms of accurate self-knowledge and pragmatic competence, rather 
than in terms of cognitive illusion. It is worth noting, however, that many people are surprised when faced 
with their ignorance, which suggests that they really were subject to an illusion. Regardless, the important 
point is that we often are quite ignorant about the referents of our concepts. The only work I want the talk 
of ‘cognitive illusions’ to do is to help convince those people who don’t feel so ignorant that their self-
confidence might be mistaken. 
4 And even if you couldn’t before, you can now – language is a wonderful tool for the proliferation of 
concepts! 
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home. And if that’s not humbling enough (it took me more than 20 minutes to find my 

home in western Nebraska, and I felt lucky to have succeeded), imagine starting with a 

zoomed out map of the Milky Way galaxy, or of the whole universe. 

Many other examples will leap to the minds of readers familiar with analytic 

philosophy. Analytic philosophers spent much of the 20th century in a concerted effort to 

plumb our tacit knowledge surrounding common concepts like KNOWLEDGE or 

MEANING or MORAL RESPONSIBILITY, and to make explicit what we think such 

concepts mean. It is little exaggeration to say that these attempts were complete and utter 

failures. When we probe our implicit knowledge surrounding these concepts all we find is 

a hodgepodge of murky and largely inconsistent intuitions. This holds true not just for 

ordinary folk who use these concepts on a daily basis, but also for the so-called experts 

who make whole careers thinking about these issues.5  (Given the spectacular failure of 

analytic philosophy to explicate our concepts by probing our intuitions, it is natural to ask 

if there is a better way in which philosophers might go about explicating our concepts. I 

will have much to say in response to this question in what follows.) 

These examples illustrate a pervasive feature of our conceptual schemes. We typically 

have available the recognitional capacities and the information to do reasonably well at 

most of the things we usually do. If we didn’t have these minimal capacities, we would 

either be trying desperately to acquire them, or else be seeking a new line of work. The 

                                                 
5 I don’t think this situation is peculiar to philosophy, although I do think that most philosophical concepts 
constitute especially hard cases. (That’s why they are still philosophical concepts, rather than having been 
relegated to other fields.)  But the same sorts of uncertainty and incoherence are also displayed by working 
scientists. For example, Karola Stotz and Paul Griffiths have very interesting experimental work in 
progress looking at the strange and diverse ways in which various working biologists think of genes. (See, 
e.g., Stotz & Griffiths 2004.) 
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present adequacy of what we have gives us the natural illusion that there is little that we 

lack. But when we press upon virtually any of our concepts, this illusion quickly 

dissolves, and we discover that there is a great deal that we don’t know. 

Given that we are so ignorant about the referents of our concepts, how is it that our 

use of concepts is so successful?  We have seen part of the answer already. You don’t 

need all that rich of knowledge about the referent of a concept for that concept to be 

useful. All you need is to be reliable enough at recognizing that referent when you 

encounter it, and for the information you have about that referent to be useful enough. 

We can and do achieve this minimal level of competence without knowing all that much 

more, and without worrying about the fact that we don’t know much more. 

There is a second key to the success of human conceptual schemes: we have a 

significant division of conceptual labor. There are two important ways in which 

conceptual labor is divided.  

First, for each shared concept,6 relatively few people shoulder the burden of being an 

‘expert’ about that shared concept’s referent – of figuring out how best to recognize that 

referent and of discovering useful information about it. We count upon people who know 

relatively much about a referent to disseminate relevant information to people who know 

less, and to provide even more information when it is needed. In unfamiliar terrain, we 

call upon native guides to tell us what we ought to look out for, and to provide more 

information when it becomes relevant. This holds not only for literal terrains, but also for 

                                                 
6 In section 1.4 below, I will make clear the distinction between individual concepts possessed by 
individual people and shared concepts that are constituted by the coordinated individual concepts possessed 
by various members of an interacting group of people.  
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figurative terrains like medicine or agriculture or law or ethics. Regarding most terrains, 

the so-called experts know a fair amount more than do the non-experts, but even the 

experts may easily be pressed into admitting their ignorance. 

Second, we divide up the various sorts of labor that is to be done when a referent is 

recognized. Some of us run and call for an expert. Some shoot first and ask questions 

later. Some dash off to make appropriate modifications in other things. Some latch on to 

referents and manipulate them in one way or another. Some spy on referents to see what 

they can learn, and some poke and prod to try to learn more. Numerous people each make 

their own contributions to a complex network of practices involving our shared concepts. 

These collective contributions often yield important benefits, but there often is no one in 

a position to know exactly how or why this all works out. 

These observations are especially pertinent regarding many concepts about which 

philosophers are the alleged experts – concepts like JUSTICE, KNOWLEDGE, 

FREEDOM, EXPLANATION, and MEANING. Our collective use of these shared 

concepts is deeply entwined with our social practices and our social infrastructure. Given 

our diverse roles in this complex social environment, our individual uses of these shared 

concepts differ greatly. These uses surely yield many benefits, but especially in these 

cases there typically is no one in a position to say how or why this all works, and there is 

no one in a position to say how this system might be made to work better. 

Let us return now to the two questions with which we began: To what do our 

concepts refer?  And to what should they refer?  Equivalently, we might ask:  what do our 

concepts mean?  And what should they mean?   
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We have seen that (instances of) these questions are of central importance to virtually 

all human endeavors. Most, if not all, of us are quite ignorant about the referents of most, 

if not all, of our concepts – instead we typically have little more than the minimal 

competence that is needed for us to play our respective roles in our collective endeavors. 

But if we are to secure the success of these endeavors, we will need reliable ways of 

recognizing the referents of our concepts, and we will need to isolate referents that are 

worth recognizing. 

These challenges often fall upon the alleged experts regarding various domains of 

inquiry: the scientists, the crafts-people, and (in cases that have proven so intractable that 

they have not yet spawned independent specializations) the philosophers. These experts 

are faced with the twin tasks of finding out what referents we have been using our 

concepts to track, and figuring out which potential referents we should be using our 

concepts to track. 

The central goal of this dissertation is to make clear what is involved in these twin 

tasks, and to advocate a particular way of carrying them out. 

I think these two tasks are much more closely related than they might first appear; I 

think there is a very deep connection between what our concepts do mean and what they 

ought to mean. I will argue that we have been tacitly committed all along to our concepts 

meaning what we (if we accept certain reasonable constraints) ought explicitly to 

acknowledge that they mean. But it will take most of this dissertation to show why this is 

so.  
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I will begin by focusing on the question of what our concepts ought to mean. My goal 

in Chapters 1-3 will be to describe and defend a methodology that I call Pragmatic 

Conceptual Analysis. Pragmatic Conceptual Analysis calls upon us, first, to seek an 

empirical understanding of the ways in which our use of a given concept has regularly 

delivered benefits, and, second, to seek an explication of that concept which is optimally 

capable of delivering benefits in these ways. I call this explication the ‘pragmatic 

meaning’ of the concept, and I argue that when we find such a pragmatic meaning, we 

will have good reason to embrace it as our explicit formulation of what the given concept 

shall mean, from that point on. For philosophers with more traditional understandings of 

concept-meaning, the output of Pragmatic Conceptual Analysis will seem not at all like a 

conservative articulation of what the given concept already means – instead it will seem 

like a revisionary stipulation, albeit one that we have good reason to embrace. 

One goal of the subsequent chapters is to show that these traditional non-pragmatic 

understandings of concept-meaning are mistaken. When concept-meaning is understood 

in the way that it ought to be understood – as meaning what I call ‘pragmatic meaning’ – 

then it turns out that Pragmatic Conceptual Analysis is a good way of discovering pre-

existing meanings after all. Pragmatic Conceptual Analysis not only points us towards 

those potential referents that we ought to be tracking with our concepts, it also helps us to 

make explicit the meanings that, by our usage, we have been tacitly committed to our 

concepts having meant all along. 

To reach this conclusion, I propose what I call a ‘bootstrapping argument’ (Chapters 

4-6). In the first phase of this argument, I argue that Pragmatic Conceptual Analysis at 
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least has what I call ‘normative authority’ – Pragmatic Conceptual Analysis reveals 

explications that we ought to adopt, whether we take these explications to be revisionary 

or not. In the second phase of the bootstrapping argument, we may then use the 

normative authority of Pragmatic Conceptual Analysis to justify employing Pragmatic 

Conceptual Analysis to explicate our concepts of concept-meaning, of good explanations, 

and of representational content in general. This yields the conclusion that we ought to 

think of concept-meaning as being the sort of ‘pragmatic meaning’ that is uncovered by 

Pragmatic Conceptual Analysis. Once we explicate concept-meaning in the way we ought 

to, we see that we ought not think of Pragmatic Conceptual Analysis as being revisionary 

– instead a Pragmatic Conceptual Analysis of a concept reveals what we ought to think of 

as having been “the meaning” of that concept all along. 

My work in these chapters vindicates Pragmatic Conceptual Analysis in two ways. 

First, it shows that Pragmatic Conceptual Analysis does do what many analytic 

philosophers have hoped to do, namely to spell out explicitly the pre-existing meanings 

of our concepts. And second, it demonstrates that Pragmatic Conceptual Analysis is an 

effective tool, providing real and useful progress on difficult issues in philosophy of 

science and philosophy of mind. 

In the closing chapter (Chapter 7), I consider concerns about the limitations of 

Pragmatic Conceptual Analysis, including potential worries that it might founder in 

application to various hard cases, or that it might fall victim to familiar problems raised 

against other views. I argue that Pragmatic Conceptual Analysis weathers these storms in 

good shape. 
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1.2. Neurath’s Flotilla 

Some philosophers, following Otto von Neurath (1932), have likened the human 

condition to the challenges faced by a lone sailor who must rebuild his raft while he floats 

upon it. There is no fixed foundation upon which the sailor might stand as he performs 

this task – instead he must take some sections of his raft for granted as he attempts to 

repair others. This metaphor nicely captures the idea that we can never escape our own 

ways of thinking about the world. Even as we try to improve some of our ways of 

conceiving of the world, we must lean heavily upon other aspects of our conceptual 

schemes. 

But our situation is importantly different from that of a lone sailor on Neurath’s raft. 

We are not alone. We are social creatures, and building and rebuilding our conceptual 

schemes is a highly social activity. A better metaphor for our condition is Neurath’s 

flotilla: we are at sea upon a collection of rafts, and we must work together, not only to 

maintain the integrity of our respective rafts, but also to maintain the coordination and 

efficacy of our flotilla.  

A flotilla enjoys many advantages over a lone raft:  a flotilla can share resources, it 

can divide its labor between various individuals, and it can provide scaffolding to 

facilitate the construction of new structure in various individual rafts. But, a flotilla also 

faces challenges that a lone raft does not face. A flotilla must somehow coordinate its 

resources and its activities so that its division of labor might actually yield benefits.  

A community of concept-users may derive the same sorts of benefits as a flotilla, but, 

to do so, it must overcome the corresponding challenges. We may think of these as the 
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challenges of conceptual engineering – how may we engineer our shared conceptual 

frameworks so that they will be effective and well-coordinated? 

This dissertation proposes that a good way to meet the challenges of conceptual 

engineering is by doing conceptual reverse engineering. To engineer a conceptual 

framework that works great, we may begin with an existing conceptual framework that 

works pretty well, carefully analyze how it works as well as it does, and then engineer a 

framework which does these good things even better. I call this general way of doing 

conceptual engineering Pragmatic Conceptual Analysis. 

This dissertation aims to explore different varieties of Pragmatic Conceptual Analysis 

and to show what they are good for. I will argue that Pragmatic Conceptual Analysis is 

not just a good way of fixing up our conceptual frameworks, it also does well at revealing 

(what we should think of as being) the meanings that our concepts have had all along. 

Along the way, I will show how Pragmatic Conceptual Analysis might help us to make 

progress regarding hard questions in action theory (Chapter 2), philosophy of mind 

(Chapters 4 and 6), and philosophy of science (Chapter 5).  

In order to undertake a conceptual reverse engineering methodology like Pragmatic 

Conceptual Analysis, we will need a good understanding of what our concepts are and of 

how they do good things for us. Since our condition is much like that of the sailors in 

Neurath’s flotilla, a good understanding of how our concepts work will require careful 

attention to the special benefits and challenges that arise for flotillas – i.e., to the social 

dynamics of our coordinated use of concepts.  
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The primary goal of this chapter is to lay out a basic framework for understanding 

these issues, a framework that will help us to articulate the important questions that we 

will address in subsequent chapters. Along the way, I will offer an initial presentation of 

Pragmatic Conceptual Analysis, and some motivations for being interested in it. 

1.3. Concepts and Concept-Meaning 

The term ‘concept’ has been used in many different ways. As I will use the term, a 

concept is a mental particular,7 the psychological equivalent of a manila folder that may 

be pulled out and employed in various circumstances, and that binds together and stores 

various sorts of information.8  Concepts work primarily as coordinators of information – 

they link together items of information within persons so that this information may be 

                                                 
7 In using the term ‘concept’ this way, I follow a rich tradition in cognitive psychology, and the philosophy 
of cognitive science. (See for example, Lawrence & Margolis 1999). This tradition may be contrasted 
against an equally rich philosophical tradition that takes concepts to be abstract entities which either are or 
are closely associated with properties, which somehow might be constituents of propositions, and to which 
many separate thinkers might somehow bear interesting relations (like ‘grasping’). I happily grant that one 
might make the terminological decision to use the term ‘concept’ in this other way. However, I will stick 
with my usage as this will help us to frame clearly the substantive points at issue in this dissertation. 
8 It may be worth emphasizing that I am picturing a person’s concept as the folder itself, rather than as 
some sort of agglomeration of the folder and the information stored inside it. In this respect, I ally myself 
with ‘conceptual atomists’ like Fodor(1998) and Millikan(2000), though I suspect that many of our points 
of disagreement with non-atomists are, in fact, terminological rather than substantive.  
     For example, suppose it turns out, as some non-atomists think it will, that most of our concepts include, 
as information, some sort of description of a prototypical instance of that concept; and suppose it turns out 
that this description plays a central role in our recognizing encountered things as falling under the concept, 
and in our drawing inferences about the things that we have so recognized. In this case, it might be largely 
terminological whether we say that the concept is merely the ‘folder’ or ‘glue’ whose normal cognitive role 
it is to hold this body of information together and distinguish it from others, or whether we instead use the 
term ‘concept’ for the whole agglomeration of folder and information.  
     However, it seems much more likely that, in fact, different concepts store information in quite different 
ways, and that they use quite different recognitional and inferential protocols (Prinz 2002). By using the 
word ‘concept’ in the way we atomists do, we emphasize the general sort of information-coordinating role 
that all concepts have in common, whereas the non-atomist must go to a slightly greater length to justify 
lumping all these diverse agglomerations together in a single category (c.f., Machery 2005, Piccinini & 
Scott forthcoming). 
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brought to bear at appropriate times, and they help link together the corresponding bodies 

of information that different people have collected.  

For example, I might encounter a spider, recognize it as a black widow, recall that 

black widows are poisonous, and use this information to escape unharmed from a 

potentially deadly encounter. My success here depended upon my recognizing the thing I 

was encountering as falling under my black widow concept so that I could bring to bear 

the important information that I had stored with that concept. Following the common 

philosophical convention, let us call my black widow concept ‘BLACK WIDOW’. If 

things go very well, I will apply BLACK WIDOW to all and only the black widow 

spiders that I encounter, and my use of BLACK WIDOW will help me to bring to bear 

accurate information about black widows. Of course, things often don’t go perfectly, but 

they do go well enough often enough to make this concept worth having. 

Let us use the term ‘potential referent’ as a catch-all for the various things one might 

use a concept to store information about. Potential referents include individual objects 

(like your mother or the Eiffel Tower), kinds of objects (like planets or carnivores), kinds 

of stuff (like milk or gold), and properties that various objects might possess (like 

rationality or moral goodness).9  The primary criterion for something’s being a potential 

referent for a concept is that there be a number of features that that thing is quite likely to 

display whenever it (or information about it10) is encountered. Normally, if having a 

                                                 
9 Millikan (1998, 2000), roughly following Aristotle, uses the term ‘substance’ in much the way that I am 
using the term ‘potential referent’, although she includes properties only in her (2000).  
10 Following Millikan (2000), I think of these two cases as being importantly similar. At least as far as 
present issues are concerned, there is little difference between your encountering my cat Euclid face-to-
face, your encountering him via his muddy paw-prints, and your encountering him through the text of this 
dissertation. Each of these cases involves a fairly reliable channel of information which is recognizable as 
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concept of a potential referent is to pay off, that referent must display some features 

reliably enough that those features might be used to recognize it when it is encountered, 

and it must possess some not-so-readily-detectable features that will be worth 

remembering on further encounters.  

While talk of reference captures the most central meaning-like feature of many 

concepts, there are several potential reasons to want other ways to talk about the sort of 

meaning that concepts have. 

Take, for instance, my concept of Beethoven’s Moonlight Sonata. I am fairly good at 

recognizing renditions of this sonata, and my concept allows me to bring to bear pertinent 

information that I have gathered in the past. However, it’s not clear what sort of a thing 

the Moonlight Sonata is supposed to be, or even whether there is a unified thing there for 

my concept to refer to. One might take this to weigh in favor of talking about correct 

application conditions for my concept, while distancing ourselves from ontological 

questions regarding what sort of a referent, if any, it might be said to have. As far as my 

own ontological scruples are concerned, I don’t think that Beethoven’s Moonlight Sonata 

is ontologically any more (or less) problematic than Beethoven himself, so I will shift 

fairly freely between talk of referents and talk of correct application conditions. Readers 

who are worried about the ontological status of certain ‘referents’ are invited to translate 

any problematic phrasings into more neutral talk of correct application conditions.11 

                                                                                                                                                 
(probably) coming from Euclid, which might serve to indicate that other information you’ve gathered about 
Euclid might be relevant, and which might provide useful new information about Euclid worth retaining for 
your future encounters with him. 
11 Here’s another potential reason to favor talk of correct application conditions. It is trivial that we can 
correctly apply a concept to all and only the instances of its referent. However, we often want useful 
guidance in knowing how we can correctly apply a given concept. It is often more natural to phrase this 
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There are also several potential reasons to want a finer-grained way of talking about 

the sort of meaning that concepts have. For example, a concept of the morning star might, 

in fact, have the same referent – namely the planet Venus – as does a concept of the 

evening star. Yet, in a person who does not know that the morning star is the evening 

star, these are clearly different concepts, and one might think that this difference should 

be reflected in a difference in meaning between these concepts.12   

A second potential reason for wanting a finer-grained understanding of concept-

meaning has to do with the ways in which we use our concepts in entertaining 

hypothetical scenarios. I am fairly sympathetic with the claim, advanced by proponents of 

two-dimensional semantics,13 that it may be useful to distinguish ways in which the 

appropriate application of concepts in hypothetical reasoning depends upon both (a) 

features of our actual surroundings and (b) the imagined features of the hypothetical 

scenarios in question. And I am open to the idea that one might want to introduce a multi-

faceted understanding of concept-meaning to reflect this distinction. 

Through most of this dissertation, I will remain officially neutral regarding the 

question of whether we should adopt some sort of fine-grained understanding of concept-

meaning. To allow for this possibility, I will often talk about concept-meaning rather 

than reference or correct application conditions. I take it that, in addition to whatever 

else concept-meaning might do, it determines both reference and correct application 

conditions, and it is this feature of concept-meaning that will be my primary concern. I 
                                                                                                                                                 
guidance in terms of conditions for the correct application of a concept, than it is to phrase it in terms of 
referents. 
12 There are parallel examples involving natural kinds – e.g., lead vs. plumbium – and other properties – 
e.g., triangularity vs. trilaterality. 
13 For a good overview, see Chalmers (2004). 
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will offer only a few tentative comments (in sections 7.3 and 7.4) regarding ways in 

which a finer-grained understanding of concept-meaning might turn out to be useful. 

I take it that, details and terminology aside, it is the common-sense view that we have 

concepts, that our concepts are ‘of’ or ‘about’ various referents, and that only some things 

in the world ‘fall under’ a given concept or ‘are instances of’ that concept. I take my talk 

of concept-meaning to be a useful formal regimentation of this common way of thinking 

about the sort of meaning that concepts have.14 Indeed a central goal of this dissertation 

(esp. Chapters 4 and 6) is to provide a good philosophical analysis of our pre-theoretical 

concept of concept-meaning (i.e., an analysis of CONCEPT-MEANING).  

Many difficult questions surround concept-meaning. What sort of relation must a 

concept bear to a potential referent in order for that concept to refer to that potential 

referent? Can it be somewhat indeterminate what referents a concept has?  Do concepts 

ever change which referents they have?  When and how should we attempt to bring about 

such changes? 

Such questions may be illustrated by an example adapted from Gareth Evans (1973). 

Suppose you encounter Alice at a party and form a concept of her, but then spend a lot of 

time with Betty, all the while believing that she is the woman you met at the party.  

                                                 
14 Of course, ordinary folk don't run around saying the word “concept-meaning”, but I still think that there 
is a folk concept CONCEPT-MEANING. This concept is pretty closely tied to the folk concept WORD-
MEANING. However, the folk recognize that words don't come in a perfect one-to-one correspondence 
with concepts. E.g., we recognize that the word ‘parent’ is used sometimes to express the concept 
BIOLOGICAL PARENT and sometimes to express the concept OFFICIAL GUARDIAN. We can ask 
questions about the correct application conditions for these two concepts. E.g., you might ask, "When we're 
thinking about parents as guardians, does the long-term lesbian partner of a kid's biological mother count as 
a parent or not?" When we ask questions like this, I take it that we are tacitly employing our folk concept 
CONCEPT-MEANING. 
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In this case, you have one concept that you use initially to gather information about 

Alice, and later to gather information about Betty. Before you have met Betty, it is quite 

plausible to say that your concept refers to Alice. When you have spent a similar amount 

of time with each, it is plausible to say that your concept is indeterminate in its 

reference – it partly refers to Alice and partly refers to Betty. After you have spent years 

using your concept to guide your interactions with Betty, it is plausible to say that your 

concept now refers to Betty, and only barely (if at all) refers to Alice. 

When you discover that Betty is not the woman you met at the party, you are then 

faced with the challenge of updating your conceptual scheme to reflect this difference. If 

you discover the difference soon after you meet Betty, then it seems reasonable to say 

“Oh, you aren’t who I thought you were”, and to keep the old concept for Alice and 

introduce a new one for Betty. But if you discover the difference after years of interacting 

with Betty, then it seems reasonable to say, “Oh, I mistakenly thought that I met you 

earlier than I did”, and to keep using the old concept for Betty, while introducing a new 

concept for Alice. 

Cases like this happen to each of us every day. We very often discover that we have 

failed to recognize a previously encountered referent, or that we have mistakenly taken 

something to be a familiar referent when it wasn’t. As we’ve just seen, such problems 

often arise even for concepts whose referents are (supposed to be) individual things. They 

arise in a much worse way for our concepts of properties and kinds where there are 

numerous potential referents and often no good ways of disentangling which ones we 

have interacted with on various occasions. In these cases especially, there is likely a great 
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deal of indeterminacy in the meanings of our concepts, and there are many potential ways 

in which we might want to change or focus the meanings of our concepts. 

I will return to these difficult issues presently,15 but first it will be useful to make 

more observations about how our concepts work. 

1.4. Shared Concepts 

Since concepts are mental particulars, each concept is possessed by only one 

individual – two people never have the very same concept.16  However, two people can 

have concepts that correspond to one another in various interesting ways. For example, 

different people’s concepts might correspond in the ways the people have of recognizing 

instances of these concepts, in the sorts of information they associate with these concepts, 

in the developmental processes that produced these concepts, or in the roles these 

concepts play in their cognitive lives. In addition, insofar as we’re willing to help 

ourselves to a notion of concept-meaning or concept-reference, different people might 

have concepts with corresponding meanings or referents. Ordinary uses of the expression 

“the same concept” understandably range freely across these various notions of 

‘sameness’, and probably others as well. 

                                                 
15 See, in particular, the discussions of changes in meaning in section 7.2, and of indeterminacy in sections 
3.5 and Chapter 3. 
16 I am presuming that our minds do not overlap with one another, and hence no two minds would have any 
particulars in common. This will be plausible insofar as mental particulars require neural resources, and no 
two human minds share neural resources. However, it is arguable (e.g., Clark & Chalmers 1998) that we 
should construe human minds as extending beyond our skulls to include external devices that normally are 
readily accessible and play a central interactive role in our information processing. E.g., one might hold 
that, in a strictly literal sense, I use my cell phone to remember my friends’ email addresses and phone 
numbers. If this is so, and if Jack and Jill normally share a cell phone, then it might be that some of Jack’s 
concepts are also Jill’s. 
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I want to focus upon a particular way in which different people’s concepts might 

correspond. The most common way in which this particular sort of correspondence arises 

is when different people each associate the same public language term with their 

respective concepts – like matching labels stuck on their respective manila folders. Such 

labels enable people to coordinate their use of their respective concepts, even while they 

differ greatly in their recognitional procedures and associated information. The labels 

allow people to pass on information and recognitional procedures, to debate which 

information and recognitional procedures they should embrace, and to coordinate their 

collective interactions vis a vis the referent(s) of their respective concepts. 

When a group of people have concepts that are coordinated in this way, let us say that 

they possess a shared concept composed out of their respective individual concepts. 

When it is important, I will be careful to distinguish shared concepts from (individual) 

concepts. But if it is clear which sort of concept I’m talking about, or if I’m saying 

something that applies equally to each sort, then I will often just use the term ‘concept’. 

Similarly I will often use the familiar all-capital-letters convention to signify both 

individual and shared concepts. E.g., our shared concept CUCUMBER has many 

components, including your individual concept CUCUMBER. 

One might think of shared concepts as aggregations of individual concepts, as types 

of individual concepts, or as sets of individual concepts. However, my own preferred 

view is to think of shared concepts as distributed historical individuals in their own right, 

roughly on the now quite widely accepted model of biological species as distributed 

historical individuals (Ghiselin 1974, Hull 1978). Like biological species, shared 
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concepts are restricted to relatively small regions of space-time; many of their 

population-level features are stably maintained by homeostatic processes; their individual 

members are arranged in lineages which display heritable variation; and they display 

cumulative change over time including a sort of adaptation to surrounding conditions. I 

find this understanding preferable because it highlights the sorts of dynamical 

coordination and interaction that are essential to shared concepts, and that are not 

displayed by garden variety aggregations, types, or sets. However, everything I say below 

might easily be reconstrued in terms of these more garden-variety entities. 

It is often quite easy to possess your own individual token of a shared concept. Upon 

hearing an unfamiliar term – Ruth Millikan gives the example ‘African dormice’ – you 

automatically form a new conceptual folder to store information regarding the referent of 

that term. At first, your only way of recognizing when you receive information about that 

referent is by recognizing when you hear that term again, but with experience, you may 

learn many other ways of recognizing this referent as well (Millikan 2001, ch. 6). Insofar 

as that term has been regularly used (in circumstances like those in which you acquired 

it) to coordinate people’s usage of a shared concept, then your own newly formed 

individual concept will be plugged into this system of coordinated usage, and hence it 

will be a token of that shared concept too. 

What is essential to a shared concept is an established history of coordinated usage, 

and not the fact that the component individual concepts are each associated with a shared 

linguistic label. Some ways of coordinating usage don’t require a shared linguistic label. 

For example, our respective concepts of appropriate behavior for various sorts of 
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circumstances (like riding an elevator, or playing pick-up games of basketball) are 

coordinated in ways that make them relevantly like linguistically shared concepts, even 

when it is shared contexts rather than shared labels that ordinarily enable people to effect 

this coordination. 

Having a shared linguistic label is also not sufficient for having a shared concept. 

Many of our terms are ambiguous between various different concepts. For example, we 

commonly use the word ‘parent’ sometimes to mean BIOLOGICAL PARENT, and 

sometimes to mean LEGAL GUARDIAN. Even though we use the same word for each, 

most of us do a fairly good job of keeping these concepts distinct, and we usually do 

fairly well at coordinating our usage of each. For example, we naturally and correctly link 

the things we learn about hereditary illnesses with one concept, and the things we learn 

about school policies with the other. 

It is worth emphasizing that I have defined ‘shared concept’ in a way that does not 

presume anything about the meanings (or application conditions, or referents) of the 

various component concepts. This is a significant reversal from a common approach, 

which holds that we should first find a theory of meaning for individual concepts, and 

then use this theory of meaning to help say when different people’s individual concepts 

count as being of the same type. In contrast, I have proposed an independent way of 

dividing various people’s individual concepts into types, and I can then appeal to this sort 

of typing as I attempt to spell out my theory of concept-meaning. 
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1.5. Upstream and Downstream Patterns of Usage 

Let us distinguish two sorts of patterns in our usage of concepts. Upstream patterns 

of usage involve the ways in which we regularly recognize instances of a given concept; 

while downstream patterns of usage involve the sorts of events that regularly happen as 

a consequence of our having recognized something as an instance of the concept.17 

In the preface, I argued that (despite a persistent cognitive illusion to the contrary) we 

are quite ignorant regarding the referents of our concepts. This ignorance often includes a 

fair amount of ignorance about both upstream and downstream patterns of usage. 

In some cases, we know quite a lot about how we recognize when a concept applies. 

For example, you may know that the way you recognized that the number 134 is even 

was by way of noting that it ended in 4. But if you recognize that Rover is a dog just by 

looking at him, this perceptual recognitional process is quite opaque to detailed 

introspection, and most of us have no idea how it is that we can recognize dogs so well. 

More opaque still are cases where a concept is activated and employed subconsciously. 

Many other cases fall between these extremes. Many of us can recognize a substance as 

an acid by noting that it turns litmus paper red. The broad steps of this recognitional 

procedure are quite transparently available to us, but very few of us understand the 

hidden details of how or why this procedure works. 

Another opaque element in our upstream patterns of recognition involves our intuitive 

capacities to judge whether or not a given concept would apply in various hypothetical 

                                                 
17 In many cases there will be a measure of overlap between upstream and downstream patterns. One might 
recognize a skunk by its odor; or one might recognize the skunk by independent means, and then expect it 
to stink.  
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cases. Most of us are quite confident in judging that torturing babies for fun is morally 

wrong, but can say little about why this is so. Much philosophical theorizing has taken 

such intuitive capacities to be of central importance both to the question of what our 

concepts mean, and to philosophers’ goal of arriving at good ‘conceptual analyses’ (see 

section 2.5). One goal of this dissertation is to make clear how and why this intuition-

based view is wrong. 

We are also often quite ignorant of downstream patterns of use. Many downstream 

patterns of use begin with quite explicit inferences. However, there are also many 

important but entirely opaque ways in which having recognized a thing as falling under a 

given concept might influence or bias ensuing cognition. It may, for example, subtly 

influence what sorts of memories are likely to be recalled, what sorts of situations are 

likely to come to mind, and what sorts of inferences will seem intuitively plausible.   

Downstream patterns of usage typically extend beyond our brains and include 

patterns in our behavior and in the cascades of ensuing events. Many of these cascades 

eventually loop back and deliver beneficial consequences. In some cases, these benefits 

follow straightforwardly from the ways in which concepts enable us to bring to bear 

previously acquired information about their referents when we encounter them again. For 

example, I might encounter a spider, recognize it as a black widow, recall that black 

widows are poisonous, and use this information to escape unharmed from a potentially 

deadly encounter. Insofar as we regularly reap such benefits from these cascades, it is 

plausible to construe them as being a part of our downstream patterns of usage. 
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Although we will often be aware of some patterns regularly displayed in these 

ensuing cascades, there often are many other regular patterns of which we are ignorant or 

quite mistaken. It may (and often does) turn out that our usage of concepts has been 

beneficial in ways that are quite different from how we thought. For example, some time 

ago I learned to recognize a certain sort of headache that I sometimes suffer, and I 

learned that taking ibuprofen alleviates this sort of headache. I naturally thought that 

some sort of pharmaceutical effect of the drug brought about this beneficial consequence. 

But eventually I discovered that simply drinking a glass of water yields similar benefits. 

So I now suspect that this sort of headache is caused by dehydration, and that what made 

my cure effective was the water I washed the pill down with, and not the pill itself. 

Different people may differ greatly in the ways in which they use their respective 

tokens of a shared concept. Different people’s upstream patterns of recognition may be 

quite different: they may have different perceptual recognitional capacities, different 

recognitional procedures, and different intuitions about how the concept would apply in 

hypothetical cases.  

Different people’s downstream patterns of response might also be quite different. 

Different people may have stored different – even conflicting – bits of information with 

(their respective tokens of) their shared concept. They may have different psychological 

associations or biases surrounding that concept. They may have different practical skills 

to employ when recognizing instances of the concept. And they may be situated in 

circumstances where quite different cascades of downstream effects loop back to yield 

useful benefits. 
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In many cases, there are subtle and complex patterns in the ways that our use of a 

shared concept regularly delivers benefits. For example, in Chapter 2, I will consider the 

concept FREE ACTION. There is a great deal of uncertainty and controversy 

surrounding the question of how our use of this concept regularly delivers benefits. E.g., 

it’s not clear whether, and to what extent, our punishing people who perform illegal free 

actions serves to deter other people from performing such actions. Most philosophical 

concepts are like FREE ACTION, in that our collective use of these shared concepts is 

deeply entwined with our social practices and our social infrastructure. Given our diverse 

roles in this complex social environment, our individual uses of these shared concepts 

differ greatly. These uses surely yield many benefits, but especially in these cases there 

typically is no one in a position to say how or why this all works, and there is no one in 

an especially good position to say how this system might be made to work better. 

1.6. Explication and Elaboration 

Much everyday cognition is geared towards improving our systems of concepts – 

creating new folders when we encounter new potential referents, adding information into 

relevant folders, purging inaccurate information from folders, finding new and better 

ways to recognize when a particular folder should be employed, merging together folders 

that seem to have been gathering information on the same referents, dividing folders that 

seem to have lumped together information about different things, and eliminating folders 

that seem not to be worth keeping. 

Much of this conceptual maintenance is done socially – we introduce one another to 

new potential referents; we teach one another new ways of recognizing familiar referents; 
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we compare notes and try to bring our bodies of information into closer correspondence; 

and we help one another diagnose the ways in which our shared concepts have gone 

awry.18 

In maintaining each concept, there are two complementary challenges. Given 

downstream patterns of response, there is the challenge of modifying people’s upstream 

recognitional procedures so that people will apply their concepts in circumstances where 

those sorts of downstream responses will tend to work out. This is a process of making 

more clear what should be counted as an instance of a concept, so I will call this process 

explication. 

Conversely, given people’s upstream patterns of recognition, there is the challenge of 

modifying their downstream patterns of response so that they will respond appropriately 

to whatever things those upstream patterns would recognize as instances of the concept.19  

I call this process elaboration for two reasons. First, this process involves filling in 

additional details about a referent beyond those that arise in making clear (by explication) 

which referent we’re talking about. And second, this word hints at the idea that, in 

elaborating a concept, we are specifying the sorts of useful work, or labor, that we might 

hope to get out of that concept.  
                                                 
18 Given people’s propensities to learn (individually and socially) what works for them, it shouldn’t be 
surprising that when people use a concept frequently, they tend to settle upon upstream and downstream 
patterns of usage that fit their respective local environments reasonably well. For example, you would 
expect an experienced hunter to be skilled at recognizing a particular species by the distinctive marks 
members of the local sub-species leave in the local terrain, and to have learned methods that work well for 
hunting such specimens in that terrain. However, there is no reason to think such patterns of usage will 
usually be fully self-consistent, much less accurate, especially in their application to cases quite unlike 
those normal local cases that they were developed in response to. For many purposes, working good 
enough is good enough.  
19 There needn’t be a clear dividing line between explication and elaboration. Saying that tigers are striped 
may serve as an explication – helping us to recognize tigers by their stripes. But it might also serve as an 
elaboration – letting one know that tigers may be a source of striped pelts. 
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We all engage in explication and elaboration all day, every day. Much of this happens 

automatically in the background of our cognition. We frequently adopt new ways of 

recognizing referents and/or fine-tune our existing ways of recognizing them. We do such 

explication on the basis of our own encounters with referents, and on the basis of hearing 

how other people talk of them. Similarly, we continually develop our information and 

practical skills regarding various referents, and this elaboration process also may be done 

individually or socially. In addition to all this background activity, we also often 

explicitly engage in explication and elaboration. We show and tell each other what we 

mean by various concepts. We teach one another good ways of responding to various 

referents, and we frequently pass on information about various referents. 

The most explicit cases of explication involve a community’s adopting an explicit 

statement as their authoritative statement of application conditions for a shared concept.20  

A group’s adopting a statement as their explication of a given concept involves that 

group’s undertaking a commitment to modify their patterns of usage involving that 

concept into ones that approximate the ideal for recognition given in that statement and 

that rely for their non-accidental success upon achieving this approximation.21   

Small groups of people temporarily adopt such completely explicit explications fairly 

often. For example, in talking about their romantic relationships, people often offer 

                                                 
20 Of course, this statement will typically employ many other concepts, and we might then explicate them, 
and then explicate the concepts used in these explications, and so on…  This involves no more of a vicious 
regress than does the condition of the sailor on Neurath’s raft. Even if we always must draw support from 
some aspect or other of our conceptual frameworks, it still might be worthwhile to reorganize and rebuild 
these frameworks.  
21 It may be worth emphasizing that this understanding of ‘adopting an explication’ includes both (a) cases 
in which people take themselves simply to be clarifying the existing meaning of a concept, and (b) cases in 
which people take themselves to be making a stipulative revision in the meaning of a concept. 
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something approaching a full explication. “In calling him your boyfriend, I just mean that 

he’s the guy you’ve been sleeping with.”  However, such local explications are usually 

embraced by only a few people, and they are usually abandoned as soon as they cease to 

be useful. 

It is relatively rare for a whole community to adopt a completely explicit explication. 

One way in which this does happen is when the full explication is very simple, very 

natural, and very useful. This is probably a fair account of what has happened in classic 

philosophical examples like VIXEN and perhaps BACHELOR.22   A second way in 

which this often happens is when many people are willing to be told how to use a 

concept, usually because there is a social structure in place that allows relatively few 

‘experts’ to stipulate or legislate what shared concepts mean. Clear examples include 

mathematical concepts (like PRIME or ISOSCELES), and chemical-kind concepts (like 

WATER or GOLD).  

1.7. The Goal of Philosophical Analysis 

Although it is quite rare for a community to adopt a completely explicit explication, 

many philosophers and scientists have taken finding such explications as their goal.  

                                                 
22 The standard “unmarried man” explication of ‘bachelor’ is probably embraced by most speakers as only 
an approximate rule of thumb, rather than as an inviolable rule. Many of us would deny that the pope or a 
life-long male transvestite is a bachelor, and many of us would allow that some bachelors might technically 
be married as a consequence of rituals they were forced to undergo in childhood. It is interesting to note 
that Pragmatic Conceptual Analysis seems to point us towards explications that fit with (and even justify) 
these common intuitions. It is plausible that most beneficial uses of our shared bachelor-concept have 
involved pointing out people who will tend to play certain sorts of social roles (e.g., ones involving dating 
and marriage) and/or to have certain characteristic features (like living in messy apartments). Given that 
this is what we categorize people as bachelors for, we do better to categorize the pope and the life-long 
transvestite as non-bachelors rather than bachelors. 
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For some theorists, this goal is construed simply as a conceptual engineering 

challenge – how can we modify and precisify existing concepts in order to yield a 

conceptual system worth employing? (Carnap 1950). For others, this goal is coupled with 

a view of meaning which holds that certain ways of explicating concepts are semantically 

conservative in the sense that they help us to state more clearly what our concepts already 

meant. We will spend a great deal of time (especially in Chapter 4) below determining 

what it would take for a methodology to be conservative in this sense. But regardless of 

what exactly ‘semantically conservative’ means (or what ‘antecedent meaning’ means), 

conservative clarification of antecedent meaning is still an undertaking in explication as 

defined above because it seeks clear articulations of application conditions for the 

concepts in question. 

The sciences have successfully produced many useful explications, including 

chemists’ explications of many folk chemical concepts (like WATER and GOLD) in 

terms of molecular formulae, and biologists’ clear explications of our concepts (like 

WHALE and FISH) for various family groups in the great tree of life. 

Sadly, contemporary analytic philosophers have no clear glowing successes to hold 

up alongside these scientific accomplishments. Few, if any, of the full explications 

philosophers have offered have been met with widespread adoption. Arguably, 

philosophers have had more success with a slightly less extravagant goal – namely 

articulating constraints upon the sorts of explications that we might end up adopting. 

Philosophers have argued, for instance, that whatever meaning is, it is not just in the head 

(Putnam 1973a), or that whatever knowledge is, it is harder to attain than is mere true 
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belief (Plato’s Theaetetus), or that whatever justice is, it must admit the possibility of 

tremendous differences in wealth (Nozick 1974). But even limited conclusions like these 

are often highly controversial or not especially interesting (or both). 

To be fair, it should be acknowledged that most ‘philosophical’ concepts are 

extremely hard ones to explicate. One reason for this is that, whenever philosophers have 

started to make much progress in a field, that field has stopped counting as ‘philosophy’, 

and instead has become its own specialization. Hence, philosophers have ceded ‘natural 

philosophy’ to the sciences, much of the philosophy of mind to psychology, and much of 

political philosophy to political science. Contemporary philosophers have been left to 

grapple with concepts that play an incredibly complex role in governing our social lives – 

concepts like KNOWLEDGE, JUSTICE, MEANING, GOODNESS, or RATIONALITY. 

These concepts are still called ‘philosophical’ concepts precisely because they have 

proven too intractable to have spawned their own specialties. 

These philosophical concepts play an incredibly complex role in governing our 

collective endeavors, and different people often have diverse (upstream) ways of 

recognizing instances of a shared philosophical concept and diverse (downstream) ways 

of responding to such recognitions. This complexity and diversity makes the task of 

philosophical analysis extremely difficult. 

I will argue below (in Chapter 2) that the consistent failures of contemporary 

philosophical analysis have been partly due to the fact that many philosophers have been 

employing methodologies that one should expect not to be up to the task. A proposed 

explication won’t be worth adopting if it can’t sustain the sorts of usage that are 
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entrenched in existing social practices. Yet many philosophers have been employing 

methodologies that aren’t very sensitive to the diverse and complicated roles that 

philosophical concepts actually play in our lives.  

In this dissertation, I defend an alternative methodology that is better equipped to deal 

with the complexity and diversity that is characteristic of our collective use of 

philosophical concepts. This methodology calls upon us to ‘reverse engineer’ our 

successful usage of these shared concepts. We should first seek an empirical 

understanding of how it is that our collective use of these concepts delivers worthwhile 

benefits as often as it does. And we should then seek explications that will enable us 

more consistently to achieve benefits in these ways. 

I call this reverse-engineering strategy Pragmatic Conceptual Analysis. This 

methodology is pragmatic in two ways:  it involves an analysis of how concepts have 

yielded practical benefits, and it delivers explications that are themselves pragmatically 

useful. It is also “conceptual analysis” in two ways. First, it calls for an empirical analysis 

of the roles our concepts have been playing. And second, it aims at the same goal as more 

traditional ‘conceptual analyses’: providing an explicit statement of the correct 

application conditions for given concepts. 

1.8. Antecedents of Pragmatic Conceptual Analysis 

Pragmatic Conceptual Analysis embodies both a methodology for determining what 

application conditions we should associate with our concepts and also a proposed 

understanding of what correct application conditions our concepts have. It shouldn’t be 

surprising, then, that we may find antecedents of Pragmatic Conceptual Analysis both in 
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the “meta-philosophical” commentary that philosophers have given on their own 

methodology, and in work in the philosophy of mind and philosophy of language that 

addresses questions about the meanings of concepts and/or of the words that we use to 

express concepts. In this section, I offer a brief survey of both these sorts of antecedents. 

One natural place to look for antecedents of Pragmatic Conceptual Analysis is the 

American Pragmatist tradition. American Pragmatists viewed themselves as offering both 

a methodology for resolving intractable debates, and as proposing a view of truth. 

William James (1906) offers the following brief summation of the pragmatic view of 

truth held by himself and other American Pragmatists: 

[A]n idea is ‘true’ so long as to believe it is profitable to our lives. (James 1906). 

Like James, Pragmatic Conceptual Analysis posits an important link between the 

meanings of certain mental representations, and the potential of such representations to 

yield benefits. However, James’ very tight link between truth and beneficial-ness strikes 

many commentators (including myself) as being much too tight. Fortunately, the link 

posited by Pragmatic Conceptual Analysis is looser in two important ways. 

First, Pragmatic Conceptual Analysis is an account of the correct application 

conditions of our concepts, not a general theory of truth for all ‘ideas’. I imagine that 

there probably are systematic relations between the truth conditions for complex mental 

representations and the application conditions of the various concepts that compose these 

representations, but I leave the work of discovering these relations to the practitioners of 

‘compositional semantics.’  If compositional semantic principles and the (pragmatically 

determined) application conditions of various component concepts together entail that a 
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given complex representation is false, then I will say that it is false, regardless of how 

profitable it might have been to believe it. So my brand of Pragmatism is much more 

restrained, and hence much more plausible, than is James’. 

Second, I prefer a version of Pragmatic Conceptual Analysis that gives only some 

forms of profitability a role in determining meaning. I think a concept’s correct 

application conditions are determined just by the ways in which the past applications (and 

non-applications) of that concept have regularly delivered benefits; I ignore other ways in 

which adopting particular application conditions might potentially yield benefits. (See 

section 3.3 below.)  This makes my view of meaning more closely tied to existing 

patterns of usage than is James’, which is surely a move in the right direction. 

Another methodological antecedent of Pragmatic Conceptual Analysis is Rudolf 

Carnap’s (1950) work on explication. Carnap says that a theoretical notion – the 

‘explicatum’ – must meet the following conditions if it is to count as a good explication 

of a target concept – the ‘explicandum’. 

(1) The explicatum is to be similar to the explicandum in such a way that, in most 
cases in which the explicandum has so far been used, the explicatum can be 
used; however, close similarity is not required, and considerable differences 
are permitted.  

(2) The characterization of the explicatum, that is, the rules of its use (for 
instance, in the form of a definition), is to be given in an exact form, so as to 
introduce the explicatum into a well-connected system of scientific concepts.  

(3) The explicatum is to be a fruitful concept, that is, useful for the formulation of 
many universal statements (empirical laws in the case of a nonlogical concept, 
logical theorems in the case of a logical concept). 

(4) The explicatum should be as simple as possible; this means as simple as the 
more important requirements (1), (2), and (3) permits. (Carnap 1950, pg 7.) 
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Carnap’s pragmatic bent and his demands for (1) preservation of earlier usage, 

(2) formality, (3) fruitfulness, and (4) simplicity all bear a superficial similarity to 

Pragmatic Conceptual Analysis. Many people have worried that, even if Carnapian 

Explication is a good methodology for finding useful stipulative revisions, it just isn’t 

faithful enough to prior usage to reveal what our concepts already do mean. I will now 

argue that (1) and (3) hide important differences between Carnap’s view and mine, and 

that these differences allow that my approach might be semantically conservative even 

while Carnap’s is not. 

Carnap makes clear in surrounding passages that, by (1), he means that an explication 

should preserve our earlier verdicts regarding which things fall under the concept being 

explicated. Carnap offers no principled way of distinguishing which earlier verdicts are 

most worth trying to preserve. This is in stark contrast to Pragmatic Conceptual Analysis, 

which puts a premium on preserving ways in which earlier verdicts have regularly 

yielded benefits, and which couldn’t care less about preserving those verdicts that haven’t 

yielded benefits. Pragmatic Conceptual Analysis delivers explications that do more 

efficiently the same sorts of work that the explicated concept has already been doing, 

while Carnapian explications might easily turn out to be useful only for entirely novel 

sorts of work. In this respect, Pragmatic Conceptual Analysis is more conservative, and 

hence arguably more tied to antecedent meaning, than is Carnapian Explication. 

Like James’ demand for profitability, Carnap’s demand (3) for fruitfulness is open-

ended and opportunistic. In contrast, my preferred version of Pragmatic Conceptual 

Analysis (see section 3.3) places a premium upon preserving the sorts of fruitfulness that 
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have underlain past successful uses, and not upon all the other ways in which novel fruits 

might be borne. Again, this move to privilege existing patterns of usage is plausibly a 

move in the semantically conservative direction. 

More recent philosophical work has proposed doing something like Pragmatic 

Conceptual Analysis, often as a fallback strategy in cases where traditional intuition-

driven methodologies fail. For example, David Schmidtz (2006) considers the case where 

intuitive approaches fail to discriminate between competing theoretical analyses of 

JUSTICE: 

When [intuitive] conceptual analysis is inconclusive, though, I step back to 
consider the point of seeing one thing rather than another as a person’s due. In 
other words, if and when we cannot answer “what is justice?” head on, we can try 
an indirect approach, asking, “what kind of life goes with conceiving of justice in 
this way rather than that?” […] The only time we appeal to considerations 
external to the basic concept, such as consequences, is when the basic concept is 
not enough to sort out rival conceptions. (Schmidtz 2006, pg 11-12) 

Similarly, Frank Jackson (1998) proposes that we fall back to something like 

Pragmatic Conceptual Analysis in cases – like the case of FREE ACTION discussed in 

Chapter 2 below – where traditional intuition-driven methodologies leads us to an 

analysis that it would clearly not be useful to adopt: 

[It is] only sensible to seek a different but ‘nearby’ conception that does, or does 
near enough, the job we give [to the concept being analyzed] in governing what 
we care about, our personal relations, our social institutions of reward and 
punishment, and the like, and which is realized in the world. (Jackson 1998, pg 
45.) 

Other authors have proposed that we give intuition-driven approaches a back seat, 

and instead begin enquiry with something like Pragmatic Conceptual Analysis. For 
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example, the epistemologist Edward Craig (1986-7, 1990) suggests that we seek a 

‘practical explication’ of KNOWLEDGE: 

We take some prima facie plausible hypotheses about what the concept of 
knowledge does for us, what its role in our life might be, and then ask what a 
concept having that role would be like, what conditions would govern its 
application. (Craig 1990, pg. 2) 

Similarly, the epistemologist Sally Haslanger (1999) writes: 

[T]he best way of going about a project of normative epistemology is first to 
consider what the point is in having a concept of knowledge: what work does it, 
or (better) could it, do for us? And second, to consider what concept would best 
accomplish this work. […]  (Haslanger 1999, pg 467).  

Jim Woodward takes up a similar approach in his (2003) book on explanation and 

causation (discussed in Chapter 5 below). Woodward writes:   

[M]y project focuses on (what I take to be) the purposes or goals behind our 
practices involving causal and explanatory claims. […]  [W]e introduce concepts 
(including concepts of cause and explanation) and characterize them in certain 
ways at least in part because we want to do things with them […]. [Proposed 
explications of these] [c]oncepts can be well or badly designed for such purposes 
and we can evaluate them accordingly. (Woodward 2003, pp. 7-8) 

Even while Craig, Haslanger, and Woodward pursue projects that fully depend upon 

pragmatic methodologies, each author is at least somewhat willing to concede that the 

meanings of our concepts are determined, not by pragmatic factors, but instead by our 

intuitions. As a consequence, each author struggles to explain how his or her pragmatic 

methodology might somehow be a useful supplement to more traditional intuition-based 

methodologies. There are good rhetorical reasons for each author to be concessive on this 

point – each understandably wanted to avoid being sucked into lengthy discussions of 

topics in semantics or meta-philosophy, so that they could instead pursue their interests in 

epistemology, metaphysics, or philosophy of science. 
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In contrast, this dissertation is primarily a work in semantics and meta-philosophy, 

and hence I have the liberty to be much less concessive. I will argue that we should not 

construe Pragmatic Conceptual Analysis as a mere useful supplement to traditional 

intuition-driven analysis. Instead, I will argue, there’s a very important sense in which 

Pragmatic Conceptual Analysis is the right way to provide analyses of our concepts; 

insofar as intuition-driven approaches are worthwhile at all, this is because they provide a 

rough and highly fallible approximation to the pragmatic analyses that we really should 

be seeking.  

One potential reason for feeling optimistic about this project comes from considering 

contemporary theories of meaning. For a long period of time, many people took it for 

granted that the referents of particular concepts or terms must be determined by 

descriptions that people tacitly have in mind. It is fairly plausible that pumping our 

intuitions would be a good way of revealing what tacit descriptions we have in mind. 

Hence this descriptive theory of meaning fits quite naturally with the traditional 

intuition-driven philosophical methodology. 

Fortunately, many philosophers have moved on from a descriptive theory of 

meaning. Since the seminal works by Saul Kripke (1972) and Hilary Putnam (1973a), the 

floodgates have opened to numerous non-descriptive theories of meaning, including 

multiple varieties of ‘causal’ theories of meaning, and of ‘success-linked’ or 

‘teleological’ theories of meaning. (I’ll describe these below.)  Unfortunately, prevailing 

philosophical methodology has shifted quite little in response to these changes in our 

prevailing theories of meaning. Even while many philosophers have repudiated 
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descriptive theories of meaning, quite few have repudiated the traditional intuition-driven 

methodology which has its roots in these descriptive theories. 

There are two notable exceptions to this generalization. First, there are philosophers 

(including Lewis 1984, Jackson 1998, and Chalmers 2002) who defend sophisticated new 

versions of both the old descriptive theories of meaning and the old intuition-driven 

methodologies. (These will be discussed in section 2.5.)  And second, there are many 

philosophers who have unapologetically moved to ‘naturalized’ methodologies which 

they take to be supported by contemporary causal and informational theories of meaning. 

(See section 2.6.)   

In contrast, there has been a conspicuous shortage of analytic philosophers who 

unapologetically employ philosophical methodologies which would be well supported by 

contemporary success-linked theories of meaning – theories that take the meaning of 

various representations to somehow be determined by what it would take for these 

representations to be used successfully. There are many well-respected advocates of 

success-linked theories of meaning, including William James (1906), Frank Ramsey 

(1927), Ruth Millikan (1984), Anthony Appiah (1986), David Papineau (1987), Fred 

Dretske (1988), Jamie Whyte (1990), and Simon Blackburn (2005). Given the significant 

following that success-linked theories of meaning have garnered, there is a conspicuous 

opening for a philosophical methodology that is strongly consistent with such theories. It 

is this opening that Pragmatic Conceptual Analysis is intended to fill.  
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1.9. Motivations for Pragmatic Conceptual Analysis 

Before we embark on an articulation and defense of Pragmatic Conceptual Analysis, 

it might be heartening to have in mind some intuitive reasons for thinking this approach 

might work out. I will first recap two potential motivations that we have seen already, 

and then I will present two intuitive motivations that hopefully might inspire interest, or 

even optimism, regarding my project. 

First, I noted in section 1.7 that our usage of shared philosophical concepts is 

especially diverse and complex. Unlike competing methodologies (which will be 

surveyed in Chapter 2), a methodology of reverse engineering is prepared to 

accommodate however much complexity and diversity is present in our usage, and to 

capture and preserve the aspects of this usage that are doing important work for us. In 

general, reverse engineering is a promising approach to take towards difficult engineering 

problems.23  As a consequence, Pragmatic Conceptual Analysis is a promising approach 

to take towards the challenges of conceptual engineering. I will appeal to similar 

considerations in section 4.2 in order to establish that Pragmatic Conceptual Analysis has 

the virtue that I call practical normative authority – we generally have practical reason to 

adopt the explications that Pragmatic Conceptual Analysis delivers.  

We have already seen one potential reason for thinking that Pragmatic Conceptual 

Analysis also has the virtue that I call descriptive authority – it is a semantically 

                                                 
23 Of course, reverse engineering needn’t always be promising. Sometimes we don’t have an existing 
solution to reverse engineer. And sometimes the existing solutions are so complicated that we have no 
reasonable hope of reverse-engineering them. It might indeed turn out that many of our conceptual 
practices are so complex as to defy any useful understanding. But we should at least make a concerted 
effort at reverse engineering before settling upon this pessimistic conclusion. And even if this pessimistic 
conclusion does turn out to be true, this bodes poorly for any methodology that attempts to provide formal 
explications of our concepts, and not just for Pragmatic Conceptual Analysis. 
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conservative tool that reveals the antecedent meanings of our concepts. I noted in section 

1.8 that success-linked theories of representational content have garnered a significant 

following. The plausibility of these theories provides at least some reason for thinking 

that concept-meaning, itself, might turn out to be success-linked, and hence that some 

version of Pragmatic Conceptual Analysis might turn out to be a good tool for revealing 

concept-meaning. I will offer an argument along roughly these lines in Chapter 6.  

In the meantime, it might be helpful to have in mind some intuitive motivations for 

thinking that Pragmatic Conceptual Analysis is semantically conservative. Pragmatic 

Conceptual Analysis strikes many people as correctly revealing antecedent meaning in 

cases where we are attributing meanings to the concepts of people in other speech 

communities. Consider, for example, the following account by the historian Sir Harry 

Johnston (1912) of how native Huron (Wyandot) Indians helped to save the French 

explorer Jacques Cartier’s crew from decimation by scurvy. 

[W]hen Cartier left the fort to go out to the ships, he met Domagaya, one of the 
two interpreters, and found that he also was suffering from this mysterious 
disease, though not nearly so badly as the French people. […] Some days [later] 
Cartier met the interpreter, Domagaya, and to his surprise found him perfectly 
well and strong. He asked him for an explanation, and was told that the medicine 
which cured this disease was made from the leaves and bark of a tree called 
ameda.24 Cartier then ventured to say that one of his servants was sick of this 
unknown disease, and Domagaya sent for two women, who taught the French 
people how to make an extract from the balsam fir for drinking, and how to apply 
the same liquid to the inflamed skin. The effect on the crews was miraculous. In 
six days all the sick were well and strong. (Johnston 1912, Chapter II) 

It is natural to attribute to the Huron a shared concept – let’s call it C – of the disease 

scurvy. The Huron could, after all, recognize instances of scurvy, and they had gathered a 

                                                 
24 Johnston notes in a footnote that “This tree was the balsam fir, Abies balsamea.” 
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fair amount of relevant information that was quite specific to this disease – e.g., that it 

can be cured by an extract from the balsam fir. If there were some cases of scurvy that the 

Huron did not identify as instances of their concept C, then it is natural to say that these 

were cases where they failed to apply C correctly. And if the Huron identified some 

ailments as instances of C even when those ailments did not involve scurvy, then these 

too would be cases where they failed to apply C correctly.  

Notice that what is driving us to say that C means scurvy is the fact that the way that 

the Huron’s practices involving C worked, when they worked, was by curing instances of 

scurvy. Concept C was the Huron’s imperfect, but worthwhile enough, tool for 

diagnosing and curing scurvy. Many people continue to find it natural to say that C 

means scurvy, even if we suppose that the Huron were not especially good (by our 

standards) at diagnosing instances of scurvy, and even if we suppose that many of their 

strong intuitions surrounding C (including, perhaps, that it essentially involves a curse 

produced by enemy spellcasters) did not match the actual nature of scurvy. 

This natural meaning-attribution fits nicely with Pragmatic Conceptual Analysis, 

which proposes that C’s meaning is determined by what underlies patterns in its 

beneficial usage. And this natural attribution fits poorly with the competing accounts of 

concept-meaning that we will consider (especially in Chapter 2) below – accounts that 

take a concept’s meaning to be determined by people’s intuitions surrounding that 

concept and/or by people’s history of diagnosing various things as falling under that 

concept. Hence, this example might motivate the thought that there is at least one 
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important sense of concept-meaning that Pragmatic Conceptual Analysis does especially 

well to capture. 

I don’t want to hang any argumentative weight on intuitions about this case, for I 

don’t think that such intuitions would (or even should) sway anyone committed to 

alternative views of concept-meaning. However, I do hope that many readers will feel at 

least some pull towards saying that there is a useful sense in which the Huron’s concept C 

does mean scurvy, and hence will be open to the idea that there might be a somewhat 

useful notion of concept-meaning that Pragmatic Conceptual Analysis does well to 

reveal. 

Let’s consider a second intuitive route which might lead some people to my position. 

(This is a preview of an argument in section 6.8.)  Many people are drawn to a Principle 

of Charity, which cautions against being needlessly uncharitable in our attributions of 

meaning. (See, for example, Quine 1960, Lewis 1983a, Davidson 1984, Dennett 1987, 

Henderson 1994). There is a fairly strong case to be made that Pragmatic Conceptual 

Analysis does best at being charitable where it matters most – regarding what underlies 

people’s regular successful usage of their concepts. 

For example, imagine an intuition-based view of concept-meaning which accepts the 

truth of the Huron intuition that it is essential to the referent of their concept C that this 

referent is a curse produced by enemy spellcasters. This intuition-based view is 

uncharitable to the Huron in two striking ways: according to this view, the Huron 

mistakenly think that many cases of scurvy are actually enemy curses, and they also 

mistakenly think that enemy curses can be cured by a bark that happens to be rich in 
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Vitamin C. These two mistakes fortuitously cancel one another out, and hence the Huron 

manage regularly to cure scurvy. But this is a matter of dumb luck, and not a testament to 

the accuracy of their tribal knowledge – not a very charitable explanation for the Huron’s 

regular success.  

In contrast, Pragmatic Conceptual Analysis is quite charitable:  it grants that the 

Huron are fairly good at recognizing when their concept of scurvy applies, and that they 

have many true beliefs about scurvy, including that it can be cured by this bark. 

Pragmatic Conceptual Analysis is uncharitable only in one minor way: it says that the 

Huron have a deeply entrenched but mistaken intuition regarding the genesis of scurvy – 

they mistakenly think scurvy is caused by enemy curses, when really it is caused by a 

lack of Vitamin C. But this particular mistake involves a matter of fact that is of little 

direct practical relevance, and that would have been very hard to get right. So it doesn’t 

offend much against charity to attribute this relatively minor mistake to the Huron. 

Insofar as charitability is a mark of plausibility in meaning-attributions, Pragmatic 

Conceptual Analysis is much more plausible than its intuition-based competition. 

Similar considerations apply to any view which holds that concepts mean something 

other than what underlies their regular successful usage. Any such view will say that 

some regular successes arise from a fortuitous double mistake: mistaken beliefs cancel 

out mistaken recognition procedures to yield a lucky result. Attributing two critical 

mistakes in cases of regular successful usage is quite uncharitable – much less charitable 

than attributing the quite minor mistakes that Pragmatic Conceptual Analysis attributes. 
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Again, insofar as we expect our theories of meaning to be charitable, this weighs in favor 

of Pragmatic Conceptual Analysis. 

I hope that considerations of charity might motivate many readers to think that 

Pragmatic Conceptual Analysis probably is on the right path. However, I don’t want to 

rest much argumentative weight on these considerations, in part because I don’t have an 

independent way of arguing for the Principle of Charity. Instead I think the truth of an 

appropriate version of this principle falls out as a consequence of the bootstrapping 

argument (Chapter 4) upon which I do place weight.  

Let me move on, now, to give a brief overview of this bootstrapping argument and 

the other contents of this dissertation. 

1.10. Plan of the Dissertation 

In the preface and Chapter 1, I made some plausible observations about our 

communal use of shared concepts. These observations left us with a picture of many 

people making their own contributions to a complex network of practices involving their 

shared concepts, with no one in a position to know exactly how all this is working, and 

no one in a position to say what our shared concepts mean, nor what we should make 

them mean.  

These observations are highly relevant to the project of philosophical analysis, which 

aims to uncover what many of our most central shared concepts mean, and/or to discover 

explications of these concepts that are worth adopting. I have offered a preliminary 

sketch of the view of concept meaning that I embrace:  a view which holds that our 

concepts ought to mean – and indeed already do mean – whatever would best sustain and 
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amplify their beneficial patterns of downstream usage. I call this notion of meaning 

pragmatic meaning.  

This view of concept-meaning pairs naturally with a proposal for how one ought to do 

philosophy, a methodology that I call Pragmatic Conceptual Analysis. This methodology 

involves two stages. First, we should seek an empirical understanding of the ways in 

which our use of a given concept has regularly delivered benefits. And, second, we 

should then seek a formal explication of this concept which would be best capable of 

doing this beneficial work. 

In Chapter 2, I contrast Pragmatic Conceptual Analysis against three competing 

methodologies: Free Theory Construction, Intuitive Conceptual Analysis, and 

Naturalized Conceptual Analysis. I consider how each of these methodologies might be 

applied to the question of whether free will is compatible with determinism, and I argue 

that Pragmatic Conceptual Analysis does significantly better than these rivals at 

delivering explications that are worth adopting. 

In Chapter 3 I consider challenges that arise in applying Pragmatic Conceptual 

Analysis to particular cases. I consider questions about what we might want to count as a 

‘benefit’ for the purposes of Pragmatic Conceptual Analysis, and questions about whether 

and how Pragmatic Conceptual Analysis will lead us to determinate attributions of 

concept-meaning. I consider several different versions of Pragmatic Conceptual Analysis 

and offer considerations in favor of my own preferred versions. 

In Chapter 4, I use a ‘bootstrapping argument’ to establish that my preferred versions 

of Pragmatic Conceptual Analysis have two important virtues. In the first phase of this 
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argument, I extend the arguments of Chapter 2 to establish that certain versions of 

Pragmatic Conceptual Analysis have what I call normative authority – they reveal 

explications that we ought to adopt, whether we take these explications to be revisionary 

or not. In the second phase of the argument, I use this normative authority to justify a 

particular explication of our concept CONCEPT-MEANING. Once we adopt this 

explication, we get the conclusion that at least one version of Pragmatic Conceptual 

Analysis also has what I call descriptive authority – it is a semantically conservative tool 

that reveals (what we should think of as being) the antecedent meanings of our concepts.  

Unfortunately, my initial presentation of the second phase of the bootstrapping 

argument suffers a gap. For I carefully consider only one sort of work that CONCEPT-

MEANING does for us – namely helping to guide our application of other concepts. But 

this concept also regularly delivers benefits in a second way – by helping us to explain 

the behavior and behavioral success of various concept-users. This opens the question of 

whether the same notion of concept-meaning would also be well-suited to doing this 

explanatory work, or whether we might need some other notion to do it. 

To answer this question properly, we would need an account of how good 

explanations work. I propose such an account in Chapter 5, and justify it by appealing, 

once again, to the normative authority of Pragmatic Conceptual Analysis. This work not 

only gives us another nice example of Pragmatic Conceptual Analysis in action, it also 

puts us in a good position to fill the gap in the bootstrapping argument. 

Filling this gap is the goal of Chapter 6, where I use the normative authority of 

Pragmatic Conceptual Analysis yet again, first to argue for success-linked theories of 
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representational content in general, and then to argue for a particular explication of 

CONCEPT-MEANING. I argue that, in order best to explain people’s behavioral 

successes, we need a notion of concept-meaning that is slightly different from, but 

closely related to, the notion that was required to do the application-guiding work 

considered in Chapter 4. Hence my bootstrapping argument allows us to identify two 

closely related notions of concept-meaning, each of which is useful in its own way, and 

each of which is revealed by a version of Pragmatic Conceptual Analysis. 

In the closing chapter, Chapter 7, I consider concerns about the limitations of 

Pragmatic Conceptual Analysis, including potential worries that it might founder in 

application to various hard cases, or that it might fall victim to familiar problems raised 

against other views. I argue that Pragmatic Conceptual Analysis weathers these storms in 

good shape. 
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CHAPTER 2. METHODOLOGIES FOR CONCEPTUAL 
ENGINEERING 

 

2.1. Possible Methodologies 

In Chapter 1, I presented Pragmatic Conceptual Analysis as a methodology for doing 

conceptual engineering, and in particular as a way of determining what statements of 

application conditions we should adopt as explications of various concepts. In this 

chapter, I contrast Pragmatic Conceptual Analysis with other conceptual engineering 

methodologies employed by philosophers and scientists. This will help to make clear 

what is distinctive about Pragmatic Conceptual Analysis, and it will enable me to argue 

that Pragmatic Conceptual Analysis has important advantages over its competitors. 

We may think of any proposed methodology for conceptual engineering as telling us 

how to find desiderata to constrain the ways in which we might engineer our conceptual 

frameworks. Hence, we might naturally think of each methodology as involving two 

stages.  

In the first stage, we articulate various desiderata regarding the conceptual framework 

we are attempting to engineer. Most plausible methodologies will agree on some very 

general desiderata – e.g., that (ceteris paribus) our theories should be simple and self-

consistent. But different methodologies may disagree upon how we might go about 

articulating further desiderata – e.g., upon whether we should demand that proposed 

explications match pre-theoretic intuitions surrounding a concept.  
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In the second stage we then try to explicate the relevant concepts in a way that does 

well to meet the desiderata articulated in the first stage. Different methodologies might 

propose different ways of resolving the conflicts that arise when different desiderata 

make incompatible demands. 

There is a wide variety of possible conceptual engineering methodologies, 

corresponding to the many possible desiderata we might impose upon our theory 

construction, and to the many ways we might resolve tensions between conflicting 

desiderata. It is useful to categorize these competing methodologies on the basis of their 

answers to two questions (illustrated in Figure 2.1.)  Does the methodology aim to 

explicate pre-existing concepts?  And if so, which features of these concepts do we wish 

our explications to preserve?  We will consider each question in turn. 

Figure 2.1. Methodologies for Conceptual Engineering. 
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2.2. Free-Standing Theory Construction 

We may begin with the question of whether a methodology’s goal is to explicate pre-

existing concepts. When a theorist engages in conceptually anchored theory 

construction she aims to propose clear statements of application conditions which in 

some appropriate sense, capture in a more rigorous way what certain pre-existing 

concepts were supposed to have been capturing all along. Conceptually anchored theory 

builders are constrained by the desideratum that their explications should preserve 

important features of pre-existing concepts. (In a moment we will ask which features are 

worth preserving in this way.) 

In contrast, the theorist who engages in free-standing theory construction may 

construct her theory from scratch, and claim that her theory, as a whole, is well worth 

considering, even if its various theoretical notions don’t explicate any pre-existing 

concepts.25,26  Free-standing theory builders are constrained only by general desiderata 

regarding the conceptual frameworks they propose. E.g., one might hope that free-

standing theories will be simple, self-consistent, generally applicable, explanatorily 

powerful, predictively accurate, and pragmatically useful. Different versions of free-

standing theory construction might give these desiderata different weights, and some 

versions might impose additional desiderata. 

                                                 
25 My distinction between free-standing and conceptually anchored theory construction closely mirrors 
Clark Glymour’s (2004) distinction between Euclidean and Socratic approaches to doing philosophy. 
26 It may be difficult to draw a principled line between what is conceptually anchored and what is free-
standing. Even the most ‘free-standing’ of theory builders usually intends her theories to be linked, in some 
way, to pre-existing concepts, if only to concepts of observational evidence and simple logical relations. 
Such linkages may be taken to shed at least some light upon those pre-theoretical concepts. On the other 
side, most ‘conceptually anchored’ theorists are willing to wriggle free of pre-theoretic expectations when 
doing so yields enough theoretical usefulness. Even if there are some hard-to-call borderline cases, many 
cases are easy to call, and this distinction is still a useful one. 
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Most philosophical work in the English-speaking “analytic” tradition has been 

conceptually anchored. It has aimed to clarify what is supposed to have been captured by 

various ‘folk’ concepts – e.g., of knowledge, justice, moral goodness, intentions, or 

responsibility.  

However, the analytic tradition does contain some examples of free-standing theory 

construction. One clear example is Ruth Millikan’s (1984) introduction of theoretical 

concepts like “proper function” to help account for how people and animals get around in 

their environments: 

“Proper function” is intended as a technical term. It is of interest because it can be 
used to unravel certain problems, not because it does or doesn’t accord with 
common notions such as “purpose” or the ordinary notion of “function.”  My 
program is far removed from conceptual analysis; I need a term that will do a 
certain job, and so I must fashion one. (Millikan 1984, pg 18) 

Other examples include eliminativism of folk psychology in favor of contemporary 

neuro-science (e.g., Churchland 1981), prescriptive Bayesian accounts in epistemology 

(e.g., Bovens & Hartmann 2003), and a great deal of work in pure logic.  

There is a deep and useful connection between (a) my distinction between 

conceptually-anchored and free-standing theory construction, and (b) Thomas Kuhn’s 

(1962) distinction between ‘normal’ and ‘revolutionary’ scientific practice. For Kuhn, 

normal science is work that is anchored to (partly inchoate) concepts commonly 

employed within an accepted paradigm, while scientific revolutions are periods in which 

many theorists engage in free-standing theory-construction, each attempting to propose a 

new paradigm to replace an existing one and to avoid the anomalies that plagued it. Kuhn 
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views his own contributions to the philosophy of science as a revolutionary attempt at 

constructing a free-standing philosophical theory.  

If [the various problems Kuhn raises for existing philosophical theories] are to 
constitute more than a minor irritant, that will be because they help to permit the 
emergence of a new and different analysis of science within which they are no 
longer a source of trouble. (Kuhn 1962, pg. 78)  

Just as it is important that at least some people attempt revolutionary science, it is 

important that at least some philosophers engage in revolutionary or free-standing theory 

construction. For this approach sometimes produces good new ways of conceiving of 

problems – ways that may eventually take seat within mainstream philosophical, 

scientific, or even ‘folk’ conceptions of these problems.27   

However, free-standing theory construction is very difficult, precisely because it is so 

free of conceptual anchors to familiar and well-tested grounds. Free-standing theories 

usually must be very large and usually offer only limited returns to people who aren’t 

prepared to immerse themselves completely in a new framework. In light of these 

drawbacks, there is much to be said for work that is conceptually anchored, either to the 

concepts of ordinary life, or to the concepts of some theory that is already quite familiar 

to at least some people. Conceptually anchored theory building is comparatively easy; it 

                                                 
27 My commitment to the worth-while-ness of free-standing theory construction is evidenced by the fact 
that I consider the present chapter, itself, to be largely an exercise in free-standing theory construction. I do 
hope that people will recognize the approaches I describe below as being familiar, and perhaps as being fair 
explications of contemporary philosophers’ intuitive concepts of ‘conceptual analysis’ and ‘naturalized 
approaches’. However, the approach that matters most to me – Pragmatic Conceptual Analysis – is not 
proposed as an explication of any currently-familiar concept, and instead is submitted for acceptance on its 
own merits. (Alternatively, one might construe the present project as an initial attempt to provide a 
pragmatic conceptual analysis of CONCEPTUAL ANALYSIS. I won’t pursue this interesting possibility 
here, but if one did pursue it, this would probably engender something fairly closely akin to my boot-
strapping argument in Chapter 4.)  
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yields comparatively high marginal returns; and it requires comparatively little departure 

from entrenched ways of conceiving of issues. 

2.3. Conceptually Anchored Theory Construction 

While conceptually anchored approaches aim to provide an important sort of 

continuity with pre-existing concepts, they typically demand that we depart at least a 

little from our antecedent understanding of our concepts, if only because such approaches 

propose explications that are formal and explicit, while pre-theoretic understandings are 

typically informal and implicit. But a proposed explication can’t depart too far, lest it lose 

its claim to capture the same thing as the pre-existing concept was supposed to capture. 

This opens the question: which features of a pre-existing concept must a proposed 

explication retain, if it is to count as a good explication of that concept?   

It is tempting to answer this question by saying that we should attempt, in our 

explications, to retain the pre-existing meanings (or correct application conditions) of our 

concepts. This answer fits with the common hope that philosophical analysis will help to 

make clear what our concepts already mean. However, this tempting answer runs into 

two serious problems.  

First, it is controversial which theory of concept-meaning is correct. Different 

theories of concept-meaning would say that the meanings of our concepts depend on 

different factors, and hence these theories would identify different features of our 

concepts as the ones that would need to be preserved if our explications are to preserve 

concept-meaning.  
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Second, even after we adopt a particular theory of concept-meaning, the question will 

remain why we should want to seek explications that preserve this sort of meaning. Might 

it not be the case that we should sometimes adopt semantically revisionary explications 

– explications that are worth adopting, despite the fact that they require us to change what 

some of our concepts mean?   

I think these two problems share a common resolution: the best account of concept-

meaning identifies meanings that, in fact, we generally have good reason to adopt as 

explications of our concepts. However, it will take a great deal of argument (especially in 

Chapter 4) to establish that we should embrace my favored theory of concept-meaning, 

and that this theory does indeed identify explications that are worth adopting. In the 

meantime, we should leave open both the question of which theory of concept-meaning is 

best, and the question of how frequently semantic revision might be appropriate. 

So, it will not do, now, to say just that our explications should preserve concept-

meaning. Instead, we should ask, “Which features, aside from concept-meaning, should 

be preserved in a good explication of a given concept?”  I will give special attention to 

three general ways of answering this question.  

Pragmatic Conceptual Analysis aims to preserve the ways in which usage of the 
concept in question has regularly delivered benefits.  

Intuitive Conceptual Analysis aims to preserve the truth of various intuitions 
surrounding that concept.  

Naturalized Conceptual Analysis aims to preserve what we would count as 
paradigm instances of that concept.  

These three answers embody three general methodologies for conceptual engineering. 

But (as noted in section 1.8) these answers also correspond to three general theories of 
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concept-meaning, where each methodology yields explications that preserve the 

corresponding sort of concept-meaning. In this chapter, I will continue to take 

methodologies as the primary locus of our discussion. As we go, I will briefly note the 

links between these methodologies and the corresponding theories of concept-meaning. 

In Chapter 4, I will turn to the question of which theory of concept-meaning we should 

prefer. Indeed, I will use considerations about which methodology we would have reason 

to follow to help guide us to conclusions about which theory of meaning we should 

adopt. 

As we consider these three methodologies (and the corresponding theories of 

concept-meaning) it will help to consider how they would apply to the familiar 

philosophical debate regarding whether or not free action is compatible with 

determinism. 

2.4. Pragmatic Conceptual Analysis 

One general sort of conceptually-anchored methodology is the one I described (in 

Chapter 1) above and called Pragmatic Conceptual Analysis. This methodology proposes 

that we ‘reverse engineer’ an existing conceptual scheme to determine how it works as 

well as it does, so that we might then modify it to more consistently deliver benefits in 

these ways. Hence, the key desideratum imposed by Pragmatic Conceptual Analysis is 

that our explications preserve the ways in which our applications of pre-existing concepts 

have regularly delivered benefits.  

While Pragmatic Conceptual Analysis has not yet received as much attention as the 

other methodologies we will consider, there have been a few articulations of this general 
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sort of methodology (surveyed in section 1.8). One quite good articulation is given by the 

epistemologist Sally Haslanger: 

[T]he best way of going about a project of normative epistemology is first to 
consider what the point is in having a concept of knowledge: what work does it, 
or (better) could it, do for us? And second, to consider what concept would best 
accomplish this work. […]  (Haslanger 1999, pg 467).  

I will say a great deal in Chapter 3 about the various particular ways in which one 

could and should develop this sort of methodology. But we can get a good sense of the 

general way in which Pragmatic Conceptual Analysis works without going into too many 

details.  

As an example, let us consider the classic philosophical question:  Is free action 

compatible with determinism?  The answer to this question will depend, of course, upon 

which possible actions count as falling under our concept FREE ACTION, and this is 

something that Pragmatic Conceptual Analysis can help us to determine. 

As with other methodologies, Pragmatic Conceptual Analysis may naturally be 

divided into two stages. In the first stage we articulate the desiderata that will constrain 

our choice of explications. For Pragmatic Conceptual Analysis, the primary desideratum 

embodies a job description that outlines the regular ways in which our use of a concept 

has regularly delivered benefits. It is an empirical question how our concepts have 

delivered benefits, and hence it is an empirical question what job description will be 

delivered by a ‘reverse engineering’ analysis of our use of a shared concept.  

For the purpose of illustration, I will stipulate an answer to this question in the case of 

FREE ACTION (an answer that is a fairly plausible empirical hypothesis anyway), and 

we may consider what explication we should adopt if this stipulation turns out to be true. 
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Let us suppose that it will turn out that determinism is true and that each human action 

has a complete cause in the distant past. But let us also suppose that it will turn out that 

there are systematic patterns in what is caused by our categorization of some actions as 

‘free’ and others as ‘not free’. In particular, let us suppose that the regular way in which 

categorizing actions as ‘free’ has yielded benefits is by leading us to reward or punish the 

people who perform such actions, which in turn has encouraged people to perform 

beneficial actions and to discourage them from performing harmful actions. And let us 

suppose that the regular way in which categorizing actions as ‘not free’ has yielded 

benefits has been by getting us to seclude and give medical treatment to people who have 

a tendency to perform harmful actions. 

This pattern of benefit-delivery embodies a job description that one might reasonably 

hope any good explication of FREE ACTION would be able to perform. To allow us to 

continue reaping benefits in these ways, an explication must count as ‘free’ those sorts of 

actions whose performance will be well regulated by our standard practices of offering 

praise and blame (or punishments and rewards), and it must categorize as ‘not free’ those 

actions whose performance is more effectively regulated by seclusion and medical 

treatment. 

The second stage of Pragmatic Conceptual Analysis takes a job description like this, 

and seeks to find an explication that will do optimally well at fulfilling it. Since we are 

presuming that determinism is true, this will need to be a compatibilist notion – it must 

count some actions as free even if they have complete causes in the distant past. This 

compatibilist conclusion does not depend much upon the particular ways in which our 
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use of FREE ACTION delivers benefits. So long as determinism is true (or close enough 

to true) and our categorizations of actions as ‘free’ and ‘not free’ are beneficial in regular 

ways, then only compatibilist explications of FREE ACTION will allow us to continue to 

achieve benefits in these ways.  

Given particular empirical details about how such categorizations yield benefits, 

Pragmatic Conceptual Analysis can lead us to adopt a particular sort of compatibilism. 

For example, given my empirical stipulations above, the notion that will best fulfill the 

identified job description might be something like “action susceptible to causal control by 

the normal human deliberative processes that normally are sensitive to considerations of 

rewards and benefits.”   

We may define the pragmatic meaning of a concept as the explication that Pragmatic 

Conceptual Analysis would deliver for that concept. (Since there are various different 

ways of working out the details of Pragmatic Conceptual Analysis, there will be various 

different, but closely related, technical notions of pragmatic meaning.)   Pragmatic 

meaning is closely related to various success-linked theories of meaning that have been 

defended by various authors, including William James (1906), Frank Ramsey (1927), 

Ruth Millikan (1984), Anthony Appiah (1986), David Papineau (1987), Fred Dretske 

(1988), Jamie Whyte (1990), and Simon Blackburn (2005). I will argue in Chapter 4 and 

Chapter 6 that we should accept success linked theories of content in general, and that, in 

particular, we should think of pragmatic meaning as capturing ‘the meanings’ of our 

concepts. 
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It is worth noting how worthwhile it is to use Pragmatic Conceptual Analysis to 

identify the pragmatic meaning of a concept. The key desideratum placed by Pragmatic 

Conceptual Analysis is that we find explications that will deliver benefits if employed. 

Because of this, there is a guarantee that Pragmatic Conceptual Analysis will deliver 

explications worth employing.28  While some people may resist my arguments below that 

‘the meaning’ of a given concept is its pragmatic meaning, these people still must 

acknowledge that there’s a strong case for stipulating that, henceforward, that concept 

will mean its pragmatic meaning.29   

My deepest objection against competing conceptually-anchored methodologies will 

be that they offer no similar guarantees of beneficial results. I will drive home this 

general concern in section 2.7 below. But first, let us see what these other methodologies 

are. 

2.5. Intuitive Conceptual Analysis 

I will contrast Pragmatic Conceptual Analysis against two other conceptually-

anchored methodologies. I call the first alternative Intuitive Conceptual Analysis. This 

familiar philosophical methodology aims to deliver explications that preserve the truth of 

                                                 
28 This guarantee is subject to several caveats. For example, it may be that some concepts – including 
perhaps PHLOGISTON – just don’t merit continued use, even after we’ve use Pragmatic Conceptual 
Analysis to tweak them. When it turns out that a concept isn’t all that useful, it may be reasonable to 
abandon that concept and to adopt another conceptual framework – e.g., the framework of modern 
chemistry – in its place. Such caveats do not weigh against the claims that Pragmatic Conceptual Analysis 
generally yields explications worth adopting, and that it generally does markedly better than rival 
methodologies at doing this. I return to these issues in section 4.2. 
29 I expand on this idea in Chapter 4, arguing that Pragmatic Conceptual Analysis has ‘normative authority’ 
in that we generally have both practical and epistemic reason to embrace the explications it delivers. 
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intuitions surrounding the concepts being explicated. One staunch defender of this 

methodology is Frank Jackson:   

[H]ow should we identify our ordinary conception?  The only possible answer, I 
think, is by appeal to what seems to us to be most obvious and central about free 
action, determinism, belief, or whatever, as revealed by our intuitions about 
possible cases. […]  Intuitions about how various cases, including various merely 
possible cases, are correctly described in terms of free action [etc…] are precisely 
what reveal our ordinary conceptions of free action [etc…]  (Jackson 1998, 
pg 31). 

There are various different versions of Intuitive Conceptual Analysis corresponding 

to various different ways in which one might use intuitions to constrain our choice of 

explication. 

One potential point of difference involves what sort of intuitions we should appeal to. 

In the quote above, Jackson calls upon intuitions about whether a concept would apply in 

various possible cases. But other versions of Intuitive Conceptual Analysis might also 

give weight to intuitions regarding which general claims should hold true regarding a 

concept. (E.g., if we have the strong intuition that all bachelors are men, then one might 

take this generalization itself to be something worth preserving in our explication of 

BACHELOR.)  And some versions of Intuitive Conceptual Analysis might give special 

weight to strong intuitions that certain things definitely are instances of a given concept.30 

(E.g., one might find it intuitively obvious that this rock is solid, and one might take 

preserving the truth of this intuition to be an important desideratum for any analysis of 

SOLIDITY.) 

                                                 
30 I consider this proposal below as a hybrid of Intuitive Conceptual Analysis and Naturalized Conceptual 
Analysis. 
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A second potential point of difference involves the question of how much weight 

should be given to the intuitions of different people. Some versions of Intuitive 

Conceptual Analysis would favor the ‘pre-theoretic’ intuitions of ordinary people not in 

the grip of any theory, while other versions might favor the intuitions of people who are 

empirically well informed, who have a great deal of practical experience, or who have 

spent years reflecting carefully upon a particular topic. 

Third, different versions of Intuitive Conceptual Analysis might endorse different 

ways of resolving conflicts between intuitions. For example, some versions might allow 

us to disregard intuitions that might be ‘explained away’ as stemming from unreliable 

sources. And some versions might propose ways of giving different amounts of weight to 

intuitions that are felt to have different degrees of ‘strength’ or confidence. 

Intuitive Conceptual Analysis is a mainstay of recent analytic philosophy, as is 

evidenced by the fantastic menagerie of ‘intuition pumps’ with which all analytic 

philosophers are painfully familiar, including trolley problems, Gettier cases, the Chinese 

Room, Swampman, and Twin Earth. 

Intuitive Conceptual Analysis is also closely related to traditional descriptivist 

theories of meaning which held that the meaning of a person’s concepts is determined by 

the description(s) that that person (perhaps tacitly) associates with that concept (Frege 

1892, Russell 1905, Strawson 1950). Insofar as we expect intuitions to do a good job at 

revealing tacit descriptions, we would expect that some version of Intuitive Conceptual 

Analysis would do well to reveal meanings, in the descriptivist sense of meaning. 



73 
 

Let us consider how Intuitive Conceptual Analysis might be applied to FREE 

ACTION. Frank Jackson, a leading defender of Intuitive Conceptual Analysis, consults 

his own intuitions surrounding FREE ACTION and concludes,  

“Speaking for my part, my pre-analytic conception of free action is one that 
clashes with determinism” (Jackson 1998, pg 44).  

One might wonder whether Jackson’s incompatibilist intuitions actually match the 

relevant intuitions of whomever the people are whose intuitions would be relevant to 

certain versions of Intuitive Conceptual Analysis.31  However, let us suppose for the sake 

of illustration that Jackson has applied Intuitive Conceptual Analysis correctly. Even if 

many real people’s intuitions actually differ from Jackson’s, they might just as easily 

have been the same as his, and this possibility will be enough to illustrate how Intuitive 

Conceptual Analysis may fail to be useful. 

Given that determinism is true (or close enough to true), Jackson’s incompatibilist 

analysis of FREE ACTION does indeed fail to be useful, for it fails to offer many of the 

useful distinctions that we ordinarily use our concept FREE ACTION to make – e.g., the 

distinction between the acts of ordinary vandals and the acts of sleep-walkers.  

Jackson himself recognizes this failing of his incompatibilist analysis, and writes: 

[It is] only sensible to seek a different but ‘nearby’ conception that does, or does 
near enough, the job we give [to the concept being analyzed] in governing what 
we care about, our personal relations, our social institutions of reward and 
punishment, and the like, and which is realized in the world. (Jackson 1998, pg 
45.) 

                                                 
31 For example, many experimental subjects have intuitions that disagree with Jackson’s (Nahmias et al, 
2005). 
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Here Jackson is admitting that Intuitive Conceptual Analysis may lead us to 

explications that aren’t very useful, and that when this happens, it is “only sensible” to 

employ a fallback strategy instead. Jackson’s fallback strategy is to seek an explication 

capable of doing the jobs we give that concept in governing the things that we care about. 

This is a fairly good first pass characterization of Pragmatic Conceptual Analysis. Hence, 

Jackson admits that when push comes to shove – when Intuitive Conceptual Analysis and 

Pragmatic Conceptual Analysis disagree – it is “only sensible” to embrace the guidance 

of Pragmatic Conceptual Analysis.32   

This point is really quite general. We saw above that (given a few reasonable caveats) 

Pragmatic Conceptual Analysis guarantees that its explications will be useful. This is a 

guarantee that Intuitive Conceptual Analysis cannot match. Our intuitions have been 

shaped by our (individual, cultural, and evolutionary) experience in various situations. 

These experiences have probably tended to shape our intuitions so that they fit fairly well 

with what has been beneficial in cases that have been common and/or important. But our 

intuitions still must be a fallible guide to what is beneficial even in these cases; and they 

will be very fallible indeed, as we attempt to apply them to cases that differ significantly 

from the ordinary high-stakes cases that they have been most strongly shaped to deal 

with. Since our intuitions are only a fallible guide to what is beneficial, there is no 

guarantee that Intuitive Conceptual Analysis will yield beneficial explications.  

Since our intuitions are probably correlated somewhat well with the ways in which 

our concepts are actually useful, our intuitions are a reasonable starting point for 

                                                 
32 To be fair, Jackson insists that this application of Pragmatic Conceptual Analysis will be a revisionary 
departure from the concept’s original meaning. I will challenge this claim in Chapter 4. 
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generating plausible hypotheses regarding what sorts of useful work our concepts are 

doing. But, as we gather more empirical evidence we often discover that our intuitions 

have overlooked some ways in which our concepts have regularly delivered benefits, and 

that they are significantly mistaken about others.  

When faced with such discoveries, Pragmatic Conceptual Analysis and Intuitive 

Conceptual Analysis point us in opposite directions. Intuitive Conceptual Analysis 

proposes that we enshrine intuitions that we have discovered to be poor guides to what is 

beneficial, while Pragmatic Conceptual Analysis proposes that we abandon these 

misguided intuitions and instead continue to reap benefits in the regular ways that we 

have been reaping them.  

At such a point, Intuitive Conceptual Analysis calls upon us to forego the sorts of 

benefits that our use of a concept has regularly delivered. What does it offer in exchange?  

Only the preservation of pre-existing intuitions that we now know fail to track what is 

beneficial. When faced with a choice between achieving tangible benefits and catering to 

intuitive prejudice, there is a strong reason to follow the tangible benefits. As Jackson 

himself admitted, when Pragmatic Conceptual Analysis and Intuitive Conceptual 

Analysis diverge, it is “only sensible” to follow Pragmatic Conceptual Analysis. 

I have just argued that we should not use our intuitions surrounding a concept as the 

final arbiter in determining what explication of that concept to adopt. But it is worth 

noting that there are at least three (fairly limited) ways in which intuitions might play a 

central role in philosophical analysis, even on my view. 
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First, as just noted, our intuitions surrounding a concept may serve as a good source 

for initial hypotheses regarding the usefulness of that concept, and hence as a good 

starting point for Pragmatic Conceptual Analysis. But they are just a starting point. When 

we discover that our intuitions are mistaken regarding what useful work a concept has 

been doing, then, on my view, we no longer have any reason to allow these intuitions to 

continue to constrain our theorization.  

Second, if we are to have reason to embrace the explications produced by Pragmatic 

Conceptual Analysis, we will want to use a version of this methodology which is defined 

in terms of a notion of benefit that we have reason to pursue.33  For all I know, it may be 

that intuitions about what sorts of things are worth pursuing will play a large role in 

helping us to choose this notion of pursuit-worthy benefit. But notice these are intuitions 

about what consequences are worth pursuing, rather than intuitions regarding the 

concept(s) being analyzed (e.g., FREE ACTION), which sets this approach apart from 

Intuitive Conceptual Analysis.  

And third, Pragmatic Conceptual Analysis draws upon empirical accounts of how 

various concepts have regularly delivered benefits. In producing such empirical accounts, 

we might draw upon the sorts of intuitions that scientists use to determine which 

empirical generalizations are supported by empirical evidence. But these too are quite 

different intuitions from the ones called upon by familiar forms of Intuitive Conceptual 

Analysis. 

                                                 
33 I will return to this point in section 3.2. 
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Hence, I think I have staked out a fairly moderate position regarding the use of 

intuitions in philosophy. I have allowed that intuitions might play an ineliminable role in 

helping us to decide what ‘benefits’ are worth pursuing, and in coming up with empirical 

generalizations regarding how our use of a given concept regularly yields such benefits. I 

have also allowed that traditional attempts at Intuitive Conceptual Analysis might serve 

as a good source for initial hypotheses regarding the regular usefulness of our concepts. 

Hence, unlike more radical critics, I think Intuitive Conceptual Analysis is not entirely a 

wasted effort.  

However, I do want to insist that Intuitive Conceptual Analysis is just a starting point, 

and that strong empirical evidence about the actual usefulness of our concepts should 

trump our intuitions surrounding those concepts. It is quite reasonable to suspect that 

contemporary analytic philosophers have pushed our intuitions far beyond the limits of 

their usefulness. Rather than continuing to pump intuitions about fantasy swamp men, 

esoteric trolley problems, or strange new variants of the Gettier problem, philosophers 

would do well instead to seek good empirical evidence regarding the sorts of useful work 

that our concepts have actually been doing for us, and then to seek explications that 

would allow our concepts to do this work more efficiently. 

2.6. Naturalized Conceptual Analysis 

Let us move on to consider another conceptually-anchored methodology. This 

methodology takes as its conceptual anchor the various ‘paradigm instances’ of a given 

concept. The job of the philosopher or scientist is to go out and discover empirical facts 
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about what (if anything) unifies these paradigm instances together as a single sort of 

natural phenomenon. One strong advocate of this methodology is Hilary Kornblith: 

We begin, often enough, with obvious cases, even if we do not yet understand 
what provides the theoretical unity to the kind we wish to examine. 
Understanding what that theoretical unity is  is the object of our study, and it is to 
be found by careful examination of the phenomenon, that is, something outside of 
us, not our concept of the phenomenon, something inside of us. (Kornblith 2002, 
pg 10-11.) 

I call this methodology Naturalized Conceptual Analysis. Philosophers commonly 

call such approaches ‘naturalized’ because they draw heavily upon empirical findings 

from natural sciences. Such approaches are also ‘conceptual analyses’ in that they take 

pre-existing concepts as their launching point and aim to arrive at good explications of 

those concepts. 

Advocates of Naturalized Conceptual Analysis take this methodology to be a 

mainstay of empirical science,34 which clearly has delivered useful analyses for ordinary 

concepts like FISH, WATER, PLANET, LIGHTNING. Naturalized Conceptual Analysis 

also enjoys a growing following in philosophy, including proposed analyses of 

KNOWELEDGE (Quine 1969, Kornblith 2002), EMOTION (Griffiths 1997), COLOR 

(e.g., Hilbert 1987), CONSCIOUSNESS (Dennett 1991), and MORAL GOODNESS 

(e.g., Boyd 1988). 

Naturalized Conceptual Analysis pairs naturally with causal and informational 

theories of reference, like those proposed by Saul Kripke (1972), Gareth Evans (1973), 

Richard Boyd (1988), Jerry Fodor (1990), and Robert Rupert (1999). Corresponding to 

                                                 
34 I think that we would actually do better to consider much normal scientific practice as involving 
Pragmatic Conceptual Analysis, rather than Naturalized Conceptual Analysis, but I will leave those 
arguments for elsewhere. 
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the many different particular ways that one might spell out such theories of reference, 

there are different versions of Naturalized Conceptual Analysis. 

Different versions of Naturalized Conceptual Analysis might disagree about what 

makes something count as a paradigm instance of a concept. In the passage above, 

Kornblith suggests that we start with “obvious” cases. This suggests that the paradigm 

instances are those which intuitively strike us as especially clear instances of a given 

concept.35  Other proponents of Naturalized Conceptual Analysis take the paradigm 

instances to be things that were present at the initial baptism of a concept or term (Kripke 

1972). Others take paradigm instances to be the things that are a source of information we 

associate with the concept (Evans 1973, Boyd 1988). Still others take paradigm instances 

to be the things which cause us to token the concept most consistently (Rupert 1999), or 

most robustly (Fodor 1990). 

Different versions of Naturalized Conceptual Analysis might also disagree about what 

sort of theoretical unity to seek among the paradigm instances. For any given set of 

paradigm instances, there will likely be numerous more-or-less natural kinds which unify 

most of these instances. For example, let’s grant, for the sake of argument, that our 

shared concept FREE ACTION somehow designates a set of paradigm instances. The 

problem is that these instances will have all kinds of features in common. How will we 

know which sort of commonality to look for?  We need some clear specification of the 

                                                 
35 Such an appeal to intuition would blur the line between Naturalized Conceptual Analysis and Intuitive 
Conceptual Analysis, as many proponents of sophisticated versions of Intuitive Conceptual Analysis (e.g., 
Jackson 1999, Chalmers 2002) are inclined to do. 
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sortal even to get in the ballpark of a good analysis. (Devitt and Sterelny (1987) call this 

the ‘qua problem’.)     

There are several potential ways to deal with this problem. If we add a set of 

paradigm counter-instances, this might rule out many candidate ways of unifying the 

paradigm instances. If we count some ways of unifying paradigm instances as ‘more 

natural’ than others (c.f., Lewis 1983b), then this might give us a ‘natural’ way to prefer 

some candidates to others. Or we might prefer those (‘natural’) commonalities that 

include minimally many further instances beyond the given paradigm instances.  

However, none of these proposals seems to capture the plausible fact that, on the 

basis of a given set of paradigm instances, a person might form either a concept of water 

(i.e., the chemical kind H2O) or a concept of ice (i.e., the solid phase of H2O), or one 

might even form both these concepts.36  Perhaps for this reason, many advocates of 

Naturalized Conceptual Analysis have taken it that a given concept provides conceptual 

anchors not only to a set of paradigm instances, but also to a ‘sortal’ that specifies what 

sort of kind these instances are all supposed to belong to. Two concepts with the same 

paradigm instances might refer to different natural kinds in virtue of the fact that the two 

concepts are somehow associated with different sortals. 

The need to associate concepts with sortals presses the advocate of Naturalized 

Conceptual Analysis to lean upon one of the above methodologies. Should we determine 

the sortal by consulting someone’s intuitions surrounding the given concept?  This move 

would lead to many of the disadvantages of Intuitive Conceptual Analysis mentioned 

                                                 
36 One might worry whether Pragmatic Conceptual Analysis can handle this case any better. I think it can. 
See section 7.2. 
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above. Or should the sortals be determined in some other way – perhaps even by 

something like Pragmatic Conceptual Analysis?  Doing this would help to ensure that 

Naturalized Conceptual Analysis will be useful, but at the cost of conceding that 

Pragmatic Conceptual Analysis is a good guide afterall. 

There is a deeper problem here, paralleling the deep problem we recognized in 

Intuitive Conceptual Analysis above. Even when we can find a way to carry Naturalized 

Conceptual Analysis through to a determinate conclusion, there is no guarantee that this 

conclusion will be all that useful – there is no guarantee that the analysis will latch on to a 

natural kind that it is worthwhile for us to use a shared concept to track. For example, a 

great deal of work in epistemology has taken the paradigm instances of KNOWLEDGE 

to be abstract cases like “I think I therefore I am” or “2 + 2 = 4”. But there’s no guarantee 

that the best account of what these paradigm cases have in common will be at all useful 

when applied to our ordinary beliefs regarding important empirical matters. 

Pragmatic Conceptual Analysis does give us a guarantee like this – if a shared 

concept delivered regular benefits that made it worth having, then Pragmatic Conceptual 

Analysis will at least preserve this usefulness, and will often extend it. By contrast, 

Naturalized Conceptual Analysis might sometimes take what had been a quite useful 

concept and have us focus our application of that concept upon some natural kind that it 

is not nearly so useful for us to track. 

Jackson’s comments about what is “sensible” apply here too. When push comes to 

shove – when one is forced to choose between preserving beneficial usage and preserving 
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paradigm instances – it is sensible to abandon the paradigm instances and instead to 

accept the guidance of Pragmatic Conceptual Analysis. 

2.7. Other Methodologies 

We have considered four general conceptual engineering strategies. Free-Standing 

Theory Construction aims only to produce a useful conceptual framework, and is not 

concerned about explicating pre-existing concepts. Pragmatic Conceptual Analysis aims 

to preserve beneficial uses of our pre-existing concepts; Intuitive Conceptual Analysis 

aims to preserve intuitions surrounding our concepts; and Naturalized Conceptual 

Analysis aims to preserve the paradigm cases and sortals associated with our concepts. 

Some philosophical projects clearly employ just one of these methodologies. But 

more often, philosophers employ some combination of them. Conceptually anchored 

projects often introduce some free-standing technical terminology to help articulate their 

analyses. Naturalized approaches often lean heavily upon intuitive approaches to specify 

sortals. Sophisticated advocates of intuition-driven approaches often allow that some 

intuitions might license empirical findings to supplant other intuitions (Lewis 1984, 

Jackson 1998, Chalmers 2002), and some are also willing to turn to pragmatic approaches 

when intuitions fail to be useful (e.g., Jackson 1998, Schmidtz 2006). 

In addition to the desiderata placed by these four methodologies and their hybrids, 

there might be other desiderata that one might think conceptual engineers should heed. 

And, in particular, there might be other aspects of pre-existing concepts that one might 

hope a proposed conceptual analysis would preserve. I will briefly present the two most 

plausible candidates that I have encountered. 
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First, some recent philosophical arguments have attempted to use various subtle 

linguistic findings to help guide our selection of philosophical analyses. For example, 

Jason Stanley (2005) argues that the word ‘know’ fails various subtle linguistic tests for 

context-sensitivity. Stanley takes this linguistic evidence to militate against accepting a 

contextualist analysis of KNOWLEDGE.37   

Second, people are often quite reluctant to accept a proposed explication which fails 

to preserve the metaphors they had previously associated with a concept (e.g., Niyogi 

2005). For example, we now know that oxidizable materials are actually responsible for 

much of what phlogiston was once thought to do, like enabling burning and rusting. 

However, phlogiston theorists were strongly attached to the metaphor of phlogiston as a 

fundamental sort of fluid that is released from objects when they burn or rust. In contrast, 

oxidizable materials encompass a diverse assortment of substances which are not 

released through oxidation, but instead are transformed into oxidized materials. Our 

contemporary understanding of oxidizable materials fits quite poorly with the old 

metaphors for phlogiston, and this might explain some people’s reluctance to embrace 

oxidizable material as an explication of PHLOGISTON. 

One might take it as a stand-alone desideratum that our conceptual analyses should 

deliver explications that preserve the subtle linguistic features of analyzed concepts, or 

that allow us to continue to use familiar metaphors for our concepts. However, my own 

inclination is to grant that (like intuitions and paradigm cases) linguistic cues and 

associated metaphors are a mere source of defeasible evidence regarding the ways in 

                                                 
37 A similar style of argument is employed in Stanley & Williamson (2001). 
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which a concept is successfully used. I have no problem with using any of these as 

sources for our initial empirical hypotheses regarding the usefulness of our concepts. 

However, once we get strong empirical evidence that a concept has regularly been 

delivering benefits in some other way than what these cues would initially suggest, we 

will have strong reason to prefer explications that preserve these beneficial uses over 

explications that sacrifice benefits to preserve these other cues. When we discover that 

our metaphors or our linguistic practices are in tension with the continued beneficial 

usage of our concepts, we should abandon these metaphors or linguistic practices, not the 

beneficial uses of our concepts. 

Similar considerations apply regarding any possible conceptual anchor that one might 

dream up. Suppose we’re considering a version of Pragmatic Conceptual Analysis 

defined in terms of a notion of benefits that we have reason to pursue, and suppose we’re 

comparing this against some other conceptually-anchored methodology – call it M – 

which includes other conceptual anchors besides pursuit-worthy benefits, and hence 

sometimes offers explications that differ from those of Pragmatic Conceptual Analysis. 

By definition, Pragmatic Conceptual Analysis yields explications that will do optimally 

well to preserve the regular ways in which analyzed concepts have delivered pursuit-

worthy benefits. Since M sometimes offers other explications, it must be that M 

sometimes calls upon us to sacrifice regular ways of achieving pursuit-worthy benefits to 

preserve whatever features M takes to determine concept-meaning (intuitions, metaphors, 

or whatever). But when push comes to shove like this, Jackson’s advice clearly applies:  

it is “only sensible” to employ Pragmatic Conceptual Analysis rather than a competing 
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methodology that would ask us to sacrifice pursuit-worthy benefits in order to achieve 

some less pursuit-worthy goal. 
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CHAPTER 3. ARTICULATING PRAGMATIC CONCEPTUAL 
ANALYSIS 

 

In the preceding chapters, I presented Pragmatic Conceptual Analysis as a general 

methodology for attributing correct application conditions, or meanings, to our 

concepts – we should look at the ways in which our concepts have been, or could be, 

used to deliver benefits, and then attribute correct application conditions that will do 

optimally well at delivering benefits in these ways. In this chapter, I consider some 

challenges that arise in applying this general methodology to particular cases. I will 

consider questions about what we might want to count as a ‘benefit’ for the purposes of 

Pragmatic Conceptual Analysis, questions about whether Pragmatic Conceptual Analysis 

will lead us to determinate meaning-attributions, and questions about whether Pragmatic 

Conceptual Analysis will founder in application to various hard cases. 

3.1. A Family of Related Methodologies 

It is worth emphasizing that Pragmatic Conceptual Analysis is a general methodology 

for attributing meanings to concepts. Pragmatic Conceptual Analysis tells us to fit our 

meaning-attributions to the ways that concepts deliver benefits, but Pragmatic Conceptual 

Analysis, as such, does not tell us exactly which benefits we ought to consider, nor 

exactly how to resolve various tradeoffs that may arise as we attempt to fit our meaning-

attributions to them. Different versions of Pragmatic Conceptual Analysis might answer 
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these questions in different ways, and it might turn out that several different versions of 

Pragmatic Conceptual Analysis will each be more or less useful for different purposes. 

In this respect, Pragmatic Conceptual Analysis is exactly on a par with the other 

general methodologies discussed in Chapter 2. For example, Intuitive Conceptual 

Analysis said we should fit our meaning-attributions to our intuitions, but Intuitive 

Conceptual Analysis, as such, did not say which intuitions or even whose intuitions we 

should consider, nor did it say how we should resolve trade-offs between conflicting 

intuitions. There are many competing brands of Intuitive Conceptual Analysis, 

corresponding to many different ways of answering these questions. Similarly, different 

particular versions of Naturalized Conceptual Analysis may specify different ways of 

identifying the relevant paradigm instances, and/or the relevant sortals. 

Since there are multiple ways of developing each of these general approaches, I view 

each as involving a family of related methodologies. In the following sections, I will 

consider some important sub-families of Pragmatic Conceptual Analysis, and I will 

discuss the relative merits that members of these sub-families might claim.  

However, I will not attempt to consider all of the potential points of difference 

between competing versions of Pragmatic Conceptual Analysis, and hence I will not 

attempt to give any fully-spelled-out algorithm for attributing meanings to concepts. 

Instead, I will focus upon several important choice-points that would arise in choosing a 

particular version of Pragmatic Conceptual Analysis, and I will make some general 

observations regarding what might follow from these choices.  
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There will be many relatively minor choice-points that I will not consider. For 

example, I don’t have any particular story to tell regarding when we should say that a 

concept is indeterminate between two meanings each of which is very well-suited to a job 

that that concept regularly did, and when we should instead say that the concept had a 

single meaning which would do fairly well at balancing both those jobs (see Section 3.5). 

I suspect that, for many choice-points like this, in some contexts, we would get better 

theoretical and practical consequences going one way, and in other contexts we would do 

better going the other way. Rather than trying to legislate this in advance, especially at 

this relatively early stage of enquiry, I think it is better to leave practitioners of Pragmatic 

Conceptual Analysts a somewhat loose rein, so that they might pursue whichever route 

seems best to fit their present needs. (Again, this is perfectly analogous to popular 

Intuitive and Naturalized approaches, which clearly have left their practitioners very 

loose reins.) 

This liberal attitude closely matches a deep-seated pluralism regarding notions of 

representational content in general, and regarding notions of concept-meaning in 

particular. I suspect that it will turn out that there are many more-or-less meaning-like 

theoretical notions, each of which is fairly useful for certain theoretical purposes, but no 

one of which is always better than the others. So, I suspect that each concept has a 

meaning1, a meaning2, and a meaning3, and I’m happy to give the Pragmatic Conceptual 

Analyst a loose rein so that they might focus upon meaning1 when it is most interesting, 

and meaning2 when it is most interesting (where I’m imagining that the difference 
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between meaning1 and meaning2 involves a minor choice-point like the one mentioned 

above). 

It is consistent with this sort of pluralism to say that certain notions of meaning are 

much more useful than others across a broad range of common tasks. Indeed, my 

bootstrapping argument in Chapter 4 aims to show that the sorts of ‘pragmatic meaning’ 

revealed by certain versions of Pragmatic Conceptual Analysis are especially well-suited 

to the tasks that we commonly call upon our shared concept of concept-meaning to do, 

and hence that various notions of pragmatic meaning are preferable to the competing 

notions of meaning that fall out of Intuitive and Naturalized approaches. 

But before we get ahead of ourselves, let us return to the present task of looking at 

some major choice-points that arise in choosing a particular version of Pragmatic 

Conceptual Analysis. 

3.2. What Counts as a Benefit? 

There are several different notions of benefit that one might plug into Pragmatic 

Conceptual Analysis, and different notions will be useful for different purposes. 

Let us begin by considering the context where we want to use Pragmatic Conceptual 

Analysis to figure out how to apply our concepts in the future. In this context, it will 

serve us well to work with a notion of benefit that we do have reason to pursue. 

Pragmatic Conceptual Analysis is geared towards producing explications that will do 

well at delivering whatever we are counting as ‘benefits’. Hence, so long as we are 

working with a notion of benefit that we do have reason to pursue, we will have 

instrumental reason to embrace the explications that Pragmatic Conceptual Analysis 
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produces. (This fact will play a central role in establishing the ‘practical normative 

authority’ of Pragmatic Conceptual Analysis in section 4.2.) 

I don’t want to advance any particular views regarding what things we have reason to 

pursue – I’m happy to leave that as a question for other philosophers. However, I will 

help myself to the presumption that there are such things. I feel safe in this presumption, 

because I am confident, for example, that, at least normally, when I am hungry I do have 

reason to pursue food. I want to remain neutral as to what exactly the pursuit-worthy 

benefits are. Perhaps they involve pleasure, health, or desire satisfaction, or perhaps they 

involve other things. I will also remain neutral regarding the question of whether all 

benefits are completely self-involving, or whether there are some ‘benefits’ (like the 

happiness of loved ones) that are clearly worth pursuing for a person, even though they 

directly influence only other people.  

(For present purposes, I am also officially neutral regarding the question of whether a 

notion of pursuit-worthy benefit can be reconciled with a naturalistic world-view. If such 

reconciliation is not possible, then certain versions of Pragmatic Conceptual Analysis 

might be defined in terms of whatever non-natural pursuit-worthy properties our world 

contains. My own inclination, however, is to think that pursuit-worthiness is 

naturalistically respectable. One common strategy here is to hold that pursuit-worthiness 

reduces, somehow or other, to desire satisfaction. While this strategy arguably is a good 

way of naturalizing normativity, it raises a potential worry about circularity when 

combined with Pragmatic Conceptual Analysis. For, (a) the satisfaction conditions for 

many desires are determined by the meanings of the concepts that compose those desires, 
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(b) according to Pragmatic Conceptual Analysis, concept-meaning is itself determined by 

facts about what conduces towards ‘pursuit-worthy benefits’, and (c) according to the 

naturalistic strategy under consideration, what counts as a ‘pursuit-worthy benefit’ is 

determined by the conditions for desire satisfaction. If one is concerned to avoid this 

potential circularity one might hold that pursuit-worthiness reduces to some basic non-

conceptual desires, whose content is determined independently. Alternatively, one might 

embrace the circularity, and hold that ‘desire’, ‘concept-meaning’ and ‘pursuit-worthy 

benefit’ compose a family of closely inter-related concepts, such that any clear 

explication of one of these concepts must draw upon other concepts within the family. 

The fan of Pragmatic Conceptual Analysis may happily allow the existence of such 

families, and may help herself to standard methods like the Lewis-Ramsey method 

(Lewis 1970) for articulating theories with interrelated terms.) 

We have been considering what notions of ‘benefit’ we would want to employ when 

using Pragmatic Conceptual Analysis to determine what application conditions to use for 

our concepts. However, one might sometimes wish to attribute meanings to concepts in 

order to serve other purposes. 

For example, we might sometimes attribute meanings to various concepts in order 

that we might explain or predict what the users of those concepts will do. I will consider 

what it takes to achieve this purpose in Chapter 6. We will see that this explanatory 

purpose may be well met by using a version of Pragmatic Conceptual Analysis that 

employs a notion of benefit – I will call it explanatory benefit – that reflects what tends 

to be preserved by the dynamics that shape and maintain the system being explained or 
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predicted. (This notion of ‘benefit’ might involve benefits only in the same attenuated or 

metaphorical sense that talk of ‘selfish genes’ involves ‘benefits’ to genes.38) 

It may be that this notion of explanatory benefit coincides with the notion of pursuit-

worthy benefit discussed above – i.e., it may be that the various forces that shape and 

maintain our patterns of concept usage (biological evolution, cultural evolution, 

individual learning and foresightful planning) are forces that tend to preserve things that 

we have reason to pursue. Insofar as these do tend to coincide, a single version of 

Pragmatic Conceptual Analysis might do quite well at both these purposes. However, it 

may also be that these two notions of benefit differ significantly – e.g., that we tend to 

use our concepts in ways that differ, systematically, from the ways we would have reason 

to use them. If so, then it will make a difference which of these notions of benefit we 

choose to work with. I will address these issues in Chapter 6. 

I have mentioned two general notions of benefit – pursuit-worthy benefit and 

explanatory benefit – that we might usefully plug into Pragmatic Conceptual Analysis. 

There are probably many particular ways of spelling out each of these general notions – 

many potential accounts of what we have reason to pursue, and many potential accounts 

of what sorts of dynamical stability are explanatorily relevant. I imagine that most of 

these minor decision-points will usually not matter all that much, and that we might as 

well just choose one account of each sort of benefit and run with it. For all I know, there 

                                                 
38 See Dawkins (1976). 
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might be yet other notions of benefit that would also yield interesting versions of 

Pragmatic Conceptual Analysis.39 

It may be helpful to consider how various notions of benefit might apply to a 

particular example. Sally Haslanger (1999) considers the hypothesis, proposed by a 

number of feminist theorists, that our use of the shared concept KNOWLEDGE primarily 

benefits the patriarchal powers that be, by affirming the opinions of white men, while 

marginalizing the opinions of women and minorities. Supposing, for the sake of the 

example, that this hypothesis is correct, how might we apply Pragmatic Conceptual 

Analysis to KNOWLEDGE? 

First, one might apply a version of Pragmatic Conceptual Analysis that counts as 

‘benefits’ the things that members of the patriarchy have a self-interested reason to 

pursue. Perhaps this would yield an explication that takes a person’s race and gender into 

account in determining whether his or her beliefs count as instances of KNOWLEDGE. 

This explication, if broadly embraced, would allow the patriarchy to benefit even more 

efficiently in the ways that (by our supposition) they are already benefiting from the use 

of this concept. Members of the patriarchy might have reason to advocate this as a good 

(i.e., good for them) explication of KNOWLEDGE. Having this explication on hand 

                                                 
39 Indeed, if you’re really liberal in what you’ll count as a ‘benefit’, then you could count preserving the 
truth of our intuitions as a sort of ‘benefit’, and thereby construe even Intuitive Conceptual Analysis as 
falling under the umbrella of Pragmatic Conceptual Analysis very broadly construed. Even if there is a way 
of construing Intuitive Conceptual Analysis as a form of Pragmatic Conceptual Analysis (very broadly 
construed), it does not follow that Intuitive Conceptual Analysis delivers explications worth adopting (to 
get this, we would need to have reason to preserve the truth of our intuitions), nor does it follow that 
Intuitive Conceptual Analysis will deliver explications that are explanatorily useful (to get this, we’d need a 
notion of benefit that reflects facts about dynamical stability). Some versions of Pragamatic Conceptual 
Analysis are much more useful than others. Just showing a way that we might squint carefully at a 
competing methodology and thereby view it as an odd sort of Pragmatic Conceptual Analysis is not enough 
to show that this competing methodology is useful. 
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might also be useful for political progressives, as it would help to bring under scrutiny the 

unsavory aspects of our current use of our shared concept. 

Second, one might apply a version of Pragmatic Conceptual Analysis that counts as 

‘benefits’ only those things that a larger group of people will all have reason to pursue 

(or, alternatively, that counts as benefits only things that are consistent with acceptable 

ethical or political ends). This approach would effectively bracket the unsavory aspects of 

our use of KNOWLEDGE, and instead focus on finding an explication that would more 

efficiently produce the more savory benefits that our use of KNOWLEDGE regularly 

produces. Edward Craig (1990) argues that these more savory benefits include identifying 

people who are likely to be correct in their opinions about certain matters, and he thinks 

that this will lead to a reliabilist account of knowledge. Such an approach, if carried out 

correctly, would yield an explication that many people would have reason to adopt. 

Third, we might apply a version of Pragmatic Conceptual Analysis that counts as 

‘beneficial’ those uses of KNOWLEDGE which tend to be self-reinforcing, making it 

more likely that people will continue to stably use KNOWLEDGE in these ways. Given 

our supposition above, this account presumably would again yield an explication that 

takes race and gender into account. This explication would shed useful light upon what is 

stabilizing our collective use of KNOWLEDGE, and would enable us to explain what is 

going on in particular cases by contrast against this self-stabilizing backdrop. And, again, 

this explication might also help political progressives to point out and to correct unsavory 

features of the current system. 
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This example illustrates that we might plug different notions of benefit into the 

general methodology of Pragmatic Conceptual Analysis, and thereby yield different 

explications that are useful in different ways. Given the assumption that our shared 

concept KNOWLEDGE primarily benefits the patriarchy by affirming the beliefs of 

white men, then there is a sense of meaning in which KNOWLEDGE means a sort of 

belief that it is easier for white men to have. And given the assumption that our 

KNOWLEDGE also yields more broad-reaching benefits by marking people whose 

judgments are reliable, then there is also a sense in which KNOWLEDGE means a sort of 

reliably-formed belief. These two sorts of meaning each serve their own theoretical and 

practical purposes, and it is good that we have versions of Pragmatic Conceptual Analysis 

(drawing upon different notions of benefit) capable of isolating each of them. 

While we are on the topic of figuring out what notion(s) of benefit to use with 

Pragmatic Conceptual Analysis, it is natural to ask whether one might use Pragmatic 

Conceptual Analysis to do this. Unfortunately, we can’t apply Pragmatic Conceptual 

Analysis without feeding in some notion of benefit, and if we don’t feed in a notion of 

benefit that we actually have reason to pursue, then we probably won’t have reason to 

embrace the explications that Pragmatic Conceptual Analysis delivers. Pragmatic 

Conceptual Analysis can’t produce new reasons ex nihilo – who would have thought it 

could? 

Still, Pragmatic Conceptual Analysis might help us to attribute useful meanings to 

any concept of benefit that sees regular use. There are four combinations worth 

considering: there are two concepts of benefit that we might attempt to analyze 



96 
 

(PURSUIT-WORTHY BENEFIT and EXPLANATORY BENEFIT), and there are two 

general versions of Pragmatic Conceptual Analysis that we might use to analyze the 

chosen concept (one employs a notion of pursuit-worthy benefit, while the other employs 

a notion of explanatory benefit). If we use a version of Pragmatic Conceptual Analysis 

defined in terms of what we currently take to be pursuit-worthy benefit, this will help us 

to refine both these concepts so that our future usage of them will more consistently 

deliver such pursuit-worthy benefits. If we instead use a version of Pragmatic Conceptual 

Analysis defined in terms of explanatory benefit, this will attribute meanings to these two 

concepts that reflect the ways in which our usage of these concepts tends to stably 

maintain itself, and hence will enable us to explain our usage of these concepts by 

reference to this self-stabilizing backdrop.  

3.3. Tried-and-True Downstream Consequences 

Even after we have fixed a notion of benefit, different versions of Pragmatic 

Conceptual Analysis might concentrate upon preserving different ways that such benefits 

might be delivered. In this section, I consider two choice-points involving this issue. 

First, one must choose whether to take into account only those ‘tried-and-true’ ways 

that past employment of a shared concept actually has regularly delivered benefits, or 

whether also to take into account ‘novel’ ways of delivering benefits that have not yet 

seen much use.  

When we are using Pragmatic Conceptual Analysis to come up with explanatorily 

useful meaning-attributions, there is a strong case to be made for concentrating upon the 
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‘tried-and-true’ ways of delivering benefits that have actually made a difference in 

shaping the target community’s use of their concepts. 

Things are less obvious when we are using Pragmatic Conceptual Analysis to figure 

out how we should apply our concepts in the future. In such a context, considerations 

involving novel ways of achieving benefits certainly are relevant. Indeed, Sally Haslanger 

(1999) defends a version of Pragmatic Conceptual Analysis that takes novel ways of 

achieving benefits into account. She suggests that we may want to choose an analysis of 

KNOWLEDGE that will help to further (or at least not to impede) egalitarian political 

ends. 

While I agree that we should keep an eye out for nice novel ways of achieving 

benefits, my own inclination, while doing conceptual analysis, is to concentrate primarily 

on tried-and-true ways of achieving benefits. My main reason for this is the worry that 

admitting novel benefits into the picture risks forcing too great a break from antecedent 

use of a concept. The full-out pursuit of novel benefits strikes me as pure conceptual 

engineering, and not as conceptual analysis. If what we’re doing is to count as 

‘conceptual analysis’ then we need there to be some sort of tether anchoring our proposed 

explication to the concept we’re claiming to have analyzed (section 2.3). The more novel 

benefits we are willing to consider, the weaker this tether will be. 

This concern is clearly illustrated in the bad joke in which the waiter says, “But, of 

course you should count this tofu salad as a chocolate mousse – look at all the nice health 

benefits that you could get by doing so!”  Here, I want to insist that a chocolate mousse 
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needs to be the sort of thing that satisfies40 certain cravings for rich, high calorie food – 

the fact that there are other, even better, benefits that a concept could be made to deliver 

is quite irrelevant. If we want to pursue these other novel benefits, we might as well 

introduce a new concept, say HEALTH FOOD, for things that conduce to them, and save 

our concept CHOCOLATE MOUSSE for the decadent benefits that it has traditionally 

afforded.  

A related case has some currency. In 2000, the National Dairy Council sued to 

prevent manufacturers from calling their soy product “soy milk”. The Dairy Council 

                                                 
40 Or at least, that is of a historical kind, many of whose members are aimed at satisfying these cravings. I 
think poorly-made chocolate mousses are still chocolate mousses, as are poisoned chocolate mousses that 
were made with the intent of killing someone, rather than satisfying her cravings. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3.1. Effects of Explication. This figure illustrates four ways in which one’s adopting 
a particular explication might affect which benefits one will receive. The solid arrows signify 
‘tried-and-true’ ways in which causes regularly have produced effects. The dashed arrows 
signify novel ways in which potential causes could produce effects. Downstream consequences 
stem from determining whether or not to apply a concept in particular cases, while ‘side-effects’ 
stem in other ways from having adopted an explication. My preferred version of Pragmatic 
Conceptual Analysis aims to preserve the ‘tried-and-true’ ways in which benefits have been 
brought about as downstream consequences. 
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claimed that this product is not really a form of milk and hence should not be advertised 

as such. Pragmatic Conceptual Analysis helps to make clear why many people would be 

inclined to say that, at least for ordinary culinary purposes,41 soy milk really is a form of 

milk – soy milk does, after all, do quite well at most of the things that we commonly call 

upon the things we count as milk to do. Perhaps it’s too much to hope that a methodology 

for philosophical analysis might yield reasonable resolutions to frivolous lawsuits, but 

one can still dream. (A take-home challenge for defenders of Naturalized Conceptual 

Analysis: try to get your approach to make good sense of this case.) 

Let us move on to consider a second choice point (illustrated, together with the first, 

in figure 3.1). Shall we take into account only those benefits that occur as a downstream 

consequence of our applying (or not applying) a concept?  Or should we also take into 

account ‘side effects’ that arise in other ways from adopting an explication of a concept?  

For example, even if the question of applying a particular concept never arises, adopting 

a particular explication of that concept might be soothing, amusing, thought-provoking, 

or politically advantageous. Should these potential side-effects of our choice of 

explication constrain our attributions of meaning to that concept?  

There are clearly some contexts in which side-effects are quite relevant. If a particular 

explication causes head-aches or depression in any human that attempts to adopt it, this 

might be a good reason to seek an alternative explication. And if a particular explication 

is expressible by a particularly catchy mnemonic (like the mnemonic for POISON IVY, 

                                                 
41 Of course, for many purposes in zoology, there are interesting generalizations involving mammal’s milk 
that will not extend to soy milk. This suggests that we should bifurcate MILK, yielding a technical concept 
of mammal’s milk for the zoologists, and a popular concept of drinkable milk for everyday use. 
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“One. Two. Three. Don’t touch me!”) then this side-effect might help to explain why a 

concept continues to be stably used as it is. Versions of Pragmatic Conceptual Analysis 

that take side-effects into account might do especially well in these contexts.  

Still, I am inclined towards versions of Pragmatic Conceptual Analysis that ignore 

side-effects and instead concentrate upon downstream benefits. I have two reasons for 

this preference. 

First, I worry that ‘side-effect’ benefits are too diverse to shed useful light upon the 

interesting connections between meaning and usage. Two central features that are 

characteristic of conceptual systems are (1) that they involve a capacity to apply concepts 

when their referents are encountered, and (2) that they involve a capacity to store useful 

information that can be brought to bear in these occasions. Because of these two general 

features, there are general operating principles that apply across many concepts, even 

while those concepts are used in application to diverse referents. These principles have to 

do with there being a fit between what items a concept is consistently applied to, and 

what items the information associated with that concept would actually be true of. In 

slogan form, conceptual systems generally rely upon there being a fairly good fit between 

application conditions and successful downstream use.42  I prefer a version of Pragmatic 

Conceptual Analysis that capitalizes directly upon this general connection – looking at 

facts about successful downstream use in order to draw conclusions about correct 

application conditions. There is no reason to think that side-effect benefits will help to 

shed light on this connection – instead these side-effects will constitute a diverse bundle 

                                                 
42 In section 1.6, I noted that much everyday cognitive activity is geared towards the challenges 
(‘explication’ and ‘elaboration’) of coordinating application conditions and downstream patterns of use. 
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of factors pointing every-which-way – so I’m inclined to ignore them, at least for the 

purposes of identifying correct application conditions. 

Second, but relatedly, a general feature of social conceptual systems is that different 

people, or different time-stages of the same person, will often apply concepts in different 

ways. When a community adopts an explication it holds that explication up as an ideal for 

people to approximate in their application of a concept, but many people, especially 

young ones, will not use the explication itself, but instead some watered down 

approximation of it. E.g., most people recognize poison ivy by counting leaves, not by 

applying the biologists’ formal explication. Side-effects vary strongly with which 

watered down approximation people are using, and only weakly with our choice of ideal. 

For this reason, I am inclined towards versions of Pragmatic Conceptual Analysis that 

seek to figure out what the ideal would be – what application conditions, if consistently 

employed, would do best at delivering downstream benefits in tried-and-true ways. We 

can then take side-effects into account as we are choosing which watered-down 

approximations of this ideal to disseminate, or as we are attempting to explain what 

factors keep a speech community from reaching this ideal. 

I’ve offered some reasons to motivate concentrating upon tried-and-true downstream 

consequences. Further reasons to adopt this focus will emerge in my bootstrapping 

argument in Chapter 4. There, I will draw heavily upon an argument that my preferred 

version of Pragmatic Conceptual Analysis has the virtue that I call ‘epistemic normative 

authority’:  we have epistemic reason to follow this methodology because it is a formal 

regimentation of conceptual maintenance strategies that we consistently use to achieve 
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epistemic success. These existing conceptual maintenance strategies employ two sorts of 

learning to modify the ways in which we will continue applying our concepts: positive 

reinforcement learning and selective imitation of people who have enjoyed practical 

successes. Both of these learning styles effectively use trial and error to continue the 

ways in which our application of a concept has yielded benefits, but they are quite blind 

to novel ways of achieving benefits, and positive reinforcement learning is quite blind to 

the various side-effects that our concept brings about in ways that don’t stem from our 

actually applying them to things we encounter. Insofar as we’re looking for a version of 

Pragmatic Conceptual Analysis that has epistemic normative authority and hence can be 

supported by my bootstrapping argument, we’ll need to focus upon a version of 

Pragmatic Conceptual Analysis which concentrates upon tried-and-true downstream 

consequences. 

3.4. Discovering a Job Description 

In the preceding sections, we noted that different versions of Pragmatic Conceptual 

Analysis might consider different sorts of benefits (e.g., pursuit-worthy benefits or 

explanatory benefits), and different particular ways in which the relevant sort of benefits 

might be delivered (I propose tried-and-true downstream ways of delivering them).  

The first stage in applying Pragmatic Conceptual Analysis to a given concept will be 

to do an empirical study of how that concept has regularly delivered43 the relevant sort of 

benefits in the relevant ways. The goal of this empirical study will be to produce a job 

                                                 
43 Or could regularly deliver, if you are employing a version of Pragmatic Conceptual Analysis that takes 
novel benefits into account. 
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description, so that we may then (in the second stage) seek a set of application conditions 

that would do optimally well at meeting this job description. 

For the reasons outlined above, I will concentrate upon tried-and-true downstream 

ways of delivering benefits, and ignore the various choice-points that would arise in 

coming up with good generalizations involving novel and side-effect benefits.  

Given this restriction, we may envision the challenge of the first stage of Pragmatic 

Conceptual Analysis as follows. We start by gathering a representative sampling of 

numerous occasions where application (or non-application) of a shared concept has 

apparently done its job successfully. We may use a counter-factual test to determine 

which cases should be included in the sample:  Did it make a difference to what benefits 

were received whether we applied the concept or not in this case?  If it did make a 

difference, and things worked out well, then this case is a plausible instance of the 

concept performing its job successfully. 44  Given a large sampling of success cases like 

this, the challenge is to figure out what (many of) these success cases have in common – 

what general jobs have consistently been done by the application or non-application of 

this concept? 

Viewed this way, the primary challenge is one of determining how to subsume a 

bunch of independent success stories under one or more generalizations that capture 

common themes in these stories. This generalization challenge is deeply similar to the 

“qua problem” that we saw (in section 2.6) faces Naturalized Conceptual Analysis. (How 

could we generalize from a few paradigm instances of a concept to determine which other 

                                                 
44 This counterfactual test becomes trickier when we want to do simultaneous analysis on multiple concepts 
in tandem – see section Chapter 3. 
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cases should fall under that concept too?)  Fortunately, Pragmatic Conceptual Analysis 

has available three resources that are not available to (all versions of) Naturalized 

Conceptual Analysis. 

First, Pragmatic Conceptual Analysis has available a pool of cases that is large, and 

that includes many instances (where application of the concept yielded benefits) and 

many counter-instances (where non-application yielded benefits). Many versions of 

Naturalized Conceptual Analysis have available only a much smaller pool of cases (e.g., 

what was present at the initial baptism of a term or concept) and few, if any, versions of 

Naturalized Conceptual Analysis have available a pool of well-chosen counter-instances. 

Second, Pragmatic Conceptual Analysis seeks to generalize from a pool of cases 

where benefits were successfully delivered, and wouldn’t have been delivered had the 

concept been applied differently. This underwrites an expectation that a good 

generalization of what is going on in these cases should be pragmatically interesting – an 

expectation that Naturalized Conceptual Analysis does not match. 

And third, Pragmatic Conceptual Analysis has available a plausible standard for 

determining what sorts of generalization would be relevant. We have chosen our sample 

cases to be ones that involve some sort of counterfactual dependence of resulting benefits 

upon how a concept is applied. Some ways of generalizing will capture features that are 

relevant to this dependence relation, while others would not.  

The sort of ‘relevance’ that is at play here is closely related to explanatory relevance. 

Indeed, one plausible way of spelling out Pragmatic Conceptual Analysis holds that we 
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should seek job descriptions by asking the explanatory question, “In these success cases, 

how have the resulting benefits depended upon our application of the given concept?”   

One nice feature about good explanations, as I understand them,45 is that they 

highlight relevant generalizations, showing how the given explananda (in this case, the 

delivery of benefits) fit into robust patterns in the world. A second nice feature of good 

explanations is that they can’t highlight just any robust generalizations, but instead must 

highlight generalizations that would sustain interventions in the systems being explained. 

In the present case, a good answer to the explanatory question above must highlight 

general ways in which resulting benefits depend upon how we apply the given concept, 

and these generalizations must be such that they would sustain interventions – such that 

we could alter which benefits we will receive by altering our standards for applying the 

concept. 

It is clear why explanations like this should be useful to the project of conceptual 

engineering. If we want to figure out how to apply our concepts, it will be very useful to 

know robust ways in which the delivery of various pursuit-worthy benefits will depend 

upon which application conditions we use. It is perhaps less clear that, when we employ a 

notion of ‘explanatory benefit’ that has to do with self-stabilization, explanations of how 

such benefits depend upon how a concept is applied would help us to explain how and 

why such a conceptual system remains stably as it does. I will say much in coming 

                                                 
45 I will offer a general account of explanation in Chapter 5, which could easily be harnessed to do the 
present job. Alternatively, one might instead attempt to spell out a version of Pragmatic Conceptual 
Analysis using one’s own preferred account of explanatory relevance. 
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chapters (especially, Chapter 6) to help make this idea more clear, and to explain why it 

should be relevant to predicting and explaining the behavior of concept-users. 

It is worth going through several examples to see how important this first stage of 

Pragmatic Conceptual Anlaysis is, and to see how a broadly explanation-based approach 

will help us to meet these challenges. 

Let us begin with a quite simple case. Suppose there is a natural kind K whose 

instances characteristically display features f1, f2, … , fn. And suppose members of a 

speech community have a shared concept C, that they often apply in the presence of 

instances of K, and which they use to successfully predict that some fi’s will be 

displayed. Let’s suppose there is no other kind besides K that would be a plausible 

referent for C. I presume that, in this case, we want to end up saying that C applies to all 

and only the instances of K. Let’s consider how we would need to generalize about the 

usage of C in order to get this result. 

There will be a number of candidate generalizations that unify what is going on in 

many successful uses of C. For example, there will be a generalization for each feature fi 

of K that people have usefully expected recognized instances of C to display. This yields 

a collection of positive single-feature generalizations, each with the following form: 

gi+ – Applications of C allow people to correctly predict that a thing will have fi 
(and to achieve benefits thereby). 

Let’s imagine for the moment that we stopped here and took generalizations like this 

to encompass our job description(s) for C. If so, then there would be no reason to restrict 

our application of C – we might as well apply C to everything, if our only concern is to 

avoid missing out on positive instances of various fi’s.  
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To avoid this unsatisfactory result, we may also take into account many negative 

instances involving single features: 

gi- – Non-applications of C allow people to avoid predicting that a thing will have 
fi, when in fact it doesn’t have fi (and avoiding incorrect predictions of fi tends to 
be beneficial). 

By themselves, these negative generalizations are subject to the mirror-image of the 

failing of the positive generalizations:  if all we want to do is avoid projecting various fi’s 

when it would be bad to do so, we shouldn’t apply C to anything.  

What if we take the positive and negative generalizations together?  The answer will 

depend, in part, upon how (in the second stage of Pragmatic Conceptual Analysis) we 

choose an explication for a concept which has a number of fairly independent jobs. In the 

next section, we will see that one attractive option will be to say that a concept that has 

been doing several truly independent jobs is indeterminate between the various meanings 

that would do each of these jobs best. If we say this, then the present proposal will yield 

the unsatisfactory result that C is indeterminate between meaning everything (which 

would do the positive jobs well) and meaning nothing (which would do the negative jobs 

well). 

One promising way of avoiding this difficulty is by noticing that, for each i, gi+ and 

gi- may be subsumed under a single generalization: 

gi – People’s application and non-application of C help them to track the presence 
and absence of fi (where doing this tends to be beneficial).  

If we concentrate upon a single feature fi, then the application conditions that would 

best do the job gi would be ones that count all and only the things that display fi as 

instances of C. But we still face a problem of indeterminacy when we consider the 
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various different fi’s, and the various corresponding gi’s. If we take each of these gi’s to 

constitute an independent job description, and if we say concepts with independent job 

descriptions are indeterminate between the meanings that would best do each job, then 

we will end up saying that C is indeterminate between meaning all and only the things 

with f1, and meaning all and only the things with f2, and so on… 

We may again avoid this problem by seeking a broader generalization that unifies the 

various gi’s. 

GK – People’s application and non-application of C have helped them to track the 
presence and absence of instances of kind K, and thereby to bring to bear 
knowledge of characteristic features of K (which itself tends to be beneficial).  

If we adopt GK as our job description, we then get the satisfactory result that we 

should apply C to all and only instances of kind K. 

I take the moral of the preceding considerations to be this: 

Generality:  For the purposes of Pragmatic Conceptual Analysis, a generalization 
that subsumes more success stories is preferable to one that subsumes fewer.  

Without qualifications, this rule surely isn’t right. Take, for instance, the following 

generalization 

Gerrymander – People’s use of C allows them to do precisely ____ on October 12, 
1927 or precisely ____ on October 15, 1927, or …. (where each of the blanks is 
filled in with a detailed account of how a particular past application or non-
application of C turned out to be beneficial).  

A generalization like Gerrymander may encompass all the past success stories (even the 

flukish ones that were not subsumed under GK). But still, this generalization clearly 

would not help us to choose which application conditions to use for concept C in the 

future. 
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There are many ways of diagnosing what is wrong with Gerrymander. Gerrymander is 

complex, highly unnatural, highly disjunctive, and not at all unified. Furthermore, 

Gerrymander does not sustain relevant counterfactuals, manipulations or interventions. I 

suspect that all of these diagnoses are correct, but without committing us to any particular 

ones of them, I take the moral of Gerrymander to be this:  

Explanatoriness:  For the purposes of Pragmatic Conceptual Analysis, a 
generalization that constitutes a better explanation of how benefits depend upon 
concept-application is preferable to one that constitutes a worse explanation. 

I will leave the challenges of spelling out the details of what exactly makes for 

explanatoriness – i.e., the challenges of specifying which of the above diagnoses are 

correct – as minor choice-points that may divide different brands of Pragmatic 

Conceptual Analysis. However, I am especially partial to the account of explanation 

proposed in Chapter 5. 

As the case of Gerrymander illustrates, there is a tension between Explanatoriness and 

Generality. Generality presses us to seek generalizations that encompass more success 

cases, even when this forces us to accept generalizations that are less natural, or that do 

less well at capturing all the details of particular cases. Explanatoriness instead presses us 

to seek generalizations that are simpler and more natural, and that afford effective means 

for manipulating processes in the world, even when doing so requires dismissing some 

past success stories as lucky flukes.  

Presumably, there are cases where there are different plausible ways of making the 

tradeoff between Generality and Explanatoriness. Take, for instance, the case of JADE. 

Here we might identify two independent generalizations, one involving successful 
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tracking of jadeite and one involving successful tracking of nephrite. Or alternatively, we 

might choose a single ‘disjunctive’ generalization that involves the tracking of jadeite or 

nephrite, and the projection of characteristics that are characteristic of one or the other or 

both of these kinds. I take it that Explanatoriness probably favors the two-jobs option, 

while Generality favors the less unified disjunctive option. The two-jobs option would 

lead naturally to the conclusion that JADE is indeterminate between these two natural 

kinds, whereas the disjunctive option would lead naturally to the conclusion that JADE 

means some sort of disjunction of these kinds. I can see some usefulness to attributing 

meaning to this concept in each of these ways, though I don’t think the differences 

between these proposals are all that deep. Probably, for anything you can do with one 

proposal, you can do something not all that much worse with the other. 

I consider the resolution of tradeoffs between Explanatoriness and Generality to be 

another potential choice-point regarding which different versions of Pragmatic 

Conceptual Analysis might disagree. I think this is probably a relatively minor choice 

point, upon which not too much of great import hinges. 

Another set of cases raises similar considerations. There are many cases in which we 

deal most often with a paradigmatic sort of instance of a concept, and then wonder 

whether and how we should extend this concept beyond the cases that we most 

commonly encounter. Here are several examples:  Do ships have windows?  (I.e., do 

portholes fall under the concept WINDOW?) Do cats have fingernails?  Do martians feel 

pain?   
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In each of these cases there are some generalizations that apply quite narrowly. For 

example, many of our uses of the concept FINGERNAIL rely upon generalizations that 

are true only of human fingernails (which are united by their common function, and 

recent common ancestry). These generalizations would not extend to cat claws. This 

captures a sense in which cats’ claws are not fingernails. 

However, many of our successes in these cases also admit of broader explanations. 

Many features of human fingernails robustly occur for reasons (involving common 

function and common ancestry) that span at least most of the class of mammals. I 

imagine, for example, that there are generalizations holding across most mammals 

regarding what nails are made out of, and their association with finger-like digits. If we 

include generalizations like this in our job description for FINGERNAIL, then we will 

capture the sense in which cat-claws are indeed a sort of fingernail. At least some 

versions of Pragmatic Conceptual Analysis will probably want to resolve tradeoffs 

between Generality and Explanatoriness in such a way that we admit these broader 

generalizations into the job description of how FINGERNAIL has done its work.46 

These considerations allow us to respond to a worry that many people (e.g., Block 

1978, 1991) have had about psycho-functionalism – the view that folk psychological 

concepts will refer to kinds that play relevant explanatory roles in completed 

                                                 
46 As I stated Generality above, it doesn’t favor generalizations that extend to lots of cases that weren’t 
success cases. Some versions of Pragmatic Conceptual Analysis might modify Generality to include these. 
Perhaps a better way of achieving a similar result would be to adopt a notion of Explanatoriness that 
(ceteris paribus) favors explanations that apply more generally (as does my account of explanation 
described in Chapter 5). This notion of Explanatoriness might still count g1 and GK as comparably good 
explanations of their respective explananda – hence leaving it to Generality to distinguish between these – 
while at the same time demanding that we consider broader explanations of some features of fingernails. 
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psychology.47  People have worried that psycho-functionalism will be chauvinistic – that 

it will identify the kinds posited by folk psychology with the idiosyncratically human 

kinds that we’ll need to refer to in order to account for all the idiosyncratic features of 

human psychology. And hence, the worry is, psycho-functionalism will be forced to deny 

that non-human creatures could have folk-psychological states like intelligence, desire, or 

pain. 

Under Pragmatic Conceptual Analysis, the case of non-human pain will be quite like 

the case of non-human fingernails. Insofar as many of our successful uses of our concept 

PAIN depend upon idiosyncratic features of humans, there will be a strong sense in 

which creatures that don’t have these features don’t have the state that we often use PAIN 

to think about. But, insofar as there are broader generalizations that offer good 

explanations of many of the things that are going on in the case of human pain – e.g., 

generalizations that would apply to any creatures that have evolved to survive and 

reproduce in an environment that sometimes causes damage – then there will be a sense 

in which many other creatures have pain too. This suggests that our concept PAIN is 

indeterminate between meaning those idiosyncratic sorts of human pain that we usually 

use it to think about, and meaning some more general kind of state whose normal 

psychological role has to do with getting a creature to avoid damage. This plausible 

indeterminacy would be well-respected by a reasonable psycho-functionalism that seeks 

to understand human pains as idiosyncratic members of an interesting class of solutions 

to a common evolutionary design problem. 

                                                 
47 Many people have thought of ‘psycho-functionalism’ as fitting with Naturalized Conceptual Analysis, 
but the spirit of this view is captured similarly well by Pragmatic Conceptual Analysis. 
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3.5. Selecting an Explication 

In the first stage of Pragmatic Conceptual Analysis (described in the preceding 

section) we isolate one or more appropriate generalizations that embody a ‘job 

description’ of the sorts of beneficial work that a given concept has been doing. In the 

second stage, we seek a formal explication such that, if we applied the concept in accord 

with this explication, then we would do optimally well at this sort of work. 

In the ideal case, there will be just one candidate that clearly does best at all the jobs 

that a given concept has been doing. In this case, we may adopt that one candidate as our 

explication of that concept. 

In more realistic cases, there will be multiple candidates, each of which is fairly well 

suited for at least some of the jobs that a concept has been doing, but none of which 

clearly dominates the others. Different versions of Pragmatic Conceptual Analysis might 

resolve this situation in different ways. I will consider three possible resolutions. 

Limited Indeterminacy. One option is to say that the concept’s meaning is 

indeterminate between the various candidate explications which are best suited to doing 

certain aspects of its job description. For example, it is plausible to say that our folk 

concept VELOCITY is indeterminate between meaning instantaneous velocity and 

meaning average velocity. Or in the Evans-inspired example (section 1.3) where you 

unknowingly use a concept that was initially of Alice to guide years of interactions with 

Betty, there is a stage where this concept is plausibly indeterminate between Alice and 

Betty.  
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When Pragmatic Conceptual Analysis reveals that a concept is indeterminate between 

various strands of meaning, this often provides good grounds for making some sort of 

stipulative revision in our conceptual framework. Here are four possibilities: 

0. Elimination – We might decide that none of these strands of meaning are 
worth having a concept to track. This response will often be reasonable in cases 
where a concept has occasionally done a fair number of different jobs, but none of 
them very well. Plausible examples might include PHLOGISTON, WITCH, and 
ZEUS. 

1. Stipulation – We might, perhaps arbitrarily, choose to keep just one stand, and 
abandon all the others. E.g., before biological taxonomy, the concept FISH was 
probably indeterminate between meaning creatures (including dolphins and 
whales) that evolved to swim through water, and meaning creatures that 
descended from the most recent common ancestor of the creatures we now call 
‘fish’. Each of these strands surely accounted for many successful uses of the old 
FISH-concept, but we somehow chose (despite a few holdouts48) to abandon the 
former strand and to stick only with the latter.49 

2a. Bifurcation – We might introduce new concepts to capture each of multiple 
strands in the meaning of the old concept. E.g., this is what we usually do when 
we discover ourselves to be in cases like the Alice-Betty case. 

2b. Pluralism – We might choose to live with indeterminacy, rather than 
legislating any particular way of reducing it. E.g., this is plausibly what has 
happened with SPECIES, GENE, and SCHIZOPHRENIA. 

                                                 
48 For example, Herman Melville has the narrator of Moby Dick say, “I take the good old fashioned ground 
that the whale is a fish, and call upon holy Jonah to back me. This fundamental thing settled, the next point 
is, in what internal respect does the whale differ from other fish. Above, Linnaeus has given you those 
items. But in brief they are these: lungs and warm blood; whereas all other fish are lungless and cold 
blooded.” (Melville 1851, pg 132). 
49 This decision might not have been entirely arbitrary. In a moment, I will discuss the possibility that some 
uses of a concept are ‘parasitic’ upon others. It is quite plausible to construe the successful uses of FISH 
that were underwritten by convergent evolution as being parasitic upon the successful uses that were 
underwritten by common ancestry. Given our imperfect recognitional systems, you would expect a concept 
used to track common ancestry to be somewhat useful regarding instances of convergent evolution, but you 
would not expect a concept used to track instances of convergent-evolution to make lots of successful 
predictions that are quite specific to fish (e.g., predictions involving gills and scales). 
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Of course, in cases where a concept is indeterminate across many strands of meaning, 

we might seek some combination of these:  eliminating some strands, and bifurcating to 

produce various concepts each of which retains one or more of the remaining strands. 

Satisficing. A second option would be to seek a single candidate that strikes an 

optimal balance between the various jobs that a concept has been doing. Different 

versions of Pragmatic Conceptual Analysis might define ‘optimal balance’ in different 

ways. Plausible versions might give greater weight to those jobs that have been 

performed more often, or to those jobs which deliver ‘bigger’ benefits.  

More sophisticated ‘satisficing’ approaches would give little or no weight to jobs that 

are ‘parasitic’ upon other jobs. E.g., suppose it is the case that our concept BEAR has 

regularly delivered benefits in two ways: (1) we have used this concept to bring to bear50 

lots of useful information about bears in our encounters with bears (and not at other 

times), and (2) many campers have applied this concept to trees in poor lighting, and 

thereby have become dissuaded from going out and tripping over things in the dark. 

Given the imperfections in our recognitional capacities, we would expect that any 

concept dedicated to job (1) would also end up sometimes doing job (2). In contrast, we 

wouldn’t expect that any concept dedicated to job (2) would also do job (1). Because of 

this asymmetry, it is plausible to ignore job (2), and instead to seek an explication of 

BEAR that is optimally capable of doing job (1).51 

                                                 
50 Pardon the pun. 
51 If one were feeling extremely charitable, one might try to read this into Jerry Fodor’s (1990) discussion 
of ‘asymmetric dependence.’  But my guess is that Fodor would vociferously resist this pragmatically 
oriented reading of his view. 
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Parametric Relativization. Imagine a community which uses a shared concept 

STRONG in the following two ways:  (1) they often correctly predict whether or not a 

person will be able to perform a task that requires strong arms on the basis of whether or 

not they’ve categorized her as falling under STRONG, and (2) they often correctly 

predict whether or not a person will be able to perform a task that requires strong legs on 

the basis of whether or not they’ve categorized her as falling under STRONG. One might 

say that STRONG is indeterminate between meaning strong-armed-ness and meaning 

strong-legged-ness; or one might satisfice and say STRONG means some sort of general 

strength. However, a third option seems quite plausible here: namely to say that we really 

need to specify a further parameter – a body part – in order to apply STRONG to a 

person. In circumstances of type (1), we’re concerned with whether a person has 

muscular strength in her arms; while in circumstances of type (2), we’re concerned with 

whether a person has muscular strength in her legs. On this approach, STRONG refers 

not to a simple property that a person either has or lacks, but instead to a relation that a 

person might bear to some body parts, but not others.  

Adding a relativization parameter will seem more plausible in cases where people can 

reliably discern whether their current circumstances are conducive to type-(1) successes 

or type-(2) successes, and hence would have ready access to the relevant settings for the 

parameter. If people would have no idea what settings to give a proposed parameter, then 

positing that parameter is probably not a good way of capturing what underlies the 

success of their current usage.  
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Positing a relativization parameter will also be more plausible the more unity there is 

across what underlies success in the various proposed parameter settings. E.g., if each 

parameter setting involves a person’s having muscular strength in some body part or 

other, then these instances are quite unified. In contrast, imagine a community that 

(unlike us) actually uses a single concept, BANK, to recognize both financial institutions 

and the sides of rivers. A parametric approach to this concept would offer virtually no 

unification between the proposed parameter setting relative to which BANK applies to 

financial institutions, and the proposed parameter setting relative to which BANK applies 

to the sides of rivers. The less unity there is across the proposed parameter settings, the 

more plausible it will be to think that what is going on is full-fledged indeterminacy, 

rather than mere parametric variation. 

Different versions of Pragmatic Conceptual Analysis might call upon us to seek 

different combinations of these three resolutions in different circumstances.  

My own (quite tentative) inclinations are (1) to bracket the ‘parasitic’ portions of job 

descriptions, (2) to seek relativization parameters whose settings would plausibly be 

available to concept users and which would allow for unified accounts, and then (3) to 

say that concepts are indeterminate between whatever candidates still remain after all 

this.  

3.6. Explicating Multiple Concepts in Tandem 

In the preceding sections, I have considered the case where there is a single concept 

which we wish to explicate. However, for many of our concepts, the ways in which we 

use these concepts are closely entwined with the ways in which we use other concepts. 
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Our regular beneficial usage of one concept might depend upon our regular abuse of 

another. For example, our ancestors’ frequent (mis)recognitions of electric eels as being a 

sort of snake wouldn’t have been nearly so successful if our ancestors hadn’t 

(mistakenly) thought that all snakes were dangerous. The interdependence of our patterns 

of concept usage raises a worry that the one-concept-at-a-time approach described above 

might yield disappointing results, and this also brings to mind the suggestion that one 

might profitably attempt to do a sort of Pragmatic Conceptual Analysis on multiple 

concepts at once. 

How disappointing will the results be if we explicate just one concept at a time?  The 

more closely our actual applications of various concepts have approximated what 

(according to Pragmatic Conceptual Analysis) are their correct application conditions, the 

less divergence in coordination we will get by explicating these concepts one at a time. 

However, when one-at-a-time explication reveals that we’ve often been misapplying 

some concepts, then explicating each concept individually might result in a divergence in 

coordination. For example, it may be that a pragmatic explication of concept A would 

modify our use (or abuse) of A in such a way that it would no longer contribute in the 

same old ways to our regular successful use of concept B. Explicating A and B separately 

might make each be such that it would work well with the pre-explication version of the 

other, but their post-explication versions might work quite poorly with one another. Even 

if A and B get along fairly well, A’s ideal partner still might interact quite poorly with 

B’s ideal partner. 
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In some cases, this sort of divergence is precisely what we want. We want to discover 

when we’ve been employing what should be unrelated concepts (like EEL and SNAKE) 

in merely lucky ways, for such discoveries will help us to avoid all sorts of future 

frustrations (like expecting eels to have features peculiar to snakes). In pragmatically 

explicating our concepts one at a time, we can often discover surprising ways in which 

our earlier usage fortuitously happened to work out, and we can often find more reliable 

ways of retaining these benefits within our post-explication usage. E.g., we can recognize 

that, even though electric eels aren’t actually snakes, they are still dangerous; and hence 

our explicated EEL-concept can still give us all the benefits of eel-avoidance without 

needing any problematic connection to our SNAKE-concept. In cases like this, Pragmatic 

Conceptual Analysis not only uncovers good explications for our concepts, it also helps 

bring to light new empirical information, which, when stored with our explicated 

concepts, will allow us to derive familiar benefits in ways that are more reliable and less 

prone to lead us into future errors.  

Even if explicating a set of concepts one at a time often will enable us to arrive at a 

workable solution, it is still tempting to search the space of possible explications for some 

combination of proposed explications which would work out even more smoothly. 

Sometimes it makes sense for team members to redistribute their division of labor, rather 

than just having each team member bone up on her current specialization. One might 

attempt to develop some sort of Tandem Pragmatic Conceptual Analysis which would 

enable us to explicate several concepts in tandem in this way.  
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One challenge will be to determine which concepts we should seek to explicate in 

tandem with one another. When we are engaging in pure conceptual engineering, we can 

limit our attention to whichever concepts we’re potentially interested in explicating at the 

moment. E.g., we might naturally choose to explicate FREE ACTION, MORAL 

RESPONSIBILITY, and APPROPRIATE PUNISHMENT in tandem. But when we’re 

hoping to reveal ‘the meaning’ that a given concept already has, it seems very difficult to 

find a principled way of saying which other concepts to explicate in tandem with the 

given concept. Probably the most principled answers are the one-at-a-time strategy 

proposed above, and a fully holistic all-at-once strategy. The one-at-a-time strategy is 

surely much more feasible in practice, but we might sometimes still be able to make 

reasonable guesses about some results that might emerge from an all-at-once strategy, 

and (for all I know) there might be some interesting uses for such results. 

Second, once we determine which concepts to explicate in tandem, we’ll need a 

method for identifying job descriptions for these concepts. In section 3.4, I effectively 

proposed that we could identify the job description for one concept by holding our 

patterns of usage for other concepts fixed, and then seeking a good explanation for how 

benefits hinged upon whether or not we applied the given concept in various 

circumstances. This picture effectively involves looking at how benefit-delivery depends 

upon just one movable part, namely whether the given concept is applied or not. If we 

want instead to explicate many concepts in tandem, then we must imagine a picture with 

many movable parts – many concepts that we might apply or not apply in various 

circumstances. One natural approach would be to seek a ‘teamwork-description’ which 
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embodies a good explanation of how all these movable parts worked together on the 

various occasions when they yielded benefits. We might then seek a set of explications 

which would do optimally well at allowing these concepts collectively to do the sort of 

work described in this teamwork-description. 

However, third, we will probably face many trade-offs as we seek a set of 

explications to satisfy such a team-work description. Especially in the case where we are 

looking at fully holistic teams, there will probably be diverse ways in which different  

team-members have worked together to deliver benefits; and in any realistic case, we 

won’t be able to find a single set of explications which would allow us to do all these 

sorts of work optimally well. In such circumstances, we will have available the sorts of 

options discussed in section 3.5 (indeterminacy, satisficing, or parametric relativization). 

In the case where we are engaging in pure conceptual engineering, we can sift among 

these options to choose (perhaps quite arbitrarily) a solution that satisfies our present 

needs. However, in the case where we are hoping to uncover ‘the meanings’ that our 

concepts already have, it seems very difficult to find principled ways to resolve all these 

tradeoffs and yield explications that are at all determinate. 

I have no strong argument for thinking that these three challenges are insurmountable, 

and I think it would be a worthwhile research project to see how well they can be met.  

My own inclination, however, is to think that Tandem Pragmatic Conceptual Analysis 

will be primarily useful only in cases where the goal is pure conceptual engineering. In 

such cases, any good solution will do, so it won’t matter if there aren’t any principled, 
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non-arbitrary ways of getting Tandem Pragmatic Conceptual Analysis to deliver a single, 

determinate solution.  

In cases where we are more interested in capturing ‘the meanings’ that our concepts 

already have, it is a significant liability that Tandem Pragmatic Conceptual Analysis 

(apparently) can’t deliver determinate explications in a principled, non-arbitrary way. I 

think that one-at-a-time Pragmatic Conceptual Analysis is still our best bet for coming up 

with reasonably determinate meaning-attributions that are capable of doing the sorts of 

work that we’d like meaning-attributions to do. The next chapter aims to establish that 

one-at-a-time Pragmatic Conceptual Analysis does indeed deliver meaning-attributions 

that are capable of doing this sort of work, and that we hence have reason to think of 

these as capturing ‘the meanings’ that concepts already have. 
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CHAPTER 4. THE AUTHORITY OF PRAGMATIC CONCEPTUAL 
ANALYSIS 

 

4.1. Introduction 

I have presented Pragmatic Conceptual Analysis as a proposed solution to the 

challenge of conceptual engineering – the challenge of building and maintaining shared 

conceptual frameworks that are effective and well-coordinated. Pragmatic Conceptual 

Analysis aims to meet this challenge by doing conceptual reverse engineering: to 

engineer a conceptual framework that works well, we may begin with an existing 

conceptual framework that works pretty well, carefully analyze how it works as well as it 

does, and then engineer a framework that will do these good things more consistently. In 

particular, Pragmatic Conceptual Analysis proposes that we think of our shared concepts 

as having whatever application conditions they would need to have in order best to 

continue delivering benefits in the ways they have regularly delivered benefits in the past.  

My goal in this chapter is to establish that we should think of Pragmatic Conceptual 

Analysis not just as a good way of figuring out what application conditions we ought to 

use for our concepts, but also as a good way of revealing the correct application 

conditions that our concepts already have. Or, putting the same claim in a more 

convenient way, we should think of Pragmatic Conceptual Analysis not just as a good 

way of figuring out what our concepts ought henceforward to mean, but also as a good 

way of revealing what our concepts already do mean. 
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We’re setting out to consider whether Pragmatic Conceptual Analysis reveals what 

our concepts mean. This question is extremely tricky, largely because it draws upon the 

very slippery concept CONCEPT-MEANING, and it’s quite controversial what exactly 

this concept means. Before we can answer tricky questions like this, it seems that we 

must first try to get clear on what exactly is at issue. This naturally suggests the following 

three phase strategy. First we’ll figure out how we ought to go about clarifying the 

question; second, we’ll clarify it in the way that we ought; and third, we’ll answer the 

question, thus clarified. My argument in this chapter employs this natural three-phase 

strategy. I argue in the first phase that it will be legitimate to use Pragmatic Conceptual 

Analysis in the second phase to put us in a better position to answer questions about 

Pragmatic Conceptual Analysis in the third phase. I call this a ‘bootstrapping argument’ 

because it allows us legitimately to use Pragmatic Conceptual Analysis to draw 

conclusions about itself. 

In the first phase of this bootstrapping argument, I argue that Pragmatic Conceptual 

Analysis has what I call normative authority: we have reason to adopt the explications 

that Pragmatic Conceptual Analysis delivers, even if we think doing so requires 

stipulative revisions in the meanings of our concepts. In section 4.2, I argue that we have 

practical reason to employ Pragmatic Conceptual Analysis. In section 4.3, I argue that we 

also have epistemic reason to employ this methodology because it is a formal 

regimentation of one of our tried-and-true epistemic strategies.  

This normative authority licenses us to use Pragmatic Conceptual Analysis in the 

second phase (sections 4.4 - 4.5) to explicate our concept of concept-meaning. I argue 
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that, when we apply Pragmatic Conceptual Analysis to CONCEPT-MEANING, this 

leads us to accept the notion of pragmatic meaning as our explication of this concept, as 

this explication will best enable us to continue our beneficial uses of this concept. Given 

the normative authority of Pragmatic Conceptual Analysis, we have practical and 

epistemic reason to adopt this explication. 

Doing so puts us in position, in the third phase of the bootstrapping argument (section 

4.6), to answer the question with which we began: does Pragmatic Conceptual Analysis 

reveal the meanings of our concepts? The answer is a qualified yes. When we understand 

concept-meaning in the way we ought to understand it – i.e., in the way licensed by the 

normative authority of Pragmatic Conceptual Analysis – we see that Pragmatic 

Conceptual Analysis has descriptive authority as well: rather than being revisionary, 

Pragmatic Conceptual Analysis is a semantically conservative tool that uncovers what we 

have practical and epistemic reason to think of as being the meanings our concepts 

already have. 

4.2. Practical Normative Authority 

In the first phase of the bootstrapping argument, I aim to establish that Pragmatic 

Conceptual Analysis has normative authority – that we have reason to adopt the 

explications it delivers. I will begin by arguing that we have practical reason to follow 

Pragmatic Conceptual Analysis because doing so will help us to achieve practical 

benefits that we have reason to pursue. 

We saw in Chapter 2 the general form this argument will take. There, we considered 

how several competing methodologies would address the question of whether we should 
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think of free action as being compatible with determinism. One competitor was Intuitive 

Conceptual Analysis, a general methodology that proposes that we seek explications that 

preserve our intuitions surrounding the concepts being explicated. We saw Frank 

Jackson, a leading advocate of this methodology, consult his intuitions and conclude:  

Speaking for my part, my pre-analytic conception of free action is one that clashes 
with determinism. (Jackson 1998, pg 44).  

Jackson himself notices the disadvantages of his incompatibilist explication of free 

action. Given that determinism is (near enough to) true, Jackson’s explication fails to 

make the useful distinctions we ordinarily use a concept of free action to make – e.g., the 

distinction between the acts of ordinary vandals and the acts of sleep-walkers. Faced with 

these failings of his methodology, Jackson proposes a fallback strategy. 

It is, thus, only sensible to seek a different but ‘nearby’ conception that does, or 
does near enough, the job we give [to the concept being analyzed] in governing 
what we care about, our personal relations, our social institutions of reward and 
punishment, and the like, and which is realized in the world. (Jackson 1998, pg 
45.) 

Jackson’s description of his fallback strategy is a fairly good initial characterization 

of Pragmatic Conceptual Analysis. Hence, Jackson is admitting that when push comes to 

shove – when Intuitive Conceptual Analysis and Pragmatic Conceptual Analysis  

disagree – it is “only sensible” to embrace the guidance of Pragmatic Conceptual 

Analysis. And hence Jackson has granted that Pragmatic Conceptual Analysis has 

normative authority.52   

                                                 
52 In this phase of my bootstrapping argument, it is not yet relevant whether one wants to think of 
Pragmatic Conceptual Analysis as being revisionary or conservative. Jackson insists that even our 
“sensible” applications of Pragmatic Conceptual Analysis will usually be revisionary. But if my 
bootstrapping argument succeeds, this will show that we should instead think of Pragmatic Conceptual 
Analysis as being semantically conservative. 
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Parallel considerations will arise for any methodology that is willing to sacrifice 

beneficial-ness in order to preserve independent features of our pre-existing concepts. 

Unlike competing methodologies, Pragmatic Conceptual Analysis is explicitly geared 

towards delivering explications that will preserve the beneficial uses of our concepts. 

When we combine this feature of Pragmatic Conceptual Analysis with the premise that 

we have practical reason to pursue such benefits, we get the conclusion that we have 

instrumental practical reason to embrace the explications that Pragmatic Conceptual 

Analysis delivers, as a good way of achieving these practical benefits. In the remainder of 

this section I spell out this intuitive argument more carefully, and introduce some 

necessary qualifications. 

Pragmatic Conceptual Analysis derives its practical normative authority from the fact 

that there are some things that the members of our target audience clearly have practical 

reason to pursue. I presume that, at least for many audiences (ones whose interests 

sufficiently coincide), there are such clearly-pursuit-worthy things. As noted in section 

3.2, I am officially neutral regarding exactly what things we have practical reason to 

pursue, but I am confident that there are such things, in part because I am confident that 

we typically have reason to eat when we are hungry. I will presume that we are 

considering a version of Pragmatic Conceptual Analysis defined in terms of ‘benefits’ 

that we have practical reason to pursue. I will also presume, for reasons mentioned in 

section 3.3, that we are considering a version of Pragmatic Conceptual Analysis which 

focuses on preserving ‘tried and true’ and ‘downstream’ ways in which such pursuit-
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worthy benefits have been delivered through our target audience’s usage of a given 

concept. 

When we apply such a version of Pragmatic Conceptual Analysis to a given concept, 

this yields a statement of application conditions, which, if employed as application 

conditions for that concept, would do optimally well at yielding benefits in tried-and-true 

downstream ways. If our target community were to adopt a given statement of application 

conditions as their explication of a given concept, then they would be committed to apply 

that concept in accordance with that statement, and they would also be committed to 

continue to employ downstream patterns of response which rely, for their regular success, 

upon the concept’s being applied in this fashion (see section 1.6).53  Hence, the version of 

Pragmatic Conceptual Analysis under consideration is one that produces explications 

that, by being adopted, will yield pursuit-worthy benefits. And hence the members of the 

target audience will have instrumental practical reason to adopt these explications, as a 

means towards achieving these pursuit-worthy benefits. Hence, this version of Pragmatic 

Conceptual Analysis will have practical normative authority for this target audience. 

Still, there are several important caveats worth noting before we blindly follow the 

suggestions of Pragmatic Conceptual Analysis. 

Caveat #1. If we are mistaken about what sorts of benefits we actually have 
reason to pursue, then Pragmatic Conceptual Analysis may turn out to be a poor 
guide. If our understanding of benefits changes, we may need to re-apply 

                                                 
53 This notion of ‘adopting an explication’ includes both occasions where one thinks of oneself as making a 
stipulative revision in the meaning of a concept, and occasions where one instead thinks of oneself as 
articulating more clearly what a concept meant all along. If, as I argued in section 1.6, we frequently 
engage in explication as part of the everyday maintenance of our conceptual schemes, then it will likely be 
that many instances of explication are semantically conservative. This chapter aims to show that we should 
think of uses of Pragmatic Conceptual Analysis as being semantically conservative too. 
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Pragmatic Conceptual Analysis in order to tailor our conceptual frameworks to 
our new understanding.54 

Caveat #2. If we apply Pragmatic Conceptual Analysis incorrectly or 
incompletely it may lead us astray. We may sometimes be mistaken about how 
our concepts have regularly delivered benefits, or about which proposed 
explication would do best at delivering benefits in these ways. And we might 
sometimes fail completely to conform our upstream patterns of recognition to the 
explication delivered by Pragmatic Conceptual Analysis – half-hearted repairs are 
often worse than no repairs at all.  

Caveat #3. In many cases, Pragmatic Conceptual Analysis will not deliver a 
single, univocal explication – instead it may tell us that a concept has regularly 
delivered benefits in multiple ways, and that no single explication will do well at 
all these jobs. (See sections 3.4-3.5.) 

Caveat #4. The world might not continue to cooperate in delivering benefits in 
the ways that have worked in the past. For example, a Pragmatic Conceptual 
Analysis of WATER could fail to be useful if someone secretly poisoned all our 
water supplies, or if people start to respond to their applications of this concept 
quite differently from how they responded in the past. When we have reason to 
believe that old ways of delivering benefits will no longer work, this might 
undercut or defeat our reasons for following Pragmatic Conceptual Analysis. 

Caveat #5. I noted in section 3.3 that my preferred version of Pragmatic 
Conceptual Analysis concentrates upon preserving tried-and-true downstream 
ways of delivering benefits. Because of this, my preferred version might miss out 
on novel and/or ‘side-effect’ ways of getting benefits. In some cases, these 
considerations might provide a strong competing reason to adopt some other 
explication instead. But in many cases, we would do just as well to introduce new 
concepts to deliver benefits in these other ways, and use Pragmatic Conceptual 
Analysis to fix up our old concepts so that they might more efficiently deliver 
downstream benefits in the same old ways. 

These caveats show that the normative authority of Pragmatic Conceptual Analysis is 

defeasible. If we have taken care to apply Pragmatic Conceptual Analysis correctly, then 

we will have a defeasible reason to adopt the explications it produces, and we usually 

will do well to adopt them. But when we have evidence that one of these caveats has been 

                                                 
54 One might wonder whether a Pragmatic Conceptual Analysis of ‘benefit’ might tell us what benefits are 
worth seeking. I address this question in section 3.2.  
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triggered, it may be reasonable to reconsider our reasons for following Pragmatic 

Conceptual Analysis, and to consider alternative ways of proceeding. To take a classic 

example from the history of science, a Pragmatic Conceptual Analysis of PHLOGISTON 

might tell us how one could best salvage the relatively limited benefits that phlogiston 

theory delivered, and this might be a very useful charitable understanding of this theory.55  

But we might nevertheless have an over-riding reason to stop wasting time on this theory 

and instead pursue the novel benefits afforded by chemistry. 

Most good guides are defeasible in this way. For example, it is reasonable to 

disregard the advice of even the best trail-guides when we know the trail has recently 

changed, or when we know of potential benefits our guide hasn’t considered. Even 

though good trail-guides are defeasible in these ways, they still have normative 

authority – we generally benefit from doing as they suggest, and hence we generally have 

reason to heed their advice. Similarly, even though Pragmatic Conceptual Analysis is 

defeasible, it too has normative authority – we generally have reason to do as it suggests. 

So long as we are alert for competing reasons and for potential defeaters, we will 

generally do well to adopt the explications that Pragmatic Conceptual Analysis delivers.  

4.3. Epistemic Normative Authority 

I have argued that we have defeasible practical reasons to adopt the explications that 

Pragmatic Conceptual Analysis delivers. The practical nature of these reasons might raise 

concerns about the prospects of using the normative authority of Pragmatic Conceptual 

Analysis to establish philosophical conclusions, as I will soon attempt to do. It can be 
                                                 
55 For further discussion of PHLOGISTON, see section 7.4. 
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rhetorically useful for a philosopher to point out practical incentives to accept his views, 

especially when he needn’t invest any of his own money to generate such incentives. 

Still, one might worry that this isn’t any more philosophically interesting than the case 

where one does simply offer money to entice people to embrace one’s views.56 If an 

eccentric billionaire were to offer tempting financial incentives to adopt, say, a causal 

view of concept-meaning, we would rightly think that this is irrelevant to philosophical 

questions regarding concept-meaning.57 What makes the practical incentives that 

Pragmatic Conceptual Analysis offers any more philosophically relevant? 

There is an important difference between the sorts of reasons that we have to follow 

Pragmatic Conceptual Analysis and the sorts of reasons that stem from ordinary financial 

incentives like those offered by eccentric billionaires. Eccentric billionaires typically 

offer mere practical reasons for us to reject old views and to substitute new views in their 

place. Such practical reasons call upon us to circumvent our ordinary epistemic practices, 

and instead to modify our conceptual frameworks in a quite different way. In contrast, I 

will argue, our reasons for following Pragmatic Conceptual Analysis include the same 

sorts of reasons as the ones that normally govern our everyday epistemic practices. My 

bootstrapping argument will be underwritten not just by mere practical reasons, but also 

by epistemic reasons.  

I’m employing an understanding of epistemology that encompasses more questions 

than those which have traditionally received the most attention by epistemologists. I take 
                                                 
56 I don’t have firm views regarding what it takes for an argument to be ‘philosophically interesting’. Many 
people take Pascal’s Wager to be philosophically interesting, even though it purports to offer mere practical 
reasons to believe in the existence God. Insofar as Pascal’s Wager counts as philosophically interesting, a 
mere practical reading of my bootstrapping argument should probably be philosophically interesting too. 
57 Thanks to David Chalmers for this example. 
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epistemology to be concerned not just with whether or not we should believe particular 

claims, but also with other aspects of how we should go about maintaining our systems of 

belief. In particular, I think we can ask questions about which conceptual explications we 

epistemically ought to adopt, and about whether we epistemically ought to introduce, 

bifurcate, merge, or eliminate various concepts. These questions involve tasks which play 

a central role in maintaining our systems of belief, so I think these questions fall under 

the purview of epistemology, broadly construed. 

There are many different possible strategies for maintaining our systems of belief, 

and many of these strategies would be equally consistent with traditional epistemic goals, 

like the goal of believing interesting truths without believing falsehoods. E.g., one 

strategy might propose that we cautiously continue to employ a concept (like JADE) that 

is known to be somewhat indeterminate, while another strategy might tell us instead to 

bifurcate that concept and replace it with more determinate substitutes (like JADEITE 

and NEPHRITE). Since different strategies sometimes call upon us to do incompatible 

things, we cannot be epistemically committed to following all the different workable 

strategies at once. Instead, our epistemic commitments must extend only to some 

strategies, among all the ones that might have worked. We have epistemic reason to 

follow the strategies we are epistemically committed to, and not all the others. 

Few, if any, of us are self-conscious enough to recognize or articulate which 

conceptual-maintenance strategies we typically use, nor to say which ones we take 

ourselves to be committed to employing. Hence, our epistemic commitments are not 

revealed in the ways we think we maintain our systems of belief – instead, they are 



133 
 

revealed in the ways we actually do maintain our systems of belief. If our employing a 

particular workable strategy consistently enables our epistemic successes, then it’s 

plausible to take that strategy to be among our epistemic commitments, even if we 

wouldn’t have been able to articulate this commitment ourselves. In other words, we are 

epistemically committed to following our tried-and-true epistemic strategies, whatever 

they turn out to be, and we have epistemic reason to follow these strategies. 

I’d like to acknowledge three noteworthy aspects of this proposal. First, I have 

defined epistemic reasons in terms of their past conduciveness to epistemic success. I 

don’t have particular views regarding what exactly we should count as an ‘epistemic 

success’, but I am quite sympathetic to the traditional epistemic goal of believing 

interesting truths without believing falsehoods. Second, if it turns out that our epistemic 

successes have regularly been underlain by strategies that sometimes call upon us to 

make stipulative revisions in the meanings of our concepts, my proposal allows that we 

would therefore have epistemic reason to make such revisions. And third, my proposal 

holds that there may be some epistemic reasons (e.g., reasons to search one’s memory for 

a particular sort of belief) which don’t directly involve considerations that make it 

probable that any particular belief is true.  

These noteworthy aspects of my proposal might make some readers worry that I’m 

using the term ‘epistemic reason’ in a quite liberal and non-standard way. I’ll return to 

this worry in section 4.9, and argue that it is actually misplaced. In the meantime, I’d like 

to emphasize that, so long as we identify appropriate epistemic goals as ‘epistemic 

successes’, then my proposed understanding of ‘epistemic reasons’ will reflect the 
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strategies that we regularly use to achieve these appropriate epistemic goals. Hence, 

there’s a good sense in which my ‘epistemic reasons’ reflect good epistemic practices, 

even if they arguably don’t reflect a traditional understanding of ‘epistemic reasons’. If I 

can show that good epistemic practices would lead people to embrace my conclusions, 

then that will be good enough for me. 

It is an empirical question which epistemic commitments have underlain our regular 

epistemic successes, and this question should ultimately be put to rigorous empirical 

testing. However, I will now offer several preliminary reasons for thinking that it will 

turn out that our ordinary epistemic commitments include a commitment to something 

quite similar to Pragmatic Conceptual Analysis. 

One preliminary reason arises from my argument for practical normative authority 

above (section 4.2; see also section 2.7). I argued that explicating concepts in accord with 

Pragmatic Conceptual Analysis generally helps us to yield practical benefits, while 

explicating concepts in accord with other methodologies forces us sometimes to sacrifice 

practical benefits in order to preserve whatever features those other methodologies take to 

be important. Hence, there is good practical reason for us to have adopted a tacit strategy 

that approximates Pragmatic Conceptual Analysis, rather than one of its competitors. Of 

course, the fact that it would benefit us to employ a given strategy is not a guarantee that 

we already do employ something like this strategy, but it is a preliminary reason to think 

that we probably do. 

Anyway, we are not epistemically committed to continue all the ways in which we 

currently update our belief systems, but only those which regularly lead us to epistemic 
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success. I’ve offered reasons for thinking that Pragmatic Conceptual Analysis is uniquely 

suited to enable practical success. Hence, there’s good reason to think that our practical 

successes generally have come about by our approximating Pragmatic Conceptual 

Analysis rather than other methodologies. But there’s also good reason to think that 

practical success and epistemic success are fairly closely related. (E.g., if we construe 

epistemic success as forming true beliefs about interesting matters, then epistemic 

success is a key ingredient in bringing about practical success.58)  Hence, there’s good 

reason to think that our epistemic successes have also generally come about by our 

approximating Pragmatic Conceptual Analysis rather than other methodogies. This 

suggests that it will turn out that Pragmatic Conceptual Analysis is among our epistemic 

commitments. 

In the preceding lines of reasoning, I drew conclusions about how human belief 

maintenance probably works, when it works, by considering what possible strategies 

would work best for us. We may find additional support by observing how our 

conceptual maintenance systems actually do work. 

Many of the most robust findings of behavioral psychology involve positive 

reinforcement learning – the tendency of humans and other animals to learn to repeat 

what leads to success. Positive reinforcement learning of categorization behavior is an 

effective implementation of Pragmatic Conceptual Analysis – it effectively determines 

which ways of applying a concept are the ones that work, and it adopts these as our ways 

of applying that concept in the future. Since we have strong reason to think that positive 

                                                 
58 This is a theme we will revisit in Chapter 6. 



136 
 

reinforcement learning plays a central role in shaping our categorization behavior, we 

have strong reason to think that many of our epistemic successes are enabled by our 

employing an effective implementation of Pragmatic Conceptual Analysis. 

Mechanisms of positive reinforcement also effectively operate at the inter-personal 

level. Not only do we attempt to reproduce our own successes, we also attempt to 

reproduce the successes of others. We tend to learn how to use concepts from the people 

who have demonstrated that they can use these concepts successfully, and we tend to try 

to emulate the successes that these people have enjoyed, and not their failures. Hence, our 

successful social use of concepts is also enabled by the fact that this usage approximately 

implements Pragmatic Conceptual Analysis.  

Above, I argued that we have epistemic reason to follow whichever strategies 

underlie our regular epistemic successes. I have offered a number of preliminary reasons 

for thinking that many of our regular epistemic successes are underlain by our employing 

tacit conceptual maintenance strategies that effectively implement Pragmatic Conceptual 

Analysis. If these preliminary findings turn out to be right, this means that we are already 

epistemically committed to employing a strategy much like Pragmatic Conceptual 

Analysis. Hence, it seems, we not only have practical reason to employ Pragmatic 

Conceptual Analysis, we also have epistemic reason to employ this methodology. 

Pragmatic Conceptual Analysis has not just practical normative authority, but epistemic 

normative authority as well. 

It is worth noting the close connection between our practical reasons and our 

epistemic reasons for employing Pragmatic Conceptual Analysis. Our brains are 
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equipped with conceptual systems because such systems have regularly enabled us to act 

successfully. (As Hume said, reason is the slave of the passions.)  As a consequence, our 

regular successful strategies for conceptual maintenance are heavily geared towards 

shaping our conceptual systems to meet practical demands. It is because we have 

practical reason to follow Pragmatic Conceptual Analysis that our normal epistemic 

practices effectively implement this methodology, and hence that we also have epistemic 

reason to follow it. It is because Pragmatic Conceptual Analysis has practical normative 

authority that it also has epistemic normative authority. (I will return to this point in 

section 4.8, and use it to argue that other methodologies probably do not have epistemic 

normative authority.) 

I should emphasize that the preceding discussion has been entirely neutral regarding 

the question of whether Pragmatic Conceptual Analysis is semantically revisionary or 

semantically conservative. For all I’ve said thus far, it might be that Pragmatic 

Conceptual Analysis is a tried-and-true way of revising the meanings of concepts to 

facilitate our further usage of them. All I’ve argued is that Pragmatic Conceptual 

Analysis is a good formalization of our tried-and-true epistemic practices, and hence that 

we have epistemic reason to adopt the explications that Pragmatic Conceptual Analysis 

delivers, regardless of whether we think of them as being conservative or revisionary. 

Still, many people are inclined to think that epistemic norms must be semantically 

conservative. If we were to combine this premise with my recent conclusion that 

epistemic norms endorse Pragmatic Conceptual Analysis, this would yield the further 

conclusion that Pragmatic Conceptual Analysis is semantically conservative. I think this 



138 
 

further conclusion is correct, but I don’t think it should be this easy to establish. For I 

don’t think we can help ourselves to the premise that all epistemic norms are semantically 

conservative. We’ve been thinking of epistemic norms quite broadly, as the norms which 

underlie our regular successful maintenance of our systems of belief. It’s fairly plausible 

that normal successful epistemic practice sometimes requires that we make stipulative 

semantic revisions, e.g., to eliminate problematic sorts of semantic indeterminacy. Since 

some broadly epistemic norms plausibly call for semantic revision, we shouldn’t rule out 

of hand the possibility that Pragmatic Conceptual Analysis might be semantically 

revisionary as well. 

I have given strong (albeit preliminary) reasons for thinking that Pragmatic 

Conceptual Analysis is a natural formalization of everyday strategies that underlie our 

practical and epistemic successes, and hence that we have both practical and epistemic 

reasons to follow this methodology where it leads. However, it will take more argument 

to establish that this methodology is semantically conservative. 

4.4. Explicating CONCEPT-MEANING 

We’ve just completed the first phase of the boot-strapping argument by establishing 

that Pragmatic Conceptual Analysis has both practical and epistemic normative authority. 

Before moving on to the second phase, it is worth emphasizing the significance of this 

accomplishment.  

One way of seeing this significance is by considering a worry that is often voiced by 

non-philosophers, and even by many philosophers. The worry is that analytic philosophy 

is utterly academic – analytic philosophers spend entire careers with their heads stuck in 
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the clouds, pumping intuitions about bizarre cases and debating minutiae that have no 

bearing on real life. Pragmatic Conceptual Analysis avoids this worry. For it demands 

that philosophers stay down to earth, looking at the sorts of useful work that our concepts 

actually have been doing for us, and seeking explications of these concepts that will 

allow them to do this work more efficiently. When done well, this sort of analytic 

philosophy can make a real difference in people’s lives and in our understanding of the 

world. We now have a fairly clear proposal regarding how we might fruitfully approach a 

wide variety of philosophical problems, and we have good practical and epistemic 

reasons to approach these problems in this way. This is really the most important virtue 

that we could hope for in a philosophical methodology – anything more would be icing 

on the cake. 

In light of all this, one might ask:  If we now know how to figure out what meanings 

we ought to make our concepts have, what’s the point in fussing about what meanings 

our concepts currently do have? Although I’m sympathetic to this concern, I do want to 

fuss about this issue. One reason is because I’d like to have icing on my cake. But a 

second reason is that attributing meanings to our concepts often helps us to achieve 

benefits. It would be against the spirit of Pragmatic Conceptual Analysis to suggest that 

we abandon this beneficial practice. Instead, we should ask what explication of 

CONCEPT-MEANING we could adopt to achieve the benefits of this practice more 

consistently. Doing this will help us to make useful progress, not only in Philosophy of 

Mind, Philosophy of Language, and Cognitive Science, but also in our everyday 

attributions of concept-meaning. 
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Fortunately my desire for icing on my cake turns out to fit nicely with my 

commitment to follow the (practical and epistemic) normative authority of Pragmatic 

Conceptual Analysis wherever it leads. For, in the second phase of the bootstrapping 

argument, we will use this normative authority to justify adopting a particular explication 

of our shared concept of concept-meaning.59  Having explicated CONCEPT-MEANING 

in this way, we will then see, in the third phase, that Pragmatic Conceptual Analysis is 

actually a semantically conservative tool for revealing concept-meaning, thus explicated. 

In other words, Pragmatic Conceptual Analysis not only has normative authority, it also 

has descriptive authority – it reveals what we have epistemic and practical reason to think 

of as being the antecedent meanings of our concepts. And that’s icing on my cake.  

So, we want to use Pragmatic Conceptual Analysis to explicate our shared concept 

CONCEPT-MEANING. Pragmatic Conceptual Analysis proposes that we first reverse-

engineer the beneficial uses of this concept, in order to formulate a ‘job description’ that 

outlines the regular ways in which this usage has delivered benefits. We will then seek 

application conditions that would meet this job description optimally well. 

We may begin the reverse-engineering process by asking, “In what regular ways has 

our use of our shared concept CONCEPT-MEANING delivered benefits?”  This is an 

empirical question, and I will propose two empirical hypotheses in response. I think 

everyday experience is sufficient to render these empirical hypotheses quite plausible. 

However, these hypotheses can, and eventually should, be subject to empirical testing. 

                                                 
59 In section 1.3, I offered reasons for thinking that we really do have a shared concept of concept-meaning. 



141 
 

Both empirical hypotheses will propose that CONCEPT-MEANING has regularly 

helped us to think about the usage of various particular concepts. Let us use the term 

‘target concepts’ to refer to concepts that we might use this shared concept to think 

about.  

H1. CONCEPT-MEANING has regularly delivered benefits by helping to guide 
our application of target concepts.  

H2. CONCEPT-MEANING has also regularly delivered benefits by helping us to 
give useful explanations and predictions regarding people’s use of target 
concepts. 

I will examine these hypotheses in turn, and argue that the notion of concept-meaning 

that would best do the sorts of work described by these hypotheses is the notion of 

pragmatic meaning that Pragmatic Conceptual Analysis does well to reveal.  

4.5. Guiding Concept Application 

In this section, I carefully consider hypothesis H1, and argue that it points us towards 

adopting the notion of pragmatic meaning as our explication of CONCEPT-MEANING.  

H1 held that our shared concept CONCEPT-MEANING regularly delivers benefits 

by helping to guide our application of target concepts. There are several ways in which 

this guidance regularly occurs. 

H1a. We sometimes use our knowledge of the explicit meaning of a target 
concept to determine whether or not something falls under that concept. For 
example, many people identify rhombuses by explicitly employing their 
knowledge that RHOMBUS means quadrilateral with four equal sides.  

I think we typically don’t use our concept CONCEPT-MEANING as we apply our 

target concepts – instead we typically use more direct recognitional skills to recognize 
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when a target concept applies. But, especially when we are initially developing these 

recognitional skills, explicit beliefs about concept-meaning can be quite useful.  

H1b. Our concept CONCEPT-MEANING helps us to develop direct 
recognitional skills that we use in applying our target concepts.  

This is naturally related to a third way in which this guidance occurs.  

H1c. We learn socially how to apply many of our shared concepts. In teaching 
someone how to apply a shared concept correctly, we often draw upon our 
knowledge of what that concept means. In some cases, we state a target concept’s 
meaning explicitly. In other cases, we give a watered-down version of the 
meaning (‘a yak is a large cow-like animal’), or we offer recognitional procedures 
that are consistent – or close enough to consistent – with what we take the target 
concept to mean.  

I have proposed three particular ways in which our concept of concept-meaning might 

guide our application of target concepts. It is an empirical question whether we really do 

get regular benefits in these ways, but reflection upon everyday experience strongly 

suggests that we do. So, let us presume that H1 is correct, and that our concept of 

concept-meaning beneficially guides our application of target concepts in some, or all, of 

these three ways. 

Each of these ways involves a congruence between what is counted as the meaning of 

a target concept and how that target concept is then applied. The attributed meaning tends 

to determine how the target concept will be applied – had a different meaning had been 

attributed, then the target concept would have been applied differently.  

When the use of a concept of concept-meaning delivers benefits in these cases, this is 

typically by way of enabling the beneficial use of a target concept. On some occasions, 

this use of a target concept will yield benefits in some novel way. But much more often, 

second-order guidance enables us to use our target concepts to deliver benefits in ways 
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that those target concepts have regularly delivered benefits before. Our concept of 

concept-meaning regularly delivers benefits by guiding our usage of various target 

concepts so that these uses will deliver benefits in ways that other uses of these concepts 

have regularly delivered benefits. (See Figure 4.1.) 

We have seen that our concept of concept-meaning is useful, in part, because it 

enables us to disseminate and exploit tried-and-true ways of applying target concepts. 

With this job description in mind, we may now seek an explication of CONCEPT-

MEANING which would be best capable of doing this job. When we find such an 

explication, the normative authority of Pragmatic Conceptual Analysis will license our 

adopting it. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 4.1. Benefits by guidance. The solid arrows signify ways in which our uses of the 
target concepts C, D, and E regularly deliver benefits (signified by the conventional smiley 
faces). The dotted arrows signify one general way in which our concept M of concept-
meaning regularly delivers benefits – namely by guiding our usage of various target concepts 
so that these uses will deliver benefits in ways that uses of these target concepts regularly 
deliver benefits. 
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So, which explication of CONCEPT-MEANING would best fit this job description?  

Our explication of CONCEPT-MEANING will determine which meanings we attribute 

to various target concepts, and that, in turn, will guide our application of those concepts. 

We want an explication that will do the job of getting us to continue applying those 

concepts in the tried-and-true ways. So we need an explication that will attribute to each 

concept a meaning that, if employed as application conditions for that concept, would do 

well to sustain the regular ways in which that concept has been beneficially used. This 

characterization should sound familiar – for this is a characterization of pragmatic 

meaning, which is precisely the sort of meaning that Pragmatic Conceptual Analysis 

attributes to various concepts. 

We have seen a job that our concept of concept-meaning regularly does for us, and 

we have seen that the formal notion best capable of doing this job is the notion of 

pragmatic meaning delivered by Pragmatic Conceptual Analysis. Hence, by the practical 

and epistemic normative authority of Pragmatic Conceptual Analysis (established in 

sections 4.2 and 4.3, respectively), we have practical and epistemic reason to adopt 

pragmatic meaning as our explication of CONCEPT-MEANING.  

The preceding argument turned upon the fact that we use CONCEPT-MEANING to 

help us further disseminate and exploit the regular ways in which our target concepts 

have delivered benefits. This usage is best sustained by explicating CONCEPT-

MEANING in a way that will lead us to think of our own concepts in roughly the same 

way as we thought of the Huron concept of scurvy (section 1.9). Like the Huron concept 

of scurvy, our own concepts are imperfect but useful tools for gathering information 
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about important items in our world. In attributing meanings to these concepts, it will 

serve us best to focus upon the benefits these concepts have delivered, and not upon the 

sundry intuitions we might have had surrounding these concepts, nor upon the all the 

ways we’ve tried applying them that haven’t worked out. 

4.6. Establishing Descriptive Authority 

In the first phase of the bootstrapping argument (sections 4.2-4.3) we established that 

Pragmatic Conceptual Analysis has normative authority: we have practical and epistemic 

reason to adopt the explications that it delivers.  

In the second phase (sections 4.4-4.5), this normative authority licensed using 

Pragmatic Conceptual Analysis to explicate CONCEPT-MEANING. We saw that 

Pragmatic Conceptual Analysis delivers the notion of pragmatic meaning as its 

explication of CONCEPT-MEANING. Hence, we have practical and epistemic reason to 

adopt the notion of pragmatic meaning as our explication of this concept.  

Now, in the third phase of the bootstrapping argument, we can return to the question 

with which we began:  does Pragmatic Conceptual Analysis reveal concept-meaning?  

We know that Pragmatic Conceptual Analysis reveals the pragmatic meanings of various 

concepts, and we’ve seen that we have practical and epistemic reason to adopt the notion 

of pragmatic meaning as our explication of CONCEPT-MEANING. Hence, the answer to 

our question is a qualified yes: Pragmatic Conceptual Analysis does indeed reveal 

concept-meaning, at least if you understand ‘concept-meaning’ in the way that we have 

practical and epistemic reason to understand it, namely as pragmatic meaning. So, in 

addition to its practical and epistemic normative authority, Pragmatic Conceptual 
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Analysis also has the virtue that I call ‘descriptive authority’ – it reveals what we have 

both practical and epistemic reason to think of as having been the meanings of our 

concepts all along.  

This completes the bootstrapping argument. In the remainder of this chapter, I will 

consider potential objections and questions regarding the significance of my conclusions. 

4.7. Explanatory and Predictive Uses 

In the preceding argument, I concentrated upon hypothesis H1, that our concept 

CONCEPT-MEANING regularly delivers benefits by guiding our application of target 

concepts. I argued that, at least with respect to this hypothesis, my bootstrapping 

argument goes through: when we explicate our concept CONCEPT-MEANING so that it 

will do optimally well at continuing to guide our application of target concepts, we 

discover that Pragmatic Conceptual Analysis is a semantically conservative tool for 

revealing concept-meaning, thus explicated. One might wonder whether we will reach a 

similar conclusion if we consider what it would take to do other jobs that our concept 

CONCEPT-MEANING has regularly done for us. In particular, one might want to draw 

attention to hypothesis H2 mentioned in section 4.4: that CONCEPT-MEANING also 

regularly delivers benefits by allowing us to give good explanations and accurate 

predictions regarding people’s use of target concepts. 

My full discussion of this topic (in sections 6.7-6.8) will draw upon my discussion of 

explanation in general in Chapter 5, and my discussion of the explanatory usefulness of 

attributions of representational content in Chapter 6. The upshot will be that there is a 

closely related version of Pragmatic Conceptual Analysis – one that defines ‘benefit’ in 
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terms of attractors in a dynamical system – which delivers explications well-suited to 

doing the job described in H2. Before delving into these topics, though, it will be good to 

consider other potential objections to my bootstrapping argument.  

4.8. Do Other Theories have Bootstraps Too? 

One common reaction to my bootstrapping argument is to ask why other people can’t  

just as easily offer bootstrapping arguments for their own theories of concept-meaning. 

For example, why can’t someone argue that the intuitive meaning of CONCEPT-

MEANING is intuitive meaning, so we should embrace intuitive meaning as our 

explication of CONCEPT-MEANING?  In response to this concern, I will argue that 

even if some other theories of concept-meaning are self-ratifying in the sense needed to 

sustain the second and third phases of a bootstrapping argument, they still won’t have the 

(first phase) normative authority that would make their ratifying themselves be a reason 

for us to ratify them too. 

It’s not at all clear that many other analyses of CONCEPT-MEANING even will be 

self-ratifying. Many people have used an intuition-driven approach to argue for a broadly 

causal theory of meaning (e.g., Kripke 1972, Putnam 1973a, Evans 1973, Burge 1979). If 

these people are right, then the intuitive meaning of CONCEPT-MEANING will be 

causal meaning. Ironically enough, it was their intuitions that caused these theorists to 

explicate CONCEPT-MEANING in this way – this suggests that it may well turn out that 

what has played the relevant role in causing us to associate information with our concept 

CONCEPT-MEANING is, in fact, our intuitions surrounding various target concepts. If 

so, then the causal meaning of CONCEPT-MEANING might itself turn out to be 
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intuitive meaning. So, intuitive meaning and causal meaning might plausibly be taken to 

ratify each other but not themselves. One might suspect that this tight circle of other-

ratification does much to explain the persistent but largely unproductive debate between 

these theorists. 

Even though I suspect that most popular theories of concept-meaning fail to ratify 

themselves, I am willing to grant, at least for the sake of argument, that some competing 

theories of concept-meaning are self-ratifying. If these theories had normative authority, 

then we could plausibly use their normative authority and their self-ratification to 

bootstrap into an acceptance of them. The problem is that most competing theories of 

concept-meaning don’t have normative authority.  

I argued that Pragmatic Conceptual Analysis has two important sorts of normative 

authority. It has practical normative authority because it delivers explications that help us 

to achieve practical benefits. And it has epistemic normative authority because it is a 

formal regimentation of a conceptual maintenance strategy that underlies our regular 

epistemic successes. In section 4.3, I acknowledged that there may be something 

unsatisfying about mustering mere practical reasons for philosophical conclusions. 

Hence, epistemic normative authority is probably more crucial to making a 

philosophically interesting bootstrapping argument. This might seem to bode well for the 

prospects of finding a competing theory of concept-meaning with the relevant sort of 

normative authority. It will be relatively hard for a non-pragmatic theory of meaning to 

achieve practical normative authority, but it may not be immediately obvious that such 

theories can’t have epistemic normative authority. 
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However, these two sorts of normative authority are actually fairly closely linked 

together. Since our practical strategies often rely upon the accuracy of our beliefs, 

epistemic success is a normal prerequisite for practical success. The reverse connection 

holds as well. Conduciveness to practical success is a design requirement on epistemic 

strategies – the processes that shaped our epistemic strategies (genetic evolution, cultural 

evolution, learning and planning) are processes that have tended to reject epistemic 

strategies that fail to be conducive to practical success – hence the epistemic strategies 

that have survived probably are ones that are conducive to practical success. Since our 

epistemic reasons are grounded in the epistemic strategies that actually survived, 

conduciveness to practical success is an effective prerequisite for being one of our 

epistemic reasons. 

The close link between practical and epistemic reasons bodes poorly for the prospects 

of building a bootstrapping argument for a non-pragmatic view of concept-meaning. Such 

an argument would need to show that we have epistemic reason to adopt the explications 

delivered by this non-pragmatic view of concept-meaning. A non-pragmatic view of 

concept-meaning sometimes attributes meanings which do not reflect patterns of 

practically beneficial usage, but instead reflect other aspects of the concepts in question 

(e.g., intuitions, paradigm cases, metaphors, or whatever). But our epistemic reasons are 

grounded in our tried-and-true epistemic strategies, and an epistemic strategy wouldn’t 

have survived to be tried-and-true if it weren’t conducive to practical success. Hence, it 

would be surprising to find that our tried-and-true epistemic strategies call upon us to 

explicate our concepts in a way that makes us sacrifice the practical usefulness of these 
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concepts. And hence it would be surprising to discover that we have epistemic reason to 

explicate our concepts in accordance with some non-pragmatic view of concept-meaning. 

This argument is suggestive, but I admit that it is not decisive. Of course evolution 

and other ‘design’ processes aren’t perfect, 60 so they might conceivably have settled 

upon epistemic strategies which do sometimes call upon us to explicate our concepts in 

ways that differ significantly from what would have been practically advisable. If we 

could find empirical evidence that tried-and-true strategies for epistemic success do 

sometimes call upon us to explicate our concepts in a non-pragmatic way, then this could 

provide the basis for an argument that some non-pragmatic view of concept-meaning has 

epistemic normative authority. 

These are tricky empirical issues, and we shouldn’t expect to resolve them from the 

armchair. However, we might be able to place some reasonable bets without rolling up 

our sleeves and diving into empirical research. 

Fans of Intuitive Conceptual Analysis might point to the naturalness of using intuitive 

counter-examples to eliminate proposed explications. Insofar as this intuitive approach 

commonly leads us to epistemic successes, we would then have epistemic reason to 

continue following it. Opponents of this approach might suggest that this approach is 

commonly employed only by those few people who have been steeped in analytic 

philosophy, and these opponents would probably question whether intuition-pumping has 

                                                 
60 It may also be that the different dynamical processes that have ‘designed’ our epistemic strategies aren’t 
all working towards exactly the same ‘practical’ ends. Genetic and cultural evolution work towards the 
survival and replication of genes and memes respectively, while learning and planning apparently tend to 
work towards desire satisfaction. These different ends are probably correlated with what we have practical 
reason to pursue, but insofar as this correlation isn’t perfect, this introduces further reason to doubt that our 
actual epistemic strategies will be practically optimal. 
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really led that many people actually even to adopt particular explications, much less to 

achieve epistemic success. Unfortunately, the history of analytic philosophy has quite 

little to offer in the way of glowing successes which might help lend empirical credibility 

to the view that Intuitive Conceptual Analysis really is one of our tried-and-true 

epistemic strategies. 

Fans of Naturalized Conceptual Analysis might point out that we attend especially 

much to paradigm cases (at least on some ways of defining ‘paradigm cases’), and that 

this selective attention might lead us to develop recognitional procedures which are 

geared towards counting paradigm cases, and other things like them, as falling under our 

concepts. Insofar as developing recognition procedures by selective attention to paradigm 

cases is one of our tried-and-true strategies for epistemic success, this would suggest that 

Naturalized Conceptual Analysis has a sort of epistemic normative authority. Opponents 

of this approach would likely question whether our tried-and-true attentional biases are 

really best described as being biases towards paradigm cases rather than, for example, 

biases towards intuitive cases, or biases towards cases of practical success. 

We already saw in section 4.3, the sorts of empirical phenomena that fans of 

Pragmatic Conceptual Analysis would point out – phenomena like positive reinforcement 

learning, and our tendency to attend to and to imitate people who enjoy practical success 

in their usage of a concept. These phenomena are empirically very well-attested, and they 

give us very strong reason to think that our tried-and-true strategies for conceptual 

maintenance involve a fair amount of sensitivity to pragmatic factors. Hence, even while 

we might reasonably doubt that intuition-pumping and/or selective attention to paradigm 
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cases play much role in bringing about our regular epistemic successes, there can be little 

doubt that learning from cases of practical success plays a very large role. 

My own bets regarding these difficult empirical issues are that we will find some 

evidence implicating intuitions and paradigm-cases within our tried-and-true epistemic 

strategies, but that there will be a much larger and much more important role for 

pragmatic factors.  

One key to epistemic success is simply focusing our application of our concepts so 

that it will be consistent both across people, and within particular persons over time. Such 

focusing probably is achieved in part by seeking intuitive equilibria and/or by selectively 

attending to prominent cases. However, given the ubiquity of reinforcement learning and 

selective imitation of successful concept-users, I expect that this focusing is brought 

about, in much larger part, by our biases towards learning from cases of practical success. 

Merely focusing our application of our concepts is not the only key to epistemic 

success. In addition, we need to focus the application of our concepts onto referents 

regarding which the various bits of information we associate with that concept are 

actually true. This too might be achieved in part by seeking intuitive equilibria or by 

selectively attending to prominent cases. But here we have an even stronger reason for 

thinking that pragmatic factors are important. For one of the best ways to test whether 

beliefs are true is to test whether they lead to practical success. Intuitive harmony and 

prominent cases can often be misleading, but it’s generally very hard to achieve 

consistent practical success without having true beliefs about interesting matters – i.e., 

without having epistemic success as well. When we learn to continue applying our 
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concepts in ways that consistently yield practical success, this is a very effective strategy 

for focusing our concepts upon referents regarding which we can achieve epistemic 

success too. 

Hence, I think the best empirical bets, at the moment, are that our tried-and-true 

epistemic strategies are ones which rely heavily upon using practical tests to help us 

focus our concepts in ways that will be consistent (across time and across people) and 

that will allow us to have true beliefs about interesting matters. While our tried-and-true 

epistemic strategies may draw slightly upon intuitions or selective attention to prominent 

cases to help bring about focus and accuracy, the lion’s share of the work is probably 

done by our tendency to learn from our practical successes. This means that any 

conceptual-explication methodologies which have epistemic normative authority will 

probably be ones that give a central role to practical success in guiding our explication of 

our concepts. And since such epistemic authority is needed to get a bootstrapping 

argument going, I conclude that it’s unlikely that there will be a good bootstrapping 

argument for a non-pragmatic theory of concept-meaning. 

4.9. The Significance of Epistemic Reasons 

I’ve argued that we have epistemic reason to adopt the explications that Pragmatic 

Conceptual Analysis delivers, and that when we follow these epistemic reasons in the 

case of CONCEPT-MEANING, we end up thinking of concept-meaning as pragmatic 

meaning, the sort of meaning that Pragmatic Conceptual Analysis does well to deliver. 

The significance of this conclusion depends upon the significance of the ‘epistemic 

reasons’ that my argument musters. If I mean something strange or radical by ‘epistemic 
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reasons’ then it might not be all that impressive that I could display ‘epistemic reasons’ 

that lead to my conclusion. In section 4.3, I acknowledged three features of my proposed 

understanding of ‘epistemic reasons’ which might make some readers worry that my 

proposed understanding of ‘epistemic reasons’ is quite radical. I will now return to these 

three features, and argue that none of them should cause great concern. 

First, one might worry that my reliance upon a notion of ‘epistemic success’ makes 

my so-called ‘epistemic reasons’ actually be thinly disguised practical reasons. I don’t 

have particular views regarding what exactly we should count as an ‘epistemic success’, 

but I am quite sympathetic to the traditional epistemic goals of believing interesting 

truths without believing falsehoods.61  Believing truths is clearly a worthy epistemic goal, 

but one might worry about the qualifier ‘interesting’. To see why this qualifier is needed, 

imagine an agent whose only beliefs are “0 = 0 + 0” and “0 = 0 + 0 + 0” and so on. This 

agent does very well at believing numerous truths without believing any falsehoods, but 

this agent clearly is not a pinnacle of epistemic success. To be truly epistemically 

successful, an agent needs to form beliefs about interesting matters such as where it 

might find its next meal. One might define ‘interesting’ in terms of an agent’s practical 

interests, though this might fuel concerns that epistemic reasons are ultimately practical 

                                                 
61 Nathan Fox has pointed out to me that it might be problematic for me to appeal to ‘truth’ here, given the 
close connections between truth and meaning, and given the fact that I’m attempting to establish 
conclusions about meaning. My hope, though, is to appeal, at this stage in my argument, only to 
uncontroversial premises about ‘truth’ which should be acceptable to all parties – e.g., in the next section I 
will suggest that, however we think of truth, it’s clear that reinforcement learning has played a significant 
role in helping us to believe the truths we do.  
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in nature. 62  Alternatively, one might instead say that a claim is ‘interesting’ to an agent 

just in case the agent is curious about that claim. Insofar as curiosity is a clearly 

epistemic attitude, this proposal evades any concerns that ‘epistemic reasons’ might turn 

out not to be so epistemic after all. 

Let’s move on to a second potential reason to worry that my proposed understanding 

of ‘epistemic reasons’ might be somewhat radical. My proposal allows that it might turn 

out that we are epistemically committed to conceptual-maintenance strategies which 

sometimes call upon us to change the meanings of some of our concepts. Indeed, if 

epistemic success involves believing interesting truths without believing falsehoods, then 

it is likely that some of our strategies for achieving this goal will involve focusing and 

refocusing our concepts so that they can be used to articulate determinately truth-

evaluable claims about interesting matters. Insofar as our conceptual maintenance 

strategies can influence the meanings of our concepts, we should probably expect that our 

epistemic commitments include strategies that sometimes bring about semantic revisions. 

This might strike some readers as a radical affront to the common expectation that bona 

fide epistemic reasons are semantically conservative. 

It is difficult to sort out this issue without making significant presumptions about 

what counts as a semantic revision, and that is precisely what is at issue in this chapter. 

Still, I can point out that, on many influential accounts of concept-meaning, ordinary 

epistemic reasons clearly can be semantically revisionary. For example, it’s 

                                                 
62 Many authors have suggested that epistemic reasons are somehow grounded in practical reasons. See, for 
example, Stich (1990), Pollock & Cruz (1999), Kornblith (2002), and the various pragmatic defenses of 
probabilism outlined by Joyce (1998). 
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uncontroversial that we can have bona fide epistemic reasons for associating new 

descriptions with a concept. But doing so might bring about changes in concept-meaning 

on descriptivist accounts of concept-meaning like Strawson’s (1950) which hold that a 

concept’s meaning is determined by the cluster of descriptions one associates with that 

concept. Similarly, it’s uncontroversial that we can have bona fide epistemic reasons to 

associate new information with a concept. But these epistemic reasons might bring about 

changes in concept-meaning on causal accounts of concept meaning like Evans’ (1973) 

or Boyd’s (1988) which hold that a concept’s meaning is determined by the things which 

have caused us to associate information with that concept. Hence, the idea that epistemic 

reasons might sometimes call for semantic revisions is one that many theorists (perhaps 

unwittingly) were already committed to, so there’s nothing especially radical about the 

fact that my own proposal allows this too. (In the next section, I’ll consider the question 

of whether the particular epistemic reasons appealed to in my bootstrapping argument are 

semantically revisionary or conservative.) 

Third, many people think that bona fide epistemic reasons must involve 

considerations that somehow make it probable that a given belief is true, whereas the 

connection between epistemic reasons and true belief might seem more tenuous on my 

proposal. There is some connection between these on my proposal, for believing truths is 

a plausible component of epistemic success, and my proposal holds that our epistemic 

reasons reflect our tried-and-true strategies for achieving epistemic success. Still, my 

approach allows that we might have epistemic reasons to do things – e.g., perhaps, to 

search our memories for considerations that might undercut a given argument – which 
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clearly do facilitate our continuing epistemic successes, but which don’t obviously 

involve considerations which make it probable that a particular belief is true. 

I grant that one might define one or more notions of probabilifying epistemic 

reasons, and I grant that most traditional examples of epistemic reasons are 

probabilifying epistemic reasons. However, I maintain (1) that it is very difficult to draw 

a principled division between probabilifying epistemic reasons and the other things that I 

also call ‘epistemic reasons’; (2) that the ‘epistemic reasons’ appealed to in my 

bootstrapping argument arguably fall on the ‘probabilifying’ side of this divide; and 

(3) that we shouldn’t really care which side of this divide they’re on, anyway. 

It is hard to draw a principled divide between probabilifying epistemic reasons and 

other epistemic reasons because it’s hard to specify what counts as a belief that might be 

probabilified, and because it’s hard to specify what counts as a consideration that 

probabilifies such a belief. As cases in point, I will consider examples involving 

conceptual explication, as these are the cases involved in my bootstrapping argument. 

In some cases of explication, we quite clearly adopt beliefs, e.g., that equal-sided 

quadrilaterals are rhombuses. But other cases of explication are harder to call. E.g., we 

sometimes associate templates with a concept for use in visual recognition. These 

templates are belief-like in that they can match, or fail to match, the way that the referent 

of the concept actually looks. But these templates don’t show many traditional hallmarks 

of beliefs:  they needn’t be composed out of concepts, they needn’t be available to 

‘central’ cognitive processes, and they needn’t be open to critical revision in light of 

conflicting evidence. On my broad construal of ‘epistemic reasons’, we can have 
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epistemic reason to associate a recognitional template with a concept. But whether this 

counts as probabilifying a belief will depend upon whether we take acquiring such a 

template to be acquiring a belief, which is a very tricky issue. 

Let’s shift our emphasis from what counts as belief to what counts as probabilifying. 

Some cases of explication are inspired by considerations which quite clearly do make a 

belief probable. E.g., if you believe that arbutus is a tree on the basis of my testimony, 

this is a consideration which (I trust) does indicate that this belief is probably true. And, if 

we count recognitional templates as beliefs that might be probabilified, then the fact that 

a particular instance of a given concept has generated this template makes it probable that 

other instances of that concept will match it too.  

Similar observations apply regarding cases where we explicate concepts using formal 

methodologies like Intuitive-, Naturalized-, or Pragmatic Conceptual Analysis. 

Advocates of each of these methodologies emphasize that there are significant (though 

imperfect) correlations involving the intuitions that surround a given concept, the 

paradigm instances that cause us to use that concept, and the ways in which our use of 

that concept has delivered practical benefits. Such correlations help these practitioners to 

explain why so many reasonable people have been attracted to competing methodologies. 

However, these correlations also mean that, if any of these methodologies delivers correct 

explications, then the explications delivered by the other methodologies probably won’t 

be very far off. Hence, the fans of any of these methodologies apparently must allow that 

each of these methodologies probabilifies its own explications, at least in one plausible 

sense of probabilification. 
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I’ve just suggested that some fairly plausible ways of spelling out probabilification 

and belief would count many cases of explication as being cases of probabilification of 

belief. However, I’m sure there are also some fairly plausible ways of spelling out these 

notions which would count many of the same cases as not actually involving 

probabilification of beliefs. I worry that there won’t be many principled reasons to prefer 

one of these ways of spelling things out rather than the others.  

On my view, the division between probabilifying epistemic reasons and other 

epistemic reasons isn’t very important, so I don’t mind that it’s hard to draw this division 

in a principled way. But if an opponent wants to fault my bootstrapping argument for 

mustering reasons from the radical, non-probabilifying side of this divide, then it may be 

an embarrassment to her that this division is hard to draw in a principled way, and it also 

may be an embarrassment to her that the cases of explication discussed in my 

bootstrapping argument fall dangerously close to the probabilifying side of this divide. 

Furthermore, it shouldn’t matter which side of this divide I get the reasons for my 

conclusions from. All our epistemic reasons reflect our tried-and-true strategies for 

achieving epistemic success. By showing that we have epistemic reasons to embrace my 

conclusions, I’ve shown that good epistemic practice would guide us to accept these 

conclusions. For most purposes, it doesn’t matter which part of good epistemic practice 

leads us there. Perhaps we can get there simply by following probabilifying epistemic 

reasons (whatever exactly those are), or perhaps we need to engage in some other good 

epistemic practices as well. Either way, if good epistemic practice would lead us to 

accept my conclusions, then that’s a good enough reason to accept them. 
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4.10. Dispensing with the Qualifier 

I’ve noted that my bootstrapping argument gives a qualified yes as its answer to our 

initial question:  Pragmatic Conceptual Analysis does reveal concept-meaning, if you 

understand concept-meaning in the way we have practical and epistemic reason to 

understand it. One might wonder how much weasel-work this italicized qualification is 

doing. From the perspective of someone who hasn’t yet come to think of CONCEPT-

MEANING as meaning pragmatic meaning, my proposal might seem to demand a radical 

stipulative revision in our conceptual framework – it demands that we start thinking that 

CONCEPT-MEANING means pragmatic meaning, rather than whatever we used to think 

it meant.63 The fact that we have practical and epistemic reasons to make this revision 

may do little to mitigate the suspicion that I’m sneakily trying to change the subject, from 

a question about whether Pragmatic Conceptual Analysis preserves concept-meaning in 

our current pre-explication sense of concept-meaning, to a question about whether it 

preserves concept-meaning in some new sense.  

In a moment, I’ll explain why I don’t think my proposed explication actually would 

change the subject, but first let’s consider how bad it would be if it did. If my proposed 

explication would change the subject, then it must be that, currently – i.e., prior to our 

adopting my proposed explication – CONCEPT-MEANING means something other than 

pragmatic meaning. (E.g., maybe it means descriptive meaning.)  We’ve seen that the 

                                                 
63 It may be worth noting that what initially feels like an act of stipulative revision might look in retrospect 
like semantically conservative clarification. Since pragmatic meaning is self-ratifying, once we have 
embraced pragmatic meaning as our explication of CONCEPT-MEANING, we will then look back and say 
that this is what this concept really meant all along. Even before we realized how this concept worked, it 
was already our imperfect, but still useful enough, tool for tracking pragmatic meaning. In retrospect, my 
proposed explication will seem to have been just a good way of clarifying what CONCEPT-MEANING 
meant all along – i.e., of making more clear how this concept had been doing its work all along. 
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notion of pragmatic meaning is optimally suited to doing the work that we regularly call 

upon CONCEPT-MEANING to do, guiding our application of target concepts. So 

whatever the current meaning of CONCEPT-MEANING is, if it isn’t pragmatic meaning, 

it must be comparatively poorly suited to doing this sort of work. Hence, we have 

practical reason to lay aside this old meaning, and to adopt pragmatic meaning as our new 

explication of CONCEPT-MEANING.64  Furthermore, this change is not just practically 

advisable, it’s also what our tried-and-true strategies for achieving epistemic success call 

upon us to do. Hence, if my proposed explication is a proposed semantic revision, it is 

one whose time is ripe.  

We’ve just seen that, if what I’ve offered is a change in subject, it should at least be a 

welcome change. Now I’ll argue that it would be such a welcome change that we’d have 

good practical and epistemic reason to act as though it weren’t a change at all.  

Typically, when someone proposes to stipulate a change in a concept’s meaning, we 

need to proceed with great caution for much of the important information that we’d 

previously associated with that concept may not fit its new referent. However, less 

caution is required when the proposed explication is the pragmatic meaning of the given 

concept. For pragmatic meaning is defined in such a way that, if we apply a concept in 

                                                 
64 I should stress that I’m not asking any theorists entirely to abandon their favorite meaning-like notions – 
instead I’m just proposing that they stop using these notions as their explication of CONCEPT-MEANING. 
These theorists are welcome to introduce new theoretical concepts like CAUSAL-CONCEPT-MEANING 
or INTUITIVE-CONCEPT-MEANING or WHATEVER-SORT-OF-CONCEPT-MEANING-THEY-
LIKE, and to use these new concepts to articulate the sorts of claims they thought they could articulate 
using our ordinary concept CONCEPT-MEANING. I have argued, however, that these other theoretical 
concepts will be relatively poorly suited to the sorts of work that we have called upon CONCEPT-
MEANING to do, and I suspect they won’t be well-suited to much other useful work either. We may 
introduce these other meaning-like notions into the marketplace of ideas and let them fare as they will. But 
I suspect they will end up being relegated to the graveyard of well-defined but not-very-useful theoretical 
concepts, which is where I think they belong. 
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accordance with its pragmatic meaning, then we’ll preserve that concept’s patterns of 

regular beneficial usage. So we can quite confidently hold onto the information that we 

had associated with the concept, for, even after the proposed explication, this information 

will fit the concept’s referent well enough to continue bringing about success in the same 

old ways. Hence, if you want to insist that it’s revisionary to adopt a concept’s pragmatic 

meaning as its explication, at least this is a sort of revision that we don’t need to worry 

about treating as a revision. 

The fact that we don’t need to treat such explications as semantic revisions is 

reflected in our everyday practices of conceptual explication. In section 1.6, I argued that 

explicating our concepts (figuring out which circumstances we should apply them in) is 

one of the central challenges of human cognition, and that a great deal of our everyday 

cognitive effort is dedicated to meeting this challenge. In sections 4.3 and 4.8, I argued 

that one key strategy for meeting this challenge is trial and error learning – we learn to 

continue those ways of applying a concept which have regularly led to practical success, 

either for ourselves or our compatriots. This trial-and-error learning process continues all 

day, every day, without our paying much attention to it. In particular, it proceeds all day, 

every day, without our ever being concerned that it might be bringing about semantic 

revisions in our concepts. Hence, when our tried-and-true epistemic strategies lead us to 

explicate our concepts in a way that approximates Pragmatic Conceptual Analysis, they 

lead us to do this without thinking of these explications as being revisionary.  

Since we have epistemic reasons to follow our tried-and-true epistemic strategies (see 

section 4.3), this suggests that we have epistemic reason to adopt the explications 
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delivered by Pragmatic Conceptual Analysis without thinking of these explications as 

being revisionary. Since our alarm bells aren’t supposed to go off when we 

subconsciously use trial-and-error learning to explicate our concepts, they shouldn’t go 

off when we use the same trial-and-error learning strategy self-consciously – i.e., when 

we use Pragmatic Conceptual Analysis. 

Admittedly, Pragmatic Conceptual Analysis does differ in some ways from our 

everyday practices of explicating our concepts by trial and error. Our everyday 

explicative practices proceed subconsciously and automatically, whereas Pragmatic 

Conceptual Analysis is employed consciously and deliberately. And our everyday 

explicative practices are constrained to pick up on contingencies that are local and salient, 

whereas Pragmatic Conceptual Analysis can detect subtle and hard-to-find ways in which 

our concepts have regularly delivered benefits. Despite these differences, these 

explication strategies both operate upon the same basic principles – they seek to find 

application conditions for our concepts which will best allow us to continue their 

beneficial usage. Since we don’t worry that these basic principles might be leading us to 

make semantic revisions when we follow them subconsciously and automatically, we 

shouldn’t worry that they’re leading us to make semantic revisions when we follow them 

self-consciously and deliberately.65 

We’ve seen that, if applications of Pragmatic Conceptual Analysis lead us to change 

the subject, this would be a welcome change in subject – so welcome, in fact, that we 

                                                 
65 We can, of course, worry that we haven’t followed these principles correctly (c.f. Caveat #1 in section 
4.2). But insofar as we’re sure we have followed them correctly, our worries about semantic revision 
should be the same, regardless of whether we followed them consciously or subconsciously.  
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have practical and epistemic reason to treat it as not even being a change in subject. In 

light of all this, one must wonder why anyone would want to insist that our concepts 

currently mean something other than the pragmatic meanings that our practical and 

epistemic reasons will lead us, without any ado, to say they mean.  

Still the staunch defenders of non-pragmatic views of concept-meaning might insist 

that these really are cases of meaning change, even if our tried-and-true epistemic 

practices don’t make us treat them as such. Of course, there are proposed theoretical 

understandings of ‘concept-meaning’ upon which this claim is true – e.g., our everyday 

explicative practices probably do subtly reshape our intuitions and our inner descriptions 

and thereby change the ‘intuitive meanings’ and the ‘descriptive meanings’ of our 

concepts without our noticing it. The fact that we don’t notice it, though, is evidence that 

these proposed notions aren’t actually what we mean by ‘concept-meaning’. For, on the 

hypothesis that ‘concept-meaning’ means one of these non-pragmatic notions, we are 

surprisingly bad at noticing changes in concept-meaning. The fact that we don’t treat 

everyday explications as potentially changing concept-meaning weighs in favor of the 

hypothesis that whatever we’re thinking of as ‘concept-meaning’ is something that is 

preserved by everyday explications – e.g., something like pragmatic meaning.  

This argument is not decisive, as the advocate of non-pragmatic views of meaning 

can surely cook up some story to explain why we fail to notice all these changes in 

meaning. However, this advocate faces the heavy burdens of cooking up this story in a 

non-ad-hoc way, and of offering positive motivation for her view, even while we have 
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practical and epistemic reason to shift our attention nonchalantly from her favorite notion 

of concept-meaning to pragmatic meaning. 

I, for one, am not inclined to wait while this advocate seeks to motivate her view and 

to explain away these surprising observations. Instead, I happily follow our practical and 

epistemic reasons, and heartily embrace pragmatic meaning as our explication of 

CONCEPT-MEANING. Having explicated CONCEPT-MEANING in this way, I see 

that, of course, CONCEPT-MEANING meant66 pragmatic meaning all along – since 

pragmatic meaning is self-ratifying, the pragmatic meaning of CONCEPT-MEANING is 

pragmatic meaning. 

Furthermore, I think it’s perfectly appropriate for me to adopt this explication without 

acting as though I might have made a stipulative revision. We’ve already seen that I have 

practical and epistemic reason not to be especially concerned that this explication might 

have been revisionary. Furthermore, for most social purposes, I needn’t treat this case as 

one of semantic revision. The various members of our speech community have diverse 

ways of recognizing when our shared concepts apply, and each of us is continually using 

various sorts of trial-and-error learning to update our own recognitional capacities. Given 

all this diversity and change, it is generally pointless for us to try to keep track of who has 

done which explications to her own individual tokens of our shared concepts. Instead, we 

each follow our practical and epistemic reasons in updating our own recognitional 

procedures, and we count upon the fact that others have (practical and epistemic) reason 

to end up explicating their tokens of our shared concepts in roughly the same ways that 

                                                 
66 Here I mean the post-explication sense of ‘meant’. 



166 
 

we explicate ours. Each of us is responsible for making the normatively appropriate 

explications to our own tokens of our shared concepts, before we call upon these shared 

concepts to do high-stakes work where these explications would matter. Hence, we can 

each do our explications nonchalantly, and at our own pace, and we can count upon the 

fact that normatively appropriate explicational practices will bring the laggers up to date 

when they need to be. 

So, suppose you ask me the question with which we began this chapter:  "Does 

Pragmatic Conceptual Analysis reveal concept-meaning?" I can't ordinarily be bothered 

by worrying about whether I might have done a bit more explication on my token of our 

shared concept of concept-meaning than you have on yours. Instead, it is ordinarily 

felicitous for me to answer, “Yes it does,” and count on the fact that you'll do the 

normatively appropriate explication yourself (or ask me for confirmation) before you go 

too far astray using my new information with your old explication. We have perfectly 

good error-correction procedures that can kick in if your explications fail to keep up with 

mine, and we can use those procedures in the special circumstances where they're needed. 

But for ordinary circumstances, it is perfectly appropriate for me to dispense with the 

qualifiers and say that Pragmatic Conceptual Analysis reveals the meanings of our 

concepts – full stop. 
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CHAPTER 5. GOOD EXPLANATIONS 
 

In this chapter, I use Pragmatic Conceptual Analysis to support a particular answer to 

the question of what would make a proposed explanation be a good explanation.  

This work fits into the larger project of this dissertation in two ways. First, it 

illustrates how Pragmatic Conceptual Analysis might be used to break new ground in a 

long-standing philosophical debate. I hope that this chapter may thus help to convince the 

skeptic that Pragmatic Conceptual Analysis is indeed a useful undertaking. 

And second, this work will help us to fill a potential gap in the bootstrapping 

argument presented in Chapter 4. There, I argued that a notion of pragmatic meaning is 

well-suited to at least one task that we commonly call upon our concept CONCEPT-

MEANING to do – namely guiding our application of our concepts – and I took this to 

weigh in favor of adopting this explication of CONCEPT-MEANING. However, I 

admitted that it is very plausible that our attributions of concept-meaning also often turn 

out to be useful in a second way: they often help us to explain and predict the behavior of 

concept-users. This left us with the question of whether my proposed notion of pragmatic 

meaning would also be well-suited to doing this explanatory work, or whether we might 

need to adopt some alternative explication of CONCEPT-MEANING to do it. I will turn 

to that question in Chapter 6, but my answer will draw heavily upon the account of good 

explanations that I give in this chapter.  
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5.1. A Pragmatic Methodology 

As I present my view of good explanations, I will note important contrasts with 

various existing views. A particularly natural foil is Jim Woodward (2003). Woodward 

and I both think that a proposed account of explanation can and should be justified (at 

least in part) by noting its capacity to do the sorts of useful work that we commonly call 

upon a concept of good explanation to do. 

 
[M]y project focuses on (what I take to be) the purposes or goals behind our 
practices involving causal and explanatory claims. […]  [W]e introduce concepts 
(including concepts of cause and explanation) and characterize them in certain 
ways at least in part because we want to do things with them […]. [Proposed 
explications of these] [c]oncepts can be well or badly designed for such purposes 
and we can evaluate them accordingly. (Woodward 2003, pp. 7-8) 

This is not exactly my preferred version of Pragmatic Conceptual Analysis, but it is 

close. One important difference involves the question of how we might identify the 

preservation-worthy “purposes” of our shared concept of good explanation. Woodward 

seems to think of these purposes as having been reflected in the explicit desires of the 

people who initially introduced this concept. This strikes me as quite implausible. Our 

collective usage of a shared concept of good explanation has surely evolved over time, 

and the things this shared concept does now are probably quite different from the things it 

used to do. It is implausible that many of us know, even now, what all this concept does 

for us – it’s much less plausible that anyone foresaw these uses back when the concept 

was initially introduced. My preferred version of Pragmatic Conceptual Analysis does 

well to emphasize that what is worth preserving are whatever useful purposes a concept 
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actually manages regularly to serve, and not necessarily the purposes we might initially 

(or even subsequently) have hoped it would serve. 

A number of other slight methodological differences stem from Woodward’s 

ambivalence regarding the question of whether pragmatic factors serve to determine the 

current meanings of our concepts,67 or whether they instead serve only to constrain which 

stipulative revisions in meaning we would have practical reason to endorse.68  This 

ambivalence leaves Woodward struggling to explain why traditional descriptive 

philosophers should take any interest in the pragmatic factors that guide Woodward’s 

approach. My bootstrapping argument, and my conclusion that we should think of 

concept-meaning as pragmatic meaning, make clear why people with descriptive interests 

should take an interest in pragmatic factors. Hence, my approach is well-grounded in a 

way that Woodward’s is not. 

Despite these slight differences, Woodward’s and my methodologies are strikingly 

similar when contrasted against the intuitive methodologies to which many philosophers 

are accustomed, and which have played a dominant role in the philosophical literature on 

explanation. Many philosophers have taken the primary constraint on their theorization to 

be to produce an account of explanation that fits with our (or perhaps scientists’) 

reflective intuitions about what counts as a good explanation.  

                                                 
67 Woodward (2003) says that the normative and the descriptive are “interrelated in complicated ways” (pp. 
7-8) and he takes it to be an “obstacle to discussion” that “philosophers of language and psychologists have 
been very successful in appropriating concept talk for purely descriptive purposes” (pg. 9, fn 2). 
68 Woodward (2003) allows that “paradigmatic examples” and other not-clearly-pragmatic factors are 
among the things that serve to “delimit the topic we are talking about” (pg 8). Perhaps as a consequence, he 
views his own proposal as having “a significant revisionary or normative component” (pg 7). 
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It is worth noting that we have good reason to prefer the analyses produced by 

Woodward’s and my pragmatic methodology over those produced by this common 

intuitive methodology. (I.e., our pragmatic methodology has ‘normative authority’ – see 

section 4.3.)  If we notice that counting a particular proposed explanation as good (or 

bad) would benefit us in the same ways that we regularly achieve benefits by categorizing 

other explanations as good (or bad), then we have practical reason to count this 

explanation as good (or bad), even if folk or scientific intuitions are not so sure.  

For example, for some time people mocked proposed explanations that attribute an 

item’s behavior to its irreducible dispositions thus to behave. Molière (1673) parodied 

such explanations by suggesting that one might equally explain a potion’s propensity to 

produce sleepiness by citing its ‘dormative virtue’. We now recognize that such mocking 

(at least sometimes) is misplaced. For it now seems likely that, at some level, we will 

posit things – e.g., quarks or superstrings – whose very nature it is to behave as they do. 

And we now recognize that, by appealing to such irreducible dispositions, we may 

produce explanations that do at least most of the work we call upon explanations to do. 

Let’s take another example that will play a central role in the next chapter. Even 

today, many people are reluctant to count evolutionary theories as explaining features of 

contemporary living organisms. These people have the intuition that surely living 

organisms’ complexity and adaptedness cannot be explained as resulting from a mindless 

process that gets its only innovations through random mutations. This intuition is wrong. 

As many people now recognize, and as I will argue below, evolutionary theories often do 
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deliver the things that we call upon explanations to deliver, and hence often do constitute 

good explanations for the traits of living organisms. 

I’ve just suggested that things capable of doing the characteristic jobs of explanations 

should count as good explanations, even in the face of contrary intuitions. The converse 

point holds as well. If we notice that a proposed explanation is not capable of doing the 

work we commonly call upon explanations to do, this gives us reason to question our 

intuitive assessment of it as a good explanation. E.g., Karl Popper (1963) gave a 

devastating critique of Adlerian psychology by observing that despite its much-touted 

“explanatory power” – its capacity to weave a plausible-sounding story around virtually 

any observation – Adlerian psychology wasn’t really delivering the sorts of things we 

normally get from other scientific explanations. In particular, it wasn’t able to predict in 

advance what observations would be made, nor did it offer any means for modifying 

which outcomes would occur. The intuitive satisfactoriness of Adler’s explanations was 

rightly trumped by Popper’s observation that these nice-sounding explanations fail to 

deliver many of the goods that scientific explanations are supposed to deliver. 

Many of us now see that many commonly held intuitions about explanations have 

turned out to be wrong. In the face of these errors, there is no obvious reason to think that 

our own current intuitions about explanations should be uniformly accurate. Hence, we 

can’t count on intuitions about particular cases to be the final arbiter between competing 

theories of explanation. When push comes to shove, we should instead count as ‘good 

explanations’ all and only those that have what it takes to do the work we call on 

explanations to do, regardless of contrary intuitions. 
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I am not suggesting that we completely ignore our intuitions about which 

explanations are good or bad. Our intuitions have been shaped, in large part, by our 

(collective) practical experience with proposed explanations that have successfully or not 

so successfully done the work we called upon them to do. This shaping process is likely 

to have made intuitions do reasonably well at detecting whether a proposed explanation 

can pull its weight, at least regarding the sorts of cases that we often encounter. Hence, 

our intuitions should provide at least some defeasible evidence regarding the goodness or 

badness of at least some proposed explanations. (See section 2.5.)   

Where an account of explanation departs from common intuitions, it is also 

reasonable to demand an explanation for why our intuitions should have gone wrong. 

E.g., in a case where people’s intuitions mistakenly count a proposed explanation as 

good, we might note that the proposed explanation does have some of the features of a 

good explanation, and given the difficulty of getting a proposed explanation in that area 

with even those features, it would be understandable that they should mistakenly count 

what they have gotten as good enough. And in the case where intuitions mistakenly reject 

good explanations, we might note that there are pragmatic, political, or historical reasons 

for people to be not especially interested in this sort of explanation, even if it does have a 

full suite of what would count as good-making features in other contexts. 

5.2. Causation and Interest Relativity 

I noted above that Woodward’s (2003) view of good explanations is a natural foil for 

my own, in part because we agree that we should seek an account that will allow us to 

continue to do the useful work that we have called upon a concept of good explanations 
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to do. Woodward and I also agree that one important sort of work that our concept of 

good explanation regularly does is to make available information that would help us to 

bring about various sorts of effects.  

 
[T]he distinguishing feature of causal explanations [is that they] furnish 
information that is potentially relevant to manipulation and control: they tell us 
how, if we were able to change the value of one or more variables, we could 
change the value of other variables. (Woodward 2003, pg 6) 

Hence, Woodward defends an account that is broadly similar to the one I will defend, 

and he thinks that this account can be justified via a methodology much like my own. In 

typical academic fashion, I will periodically emphasize the various points of difference 

between Woodward’s view and my own. While these differences are important, I should 

stress that they are largely outweighed by the important points of similarity between our 

approaches. Since many people have been favorably impressed by Woodward’s view, 

this by itself should be a vindication of the philosophical usefulness of some form of 

Pragmatic Conceptual Analysis. 

Woodward and I both would like an account of what makes many proposed scientific 

and everyday explanations count as good explanations, while others are not so good. One 

of our disagreements has to do with how broad the target class should be, or at least about 

which labels we should associate with it. Woodward suggests that we limit our 

consideration to ‘causal explanations’ that cite causes of things like the one being 

explained, and then he takes his central task to be to shed light upon the relevant notion 

of causation.  
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I set my sights more broadly, taking an interest in some proposed explanations that do 

not cite anything that I would be inclined to call a ‘cause’ of the explanandum. For 

instance, I think causes (almost always) precede their effects, but I think many good 

explanations cite things that do not precede their explananda. E.g., I think we can explain 

a statue’s current color in terms of its current chemical constitution. I will also propose 

that there is a limited class of cases where we get good explanatory mileage out of citing 

a side effect stemming from a (common) cause of the explanandum – see section 5.5.69    

One might diagnose this apparent disagreement as stemming (at least in part) from 

merely terminological disputes about what all we should count as ‘causes’ and/or as 

‘causal explanations’. I don’t want to get bogged down in such disputes here. Instead, I 

propose to bracket questions about what we should count as ‘causes’ and ‘causal 

explanations’, and instead try to focus on the question of what useful work is regularly 

being done by our distinguishing between ‘good explanations’ and ‘not-so-good 

explanations’. It may turn out that, in some large and natural class of cases, this useful 

work always involves citing ‘causes’ (in some extremely broad sense of the term), but 

that should be an interesting discovery, and not a trivial consequence of our selection of 

our analysandum. 

Woodward’s focus on causation leads him into a difficult position. On the one hand, 

it is commonly thought that the fact that C caused E (if C did cause E) should not be 

relative to any parameter involving the interests of any intended audience: if it’s true that 

                                                 
69 I also think that there is a natural way of extending my account of explanation to cases of mathematical 
explanation. To explain a mathematical fact is to show how it fits into a robust pattern where various 
parameters might be adjusted independently, thereby entailing corresponding other changes. However, I 
don’t think that this plausibly involves an extended notion of causation. 
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C caused E for one audience, then this should be true for any audience, regardless of their 

interests.70  On the other hand, it is commonly thought that whether a proposed 

explanation is good or not depends, in some sense, upon the interests of the audience for 

whom the explanation is proposed. What would be a good explanation for one sort of 

audience might not be such a good explanation for another. It should not be very 

surprising that our practice of categorizing explanations as good and bad should be 

successful, in part, because it regularly picks up on an appropriate sort of match between 

some proposed explanations and the practical interests of the people who would use those 

explanations. Hence, it shouldn’t be surprising if Woodward’s (and my) pragmatic 

methodology leads us to conclude that the goodness of a proposed explanation is relative 

to various parameters whose values, in particular applications, would be filled in by 

people’s practical interests.  

Since Woodward identifies giving explanations with citing causes, he is therefore 

pressed to try to find a single notion of causation that is both quite interest-relative (as a 

notion of explanation must be) and quite interest-independent (as a notion of causation 

apparently must be). Woodward stakes out a middle ground, proposing a notion of 

causation that involves relativization to some – but only some – unexpected parameters. 

                                                 
70 I, myself, would like to remain fairly neutral on the question of just how context-relative the truth of 
causal claims is. I do think that, in doing causal talk, we often take for granted certain background 
conditions, and which background conditions are taken for granted will help to determine which factors it is 
appropriate for us to point out as causes. (E.g., since oxygen is ubiquitous in our normal environment, we 
usually won’t cite it as a cause of fire; but in a context where we reasonably expect oxygen to be absent, we 
may certainly cite its presence as a cause of fire.)  However, it’s not clear whether this reflects semantic 
context-sensitivity in CAUSE (see, e.g., Knobe & Fraser, forthcoming), or a merely pragmatic fact about 
which causes are worth mentioning in different contexts (see, e.g., Lewis 1986). Even if one chooses the 
semantic option here, it is still far from clear that CAUSE should be semantically context-sensitive in 
precisely the same ways that GOOD EXPLANATION is semantically context-sensitive, and that, by itself, 
is problematic for Woodward. 
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For example, suppose that whenever Smith visits, Jones closes the door if Smith doesn’t 

push it closed first. Woodward says that, relative to the variable J of whether or not Jones 

pushes on the door himself, Smith’s pushing the door is a (contributing) cause of its being 

closed, but relative to a set of variables that does not include J, Smith’s pushing the door 

is not a (contributing) cause of its being closed.71  There is a real concern that 

Woodward’s middle ground will erode away on both sides – that it will provide an 

analysis of causation that is too interest-relative to be a plausible analysis of causation, 

and yet not sensitive enough to our interests to be a useful analysis of good explanation. I 

take it to be an advantage of my approach that it does not pre-judge the connection(s) 

between CAUSE and GOOD EXPLANATION and hence leaves us the flexibility to 

build into our analyses of each concept however much or little interest-relativity it takes 

to do the work that we commonly call upon that concept to do. 

It may be worth emphasizing that I am not suggesting a sort of relativism that is open-

ended or wildly subjective. I am proposing that we should be open to the possibility that 

the best account of good explanations will make the goodness of an explanation depend 

upon some parameters whose values, in particular applications, would normally be set by 

practical interests. For example, a detailed chemical description of human metabolism 

might involve a level of detail that is appropriate for professional chemists but not for the 

members of the local weight-watchers’ club. Relative to one desired level of detail, this 

                                                 
71 The following is my best shot at making this somewhat intuitive: “Given that Jones doesn’t touch the 
door, it must be Smith’s pushing that causes the door to be closed; but if we don’t imagine Jones’ behavior 
to be fixed, then regardless of what Smith does the door would end up closed anyway, so Smith’s behavior 
doesn’t really cause it to be closed.”  See Woodward (2003, pg 56). 
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may be a good explanation; relative to another it is not. I take it that these are wholly 

objective facts.  

As for the question of how many such parameters of relativization there are, this 

should be determined by doing an empirical study of how our practice of categorizing 

proposed explanations as ‘good’ and ‘not-so-good’ regularly delivers benefits. If this 

practice regularly delivers benefits by favoring explanations with levels of detail that are 

well-suited to the demands of particular contexts, then our analysis should probably 

somehow allow for a parameter that reflects this. If our usage does not commonly deliver 

benefits by differentially selecting explanations that are humorous, then our account of 

good explanations probably should not include parameters involving the sense of humor 

of the proposed audience. 

Other cases may be more problematic. For example, it wouldn’t surprise me 

(especially in the contemporary American political climate) to learn that, in a significant 

number of cases where people have benefited from categorizing proposed explanations as 

good or bad, these benefits arose because this practice helped people select proposed 

explanations that would be politically well-received. If so, then a full job-description of 

how our concept GOOD EXPLANATION has been working would need to note that the 

concept has been doing this sort of political work.  

One could bite the bullet here, and admit that political factors deserve a home in our 

final analysis of GOOD EXPLANATION.72  My preference, though, is to seek a 

                                                 
72 Even if we concede this, we might question whether we really want to fine-tune our shared concept of 
GOOD EXPLANATION to enable people to do their political dirty work more efficiently. We might 
instead be motivated to embrace a progressive stipulative revision that writes political factors out of our 
analysis.  
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legitimate ground for bracketing the merely political jobs this concept has done, thereby 

excluding political factors from our analysis. In section 3.5, I suggested that we might 

want to exclude those jobs that are ‘parasitic’ upon other jobs that a concept has regularly 

been doing. Given the strong political incentives at play in our culture, we would expect 

any concept whose primary job it is to select nicely informative explanations would also 

sometimes be used (or abused?) for mere political expediency. But, in contrast, those of 

us who are inclined towards cynicism would not expect it to be the case that any concept 

whose primary job it is to select politically expedient explanations would also happen to 

quite consistently select explanations that provide useful and accurate information. Given 

this asymmetry, it is plausible to bracket the merely political jobs that GOOD 

EXPLANATION has been doing, and instead to seek an analysis that preserves our 

ability to identify explanations that provide useful information. Such an analysis would 

do well to capture ‘what we were really aiming at’ in our use of the concept, and, 

realistically, even after we’ve adopted this analysis, the concept will surely continue to be 

abused for political purposes anyway. However hard we try to have our cake, politicians 

will eat it too. 

In summary, our analysis of GOOD EXPLANATION will probably need to allow for 

at least some sorts of interest relativity. We may determine a list of various interests that 

a good explanation might need to fit by looking at which interests explanations have 

needed to fit in order for our practices of categorizing only some of them as ‘good’ to 

yield benefits in the ways that they regularly have. We might eliminate some interests 

(e.g., an interest in political expedience) from this list if it turns out that they were 
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‘parasitic’ on others. No proposed explanation will be good, simpliciter. Instead a 

proposed explanation may be good relative to one way of weighting the various interests 

on this list, even while it is not so good relative to other weightings. 

This raises the question: Which interests belong on the list?  To answer this question, 

we’ll need to look at what we gain by counting certain proposed explanations as good. 

5.3. Why Call Some Explanations Good? 

I take it that the most important consequence of classifying some proposed 

explanations as good and some as not-so-good is that doing so helps to determine which 

proposed explanations we will retain and use, and which we will discard. Hence, we 

might as well ask about the jobs that good explanations do for us, for the primary work of 

our concept GOOD EXPLANATION is to find explanations that can do these jobs. 

There are many irrelevant things that we sometimes use explanations to do. Some 

explanations may impress, cajole, incite, entertain, bedazzle, or pacify. But these jobs are 

not distinctive of explanations, nor do they hold all that generally across all instances of 

explanation.73 

Perhaps more promisingly, explanations satisfy curiosity or alleviate surprise or 

puzzlement. These are indeed common effects of explanations, but they’re not the sorts 

of effects that in and of themselves make explanations worth having. Instead I think we 

should construe curiosity, surprise and puzzlement as psychological mechanisms that 

serve us well by way of making us seek explanations and the benefits they give.  

                                                 
73 More formally, all these jobs are ‘parasitic’ upon the more central information-providing jobs I will 
mention in a moment (see section 3.5). You would expect that any concept whose job it is to mark good 
sources of information would also happen sometimes do these other jobs, but not vice versa. 
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Good explanations are worth having not because they alleviate our discomfort with 

our ignorance, but instead because they alleviate our ignorance. More positively, good 

explanations are worth having because of the understanding they confer, because of the 

sorts of information that they make available. In particular, explanations provide 

information that is relevant to predicting, bringing about, and preventing situations that 

are relevantly like the one being explained. I call this feature of explanations 

Informativeness, and I attempt below to sketch how it is that good explanations go about 

being informative. 

In the literature about explanation, it is commonly suggested that the ‘explanations’ 

we normally offer one another are really explanatory sketches that contain a mere 

fraction of the details that a real or complete explanation would have to contain. (e.g., 

Hempel 1965, Railton 1981). The thought is that a complete explanation would need to 

give something like the full causal history of an explanandum, or a full derivation of it 

from natural laws and initial conditions. This fractional sketch view effectively holds that 

informativeness is the sole criterion that good explanations must strive to meet. There are 

two important senses in which the fractional sketch view is right, but also a sense in 

which it is deeply mistaken.  

The fractional sketch view is right that, often enough, we do count on our 

explanations to make accurate information available, to guide our occasional quests for 

additional details about the explanandum in particular, about the pattern(s) offered in 

explanation of it, or about practical ways of interacting with such things. And the 

fractional sketch view is also right that we often take a lot for granted in giving our 
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explanations. We count on our listeners’ interpretive skills and background knowledge to 

connect together the parts we explicitly state, and we count on their willingness to ask for 

more details when they would be interested in having them.  

But the fractional sketch view is mistaken in thinking that it is merely pragmatic 

constraints like our lack of breath that make us usually give such short explanations. It is 

not an accidental feature of our explanations that they are often short. Instead, their 

brevity is often essential to their successful performance of their job. We count on 

explanations to abstract away from irrelevant details and call our attention to those 

features that are most relevant. We count on explanations to show us where the relevant 

forests lie, and not to obscure them in a catalog of trees. Our explanations are so often 

brief precisely because their brevity allows them to privilege what makes a difference to 

things like the one being explained. I call this feature of explanation abstractness, and 

say much more about it below. 

Abstractness and informativeness together call upon our explanations to be pithy and 

loquacious at the same time. How can an explanation possibly do this?  The answer is 

that a good explanation has the structure of a hyper-linked document. It displays 

prominently a clear and abstract depiction of some relevant pattern(s) of which the 

explanandum is an instance, but it also provides unobtrusive hyper-links to various sorts 

of further information that are naturally related to this pattern, making this information be 

readily available when needed. 

These days, many explanations literally are hyper-linked documents available 

through the internet. But this same structure was present long before the internet. 
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Academic writings have long used footnotes and parenthetical citations to provide 

unobtrusive links to further information. In their own ways, human psychology and 

natural language serve this purpose as well. Suppose I explain the sweet flavor of my 

spaghetti sauce by saying that heating tomatoes tends to denature the proteins they 

contain, turning these proteins into sugars. My mentioning of ‘heating’ makes available 

to you much information that your psychology has hyper-linked – the more traditional 

psychological term is ‘associated’ – with your concept of heating, including practical 

information about how you might heat (or avoid heating) things yourself. In addition, my 

mentioning ‘denatured proteins’ effectively provided you with a linguistic hyper-link – if 

you want more information about the sorts of processes I mentioned, all you need to do is 

go ask someone about ‘denatured proteins’.  

We can now see the initial shape that a job description for GOOD EXPLANATION 

should take. This concept is supposed to select those explanations that have the structure 

of a good hyper-linked document – explanations which show in a prominent way how 

their explananda fit into appropriate abstract patterns, and which provide hyperlinks to 

the right sorts of practical and theoretical information. In the following sections, we will 

look first at the abstract patterns that occupy the front pages of good explanations, and 

then at the practical and theoretical information that are made available by hyperlinks 

from this front page. 

5.4. Abstract Patterns 

Successful explanations squint at the world, relegating many irrelevant details to the 

background, and pulling forward one or more robust patterns in the world as being 
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especially relevant to the thing being explained. In this section, I will be concerned 

primarily with this highlighted foreground. In the next section I will consider the sorts of 

background features that must lie, hyper-linked, behind the foreground if an explanation 

is to be successful in a normal way. 

It is quite intuitive to think of good explanations as showing that their explananda are 

not just isolated coincidences, but instead fit into robust patterns in the world. For 

example, Wesley Salmon writes:  

“[The world is endowed] with patterns that can be discovered by scientific 
investigation…  To explain an event … is to fit [it] into a discernible pattern” 
(Salmon 1984, pg 17). 

The notion of pattern that I have in mind is quite intuitive. It is a pattern that 

whenever Jones comes home late from work, he calls home first. It is a pattern that my 

favorite café is busy on weekends and not on weekdays. Patterns may naturally be 

represented as lists of ‘conditionals’, e.g., as follows: 

Weekday Slow 

Weekend  Busy 

A pattern specifies for each of its antecedent properties (or A-properties), a 

corresponding set of one or more consequent properties, (C-properties) that might be co-

instantiated with that A-property without violating the pattern.  

We may also think of more complicated patterns that incorporate highly relevant sorts 

of statistical information. A pattern might indicate, for each A-property, how probable the 

occurrence of that A-property would be (in some relevant domain). And a pattern might 
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associate an A-property to a probability distribution across various C-properties. For 

example, here is a pattern displayed by days in Tucson: 

 

Sunny (common)   No rain  

Light Clouds (unusual) {

 

Perhaps rain 

Probably no rain 

 

Heavy Clouds (rare) {
Probably rain 

Perhaps no rain 

 

Rather than talking about sets of A- or C-properties, Woodward (2003) talks about 

variables each of which might take one or another A- or C-property as its value. And, 

rather than talking about ‘patterns’ linking these variables, he instead talks about 

invariant relationships between them, relationships that might sometimes be spelled out 

as mathematical equations. For most purposes, one may easily translate between 

Woodward’s talk of invariant relationships among variables and my talk of patterns 

linking A- and C-properties. Woodward’s formalism may have the advantage of making 

it easier to talk about complex patterns involving various intermediate 

properties/variables. My formalism arguably does better to capture the intuitive idea that 

good explanations show how their explananda are not just isolated flukes, but instead fit 

into a larger pattern. 
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A good explanation can’t display just any pattern. Instead, it must display a pattern 

that is fairly simple, fairly natural, and fairly robustly displayed by lots of things in the 

world. This constraint may be articulated as follows. 

Abstractness – A good explanation must display its explanandum as a  
C-property in some pattern P, and it must specify (at least implicitly) a domain D 
of items that should display this pattern. Ceteris paribus, an explanation will be 
better the simpler P is, the more natural P is, the larger and more natural D is, and 
the fewer members of D violate P. In slogan form, simplicity, naturalness, 
generality, and fit are all good-making features in explanations. 

In stating Abstractness, I appealed to notions of ‘simplicity’ and ‘naturalness’. I have 

in mind here the familiar notion of ‘simplicity’ that often arises in science and 

metaphysics, and the notion of ‘naturalness’ proposed by Lewis (1983b). I don’t have a 

particular account to offer regarding either of these notions. Instead I’ll presume that 

these notions are familiar enough from other contexts that I can safely employ them here, 

while leaving the hard work of formalizing them to other theorists. 

One might think that appeals to ‘simplicity’ and ‘naturalness’ are required in order to 

rule out explanations that link together arbitrary gerrymandered properties. E.g., it might 

be an exceptionless pattern that none of Hilary’s favorite objects ever goes through this 

hole on a Tuesday, but this pattern clearly would not be a good explanation of this 

particular peg’s failure to fit through this particular hole. One might reasonably hope that 

many such gerrymandered explanations will be deemed ‘bad explanations’ by the 

requirements for practical and theoretical informativeness discussed below. But, even 

when we limit our attention to patterns that do sustain appropriate practical interventions, 

and that do admit good theoretical accounts for their robustness, it still may be that some 

of these patterns highlight simpler or more natural dependencies among properties in the 
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world. Abstractness highlights the fact that (ceteris paribus) simpler and more natural 

patterns are better-suited to doing the sorts of work that we call upon good explanations 

to do. 

One classic illustration comes from Hilary Putnam (1973b). Why won’t this square 

peg fit through this round hole?  A good explanation might note that the peg has two 

points on its face that are further apart from one another than the diameter of the hole, 

and that it is a robust pattern that whenever a rigid peg is pushed straight towards a hole 

in a rigid barrier, and the peg contains two points in a cross-section that are further apart 

than the two furthest apart points in the hole, the peg somehow collides with the barrier. 

This explanation depicts the explanandum (namely our failure to fit the peg through the 

hole) as one instance of a general pattern linking certain features of pegs to the potential 

of those pegs to pass through certain sorts of holes. This pattern is quite simple, and it 

relates very natural properties of pegs and holes (properties like the furthest distance 

between points in a cross-section). This pattern is displayed, with very few exceptions, 

across a quite broad domain of pegs and holes, of diverse sizes and diverse material 

constitutions.  

In contrast, an explanation in terms of all the particular collisions that this peg might 

make with this hole would be quite complex, and might apply only to a narrow domain of 

pegs and holes quite similar to these ones. In some unusual contexts we might demand an 

explanation that captures this fine-grained level of detail, but in most contexts we instead 

do much better with more abstract explanations like the one proposed above. A good 

analysis of GOOD EXPLANATION must allow us to capture the fact that we often count 
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upon good explanations to highlight patterns that are really important for present 

purposes.  

Abstractness allows for this flexibility by noting increases in simplicity, naturalness, 

generality, and/or fit all tend to make explanations better, but remaining silent about how 

we should resolve potential trade-offs between these different good-making features. In 

ordinary contexts, the abstract explanation presented above fits the world as well as we 

want, and we could not achieve a much greater fit without unacceptable losses in 

simplicity, naturalness or generality. Hence, this abstract explanation is about as good as 

it gets in ordinary contexts. In an unusual context where we demand a very high degree 

of fit between the details of our explanation and detailed goings-on in the world, we 

might need to make the tradeoffs in a different way – sacrificing simplicity and generality 

in order to get an explanation that fits the fine-grained details of this particular peg. 74 

We have just seen some trade-offs between the different good-making features 

involving the abstract pattern on the front page of an explanation. We’ll soon see that 

there are many more potential trade-offs between these features and the good-making 

features involving the hyper-linked background information that good explanations are 

supposed to provide. 

                                                 
74 There may be many intermediate ways of making this trade-off. For example, suppose we want an 
explanation that provides enough generality and fit to account not only for square pegs and round holes, but 
also for the case of a circular peg with 3” radius and a rectangular hole with dimensions 1” x 5” – i.e., for 
the case of a circular peg and a line-shaped hole. This peg does not contain any pair of points on its face 
that, by themselves, disqualify it from passing through this hole. Hence, as far as the abstract pattern cited 
above is concerned, this peg might or might not be able to pass through the hole. In order to account for 
why it can’t, we’ll somehow need to make our abstract explanation more complex, but we needn’t resort to 
an enumeration of all the possible collisions between this particular peg and this particular hole. 
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5.5. Practical Informativeness 

Suppose we ask why this X had feature Y. (Why did that guy’s hair fall out? Why did 

this computer just crash?  Why was that flash of light followed by a thunderous rumble?)  

Consider the following answer:  “Because most X’s have Y.”  (Most men in his family go 

bald. That computer crashes all the time. Most flashes of light come with thunderous 

rumbles.) Presuming that this answer is correct, how good of an explanation is it?  This 

answer does at least some of the work that good explanations do – it reveals that the 

explanandum is not some strange coincidence or anomaly, but instead is an instance of a 

general pattern that is simple and robust. But this proposed explanation also fails to do 

much that we normally call upon explanations to do – e.g., to shed light upon questions 

about why it should be that so many X’s have Y, and about what we might do to 

influence which things have Y. I’ll leave theoretical information (like the account for 

why most X’s would do Y) to the next section. In this section, I’ll focus on practical 

information.  

One problem with explaining thunder by noting that whenever there’s a flash there’s 

thunder is that there is no natural way of linking this robust pattern to recipes for 

affecting its C-properties (thunderous sounds) by way of affecting its A-properties 

(flashes of light). The idea of considering causal/explanatory relations in terms of recipes 

may be traced to Douglas Gasking (1955; though see also Collingwood 1940, and von 

Wright 1971). We have general recipes for producing and affecting light. We can 

produce flashes of light with a flash bulb. We can use mirrors to reflect light or thick 
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clouds to absorb it. However, we know that these recipes are of little use in creating or 

modifying thunderous sounds.  

In contrast, we also have recipes for producing, modifying, and preventing electrical 

discharges. Even though we can’t yet do anything on the scale of lightning, we can use 

our recipes to create various modest flashes and various modest bursts of sound. And 

furthermore, our theories also assure us that various partial recipes for producing thunder 

would be good ones – if we could produce very large differences in electrical potential, 

then we could thereby produce thunder, and if we could affect which paths the electrical 

discharge would take (e.g., by putting a significant amount of conductive material along 

one potential path) we could thereby affect the location of the thunder. 

This suggests the following criterion:  

Practical Informativeness – a robust pattern will be more explanatory the greater 
the extent to which it is accompanied by workable (but perhaps partial) recipes for 
producing or modifying the pattern’s C-properties by way of producing or 
modifying instantiations of its A-properties. 

On the face of it, there is a strong connection between recipes and causation, and 

hence between Practical Informativeness and the popular view that a good explanation 

must cite a cause of its explanandum (Salmon 1984). On such a causal theory of 

explanation, the problem with explaining thunder in terms of flashes of light is that the 

flashes are not a cause of the thunder, but instead a mere side effect produced by their 

common cause. I agree that one common way of achieving Practical Informativeness is 

by citing a causally robust pattern – one such that instantiations of its A-properties 

regularly cause instantiations of corresponding C-properties. This makes it 

understandable that causal theories of explanation have seemed intuitively attractive. 
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However, I deny that causally robust patterns are the only robust patterns that can be 

explanatory.75 

For example, a few minutes ago, I gently tossed a marble into an empty salad bowl. 

Why does the marble now rest at the middle of the bowl?  A good explanation notes that 

it is robust pattern that a rolling sphere pulled by gravity and gradually slowed by friction 

will eventually come to rest at a locally minimal altitude, and the only local minimum in 

the bowl is at its middle. We might profitably supplement this explanation with some 

theoretical information about why this pattern is robust (friction guarantees that the 

rolling sphere must come to rest at some point, while the pull of gravity ensures that the 

sphere won’t stay at rest at a point that is not a local minimum). But, at least in most 

circumstances, it would not help this explanation if we added to it (in any prominent way) 

a further specification of the path that my marble actually took or of the particular forces 

that acted upon it along the way. These additions would make the explanation worse, by 

adulterating it with details that didn’t make a difference to what happened – it doesn’t 

matter that the marble experienced precisely these causes or that it took precisely this 

path, for any other nearby causes and any nearby path would have served just as well.  

This case fits poorly with traditional causal theories of explanation, for the particular 

causes of the marble’s position do not deserve any prominent place in a good explanation 

                                                 
75 It is worth noting that causally robust patterns also are not sufficient for good explanations. For one thing, 
a good explanation must also satisfy Abstractness and Theoretical Informativeness. For another thing, not 
all causes of an explanandum provide effective means for manipulating that explanandum. For example, in 
cases of preemption, C both prevents D from causing E, and causes E itself. Simply citing the fact that C 
caused E would be a poor explanation of E, for (given the presence of D) manipulating C is not a good way 
of manipulating E. E.g., I once rode my bike to campus in a failed attempt to attend a seminar that I had 
forgotten was cancelled. Had I not ridden my bike to campus, I would have walked. Even though my bike 
clearly played a causal role in bringing about my presence on campus, it still deserves no prominent place 
in an ordinary good explanation of my presence there. 
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of its position. In contrast, suppose that we intervene upon the bowl to change its local 

minimum – e.g., suppose we tilt the bowl. Now, this is an effective recipe for thereby 

altering where the marble (eventually) rests. Hence this case fits nicely with my account, 

which effectively replaces the demand that good explanations cite actual causes with a 

demand that good explanations provide hyper-links to potential recipes for intervention.  

Many other relevant examples fall in the categories that Aristotle would have called 

“material” and “formal” explanations. Why is the Statue of Liberty a bluish green?  

Because its surface is composed of copper salts (e.g., malachite, azurite), and it is a 

robust pattern that these salts are blue or green. Why is it that for any two atoms that are 

both bonded to a third atom in this molecule, those three atoms form an angle of either 

108 degrees or 120 degrees?  Because this molecule is a C60 buckyball; it is a robust 

pattern that C60 buckyballs stably have the (approximate) form of regularly truncated 

dodecahedrons (i.e., the polygon pattern commonly seen on soccer balls); the faces of 

regularly truncated dodecahedrons are all regular pentagons or regular hexagons; and the 

internal angles in regular pentagons and regular hexagons are 108 degrees and 120 

degrees respectively. 

These explanations point out robust synchronic relations (e.g., the robust relation 

between being having a surface composed of copper salts at a given time and being a 

bluish green at that time). In contrast, causal relations are diachronic – causes temporally 

precede their effects. Hence these explanations aren’t causal. However, they do satisfy 

practical informativeness. If we were to follow recipes for modifying the chemical 

composition of the Statue of Liberty, we could thereby change its color. And if we could 
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follow recipes for replacing atoms in a buckyball (e.g., by replacing a carbon atom with a 

silicon atom), we could thereby change the angles on its faces. Hence these good 

explanations satisfy practical informativeness, but not the causal theory’s demand that all 

explanatory patterns be causally robust. 

There are also cases where robust patterns involving common causes may (arguably) 

play a central role in good explanations. Suppose, for example, that someone proposes to 

explain the increase in Earth’s greenhouse gases through human history by noting the 

robust pattern linking these increases to the increasing distances that marketable goods 

have been transported, where at each stage in history, goods-movement has been 

primarily fueled by some polluting process or other, be it metabolosis in humans or 

beasts of burden, or burning of coal or gasoline. This proposed explanation, if true, would 

be a good explanation, despite the fact that it proposes to explain increases in pollution 

by noting their robust linkage to something that shares a set of common causes with these 

increases – the chemical processes that have caused our goods to move have also caused 

the release of greenhouse gases.76   

Why does this common-causal explanation work when others fail?  The answer is that 

we all know recipes for modifying, if only in a small way, the amount of distance goods 

are transported:  we can ship things ourselves, or we can choose to boycott foreign goods. 

The proposed explanation provides (or at least hints at) a guarantee that such recipes for 

                                                 
76 One might be inclined to say that really it is our increasing desires to move goods and not their actual 
movement that explains (causally) the increase in greenhouse gases. Or one might suggest that when some 
firms ship goods further in a way that cuts costs, this causes other firms to burn more fuel to keep up and 
thereby it causes a later increase in pollution. I agree that one might give explanations like these, and that 
such explanations (if true) would be reasonably good ones. But the potential for giving such explanations 
does not alter the fact that the simpler explanation given above is also good (and in many ways better than 
these alternatives). 
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affecting A-properties would thereby allow us to affect the C-properties (because such 

recipes call upon us to affect the A-properties by affecting the common causes). Because 

of this influencability, we count distance of goods-movement as explanatorily relevant to 

greenhouse emissions.77 

Here’s another example with the same structure. It is fairly plausible to explain my 

differing degrees of back pain on different days by noting a robust pattern linking the 

number of pages that this manuscript lengthens on a given day to the amount of back pain 

I feel that day. Notice though that the pages of my manuscript don’t actually cause my 

back pain. Instead the pages of text are a side-effect of a common cause, something like 

an intention to type, which itself causes the poor posture which causes the pain. Still, the 

pattern linking pages and pain does sustain practical interventions – any ordinary recipe 

for altering the number of pages that I add to the manuscript would also be a recipe for 

affecting my back pain. Hence, this pattern delivers the sorts of useful information that 

we want from an explanation (of this level of simplicity), so it makes sense that it should 

strike us as a fairly good explanation. 

This highlights another difference between me and Woodward (2003). Woodward 

went to great pains (especially if his posture was like mine) to define a manipulist notion 

of causation that would not count one effect of a common cause (e.g., the pages of 

                                                 
77 We may imagine a strange world in which flashes of light would count as explanations of thunder, 
despite their having a common cause. Imagine a race of gods which engage in various activities that 
produce flashes of light – they create lightning bolts, mix explosive potions, and flashily exorcise demons. 
Suppose also that each of these methods also regularly produces a rumbling sound. These creatures might 
appropriately explain increasing levels of noise pollution in terms of increasing amounts of flashes. ???  
[intuitively, it helps if they do these things for the flashes, rather than for the other effects. This may be a 
ground for worrying that, in all these cases, the explanation is really drawing upon the causally robust 
pattern that desires for flashes regularly cause rumbling sounds.???] 
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typing) as a cause of an independent effect (the pain). Of course, I think this is right – the 

pages don’t cause the pain. What Woodward and I disagree about is whether these pages 

might be cited (not as a cause but) as a good explanation of the pain. Since Woodward 

thinks a good explanation must cite causes, he wouldn’t think this would be a good 

explanation; instead he would insist that a good explanation of the pain would mention 

my posture but not the pages of typing themselves. I agree that there can be more 

complicated good explanations; but I also think the simpler explanation in terms of a 

common effect is also fairly good in its own right. In particular it does what we call upon 

good explanations do: it fits my pain into a robust pattern, and it offers me an effective 

handle for influencing how much pain I will experience. Given Woodward’s pragmatic 

methodology, it seems that he, too, should be willing to admit that this explanation is 

pretty good.  

One might worry that Practical Informativeness places too strong a restriction. Surely 

there are events – e.g., meteorological or astro-physical events – which we have no 

recipes for influencing, but which we nevertheless can explain. There are two general 

strategies for defusing this worry. 

First, when we offer explanations of such inaccessible events, we often do so by 

depicting them as instances of general sorts of processes which we can and do influence. 

I have already noted that we explain lightning as a much larger-scale instance of the 

modest electrical discharges that we can produce.78  Similarly, we understand many other 

                                                 
78 This may not be the best example for the objector. In fact we can do a few things to prompt real full-
fledged lightning (the launch of Apollo XII through clouds did so, as have test detonations of nuclear 
weapons) or to avert it (launching rockets with trailing wires may defuse differences in electrical potential 
before they resolve themselves as lightning). But even if we didn’t have these few recipes, explaining 
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meteorological and astro-physical phenomena as large scale versions of processes that we 

can generate on a much scaller scale in the laboratory. 

Second, when we propose explanations in terms of processes that we have no 

practical way of influencing, we usually do so in a context where we have scientific 

theories that assure us of the adequacy of certain partial recipes. Even if the sort of 

nuclear fusion that fuels our sun requires sustained temperatures and pressures that we 

can’t currently produce, our theories assure us that if we could produce such temperatures 

and pressures (and other appropriate conditions) then we could thereby produce energy 

by fusion in the way that the sun does. And even though we have no way to produce or 

alter conditions that are at all like the early seconds of our universe, our theories assure us 

that if we could somehow produce certain changes in such a system, then we could 

thereby produce certain consequences.79 

Partial recipes are better than nothing, as are full recipes that work only in limited 

domains. But better still are explanations that provide hyper-links to full recipes for 

bringing about any C-property by way of influencing the corresponding A-properties. 

5.6. Theoretical Informativeness 

Practical Informativeness requires that a good explanation offer hyper-links to 

practical recipes. This is clearly not enough. For, we might notice a robust regularity that 

                                                                                                                                                 
lightning in terms of electrical discharges would still be practically informative regarding the more modest 
electrical discharges that we know well how to modify. 
79 One might worry that our best analysis of counterfactuals might turn out to depend upon a notion of 
relative goodness of explanation. If so, this might thwart an attempt to provide a reductive analysis of 
GOOD EXPLANATION in terms of fully independent concepts. Although I take reductive analysis to be 
an admirable goal, a non-reductive analysis might still shed much useful light on questions regarding the 
relative goodness of various proposed explanations. 
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enables us to use recipes to bring about desirable results and yet we might naturally 

wonder why our recipes yield such results. One way in which good explanations regularly 

deliver benefits is by offering hyper-links to good answers to such questions.  

Theoretical Informativeness – Ceteris paribus, a pattern will be a better 
explanation the greater the extent to which it is hyper-linked to appropriate 
scientific accounts of both 

(1) the instantiation of the antecedent property corresponding to the 
explanandum, and 

(2) the pattern’s robustness, where this account must be accurate about 
both (a) instances of the pattern in general, and (b) the explanandum in 
particular.  

We may use examples to motivate the thought that we often do call upon good 

explanations to provide these sorts of theoretical information. A doctor might explain her 

patient’s symptoms as being the consequence a rare viral infection, but this explanation 

will be even better if (1) it also provides a link to an accurate account of how the patient 

came to be infected. 

Many folk medical traditions have captured robust patterns involving the causes and 

treatments for various symptoms, and have developed useful recipes capitalizing upon 

these patterns. However, such traditions often give bad explanations, not for lack of 

accounts for various patterns’ robustness – they do offer accounts in terms of evil spirits 

and the like – but instead because they fail (2a) to give accounts that are right. And it’s 

not enough to give an accurate general account of a pattern’s robustness. The account 

also needs (2b) to get the particular explanandum right. Even if a doctor offers a 

perfectly accurate account of the robustness of patterns surrounding measles, she will 
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have given a bad explanation of her patient’s symptoms if what her patient has is chicken 

pox and not measles. 

One might worry that my term ‘scientific account’ might turn out to be an oblique 

way of referring to ‘scientific explanation’, and hence that my analysis of scientific 

explanation might turn out to be both circular and subject to a vicious regress. It would be 

circular because it smuggles into the proposed analysis the very notion that we have set 

out to analyze. And it would be subject to a vicious regress because it requires that, for 

every scientific explanation there must be some further explanation underlying it. 

I concede that there are deep links between the notion of ‘scientific account’ needed 

here and a general notion of ‘scientific explanation’. In many cases, a ‘scientific account’ 

for the robustness of a given pattern will itself be a scientific explanation of the fact that 

the world robustly displays that pattern, and this explanation will need to contain hyper-

links to even further explanations.  

However, it is not the case that every scientific account must itself be an explanation. 

In some cases, a perfectly appropriate scientific account for a robust pattern would say 

only that it is an irreducible law of nature that that pattern will be displayed. When a 

series of explanations reaches this level, it has bottomed out at a foundation, and the 

regress has stopped.  

In other cases, an appropriate ‘scientific account’ for a robust pattern would honestly 

admit that we just don’t know why this pattern is robust. Such an account might provide 

the evidence we have for thinking that the pattern does obtain robustly, and it might 

mention some plausible speculations regarding why this would be. When a series of 
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explanations stalls out in this way (as indeed most of our current explanations would), 

this may count slightly against the goodness of the explanation that headed the series, but 

it certainly need not mean that this head explanation is not at all good. For this head 

explanation and many of its subsidiaries might still be picking out useful robust patterns, 

and correctly accounting for their robustness.  

This handles the worry about regress. In fact, any series of explanations we might 

produce will be one which eventually bottoms out in ignorance or brute natural law. 

What about the worry about circularity?  There are standard methods for formalizing 

‘implicit definitions’ for terms. We might say that explanations are things of that unique 

sort of thing of which the various things I say about ‘explanations’ (including my claims 

about the hyper-links joining various ones of them) are all true (Lewis 1970). Or we 

might offer a recursive definition of the class of explanations, specifying that it includes 

those things meeting the other criteria I describe that either have hyper-links to scientific 

accounts that don’t themselves involve explanations or else have hyper-links to things 

that independently qualify as members of the class. Either of these strategies can be 

naturally applied to the ‘implicit definitions’ I give, and would circumvent the circularity 

worry.  

5.7. Conclusion 

In the preceding sections, we’ve identified a number of good-making features of 

explanations: Abstractness (displaying the explanandum as a simple, natural, general, 

pattern that robustly fits the world), Theoretical Informativeness (providing links to 

appropriate accounts for robustness of this pattern, and for how the explanandum arose 
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within it), and Practical Informativeness (providing links to appropriate recipes for 

intervention). Other things being equal, improving any of these features will make for a 

better explanation. 

But other things often aren’t equal – improvements in one good-making feature often 

can come only with sacrifices in another. For example, we saw above (section 5.4) that 

we sometimes need to sacrifice simplicity or generality to find an explanation that 

robustly fits fine-grained details of the phenomena in question. Simplicity and generality 

are also often in tension with our desire for practically informative recipes or our desire 

for good theoretical accounts for why a pattern would hold. And relaxing our demand for 

patterns that can sustain practical interventions may make it easier to find patterns which 

closely fit the phenomena, or whose robustness we can account for theoretically.  

My proposed analysis does not legislate how we should make these many trade-offs. 

In some contexts we want an explanation that provides a detailed fit to the phenomena. In 

other contexts, we want an explanation that offers a great deal of practical control over 

events in question. In yet other contexts, we are especially concerned with showing how 

various phenomena can be subsumed under patterns that are quite general or well-

understood. And very often, there are limits on how complex a proposed explanation 

might be and still serve our purposes.  

To a first approximation, we may think of different contexts as providing different 

weightings for the good-making features listed above. Relative to one context, simplicity 

might count heavily towards the goodness of a proposed explanation, even while, relative 

to another context fit is much more important. 
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Another sort of interest-relativity has to do with which consequent properties would 

need to be included in a proposed explanation. In many contexts, it is (either explicitly or 

implicitly) clear that we want an explanation that shows why the explanandum occurred 

rather than some particular alternative consequent property. (This feature is often 

discussed under the heading ‘the contrastive nature of explanation’.) E.g., to explain why 

I’m standing under these trees rather than in the sun, we might note that I like to stand 

where it’s cooler. But to explain why I’m standing under these trees rather than staying 

at home, we would instead need to note that I’m waiting to buy concert-tickets. Relative 

to contexts where the intended contrast is clear, an explanation can count as good only if 

it provides that contrast. Relative to many other contexts, it is left open which contrasts a 

good explanation might provide. E.g., we sometimes ask “Why in the world are you 

doing that?” without knowing what the relevant contrasting possibilities might be. 

There is a similar sort of context-sensitivity involving which antecedent properties 

need to be included in proposed explanation. In some contexts, it is (either explicitly or 

implicitly) clear that an explanation is supposed to show how various consequent 

properties, including the explanandum, depend upon a certain sort of antecedent 

property. E.g., to take a classic example, highway engineers may wish to show how a 

particular accident fits into robust statistical patterns involving sharpness of curves and 

steepness of hills, while automobile designers might wish to show how the same accident 

fits into robust statistical patterns involving the performance of different braking systems. 

Other contexts might leave open which antecedent properties should appear in an 

explanation. E.g., the statue’s greenish color might be equally explainable in terms of the 
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fact that it is composed of copper salts, or in terms of the sculptor’s desire to produce 

something green. 

In summary, I have proposed that a good explanation has the structure of a hyper-

linked document. On the front page, it displays a robust pattern linking various 

A-properties to various C-properties, where the explanandum is itself an instance of one 

of the C-properties. A good explanation offers hyperlinks to both practical recipes for 

bringing about C-properties by way of bringing about corresponding A-properties and 

accurate theoretical accounts regarding why the front-page pattern should be robust, and 

regarding what was going on in the case of the explanandum in particular. Relative to 

different contexts, the different good-making features of an explanation might be 

weighted differently, thereby allowing that different explanations for the same 

explanandum might each be quite good, but in different ways. 
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CHAPTER 6. THE EXPLANATORY VALUE OF CONTENT 
ATTRIBUTIONS 

 

In this chapter, I consider the question of whether success-linked theories of 

content – theories which posit a constitutive link between representational content and 

behavioral success – are consistent with the plausible claim that we can use content-

attributions to explain behavioral success. Two existing arguments hold that these are 

inconsistent. First, Peter Godfrey-Smith (1996) argues that success-linked notions of 

content are too closely linked to success to be able to explain it. And second, Jerry Fodor 

(1987) argues that success-linked theories make content too wide to be able to explain 

success. Against these arguments, I present a plausible account of how content-

attributions make available good explanations of behavioral success, and argue that if we 

want our content-attributions to be able to do this explanatory work, then we actually 

need to embrace a success-linked theory of content. 

This work is related to Pragmatic Conceptual Analysis in three ways.  

First, suppose that we, as philosophers of mind, set out to analyze our shared concepts 

of representational content and of contentful states like belief and knowledge. Pragmatic 

Conceptual Analysis proposes that we do this by attending to the sorts of work that these 

concepts do for us. It’s quite plausible that one sort of work these concepts regularly do is 

to make available explanations of behavioral success. Hence, determining which 

theoretical notions are suited to doing this sort of work would be an important step in 
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applying Pragmatic Conceptual Analysis to these concepts. Hence this chapter will give 

us another opportunity to see Pragmatic Conceptual Analysis in action. 

Second, but relatedly, there is still a worrisome gap in the bootstrapping argument 

presented in Chapter 4. There, I argued that a notion of pragmatic meaning defined in 

terms of pursuit-worthy benefits would do well to guide our application of our concepts, 

and I took this to weigh in favor of adopting this notion as our explication of CONCEPT-

MEANING. However, I admitted that attributions of concept-meaning regularly do 

another important sort of work: they help us to explain and predict the behavior of 

concept-users. This opened the question of whether the same notion of pragmatic 

meaning would also be able to perform this explanatory work, or whether we might need 

to adopt some alternative explication of CONCEPT-MEANING to do this work. We are 

now in a position to answer this question, by drawing upon the general account of good 

explanations proposed in Chapter 5. 

And third, Pragmatic Conceptual Analysis itself embodies a success-linked theory of 

content – it holds that the meaning of a concept depends upon how that concept has 

successfully delivered benefits. Hence, Fodor’s and Godfrey-Smith’s arguments pose a 

potential threat to Pragmatic Conceptual Analysis. This chapter aims to avert that threat. 

6.1. Introduction 

One of my adversaries in this chapter is Peter Godfrey-Smith (1996). Godfrey-Smith 

and I agree that attributions of representational content often help us to explain 

behavioral success and behavioral failure.  
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[It is] possible to give a certain type of explanation for the success of behavior:  
Jake arrived safely because he knew the lie of the land. He thought the quicksand 
was to the right, and that is where it was. (Godfrey-Smith, 1996, pg. 172).  

Godfrey-Smith and I disagree about whether or not this plausible view is compatible with 
success-linked theories of content, which Godfrey-Smith characterizes as follows: 

The relevant common feature of [success-linked theories of content] is their 
making some link between an inner [representational] state and behavioral 
success constitutive, or partially constitutive, of the state’s having a particular 
truth condition (Godfrey-Smith, 1996, pg 178). 

Success-linked theories of content are defended by William James (1906), Frank Ramsey 
(1927), Ruth Millikan (1984), Anthony Appiah (1986), David Papineau (1987), Fred 
Dretske (1988), Jamie Whyte (1990), and Simon Blackburn (2005), not to mention my 
own work in this dissertation. Given this long list of advocates, it is an interesting 
question whether such theories are compatible with the plausible view that content 
attributions help us to explain success. Godfrey-Smith thinks that if we want content 
attributions to play this explanatory role, then we must reject all success-linked theories 
of content. I will argue that, on the contrary, if we want content-attributions to play this 
role, we actually must accept a success-linked theory of content.  

Success-linked theories take there to be a constitutive link between content and 

success. This link ensures that content at least involves something relevant to success. 

This might seem to bode well for our using it to explain success. But, on the other hand, 

one might worry that this link actually disqualifies success-linked notions of content from 

doing this sort of explanatory work. Just as some political tasks require a political 

outsider, many explanatory tasks seem to require that the proffered explanation be 

conceptually independent of the thing being explained. Since success-linked notions of 

content are conceptual cronies of success, they seem poorly suited to explain it.80 This is 

the core of Godfrey-Smith’s objection.  

                                                 
80 I’m not entirely convinced that we should always disqualify any proposed explanation that employs a 
crony of its explanandum. I’m inclined to think that, if the crony is embedded in a framework that is rich 
and informative enough, then the framework might still constitute a good explanation. However, we 
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Godfrey-Smith’s argument runs parallel to an argument posed by Jerry Fodor (1987) 

against wide theories of content – theories which hold that the content of a 

representational token is determined in part by factors aside from the current internal 

state of the representational system in which that token occurs. Like Godfrey-Smith and 

myself, Fodor thinks that attributions of content should help us to explain the successful 

behavior of representational systems. Fodor worried, however, that if content is wide, 

then the determinants of content will be scattered across space and time in such a way 

that they will be poor candidates for explaining occurrences in much more isolated 

localities. One interesting upshot of my consideration of Godfrey-Smith’s objection will 

be that it allows us to see where Fodor’s objection goes wrong as well. 

I will begin (in section 6.2) by considering Godfrey-Smith’s objection, and 

attempting to divert a portion of their force. Then, using the general understanding of 

good explanations developed in Chapter 5, I offer a plausible account (in sections 6.3 and 

6.4) of how our attributions of representational content help to explain behavioral 

success. I then argue (in section 6.5) that some success-linked theories of content are not 

just compatible with giving these sorts of explanations; instead, they are a prerequisite. In 

the concluding sections, I estimate the significance of this work regarding our theories of 

representational content in general (section 6.6) and regarding Pragmatic Conceptual 

Analysis in particular (sections 6.7 and 6.8). 

                                                                                                                                                 
needn’t delve into these issues here because I think that content-attributions may point us towards 
explanations that are quite free of cronies, and it is that sort of response that I defend below. 
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6.2. Godfrey-Smith’s Objection 

Godfrey-Smith (1996) presses the worry that success-linked notions of content are 

too closely related to success to explain it. He writes: 

The difficulty is that [success-linked theories of content] are not so much 
incompatible with the idea that truth leads to practical success – they are in a 
sense too compatible with it. These theories make the connection between truth 
and success an ingredient in what it is to represent the world. […]  The problem is 
that explanations of success in terms of truth threaten to become vacuous, or at 
least much reduced in content. (Godfrey-Smith, pg 173-4) 

Godfrey-Smith has in mind a very particular idea of what would count as a fully-

contentful, not-at-all-vacuous explanation – namely causal explanations that cite only 

active causes of the thing being explained. He captures this idea metaphorically by saying 

that the goal of what he calls “orthodox naturalistic” theories of content is to offer 

explanations that depict truth as a sort of “resource” or “fuel”, which plays an active 

causal role in bringing about success (pg 171-2). His primary objection against various 

success-linked theories is that, since their notion of content bears a definitional rather 

than a causal relation to success, they are unable “to keep the idea of truth as a fuel or 

resource that generates success” (pg 182), and hence that they can’t deliver the sorts of 

explanatory mileage that the “orthodox naturalist” wants.  

I find these presumptions very peculiar in two ways. First, I think Godfrey-Smith is 

employing a peculiarly narrow notion of explanation. At some points Godfrey-Smith 

seems willing to grant that success-linked theories might successfully give other sorts of 

explanations besides the peculiar sort of causal explanations he has in mind. However, he 

clearly thinks of these other sorts of explanations as being of an inferior class, as is 

evidenced by the words he uses to describe them:  “explanatory, in a certain sense” (pg 
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172), “vacuous, or much reduced in content” (pg 174), “…do not say as much as they 

seem to” (pg 174), “a weak explanatory role” (pg 182), “an explanation in the sense of a 

subsumption under a historical generalization, but no more”(pg 183). In Chapter 5, I 

sketched a broader and more plausible understanding of explanation, one which allows 

that not all first-class explanations have the particular structure Godfrey-Smith presumes.  

Second, Godfrey-Smith is attributing to the “orthodox naturalist” a very peculiar 

understanding of the role that truth plays in the world. I agree with Godfrey-Smith’s 

earlier (pg 168) depiction of “naturalists” as believing that, whatever truth is, it must be 

some sort of correspondence relation that obtains between representational tokens and 

things in the world. But, so far as I can tell, this view by itself precludes the thought 

Godfrey-Smith attributes to the “orthodox naturalist”: that truth plays a fuel-like causal 

role. Two things that correspond to one another may each play a causally-active fuel-like 

role, but correspondence relations, themselves, do not play such roles. They aren’t the 

right sort of thing to play such roles – they aren’t even things at all!  Godfrey-Smith’s 

“orthodox naturalist” is committed to a straight-forward category mistake, and I doubt 

that many truly-orthodox naturalists have fallen victim to this. 

This is not to say that truth and other correspondence relations aren’t explanatorily 

relevant, nor even that they aren’t causally relevant. For example, I think the 

correspondence between the protrusions on my key and the tumblers in my lock is both 

causally and explanatorily relevant to my door’s opening. I just don’t think that any 

reflective naturalist should commit herself to thinking that the way in which various 
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correspondence relations are explanatorily and causally relevant is the same as the way in 

which fuel is explanatorily and causally relevant. 

So here, then, is a better metaphor. Representational tokens are keys to success. Like 

keys, representational tokens are causally active things. And just as a key normally won’t 

be much good unless it corresponds, in the relevant way, with the lock you put it in, our 

representational tokens normally aren’t much good unless they correspond, in the 

relevant ways, with the circumstances we use them in. Just as a key that doesn’t fit the 

relevant lock may easily lead you to do something that turns out to be fruitless or worse, a 

representation that doesn’t fit your circumstances may easily lead you to behave in ways 

that are fruitless or worse. 

It is good to have improved our metaphor, but we still face the question: How exactly 

can accuracy of representation be explanatorily relevant, especially if we’re employing a 

notion of representational content that has definitional links to the successes and failures 

we’d like to explain?  I will focus on a simple example. A good account for it may  serve 

as a good model for understanding more complicated cases. 

6.3. A simple example 

Suppose S is an astronomy buff, who each evening forms beliefs about whether the 

weather conditions are the sort C* of conditions where one can see stars, or the sort of 

conditions C where no stars are visible. These beliefs determine whether S will engage in 

a behavior B* that requires visible stars for its success like going to the observatory and 

gazing upwards, or instead engage in some behavior B that doesn’t involve stars, like 

reading a book.  
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We might naturally explain S’s successfully avoiding a fruitless trip to the 

observatory by saying she believed, correctly, that (C) no stars would be visible. And, we 

naturally explain cases of failure – e.g., S’s missing an interesting celestial alignment – 

by saying she incorrectly believed that (C) no stars would be visible, and hence decided 

(B) to stay home. 

Such explanations presuppose that S might have one or the other of two (syntactic81) 

types of representational tokens. S’s belief that she is in C is a token of type T; had S 

instead believed that she was in C*, that belief would have been a token of type T*. It is 

worth stressing that each instance of type T is just a particular token – constituted, 

perhaps, by an active assemblage of neurons – which almost certainly does not “wear its 

content on its sleeve.”  It is a substantive and difficult question what would make 

T-tokens have C as their content. Theories of content are supposed to answer this 

question. 

A good explanation depicts its explanandum as an instance of a robust pattern, one 

that  specifies how the explanandum and various contrasting alternatives depend upon 

which of various antecedent-properties is instantiated. 82   The above content-attributions 

naturally suggest that the following ‘Master Pattern’ is displayed by S.83   

                                                 
81 There are difficult questions involving how various particular tokens should be grouped into types. My 
own inclination is to try to spell out the notion of ‘syntactic types’ in terms of teleo-functional role. Within 
an agent, a type consists of the various different tokens that are all supposed to be treated as meaning the 
same thing by the given cognitive system. Sorting tokens across agents would be more challenging, but 
might be done by looking for certain sorts of correspondence in teleo-functional role. (See Fisher, in prep.)   
82 Throughout this section and the next, I will draw upon the account of explanation given in Chapter 5, 
though this particular point may also be supported, e.g., by Wesley Salmon  who writes: 

“[The world is endowed] with patterns that can be discovered by scientific investigation…  To 
explain an event … is to fit [it] into a discernible pattern” (Salmon 1984, pg 17). 

83 The claim that this pattern is robustly displayed should be limited to a certain sort of circumstances – e.g. 
ones where background beliefs, desires, and circumstances are relevantly like those S has. This pattern 
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 T T* 

  C  B, SUCCESS (B*,     failure  ) 

  C* (B,     failure  )  B*, SUCCESS 
Figure 6.1. The Master Pattern. This pattern describes how an agent’s behavior 
and success (listed in the cells) both depend upon both what circumstance (row) 
she is in, and upon what sort of representational token (column) she has, and it 
says that cells on the major diagonal are more likely to occur than the other cells. 

This Master Pattern doesn’t explicitly say anything about content – instead it just 

describes ways in which behavior and success depend upon circumstances and (syntactic 

types of) representational tokens. This allows us to evade Godfrey-Smith’s worries about 

political cronyism. Admittedly, we were led to consider the Master Pattern by a content-

attribution that may (for all we’ve said so far) have had very close definitional links to 

success. But even if it was a political crony that recommended it to us, the Master 

Pattern’s own political record is squeaky clean – it includes no references to content, nor 

does it contain any illicit reference to success.84  Hence it is immune to any worries about 

cronyism.  

We get a similar resolution to Fodor’s (1987) worries that wide content is too wide to 

be explanatorily useful. Even if we accept the claim that wide properties are ill-suited to 

be cited within good explanations of behavior or behavioral success, wide properties still 

might play a heuristic explanatory role, pointing our attention to robust explanatorily 

patterns that obtain between properties that themselves are much less wide. For all we’ve 
                                                                                                                                                 
might also be claimed to hold for other agents who are relevantly like S. There will be significant 
challenges in spelling out the notions of ‘relevant likeness’, but those are challenges for another paper. 
84 The Master Pattern does of course mention success within its cells, but these cells correspond to potential 
explananda, and hence these references are perfectly acceptable. More worrisome would be if the row-
headings mentioned success or a success-linked notion of content. For then one could reasonably question 
whether success and being-in-a-certain-row are independent enough for one to explain the other. 



211 
 

said so far, content might turn out to be either wide or narrow, either success-linked or 

not – regardless it might serve a useful heuristic role in pointing us towards good 

explanations of behavior and behavioral success. 

While there is no explicit mention of content within the Master Pattern, we were 

prompted to consider this pattern by content-attributions, so it’s quite natural for us to 

characterize this pattern in terms of content. This yields three generalizations: 

Content determines behavior:  An agent’s behavior (B or B*) will match the 
content (that she is in a circumstance of type C or that she is in a circumstance of 
type C*) that we attributed to her internal representational state.  

Accuracy determines success. One’s success or failure depends upon whether 
one’s representational contents (and hence one’s behavior) match one’s 
circumstances (C or C*) – i.e., upon the accuracy of one’s representations.  

Inaccuracy is unlikely. Agents usually get things right, and only rarely 
misrepresent their circumstances and suffer failure.85  

These generalizations are as close to truisms of folk psychology as one could 

reasonably expect to get; we all tacitly know that, at least in ordinary cases, 

generalizations like these have many more instances than counter-instances. This 

suggests that content-attributions really do suggest (albeit tacitly) to competent ‘folk 

psychologists’ that patterns like the Master Pattern obtain. 

6.4. Are such explanations good explanations? 

We now have a proposal regarding what sort of pattern lies at the core of simple 

explanations evoked by content attributions. An explanation of S’s success (or failure) 
                                                 
85 More generally, what is relevant is that there be a statistical correlation between tokens and 
circumstances, at least across a relevant range of background contexts (see section 6.5). One way, but not 
the only way, to get such a correlation is the way mentioned in the main text: to have the two cases where 
token matches circumstance be common, and the two cases where token fails to match circumstances be 
rare. 
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depicts this as an instance of the top-left (or bottom-left) cell of the Master Pattern. 

Explanations like this are immune to Godfrey-Smith’s cronyism worry. But are they good 

explanations?  

These proposed explanations satisfy at least many of the desiderata for good 

explanations described in Chapter 5. Patterns like the Master Pattern seem to obtain quite 

robustly in the world, and they seem to reflect real connections linking representational 

tokens, behaviors, and the conditions in which those behaviors will succeed. Such 

patterns also seem simple enough, natural enough, and general enough; or at least no 

worse in these respects than many other explanations we usually count as good. 

But a good explanation needs more than just a good front page; it also needs hyper-

links to relevant practical86 and theoretical information.  

Patterns like the Master Pattern naturally suggest practical recipes for affecting which 

cell a subject well end up in by affecting which row or column she is in. For example, the 

victim of a classic ‘shell game’ can succeed only if she finds a particular pea. If you can 

get this victim to have a different belief about where the pea is, even while the pea 

remains unmoved – i.e. if you can change her column while leaving her row unchanged – 

this is a good way to alter her behavior and her success. And if you can secretly move the 

                                                 
86 This demand is articulated by Woodward (2004) as well as in section 5.5 above. This demand captures 
what is correct about the simple causal theory of explanation that Godfrey-Smith presumes (see section 6.2 
above). However, the demand for practical informativeness allows for a broader notion of explanation than 
does the simple causal theory. E.g., we may explain a statue’s current color by noting its current chemical 
composition. This explanation is practically informative because practical recipes for modifying chemical 
composition are great ways to modify color. However, since causation is a diachronic relation, current 
chemical composition cannot be a cause of current color. Further counter-examples are the dynamical 
explanations discussed below. 
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pea without altering her beliefs about it – i.e., if you change her row without changing her 

column – this too is a good way to alter her success. 

What remains is to show that explanations like the one proposed above might offer 

links to good theoretical accounts for why their central patterns are robustly displayed. 

Without such links, these proffered explanations will seem suspiciously like mere 

instruction manuals that tell us what to expect and how to bring about various 

consequences but don’t provide the understanding we expect good explanations to 

deliver.87 

What we need, then, is an account for why the generalizations embodied in the 

Master Pattern should hold. Why would agents like S be such that their contents 

determine their behavior?  And why would their representations tend to be accurate rather 

than inaccurate? 88 A good answer to these questions can be put quite simply:  because 

this works – i.e., because this enables people to be successful. People tend to behave in a 

way that matches their representational contents because (given the other generalizations) 

this tends to work. And people tend to produce accurate representations because (given 

the other generalizations) this tends to work. 

                                                 
87 It might not be that uncomfortable to hold that this is indeed all that folk content-attributions provide – 
instruction manuals can be well worth having, and it might not be all that important to the folk why these 
instruction manuals work. However, it still is reasonable for scientists and philosophers to ask why the 
instruction manuals work; and it certainly would be preferable (ceteris paribus) to adopt a theory of content 
that allows good answers to this question, rather than leaving these regularities mysterious. 
88 The robustness of the third generalization mentioned above (‘accuracy determines success’) will be quite 
straight-forward to account for, given that ‘content determines behavior’. There should be no special 
problems in explaining, regarding particular cases, why one’s success would hinge on there being a match 
between one’s behavior and one’s circumstances. E.g., there is no particular problem explaining why 
stargazing behavior B* succeeds only when C* stars are visible, and the less exciting (to the astronomy 
buff) alternative behavior B really succeeds only when C there are no stars to be seen. From this and 
‘content determines behavior’ it follows that one’s success will hinge upon one’s content matching one’s 
circumstances. 
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This answer is closely akin to other teleological explanations. Why do I thump the 

side of my television?  Because it works – it makes the picture clearer. Why do tall 

buildings have elevators?  Because they work – they get people places faster. Why do 

birds have wings?  Because they work – they enable flight.  

We folk are clearly committed to the goodness of such teleological explanations. 

However, many philosophers have been hostile to them, largely because it has been 

difficult to assimilate them to existing models of explanation. Fortunately, teleological 

explanations fit nicely into my general framework for understanding explanation 

proposed in Chapter 5. 

Consider a simple analogy. A few minutes ago, I gently tossed a marble into an 

empty salad bowl. Why does the marble now rest at the bottom of the bowl? A good 

explanation notes that friction guarantees that the marble must come to rest at some point, 

while the pull of gravity ensures that it won’t stay at rest at a point that is not a local 

minimum. As a consequence of this ‘bottom-seeking dynamics’, the marble was bound to 

end up resting at the bottom of the bowl. 

This explanation has many of the good-making features identified in Chapter 5. It 

highlights a simple, natural way in which the marble’s resting place robustly depends 

upon features of the bowl. This explanation is practically informative: recipes for 

changing the local minimum in the bowl – e.g., tilting the bowl – are good recipes for 

bringing about changes in where the marble (soon enough) rests. And this explanation 

provides tacit hyperlinks (see section 5.3) to our more general theoretical accounts of 

friction and gravitation.  
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This dynamical explanation of the marble’s resting place is not some sort of second-

class explanation, nor is it just a feeble gesture towards an explanation in terms of the 

actual sequence of causes that led the marble to rest where it did. It would not improve 

this explanation if we added to it (in any prominent way) a further specification of the 

path the marble actually took or of the particular forces that acted upon it along the way. 

These additions would make the explanation worse, by adulterating it with details that 

didn’t make a difference to what happened – it doesn’t matter that the marble experienced 

precisely the causes that it did, for any other ‘nearby’ causes would have served just as 

well. Hence, this dynamical explanation is a first-class explanation in its own right, even 

if it fits poorly with a causal theory of explanation.  

Simple teleological explanations have essentially the same structure as this good 

dynamical explanation of the marble’s resting place. The main difference is that 

teleological explanations refer to ‘success-seeking dynamics’ rather than ‘bottom-seeking 

dynamics.’ Teleological explanations depict their explananda as being states that tend to 

succeed in a dynamical system that won’t rest long in states that tend comparatively 

poorly to succeed. Such explanations rely upon two dynamical features of the systems in 

question:  (1) whenever such systems are in states that tend comparatively poorly to 

succeed they will tend not to remain in those states, and (2) such systems would 

eventually arrive at a state that does work comparatively well. 

This general structure of teleological explanation is neutral across many particular 

ways in which success-seeking dynamics might be instantiated. These dynamics might be 

instantiated by natural selection upon genetic diversity. They might be instantiated by 
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cultural selection upon various artifactual designs. They might be instantiated by trial-

and-error learning mechanisms acting upon various attempted kinds of behavior. Or they 

might be instantiated by the tendency of foresightful reasoners to reject plans that 

obviously won’t work. Regardless of how these success-seeking dynamics happen to be 

instantiated, they will underwrite the robustness of a pattern of frequent successes. 

These teleological explanations depend deeply upon a notion of ‘success’ – i.e., upon 

a notion of what sorts of states the dynamical system would be willing to rest with. The 

relevant notion of success will vary depending upon how exactly the dynamics are 

instantiated. In genetic evolution ‘success’ involves a tendency to produce a large number 

of viable offspring. In cultural evolution ‘success’ involves a meme’s tendency to be 

passed on to other agents. In learning and planning, ‘success’ involves a tendency to 

promote one’s desires.  

Since these various sorts of success often coincide, at least roughly, we often do fairly 

well not worrying about exactly which notion of ‘success’ is at play, and not worrying 

about what exactly is implementing success-seeking dynamics in the systems we 

consider. A ‘really good’ teleological explanation would need to hyper-link to an 

accurate account of whatever particular sort(s) of success-seeking dynamics are stably 

maintaining its explanandum. However, for many purposes we don’t need our 

explanations to be this good, and instead it’s fine to have ‘merely good enough’ 

explanations that gesture towards some sort or other of success-seeking dynamics, but 

don’t specify how exactly these dynamics are implemented. 



217 
 

Teleological explanations also make available practically informative recipes. (It may 

help to imagine tilting the bowl with the marble in it.)  If you use recipes to change 

circumstances so that different designs will tend to be more successful, success-seeking 

dynamics will tend to move on towards a new local optimum. E.g., if you have lots of 

people go out and pick the largest wild lotus blossoms (thereby reducing the 

reproductive-success-conduciveness of large blossom-size), this will drive genetic 

evolution towards smaller blossom-size.89  Alternatively, if you use recipes to change 

what the dynamics will count as a success then the success-seeking dynamics will tend to 

shift the system in ways that better approximate this new goal. E.g., if you can convince a 

foresightful planner to set new long term goals, you can thereby change what plans she 

will adopt.  

(I have glossed over many important issues here, in a way that hopefully won’t matter 

for present purposes. Success-seeking dynamical systems typically seek locally optimal 

locations in a space of possible designs. It takes a further step to get from this to an 

explanation of the resulting design’s being success-prone in a particular circumstance – 

namely this circumstance needs to be relevantly similar to the sorts of circumstances that 

the design was selected, by success-seeking dynamics, to work within. Developing this 

notion of relevant similarity in the right way, you can handle puzzles about how we 

behave successfully in circumstances that, in some sense, are novel – such circumstances 

might nevertheless display the same sorts of underlying structure as circumstances that 

we’ve been ‘designed’ to work well within, and this might be relevant similarity enough 

                                                 
89 There is evidence that this actually has occurred (Law & Salick 2005). 
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for the same old designs to work again for the same old reasons. I have also glossed over 

the question of what further constraints there might be upon design space, making some 

imaginable designs not be available, or be available only with unexpected costs. These 

added complexities help to explain why success-seeking dynamics often doesn’t arrive at 

global optima.) 

We may use a teleological explanation to account for the robustness of the Master 

Pattern. The Master Pattern is stably maintained by a particular sort of feedback loop in a 

success-seeking dynamical system. Again, an analogy will help. Market economies 

exhibit a sort of success-seeking dynamics.90  In such economies, consumers tend not to 

engage long in optional undertakings that require goods whose producers are quite 

unreliable. Similarly, producers tend not to continue producing goods that don’t fit the 

needs of consumers’ current undertakings. The result is a feedback loop – consumers tend 

to undertake projects that depend upon the goods provided reliably by producers, and 

producers tend to produce the sorts of goods that consumers’ current undertakings 

require.  

A very similar feedback loop arises in success-seeking dynamical systems that 

produce and consume representational tokens. Given the ways representational tokens 

are currently consumed (namely, as a guide to behavior), success-seeking dynamics 

won’t rest long with ways of producing these tokens that needlessly fail to make such 

patterns of consumption successful. And given the ways these tokens are produced, 

success-seeking dynamics won’t rest long with ways of consuming them that fail to 

                                                 
90 They tend not to rest long in ‘Pareto-suboptimal’ states that involve needless unhappiness. 
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capitalize upon their actual informational value. Patterns of token production and token 

consumption are constrained by success-seeking dynamics to dance closely together for 

as long as these tokens are used. (See Figure 6.2.)  And so long as they dance closely 

together, patterns like the Master Pattern will be robustly displayed. 

Producers produce T’s in C, 
and T*’s in C*. 

 Consumers respond to T with B, 
and to T* with B*. 

Figure 6.2. Feedback loop maintaining the robustness of the Master Pattern. 

6.5. Why content must be success-linked 

I have sketched what I hope is a plausible account of how content attributions make 

available good explanations of success and failure. In laying this story out, I did not 

explicitly draw upon any particular theory of content. However, I will now argue that this 

plausible story actually requires a success-linked theory of content.  

Our choice of a theory of content commits us to constraints upon which contents we 

may (correctly) attribute in various cases, and hence upon which particular choices of C 

may occur in the Master Pattern that is naturally evoked by such attributions. In turn, this 

will affect (1) whether the Master Pattern will robustly obtain in the world; (2) whether 

the Master Pattern will sustain the sorts of practical intervention required for it to be a 

good explanation; and (3) what sorts of supporting theoretical accounts we might give of 

the Master Pattern’s robustness. 

It may help to consider an example. Imagine a very bad theory of content which holds 

that the circumstance C whose presence is represented by our astronomy buff’s T-tokens 

is not that there are no clouds to be seen, but instead that Chinese tea is expensive. Given 

the above account of how content attributions explain behavioral success, this bad theory 
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would then propose that we explain S’s successes and failures using a variant of the 

Master Pattern whose rows correspond not to different visibility conditions, but to 

different conditions of the Chinese tea market. Call this variant the Bad Pattern. The Bad 

Pattern is bad in three ways. (1) It is not robustly displayed in the world – Chinese tea 

prices are not appropriately correlated with S’s representational tokens, nor with the 

successes of her star-gazing behavior. (2) The Bad Pattern does not sustain appropriate 

interventions – changing the price of tea in China is not an effective way of changing the 

success of S’s star-gazing behavior. And (3), there is no teleological account for why the 

Bad Pattern should be robustly displayed.  

Because of (1), (2) and (3), the plausible expectation that the Master Pattern be a 

good explanation constrains our choice of C in two significant ways:   

(a) C must be a sort of circumstance whose presence or absence is correlated with 
the presence of T-tokens, at least when we restrict our attention to a certain 
range of ‘normal’ agents and circumstances; and  

(b) C must be a constitutive or causal prerequisite for the success of behavior B in 
the background context in question. 

Let us establish (a) first. If the Master Pattern is to constitute a good explanation of 

why S succeeds or fails, then (1) it must obtain robustly across agents and background 

contexts that are relevantly like S and her background context. The Master Pattern 

specifies that accuracy is more common than inaccuracy. From this, we may conclude (a) 

that T must correlate with C, at least across this range of agents and contexts.  

This argument depended upon the Master Pattern’s specification that inaccuracy is 

uncommon. Why accept this?  One reason is that something like this is deeply presumed 
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in our willingness to base further reasoning on our beliefs, and by our tendency to believe 

most testimonial evidence.  

Another reason is that a fair amount of accuracy is required for the sort of feedback 

loops cited in (3) the teleological explanation for the Master Pattern’s robustness. If 

accuracy is too uncommon in the ‘normal’ context for which success-seeking dynamics 

have designed the system, we would be left without an explanation for why the 

representation-consumer would reliably generate behavior B in response to T-tokens, and 

B* in response to T*-tokens (i.e., the top arrow in Figure 6.2). For, if these tokens 

weren’t a probabilistic indicator of the presence of the particular conditions (C vs. C*) 

that make one behavior better than the other, then success-seeking dynamics would make 

the consumer ignore these worthless tokens and instead always produce the default 

behavior which generally has a higher expected payoff.91  Success-seeking dynamics will 

allow a role in determining behavior only to representational tokens that meet (a). 

Now, let us establish (b). If the Master Pattern is to constitute a good explanation, 

then (2) it would need to admit practical recipes for altering success by way of altering the 

presence of C. (It should admit, for example, that secretly moving the pea is a way of 

changing who will win the shell game.)  For this to work out, C can’t be a mere correlate 

of success in circumstances where B is performed – instead C needs either to be a 

constituent or a cause of the success of B. And this is the conclusion (b). 

                                                 
91 Of course, there are some cases where we might explain persistent inaccuracy as arising from constraints 
on design space that made the best locally-available design be one that, while working well in many 
contexts, is subject to persistent inaccuracies in a few. Notice, though, that we are led to attribute persistent 
inaccuracy only in an isolated pocket in a larger backdrop containing lots of accuracy. So I think some 
qualified version of (a) still holds. 
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We may independently support (b) by considering what is required for (3) the 

feedback loop in the teleological explanation for the Master Pattern’s robustness. If C is 

not a pre-requisite for the success of the behavior B that is reliably generated in response 

to T-tokens, then we lose our teleological explanation of the accuracy of these tokens (the 

bottom arrow in Figure 6.2). Why should the producer of T-tokens reliably track the 

presence of C, if the presence or absence of C bears no connection to the success of what 

the consumer does with these tokens? 92  

We may also draw a third interesting conclusion: 

(c) What we’re counting as ‘successes’ must be states that actually are sought by 
the dynamics that have shaped the representational system in question. 

 

If the Master Pattern is to constitute a good explanation, then we need (3) a 

background theoretical account for why this pattern robustly obtains. If, as I have 

proposed, this account is to take the form of a teleological explanation, involving the sort 

of feedback loop depicted in Figure 6.2, then it will need to be that (c) what is counted as 

a ‘success’ within the cells of the Master Pattern is the same sort of state as what is 

sought by the success-seeking dynamics maintaining this feedback loop.  

                                                 
92 This argument based on (3) yields a slightly weaker conclusion than the preceding argument based on 
(2). To satisfy (3) all we really need is that circumstance C be reliably correlated (across the relevant range 
of contexts) with something that helps to enable the success of behavior B – for this is enough to give 
success-seeking dynamics reason to reliably produce, within C, the tokens that lead to B. E.g., in an 
environment where the large shadows are typically cast by lions, success-seeking dynamics will tend to 
ensure that, when a large shadow is present, a representational token will be produced that prompts evasive 
behavior. Hence, it is consistent with (3) that such tokens might represent the presence of large shadows. 
To satisfy (2), we need the stronger condition that intervening upon C is a way of altering success. 
Intervening on the presence of a large shadow is typically a bad way of altering whether running away is 
worth the effort, but intervening on the presence of a lion certainly is. Hence, (2) requires that we say these 
tokens represent the presence of lions, and not large shadows.  
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In section 6.4, I noted that there are several different ways of implementing success-

seeking dynamics (genetic evolution, cultural evolution, learning and foresightful 

planning), and that these implementations seek slightly different forms of success 

(reproductive success, successful cultural transmission, and desire satisfaction). I also 

noted that, while these different notions of success often go together, they sometimes 

come apart. Conclusion (c) captures the idea that there is something faulty in an 

explanation that expects one sort of success from a dynamical system which is geared 

towards seeking a different – and in this case incompatible – sort of success. 

Putting conclusions (a)-(c) together, we may specify a strong constraint that any 

theory of content must meet if it is to allow that our content attributions make available 

the sorts of good explanations described above: 

The content of a T-token is that a sort of circumstance C obtains that (a) is 
correlated with the occurrence of T-tokens, and that (b) is a constitutive or causal 
prerequisite for the success of the behaviors generated by the consumer of 
T-tokens, where (c) the relevant notion of ‘success’ is one that is sought by the 
dynamics that have shaped representational system in question. 

This constraint does not tell us exactly which theory of content we would need to 

adopt, but it does help to narrow down the field of candidates. 

This constraint contains a very weak requirement in (a) that there be a correlation 

between token and represented circumstances. This rules out massive error theories, 

which hold that our representations are uniformly inaccurate. However (a) is compatible 

with many other theories, ranging from theories that hold that representational tokens are 

accurate just often enough in some very restricted circumstances to barely be worth 
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using, to versions of informational semantics which require perfect accuracy underwritten 

by natural laws (e.g. Dretske 1981). 

There is a fairly essential reference in (b) to what is required for certain behaviors to 

be successful. I can see no promising way to spell out a particular notion of content that 

will be consistent with this constraint, but not itself make reference to some sort of 

success. Hence, I conclude that we will need to adopt a success-linked theory of content 

if we want to allow that our content attributions make available the sorts of good 

explanations described above. 

Furthermore, (c) tells us that not just any success-linked theory of content will do the 

job. Instead we’ll need a theory which is appropriately sensitive to features of the 

dynamical processes that maintain the representational system in question. In my opinion, 

this recommends Millikan-style teleosemantics (Millikan 1984, 1989) over other 

currently-popular theories of content, but I will not attempt to press that point here. 

6.6. Conclusions about Representational Content 

The preceding work makes clear one way in which content-attributions could help to 

explain success and failure, even while we presume a notion of content that is itself 

defined in terms of a sort of success. This suggests that, contrary to Godfrey-Smith’s 

(1996) arguments, success-linked theories of content do have the potential to deliver all 

the sorts of explanatory mileage we might reasonably want. 

Furthermore, one might take the preceding work as a prima facie case for a success-

linked theory of content. Insofar as it’s plausible that we do indeed use content 

attributions to produce the sorts of explanations described here, we will have good reason 
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to adopt a success-linked theory of content, as it is needed to sustain this beneficial usage. 

(This is just an application of the normative authority of Pragmatic Conceptual 

Analysis – see sections 4.2 and 4.3.)  I will now consider several ways one might resist 

this conclusion. 

One might deny that a primary job of content-attributions is explaining and predicting 

behaviors and behavioral success. Reflection on common experience suggests very 

strongly that we do often use content attributions to explain people’s successes and 

failures, and that doing so often is beneficial. However, it may be plausible to insist that 

there is also some other important work that we call upon content attributions to do, and 

that a success-linked notion of content isn’t up for this other work. If so, then we might 

have reason to bifurcate our concept of representational content, adopting a success-

linked notion for explanatory purposes, and adopting some other notion for other 

purposes. 

One might deny that the sorts of good explanations that content attributions make 

available are ones that fit my general account of good explanations (given in Chapter 5). 

But doing so would leave one with the challenge of saying what sorts of explanations 

content attributions do make available. 

One might deny that the Master Pattern (described in section 6.3) is really the right 

sort of pattern to be on the front page of the relevant explanations. This is somewhat 

implausible because the Master Pattern does seem to be robust and useful, and because it 

embodies folk truisms like ‘content determines behavior’, ‘accuracy determines success,’ 

and ‘our representations are usually accurate’. Even if we think there might be other good 
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explanations for behavioral success, the Master Pattern has enough good-making features 

that it should count as a good explanation too. 

One might deny that the appropriate way to account for the robustness of the Master 

Pattern is by giving a teleological explanation in terms of success-seeking dynamics (as 

sketched in section 6.4). This would leave one either facing the challenge of providing a 

better account for the Master Pattern’s robustness, or having to admit that there are 

unexplainable robust patterns involving our representational tokens. 

Or finally, one might resist my arguments (in section 6.5) that, if the Master Pattern is 

to be a good explanation for the reasons I described, then we must adopt a success-linked 

theory of content. The argument was quite straight-forward to the conclusions (b) that 

contents must at least involve types of circumstances that are success-conducive, and (c) 

that we’re counting as ‘success’ must be something that is sought by the ‘success-seeking 

dynamics’ in question. It might be plausible, though, to seek some other way of picking 

out circumstances that meet this constraint, without explicitly building a notion of 

success (or of dynamic stability) into our theory of content.  

So, there are many lines of potential resistance open, but none looks especially 

promising. From this, it is reasonable to conclude (tentatively) that we should probably 

adopt a success-linked theory of content, at least with respect to simple cases like the one 

involving our astronomy buff. 

One might worry that this simple case was too simple – can we really expect lessons 

drawn from it to scale up to more complex cases?  I will mention three potential 
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complexities here, and argue that none of them should make us rethink the lessons gained 

above. 

First, let’s consider what happens when we consider agents whose behavior depends 

upon more than just one belief. Suppose, for instance, that our astronomy buff also forms 

beliefs with respect to the temperature, and that she engages in star-gazing behavior only 

when she thinks the weather will be warm. To handle this case, we would need to add 

more rows (or another dimension) to the Master Pattern to signify differing temperatures, 

and more columns (or yet another dimension) to the Master Pattern to signify different 

representational tokens that S might have regarding the temperature. The cells of this 

Extended Master Pattern would then reflect how her behavior depends upon both of her 

representational tokens, and how her success (typically) depends upon whether those 

tokens are accurate. (See Figure 6.3.) 

 TC , TD TC*, TD TC , TD* TC* , TD* 

C   , D   B , ☺ ( B , ☺ ) ( B , ☺ ) ( B*,  ) 

C* , D   ( B , ☺ ) B , ☺ ( B , ☺ ) ( B*,  ) 

C   , D* ( B , ☺ ) ( B , ☺ ) B , ☺ ( B*,  ) 

C* , D* ( B ,  ) ( B ,  ) ( B ,  ) B*, ☺ 

Figure 6.3. The Extended Master Pattern. This pattern describes how an 
agent’s behavior and success (listed in the cells) both depend upon both what 
circumstances (row) she is in, and upon what sort of representational tokens 
(column) she has, and it says that cells on the major diagonal are more likely to 
occur than the other cells. 
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Second, what about agents who (unlike our astronomy buff) don’t always want to see 

stars whenever possible, but instead alter their behaviors in response to variable desires. 

It turns out that adding a variable desire to the original Master Pattern is not importantly 

different from adding a belief to it. E.g., there isn’t much difference between someone 

who breaks out the telescope whenever she thinks it’s clear and she thinks it’s warm, and 

someone who instead breaks out the telescope whenever she thinks it’s clear and she 

desires to see stars if possible. In each case we need to add extra columns to 

accommodate the extra representational tokens (beliefs or desires) that will influence her 

behavior. If we take desires to be the sorts of things that can sometimes be inappropriate, 

then we will also need to add extra rows to reflect which desires would have been 

appropriate, just as we added extra rows to reflect which beliefs about the temperature 

would have been appropriate.93  The resulting pattern would look just like the Extended 

Master Pattern described above, except with the extra representational tokens (TD and 

TD*) taken to indicate desires rather than beliefs.  

In this way, we might extend the Master Pattern to accommodate a fair number of 

beliefs and desires. However, there are clear drawbacks to treating each belief or desire as 

an atomic representation. Among other things, our patterns get very big and very messy 

quite quickly. It’s clear that ordinary ‘folk psychologists’ have found more economical 

ways to think about complex sets of representations, and to explain their usage. Many of 

these gains in economy surely stem from the fact that we think of people as employing 

complex representations which derive their meanings from their component parts.  

                                                 
93 If we instead take desires always to be appropriate, then we wouldn’t need these extra rows. 
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It is outside the scope of the present project to spell out a general account of 

compositional semantics, nor of how attributions of compositional semantic content are 

explanatorily valuable. I will however address one question that would be central to such 

an account, namely the question of how attributions of meaning to concepts might help us 

to explain our usage of extremely simple complex representations involving those 

concepts – namely representations that say that a particular thing falls under a given 

concept. I will argue that, in order to do this explanatory work, we will effectively need a 

success-linked theory of concept-meaning – i.e., we will need a version of Pragmatic 

Conceptual Analysis. The fact that we need a success-linked theory of concept-meaning 

suggests that a completed theory of compositional semantics will also need to be success-

linked, but I will leave for another day the work of developing such a theory. 

6.7. The Explanatory Value of CONCEPT-MEANING 

In the preceding sections, I laid out a plausible account of the explanatory usefulness 

of attributions of accuracy conditions to representational tokens. We may now adapt that 

account to the case where we are instead attributing correct application conditions (or 

‘meanings’) to concepts. There is a straightforward link between the correct application 

conditions of a concept and the accuracy conditions of certain representations: a 

representation of the form, “Object X falls under concept C” will be accurate just in case 

X satisfies the correct application conditions of C.  

Because of this link, it probably shouldn’t be surprising that cases of concept-

application display a very similar pattern to the Master Pattern displayed by 

representational states, described above. As a consequence, we can establish similar 
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conclusions regarding CONCEPT-MEANING to those that we established regarding 

other representational tokens. In particular, we can establish that, in order to do the 

explanatory work that attributions of concept-meaning regularly do, we need a success-

linked explication of CONCEPT-MEANING – i.e., a version of Pragmatic Conceptual 

Analysis. 

This will allow us to fill a gap in the bootstrapping argument in Chapter 4. There I 

admitted that one job of CONCEPT-MEANING involves helping to explain and predict 

the behavior of concept-users. My attempted Pragmatic Conceptual Analysis of 

CONCEPT-MEANING will be lacking until we have taken this job into account. This 

section will concentrate on the first stage of this analysis, spelling out this aspect of 

CONCEPT-MEANING’s job description. In the next section, I will proceed to the second 

stage, and argue that the notion of concept-meaning best capable of doing this job is some 

notion of pragmatic meaning, the sort of meaning that is revealed by Pragmatic 

Conceptual Analysis. 

For a representative example, let’s return to the Huron Indians’ shared concept, C, 

which they regularly used to cure scurvy (section 1.9). Here, again, is an excerpt from Sir 

Harry Johnston’s (1912) account: 

[W]hen Cartier left the fort to go out to the ships, he met Domagaya, one of the 
two [Huron] interpreters, and found that he also was suffering from this 
mysterious disease[…] Some days [later] Cartier met […] Domagaya [again], and 
to his surprise found him perfectly well and strong. He asked him for an 
explanation, and was told that the medicine which cured this disease was made 
from the leaves and bark of a tree called ameda.[…] (Johnston 1912, Chapter II) 

Given this account, is natural to explain Domagaya’s successful recovery by saying 

that the Huron correctly recognized that he had scurvy. Similarly, for many cases of 
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scurvy that went undiagnosed by the Huron, we may explain the unfortunate 

consequences by noting their failure to apply their concept correctly. These natural 

explanations attribute scurvy as the meaning of the Huron’s concept, and they presuppose 

that this is somehow relevant to the Huron’s subsequent behavior, and to whether this 

behavior turns out to be successful or not.  

Our first question will be: How exactly do such explanations work?  After answering 

this, we can move on (in the next section) to ask what explication of CONCEPT-

MEANING we would need to adopt in order to be able to continue giving explanations 

like these. 

My proposal will be that these explanatory utterances suggest the presence of an 

interesting pattern closely analogous to the Master Pattern described above. This pattern 

will show how the Huron’s downstream behavior depends upon whether or not they 

apply their concept of scurvy, and how whether or not this behavior is successful depends 

upon whether or not they are correctly tracking the presence of scurvy. Let C be the 

Huron’s shared concept of scurvy. Let B signify the sort of behavior (e.g., preparing a 

medicine from tree bark) that the Huron perform when they recognize something as 

falling under C, and let B* signify the way(s) the Huron would typically behave in such 

circumstances had they not applied C. Figure 6.4 depicts a pattern in how both Huron 

behavior and its success depend upon both whether they apply C to a given patient, and 

whether that patient actually has scurvy.  

 Apply C Not Apply C 

    Scurvy   B, SUCCESS ( B*,     failure  ) 
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  Not Scurvy ( B,     failure  )    B*, SUCCESS 
Figure 6.4. The Scurvy Pattern. This describes how a Huron’s behavior and 
success (listed in the cells) depend upon both (her column) whether or not she 
applies shared concept C to a given patient and (her row) whether or not that 
patient has scurvy. The parentheses indicate cells that are less likely to occur. 

This ‘Scurvy Pattern’ embodies three generalizations. 

Concept-application determines behavior:  A Huron’s behavior (B or B*) will 
correspond to whether or not she applied concept C.  

Accuracy determines success. A Huron’s success or failure depends upon 
whether her application of C corresponds to the presence of scurvy.  

Inaccuracy is unlikely. The Huron usually get things right, and only relatively 
rarely do they mis-diagnose scurvy and suffer failure.  

I take it that these generalizations are as close to truisms of folk-psychology as we’re 

likely to get. (Of course all such ‘truisms’ suffer numerous exceptions, and require great 

big ‘ceteris paribus’ clauses, but that’s the nature of folk-psychology.)  Hence, the 

Scurvy Pattern is a plausible formalization of the sorts of information that are available to 

any competent folk psychologist when told that concept C means scurvy.94 

Above (Section 6.4), I argued that the Master Pattern meets many plausible desiderata 

for good explanations. The Scurvy Pattern has the same virtues for the same reasons. 

Given a natural reading of Johnston’s account, we may conclude that the Scurvy Pattern 

suffers relatively few exceptions, that this pattern is quite simple and natural, and that it 

would sustain causal interventions. Again, the deepest concerns are with why such 

                                                 
94 I’m not claiming that any competent folk-psychologist would be able to conclude, just on the basis that 
the Huron concept C means scurvy, which particular behavior B the Huron perform when they apply C, 
nor which particular sort of success they regularly achieve via this behavior. However, a competent folk-
psychologist can conclude, just on the basis that C means scurvy, that the Huron probably do have some 
useful information about scurvy associated with C, and hence that for some values of B and B*, the Scurvy 
Pattern holds. And given the Johnston’s account of a single episode in the use of C, any competent folk-
psychologist can immediately offer good hypotheses as to what the relevant value of B might be. 
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patterns should be robustly displayed. Without an account for this, the Scurvy Pattern 

will seem suspiciously like a mere instruction manual that tells us what to expect and 

how to bring about various consequences, but doesn’t provide the understanding we 

expect good explanations to deliver. 

Above, I proposed that an appropriate theoretical account for the robustness of the 

Mater Pattern would be a teleological explanation – an explanation that depicts its 

explanandum as a state that tends to succeed in a ‘success-seeking’ dynamical system 

that won’t rest long in states that tend comparatively poorly to succeed. In particular, I 

proposed that a particular sort of feedback-loop would stably maintain the robustness of 

the Master Pattern – a feedback loop in which success-seeking dynamics presses the 

producers of representational tokens to produce tokens that will meet the informational 

needs of their consumers, and within which the consumers are pressed to make the best 

out of whatever informational value the currently produced tokens have. 

We may give a very similar teleological explanation for the robustness of the Scurvy 

Pattern. I effectively described the relevant feedback loop in section 1.6, where I noted 

the twin challenges of ‘explication’ (adjusting our upstream patterns of recognition so 

that they will fit our downstream patterns of response) and ‘elaboration’ (adjusting 

downstream patterns of response to fit upstream patterns of recognition). Given the 

Huron’s downstream patterns of response when they apply C, success-seeking dynamics 

won’t rest long with upstream ways of applying C that needlessly fail to make such 

patterns of downstream response successful. And given the Huron’s upstream patterns of 

applying C, success-seeking dynamics won’t rest long with downstream patterns of 
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response that fail to capitalize upon the actual informational value of these applications. 

Upstream patterns of recognition and downstream patterns of response are constrained by 

success-seeking dynamics to dance closely together for as long as concept C is used. (See 

Figure 6.5.)  And so long as they dance closely together, the Scurvy Pattern will be 

robustly displayed. 

 

       Figure 6.5. Feedback loop maintaining the robustness of the Scurvy Pattern. 

Let us take stock. I’ve taken a typical example where we use attributions of concept-

meaning to help explain behavioral success and failure, and I’ve offered a plausible 

account of how these attributions manage to be explanatorily useful. It is an empirical 

question how well this account does at capturing the general usefulness of our 

attributions of concept-meaning. Still, I hope that everyday experience serves to make 

this a plausible starting hypothesis, potentially subject to empirical revision. 

6.8. Completing the Bootstrapping Argument 

At this point, we’ve (at least tentatively) completed the first stage of a Pragmatic 

Conceptual Analysis of CONCEPT-MEANING. We now have a job-description that 

captures an important sort of work that we often use attributions of concept-meaning to 

Huron apply C to 
cases of scurvy, and 

not otherwise. 

Huron do B  
when they apply C,  
and B* otherwise. 

elaboration 

explication 
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do, namely to point out the presence of explanatorily useful patterns like the Scurvy 

Pattern. (This is in addition to the application-guiding work discussed in section 4.5.)   

Now, in the second stage of Pragmatic Conceptual Analysis, we may ask what 

explication of CONCEPT-MEANING we would need to adopt, in order best to do this 

sort of work. If my bootstrapping argument is to be successful, the answer had better be 

some sort of pragmatic meaning, i.e., some sort of meaning that can be revealed by some 

version of Pragmatic Conceptual Analysis. Fortunately, that is the right answer, or so I 

will argue. 

It may be helpful to have in mind a view that I am opposing.95  There is an enticing 

line of thought which says it shouldn’t matter what meanings we attribute to concepts, for 

we can attribute failures of recognition and false beliefs in such a way as to make any 

patterns of behavior and success fit with any attributions of concept-meaning. For 

example, many fans of Intuitive Conceptual Analysis would happily defer to Huron 

intuitions surrounding C. Suppose, for the sake of argument, that these intuitions have it 

that the referent of C is a curse produced by enemy spellcasters. If so, then Intuitive 

Conceptual Analysis will say that C refers to such a curse. Presuming that scurvy is a 

mere vitamin deficiency, and not an enemy curse, how would we explain the Huron’s 

regular success at curing scurvy?  Here the fan of Intuitive Conceptual Analysis will say 

that the Huron are the lucky beneficiaries of a fortuitous double mistake – they 

mistakenly think many cases of scurvy are enemy curses, and they also mistakenly think 

that enemy curses can be cured by bark that happens to be rich in Vitamin C. These two 

                                                 
95 Thanks to Frank Jackson for pressing me on this in his commentary on my paper at the 2006 Online 
Philosophy Conference. 
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mistakes fortuitously cancel one another out, and hence the Huron manage regularly to 

cure scurvy. A similar story could be spun around any crazy theory of concept-meaning, 

not just Intuitive Conceptual Analysis. 

While this story might at least be self-consistent, it suffers several important defects. 

One intuitive way of seeing these defects is by thinking about the Principle of Charity, 

which cautions against being needlessly uncharitable in our attributions of meaning. 

Intuitive Conceptual Analysis is uncharitable to the Huron in two quite striking ways: it 

says the Huron not only are terrifically bad at recognizing when one of their commonly 

used concepts applies, they also are systematically wrong in the beliefs that they have 

associated with that concept. In contrast, Pragmatic Conceptual Analysis is quite 

charitable to the Huron:  it grants that they are fairly good at recognizing when their 

concept of scurvy applies, and that they have many true beliefs about scurvy. Pragmatic 

Conceptual Analysis is uncharitable in only one minor way: it says that the Huron have a 

deeply entrenched but mistaken intuition regarding the genesis of scurvy – they 

mistakenly think scurvy is caused by enemy curses, when really it is caused by a lack of 

Vitamin C. But this particular mistake is not really of much direct practical relevance, 

and it would have been hard to get right. Hence, it doesn’t offend much against charity to 

attribute this relatively minor mistake to the Huron. Insofar as charitability is a mark of 

plausibility in meaning-attributions, Pragmatic Conceptual Analysis is much more 

plausible than is Intuitive Conceptual Analysis. 

Considerations of charity capture intuitively what is wrong with Intuitive Conceptual 

Analysis:  it posits complex epicycles of fortuitous mistakes in order to enshrine dumb 
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intuitions, rather than paying attention to the patterns of successful usage that are really 

important. However, I don’t want to rest much weight on considerations of charity, in 

part because I don’t have an independent way of arguing for the Principle of Charity. 

(Instead I think the truth of an appropriate version of this principle falls out as a 

consequence of the bootstrapping argument upon which I do place weight.)   

So I need some other, more firmly grounded, way of showing what’s wrong with 

attributions of concept-meaning that posit complex epicycles of fortuitous mistakes. My 

strategy, here, is to appeal to the fact that we regularly use attributions of concept-

meaning to explain behaviors and behavioral success, and good explanations – both in 

general, and especially of the sort that are relevant here – don’t allow for the inclusion of 

complex epicycles. Attributions of concept-meaning are supposed to make available nice 

simple explanations for ordinary successes, not monstrously complex explanations 

involving multiple fortuitous mistakes. Pragmatic Conceptual Analysis, alone, generally 

allows us to give nice simple explanations for ordinary successes. So we have reason to 

prefer Pragmatic Conceptual Analysis. That was the intuitive overview – now the details.  

Here, again, my story exactly parallels my discussion of representational content in 

general (section 6.5). In section 6.7, I offered a plausible account of the nice simple 

explanations that content-attributions make available: explanations that involve patterns 

like the Scurvy Pattern. Our choice of an explication of CONCEPT-MEANING will 

determine what meanings we attribute to concepts like the Huron’s concept C, and hence 

it will determine which labels we put on the rows of the Scurvy Pattern. This in turn will 

affect the explanatory goodness of the resulting pattern. E.g., if we were to say that the 
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Huron’s concept means some sort of enemy curse, then we would need to label the top 

row of the Scurvy Pattern ‘Enemy Curse’, rather than ‘Scurvy’. But making this 

substitution would adversely affect the explanatory goodness of the Scurvy Pattern in 

three ways. (1) There is no robust connection between the presence vs. absence of enemy 

curses and the success vs. failure of the Huron’s medicinal treatments. (2) Intervening 

upon the presence or absence of enemy curses is not a good way of altering the success of 

the Huron treatments for scurvy. And (3) there is no teleological explanation for why this 

accursed variant of the Scurvy Pattern should robustly obtain. 

Because of (1), (2) and (3), we may draw three conclusions about any theory of 

concept-meaning compatible with the explanatory work described above. 

(a) The referent of concept C must be something whose presence or absence is 
correlated with people’s application of C, at least when we restrict our 
attention to a certain range of ‘normal’ agents and circumstances.  

(b) The referent of C must be a constitutive or causal prerequisite for the success 
of the downstream behavior B regularly produced in response to C, in the 
background context in question. 

(c) What we’re counting as ‘successes’ must be states that actually are sought by 
the ‘success-seeking dynamics’ that shaped the conceptual system in question. 

Arguments for these would exactly parallel the arguments in section 6.5. (Basically, 

(1) supports (a), (2) support (b), and (3) supports all of them.)  Rather than going through 

all the details again, I’ll just highlight two features. 

First, let’s focus on the crucial step involved in establishing (b). This is the step that 

notes that, if a pattern like the Scurvy Pattern is to be explanatorily useful, then (by 2) it 

must sustain a particular sort of intervention: namely, secretly intervening upon the 

presence of the alleged referent should be a good way of affecting whether or not 
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people’s behavior will be successful. E.g., if we secretly gave Domagaya some other 

ailment with symptoms superficially similar to scurvy, this would likely thwart the 

Huron’s cure. But if we secretly convince the enemy shaman to change his mind about 

cursing Domagaya, this presumably will have no effect whatsoever upon the success of 

their cure. Hence, scurvy is an eligible referent for the Huron concept, while enemy 

curses are not.  

More generally, if we are to give this sort of explanation for the successful use of a 

concept, then the referent of that concept will need to be some prerequisite for its regular 

successful usage. This gets us the conclusion that whichever explication of CONCEPT-

MEANING is best suited to doing this job will be one that is closely linked to patterns of 

regular successful usage. It follows that this best explication must be some sort of 

pragmatic meaning, which could be revealed by a methodology that falls somewhere 

underneath the broad umbrella of Pragmatic Conceptual Analysis.96   

So far, so good. But which sort of pragmatic meaning do we need? 

To answer this, let’s focus on the role that (3) plays in establishing conclusions (a)-

(c). If we’re going to be able (3) to give a teleological explanation involving the feedback 

loop depicted in Figure 6.5, then it needs to be that (b) the referent makes enough of a 

difference (at least statistically) to the success of these downstream responses that 

success-seeking dynamics will encourage upstream recognition systems to reliably track 

the presence of this referent. And it also needs to be that (a) upstream recognitional 

                                                 
96 Here I’m equating ‘successful usage’ (the phrase I’ve been using in this chapter), and ‘beneficial usage’ 
(the phrase I used in my earlier discussions of pragmatic meaning). In a moment, we’ll see that the 
explanatorily relevant notion of ‘success’ or ‘benefit’ may need to be different from the notion of ‘pursuit-
worthy benefit’ that played a central role in Chapter 4. 
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systems track the presence of this referent reliably enough that success-seeking dynamics 

will encourage the systems that generate downstream behavioral responses to keep 

listening to what these upstream recognitional systems say. In both cases, we cite the 

tendency of success-seeking dynamics to build cognitive systems that do well at 

generating ‘successful’ downstream behavioral responses. This will work only if (c) what 

we’re counting as ‘successes’ are actually things that would be sought by the sort of 

‘success-seeking dynamics’ that shaped the cognitive system in question. 

This places an important constraint on what notions of concept-meaning will be able 

to do the explanatory work described above. A moment ago, we used (b) to conclude that 

we will need some notion of pragmatic meaning which links the meaning of a concept to 

what is needed for its regular successful usage. Conclusion (c) tells us that we can’t use 

just any notion of pragmatic meaning – instead we need to use a notion of pragmatic 

meaning that is defined in terms of a notion of ‘success’ or ‘benefit’ which reflects what 

is actually sought by the success-seeking dynamics that have shaped and maintained the 

conceptual system in question.  

So, for example, if we’re looking at an innate conceptual system that was shaped 

primarily by genetic evolution, then the relevant notion of pragmatic meaning must be 

one that (in this case) takes the relevant ‘benefits’ to be evolutionary benefits – e.g., 

conduciveness to the production of viable offspring. One might think that these deserve 

to be called ‘benefits’ only in the same attenuated sense that certain outcomes count as 

‘beneficial’ to ‘selfish genes’ (Dawkins 1976).  
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Human conceptual systems plausibly are shaped in part by other forms of success-

seeking dynamics, including cultural evolutionary processes that seek effective cultural 

transmission, and learning and planning processes that seek (apparent) desire-satisfaction. 

When we’re aiming to explain human concept usage, the best notion of pragmatic 

meaning would need to be one that (in this case) employs a notion of benefit that 

appropriately balances the various sorts of ‘benefits’ that these different forms of success-

seeking dynamics seek to produce. What exactly is the appropriate balance?  This is a 

hard empirical question, which I will leave to other researchers. Let us call whatever 

notion of benefit would emerge from this research program ‘explanatory benefit’, in 

recognition of its significance to explanations like the Scurvy Pattern. 97 

The notion of explanatory benefit may be contrasted against the notion of pursuit-

worthy benefit (presented in section 3.2, and employed heavily in Chapter 4). In section 

4.5, I considered the hypothesis (H1) that our concept CONCEPT-MEANING regularly 

delivers pursuit-worthy benefits by guiding our application of target concepts. I argued 

that the notion of concept-meaning best suited to such application-guiding work is a 

notion of pragmatic meaning defined in terms of pursuit-worthy benefits.  

In this chapter, we’ve been considering the hypothesis (H2) that CONCEPT-

MEANING also regularly delivers pursuit-worthy benefits by helping us to give good 

explanations and accurate predictions regarding people’s use of target concepts. We just 

                                                 
97 For all I know, there will be a number of competing notions of ‘explanatory benefit’, none of which is 
clearly better than all the others. If so, then so be it. Our conceptual systems are incredibly complex and 
messy – who would have expected that there would be a single best way to explain how they work? (C.f., 
section 3.1). Still, for the sake of simple presentation, I will act as though there is just one best notion of 
explanatory benefit. It should be a trivial exercise to substitute talk of multiple similarly-good notions. 
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reached the conclusion that the notion best suited to this sort of explanatory work is a 

notion of pragmatic meaning defined in terms of explanatory benefits. 

On the face of it, then, we have two interesting sorts of concept-meaning 

corresponding to two notions of benefits. It may be that these two notions of benefit 

coincide – i.e., it may be that the various forces that shape and maintain our patterns of 

concept usage (biological evolution, cultural evolution, individual learning and 

foresightful planning) are forces that tend to preserve things that we have reason to 

pursue. Insofar as these do tend to coincide, a single version of Pragmatic Conceptual 

Analysis may do well to reveal both these sorts of concept-meaning. 

However, it may also be that these two notions of benefit differ significantly – e.g., 

that we tend to use our concepts in ways that differ, systematically, from the ways we 

would have reason to use them. If so, it will be natural to bifurcate our concept of 

concept-meaning. On the one hand, we would want a concept GUIDING CONCEPT-

MEANING which attributes to target concepts meanings that will help us use these target 

concepts to pursue things that are worth pursuing. And on the other hand, we would want 

a concept of EXPLANATORY CONCEPT-MEANING which attributes to various target 

concepts meanings that reflect the dynamical forces that produce and maintain patterns in 

the ways these concepts are used. For each branch of the bifurcation, there is a version of 

Pragmatic Conceptual Analysis with descriptive authority. 
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CHAPTER 7. OBJECTIONS AND HARD CASES 
 

In this final chapter I consider potential objections to Pragmatic Conceptual Analysis, 

and concerns about how generally applicable this methodology will be. 

7.1. Teleo-Functionalism and Peripheral Cases 

Pragmatic Conceptual Analysis follows naturally from a general teleo-functionalist 

approach to thinking about biological systems – an approach that suggests that we 

concentrate first upon what’s going on in regular success cases, and then understand other 

cases as involving better or worse approximations of what happens in the success cases. 

This teleo-functionalist approach is very general, applying not just to cases where 

particular concepts have seen regular use, but to any case where there is an important 

distinction between success and failure (or between benefits and non-benefits).98 

As far as my own theoretical commitments are concerned, it is of primary importance 

to defend this general teleo-functionalist approach, and only of secondary importance to 

defend any particular version of Pragmatic Conceptual Analysis as a generally good way 

of attributing meanings to concepts. I am convinced that Pragmatic Conceptual Analysis 

does a good job with respect to what I take to be the most central cases of concepts – 

concepts that we use to recognize referents in the empirical world and to gather useful 

                                                 
98 This general teleo-functional approach is very broad, and includes all versions of Pragmatic Conceptual 
Analysis. There might also be other particular teleo-functional approaches to understanding concepts that 
are not versions of Pragmatic Conceptual Analysis – e.g., approaches that look at ways in which the 
information associated with various concepts is organized in useful ways, but which do not attempt to 
attribute anything like application conditions to concepts. 



244 
 

information about these referents. For all I know, there might be some ‘peripheral’ 

classes of concepts – e.g., perhaps, concepts involving mathematics or fiction – which are 

used regularly and successfully, but only in ways that differ significantly from the ways 

in which more ‘central’ empirical concepts are regularly and successfully used. If there 

are ‘peripheral’ cases like these, then I would be more interested in showing how a teleo-

functional approach might profitably address them than I would be interested in showing 

that there is a single version of Pragmatic Conceptual Analysis that handles both ‘central’ 

and ‘peripheral’ cases. 

This relaxed attitude regarding ‘peripheral’ cases fits nicely with my deep-seated 

pluralism regarding notions of meaning (see section 3.1). It may turn out that there are 

many more-or-less meaning-like theoretical notions, each of which is fairly useful for at 

least some theoretical purposes. And it may be that the most useful theoretical notion for 

certain ‘peripheral’ concepts is quite different from the notions of pragmatic meaning 

that (I have argued) are especially useful for the ‘central’ cases of empirical concepts.  

So, I would not despair if I were driven to concede that some ‘peripheral’ classes of 

concepts require an approach quite different from the versions of Pragmatic Conceptual 

Analysis that are best suited to more ‘central’ cases. Still, it is reasonable to ask how 

many concessions I will be driven to make. More positively, it is reasonable to ask what 

potential there is for taking the same sorts of theoretical tools that we use to understand 

‘central’ cases and applying these tools to more peripheral cases.  
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7.2. Concept Formation and Meaning Change 

Let us begin by considering the case of newly-formed concepts. For example, 

suppose I see a stranger and form a concept of him. This concept has not yet been put to 

any beneficial use – there are no tried-and-true ways in which this concept has delivered 

benefits. Yet there is an undeniable pull to say that this is a concept of that stranger, and 

not of somebody or something else. Is the advocate of Pragmatic Conceptual Analysis 

committed to denying this? 

In response to this case, I will first sketch what I think the right thing to say would be, 

and then consider what impact this has upon Pragmatic Conceptual Analysis. 

I think the right way to understand this case is through comparison to cases where 

similar formation of a new concept turned out to be successful. I take it that we humans 

have cognitive mechanisms whose job it is to recognize faces, and to retrieve concepts 

that go with previously-seen faces, and to produce new concepts to go with new faces. 

This scheme often pays off, and usually, the way in which it pays off is by allowing one 

to gather useful information about the person whose face one saw as one initially formed 

the concept. So if my own newly formed concept is to succeed in accordance with the 

same principles that account for other successes of this concept-formation scheme, it 

would need to be that my concept is applied to the person to whom I originally applied it. 

Hence, we get the conclusion that my concept applies to the stranger who walked into the 

room, and only to him. (We might use this as a model for understanding many other 

newly formed concepts in addition to personal concepts formed in response to an 

unfamiliar face.) 
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Some readers might note a similarity between the preceding proposal and causal-

baptismal theories of reference that take the referent of a concept (or, as these theories 

are more often formulated, of a linguistic term) to be determined by what was present in 

the initial baptism of that concept (or term).99  But my approach diverges from standard 

causal-baptismal accounts in two important ways.  

First, my account drew heavily upon the idea that there are general principles that 

have underlain the success of other instances of new concept formation. I used these 

principles to determine which one, out of all the local potential referents, is the one that a 

newly-formed concept latches onto in this baptism – to determine, for example, that my 

new concept referred to the stranger, and not just the stranger’s face. Standard causal-

baptismal accounts have not helped themselves to this teleo-functionalist solution to this 

challenge. 

Second, I think that the meaning of a concept (or term) is plastic, rather than being 

forever fixed in an initial baptism. For example, in section 1.3 above, I described a case, 

adapted from Gareth Evans (1973), in which a concept is initially formed to gather 

information about Alice, but then is regularly used to gather information about Betty. I 

agree with Evans that this concept first refers to Alice, then is indeterminate between 

Alice and Betty, and eventually quite determinately refers to Betty.  

So where does this leave us?  Regarding both new and old concepts, I say that we 

may attribute a meaning to a given concept by attending to the principles that underlie the 

most proximate cases of regular successful concept usage. In the case where the given 

                                                 
99 E.g., Kripke 1972. 
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concept has not yet been put to much use itself, I attribute a meaning to it by assimilating 

it to other cases where similar newly-formed concepts eventually were put to successful 

use. But in the case where the given concept already has been put to regular successful 

use, these successful uses set a standard for continued use that trumps whatever standards 

one might have projected for that concept at its formation. 

(There is a useful analogy to our attribution of specializations to philosophers. For a 

graduate student who has not yet successfully written much good philosophy, we will 

attribute to that student a specialization that fits the sort of research trajectory that 

normally follows from education, interests, and surroundings like those of the student in 

question. We might say, for example, that Susan is a budding philosopher of language, 

even if she does not yet realize it herself. However, research specialization is plastic, and 

someone who was baptized as a philosopher of language might end up instead being a 

philosopher of science if that is the sort of work that she (recently) has consistently 

succeeded at doing.) 

The resulting account of concept-meaning is fairly unified, and fits nicely within the 

general teleo-functionalist approach sketched above. When we want to attribute meaning 

to newly formed concepts, as well as old ones, then it will be important to admit the 

eventual successful usage of other concepts as potentially relevant grounds for 

comparison. However, in this dissertation, I have been most interested in shared concepts 

that have seen a great deal of regular usage – especially shared philosophical concepts 

like MEANING, KNOWLEDGE, or JUSTICE. So long as we are considering concepts 

like these, the most proximate grounds for comparison – the success cases that will set 
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the standards which we might expect our applications of these concepts to continue to 

meet – will be other uses of the shared concept we are explicating. For these purposes, we 

will usually do fine to ignore the fact that one might sometimes need to seek more 

broadly to find relevant grounds for comparison. 

Before we move on, let’s briefly consider three related issues. 

First, I want to emphasize that Pragmatic Conceptual Analysis allows for change in 

concept-meaning. I have said that, in determining concept-meaning, the relevant 

standards for comparison will involve the most proximate cases of regular successful 

usage. As time goes by, new successes might replace old ones as the most proximate 

cases for comparison. Indeed, this is what happens in the Evans-inspired example from 

section 1.3, where a concept briefly guides successful interactions with Alice, and then 

undergoes a very long subsequent period guiding successful interactions with Betty. 

Pragmatic Conceptual Analysis concurs with Evans (1973): the concept initially means 

Alice and eventually means Betty, with a period of indeterminacy in between. 

Second, I’d like to say a bit about the potential for making stipulative revisions in 

concept-meaning. We’ve already seen that shifts in usage (whether self-conscious or 

inadvertent) might eventually lead to changes in concept-meaning. It is worth noting, 

though, that Pragmatic Conceptual Analysis might also allow for us to bring about 

changes in meaning more quickly. I will offer an exaggerated cartoon version of how this 

might go, and then draw real-world lessons from it. 

Imagine that we have a regular stipulation-ritual that we go through when we self-

consciously stipulate new correct application conditions for our concepts, and suppose 
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that these stipulation-rituals yield benefits (when they do yield benefits) by leading us to 

modify both our upstream and our downstream patterns of usage so that they accord with 

the stipulated correct application conditions (c.f., my definition of ‘adopting an 

explication’ in section 1.6). After we engage in such a stipulation-ritual for concept C, the 

most proximate cases for comparison would not be our past uses of C, but rather other 

cases where we had beneficially performed such stipulation-rituals on other concepts. If 

our future usage of C is to achieve success in accordance with the same principles that 

explain these other successes, we would need to apply C in accord with the correct 

application conditions that we have stipulated for it. Hence, after the stipulation-ritual, 

C’s correct application conditions become the ones that are stipulated for it in the ritual. 

It’s not clear the extent to which our own stipulation-behavior is ritualized, nor the 

extent to which our attempts at stipulation actually influence our subsequent behavior in 

beneficial ways. So I take it to be an open empirical question whether we, ourselves, have 

conventional means for quickly changing the meanings of our concepts. My own 

inclination is towards a sort of pluralism here – towards thinking that, when we attempt a 

stipulative revision, there is an interesting sense in which we do quickly change the 

meaning of a concept, but another sense in which its meaning will remain unchanged 

until the stipulation takes hold within our patterns of regular successful usage. We 

naturally capture this distinction in everyday language, saying for example that there’s a 

perfectly good sense in which Pluto still counts as a planet, even though it officially 

doesn’t count as a planet anymore. 
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Finally, I want to disavow any connections between Pragmatic Conceptual Analysis 

and conceptual nativism. Jerry Fodor (1998) argues that, since (basic) concepts are 

atomic, they do not include any propositional representations as essential constituents, 

and hence there isn’t any proposition that needs to be learned in order to acquire a 

concept. Insofar as propositional learning is the only alternative to nativism, this sticks 

the atomist with the conclusion that all our (basic) concepts are innate. Like Fodor, I 

think concepts are atomic (see section 1.3). Nevertheless, I think there’s also a good 

sense in which many of our concepts are not innate. 

Here’s a cartoonish picture that I think is close enough to right. (I’ll continue the 

metaphor, from Chapter 1, of concepts as manila file folders.) Each normal human mind 

contains a little factory that can produce new folders on demand. When a normal human 

subject encounters what looks to be a new and interesting potential referent, she fetches a 

fresh new folder from her factory, and dedicates it to storing information about this 

referent. The meaning of this folder is initially determined by the principles that have 

underlain the success of similar folder-recruitments, as those principles would apply in 

the subject’s current context. (E.g., if this folder was spawned by my failure to recognize 

a face, then it will initially mean whoever’s face it was.)  However, there’s a good sense 

in which this particular folder needn’t have ended up meaning this particular potential 

referent: had the subject encountered a different potential referent instead, then she would 

have used the very same mental resources to track that other target rather than the first. 

The fact that she ended up with a folder/concept with this particular meaning hinged upon 
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contingent and idiosyncratic facts about which potential referent she actually 

encountered. In my eyes, this means this concept is not innate.100 

It is consistent with this picture that some concepts might be innate. E.g., there might 

be certain sorts of concepts that all normal humans develop, and it might be that we have 

been designed by evolution to develop such concepts. According to Pragmatic 

Conceptual Analysis, the meanings of innate concepts would be determined by the most 

proximate successful uses of such concepts.101  I remain officially neutral regarding how 

many of our concepts are innate in this sense, and how many are instead contingently 

acquired in something like the manner described above. 

7.3. Fiction and Modality 

In this section, I consider the relation between concept-meaning and our use of 

concepts in various sorts of hypothetical reasoning. These issues might seem to threaten 

Pragmatic Conceptual Analysis in two ways.  

First, it is fairly plausible that our beliefs about a concept’s meaning constrain the 

ways in which we might employ that concept in hypothetical reasoning. This idea is 

embodied in the common expectation that meaning should determine not just actual 

extension, but also counterfactual extension. Unfortunately, it may not be clear how well 

Pragmatic Conceptual Analysis will support this usage.  

                                                 
100 Perhaps more defensibly, it also means that the trait of having a concept with this particular meaning is 
not innate.  
101 Different versions of Pragmatic Conceptual Analysis might offer different answers to the question of 
what counts as ‘most proximate’. 
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Second, there are many concepts which apparently are used only in various sorts of 

hypothetical reasoning – e.g., concepts of characters introduced in fiction, or of the 

various entities that would be produced in carrying out a contingency plan. I will call 

these ‘hypothetical concepts’ in contrast to the ‘ordinary empirical concepts’ that have 

been our focus up to now. I should stress, though, that ‘hypothetical concepts’ are actual 

concepts in that they play a real role in actual instances of cognition. The relevant sense 

in which these concepts are ‘hypothetical’ is that they are employed only in hypothetical 

reasoning and are apparently of hypothetical referents. (Of course we could also ask 

questions about merely hypothetical instances of hypothetical concepts, but I will be 

more interested in actual instances of hypothetical concepts.) 

Since hypothetical concepts bear a strong similarity to concepts that we employ in 

both empirical and hypothetical reasoning, there is a strong pull to grant that these, too, 

are concepts of some sort. But the question arises whether hypothetical concepts have 

meanings or application conditions comparable to those that we attribute to ordinary 

empirical concepts. In particular, there is a worry that the best way of attributing 

meanings to hypothetical concepts will be quite different from how Pragmatic 

Conceptual Analysis attributes meanings to ordinary empirical concepts. The regular 

successful usage of hypothetical concepts apparently does not involve recognizing actual 

items that fall under these concepts, while Pragmatic Conceptual Analysis is defined in 

terms of such usage.  

I should make clear, at the outset, that I don’t yet have fully-spelled-out views on 

these matters. Instead my goal here is to point out some directions for potential 
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development, and to give reasons to think that Pragmatic Conceptual Analysis will 

withstand these potential threats.  

It will help to have in mind a simple model of hypothetical reasoning. According to 

this model, one or more persons have authorship of any given hypothetical scenario. An 

author may introduce premises that count as true within the scenario. The premises of a 

scenario determine what other claims count as true within the scenario, in accord with 

something like the following criterion: 

Truth in Fiction (TIF):  Representation R counts as true in scenario S just in 
case, if someone in the intended audience of S were to learn the premises of S 
then she could reasonably (but defeasibly) infer that R. 

I’m sure there are many potential problems with this simple model,102  but I hope it 

might still work well enough for present purposes.  

It is worth noting that, in entertaining hypothetical scenarios, we might store 

hypothetical conclusions with ordinary empirical concepts used in describing the 

scenarios. E.g., Dan Brown’s (2003) novel, The Da Vinci Code, depicts Jesus as having 

been married, which contrasts against many readers’ belief that Jesus was actually single. 

Such readers associate with their concept JESUS the information (1) that its referent was 

single in actuality, and (2) that its referent was married within the scenario described in 

                                                 
102 Many scenarios surely involve premises that are not explicitly stated. (E.g., the genre of a work of 
fiction often helps to constrain what counts as true within that fiction. And, e.g., we sometimes have tacit 
prohibitions against ‘backtracking’ – against concluding on the basis of the premises of a scenario that 
antecedent events must also have differed from actuality.)  It’s not always clear what should count as an 
authoritative statement of a new premise. (This is especially difficult in socially authored scenarios.)  It’s 
not clear what the content of a new premise should be. (E.g., when a story or movie presents claim C within 
a dream-sequence or from the perspective of a particular character, then the actual content of the premise 
should not be that C, but instead that some character has an experience as though C.)  And it’s also not 
clear who should count as the intended audience of a scenario, and what sorts of background knowledge 
they should bring to interpreting it. (This is especially puzzling, e.g., when you are invited to consider a 
scenario within which you don’t even exist.) 
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The Da Vinci Code. One natural way of putting this is to say that Jesus actually was 

single, and supposedly was married. 

With this simple model in mind, we may now consider the question of how one’s 

knowledge of concept-meaning constrains one’s consideration of hypothetical scenarios. 

One simple proposal would have it that our knowledge of the meanings of the concepts 

we use in spelling out a scenario puts rigid constraints upon which scenarios we can 

consider. 

Rigid Proposal:  We must reject a hypothetical scenario as incoherent if its 
premises are incompatible with our beliefs about the correct application 
conditions of a concept.103   

This ‘Rigid Proposal’ does a fairly good job at making sense of what’s fishy about a 

story which says Jose is an unmarried man but not a bachelor, or which says that Maria is 

a bachelor but not a man. 

One potential failing of the Rigid Proposal is that it doesn’t yet tell us anything about 

the correct application conditions of hypothetical concepts.104  A second and more 

pressing failing is that we sometimes do want to entertain scenarios that presuppose the 

falsehood of semantic claims that we take to be true. E.g., it is sometimes reasonable to 

entertain the possibility that one has been mistaken about the meaning of some concept. 

Furthermore, we’re often willing to suspend our beliefs for the sake of a good story. E.g., 

many fantasy novels take water to be an irreducible element, even though this conflicts 

with our knowledge that WATER actually means H2O. 

                                                 
103 Our unwillingness to entertain certain scenarios sometimes is considered under the heading ‘imaginative 
resistance’.  
104   One might hope that we could run this backwards – first figure out what constraints there are on 
employing hypothetical concepts, and then work backwards from those to posit meanings to these concepts. 
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To avoid these failings, we might instead take the relevant meanings of concepts 

employed in entertaining a scenario to be part of the flexible content of the scenario, 

rather than part of its rigid background. 

Flexible Proposal:  We must reject a hypothetical scenario as incoherent if its 
premises entail that some concept C be applied (or not applied) in a way that is 
incompatible with what, according to the scenario, are C’s application conditions. 

I used The Da Vinci Code to illustrate that a given concept (like JESUS) might have 

different associated information relative to actuality and relative to various hypothetical 

scenarios. The Flexible Proposal entails that a given concept might also have different 

correct application conditions, relative to actuality, and relative to various different 

hypothetical scenarios. Ordinary empirical concepts will have actual application 

conditions – e.g., we’re now quite confident that WATER is actually correctly applicable 

to all and only instances of H2O. And the concepts employed in hypothetical reasoning 

might also have hypothetical application conditions relative to a given scenario – e.g., 

relative to the fantasy novel, WATER is correctly applicable to all and only the instances 

of a certain irreducible element.105  We might put this by saying that water is actually 

H2O, and is supposedly an irreducible element. 

Above, I proposed a simple inferential model, TIF, regarding which claims count as 

true relative to various hypothetical scenario. We may propose a similar inferential model 

regarding the hypothetical application conditions of various concepts relative to various 

hypothetical scenarios. 

                                                 
105 Hence we avoid the second failing of the Rigid Proposal – we can consider scenarios like the fantasy 
novel that violate our beliefs about the actual application conditions of a concept. The Flexible Proposal 
might still have problems with subtly incoherent scenarios, e.g., perhaps some scenarios involving time 
travel. But hopefully we can exclude these as peripheral cases. 
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Application in Fiction (AIF):  A is a statement of the hypothetical application 
conditions of Concept C relative to scenario S just in case, if someone in the 
intended audience of S were to learn the premises of S then she could reasonably 
(but defeasibly) infer that A is a statement of C’s actual application conditions. 

I’m sure that AIF (like TIF) is subject to many problems, but, it’s outside the scope of 

the current project to try to fix them. Instead, I just want to presume that something in the 

general ballpark of AIF is correct, and see what bearing this would have on Pragmatic 

Conceptual Analysis. 

AIF entails that our default will be to operate in accord with the Rigid Proposal above 

– the known actual meanings of ordinary empirical concepts will typically constrain their 

hypothetical employment. But this default may be overwritten (either directly or 

indirectly) by the premises of a scenario.  E.g., the hypothetical application conditions of 

WATER, relative to many fantasy novels, restrict its application to a hypothetical 

primitive element, rather than to H2O.  

We’ve seen that ordinary empirical concepts might have both actual application 

conditions and hypothetical application conditions relative to various scenarios. What 

about hypothetical concepts? 

Hypothetical concepts pretty clearly have hypothetical application conditions relative 

to various scenarios – if AIF is right, these will be whatever we would take their actual 

application conditions to be if we took the premises of the given scenario to be true.106  

                                                 
106 It is important to bear in mind the distinction between how our concept WATER is taken to apply in a 
hypothetical scenario, vs how hypothetical tokens of WATER possessed by characters in the scenario are 
taken to apply. E.g., it is coherent to describe a counterfactual scenario in which water is a primitive 
element, but in which we use our concept WATER to track alcohol and not water. I.e., we must bear in 
mind the potential distinction between concepts used from a scenario-builder’s perspective and the 
concepts that are employed by the characters (potentially including the scenario-builder herself) within an 
imagined scenario. 
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These hypothetical application conditions will typically be spelled out in terms of other 

concepts whose applicability within the scenario is (directly or indirectly) implied by the 

premises of the scenario. Insofar as the premises would not lead a believing audience to 

determinate conclusions regarding the actual application conditions of a given 

hypothetical concept, the hypothetical application conditions of that concept will be 

indeterminate.  

It is a separate question whether hypothetical concepts will have any actual 

application conditions.  

In a few cases, a concept’s hypothetical application conditions can be spelled out 

entirely in terms of ordinary empirical concepts, and it is plausible to read these as actual 

application conditions for that concept too. For example, TURING MACHINE was 

introduced as a purely hypothetical concept. However, this concept had fairly determinate 

hypothetical application conditions which could be spelled out in terms of ordinary 

empirical concepts (like SYMBOLS and TAPE). We can now build actual machines that 

meet those application conditions (for finite Turing Machines anyway), and it is plausible 

to say that these machines meet the actual application conditions of our concept 

TURING MACHINE. 

Much more often, the hypothetical application conditions of a hypothetical concept 

can be spelled out (non-trivially) only in a way that involves (other) hypothetical 

concepts. For example, the hypothetical application conditions of UNICORN apparently 

limit its application to a species of creatures that don’t actually exist, but instead are 

merely posited within a myth. Hence, there apparently is no way that any actual animal 
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could fall under our concept UNICORN. Even if we someday discover horse-like 

creatures with horns sticking out of their heads, if such creatures didn’t play any role in 

our past usage of our UNICORN-concept then they aren’t unicorns (Kripke 1972). This 

suggests that many hypothetical concepts can’t have actual application conditions that 

directly match their hypothetical application conditions.  

However, this leaves open the possibility that such hypothetical concepts might have 

actual application conditions that are indirectly related to their hypothetical application 

conditions. Let’s consider two versions of this view. 

First, some seemingly hypothetical concepts are used as covert tools for storing 

information about actual targets. For example, in the satirical novel Animal Farm, George 

Orwell’s (1945) attributions of various traits to the fictional pig Napolean can plausibly 

be taken as a thinly-veiled way of attributing related traits to the actual dictator Joseph 

Stalin. Insofar as our shared concept NAPOLEAN has regularly and successfully been 

used to facilitate reasoning about Stalin, it is plausible to say that, even while the 

hypothetical referent of NAPOLEAN is a fictional pig, its actual referent is Stalin.  

Second, we clearly do have ways of deciding when we ought to associate actual 

incoming information with one or another of our hypothetical concepts. E.g., we can 

recognize things that fall under our concept BATMAN in comic books, animated 

cartoons, and blockbuster movies. Furthermore, our capacity to recognize which bits of 

actual information go with which of our shared hypothetical concepts is central to 

whatever successful uses we regularly put these concepts to, even if these uses primarily 

involve entertainment and social posturing. These practices turn upon recognizing actual 
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circumstances where we ought to bring to bear a hypothetical concept and the 

information we’ve associated with it. Hence, it is plausible to think of a specification of 

the actual circumstances where it is appropriate to do this as a specification of the actual 

application conditions of the hypothetical concept. 

What actual referent are we recognizing an instance of when we successfully 

recognize that it’s a good time to employ our concept BATMAN?  I think the most 

plausible answer is that we are recognizing an instance of a particular strand of western 

culture, an instance of a relevant portion of the Batman story. Let’s call strands of culture 

like this cultural entities. Instances of a particular cultural entity may actually be present 

in many comic books, animated cartoons, and movies. So, the numerous instances of 

Batman stories together compose a cultural entity, which we may denote {BATMAN}. 

This notation is especially appropriate, because the cultural entity {BATMAN} 

presumably contains our shared concept BATMAN, together with the various external 

depictions (or ‘faces’) that stem from instances of this shared concept.  

On the present proposal, the actual referent of BATMAN is the actual thing we’re 

successfully recognizing when we successfully bring to bear our BATMAN concept. This 

actual referent isn’t some guy who runs around fighting crime in a cape – instead it is the 

cultural entity {BATMAN}, which is a central strand within our widespread Batman 

story. But the premises of this story (directly or indirectly) link this cultural entity with 

the trait of being a caped crime-fighter. Even though the claim that Batman fights crime 

is actually false, it counts as true within the story (in the sense defined in TIF above). 
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One fairly natural way of putting this would be to say that Batman is supposedly a caped 

crusader but is actually a mere piece of fiction.107 

It may seem a bit tedious to spell out qualifiers like ‘supposedly’ and ‘actually’, but 

this nevertheless is a fairly natural way of expressing some facts that we all know. Since 

we all know these facts, we often do fine with a much less tedious shorthand. We say 

“Batman wears black” when what we mean is that Batman supposedly wears black. We 

say “Batman was created in 1939” when what we mean is that the cultural entity 

{BATMAN} was actually created in 1939. And we say “Batman doesn’t exist” when we 

mean that BATMAN actually refers to a mere piece of fiction and not an actual caped 

crusader. All these bits of shorthand are readily decipherable, so it shouldn’t be that 

surprising that we use them quite freely. On the rare occasions where the shorthand does 

become ambiguous, we naturally turn to more tedious locutions like the ones proposed 

above. E.g., when someone asks “When was the Bat-mobile created?” we might naturally 

say that, supposedly it was built in 1942, even though it was actually written into the 

stories in 1945. 

So, on the present proposal, BATMAN has two sorts of correct application 

conditions. BATMAN’s hypothetical application conditions restrict its application to the 

caped crusader that we would take to exist if we took the Batman story to be true. If the 

story were true, we would need to apply BATMAN to this caped crusader if we were to 

apply it correctly. In actuality, there is no such caped crusader, so there is nothing that 

                                                 
107 Interestingly, even while Batman isn’t actually a caped crusader he is actually Bruce Wayne, for, even 
in people with separate concepts associated with the expressions ‘Batman’ and ‘Bruce Wayne’, these 
concepts are still used to track the same actual referent, the cultural entity which we’ve been calling 
{BATMAN}.  
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actually meets the hypothetical application conditions of BATMAN. Still, most regular 

successful applications of BATMAN do rely upon the successful recognition of an actual 

referent, namely the actual strand of fiction, {BATMAN}. There’s a clear sense in which 

people who apply BATMAN in response to this strand of fiction are applying it correctly, 

and those who apply it to other things – e.g., to a Spiderman comic – are applying it 

incorrectly. This notion of correct application is captured in what I have called actual 

application conditions. Both hypothetical and actual application conditions are 

interesting and useful, and we should hope that a good account of concept-meaning will 

allow us to make sense of both. 

I clearly haven’t given anything like a full treatment to all these interesting issues. 

However, I hope that I have said enough to put us in a position to gauge how great a 

threat these cases pose to Pragmatic Conceptual Analysis. Recall that there were two 

potential threats. 

First, there was the question of whether our knowledge of pragmatic meanings of 

ordinary empirical concepts would place appropriate constraints upon hypothetical 

reasoning. If the above story is right, then our knowledge of the actual application 

conditions of ordinary empirical concepts will place an appropriately defeasible 

constraint upon the hypothetical application conditions of those concepts relative to 

various scenarios – the default presumption is that the hypothetical application conditions 

of an ordinary empirical concept (relative to a given scenario) will be the same as the 

actual application conditions of that concept. Since Pragmatic Conceptual Analysis helps 
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to reveal actual application conditions, it also helps to reveal what we may defeasibly 

take to be hypothetical application conditions. 

Of course (given the flexible proposal above) this direct link between actual and 

hypothetical application conditions is defeasible. Sometimes the premises of a scenario 

call upon us to break this link, and to employ hypothetical application conditions for an 

ordinary empirical concept that differ from its actual application conditions. According to 

AIF, the hypothetical application conditions will be whatever the intended audience 

would reasonably attribute as actual application conditions, if they took the premises of 

the scenario actually to be true. Since we may use actual applications of Pragmatic 

Conceptual Analysis to determine actual application conditions, AIF allows that we may 

also use hypothetical applications of Pragmatic Conceptual Analysis to determine 

hypothetical application conditions. Hence, even in the case where hypothetical 

application conditions depart from actual application conditions, Pragmatic Conceptual 

Analysis sheds appropriate light on the use of ordinary empirical concepts in hypothetical 

reasoning. 

The second potential threat involved the question of whether Pragmatic Conceptual 

Analysis would attribute appropriate application conditions to hypothetical concepts. Just 

as AIF allows that hypothetical applications of Pragmatic Conceptual Analysis may 

determine hypothetical application conditions for ordinary empirical concepts, AIF also 

allows that hypothetical applications of Pragmatic Conceptual Analysis may determine 

hypothetical application conditions for hypothetical concepts – we just ask what 

Pragmatic Conceptual Analysis would lead the intended audience to conclude about the 
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actual application conditions of these concepts if they took the premises of the scenario to 

be true.  

But I also mentioned three interesting senses in which hypothetical concepts might be 

said to have actual application conditions. (Representative examples were TURING 

MACHINE, NAPOLEAN and BATMAN.) How does Pragmatic Conceptual Analysis 

fare with these? 

Let’s start with concepts like TURING MACHINE whose hypothetical application 

conditions can be spelled out entirely in terms of ordinary empirical concepts. Above I 

noted the defeasible presumption that hypothetical application conditions will match 

actual application conditions. This presumption works in both ways, as is evidenced by 

our common experience of discovering that we already know quite a lot about some 

actual referent because it was accurately portrayed within a fictional story. (E.g., as a 

child, I learned a great deal of actual geography by reading about what I initially took to 

be fictional cities in Nancy Drew novels. Similarly, a constable might first hypothesize 

the existence of an accomplice, then infer that this accomplice must be the victim’s long-

lost brother, and then discover that this accomplice actually exists.)  Given the default 

presumption that actual and hypothetical application conditions are closely linked, it is 

understandable that we would often extend to actual cases many initially-hypothetical 

concepts like TURING MACHINE. Hence, there are numerous success-stories which 

might serve as a useful basis for comparison, and so we may attribute actual application 

conditions to such hypothetical concepts, in much the same way as we did to newly-
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formed concepts in section 7.2. Since newly-formed concepts posed no real threat to 

Pragmatic Conceptual Analysis, neither do concepts like TURING MACHINE. 

Let’s consider BATMAN next. I presume that our concept BATMAN sees regular 

successful usage mostly in helping to facilitate our enjoyment of the Batman stories, and 

in helping us to have enjoyable conversations about these stories. I presume, also, that 

there isn’t any actual caped crusader hiding behind all these successful uses. Instead, 

what best accounts for these successes is that people are consistently recognizing 

instances of the same cultural entity, {BATMAN}, and employing truths (both actual and 

supposed) regarding it. Given that this is what underlies their successful usage, Pragmatic 

Conceptual Analysis will say that BATMAN is correctly applicable to {BATMAN} and 

only to {BATMAN}. Hence, Pragmatic Conceptual Analysis does well to capture (what 

we have been considering to be) the actual application conditions of BATMAN. 

What about satirical concepts like NAPOLEAN?  Insofar as Orwell’s depictions 

(supposedly of a fictional pig) have been regularly and successfully used to inform 

people’s interactions with Stalin, and only with Stalin, Pragmatic Conceptual Analysis 

will say that Stalin is the actual referent of NAPOLEAN. However, my guess is that, in 

reality, this case doesn’t work out nearly so neatly. For one thing, I would guess that 

NAPOLEAN has sometimes been used successfully vis a vis other dictators besides 

Stalin. This suggests that this concept might refer to some type of leader, rather than any 

particular person. And for another thing, I imagine that NAPOLEAN has much more 

often been used to coordinate people’s enjoyable and edifying discussions of Animal 

Farm, than it has been used for any purpose involving actual dictators. To best do this 
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sort of work, we would probably need to apply NAPOLEAN only to the cultural entity 

{NAPOLEAN}.108  So I think we’ll end up wanting to say that this concept is 

indeterminate between these three different strands of meaning, each of which captures 

one way in which this concept regularly helps to guide our interaction with real-world 

referents.109  While the reality of this case (and probably most other cases of satire)  

might be a bit complicated, Pragmatic Conceptual Analysis does will to pick out 

important threads of meaning within this complexity.  

7.4. Other Hard Cases 

In this section, I will briefly address several other ‘hard cases’ that people sometimes 

raise as being potentially problematic for Pragmatic Conceptual Analysis.  

Before I begin, I should emphasize again a point made in section 7.1. It wouldn’t be 

devastating if I had to admit that Pragmatic Conceptual Analysis did not yield useful 

results with respect to some of these hard cases. I am most concerned with developing an 

understanding of concept-meaning that usefully handles the many ‘central’ cases of 

concepts that are regularly used to govern our interactions with potential referents in our 

world. But mother nature and human ingenuity are both very clever at finding exotic new 

ways to use familiar tools. The fact that penguins use their wings to swim doesn’t mean 

                                                 
108 Some versions of Pragmatic Conceptual Analysis might be able to dismiss these later uses as somehow 
‘parasitic’ upon NAPOLEAN’s job of tracking Stalin. Other versions might dismiss the earlier uses as 
parasitic upon NAPOLEAN’s job of tracking {NAPOLEAN}. Neither of these moves seems terribly 
compelling to me. 
109 Interestingly, a very similar fate befalls many concepts of historical figures. As legends replace facts, 
these concepts come to be used more for cultural coordination purposes than they are for purposes that 
depend upon the actual historical figure. Hence these concepts may come to refer quite determinately to the 
legends themselves, and not so much to the men or women behind the legends. (C.f., Evans 1973 on 
GOLIATH.) 
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that we have to reject good theories of how most birds use their wings for flight. 

Similarly, if it turns out that some ‘peripheral’ concepts get used in exotic ways, that 

doesn’t mean we need to reject good theories of what our more ‘central’ concepts mean. 

So, it probably wouldn’t matter much if Pragmatic Conceptual Analysis fared poorly with 

some of the following cases. But let’s see how well it does fare. 

Phlogiston – According to Pragmatic Conceptual Analysis, PHLOGISTON refers to 

whatever has underlain the regular successes that phlogiston theorists experienced. We 

now know that this is something like the presence of oxidizable materials. On this 

analysis, there really is phlogiston (i.e. oxidizable material), though phlogiston theorists 

surely suffered many mistaken beliefs regarding its nature. For example, phlogiston 

theorists thought that phlogiston escaped into the air when wood burns or metal rusts. 

When they noticed that metal increases in mass when it rusts, some phlogiston theorists 

then attributed negative mass to phlogiston. We now know that phlogiston (i.e., 

oxidizable material) does not escape into the air when metal rusts; instead phlogiston 

incorporates oxygen from the air, and is thereby transformed from being phlogiston into 

being a slightly heavier oxidized material. This analysis does well to explain the limited 

successes that phlogiston theory did achieve, and it offers a nice charitable interpretation 

of what phlogiston theorists were on about. Still, we’re probably better off relegating 

PHLOGISTON to the sidelines, and instead proceeding with the much more effective 

conceptual arsenal of modern chemistry. 

Witches – It is fairly plausible to view the contemporary concept WITCH on the 

model of BATMAN (section 7.3), yielding the conclusion that witches are mere elements 



267 
 

of folklore – no actual person is a witch. However, we should also consider two regular 

ways in which WITCH has been beneficially applied to actual people.  

First, many contemporary practitioners of the Wiccan religion count themselves as 

‘witches’. Insofar as the witch folklore has regularly been beneficially used govern 

interactions with actual people like contemporary Wiccans, we might conclude that 

WITCH actually refers to such people, and that we were mistaken to think that witches 

were mere elements of folklore. My guess, however, is that there are two fairly 

independent strands of usage – one involving fantastic stories of merely fictional witches, 

the other tracking contemporary Wiccans. Insofar as we have been using a single concept 

for these quite different purposes,110 that concept is probably indeterminate between these 

two meanings. 

Second, historically, a shared WITCH-concept was often applied to actual people, in 

ways that often helped to benefit others at the expense of those who were declared 

‘witches’. Thankfully, such usage ceased long ago, so we probably needn’t worry that it 

contributes to the current meaning of our concept WITCH. But what about the shared 

concept – call it SALEM-WITCH – that was possessed by people during the heyday of 

this brutal practice?  This case raises many of the same issues as did Haslanger’s 

suggestion that our current concept KNOWLEDGE might regularly be used to solidify 

power for the patriarchy (section 3.2). To get SALEM-WITCH to continue to do best at 

the sort of work it had been doing – eliminating threats to the political powers that be –  

                                                 
110 I think that most of us have not been using just one concept in these two ways. I, for one, maintain two 
concepts – call them WICCAN WITCH and FOLKLORE WITCH – and I have a fairly good idea of the 
different things that I might expect from each (both actually and hypothetically). 
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the users of this concept would need to apply it to all and only the people who pose 

eliminable threats to the powers that be. On this hypothesis, people correctly identified a 

fair number of people who were indeed Salem-witches – i.e., who were indeed eliminable 

threats to the powers that be. (They probably also mistakenly identified some harmless 

people as Salem-witches, and they surely had many mistaken beliefs regarding the 

alleged supernatural characteristics of Salem-witches.)  This attribution of meaning helps 

us to understand how and why they were using their concept, and it would help them to 

do more efficiently the work that they had been doing with this concept. Even as we 

attribute this meaning, we can also say that (for various moral, political or practical 

reasons) they ought to have stopped using their concept in this way.  

Religious Concepts – If somebody actually is regularly interacting with a deity, then 

Pragmatic Conceptual Analysis allows that they might easily have a concept of that deity. 

As for religious beliefs that are passed on from person to person without any actual 

deities in the picture, the BATMAN model is quite plausible (section 7.3). For example, 

most of us now think that Zeus is actually a mere piece of mythology, and only 

supposedly a hurler of lightning-bolts. If the atheists are right, the gods of other religions 

have a similar status. 

Truly Useless Concepts – It’s hard to come up with examples of truly useless 

concepts. The best suggestion I’ve heard111 is the concept, BOOGEYMAN, whose most 

salient effect – keeping children frightened and awake – is apparently not at all 

beneficial. However, BOOGEYMAN probably does see some beneficial usage, e.g., in 

                                                 
111 Thanks to Pekka Väyrynen for the example. 
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our entertaining campfire stories. This is probably enough to make BOOGEYMAN 

assimilable to the BATMAN model. But what if someone comes up with a concept that 

isn’t even useful for campfire stories?  Here, I think it would be plausible to say that there 

isn’t anything this concept is of – there’s nothing that this concept has regularly and 

beneficially been used to track. Even if you don’t find this verdict plausible – e.g., even if 

you want to insist that we attribute some sort of meaning to all concepts – this seems to 

be a quite peripheral case. If the worst problem with Pragmatic Conceptual Analysis is 

that it doesn’t shed much light on this exceedingly pathological case, then Pragmatic 

Conceptual Analysis is probably in pretty good shape. 

Intensionality – One traditional challenge for theories of meaning is to account for 

intensionality. How is it that our concept CORDATE might mean creature-with-a-heart 

but not creature-with-a-kidney, when all the creatures with hearts have kidneys too, and 

vice versa?  Pragmatic Conceptual Analysis accommodates many cases like this fairly 

easily, for it attributes meanings on the basis of what is explanatorily relevant to the 

patterns of regular successful usage (see section 3.4), and two properties might be of 

different explanatory relevance, even while they are extensionally equivalent.  

Things get more tricky in some cases of necessary extensional equivalence. It seems 

that a thing’s being a triangle will always be just about as explanatorily relevant as its 

being a trilateral. This suggests that Pragmatic Conceptual Analysis will be unable to 

attribute different meanings to TRIANGLE and TRILATERAL. For most purposes, I 

think this result would be perfectly fine. But if you really want a meaning difference, you 

might attend carefully to fine-grained differences in inferential priority involving these 
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concepts. E.g., it might be that we can directly infer X HAS THREE ANGLES from X IS 

A TRIANGLE, but we can only indirectly infer X HAS THREE SIDES. If so, then 

triangularity might be slightly more explanatorily relevant than is trilaterality to our 

successful usage of TRIANGLE, and hence at least some versions of Pragmatic 

Conceptual Analysis might distinguish between these. 

Logical Connectives (e.g., ‘and’, ‘or’) – In ordinary people these probably aren’t 

concepts because these probably don’t play a folder-like information-coordinating role in 

cognition (see section 1.3). However, when we get into logic class (or perhaps when we 

learn language), then we do form concepts to go with these words, and we can then 

gather all kinds of information to go with them, e.g., De Morgan’s laws. It’s fairly 

plausible to say that AND refers to conjunction, a relation that two components of a 

complex representation might bear to one another. Afterall, the successful uses of AND 

have to do with recognizing instances of conjunction, and bringing to bear various sorts 

of information (like De Morgan’s laws) that are true of conjunction. 

Mathematics – Some mathematical concepts are regularly applied to things in the 

world. For example, we often apply our concepts of the counting numbers to various sets 

of objects in the world. Pragmatic Conceptual Analysis will presumably handle these 

cases quite well – it will tell us, for example, that our concept SEVEN-FOLD is correctly 

applicable to set of objects just in case that set contains exactly seven objects.  

What about mathematical concepts that are rarely, if ever, used in direct application 

to things in the world?  One possibility is to assimilate these to the case of hypothetical 

concepts like BATMAN. There are various fan clubs that try to spell out interesting 
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consequences that follow from the premises of fictional stories – see, for example, The 

Physics of Star Trek (Krauss 1995). One might view professional mathematicians as 

people who are engaged in tracing out the consequences of various fictional premises.  

On this view, abstract mathematical concepts actually refer to mere cultural entities, even 

while they supposedly refer to abstract entities or properties. 

Problems arise from the fact that mathematical concepts seem to be employed in 

hypothetical reasoning in a much more rigid way than are many non-mathematical 

concepts. For one thing, many of the (supposed) truths in fiction are (supposedly) 

contingent, while mathematical truths are (supposedly) necessary. E.g., although Conan 

Doyle’s stories say that Sherlock Holmes actually did smoke, they allow that, had he 

chosen differently, Holmes could have opted not to smoke. In contrast, our mathematical 

stories apparently do not allow that mathematical entities could have been other than the 

stories say they actually are.  

There are related puzzles involving authorship. Many people will allow that, had 

Conan Doyle written the stories differently, it would not have been true that Holmes 

(supposedly) smoked a pipe. But we don’t usually think of mathematical truths as being 

contingent in this way. Most of us don’t think, for example, that the imaginary number i 

could have been anything other than a square root of -1, regardless of how various actual 

mathematicians might have spun their stories differently. This difference is reflected in 

the fact that we’re often inclined to say that fictions are invented, while mathematics is 

discovered. 
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One option here would be to say that there is a special set of rules that governs the use 

of mathematical concepts in hypothetical reasoning. Alternatively, one might hope to 

show that the above features of mathematical concepts actually stem from a more general 

phenomenon. There are some premises, or combinations of premises, that it is very 

difficult to build into hypothetical scenarios. For example, many people find it very 

difficult to imagine a scenario in which slavery is morally permissible, or in which an 

ordinary unmarried man is not a bachelor. One might hope that a general account of such 

cases of ‘imaginative resistance’ might explain the apparent necessity of (supposed) 

mathematical truths. I will gesture briefly in the direction of such a general account. 

In section 7.3 I stated two principles, TIF and AIF, each of which suggested that we 

may reason about hypothetical scenarios in much the same way as we would reason in 

response to a story which we took to be true. Now, there are better and worse ways of 

telling an audience a truthful story. Many of these are captured in H.P.Grice’s (1975) 

conversational maxims – among other things, a good story-teller should offer her 

audience pieces of information that are true, and that will help the audience to infer other 

relevant truths. Good story-tellers can’t just drop a bunch of bombshells that happen to be 

true – instead they must offer premises that will guide the listener to develop an accurate 

understanding of what has transpired. Since reasoning about fictional stories is so much 

like reasoning about factual stories, a very similar conversational maxim governs the 

telling of fictional stories. 

I think that cases of imaginative resistance are generally cases that flout this 

conversational maxim. You can’t simply say to your audience that slavery is morally 
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permissible, for this bombshell would surely do great violence to their web of belief. If 

you want to put a bombshell like this into a story, you need to accompany it with some 

instructions regarding what other modifications should be made along with it. E.g., you 

might build into a story that psychologists have found that a period of enslavement helps 

to develop important moral character traits in certain people. With this premise on board, 

there is less imaginative resistance to the hypothesis that slavery is morally permissible.  

This general phenomenon of imaginative resistance explains the apparent necessity of 

(supposed) mathematical truths. We take mathematical truths to be locked into a rich 

network of entailment relations; each mathematical truth is intimately connected to many 

others. Because of this, it will be very difficult for a responsible story-teller to offer a 

stipulation that flies in the face of accepted mathematical truth – for she would need to 

accompany such a bombshell with premises that would guide the listener to make 

appropriate corrections in her web of belief. Since there are so many corrections to be 

made in the mathematical case, it is practically impossible to give such guidance. (There 

may be a few exceptions: e.g., we can tell a story about how Euclid’s parallel’s postulate 

might be false without doing that much violence to ordinary geometric belief. We can 

also play along for a little while with some impossible mathematical hypotheses, saying 

for example that, if only 4 plus 8 had been 13, then my computation would have turned 

out correctly afterall.) 

If the preceding account of imaginative resistance can be made to work, this will 

surmount some of the largest obstacles to thinking of mathematical concepts on the 

model of fictional concepts – the apparent modal differences between mathematical 
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concepts and other hypothetical concepts. If this account can’t be made to work, then we 

may have to say that mathematical concepts are sui generis, in that their use in 

hypothetical reasoning is subject to peculiarly rigid constraints. Either way, it will be 

plausible to say that the actual application conditions for various abstract mathematical 

concepts limits their application to the cultural entities that compose the relevant 

mathematical stories, for these are the only actual things that we regularly and 

beneficially use these concepts to recognize. 

7.5. The Analytic and the A Priori 

According to Pragmatic Conceptual Analysis, the meanings of our concepts depend 

upon what underlies the regular successes in our use of these concepts. Insofar as it 

requires hard empirical work to discover what underlies these successes, Pragmatic 

Conceptual Analysis will be in tension with a traditional picture which holds that we 

might discover facts about meaning via an armchair methodology, and that some of these 

‘a priori’ facts about meaning will be sufficient to guarantee the truth of certain 

‘analytic’ claims. In this section, I will ask how much of this traditional picture needs to 

be rejected. 

For a convenient label, so I will call this traditional view ‘the Kantesian picture’ in 

acknowledgment of the significant role that Rene Descartes and Immanuel Kant played in 

embedding this picture in modern thought. I take five claims to be quite central to the 

Kantesian picture: 

(1) Our concepts have meanings. 
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(2) Given the relations in meaning among our concepts, many complex 

representations built out of these concepts are guaranteed to be true. These are the 

so-called ‘analytic’ representations. 

(3) The relations in meaning among our concepts are discoverable by any competent 

user of these concepts purely by careful reflection, independent of any further 

empirical evidence. 

(4) Hence there are many complex representations that a competent concept-user 

might know to be true purely by careful reflection, independent of any further 

empirical evidence. These are the so-called ‘a priori’ representations. 

(5) Given the above, all analytic representations will be a priori (and perhaps some 

non-analytic representations will be a priori too).  

Claim (3) plays an especially central role in the Kantesian picture. For it is (3) that 

provides a methodological inroads for considering the other elements of the picture: to 

draw conclusions about the meanings, analyticity or a priority we need only reflect 

carefully upon the involved concepts. 

Pragmatic Conceptual Analysis and other externalist theories of meaning apparently 

pose strong threats to (3), for these views apparently hold that one can typically discover 

relations of meaning only by gathering significant amounts of empirical evidence. This 

threatens the traditional armchair methodology regarding the other aspects of the 

Kantesian picture: without (3), a pure armchair methodology would be a suspicious route 

to conclusions regarding meanings, and regarding the truths that are guaranteed in virtue 

of meaning. Since meaning-externalism apparently cuts deeply at the heart of the 
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Kantesian picture, one might wonder whether it’s worth trying to salvage anything out of 

what remains. Are there any babies in this bathwater, or should we throw it all out? 

Meaning-externalism can preserve at least a portion of the Kantesian picture, for 

meaning-externalism fully endorses (1) and has no quarrel with (2). If by ‘analytic’ we 

mean ‘guaranteed to be true by relations of concept-meaning’, then the meaning-

externalist allows that there may be many analytic truths (c.f., Russell, forthcoming). 

What meaning-externalism threatens is the thought that many of these analytic truths will 

be a priori. For example, if competent users can learn only a posteriori that WATER 

means H2O, then the claim that water contains hydrogen will be analytic but a 

posteriori.112  This threatens to limit (4) the scope of the a priori, and it threatens to 

eliminate (5) the thought that the a priori completely encompasses the analytic. 

So, meaning-externalism threatens the sorts of a priori knowledge mentioned in (3), 

(4) and (5). How much a priori knowledge will survive this threat?  The answer will 

depend upon three factors.  

First, it will matter how much we read into the restriction to ‘competent concept-

users’ in (3) and (4). Even fans of the traditional Kantesian picture surely need to build in 

some sort of competence constraint. E.g., it should be no threat to the (alleged) a priority 

of “All bachelors are men” that someone who is deeply ignorant or confused about the 

concept BACHELOR wouldn’t be in a position to conclude, justifiably, that this claim is 

true. An interesting question is whether the relevant sort of ‘competence’ requires that the 

                                                 
112 Similarly, if it is discoverable only a posteriori that HESPERUS and PHOSPHORUS actually have the 
same meaning (or that they have meanings that are similar enough to guarantee that they will have the same 
referent), then “Hesperus is Phosphorus” will be analytic but a posteriori. 
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concept-user have knowledge surrounding the concepts that she is competent with. The 

more knowledge one needs to have in order to count as a ‘competent user’, the more 

consequences one will be able draw ‘a priori’ from this knowledge-base without the need 

for further empirical evidence.  

Second, it will matter what sorts of reasoning we allow competent users to do ‘a 

priori’. The more ampliative reasoning principles we allow, the further the sphere of the 

a priori will extend beyond the initial knowledge-base that any competent user must 

have. Of course, the inclusion of non-deductive ampliative reasoning principles yields the 

somewhat surprising conclusion that we might be ‘a priori justified’ in believing a 

falsehood. Embracing this surprising conclusion might be part of the cost of preserving 

some semblance of the Kantesian picture. 

Third, it will matter which externalist theory of meaning we are considering. If a 

theory holds that relations of meaning are completely fixed by empirical facts that must 

be known (or inferable) by all competent users, then it will allow that a great deal can be 

known by such users without further empirical evidence, and it will leave most of the 

Kantesian picture intact. At the opposite extreme, if a theory holds that facts about 

meaning hinge upon subtle empirical facts that competent users couldn’t be expected to 

be sensitive to, then this theory will exclude from the a priori most facts about relations 

of meaning, and most truths that follow in virtue of these. 

Many existing externalist theories fall near the latter end of this scale, holding that 

facts about meaning are determined by facts (e.g., facts about causal history) that are 

quite inaccessible to most users who meet ordinary standards for ‘competence’. Such 
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theories pose a very strong threat to the Kantesian picture. To rescue any semblance of 

(3), (4), and (5) from these externalist theories, we would need to expand dramatically the 

knowledge-base that one must have to count as a ‘competent’ concept-user, and perhaps 

also the sorts of ‘a priori’ inference principles these users might employ. (In a moment, I 

will consider a somewhat plausible expansion that these theorists might consider.) 

Pragmatic Conceptual Analysis poses a comparatively moderate threat to the 

Kantesian picture. Pragmatic Conceptual Analysis holds that facts about meaning are 

determined by facts about what underlies the past successful usage of various concepts. 

To be sure, competent users may be ignorant or mistaken about these matters. Still, 

regarding many concepts, most competent users do have some idea about how these 

concepts are regularly used, and about how such usage regularly yields benefits. Indeed, 

there is a fairly ordinary sense of ‘competent user’ upon which having some idea about 

these matters is a prerequisite for being a competent user.  

Of course, merely having some idea of how a concept is successfully used typically 

would not be enough to put one in a position to deduce conclusions regarding the 

pragmatic meaning of that concept. However, there plausibly are non-deductive (e.g., 

inductive or abductive) ways of reasoning from such a starting point to probable 

conclusions regarding the pragmatic meanings of various concepts. Of course, whenever 

we draw conclusions in these ways, we need to allow for the possibility that further 

empirical evidence might lead us to rethink these conclusions – i.e., these conclusions 

must be defeasible. Still, when we lack further defeating evidence, we might currently be 

justified in drawing conclusions on the basis what evidence we have. 
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For example, suppose Susan is a competent user of the concepts FOX and VIXEN. 

As a competent user, Susan knows that we freely infer ‘X is a fox’ from ‘X is a vixen’, 

and she is confident that our regular successful use of VIXEN has been underlain, in part, 

by the fact that much of the information we’ve associated with FOX has been true of the 

things to which we’ve applied VIXEN.113  This competence puts Susan in a position 

justifiably (but defeasibly) to conclude that many regular successful uses of VIXEN 

involve correctly determining whether or not various things fall within some sub-

category of the foxes. Hence, given Pragmatic Conceptual Analysis,114 Susan’s 

competence, by itself, puts her in a position to justifiably conclude that all vixens are 

foxes. And, if both Pragamatic Conceptual Analysis and Susan’s competence-based 

hypotheses regarding the regular successful usage of VIXEN are correct, then it will be 

the case that VIXEN means a subclass of the foxes. Thus, Pragmatic Conceptual Analysis 

allows that the claim, “All vixens are foxes,” might turn out to be both analytic 

(guaranteed to be true in virtue of the relation in meaning between FOX and VIXEN) and 

                                                 
113 Things here are actually quite tricky. Suppose, for instance, that it turns out that we move from ‘X is a 
vixen’ to ‘X is a fox’ only in contexts where we’ll draw only a limited range of further conclusions. And 
suppose, also, that we often usefully apply VIXEN to members of other species, regarding which this 
limited range of conclusions is also likely to hold. In this case, Pragmatic Conceptual Analysis would yield 
the result that VIXEN is correctly applied not only to some foxes, but also to some members of these other 
species. (We were mistaken to think that all vixens were foxes.)  What matters here is how our free 
inferences from Vx to Fx regularly lead on to success. If such inferences regularly yield success via diverse 
routes that match the routes by which other conclusions of Fx regularly yield success, then V will probably 
be a sub-category of F. But, if the ways in which inferences from Vx to Fx regularly lead on to success are 
not representative of the ways in which other conclusions of Fx regularly lead to success, then it might well 
turn out that V cross-categorizes F (and that we were mistakenly to move so freely from Vx to Fx). I’m not 
sure how often ‘competent’ concept-users, as such, will be in a position justifiably to predict one of these 
possible outcomes over the other. 
114 One might reasonably wonder how Susan might have a priori access to Pragmatic Conceptual Analysis. 
One extreme option would be to construe this as a direct pre-requisite for competence. A more plausible 
option would be to demand only that any competent user recognize a probable (but defeasible) connection 
between meaning and regular successful usage. A third option would be to count upon competent users to 
be able to derive Pragmatic Conceptual Analysis, via something like my bootstrapping argument, based 
upon their basic competence with a concept of concept-meaning. 
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a priori (justifiably believable, merely on the basis of competence with these concepts, 

without any need for further empirical evidence). 

There is an alternative route by which fans of Pragmatic Conceptual Analysis (and 

other externalists) might claim rich ‘a priori’ knowledge about concept-meaning. In 

section Chapter 7, I will propose that, just as many of us are fairly reliable at recognizing 

whether or not a given painting is a Picasso, many ordinary concept-users might be fairly 

reliable at recognizing various facts about concept-meaning. One might think that having 

exercised such recognitional capacities is a prerequisite for counting as a ‘competent’ 

concept-user. If so, then mere ‘conceptual competence’ might involve having a 

knowledge-base that would enable one to draw a fair number of justified, but defeasible, 

conclusions about concept-meaning without the need for further empirical evidence. 

Insofar as we’re willing to call such conclusions ‘a priori’, externalist theories of content 

may allow for a fair amount of ‘a priori’ knowledge regarding concept-meaning. 

We’ve seen that Pragmatic Conceptual Analysis (and perhaps other externalist 

theories) might preserve something in the ballpark of the old Kantesian picture, though 

we will need to replace (3)-(5) with the following: 

(3*) Some justified (but defeasible) conclusions about the relations of meaning 
among concepts can be drawn by any ‘competent’ user of those concepts, purely 
by careful reflection without any further empirical evidence. 

(4*) Hence there are many complex representations that a competent user might 
justifiably believe to be true purely by careful reflection without any further 
empirical evidence. One might count these as ‘a priori’ representations. 

(5*) Some representations will be analytic for reasons that are opaque to many 
competent users. But, insofar as all competent users can somehow draw a fair 
number of justified conclusions about the meanings of their concepts, many 
analytic representations may also be a priori (in the sense described in (4*)). 



281 
 

This allows us to rescue a fair semblance of analyticity and a priority from the 

wreckage of the old Kantesian picture. One might worry, though, that this makes 

Pragmatic Conceptual Analysis vulnerable to more recent critiques of these notions – out 

of the frying pan, into the fire. I will briefly consider two such critiques.  

First, a number of theorists (including McKinsey 1991, Brown 1995) have held that, 

if the meaning-externalist tries to preserve the idea that we might have interesting a priori 

knowledge about our concepts and their meanings, then she will be committed to saying 

that we can also have a priori knowledge regarding matters that we shouldn’t be able to 

have a priori knowledge about. To take a representative example, Paul Boghossian 

(1997) argues in his paper, “What the Externalist Can Know A Priori”, that meaning-

externalists are committed to saying that we can perform the following inference a priori: 

(P1) If I have the concept WATER, then water exists.  

(P2) I have the concept WATER.  

----------------------------------------------------------------- 

(C) Therefore, water exists.  

Premise (P1) is supposed to come from one’s a priori knowledge that externalism is 

true,115 while premise (P2) is supposed to come from one’s a priori knowledge involving 

                                                 
115 Boghossian’s imagined externalist relies upon Putnam-style Twin Earth arguments to justify 
externalism. Since such arguments seem not to require any empirical evidence, and since they apparently 
offer as much support to (P1) as they do to externalism, Boghossian concludes that the externalist must 
grant that (P1) can be known a priori. In this dissertation, I did not rely upon any Putnam-style Twin Earth 
arguments. Instead I used an empirically informed bootstrapping argument to argue that we need to adopt 
Pragmatic Conceptual Analysis. It’s not obvious that one could run this bootstrapping argument on the 
basis of conceptual competence alone – instead this argument might well need a fair amount of empirical 
evidence to establish its conclusion. Hence, for all Boghossian has said, it might be available to me to resist 
the claim that (P1) can be established on the basis of conceptual competence alone. However, I am willing 
to grant, at least for the sake of argument, that any competent user of the concept WATER can justifiably 
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one’s own concepts. Since (C) is a clear deductive entailment from (P1) and (P2), anyone 

who has a priori knowledge of (P1) and (P2) should therefore be able to have a priori 

knowledge of (C). But, on the face of it, one shouldn’t be able to have a priori knowledge 

of (C) – instead this seems to be a conclusion whose justification requires empirical 

evidence. Somewhere or other, the meaning-externalist needs to bite a bullet.  

I proposed above that we think of ‘a priori’ representations as being representations 

that one might justifiably believe on the basis of ‘conceptual competence’ alone, without 

the need for further empirical evidence. One might plausibly construe ‘competence’ in 

different ways. As a consequence, there are several different bullets that the externalist 

might plausibly bite. 

My own inclination is to construe ‘competence’ broadly enough that any ‘competent’ 

user of the concept WATER would be in a position to conclude (at least defeasibly) that 

WATER has been used to track a referent, namely water. Such a competent user can 

justifiably believe (P1), (P2) and (C), without the need for any further empirical evidence, 

and hence all three of these claims count as ‘a priori’ in this quite broad sense. I think 

this broad construal of ‘a priori’ is interesting and useful, but I acknowledge that it might 

strike some people as too broad. 

What if we seek a narrower construal of ‘competence’ and hence of the ‘a priori’?  I 

take it that any defensible construal of ‘competence’ will allow that competent users of a 

commonly used concept like WATER can justifiably, though perhaps defeasibly, 

conclude (P2) that they have this concept, without the need for further empirical 

                                                                                                                                                 
(though perhaps defeasibly) conclude that (P1) is true, even without the need for further empirical 
evidence. 
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evidence. Furthermore, I take it that any defensible construal of ‘competence’ will allow 

that competent concept-users can justifiably employ modus ponens and modus tollens, at 

least in simple cases like this. From this it follows that, if any defensible construal of 

‘competence’ allows that mere competence would enable justified belief in one of (P1) or 

(C), then this construal must also allow that mere competence would enable justified 

belief in the other (by modus ponens or modus tollens, respectively). Hence, on any 

defensible construal of ‘competence’, (P1) and (C) will either both count as ‘a priori’ or 

else both count as ‘a posteriori’. On any defensible construal, it will be a priori (P1) that 

WATER successfully refers if and only if it is also a priori (C) that water exists. Either 

way, this case poses no problem for the externalist.116   

Let’s go on to the second challenge, W.V.O. Quine’s (1951) critique of the 

analytic/synthetic distinction. A central thread in Quine’s critique involves his noting a 

family of apparently inter-related concepts, including ANALYTICITY, SYNONYMY, 

and MEANING. Quine could find no way to get a satisfying grip on any of these 

concepts without appealing to the others, and hence he concluded that none of them is 

well-suited for rigorous usage. My boot-strapping argument allows us to break out of this 

“closed curve in space” 117 and to find an independent grounding for (at least) one of the 

concepts in this family. I focused upon the concept CONCEPT-MEANING, and looked 

at the practical uses we regularly put this concept to, guiding our application of other 

concepts, and explaining the behavior of concept-users. Reflection upon what it would 

                                                 
116 What about all the possible construals that aren’t ‘defensible’?  Well, these construals aren’t defensible, 
so who cares that they would assign surprising labels to (P1), (P2) and (C)? 
117 Quine (1951, pg 44). 
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take to perform these practical tasks gives us an independently well-grounded 

understanding of CONCEPT-MEANING, namely as pragmatic meaning. We may then 

use our newly explicated concept of concept-meaning as a basis for a well-grounded 

distinction between those ‘analytic’ representations whose truth is guaranteed by relations 

of concept-meaning, and those ‘synthetic’ representations which are not guaranteed to be 

true just in virtue of relations of concept-meaning. 

Hence, I think that Pragmatic Conceptual Analysis allows us to preserve notions of 

‘analyticity’ and ‘a priority’ that (pace Quine) are at least well-grounded and somewhat 

interesting. Furthermore, I suspect that these notions will turn out to be capable of doing 

a fair amount of the useful work that one might reasonably have hoped that our concepts 

ANALYTIC and A PRIORI would do, and hence these notions might be good pragmatic 

explications of these concepts. I think that’s probably about as good as it’s going to get, 

and, in my eyes, that’s good enough.  

I imagine, however, that some fans of the old Kantesian picture will think that my 

proposed explications of ANALYTIC and A PRIORI provide only a pale and 

unsatisfying resemblance to the originals. I would remind such theorists that retaining a 

pale resemblance – especially one that retains the usefulness of these concepts – is better 

than having to abandon these concepts completely. I wish these theorists good luck at 

finding well-defined explications of these concepts that are more useful and satisfying 

than the ones I have offered. 
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7.6. Knowing the Meanings of our Concepts 

A running theme in this dissertation has been the depth of our ignorance surrounding 

our concepts. (See especially the preface, and sections 1.2, 1.5, 2.5, 3.4, 4.5, and 7.5.)  

Despite our pervasive ignorance, many of our concepts are useful tools that often enough 

enable us to track interesting potential referents in the world. I have argued that we may 

use an empirical methodology, Pragmatic Conceptual Analysis, to determine what ideal 

we’ve been approximating in our (perhaps quite ignorant) usage of a given concept, and I 

have argued that we should think of this ideal as reflecting ‘the meaning’ of that concept. 

This view admits that many ordinary concept-users will be in a position to draw only 

relatively few conclusions regarding the meanings of their concepts, and virtually all of 

these conclusions will be defeasible (potentially subject to revision on the basis of further 

empirical evidence). These limitations upon our knowledge of concept-meaning might 

seem to have a number of disconcerting consequences. My goal in this section is to 

explain how one might learn to stop worrying and love these consequences. 

Let’s start with the question:  Do we know what our concepts mean?  There is a trivial 

sense in which the answer is obviously yes:  we can easily articulate the correct 

application conditions for a concept by using that concept itself. For example, we all 

know that DOG is correctly applicable to all and only the dogs. Similarly, we know that 

BATMAN means Batman, and GOBBLEDYGOOK means gobbledygook (whatever that 

is).  

Our capacity to form ‘disquotational knowledge’ like this gives us a self-consistent 

book-keeping method for doing ‘higher-order’ or ‘meta-cognitive’ reasoning regarding 
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our ‘first-order’ usage of our concepts. As long as we use the same concepts in higher-

order cognition as we used in first-order cognition, we can be correct in our higher-order 

attributions of meaning, even if we aren’t in a position to say anything interesting about 

those meanings. (C.f., Burge 1988.) 

Still, this disquotational knowledge is quite trivial. It won’t help us to draw many 

interesting (‘analytic’) conclusions that follow in virtue of relations of meaning. And it 

isn’t what we’re normally interested in when we ask each other about the meanings of 

our words or concepts. E.g., it is quite natural to say that, even though I know that our 

shared concept BOSON means bosons, I still (sadly) don’t really know what BOSON 

means. So, the more interesting question is not whether we have trivial disquotational 

knowledge of concept-meaning, but instead whether we typically are in a position to say 

much about the meaning of one concept in terms of other concepts that we have.118 

There is an alluring line of argument which says that, if Pragmatic Conceptual 

Analysis is right, then ordinary people typically won’t be in a position justifiably to say 

much at all about the meanings of our concepts. After all, Pragmatic Conceptual Analysis 

says that facts about regular beneficial usage determine concept-meaning, and we 

typically aren’t in a position to know all that much about regular beneficial usage. Hence, 

it might seem to follow, we must not be in a position to draw justified conclusions about 

the meanings of our concepts.  

                                                 
118 There might also be many interesting questions regarding whether one has internalized various non-
conceptual ways of recognizing when a given concept should be applied – e.g., recognizing a person by 
face, by voice, or by writing style. I imagine that many instances of ‘Do you know what X means?’ are 
geared towards probing these recognitional capacities, but I will not focus on that here. 
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This argument is fallacious, for we may justifiably recognize something as an X, even 

if we don’t know what the prerequisites for being an X are, and even if we aren’t in a 

great position to recognize these prerequisites by themselves. E.g., most of us are quite 

good at recognizing water, even while relatively few of us know that containing hydrogen 

is a prerequisite for being water, and fewer still are good at recognizing hydrogen itself. 

Or, a naïve art history student might become quite good at recognizing Picasso paintings 

without knowing that a prerequisite for being a Picasso painting is being painted by a 

particular artist, and without being in a position to draw any interesting conclusions about 

the history of the paintings in question. Similarly, many of us might be quite good at 

recognizing some facts about the correct application conditions of our concepts, even 

while few of us realize that correct application conditions are actually determined by 

facts about regular beneficial usage, and even if none of us is in a great position to say 

much about the regular beneficial uses of these concepts.  

For example, I think most of us are in a position to conclude, justifiably, that the 

correct application conditions for VIXEN entail those for FOX, and that the correct 

application conditions for RED are incompatible with those for GREEN.119  I’m not sure 

exactly which superficial cues guide us to these conclusions, just as I’m not sure which 

superficial cues ordinarily enable us to recognize water or Picasso paintings. Still, it is 

clear that there exist abundant superficial cues that are fairly well correlated with patterns 

of beneficial usage, just as there exist abundant superficial cues that are correlated with 

                                                 
119 It may be worth noting that these conclusions are not equivalent to mere conclusions about the 
extensions of these concepts. E.g., I think there never will be any flying pigs, and hence that the actual 
extension of FLYING is disjoint from that of PIG, but still I think the correct application conditions for 
these two concepts are compatible with one another. 
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the presence of H2O or with the presence of paintings by Picasso. And it is clear that 

we’ve had enough practical experience to have learned to pick up on these cues. Hence, 

many of our ordinary judgments about concept-meaning may be justified in much the 

same way that many ordinary judgments about water and about Picassos are justified. We 

may hope that, someday, we’ll learn which superficial cues we’re using as we make these 

fairly reliable judgments. In the meantime, we can be happy that we at least have the 

capacity fairly reliably to make them. 

It is worth emphasizing several important limitations on this capacity. First, it’s not 

clear that competent users will be able to draw all that many interesting conclusions in 

this way. Perhaps the most striking examples of this limitation arise in cases where we 

don’t yet have the concepts we would need to use in order to offer a non-trivial 

articulation of the application conditions for a given concept. For example, people had 

the concept WATER long before they had the concepts HYDROGEN and OXYGEN 

which play a central role in our best current articulation of WATER’s correct application 

conditions.120  It may be somewhat disconcerting to think that we might not yet have the 

tools to articulate, in any non-trivial way, what we are currently using certain concepts to 

track. But this disconcerting fact is still a fact, and one we must live with. On the bright 

side, we can still enjoy the regular beneficial use of our concepts, even while we seek 

useful explications of them.  

                                                 
120 One might worry that this is our predicament with respect to many philosophical concepts – perhaps we 
don’t yet have the other theoretical concepts we would need in order to offer non-trivial explications of 
JUSTICE, KNOWLEDGE, or CONSCIOUSNESS. Worse still, one might worry that we never will have 
concepts that allow us to gain ground on these difficult problems. Even for one who has these worries, a 
reasonable approach is to try it and see. 
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A related disconcerting fact is that, short of infinite regress, we’ll never be able to 

explicate all our concepts in terms of other concepts without circularity. This was one 

point of the metaphor of Neurath’s flotilla (section 1.2) – however much explicating we 

do, we’ll still be drawing upon other concepts in giving our explications. But we still 

might hope to proceed some distance before reaching a small foundation of concepts 

which are sufficient for explicating all other concepts, but which do not admit further 

fruitful explication. It is a deep and interesting question just how small this foundation 

might be, and what exactly it might need to contain. (C.f., Chalmers in prep).  

So, ordinary concept-users may not be able to draw all that many conclusions about 

concept-meaning. Furthermore, what conclusions they can draw might be defeated by 

further empirical evidence regarding the ways in which our concepts actually have 

regularly delivered benefits. E.g., many of our ancestors could justifiably conclude that 

the correct application conditions for WHALE entailed those for FISH, but further 

evidence led us to rethink this previously justifiable conclusion. 

The defeasibility of our conclusions about concept-meaning has several disconcerting 

consequences. First, there are many inferences – like our ancestors’ inference from X IS 

A WHALE to X IS A FISH, or Lois Lane’s inference from X IS CLARK KENT to 

X IS NOT SUPERMAN – which seem, at the time, to be directly underwritten by the 

meanings of the concepts involved. Yet these inferences might come to look problematic 

in the light of further evidence. What now seems to be stable conceptual ground might 

turn out to be surprisingly treacherous terrain.  
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This, too, is a fact we must live with. We don’t know quite how our conceptual tools 

get their purchase on the world, and we sometimes have to deal with the fact that our 

conceptual tools actually work together in different ways from how we originally 

thought. On the bright side, we’re fairly good at recognizing when things have started to 

go wrong in important ways, and we have ordinary cognitive practices (‘explication’ and 

‘elaboration’) and a formal methodology (Pragmatic Conceptual Analysis) which can 

help us to recover gracefully when things do start to go wrong. 

A related problem has to do with the fact that Pragmatic Conceptual Analysis allows 

that our concepts might change in meaning, even without our knowing it. For example, in 

our Evans-inspired example,121 a concept that initially means Alice comes eventually to 

mean Betty instead, even without the concept-user realizing that such a change has 

occurred.  

Paul Boghossian (1989) uses cases like this to argue against externalist views of 

meaning like Pragmatic Conceptual Analysis. Boghossian notes that, according to such 

theories, a subject might initially believe some proposition – e.g., that Alice likes white 

wine – and then cease to believe that proposition, not because he was forgetful in the 

ordinary sense, but instead because a conceptual component of his belief shifted in 

meaning without his noticing it. Boghossian thinks that the only way that one might 

unknowingly cease to believe something is through ordinary forgetfulness. Since 

externalist theories like Pragmatic Conceptual Analysis must admit that, in these cases, 

                                                 
121 See sections 1.3 and 7.2. 
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we cease to believe things in some other way, Boghossian takes these cases to be 

problematic for these theories.122 

It is worth noting that, if Boghossian’s argument worked, it would work not just 

against externalist theories of meaning, but also against virtually all internalist theories 

too. For, most internalist theories allow a meaning-determining role to factors (like 

narrow conceptual role or inner descriptions) which also might change without one’s 

actively updating one’s memories accordingly. Hence, even on many internalist views, a 

subject might cease believing one proposition, not due to ordinary forgetfulness, but 

instead because there was an unattended change in the meaning of a conceptual 

component of that belief. 

The right response for all these theorists is to say that Boghossian hasn’t 

countenanced all the ways in which we might cease to believe things. Of course our 

beliefs sometimes are actively removed or overwritten in the course of normal cognition, 

and of course we sometimes lose them due to ordinary forgetfulness. But we can also 

cease believing things by having our beliefs (or their component concepts) change so that 

they now mean new things instead. Boghossian’s argument gets its intuitive punch from 

the wishful thought that our conceptual tools are somehow immune to this effect. We 
                                                 
122 I’ve cut through several irrelevant and potentially confusing layers in Boghossian’s argument. He 
formulates things in terms of ‘knowledge’ rather than ‘belief’, but this formulation raises irrelevant issues 
involving the fact that knowledge can be lost by gaining defeaters (Brueckner 1997). Boghossian focuses 
on second-order beliefs regarding first-order content, but if his argument works for these, then it will also 
work just as well in terms of cessation of first-order beliefs like the example I give, for these too will be 
lost with covert changes in concept-meaning. And finally, Boghossian gives a disjunctive conclusion: either 
we must reject externalist theories of content, or we must reject the claim that the subject ever had the 
belief in question. Boghossian thinks the externalist should plunk for the latter option, but this strikes me as 
quite implausible, especially when we phrase the argument in terms of the cessation of first-order belief 
rather than cessation of second-order knowledge. Since the latter option is off the table for me, I instead 
focus on the former, which is the one I would plunk for, if Boghossian could somehow establish his 
disjunctive conclusion.  
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might think it would be nice if we could notice whenever our concepts change in 

meaning, and update our belief systems appropriately.123 But wishful thinking does not 

make it so. 

We often don’t know whether our conceptual tools have gained a firm purchase on 

the world, or a relatively fragmented purchase (as in the case of JADE). And we 

sometimes don’t know when our conceptual tools have shifted their purchase on the 

world (as they do in the Alice/Betty case). But our conceptual tools do work well enough, 

often enough. And when they don’t work, we often can find signs that they aren’t 

working, and then adjust our tools or fashion new ones that will work better. That’s what 

life on Neurath’s flotilla is like. That’s the predicament we’re in, and we have to live with 

it. Pragmatic Conceptual Analysis does well to be realistic about this predicament, and to 

offer us useful guidance as we proceed. 

 

 

                                                 
123 In fact, it almost certainly would not be nice if we had to worry about these changes whenever they 
happen. The silent plasticity of our concepts enables them to adapt quickly and flexibly to changing 
circumstances. Although this occasionally leads us into perplexities like the Alice-Betty case, the costs of 
fixing such problems when they occasionally arise is surely pale in comparison to the draconian efforts it 
would take to ensure that they never arose. (C.f., Ludlow 1995.) 
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