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ABSTRACT 

Recommender systems automate the process of recommending products and services to 

customers based on various types of data including customer demographics, product 

features, and, most importantly, previous interactions between customers and products 

(e.g., purchasing, rating, and catalog browsing). Despite significant research progress and 

growing acceptance in real-world applications, two major challenges remain to be 

addressed to implement effective e-commerce recommendation applications. The first 

challenge is concerned with making recommendations based on sparse transaction data. 

The second challenge is the lack of a unified framework to integrate multiple types of input 

data and recommendation approaches.  

This dissertation investigates graph-based algorithms to address these two problems. The 

proposed approach is centered on consumer-product graphs that represent sales 

transactions as links connecting consumer and product nodes. In order to address the 

sparsity problem, I investigate the network spreading activation algorithms and a newly 

proposed link analysis algorithm motivated by ideas from Web graph analysis techniques. 

Experimental results with several e-commerce datasets indicated that both classes of 

algorithms outperform a wide range of existing collaborative filtering algorithms, 

especially under sparse data. Two graph-based models that enhance the simple consumer-

product graph were proposed to provide unified recommendation frameworks. The first 

model, a two-layer graph model, enhances the consumer-product graph by incorporating 

the consumer/product attribute information as consumer and product similarity links. The 
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second model is based on probabilistic relational models (PRMs) developed in the 

relational learning literature. It is demonstrated with e-commerce datasets that the proposed 

frameworks not only conceptually unify many of the existing recommendation approaches 

but also allow the exploitation of a wider range of data patterns in an integrated manner, 

leading to improved recommendation performance.  

In addition to the recommendation algorithm design research, this dissertation also employs 

the random graph theory to study the topological characteristics of consumer-product 

graphs and the fundamental mechanisms that generate the sales transaction data. This 

research represents the early step towards a meta-level analysis framework for validating 

the fundamental assumptions made by different recommendation algorithms regarding the 

consumer-product interaction generation process and thus supporting systematic 

recommendation model/algorithm selection and evaluation.  
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C H A P T E R  1  

INTRODUCTION 

1.1 Recommender Systems 

Recommender systems are being widely used in many application settings to suggest 

products, services, and information items (generally referred to as products) to potential 

consumers. An e-commerce recommender system is typically embedded in the business' 

web-based system. It collects the key information for making recommendations, the 

interactions between consumers and products (purchases, ratings, and catalog browsing 

activities, etc.), either from the sales transaction database or through a real-time system 

component that captures consumers' actions on the website. Such consumer-product 

interactions data can then be enhanced with the consumer demographics and product 

characteristics information from the company’s consumer and product databases. All these 

data inputs are analyzed by the recommender system's recommendation engine, which 

implements consumer preference inference models and algorithms to generate 

recommendations. The recommendations are then presented to the marketers and 

consumers to support marketing and purchasing decision making. 

A wide range of companies such as Amazon.com, Netflix.com, Half.com, CDNOW, J.C. 

Penney, and Procter & Gamble have successfully deployed recommendation technologies 

to increase Web and catalog sales and improve customer loyalty (Schafer, et al. 2001). For 
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marketers, recommender systems can be used as a marketing tool to obtain better 

understanding of consumers' purchase behavior and conduct targeted and effective 

campaigns, cross-selling, and other marketing actions. Effective implementation of 

recommender systems in such a scenario would directly boost product sales of the e-

commerce site. In one of the few field studies to quantify the benefits of recommender 

systems, Konstan and Riedl (Konstan and Reidl 2000) found that sales agents with 

recommendations by the NetPerceptions system achieved 60% higher average cross-sell 

value and 50% higher cross-sell success rate than agents using traditional cross-sell 

techniques based on experiments conducted at a U.K.-based retail and business group, GUS 

pls (www.gus.co.uk). For consumers, recommendation services can greatly reduce the 

search cost for identifying products of interest from enormous product choices, especially 

at e-commerce websites (e.g., more than 25,000 movies available at Netflix, over 2 million 

books available at Amazon, and millions of newly listed items for sale at eBay each day). 

Effective recommendations can enhance the shopping experience of consumers in this 

scenario and possibly lead to increased demand and customer loyalty. A recent study 

showed that users of Amazon's music recommender system indicated that they would 

purchase 20% of the recommended products (Swearingen and Sinha 2002). As Gladwell 

foresees in an early article in 1999, "the recommender systems … are beginning to cause a 

profound change in the marketing of so-called 'taste' goods" (Gladwell 1999). 

There is a lock-in effect in using recommendation services. Once the consumer adopts the 

service, her payoff (in terms of search cost reduction and possible serendipitous discoveries 

out of good recommendations) gets greater with more contributions to the recommender 
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system. In a movie recommender system, for instance, this translates into "the more you 

rate the better recommendation you get." In the e-commerce context, consumers' 

contributions often translate into purchases made on the e-commerce site.  Once the 

consumer has adopted the recommendation service of a particular e-commerce site and 

starts to benefit from the recommendations, the consumer's switching cost increases over 

time and she is less likely to switch to competing stores. Such a lock-in effect greatly 

improves customer loyalty for e-commerce businesses and provides a major strategic value 

of recommendation services.  

The premise for any recommender systems to provide value-adding services to consumers 

and to realize their strategic value for retail business is their capability to generate high-

quality recommendations. The demand for high-quality recommender systems has fostered 

the growth of the recommendation technology industry. Many software companies provide 

stand-alone generic recommendation technologies. The top five providers include 

NetPerceptions, Epiphany, Art Technology Group, BroadVision, and Blue Martini 

Software. These five companies combined have a total market capital of over $600 million 

as of December 2004 (finance.yahoo.com). On the other hand, major early adopters of 

recommender systems, such as Amazon and Netflix, have been relying on in-house 

development for highly specialized recommendation technologies. Recent years have also 

seen development of industry-specific recommender systems embedded in various business 

and e-commerce systems (e.g., TripleHop Technologies' TripMatcher for the travel 

industry and Yahoo!'s LAUNCHcast for online music broadcasting).  
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1.2 Recommendation Algorithm Research 

At the heart of recommendation technologies are the algorithms for making 

recommendations based on various types of input data. A variety of recommendation 

approaches have been developed in the Artificial Intelligence and Information Retrieval 

communities (Breese, et al. 1998, Pazzani 1999, Resnick and Varian 1997). Most of theses 

approaches take as input three types of data: product attributes, consumer attributes, and 

interactions between consumers and products (such as purchases and ratings). As output, 

they predict future or unobserved interactions as recommendations. Depending on the input 

data these approaches can be roughly categorized into content-based (using product 

attributes and interaction data), demographic filtering (using consumer attributes and 

interaction data), collaborative filtering (using the interaction data only), and hybrid 

approaches (using multiple types of input data) (Huang, et al. 2004b, Pazzani 1999, 

Resnick and Varian 1997).  

The literature on recommendation algorithm design has largely focused on collaborative 

filtering algorithms, which were acknowledged to be the most widely applied and 

successful recommendation approach. Despite its success one major challenge is the 

sparsity of the transaction data, which is the most important input data for e-commerce 

recommender systems. The transaction data sparsity problem is most evident in industries 

with a high degree of product diversity and a large consumer base with heterogeneous 

preferences, such as books, movies, music, and fashion industries (largely the taste good 

industry), which are typically the industries with the most prominent presence online. In 
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these industries extremely large numbers of products and customers are involved in any 

moderate-size transaction dataset, leaving only few transactions related to most individual 

consumers or products.  This sparsity problem has imposed significant limitation on 

existing recommendation algorithms. Research on high-performance algorithms under 

sparse data is emerging (Hofmann 2004, Huang, et al. 2004a, Popescul, et al. 2001, Sarwar, 

et al. 2000b), but substantial additional research effort is needed to fully exploit the 

information embedded in the transaction data. After all, the observed consumer purchase 

behavior has been acknowledged to be the most important information for predicting 

consumer behavior online (Bellmann, et al. 1999) and offline (Ehrenberg 1988) in the 

marketing literature.  

Several studies have shown that hybrid approaches can achieve better performances than 

content-based, demographic filtering, and collaborative filtering approaches (Huang, et al. 

2004b, Pazzani 1999, Resnick and Varian 1997). However, the existing models for hybrid 

approaches are typically heuristic in nature, combining the different types of input data in 

an ad-hoc manner. For better e-commerce recommendation performances a unified 

recommendation framework with the expressiveness for representing multiple types of 

input data and a generic computing mechanism to integrate different recommendation 

approaches is needed to fully exploit the rich information available at e-commerce sites.  

1.3 Graph-based Analysis for Recommendation 

This dissertation investigates the use of graph-based analysis to design more effective 

recommendation algorithms that accommodate the sparsity nature of the transaction data in 
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the aforementioned e-commerce retail industries. In this dissertation, I focus on 

recommendations based sales transaction data, which is the most commonly available 

consumer-product interaction data in e-commerce businesses. A sales transaction dataset 

typically comes from the sales transaction table of the business’ relational database, which 

contains records of consumer-product pairs involved in sales transactions and other 

transaction-specific features such as transaction time, price, etc. An example of a sales 

transaction table is presented in Figure 1.1(a).  

In most of the recommendation algorithm research literature, the additional features of a 

sales transaction are typically ignored. A sales transaction dataset is then represented using 

a binary consumer-product interaction matrix (or simply interaction matrix). We use C to 

denote the set of consumers and P the set of items. We denote the consumer-product 

interaction matrix by a |C| x |P| matrix A = (aij), such that  





=
                       otherwise.                0,

, item purchased user  if                1, ji
aij        (1.1) 

Note that in this dissertation I focus on actual transactions that occurred, so aij is binary. In 

other recommendation scenarios such as those that involve ratings, aij can take other 

categorical or continuous values (e.g., 5-level rating scales and probabilities of interest). An 

interaction matrix corresponding to the sales transaction table in Figure 1.1(a) is presented 

in Figure 1.1(b). 
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a. Sales transaction table

b. Consumer-product interaction matrix

c. Consumer-product graph  
Figure 1.1. Examples of transaction table (a), consumer-product interaction matrix (b), and 

consumer-product graph (c) 

The central graph representation in this research, referred to as a consumer-product graph, 

is a bipartite graph in which consumers and products are represented by two types of nodes 

and sales transactions or other types of consumer-product interactions are represented by 

links connecting two nodes of different types. Formally, a consumer-product graph Gcp is 

defined as a triple (C, P, E), where C is a set of consumer nodes, P is a set of product 

nodes, and E is a set of links between consumer and product nodes E = {(c, p) | c ∈ C, p ∈ 
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P}. A consumer-product graph corresponding to the sales transaction table in Figure 1.1(a) 

is presented in Figure 1.1(c).  

With such a graph representation, a rich set of analytical tools developed in graph theory 

can be adopted to study the graph-theoretic properties of the consumer-product graph such 

as paths and clusters that may lead to improved recommendation algorithms. The graph-

based recommendation problem can be viewed as a link prediction problem. For 

collaborative filtering, the consumer-product graph is the only input and non-present links 

(future transactions or potential interests) are predicted based on the links observed in the 

current graph. For content-based, demographic filtering, and hybrid approach, the links are 

predicted based on a consumer-product graph that is enhanced by adding attributes to 

consumer and product nodes. 

1.4 Structure of the Dissertation  

Introduction (Chapter 1) and Literature Review (Chapter 2)

Modeling of Sales Transaction Data 
(Collaborative Filtering Recommendation)

Spreading Activation Algorithms (Chapter 3)

Modified Link Analysis Algorithm (Chapter 4)

Evaluation of Collaborative Filtering 
Algorithms (Chapter 5)

Modeling of Multiple Types of Data 
(Hybrid Recommendation)

Two-layer Graph Model (Chapter 6)

Probabilistic Relational Model 
Based Framework (Chapter 7)

Random Graph Modeling and Meta-level Algorithm Analysis (Chapter 8)

Conclusions and Future Directions (Chapter 9)
 

Figure 1.2. Structure of the dissertation 
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Figure 1.2 presents the overall structure of this dissertation. Following the introduction 

chapter, Chapter 2 presents a literature review of the recommendation algorithm research 

and datasets employed in the experiments in the following chapters. In this chapter, a 

comprehensive recommendation algorithm research taxonomy is presented. The following 

6 chapters fall into three groups.  

In Chapters 3, 4 and 5, I present graph-based analysis for collaborative filtering 

recommendation using only the sales transaction data as input.  

In Chapter 3, I experiment with spreading activation algorithms developed in the 

associative information retrieval literature to explore transitive associations among 

consumers and products in the consumer-product graph to alleviate the sparse transaction 

data problem. To evaluate the effectiveness of this approach, I conducted an experimental 

study using a data set from an online bookstore. I experimented with three spreading 

activation algorithms including a constrained Leaky Capacitor algorithm, a branch-and-

bound serial symbolic search algorithm, and a Hopfield net parallel relaxation search 

algorithm. These algorithms were compared with several collaborative filtering 

approaches that do not consider the transitive associations: a simple graph search 

approach, two variations of the user-based approach, and an item-based approach. The 

experimental results indicate that spreading activation-based approaches significantly 

outperformed the other collaborative filtering methods as measured by recommendation 

precision, recall, the F-measure, and the rank score. I also observed the over-activation 

effect of the spreading activation approach, that is, incorporating transitive associations 
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with past transactional data that is not sparse may “dilute” the data used to infer user 

preferences and lead to degradation in recommendation performance. 

In Chapter 4, I present a link analysis recommendation algorithm based on the ideas from 

link analysis research in Web page ranking applications, specifically the Hypertext Induced 

Topic Selection (HITS) (Kleinberg 1998). The original HITS algorithm defines two link-

based scores for each webpage in a Web graph induced by hyperlinks, an authority score 

and a hub score. The authority and hub scores are defined in a way such that they mutually 

reinforce each other: the authority score of a page is proportional to the sum of hub scores 

of pages linking to it, and conversely, its hub score is proportional to the authority scores of 

the pages to which it links. These scores incorporate the global network linkage structure 

into local node measures and have been empirically shown to be effective in identifying 

high-quality important webpages within a Web graph. The link analysis recommendation 

algorithm extends the basic idea of HITS to apply to an undirected bipartite graph to 

identify personalized “important” product nodes for individual consumer nodes. I tested the 

algorithm using the same online bookstore dataset against standard collaborative filtering 

algorithms that do not consider the overall network structure. The experimental results 

showed that the link analysis algorithm outperformed the benchmark algorithms, especially 

when insufficient amount of transactional data is available. 

In Chapter 5, I evaluate a wide range of collaborative filtering recommendation algorithms 

using multiple e-commerce-related datasets. These algorithms include the popular user-

based and item-based correlation/similarity algorithms, methods designed to work with 
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sparse transactional data including the dimensionality reduction and generative model 

algorithms in the literature and the spreading activation and link analysis algorithms 

presented in Chapters 3 and 4. The e-commerce datasets include a retail dataset provided 

by a leading U.S. online clothing merchant, a book dataset provided by an online bookstore 

(used in Chapters 3 and 4), and a movie rating dataset provided by the MovieLens Project. 

These datasets are processed to produce a complete set and a reduced set in order to study 

the different algorithms’ ability to alleviate the sparsity problem. The experimental results 

present a comprehensive picture of recommendation quality of different algorithms for 

datasets of different industries under varying data sparsity levels.  

Chapters 6 and 7 present graph-based algorithms that operate on enhanced consumer-

product graph that also includes attributes of the consumer and product nodes and 

potentially other relevant entities from a sales database to make hybrid recommendations.  

In Chapter 6, I present a two-layer graph approach to hybrid recommendation. The two-

layer graph enhances the consumer-product graph by including consumer similarity links 

and product similarity links, with the similarity weights determined by similarity functions 

based on consumer/product attributes. The consumer nodes and the consumer similarity 

links form the consumer layer, while the product nodes and the product similarity links 

form the product layer. The original links within the consumer-product graph then appear 

to be the inter-layer links. With this two-layer graph representation, all three types of inputs 

for the recommendation problem can be integrated into a common graph representation. 

Direct retrieval methods that only exploit the local graph structure and spreading activation 
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algorithms that explore longer paths in the graph can be applied on such an enhanced graph 

to generate hybrid recommendations. Using the online bookstore dataset, which contains 

rich consumer and product attributes, I compare the performance of different 

recommendation approaches by controlling the types of links to be included into the graph. 

The experimental results showed that hybrid recommendations incorporating transitive 

associations using the spreading activation algorithm achieved the best performances 

across all configurations. 

In Chapter 7, I further enhance the consumer-product graph by including consumer/product 

attributes and potentially other relevant entities and their relationships with the consumers 

and products in a sales database. The recommendation problem is then extended to 

predicting the transaction links within a complex graph containing multiple types of 

attributed entities (e.g., customers, books, keywords, publishers, and authors) connected by 

multiple types of links (e.g., transaction, word-occurrence, publication, and authorship 

links). Alternatively, this problem can be viewed as predicting the existence of sales 

transaction table records based on the entire sales relational database (entity tables linked 

by relationship tables), which is a special case of the relational learning problem that is the 

recent major extension of the machine learning and data mining research in general. I 

propose a unified recommendation framework based on probabilistic relational models 

(PRMs), which is a major computational mechanism recently popularized in the relational 

learning community. This framework includes most existing recommendation approaches, 

such as collaborative filtering, content-based, demographic filtering, and hybrid 

approaches, as special cases. As an extension of Bayesian networks for the relational 
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learning problems, PRMs aim to study the relational patterns within a database containing 

multiple interlinked data tables using a statistical model that describes probabilistic 

dependencies between attributes in the domain. I extended the original PRMs in order to 

capture relational data patterns that are important for recommendation. I also specialized 

the algorithm for learning PRMs in dependency model construction and parameter 

estimation to exploit the special characteristics of the recommendation problem. Through 

an experimental study, I demonstrate that the proposed framework not only conceptually 

unifies existing recommendation approaches but also allows the exploitation of a wider 

range of relational data patterns in an integrated manner, leading to improved 

recommendation performance. 

Chapter 8 departs from traditional recommendation algorithm design research to study the 

topological characteristics of the consumer-product graphs and the associated fundamental 

mechanisms that generate the sales transaction data using the random graph methodology. 

Random graph modeling research exploits a graph representation of complex systems with 

an attempt to capture the mechanisms that determine the empirically observed 

graph/network topological characteristics, such as average path length and clustering 

coefficient, which measure the number of links needed to connect random node pairs and 

the tendency to clustering, respectively. Based on two real-world e-commerce datasets I 

found that such graphs demonstrate topological features that deviate from theoretical 

predictions based on standard random graph models. In particular I observed consistently 

larger-than-expected average path lengths and clustering coefficients. Such deviations 

suggest that the consumer choices of products are not random and provide justification for 
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a large family of collaborative filtering-based recommendation algorithms. The findings 

have also led to the development of a new recommendation algorithm based on graph 

partitioning. I show empirically that this algorithm outperforms a standard collaborative 

filtering algorithm using the two e-commerce datasets. 

Chapter 9 concludes the dissertation by summarizing the contribution of the research and 

pointing to the future research directions. Broader relevance to the MIS research is also 

discussed in this section. 
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C H A P T E R  2  

LITERATURE REVIEW  

Recommender systems assist users in choosing appropriate information items or products 

from a large set of alternatives. In such systems, personalized recommendations on items 

(information, products or services) are generated by predicting preferences of users. While 

“recommender system” is viewed as a synonym of “retrieval system” by some researchers 

(Furner 2002), recommender systems are distinguished from typical retrieval systems by 

emphasizing the modeling of the user characteristics and user-item interactions in the 

system. In recommender systems, latent user preferences are assumed to be reflected in a 

wide range of observable data: features of the user, features of the products purchased by 

the user, behavior of users with (estimated) similar preferences, etc. The goal of 

recommender systems is to infer such latent user preferences and provide predictions of 

appropriate items to specific users. Traditional retrieval systems typically focused on 

providing relevant information items that correspond to the explicit form of user 

preferences (i.e., queries) and did not emphasize the modeling of latent user preferences. 

Recommender systems can be implemented to enhance traditional retrieval systems, while 

also covering a wide range of new application areas, especially in the e-commerce 

environment. 

In this chapter, I first provide a comprehensive review of the recommendation techniques 

and recommender systems with a focus on the academic research and projects in Section 
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2.1. I then discuss the evaluation methodology of recommendation algorithm research 

adopted in the literature in Section 2.2, which also provides a foundation for the 

algorithmic evaluations in the following chapters. Lastly, I describe in Section 2.3 the three 

major e-commerce datasets employed in the various chapters of this dissertation.  

As the early recommender systems were not specifically focused on e-commerce 

applications, many of them deal with the recommendation of information items (such as 

webpages and documents) to users of certain online systems. While in most of the places of 

this dissertation I use “consumers” and “products” to specifically discuss e-commerce 

recommendations, I follow the tradition of using “user” and “item” in Section 2.1 when 

reviewing the recommendation research literature.  

2.1 Recommendation Approaches and Algorithms 

Since the first recommender system was developed more than a decade ago (Goldberg, et 

al. 1992), various techniques have been employed in many application-specific 

recommender systems. Early recommender systems helped users to sift through a large 

number of documents like Usenet news articles or webpages. With the recent proliferation 

of e-commerce, recommender systems have become a powerful business tool to enhance 

customers’ capability to overcome the product information overload problem. In this 

section, I summarize the literature and propose a taxonomy of recommender systems that 

characterizes a typical recommender system in three major dimensions: system input, data 

representation and recommendation approach.  
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2.1.1 System Input 

The input of a recommender system can take three forms: (1) user factual data (e.g., name, 

gender, and address), (2) transactional data captured through users’ explicit ratings or 

implicit feedback observed from their behavior (e.g., buying, rating, and catalog browsing), 

and (3) item factual data (e.g., product brand and price).  

Many recommender systems have employed users’ explicit feedback in the form of ratings 

(Balabanovic and Shoham 1997, Basu, et al. 1998, Claypool, et al. 1999, Condliff, et al. 

1999, Mooney and Roy 2000, Pazzani and Billsus 1997, Sarwar, et al. 1998, Terveen, et al. 

1997). For example, Syskills & Webert used user ratings of a webpage as input data 

(Pazzani and Billsus 1997). Basu et al. (Basu, et al. 1998) employed user ratings on movies 

as input to their system. Systems using users’ explicit feedback as input rely on significant 

contribution by the users. Since the explicit feedback could be costly for users, careful 

mechanism design is needed to elicit the feedback from the users initially to cumulate the 

critical mass as well as on a continued basis to ensure good recommendation performance 

on newly added items. To overcome this problem, some systems also have used implicit 

feedback automatically captured during the user’s usage session (Ansari, et al. 2000, 

Goldberg, et al. 1992, Lieberman 1995, Mladenic 1996, Nasraoui, et al. 1999). These 

systems analyze system logs or transaction records to infer users’ preferences. 

The explicit feedback data is generally in a form of ratings, ranging from the simplest 

positive-neutral-negative scheme to more complex 5-point or 7-point rating schemes. On 

the other hand, the implicit feedback is typically binary in nature. For example, the sales 
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transactions data as a form of implicit feedback can be viewed as taking two possible 

values: 1 indicating the occurrence of the transaction and 0 indicating the non-observation 

of the transaction. Although the binary input data are sometimes treated as a special case of 

the multi-scale rating data in many existing recommendation algorithms, there is 

fundamental difference for recommendation algorithm design. For recommendation with 

rating data (consider a simple rating of like (+1) and dislike (−1)), three rating values are 

possible for each user-item pair, +1, −1, and 0 (representing no observation of rating). 

Typical rating-based recommendation takes the observations with +1 and −1 rating as 

training data to derive models for prediction of potential values of unobserved ratings. For 

recommendation with binary transaction data, the only information regarding a consumer-

product pair is whether a transaction has been observed (1) or not (0). In other words, 

recommendations based on typical implicit feedback data only contain positive instances, 

which make typical learning algorithms not applicable.  

This difference is in fact a major motivation for the graph-based approaches for 

transaction-based recommendation proposed in this dissertation. The fact that the 

transaction-based recommendation problem is the prediction of the positive instances based 

only on the previously observed positive instances (and no negative instances) makes this 

problem deeply connected with the link prediction problems when representing the user-

item interactions using a network representation. I will discuss this point in many places in 

the following chapters. 
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2.1.2 Data Representation 

Existing recommender systems use different data representations that usually capture three 

basic elements in a recommender system: user representation, item representation, and 

transaction representation.  

User information can be represented in four ways: (1) by user attributes (usually 

demographic data such as gender, birth date, salary, etc.), (2) by associated items (e.g., the 

products the user has expressed interest in, has given ratings to or actually purchased), (3) 

by transactions (attributes extracted from the user’s transaction history such as time, 

frequency, and amount, can partially represent a user’s behavior pattern), or (4) by items or 

item attributes associated with the user reflected in the feedback data (e.g., a user may be 

characterized as liking romantic stories and favoring low prices based on the attributes of 

the books she has purchased or simply as a set of books she has purchased). Most 

recommender systems represent users as a set of associated items (Balabanovic and 

Shoham 1997, Basu, et al. 1998, Claypool, et al. 1999, Condliff, et al. 1999, Fu, et al. 2000, 

Lieberman 1995, Mladenic 1996, Pazzani 1999, Pazzani and Billsus 1997, Sarwar, et al. 

1998, Schwab, et al. 2000). For example, systems like Fab (Balabanovic and Shoham 

1997), Personalized Tango (Claypool, et al. 1999), SurfLen (Fu, et al. 2000) and 

Personalized WebWatcher (Mladenic 1996) used web pages the user had rated or 

previously visited to represent the user, whereas systems like GroupLens (Sarwar, et al. 

1998) used movies and books to represent the user interests.  
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As another important element in recommender systems, items are usually represented by 

item attributes (such as price, content, brand, etc.) or by associated users (e.g., the 

customers who have purchased this item before). There are also several recommendation 

algorithms that directly operate on the user-item interaction matrix and do not explicitly 

derive any intermediate user or item representations (e.g., the generative model methods 

that will be discussed in the following sub section). 

Some recommender systems also use transactions as a basic element, usually representing 

them by the transaction attributes (such as time, amount, etc.) or by items in the 

transactions. Researchers have also included some transaction attributes such as time and 

place as additional dimensions and support a different type of recommendation that may be 

based on different combinations of dimensions, such as the recommendation of web 

content to a particular customer on weekends, or the recommendation of the best time to 

promote certain products to a particular customer (Adomavicius and Tuzhilin 2001). 

However, most existing recommender systems focus on the analysis of the two dimensions 

of users and items.  

2.1.3 Recommendation Approach 

The recommendation approaches employed by various recommender systems in the 

literature can be roughly categorized into four approaches, namely, content-based, 

collaborative filtering, hybrid, and knowledge engineering approaches.  
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2.1.3.1 Content-based and Demographic-based Approaches 

Models based on the user/item attributes attempt to explain user-item interactions based on 

these intrinsic attributes (e.g., (Balabanovic and Shoham 1997, Pazzani 1999)). Intuitively 

these models either explicitly or implicitly learn rules such as “Joe likes science fiction 

books” and “well-educated consumers like Harry Potter.” Techniques such as regression 

and classification algorithms can be used to derive such models. The performances of these 

approaches, however, rely heavily on high-quality consumer and product attributes that are 

often difficult or expensive to obtain.  

Typical content-based recommendation approaches borrow techniques from information 

retrieval to analyze the content of items. Neighborhood functions (Claypool, et al. 1999, 

Lieberman 1995, Mladenic 1996) and classification techniques (Mooney and Roy 2000, 

Mostafa, et al. 1997) often have been applied to analyze the textual content of items and 

recommendations are generated based on the matching between item characteristics and 

user profiles constructed based on the attributes of the items experienced previously by the 

user. Although some systems have explored very comprehensive item representations (for 

example, Watters and Wong (Watters and Wang 2000) proposed a news object 

representation that consisted of a rich set of header, content and behavior attributes for 

online news article recommendation), the content-based approach has a major limitation 

that it tends to recommend only items with similar characteristics as the items previously 

experienced by the users (also known as the “over-specification problem”). The 

fundamental problem with the content-based approach is that only the target user’s own 

experience or feedback is used. In other words, the recommendation problem is segmented 
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into sub problems for individual users using his/her own prior experiences, although that 

user’s interest may also be influenced or reflected by other users’ preferences (Balabanovic 

and Shoham 1997).  

The demographic-based approach is similar to the content-based approach, except that the 

matching is between user characteristics and item profiles that are based on the attributes of 

the users who have previously experienced the item. The demographic-based approach 

incorporates other users’ experiences or preferences into the item profiles, thus has some 

collaborative nature in the sense that recommendation is based on similar users’ 

preferences. The user attributes are critical for the success of this approach. High-quality 

attributes that are relevant to user preferences on the items are typically difficult or 

expensive to obtain. Demographic-based approach is sometimes categorized as a type of 

collaborative filtering approach. I have decided to use a narrow definition of collaborative 

filtering, which differs from demographic-based approach in that the users themselves are 

also not explicitly characterized using the user attributes but based on the items they have 

experienced  

2.1.3.2 Collaborative Filtering 

Collaborative filtering-based recommendation takes a different approach by utilizing only 

the user-item interaction data and deliberately ignoring the user and item attributes (Hill, et 

al. 1995, Resnick, et al. 1994a, Shardanand and Maes 1995). Based solely on the 

interaction or feedback data, users and items are characterized implicitly by their previous 

interactions. The simplest example of recommendation based only on interaction data is to 
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recommend the most popular products to all consumers. The other extreme include 

algorithms that analyze the matrix representing of the interaction data and generate 

recommendations based on certain spectral properties. Collaborative filtering has been 

reported to be the most widely adopted and successful recommendation approach and has 

been the main body of recommendation algorithm research literature (e.g., (Breese, et al. 

1998, Resnick, et al. 1994b, Resnick and Varian 1997)).  

A wide range of collaborative filtering algorithms have been proposed in the literature. 

Most collaborative recommender systems are either user-based (Burke 2000, Claypool, et 

al. 1999, Mobasher, et al. 2000, Nasraoui, et al. 1999, Pazzani and Billsus 1997, Sarwar, et 

al. 1998) or item-based (Deshpande and Karypis 2004, Karypis 2001, Sarwar, et al. 2001). 

User-based collaboration uses interaction data to form user neighborhoods. For example, 

(Pazzani 1999) forms a neighborhood of similar users based on their expressed preferences 

and recommends restaurants based on the user neighborhood relationship. Item-based 

collaborative recommendation relies on associations among items to determine 

recommendations. These item associations are also based on user-item interactions, such as 

co-purchase or co-preference by the same customer. Existing e-commerce recommender 

systems usually use the item-based algorithms (Schafer, et al. 2001). Other collaborative 

recommender systems have used the user-item pair as the basis of the analysis, rather than 

just one of them. In some systems where the identity of the user is not available, 

collaborative filtering also can be applied on the basis of transactions.  
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Many data analysis algorithms have been applied to the collaborative filtering problem, 

including neighborhood formation, classification algorithms, association rule mining, 

Bayesian networks, and cluster models (or generative models). Neighborhoods are formed 

by using similarity functions such as cosine-based and correlation-based similarity 

functions and clustering techniques (Mobasher, et al. 2000, Nasraoui, et al. 1999, Sarwar, et 

al. 2001). Several studies have also formulated the collaborative filtering problem as a 

classification problem (e.g., defining a feature vector for a user-item pair using user/item 

attributes and assigning the rating value or binary transaction occurrence as class label) 

(Basu, et al. 1998, Pazzani and Billsus 1997). Various classification algorithms can then be 

applied. Association rule mining is applied to extract patterns of associations among items 

and users from the transaction history (Fu, et al. 2000, Lin, et al. 2002). Standard 

association rule mining searches the set of transactions that containing multiple items (e.g., 

the grocery products purchased in a customer’s shopping transaction) for frequently-

occurring itemsets and computes the association rules based on conditional probabilities of 

observing certain items or itemsets given the presence of other itemsets. Association rule 

recommendation algorithms modify the standard association rule mining algorithm to deal 

with the special structure of the user-item interaction data for the collaborative filtering 

problem. The set of association rules collectively specify the preference dependencies 

among sets of items. More expressive statistical models, such as Bayesian networks, are 

also adapted to build a formal statistical dependency model of individual items, where the 

dependency relationships reflect the correlation or causal relationship among user 

experiences on the items (e.g., the dependency networks model (Heckerman, et al. 2001)). 
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Another recent stream of collaborative filtering research is rooted in the formal cluster 

models for analyzing dyadic data (e.g., (Hofmann and Puzicha 1999, Kumar, et al. 1998, 

Ungar and Foster 1998)). These models assume the users and items are associated with 

certain latent types or belonging to certain hidden clusters and employ formal statistical 

methods such as Expectation Maximization (EM) methods to estimate the cluster model 

parameters. These models are often referred to as generative models. Collaborative 

recommendations are then generated based on such generative cluster models.  

Despite its industrial success and substantial academic research interest, collaborative 

filtering suffers from several limitations. Collaborative filtering does not work well when a 

product is newly introduced or a user just starts to use the system, because the system does 

not have much rating information on either the product or the user (the “cold start 

problem”). Also, when there are many items but relatively few users, collaborative filtering 

cannot provide a good recommendation simply because there are few ratings (the “sparsity 

problem”). Furthermore, some users with opinions consistently differ from the group 

opinions do not benefit from collaborative filtering (the “gray sheep problem”) (Claypool, 

et al. 1999).  

2.1.3.3 Hybrid Approach 

To improve the recommendation quality, many efforts have been made to combine content-

based and collaborative approaches to implement a hybrid approach. Recommender 

systems using a hybrid approach can be loosely categorized into three classes.  
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Systems in the first category try to integrate the two approaches by simply merging the two 

recommendation results separately generated by content-based and collaborative 

approaches (Claypool, et al. 1999). Systems in the second category combine the two 

approaches at the representation level, in which product information and transaction 

information are incorporated into a single representation. Some of these systems have been 

based on collaborative filtering and added content information of items into the user 

representation or added ratings based on content of the items (Pazzani 1999, Sarwar, et al. 

1998, Singh, et al. 2001). For example, Fab maintained user profiles based on content 

analysis of documents rated by users. It then compared user profiles to identify similar 

users to generate a collaborative recommendation (Balabanovic and Shoham 1997). Others 

tried to apply content-based analysis and added user information into the item 

representation (Goldberg, et al. 1992). The third category includes systems have been built 

on a comprehensive model that incorporated different information sources (Basu, et al. 

1998, Condliff, et al. 1999). Recent work by Ansari, Essegaier and Kohli (Ansari, et al. 

2000) has adopted the formal statistical approach to model the user ratings as a function of 

item attributes, user characteristics and expert evaluations. Unobserved sources of 

heterogeneity in user preference and item appeal structures were accounted for using this 

approach. An important class of the comprehensive model hybrid approach algorithms is 

the extension of the generative cluster models. User/item attributes as well as additional 

relevant entities and their attributes can be incorporated into the generative cluster model in 

a principled manner to make high-quality recommendations. Examples of studies in this 
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class include: (Hofmann 2004, Popescul, et al. 2001, Schein, et al. 2001, Schein, et al. 

2002). 

2.1.3.4 Knowledge Engineering Approach 

The knowledge engineering approach seeks to discover the factors that affect users’ 

preferences in choosing products through manual efforts and heuristics. For example, 

Expertise Recommender (McDonald and Ackerman 2000) recommends software 

engineering expertise to programmers using heuristics based on version change history and 

technical support records. The heuristics were created using the results obtained from a 5-

month ethnographic study. Message filtering systems and document management systems 

have been using such a rule-based approach extensively. ISCREEN (Polloc 1988), an early 

work in this area, used user-defined rules to screen text messages. The rules were 

personalized for each user, and the rules were mainly based on content and attributes of text 

messages (such as sender, length, highlights, etc.) Knowledge engineering approach can 

generate user-specific rules for recommendation purposes based on a wide range of 

information including item features, user features, and other domain-specific information. 

The major difference between this approach and the following approaches is that the 

process of generating such rules is not automated and large amounts of human efforts are 

required. The knowledge engineering approach can also be combined with other 

recommendation approaches. For example, Burke proposed a hybrid recommendation 

framework in which collaborative filtering was used to post-filter the recommendation 

results obtained by the knowledge based filtering method (Burke 2000). 
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2.1.4 Recommendation Research Taxonomy 

Table 1 presents the taxonomy of recommendation research reviewed above. Summarized 

in the table are the types of system input, representation methods, and recommendation 

approaches used in recommender systems and recommendation algorithm research. Several 

example systems and studies in the literature are listed in Table 2 and are characterized in 

Table 3 under the dimensions introduced in the taxonomy. We found that most of the 

recommender systems used the collaborative filtering approach to generate 

recommendations.  

Table 2.1. A taxonomy of recommendation algorithm research 

SYSTEM INPUT 
Type Details 

User factual data Contains the user’s demographic information such as name, social security 
number, gender, birth date, salary, telephone number, and address. 

Explicit feedback  Consists of records of the users’ explicit expression of the interest on the item, 
such as rating and comments. Multi-scale ratings are also used. 

Transactional data 
Implicit feedback 

Contains the interaction between users and items, including examination 
(selection, duration, edit ware, repetition, purchase), retention (save, annotation, 
organization, print, delete), and reference.  

Item factual data Consists of the attributes of an item such as product brand, price, Web page 
content, and links to other pages. 

DATA REPRESENTATION 
Type Method Details 

By user attributes Represents a user by the attributes (such as gender, birth date, salary) he/she has. 

By items associated Represents a user by the items he/she has interacted with (e.g., products purchased 
by a customer). 

By transactions Represents a user by what he/she has done (e.g., the past purchase transaction). User  

By item attributes 
Represents a user by attributes of the items that he/she has interacted with (e.g., 
use important keywords in the web pages the users viewed before to present 
his/her interests). 

By item attributes Represents an item by its attributes such as its price, color, weight, brand and so 
on. Item 

By users associated Represents an item by the set of users who have bought it. 

By transaction attributes Represents a transaction by the attributes it has (e.g., day of purchase, time of 
purchase, sequence of shopping). Transaction 

By items Represents a transaction by the items in it. 

Interaction matrix - Directly operate on the user-item interaction matrix without explicit user or item 
represntations 

RECOMMENDATION APPROACH 
Type and Method Details Problems 

Knowledge engineering 

Uses human efforts or heuristics to identify 
factors that determine users’ interests and 
generate recommendations (Case-based 
reasoning, decision support tools). 

Significant amount of time is 
involved. Highly application 
specific and strong dependence 
on the availability of persons 
with expertise.  
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User-based Uses historical transactional data to form user 
neighborhoods. 

Item-based Uses historical transactional data to form item 
neighborhoods. 

User and item-based Uses pair of user and item, not based on just 
one of them.  

Basis 

Transaction-based Uses transaction attributes to form transaction 
neighborhoods. 

Neighborhood formation 

Generates neighborhoods of users or items 
using different methods, including correlation 
(Pearson), similarity functions (Cosine), 
clustering techniques (PACT, Clique, 
Hypergraph). 

Classification  

Inductively learns patterns of association within 
a given set of training data. Algorithms include 
decision trees, neural networks, logistical 
regression, etc.. 

Association rule mining Extracts patterns of association among items or 
users using association rule mining. 

Bayesian networks 
Constructs formal dependency models of items 
to incorporate correlation or causal relationships 
of users’ experiences on items. 

Collaborative 
filtering 

Technique 

Cluster model/ generative 
model 

Assumes the users and items are associated 
with latent types or hidden clusters and estimate 
the cluster (generative) model parameters using 
the EM algorithm. 

Early users may not get good 
recommendations because of
initial sparse ratings; users who 
hold different opinions with the 
community may not get good 
recommendation; the input data 
usually contains large number of 
users and items and is high 
dimensional, which makes the 
system difficult to scale up;
recommendation quality reacts 
slowly to drift; need incentive for 
users to give feedbacks 
(Claypool, et al. 1999, Sarwar, et 
al. 1998). 
 

Neighborhood formation Uses co-occurrence analysis or similarity 
functions to form neighborhood. 

Content-based 
Classification 

Uses machine learning algorithms (text 
categorization), including Bayesian classifier, 
Winnow, Rocchio’s algorithm. 

Only textual content information 
can be captured, but not audio or 
visual content; only similar items 
can be recommended; only the
target user’s feedback can be 
used (Balabanovic and Shoham 
1997). 

Merging results of 
different approaches 

Uses ad hoc weights to combine content-based 
and collaborative filtering results. 

Collaborative filtering 
augmented by content 
information 

Uses collaborative filtering framework, and 
adds content information of the items that users 
interacted with to user representation. 

Collaborative 
filtering +  
Content-based 

Content-based approach 
augmented by 
collaborative information 

Applies content-based analysis on items 
selected by users and then identifies items that 
similar users would choose. 

Hybrid 

Comprehensive model Builds comprehensive model that incorporates 
different information sources. 

Many systems are tailored to 
some specific applications and 
hence not reusable. Some may 
need heuristics and human 
engineering effort that requires 
significant amount of time. 

 
 

Table 2.2. Examples of recommender systems and studies 

Research / System Description 
Pollock, 1988, ISCREEN It screens text messages based on user-defined rules. The rules were constructed mainly based on the 

content and properties of the messages. A conflict detection component was also included to examine 
rules for consistency. 

Goldberg et al., 1992, Tapestry In addition to content-based filtering, it supports collaborative filtering to allow users of an email system 
to annotate documents that are interesting (or uninteresting) to them. 

Lieberman, 1995  
Letizia  

It recommends interesting items on the Web that are related to a user’s current navigation context based 
on a set of links and user profiles which consists of a list of weighted keywords. It uses heuristics to 
determine positive and negative evidence of a user’s information interest. 

Mladenic et al., 1996 
Personalized WebWatcher  

It watches users’ choices of URL links on web pages to recommend links on other web pages that are 
visited later. Visited URL links are taken as positive examples and non-visited links as negative examples.

Balabanovic, 1997, Fab  It suggests relevant URLs to users by combining users’ ratings and Web pages’ similarities. 
Mostafa et al., 1997 
SIFTER  

It achieved intelligent information filtering by including a vector-space model for document 
representation, a unsupervised learning component for document classification and a reinforcement 
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learning component for user modeling.  
Pazzani et al., 1997 
Syskills & Webert  

It classifies and suggests web pages that a user may be interested in. Based on web pages with users’
ratings, a set of word-probabilities triplets is then formed for each user. 

Terveen et al., 1997 
PHOAKS  

It employs complicated categorization rules to identify recommended web resources in Usenet messages. 
These recommended web resources are ranked by distinct recommenders and were presented as 
recommendation results. In this system, no personalization is implemented, where each user gets the same 
recommendations. 

Basu et al., 1998  It uses collaborative features derived from users’ rating on movies as well as the content feature of the 
movies to form the feature vector of a user-movie pair, and use inductive learning methods to predict like 
or dislike for each user and movie combination. 

Sarwar, 1998, GroupLens  It provides collaborative filtering solution for Usenet news and movies. Heuristics such as spell checking, 
attached-message checking and message-length checking are embedded in content analysis. 

Ungar and Foster, 1998 It develops a formal statistical model (the generative cluster model) for collaborative filtering  
Burke, 1999, Entrée  It recommends restaurants that meet the user’s interests and budget. The system integrated knowledge-

based and collaborative-filtering recommender systems by using semantic ratings in which a system 
obtains reasons behind a preference. 

Claypool et al., 1999, 
Personalized Tango  

It provides personalized filtering for an online newspaper. The basis for content-based and collaborative 
predictions were kept separate. This allows for individual advances made to either content-based or 
collaborative filter. 

Condliff et al., 1999  Using a Bayesian methodology, it recommends drinks/movies based on users’ ratings, user features, and 
item features. 

Hofmann and Puzhicha, 1999 It proposes using latent class models (generative models) to generate collaborative filtering 
recommendation. 

Nasraoui et al., 1999  It uses clustering techniques to analyze server access logs and obtain typical session profiles of users to
recommend web pages. 

Pazzani, 1999  It recommends restaurants based on users’ preferences as described by web pages.  
et al., 2000, SurfLen  It recommends web pages based on navigation history. 
McDonald & Ackerman, 2000 
Expertise Recommender  

It locates expertise to solve problems in an organization. A range of recommendation problems that 
involved some expertise and persons acts as input to the system. 

Mobasher et al., 2000  It creates aggregated user profiles based on web usage data and transactions to recommend Web pages.  
Mooney & Roy, 2000  It is a content-based book recommender system that utilizes information extraction and a machine-

learning algorithm for text categorization. 
Ansari et al. 2000 It uses a hierarchical Bayesian approach to model customer ratings as a function of product attributes, 

customer characteristics, and expert evaluations. Unobserved sources of heterogeneity in customer 
preferences and product appeal structures are accounted in their model. 

Schwab et al., 2000 
Electronic Funding 
Information (ELFI)  

It provides suggestions on what funding programs and agencies are suitable for a researcher. Interaction 
log files are used to create a user profile that contains information about the detailed views (DV) selected 
by the user. Bayes’ Theorem and k-Nearest Neighbor were used to cluster users’ interests; TF/IDF was 
used in analyzing 189 most discriminating words in DV. 

Adomavicius & Tuzhilin, 
2001, 1:1Pro  

It constructs personal profiles based on customers’ transactional histories. The system uses data mining 
techniques to discover a set of rules describing customers’ behavior. 

Heckerman et al., 2001 It develops a probabilistic graphical model, called dependency networks, to construct a network of items 
in which the item dependencies capture the correlation of users’ experience on items. 

Popescul et al., 2001 It applies the generative latent class model to perform unified collaborative filtering and hybrid 
recommendations. 

Singh et al., 2001  It enables users to locate desirable services based on trustworthy, personalized recommendations of their 
peers. The information comes from social network regarding the reputation and sociability of participants. 
It uses a unique way of collaborative filtering where recommendations are generated based on a user 
customized social network. 

Sarwar et al., 2001 It analyzes different item-based collaborative filtering recommendation generation algorithms. Different 
item similarities and techniques for obtaining recommendations were explored. It was found that item-
based collaborative filtering achieves better performance and higher quality than best available user-based 
algorithms. 

Lin et al., 2002 It performs collaborative recommendation based on a new association rule algorithm. Rules between 
users and rules between items are used to generate recommendations. Experimental results showed that 
their algorithm achieved significantly better performance than that of traditional correlation-based 
approaches. 

Hofmann, 2004 It extends the probabilistic latent semantics indexing models to perform cluster (generative) model 
collaborative filtering recommendations. 

Deshpande, 2004 It conducts comprehensive evaluation of various implementations of the item-based collaborative filtering 
algorithm using a wide range of datasets. 
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Table 2.3. System inputs, data representation and approaches used in example 
recommender system research 

Research / System System Input Data Representation Approach 
Pollock, 1988, 
ISCREEN  Item factual data Item – By item attributes Knowledge engineering 

Goldberg et al., 1992, 
Tapestry  

Transactional data – 
Implicit feedback, 
Item factual data 

Item – By users 
associated 

Hybrid – Collaborative filtering + Content-based  - Content-
based approach augmented by collaborative information  

Lieberman, 1995  
Letizia  

Transactional data – 
Implicit feedback, 
Item factual data 

User – By items 
associated  

Knowledge engineering, Content-based – Neighborhood 
formation  

Mladenic et al., 1996 
Personalized 
WebWatcher   

Transactional data – 
Implicit feedback 

User – By items 
associated Content-based – Neighborhood formation 

Balabanovic, 1997, Fab  Transactional data – 
Explicit feedback 

User – By items 
associated 

Hybrid – Collaborative filtering + Content-based  - 
Collaborative filtering augmented by content information 

Mostafa et al., 1997 
SIFTER  

Item factual data, 
Transactional data – 
Explicit feedback 

Item – By item 
attributes, 
User – By item attributes 
(relevance probability 
vector of classes of 
documents) 

Content-based – Classification 
 

Pazzani et al., 1997  
Syskills & Webert  

Transactional data – 
Implicit feedback, 
Transactional data – 
Explicit feedback 

User – By items 
associated Content-based – Classification 

Terveen et al., 1997 
PHOAKS  

Transactional data – 
Explicit feedback 

Item – By users 
associated  - 

Basu et al., 1998  
Transactional data – 
Explicit feedback, 
Item factual data 

User – By items 
associated, 
Item – By item 
attributes, and users 
associated 

Collaborative filtering – Basis – User and item-based,  
Collaborative filtering – Technique – Classification,  
Content-based – Classification,  
Hybrid – Collaborative filtering + Content-based – 
Comprehensive model 

Sarwar, 1998, 
GroupLens  

Transactional data – 
Explicit feedback 

User – By items 
associated and 
transactions, Item – By 
users associated 

Collaborative filtering – Basis – User-based,  
Collaborative filtering – Technique – Neighborhood formation, 
Hybrid – Collaborative filtering + Content-based  - Content-
based approach augmented by collaborative information 

Ungar and Foster, 1998 Transactional data – 
Explicit feedback Interaction matrix 

Collaborative filtering – Basis – User and item-based 
Collaborative filtering – Technique - Cluster model/ generative 
model 

Burke, 1999, Entrée  Transactional data – 
Implicit feedback 

User – By transactions, 
Item – By users 
associated 

Knowledge engineering,  
Collaborative filtering – Basis – User-based,  
Hybrid  - Collaborative filtering + Knowledge engineering 

Claypool et al., 1999, 
Personalized Tango  

User factual data, 
Transactional data – 
Explicit feedback 

User – By items 
associated, and item 
attributes 

Collaborative filtering – Basis – User-based, 
Collaborative filtering – Technique – Neighborhood formation, 
Content-based – Neighborhood formation,  
Hybrid – Collaborative filtering +Content-based – Merging 
results of different approaches 

Condliff et al., 1999  

User factual data, 
Transactional data – 
Explicit feedback, 
Item factual data 

User – By user 
attributes, and items 
associated,  
Item – By item 
attributes, and users 
associated 

Collaborative filtering – Basis – User and item-based,  
Hybrid – Collaborative filtering + Content-based – 
Comprehensive model 

Hofmann and Puzhicha, 
1999 

User factual data, 
Transactional data – 
Explicit feedback 

User – By items 
associated, and item 
attributes 

Collaborative filtering – Basis – User and item-based 
Collaborative filtering – Technique - Cluster model/ generative 
model 

Nasraoui et al., 1999  Transactional data – 
Implicit feedback 

User – By transactions, 
Transaction – By items 

Collaborative filtering – Basis – User-based,  
Collaborative filtering Technique – Neighborhood formation 

Pazzani, 1999  

User factual data, 
Transactional data – 
Explicit feedback, 
Item factual data 

User – By user 
attributes, items 
associated, and item 
attributes,  

Collaborative filtering – Basis – User-based,  
Collaborative filtering – Technique – Neighborhood formation, 
Content-based – Neighborhood formation,  
Hybrid – Collaborative filtering + Content-based – 
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Item – By item attributes Collaborative filtering augmented by content information  

Fu et al., 2000, SurfLen  Transactional data – 
Implicit feedback 

User – By items 
associated,  
Item – By users 
associated 

Collaborative filtering – Basis – User and item-based,  
Collaborative filtering – Technique – Association rule mining 

McDonald & Ackerman, 
2000, Expertise 
Recommender  

Transactional data – 
Implicit feedback, 
Item factual data 

Item – By item attributes Knowledge engineering 

Mobasher et al., 2000  Transactional data – 
Implicit feedback 

User – By transactions, 
Transaction – By items 

Collaborative filtering – Basis – User-based,  
Collaborative filtering – Technique – Neighborhood formation 

Mooney & Roy, 2000  
User factual data, 
Transactional data – 
Explicit feedback 

Item – By item attributes Content-based – Classification 

Ansari et al. 2000 

User factual data, 
Item factual data, 
Transactional data – 
Explicit feedback 

User – By user attributes
Item – By item attributes
Transaction – By items 

Hybrid – Comprehensive model 

Schwab et al., 2000 
Electronic Funding 
Information (ELFI)  

Transactional data – 
Implicit feedback 

User – By items 
associated, and 
transactions 

Knowledge engineering, Content-based – Classification 

Adomavicius & 
Tuzhilin, 2001, 1:1Pro  

User factual data, 
Transactional data – 
Implicit feedback 

User  - By user 
attributes, and 
transactions 
Transaction – By 
transaction attributes and 
items  

Knowledge engineering 

Heckerman et al., 2001 Transactional data – 
Implicit feedback 

Item – By users 
associated 

Collaborative filtering – Basis – Item-based 
Collaborative filtering – Technique – Bayesian networks 

Popescul et al., 2001 
Item factual data, 
Transactional data – 
Implicit feedback 

Interaction matrix Hybrid – Comprehensive model 

Singh et al., 2001  Transactional data - 
Implicit feedback User - By transactions Hybrid - Collaborative filtering + Content-based - Collaborative 

filtering augmented by content information 

Sarwar et al., 2001 Transactional data – 
Explicit feedback 

Item – By user 
associated Collaborative filtering – Basis – Item-based 

Lin et al., 2002 Transactional data – 
Explicit feedback  

Item – By users 
associated 
User – By item 
associated 

Collaborative filtering – Basis – Item-based and User-based 
Collaborative filtering – Technique – Association rule mining 

Hofmann, 2004 
Transactional data – 
Explicit and implicit 
feedback  

Interaction matrix 
Collaborative filtering – Basis – User and item-based 
Collaborative filtering – Technique - Cluster model/ generative 
model 

Deshpande, 2004 Transactional data - Item – By users 
associated 

Collaborative filtering – Basis – Item-based 
Collaborative filtering – Technique – Neighborhood formation  

 

2.2 Major Problems That Motivate the Research 

Two major challenges remain to be addressed before the potential of recommendation 

technology can be fully realized in e-commerce applications. The first challenge is 

concerned with making recommendations based on only sparse transaction data. Many 

existing algorithms suffer from this "sparsity" problem and fail to make effective 

recommendations involving new consumers and new products.  The second challenge is 
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the lack of a unified framework to integrate multiple types of input data and a meta-level 

algorithm evaluation and selection framework to determine the most appropriate algorithm 

or combination of algorithms for different applications. Existing integration approaches are 

typically ad hoc in nature and need to be further improved. A comprehensive formal 

algorithm evaluation framework is also lacking. This section contains further discussion on 

both issues.  

2.2.1 The Sparsity Problem 

In this section, I provide further discussion on the sparsity problem of collaborative 

filtering algorithms, which is one of the major motivations for the graph-based 

collaborative filtering recommendation for e-commerce applications proposed in this 

dissertation.   

In collaborative filtering systems, users are typically represented by the items they have 

purchased or rated. For example, in an online bookstore selling 2 million books, each 

consumer is represented by a Boolean feature vector of 2 million elements. The value for 

each element is determined by whether this consumer has purchased the corresponding 

book in past transactions. Typically the value of 1 indicates that such a purchase had 

occurred and 0 indicates that no such purchase has occurred. When multiple consumers are 

concerned, a matrix composed of all vectors representing these consumers can be used to 

capture past transactions. We call this matrix the consumer-product interaction matrix as 

already briefly described in the introduction chapter. The general term “interaction” is used 

to refer to this matrix as opposed to the more specific “purchasing” or “transaction” 
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because there are other types of relations such as explicit and implicit ratings between 

consumers and products for general recommender systems. 

With C denoting the set of consumers and P the set of items, the consumer-product 

interaction matrix is denoted by a |C| x |P| matrix A = (aij), as in (1) in Chapter 1.  Note that 

this dissertation focuses on actual transactions that occurred, so aij is binary. In other 

recommendation scenarios such as those that involve ratings, aij can take other categorical 

or continuous values (e.g., 5-level rating scales and probabilities of interest). 

In many large-scale applications such as major e-commerce sites, both the number of items, 

|P|, and the number of consumers, |C|, are large. In such cases, even when many 

transactions have been recorded, the consumer-product interaction matrix can still be 

extremely sparse, that is, there are very few elements in A whose value is 1. This problem, 

commonly referred to as the sparsity problem, has a major negative impact on the 

effectiveness of a collaborative filtering approach. Because of sparsity, it is highly probable 

that the similarity (or correlation) between two given users is zero, rendering collaborative 

filtering useless (Billsus and Pazzani 1998). Even for pairs of users that are positively 

correlated, such correlation measures may not be reliable.  

The cold-start problem further illustrates the importance of addressing the sparsity problem. 

The cold-start problem refers to the situation in which a new user or item has just entered 

the system (Schein, et al. 2002). Collaborative filtering cannot generate useful 

recommendations for the new user because of the lack of sufficient previous ratings or 

purchases. Similarly, when a new item enters the system, it is unlikely that collaborative 
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filtering systems will recommend it to many users because very few users have yet rated or 

purchased this item. Conceptually, the cold-start problem can be viewed as a special 

instance of the sparsity problem, where most elements in certain rows or columns of the 

consumer-product interaction matrix A are 0. 

Many researchers have attempted to alleviate the sparsity problem. Sarwar et al. proposed 

an item-based approach to addressing both the scalability and sparsity problems [Sarwar et 

al. 2001].  Based on the transactional or feedback data, items that are similar to those 

purchased by the target user in the past are identified and then recommended. Item 

similarities are computed as the correlations between the corresponding column (item) 

vectors. It is reported that in certain applications this item-based approach achieved better 

recommendation quality than the user-based approach, the predominant approach used in 

recommender systems, which relies on correlations between row (user) vectors. 

Another proposed approach, dimensionality reduction, aims to reduce the dimensionality of 

the consumer-product interaction matrix directly. A simple strategy is to form clusters of 

items or users and then use these clusters as basic units in making recommendations. More 

advanced techniques can be applied to achieve dimensionality reduction. Examples are 

statistical techniques such as Principle Component Analysis (PCA) (Goldberg, et al. 2001) 

and information retrieval techniques such as Latent Semantic Indexing (LSI) (Billsus and 

Pazzani 1998, Sarwar, et al. 2000a). Empirical studies indicate that dimensionality 

reduction can improve recommendation quality significantly in some applications, but 

performs poorly in others (Sarwar, et al. 2000a).  The dimensionality reduction approach 
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addresses the sparsity problem by removing unrepresentative or insignificant consumers or 

products to condense the consumer-product interaction matrix. However, potentially useful 

information might be lost during this reduction process. This may partially explain the 

mixed results reported on the performance of dimensionality reduction-based collaborative 

filtering approaches. 

Researchers have also attempted to combine collaborative filtering with content-based 

recommendation approaches to alleviate the sparsity problem (Balabanovic and Shoham 

1997, Basu, et al. 1998, Condliff, et al. 1999, Good, et al. 1999, Huang, et al. 2002, Pazzani 

1999, Sarwar, et al. 1998). Such an approach considers not only past consumer-product 

interactions but also similarities between products or items directly derived from their 

intrinsic properties or attributes. We refer to this approach as the hybrid approach. Most 

previous studies using the hybrid approach have demonstrated significant improvement in 

recommendation quality over the user-based approaches discussed above. However, the 

hybrid approach requires additional information regarding the products and a metric to 

compute meaningful similarities among them. In practice, such product information may be 

difficult or expensive to acquire and a related similarity metric may not be readily available. 

The general approach proposed in this dissertation deals with the sparsity problem under a 

different framework. Instead of reducing the dimension of the consumer-product 

interaction matrix A (thus making it less sparse), I propose to explore the transitive 

interactions between consumers and products to augment the matrix A and make it 

meaningfully “dense” for recommendation purposes. The intuition behind transitive 
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interactions can be explained by the following example. Suppose users c1 and c2 bought 

book p1 and users c2 and c3 bought book p2.  Standard collaborative filtering approaches 

that do not consider transitive interactions will associate c1 with c2 and also c2 with c3 but 

not c1 with c3. An approach that incorporates transitive interactions, however, will 

recognize the associative relationship between c1 and c3 and will insert such transitive 

interactions into the consumer-product interaction matrix A for recommendations.   

The Chapters 3, 4, and 5 of this dissertation discuss the graph-based algorithms that are 

proposed to address the sparsity problem of collaborative filtering recommendation. 

2.2.2 Lack of Unified Integration and Evaluation Framework 

Several studies have shown that hybrid approaches can achieve better performances than 

content-based, demographic filtering, and collaborative filtering approaches. However, the 

existing models for hybrid approaches are typically heuristic in nature, combining the 

different types of input data in an ad-hoc manner. For example, the simplest hybrid 

approach is to combine the recommendation results from different approaches. The 

combination of the multiple recommendation lists is typically performed in an ad hoc 

manner, for example, simply combining top K recommendations from different 

approaches. Another example is the agent-based hybrid approach, in which agents are 

designed to act like a regular user in a collaborative filtering system to give ratings to items 

based on the content information. While this approach in principle combines the content-

based and collaborative filtering approaches for recommendation, there are numerous 

arbitrary design decisions and arbitrary parameter settings involved. Like this example, 
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many existing hybrid recommendation approaches are in fact heuristic-based. The only 

exception is probably the algorithms that adopt the generative model approach, where 

multiple types of input data are modeled systematically under an integrated statistical 

model. However, the performance of these algorithms have not been widely applied and 

compared with other algorithms. There are potential data representation limitations for this 

approach to be applied to different application domains. It is also not clear either how well 

these models accommodate the sparse transaction data problem.  

For better e-commerce recommendation performances a unified recommendation 

framework with the expressiveness for representing multiple types of input data and a 

generic computing mechanism to integrate different recommendation approaches is needed 

to fully exploit the rich information available at e-commerce sites. Chapters 6 and 7 of this 

dissertation discuss two graph-based unified recommendation framework for representing 

multiple types of input data and integrating multiple recommendation approaches.  

Besides the lack of a unified integration framework, there is also the lack of a meta-level 

framework for model evaluation and selection. Recommendation algorithms are typically 

evaluated with a hold-out testing method using transaction or rating datasets. The 

algorithms are evaluated based on its recommendation quality with specific training and 

testing datasets. These evaluation studies all suffer from a general “double hypothesis” 

limitation. Since any recommendation algorithm contains two elements: (1) the 

fundamental assumption regarding the interaction data generation process (e.g., the user-

based collaborative filtering assumes that users replicate the behavior of other users with 
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past similar experiences; the generative model assumes that user-item interactions are 

generated based on the hidden types of the users and items); (2) the parameter settings and 

algorithmic implementations that operationalize the fundamental assumption or model for 

generating recommendations. While the empirical evidence regarding the first element 

provides much more valuable and potentially generalizable findings, typical evaluation 

studies are not able to differentiate the effect of the two elements. A formal analysis 

framework is needed for us to understand the fundamental mechanisms that govern the 

interaction data generation process in different application domains. Based on such a 

framework, one can formally verify the various fundamental assumptions made by various 

classes of recommendation algorithms. Chapter 8 of this dissertation presents a first step 

towards such a meta-level recommendation model evaluation and selection employing the 

recent advances in random graph modeling methodology. 

2.3 Evaluation Methodology and Research Data 

In this section, I describe the commonly-adopted methodology for evaluating the 

performance of recommendation algorithms, which will be repeatedly employed in the 

various following chapters. I also present three e-commerce datasets employed in the 

various chapters of this dissertation.  
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2.3.1 Evaluation Methodology  

While an ideal evaluation of a recommendation will involve assessment given by 

customers who actually experienced the recommended products or services, this type of 

evaluation is typically difficult and prohibitively expensive. In the recommendation 

algorithm research literature, a hold-out test procedure is commonly adopted to evaluate 

algorithm performances. The idea is to withhold a portion of the transaction data as the 

testing set and use the remaining transactions (referred to as the training set) to generate 

recommendations. The recommendations are then compared with the actual transactions in 

the testing set to derive performance measures.  

In the studies included in this dissertation, I typically select a portion (e.g., 20%) of each 

consumer’s interactions (the latest) to form the testing set and designated the remaining  

(earlier interactions) to be the training set. The studies adopt the well-studied Top-N 

recommendation task, in which a ranked list of N products is recommended for each 

consumer. For each consumer, the recommendation quality was measured based on the 

number of hits (recommendations that matched the products in the testing set) and their 

positions in the ranked list. We adopted from the literature the following recommendation 

quality metrics regarding the relevance, coverage, and ranking quality of the ranked list 

recommendation for a consumer c (e.g., (Breese, et al. 1998)):  

Precision:  Pc = N
hitsofNumber   (2.1) 

Recall: Rc = set  testingin the by  purhcased products ofNumber 
ofNumber

c
hits   (2.2) 
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F Measure: Fc =
cc

cc

RP
RP

+
××2  (2.3) 

Rank Score: ∑ −−=
j hj

cj
c

q
RS )1/()1(2

 (2.4) 

where j is the index for the ranked list; h is the viewing halflife (the rank of the product on 

the list such that there is a 50% chance the user will purchase that product); 





=
                       otherwise  0,  
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For precision, recall, and F measure, an average value over all consumers tested was 

adopted as the overall metric for the algorithm. For the rank score, an aggregated rank 

score RS for all consumers tested was derived as 
∑
∑=

c c

c c

RS
RS

RS max100 , where max
cRS was the 

maximum achievable rank score for consumer c if all future purchases had been at the top 

of a ranked list. The precision, recall, and F measure are standard performance measures to 

estimate the relevance and coverage of the recommended items compared with the 

consumers’ potential interests. The rank score measure was proposed in (Breese, et al. 

1998) and adopted in many follow-up studies (e.g., (Deshpande and Karypis 2004, 

Herlocker, et al. 2004, Huang, et al. 2004a)) to evaluate the ranking quality of the 

recommendation list. In the experiments reported in this dissertation, I typically set the 

number of recommendations to be 10 (N = 10) and the halflife for the rank score to be 2 (h 

= 2).  
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2.3.2 Research Data 

Three e-commerce datasets are employed in the experimental studies in this dissertation.  

(1) Retail dataset: a retail dataset provided by a leading U.S. online clothing merchant. It 

contains 3 months of transaction data with about 16 million transactions (household-

product pairs) involving about 4 million households and 128,000 products. 

(2) Book dataset: a book sales dataset provided by a Taiwan online bookstore. It contains 3 

years of transactions of a sample of 2,000 customers. There were about 18,000 transactions 

and 9,700 books involved in this dataset. 

(3) Movie dataset: a movie rating dataset provided by the MovieLens Project 

(movielens.umn.edu). It contains about 1 million ratings on about 6,000 movies given by 

3,500 users over 3 years. For the movie rating dataset, a rating on product p by consumer c 

is treated as a transaction (acp = 1) and the actual rating is ignored. Such adaptation has 

been adopted in several recent studies such as (Deshpande and Karypis 2004). Assuming 

that a user gives a rating to a movie based on her experience with the movie, we 

recommend only whether a consumer will watch a movie in the future and do not deal with 

the question of whether or not she will like it. 

The summary statistics of the three datasets are presented in Table 2.4. In actual 

experiments subsets or samples of these datasets are used. For example, consumers who 

have 5 – 100 transactions are usually included in the experimental datasets to ensure 

meaningful testing of the algorithms 
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Table 2.4 Characteristics of the datasets (* the density level of a dataset is defined as the percentage of 
the elements valued as 1 in the interaction matrix) 

Dataset # of 
Consumers 

# of 
Products 

# of 
Transactions 

Density 
Level* 

Avg. # of 
purchases per 

consumer 

Avg. sales 
per 

product 
Retail ~4 million ~128,000  ~16 million ~0.0031% ~4 ~125 
Book ~2,000 ~9,700 ~18,000 0.0928% ~9 ~1.86 
Movie ~3,500 ~6,000 ~1 million ~4.7619% ~166 ~285.71 
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C H A P T E R  3  

SPREADING ACTIVATION COLLABORATIVE FILTERING ALGORITHMS 

This chapter presents a novel approach to dealing with the sparsity problem in the context 

of collaborative filtering.  In the proposed approach, collaborative filtering is studied in 

bipartite graphs (as introduced in Figure 1.1). One set of nodes represents products, 

services, and information items for potential consumption. The other set represents 

consumers or users. The transactions and feedback are modeled as links connecting nodes 

between these two sets. Under this graph-based framework, associative retrieval techniques, 

including several spreading activation algorithms, are applied to explicitly generate 

transitive associations, which in turn are used in collaborative filtering.  The experimental 

results indicate that this associative retrieval-based approach can significantly improve the 

effectiveness of a collaborative filtering system when sparsity is an issue. 

The chapter is organized as follows. Section 3.1 summarizes the associative retrieval-based 

approach to dealing with the sparsity problem. Section 3.1.1 introduces associative retrieval 

and relevant graph-based models of collaborative filtering. Section 3.1.2 presents in detail 

the general design of our proposed collaborative filtering approach based on associative 

retrieval. Section 3.1.3 introduces the spreading activation algorithm that provides the 

computational mechanism used to explore the transitive associations under our framework. 

The specific research questions are summarized in Section 3.1.4. Section 3.2 provides 

details of the spreading activation algorithms examined in our study. Section 3.3 presents 
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an experimental study designed to answer the research questions raised in Section 3.1.4 

concerning the effectiveness of our approach and summarizes experimental findings.  

Section 3.4 concludes the chapter by summarizing the research contributions and pointing 

out future directions. 

3.1 Modeling Recommendation as an Associative Retrieval Problem 

3.1.1 Associative Retrieval and Graph-based Models 

The potential value of transitive associations has been recognized by researchers working 

in the field of recommender systems (Billsus and Pazzani 1998, Sarwar, et al. 2000b). The 

exploration of transitive associations in the context of recommender systems is typically 

carried out in a graph-based recommendation model for two reasons. First, a graph or 

network-based model is easy to interpret and provides a natural and general framework for 

many different types of applications including recommender systems. Second, a rich set of 

graph-based algorithms is readily applicable when the recommendation task is formulated 

as a graph-theoretic problem. 

Below I briefly survey three representative graph-based models that explore transitive 

relationships. Aggarwal et al.  (Aggarwal, et al. 1999) introduced a recommendation model 

based on a directed graph of users. In their model, a directed link starting from user c1 and 

ending at user c2 signifies that c2’s behavior is strongly predictive of c1’s behavior. 

Recommendations are made by exploring short (indicating strong predictability) paths 

joining multiple users. Mirza (Mirza 2001, Mirza, et al. 2003) proposed a social network 

graph of users to provide recommendations. Links in this social network graph are induced 
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by hammock jumps (defined between two users who have agreed ratings on at least a given 

number of items). Both Aggarwal’s and Mirza’s models emphasize using the graph of users 

and only employ user associations to explore transitive associations.  

The graph-based model employed here for the collaborative filtering problem includes both 

users and items in the graph. This model provides the basic representational and modeling 

framework for addressing the sparsity problem and enables the analogy between 

recommender systems and associative retrieval systems. This analogy, in turn, suggests that 

the sparsity problem can potentially be dealt with effectively using computational methods, 

in particular, spreading activation algorithms, which have been successfully applied in 

associative retrieval.      

In this section, I discuss in detail how the recommendation task can be formulated as an 

associative retrieval problem and how spreading activation algorithms can be used to 

explore useful transitive associations and thus help to solve the sparsity problem. I 

conclude this section by presenting research questions designed to evaluate the idea of 

applying spreading activation algorithms in the context of recommender systems. 

3.1.2 Collaborative Filtering as Associative Retrieval 

Associative information retrieval has its origin in statistical studies of associations among 

terms and documents in a text collection. The basic idea behind associative retrieval is to 

build a graph or network model of documents and index terms and queries, and then to 

explore the transitive associations among terms and documents using this graph model to 

improve the quality of information retrieval. For example, the generalized vector space 
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model (Wong, et al. 1985) represents a document by a vector of its similarities to all other 

documents in the corpus. The associations (similarities) among documents, defined as 

transitive associations through common index terms, are constructed and directly used to 

support information retrieval. A number of techniques have been proposed to construct and 

utilize such networks of associations in information retrieval. Examples of these techniques 

are various statistical approaches (Crouch and Yang 1992), neural networks (Jung and 

Raghavan 1990), genetic algorithms (Gordon 1988), and spreading activation approaches 

(Cohen and Kjeldsen 1987; Salton and Buckley 1988). 

The similarity between associative retrieval and collaborative filtering has been recognized 

by some recent studies (Soboroff and Nicholas 2000). In associative retrieval, documents 

are represented by index terms. At the same time, the semantics of an index term can also 

be represented by the set of documents that contain it. Similarly, in collaborative filtering, 

users’ preferences can be represented by the items and their interactions with the items. The 

intrinsic features of an item can also be represented by the users and their interactions with 

it. 

The following example illustrates the idea of exploring transitive associations in 

recommender systems. Using the notation developed in Section 2.2, the past transactions 

can be represented in the following consumer-product interaction matrix:  
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Note that in this work the interaction matrix is assumed to be the only information available 

to the recommender system. Hence, a bipartite graph corresponding to the interaction 

matrix (introduced in Figure 1.1 and reused here in Figure 3.1) captures the complete input 

information. (In a bipartite graph, nodes are divided into two distinctive sets. Links 

between pairs of nodes from different node sets are admissible, while links between nodes 

from the same node set are not allowed.)  

p1

c1

p4p3p2

c3c2

Product Nodes

Consumer Nodes
 

Figure 3.1. A simple example for transitive associations in collaborative filtering 

Suppose the recommender system needs to recommend products for consumer c1. The 

standard collaborative filtering algorithm will make recommendations based on the 

similarities between c1 and other consumers (c2 and c3). The similarity between c1 and c2 is 

obvious because of previous common purchases (p2 and p4). As a result, p3 is 
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recommended to c1 because c2 has purchased it. No strong similarity can be found between 

c1 and c3. Therefore, p1, which has been purchased by c3, will not be recommended to c1.   

The above recommendation approach can be easily implemented in a graph-based model 

by computing the associations between product nodes and customer nodes. In this context, 

the association between two nodes is determined by the existence and length of the path(s) 

connecting them. Standard collaborative filtering approaches, including both the user-based 

and item-based approaches, consider only paths with length equal to 3. For instance, the 

association between c1 and p3 is determined by all paths of length 3 connecting c1 and p3. It 

is easy to see from Figure 1 that there exist two paths connecting c1 and p3: c1—p2—c2—p3 

and c1—p4—c2—p3. This strong association leads to the recommendation of p3 to c1. 

Association between c1 and p1 does not exist because no path of length 3 exists. Intuitively, 

the higher the number of distinctive paths connecting a product node to a consumer node, 

the higher the association between these two nodes. The product therefore is more likely to 

be recommended to the consumer.  

Extending the above approach to explore and incorporate transitive associations is 

straightforward in a graph-based model. By considering paths whose length exceeds 3, the 

model will be able to explore transitive associations. For instance, two paths connecting c1 

and p1 of length 5 exist: c1—p2—c2—p3—c3—p1 and c1—p4—c2—p3—c3—p1. Thus p1 

could also be recommended to c1 when transitive associations are taken into consideration 

in the recommendation.  
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I now present the main steps of a new collaborative filtering approach that explicitly takes 

transitive associations into consideration to tackle the sparsity problem. 

This approach takes as input the consumer-product interaction matrix A. The equivalent 

bipartite graph is then constructed. Recommendations are made based on the associations 

computed for pairs of consumer nodes and item nodes. Given a consumer node ct and an 

item node pj, the association between them a(ct, pj) is defined as the sum of the weights of 

all distinctive paths connecting ct and pj. In this calculation, only paths whose length is less 

than or equal to the maximum allowable length M will be considered. The limit M is a 

parameter that the designer of the recommender system can control (e.g., M = 3 is common 

for many approaches e.g., (Breese, et al. 1998, Resnick, et al. 1994a, Sarwar, et al. 2001)). 

It is easy to see that M has to be an odd number because transitive associations are 

represented in a bipartite graph. For a given path of length x (x <= M), the weight of the 

path is computed as αx, where α is a constant between 0 and 1 ensuring that longer paths 

have lesser impact. The particular value for α can be determined by the system designer 

based on the characteristics of the underlying application domain. In applications where 

transitive associations can be a strong predictor of consumer interests, α should take a 

value close to 1; whereas in applications where transitive associations tend to convey little 

information, α should take a value close to 0. The example shown in Figure 3.1 is used to 

illustrate the above computation. When M is set to 3 (i.e., standard collaborative filtering), 

a(c1, p3)= 0.53 +0.53=0.25, and a(c1, p1)=0. When M is 5, a(c1, p3)=0.53 +0.53=0.25, and 

a(c1, p1)= 0.55+0.55=0.0625. 
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For consumer ct, the above association computation is repeated for all items pj∈P. The 

items in P are then sorted into decreasing order according to a(ct, pj). The first k items 

(excluding the items that ct has purchased in the past) of this sorted list are then 

recommended to ct.  

I now describe the above process using the interaction matrix notation introduced in 

Section 1.3. Given the consumer-product interaction matrix A, the path weight parameter α, 

and the maximum allowable path length M, the transitive associations between products 

and consumers are given in the matrix MAα defined in (3.2). 
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In the above numerical example where A is given in (1.1) and α equals 0.5, the transitive 

associations for M = 3, and M = 5 are given as follows. 
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0.5625 0.375 0.5625  0.0625 
5

5.0A .  

One key challenge of implementing the above approach is that computing A* requires 

extensive computing resources, especially when there are many consumer and product 

nodes (as is typical of large e-commerce sites) and when M is large. This consideration 
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motivated this work on applying associative retrieval and related spreading activation 

algorithms to perform the association computation. The next subsection presents this 

associative retrieval-based recommender approach. 

3.1.3 Spreading Activation as Graph Search 

Spreading activation techniques have been applied to associative retrieval both as a human 

cognition and information processing model (Collins and Loftus 1975) and as a 

computational mechanism to speed up the exploration process of networks of associations. 

Spreading activation techniques have also been applied recently to explore different types 

of networks, including the Web, citation networks, and content similarity networks (Bollen, 

et al. 1999, Crestani and Lee 2000, Pirolli, et al. 1996). This study emphasizes use of 

spreading activation as a computational method to efficiently explore transitive associations 

among consumers and products in collaborative filtering. 

In general, as a graph-exploring approach, spreading activation first activates a selected 

subset of nodes in a given graph as starting nodes and then follows the links to iteratively 

activate the nodes that can be reached directly from the nodes that are already active. I use 

the simple example described in Section 3.1.2 to illustrate this iterative process. In this 

example, node c1, which corresponds to the target customer who needs recommendations, 

is the starting node of the spreading activation process and is first activated. After the first 

iteration, the directly linked nodes, p2 and p4, are activated. At the second iteration, all three 

active nodes, c1, p2, and p4, activate their direct neighbors. Thus the activation levels of p2 

and p4 are updated and an additional node, c2, is activated. This activation process iterates 
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and the activation level spreads gradually from the starting node to directly or indirectly 

connected nodes, including the item node p1.  

Under unconstrained implementation of spreading activation, all reachable nodes will 

eventually be activated with certain activation level. In other spreading activation schemes, 

this activation-spreading process continues until certain predetermined criteria are met. 

Salton and Buckley described and evaluated using various spreading activation techniques 

in information retrieval as a means of expanding the search vocabulary and complementing 

retrieved documents (Salton and Buckley 1988). The constrained spreading activation 

method proposed by Cohen and Kjeldsen (Cohen and Kjeldsen 1987) aims to improve 

computational efficiency while maintaining exploration performance by constraining the 

activation process in each of the activating-spreading steps such that only a subset of the 

active nodes are activated. Chen and Dhar (Chen and Dhar 1991) proposed a  branch-and-

bound search algorithm for spreading activation, which treats spreading activation as a 

variant of the state space traversal process. Chen et al. (Chen, et al. 1993, Chen and Ng 

1995) later introduced another spreading activation algorithm using Hopfield net. This 

neural network-based approach activates nodes in parallel and terminates the spreading 

process when the network reaches a stable state. Both the branch-and-bound and Hopfield 

net approaches have been applied in concept exploration within large network-based 

concept spaces (Chen, et al. 1993, Chen and Ng 1995).  

In the next subsection I present the specific research questions raised by applying spreading 

activation techniques to collaborative filtering. 
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3.1.4 Research Questions 

The central theme of the research is to apply spreading activation techniques to alleviate the 

sparsity problem in recommender systems. I aim to investigate how much improvement in 

recommendation quality can be achieved by applying spreading activation techniques to 

explore transitive associations among users and items in a collaborative filtering system. I 

also aim to gain understanding of the behavior of recommender systems that make use of 

transitive associations, relative to the amount of transaction data made available to these 

systems. Intuitively, when the consumer-product interaction matrix is sparse, the spreading 

activation-based approach is expected to outperform the collaborative filtering approaches 

that do not use transitive associations because of the useful and otherwise unavailable 

information contained in such transitive associations. When the matrix becomes very dense 

(i.e., when plenty of transaction data become available), however, we expect that transitive 

associations will have limited or even negative impact on the performance of the 

recommender systems. 

For existing collaborative filtering approaches that do not explore transitive associations 

(referred to as standard collaborative filtering), the denser the consumer-product matrix, 

the higher the overall recommendation quality (Sarwar, et al. 2000a). For spreading 

activation-based approaches, however, superimposing transitive associations on a 

consumer-product graph that is not sparse may “dilute” the data used to infer user 

preferences. This problem is referred to as the “over-activation” problem and investigated 

empirically in this study. Figure 3.2 illustrates the expected performance of different kinds 
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of collaborative filtering approaches when the density of the consumer-product graph 

varies. 

 

Figure 3.2. Sparsity and over-activation effects in collaborative filtering 

In addition, it is interesting to explore the relative advantages and weaknesses of various 

types of spreading activation algorithms with regard to the quality of the recommendations 

generated and of computation efficiency. The next section contains a detailed discussion of 

these issues. 

3.2 Associative Retrieval and Spreading Activation 

Three representative spreading activation algorithms are studied in this research: (a) a 

constrained spreading activation algorithm based on the Leaky Capacitor Model (LCM) 

(Anderson 1983), (b) a branch-and-bound serial, symbolic search algorithm (BNB), and (c) 
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a Hopfield net parallel relaxation search algorithm (Hopfield). This section summarizes 

these algorithms and discusses related implementation issues. 

3.2.1 Constrained Leaky Capacitor Model (LCM) 

Using the Leaky Capacitor Model (thereafter the LCM algorithm) proposed by Anderson 

(Anderson 1983), consumers and products are viewed as generic nodes.  An association 

matrix, denoted by R, is defined below to capture associations among these nodes. 
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In this definition, |P| denotes the number of products, |C| the number of consumers, r = |P| 

+ |C|, and A(|P| x |C|) represents the consumer-product interaction matrix. R is the 

adjacency matrix for the bipartite graph corresponding to the consumer-product interaction 

matrix A. Because item-similarity and consumer-similarity links are absent in the graph 

model, the corresponding item and consumer associations are represented with identity 

matrices. The main steps of the implemented constrained LCM algorithm are summarized 

as follows. 

Initialization: A starting node vector V is created to represent the target user. This vector 

contains r elements, of which only the one corresponding to the target user is assigned the 

value of 1. All other elements are assigned a value of 0. An activation vector D is created to 

capture the activation levels of all the nodes in the model. All elements in D(0) are 

initialized to 0.  
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Activation and Activation Level Computation: During iteration t, the algorithm computes 

the activation vector D(t) as 

D(t) = V + M’ D(t-1),  M = (1 – γ ) I + α R   (3.4) 

where (1 – γ ) specifies the speed of decay in the activation level of the active nodes, and 

α describes the efficiency with which the nodes convert the activation received from the 

directly linked active nodes to their own activation levels. Only a fixed number of nodes 

with the highest activation levels keep their activation levels in A(t). All other elements of 

A(t) are reset to value 0. The control parameters γ  and α  were heuristically set to 0.2 and 

0.8 in our experiments, after observing several algorithm runs.  

Stopping Condition: The algorithm terminates after a fixed number of iterations. This limit 

on iterations is set to 10 in the current implementation. The top 50 item nodes that have the 

highest activation levels in the activation vector of the final stage A(10) and that have not 

been previously purchased form the recommendation for the targeted consumer. 

3.2.2 Branch-and-bound Algorithm (BNB) 

The implementation of the branch-and-bound algorithm (thereafter the BNB algorithm) 

follows that used in (Chen and Ng 1995), originally developed in the context of concept 

exploration. The implementation in the recommendation context starts with a user node 

corresponding to the target user. Neighboring nodes, i.e., item nodes that correspond with 

the target user’s previous purchases, are then activated. The activated nodes are put into a 

priority queue based on their activation levels and high-priority nodes are used to activate 
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their neighbors. The main steps of the implemented branch-and-bound algorithm are 

summarized as follows. 

Initialization: The node corresponding with the target user is initialized to have the 

activation level of 1. All other nodes are initialized with level 0. A priority queue, Qpriority, 

is created with only the target user node as its initial member. An initially empty output 

queue, Qoutput, is created to store activated nodes. 

Activation and Activation Level Computation: During each iteration, the algorithm 

removes the front node from Qpriority (this node has the highest level of activation), activates 

its neighboring nodes, and then computes these neighbors’ activation level as µj(t + 1) = 

µi(t) x tij, where µi(t) represents the activation level of the front node removed from Qpriority,  

tij represents the weight of the link connecting the front node with a neighboring node (we 

assigned each link a weight of 0.5 in the current implementation) , and µj(t + 1) represents 

the newly computed activation level for this neighboring node. Activated nodes that have 

not been recorded earlier in Qoutput are inserted into the output queue. If they already exist in 

Qoutput, their activation level will be increased by µj(t + 1).   

Stopping Condition: The above activation process is repeated for a fixed number of times 

before the algorithm ends and outputs the top 50 item nodes from Qoutput. The limit on the 

number of the iterations was heuristically set to 70 in the experiments.  
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3.2.3 Hopfield Net Algorithm (Hopfield) 

The Hopfield net algorithm (thereafter the Hopfield algorithm) performs a parallel 

relaxation search to support spreading activation. In our context, the graph model of 

collaborative filtering maps to interconnected neurons and synapses in the Hopfield net 

with neurons representing users and items and synapses representing interaction between 

users and items. The implemented Hopfield net activation algorithm is described as follows. 

Initialization: The user node corresponding to the target user is initialized to have the 

activation level 1. All other nodes are initialized with level 0. 

Activation and Activation Level Computation: As in the LCM algorithm, a fixed number of 

nodes with highest activation levels are activated. The activation level for each node is 

computed as 

µj(t + 1) = ( )
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µj(t + 1) is the activation level of node j at iteration t + 1, and tij is the weight of the link 

connecting node i to node j (similar to the branch-and-bound algorithm, we assigned each 

link a weight of 0.5). According to (3.5), each newly activated node computes its activation 

level based on the summation of the products of its neighbors’ activation level and their 
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synapses. The control parameters θ1 and θ2 of the SIGMOID function were heuristically set 

to 10 and 0.8 in our experiments. 

Stopping Condition: The above process is repeated until condition (3.7) is satisfied 

indicating that there is no significant change between the last two iterations.  

∑∑ ×<−+
j

j
j

j ttt εµµ )()1(         (3.7) 

In this condition, ε is a small positive number. Note that the allowable changes are 

proportional to the number of iterations performed to speed up the convergence. As in all 

other approaches, top item nodes that have the highest activation level in the final state of 

the network are recommended after removing items already purchased by the target user. 

3.3 An Experimental Study 

The experiment is based on the book dataset presented in Section 2.3.2 and evaluates the 

effectiveness of transitive association-based collaborative filtering in order to answer the 

research questions discussed in Section 3.1.4.  

3.3.1 Evaluation Design  

For each target consumer the entire set of previously purchased items are retrieved and 

sorted into chronological order by purchase date. The first half of these items was treated as 

“past” purchases to serve as input to be fed into different methods to generate 

recommendations. The second half of these items were treated as “future” purchases of the 

customer and hidden from the recommender system. The study follows the evaluation 
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methodology presented in Section 2.3.1, and employs the four standard performance 

measures, precision, recall, F-measure, and rank score ((2.1) – (2.4)). In the experiments, 

the number of recommendations for all collaborative filtering approaches was set to 50. 

Thus, the recommendation list contained at most 50 books.  

To measure the degree of sparsity of the consumer-product interaction matrix, we used the 

following graph density definition in (3.8). 

Graph density = 
graph in the links possible ofNumber 

graph  in thepresent  links actual ofNumber   (3.8) 

This study compares the various spreading activation algorithms with the following 4 

approaches that represent the extant collaborative filtering approaches that do not explore 

transitive associations. 

• 3-hop: The 3-hop algorithm is a simple graph-based collaborative filtering 

algorithm that makes recommendations based on paths with length 3 as illustrated 

in Section 3.2.  

• User-based (Correlation): This approach calculates the Person correlation 

coefficients between the users and then recommends items based on the purchases 

of customers that are highly correlated with the target customer1. 

                                                 
 
1 Specific algorithm implementation followed that in [Breese et al. 1998]. 
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• User-based (Vector Similarity): This approach calculates user similarities using the 

vector similarity function and then recommends items based on the purchases of 

customers that are similar to the target customer2. 

• Item-based: This approach calculates item similarities instead of user similarities 

based on the transactional data and then recommends items that are similar to the 

target customer’s previous purchases. In our study, we applied the vector similarity 

function to calculate the item similarities3. 

The 3-hop approach is the simplest of the graph-based approaches and functions as the 

comparison baseline. I decided to compare spreading-activation-based approaches with the 

User-based (Correlation) and User-based (Vector Similarity) approaches because in 

previous studies (Breese, et al. 1998), they had been shown to deliver excellent 

performance for general recommendation tasks. The item-based approach (Sarwar, et al. 

2001) was chosen as representative of approaches specifically designed to deal with the 

sparsity problem. This approach has been shown to perform better than other methods in 

certain applications (Karypis 2001, Sarwar, et al. 2001). 

The three spreading activation algorithms were all studied in the experiments, including the 

LCM, BNB and Hopfield algorithms introduced in Section 3.2. When comparing with 

other collaborative filtering algorithms, the Hopfield algorithm was chosen as 

                                                 
 
2 Specific algorithm implementation followed that in [Breese et al. 1998]. 

3 Specific algorithm implementation followed that in [Sarwar et al. 2001]. 
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representative of the spreading activation approach because of its consistently excellent 

performance in this experimental study as well as in other applications. 

The following three sets of specific hypotheses were tested. 

• H1: Spreading activation-based collaborative filtering can achieve higher 

recommendation quality than the 3-hop, User-based (Correlation), User-based 

(Vector Similarity), and Item-based approaches.  

• H2: Spreading activation-based collaborative filtering can achieve higher 

recommendation quality than the 3-hop, User-based (Correlation), User-based 

(Vector Similarity), and Item-based approaches for new users (the cold-start 

problem). 

• H3: The recommendation quality of spreading activation-based collaborative 

filtering decreases when the density of user-item interactions is beyond a certain 

level (the over-activation effect). 

3.3.2 Experiment Procedure and Results 

This section summarizes the experimental results related to the three research hypotheses 

presented in Section 3.3.1. 

3.3.2.1 The Sparsity Problem 

For evaluation purposes, 287 customers were chosen as target customers who needed 

recommendations. These were customers who had been involved in the most recent 2,500 

transactions (out of the total 18,771 transactions in the available data set) and had 

purchased at least 3 books in previous transactions (excluding the most recent 2,500 
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transactions). The collaborative filtering approaches under study, including the Hopfield, 3-

hop, User-based (Correlation), User-based (Vector Similarity) and Item-based approaches, 

were applied to make recommendations for these 287 customers. The performance 

measures were then collected and summarized in Table 3.1. In this study, a pairwise t-test 

was performed for comparison statistics. To save space, the following convention was 

adopted to indicate statistical significance. In the following result tables, a performance 

measure x in boldface is significantly different (at the 99% confidence level) from the 

measure that is the largest among the measures that are smaller than x. A performance 

measure in regular font is not significantly different from the next largest measure. 

Table 3.1. Experimental results for H1 

Algorithm Precision Recall F measure Rank score 
Hopfield  0.0266 0.1519 0.0407 7.94 
3-hop  0.0155 0.0705 0.0230 3.51 
User-based (Correlation) 0.0181 0.1064 0.0279 4.57 
User-based (Vector Similarity) 0.0187 0.1089 0.0288 4.56 
Item-based  0.0082 0.0516 0.0126 0.65 

Table 3.1 presents the recommendation quality of various recommendation algorithms4. 

The results clearly indicate that spreading activation-based collaborative filtering (the 

Hopfield approach) outperformed other collaborative filtering approaches significantly on 

all three measures of recommendation quality. On average, when the Hopfield algorithm 

presents a list of 50 recommendations, 1 of these books will be purchased. The average 

number of the books that a customer will purchase in the future is about 7, 15% of which (1 
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book) is from the recommended list. This provides strong evidence that spreading 

activation can effectively alleviate the sparsity problem in the collaborative filtering 

systems.  

The results also show that the two user-based collaborative filtering algorithms (using 

vector similarity and correlation functions) achieved similar performance in the book 

dataset. Their performances fell between those of the 3-hop algorithm and the Hopfield 

algorithm but were much closer to the 3-hop algorithm results.  

The item-based approach performed poorly in the experiment. I suspect that this was 

related to the characteristics of the dataset, in which the number of items (9,695) was much 

larger than the number of users (2,000), and the user-item interaction matrix was relatively 

sparse (with graph density of 0.000256). As a result, it was more difficult to form item 

neighborhoods than user neighborhoods. However with a different type of dataset in which 

the number of items is small and the number of users is large, the item-based approach 

should have better performance, as reported in the literature [Karypis 2001; Sarwar et al. 

2001]. 

3.3.2.2 The Cold-start Problem 

To evaluate the performance of various collaborative filtering methods for cold-start 

recommendations, we selected 254 customers as target users who had purchased fewer than 

                                                                                                                                                 
 
4 The results of the collaborative filtering algorithms did not incorporate the inverse user frequency and inverse item frequency information 

to assign weights to the users and items. Our experiments showed that the inverse user frequency or inverse item frequency information 
had little effect on the recommendation performance measures in our dataset.  
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5 books. Of these customers, 26 also appeared in the sample of 287 customers for testing 

H1. The Hopfield, 3-hop, User-based (Correlation), User-based (Vector similarity) and 

Item-based algorithms were then applied to make recommendations for these new users. 

Generating high-quality recommendations for new users is a special challenge of the 

sparsity problem because of lack of information.  

Table 3.2. Experimental results for H2 

Algorithm Precision Recall F measure Rank score 
Hopfield  0.0054 0.1122 0.0102 9.78 
3-hop  0.0017 0.0315 0.0031 2.36 
User-based (Correlation) 0.0027 0.0525 0.0051 3.86 
User-based (Vector 
Similarity) 0.0027 0.0525 0.0051 3.86 

Item-based  0.0014 0.0282 0.0027 0.43 
 

Related experimental results are summarized in Table 3.2, indicating that the Hopfield 

algorithm achieved significantly higher precision, recall, F-measure, and rank score than 

other algorithms for new users. This finding confirms hypothesis H2. 

When comparing Table 3.1 and Table 3.2, it can be seen that recommendation precision 

and recall for new users were consistently lower than those for other users (we call them 

regular users). It can also be observed that the Hopfield net collaborative filtering achieved 

comparable recommendation recalls for new users and regular users, while the 3-hop 

algorithm exhibited much wider differences. To gain more insight, the decrease percentage 

(defined as decrease in recall divided by the recall for regular users) was computed for each 

individual algorithm and conducted a two-sample t-test to test the significance of recall 

difference between new users and regular users under the five collaborative filtering 
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algorithms we studied. Table 3.3 summarizes the comparison results. The decrease in recall 

for new users using the Hopfield algorithm was much less than those of the 3-hop and user-

based algorithms. 

Table 3.3. Recommendation recall for regular users and new users 

Algorithm Regular 
users 

New 
users Decrease Decrease 

Percentage 
t-test p-
value 

Hopfield 0.1568 0.1122 0.0446 28.44% 0.0060 
3-hop 0.0728 0.0315 0.0413 56.73% 0.0001 
User-based (Correlation) 0.1064 0.0525 0.0539 50.66% 0.0002 
User-based (Vector 
Similarity) 0.1089 0.0525 0.0564 51.79% 0.0000 
Item-based 0.0516 0.0282 0.0234 45.35% 0.0318 

3.3.2.3 The over-activation Effect  

To test hypothesis H3, I evaluated the quality of recommendations by the spreading 

activation algorithms, employing a series of user-item interaction graphs with varying 

density levels. Performing this test posed many challenges since it is difficult to find data 

sets having the varying degrees of sparsity we required.  In this experiment, the consumer-

product interaction data was manipulated to obtain graphs with different sparsity levels 

using a time-based approach. 
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Table 3.4. Characteristics of the graphs of varying density levels 

Graph 
 

Number 
of links 

Density
 

Average 
degree of 

customer node

Standard 
deviation of 

customer node 
degree 

Average 
degree of 

book node 

Standard 
deviation of 
book node 

degree 

G1 4278 0.000031 1.607 4.378 0.124 0.422 
G2 6382 0.000047 2.152 5.603 0.235 0.667 
G3 9690 0.000071 3.011 7.182 0.409 1.069 
G4 12952 0.000095 3.868 9.253 0.580 1.621 
G5 16256 0.000119 4.732 11.106 0.750 2.095 
G6 19376 0.000142 5.595 13.057 0.915 2.231 
G7 21494 0.000157 6.189 14.569 1.026 2.321 
G8 25526 0.000187 7.279 16.619 1.228 4.649 
G9 28692 0.000210 8.120 17.831 1.386 4.921 
G10 31826 0.000233 8.950 18.431 1.540 5.042 
G11 35038 0.000256 9.805 19.358 1.700 5.143 

 

In this time-based approach, the links were filtered by the transaction time that had been 

recorded as part of the input data. In essence, this approach took a series of “snapshots” of 

purchase transactions at different times. The holdout test experiment procedure was then 

conducted on this series of transaction data. Recommendation precision, recall, and F 

measure were computed for all 287 sample consumers using different graph settings. Table 

3.4 summarizes the density levels and topological characteristics (Albert and Barabasi 

2002) of the graphs with which we experimented. In total, 11 graphs of varying density 

levels corresponding to consumer-product interaction matrices were constructed based on 

purchase history information. The number of purchase links ranged from 4,278 (G1) to 

35,038 (G11, with all the purchase information present). Note that Graph G11 was used in 

testing H1 and H2.  

Figure 3.3 presents the recommendation quality, using the F measure, of the 3-hop, LCM, 

BNB, Hopfield, and user-based (vector similarity) algorithms under different graphs. I only 
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report the results for the vector similarity based algorithm because the correlation-based 

algorithm delivers very similar results. Figure 3.3 presents the results for G1 – G11 

described above. I include in Figure 3.4 less sparse graphs that were enhanced by 

artificially added associations between items based on their intrinsic features (e.g., the 

books’ prices, subject areas, and keywords)5. As such, the results shown in Figure 3.4 need 

to be assessed with caution since they may reflect the mixed effects of over-activation and 

the use of item associations [Balabanovic and Shoham 1997; Sarwar et al. 1998]. In the 

future work, I plan to use different recommendation datasets (e.g., the movie rating datasets) 

to construct graphs with varying density levels based only on the transaction/rating 

information to show the over-activation effect. Because the user-based algorithms are not 

able to utilize the associations between items, the curve for the user-based (similarity 

function) algorithm maintains the same level of performance after G11.  

Overall, all three spreading activation algorithms consistently outperformed the 3-hop 

algorithm. The conclusions we have drawn based on the Hopfield algorithm also hold true 

for the LCM and BNB algorithms.  

In Figure 3.3, we observe weak over-activation effects of the spreading activation 

algorithms in our experiment. The recommendation quality of spreading activation-based 

collaborative filtering increased faster than that of the standard collaborative filtering 

approach because the transactional data accumulates during the initial deployment phase of 

                                                 
 
5 When these new associations were added, the graph was no longer a bipartite graph. This does not have an impact on the spreading 

activation algorithms. The different graphs were formed by using decreasing thresholds for selecting item similarities to form 
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the recommender system. The recommendation quality more or less peaks (with noticeable 

degradations) when the consumer-product interaction matrix becomes relatively dense (see 

G8 - G11). In Figure 3.4, the three algorithms show some noticeable differences in 

performance when the underlying graph is dense. For instance, LCM shows a more 

significant over-activation effect, resulting in the deterioration of the recommendation 

quality. In Figure 3.4 there are some improvements in the performance of the algorithms 

before the overall downward trends start. This may be explained by the benefit of including 

content similarity information (Balabanovic and Shoham 1997, Sarwar, et al. 1998). As 

more content information is added, it seems that the over-activation effect starts to 

overshadow the benefit of using additional information. 
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Figure 3.3. Over-activation effect (G1 – G11) 

                                                                                                                                                 
 

association links. 



 84

Sparsity curve - F' measure

0

0.01

0.02

0.03

0.04

0.05

0.06

0 0.0005 0.001 0.0015 0.002 0.0025 0.003 0.0035 0.004 0.0045

Graph density

F'
 m

ea
su

re

3-hop LCM Hopfield BNB User-based (Vector Similarity)
 

Figure 3.4. Over-activation effect (with graphs enhanced by item associations) 

3.3.3 Computational Issues with Spreading Activation Algorithms 

In this section, I focus on computation aspects of the spreading activation algorithms. I first 

examine the impact of control parameter settings of the three spreading activation 

algorithms. The computational efficiency of these algorithms are then compared. 

3.3.3.1 Sensitivity of Control Parameters 

In the experiments reported in the previous section, the control parameters of various 

implemented spreading activation algorithms were set heuristically. In this section, we 

study the sensitivity of these control parameters. 

LCM Algorithm: The effects of α, γ, and the number of iterations of the LCM algorithm 

have been assessed. These parameters were set to 0.8, 0.2, and 10, respectively, in our 

experimental study. When assessing the sensitivity of individual control parameters, the 
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other two were fixed at the values used in the experiment and varied the target parameter. It 

can be observed that the average F measures of the LCM algorithm ranged from 0.03878 to 

0.04107 when the three control parameters were varied. In general, the LCM algorithm was 

not sensitive to control parameter settings. 

BNB Algorithm: The key control parameter for the BNB algorithm was the number of 

iterations allowed. The experimental results showed that this parameter had certain effect 

on the recommendation quality. With the number of iterations varied between 20 and 100, 

the average F measure varied between 0.03118 and 0.03817. It can be also observed that 

the gain in recommendation quality decreased as the number of iterations increased. 

Difference in recommendation quality was small between 70 and 100 iterations. 

Hopfield Algorithm: Values of θ1 and θ2 of the SIGMOID function in the Hopfield 

algorithm were varied in the experiments. In general, the recommendation quality was not 

sensitive to these two parameters. The average F measure ranged from 0.04004 to 0.04129 

when the two control parameters were varied. The ε parameter in the stopping condition 

was also varied between 0.01 and 0.1 and did not observe any changes in the F measure. 

3.3.3.2 Computational Efficiency Analysis 

Figure 3.5 presents the average running times needed to generate recommendations for one 

customer using spreading activation algorithms. It can be observed that spreading 

activation algorithms required longer computation time to generate recommendations than 

the standard collaborative filtering, due to the computation needed to explore transitive 

associations. Among the three spreading activation algorithms, Hopfield was the most 
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efficient, followed by LCM. BNB was the most computationally expensive approach. 

Overall, when the density of the consumer-product interaction matrix increases, we observe 

that the computation time of the spreading activation approaches increase almost linearly. 

In the current implementation, we used database stored procedures in MS SQL for fast 

prototyping. Under this implementation, all approaches returned recommendations within 

approximately 2 seconds for the sparse consumer-product interaction matrix. Note that 

significant reduction in computing time is possible using more efficient programming 

environments. For instance, the initial computational experiment showed that a Python-

based implementation using a sparse matrix library achieved a speed-up factor between 10 

and 50. In addition, for most e-commerce applications, users’ purchase profiles change 

slowly and recommendations could be computed offline to avoid computational 

bottlenecks at the recommendation engine. 

For comparison purposes, the computation time of an unconstrained implementation of the 

Leaky Capacitor Model was also plotted (Figure 3.5). The first density level (0.000256) in 

Figure 3.5 corresponds to G11, the graph with the complete purchase information. All other 

density levels correspond to graphs that contained synthesized item association information. 

It is observed that the unconstrained algorithm required much more computation time than 

any of three spreading activation algorithms. This provides computational justification for 

applying spreading activation algorithms to efficiently explore transitive associations. (It is 

observed that the unconstrained LCM algorithm did not achieve significant improvement in 

recommendation quality when compared with the three spreading activation algorithms 

implemented.) 
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Figure 3.5. Computational efficiency analysis of spreading activation algorithms 

 
3.4 Summary and Future Work 

The objective of this research is alleviating the sparsity problem in collaborative filtering 

systems. The recommendation problem was modeled as an associative retrieval problem. 

Spreading activation algorithms developed in the associative information retrieval literature 

were applied to efficiently explore transitive associations. The effectiveness of this 

approach was evaluated experimentally using data from an online bookstore. Experimental 

results indicated that (a) spreading activation-based collaborative filtering achieved 

significantly better recommendation quality than the standard collaborative filtering 

approaches that do not take into consideration transitive associations, and (b) spreading 

activation-based approaches can effectively alleviate the cold-start problem by generating 

high-quality recommendations for new users. The experimental results also revealed the 

over-activation effect of the spreading activation-based approaches, i.e., superimposing 
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transitive associations to a consumer-product graph that is not sparse may “dilute” the data 

used to infer user preferences. 

The research can be extended in the following areas. 

• Additional datasets with different characteristics can be used to compare the 

performances of the spreading activation algorithms with other collaborative 

filtering algorithms studied in this paper. The spreading activation algorithm 

performed slightly worse than the user-based approaches. This result provides 

further evidence of the over-activation effect and indicates the importance of 

specific characteristics of the data set and their impact on the selection of an 

appropriate collaborative filtering approach. One major future research direction is 

to obtain a comprehensive understanding of the applicability and effectiveness of 

the spreading activation-based collaborative filtering approach. 

• Another direction is comparing and combining the spreading activation algorithms 

with the hybrid recommendation approaches. By including item and user 

associations based on content-related information (e.g., book content, customer 

demographics, etc.), the spreading activation algorithms can be directly applied to 

generate hybrid recommendations. The initial experimental results showed that the 

spreading activation-based hybrid recommendation performed significantly better 

than all the other approaches.  

• Lastly, the spreading activation framework can be extended so that it can deal with 

systems having feedback that take multiple values (e.g., ratings) in addition to 
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binary transactional data. Such extensions can then be directly compared with 

Aggarwal’s and Mirza’s graph-theoretical approaches.  
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C H A P T E R  4  

A LINK ANALYSIS COLLABORATIVE FILTERING ALGORITHM 

This chapter presents a new collaborative filtering recommendation algorithm based on the 

ideas from link analysis research. Link analysis algorithms have found significant 

application in Web page ranking and social network analysis (notably, HITS (Kleinberg 

1998) and PageRank (Brin and Page 1998)). The proposed algorithm is an adaptation of 

the HITS algorithm in the recommendation context.  

This chapter is organized as follows. Section 4.1 briefly reviews the previous link analysis 

studies, with a focus on important algorithms that analyze the Web graph. Section 4.2 

presents details of the original HITS algorithm and the adapted version for collaborative 

filtering recommendation. Section 4.3 presents an experimental study to evaluate the 

performance of the proposed algorithm compared to standard collaborative filtering 

algorithms. Section 4.4 summarizes the contribution and points out some future directions. 

4.1 The Link Analysis Research 

The most important application of link analysis to date is for identifying important 

webpages to facilitate effective web searching. The World Wide Web is a graph with 

linked hypertext documents. A link p  q typically indicates that webpage p suggests or 

recommends that surfers visiting p follow the link and visit q (such a link is called an 

informative link (Kleinberg 1998) as oppose to links for navigation purposes). Kleinberg 



 91

(Kleinberg 1998) distinguished between two types of Web pages which pertain to a certain 

topic. The first are authoritative pages that contain important content information of the 

topic. The second type are hub pages. Hubs are primarily resource lists, linking to many 

authorities on the topic possibly without directly containing the authoritative information. 

According to this model, hubs and authorities exhibit a mutually reinforcing relationship: 

good hubs point to many good authorities, and good authorities are pointed at by many 

good hubs. In light of the mutually reinforcing relationship, hubs and authorities should 

form communities, which can be pictured as dense bipartite portions of the Web, where the 

hubs link densely to the authorities.  

Another similar link analysis approach to webpage ranking is the link-structure-based 

ranking approach called PageRank employed by the Google search engine (Brin and Page 

1998). This approach can be interpreted as a stochastic analysis of some random-walk 

behavior through the entire WWW. This algorithm determines ranking of pages by 

assigning each page p a rank of its importance, called PageRank. Specifically, the 

PageRank of a page p is the probability of visiting p in a random walk of the entire Web, 

where the set of states of the random walk is the set of pages, and each random step is of 

one of the following two types: (1) From the given state s, choose at random an outgoing 

link of s, and follow that link to the destination page. (2) Choose a Web page uniformly at 

random, and jump to it. Kleinberg’s approach and PageRank both explore the global 

structure of a Web graph and infer link-structure properties to indicate importance of a 

webpage. The two approaches are integrated in (Lempel and Moran 2001) under a meta-
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algorithm to calculate authoritative and hub pages through forward and backward random 

walks.  

4.2 A Link Analysis Recommendation Algorithm 

4.2.1 The Original HITS Algorithm 

The original HITS algorithm distinguishes between two types of Web pages that pertain to 

a certain topic: authoritative pages, which contain definitive high-quality information, and 

hub pages, which are comprehensive lists of links to authoritative pages. A given webpage 

i in the Web graph has two distinct measures of merit, its authority score ai and its hub 

score hi. The quantitative definitions of the two scores are recursive. The authority score of 

a page is proportional to the sum of hub scores of pages linking to it, and conversely, its 

hub score is proportional to the authority scores of the pages to which it links. Figure 4.1 

presents a simple Web graph with authority and hub scores assigned. Following the general 

idea of the score definitions, the hub and authority score mutually reinforce each other. For 

example, a4 is proportional to the sum of h1 and h2, while h1 is proportional to the sum of a5 

and a6. In this simple example, the webpages are either pure hub pages that have no inlinks 

(with 0 authority score) or pure authority pages that has not outlinks (with 0 hub score). 

Thus the Web graph form a bipartite graph, only allowing links from hub pages to 

authoritative pages. In practical large-scale Web graphs, this is hardly the case. Almost all 

pages contain both inlinks and outlinks, thus positive authority and hub scores. The general 

principle of the score definitions still applies in the practical cases.  



 93

(h, a): (hub score, authority score)

(h1, 0) (0, a5)

(0, a6)
(h2, 0)

(0, a7)

(0, a8)

(h3, 0)

(h4, 0)

a5 ← h1+h2
a6 ← h1+h2+h4

…
h1 ← a5+a6

h2 ← a5+a6+a7
…

 

Figure 4.1. An example Web graph with hub and authority scores 

These definitions translate to a set of linear equations:  

jj jii hGa ∑= ,  jj iji aGh ∑=  (4.1)  

where G is the matrix representing the links in the Web graph. A link analysis algorithm 

essentially solves a score assignment problem: finding appropriate hub and authority score 

assignments for each page i in the graph (hi, ai) such that (4.1) is satisfied. Using the vector 

notation, a = (a1, a2, …, an) and h = (h1, h2, …, hn), we can express the equations in 

compact matrix form:  

a  = G' · h = G' · G · a, h = G · a = G · G' · h (4.2) 

The solutions of the above equations correspond to eigenvectors of G' · G (for a) and G · G' 

(for h). Computationally, it is often more efficient to start with arbitrary values of a and h 

and repeatedly apply a = G' · h and h = G · a with a certain normalization procedure at each 

iteration. Subject to some mild assumptions, this iterative procedure is guaranteed to 

converge to the solutions (Kleinberg 1998). 
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4.2.2 A Link Analysis Recommendation Algorithm 

In the recommendation application, the consumer-product graph forms a bipartite graph 

consisting of two types of nodes, consumer and product nodes.  

A link between a consumer node c and a product node p indicate that p has the potential to 

represent part of c’s interest and at the same time c could partially represent product p's 

consumer base. Compared to Web page ranking, recommendation requires the 

identification of products of interest for individual consumers rather than generally popular 

products. Significant modifications need to be made to the original HITS algorithm to serve 

the recommendation purpose. Two major modifications are made in the proposed 

algorithm: (1) extending the hub and authority scores to be consumer and product 

representativeness scores, which are defined with respect to individual target consumers  

rather than general scores given the graph as the original hub and authority score; (2) 

modifying the score updating function for consumer representativeness scores to maintain 

the high self-representativeness in order to obtain customized scores for individual target 

consumers. 

4.2.2.1 Consumer and Product Representativeness Scores 

The original authority and hub scores definitions are adapted for recommendation 

purposes. Specifically, I define a product representativeness score pr(p, c0) of product p 

with respect to consumer c0, which can be viewed as a measure of the "authority" of 

product p in terms of the level of interest it will have for consumer c0. A consumer 

representativeness score cr(c, c0) of c with respect to consumer c0 can be similarly defined, 

which measures how well consumer c, as a "hub" for c0, associates with products of interest 
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to c0. Figure 4.2 presents an example of consumer-product graph with the product 

representativeness and consumer representativeness scores. Following the same ideas in the 

hub and authority score definitions, the product representativeness score with respect to a 

target consumer (for p2 with respect to c1) is derived from the sum of the consumer 

representativeness scores with respect to the target consumer of the consumers that are 

linked with the product (c1 and c2, which are linked to p2). Similarly the consumer 

representativeness score is also derived from the sum of the product representativeness 

scores of the products linked to the consumer (e.g., cr(c2, c1) is derived from pr(p2, c1) + 

pr(p3,c1) + pr(p4,c1)). 

For target consumer c1
pr(p2,c1) ← cr(c1,c1) + 

cr(c2,c1)
…

cr(c2,c1) ← pr(p2,c1) + 
pr(p3,c1) + pr(p4,c1)

…

pr(p2, c1) pr(p4, c1)

cr(c1, c1) cr(c2, c1) cr(c3, c1)

pr(p1, c1)
pr(p3, c1)

 

Figure 4.2. An example consumer-product graph with consumer representativeness and product 
representativeness scores 

 

In contrast to the vector representation of Web page authority and hub scores, we denote by 

PR = (prik) the N ×  M product representativeness matrix, where prik = pr(i, k), and by CR = 

(crit) the M ×  M consumer representativeness matrix, where crit = cr(i, t). Directly 

following the idea of the recursive definition of authority and hub scores, one would define 
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the product and consumer representativeness scores as PR = A' · CR and CR = A · PR. 

Intuitively, the sum of the product representativeness scores of the products linked to a 

consumer gives the consumer representativeness score and vice versa. The matrix 

computation is illustrated using the simple example in Figure 4.3. 
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Figure 4.3. An example consumer-product graph with consumer and product representativeness score 
matrices and the matrix manipulations 

However, these definitions have several inherent problems. First, if a consumer has links to 

all products, that consumer will have the highest representativeness scores for all target 

consumers. However, such a consumer’s behavior actually provides little information for 

predicting the behavior of the target consumer. A more fundamental problem with these 

definitions is that with the convergence property shown in (Kleinberg 1998), PR and CR 



 97

defined above will converge to matrices with identical columns, amounting to scores 

representing product ranking independent of particular consumers, thus providing only 

limited value for recommendation.  

4.2.2.2 Modification to Score Updating Function 

To address the problems of directly applying score updating functions from the HITS 

algorithm, the following modified consumer representativeness score definition is used:  

CR = B · PR + CR0 (4.3) 

where B = (bij) is an M ×  N matrix derived from A: 
∑

=
j ij

ij
ij a

a
b γ)(

 and CR0 is the source 

consumer representativeness score matrix: 


 =

=
 otherwise ,0

   ,  if  ,0 ji
crij

η
 (i.e., CR0 = η IM, where IM 

is an M ×  M identity matrix).  

This modification adopts  ideas similar to those successfully applied in network spreading 

activation models (Anderson 1983). With the introduction of matrix B, the 

representativeness score a consumer receives from linked products is normalized by 

dividing by the total number of products she is linked to.  In other words, a consumer who 

has purchased more products needs to have more overlapping purchases with the target 

consumer than a consumer with a smaller number of total purchases to be considered 

equally representative of the target consumer's interest. The parameter γ  controls the 

extent to which a consumer is penalized because of having made large numbers of 

purchases. This type of adjustment is well studied in modeling the decaying strength in the 
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spreading activation literature (Anderson 1983). The effect of the parameter γ has been 

tested within the range of 0 to 1. The value 0.9 was used in the final experiments.  

The source matrix CR0 is included to maintain the high representativeness scores for the 

target consumers themselves and to customize the representativeness score updating 

process for each individual consumer. In order to maintain consistent levels of consumer 

self-representativeness, in the actual computation the matrix multiplication result B · PR 

was normalized before adding the source matrix CR0. The normalization process is such 

that each column of B · PR (corresponding to the consumer representativeness score for 

each target consumer) adds up to 1. Such normalization also helps to maintain the 

numerical precision of large-scale matrix multiplications. 

4.2.2.3 The Complete Algorithm 

The complete procedure of our proposed link analysis recommendation algorithm is 

summarized as follows:  

Step 1. Construct the interaction matrix A and the associating matrix B based on the sales 

transaction data: A = (aij) and B = (bij), where 
∑

=
j ij

ij
ij a

a
b γ)(

. 

Step 2. Set the source consumer representativeness matrix CR0 to be ηIM and let it be the 

initial consumer representativeness matrix: CR(0) = CR0.  

Step 3. At each iteration t, perform the following:  

• Step 3.1. PR(t) = A' ∙ CR(t -1) ; 
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• Step 3.2. CR(t) = B ∙ PR(t) ; 

• Step 3.3. Normalize CR(t), such that 1
1

=∑ =

M

i ijcr ; 

• Step 3.4. CR(t) = CR(t) + CR0. 

Perform Step 3.1 to 3.4 until convergence or the specified number of iterations T is reached 

(T=5 is sufficient for the e-commerce datasets in our experiments). 

4.2.3 Convergence Property of the Algorithm 

This section discusses the convergence property of the link analysis algorithm presented in 

Section 4.2.2. The analysis below does not consider the normalization process in Step 3.3 

in the algorithm description.  

Following the link analysis algorithm description, the consumer representativeness 

matrices (CRi) and product representativeness matrices (PRi) are the following: 

CR0 = I 
PR1 = A' 
CR1 = BA' + I 
PR2 = A'BA' + A' (4.4) 
CR2 = BA'BA' + BA' + I 
… 
PRk = [(A'B)k-1+(A'B)k-2+ … + I] A'  

When (A'B) - I is nonsingular,  

PRk = [(A'B) - I]-1[(A'B) - I] [(A'B)k-1+(A'B)k-2+ … + I] A'  = [(A'B) - I]-1[[(A'B)k - I] A' (4.5) 

Denote A' as [p1, p2, … , pM] 

PRk = [(A'B) - I]-1[[(A'B)k - I] [p1, p2, … , pM]  (4.6) 

The ith column of PRk is then [(A'B) - I]-1[(A'B)k pi - pi].  
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Theorem 4.1 (Golub and Loan 1996): the sequence {x/||x||, Ax/||Ax||, … , Akx/||Akx||, …} 

converges, under certain assumptions, to an eigenvector corresponding to the largest 

eigenvalue of A in absolute value (the principle eigenvector of A). 

Applying the results in Theorem 4.1, the product representativeness score for consumer i, 

pi, is asymptotically proportional to 

 [(A'B) - I]-1[e(A'B) - pi] (4.7) 

where e(X) denotes the principle eigenvector of X and pi = ai'.  

Although it is difficult to directly interpret in intuitive sense the convergent product 

representativeness score in (4.7), A'B may be interpreted meaningfully.  
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' , where ai = γ)(
1∑ =

N

j ija  (4.8) 

When γ = 0, the diagonal elements are ∑=

M

i
i

ij

a
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1
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2 = ∑=
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i ija
1

, which can be 

interpreted as the total number of consumers who have purchased product j (total sales of 

product j). The off-diagonal elements are ∑=

M

i
i

ikij

a
aa

1
=∑=

M

i ikijaa
1

, which can be interpreted 

as the total number of consumers who have purchased both products j and k (total co-

purchase of products j and k). 
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When γ = 1, the diagonal elements are ∑=
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, which can 

be interpreted as the sum of individual consumers' sales proportion on product j.  The off-

diagonal elements are ∑=
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i
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1
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a

aa
1

1

, which can be similarly interpreted as the 

weighted sum of number of consumers who have purchased both products j and k 

(weighted by the total number of purchased made by each consumer). 

4.3 An Experimental Study 

In this experimental study, the book dataset introduced in Section 2.3.2 is used for the 

experiments for evaluating the proposed link analysis algorithm.  

4.3.1 Evaluation Design and Experimental Procedures 

In this study, the link analysis algorithm is compared with two standard collaborative 

filtering algorithms that do not incorporate global link structure of a consumer-product 

graph: the user-based algorithm and item-based algorithm that form consumer 

neighborhoods and product neighborhoods respectively. The user-based algorithm 

calculates consumer similarities using the vector similarity function and then recommends 

products based on the purchases of customers that are similar to the target customer [Breese 

et al. 1998]. The item-based algorithm calculates product similarities instead of consumer 

similarities based on the transactional data and then recommends products that are similar 

to the target customer’s previous purchases [Sarwar et al. 2001]. The vector similarity 

function is applied to calculate the consumer and product similarities based on the 
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interaction data. The standard recommendation quality measures including precision, recall, 

F measure, and rank score (described in Section 2.3.1) are adopted in this study. 

For evaluation purposes, 30% of the transactions that were most recent ones were used as 

the testing set and the remaining 70% transaction records were used as the training set. In 

order to study the performances of the algorithms under data of different sparsity levels, 

four training datasets were formed by randomly selecting 10%, 20%, 40%, from the 70% 

transactions and the entire 70% transactions. These training datasets were used to form the 

consumer-product interaction matrices for generating recommendations. For each training 

dataset, the test dataset was filtered to only include transactions that are possible to predict 

(A purchase of a product not appeared in the training dataset or a purchase by a consumer 

that not appeared in the training set is not possible to predict). All consumers in the filtered 

testing set were included into the set of target consumers to generate recommendations. For 

each consumer, an ordered list of 10 recommendations was generated.  

4.3.2 Experimental Results 

The performances of the three algorithms measured by the metrics described previously are 

presented in Table 4.1. It can be observed that the link analysis algorithm significantly 

outperformed the consumer-based and item-based collaborative filtering algorithms in all 

four measures. With the entire set of 70% transactions as training data, the link analysis 

algorithm recommended about 3% books from the recommendation list that match the 

consumer’s future purchases (the precision of 0.028) and about 17% of the consumer’s 

future purchases (the recall of 0.17). These percentages were significantly lower for the 
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consumer-based and item-based algorithms. The rank score of the link analysis algorithm 

was also higher than the other two algorithms (20.72 for the link analysis algorithm with 

70% training data), indicating that consumer’s future purchases were more likely to be 

placed on the top of the recommendation list.  

Table 4.1. Recommendation quality measures of the link analysis algorithm and 
benchmark algorithms 

Precision 
Training Set Percentage Algorithm 

10% 20% 40% 70% 
User-based 0.001047 0.002094 0.005236 0.007853 
Item-based 0.003665 0.001047 0 0.002618 
Link Analysis 0.005759 0.017277 0.014136 0.027749 

Recall 
Training Set Percentage Algorithm 

10% 20% 40% 70% 
User-based 0.010471 0.015707 0.040576 0.064136 
Item-based 0.012216 0.003927 0 0.016754 
Link Analysis 0.047557 0.113101 0.093468 0.166679 

F Measure 
Training Set Percentage Algorithm 

10% 20% 40% 70% 
User-based 0.001905 0.00365 0.009078 0.013759 
Item-based 0.005249 0.001622 0.000001 0.004348 
Link Analysis 0.010042 0.028494 0.023346 0.045226 

Rank Score 
Training Set Percentage Algorithm 

10% 20% 40% 70% 
User-based 1.570681 2.094241 7.068063 10.20942 
Item-based 1.22164 1.04712 0 2.443281 
Link Analysis 4.886562 19.5637 10.45375 20.71553 

All three algorithms generally achieved better performances as more training data were 

used, with the exception that the item-based algorithm failed to generate any correct 

recommendations when 40% data were used for training. The item-based algorithm 

generally achieved the lowest performance within the three algorithms. This is mainly 

because in the book dataset there were much larger numbers of books than customers. Thus 
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forming product neighborhoods was actually more difficult than forming consumer 

neighborhoods. It can be also observed that the link analysis algorithm achieved relatively 

good performances after 20% of the data were used for training. This shows that the 

proposed link analysis algorithm has the potential for effective recommendation when only 

sparse data is available.   

4.4 Summary and Future Work  

This chapter presents a link analysis algorithm that incorporates global link structure of a 

consumer-product graph for effective recommendation under sparse transaction data. The 

experimental study using data from an online bookstore showed that the proposed 

algorithm achieved significantly better performance than two standard collaborative 

filtering algorithms that form consumer or product neighborhoods without considering the 

global link structure.  

This study can be extended in several directions. One direction is to test the performances 

of other forms of the representativeness score updating functions. The modified score 

updating function (4.3) is one of the potentially effective modifications. Many other 

functional forms can be experimented to improve the recommendation quality. Another 

direction is to test the proposed algorithm using various types of recommendation data. 

Lastly, the stylized proof of the convergence property of the algorithm presented in Section 

4.2.3 can be enhanced greatly with formal analysis that incorporates the normalization 

process and theoretical interpretation of the convergence results of the consumer 
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representativeness and product representativeness scores founded on the matrix analysis 

literature.  
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C H A P T E R  5  

A COMPARATIVE STUDY OF COLLABORATIVE FILTERING ALGORITHMS IN 
E-COMMERCE APPLICATIONS 

A wide range of recommendation algorithms are evaluated with several e-commerce-

related datasets in this section. These algorithms include the popular user-based and item-

based correlation/similarity algorithms as well as methods designed to work with sparse 

transactional data. Data sparsity poses a significant challenge to recommendation 

approaches when applied in e-commerce applications. The study experimented with 

approaches such as dimensionality reduction, generative models, and the spreading 

activation and link analysis algorithm presented in Chapters 3 and 4, which are designed to 

meet this challenge.  

Section 5.1 of this chapter presents the motivation for this comparative study of 

collaborative filtering algorithms based on binary transaction data with a specific focus on 

assessing the performances of the algorithms with sparse data. Section 5.2 presents the 

details of the algorithms included into the comparative study. Section 5.3 presents the 

experimental results and discusses the main findings.  

5.1 Motivation of the Study 

Despite significant progress made in collaborative filtering research, there are several 

problems limiting its applications in e-commerce. One major problem is that most research 
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has focused on recommendation from multi-graded rating data that explicitly indicate 

consumers’ preferences, whereas the available data about consumer-product interactions in 

e-commerce applications are typically binary transactional data (e.g., whether a purchase 

was made or not). Although algorithms developed for multi-graded rating data can be 

applied, typically with some modifications, to binary data, these algorithms are not able to 

exploit the special characteristics of binary transactional data to achieve more effective 

recommendation.  

A second problem is lack of understanding of relative strengths and weaknesses of different 

types of algorithms in e-commerce applications. Several previous studies have been 

devoted to evaluating multiple recommendation algorithms (Breese, et al. 1998, Herlocker, 

et al. 2004), but they mainly focused on variations of the user-based algorithms. 

Furthermore, newly proposed algorithms are typically only compared with the user-based 

algorithm. As a result, a comprehensive understanding of existing recommendation 

algorithms is far from complete. 

The third problem with collaborative filtering as a general-purpose e-commerce 

recommendation approach is the sparsity problem, which refers to the lack of prior 

transactional and feedback data that makes it difficult and unreliable to infer consumer 

similarity and other patterns for prediction purposes. Research on high-performance 

algorithms under sparse data is emerging (Hofmann 2004, Huang, et al. 2004a, Popescul, et 

al. 2001, Sarwar, et al. 2000b), but substantial additional research effort is needed to 

provide solid understanding of them.  
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This research is focused on addressing the above problems. The ultimate goal is to develop 

a meta-level guideline that “recommends” an appropriate recommendation algorithm for a 

given application that demonstrates certain data characteristics. This chapter presents the 

initial results of experimental work towards this goal with two specific objectives: (a) 

evaluating collaborative filtering algorithms with different e-commerce datasets and (b) 

assessing the effectiveness of different algorithms with sparse data.  

5.2 Collaborative Filtering Algorithms 

We now present six types of representative collaborative algorithms including those 

designed to alleviate the sparsity problem and a new algorithm we recently developed 

based on the ideas from link analysis.  

We first introduce a common notation for describing a collaborative filtering problem. The 

input of the problem is an M ×  N interaction matrix A = (aij) associated with M consumers 

C = {c1, c2,…, cM} and N products P = {p1, p2, …, pN}. We focus on recommendation that 

is based on transactional data, thus aij has two possible values of 0 and 1. A value of 1 

represents an observed transaction between ci and pj (for example, ci has purchased pj). We 

consider the output of a collaborative filtering algorithm to be potential scores of products 

for individual consumers that represent possibilities of future transactions. A ranked list of 

K products with the highest potential scores for a target consumer serves as the 

recommendations.  
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5.2.1 User-based Algorithm 

The user-based algorithm, which has been well-studied in the literature, predicts a target 

consumer’s future transactions by aggregating the observed transactions of similar 

consumers. The algorithm first computes a consumer similarity matrix WC = (wcst), s, t = 1, 

2, …, M. The similarity score wcst is calculated based on the row vectors of A using a 

vector similarity function (such as in (Breese, et al. 1998)). A high similarity score wcst 

indicates that consumers s and t may have similar preferences since they have previously 

purchased many common products. WC·A gives potential scores of the products for each 

consumer. The element at the cth row and pth column of the resulting matrix aggregates the 

scores of the similarities between consumer c and other consumers who have purchased 

product p previously. 

5.2.2 Item-based Algorithm 

The item-based algorithm is different from the user-based algorithm only in that product 

similarities are computed instead of consumer similarities. This algorithm has been shown 

to provide higher efficiency and comparable or better recommendation quality than the 

user-based algorithm for many datasets (Deshpande and Karypis 2004, Sarwar, et al. 2001). 

This algorithm first computes a product similarity matrix WP = (wpst), s, t = 1, 2, …, N. 

Here, the similarity score wpst is calculated based on column vectors of A. A·WP gives the 

potential scores of the products for each consumer. 
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5.2.3 Dimensionality Reduction Algorithm 

The dimensionality reduction-based algorithm first condenses the original interaction 

matrix and generates recommendations based on the condensed and less sparse matrix to 

alleviate the sparsity problem (Goldberg, et al. 2001, Sarwar, et al. 2000b). The standard 

singular vector decomposition procedure is applied to decompose the interaction matrix A 

into 'VZU ⋅⋅ , where U and V are two orthogonal matrices of size RM ×  and RN ×  

respectively and R is the rank of matrix A. Z is a diagonal matrix of size RR×  having all 

singular values of matrix A as its diagonal entries. The matrix Z is then reduced by 

retaining only k largest singular values to obtain Zk. U and V are reduced accordingly to 

obtain Uk and Vk. Consumer similarities are derived based on kU  and 2/1
kZ . 

Recommendations are then generated in the same fashion as described in the user-based 

algorithm. 

5.2.4 Generative Model Algorithm 

Under this approach, latent class variables are introduced to explain the patterns of 

interactions between consumers and products (Hofmann 2004, Ungar and Foster 1998). 

Typically one can use one latent class variable to represent the unknown cause that governs 

the interactions between consumers and products. The interaction matrix A is considered to 

be generated from the following probabilistic process: (1) select a consumer with 

probability P(c); (2) choose a latent class with probability P(z|c);  and (3) generate an 

interaction between consumer c and product p (i.e., setting acp to be 1) with probability 

P(p|z). Thus the probability of observing an interaction between c and p is given 
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by ∑= z
zpPczPcPpcP )|()|()(),( . Based on the interaction matrix A as the observed 

data, the relevant probabilities and conditional probabilities are estimated using a maximum 

likelihood procedure called Expectation Maximization (EM). Based on the estimated 

probabilities, P(c, p) gives the potential score of product p for consumer c. 

In addition to the four collaborative filtering algorithms presented above, the spreading 

activation and link analysis algorithms presented in Chapters 3 and 4 were also included in 

this comparative study. The Hopfield net algorithm was chosen as a representative of the 

class of spreading activation algorithms. The algorithmic details of the Hopfield net 

algorithm and the link analysis algorithm can be found in Section 3.2.3 and Section 4.2.2.3, 

respectively.  

5.3 A Comparative Experimental Study 

5.3.1 Evaluation Design and Experimental Procedures 

All three e-commerce datasets introduced in Section 2.3.2, the book, retail, and movie 

datasets, were employed in this study. For a given dataset, 20% most recent interactions of 

each consumer were selected to form the testing set and designated the remaining 80% 

(earlier interactions) to be the training set. To understand the performance of the algorithms 

under sparse data, a special focus was placed on studying recommendation performance 

with a reduced training set by randomly selecting from the training set (referred to as the 

unreduced training set) only 40% of the consumer’s total interactions (or 50% of the 

interactions in the training set). The algorithms were set to generate a ranked list of 

recommendations of K products. For each consumer, the recommendation quality was 
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measured based on the number of hits (recommendations that matched the products in the 

testing set) and their positions in the ranked list. The standard recommendation quality 

measures introduced in Section 2.3.1 were adopted to assess the relevance, coverage, and 

ranking quality of the ranked list recommendation. 

For the experiments in this study, samples from the three datasets were used. Specifically, 

only consumers who had interacted with 5 to 100 products were included for meaningful 

testing of the recommendation algorithms. This range constraint resulted in 851 consumers 

for the book dataset. For comparison purposes, we sampled 1,000 consumers within this 

range from the retail and movie datasets for the experiments. The comparable size of data 

sample is an important decision for this comparative study. The potential effect of the size 

of the consumer base is controlled with these comparable datasets. The details about the 

final samples we used are shown in Table 5.1.  

Table 5.1. Characteristics of the datasets (* the density level of a dataset is defined as the 
percentage of the elements valued as 1 in the interaction matrix) 

Dataset # of 
Consumers 

# of 
Products 

# of 
Transactions 

Density 
Level* 

Avg. # of purchases 
per consumer 

Avg. sales 
per product 

Retail 1,000 7,328  9,332 0.1273% 9.33 1.27 
Book 851 8,566 13,902 0.1907% 16.34 1.62 
Movie 1,000  2,900 50,748 1.7499% 50.75 17.50 

 
Following the evaluation procedure described above, an unreduced training set, a reduced 

training set, and a testing set were prepared for each sample dataset for evaluation. Thus 

there were six experimental configurations for each of the seven algorithms (3 datasets by 2 

training sets). The number of recommendations was set to be 10 (K = 10) and the halflife 

for the rank score to be 2 (h = 2). In addition to the six collaborative filtering algorithms, a 

naïve recommendation approach (referred to as the “Top-N Most Popular” or “Top-N” 
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algorithm) was also included, which recommends to a consumer the top 10 most popular 

unseen products as a comparison benchmark.  

Note that this evaluation procedure deviates from most studies in the literature in one 

important aspect: the temporal information of the transactions was employed to construct 

the training and testing sets. In most studies in the literature (e.g., (Breese, et al. 1998, 

Deshpande and Karypis 2004)), the temporal information of the transactions was ignored 

and random samples of a consumer’s transactions were used to form the testing set. For e-

commerce recommendation applications, this approach does not reflect the practical 

application of the recommender system. In this study, the random sampling method for 

constructing the testing set was also implemented to investigate the effect of the temporal 

information in quality of the recommendations generated by the algorithms. In addition, 

most previous studies have randomly selected one transaction from each consumer to form 

the testing set. As this approach uses a training set of maximum size and a minimum-size 

testing set, the resulting recommendation quality measures were typically much higher than 

a more realistic testing procedure as presented before. To make the experimental results in 

this study comparable with those in previous studies, the exact same procedure of randomly 

selecting one transaction to form testing set was also implemented.  

5.3.2 Experimental Results and Discussions 

Based on existing literature and our understanding of the algorithms, the following findings 

were expected: (1) Most algorithms should generally achieve better performance with the 

unreduced (dense) dataset; (2) Algorithms that were specifically designed for alleviating 
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the sparsity problem should generally outperform the standard correlation/similarity-based 

algorithms and the “Top-N” algorithm, especially for the reduced (sparse) datasets; (3) The 

link analysis algorithm, with the global link structure taken into consideration and a flexible 

control on penalizing frequent consumers and products, is hypothesized to generally 

outperform other collaborative filtering algorithms. 

The main results and discussions are presented in Section 5.3.2.1. Section 5.3.2.2 presents 

the evaluation results following the exact procedure in previous studies for comparison 

purposes.  

5.3.2.1 Main Results and Discussions 

The recommendation quality measures are presented in Table 5.2. The boldfaced measures 

correspond to the algorithms that were not significantly different from the highest measure 

in each configuration at the 5% significance level. To provide a summary of each 

algorithm’s overall performance across different datasets, the average rank of each 

algorithm with respect to the four measures was also presented (Domingos and Pazzani 

1996). For example, for the precision measure the link analysis algorithm’s average rank is 

1.50, which corresponds to the average of its ranks for individual datasets (1, 1, 3, 1, 2, and 

2). Boldfaced average ranks are the top 2 average ranks. As collaborative filtering 

algorithms can only recommend products to the consumers that appeared in the training 

transactions, for consumers with no future purchases in the testing set appeared in the 

training set, no successful recommendation is possible. To make the performance measures 

more meaningful, only recommendations were evaluated for target consumers for whom 
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successful recommendations are possible. Therefore, for the same dataset the reduced and 

unreduced training sets resulted in different numbers of target consumers. These numbers 

of target consumers are also reported in Table 5.2.  

Table 5.2  Experimental results: actual performance measures (boldfaced measures 
were not significantly different from the highest measure in each configuration at 5% 

level) 

Reduced Unreduced Reduced Unreduced Reduced Unreduced
User-based 0.0028 0.0042 0.0048 0.0122 0.0399 0.0516 6.00
Item-based 0.0051 0.0106 0.0068 0.0093 0.0462 0.0759 4.00

Dimensionality Reduction 0.0050 0.0064 0.0097 0.0191 0.0384 0.0530 5.17
Generative Model 0.0056 0.0070 0.0226 0.0251 0.0388 0.0444 4.17

Spreading Activation 0.0063 0.0130 0.0201 0.0231 0.0437 0.0607 3.17
Link Analysis 0.0081 0.0133 0.0218 0.0267 0.0471 0.0624 1.50

Top-N Most Popular 0.0069 0.0062 0.0268 0.0258 0.0373 0.0452 4.00
User-based 0.0163 0.0305 0.0351 0.0753 0.0446 0.0576 5.83
Item-based 0.0359 0.0731 0.0268 0.0443 0.0540 0.0864 4.00

Dimensionality Reduction 0.0411 0.0408 0.0564 0.1026 0.0428 0.0580 4.67
Generative Model 0.0329 0.0466 0.1337 0.1273 0.0412 0.0426 4.67

Spreading Activation 0.0531 0.0863 0.1070 0.1155 0.0457 0.0618 3.00
Link Analysis 0.0703 0.0891 0.1212 0.1282 0.0510 0.0649 1.83

Top-N Most Popular 0.0429 0.0326 0.1553 0.1316 0.0377 0.0440 4.00
User-based 0.0046 0.0073 0.0083 0.0202 0.0401 0.0518 6.00
Item-based 0.0088 0.0182 0.0091 0.0144 0.0475 0.0769 3.83

Dimensionality Reduction 0.0088 0.0109 0.0157 0.0305 0.0386 0.0528 5.00
Generative Model 0.0093 0.0118 0.0366 0.0393 0.0380 0.0415 4.33

Spreading Activation 0.0111 0.0219 0.0320 0.0362 0.0426 0.0583 3.17
Link Analysis 0.0144 0.0224 0.0349 0.0415 0.0466 0.0605 1.67

Top-N Most Popular 0.0113 0.0100 0.0431 0.0405 0.0357 0.0425 4.00
User-based 1.4323 2.5770 1.8164 4.9332 3.7750 5.3500 5.67
Item-based 2.0313 4.9866 1.3172 3.2146 4.1667 8.7750 4.33

Dimensionality Reduction 3.4896 3.0120 3.0227 6.9486 4.1000 6.8000 4.33
Generative Model 0.7552 2.1084 11.9800 11.0287 4.2000 4.0500 4.33

Spreading Activation 3.7500 5.2209 8.6800 9.4955 4.7500 7.4000 2.83
Link Analysis 4.4035 6.4074 9.9902 10.3835 5.3387 7.4319 1.83

Top-N Most Popular 2.0052 1.3889 12.8397 10.7814 3.7000 5.0750 4.67
320 498 601 674 1000 1000

50.75
# of target consumers

Avg. consumer purchase 9.33 16.34

Precision

Recall

F

Rank Score

Measure Algorithm
Dataset Avg. 

algorithm 
rank

Retail Book Movie

 

It can be observed that the numbers of consumers for whom the successful 

recommendations were possible were different for the unreduced and reduced training set 

the retail and book datasets. This explains why for certain configurations, the performance 

measures for the reduced training set were actually higher than those for the unreduced 

training set. The way recommendation quality measures were presented in Table 5.2 in fact 
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excluded many 0 measures when calculating the average measures for the reduced training 

set. When recommendation results for the reduced and unreduced training sets were 

compared on the common basis (e.g., the set of target consumers for the unreduced set), the 

unreduced training set resulted in generally substantially higher quality measures than those 

resulted from the reduced training set.  

Precision: Algorithm X / Top-N Most Popular

0

0.5

1

1.5

2

2.5

retail
reduced

retail
unreduced

book
reduced

book
unreduced

movie
reduced

movie
unreduced

Recall: Algorithm X / Top-N Most Popular

0

0.5

1

1.5

2

2.5

3

retail
reduced

retail
unreduced

book
reduced

book
unreduced

movie
reduced

movie
unreduced

F: Algorithm X / Top-N Most Popular

0

0.5

1

1.5

2

2.5

retail
reduced

retail
unreduced

book
reduced

book
unreduced

movie
reduced

movie
unreduced

Rank Score: Algorithm X / Top-N Most Popular

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

5

retail
reduced

retail
unreduced

book
reduced

book
unreduced

movie
reduced

movie
unreduced

User-based Item-based Spreading Activation
Link Analysis Dimensionality Reduction Generative Model
Top-N Most Popular  

Figure 5.1.  Experimental results: relative performance measures 

For easy interpretation of the results, Figure 5.1 presents the relative performances of the 

individual algorithms compared to the “Top-N” algorithm. For example, the link analysis 

algorithm’s value in the precision diagram for the unreduced retail dataset was 2.13, 

meaning its precision was 113% higher than that achieved by the “Top-N” algorithm.  
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Based on these results we report the following observations. 

• All algorithms achieved better performance with the unreduced data. The 

performance measures shown in Table 5.2 were generally larger with the unreduced 

datasets than with the reduced datasets. The difference is even more significant 

when the numbers of target consumers are taken into account. For example, the 

average precision measure of 0.81% for 320 target consumers under the reduced 

retail dataset should be adjusted to 0.52% (0.81% × 320 / 498) when compared with 

the average precision of 1.33% for 498 target consumers under the unreduced 

dataset. The general upward line pattern in Figure 1 visually demonstrates this 

finding. There were 3 exceptions in the total of 84 data-algorithm-measure 

configurations: the recall and rank score measures of the Top-N algorithm under the 

reduced book dataset were slightly higher than their counterparts under the 

unreduced book dataset after target consumer adjustment; the rank score of the 

generative model algorithm under the reduced movie dataset was slightly higher 

than its counterpart under the unreduced movie dataset after target consumer 

adjustment.  

• The link analysis algorithm generally achieved the best performance across all 

configurations except for the movie dataset. Table 5.2 shows that the link analysis 

algorithm achieved the highest average ranks for the precision, recall, F, and rank 

score measures (1.5, 1.83, 1.67, and 1.83). The spreading activation algorithms 

achieved the second highest average ranks (3.17, 3, 3.17, and 2.83). The average 
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ranks for all other algorithms were between 4 and 6. This result clearly shows the 

quality advantage of the link analysis algorithm over the other algorithms. The good 

performance of both the link analysis and spreading activation algorithms also 

shows that additional valuable information (such as transitive associations) in sales 

transactions can be exploited by graph-based algorithms. The link analysis 

algorithm’s dominance over other algorithms was most evident with the unreduced 

retail datasets. It achieved about 150% higher precision, recall, and F measures and 

a more than 350% higher rank score than the Top-N algorithm.  

• Most other algorithms showed mixed performances under different datasets. The 

item-based algorithm performed exceptionally well for the unreduced movie dataset, 

but had relatively lower quality with the retail datasets and the worst performance 

with the book dataset. The good performance of the item-based algorithm with the 

unreduced movie dataset may be associated with the dataset’s much higher 

transaction density (1.75%) and average sales per product (17.50) than other 

datasets. The generative model algorithm achieved relatively good performance 

with the book datasets but had the worst performance with the unreduced movie 

dataset. This divergent trend from the performance with the item-based algorithm 

may also be associated with the transaction density level and the average sales per 

product. The dimensionality reduction algorithm consistently achieved a mediocre 

performance across all configurations and the user-based algorithm was almost 

always dominated by other algorithms. 
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• An interesting result from our experiment is that the Top-N recommendations were 

not necessarily a bad choice for many configurations, especially for the book 

dataset. On the other hand, in-depth analysis of the recommendations showed that a 

large portion of the collaborative filtering recommendations were different from 

those given by the Top-N algorithm. Collaborative filtering recommendations 

therefore may still provide value to consumers in addition to the simple popularity-

based recommendations. 

5.3.2.2 Experimental Results Based on Literature-consistent Procedures 

In order to understand the effect of the evaluation procedure adopted in the analysis in the 

previous section compared to the typically-adopted approach for forming testing sets, the 

exact experimental procedure in (Deshpande and Karypis 2004) was implemented. In this 

procedure, the testing set was formed by randomly selecting one transaction from each 

consumer (a “randomly-selecting-one” approach). Desphande et al. reported a hit rate 

measure for the entire set of target consumers, which is defined as the ratio between the 

total number of hits (recommendations that actually appear in the testing set) and the 

number of consumers. Because each consumer has exactly one transaction in the testing 

set, the hit rate equals to the average recall measure introduced in Section 2.3.1. In their 

study 10 recommend ions were made for each consumer. Thus the hit rate also equals 10 

times the value of the average precision measure introduced in Section 2.3.1.  

Table 5.3 presents the recall measures of the seven collaborative filtering algorithms under 

the six configurations following the “randomly-selecting-one” procedure for constructing 
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the testing set. The average algorithm rank according to the recall measure was also 

reported in Table 5.3.  

Table 5.3. Experimental results the recall measures following the “randomly-selecting-
one” procedure for forming testing sets (boldfaced measures were not significantly 

different from the highest measure in each configuration at 5% level) 

Reduced Unreduced Reduced Unreduced Reduced Unreduced
User-based 0.0305 0.0300 0.0206 0.0903 0.1132 0.1303 5.60
Item-based 0.1003 0.0944 0.0180 0.0882 0.1533 0.2253 4.20

Dimensionality Reduction 0.0457 0.0661 0.0954 0.1176 0.1245 0.1556 4.20
Generative Model 0.0254 0.0210 0.1727 0.1555 0.0658 0.0818 5.00

Spreading Activation 0.1261 0.1574 0.1340 0.1324 0.0895 0.1141 3.00
Link Analysis 0.1015 0.1472 0.1521 0.1723 0.1286 0.1424 2.20

Top-N Most Popular 0.0558 0.0420 0.1830 0.1492 0.0720 0.0869 3.80
# target consumers 197 333 383 476 972 990

Avg. consumer purchase

Avg. algorithm 
rank

9.33 16.34 50.75

Dataset Retail Book Movie

 

Desphande et al.’s study also included a recommendation dataset based on the movie rating 

data from the MovieLens project to evaluate different implementations of the item-based 

recommendation algorithms. Although this study did not employ exactly the same sub 

sample as in Desphande et al.’s study and the two MovieLens datasets had different size, it 

still provides an anchor point to compare the results in this study with previous literature. 

The item-based algorithm recall measure of the unreduced training set for the movie dataset 

was in the same range as the hit ratio (0.271) of the movie rating dataset reported in 

(Deshpande and Karypis 2004). This comparison shows that at least the item-based 

algorithm implementation in this study was comparable with the ones reported in the 

literature.  

The results in Table 5.3 show consistent general relative strengths of the evaluated 

algorithms. The link analysis and spreading activation algorithms were generally the 

algorithms with best performance across different configurations, reflected in the average 
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algorithm rank of 2.2 and 3.0, respectively. However, the average ranks for these two 

algorithms were slightly larger than the ones reported in Table 5.2. The relative positions of 

different algorithms in terms of the recall measure within individual configurations also 

were generally consistent with the results reported in Table 5.2. 

5.4 Summary and Future Work 

A unique contribution of our study is a comprehensive evaluation of a wide range of 

algorithms using e-commerce datasets. No single algorithm was observed to dominate all 

other algorithms across all configurations, while the link analysis algorithm achieved the 

overall best performances. Although the sparsity level of a consumer-product interaction 

data had a general effect on recommendation quality it could not explain all quality 

variations of different algorithms. Additional descriptors of the interaction data are needed 

to prescribe the most appropriate recommendation algorithm for a particular application. 

We expect that these additional descriptors should include row/column density of the 

interaction matrix and measures from graph/network modeling literature, such as node 

degree distribution, average path length, and cluster coefficient (Albert and Barabasi 2002). 

Our ongoing research is exploring these descriptors as part of the meta-level 

recommendation framework for recommendation algorithms. 
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C H A P T E R  6  

A TWO-LAYER GRAPH MODEL FOR HYBRID RECOMMENDATION 

This chapter presents a two-layer graph approach to hybrid recommendation. The two-

layer graph enhances the consumer-product graph by including consumer similarity links 

and product similarity links, with the similarity weights determined by similarity functions 

based on consumer/product attributes. The consumer nodes and the consumer similarity 

links form the consumer layer, while the product nodes and the product similarity links 

form the product layer. The original links within the consumer-product graph then appear 

to be the inter-layer links. With this two-layer graph representation, all three types of inputs 

for the recommendation problem can be integrated into a common graph representation. 

Direct retrieval methods that only exploit the local graph structure and spreading activation 

algorithms that explore longer paths in the graph can be applied on such an enhanced graph 

to generate hybrid recommendations. 

Section 6.1 of this chapter presents the two-layer graph model for making hybrid 

recommendations. Section 6.2 presents the implementation details of various 

recommendation approaches and methods under this two-layer graph model. Section 6.3 

presents an experimental study to compare different recommendation approaches and 

methods under the common graph model. Section 6.4 presents summary and points out the 

future directions. 
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6.1 A Graph Model for Recommendation 

To address the needs of comprehensive representation and to support flexible 

recommendation approaches as discussed in detail in Section 2.2.2, the simple bipartite 

consumer-product graph is enhanced in this research for building e-commerce 

recommender systems.  

Two recent works on recommender systems propose graph-theoretic models or approaches. 

(Aggarwal, et al. 1999) introduced a directed graph of users in recommender systems, 

where the directed edges correspond to the notion of predictability. Based on this graph, 

personalized recommendations can be generated via a few reasonably short (strongly 

predictable) directed paths joining multiple users. (Mirza 2001) also proposed a graph-

theoretic model for collaborative filtering, in which items and users are both represented as 

nodes and the edges represent the recommendation data set (interaction between user and 

items). A social network graph of users is then created based on the original graph, and 

recommendations are generated by navigating the combination of the original graph and 

user social network graph. While similar to these previous graph-theoretic models in some 

aspects, the model we are proposing focuses more on providing a unifying representation 

for the various types of system inputs summarized in the taxonomy presented previously. 

Flexible recommendation approaches are also to be explored using such a graph model. 

This section first describes the two-layer graph model and then analyzes its properties and 

application.  
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6.1.1 A Two-layer Graph Model 

Figure 6.1 shows a two-layer graph model, in which the two layers of nodes represent 

products and customers respectively. Three types of links between nodes capture the input 

information: the product information, customer information and transaction information. 

Customer Layer
(Demographic)

Product Layer
(Content)

Each node represents a
product. Each link between
two nodes represents the
similarity between two
products.

Each node represents a
customer. Each link
between two nodes
represents the similarity
between two customers.

Each link between the two
layers represents a
purchase on a product by
a customer.

Purchase History

 

Figure 6.1. Two-layer graph model of products, customers and transactions 

Each link between two products captures similarity between them. Different types of 

product information can be used to compute the similarity. For products like books and 

movies, content of the product description (book introductions, movie reviews) can also be 

used to compute product similarity. 

Similarly, each link between two customers captures the similarity between them. The 

large amount of customer demographic data available in e-commerce sites can be used to 
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compute customer similarity. Other information about customers may also be added, such 

as customers’ answers to questionnaires, query inputs, Web usage patterns and so on. 

Inter-layer links are formed based on the transaction information that captures the 

interactions between customers and products. Some commonly used transaction 

information includes purchase history, customers’ rating or browsing behavior that 

involves the product. Each purchase of a product by a customer is represented by an inter-

layer link in our model. Different types of transaction information may be combined in the 

model by assigning different weights to reflect different association strengths. For example, 

a high rating on a product may be weighted higher than a browsing activity, because the 

former reflects the customer’s interest more directly. 

6.1.2 Graph Model Analysis 

The literature review in Chapter 2 shows that the field of recommender systems calls for a 

comprehensive and generic model. This model should have the capability to represent 

different types of data inputs and to support different recommendation approaches using 

various techniques. This section discusses how the two-layer graph model meets these 

requirements. I first analyze the properties of the model and then introduce two 

recommendation methods to show the usefulness and flexibility of the model. 

6.1.2.1 Data Representation 

The major difference between the representation in the two-layer graph model and other 

representations is that the two-layer graph model requires transformation of the original 

input data, such as product and customer attributes, into similarity measures. Others have 
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used the original input data itself as representation. In general, some information might be 

lost during the transformation process because the only information about the customer or 

product is the relative similarities to other products or customers. However, since different 

neighborhood formation techniques are usually applied in recommender systems, and 

recommendations are usually generated based on the results of neighborhood formation, 

this transformation does not cause loss of significant information for the recommendation 

purpose. The benefit of this transformed representation is that it makes the model compact 

and generic by using a graph to capture all related information.  

Using this model, product and customer factual information is preserved in the inter layer 

similarities. By assigning different meanings to inter-layer links, both explicit and implicit 

feedback information can be captured. This two-layer model captures all types of data 

inputs and covers most data representations that have been summarized in our literature 

review. 

6.1.2.2 Recommendation Approach 

With the two-layer graph model, all three major recommendation approaches can be 

implemented, namely, the content-based, collaborative filtering and hybrid by choosing 

different types of links to use in a recommendation generation process. If only product 

information is used, which means only links in the product layer are activated, it is a 

content-based approach. If customer-layer and inter-layer links are activated, it is a 

collaborative approach. If all links are activated, it becomes a hybrid approach. The model 

is flexible because different combinations of links can be activated at run time. For 
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example, one can choose to use product description and price to form product similarity, 

use demographic data to form customer similarity, and use customers’ ratings and purchase 

history to form inter-layer links. The representation can even be personalized for each 

customer by using a customized weighting scheme. For example, if a customer relies more 

on the collaborative recommendation, one can assign higher weights to inter-layer links and 

customer-layer links. If the customer is more price-driven, one can assign higher weights to 

the price information of the product when computing the similarity between products. 

6.1.2.3 Recommendation Methods for the Graph Model 

This section shows that different recommendation methods can be developed based on the 

two-layer graph model. By viewing the recommendation process as a graph search, 

recommendations can be made under the model by finding nodes that have high 

associations with the starting nodes. Many recommendation methods can be developed 

based on this graph view. This section presents two recommendation methods, one only 

considering the direct associations and the other incorporating transitive associations 

reflected in the graph for making recommendations. For each method, I also describe how 

collaborative, content-based and hybrid recommendation approaches can be performed.  

A. Direct Retrieval: The direct retrieval method generates recommendations by retrieving 

products similar to the target consumer’s previous purchases and products purchased by 

customers similar to the target customer. It covers most of the recommendation methods 

that form neighborhoods of customers or products. For content-based recommendation, 

products that are similar to the target customer’s previous purchases are retrieved as 
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recommendations. This situation is similar to document retrieval, in which documents 

similar to the input queries are retrieved. For collaborative recommendation, a list of 

customers similar to the target customer is first obtained. Then, similarities can be traced 

through customer-layer links or through inter-layer links from the target customer’s 

previous purchases. In other words, similar customers are those who are demographically 

similar to the target customer or those who bought the same books as the target customer. 

The products that are linked to this set of similar customers are retrieved as the 

collaborative recommendation for the target customer. The hybrid recommendation is 

obtained by combining the recommendation results from the two approaches described 

above.  

B. High-degree Association Retrieval: Sparsity (the sparse rating problem) is a major 

problem in recommender systems (Sarwar, et al., 2001). The number of customers’ ratings 

or purchases may be very small compared with the large number of products in the system, 

especially for commercial recommender systems with very large product sets (e.g., 

Amazon.com and CDnow). The recommender system may be unable to generate 

recommendations for many customers, which is a problem known as reduced coverage. 

Previous research has found that dimensionality reduction methods are promising to 

overcome this problem (Sarwar, et al. 1998). The high-degree association retrieval method 

presented in this section is essentially the spreading activation algorithm presented in 

Chapter 3 applied in the enhanced two-layer graph. As discussed previously, exploration of 

the transitive associations reflected in the graph model can potentially alleviate the sparsity 

problem  
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A simplified example is used to formulate the problem of high-degree association 

recommendation in our graph model.  

      Product Layer

P2 P1

    Customer Layer
C1

C2

0.6

0.3
0.8

P3

0.7

0.5
0.5

0.5

 

Figure 6.2. A simple two-layer graph model example 

A recommendation is generated based on the association strengths between a customer and 

the products. In the example in Figure 6.2 the association between C1 and P1 is to be 

estimated. If only 1-degree association is allowed, then no association between C1 and P1 

can be inferred. In that case, association between customer and product exists only when a 

customer actually has bought the product. When 2-degree association is allowed, the path 

of C1-P2-P1 can be utilized to form an association estimate between C1 and P1, where the 

path consists of one purchase link C1-P2 and one product similarity link P2-P1. One can 

compute the association measure as the product of all association weights along the path, 

and in this case the association measure between C1 and P1 is 0.5 × 0.6 = 0.3, and this 

result is actually based on a pure content-based approach. When 3-degree association is 
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allowed, there will be 3 more paths from C1 to P1, C1-C2-P2-P1, C1-P2-P3-P1, and C1-

C2-P3-P1. By summing up association measures of all of these 4 paths, one can get the 3-

degree association measure of C1 and P1, which is 0.3 + 0.21 + 0.12 + 0.28 = 0.91. The 

choice of using the summation rather than average or maximum of the individual path 

association is based on the fact that the associations captured in individual paths contribute 

to the possible preferences of customers in an additive manner. For example, products that 

attracted more customers are more liked to also attract additional customers. Although a 

more delicate weighting scheme for the summation can be explored to improve the 

accuracy of this preference estimate, a simple summation form may captures the most 

important information. The weighted summation form is left for future research. The result 

obtained from adding path associations is in fact a combination of the content-based and 

collaborative approaches. When high-degree association is allowed, it becomes 

computationally intensive to find out which nodes have strong associations with the target 

node. 

In this study, the Hopfield net algorithm introduced in Section 3.2.3 was adopted to 

implement the high-degree retrieval recommendation method operating on the two-layer 

graph model. Although the algorithm described in Section 3.2.3 was intended to be applied 

to bipartite consumer-product graphs for making collaborative filtering recommendations, 

the algorithm itself can take any graph representation to perform transitive association 

search. By allowing different types of links to be explored, the content-based, collaborative 

filtering, and hybrid approaches can be performed using the high-degree retrieval method. 



 131

The two-layer graph model captures different types of data inputs using a unified 

representation and can support different recommendation approaches. Two 

recommendation methods were presented for generating recommendations under this 

model, while many other methods can also be potentially applied, such as the association 

rule mining and various matrix analysis algorithms. It is believed that the proposed two-

layer graph model could help unify past research and provide new insights.  

6.2 Implementation Details of the Two-layer Graph Recommendation 

In order to assess the performance of the proposed two-layer graph recommendations, the 

direct and high-degree retrieval recommendation methods were implemented with the book 

dataset introduced in Section 2.3.2. This dataset was chosen because it contains detailed 

information describing the consumers (e.g., city, year of birth, education) and books (e.g., 

price, publisher, authors, title, keyword, introduction). 

6.2.1 Content/Demographic Information Processing  

A substantial amount of effort was devoted into processing the Chinese textual information 

of the books in the dataset in order to form product-layer similarity links in the two-layer 

graph model. Descriptions of the Chinese key phrases extraction implementation and 

consumer/book similarity computation are presented below. 

6.2.1.1 Mutual Information for Chinese Key Phrase Extraction 

Mutual information algorithm was used to summarize the co-occurrence of Chinese 

characters in a corpus to identify key phrase patterns. Mutual information is a metric that 
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measures how frequently a character pattern appears in a Chinese corpus, relative to its 

sub-patterns. In its simplest form, the mutual information for a pattern c (MIc) is expressed 

as 

crightleft

c
c fff

fMI
−+

=  (6.1) 

where f stands for the frequency of a set of Chinese characters. Intuitively MIc represents 

the probability of co-occurrence of the pattern c (e.g., 人工智慧 meaning artificial 

intelligence), relative to its left sub-pattern (人工智) and the right sub-pattern (工智慧). If 

MIc is close to 1, pattern c is more likely to form a phrase than its left and right sub-patterns 

alone. On the other hand, if MIc is close to 0, pattern c is not likely to form a phrase. An 

important algorithmic requirement for this approach is an efficient data structure that makes 

it feasible to analyze a large collection of training corpuses (Ong and Chen 1999). 

However, a greater challenge is finding all possible patterns that exist in the corpus along 

with their frequency of occurrence in the corpus. Chien’s PAT-tree approach solved the 

problem in Chinese with relative ease, because PAT-tree is highly efficient and well suited 

to accessing a large corpus. In addition, previous research in text searching suggests that 

other similar data structures, including suffix array or PAT-array, could be equally efficient 

(Baeza-Yates and Gonnet 1996, Manber and Myers 1993). 

The mutual information approach could be seen as an extension to bi-gram, tri-gram and 

even n-gram in traditional information retrieval techniques. (Church 1988) pointed out that 

some Bible literature has repeated patterns with up to 400 words, making it a challenge for 

the n-gram technique, because without removal, every sub-pattern in the 400-word 
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sentence will be extracted. Removal of a pattern from the corpus affects the frequency 

distribution of the corpus, especially repetitive removals of many sub-patterns. To solve 

this problem, we used a new data structure to support consistent on-line frequency update 

after removing patterns that we had already extracted (Ong and Chen 1999). This method 

increased the success of subsequent extractions, because the 400-word sentence now was 

extracted only once and its sub-patterns were not extracted. 

6.2.1.2 Co-occurrence Analysis for Consumer/Book Similarities 

The consumers and books are represented by feature vectors based on the factual 

information of the consumers and books. The book feature vector was composed of two 

parts: textual content and book attributes. Textual content was represented by weighted 

Chinese phrases extracted from book title, introduction, foreword, author, and keyword. 

Book attributes included other aspects such as publisher, category, book layout and so on. 

Both the content and attribute part of the book feature vectors were compared when 

computing the similarity between two books. 

For the computation of the content similarity between two books, Salton’s vector-space 

model (Salton 1989) was adopted.  The combined weight of descriptor i in book j was 

computed by multiplying the term frequency (tfij) and inverse document frequency (log [(N 

/ dfi) × wi]) as follows 

dij = tfij × log [(N / dfi) × wi] × pwi  (6.2) 
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where wi represents the number of Chinese characters in descriptor i and pwi represents the 

weight of descriptor i. A descriptor can be a term or phrase containing any number of 

Chinese characters. The book feature vector was composed of textual content and book 

attributes. An asymmetric clustering function (Chen and Lynch 1992), which has been 

shown to perform better than other clustering functions like cosine function (Houston, et al. 

2000) in computing similarity for term associations, was used to compute the book content 

similarity. The asymmetric similarity from book j (Bj) to book k (Bk) is given in (2) while 

the asymmetric similarity from book k (Bk) to book j (Bj) is given in (3). 

Cluster Weight (Bj, Bk) = ( )
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where dij is the combined weight of descriptor i in book j as computed in (1); dijk = tfijk × log 

[(N / dfjk) × wi] is the combined weight of descriptor i in the combination of books  j and k, 

where N represents the total number of books; tfij represents the number of occurrences of 

descriptor i in book j; tfijk = tfij when descriptor i appears in both book j and k , otherwise tfijk 

= 0; dfj represents the number of descriptors that appear in book j; dfjk represents the 

number of common descriptors appearing in both book j and book k. 

Book content similarity was asymmetric because the similarity weight from book j to book 

k might not be the same as the similarity weight from book k to book j, based on their 
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textual content. The book attribute similarity was made symmetric because two books can 

either have or not have the same value for those attributes. Content similarity and book 

attribute similarity were combined to form the similarity between two books. 

6.2.2 Recommendation Method Implementation 

With the book similarity weights and customer similarity weights available, 

recommendations can be generated using the three recommendation methods described 

above. 

6.2.2.1 Direct Retrieval  

For the direct retrieval method, database stored procedures were implemented to generate 

recommendations following the method described in Section 6.1.2.3. The method is simple 

and can be implemented with simple SQL queries. For each approach, collaborative 

filtering, content-based and hybrid, a recommendation list of 50 books was retrieved for 

each customer. This method is vulnerable to the sparsity problem. When customers in the 

system did not make many purchases, using this direct retrieval method may not have been 

able to generate many recommendations. 

6.2.2.2 High-degree Association Retrieval 

The high-degree association retrieval method was also implemented in database stored 

procedures following the description of the Hopfield net algorithm in Section 6.1.2.3.  

In relatively large graph settings, the Hopfield net spreading activation is highly intensive 

computationally as it takes a long time to converge and therefore is not practical in real 

recommender systems. Another problem is that when a graph contains dense links, which 
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means the nodes in the graph are reachable from almost any other node, some very popular 

books will overwhelm the recommendation list, reducing the high-degree association 

retrieval to a method based only on general popularity. These problems were addressed by 

limiting the scope of spreading activation at each iteration in the Hopfield net algorithm. At 

each iteration, the association weights of all the nodes pointed to by the current active 

nodes were computed. Rather than activating all those nodes as described in the original 

Hopfield net algorithm, the total number of active nodes was limited by choosing the nodes 

having the 50 highest association weights. It was difficult to find an appropriate ε  to 

perform sufficient but not overwhelming iterations. The stopping criterion was therefore 

modified to generate acceptable results as follows.  

Modified stopping criteria: ∑∑ ×<−+
j

j
j

j ttt εµµ )()1(  (6.5) 

According to the modified stopping criteria, the convergence limit increased with the 

number of iterations. This way, with sufficiently small ε , the algorithm would not stop too 

early unless a reasonable size of recommendations had been obtained. When the program 

stopped at the nth iteration, the top 50 book nodes with highest activation levels compose 

the recommendations. 

6.3 An Experimental Study  

The objective of the experimental study is to compare different recommendation 

approaches (content-based, collaborative, hybrid) and different proposed analysis methods 

(direct retrieval, association mining, high-degree association retrieval). With three 
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approaches, each implemented by two recommendation methods, there were six 

configurations for comparison. 

6.3.1 Procedure and Parameters 

To compare the effectiveness of the recommendations, a holdout test was conducted on 

each configuration using information for 287 customers from our database. This sample 

represented the population of customers for whom the two recommendation methods 

(direct retrieval and high-degree association retrieval) could generate at least 50 

recommendations. Both recommendation methods were employed to generate 

recommendations using three approaches (content, collaborative, hybrid). For each 

consumer, the list of books he/she previously purchased was retrieved. The list was ordered 

by the purchase date. One half of the purchases (later purchases) were treated as “future” 

purchases and the other half (earlier purchases) were used to generate recommendations. 

We compared the recommended books with the “future” purchases to compute precision 

and recall measurements to evaluate different configurations.  

6.3.2 Experimental Results and Analysis 

Table 6.1 shows the average precision and recall for each configuration. The highest 

precision (3.39%) and the highest recall (16.7%) were both obtained in the hybrid-high-

degree retrieval configuration. Not surprisingly, the precision and recall of all nine 

configurations in the holdout test were very low, because there was often a gap between 

customers’ interests and their actual purchase behaviors. The books purchased in the first 

half of a customer’s purchase history might not have fully determined the books to be 
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purchased in the second half of the purchase history. Many other factors that affect 

customer’s purchase behavior cannot be captured by recommender systems. 

Table 6.1 Precision and recall measures of each approach-method configuration 

Measure Precision Recall 
             Method    
Approach 

Direct 
retrieval 

High-degree 
retrieval 

Direct 
retrieval 

High-degree 
retrieval 

Content-based 1.85% 1.23% 6.51% 3.46% 
Collaborative 2.35% 2.65% 13.2% 15.0% 
Hybrid 2.98% 3.39% 14.9% 16.7% 

 

18 pairwise t-tests were conducted to compare all pairs of the six configurations. Table 6.2 

shows the p-value of t-tests on precision and recall across recommendation methods and 

approaches. The upper portion of this table shows the results of testing the differences 

between different approaches. The lower portion shows the results of comparing the 

different methods. For example, when comparing precision measures between the content-

based recommendation and collaborative recommendation generated by the direct retrieval 

method, the p-value was 0.036 and the sign was negative (-). This means that the precision 

obtained by the content-based approach was significantly smaller than that by the 

collaborative approach.  
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Table 6.2. p-values of pairwise t-tests on precision and recall across different methods  
and approaches (alpha = 5%) 

t-test Results by Approaches (Precision)   
Approaches Direct Retrieval High-degree Retrieval 
Content-based vs. Collaborative  0.036 (<) 0.000 (<) 
Content-based vs. Hybrid 0.000 (<) 0.000 (<) 
Collaborative vs. Hybrid 0.000 (<) 0.010 (<) 
   
t-test Results by Approaches (Recall)  
Approaches Direct Retrieval High-degree Retrieval 
Content-based vs. Collaborative 0.000 (<) 0.000 (<) 
Content-based vs. Hybrid 0.000 (<) 0.000 (<) 
Collaborative vs. Hybrid 0.000 (<) 0.010 (<) 
(A less-than sign (<) means that the approach on the left yields a smaller precision or recall 
value than the approach on the right. A greater-than sign (>) means that the approach on the 
right yields a smaller precision or recall value than the approach on the left. An asterisk (*) 
means that the t-test result was not significant at a 95% confidence level) 
t-test Results by Methods (Precision)  
Methods Content-based Collaborative Hybrid 
Direct Retrieval vs. High-degree 
Retrieval 0.000 (>) 0.001 (<) 0.075 (<*) 
    
t-test Results by Methods (Recall)   
Methods Content-based Collaborative Hybrid 
Direct retrieval vs. High-degree 
Retrieval 0.000 (>) 0.000 (<) 0.002 (<) 
(A less-than sign (<) means that the method on the left yields a smaller precision or recall value than the method on 
the right. A greater-than sign (>) means that the method on the right yields a smaller precision or recall value than the 
method on the left. An asterisk (*) means that the t-test result was not significant at a  95% confidence level) 

 

The hybrid approach achieved significantly higher precision and recall measures than the 

content-based and collaborative filtering approaches for both the direct and high-degree 

retrieval methods. Regarding the differences across methods, it was found that exploring 

high-degree associations achieved significantly better collaborative filtering 

recommendation quality. The p-values for the differences between direct and high-degree 

retrieval methods were 0.001 and 0.000 for the precision and recall measures, respectively. 

These results confirmed the experimental results reported previously in Chapter 3. For the 

content-based recommendation, however, the high-degree retrieval method actually 
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achieved significantly worse recommendation quality than the direct retrieval method. 

These results showed that the transitive associations derived from content similarities might 

be not be appropriate for recommendation purposes. The recommendation quality of the 

hybrid approach was then determined by the balance between the impact of the high-degree 

association through the content and the transaction information. The precision measures of 

the direct and high-degree retrieval methods were not significantly different from each 

other under the hybrid approach, while the high-degree retrieval achieved significantly 

better recall measure than the direct retrieval method. 

6.3.3 Discussion 

The evaluation of the graph-based e-commerce recommendation system showed that a 

hybrid approach performed significantly better than the collaborative filtering approach. 

This result confirmed our belief that combining content information and collaborative 

information would achieve better recommendations than using collaborative information 

alone and would provide an alternative recommendation approach to the many existing 

online businesses that primarily use a collaborative approach. Regarding the two 

recommendation methods (direct retrieval and high-degree retrieval), the direct retrieval 

method worked better with the content-based approach while the high-degree retrieval 

method excelled with the collaborative filtering approach. Although direct retrieval does 

not require advanced data processing, it still achieved results comparable to those of other 

methods. From the six configurations, one can conclude that direct retrieval using a hybrid 

approach would be the best system configuration because it achieved precision and recall 
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comparable to the best measures obtained, while not involving an expensive computation 

such as association mining and high-degree association. 

The direct retrieval method’s high performance can be explained by the density of the 

dataset we used. The dataset contained 9,695 books, 2,000 customers and 18,771 

transactions, which means that on average, each customer purchased 9.4 books and each 

book was purchased by 1.9 customers. In fact, the dataset was formed by extracting the 

relevant data for the top 2000 active customers from the database of the online bookstore. 

When the average number of books purchased by each customer is small (as when the 

whole customer population is used as the data set to also include less active customers), the 

graph would become quite sparse and the high-degree association method might show its 

strength for solving the sparsity problem by exploring transitive neighborhoods.  

6.4 Summary and Future Work 

Recommender systems have been applied in different applications to deal with product 

information overload and to help locate useful information. Their data representations 

usually are tailored for their specific problems and hence are not flexible enough for use in 

other applications. This chapter describes a generic graph model for product 

recommendation. Consumers, products and transactions were modeled in an extended two-

layer graph. To demonstrate the comprehensiveness and flexibility of this model, 

experiments were conducted using two recommendation methods (direct retrieval and high-

degree retrieval) of making recommendations under three approaches (content-based, 

collaborative, hybrid). Evaluation results showed that a hybrid recommendation approach 
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achieved better performance than the collaborative approach or the content-based approach. 

However, the high-degree association method did not significantly outperform the direct 

retrieval method for content-based and hybrid approaches. The two-layer graph model is 

flexible because it can represent different combinations of product, customer and 

transaction information and it has the potential to accommodate many graph search 

techniques for making recommendations.  

In order to further validate the current experimental results, the evaluation study may be 

extended to include commonly used recommendation datasets and to directly compare the 

proposed graph-based approaches with approaches employed in previous studies. Other 

future work includes the use of other graph search algorithms as well as other data mining 

techniques, the use of a sparse dataset to further test the strength of the high-degree 

association retrieval method. 
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C H A P T E R  7  

A UNIFIED RECOMMENDATION FRAMEWORK BASED ON PROBABILISTIC 
RELATIONAL MODELS 

Several studies including the study presented in Chapter 6 have shown that hybrid 

approaches can achieve better performances than content-based, demographic filtering, and 

collaborative filtering approaches. However, the existing models for hybrid approaches are 

typically heuristic in nature, combining the different types of input data in an ad-hoc 

manner, including the two-layer graph model presented in Chapter 6. For better e-

commerce recommendation performances a unified recommendation framework with the 

expressiveness for representing multiple types of input data and a generic computing 

mechanism to integrate different recommendation approaches is needed to fully exploit the 

rich information available at e-commerce sites.  

Conceptually, the recommendation problem is concerned with the relationships between 

consumers and products. As such, it can be viewed as a special case of the relational 

learning problem (Dzeroski and Lavrac 2001). Recent years have seen significant interest 

and development in the area of relational learning, which focuses on identifying relational 

patterns within a database containing multiple interlinked data tables. Applying the 

relational learning framework, one can argue that a recommendation model takes a (portion 

of the) database containing multiple related tables regarding consumers, products, and their 
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interactions as input to predict unobserved entries in the consumer-product interaction 

table.  

The main objective of this chapter is to establish the connection between the 

recommendation problem and the relational learning framework through the application of 

a recently developed statistical relational learning method called probabilistic relational 

models (PRMs) in the recommendation context. The original PRMs were extended to meet 

the unique computational challenges of the recommendation problem. It will be shown in 

this chapter that existing recommendation approaches can be conceptualized as special 

cases under this framework. The improved recommendation performance achieved by the 

unified framework is also demonstrated using a real-world e-commerce dataset.  

This chapter is organized as follows. Section 7.1 provides the necessary background on 

relational learning and PRMs and discusses the standard dependency model construction 

and parameter estimation method for PRM learning. Section 7.2 presents a PRM-based 

recommendation framework that adapts the PRM learning algorithm to reflect the unique 

characteristics of the recommendation problem. The section also discusses how to map 

existing recommendation approaches as special cases of the proposed framework and the 

additional relational patterns that can be exploited under the framework for improved 

recommendation performance. Section 7.3 summarizes an experimental study using data 

collected at an online bookstore and an online merchant in the clothing industry, which 

shows that the general recommendation model based on the PRM-based framework was 
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superior to the special cases that correspond to existing recommendation approaches. 

Section 7.4 concludes the chapter and points out future research directions. 

7.1 Relational Learning and Probabilistic Relational Models 

Relational learning or multirelational learning (Dzeroski and Lavrac 2001) extends 

standard data mining that learns from attributes of independent entities stored in a single 

database table to extract patterns from multiple related tables. The assumption that the data 

objects are independent from each other is dropped in relational learning. In fact, linkages 

between data objects are of central interest in relational learning. Examples of relational 

learning applications include link prediction, link-based clustering, social network 

modeling, and object identification. 

Probabilistic relational models (PRMs) are the main formal approach that has been 

developed for relational learning (Koller and Pfeffer 1998, Poole 1993). A PRM is defined 

for a particular database, or formally, a relational schema R. A relational schema R 

describes a set of classes (tables in the database) X. Each X∈X is associated with a set of 

descriptive attributes (standard table attributes) A(X) and a set of reference slots (foreign 

keys) R(X). The attribute A of class X is denoted as X.A, which takes on a range of values 

V(X.A). The reference slot ρ of X is similarly denoted as X.ρ, where ρ denotes a function 

from Domain[ρ] = X to Range[ρ] = Y, where Y ∈ X. A reference slot X.ρ describes how 

instances of class X are related to instances of another class Y in the relational schema. For 

each reference slot ρ an inverse reference slot ρ-1 is defined, mapping back from Range[ρ] 

= Y to Domain[ρ] = X. A slot chain τ  = ρ1,…,ρk is defined as a sequence of reference slots 
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(including inverse ones) such that for all i, Range[ρi] = Domain[ρi+1]. Through slot chains 

complex dependencies between the attributes of related data objects can be explored.  

PRMs with existence uncertainty (Getoor, et al. 2002) are able to model the existence of 

the instances of certain classes (or existence of the records in the data tables). Under this 

extension, a class X of interest can be modeled as an undetermined class by introducing a 

special existence attribute X.E whose values are from V(E) = {true, false}, with true 

indicating the particular instance of class X exists and false indicating nonexistence. This 

extension is critical for our recommendation framework, as will be discussed further in 

later sections. 

A PRM encodes class-level dependencies that can subsequently be used to make inferences 

about a particular instance of a class. As a relational extension of Bayesian networks for 

describing probability distributions over a database, a PRM Π contains a qualitative 

component S, which is the qualitative dependency structure of the PRM, and a quantitative 

component ΘS, which is the set of associated parameters. The dependency structure S is an 

acyclic graph that describes the statistical dependency structure of descriptive attributes 

linked through slot chains. The graph structure S specifies the parents Pa(X.A) for each 

attribute X.A. The parent for an attribute X.A can be within the class X or within another 

classes Y that is reachable through a slot chain. Accordingly, the quantitative component ΘS 

is the set of parameters characterizing the conditional probability distributions Pr(X.A | 

Pa(X.A)). In many cases, the parent of a given attribute X.A will take on a multiset of values 

in V(X.τ.B) when the reference slot chain τ consists of a reference slot  ρ that corresponds 
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to one-to-many relationships. For these attributes, aggregation operators such as maximum, 

minimum, mode, average, and carnality can be applied and aggregated single-valued 

attributes can then be included into the dependency structure S. 

Formally, a PRM Π = <S, ΘS> for a relational schema R = <X, A> defines for each class 

X∈X and each descriptive attribute A∈A(X), a set of parents Pa(X.A), and a conditional 

probability distribution that represents )).(|.( AXPaAXP (Getoor, et al. 2002). The 

probability distributions defined by a PRM Π can be specified over a complete 

instantiation I, which specifies the set of instances in each class of X and the associated 

values for each attribute and each reference slot of each instance. This specification is done 

by mapping the dependencies in the class-level PRM to the actual instances in the domain. 

Let X.A be an attribute in the schema, and let x be some instance of X. The PRM allows two 

types of parents: X.B and X.τ.C (or v(X.τ.C)), where v is a certain aggregation function. For 

a parent of the form X.B, the corresponding parent of x.A is x.B. For a parent of the form 

X.τ.C (or φ(X.τ.C)), the corresponding parent of x.A is y.C (or φ(y.C)), where y ∈ x.τ. A 

PRM defines the distribution over a complete instantiation I as follows: 

∏∏ ∏
∈ ∈ ∈

=Π
X AX Xx XA

AxPaAxPIP
)(

)).(|.()|(  (7.1) 

A PRM can be learned by finding a PRM Π that best matches I. Similar to Bayesian 

network learning (Heckerman 1995), a statistically motivated scoring function is used to 

evaluate each model with respect to the training data. A commonly used Bayesian scoring 

metric is given by: 
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CSPSIPISP ++= )(log)|(log)|(log  (7.2) 

where P(S) is the prior probability of the dependency structure and )|( SIP is the marginal 

likelihood given by 

∫ ΘΘΘ= SSS dSPSIPSIP )|(),|()|(   (7.3)  

Friedman et al. (Friedman, et al. 1999) showed that by making fairly reasonable 

assumptions about the prior probability of the structures and parameters, the scoring metric 

(1) can be decomposed into a sum of terms, each measures how well we predict the values 

of X.A given the values of its parents. With this decomposability property, standard hill-

climbing greedy search algorithms can be employed to search for the optimal structural 

model S by an iterative improvement process by adding, deleting, or reversing edges in S. 

With the optimal dependency structure, standard maximum likelihood parameter estimation 

can be performed to complete the model specification. Details on PRM learning can be 

found in (Friedman, et al. 1999, Getoor, et al. 2002). 

7.2 PRM-based Recommendation  

The recommendation problem is an ideal application for relational learning, as the linkages 

between consumers and products are the modeling focus. In fact one most successful 

recommendation approach, collaborative filtering, makes recommendation predictions only 

based on these linkages. Several papers have discussed conceptually about applying PRMs 

to recommendation problems (Getoor, et al. 2002, Getoor and Sahami 1999). A recent 
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study evaluated the application of an extended version of PRMs on movie rating data but 

did not show significant performance improvement of the PRM-based approach over 

existing algorithms (Newton and Greiner 2004). These previous studies have focused on 

making recommendations based on rating data. Therefore the problem was modeled as a 

typical descriptive attribute value (rating level) prediction problem. The PRMs employed in 

these studies cannot be readily applied to making recommendation with binary transaction 

data. Part of this is associated with a fundamental difference in recommendation problems 

based on ratings and transactions. For recommendation with rating data (consider a simple 

rating of like (+1) and dislike (−1)), three rating values are possible for each consumer-

product pair, +1, −1, and 0 (representing no observation of rating). Typical rating-based 

recommendation takes the observations with +1 and −1 rating as training data to derive 

models for prediction of potential values for unobserved ratings. For recommendation with 

binary transaction data, the only information regarding a consumer-product pair is whether 

a transaction has been observed (1) or not (0). Within the relational learning context, this 

corresponds to a link prediction problem. In this study, I extend the original PRMs to 

specifically model the link prediction problem for transaction-based recommendation and 

to provide a framework to unify existing recommendation algorithms for rating-based and 

transaction-based recommendations.  

This section establishes the connection between the recommendation problem and 

relational learning. Using a book sales database as an example, Section 7.2.1 describes the 

recommendation task from a relational learning perspective. Section 7.2.2 introduces an 
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extension to the original PRM, motivated to evaluate similarities between sets required by 

the recommendation model. Section 7.2.3 discusses the important distinction between 

training data and background data in our PRM-based recommendation framework. Section 

7.2.4 presents a simplified parameter estimation procedure exploiting the special 

characteristics of recommendation problem. I demonstrate in Section 7.2.5 that existing 

recommendation approaches can be viewed as special cases of our unified framework. 

7.2.1 Model Description 

Figure 7.1 illustrates an example book sales database. Customer, Book, and Word are 

entity classes while Order and Occurrence are relationship classes. Customer and Book 

have 7 and 3 descriptive attributes, respectively, excluding their identifiers. Order 

contains two reference slots linking to Customer and Book while Occurrence contains 

book and word reference slots describing the occurrence of keywords in a book’s content 

descriptions such as title and introduction. For recommendations, Order is modeled as an 

undetermined class by introducing a special descriptive attribute exist to indicate the 

existence of a sales transaction. Figure 7.1 only present existing records (with 1 assigned 

to the exist attribute) while for all other customer-book pairs the value 0 is implicitly 

assigned to indicate the absence of the sales records.  
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customer city birthYear education vocation sex married child
c1 taipei 1977 college financial f yes 1
c2 kaohsuing 1968 high school construction m no 0
c3 taipei 1982 college student m no 0

Customer
customer city birthYear education vocation sex married child

c1 taipei 1977 college financial f yes 1
c2 kaohsuing 1968 high school construction m no 0
c3 taipei 1982 college student m no 0

Customer

customer book exist
c1 b1 1
c1 b2 1
c2 b3 1
c3 b4 1

Order
book publisher translated price
b1 p1 yes 130
b2 p1 yes 230
b3 p2 no 100
b4 p3 no 500

Book

Word
word
w1
w2
w3
w4
w5
w6

book word
b1 w2
b1 w3
b2 w1
b3 w4
b3 w5
b4 w4
b4 w6

Occurrence

 

Figure 7.1. An example book sales database 

Using the PRM notation introduced in Section 7.1, some examples of descriptive attributes, 

reference slots, and reference slot chains are given below: Customer.birthYear representing 

the attribute birthYear of the Customer class, Order.book representing the reference slot 

book (pointing to the corresponding entity of the Book class), and 

[Order.customer].education representing a slot chain that points to the attribute education 

of the customer involved in an instance of Order. To simplify the notation, we use [X.ρ] to 

denote both the reference slot X.ρ itself and the class pointed to by the reference slot X.ρ. 

In this example, [Order.customer] represents the Customer class induced by the Order 

class. At the instance level, [x.ρ] represents a set of y, where y ∈ x.ρ. Slot chains with 

inverse reference slots can bring in more complex attributes in our domain. For example, 

[Order.customer].[Order.customer]-1.[Order.book].price represents the prices of the set of 

books bought by the target customer. In this example, [Order.customer] points to the class 

Customer, thus [Order.customer].[Order.customer]-1 points to Customer.[Order.customer]-1 

, which in turn points back to the class Order. Following the sequence, 

Order.[Order.book].price then points to the class attribute price of class Book. If any of the 
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reference slots in the slot chain involves a one-to-many mapping, the derived attribute will 

be a multi-valued attribute. In this example [Order.customer]-1 maps a Customer instance 

to multiple Order instances, making [Order.customer].[Order.customer]-1. 

[Order.book].price a multi-valued attribute. Thus an aggregation operation such as average 

needs to be performed to obtain the average price of the books purchased by the target 

customer involved in a particular Order instance.  

7.2.2 Multi-set Operations 

The original PRM only allows attributes to be derived separately from individual slot 

chains. For example, [Order.customer].[Order.customer]-1.[Order.book].[Order.book]-1 

.[Order. customer] represents the set of customers who bought at least one common book 

as the target customer did (the customer neighbors) while [Order.book].[Order.book]-1 

.[Order.customer] represents the set of customers who bought the target book. These two 

multi-valued attributes, with aggregation operations, could provide certain information, 

such as the number neighbors of the target customer and the sales volume of the target 

book, regarding the likelihood for a transaction involving the target consumer and target 

book to occur. However, the original PRMs do not model information that can only be 

derived jointly from multiple attributes, which can play a critical role in recommendation. 

For example, the set similarity of the above two attributes (may be derived through the 

cardinalities of the intersection and union of the two attributes) describes the overlap of 

the target consumer’s neighbors and the customers who bought the target book. Such 

information is essential for making collaborative filtering recommendations. 



 153

To derive information jointly from multiple attributes, the PRMs are extended by 

introducing multi-set operators. A multi-set operator φk on k multi-valued attributes A1, …, 

Ak that share the same range V(A1) denotes a function from V(A1)k to V(A1). Examples of 

multi-set operators include simple set operators such as intersection and union and more 

complex aggregation operators modeling value distributions (Perlich and Provost 2003). 

By applying an aggregation operator after a multi-set operator, additional attributes can be 

derived from multiple multi-valued attributes and include them into the probabilistic 

dependency specification of a PRM. The current study focuses on using binary multi-set 

operators that involve two attributes (only performing binary multi-set operators φ2). 

With the introduction of multi-set operation, significant amounts of duplicate derived 

attributes may be constructed by numerating all possible variable pairs that share the same 

domain to perform the intersection operation. For example, intersection 

{[Order.customer].[Order.customer]-1.[Order.book].[Order.book]-1.[Order.customer], 

[Order.book].[Order.book]-1.[Order.customer]} and intersection{[Order.book].[Order. 

book]-1.[Order.customer].[Order.customer]-1.[Order.book], [Order.customer].[Order. 

customer]-1.[Order.book]} are two duplicate attributes, both representing the number of 3-

hop paths between the target consumer and target book of the following two equivalent 

forms: c—b'—c'—b and b—c'—b'—c, where links c—b or b—c both correspond to an 

Order instance, (customer = c, book = b). In order to address this duplication problem, 

records of the slot chain path, σ(τ1, τ2), were kept after performing the intersection 

operations on two applicable attributes derived from slot chains X.τ1 and Y.τ2. Generally, a 
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slot chain path σ(τ1, τ2) is derived by reversing Y.τ2 and concatenating it to the end of X.τ1. 

Let τ1 = ρ11. ρ12. …ρ1m and ρ21. ρ22. …ρ2n. Given that an intersection operator can be 

performed on X.τ1 and Y.τ2, we have Range[τ1] = Range[ρ1m] = Range[τ2] = Range[ρ2n] = 

V. Formally, σ(τ1, τ2) = 1
21.
−ττ  = 1

21
1

12
1

211211 ........... −−
−

− ρρρρρρ nnm .  In the above example, the 

slot chain path derived from [Order.customer].[Order.customer]-

1.[Order.book].[Order.book]-1. [Order.customer] and [Order.book].[Order.book]-

1.[Order.customer] is [Order.customer]. [Order.customer]-1.[Order.book].[Order.book]-

1.[Order.customer].[Order.customer]-1. [Order.book].[Order.book]-1. Before performing an 

intersection operator, a reference slot path σ is constructed first. If σ or σ-1 correspond to 

existing attributes, a duplication is detected and the intersection operator will not be 

performed. The two duplicate attributes discussed before will be detected because the slot 

chain paths of the two attributes were the reverse of each other.  

7.2.3 Transaction Data as Training Data versus Background Knowledge 

Relational learning incorporates background knowledge in a more principled manner than 

is possible with traditional, single-table learning. A recent paper by Provost et al. (Provost, 

et al. 2003) provides detailed discussion on this topic. In this context, the key issue is 

whether or not the existing sales transactions (with existence attribute to be true) in the 

Order table should be used as training data or background knowledge. When used as the 

background knowledge, the sales transactions are viewed as relationship class instances 

and can be used to form slot chains to derive attributes, which can then be processed by 

multi-set operators and aggregation operators to construct meaningful explanatory variables 
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of Order.exist. Many of the example attributes described in previous sections are involved 

with transactions treated as the background knowledge. For example, 

[Order.book].[Order.book]-1.[Order.customer] relies on transaction instances to derive the 

sales volume of the target book. Therefore these transactions used as the background 

knowledge become integral components of the PRM. On the other hand, in order to learn a 

PRM from the data for making recommendations, certain transactions are needed to serve 

as training data to form samples of instances for which Order.exist is true. However, these 

transactions used as training data cannot be also used as the background knowledge at the 

same time. A simple example is used to illustrate the idea. Suppose all Order instances are 

used as both the training data and background knowledge, the following attribute A = 

intersection{[Order.book].[Order.book]-1. [Order.customer], Order.customer} can perfectly 

predict the value of Order.exist: Order.exist is true whenever A = 1 and Order.exist is false 

whenever A = 0. However, this pattern is useless for real predictions, and A directly 

represents the answer of the problem: Order.exist is true, which is not available when 

making real predictions.  

A typical approach adopted in the relational learning literature for link prediction problems 

is to randomly sample a significant portion from the observed linkages (corresponding to 

the transaction instances in our context) as training data and treat the remaining linkages as 

the background knowledge (Popescul and Ungar 2003). This approach can avoid the 

problem of including actual answers in the background knowledge, but its drawback is that 

significant amounts of relational patterns may be missing with large portions of the 

observed linkages ignored. This drawback is especially evident in an online sales database 
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context. For example, the book purchase prediction may largely rely on relational patterns 

derived from the most recent sales transactions. In these cases, randomly sampled training 

data clearly does not deliver good performance. Meanwhile, focused sampling methods 

emphasizing the recent transactions would have difficulty in finding the most appropriate 

transactions to sample from.  

I propose a leave-one-out approach to form training data and background knowledge for 

our recommendation learning task. The idea is to use all transactions as training data and 

background knowledge with a special operation to avoid the problem discussed previously. 

The special operation involves ignoring a particular Order instance x from the background 

knowledge when deriving attributes for instance x itself. The essence of this operation is to 

assume the existence of all other transactions when predicting the existence of a particular 

transaction (thus the name leave-one-out). With this special operation, the problem of 

including actual answers is avoided. For example, attribute A = 

intersection{[Order.book].[Order.book]-1.[Order.customer], Order.customer} will be 

always 0 and will not bring in fake dependencies. Although conceptually simple, the leave-

one-out operation could be computationally intensive. In this study, I implemented this 

operation with batch-mode SQL queries and relied on the Database Management System to 

optimize the computation.  

7.2.4 Learning the PRM and Recommendation Generation 

As described briefly in Section 2 learning a PRM involves two steps: model selection and 

parameter estimation. For both steps we specialized the typical PRM learning procedure to 
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exploit the special characteristics of our recommendation problem for more efficient 

computation.  

7.2.4.1 Structure Selection 

An important challenge for PRM learning is that there are an infinite number of potential 

attributes that could be derived through slot chains and the newly introduced multi-set 

operators. Before searching for an optimal dependency structure S for a PRM, one needs to 

first identify the particular subspace of the infinite attribute space to focus on.  The standard 

approach to address this issue is an iterative expanding heuristic structure search algorithm 

(Friedman, et al. 1999). Under this approach, the length of the slot chains is constrained 

while searching for the optimal PRM. The allowable slot chain length controls the 

complexity of the model. With iteratively increasing allowable slot chain length, the model 

gets expanded to search for incrementally larger and larger attribute space. The choice of 

the allowable slot chain length determines the tradeoff between prediction performance and 

computational intensity. As the model gets much more expressive with longer allowable 

slot chain length, the computational requirements also increase exponentially. For a 

particular recommendation application, we can select the appropriate allowable slot chain 

length depending on the complexity of the relational schema and availability of 

computational resources.  One may also consider allowing longer slot chains that are 

associated with particular reference slots of interest. For example, in the book sales 

example, one may want to allow longer slot chains that only involve reference slots of the 

Order class to explore transitive neighborhood relationships (e.g., neighbors of the direct 

neighbors of the target customer), which have been shown to bring significant 
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improvement in collaborative filtering recommendation quality in our previous studies 

(Huang, et al. 2004a, Huang, et al. 2002, Huang, et al. 2004c). 

The dependency structure S for a PRM defines the parents Pa(X.A) for each attribute X.A. 

In this context, since we are only concerned with Order.exist, only a partial dependency 

structure needs to be derived for Order.exist. Instead of searching for the complete model 

describing all probabilistic dependencies I focus on identifying attributes within the 

Markov blanket of Order.exist and search for an optimal model describing these variables 

and Order.exist. A Markov blanket refers to the parents, children, and other parents of the 

children of a node V in a Bayesian network model; it shields V from being affected by any 

node outside the blanket (Cheng and Greiner 1999). In this study, the following constrained 

model search procedure was followed for identifying the optimal partial dependency 

structure surrounding Order.exist. 

1. Start with an empty graph S 

2. Selective greedy hill-climbing structure search: for Order.exist and each of its 

children, perform one of the four elementary procedures, ‘add a parent,’ ‘remove a 

parent,’ ‘reverse the parent-child relationship,’ and ‘none,’ which gives the highest 

Score(S: I) = log Pr(S | I) + log Pr(S) 

3. If Score(S: I) is not changed, the learning is finished. Otherwise, go to Step 2 and 

continue greedy hill-climbing algorithm 
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7.2.4.2 Parameter Estimation and Recommendation Generation 

Once the optimal partial dependency structure for a particular allowable slot chain length is 

determined, standard parameter estimation procedures can be applied to derive predictive 

models of the value of Order.exist. In the current study, a Naïve Bayesian algorithm for 

binary prediction was applied to estimate the purchase probability P(Order.exist = 1 | 

relevant attributes of Order.exist) for unobserved customer-book pairs. The Naïve Bayesian 

classifier was originally introduced in (Duda and Hart 1973). This method stores a simple 

probabilistic summary for each class (in our case, Order.exist = true or false); this summary 

contains the conditional probability of each attribute value given the class, as well as the 

probability (or base rate) of the class. The Naïve Bayesian method assumes that attributes 

are statistically independent. Despite the “naïve” assumption regarding the attribute 

independence of the Naïve Bayesian method, many recent studies have demonstrated 

theoretically and empirically its robust competitive classification performance, compared 

with a wide range of classification algorithms including nearest neighbors, decision trees, 

and Bayesian network classifiers across many application domains (Cheng and Greiner 

1999, Domingos and Pazzani 1996, Friedman, et al. 1997, Langley, et al. 1992). In the 

recommendation context, given the Markov blanket of binary class variable Order.exist, the 

Naïve Bayesian method is able to produce accurate probability estimates much more 

efficiently than other available methods. An additional benefit of employing the Naïve 

Bayesian method is the intuitive interpretation of the recommendation model derived from 

the data, which I will discuss in detail below. This is critical for practical recommendation 

applications, as several recent studies on human computer interface issues with 
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recommender systems have shown that explanations on why a particular recommendation 

is given are critical for users’ adoption of the recommendations (Bilgic and Mooney 2005, 

Herlocker, et al. 2000). Users’ early adoption of the recommendation service subsequently 

lead to participation in the recommendation interaction process (either by giving ratings or 

keeping purchasing on the same e-commerce site), which is the foundation upon which the 

strategic value of recommendation services can be built for e-commerce businesses.  

I next describe the Naïve Bayesian recommendation generation process. Denote the 

Markov Blanket for Order.exist as XM = (X1, …, Xm). Based on the assumption that the 

attributes are statistically independent, we have )tOrder.exis|Pr( MX  

∏=
=

m

i iX
1

)tOrder.exis|Pr( . Applying the Bayes’ rule we obtain the following relationship: 

xist)Pr(Order.et)Order.exis|Pr()|tOrder.exisPr( ⋅∝ XX  

t)Order.exisPr()tOrder.exis|Pr(
1

⋅=∏ =

m

i iX  (7.4) 

In order to provide a good non-parametric approximation of skewed, multinomial, and 

heavy-tailed probability distributions for describing Pr(a'(i)|b), I adopt the standard 

effective practice of discretizing numerical Xis into a fixed number (20 in our experiments) 

of equal-width bins  (Dougherty, et al. 1995). Because the class variable Order.exist only 

takes two possible values (true or false), formulation can be greatly simplified by defining 

the following probability summaries: b0 = Pr(Order.exist = false), b1 = Pr(Order.exist = 

true), pij = Pr(Xi = Xi(j) | Order.exist = true) and qij = Pr(Xi = xi(j) | Order.exist = false), where 

Xi(j) is the jth possible value of the attribute Xi. I then can define pi and qi as follows: 
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where I{true} is an indication function: I{true}(φ) = 1 if φ is true and I{true}(φ) = 0 if φ is false. I 

further define p and q and apply (7.4): 
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Taking logarithms gives ∑=
−+−=−

m

i ii bbqpqp
1 01 loglog)log(logloglog . Let wij = 

log pij – log qij and b = log b1 – log b0 gives  
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Exponentiating both sides and rearranging gives 
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Based on (7.10) the term wij has a straightforward interpretation for recommendation: the 

higher wij the more likely the sales transactions with the attribute Xi taking the value Xi(j) 

would occur.  I refer to wijs as attribute summary statistics and define the set of wijs 

associated with a particular transaction as an instance spectrum. The wijs with the greatest 

values in the instance spectrum correspond to the most important attributes Xis for 

explaining a particular recommendation. We also define the set of wijs for an attribute Xi as 
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an attribute spectrum. The attribute spectrum summarizes the overall dependency between 

the probability of transaction existence and a particular attribute. I will discuss the instance 

spectrum and attribute spectrum in more detail in the experimental study section. 

Based on the estimate of the posterior transaction probability Pr(Order.exist = true | X) 

various types of recommendations can be generated. Selecting the top N products for each 

consumer with the highest transaction probabilities forms the commonly-studied Top-N 

recommendations for consumers. Similarly, Top-N recommendation for products can also 

be generated by selecting top N consumers for each product with the highest transaction 

probabilities. One may as well remove the restriction on particular consumers or products 

and select the generally the most likely transaction with the highest transaction probabilities 

to form recommendations for the marketers of the e-commerce site.  
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7.2.5 Recommendation Models under PRM 
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Figure 7.2. PRM recommendation model with maximum slot chain lengths of 3 and 5 
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I now examine existing recommendation approaches in light of the unified PRM 

framework. For illustration purposes, I use the same book sales database example. In 

Figure 7.2, attributes in circles, including single-valued and aggregated multi-valued 

attributes, are potential relevant attributes of Order.exist in the dependency model. I refer to 

the set of all possible (inherent and derived) attributes that can be constructed with a fixed 

allowable slot chain length as an attribute space. Figure 7.2(a) presents the attribute space 

for allowable slot chain length of 3. Examples of the attributes in this attribute space 

include city of the target customer [Order.customer].city and number of customers who 

bought the target book cardinality{[Order.book].[Order.book]-1. [Order.customer]}). A PRM 

derived from this attribute space corresponds to purchase prediction models that involve 

customer demographic attributes, number of observed customer purchases, book attributes, 

and past book sales volumes. 

Figure 7.2(b) presents a much more complex attribute space with the allowable slot chain 

length of 5, which includes many interesting attributes that correspond to existing 

recommendation approaches. As explained in Section 7.2.2, 

cardinality{intersection{[Order.customer].[Order.customer]-1.[Order.book].[Order.book]-1. 

[Order.customer], [Order.book].[Order. book]-1.[Order.customer]}} represents the number 

of the target customer’s neighbor customers who have bought the target book, which 

provides essential information for the standard neighborhood-based collaborative filtering 

algorithms. Similarly, cardinality{intersection{[Order.customer].[Order. customer]-

1.[Order.book], [Order.book].[Occurrence.book]-1.[Occurrence.word]. [Occurrence.word]-

1.[Occurrence.book]}} represents the number of books bought by the target customer that 
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contain words appearing in the target book, which provides essential information for 

content-based recommendation approaches. Typical demographic filtering algorithms can 

also be viewed as a special case under our framework using a subset of attributes involving 

customer attributes. For example, cardinality{intersection{[Order.customer].birthYear, 

[Order.book].[Order.book]-1.[Order. customer].birthYear}} describes how many customers 

of similar age as the target customer (as the birthYear was discretized into 20 equal-width 

bins instances with the similar range of year of birth were assigned equal values) have 

purchased the target book previously. Recommendations made based on such attributes 

correspond to typical demographic filtering recommendations.  

Although I only discussed three representative examples of data patterns corresponding to 

different recommendation approaches, many more such data patterns can be traced by 

following Figure 2. The PRM estimated based on Figure 7.2(b) can provide “hybrid” 

recommendations by combining these different types of data patterns. One may also 

increase the allowable slot chain length to explore even more complex data patterns. Once 

the allowable slot chain length exceeds 7, indirect customer/book neighbors and their 

associated attributes can be included into the model. These attributes in principle 

correspond to the intuition behind graph-based recommendation algorithms that account for 

transitive associations among customers and books as discussed in Chapters 3 and 4. The 

potential value of the transitive associations has been demonstrated in the experimental 

results in Chapters 3 and 4 by the superior performance of the graph-based algorithms. 

Therefore the PRM recommendation model may also be improved by including these 

attributes derived through long slot chains. However, a larger allowable slot chain length 
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also leads to a dramatically larger search space, making the model estimation and 

prediction process much more computationally intensive. 

One of the most important advantages of the PRM-based framework is that it is a model-

based framework that provides a principled approach to combine different data patterns 

employed by content-based, demographic filtering, and collaborative filtering algorithms. 

Being different from the memory-based algorithms, the specific data patterns employed by 

our framework are derived from the observed data through a supervised learning process. 

The Bayesian analysis framework also inherently assigns “weights” to the different types 

of data patterns and combines them under the “supervision” of the observed data. Such a 

property differentiates our proposed framework from most existing hybrid recommendation 

approaches that perform the combination heuristically or in an ad-hoc manner. For 

example, a naïve recommendation algorithm that recommends the most popular products to 

all consumers typically obtains comparable and sometimes even competitive performances 

compared with other collaborative filtering algorithms (typically with performance 

measures at the 0.25 – 1 scale level of the best performing recommendation algorithm). 

Previous studies have also identified that a significant portion of these popularity-based 

recommendations typically do not overlap with recommendations generated by other 

algorithms. While no previous studies have attempted to explicitly combine the two types 

of recommendation, our framework provides a straightforward combination. Such a 

combined recommendation, as I will report in the experimental study section, lead to quite 

competitive recommendation performances in one of the experiments. 
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7.3 An Experimental Study 

This section reports an experimental study evaluating the effectiveness of the proposed 

recommendation framework. In the first part of the study, I explore how well the PRM-

based framework can automatically synthesize data patterns traditionally exploited by 

different recommendation approaches separately. To further demonstrate the advantage of 

our proposed framework, in the second part of the study I compare the performance of the 

proposed PRM-based framework directly with existing collaborative filtering algorithms by 

limiting its input to sales transaction table only, as used by the collative filtering 

algorithms.  

7.3.1 Experimental Data  

This study used two of e-commerce datasets introduced in Section 2.3.2 in the experiments: 

the retail dataset and the book dataset. The experiments used samples from these two 

datasets. Consumers who had purchased 5 to 100 products were included for meaningful 

testing of the recommendation algorithms. This range constraint resulted in 851 consumers 

for the book dataset and about 1.2 million households for the retail dataset. To keep the 

sample size close to each other, for the retail dataset we randomly selected 1,000 from the 

1.2 million households. The details about the final samples are shown in Table 7.1. The 

statistics of the complete datasets are also reported within the parentheses. 



 168

Table 7.1. Characteristics of the retail and book datasets (* the density level of a 
dataset is defined as the percentage of the elements valued as 1 in the interaction 

matrix) 

Dataset # of 
Consumers 

# of 
Products 

# of 
Transactions 

Density 
Level* 

Avg. # of purchases 
per consumer 

Avg. sales 
per product 

Retail 1,000 
(~4 million) 

7,328 
(~128,000) 

 9,332 
(~16 million) 

0.1273% 
(~0.0031%) 

9.33 
(~4) 

1.27 
(~125) 

Book 851 
(~2,000) 

8,566 
(~9,700) 

13,902 
(~18,000) 

0.1907% 
(0.0928%) 

16.34 
(~9) 

1.62 
(~1.86) 

 
 

The book dataset contained detailed information describing the consumers (e.g., city, year 

of birth, education) and books (e.g., price, publisher, authors, title, keyword, introduction). 

We preprocessed the data and transformed it into a normalized database. The schema of the 

database is shown in Figure 7.1 of Section 7.2.1. For the word occurrence table we 

included indexed phrases in book titles and keywords. I used this dataset in the first part of 

the study to evaluate the capability of the proposed framework to generate high-quality 

hybrid recommendations based on collaborative, content-based, and demographic-based 

data patterns. The retail dataset was quite limited, only containing the sales transaction 

table. This dataset was used together with the sales transaction table of book dataset for the 

second part of the study to compare the performances of the PRM-based framework with 

those of existing collaborative filtering algorithms. 

7.3.2 Evaluation Procedure  

While an ideal evaluation of a recommendation will involve assessment given by 

customers who actually experienced the recommended products or services, this type of 

evaluation is typically difficult and prohibitively expensive. In the recommendation 

algorithm research literature, a hold-out test procedure is commonly adopted to evaluate 
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algorithm performances. The idea is to withhold a portion of the transaction data as the 

testing set and use the remaining transactions (referred to as the training set) to generate 

recommendations. The recommendations are then compared with the actual transactions in 

the testing set to derive performance measures.  

In this study, we selected 20% of each consumer’s interactions (the latest) to form the 

testing set and designated the remaining 80% (earlier interactions) to be the training set. We 

adopted the well-studied Top-N recommendation task, in which a ranked list of N products 

is recommended for each consumer. The standard recommendation quality measures 

introduced in Section 2.3.1, precision, recall, F measure, and rank score, were adopted in 

this study. In the experiments, we set the number of recommendations to be 10 (N = 10) 

and the halflife for the rank score to be 2 (h = 2).  

7.3.3 PRM-based Recommendations  

In this section I report the experimental results with the complete book sales dataset under 

the proposed PRM-based recommendation framework. By setting the allowable slot chain 

length to be 5, I constructed PRM models over the attribute space as shown in Figure 7.2(b). 

As discussed in Section 7.2.4, subsets of attributes in the attribute space can be included to 

form recommendation models that correspond to different recommendation approaches 

including collaborative filtering, content-based, demographic filtering, and hybrid 

approaches. In this experiment, I categorized the attributes into content-based, 

demographic-based, and collaborative attributes. Content-based attributes are the ones 

involved with the Book and Occurrence tables. Demographic-based attributes are the ones 
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involved with the Customer table. Collaborative attributes are the ones only involved with 

the Order table. Restricting on attributes of individual categories, I followed the learning 

procedure described in Section 7.2 to select the sets of relevant attributes and derived PRM 

models for different recommendation approaches, referred to as PRM-Content, PRM-

Demographic, and PRM-Collaborative, respectively. I also derived an unrestricted model 

using the entire attribute space, referred to as PRM-Complete.   

Table 7.2. Relevant attributes in PRM models (* the target customer is denoted c and 
the target book is denoted b) 

 ID Attribute Interpretation* 

A1 
cardinality{intersection{[Order.customer].[Order.customer]-1 

.[Order.book], [Order.book].[Occurrence.book]-1 

.[Occurrence.word].[Occurrence.word]-1.[Occurrene.book]}} 

Number of books 
purchased by c that 
contain the words 
appearing in b PRM-Content 

A2 
cardinality{intersection{[Order.book].[Occurrence.book]-1 

.[Occurrence. word], [Order.customer].[Order.customer]-1 

.[Order.book]. [Occurrence.book]-1.[Occurrene.word]}} 

Number of words in b that 
also appear in books 
purchased by c 

A3 
cardinality{intersection{[Order.customer].[Customer.birthYear], 
[Order. book].[Order.book]-1.[Order.customer].[Customer. 
birthYear]}} 

Number of customers who 
purchased b and have the 
same range of year of 
birth as c PRM-

Demographic 
A4 

cardinality{intersection{ [Order.customer].[Customer.education], 
[Order. book].[Order.book]-1.[Order.customer].[Customer. 
education]}} 

Number of customers who 
purchased b and have the 
same level of education as 
c 

A5 
cardinality{intersection{ [Order.customer].[Order.customer]-

1.[Order.book], [Order.book].[Order.book]-1.[Order.customer] 
.[Order.customer]-1.[Order.book]}} 

Number of books 
purchased by c that have 
been purchased  by 
common customers with b PRM-

Collaborative 
A6 card{[Order.book].[Order.book]-1.[Order.customer]} 

Number of customers who 
bought b (sales volume of 
b) 

PRM-
Complete1  A1, A4, A5, A6  

PRM-
Complete2  A1, A5, A6  
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Table 7.3.  Recommendation performance measures of PRM models (boldfaced 
measures were not significantly different from the largest measure at the 5% 

significance level) 

Model Precision Recall F Measure Rank Score 
PRM-Content 0.0142 0.0767 0.0227 5.4225 

PRM-Demographic 0.0145 0.0778 0.0229 7.4946 
PRM-Collaborative 0.0267 0.1354 0.0417 11.1411 

PRM-Complete1 0.0313 0.1636 0.0493 12.0511 
PRM-Complete2 0.0304 0.1573 0.0480 11.9930 

 
 

Table 7.2 presents the relevant attributes selected within each PRM model. The 

recommendation performance measures of the individual PRM models are presented in 

Table 7.3. The results show that the content-based and demographic filtering 

recommendation achieved similar precision, recall, and F measure. The demographic 

filtering recommendation performed better than the content-based recommendation in 

placing the correct recommendations to higher ranks in the ranked list, as indicated by its 

higher rank score. The collaborative filtering model achieved much better recommendation 

performances than the content-based and demographic filtering models, confirming the 

observations in the literature. The results show a significant improvement of the PRM-

Complete model over the PRM-Collaborative model. These experiments also show that 

removing any single attribute (except the demographic attribute A4) in the PRM-Complete 

model would lead to degraded recommendation performances. Overall, these results 

indicate that our proposed PRM-based recommendation framework successfully identified 

the unique set of attributes across content-based, demographic-based, and collaborative 

data patterns, which lead to better recommendation performances.  

As discussed previously in Section 7.2.4.2, the attribute summary statistics (wij) generated 

during the Naïve Bayesian model estimation process provide important information 
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regarding the information content of an attribute (based on the attribute spectrum consisting 

of all wijs associated with a particular attribute Xi) and the explanation of a particular 

recommendation (based on the instance spectrum consisting of all wijs associated with a 

particular transaction instance).  I present in Figure 7.3 the attribute spectra of the attributes 

included in PRM-Complete and an attribute that was not included in any of the models for 

comparison purpose (A7 = cardinality {[Order.book].[Occurrence.book]-1.[Occurrence. 

word].[Occurrence.word]-1.[Occurrence.book]-1}, which represents the number of books 

that contain the same words appear in the target book). Based on the derivation in Section 

7.2.4, a higher attribute summary statistics value corresponds to higher probability for the 

existence of a particular transaction instance. One can observe in Figure 7.3 that the 

attribute spectra of included attributes all exhibit a general upward pattern, indicating that 

the attribute values could in general differentiate highly likely transactions from unlikely 

transactions. In contrast, the attribute spectrum for the unincluded attribute A7 does not 

seem to have the general differentiating power, which explains why it was not included in 

the model.  
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Figure 7.3. Attribute spectra of attribute included in PRM-Complete (A1, A4, A5, and A6) and an 

unincluded attribute A7 
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Figure 7.4. Instance spectra of 5 successful recommendations 

 
I also present in Figure 7.4 several examples of instance spectra of successful 

recommendations. The model PRM-Complete was eventually employed to generate 
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recommendations, thus only the attributes that were included in the model are shown for 

the spectra. Corresponding to the attribute spectra shown in Figure 7.3, for all four 

attributes a larger value contributes more to the likelihood of the transaction instance. One 

can observe that a common feature of these successful recommendations is the existence of 

at least one large value within the four attributes. Explicit explanation for a 

recommendation may be given based on its instance spectrum. For example, Rec1 was 

recommendation mostly because of many books purchased by the target consumer contain 

the keywords appear in the target book (large A1); the recommendation of Rec5 was 

attributable to the fact that many consumers who bought the target book have the same 

level of education as the target consumer (large A4) and the fact that the target book is 

quite popular (large A6).  

7.3.4 Collaborative Filtering Recommendation Comparison 

To further demonstrate the potential advantage of the proposed recommendation 

framework in the second part of our study, we compared our proposed framework with a 

wide range of existing collaborative filtering algorithms using the retail and book sales 

transaction datasets.  

Table 7.4. Attribute in the attribute space for collaborative filtering recommendation (* the target 
customer is denoted by c and the target book is denoted by b) 

ID Attribute Interpretation* 
X1 cardinality{[Order.book].[Order.book]-1.[Order.customer]} Sales volume of b 

X2 
cardinality{intersection{ [Order.customer].[Order.customer]-

1.[Order.book], [Order.book].[Order.book]-

1.[Order.customer].[Order.customer]-1.[Order.book]}} 

Number of books purchased by c 
that have been bought by common 
customers with b 

X3 
cardinality{intersection{ [Order.customer].[Order.customer]-

1.[Order.book], [Order.book]. [Order.book]-1. 
[Order.customer].[Order.customer]-1.[Order.book]. [Order.book]-

1.[Order.customer] .[Order.customer]-1.[Order.book]} 

Number of transitive neighbors of 
b (the neighbors of b’s neighbors) 
that have been purchased by c 
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For this experiment we increased the allowable slot chain length to 7 because with only the 

Order class the attribute space is greatly reduced. Three attributes were included in the 

models for the two datasets, which are presented in Table 7.4. X3 is a newly introduced 

attribute constructed through a slot chain of length 7. It involves the concept of transitive 

neighbors of the target book, which refers to the books purchased by the customers who 

purchased books that were purchased together with the target book previously. Intuitively, 

it represents a relatively long path in a consumer-product graph induced by the sales 

transactions: b—c'—b'—c''—b''. The data pattern represented by X3 corresponds to 

transitive associations studied in several graph-based collaborative filtering algorithms 

presented in Chapters 3 and 4.  

For the book dataset, the PRM model did not change from the one reported previously in 

Table 7.2, which consists of X1 and X2 in Table 7.4. A different model was derived for the 

retail dataset, which consists of X1 and X3. The model difference might be related to the 

different data patterns within the two datasets: popularity-based transactions may be more 

frequent in the book dataset, while transitive associations could potentially lead to possible 

transactions in the retail dataset.  

For comparison purposes, we reported in Table 7.5 the performance measures for the PRM 

models for the book and retail datasets as well as the performances of 7 collaborative 

filtering algorithms on the same datasets obtained from our previous research (Huang, et al. 

2005). These collaborative filtering algorithms include the ones included in the 

comparative study in Chapter 5: user-based neighborhood algorithm (Breese, et al. 1998), 
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item-based neighborhood algorithm (Deshpande and Karypis 2004, Sarwar, et al. 2001), 

dimensionality reduction algorithm (Goldberg, et al. 2001, Sarwar, et al. 2000b), generative 

model algorithm (Hofmann 2004, Ungar and Foster 1998), two graph-based algorithms 

including the spreading activation algorithm (Huang, et al. 2004a) and link analysis 

algorithm (Huang, et al. 2004c), and a naïve recommendation based entirely on observed 

sales volume of the products. 

Table7.5. Comparison with existing collaborative filtering algorithms (boldfaced measures were not 
significantly different from the largest measure at the 5% significance level) 

Data Algorithm Precision Recall F Measure  Rank Score 
Naïve  0.0062 0.0326 0.0100 1.3889 

User-based 0.0042 0.0305 0.0073 2.5770 
Item-based 0.0106 0.0731 0.0182 4.9866 

Dimensionality Reduction 0.0064 0.0408 0.0109 3.0120 
Generative Model 0.0070 0.0466 0.0118 2.1084 

Spreading Activation 0.0130 0.0863 0.0219 5.2209 
Link Analysis 0.0133 0.0891 0.0224 6.4074 

Retail 

PRM 0.0191 0.1343 0.0326 9.3014 
Naïve  0.0258 0.1316 0.0405 10.7814 

User-based 0.0122 0.0753 0.0202 4.9332 
Item-based 0.0093 0.0443 0.0144 3.2146 

Dimensionality Reduction 0.0191 0.1026 0.0305 6.9486 
Generative Model 0.0251 0.1273 0.0393 11.0287 

Spreading Activation 0.0231 0.1155 0.0362 9.4955 
Link Analysis 0.0267 0.1282 0.0415 10.3835 

Book 

PRM 0.0267 0.1354 0.0417 11.1411 
 

Based on the results shown in Table 7.5, the PRM clearly dominated all other collaborative 

filtering algorithms in all four performance measures for the retail dataset. The fact that the 

attribute X3 was included in the PRM model for the retail datasets was consistent with the 

relatively good performance of the graph-based algorithms (spreading activation and link 

analysis algorithms), which also exploits transitive associations among consumers and 
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products. The PRM’s superior performance over the graph-based algorithms may be 

attributed to its nature of supervised learning and the capability to combine transitive 

association (X3) with the book sales information (X1). For the book dataset, PRM also 

achieved the best performances, although not dominating all other algorithms. The naïve 

recommendation based on sales volume had surprisingly good performance for the book 

dataset while the graph-based algorithms did not show significant improvement over other 

algorithms. These results may provide explanation for the PRM to be able to deliver the 

best performance with relatively simple data patterns (X1 and X2). 

7.4 Summary and Future Work 

This chapter presents a unified recommendation framework based on probabilistic 

relational models treating the recommendation problem as a special type of relational 

learning problem. I extended PRMs by introducing multi-set operators to explore the 

important relational data patterns relevant to recommendation. I also specialized the 

dependency structure searching and parameter estimation procedures to exploit the special 

characteristics of recommendation problem. The proposed PRM-based recommendation 

framework not only automatically integrates of various existing recommendation 

approaches but also allows data patterns that are not captured by existing models.  

I have demonstrated with a book sales database that our proposed framework unifies 

content-based, demographic filtering, and collaborative filtering algorithms as special 

cases. I have also demonstrated the successful integration of different approach under our 

framework, which lead to significantly improved recommendation performances over 



 178

individual approaches. Using this books sales dataset and an online retail transaction 

dataset we also showed that our proposed recommendation framework, when works on the 

transactional data alone, also outperformed a wide range of existing collaborative filtering 

algorithms.  

This research can be extended in the following directions: (a) application of complex multi-

set aggregation operations that provide richer input information for learning; (b) 

optimization of the algorithm implementation to improve space and time efficiencies; (c) a 

complete comparison with a wide range of existing recommendation approaches. 

Recommendation is only one special application of PRM-based relational learning. I also 

plan to develop other specializations of PRMs for a wide range of personalization, 

marketing, and managerial applications based on consumer behavior modeling (Murthi and 

Sarkar 2003). 
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C H A P T E R  8  

ANALYZING CONSUMER-PRODUCT GRAPHS USING RANDOM GRAPH 
THEORY 

Random graph theory has become a major modeling tool to study complex systems. In this 

chapter I apply random graph theory to analyze bipartite consumer-product graphs that 

represent sales transaction data to understand consumer purchase behavior in e-commerce 

settings. Based on two real-world e-commerce datasets I found that such graphs 

demonstrate topological features that deviate from theoretical predictions based on standard 

random graph models. In particular I observed consistently larger-than-expected average 

path lengths and clustering coefficients. Such deviations suggest that the consumer choices 

of products are not random and provide justification for a large family of collaborative 

filtering-based recommendation algorithms. These findings have also led to the 

development of a new recommendation algorithm based on graph partitioning. I show 

empirically that this algorithm outperforms a standard collaborative filtering algorithm 

using the two e-commerce datasets. 

This chapter is structured as follows. Section 8.1 describes the general motivation of the 

research. Section 8.2 provides a brief review of the random graph literature and introduces 

topological measures and random graph models that are relevant to this research. Section 

8.3 describes the consumer-product graph representation of sales transactions and 

illustrates how to project this consumer-product graph into consumer and product graphs. I 
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also summarize theoretical predictions of the topological measures of the consumer and 

product graphs under the standard random graph assumption. Section 8.4 presents the 

empirical findings on consumer-product graphs using two online purchase datasets. Section 

8.5 discusses conceptual implications of our findings in the context of recommender 

systems. These findings have motivated the development of a new graph-based 

recommendation algorithm. Section 8.5 contains a discussion of this algorithm and related 

computational evaluation. I conclude the paper in Section 8.6 by summarizing our findings 

and pointing out future research directions. 

8.1 General Motivation of the Research 

The past few years have witnessed dramatic growth in research using random graph theory 

to study complex systems in a wide variety of scientific, engineering, and social domains. 

Examples include telecommunication networks and the World-Wide Web (Faloutsos, et al. 

1999); biological systems such as genetic and metabolic regulation, protein folding, and 

neural networks (Amaral, et al. 2000, Jeong, et al. 2001); scientific literature co-authorship 

and citation networks (Barabasi, et al. 2002, Newman, et al. 2002); social networks of 

collaborators and acquaintances (Amaral, et al. 2000, Watts 1999), among others. The 

classical Erdős-Rényi (ER) model (Erdos and Renyi 1959, Erdos and Renyi 1960) has 

dominated random graph theory for decades since its introduction. This model provides the 

simplest and most straightforward realization of a complex network, characterizing a 

network as generated by randomly connecting pairs of nodes. However, many recent 

studies have found that real networks in different domains exhibit topological features that 
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deviate from the theoretical predictions made by the ER model. A significant portion of 

recent research has been focused on discovering common underlying governing principles 

that may advance our understanding of the fundamental mechanisms of these complex 

systems.  

Several recent studies have started to adopt random graph modeling methodology to study 

phenomena in the business world, including interlocking boards of directors (Conyon and 

Muldoon 2004, Davis, et al. 2003, Robins and Alexander 2004), corporate governance and 

ownership (Baum, et al. 2003, Kogut and Walker 2001), and electronic bidding behavior 

(Yang, et al. 2003). These studies have focused on characterizing the statistical topological 

properties of the business networks and linking these properties to underlying individual 

and organizational behavioral explanations. Many of these studies have shown that this 

random graph modeling methodology can be fruitfully applied to business problems and 

bring in useful insights. Two examples of such findings are the resilience of the structure of 

the corporate elite to macro and micro changes affecting corporate governance (Davis, et 

al. 2003) and the domination of online auctions by an unusually active minority (Yang, et 

al. 2003).  

This chapter applies the random graph modeling methodology to study the consumer 

purchase behavior in e-commerce settings from a network perspective. In particular, I am 

interested in studying the evolution of interactions among consumers and products reflected 

in online sales transactions. A vast amount of marketing literature has been dedicated to 

studying consumer behavior and to providing business decision support through predicting 
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consumer behavior. It has been recognized in marketing research that observed consumer 

purchase behavior is the key to predicting consumer behavior offline (Ehrenberg 1988) and 

online (Bellmann, et al. 1999). By representing consumers and products as vertices and 

sales transactions as edges linking consumer and product vertices, we can view the entire 

transaction history of the store as a growing consumer-product graph. I examine the 

structure of this consumer-product graph with an attempt to reveal the underlying 

mechanism that governs consumer purchase behavior and to explore potential insights for 

improving predictive analysis of the consumers’ future purchases.  

Sales transactions, as a major form of interactions between consumers and products, have 

also been extensively studied computationally in recommender system research (Resnick 

and Varian 1997). As an important component of the marketing and customer relationship 

management process, a recommender system suggests products and services to potential 

customers based on the observed customer behavior and attributes of the customers and 

products. Sales transaction data is a major input to many algorithmic engines for 

commercial recommender systems and personalization systems. In fact, the collaborative 

filtering approach (Hill, et al. 1995, Resnick, et al. 1994a), arguably the most successful 

recommendation approach, relies on transaction data alone to make recommendations. The 

success of such a recommendation approach relies on the existence of consistent patterns of 

consumer purchase behavior and how well the algorithms can capture such patterns. A 

major component of this research is to explore the use of random graph modeling of sales 

transaction to reveal the characteristics of the consumer behavior patterns and to improve 

performance of recommender systems.  
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The intended contributions of this research are two-fold. First, to the best of our 

knowledge, this research represents a first empirical study on consumer-product graphs. 

Using two online retail datasets, I compare measures of topological characteristics of 

consumer graphs and of product graphs (projected from consumer-product graphs 

representing the sales transactions) with the theoretical predictions given by a random 

graph model. I find that these consumer and product graphs show a consistently higher 

tendency to clustering over time and have path lengths or distances between consumers and 

products that are relatively short but still longer than those predicted by the random graph 

model. These findings strongly suggest that consumer choices are not random and 

empirically re-confirm the fundamental assumption of recommender system research. The 

second contribution is a new graph-based recommendation algorithm motivated by the 

empirical findings. The experimental results show that this algorithm substantially 

outperformed the standard collaborative filtering algorithm, which also takes an observed 

consumer-product graph as input.  

8.2 Related Random Graph Research 

Graphs have been used to represent various relationships in a wide range of complex 

systems. As common in the random graph modeling literature, we use graph and network 

interchangeably in this paper. In this section, I first briefly motivate the random graph 

research in general. Several topological measures and random graph models that are 

directly relevant to our research are then introduced. 
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8.2.1 General Motivation of Graph Topological Analysis 

Random graph modeling research exploits a graph representation of complex systems with 

a focus on its topological characteristics. Its main research objective is to capture the 

mechanisms that determine the network topology of a particular system. The key 

assumption is that the fundamental mechanism that governs the generation of relationships 

among components of a system leaves certain identifiable traits in the resulting network 

topology. Thus, a simple graph generation model that can reproduce similar topological 

features of the real network may bring important insights to understanding the actual 

mechanism that governs the real system. The domain-specific interpretations of such 

abstract graph generation models could potentially lead to development of theories 

regarding the interactions among the system constituents.  

The social network literature provides an excellent example of how this research 

methodology can help theory development. Social networks that represent friendship or 

acquaintance relationships among individuals often exhibit the property of forming social 

cliques, which are fully-connected subgraphs. This topological characteristic of social 

networks reflects the effects of the fundamental balance theory of social interactions, i.e., 

people who like each other agree (e.g., two friends both like a third person) and people who 

dislike each other disagree (Heider 1946). Such a theory may be translated into a friendship 

graph generation model by forcing linked vertices (friends) to behave in the same manner 

to a newly-added vertex with a high probability, either all forming edges to it or none 

forming an edge to it. This simple graph generation model guarantees formation of large 

numbers of cliques that confirms the empirical observations.  
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In many instances, even without establishing a complete underlying theory, the insights 

provided by the graph generation models could also have real-world applications. For 

example, a graph generation model that is consistent with the real Internet topology would 

provide more accurate simulated Internet models that are critical for optimizing Internet 

protocols (Labovitz, et al. 2001).  

8.2.2 Characterizing Topological Features and Measures 

In the past few years, many studies have analyzed topological characteristics of large-scale 

real-world networks in various application domains, including World-Wide Web, Internet, 

movie actor collaboration network, science collaboration network, and cellular network, 

among others (Albert and Barabasi 2002). These real-world networks have demonstrated 

surprisingly consistent topological characteristics across different domains. Two major 

concepts related to such topological features are “small world” and “clustering” 

phenomena.  

Small World: The small world concept describes the fact that despite their often large size, 

most networks exhibit a relatively short path between any two vertices. The distance 

between two vertices is defined as the number of edges along the shortest path connecting 

them. Such a concept dates back to the “six degree of separation” in social networks that 

was uncovered in the 1960s (Milgram 1967). The average path length (or 

typical/characteristic distance) measure L, defined as the average of path lengths of all 

connected vertex pairs, quantifies this property. 
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Clustering: Many real-world networks show an inherent tendency to clustering. A typical 

example is social networks, in which cliques form, representing circles of friends or 

acquaintances in which every member knows every other member. Such a tendency is 

quantified by the clustering coefficient measure, which has two commonly used definitions 

(Newman, et al. 2001, Watts and Strogatz 1998).  

The first definition is proposed by Watts and Strogatz. A clustering coefficient is defined 

for each vertex that has at least two neighbors:  

2/)1(
 vertex of neighborsbetween  edges ofnumber 

−
=

jj
j kk

jC  (8.1) 

where kj is the degree of the j-th vertex. The clustering coefficient for the entire graph is 

defined as the average of all vertex clustering coefficients. 

The other definition, used for example by (Newman, et al. 2001), defines clustering as a 

property of the graph as a whole: 

 triplesconnected ofnumber 
graph) in the  trianglesofnumber (3×

=∆C  (8.2) 

where a triangle is a set of three vertices each of which is connected to both of the others, 

and a connected triple is three vertices x-y-z, with both vertices x and z connected with y 

(note that x-y-z and z-y-x are considered the same connected triple). The factor 3 in the 

numerator accounts for the fact that each triangle contributes to three connected triples of 

vertices. 
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Both clustering coefficients are strictly bounded between 0 and 1 and measure the extent to 

which being a neighbor is a transitive property. In our context, for example, a consumer 

graph represents consumer relationships of co-purchasing the same products. In a consumer 

graph with high clustering coefficient (close to 1) such a co-purchase relationship tends to 

be transitive under most cases, i.e., if consumer a and b purchase the same products and 

consumers b and c purchase same products, then consumers b and c are highly likely to do 

so as well. 

8.2.3 Random Graph Models 

The simplest graph generation model is a purely random one. Before searching for any 

specific mechanisms that could have determined the observed network topology, the first 

question to ask is whether the network is generated randomly. Indeed, networks with a 

complex topology and unknown organizing principles often appear random, thus previous 

studies on a wide range of real systems have used a random graph model as the benchmark 

to characterize the complex networks. These studies relied on random graph theory to 

provide theoretical predictions or expected values of the network topological measures 

under a random assumption. Deviation of the actual measures from these expected values 

signifies the structural deviation of the real network from a random one, thus indicating 

underlying non-random organizing principles of interest.  

The theory of random graphs was founded by Paul Erdős and Alfred Rényi (Erdos and 

Renyi 1959, Erdos and Renyi 1960, Erdos and Renyi 1961). They defined a random graph 

as N labeled nodes connected by n edges which are chosen randomly from N(N-1)/2 
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possible edges. An alternative definition of a random graph is called the binomial model, 

which characterizes the construction process of a random graph: start with N nodes, every 

pair of nodes being connected with probability p. For a random graph, the expected values 

of the network topological measures discussed before are given as functions of the size of 

the graph N and the connection probability p. This model, called Erdős-Rényi (ER) model, 

has dominated research in random graph modeling for decades since its introduction.  

In the last several years, a large number of empirical studies have found that the network 

topology of complex systems in a wide variety of domains deviates from the purely random 

graph characterized by the ER model. A key finding is that many real networks 

demonstrate the small world property: a small average path length coexists with a large 

clustering coefficient. The small world property deviates from the theoretical predictions 

made by the ER model, which point to small average path lengths and small cluster 

coefficients. These empirical findings motivated the development of the small-world model 

in Watts et al.’s pioneering work (Watts and Strogatz 1998). The small-world model 

describes an empirically observed graph as generated by randomly rewiring a regular 

graph, specifically an ordered regular lattice. (A graph is said to be regular of degree r if 

each vertex has the same degree r (Tutte 1984). An order regular lattice of a sufficiently 

large degree exhibits a large clustering coefficient but also a large average path length 

(Watts and Strogatz 1998).) This model is essentially a hybrid model that combines a 

completely random graph and a completely regular graph to reproduce the empirically 

observed coexistence of small average path length and large clustering coefficients.  This 

model has inspired a large number of studies that propose similar hybrid random graph 
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models with certain governing principles that generate graphs with empirically observed 

topologic characteristics. An important family of such models, called scale-free networks, 

focuses on reproducing the empirically observed power law degree distribution, which 

describes the probability distribution of the number of edges connecting to a randomly 

chosen vertex (Barabasi and Albert 1999, Barabasi, et al. 1999, Dorogovtsev and Mendes 

2001, Krapivsky, et al. 2000). In this study, I focus on the small world property of 

consumer-product graphs and leave further investigations on degree distributions for future 

research.  

8.3 Modeling the Consumer-product Graph  

In this section we first present the consumer-product graph representation of the sales 

transaction data and its projections to a consumer graph and a product graph. We then 

summarize theoretical predictions of the topological measures of the graphs projected from 

a bipartite graph (such as our consumer-product graph) derived using the generating 

function method.  

8.3.1 Graph Representations of Sales Transactions 

A sales transaction dataset can be naturally represented as a graph by treating consumers 

and products as vertices and transactions involving consumer-product pairs as edges 

connecting the corresponding consumer and product vertices. I refer to this graph as the 

consumer-product graph in this paper. In the social network literature, such a graph is 

called an affiliation network, a graph with two sorts of vertices (consumer vertices and 

product vertices) that has edges connecting consumers to products they have purchased. 
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This graph is an example of a bipartite graph: one whose vertices can be divided into two 

distinct sets and whose edges only make connections between the two sets. See Figure 1(a) 

for an example. 

Many other types of affiliation networks have been extensively studied. One example is the 

boards of directors network, in which directors and boards are represented as two types of 

vertices and edges represent board affiliation/membership of the directors (Davis, et al. 

2003, Robins and Alexander 2004). Since most of the existing theoretical results of graph 

topological characterization are on unipartite graphs, most previous empirical studies have 

projected a bipartite graph into two unipartite graphs, each with only one type of vertex, 

and have analyzed the topological properties of these projected unipartite graphs. I adopted 

the similar approach in our study. In this context, a bipartite consumer-product graph can 

be projected into a consumer graph and a product graph. In the consumer graph, an edge 

between two consumer vertices represents that two consumers had purchased at least a 

common product previously. Similarly in the product graph, an edge between two product 

vertices represents that the two products had previously been purchased by at least one 

common consumer. Figure 8.1(a) presents a small portion of a bipartite consumer-product 

graph based on a sales transaction dataset from an online bookstore. Figures 8.1(b) and 

8.1(c) present the unipartite projections of this bipartite graph, one for consumers and the 

other for the products. 
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10071666 A Gynecologist's Second Opinion
10076850 Advertising on the Internet a1079 a1500
10063268 Are You Ready to Manage？
10056207 Banking in Asian

a1079 10167403 C: The Complete Reference
10146093 Chocolat a1407
10076848 Customer Service on the Internet
10000012 Digital Darwinism: 7
10032363 Electronic Commerce: A Manager's Guide
10069699 Emotional Intelligence
10159658 Harry Potter and The Prisoner of Azkaban

a1500 10003812 Internet World Guide to One-To-One Web Marketing
10063356 Newsmaking
10030180 PHP3 Programming Browser-Based Applications 
10071704 Regional Advantage: Culture and Competition in …
10139294 Rich Dad, Poor Dad
10142218 Sony: the Private Life
10042244 Teach Yourself C, 3rd Edition

a1407 10105871 The Death of the Banker: The Decline and Fall of …
10046338 The Executive Guide to Strategic Planning
10021231 the Internet Marketing Plan
10040647 The Marketer's Guide to Public Relations
10051268 The New Makety ERA
10024531 The Ultimate Business Guru Book: 50 Thinkers ... 
10092694 Who Moved My Cheese?

(c) The product graph projected from from the biparrite 
graph depicted in (a)

(b) The consumer graph projected from the bipartite graph 
depicted in (a)

(a) A bipartite consumer-product graph consisting of 3 consumers and 25 books  

Figure 8.1. A book sales example: consumer-product graph, consumer graph, and 
product graph 

 

8.3.2 Random Bipartite Graphs and Generating Functions 

The previous studies have investigated graphs projected from bipartite graphs that are 

similar to the consumer and product graphs in our context, such as the movie actor 

collaboration network (Watts and Strogatz 1998), science collaboration network (Barabasi, 

et al. 2002), word-cooccurrence network (Cancho and Sole 2001) and board of director 

network (Davis, et al. 2003). These networks all exhibit drastically larger clustering 

coefficients than the expected values given by the random graph model, typically over 

1,000 times larger. However, as one can see in the example consumer and product graphs 

in Figures 8.1(b) and 8.1(c), a large portion of the tendency to clustering of a graph 

projected from a bipartite graph can be attributed to the projection process itself. The 

product graph in our example illustrates this point well. The product graph is actually 

comprised of complete subgraphs only as a result of the projection process. Each consumer 

who has purchased multiple products will bring these products into a fully-connected 
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complete subgraph. Thus a graph projected from bipartite graphs is guaranteed to have 

larger clustering coefficients than a random unipartite graph of same size and number of 

edges. For this reason, the predictions given by the original random graph model are not 

appropriate benchmarks for such networks (Conyon and Muldoon 2004). Newman et al. 

(Newman, et al. 2001) introduced the generating function approach which gives theoretical 

predictions of the topological measures of graphs projected from a random bipartite graph 

using their approach. We adopt this approach in our study and summarize it below. 

Given the degree distribution of a graph vk, which describes the probability of a randomly 

chosen vertex to have k neighbors, one can construct a probability generating function, 

G(x), of the graph:  

∑
∞
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=
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k

k
k xvxG  (8.3) 

Newman et al. (Newman, et al. 2001) have shown that theoretical predictions of the 

topological measures of a random graph conditioned on a given degree distribution can be 

derived from the generating function in (8.3). These topological measures include average 

degree, average path length, and clustering coefficient. They have also shown that 

generating functions of theoretical degree distribution of the graphs projected from a 

bipartite graph can be derived from the two generating functions of the bipartite graph. The 

theoretical predictions of the topological measures of the unipartite graphs projected from a 

bipartite graph can then be derived from such a generating function.  
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In the context of this study, a bipartite consumer-product graph has two empirical degree 

distributions, from which two generating functions can be constructed. One, denoted as 

f0(x), generates the degree distribution for consumers:  
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where pj denotes the frequency with which one finds a consumer purchased j distinct 

products. The other function, denoted as g0(x), for products is defined similarly: 
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where qk is the frequency with which one finds a product being purchased by k distinct 

customers. 

Let G0(x) denote the generating function for the theoretical degree distribution of the 

projection onto the consumer graph. Newman et al. (Newman, et al. 2001) show that it is 

given by 
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The corresponding theoretical predictions of average degree z, average path length L, and 

triangle clustering coefficient C∆ are given by: 
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where M is the total number of products and N is the total number of customers. The 

predictions for the product graph can be derived similarly by interchanging f and g and 

interchanging M and N in (8.7). 

8.4 An Empirical Study 

In the analysis below, Equation 8.7 was used to calculate expected average degrees, 

average path lengths, and clustering coefficients of the two projections of a random 

bipartite graph. In the calculation, I used the observed consumer and product degree 

distributions in the real consumer-product graph constructed from the sales transactions. 

The actual measures were then calculated using the projected consumer and product 

graphs. The deviation of the actual values from the expected values of the topological 

measures would indicate the presence of certain non-random principles that govern the 

consumers’ choices. More importantly the direction and magnitude of the deviation would 

shed light on the nature of such governing principles and could be potentially exploited for 

predicting consumer purchase behavior in the future. 

8.4.1 Data and Procedures 

I used two of the e-commerce datasets introduced in Section 2.3.2 in this experimental 

study: the book dataset and the retail dataset. The sales transactions in both datasets 

contained timestamps, which enabled the re-construction of the evolution of the consumer-

product graph by looking at the snapshots of the graph at a series of time points (t1,…,tK). 

Consistent with typical marketing studies on sales prediction and recommendation research, 

I selected a set of consumers who made their initial purchases in the pre-determined 
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observation time period (from t1 to tT, T < K) to form the cohort for our analysis (Fader and 

Hardie 2001, Jain and Vilcassim 1991). The transaction data involving this set of 

consumers in the observation time period typically are used as a training set to estimate 

computational models while the transaction data for these consumers in the remaining time 

periods are used as a testing set to evaluate the predictive performance of the model. For 

analysis purposes, I constructed a consumer-product graph at each time point tk (k = 1,…,K) 

by including transactions involving these consumers before tk. The characteristics of the 

samples we used from the two datasets for our experiments are presented in Table 8.1.  

Table 8.1.  Data samples from the book and retail sales transaction data 

Dataset Number of 
consumers 

Total number 
of products 

Total number of 
transactions Time Span Training time 

period (T) 
Testing time 

period (K - T) 

Book 1000 7667 12314 04/1998 - 
08/2001 36 months 4 months 

Retail 1000 7175 9047 10/2002 - 
12/2002 9 weeks 4 weeks 
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8.4.2 Empirical Findings 

 
(a) Consumer graph measures 

 
(b) Product graph measures 

 
Figure 8.2. Actual and expected values of selected topological measures: book dataset, 

last 20 months  

 
(a) Consumer graph measures 

 
(b) Product graph measures 

Figure 8.3. Actual and expected values of selected topological measures: retail dataset, 
last 6 weeks 
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Figures 8.2 and 8.3 present the actual and expected values of three selected topological 

measures of the consumer and product graphs projected from the bipartite consumer-

product graphs: average degree, average path length, and clustering coefficient. The graphs 

corresponding with the early time points were so sparse that certain measures were not well 

defined. For example, clustering coefficient in Equation (8.2) is not well defined for a 

graph that contains no connected triples. Thus Figures 8.2 and 8.3 included only graphs at 

the last several time periods that were sufficiently dense to assure well-defined measures 

and robust theoretical predictions. The consumer-product graphs were projected at each 

time point tk to the corresponding consumer and product graphs as illustrated in the 

example shown in Figure 8.1. The actual topological measures were computed based on 

these projected unipartite graphs. From the consumer-product graph the consumer and 

product degree distributions were also obtained, which were used as input for obtaining the 

theoretical prediction of the topological measures using the results described in Section 

8.3.2. 

Figures 8.2 and 8.3 show that the actual values of the expected and actual topological 

measures vary widely across the datasets and time periods due to the different consumer 

and product degree distributions of the consumer-product graph. However, consistent 

patterns regarding the differences between expected and actual values of the measures were 

observed. The consumer graphs and product graphs of both datasets exhibited substantially 

larger average path length and clustering coefficient than the expected values while the 

average degree measures were more consistent with the expected values. Such patterns 

were consistent over the presented time periods. For both datasets, the topological 
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measures for the consumer graphs showed larger deviation from the expected values than 

the product graphs. Overall the topological measures of the graphs of the book dataset 

exhibited much larger deviation from the expected values than those of the retail dataset. In 

particular, for the complete graph at the last time period, the actual clustering coefficients 

of the consumer and product graphs were about 2.4 times larger than the expected values; 

the average path length of the consumer and product graphs were about 1.5 times larger 

than the expected values. Even for the average degree measure, the consumer graph 

showed significant deviation, with the actual measure about 30% smaller than the expected 

value. 

8.4.3 Discussion 

Comparison of the actual topological measures and their expected values showed that the 

underlying transaction generation process governing the evolution of the consumer-product 

graph deviated significantly from a random process. The theoretical predictions given by 

the generating function method accounted for the inherent topological characteristics that 

resulted from the graph projection process (from a bipartite graph to two unipartite graphs) 

and the actual consumer and product degree distributions. Thus the observed deviations 

cannot be explained by the projection process itself or the consumer and product degree 

distributions. In other words, graph generation models that rely on concepts such as 

preferential attachment (Barabasi and Albert 1999, Barabasi, et al. 1999, Dorogovtsev and 

Mendes 2001) are not relevant to our observations since the number of edges a vertex had 

was specified externally. The non-random phenomena in our findings are largely 
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attributable to the characteristics of purchase choices and preference structures of repeat-

buying consumers.  

There exists a large body of marketing literature on modeling consumer purchase behavior. 

However, most research has focused on modeling the repeat purchase timing (Cox 1972, 

Ehrenberg 1988, Jain and Vilcassim 1991), aggregate sales prediction of particular 

products (Bradlow and Fader 2001) or the entire store (Fader and Hardie 2001), or 

consumer choices among a small number of alternative brands or products (Jain, et al. 

1994, McFadden 1974). The findings of this study contribute to this literature by analyzing 

sales transactions of large numbers of consumers who repeatedly make purchases from a 

vast number of alternative products, which is typical in e-commerce settings. Although the 

exact underlying mechanisms that govern the growth of the consumer-product graph are 

yet to be discovered, such purchase choice and preference structure patterns may provide 

useful and actionable insights for applications relying on sales transaction data including 

recommender systems. In the next section I establish the connection between consumer-

product graph modeling and recommendation algorithms and present and evaluate a new 

graph-based algorithm motivated by the empirical findings reported in this section. 

8.5 An Application in Recommender Systems 

The past and current random graph research has been largely exploratory or descriptive in 

nature. One of the intended contributions of this research is to explore ways through which 

the random graph models can be utilized to enable or improve business decision making in 

concrete application settings. Recommender systems, in particular collaborative filtering, 
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provide an ideal application context for our study. Section 8.5.1 briefly reviews 

recommender systems and the collaborative filtering algorithms and explore their 

connections to the modeling of consumer-product graphs. Section 8.5.2 discusses the 

conceptual implications of our empirical findings reported in Section 8.4 to recommender 

systems. Section 8.5.3 presents a preliminary design for a graph-based recommendation 

algorithm motivated by the empirical findings on consumer-product graph topology. 

Section 8.5.4 presents an experimental study which shows that the newly proposed 

algorithm substantially outperformed a standard collaborative filtering recommendation 

algorithm for the two sales transaction datasets introduced before. 

8.5.1 Recommender Systems and Collaborative Filtering  

One of the most commonly-used and successful recommendation approaches is the 

collaborative filtering approach (Hill, et al. 1995, Resnick, et al. 1994a, Shardanand and 

Maes 1995), which utilizes only consumer-product interaction data and ignores consumer 

and product attributes. Based on interaction data alone, consumers and products are 

characterized implicitly by their interactions. The majority of algorithms proposed in the 

literature falls into this category. One basic collaborative filtering algorithm is the user-

based neighborhood algorithm. To predict the potential interests of a given consumer, such 

an approach first identifies a set of similar consumers based on past transaction and product 

feedback information and then makes a prediction based on the observed behavior of these 

similar consumers.  
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Since collaborative filtering algorithms only utilize consumer-product interactions to 

generate recommendations, they can be viewed as a predictive application based on the 

same consumer-product graphs as discussed in the previous sections. Conceptually, it takes 

as input a consumer-product graph at a certain time point and tries to recommend candidate 

product vertices for individual consumers to form future edges. In other words, 

collaborative filtering algorithms aim to predict the future state(s) of the consumer-product 

graph conditional on the current (and possibly past) graph. 

8.5.2 Conceptual Implications of the Empirical Findings to Recommender Systems 

Current research in collaborative filtering has been mainly focused on algorithm design. A 

wide range of algorithms and modeling techniques have been applied, including 

dimensionality reduction techniques (Sarwar, et al. 2000b), generative models (Hofmann 

2004, Ungar and Foster 1998), clustering approaches (Breese, et al. 1998), and Bayesian 

networks (Heckerman, et al. 2001). Many previous studies have demonstrated the 

predictive power of these algorithms using different datasets. However, no formal meta-

level analysis has been conducted to answer the fundamental question regarding the 

predictability of the future interactions between consumers and products based on their 

previous interactions.  

A key finding of the graph topology analysis is that the underlying mechanism that governs 

the generation of the consumer-product graph over time is not a random process. This 

general finding provides support for use of collaborative filtering recommendation 

algorithms. In fact, various collaborative filtering algorithms, the generative model 
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algorithms being a prominent example (Hofmann 2004, Kumar, et al. 1998, Ungar and 

Foster 1998), implicitly make certain assumptions (without validation) regarding the 

underlying transaction generation process and exploit such assumptions or patterns for 

making predictions.  

Random graph research provides a useful framework to verify various assumptions 

regarding the underlying data generation process made by collaborative filtering 

algorithms. Given a particular assumption, one can derive either analytically or numerically 

the expected topological measures for the growing consumer-product graph based on the 

random graph modeling framework. In this derivation process, the other aspects of the 

graph evolution can be accounted for by the random process (see Section 8.2). Then these 

expected values can be compared against the observed ones calculated using the real 

transactions to determine whether or to which degree the collaborative filtering algorithm 

under study provides an acceptable characterization of the underlying dataset and is 

suitable for the related application. 

As an example, generative-model-based collaborative filtering algorithms assume that 

consumers and products belong to certain latent types and that their interactions are 

governed by their types (Hofmann 2004, Kumar, et al. 1998, Ungar and Foster 1998). 

Using the proposed random graph framework, one can derive or simulate the evolution of a 

consumer-product graph under this assumption taking as input observed consumer and 

product degree distributions at different time points, and obtain the expected values of the 

topological measures. The deviation from actually observed topological measures would 
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provide useful indication as to the “fitness” between the assumption and the actual data 

generation process. Such a framework can also explain in a principled manner why certain 

known approaches work better than others for specific datasets. 

The proposed application of the random graph modeling methodology to the recommender 

system research as a meta-level model verification mechanism described above is still 

weak and preliminary. Nonetheless, it represents potentially important initial step towards 

an underlying theory for recommender systems and provides new insights which could lead 

to new algorithms. In the next section, I present a new graph-based algorithm motivated by 

our empirical findings as a concrete example of such application.  

8.5.3 A New Graph-based Recommendation Algorithm 

This new algorithm is motivated by the larger-than-expected clustering coefficients of the 

consumer and product graphs observed in our empirical study. Large clustering coefficients 

indicate that consumers and products tend to form cliques in the consumer and product 

graphs projected from the bipartite consumer-product graph. Watts et al.’s work on small-

world models has shown that the short average path lengths and large clustering 

coefficients observed in real networks are consistent with a hybrid random graph model 

consisting of both random and regular components (Watts and Strogatz 1998). The 

empirical findings indicate strongly that the consumer-product graph is also a hybrid one. 

The tendency to form regular graphs of periodic patterns (e.g., the ordered lattices) may 

account for the large average path length and clustering coefficients we have observed 

(Watts and Strogatz 1998).  
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To exploit these insights in the context of making recommendations, I start with 

partitioning the consumer-product graph into H subgraphs. Graph partitioning is a well 

studied problem and is concerned with dividing a graph into H disjoint partitions by cutting 

the minimal number of edges while maintaining a similar number of vertices in each 

partition (Bondy and Murty 1976).  Such partitions with similar numbers of vertices are 

referred to in the literature as balanced partitions. Based on these graph partitions I devise 

an algorithm that “encourages” the generation of edges between consumer and product 

vertices that are within strongly connected graph partitions.  

I use a hypothetical example shown in Figure 8.4 to illustrate how the observed large 

clustering coefficients motivate our proposed partition-based algorithm. Figure 8.4(a) 

shows a hypothetical bipartite consumer-product graph, in which circles represent 

consumer vertices and blocks represent product vertices. This bipartite graph contains three 

balanced partitions G1, G2, and G3. The objective is to make recommendations for 

consumer A. Potential products to recommend include the ones that are not currently linked 

to consumer A, i.e., products a, b, c, d, and e. Figures 8.4(b)-8.4(g) present the consumer 

graph projected from the consumer-product graph under the initial state and assuming 

connecting consumer A with each one of the recommendable products. 
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Figure 8.4. An example illustrating the partition-based algorithm 

The intuition behind this approach is that the change of the consumer or product graph 

clustering coefficient brought by an edge connecting a pair of consumer and product 

vertices depends on the within-partition degrees of the related vertices and the distance and 

strength of the connection between the partitions to which the consumer and product 

vertices belong. Here the notion of partition distance and connection strength is determined 

by the lengths and number of the partition-level paths connecting the two partitions. In this 

example, G2 and G3 are considered 0 and 1 partition away from G1 respectively, while there 

are two edges connecting G1 and G2 and one edge connecting G3 and G2 and thus two 
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partition-level paths from G1 and G3. Using this heuristic we developed a criterion to rank 

unpurchased products pj for consumer ci:  

),(/),(),( jiji GGSGGD
judjir −=  (8.8) 

where Gi and Gj denote the partitions to which ci and pj belong respectively; dj denotes the 

within-partition degree of pj; D(Gi, Gj) and S(Gi, Gj) denote the partition-level distance and 

connection strength between Gi and Gj respectively. Parameter u > 1 is a balancing 

parameter that controls the tradeoff between distance and strength. In the example, Figures 

8.4(c)-8.4(g) follow the following order with decreasing clustering coefficient measure: (d) 

(adding A—b), (f) (adding A—d), (c) (adding A—a), (e) (adding A—c), (g) (adding A—e). 

Setting the balancing parameter u to be any number between 1 and 2 will result a ranked 

list following the order given above. In contrast, the standard user-based neighborhood 

algorithm will only recommend product a to consumer A, since only consumer B is 

considered to be A’s neighbor due to the two past common purchases and a is the only 

other purchase made by B.  

To summarize, the proposed algorithm recommends products to consumers based on 

ranking function in (8.8). Such an algorithm is aimed at maintaining a high clustering 

coefficient of the consumer graph. This algorithm is referred to as a partition-based 

recommendation algorithm.  Its main computational steps are presented below.  
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Step 1. Form a bipartite consumer-product graph based on a given sales transaction dataset by 

treating consumers and products as two types of vertices and transactions as edges linking 

consumer and product vertex pairs. 

Step 2. Partition the consumer-product graph into H partitions, G1,…,GH. H is heuristically 

determined based on the data characteristics. 

Step 3. Count for each product vertex pj the within-partition degree dj. 

Step 4. To generate Y recommendations for a target consumer ci: 

             Step 4.1. Identify the partition to which ci belongs, denoted as Gi; 

Step 4.2. Identify the set of the partitions that are reachable from Gi. Denote this set by RGi;  

Step 4.3. Compute partition-level distance D(Gi, G) and connection strength S(Gi, G) for all 

G in RGi; 

Step 4.4. Rank all product vertices pj in the reachable partitions from Gi that were not 

linked to ci according the ranking function in (8.8). The top Y products form the 

recommendation list. 

8.5.4 An Experimental Study 

An experimental study was conducted using the two sales transaction datasets analyzed in 

Section 8.4 to evaluate the proposed partition-based recommendation algorithm. A most 

commonly used collaborative filtering algorithm, the user-based neighborhood algorithm 

(see algorithm details in 5.2.1), was chosen as the comparison benchmark (Breese, et al. 

1998, Huang, et al. 2004a).  

For both datasets, the consumer-product graphs corresponding to the training time period 

were used as input and the purchase transactions in the testing time period were treated as 

“future” edges in the graph and as gold sets to evaluate the recommendation algorithms. 
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The algorithms were set to generate a ranked list of recommendations of Y products. The 

standard recommendation quality measures including precision, recall, F measure, and rank 

score (see details in Section 2.3.1), were employed to assess the relative performance of the 

algorithms 

The implementation of the partition-based recommendation algorithm uses a graph 

partitioning software package, ParMETIS, which implements the parallel multilevel k-way 

graph-partitioning algorithms described in (Karypis and Kumar 1998). In the experiments, 

the number of partitions was set to 500 for both datasets (H = 500). The number of 

recommendations was set to 10 (Y = 10). The experimental results are presented in Table 

8.3. The experimental results show that the newly proposed partition-based 

recommendation algorithm outperformed the standard user-based neighborhood algorithm 

in all four performance measures for both datasets. The retail dataset had generally much 

worse recommendation quality than the book dataset. This finding is consistent with the 

fact that the consumer-product graph based on the retail dataset deviated less from a 

random graph than the one based on the book dataset did, as measured by the topological 

measures shown in Figure 8.3. In other words, there was little room for non-random data 

patterns in the retail dataset for recommendation algorithms to exploit for predictions.  

Table 8.2. Experimental results: recommendation performance measures 

Dataset Precision Recall  F Measure Rank Score 
User-based Neighborhood 0.0123 0.0601 0.0192 4.3994 Book 

Partition-based  0.0232 0.0993 0.0350 9.2966 
User-based Neighborhood 0.0027 0.0125 0.0043 1.0293 Retail 

Partition-based  0.0086 0.0523 0.0142 4.7786 
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8.6 Summary and Future Work 

This chapter applied the random graph modeling methodology to study consumer purchase 

behavior in e-commerce retail markets. In this study, a sales transaction dataset was 

represented with a bipartite consumer-product graph with consumer and product nodes 

connected by links that represent sales transactions. The study focuses on analyzing the 

topological characteristics of the consumer and product graphs projected from this 

consumer-product graph. Based on the random graph theory on bipartite graphs, one can 

derive theoretical predictions of the topological measures of the unipartite graphs projected 

from a random bipartite graph given arbitrary degree distributions. The empirical results 

show that the topology of the real consumer and product graphs deviates significantly from 

the theoretical predictions based on a random bipartite graph. In particular the observed 

consumer and product graphs show larger-than-expected node distances (path lengths) and 

strong tendency to clustering. These findings re-confirm the fundamental assumption of 

recommender system research which states that the consumers’ choices are not random and 

could potentially be predicted. More importantly, these findings shed light on the nature of 

the principles that govern the consumer choices and can be potentially utilized to develop 

better recommendation algorithms. I also included in this study a preliminary graph-based 

recommendation algorithm motivated by the empirical findings and showed that it 

substantially outperformed a commonly applied successful recommendation algorithm.  

This research may be extended by developing a full-fledged random-graph-based 

framework which can be used to evaluate the underlying assumptions of existing 
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recommendation algorithms and to select the most appropriate recommendation algorithm 

for particular datasets. Other future directions include improving the graph-partition-based 

collaborative filtering algorithm with large-scale evaluative comparative experiments and 

exploring other computational techniques to fully exploit the information brought out by a 

random graph perspective for better recommendation performance. 
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C H A P T E R  9  

CONCLUSIONS AND FUTURE DIRECTIONS 

This dissertation investigates the use of graph-based analysis to design more effective 

recommendation algorithms that accommodate the sparsity nature of the transaction data in 

the e-commerce retail industries. The central graph representation in this research, the 

consumer-product graph, is a bipartite graph in which consumers and products are 

represented by two types of nodes and sales transactions or other types of consumer-

product interactions are represented by links connecting two nodes of different types. With 

such a graph representation, a rich set of graph-based analytical tools were explored to 

develop high-performance recommendation algorithms and to understand the fundamental 

sales transaction predictability problem in e-commerce contexts. In this section, I 

summarize in Section 9.1 the main conclusions of the various studies included in this 

dissertation, discuss the main contributions of the research in Section 9.2 and the future 

research directions in Section 9.3. Finally I address in Section 9.4 the relevance of this 

research to the Management Information Systems research and business research in 

general. 

9.1 Conclusions 

The first part of the dissertation explores graph-based analysis for recommendation 

algorithms taking sales transactions only as the input data, i.e., algorithms that belong to the 
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collaborative filtering approach. Various spreading activation algorithms, which have been 

developed in the associative information retrieval field for exploiting transitive document-

word relationships in a graph representation for more effective retrieval, were adopted and 

evaluated for performing the recommendation task in the consumer-product graphs. A link 

analysis algorithm was also proposed extending from Kleinberg's work on identifying 

authoritative and hub webpages based on the Web graph structure. A comprehensive 

evaluative study was conducted to compare the proposed graph-based collaborative 

filtering algorithms, the spreading activation algorithms and link analysis algorithm, with 

the standard collaborative filtering algorithms and recently proposed algorithms that also 

aimed at alleviating the sparsity problem. The graph-based algorithms were shown to have 

generally the best performance across datasets of different industries and of varying 

sparsity levels. 

The second part of the dissertation investigates graph-based models to perform hybrid 

recommendations, taking as input multiple types of data including sales transactions, 

consumer demographics, and product information and fusing these data in a principled 

manner for better recommendations. A two-layer graph model was proposed, which 

contains inter-layer links representing sales transactions and inner-layer links representing 

consumer-to-consumer and product-to-product similarities derived from demographic and 

product information. Simple graph searching and spreading activation algorithms were 

performed on this two-layer graph to generate recommendations and the best performance 

was reported for spreading activation algorithms working on graphs with all types of links 

included. While providing a uniform representation that supports flexible combination of 
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multiple types of data, the two-layer graph representation may cause information loss 

during the similarity transformation. A more expressive probabilistic framework that 

unifies different recommendation approaches was also proposed, a recommendation 

framework based on Probabilistic Relational Models (PRMs). This framework can be 

viewed as providing an extended graph representation of an e-commerce sales database that 

may include multiple types of nodes representing attributed entities such as consumers, 

products, transactions, and producers and multiple types of relationships among them. A 

probabilistic model is imposed upon this extended graph describing the probability 

distribution of node attributes and existence of links. The PRMs learning algorithm was 

specialized for this recommendation task, which can be viewed as a link prediction task. 

This unified probabilistic recommendation framework includes the existing algorithms of 

different approaches as special cases and provides detailed probabilistic estimates of a 

consumer's preference on a particular product as well as contribution of individual 

attributes and relational patterns to a successful recommendation. 

The third part of the dissertation applies random graph theory to analyze the topological 

characteristics of a consumer-product graph and to investigate properties of the 

fundamental sales transaction data generation process. Graph topological properties of the 

growing consumer-product graph, including average degree, average path length, and 

clustering coefficient at different stages of the graph, were calculated and compared with 

the expected values assuming that the links in the consumer-product graph were formed 

randomly. The basic empirical finding is that the consumer-product graph deviates 

significantly from a random graph consistently over time, which provides a basic 
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justification for making recommendations based on the sales transactions. Based on our 

empirical findings we developed a graph partition based recommendation algorithm that 

makes recommendations that are consistent with the empirically observed graph 

topological characteristics. Based on the general methodology of random graph modeling, a 

meta-level analysis framework can be developed to perform graph simulation to test the 

fundamental hypotheses made by different recommendation algorithms about the sales 

transaction data generation process. This work provides another evaluation perspective for 

recommendation algorithms and contributes to the under-developed field of 

recommendation model validation and selection research. 

9.2 Contributions 

This dissertation provides the first comprehensive treatment of graph-based analysis for 

modeling of sales transactions and automatic recommendation in the e-commerce context. 

New graph-based recommendation algorithms were proposed and evaluated, including the 

spreading activation, link analysis, graph partition algorithms for recommendation based 

only on the sales transaction data (collaborative filtering) and the two-layer graph model 

and Probabilistic Relational Models based framework for recommendation based on 

multiple types of data including transactions, demographics, and product information 

(hybrid recommendation). This wide range of graph-based recommendation algorithms 

have been empirically shown to outperform existing collaborative filtering and hybrid 

recommendation algorithms, especially under the e-commerce recommendation 

environment, where transaction data is typically sparse relative to the large number of 
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consumers and products and rich information regarding the consumers and products and 

other relevant entities are typically available.  

Another significant contribution of the dissertation is the introduction of the random graph 

modeling methodology to the analysis of consumer-product graphs and recommendation 

model validation and selection, which advances our understanding of the fundamental sales 

transaction data generation process as well as the theoretical capability of the variety of 

recommendation algorithms. Chapter 8 of this dissertation presents a preliminary study that 

only represents the first step towards this novel and exciting research direction. The 

combination of random graph modeling and the e-commerce recommendation application 

is an ideal synergetic integration of theory-driven and application-driven research. The 

recommendation research may benefit from random graph modeling to enhance the 

fundamental understanding of the problem and perform more rigorous analysis of the 

recommendation performance of various algorithms. The research also contributes to the 

random graph modeling research by extending the models and formalisms to make it 

directly applicable to recommendation problems as well as other broader application 

domains. 

This dissertation does not attempt to cover all possible graph-based analysis for making 

recommendations, but by introducing a graph representation of the sales transactions and 

demonstrating the applications of various graph-based algorithmic and modeling 

approaches it opens up abundant research opportunities in exploring application of various 

other graph-based analytical tools to recommender systems. 
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9.3 Future Directions 

The future research work of the dissertation consists of two main directions: (1) 

investigating a wider range of graph analysis techniques and link/network prediction 

algorithms and models for making recommendations; (2) developing bipartite random 

graph models to support better analysis of the evolution of consumer-product graphs and 

developing the full-fledged meta-level framework for recommendation model selection and 

validation based on the random graph modeling methodology.  

For the first main direction, I am in the process of investigating a wide range of network 

linkage measures that have been recently studied in the context of network link prediction 

in social networks. Initial experimental results showed that some of these network linkage 

measures outperformed the user-based and item-based collaborative filtering algorithms. 

Further analysis of the comparison between these linkage measures and the graph-based 

collaborative filtering algorithms proposed in this dissertation will be conducted. I also plan 

to incorporate and extend the rich set of relational learning models and algorithms into this 

framework of graph-based recommendation. As an important application area for relational 

learning, recommender systems research along this direction would also make significant 

contribution to the relation learning literature through practical applications and problem-

specific modification and enhancement of the general learning algorithms.  

 For the second direction, I am in the process of enhancing the empirical analysis of the 

consumer-product graphs based on e-commerce sales transactions presented in Chapter 8 to 

include a wide range of graph generation models as less random benchmarks to 
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characterize the actual graph topological measures observed from the data. With such 

analysis, in addition to claim the actual consumer-product interactions deviate significantly 

from a purely random process we may provide further detailed characterization of such 

deviations based on the graph generation mechanisms that produce graph topology that 

match better with the actually observed ones. I also plan to develop new random graph 

models for bipartite graphs to directly analyze the consumer-product graphs without 

resorting on the projection to unipartite graphs. This line of research will involve 

development of bipartite graph topological measures and the analytical or numerical 

derivation of expected measures under random bipartite graph generation models of various 

levels of randomness. This research will make contribution to the random graph theory and 

make this methodology applicable to a wide range of complex systems where bipartite 

graphs are the most appropriate graph representation.  

9.4 Relevance to MIS and Business Research 

The application domain of this research is at the center of the e-commerce information 

technologies and systems. As discussed in the introduction, recommender systems have 

become one of the standard e-commerce technologies that are critical to e-business 

competitive advantages, especially in the retail industry of taste goods such as movies, 

books, and music products. Improvement of the recommendation quality through better 

algorithm design under typical e-commerce environments provides strategic values for e-

businesses in these industries and at the same time brings benefits to online consumers by 

reducing their search costs and improves their level of shopping satisfaction.  
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This research also contributes to the MIS research in general by introducing additional 

reference disciplines including relational learning and random graph modeling to business 

and information systems applications. The relational learning literature is inherently 

connected with the rich extant MIS literature on database modeling and applications. By 

imposing a statistical model of learning and inference capability upon the database 

modeling constructs such as the relationship-entity model, relational learning techniques 

holds the promise to inject a higher-level of computational intelligence into the wide 

variety of business database systems. The introduction of the random graph modeling 

methodology has similar, if not deeper, impact on the MIS research and business research 

in general. This methodology has been increasingly adopted by scientists of different 

natural and social science fields to study the behavior of complex systems. A wide range of 

complex systems in the business world can be analyzed using this methodology for 

additional insights into the fundamental mechanisms that govern the evolution of the 

systems. Potential examples of such systems including the supply chain networks, business 

relationship networks, innovation and knowledge transfer networks, etc.  
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