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In this dissertation, I study the impact of behavioral influences on strategic economic

decision making in three essays.

The first essay explores the interpersonal implications of guilt aversion in strategic

settings. In doing so, I first introduce a stylized 2-player game where one players has

an opportunity to induce guilt upon the other player in a manner derived from findings

in the psychology literature. I then develop an experimental design, centered around

this game, that allows me to test (i) whether agents attempt to induce guilt upon

others in self-serving ways, (ii) whether agents are susceptible to the guilt induction

of others, and (iii) whether agents are more trusting when they have an opportunity

to induce guilt upon others. Furthermore, I theoretically show, via an application

of the Battigalli and Dufwenberg (2007) model of simple guilt, that effective guilt

induction can be supported as an equilibrium of the game considered.

In the second essay, I explore the influence of posted price fairness concerns in

bilateral negotiation settings. In doing so, I propose a price fairness model where,

in addition to their material payoff, buyers receive disutility from engaging in nego-

tiations, and aggressively negotiating, when the price is fair. As a result, the model

predicts that buyers will negotiate less aggressively and possibly even forgo profitable

negotiations when the posted price is fair, which is consistent with prior survey evi-
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dence on negotiation behavior. I also include a thorough discussion of the differences

between the price fairness model and main alternative approaches to modeling fairness

that exists in the literature.

In the third essay, I experimentally investigate how the decision making quality

of an agent’s opponent influences learning in strategic games. In particular, I test

whether learning-by-doing and learning-by-observing become more effective in games

when agents face an optimal decision making opponent. To test these hypotheses, I

propose a novel experimental design that enables me to measure strategic decision

making quality and control the decision making quality of the opponent.
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I����%������

The motivation of this dissertation is to gain insights regarding behavioral influences

in strategic economic decision making. In doing so, the following three essays, which

comprise the three subsequent chapters of this dissertation, use theoretical mod-

els and/or experimental methods to investigate emotional motivations in games and

learning in games.

By behavioral influences, I am broadly referring to the relaxation of the classical

assumptions in economics that agents are selfishly motivated and rational; in lieu of

a richer construction of decision making motivations that incorporates insights from

psychology. The former assumption implies that agents care solely about their own

material payoffs, and the later implies that, among their set of alternative choices,

agents choose the one that maximizes their expected material payoff. There exists,

however, a rather mature and growing body of literature, some of which is references

and discussed in the following essay, that documents systematic departures from of

each of these classical assumptions in various economic settings. I explore topics

related to non-selfish motivations chapters two and three; while in chapter four, I

explore topics related to non-rational choice. I conclude this introductory chapter

Eric
Typewritten text
CHAPTER 1
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with a detailed summary of each of these three chapters.

The outcomes that result in strategic settings are a function of the strategic deci-

sions that agents make, and these decisions are shaped by the motivations of agents.

As a result, making accurate predictions in these settings requires an accurate un-

derstanding of the existing strategic motivations. The goal of this dissertation is to

provide valuable insights regarding the presence and impact of certain behavioral in-

fluences on strategic decision making. Consequently, these insights can be useful in

developing behavioral models and innovative experimental designs aimed at provid-

ing more accurate predictions of strategic decision making and the resulting economic

outcomes in the applicable settings. In providing these insights, the three essays in

this dissertation draw from the previous literature and combine methodology from

the fields of economics, game theory, psychology, and sociology.

Chapter Two: Strategic Guilt Induction

The prototypical causes of guilt, as document in the psychology literature by Lewis

(1971), Tangney (1992), Tangney and Dearing (2002), and Baumeister, Stillwell, and

Heatherton (1994, 1995), is transgressions involving harm against others and the

failure to live up to the expectations of others. In strategic economic settings, guilt

can be broadly defined as disutility that an agent suffers from making decisions that

result in lower than expected payoffs to other agents (Dufwenberg 2002; Battigalli

and Dufwenberg 2007). Thus, agents who are guilt averse may be motivated to meet

the expectations of others, even at the expense of their own material payoff. Behavior
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consistent with such guilt averse motivations in strategic economic settings has been

documented in several prior experimental studies.

In light of the results from these experimental studies, it is important to con-

sider the richer set of interpersonal strategic implications of guilt averse motivations,

which can impact economic outcomes in important ways. In particular, given the

opportunity and incentive, agents could attempt to influence the behavior of guilt

averse others by strategically inducing guilty feelings upon them. Consequently, guilt

averse agents may be more motivated to meet the expectations of those who induce

guilt upon them. The goal of this essay is to explore these interpersonal implications

of guilt aversion by investigating the following three questions: First, do economic

agents attempt to exploit the guilt aversion of other agents in self-serving ways by

strategically inducing guilt upon those other agents? Second, is strategic guilt induc-

tion an effective mechanism for influencing the behavior of other agents? Third, is

the strategic behavior of agents affected by having the opportunity to induce guilt

upon another agent?

To do so, I introduce a game that admits the possibility for agents to induce

guilt upon others in a manner that is derived from a method posited by Baumeister,

Stillwell, and Heatherton (1994). I then take this game to the lab and experimentally

test whether agents do attempt to induce guilt upon other agents, and whether those

other agents are more motivated to choose the kind action after guilt had been induced

upon them. In testing these hypotheses, I am able to control for fairness concerns and
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reciprocity in the experimental design. Furthermore, I am able to show theoretically

that effective guilt induction can be supported as an equilibrium of the game I develop,

using the formal model of simple guilt developed by Battigalli and Dufwenberg (2007).

Chapter Three: Why Negotiate When the Posted Price is “Fair”

Goods and services are often transacted in settings where the buyer faces an explicit

choice of whether to purchase the good or service from the seller at a stated posted

price, or engage in bilateral price negotiations with the seller. Examples of goods and

services that are likely to use this type of price negotiation include: acquisitions of

input goods for firms, out-sourcing to private contractors, hiring of new employees,

real estate transactions, and goods sold in a secondary market. In such settings,

concerns for fairness can influence negotiation behavior and, consequently, impact

the negotiation outcome. The important of fairness concerns in negotiations have

been documents by, for example, Albin (1993) who notes, “yet the actual practice

of negotiation...suggests that concepts of fairness are often an influential factor” (p.

223), and Thompson (2001) who notes that “fairness is a ‘hot button’ in negotiations

because most negotiators view themselves as fair, or wanting to be fair” (p. 42).

In this essay, I develop a model of fairness concerns that allows a buyer’s decisions

regarding whether to engage in negotiations with a seller, and/or how aggressively to

negotiate, to depend on the buyer’s perception about the fairness of the posted price.

The model posits that buyers dislike engaging in negotiations, and aggressively nego-

tiating, when the posted price is perceived to be fair. Hence, buyers who are sensitive
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enough to these price fairness concerns will negotiate less aggressively, and may even

forgo engaging in profitable negotiations and simply purchase the good, when the

posted price if fair. These implications of the model are consistent with survey evi-

dence of negotiation behavior documented in Kristensen and Gärling (1997c, 2000),

Maxwell, Nye, and Maxwell (1999), and Herrmann (2004). I also show that the model

of price fairness concerns developed in this essay differs from the existing distribu-

tional and reciprocal approaches of modeling fairness concerns in the literature.

Chapter Four: Learning to Make Better Strategic Decisions

Economic settings are often complex, and optimal decision making can require deep

reasoning ability. Oligopolies, negotiations, contracting, and auctions represent a

few of the many complex economic settings where agents are called upon to make

important strategic decisions. Agents who lack high levels of strategic sophistication

and/or deep reasoning ability are likely to initially make sub-optimal decisions, which

can often lead to inefficient outcomes. As a result, investigating how agents learn to

make better decisions remains an important and largely open research question.

The motivation of this essay is to experimentally investigate how the decision

making quality of an agent’s opponent impacts learning-by-doing (LBD) and learning-

by-observing (LBO) in a 2-player strategic game. Specifically, I test whether LBD

becomes more effective when agents face an opponent who exhibits optimal decision

making, and, similarly, whether LBO becomes more effective when agents observe

an opponent who exhibits optimal decision making? Additionally the experimental
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design enables me to compare the relative effectiveness of LBD and LBO in the

strategic game considered.

I propose a novel experimental design that enables me to measure strategic de-

cision making quality independent of possible confounds resulting from differences

in beliefs, efficiency concerns, distributional preferences, and/or belief based motiva-

tions. Additionally, via the use of pre-programmed computer opponents, I am able

to control for the decision making quality of an agent’s opponent. The results sug-

gest that LBD is more effective when facing an optimal decision making opponent.

Whereas, LBO is, at most, marginally more effective when observing an optimal de-

cision making opponent. The results also suggest that LBD is at least as effective as

LBO at improving decision making in the 2-player game considered.
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S��
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2.1 Introduction

A growing body of experimental literature suggests that economic agents making

strategic decisions may not be solely motivated to maximize their own material pay-

offs. One example of such a “non-selfish” behavioral motivation is guilt aversion.1 The

general idea of guilt aversion is that agents suffer disutility, in the form of guilt, from

letting others down and, thus, may be motivated to comply with the expectations of

other agents, even at the expense of their own material payoff. Behavior consistent

with guilt aversion has been documented in several experimental studies.2 In light of

the results from these experimental studies, it is important to consider the richer set

of interpersonal strategic implications that can arise if agents are motivated by guilt

aversion.

In particular, the guilt aversion of one agent can influence the strategic behavior

of other agents in important ways. In certain strategic settings, the possibility may

1Formal models of guilt aversion in games have been developed by Dufwenberg (2002) for a
specific game, and later by Battigalli and Dufwenberg (2007) for a general class of games.

2Dufwenberg and Gneezy (2000), Charness and Dufwenberg (2006), Bacharach, Guerra, and Zizzo
(2007), and Reuben, Sapienza, and Zingales (2009) consider variations of two-player experimental
“trust” games (Berg, Dickhaut, and McCabe 1995) and find experimental evidence consistent with
guilt aversion. Similarly, Dufwenberg, Gächter, and Hennig-Schmidt (2011) find evidence consistent
with guilt aversion in an experimental public goods game. On the contrary, Ellingsen, Johannesson,
Tjotta, and Torsvik (2010) also consider various 2-player trust games, but their study reveals little
experimental support for guilt aversion.

Eric
Typewritten text
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arise for agents to behave opportunistically and exploit the guilt aversion of others.

Charness and Dufwenberg (2006), in their concluding remarks, point to such a pos-

sibility and raise the question, “do people manipulate the guilt aversion of others in

self-serving ways” (p. 1595)?3 Given the opportunity, and incentive, agents could at-

tempt to influence the behavior of guilt averse others by strategically inducing guilty

feelings upon them. Consequently, guilt averse agents may be more motivated to re-

spond in kind to meet the expectations of those who induce guilt upon them. These

interpersonal implications of guilt aversion can impact strategic decision making and,

consequently, economic outcomes in important ways that have yet to be explored.

The goal of this study is to explore these interpersonal implications of guilt aver-

sion in a strategic economic setting. Specifically, this paper investigates the following

three questions: First, do economic agents attempt to exploit the guilt aversion of

other agents in self-serving ways by strategically inducing guilt upon those other

agents? Second, is strategic guilt induction an effective mechanism for influencing the

behavior of other agents? Third, is the strategic behavior of agents affected by having

the opportunity to induce guilt upon another agent?

Although previously unexplored in the economics literature, the interpersonal im-

plications of guilt aversion have been recognized and documented in the psychology

literature (Vangelisti, Daly, and Rudnick 1991; Baumeister, Stillwell, and Heather-

ton 1994, 1995 (BSH henceforth); Tangney and Fischer 1995). In particular, BSH

(1994) argue that one of the primary functions of guilt is to motivate others to behave

more pleasingly. In their study, BSH (1994) note that “we observed ample evidence

of the hypothesized function of guilt as an interpersonal influence technique: People

induced guilt to get another person to comply with their wishes” (p. 249). Similarly,

3Rabin (1993) raises a similar question, albeit in a more general context and not specifically in
reference to guilt, about whether players may be able to “force” emotions in a sequential move game.
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Vangelisti et al. argue that people induce guilt “primarily to achieve their own end-

to persuade their listeners to do or not to do something” (p. 33). These psychology

studies provide valuable insights regarding the functions of guilt in social relationships

by drawing insights from personal narratives and surveys. However, the interpersonal

functions of guilt may not be restricted to social interactions; guilt may also func-

tion as an “interpersonal influence technique” in strategic economic interactions. An

incentivized experimental game provides a suitable platform for investigating these

interpersonal implications of guilt aversion in economic settings.

The following example illustrates an economic setting, perhaps familiar to some,

where strategic guilt induction could be employed as a means of influencing the be-

havior of another in a self-serving way.

Example 1. You are a homeowner and you hire a private contractor to complete

an addition on your home by a pre-specified date. Shortly thereafter, the contractor

has an opportunity to take-on another well-paying job. In order for the contractor

to take-on and complete the new job on time, he must delay the completion of your

addition by several weeks. The contractor, however, is unaware that you had planned

for your in-laws to come stay in the new addition shortly after the original agreed upon

completion date. Hence, the contractor is unaware of how much you would suffer if

the addition is not completed on time and your in-laws are not able to visit and stay

in the new addition. Anticipating the guilt aversion of the contractor, you decide

to inform the contractor that your in-laws are coming into town and how much you

would suffer as a result of the addition not being completed by the original agreed upon

date. To avoid the guilt the contractor would feel by delaying the projects completion,

the contractor decides to work nights and weekends to complete the addition on time.

As a result of your strategic guilt induction, the addition is completed on time and
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you get to spend a few wonderful weeks with your in-laws!

This example highlights a specific economic setting where strategic guilt induction

could be used to influence the behavior of a guilt averse other. However, there are

other more general economic settings where strategic guilt induction could be used

to influence the behavior of others and, consequently, impact outcomes. In the work-

place, managers could possibly mitigate employee shirking by conveying to employees

how their sub-standard effort adversely affects other employees.4 In contracting envi-

ronments, guilt induction may allow a disadvantaged party to influence the behavior

of an advantaged counter-party. In particular, a contracted firm making specific in-

vestments could possibly thwart opportunist re-contracting and hold-up by conveying

to the counter-party firm the loss in profits associated with such a hold-up. In acad-

emia, guilt induction could help an assistant professor receive a more timely review

decision on a submitted paper. Specifically, the assistant professor could possibly mo-

tivate a guilt averse journal editor into making a more prompt review decision by

gently informing the editor, at the time of submission, that his/her tenure review

is approaching and a lengthy review period could hinder his/her tenure prospects.5

Many economic settings, like those mentioned, permit the possibility to induce guilt

upon others. A deeper understanding of the interpersonal implications of guilt aver-

sion is required to accurately predict how guilt aversion impacts outcomes in such

settings.

In order to investigate whether agents strategically induce guilt upon others, and

the effectiveness of such strategic guilt induction, it is crucial to first identify how

4Sub-standard effort by employees is likely to result in lower profits for a firm. Assuming that
bonuses are increasing in firm profits, then lower profits would lead to lower bonuses for all employees.
Thus, shirking by one employee could adversely affect the well-being of other emplyees.

5This example was inspired by an editor who revealed to me that some assistant professors do
actually inform the editor, at the time of submission, about such an upcoming tenure review!
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agents attempt to induce guilt upon others. For this, I draw valuable insights from

BSH (1994) who posit the following method for how people induce guilt in others:

“If Person A wants Person B to do something, A may induce guilt in B by conveying

how A suffers over B’s failure to act in the desired fashion” (p. 247). This method for

inducing guilt implicitly requires that (i) Person A have private information about

his own well-being, and (ii) have the possibility to convey such private information

to Person B. Therefore, the chosen strategic setting must feature both private pay-

off information and the ability to convey the private payoff information. However,

the previous studies that have investigated guilt aversion in strategic settings mostly

consider variations of 2-player “trust” games that do not feature private payoff in-

formation or the possibility to convey the private payoff information.6 Hence, a new

game is warranted that provides a rich enough strategic structure to allow agents the

opportunity to induce guilt upon others.

I employ an experimental design that uses a 2-player, binary choice trust game

featuring both private payoff information and the opportunity to convey the private

information. In the game, the privately informed first-mover (Player A) is given an

opportunity to convey to the second-mover (Player B) how low his/her payoff would

be as a result of Player B choosing an action that is undesirable for Player A. This

effectively allows Player A to convey to Person B how much Player A would “suffer”

over Player B’s failure to act in the desired fashion, which is consistent with the BSH

(1994) method of guilt induction.7 This game allows me to derive hypotheses to test

6Fong, Huang, and Offerman (2007) consider a trust game with private information. However, the
authors incorporate private information as a means of testing their model of guilt driven reciprocity.
Additionally, their trust game features private information for the second mover, while I will consider
a trust game with private information for the first mover.

7I use the term “guilt induction” when referring to Person A’s strategic attempt to influence the
behavior of Person B by conveying how low his payoff would be given a future undesirable action of
Person B. I do this to remain consistent with the psychological intuition and terminology outlined
by BSH (1994). However, in relation to the B&D model of guilt aversion, it is more pedagogical
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whether Player A attempts to strategically induce guilt upon Player B, and whether

Player B is susceptible to strategic guilt induction. The design also includes a second,

related, trust game that does not feature an opportunity for Player A to induce guilt

upon Player B. This second game provides a baseline trust measure for Player As,

which then allows me to derive a hypothesis to test if Player As are more trusting of

Player Bs when they have an opportunity to induce guilt upon them.

Furthermore, I theoretically explore the connection between the psychological in-

sights of BSH (1994) regarding the interpersonal implications of guilt and the model of

“simple” guilt aversion developed by Battigalli and Dufwenberg (2007) (B&D hence-

forth).8 In doing so, I apply the B&D model of guilt to the proposed experimental

trust game. I derive conditions on beliefs under which the method for guilt induction,

as posited by BSH (1994), is consistent with B&D. That is, I derive conditions on

beliefs for which the B&D model predicts that Person A can induce guilt in Person

B by conveying how low his payoff would be as a result of Person B choosing an un-

desirable action. Subsequently, I show that effective guilt induction can be supported

as a sequential equilibrium of the proposed game under the framework of B&D.

to think of this strategic behavior from Person A as “counterfactual” guilt induction. Essentially,
Person A is trying to increase the amount of guilt that Person B would feel as a result of choosing an
action that is undesirable for Person A. This makes the guilt counterfactual in the sense that Person
B may never experience the guilt if he chooses an action that complies with Person A’s desires.

8B&D also model a second form of guilt, “guilt from blame”, however, in this paper I will only
consider simple guilt; therefore, for the remainder of the paper when I refer to the guilt model of
B&D, I am implicitly refering to the model of simple guilt. The B&D model is an application of the
authors’ more general framework developed in Battigalli and Dufwenberg (2009), which extends the
psychological game theory framework pioneered by Geanakoplos, Pearce, and Stacchetti (1989).
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2.2 Hypothesis Development

In this section, I first introduce the two trust games from which the research hy-

potheses are developed. I refer to both games as trust games because they feature a

payoff structure indicative of the broader class of trust games. Namely, a game where

the first mover has an opportunity to choose an action that creates the possibility of

mutual benefit, if the other person cooperates, but a risk of lower payoffs to oneself

if the other person defects. Such an action taken by the first mover is referred to

as a trusting action (Cox 2004). Trust games, in general, allow for the possibility of

guilty feelings, which make them a suitable platform for developing and testing the

hypotheses of this study relating to the strategic implications of guilt aversion.

2.2.1 Trust Game with Uncertain Payoffs — ΓUPT

ΓUPT is a 2-player, sequential move game. ΓUPT begins with the first mover, Player

A, choosing between In or Out. If Player A chooses Out, then the game ends; Player

A receives a payoff of 6, and Player B receives a payoff of 2. If Player A chooses In,

then Player B is called upon to move. Player B must choose between Left or Right.

If Player B chooses Right, then the game ends; Player A receives a payoff of 10, and

Player B receives a payoff of 4. If Player B chooses Left, then the game ends; Player

A receives a payoff of X, and Player B receives a payoff of 6. X is a random variable

where prob(X = 0) = 1/2 and the prob(X = 6) = 1/2. At the start of the game, the

distribution of X is known to both players. The extensive form of ΓUPT is depicted

in Figure 2.1.
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F�	��� 2.1. Extensive Form of ΓUPT

2.2.2 Trust Game with Private Payoffs — ΓPPT

ΓPPT features a similar strategic structure and payoffs to those of ΓUPT , with two

important differences. First, ΓPPT features an opportunity for Player A to become

privately informed about the value of X. Second, ΓPPT features an additional stage

where Player A has the opportunity to credibly convey his private information about

the value of X to Player B.

ΓPPT begins analogously to ΓUPT with Player A first choosing between In or Out.

If Player A chooses Out, the game ends; Player A receives a payoff of 6, and Player B

receiving a payoff of 2. If Player A choose In, Nature then decides whether Player A

becomes privately informed about the value of X. With prob = 4/5, Nature Reveals

(Rev) the value of X to Player A, and with prob = 1/5, Nature does Not Reveal (Not

Rev) the value of X to Player A.

If the value of X is revealed to Player A, then an additional stage arises where
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Player A must decide whether to credibly Convey (C) on Not Convey (NC) the value

of X to Player B before Player B gets the move. Upon getting the move, Player B

must then decide between Left or Right. Analogous to ΓUPT , if Player B chooses

Right, then the game ends; Player A receives a payoff of 10, and Player B receives

a payoff of 4. If Player B chooses Left, the game ends; Player A receives a payoff of

X, and Player B receives a payoff of 6. The extensive form of ΓPPT is depicted in

Figure 2.2. To simplify the extensive form, the two moves by Nature, determining

the value of X and determining whether the value of X is revealed to Player A, have

been combined into one move.

F�	��� 2.2. Extensive Form of ΓPPT

If players are “selfish”, i.e., act to maximize their own material payoff, then the

unique equilibrium outcome in both ΓUPT and ΓPPT is Player A chooses Out. To see

this, note that it is dominant for Player B to choose Left in both ΓUPT and ΓPPT .
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As a result, it is sequentially rational for a selfish Player A to choose Out in both

ΓUPT and ΓPPT , and the unique equilibrium outcome is Player A chooses Out.9 The

inclusion of private information and the additional conveyance stage for Player A in

ΓPPT has no impact on the equilibrium outcome assuming selfish players. However, it

is exactly these two features of ΓPPT that will allow me to derive testable hypotheses

regarding whether agents attempt to induce guilt, and its subsequent effectiveness.

Before I proceed, I first highlight two important features of ΓPPT that will be

relevant for the upcoming derivation of the research hypotheses and the application

of the B&D model of guilt. First, Player A must choose between In or Out before

possibly becoming informed about the value of X. This eliminates any possible sig-

naling value regarding the value of X inferred from Player A’s decision of In or Out.

Additionally, the value of X is only revealed to a Player A who chooses In with

prob = 4/5. Therefore, if the value of X is not conveyed to Player B, then Player B

is unable to perfectly distinguish between whether the value of X was not revealed

to Player A, or the value of X was revealed and Player A chose to Not Convey. As

a result, if the value of X is not conveyed to Player B, then Player B’s expectation

of the value of X will be strictly greater than zero and strictly less than six. More

precisely, m̂A ∈ [1, 5] where m̂A denotes Player B’s expectation of X conditional on

the value of X not being conveyed.10 The notational choice of m̂A anticipates the

9In ΓPPT , there is multiplicity of Perfect Baysian Equilibria for selfish players that depend on the
specification of Player B’s beliefs at the information set where no information is conveyed regarding
the value of X. However, regardless of Player B’s beliefs, it is rational for him to choose Left and
subsequently, it is sequentially rational for Player A to choose Out. Therefore, the unique equilibrium
outcome of ΓPPT is the game ending with Player A choosing Out.

10To see this, note that the largest expectation that Player B could hold regarding the value of X
is if he thinks that only a Player A who learned that X = 6 would choose to Not Convey. In this
case, m̂A is bounded above by 1

3
·E[X]+ 2

3
·6 = 1

3
·3+ 2

3
·6 = 5. Here, 1

3
and 2

3
represent the updated

probabilities, via Bayes’ rule, that Player A did not learn the value of X and Player A learned that
the value of X = 6, respectfully. By a similar argument, the smallest expectation that Player B
could hold regarding the value of X is if he thinks only a Player A who learned X = 0 would choose
to Not Convey. In this case, m̂A is bounded below by 1

3
·E[X]+ 2

3
· 0 = 1

3
· 3+ 2

3
· 0 = 1. Therefore,
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upcoming application of the B&D model of guilt aversion.

2.2.3 Research Hypotheses

The first motivation of this study is to investigate whether agents attempt to strategi-

cally induce guilt upon others. Recall that BSH (1994) posit that a person can induce

guilt upon another by conveying to that person how one suffers over that person’s

failure to act in the desired fashion. Let us consider how this method of guilt induc-

tion relates to ΓPPT . Conditional on choosing In, a Player A would “desire” Player B

to choose Right yielding him a payoff of 10 compared to a payoff of X < 10 if Player

B were to choose Left. The extent to which Player A would “suffer” from Player B’s

failure to choose Right depends on the value of X; the lower X the lower Player A’s

payoff and the more Player A would suffer. Given the opportunity, the BSH (1994)

method for inducing guilt would prescribe that Player A induce guilt upon Player

B by “conveying” to Player B a low value of X, i.e., by conveying to Player B how

much he would suffer if Player B were to choose Left.

Conditional on having chosen In in ΓPPT , and having the value of X is revealed,

then Player A must decide whether to convey the value of X to Player B. In the case

where X = 0 is revealed, if Player A chooses to Convey X = 0, then Player B will

know that if he chooses Left, Player A will receive a payoff of X = 0. Whereas, if

Player A chooses to Not Convey X = 0, then Player B will think that if he chooses

Left, Player A will receive a payoff of m̂A ∈ [1, 5]. Analogously, consider the case

where the value of X = 6 is revealed. If Player A chooses to Convey X = 6, then

Player B will know that if he choose Left, Player A will receive a payoff of X = 6.

Whereas, if Player A chooses to Not Convey X = 6, Player B will think that if he

m̂A ∈ [1, 5].
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chooses Left, Player A will receive a payoff of m̂A ∈ [1, 5]. Hence, Player B will know

that Player A suffers more from his choice of Left when X = 0 is conveyed, compared

to when the value of X is not conveyed. Similarly, Player B will know that Player

A suffers more from his choice of Left if the value of X is not conveyed, compared

to if X = 6 is conveyed. Therefore, an opportunistic Player A who is attempting

to strategically induce guilt upon Player B would Convey X = 0, and Not Convey

X = 6. This leads to the first testable hypothesis:

H1: The proportion of Player As who Convey X = 0 in ΓPPT is larger that the

proportion of Player As who Convey X = 6.11

Later, I will apply the B&D model of guilt to ΓPPT and show that under certain

conditions on the beliefs of Player B, the B&D model posits that Player B will suffer

more guilt from choosing Left if X = 0 is conveyed, compared to if the value of X

is not conveyed. Similarly, Player B will suffer more guilt from choosing Left if the

value of X is not conveyed, compared to if X = 6 is conveyed. This implies that the

hypothesis that Player A can attempt to induce guilt upon Player B by choosing to

Convey X = 0 and Not Convey X = 6 in ΓPPT is conditionally consistent with the

B&D model of guilt. I will further show that inducing guilt by choosing to Convey

X = 0 and Not Convey X = 6 can be supported in an equilibrium of ΓPPT if Player

B is sufficiently sensitive to feeling guilty.

The second motivation of this study is to investigate whether agents are susceptible

to guilt induction. That is, are agents more motivated to respond in the desired fashion

11BSH (1994) note that guilt results from hurting others, thus a person may suffer guilt from
inducing guilt. The authors refer to this type of guilt from inducing guilt as “metaguilt”. It is
possible that Player A could therefore suffer metaguilt from conveying X = 0 and not conveying
X = 6. These metaguilty feelings could then motivate Player A to Not Convey X = 0 and to
Convey X = 6. However, this potential metaguilt effect is in the opposite direction of H1, which
would not give rise to a possible confounding effect.
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after guilt has been induced upon them? BSH (1994) posit that after Person A has

induced guilt in Person B, “Person B finds the guilt aversive and, to escape from

guilt, complies with A’s wishes” (pp. 247). It is also possible, however, that a guilt

averse Player B will recognize that Player A is trying to manipulate his behavior

by “guilting” him, which can result in Player B being more motivated to choose the

unkind action of Left in response to Player A’s attempted guilt induction. BSH (1994)

(1995) document this potential “cost” of guilt induction by arguing that target of guilt

induction (Person B) might feel resentment and be motivated to respond negatively

toward the guilt inducer (Person A). Hence, attempted guilt induction by Player A

may be counterproductive as a means of motivating Player B to choose Right as it

may foster more selfish behavior and motivate Player B to choose Left, contrary to

Player A’s intended motivation.

In relation to ΓPPT , Player B complying with Player A’s wishes corresponds to

Player B choosing Right. Therefore, if guilt induction by Player A is an effective

influence mechanism, then Player B would by more motivated to choose Right after

Player A induces guilt by choosing to Convey X = 0 and Not Convey X = 6. This

leads to the following testable hypothesis:

H2: The proportion of Player Bs choosing Right in ΓPPT after X = 0 is conveyed

is larger than when the value of X is not conveyed, which is larger than when

X = 6 is conveyed.12

The third motivation of this study is to investigate whether having the opportunity

12Note, if all Player As attempt to induce guilt, then the value of X = 6 would never actually be
conveyed to Player B and, thus, there would exist not data on the proportion on Player Bs choosing
Right after X = 6 was conveyed. In this case, H2 would just reduce down to the binary comaprison
of the proportion of Player Bs choosing Right after X = 0 was conveyed to when the value of X
was not conveyed. However, as we will see in the results section, some Player As do convey X = 6
so there exists data to test H2 as it is stated.
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to induce guilt fosters more trusting behavior. Comparing ΓUPT and ΓPPT , we can see

that the differences between ΓUPT and ΓPPT are the possibility for Player A to become

privately informed about the value of X, and the ability to convey the learned value

of X to Player B prior to Player B’s move. As I have argued, it is these differences

that provide the opportunity to Player A to induce guilt in Player B. Therefore, if

having an opportunity to induce guilt fosters more trusting behavior, then Player As

would be more motivated to choose In in ΓPPT , compared to ΓUPT .
13 This leads to

the following testable hypothesis:

H3: The proportion of Player As who choose In when playing ΓPPT is larger than

the proportion of Player As who choose In when playing ΓUPT .

2.2.4 Possible Confounds

I conclude this section by addressing two plausible, and widely known, alternative

motivation that can possibly influence the decision making of second movers in trust

games: (i) inequality aversion, and (ii) reciprocity. In regards to inequality aversion,

the idea is that agents are averse to unequal outcomes, both advantageous and disad-

vantageous (see for Fehr and Schmidt 1999 and Bolton and Ockenfels 2000 for formal

models). Applied to trust games, inequality aversion can possibly motivate the sec-

ond mover to choose the more kind action (Right), as it generally results in a more

equal outcome. However, the experimental design anticipates and controls for possi-

ble inequality aversion of Player Bs in ΓPPT . Specifically, an inequality averse Player

B playing ΓPPT always prefers to choose Left. The intuition is relatively straightfor-

ward. When Player B chooses Left, his payoff increases and the outcome becomes

13The idea that Right constitutes a trusting action for Player A in ΓUPT and ΓPPT is consistent
with the behavioral definitions of trust presented in Cox (2004) and Fehr (2009).
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less unequal, regardless of the value of X, therefore, it is optimal for an inequality

averse Player B to always choose Left.14 It follows that Player A’s conveyance decision

regarding the value of X in ΓPPT cannot be explained by any strategic considerations

regarding the inequality aversion of Player B.

In regards to reciprocity motivations, the general idea is that agents are motivated

to respond kindly to agent who are kind to them, and respond unkindly to agents

who are unkind to them (see Dufwenberg and Kirchsteiger 2004 for a formal model).

In the context of ΓPPT , Player B may be motivated to reciprocate the kind action

of Player A choosing In by choosing Right (see Cox 2004 for a general discussion

of reciprocity motivations in trust games). This motivation to positively reciprocate

may be more prevalent if Player B knows that X = 0.

To control for this possible reciprocity confound, I consider a third game, which

is a “dictator” version of ΓPPT . In this modified dictator version of ΓPPT , which I

denote ΓPPD, the initial In/Out decision of Player A is eliminated. ΓPPD begins

with Player A choosing whether to convey the value of X to Player B, conditional on

the value of X being revealed to Player A. Then, Player B decides whether to choose

Right or Left. The extensive form of ΓPPD is simply the subgame of ΓPPT that begins

with Nature’s move. Because there is no initial In/Out decision in ΓPPD, Player Bs

Right decision cannot be a result of wanting to reciprocate Player A’s kind decision

of choosing In. Thus, comparing the decision making of Player B in ΓPPD with that

in ΓPPT allows me test for and, if necessary, control for reciprocity motivations of

14Formally, if you apply the Fehr and Schmidt (1999) model, an inequality averse Player B playing
ΓPPT always prefers the payoff vector (X, 6) to the payoff vector (10, 4) ∀X ∈ [0, 6]. To see this note
that for the extreme case where X = 0, we have that 6− β(6− 0) > 4− α(10− 4) ∀β ∈ [0, 1) and
α ≥ β, where the LHS represents an inequality averse Player B’s utility from choosing Left and the
RHS represnts the utiility from choosing Right. For the other extreme case where X = 6, we have
that 6 > 4 − α(10 − 4) ∀α ≥ 0, where the LHS represents an inequality averse Player B’s utility
from choosing Left and the RHS represnts the utiility from choosing Right. The assumputions that
β ∈ [0, 1) and α ≥ β are assumed apriori in the model.
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Player B.15

The parameterization of ΓPPT , as well as the use of ΓPPD, allows me to test H2

without possible confounds that can result from Player B preferences for equality or

reciprocity. Subsequently, this allows me to test H1 without any possible confounds

resulting from Player As strategic considerations of Player Bs preferences for equality

or reciprocity.

2.3 Experimental Design

I test the three main research hypotheses of this paper (H1-H3) using the following

three experimental treatments:

(1) UPT Treatment Subjects played ΓUPT one time as either Player A or Player

B, where the payoffs from ΓUPT corresponded 1:1 with the monetary payoffs in

the experiment.

(2) PPT Treatment Subjects played ΓPPT one time as either Player A or Player

B, where the payoffs from ΓPPT corresponded 1:1 with the monetary payoffs in

the experiment.

(3) PPD Treatment Subjects played ΓPPD one time as either Player A or Player

B, where the payoffs from ΓPPD corresponded 1:1 with the monetary payoffs in

the experiment

The data was collected from experimental sessions that were conducted in the

Economic Science Laboratory (ESL) at the University of Arizona in April 2011 and

15This approach of controlling for the possible reciprocity concerns of Player B in the trust game
(ΓPPT ) by using the corresponding dictator game (ΓPPD) was inspired by the triadic design approach
developed and implemented in Cox (2004).
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October of 2011. All sessions were computerized and the software was programmed

using Z-tree.16 The subject pool consisted of undergraduates who were recruited via

an online database. A total of 22 sessions were conducted using a total of 444 subjects

comprising 222 groups. Of the 222 groups, 111 were assigned to the PPT Treatment,

45 were assigned to the UPT Treatment, and 66 were assigned the PPD Treatment.

Each session lasted approximately 25 minutes and subjects earned an average of $9.68

USD (including a $5 show-up payment).

Subject were randomly assigned to their player role, then randomly and anony-

mously matched with a subject of the opposite player role, and then played their

corresponding game one time. A copy of the experimental instruction are presented

in the Appendix. Upon the completion of the game, the decisions of each player, the

corresponding outcome, the profit to each player, and the value of X were displayed

to both players. All subjects were informed prior to play that the value of X would

be revealed to both players upon completion of the task, irrespective of the decisions

made in the task. Revealing the value of X to all players ensures that Player As were

not motivated to choose In (or Conveying X) just so Player A (Player B) could learn

the value of X. This design feature eliminates any curiosity biases that may arise

from the uncertainty regarding the value of X, and the consequent payoffs to other

player.

After the subjects finished the game, they were asked to fill out a short question-

naire. In all treatments, the questionnaire contained 8 general demographic questions.

In the PPT and PPD treatments, two additional questions were asked to both Player

A and Player B that related to guilt feelings in the game. The specific questions

that were asked to each player, the corresponding responses, and a discussion of the

16I thank Urs Fischbacher (Fischbacher 2007) for providing this software.
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possible insights that can be gleaned are presented in the results section.

2.4 Results

In this section, I will first present the aggregate decision data from each of the three

treatments, and the corresponding tests of the three research hypotheses. I will then

present the results from a post-decision questionnaire to shed more light on the guilt

perceptions of subjects. I conclude this section with some discussion and speculative

remarks about the observed patterns in the data.

2.4.1 Aggregate Data and Hypothesis Testing

I begin by comparing the aggregate Player B data from the PPT and PPD treatments

to test for any possible reciprocity motivations. Specifically, I compare the frequency

of Player Bs choosing Right at each of the three possible conveyance states: (i) X = 0

was conveyed (Right|X = 0), (ii) the value of X was not conveyed (Right|X = NC),

and (iii) X = 6 was conveyed (Right|X = 6). Figure 2.3 displays the relevant data

for the two treatments.

From Figure 2.3, we can see that the relative frequency of Right choices at each of

the three conveyance states is very similar across the two treatments. If fact, a 2-sided

Fisher’s Exact test does not yield a significant difference between the proportion of

Player Bs who choose Right |X = 0, Right |X = NC, and Right |X = 6 between the

two treatments (p = 1.000, p = 1.000, and p = 0.542, respectively). Thus, we can

rule out reciprocity as a possible confounding motivation for Player B’s Right/Left

decision in ΓPPT and, as a result, I pool the data from the PPT and PPD treatments
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henceforth. I proceed with testing H2, namely, are Player Bs susceptible to guilt

induction by Player As?

F�	��� 2.3. Relative Frequency of Right Rates by Treatment

In terms of testing H2, I compare the proportion of Player Bs who choose

Right |X = 0, Right |X = NC, and Right |X = 6. Table 2.1 presents the relevant

data. From Table 2.1, we can see that 12/30 (40%) Player Bs chose Right |X = 0,

7/61 (11%) chose Right |X = NC, and 2/33 (6%) choose Right |X = 6. Using a Cuz-

ick’s non-parametric test for ordered alternatives, we can reject the null that these

three proportions are equal in favor of the ordered alternative that the proportion

choosing Right |X = 0 > Right |X = NC > Right |X = 6 (p = 0.002).17 The data

suggests that Player Bs are susceptible to guilt induction by Player A, in the sense

that they are more likely to choose Right |X = 0, compared to Right |X = NC, com-

pared to Right |X = 6, which supports H2. An alternative interpretation is that guilt

17The result of this hypothesis test is robust if a Jonckheere-Terpstra test is alternatively used,
with a resulting p-value of 0.0002.
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induction by Player A, in the form of conveying X = 0 and not conveying X = 6,

would be effective at increasing the likelihood that Player B chooses Right.

Player B Data (PPT and PPD Treatments)

Right|X = 0 Right|X = NC Right|X = 6 (p-value)

12/30 7/61 2/33 (0.0002)
(40%) (11%) (6%)

Notes: reported p-value is from a Cuzick’s non-parametric test for ordered
alternatives. A similar p-value results using a Jonckheere-Terpstra test for
ordered alternatives.

T
��� 2.1. Comparison of Player B Right Rates by Conveyance State

I now turn to testing H1, namely, are Players As attempting to induce guilt upon

Player Bs? Recall that if Player As are attempting to induce guilt upon Player B, then

a larger proportion of Player As will Convey X = 0 compared to Convey X = 6 in

ΓPPT and ΓPPD. To test this hypothesis, I compare the conveyance decisions of Player

As for whom X = 0 was revealed with those for whom X = 6 was revealed. Table

2.2 presents the aggregate pooled Player A data from the PPT and PPD Treatments.

From Table 2.2 we can see that 30/43 (70%) Player As chose to Convey X = 0

and 33/55 (60%) Player As chose to Convey X = 6. Although the proportion of

Player As who Convey X = 0 is higher than the proportion who Convey X = 6, the

difference is not significantly different using a 1-sided Fisher’s exact test (p = 0.215).

The conveyance data suggests that Player As are not attempting to strategically

induce guilt upon Player Bs, in the sense that there is no significant difference in the

aggregate proportions of Player As who Convey X = 0 and Convey X = 6, which

fails to support H1.
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Player A Data (PPT and PPD Treatments)

Convey X = 0 Convey X = 6 (p-value)

30/43 33/55 (0.215)
(70%) (60%)

Notes: p-value is reported for a 1-sided Fisher’s Exact test of
conveyance rates

T
��� 2.2. Comparison of Player A Conveyance Rates

H3 stated that if having an opportunity to induce guilt fosters more trusting

behavior, then more Player As would choose In when playing ΓPPT compared to

ΓUPT . To test this hypothesis, I compare the aggregate Player A In rate in the PPT

Treatment with the UPT Treatment. From Table 2.3, we can see that 58/111 (52%)

of Player As chose In in the PPT Treatment and 17/45 (38%) of Player As chose In in

the UPT treatment, which is marginally significant using a 1-sided Fisher’s Exact test

(p = 0.071). The data suggests that strategic settings that provide an opportunity

for agents to induce guilt may foster more trusting behavior by those agents.

UPT Treatment PPT Treatment (p-value)

In Rate 17/45 58/111 (0.071)
(38%) (52%)

Notes: p-value is reported from a 1-sided Fisher’s Exact test of conveyance rates

T
��� 2.3. Comparison of Player A In Rates
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2.4.2 Questionnaire Results

In this section I present results from two questions, which were asked to both Player As

and Player Bs in the PPT and PPD Treatments, from a post-decision questionnaire.

The motivation of the two questions was to gain insights regarding Player B’s feelings

of guilt, and Player A’s perceptions of Player B’s feelings of guilt, in ΓPPT and

ΓPPD. This questionnaire was not incentivized and did not impact monetary earnings.

However, for the data analysis of the questionnaire, I compare the responses of the

two questions using matched samples, which controls for scaling differences that could

exist with unmatched samples.

For Player As, the first question asked how much guilt they thought Player B

felt (would have felt) from choosing Left if Player B knew (would have known) the

true value of X. The second question asked Player As how much guilt they thought

Player B felt (would have felt) from choosing Left if Player B did not know (would

not have known) the true value of X. Responses were ranked on a 5-point scale with

5 being a Very High amount of guilt and 1 being a Very Low amount of guilt. I focus

attention on the Player As who had the value of X revealed to them and, thus, had an

opportunity to convey the value of X to Player B. Table 2.4 presents the aggregate

response data, pooled from the PPT and PPD Treatments, for these Player As.18

Table 2.4 is divided into two panels that correspond to whether X = 0 or X = 6 was

revealed to Player A. Within each panel, the average reported perceptions of Player

B’s guilt feeling from choosing Left is separately presented for those Player As who

conveyed the corresponding value of X and those who did not.

18Because the way the questionnaire was programmed in z-tree and administered, it was possible
for subjects to fail to submit an answer for each question. A total of 5 of 98 Player As who had the
value of X revealed to them failed to answer at least one of the questions related to there belief of
Player Bs guilt feelings. Therefore, the aggregate data in Table 4 reflects the responses of 93 Player
As who did answer both questions.
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Panel 1 — Player As for whom X = 0 was Revealed

Guilt if Guilt if
X = 0 Known X = 0 Not Known (p-value)

X = 0 Conveyed 2.46 1.78 (0.008)

X = 0 Not Conveyed 2.36 1.91 (0.524)

Panel 2 —Player As for whom X = 6 was Revealed

Guilt if Guilt if
X = 6 Known X = 6 Not Known (p-value)

X = 6 Conveyed 1.72 2.21 (0.061)

X = 6 Not Conveyed 1.48 2.49 (0.002)

Notes: Reported p-values are from a Wilcoxon Signed-Rank test for matched
samples

T
��� 2.4. Player A’s Perceptions of Player B’s Guilt Feelings from Choosing Left

From Panel 1 of Table 2.4, we can see that the Player As who chose to Convey

X = 0 perceived that Player B would have felt significantly more guilt from choosing

Left |X = 0 compared to Left |X = NC (p = 0.008). However, the Player As who

chose toNot Convey X = 0 did not perceive that Player B would have felt significantly

more guilt from choosing Left |X = 0 compared to Left|X = 0 (p = 0.524). Similarly,

from Panel 2, we see that that Player As who chose to Not Convey X = 6 perceived

that Player B would have felt significantly more guilt from choosing Left |X = NC

compared to Left |X = 6 (p = 0.002). While Player As who chose to Convey X = 6

perceived that Player B would have felt only marginally more guilt from choosing

Left |X = NC compared to Left|X = 6 (p = 0.061). The response data from Player
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As provides some evidence that is consistent with attempted guilt induction by Player

As. In the sense that the Player As who actually conveyed X = 0 and did not convey

X = 6 perceived that Player B would suffer more guilt from choosing Left by doing

so.

For Player B, the first question asked how much guilt he/she felt (would have felt)

from choosing Left (if he had chosen Left) if he/she did not know the value of X. The

second question asked Player B how much guilt he/she felt (would have felt) from

choosing Left (if he had chosen Left) if he/she knew the value of X. Again, responses

were ranked on a 5-point scale with 5 being a Very High amount of guilt and 1 being

a Very Low amount of guilt. I focus on the Player Bs who actually made a Left/Right

decision. Table 2.5 presents the aggregate response data, pooled from the PPT and

PPD Treatments, for these Player Bs.19 Table 2.5 is divided into two panels that

correspond to whether X = 0 or X = 6, and each panel shows the average reported

Player B guilt feeling from choosing Left.

From Panel 1 of Table 2.5 we see that when X = 0, Player Bs reported that

they would have felt significantly more guilt from choosing Left |X = 0 compared to

Left |X = NC (p < 0.001). Similarly, from Panel 2 we see that when X = 6, Player

Bs would have felt significantly more guilt from choosing Left |X = NC compared to

Left |X = 6 (p < 0.001). The questionnaire response data from Player Bs reveals that

Player Bs were susceptible to guilt induction by Player A, which is consistent with

the observed Player B behavior, and further supports H2.

19A total of 7 of 124 of the Player Bs did not answer at least one of the questions related to their
guilt feelings. Therefore, the aggregate data in Table 5 reflects the responses of 117 Player Bs who
did answer both questions.
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Panel 1 — Player Bs for whom X = 0

Guilt if Guilt if
X = 0 Known X = 0 Unknown (p-Value)

2.53 1.73 (< 0.001)

Panel 2 — Player Bs for whom X = 6

Guilt if Guilt if
X = 6 Known X = 6 Unknown (p-Value)

1.42 2.15 (< 0.001)

Notes: Reported p-values are from a Wilcoxon Signed-Rank test
for matched samples

T
��� 2.5. Player B’s Reported Guilt Feelings from Choosing Left

2.4.3 Discussion

Although the motivation of this study was to test H1-H3, I take this time to make a

few speculative remarks regarding some of the observed data. I begin by proposing

some plausible explanations of why Player As do not attempt to induce guilt upon

Player Bs. Recall that attempted strategic guilt induction by Player A in ΓPPT (and

ΓPPD) requires Player A convey X = 0 and not convey X = 6. Thus, failure to

attempt to induce guilt can result from Player A either (i) not conveying X = 0,

and/or (ii) conveying X = 6. Several Player As did not convey X = 0 (30%) and did

convey X = 6 (60%), which suggests that failure to support H1 is primarily a result

of a combination of both (i) and (ii).

One possibility is that some Player As just don’t realize or perceive that guilt could

have been induced by the method proposed. Consequently, this sub-group of Player



45

As would not be motivated to convey X = 0 and/or not convey X = 6 as a means of

inducing guilt. This is consistent with the questionnaire data that was presented in

the previous section, where the Player As who made conveyance decisions that were

inconsistent with attempted guilt induction did not perceive that guilt could have

been induced by conveying X = 0 and not conveying X = 6. A second possibility is

that some Player As feel guilt over inducing guilt, a notion that BSH (1994) denote

as metaguilt. Player As who are averse to metaguilt would then be motivated to

not induce guilt by not conveying X = 0 and conveying X = 6. A third possibility

is that Player As may have some aversion to being deceptive. For these Player As,

not conveying known information about the value of X might be perceived as being

deceptive, which would motivate them to convey X, even when X = 6.

BSH (1994) posit that guilt is induced by conveying how one suffers if another

fails to act in a desired fashion. You can think of Player A choosing to convey X = 0

as an explicit attempt to induce guilt because Player A is actually conveying how

he suffers. However, you can think of Player A choosing to not convey X = 6 as an

implicit attempt to induce guilt because Player A is convey how he suffers by actually

not conveying how he doesn’t suffer.

This distinction between what I refer to as explicit and implicit guilt induction

might be important in terms of the effectiveness of guilt induction. This can be seen

from the Player B response data. Although Player Bs were more likely to choose

Right |X = 0 (40%), compared to Right |X = NC (11%), compared to Right |X = 6

(6%), it is clear that these differences are not linear. Player Bs are much more likely

to choose Right after Player A had explicitly induced guilt by conveying X = 0 as

opposed to implicitly inducing guilt by not conveying X = 6. This suggests that guilt

induction is likely the most effective when agents are able to explicitly convey how
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they suffer. That is, if an agent knows he will suffer over another’s failure to act in a

desired fashion, then that agent may be able to induce guilt by explicitly conveying

that information.

2.5 Application of the B&D Model of Guilt

In this section, I explore the connection between the psychological insights of BSH

(1994) regarding guilt induction and the B&D model of guilt. In doing so, I first

provide a brief outline of the general B&D model of guilt, followed by its application

to ΓPPT . I then derive conditions under which the BSH (1994) method of inducing

guilt is consistent with predictions of the B&D model of guilt. I conclude the section

by showing that guilt induction, as prescribed by BSH (1994), can be supported as

an equilibrium in ΓPPT under the framework of B&D.

2.5.1 Outline of B&D Model of Guilt

B&D formally model two types of guilt for a general class of extensive form games,

simple guilt and guilt from blame. I only consider the former applied to ΓPPT , thus, I

restrict my analysis to simple guilt.20 What follows is only a simplified outline of the

model; Interested readers should refer to B&D for the full, technical presentation of

both models including illustrative examples. Informally, the model posits that agents

suffer disutility, in the form of guilt, from failing to live up to others’ expectations.

20With simple guilt, an agent suffers disutility proportional to how much he/she lets down another
agent. Whereas with guilt from blame, an agent suffer disutility proportional to how much the other
agent blames him for being let down. Thus, the main difference between the two models is the extent
to which an agent can be blamed for letting down another agent. With respect to ΓPPT , the two
models are equivalent. Player A can unambiguously identify the action of Player B which implies
that Player B will receive all the blame for letting Player A down. Although either model of guilt
could be used for this analysis, I opt to apply the less complex model of simple guilt for clarity.
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This is captured by modeling an agents utility as a function of his own material

payoffs, and the extent to which he let other agents down.

Formally, simple guilt is modeled by specifying a utility function for player i given

by:

uSGi = mi −
∑

j �=i

θij ·Dj (Simple Guilt Utility)

In this expression, mi represents player i′s material payoff, and
∑
j �=i

θij ·Dj represents

player i′s disutility from simple guilt. The latter component is composed of two pieces.

The first, θij, is an exogenously given constant that measures player i′s sensitivity of

feeling guilty toward player j. The second, Dj, represents the amount by which player

i lets player j down, as a result of player i′s strategy. Dj = Ej −mj is expressed as

the difference between the material payoff that player j was expecting, Ej, and the

material payoff that player j actually receives, mj .
21 Ej itself is a function of player

j′s strategy, and player j′s vector of “first-order” beliefs regarding the strategies of

the other players. Note, player i does not actually observe Dj, as it is a function

of player j′s first-order beliefs. Therefore, it is assumed that player i maximizes the

expected value of uSGi , given player i′s first-order beliefs regarding player j′s strategy,

and player i′s “second-order” belief regarding player i′s first-order beliefs.

21More precisely, B&D model the utility from simple guilt as uSGi = mi −
∑
j �=i

θij · Gij . In this

expression, Gij = Dj − minsi Dj measures the unavoidable amount by which player i lets down
player j. However, in relation to ΓPPT , Gij is equivalent to Dj so I opt to use the more simple
notation.
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2.5.2 Guilt Applied to ΓPPT

I proceed with the application of the B&D model of simple guilt to ΓPPT .
22 In par-

ticular, I derive the guilt that Player B would experience from choosing Left in ΓPPT .

When Player B is called upon to move, there are three possible histories that Player

B could observe. The first is that X = 0 was conveyed, which I denote C0. The

second is that X = 6 was conveyed, which I denote C6. The third is that the value of

X was not conveyed, which I denote CN . Henceforth, I refer to these three possible

histories as the three possible conveyance states. A strategy for Player B is a proba-

bility distribution over Player B’s possible actions, {Left, Right}, at each of the three

possible conveyance states.

In deriving the guilt that Player B would suffer from choosing Left, it is necessary

to first derive Player A’s material expectation. Before Player A makes her initial

In or Out decision, Player A forms an initial first-order belief regarding Player B’s

strategy. Player A’s initial first-order beliefs can be represented as the probabilities

that Player B would choose Right at each of the three conveyance states, which I

denote αA= (Pr(Right |C
0),Pr(Right |CN),Pr(Right |C6)). For a given strategy, Player

A forms an expectation,weighted over αA and moves by Nature, of his material payoff.

I denote Player A’s initial material expectation EA.

Player B experiences disutility from simple guilt when he fails to live up to Player

A’s expectations i.e. chooses a strategy that yields a payoff to Player A that is lower

than EA. However, when Player B is called upon to move, he does not observe EA.

Player B must then form an expectation regarding EA, conditional on the conveyance

22The guilt aversion model could be applied to ΓUPT as well. However, the hypotheses that I
develop regarding attempted guilt induction and the effectiveness of guilt induction apply only to
ΓPPT . Therefore, I only consider the guilt aversion model applied to ΓPPT . ΓUPT is included in
the experimental design solely to investigate whether having an opportunity to induce guilt affects
trusting behavior as described in the hypothesis development section.
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state. This conditional expectation is a function of Player B’s conditional second-order

beliefs regarding αA, which I denote βB. I define EB|h where h ∈ {C
0, CN , C6} as

Player B’s expectation of EA, conditional on the conveyance state. The guilt that

Player B would suffer from choosing Left is proportional to the difference between

EB|h and mA, where mA the material payoff that Player A actually receives as a

result of Player B’s Left decision. Let θB ≥ 0 denote Player B’s sensitivity to feeling

guilty. Below, I derive Player B’s utility, including simple guilt, from choosing Left

at each of the three possible conveyance states.

X = 0 was conveyed: Because the conveyance is credible, Player B knows that if he

chooses Left, Player A will receive a payoff ofmA = 0. Player B’s expectation of

Player A’s expectation is EB|C
0. By choosing Left, Player B will suffer disutility

from guilt equal to θB · (EB|C
0−0). Thus, Player B’s utility from choosing Left,

after X = 0 was conveyed, is equal to:

6− θB · (EB|C
0 − 0)

X = 6 was conveyed: Because the conveyance is credible, Player B knows that if he

chooses Left, Player A will receive a payoff ofmA = 6. Player B’s expectation of

Player A’s expectation is EB|C
6. By choosing Left, Player B will suffer disutility

from guilt equal to θB · (EB|C
6−6). Thus, Player B’s utility from choosing Left,

after X = 0 was conveyed, is equal to:

6− θB · (EB|C
6 − 6)
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Value of X not conveyed If the value of X is not conveyed, then Player B must

think about the expected material payoff that Player A would receive if he

chooses Left. Let m̂A = EB[mA|C
N ] denote this expectation. In calculating m̂A,

Player B must think about the relative probability that (1) Player A learned

X = 0 and chose Not Convey, (2) Player A learned X = 6 and chose Not

Convey, and (3) Player A did not learn the value of X. Although these prob-

abilities are unobservable to the researcher and, thus, the exact value of m̂A is

unobservable, it is possible to identify bounds on m̂A. Specifically, m̂A ∈ [1, 5]

as I previously shown. Player B’s expectation of Player A’s expectation is

EB|C
N . By choosing Left, Player B will suffer disutility from guilt equal to:

θ · (EB|C
N − m̂A) where m̂A ∈ [1, 5]. Thus, Player B’s utility from choosing

Left, after the value of X was not conveyed, is equal to:

6− θB · (EB|C
N − m̂A) where m̂A ∈ [1, 5]

2.5.3 Theoretical Consistency with BSH (1994)

BSH (1994) argue that guilt is induced by conveying to another how one suffers when

the other fails to act in a desired fashion. In relation to ΓPPT , the BSH (1994)

method of inducing guilt would correspond to Player A choosing to Convey X = 0,

and choosing to Not Convey X = 6. Is the BSH (1994) method of guilt induction

consistent with the B&D model of simple guilt? That is, does the B&D model predict

that Player B would suffer more guilt from choosing Left when X = 0 was conveyed

compared to when the value of X was not conveyed? Similarly, does the model predict

that Player B would suffer more guilt from choosing Left when the value of X was

not conveyed compared to when X = 6 was conveyed? These questions can both



51

be conditionally answered in the affirmative. I proceed by deriving conditions under

which the BSH (1994) method for inducing guilt is consistent with the prediction of

the B&D model of simple guilt.

First recall that the disutility from guilt that Player B would suffer from choosing

Left at each of the three possible conveyance states, as predicted by the B&D model,

can be summarized as follows:

• X = 0 was conveyed: θB · (EB|C
0 − 0)

• X = 6 was conveyed: θB · (EB|C
6 − 6)

• Value of X not conveyed: θB · (EB|C
N − m̂A) where m̂A ∈ [1, 5]

According to B&D, Player B would suffer more disutility from choosing Left when

X = 0 was conveyed, compared to when the value of X was not conveyed, when:

θB · (EB|C
0 − 0) ≥ θB · (EB|C

N − m̂A) =⇒ EB|C
0 ≥ EB|C

N − m̂A (Condition #1)

Similarly, Player B would suffer more disutility from choosing Left when the value of

X was not conveyed, compared to when X = 6 was conveyed, when:

θB ·(EB|C
N−m̂A) ≥ θB ·(EB|C

6−6) =⇒ EB|C
N−m̂A ≥ EB|C

6−6 (Condition #2)

Because m̂A ∈ [1, 5], we can derive a set of necessary and sufficient conditions on

EB|h under which guilt induction, as prescribed by BSH (1995), is consistent with the

prediction of the B&D model of simple guilt. The two conditions that are necessary

for guilt induction by Player A upon Player B in ΓPPT are:

EB|C
0 ≥ EB|C

N − 5 (Necessary Condition #1)
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EB|C
N ≥ EB|C

6 − 5 (Necessary Condition #2)

The two conditions that are sufficient for guilt induction by Player A upon Player B

in ΓPPT are:

EB|C
0 ≥ EB|C

N − 1 (Sufficent Condition #1)

EB|C
N ≥ EB|C

6 − 1 (Sufficent Condition #2)

Essentially, Condition 1 states that Player B’s second-order belief of Player A’s

expectation after X = 0 is conveyed, EB|C
0, is not too much lower than Player B’s

second-order belief of Player A’s expectation after the value of X is not conveyed,

EB|C
N . Similarly, Condition 2 states that Player B’s second-order belief of Player

A’s expectation after the value of X is not conveyed, EB|C
N , is not too much lower

than Player B’s second-order belief of Player A’s expectation after X = 6 is conveyed,

EB|C
6. Conditions 1 and 2 would certainly be satisfied if we assumed that Player B

does not update his belief of Player A’s expectation, i.e. EB|C
0 = EB|C

N = EB|C
6.

Such an assumption would be satisfied in an equilibrium as I will discuss in the

subsequent section. However assuming that EB|C
0 = EB|C

N = EB|C
6 is clearly

stronger than is needed for Condition 1 and 2 to be satisfied.23

If Conditions 1 and 2 are satisfied, then the B&D model predicts that Player B

would feel more guilt from choosing left after X = 0 was conveyed and the value of

X was not conveyed, compared to when the value of X was not conveyed and X = 6

was conveyed, respectively. Therefore, if Condition 1 and 2 hold, then according to

23Conditions 1 and 2 are a function of both Player B’s updated second-order belief of Player
A expectation, and Player B’s belief about the value of X when the value of X is not conveyed.
Although these conditions can’t be empirically verified for each individual Player B, it is possible to
verify these conditions on the aggregate level.
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the B&D model, Player A can induce guilt upon Player B by choosing to Convey

X = 0 and Not Convey X = 6, which is consistent with the BSH (1994) method for

inducing guilt.

2.5.4 Guilt Induction as an Equilibrium of ΓPPT

The primary motivation of the study is to experimentally investigate whether agents

strategically induce guilt upon others, and whether agents respond in kind to strategic

guilt induction. These are questions related to behavioral motivations in games that

are independent of any equilibrium supposition. Nevertheless, it is an important

question whether such behavior can be supported as an equilibrium of ΓPPT under

the formal guilt framework of B&D. It is the case that guilt induction by Player A,

and a kind response to guilt induction by Player B, can be supported as sequential

equilibrium (SE) of ΓPPT (Battigalli and Dufwenberg 2009).24 The intuition behind

this rests in the fact that in a SE, an assessment (profile of behavioral strategies and

conditional hierarchical beliefs) will be consistent. Battigalli and Dufwenberg show

that in equilibrium, “players never change their beliefs about the conditional beliefs

that the opponents would hold at each h (history)” (pp. 16). Thus, in equilibrium,

there is no belief updating. It follows that EB|C
0 = EB|C

N = EB|C
6, which implies

that Conditions 1 and 2 from above would be satisfies in an equilibrium.

As I have shown, guilt induction by Player A is characterized by the choice to

Convey X = 0 andNot Covey X = 6. Therefore, the strategy (In, Convey X = 0,Not

Convey X = 6) for Player A is consistent with attempted guilt induction. Effective

guilt induction is characterized by Player B choosing Right as a response to the guilt

24I refer the reader to the original paper for a formal equilibrium analysis of dynamic psychological
games. The authors extend the concept of sequential equilibrium by incorporating hierarchies of
conditional beliefs.
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induction by Player A. The following two strategies for Player B are consistent with

responding in kind to Player A’s guilt induction: (Right|C0, Right|CN , Left|C6), and

(Right|C0, Left|CN , Left|C6). Thus, the strategy profiles ((In, Convey X = 0, Not

Convey X = 6), (Right|C0, Right|CN , Left|C6)), and ((In, Convey X = 0, Not

Convey X = 6), (Right|C0, Left|CN , Left|C6)) are the candidate equilibrium profiles

for effective guilt induction in ΓPPT . I proceed by showing that each can be supported

as a SE of ΓPPT .

Claim 1 The strategy profile ((In, Convey X = 0, Not Convey X = 6), (Right|C0,

Right|CN , Left|C6)) can be supported as a SE of ΓPPT for θB ∈ [
2
5
, 1
2
]

To verify that this strategy profile is an equilibrium, we need to check that neither

player has a profitable deviation. For Player A, this is rather trivial. By following

the equilibrium strategy, Player A earns a payoff of 10, which is the highest payoff of

the game. Therefore, Player A has no profitable deviation. For Player B, we need to

consider deviations at each of the possible conveyance states. Given consistent beliefs

in equilibrium, we have that αA= βB= (1, 1, 0), EA = EB|h = 10 ∀ h ∈ {C
0, CN , C6},

and m̂A = 5. Player B will not deviate to Right|C6 so long as: 6− θB · [10−6] ≥ 4⇔

θB ≤
1
2
. Player B will not deviate to Left|CN so long as: 4 ≥ 6−θB ·[10−5]⇔ θB ≥

2
5
.

Similarly, Player B will not deviate to Left|C0 so long as: 4 ≥ 6−θB ·[10−0]⇔ θB ≥
1
5

which is satisfied if θB ≥
2
5
.

Claim 2 The strategy profile ((In, Convey X = 0, Not Convey X = 6), (Right|C0,

Left|CN , Left|C6)) can be supported as a SE of ΓPPT for θB ∈ [
2
7
, 1]

Again, to verify that this strategy profile is an equilibrium, we need to check that

neither player has a profitable deviation. For Player A, playing the equilibrium strat-

egy yields an expected payoff of 6.75, therefore Player A cannot profitable deviate
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to Out. Player A would not deviate and Not Convey X = 0 which would result in

a payoff of 0 compared to a payoff of 10 from following the equilibrium strategy to

Convey X = 0. Player A is indifferent between Convey X = 6 and Not Convey

X = 6. Therefore, Player A has no profitable deviation from the prescribed equilib-

rium strategy. For Player B, we need to consider deviations at each of the possible

conveyance states. Given consistent beliefs in equilibrium, we have that αA= βB=

(1, 0, 0), EA = EB|h = 7 ∀ h ∈ {C
0, CN , C6}, and m̂A = 5. Player B will not deviate

to Right|C6 so long as: 6 − θB · [7 − 6] ≥ 4 ⇔ θB ≤ 2. Player B will not deviate

to Right|CN so long as: 6 − θB · [7 − 5] ≥ 4 ⇔ θB ≤ 1. Similarly, Player B will not

deviate to Left|C0 so long as: 4 ≥ 6− θB · [7− 0]⇔ θB ≥
2
7
.

Claim 1 and 2 show that strategic guilt induction can be supported as an equi-

librium of ΓPPT under the formal guilt framework of B&D. I acknowledge that an

equilibrium supposition, especially when a game features multiple equilibrium, is a

rather strong notion. However, an equilibrium supposition is sufficient, and not nec-

essary, for the research hypotheses of this study to be consistent with predictions of

the B&D model of guilt.

2.6 Conclusion

The motivation of this study is to investigate some of the interpersonal strategic

implications from guilt aversion. In doing so, I consider an experimental design

centered around a private information trust game — ΓPPT . This augmented trust

game features a strategic structure rich enough to allow the first mover (Player A) an

opportunity to induce guilt upon the second mover (Player B) in a manner derived

from psychological insights of BSH (1994). I then test whether Player As strategically
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induce guilt upon Player Bs, whether Player Bs are susceptible to this type of guilt

induction, and whether having the opportunity to induce guilt fosters more trusting

behavior by Player As.

In general, the behavioral results fail to support the hypothesis (H1) that Player As

attempt to strategically induce guilt upon Player Bs. Although the questionnaire data

does provide some evidence that the Player As make choices consistent with attempted

guilt induction perceived that guilt was induced upon Player B as a result. However,

the data strongly supports the hypothesis (H2) that Player Bs are susceptible to guilt

induction by Player As, i.e. guilt induction would have been effective. Player Bs are

the most likely to be kind to Player A after Player A had explicitly conveyed how

much he would suffer if Player B acted unkindly. Additionally, the data marginally

supports the hypothesis (H3) that Player As exhibit more trusting behavior when the

strategic setting features and opportunity to induce guilt upon Player B.

The observed data that Player Bs are susceptible to guilt induction provides addi-

tional experimental evidence consistent with the hypothesis that agents are motivated

by guilt aversion. Hence, the experimental design provided an alternative approach

for investigating guilt aversion from those previously implemented. Namely, ΓPPT and

ΓPPD provide a method for identifying behavior that is consistent with guilt aversion

without having to elicit beliefs, or convey elicited beliefs, both of which present pre-

viously established limitations (c.f. Charness and Dufwenberg 2011).25 The ability

25Specifically, Dufwenberg and Gneezy (2000), Charness and Dufwenberg (2006), Bacharach,
Guerra, and Zizzo (2007), and Dufwenberg, Gächter, and Hennig-Schmidt (2011) elicited second
order beliefs and test for a positive correlation between elicited second order expectations and ac-
tions. However, because these studies provide only a correlation between elicited second order beliefs
and actions, anchoring and false consensus effects cannot be ruled out as possible explanations. Al-
ternatively, Reuben, Sapienza, and Zingales (2009) and Ellingsen, Johannesson, Tjotta, and Torsvik
(2010) elicit first-order expectations of subjects, convey those expectations to the subject’s partner,
and test for correlations between expectations and actions. However, the possibility of untruthful
reporting of beliefs and skepticism of conveyed beliefs arise with this approach, as noted by Reuben,
Sapienza, and Zingales.
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to test for guilt aversion without eliciting beliefs is particularly relevant in light of

the recent studies by Reuben, Sapienza, and Zingales (2009) and Ellingsen, Johan-

nesson, Tjotta, and Torsvik (2010), which both test for the presence of guilt aversion

using similar experimental designs that feature belief elicitation, yet reach opposing

conclusions. This paper joins Charness and Dufwenberg (2011), in its ability to test

models of belief dependent utility without having to elicit beliefs.

BSH(1994) note that “guilt [induction] does not depend on formal power or influ-

ence and may even work best in the absence of such power, because one induces guilt

by depicting oneself as the helpless victim of another’s actions” (p. 247). This suggests

that guilt induction could be particularly effective in economies with less developed

legal systems. In such economies guilt induction could serve as an informal mecha-

nism for enforcing contracts and mitigating corrupt behavior, that might otherwise

transpire in the absence of formal prohibitive legislation (Lee 2010). Guilt induction

could also prove to be effective at influencing behavior and impacting outcomes in

credence goods markets (see Dulleck and Kerschbamer 2006; Dulleck, Kerschbamer,

and Sutter 2011; Beck, Kerschbamer, Qiu, and Sutter 2010). In these credence goods

markets, e.g. doctors, mechanics, or other expert services, the consumer is often the

“helpless victim” of the experts actions. Guilt induction by the consumer could be

implemented to thwart opportunistic behavior by the expert, especially in develop-

ing economies where the incentives for opportunistic behavior are likely to be much

stronger.

Partnerships, principle-agent contracting, and employee-employer relationships,

represent some of the many economic settings where trust is pivotal for successful

and efficient relations. There is a growing body of literature that investigates the

importance of trust in social and economic settings, and how trust can be fostered
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(see Fehr 2009; Charness, Du, Yang 2011 for reviews). Much of this literature focuses

on the effectiveness of reputation building in fostering trust.26 While there is often

an incentive to trust in economic settings, this incentive is often offset by exposure

to the risk of opportunistic behavior by the trusted agent. However, guilt induction

by the trusting agent can serve as a mechanism for thwarting such opportunistic

behavior, thus mitigating the risk associated with trusting actions. Therefore, having

an opportunity to induce guilt would then lead to more trusting behavior, which is

what is observed in this paper. This might help explain why trust is so prevalent in

many economic interactions in our society today, where the strategic environments

are often rich enough to allow the possibility to induce guilt.

Before I conclude, I speculate about two possible areas of future research that

might prove valuable for better understanding the interpersonal implications of guilt

aversion in strategic settings. The first involves investigating guilt induction in the

absence of credible payoff conveyance between agents. The experimental game in

this study only permits credible payoff conveyance between agents. However, in many

economic setting with private payoff information, credible payoff conveyance may

be costly or impossible, e.g., firms involved in relationship specific investment or

partnerships. It remains to be investigated whether agents attempt to induce guilt,

and whether induced guilt remains an effective behavior mechanism when credible

payoff revelation is not possible.27 The second involves investigating guilt induction

26That is, building a trustworthy reputation through prior trustworthy actions, that are observable
to other agents, induces agents to trust you in the future. Many experimental studies have found
evidence consistent with this “indirect reciprocity” including Bohnet and Huck (2004), Bolton,
Katok, and Ockenfels (2005), Greiner and Levati (2005), Seinen and Schram (2006), Duffy, Lee,
and Xie (2008), and Engelmann and Fischbacher (2009). Charness, Du, and Yang (2010) provide
a thorough review of these papers as well as provide experimental evidence that a reputation of
trusting behavior can foster trust.

27Recall, the credible conveyance aspect of the design played a critical role in the tractable appli-
cation of the B&D model of guilt aversion to ΓPPT , as well as contributing to the overall tractability
of the experimental implementation.
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and its effectiveness in repeated games. Specifically, ex post guilt induction upon an

agent who chose an unkind action in a previous period could thwart unkind actions by

that agent in future periods.28 Many economic settings involve repeated interaction

between agents and in these settings, guilt induction could be used to foster long

lasting, trusting relationships.

I conclude by noting that the effectiveness of guilt induction as an influence mech-

anism in strategic settings may have limitations. In particular, repeated applications

of guilt induction may become less effective since the target of the guilt induction

will likely become resentful or angered over its repeated application. This could ul-

timately lead to less kind actions in response to guilt induction, which is counter to

its intended purpose. BSH (1995) recognize this and argue that “although guilt may

often be an effective way of getting one’s way, it appears to be costly and to carry

some stigma. This suggests that inducing guilt may be a technique that has to be

used with caution and restraint” (p. 183). Perhaps guilt induction in strategic eco-

nomic settings should be a mechanism that is reserved for instances when the payoff

and/or risk associated with a trusting action are the largest.

28In this type of setting, an agent would actually be inducing guilt, and not counterfactual guilt
like I have considered in this study.
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3.1 Introduction

Goods and services are often transacted in settings that allow for the possibility of

price negotiations. Such settings typically entail a potential buyer either purchasing

the good or service from the seller at the stated posted price, or choosing to engage in

bilateral negotiations with the seller in an attempt to acquire the good at a lower price.

Examples of goods and services that are likely to use this type of price negotiation

include: acquisitions of input goods for firms, out-sourcing to private contractors,

hiring of new employees, real estate transactions, and goods sold in a secondary

market. The outcome in these price negotiation settings, i.e., the price at which the

good is transacted, will depend on whether a buyer decided to engage in negotiations,

and the extent to which the buyer negotiates.1 If the negotiation behavior of buyers

in these settings is assumed to be purely selfishly motivated, then buyers will engage

in negations when it is profitable, and attempt to negotiate the lowest possible price.

The assumption that buyers are purely selfishly motivated rules out the possibility

that negotiation behavior, and the consequent negotiation outcome, are influenced by

a buyer’s concern for fairness. However, Albin (1993) notes “yet the actual practice

of negotiation...suggests that concepts of fairness are often an influential factor” (p.

1Naturally, these negotiation decisions made by the buyer will likely depend on the specific stuc-
ture of the negotiation setting and, possibly, charactersitics of the buyer and seller, e.g., bargaining
costs, outside options, and/or discount rates.

Eric
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223). Similarly, Thompson (2001) notes that “fairness is a ‘hot button’ in negotiations

because most negotiators view themselves as fair, or wanting to be fair” (p. 42).

The motivation of this paper is to theoretically model fairness concerns into a price

negotiation setting. In particular, I explore the influence of posted price fairness on

the negotiation behavior of buyers. In doing so, I develop a model that allows a

buyer’s decisions regarding whether to engage in negotiations with a seller, and/or

the extent to which a buyer negotiates, to depend on the buyer’s perception about

the fairness of the posted price.

The importance of price fairness concerns to buyers have been explored and doc-

umented in both market exchanges and negotiation settings. Regarding the former,

Huppertz, Arenson, and Evans (1978) find survey evidence that buyers are more likely

to leave a store and complain if the price is unfair. Similarly, Kahneman, Knetsch,

and Thaler (1986) find survey evidence that people would switch drugstores in the

presence of unfair pricing. Several studies have also shown that the fairness of the

price can influence a buyer’s willingness to purchase (Campbell (1999), Kristensen

(2000), Maxwell (2002), and Xia, Monroe, and Cox (2004) for a review). Specifically,

Kristensen (2000) highlights the importance of price fairness to buyers by noting that

“the results clearly showed that buyers’ utility function was affected by information

of a fair price” (p. 51). Along these lines, Rotemberg (2005, 2011) formally develops

a pricing framework that explicitly models a buyer’s concern for price fairness, as

well as providing a comprehensive review of the price fairness literature for interested

readers.

In regards to negotiation settings, the importance of price fairness concerns to

buyers have been similarly documented, although to a lesser extent. For example,

Maxwell, Nye, and Maxwell (1999) find evidence that buyers who are primed to con-
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sider price fairness are more willing to make concessions and are more satisfied in

a simulated bilateral negotiation over a used car. Herrmann (2004) surveys buyers

about their negotiation behavior at garage sales and finds that buyers indicated that

they tend to engage in negotiations when prices are high, and refrain when prices are

low. specifically, Herrmann finds that “sixty three percent of questionnaired respon-

dents indicated that they refrained from bargaining because ‘prices are reasonable’”

(p. 70).2 One of the surveyed respondents expressed, in reference to the price, ‘if

it’s already low, it’s ridiculous to bargain. I never would’, while another surveyed

respondent expressed that ‘as a shopper, if I feel that the price is fair, I don’t even

attempt to bargain’” (p. 70). These studies provide some empirical survey evidence

that suggests concerns for price fairness can influence the negotiation behavior of

buyers in important ways.

In this paper, I propose a price fairness (PF henceforth) model where a buyer’s

utility in price negotiation settings explicitly incorporates the buyer’s concern for

posted price fairness. In doing so, I define a measure of posted price fairness where

the buyer’s value acts as the reference point for the perceived fairness of the posted

price. In the model, a buyer’s utility over a negotiated outcome depends on both the

buyer’s material payoff and the buyer’s perception of the fairness of the posted price.

Specifically, the model posits that buyers receive disutility from engaging in negoti-

ations, and aggressively negotiating, with the seller when the price is fair. Where,

in the context of the model, the term negotiation aggression is used to characterize

2In the context of this paper I do not distinguish between the terms bargaining and negotiation.
Therefore, the two terms should be viewed as equivalent and can be freely interchanged. Although
Morley and Stephenson (1977) do make a distinction between bargaining and negotiation, and I refer
interested readers to Stroeker and Antonides (1997) for further discussion regarding this distinction.
In the psychology literature negotiation seems to be the predominantly used term whereas in the
economics literature bargaining is the predominantly used terms. Because much of the motivation
for this paper is derived from previous psychology studies, I adopt the term negotiation for this
paper.
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the buyer’s intensity toward negotiating the lowest possible price.3 Buyer specific

sensitivity constants are also included in order to account for heterogenous impacts

of posted price fairness concerns on negotiation behavior. The model is intended to

capture the notion that buyers dislike aggressively negotiating, and may even forgo

engaging in profitable negotiations, when the price is fair, i.e., when buyers think

they are getting a good deal.

I then consider an application of the PF model to a stylized posted price nego-

tiation game. In the game, I show that if buyers are assumed to be purely selfishly

motivated, then it is optimal for them to always engage in negotiations and negotiate

as aggressively as possible with the seller, which corresponds to not initially paying

the posted price and then making a negotiation counter-offer of zero to the seller.

However, I show that if buyers are concerned with the fairness of the posted price,

then buyers will negotiate less aggressively by counter-offering a price greater than

zero to the seller. Additionally, buyers who are sensitive enough to posted price fair-

ness concerns will forgo profitable negotiations all together and just initially purchase

the good at the posted price.

I also show that the PF model developed in this paper can be framed as a negoti-

ation analog to Thaler’s (1985) transaction utility model. The idea behind Thaler’s

transaction utility model is that agents who purchases a good in a market setting

receive two streams of utility: (1) acquisition utility, and (2) transaction utility. The

acquisition utility component is a function of the difference between how much the

agent paid for the good and how much the agent valued the good, i.e., the agent’s

material payoff from purchasing the good. While the transaction utility component

is a function of the difference between the price paid and the agent’s reference point,

3I will formally define negotiation aggression in the context of the price negotiation framework
that I consider in this paper when the model is developed in section 2.



64

i.e., how good of a deal the buyer thinks he received from purchasing the good. In the

PF model, buyers similarly receive two streams of utility from acquiring the good via

negotiations. The first is the buyer’s material payoff from acquiring the good at the

negotiation price, which can be thought of as the analogue to the acquisition utility.

The second is the disutility associated with negotiating a fair posted price, which can

though of as the analogue to the transaction utility from negotiating.

This paper is certainly not the first paper to explicitly model fairness concerns in

economic decision making. Examples include a seminal paper by Rabin (1993), later

extended by Dufwenberg and Kirchsteiger (2004), who develops a model of reciprocal

fairness concerns where agent’s desire to be kind to those who are kind. Fehr and

Schmidt (1999) develop an alternative model of distributional fairness concerns where

agents dislike outcomes that are unfair in that sense that the payoff distribution across

agents is unequal.4 Hybrid models has also been developed, e.g., Charness and Rabin

(2002), that incorporate an agent’s desire to reciprocate kind actions and concern

for distributional fairness. However, the PF model in this paper differs from these

previous models of fairness concerns in important ways. The primary difference being

the object over which fairness is defined; namely, the PF model defines fairness in

relation to the posted prices as it compares to the buyer’s valuation, and not in relation

to a desire to reciprocate kind actions or a concern for the fairness of the resulting

payoff distribution across agents. As a consequence, a buyer’s perception of fairness

in the PF model is independent of both the payoffs and intensions of others. Unlike in

distributional models where the buyer’s fairness perceptions depend directly of payoffs

of others, and reciprocal models where fairness notions are indirectly a function of

other’s payoffs and the intensions of others.

4Bolton and Ockenfels (2000) also develop an alternative model of distributional fairness concerns.
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In regards to negotiation settings, these differences between the PF model devel-

oped in this paper and the alternative existing models of fairness concerns can lead

to different implications regarding the buyer’s perception of the fairness of the posted

price, and the resulting impact on the buyer’s negotiation behavior. In particular,

the PF model posits that a buyer dislikes negotiating when the posted price is fair,

as it compares to his own valuation for the good. Whereas, distributional models of

fairness would posit that a buyer dislikes negotiating only to the extent that doing

so would lead to an unequal payoff distribution between the buyer and seller. While

reciprocal models of fairness would posit that a buyer dislikes negotiating only when

doing so is an unkind response to a perceived kind action of the seller. Although

subtle, these differences in the perceptions of the fairness of the posted price and the

corresponding motivations of buyers can lead to quite different implications regarding

the negotiation behavior of buyers, as I further discuss in Section 4. Furthermore,

modeling a buyer’s concern for posted price fairness in negotiations, in lieu of recip-

rocal or distributional models of fairness, is consistent with the negotiation attitudes

documented in Maxwell, Nye, and Maxwell (1999) and Herrmann (2004).5

The findings from previous studies seem to suggest that price fairness can influence

behavior in price negotiation settings. Hence, failing to explicitly account for a buyer’s

concern for price fairness in non-cooperative bargaining models may lead to inaccurate

predictions about their resulting negotiation behavior.6 Specifically, not accounting

5This is not to say, however, that fairness concerns in the form of reciprocity and ineqaulity
aversion could not be simultaneously motivating a buyer’s negotiation behavior. Rather, the model
I develop in this paper is intented to key in on one specific form of fairness concerns in negotiations,
namely, price fairness concerns. I will address this issue of multiple motivations further in Section 4
by discussing possible hybrid models that allow buyers to have preferences over the fairness of the
posted price and concerns over the equality of the negotiation outcome and reciprocity.

6Examples of these types of formal models of non-cooperative bargaining include: Fudenberg
and Tirole (1983), Sobel and Takahashi (1983), Cramton (1984), and Grossman and Perry (1986).
I refer the reader to Ausubel, Cramton, and Deneckere (2002) for a further review of the literature.
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for price fairness concerns would likely predict more negotiating and more aggressive

negotiating than might actually be the case, which would then lead to lower than

actual predictions about the final price at which the good is transacted. The model

that I develop in this paper explicitly incorporates such concerns for price fairness. In

particular, buyers will negotiate less aggressively, and possible even forgo negotiations,

when the price is fair, which is consistent with the negotiation behavior documented

in Maxwell, Nye, and Maxwell (1999), Kristensen and Gärling (1997b, 1997c, 2000),

and Herrmann (2004).

3.2 A Model of Posted Price Fairness Concerns

In this section, I propose a model of price fairness concerns, which I will refer to

as the PF model, intended to capture a buyer’s concerns for posted price fairness

in bilateral price negotiation settings. Specifically, the PF model posits that buyers

receive disutility from engaging in negotiations and aggressively negotiating when

the posted price is perceived to be fair. As a result, the PF model predicts that

the more fair the posted price, the less likely the buyer is to engage in (profitable)

negotiations with the seller and, conditional on negotiating, the less aggressive the

buyer will negotiate.

I restrict attention to bilateral price negotiations with the following general struc-

ture: A buyer is interested in acquiring a good from a seller that is for sale at a posted

price, which I denote P0.
7 The buyer can either concede to the seller and initially pur-

chase the good at P0 (without negotiating), or the buyer can engage in negotiations

7I make no futher assumptions on P0. Thus, P0 can either be treated as exogenously determined
or, depending on the exact strategic structure of the negotiation game, may be endogenously set by
the seller.



67

with the seller. After the negotiations, the buyer either purchases the good at a final

negotiated price of 0 ≤ Pf ≤ P0, or the negotiation ends in an impasse and the buyer

does not buy the good from the seller.8 I further assume that the buyer has a private

value from acquiring the good, which is denoted Vb. I am not imposing any specific

strategic structure on the non-cooperative negotiation process, thus, this framework

is very general and can be applied to a broad class of posted price negotiation set-

tings including, but in not limited to, acquisitions of input goods for firms, private

contractor out-sourcing, hiring of new employees, real estate transactions, and goods

sold in a secondary market.

Before I continue with the formal development of the PF model, it is necessary

to first define a measure of posted price fairness. Fairness notions are necessarily

reference dependent and, therefore, the fairness of the posted price will depend on the

buyer’s reference point. This calls to question what is the appropriate reference point?

Survey evidence by White et al. (1994) and Kristensen and Gärling (1997a, 1997b)

suggests that, of the multiple possible cognitive reference points considered, a buyer’s

reservation acts as the dominant reference point in negotiation settings. Similarly,

Thompson (2001) argues that the buyer’s reservation “acts as a psychological anchor”

in negotiations. In these studies, the buyer’s reservation refers to the maximum a

buyer would be willing to settle for (Raiffa 1982), which is analogous to the buyer’s

value, Vb, in the negotiation framework I consider. Therefore, Vb is a natural candidate

8Obviously requiring Pf ≤ P0 is an assuption. In practice, it is possible that the negotiated price
is greater than the posted price. However, I rather innocuously assume that if a buyer chooses to
forgo paying the posted price and engage in negotiations it is because the buyer is trying to purchase
the good at a price lower than the posted price. Thus, the final negotiated price will be lower than
or equal to the posted price. This assuption is less likely to hold in multilateral negotiation settings
where there is competition amongst buyers, e.g. real estate negotiations, where buyers may negotiate
upward from the posted price. However, I restrict attention to bilateral negotiations, which rules
out competition amongst buyers.
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to serve as the dominant reference point to measure posted price price fairness.9

Formally, I define the buyer’s perception of the fairness of the posted as:

F = max{Vb − P0, 0} (Posted Price Fairness)

For a given Vb ≥ P0, the lower P0 the more fair the buyer perceives the posted

price to be. This is intended to capture the idea that the lower P0, relative to Vb, the

better deal the buyer thinks he is getting; hence the more fair the posted price. For

simplicity and tractability, I choose to model posted price fairness linearly, although

this could certainly be generalized to any increasing function of (Vb − P0). I restrict

the fairness of the posted price to F ≥ 0, which rules out the possibility that buyers

perceive posted prices to be unfair. In practice, buyers may perceive, and are likely to

perceive, posted prices that are higher their values as unfair, which would correspond

to F < 0. However, the motivation of the model is capture the disutility associated

with negotiating when the price is fair, thus, I truncate the price fairness measure to

F ≥ 0.

It should be noted that Vb is intended to be treated in a very general sense and

could be a function of many factors including: market characteristics (White et al.

(1994), Kristensen and Gärling (1997a)), previous purchase prices, and/or prices of

related goods. Therefore, this specification of price fairness does not rule out the

possibility that other factors besides Vb can influence F . However, these factors

are restricted to influence F only indirectly through their affect on Vb. In these price

negotiation settings buyers may also, in practice, incur some fixed costs of negotiating

9This idea that the buyer’s value acts as the dominant reference point is similarly in line with
the notion of “egocentric” biases of fairness (see Thompson and Loewenstein (1992) for a thorough
discussion). Loewenstein, Issacharoff, Camerer, and Babcock(1993) and Babcock, Loewenstein,
Issacharoff, Camerer(1995) provide experimental evidence of of egocentric fairness assesments in
simulated pre-trial negotiations.
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with the seller. These potential negotiation costs can be accommodated for with this

general specification of Vb by simply taking Vb to represent the buyer’s value, net of

all these possible fixed costs, from acquiring the good.

Recall, the motivation of this study is to model the impact of posted price fairness

on a buyers willingness to engage in negotiations, and negotiation aggression. The

former is simply an observable binary decision and, therefore, rather straightforward

to identify and measure. However, identifying and measuring negotiation aggression

is more difficult. In practice, negotiation aggression would be characterized by the

specific negotiation decisions made by the buyer, e.g., counter-offer and/or concession

decisions. Therefore, measuring actual negotiation aggression would depend of the

negotiation behavior of the buyer, which would certainly be a function of the specific

strategic structure of the negotiation game. However, because the model is intended

to be applicable to a broad range of negotiation settings and I do not impose any

specific negotiation structure, it is not possible to define a behavioral measure of a

buyer’s negotiation aggression. As a result, I instead construct a proxy measure of

buyer negotiation aggression that is outcome based and, thus, applicable to a general

class of posted price negotiation games. Formally, I define negotiation aggression,

which I denote A, as follows:

A = P0 − Pf (Negotiation Aggression)

What this measure says is that the lower the final negotiated price, relative to

the posted price, the more aggressive the buyer was in the negotiations. I want to

stress the fact that A is a proxy for negotiation aggression. In the sense that, buyers

could be demonstrating very aggressive negotiation behavior and, nevertheless, end

up settling on a price close to P0, which would then correspond to a low value of A.
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This could happen, for example, if a seller was very stubborn and refused to lower

the posted price regardless of the negotiation behavior of the buyer.10 However, the

motivation behind this proxy is that buyers who are more aggressive negotiators are

likely to make lower counter-offers and be less likely to make concessions to the seller,

both of which are likely to result in a weakly lower final negotiated price. Therefore,

under the reasonable assumption that more aggressive negotiation behavior exhibited

by a buyer leads to a lower final negotiated price, then A can be taken to measure

the negotiation aggression of a buyer.11

I proceed with the construction of the PF model. The model posits that, in

addition to the monetary gains from aquiring the good, buyers receive disutility when

they forgo paying a fair posted price and engage in negotiations with the seller.

Conditional on engaging in negotiations, the model also posits that buyers receive

additional disutility from aggressively negotiating when the price is fair. Formally,

the utility a buyer receives from purchasing the good from the seller at a final price

of Pf is given by:

UPFb (P0, Pf ) = (Vb − Pf)− 1{N=1} · (λF + δFA2) (PF Utility)

Where Vb, Pf , F, and A are as defined above. The indicator function, 1{N=1}, is

equal to 1 if the buyer engages in negotiations with the seller and 0 if the buyer

forgoes negotiations and pays the posted price. The parameters λ ≥ 0 and δ ≥ 0

10In general, the final negotiated price will likely depend on the negotiation behavior of sellers.
Therefore, there are otther possible settings where the buyer might engage in very aggressive nego-
tiations, but depending on the characteristics and the specific behavior of the seller, could end up
paying a price close to the original posted price.

11An alternative representation of the negotiation aggression proxy would be the difference between
the final price and the posted price, as a fraction of the posted price, i.e., P0−Pf

P0
. Using this alternative

proportional proxy would not change the qualitative implications of the model.
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are constants that represent the buyers sensitivity to negotiating, and negotiating

aggressively, when the posted price is fair, respectively. The idea that buyers have

different sensitivities to fairness is in line with the sentiments of Kahneman (1992)

who notes, “it is also generally accepted, of course, that fairness does not universally

govern behavior” (p. 302).

The (Vb − Pf) term in the PF Utility represents the buyer’s material payoff from

acquiring the good. While, the λF term in the PF Utility represents the disutility

associated with engaging in negotiations and the δFA2 term represents the disutility

from aggressively negotiating when the posted price is perceived to be fair by the

buyer. Because λ ≥ 0, δ ≥ 0, and A ≥ 0 (by assumption), both the disutility associ-

ated with engaging in negotiations and aggressively negotiating are weakly increasing

in F. That is, the more fair the buyer perceives P0 to be, the more disutility a buyer

experiences from engaging in negotiations and aggressively negotiating. Note, be-

cause A = P0−Pf is an outcome based proxy for negotiation aggression, buyers only

receive disutility from aggressively negotiating a fair posted price when it actually

results in a lower Pf .

I model the disutility associated with aggressively negotiating a fair posted price

as a quadratic function. The implication of this is that a buyer receives increasing

marginal disutility from aggressively negotiating a fair posted price. Conditional

on the fairness of the posted price, every additional dollar that is negotiated down

from the posted price results in relatively more disutility for the buyer. This implies

that there is a non-constant trade-off between this increasing disutility and a buyer’s

increase in material payoff from aggressively negotiating, which is always equal to 1.

If, however, the negotiation aggression term entered linearly, then a buyer would face

a constant marginal disutility from aggressively negotiating. This constant trade-off
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between material benefit and aggressive negotiation disutility would induce a corner

solution in terms of the final negotiated price that maximized the buyer’s PF Utility

function. In particular, a buyer for whom δF < 1 would be motivated to negotiate

as aggressively as possible (i.e. try to negotiate Pf = 0), while a buyer for whom

δF > 1 would be motivated to never negotiate a price lower.12 However, the increasing

marginal disutility from aggressively negotiating allows for intermediate values of the

final negotiated price that maximize a buyer’s PF Utility, as will be discussed in

Observation 1 below.

The assumptions that λ ≥ 0 and δ ≥ 0 rules out the possibility that buyers

actually derive utility from engaging in negotiations and successfully negotiating.

That is, the model assumes that buyers do not take pleasure in grinding down the

seller via aggressive negotiation tactics as a means of buying the good at the lowest

possible price. Although I impose this assumption, it is likely that there exists buyers

for whom λ < 0 and/or δ < 0. However, under the maintained assumption that

aggressively negotiating leads to a weakly lower Pf , the motivations of buyers with

λ < 0 and/or δ < 0 would then be perfectly aligned with the purely selfish motivation

of maximizing own material payoffs by trying to purchase the good at the lowest

possible price. Akin to the argument set forth by FS (1999), such buyers would

would not have a differential impact on the negotiation outcome above and beyond

purely selfish buyers.

In practice, it is possible that a buyer engages in negotiations with the seller

but the negotiations end in an impasse, i.e., the buyer does not end up purchasing

the good. I account for this possibility by assuming that if a negotiation impasse

12In the case when δF = 1 a buyer would be indifferent at all level of negotiation aggression.
Thus, varying degrees of negotiation aggression would be possible. However, this is obviously a
special case.
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occurs, the buyer’s PF Utility would be: UPFb = −λF, which is simply the disutility

term associated with engaging in negotiations. This is because if the good was not

purchased, then the buyer does not receive any material benefit and Vb − Pf is then

taken to be zero. Similarly, A, which is outcome based and is a function of Pf , is not

well defined in the event of an impasse. Thus, I simply normalize δFA2 = 0 in the

event of an impasse, i.e., buyers receive zero disutility from aggressive negotiations

if the good is not purchased. Note, however, that the only time −λF is non zero is

when F > 0, which, by definition, implies that Vb > P0. However, buyers for whom

Vb > P0, would be strictly better off buying the good at the final negotiated price

of Pf = P0, compared to a negotiation impasse. Therefore, the only way for the

negotiations to rationally end in an impasse, when the posted price was perceived

as fair by the buyer, is if the seller refuses to sell the good at P0 after negotiations,

which was the original posted price that the seller had set for the good. If we rule out

of this rather insensible possibility, then in the event of an impasse it must be that

Vb ≤ P0 and F = 0, in which case UPFb = 0.

I proceed with some implications that can be derived from the PF model. The

first implication relates to the final negotiated price, conditional on engaging in ne-

gotiations, that would maximize a buyer’s utility, and is stated below in Observation

1:

Observation 1: The final negotiation price that maximizes a buyer’s PF Utility,

which I denote P ∗f , is given by: P ∗f = P0 −
1
2δF

for δ > 1
2FP0

and P ∗f = 0 for

0 ≤ δ ≤ 1
2FP0

To see this note that the disutility that a buyer receives from engaging in nego-

tiations when the posted price is fair, λF, is fixed and does not depend on the final
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negotiation price. Therefore, conditional on engaging in negotiations, this disutility

term does not impact the final negotiation price that maximizes the buyer’s utility.

Thus, the final negotiation price that maximizes the buyer’s PF Utility is simply

the price where the marginal benefit from negotiating equals the marginal cost from

negotiating. The marginal benefit is constant and equal to: 1. The marginal cost

is increasing and equal to: 2δF (P0 + Pf). This implies that for buyers with a large

enough sensitivity to aggressively negotiating a fair price, δ > 1
2FP0

, the negotiated

price that maximizes the buyer’s PF Utility is: P ∗f = P0 −
1
2δF

. On the contrary,

buyers who are purely selfish or are very insensitive to aggressively negotiating a fair

price, 0 ≤ δ ≤ 1
2FP0

, want to buy the good for as low of price as possible; hence,

P ∗f = 0 would maximize PF Utility for such buyers.

Observation 2: P ∗f is increasing in F

Conditional on engaging in negotiations, the more fair the posted price, the less

aggressively a buyer will want to negotiate. That is, the better the deal a buyer

thinks he is getting, the closer the optimal negotiated price is to the posted price.

This implication of the model is consistent with Kristensen and Gärling (1997c, 2000)

who find that buyers with higher reservations make higher counter-offers.

Observation 3: For a buyer with a given Vb > P0, ∃ (λ, δ) such that the buyer would

receive a higher PF Utility from forgoing negotiations and purchasing the good

at P0, rather than engaging in negotiations and purchasing the good at Pf .

To prove this, we just need to show that, for a given Vb > P0 and δ, ∃ λ such

that the buyer’s PF Utility from forgoing negotiations and paying P0 is larger than

the buyer’s PF Utility from negotiating and paying Pf . Suppose that δ > 1
2FP0

,
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then conditional on negotiating, Observation 1 tells us that P ∗f = P0 −
1
2δF

and the

maximum PF Utility a buyer can receive is:

UPFb = (Vb − P ∗f )− λF − δF (P0 − P ∗f )
2 where P ∗f = P0 −

1

2δF
(3.1)

The PF Utility that the buyer would receive from forgoing negotiations and paying

the posted price is simply:

UPFb = Vb − P0 (3.2)

Therefore, a buyer will forgo negotiating and pay the posted price when his PF Utility

is larger from doing so, i.e., the utility given by (2) is larger than the utility given by

(1). The inequality is satisfied when: λ > 1
4δF2

.

If a buyer has a high enough sensitivity to negotiating when the posted price is fair,

then the disutility associated with engaging in negotiations will outweigh any possible

utility gains associated with acquiring the good at a lower price through negotiations.

For these buyers, forgoing negotiations and paying the posted price results in a higher

utility than acquiring the good via negotiations. The idea that buyers forgo profitable

negotiating opportunities because the posted price is fair is consistent with the survey

evidence in Kristensen and Gärling (1997b, 2000), and Herrmann (2004). Specifically,

Herrmann’s finding that people do not bargain because “prices are reasonable” is

consistent with the implications of the PF model.

3.3 An Application of the PF Model

In this section, I apply the posted PF model developed in the previous section to a

stylized 2-player negotiation game between a buyer and a seller. In doing so, I first
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derive the prediction of the game assuming purely selfish buyers. I then contrast

these predictions with the predictions of the game when buyers are assumed to have

price fairness concerns as specified by the PF Utility function in the previous section.

3.3.1 Posted Price Negotiation Game

In this simple game, the buyer is the only player that makes any decisions and the

seller acts as dummy player. The seller is initially endowed with one unit of a good

that is for sale at an exogenously given posted price of P0. The seller bears zero

cost of selling the good. The buyer is assumed to have a value Vb ≥ P0 for the good.

The sequencing of the buyers decisions and the corresponding material payoffs are as

follows:

Stage 1 The buyer first decides whether to pay P0 or engage in negotiation. If the

buyer pays P0, then the game ends. The seller receives a material payoff of P0

and the buyer receives a material payoff of Vb − P0. If the buyer chooses to

engage in negotiations, then the game proceeds to Stage 2.

Stage 2 The buyer engages in negotiations with the seller by making a counter-offer

Pc ∈ [0, P0). The counter-offer Pc is then mapped into a final negotiation price

Pf as follows:

Pf =
P0 + Pc
2

The game ends and the good is transacted at the final negotiation price Pf . The

seller receives a material payoff of Pf and the buyer receives a material payoff

of Vb − Pf .

A strategy for a buyer in this simple game must specify a decision of whether to

engage in negotiations, and conditional on engaging in negotiations, a counter-offer
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Pc. I denote a buyer’s strategy as the vector (N,Pc), where N = 0 if the buyer forgoes

negotiating and initially pays the posted price, and N = 1 if the buyer engages in

negotiations.

Although stylized, this simple game is intended to capture the key negotiation

decisions that a buyer faces in a posted price negotiation setting. Namely, whether

to pay the posted price or engage in negotiations, and how aggressively to negotiate,

conditional on negotiating. In general, after a buyer has forgone paying the posted

price and engaged in negotiations with the seller, a negotiation process would ensue

e.g. alternate offer sequential bargaining, or ultimatum bargaining. However, in this

game I have suppressed the entire strategic bargaining process and just assumed that

a lower initial counter-offer by the buyer, i.e., more aggressive negotiations, leads to

weakly lower final negotiation price. An alternative way to think of this stylized final

price function is that buyers and sellers have equal bargaining weights and, conditional

on the initial price and the counter offer, the buyer and the seller simply split the

difference.

3.3.2 Selfish Buyers

If buyers are assumed to be purely selfishly motivated, i.e., λ = δ = 0, then the

material payoffs in the game can be taken to be utilities. If a buyer forgoes negotiating,

the buyer will have to pay the posted price P0 to acquire the good. However, if the

buyer engages in negotiations and counter-offers Pc ∈ [0, P0), then the buyer will

pay a final price Pf < P0 to acquire the good. Intuitively, there is no downside

associated with initially rejecting P0 and engaging in negotiations for the buyers.13

13In general there may be some cost or risk associated with engaging in bargaining if there is some
positive probabiliy that a buyer cannot buy the item at the original posted price if the seller rejects
the buyer’s counter-offer. Maybe sellers become annoyed or angry during bargaining and refuse to



78

Formally, any strategy of the buyer that prescribes N = 0 is strictly dominated. The

utility a buyer receives from playing any strategy the prescribes N = 0 is: (Vb−PP ).

Whereas, a buyer who plays a strategy (N = 1, Pc ∈ [0, P0)) receives a utility of:

(Vb −
P0+Pc
2
) > (Vb − P0) since

P0+Pc
2

< P0 ∀ Pc ∈ [0, P0). Hence, any strategy that

prescribes (N = 1, Pc ∈ [0, P0)) strictly dominates all strategies that prescribe N = 0.

It is rather trivial to show that the optimal strategy for a purely selfish buyer is

(N = 1, Pc = 0). Because the optimal strategy must prescribe N = 1, it is only left

to show that Pc = 0 is the optimal counter-offer. Because Pf is increasing in Pc, the

buyer wants to choose Pc as low as possible to achieve the lowest possible Pf . Thus,

the optimal strategy for the buyer is (N = 1, Pc = 0). This strategy results in a

payoff of (Vb −
P0
2
) > (Vb − P0).

3.3.3 Buyers with Posted Price Fairness Concerns

I proceed by now assuming that buyers have concerns for posted price fairness. As

a result, the utility from outcomes in the game can no longer be taken as material

payoffs. Instead, a buyer’s utility over outcomes will now be assumed to be their PF

Utility. By assumption, Vb ≥ P0, which implies that buyers do perceive the posted

price to be fair. Now, a buyer who forgoes paying P0 and engages in negotiations by

counter-offering Pc ∈ [0, P0) receives the following utility:

UPFb = Vb −
P0 + Pc
2

− λF − δFA2 (3.3)

sell to the buyer. However, Herrmann (2004) finds evidence that buyers do not perceive any cost
from negotiation. Specifically, the author finds that over 50% or respondents indicate that ‘it never
hurts to ask’ as a dominant motivation for bargaining. This evidence suggests that many buyers
do not perceive there to be any risk associated with negotiating, thus I abstract away from such
possibilities in this simple game.
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where F , A, λ, and δ are defined as above. Whereas, a buyer who forgoes negotiations

and initially pays P0 for the good simply receives a utility of:

UPFb = Vb − P0 (3.4)

After incorporating concerns for posted price fairness, a strategy that prescribes

N = 0 may no longer be strictly dominated. That is, the buyer’s utility from playing

a strategy (N = 1, Pc ∈ [0, P0)) may not be strictly greater than Vb − P0, as it was

if the buyer was assumed to be purely motivated to maximize own material payoffs.

Buyers with a high enough sensitivity to engaging in negotiations and/or aggressively

negotiating a fair posted price may actually receive a higher utility from just paying

the initial posted price. To see this, it is useful to think about the buyer’s two

decisions separately. Conditional on engaging in negotiations, a buyer will choose a

Pc that maximizes his PF Utility, which leads to the following Lemma:

Lemma 1: Pc = max{P0 −
1
δF
, 0} is the optimal counter-offer for a buyer

To see this note that a buyer, conditional on engaging in negotiations, will choose

Pc such that Pc solves:

max
Pc∈[0,P0)

Vb −
P0 + Pc
2

− λF − δFA2 (3.5)

This results in an interior solution of Pc = P0 −
1
δF

> 0 if δ > 1
PPF

, and the corner

solution of Pc = 0 otherwise. This implies that for a buyer with a high enough

sensitivity to aggressively negotiating a fair price, i.e., δ > 1
P0F

, the optimal Pc is

greater than zero. Additionally, the optimal Pc is increasing in the fairness of the

posted price. That is, the larger Vb, relative to P0, the larger the buyer’s optimal Pc;
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the more fair the posted price, the less aggressively the buyer will negotiate.

Proposition 1: For buyers with δ > 1
P0F

and λ ≥ 1
4δF 2

, the optimal strategy is

(N = 0, Pc = P0 −
1
δF
)

From Lemma 1 we know that, conditional on engaging in negotiations, a buyer

with δ > 1
P0F

will maximize his PF Utility by choosing Pc = P0−
1
δF
. This yields a PF

Utility of: UPFb = Vb − P0 − λF + 1
4δF

. If the buyer forgoes negotiation and initially

pays P0, the buyer will receive a PF Utility of: UPFb = Vb−P0. For λ ≥
1

4δF 2
, it is the

case that Vb − PP ≥ Vb − PP − λF + 1
4δF

, which implies that the buyer’s PF Utility

is higher if he forgoes negotiations and pays the posted price of P0.

Proposition 2: For buyers with δ ≤ 1
P0F

and λ ≥ 2P0−δFP0
4F

, the optimal strategy is

the optimal strategy is (N = 0, Pc = P0 −
1
δF
)

Again, from Lemma 1 we no that, conditional on engaging in negotiations, a buyer

for whom δ ≤ 1
P0F

will maximize PF Utility by choosing Pc = 0. This results in a PF

Utility of: UPFb = Vb−
P0
2
−λF − δFP0

4
.Whereas, a buyer who forgoes negotiating and

initially pays P0, again, receives a PF Utility of: UPFb = Vb − P0. For λ ≥
2P0−δFP0

4F
,it

is the case that Vb−P0 ≥ Vb−
P0
2
−λF − δFP0

4
, which, again, implies that the buyer’s

PF Utility is higher if he forgoes negotiations and pays the posted price of P0.

This exogenous posted price negotiation game is obviously a highly stylized nego-

tiation setting. Nevertheless, the game captures the two key decisions a buyer would

face in a posted price negotiation setting: (i) whether to engage in negotiations, and

conditional on negotiating, (ii) how aggressively to negotiate. When buyers are purely

motivated to maximize own material payoffs, the optimal negotiation strategy is al-

ways engage in negotiations and to negotiate as aggressively as possible, i.e., choose a
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counter-offer equal to zero. However, buyers who are concerned enough about posted

price fairness will negotiate less aggressively by choosing a non-zero counter-offer, and

possibly even forgo negotiations and initially purchase the good at the posted price.

Additionally, I have modeled an exogenously set posted price and zero cost for

the seller. This is an obvious abstraction away from real negotiation settings where

the posted price would be chosen by the seller, and the seller might bear some cost of

selling the good. However, because the PF Utility for the buyer does not depend on

either the intensions or payoff of the seller, the buyer’s optimal negotiation decisions

only depend of the fairness of the price. They do not depend on how or who set it,

the intensions of the seller when setting the price, or the resulting payoff to the seller

if the posted price were paid. Therefore, extending this game to allow the seller to

choose the posted price and/or bear some cost of selling the good would not change

the buyer’s best response negotiation strategy, as a function of P0.

This is not to say, however, that price fairness concerns by the buyer cannot

indirectly affect the negotiation behavior of sellers and, consequently, the negotiation

outcome. On the contrary, suppose a seller faces a high cost of negotiating. If the

seller anticipates the price fairness concerns of the buyer, then the seller might want to

strategically set a “fair” posted price. As a result, if the buyer is sufficiently sensitive

to price fairness concerns, then the buyer will be motivated to simply pay the posted

price; thus, circumventing the costly negotiation process for the seller that might have

ensued had the seller initially set a higher, less fair posted price.
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3.4 Comparison with Other Models of Fairness

I proceed by comparing the PF model with the alternative models of fairness that have

been developed in the literature. These alternative models can be broadly grouped

into two categories: (i) distributional models of fairness (Fehr and Schmidt 1999 (FS

henceforth); Bolton and Ockenfels 2000) and (ii) reciprocal models of fairness (Ra-

bin 1993; Dufwenberg and Kirchsteiger 2004 (DK henceforth)).14 The distributional

models capture notions of fairness by positing that agents have concerns over the

fairness of the payoff distribution across agents, while the reciprocity models capture

notions of fairness by positing that agents desire to be kind to those who are kind to

them.

The PF model differs from these alternative models of fairness in important ways.

At the conceptual level, the primary difference is the object over which fairness is

defined. In the PF Utility, fairness is defined in relation to the posted price. Unlike

distributional models where fairness is defined in relation the equality of the payoff

distribution, or reciprocity models where fairness is defined as the desire to reciprocate

the kind actions of others. At the constructional level, the primary difference is the

dependence on other agent’s payoffs in determining fairness. In the PF Utility, price

fairness perceptions are independent of the payoffs of others. Whereas in both the

distributional and reciprocal models, fairness notions are either directly or indirectly

a function of the payoffs of other agents. In the following two sub-sections, I explore

these differences further via discussion and the application of both alternative mod-

els of fairness to the exogenous posted price negotiation game and comparing their

predictions with those from the PF model.

14Charness and Rabin (2002) develop a hybrid model of fairness concerns that incorporates both
distributional and reciprocal notions of fairness.
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3.4.1 Fehr and Schmidt (1999) Model of Inequality Aversion

In the FS model, fairness concerns are modeled as “self-centered inequity aversion”

over the payoff distribution of outcomes; agents dislike when their material payoff

is unequal relative the material payoff of others, both in an advantageous and dis-

advantageous manner. In the context of a posted price negotiation settings, the FS

model would posit that buyers dislike unfair payoff distributions in the sense that the

buyer’s and seller’s payoffs are unequal. Formally, a buyer with FS preferences would

have the following utility function:

Ub = xb − αmax{xs − xb, 0} − βmax{xb − xs, 0} (FS Utility)

where xb is the material payoff to the buyer from the negotiation outcome, xs is the

material payoff to the seller from the negotiation outcome, and α and β are constants

that measure the buyer’s sensitivity to disadvantageous and advantageous inequality,

respectively. It is assumed that 0 ≤ β < 1 and β ≤ α.

When applied to the exogenous posted price negotiation game, where I assume

that P0 ≤ Vb ≤ 2P0, it is rather straightforward to show that the optimal strategy s∗,

as a function of β, is given as follows:

s∗ =





(N = 1, Pc = Vb − P0) if β > 1
2

(N = 1, Pc ∈ [0, Vb − P0]) if β = 1
2

(N = 1, Pc = 0) if β < 1
2

(3.6)

We can see that the FS model predicts that for all buyers for whom P0 ≤ Vb ≤ 2P0,

engaging in negotiations (N = 1) is always optimal. Conditional on engaging in

negotiations, those buyers who are sensitive enough to inequality, β > 1
2
, would
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choose Pc = Vb − P0, which is the Pc that equates the payoff to the buyer and seller.

Those buyers who are not very sensitive to inequality, β < 1
2
, would choose Pc = 0,

which maximizes the buyer’s own material payoff. In contrast, Proposition 1 and 2

revealed that for buyers with concerns for price fairness, in the form of the PF Utility,

it is not always optimal to engage in negotiations (N = 0). In addition, conditional

on N = 1 and Pc > 0, Lemma 1 reveals that the optimal counter-offer price for a

buyer assuming the PF Utility is Pc = P0 −
1
δF
.

More generally, the FS model posits that, in the context of a price negotiation

setting, a buyer would perceive a posted price as unfair if paying that price were to

result in a payoff distribution across the buyer and seller that was unequal. If this

unequal payoff distribution is in favor of the seller, then the buyer would be motivated

to engage in negotiations with the seller, and negotiate the final price either (i) to

where the payoff distribution is equal (when β > 1
2
), or (ii) as low as possible (when

β < 1
2
). Hence, posted price fairness assessments and their impact on the negotiation

behavior of buyers, á la the FS model, require the buyer to explicitly take account

of the payoff to seller, relative to his own. However, in the PF Utility posted price

fairness assessments are not interdependent. Rather, buyers make judgements about

the fairness of the posted price based on the comparison to their own value. This

implies that things like the value of the seller’s outside option, the price paid by the

seller, and/or the seller’s cost from bargaining do not impact the buyer’s posted price

fairness judgement in the PF model, but would, in theory, affect this judgement in

the FS model. Naturally, I would argue that this is an asset of the PF model in price

negotiation settings, as compared to the FS model, although I will leave it to the

reader to make their own judgement on the matter.
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3.4.2 Dufwenberg and Kirchsteiger (2004) Model of Reciprocity

In the DKmodel, fairness concerns are modeled as an agent’s desire to act reciprocally

toward other agents. That is, agents are motivated to be kind to those who are kind

to them, and unkind to those who are unkind to them. In the context of a posted

price negotiations setting, the DK model would posit that buyers would be motivated

to be kind to kind sellers. Formally, a buyer with DK preferences would have the

following utility function:

Ub = xb − Y · κbs · λbsb (DK Utility)

where, again, xb is the buyer’s material payoff from the negotiation outcome, κbs is

a function that measures how kind the buyer is to the seller, λbsb is a function that

measures how kind the buyer thinks the seller is to him, and Y is constant that

measures the buyer’s sensitivity to concerns for reciprocity.15

When the DK model is applied to the exogenous posted price negotiation game,

it is straightforward to show that the optimal strategy is s∗ = (N = 0, Pc = 0). To

see this note that, because the seller is simply a dummy player, it is the case that

the buyer’s belief about how kind the seller is to him must be zero, i.e., λbsb = 0.

As a result, the buyer’s utility function simply reduces to Ub = xb. The buyer then

maximizes his utility by maximizing his own material payoff, which implies choosing

the strategy s∗ = (N = 0, Pc = 0). Again, in contrast, Proposition 1 and 2 revealed

that for buyers with concerns for price fairness, in the form of the PF Utility, it is

not always optimal to engage in negotiations (N = 0). In addition, conditional on

N = 1 and Pc > 0, Lemma 1 reveals that the optimal counter-offer price under the

15I refer interested readers back to the original paper by DK for the specific formulation of κ and
λ, both of which are fuctions of an agent’s first order beliefs about the strategies of the other agents,
and/or second order beliefs about the other agents’ beliefs about the agent’s own strategies.



86

PF Utility is Pc = P0 −
1
δF
.

Applying the DK model to the exogenous posted price negotiation game is obvi-

ously a special case in that the seller does not make any decisions. More generally,

the DK model would posits that, in the context of a price negotiation setting, a buyer

would perceive the posted price as unfair if the buyer perceived that the seller was

acting in an unkind manner by setting that price. However, the buyer’s perceptions

about the seller’s kindness in setting the posted price depend on the buyer’s beliefs

about the seller’s negotiation behavior and the buyer’s beliefs about the seller’s be-

liefs about the negotiation behavior of the buyer. Thus, relatively high prices might

be perceived as fair if, for example, the buyer thinks that the seller thinks that final

price will be negotiated down very low after setting the high posted price. Addi-

tionally, from a conceptual standpoint, the idea that buyers take into account these

complex notions relating to intensions of the seller when making posted price fairness

judgements seems rather farfetched and unrealistic. However, posted price fairness

judgements in the PF model do not depend on the intensions of the seller and, thus,

avoid all of these possible complexities and ambiguities that can arise in reciprocity

models. Naturally, I would argue that this is an asset of the PF model, as compared

to reciprocal models of fairness in price negotiation settings, but again, I will leave it

to the reader to make their own judgement on the matter.

3.4.3 Discussion

To summarize, the FS model, when applied to posted price negotiations, posits that

buyers would dislike negotiating, and aggressively negotiating, only to the extent

that such behavior leads to an unequal payoff distribution between the buyer and

seller. The DK model, when applied to posted price negotiations, would posit that
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buyers would dislike negotiating, and aggressively negotiating, when such behavior

is perceived as unkind to a kind seller. Whereas, the PF model posits that the

negotiation behavior of buyers is directly impacted by the fairness of the posted

price. Specifically, buyers dislike negotiating, and aggressively negotiating, when the

price is perceived to be fair, independent of the payoff distribution that results or the

perceived reciprocal kindness. As a result, the PF model can result in predictions of

negotiation behavior that are quite different from distributional and reciprocal models

of fairness, as exemplified by the exogenous posted price negotiation game.

I am by no means implying that distributional and/or reciprocal concerns for

fairness are not relevant in negotiation settings. On the contrary, it is quite plausible

that the negotiation behavior of buyers may be influences by posted price fairness

concerns and concerns for the fairness of the payoff distribution and/or the desire

to reciprocate kind actions. Such preferences could certainly be accommodated by

using some kind of hybrid model of posted price fairness with inequity aversion or

reciprocity For example, it would be possible to extend the PF Utility linearly by the

FS Utility or the DK Utility. Such an approach would be similar in spirit to Kohler

(2011) who considers a linear expansion of an altruism model by the FS Utility.

In general, such a hybrid model would allow for motivational tension between

posted price fairness concerns and distributional or reciprocal concerns that might

arise naturally. For example, it is possible for negotiations to feature a perceived fair

posted price, but a disadvantageous payoff distribution. This would be the case if

the seller faces a very low cost of selling the good and the buyers value is moderately

higher than the posted price. According the PF model, the fair posted price might

dissuade the buyer from wanting to negotiate. However, according to the FS model

of inequity aversion, the disadvantageous payoff distribution would motivate a buyer
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to negotiate a lower price. A hybrid utility model that extended the PF Utility be

the FS Utility would be one way to accommodate both behavioral motivations.

From a practical application standpoint, the PF model developed in this paper

circumvents some of the complex informational requirements that are necessary when

using reciprocal or distributional models of fairness. In particular, distributional fair-

ness models require that agents know the relevant payoff distributions for all strategy

profiles in order to make fairness evaluations. In regards to negotiations, this may

require the buyer to know, for example, the value of the seller’s outside option, the

price paid by the seller, and/or the seller’s cost from negotiating. However, in many

negotiation settings, such information may be absent to the buyer, or unfounded, at

the time of negotiations.16 Reciprocal models of fairness also have strong informa-

tional requirements for determining one’s kindness toward others and the perceived

kindness of others toward oneself. Specifically, these kindness evaluations can depend

on the payoffs of other, beliefs about the strategies of others, and/or beliefs about

other’s beliefs about your own strategies.17 Again, such information may be absent to

the buyer, or unfounded, at the time of negotiations. However, buyers will certainly

know the price of a good and their value at the time of negotiations, which is all that

is required for assessing the fairness of the price in the PF model.

16Dufwenberg and Kirchsteiger (2000) present a similar argument about the practical limitations
of distributional models of fairness, in regards to labor relationships, resulting from informational
requirements and ambiguities in fairness judgements.

17I refer an interested reader to Dufwenberg and Kirchsteiger (2004) for an example of a reciprocal
fairness model, and a formal description of the necessary information required for measuring kindness
and perceived kindness.
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3.5 PF Utility as an Analogue of Transaction Utility

In this section, I show that the PF Utility model can be thought of as a negotiation

analogue to Thaler’s (1985) Transaction Utility model for buyers in market settings.

In the Transaction Utility model, Thaler posits that a buyer who purchases a good

receives two flows of utility from the purchase: (i) acquisition utility and (ii) trans-

action utility. The acquisition utility component depends on the difference between

the agent’s value for the good and the price paid for the good. While the transaction

utility component depends on the “perceived merits of the ‘deal’”. More specifically,

Thaler defines three relevant prices in the model: p is the actual price for good z,

p is the agent’s value for z, and p∗ is the reference price for z. Formally, a buyer’s

utility, which Thaler denotes by the function w(·), from purchasing good z at price p

is defines as:

w(z, p, p∗) = v(p,−p)︸ ︷︷ ︸
acquisition utility

+ v(−p : −p∗)︸ ︷︷ ︸
transaction utility

(Transaction Utility)

Although Thaler does not impose that the acquisition utility component be the

agent’s material payoff from purchasing the good at price p, he notes that acquisition

utility is likely a function of the material payoff, (p − p). Similarly, Thaler does not

impose any structure on how the reference price p∗ is determined; however, he does

note that, “the most important factor in determining p∗ is fairness” (p. 205). The

idea behind the transaction utility model is that, conditional on the material payoff

from purchasing the good at price p, a agent receives additional utility if he thinks

he is getting a good deal and disutility if he thinks he is getting a bad deal.

The PF Utility can be viewed as an analogue to Thaler’s Transaction Utility model

in negotiation settings. In particular, the material benefit that the buyer receives
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from purchasing the good through negotiations can be interpreted as the buyer’s

acquisition utility, while the disutility associated with negotiating a fair posted price

can be interpreted as the transaction utility from negotiating. To see this, note that

the PF Utility can be re-written as:

UPFb (P0, Pf) = (Vb − Pf)︸ ︷︷ ︸
acquisition utility

+ (−λF − δFA2)︸ ︷︷ ︸
transaction utility

(PF Utility)

By settings p = Pf , p = Vb, and p∗ = Vb, the buyer’s PF Utility features the same

functional form as Thaler’s specification for transaction utility. Specifically, Vb − Pf ,

which equals the material benefit that a buyer receives from purchasing the good at

price Pf , can be taken to represent the buyer’s acquisition utility. While −λF−δFA2,

which is the disutility that the buyer receives from negotiating a fair posted price

relative to his reference point of Vb, can be taken to represent the buyer’s transaction

(dis)utility from negotiating a fair “deal”.

3.6 Conclusion

Many goods and services are transacted in settings where the buyer faces an explicit

choice of whether to purchase the good from the seller at the stated posted price,

or engage in negotiations with the seller in an attempt to acquire the good at a

lower price. The outcome of such transactions will depend on the buyer’s decision

regarding (i) whether to engage in negations and, conditional on negotiating, (ii) how

aggressively to negotiate. In this paper, I propose a model of fairness concerns that

allows both of these negotiation decisions by the buyer to depend on the fairness of

posted price.
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Specifically, the Price Fairness (PF) model posits that, in addition to their mate-

rial payoff, buyers receive disutility from engaging in negotiations, and aggressively

negotiating, with a seller when the posted price is fair. I use a simple reference depen-

dent measure of posted price fairness where the buyer’s private value for the good acts

as the reference point. Posted prices that lower than the buyer’s value are perceived

to be fair, and the lower the posted price, relative to the buyer’s value, the more fair

the price is perceived to be. The model predicts that the more fair the posted price,

the less aggressive buyers will negotiate, and if buyers are sensitive enough to these

price fairness concerns they will forgo profitable negotiations altogether and simply

purchase the good from the seller at the posted price. These predictions are consis-

tent with the observed negotiation behavior in Maxwell, Nye, and Maxwell (1999),

Kristensen and Gärling (1997b, 1997c, 2000), and Herrmann (2004).

Other approaches for modeling fairness concerns in strategic decision making have

been developed in the literature, namely, distributional models (e.g. Fehr and Schmidt

1999) and reciprocal models (e.g. Rabin 1993; Dufwenberg and Kirchsteiger 2004).

However, the fairness model in this paper differs from these alternative approaches

and, thus, contributes to the growing literature that seeks to incorporate fairness

concerns into economic decision making. At the conceptual level, the PF Utility

defines fairness in relation to the posted price, while distributional and reciprocal

models define fairness in relation the equality of the payoff distribution and the desire

to reciprocate the kind actions of others, respectively. At the constructional level, the

PF Utility of buyers is independent of the payoffs of others, whereas in both the

distributional and reciprocal models, fairness notions are either directly or indirectly

dependent on the payoffs of other agents. I provide a thorough discussion and show,

via a stylized price negotiation game, that these differences can lead to different
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predictions about the negotiation behavior of buyers.

Before I conclude, I note that a natural next step for future research would be

to consider testing the empirical relevance of the PF model. A suitable platform for

such an empirical test would be a laboratory experiment, where it would be possible

to control for the buyer’s value and the posted price, and observe the negotiation

behavior of the buyer. Therefore, making it possible to test whether buyers are

less likely to engage in negotiations, and negotiate less aggressively, the higher is

their value relative to the posted price, i.e., the more fair is the posted price. A well-

designed lab experiment would make it possible to control for, and possibly investigate

interesting interactions with, distributional and reciprocal models of fairness. It would

also be possible to explore interesting gender differences with regards to the impact

of price fairness on negotiation behavior.18

To conclude, bilateral price negotiations can often involve buyers and sellers ex-

pending costly resources, in the form of money, time, and emotions, that do not

increase the potential surplus generated from negotiations. As a result, long drawn-

out negotiation processes can lead to inefficient outcomes. However, one plausible

way for a seller to circumvent these costly resource expending negotiations would be

to initially set a fair posted price. Or, alternatively, sellers could attempt to take

actions that frame or prime the posted price as being more fair to the buyers. Con-

sequently, buyers who have concerns about the fairness of the posted price might be

less motivated to engage in negotiations and aggressively negotiate. This would, in

turn, save both the buyer and the seller from expending costly negotiation resources

and ultimately lead to a more efficient negotiation outcomes.

18Evidence from Herrmann’s (2004) survey suggests that gender can have significant impacts on
bargaining behavior. Specifically, She notes that “men are stereotypically more aggressive than
women”and that “men bargain more frequently than women do”(pp. 59).
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4.1 Introduction

Economic settings are often complex, and optimal decision making can require deep

reasoning ability. Oligopolies, negotiations, contracting, and auctions represent a

few of the many complex economic settings where agents are called upon to make

important strategic decisions. Agents who lack high levels of strategic sophistication

and/or deep reasoning ability are likely to initially make sub-optimal decisions, which

can often lead to inefficient outcomes. As a result, investigating how agents learn to

make better decisions remains an important and largely open research question. The

motivation of this paper is to investigate learning in strategic settings and provide

insights regarding how agents can possibly become better strategic decision makers.

In relation to single agent decision tasks, one learning mechanism that can fa-

cilitate improved decision making is learning-by-doing (LBD). By repeatedly doing

a decision task, agents acquire knowledge and skill that can subsequently lead to

better decision making. In a seminal paper, Arrow (1962) argues that “learning is

the product of experience. Learning can only take place through the attempt to

solve a problem and therefore only takes place during activity” (p. 155). I refer the

reader to Thompson (2010) for a comprehensive review of the extensive literature

on LBD, including theoretical applications and empirical investigations supporting

LBD. An alternative, yet related, learning mechanism that can facilitate improved

Eric
Typewritten text
CHAPTER 4
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decision making in single agent decision tasks is learning-by-observing (LBO). By

repeatedly observing the decision making of another, agents acquire knowledge and

skill that can subsequently lead to better decision making. For example, Jovanovic

and Nyarko (1995) present a model of LBO where an “apprentice” learns from the

skillful “foreman” he observes. Merlo and Schotter (2003) and Nadler et al. (2003)

provide experimental evidence that supports LBO.1

In relation to strategic games, LBD would correspond to the acquisition of knowl-

edge and skill by repeatedly playing the game. I refer to this analog of LBD in a game

as strategic LBD. Similarly, LBO in a strategic game would correspond to the acqui-

sition of knowledge and skill by repeatedly observing another agent play the game. I

refer to this analog of LBO in a game as strategic LBO. Games, unlike single agent

decision tasks, involve decision making of multiple agents. Therefore, it is possible

that the effectiveness of strategic LBD and strategic LBO will be influenced by the

decision making of the other agents in the game. The first motivation of this study is

to experimentally investigate how strategic LBD and strategic LBO are influenced by

the decision making quality of an agent’s opponent. Specifically, I investigate whether

strategic LBD becomes more effective when an agent repeatedly plays against an op-

ponent who makes optimal decisions, compared to sub-optimal decisions. Similarly, I

investigate whether strategic LBO becomes more effective when an agent repeatedly

observes an agent who plays an opponent who makes optimal decisions, compared to

sub-optimal decisions.

To shed light on these questions, I propose a stylized experimental design, which

uses a 2-player, sequential-move game that features a dominant strategy. A full de-

scription of the experimental design follows in the subsequent section. The dominant

1LBO has also been well documented in several animal experiments including John et al. (1969),
Tomasello et al. (1987), and Terkel (1996).
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strategy of the chosen game serves as an identifiable proxy for optimal strategic deci-

sion making. The design also features the implementation of pre-programmed com-

puter opponents, which enables me to explicitly control the decision making quality of

each subject’s opponent.2 In particular, I consider two types of computer opponents:

The first, which I refer to as the optimizing opponent, is pre-programmed to play a

dominant strategy, i.e., make optimal decisions. The second, which I refer to as the

naïve opponent, is pre-programmed to not play a dominant strategy, i.e., make sub-

optimal decisions. In the experiment, some subjects exclusively play the game, while

other subjects initially observe a subject playing the game and then play the game

themselves. This variation in whether subjects initially play the game or observe play

of the game, in combination with the variation of the decision making quality of the

computer opponent, allows me to identify how strategic LBD and strategic LBO are

impacted by the opponent’s decision making quality.

I find that subjects who initially played against the optimizing opponent make bet-

ter decisions than subjects who initially played against the naïve opponent. However,

I find that subjects who initially observed another subject playing the optimizing

opponent make only marginally better decisions than those subjects who initially

observed another subject playing the naïve opponent. These results suggest that

strategic LBD can be more effective when playing against an opponent who makes

an optimal decisions, while strategic LBO may be, at most, marginally more effective

when observing an opponent who makes an optimal decisions.

As a second motivation of this study, I experimentally compare the effectiveness

2The use of pre-programmed computer opponents is certainly not novel to this study. For exam-
ple, Johnson et al. (2002) who use pre-programmed computer opponents in an alternating bargaining
game. Merlo and Schotter (2003) use pre-programmed computer opponents in a tournament game.
Shachat and Swarthout (2004) use pre-programmed computer opponents in a matching pennies
game. Dürsch et al.(2010) use pre-programmed computer opponents in a repeated Cournot game.
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of strategic LBD and strategic LBO. That is, I compare the decision making quality

of subjects who initially play the game to subjects who initially observe another

subject play the game; The design allows me to investigate this comparison for both

the optimizing opponent and naïve opponent. This is similar in spirt to Merlo and

Schotter (2003) who experimentally compare LBD and LBO in a single-agent profit

maximization problem.3 In their setting, Merlo and Schotter find that subjects who

initially observe learn better than subjects who initially do. In the strategic game

that I consider, I find very little difference between the decision making quality of

the subjects who initially observe and the subjects who initially play. The results

suggest that strategic LBD and strategic LBO appear to be comparably effective

mechanisms for making better decisions. Because this study compares LBD and

LBO in a strategic setting, the results should be viewed as complementary to those

of Merlo and Schotter.

It is important to note that in a game with multiple decision makers, agents

who play the game are going to also observe the decisions made by the other agents

playing the game, i.e., observation of the opponent is naturally embedded into playing

a multi-decision maker game. In this regard, strategic LBD includes the effect of

simultaneously observing the opponent while playing. Therefore, when I investigate

strategic LBD, I am actually investigating the compound effect of playing the game

and observing the opponent.4 But because subjects are playing a game, it impossible

to isolate the effect of playing the opponent, from observing the opponent. At the

same time, because subjects who play necessarily observe the opponent, I contend

3Technically, the authors consider a 2-player simultaneous move tournament game. However, the
authors effectively transform the 2-player game into a single agent profit maximization problem by
informing subjects that they will face a computer opponent that is pre-programmed to always make
the same pre-specified decision.

4I thank an anonymous referee for calling to my attention this important point.
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that this compound effect is the appropriate and meaningful effect when investigating

strategic LBD. However, to minimize the saliency of observing the opponent, with

respect to strategic LBD, I consider two auxiliary treatments where subjects play

an asymmetric version of G21. That is, a version of G21 where the subject and the

computer opponent have different optimal solutions. In this asymmetric version of

G21, I similarly find that subjects who initially play against the optimizing opponent

make better decisions than subjects who initially play against the naïve opponent.

Ideally, one would want to gain insights regarding how agents learn to make better

strategic decisions by experimenting in the field. However, identifying and measur-

ing strategic decision making quality in the field can be difficult. Optimal decisions

often depend on the agent’s preferences and/or beliefs, both of which are difficult

to measure. Without this information, it may be difficult to measure the quality of

an agent’s decisions in the field. A similar line of reasoning applies to the difficulty

of identifying the decision making quality of an agent’s opponent in the field. By

considering an experimental game in the lab that features a dominant strategy, I am

able to identify and measure optimal strategic decision making. Additionally, the lab

allows for the possibility to systematically control the decision quality of an agent’s

opponent by using pre-programmed computer opponents. Therefore, a stylized lab

experiment enables me to gain insights regarding the impact of the opponents deci-

sion making quality on strategic LBD and strategic LBO, which would otherwise be

difficult by experimenting in the field. Although the experimental design features a

stylized strategic settings, the results from this study can be useful for informing a

broader range of topics including, but not limited to: the design of effective teaching

modules, the design of effective job training programs, or perhaps on a more casual

level, a lucrative poker career.
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The chosen experimental game features a dominant strategy, which makes it atyp-

ical of many strategic settings in the field. Games that feature a dominant strategy

are similar to intellective task, in the sense that there exists a demonstrably correct

solution (Laughlin 1980, Laughlin and Adamopoulos 1980, and Laughlin and Ellis

1986). This similarity is relevant in light of several studies that have shown differ-

ences in learning between intellective tasks and judgement tasks (Hill 1982, Hastie

1986, Levine and Moreland 1998, and Laughlin et al. 2002 for a thorough review). I

acknowledge that using a game featuring a dominant strategy may limit the general-

izability (Levitt and List 2007) of the insights gleaned from the experimental results

regarding learning in general strategic setting. Nevertheless, even at its most limited

scope, this study can help better our understanding of LBD and LBO in strategic

settings that feature dominant strategies. Such insights can be valuable when applied

to games in the lab that feature dominant strategies, e.g., 2-player guessing games

(Grosskopf and Nagel 2008, and Chou et al. 2009), and games in the field that feature

dominant strategies, e.g., second-price auctions.5

4.2 Experimental Design and Research Hypotheses

4.2.1 The Game of 21

I consider a 2-player, sequential move, constant-sum game of perfect information.

The game, introduced for experimental purposes by Dufwenberg et al. (2010) (DSB

henceforth), is the game of 21 (G21 henceforth). This game begins with the first

mover choosing either 1 or 2. After observing the first mover’s choice, the second

5Grosskopf and Nagel (2008) speak to the importance of investigating learning in games with
dominant strategies by noting in their conclusion that “it remains to be investigated whether and
how people can learn to choose zero in the n=2 BCG” (p. 98).
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mover chooses to increase the count by either 1 or 2. For example, if the first mover

chooses 2, the second mover can choose either 3 or 4. The players continue alternating

turns increasing the count by either 1 or 2; the player who chooses 21 wins.6

What is the optimal way to play G21? Upon some reflection, one realizes that G21

features a second mover advantage, where the second mover can guarantee victory

by choosing every multiple of three, i.e., choosing 3, 6, 9, 12, 15, 18, and then 21 to

win the game. Thus, any strategy that prescribes choosing a multiple of three, when

it is available, is dominant for the second mover.7 In addition, any subgame that

contains an available multiple of three also features a dominant strategy of choosing

that multiple of three followed by all subsequent multiples of three. That is, if one of

the players fails to choose a multiple of three, the other player could guarantee victory

by choosing that multiple of three and all subsequent multiples of three. I generally

refer to the class of strategies that prescribes choosing every available multiple of

three, which guarantees victory, as the dominant solution to G21.

G21 features two properties that make it well-suited for the purposes of this study.

First, G21 features a dominant solution that acts as an identifiable and measurable

proxy for optimal decision making in G21. Simultaneously, the dominant solution

6Gneezy et al. (2010) concurrently introduced two related games for experimental purposes,
which the authors refer to generally as “race games”. In their G(15,3) (G(17,4)) race game, subjects
alternate incrementing the count by 1, 2, or 3 (1, 2, 3, or 4), and the first person to reach 15 (17)
wins. Levitt et al. (2011) consider two versions of the “race to 100” game where subjects alternate
incrementing the count by either 1-9 or 1-10 and the person to reach 100 wins. Dixit (2005) refers to
an empirical account of a related game, the 21 flags game, which appeared on an episode of the TV
series “Survivor” in 2002 as an immunity challenge between two teams. The two teams alternated
removing 1, 2, or 3 flags from an initial pile of 21 flags. These related “race” games feature a similar
structure and strategic properties to those of G21.

7Choosing every multiple of three does not describe a complete strategy, as it does not specify an
action for the agent at information sets where a multiple of three is not available. A complete strategy
must specify an action for the second mover at these information sets, although these information
sets will not be reached if the second mover plays a dominant strategy of choosing every multiple
of three. Any strategy that specifies choosing every available multiple of three, regardless of what
is chosen when a multiple of three is not available, is dominant because it will guarantee victory for
the second mover. Thus, the second mover has many dominant strategies.
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eliminates the ambiguities in identifying optimal decision making that can arise from

differences in beliefs about the opponent’s strategy. Second, G21 is constant-sum and

features a binary outcome of “win” or “lose”. This eliminates possible ambiguities

in identifying optimal decisions that can arise from efficiency concerns, distributional

preferences, and/or belief based motivations. Differences in beliefs about others,

and the presence of social preferences can lead to obvious confounds when trying

to identify optimal decision making in other frequently implemented experimental

games, e.g., three or more players guessing (p-beauty contest) games, trust games,

centipede games, and sequential bargaining games.8

In order to investigate strategic LBD and strategic LBO, it is crucial that the

chosen game be complex enough to allow for learning, i.e., most subjects playing G21

for the first time fail to play the dominant solution. DSB (2010) find that roughly 85

percent of subjects playing G21 for the first time initially fail to play the dominant

solution. Similarly, Gneezy et al. (2010) find that most subjects initially fail to play

the dominant solution in the related race games they consider. However, in both

studies, many subjects learn to play the dominant solution after several rounds of

play. The previous experimental results suggest that G21 is sufficiently complicated

that most subjects initially fail to play a dominant solution, yet it is sufficiently

straightforward to admit the possibility of improved decision making. Additionally,

the sequential structure of G21, compared to a simultaneous move game, allows for

the construction of more robust measures of decision making quality. These measures

enable me to better quantify the degree to which subjects are deviating from optimal

8See Nagel (1995), Duffy and Nagel (1997), Bosch-Domenech et al. (2002), and Ho et al. (1998)
for experimental studies using the guessing game. See Rosenthal (1981), McKelvey and Palfrey
(1992), Fey et al. (1996), Rapoport et al. (2003), and Palacios-Huerta and Volij (2009) for ex-
perimental studies using the centipede game. See Binmore et al. (1985), Ochs and Roth (1989),
Harrison and McCabe (1992, 1996), Johnson et al. (2002), Binmore et al. (2002), and Carpenter
(2003) for experimental studies of sequential bargaining.
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decision making.

G21 is a stylized strategic game, and this feature creates a clear cost of the ex-

perimental design. Namely, the fact that G21 features a dominant solution may limit

the extent to which the experimental insights apply to a general class of strategic

settings. However, the stylized features of G21 create a clear benefit of the experi-

mental design. Namely, the fact that G21 features a dominant solution, is constant

sum, and features a binary outcome enables me to identify, and measure, strategic

decision making quality. Thus, G21 provides a suitable platform for gaining initial

insights regarding how the decision making quality of an opponent affects strategic

LBD and strategic LBO.9

4.2.2 Experimental Treatments and Research Hypotheses

There were two possible types of computer opponents in the experiment, which I refer

to as the optimizing opponent and the naïve opponent. The optimizing opponent was

pre-programmed to play the dominant strategy of choosing every available multiple

of three, and randomly increment the count by 1 or 2 when a multiple of three was

not available. The naïve opponent was pre-programmed to randomly increment the

count by 1 or 2 at every decision.10

9The use of G21, in lieu of other variations of the general class of race games, was strictly a design
choice. All variations of the race game feature similar properties: a dominant solution, constant sum,
and a binary outcome. Therefore, any other variation of the race game would have been equally
suitable.

10Hall (2009) implements a similar design where subjects play variations of the race game against
a pre-programmed computer opponent. However, Hall only considers a pre-programmed opponent
who always plays the dominant strategy when possible and randomizes otherwise, which is analogous
to what I refer to as the optimizing opponent. Although the design in this paper features some sim-
ilar aspects to that of Hall (the use of the race game and the use of an optimizing pre-programmed
computer opponent), the research questions differ substantially. Namely, Hall experimentally in-
vestigates how mid-game teaser payments, both on and off the Backward Induction path, affect a
subject’s ability to learn the Backward Induction solution, while this paper investigates how the
decision making quality of ones opponent affects strategic LBD and strategic LBO.
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I implement a between-groups design with four treatments. Each of the four

treatments are described as follows:

Optimal Player The subject played six rounds of G21 against the optimizing op-

ponent followed by six rounds of G21 against the naïve opponent.

Naïve Player The subject played all twelve rounds of G21 against the naïve oppo-

nent.

Optimal Observer The subject first observed a subject from the Optimal Player

treatment play the initial six rounds of G21, and then proceeded to play six

rounds of G21 against the naïve opponent.

Naïve Observer The subject first observed a subject from the Naïve Player treat-

ment play the initial six rounds of G21, and then proceeded to play six rounds

of G21 against the naïve opponent.

Before I proceed, let me first highlight the motivation to have all four treatments

play the final six rounds of G21 against the naïve opponent. First, the treatments

only differ in terms of the subjects experience during the first six rounds of play. As

a result, any differences in decision making between the treatments in the last six

rounds can then be attributed to the subjects’ experience in the first six rounds, thus

isolating the treatment effect. Second, playing the final six rounds against the naïve

opponent allows for the construction of multiple decision making quality measures

(defined and described in the next section) that can be used to compare decision

making across treatments.11 Multiple measures of decision making quality allows

11This is because in rounds where subjects play the optimizing opponent very little insight can
be gained regarding a subject’s decision making quality. In particular, when subjects act as the
first mover against the optimizing opponent, they will not have an opportunity to play the dominant
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me to more precisely quantify the extent that subjects are deviating from optimal

decision making, which provides a more robust conclusion about how the decision

making quality of they opponent impacts strategic LBD and strategic LBO.

Recall, that the first motivation of this study is to investigate whether (1) strate-

gic LBD and (2) strategic LBO are more effective when facing an optimal decision

making opponent compared to a sub-optimal decision making opponent. To answer

these questions, I use the experimental data to test the following two corresponding

hypotheses:

H1: Subjects from the Optimal Player treatment exhibit better decision making than

subjects from the Naïve Player treatment

H2: Subjects from the Optimal Observer treatment exhibit better decision making

than subjects from the Naïve Observer treatment.

The second motivation of this study is to compare the effectiveness of strategic

LBD and strategic LBO, for both the (3) optimizing opponent and the (4) naïve

opponent. I use the experimental data to compare of strategic LBD and strategic

LBO with the following two corresponding hypotheses:

H3: Subjects from the Optimal Player treatment exhibit equivalent decision making

quality as subjects from the Optimal Observer treatment

H4: Subjects from the Naïve Player treatment exhibit equivalent decision making

quality as subjects from the Naïve Observer treatment.

solution. Similarly, when subjects act as the second mover and fail to choose a multiple of three,
they will be unable to begin playing the dominant strategy in any later subgame. However, when
subjects act as the first or second mover and play against the naïve opponent, opportunities will
likely arise at various subgames, to begin playing a dominant strategy. Because the naive opponent
randomizes equally at every decision node, if a subject fails to choose an available multiple of three,
then there is a 50% chance that a multiple of three will be available on the subjects next turn.
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4.2.3 Experimental Procedure

The subject pool for this experiment consisted of undergraduates. All of the ses-

sions were conducted in the Economic Science Laboratory (ESL) at the University of

Arizona. A total of four sessions were conducted using 96 subjects. This was a com-

puterized experiment, and the experimental software was programmed in Microsoft

Visual Basic. A copy of the experimental instructions and sample screen shots are

presented in the Appendix. All subjects were informed that they were playing against

a computer opponent, but received no information about the strategy implemented

by the computer.12

Twenty four subjects participated in each of the four treatments. In each exper-

imental session, each player was instructed to sit at their assigned computer carrel,

and each observer was instructed to stand quietly behind their assigned player. An

experimenter was present to monitor all sessions and to ensure that there was no

communication between players and observers. After reading the instructions, play-

ers proceeded to play six rounds of G21 against their designated computer opponent

while the observers merely observed the play.13 After observing the first 6 rounds

12In particular, subjects were not informed about whether they were facing the optimizing opponent
or the naïve opponent. This was intended to help isolate the effect of the opponent’s decision making
quality on strategic LBD and strategic LBO by eliminating any possible compound information
affects that could arise by informing subjects about the decision quality of the opponent. It is
certainly possible that providing information about the decision making quality of the opponent
could affect the results, as noted by an anonymous referee. However, absence of such information
about the opponent’s decision making quality does not undermine or nullify the research hypotheses
regarding how strategic LBD and strategic LBO are impacted by the actual decision quality of the
opponent. Investigating how information regarding the opponent’ decision quality affects strategic
LBD and strategic LBO could be an interesting area of future research, although beyond the scope
of the current study.

13It is possible that having an observer can affect the decision making of the player. However, an
observer was present in both the optimal and naïve treatment which controls for this possible effect,
if it exists. Additionally, there is little reason to think that if there is an observer effect that it is
systematically different between the treatments; therefore, any observer effect is not likely to bias
the results when investigating the relative difference between the optimal player and naïve player
treatments.
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of the game, the observers were then instructed to move to their own carrel where

they proceeded to play six rounds of G21. The players then proceeded to play an

additional six rounds of G21 with no observer. Each subject began as the first mover

and alternated between first mover and second mover in all subsequent rounds.

All subjects were paid a $5 USD show-up payment. Additionally, the players

received $1 USD for every round of the game they won. The observers were paid $1

USD for every round of the game that their corresponding player won during the first

six rounds plus $1 USD for every round of the game they won while playing during

the last six rounds. Paying the observer for the first six rounds while they observed

mitigated any spiteful feelings that may arise from possible inequity in payments

between player and observer. In addition, this controlled for the amount of money

won in the first six rounds between the player and observer. This ensured that any

differences in behavior between the two treatments was not systematically caused by

differences in monetary earnings during the first six rounds. Each session lasted about

thirty minutes and no subjects participated in more than one session.

4.3 Results

Testing H1-H4 requires measuring decision making quality in G21. To help minimize

measurement error and provide a more well-rounded and robust test of these research

hypotheses, I consider two complementary measures that characterize decision making

quality in G21. I compare the treatments using the last six rounds of the game when

all subjects played G21 against the naïve opponent. Therefore, any differences in

decision making quality between the treatments can be attributed to the treatment

effect. Further, all hypotheses are tested using subject level aggregate data from
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rounds when subjects acted as the second mover and, thus, had an opportunity to

play the dominant solution. This is intended to help reduce bias in measurement of

decision making quality, smooth noise in individual rounds of the game, and ensure

observational independence across treatments.

The first measure of decision making quality I consider is a Perfect Game. I define

a Perfect Game as a game of G21 where the subject played the dominant solution,

i.e. chose 3, 6, 9, 12, 15, 18, and 21.14 Playing the dominant solution of choosing all

multiples of three in G21 guarantees victory. Hence, I assume that playing a Perfect

Game serves as a proxy measure for optimal decision making in G21, and playing more

Perfect Games can be viewed as evidence consistent with better decision making in

G21.15 I point out that the Perfect Game measure is only a proxy for optimal decision

making. The reason being is that when a subject plays against the naïve opponent,

the subject can fail to play a Perfect Game and still win. However, if subjects play

a Perfect Game they guarantee victory, i.e. the win probability is equal to one.

Whereas, if subjects fail to play a Perfect Game, there is a nonzero probability that

a subject could lose, i.e. the win probability is strictly less than one. Therefore, in

expectation, playing a Perfect Game yields a higher payoff, and that is why I consider

the Perfect Game measure a suitable proxy for optimal decision making in G21.

However, a subject may fail to play a Perfect Game, but nevertheless, exhibit com-

parably better decision making in G21. For example, it seems reasonable to assume

that a subject who failed to choose 3, but proceeded to choose every subsequent avail-

able multiple of three in the game, exhibited better decision making than a subject

14A Perfect Game is analagous to the measure of “perfect play” considered by DSB (2010).
15Because playing an Perfect Game requires choosing seven sequential multiples of three, it is

unlikely that a subject would just randomly play a Perfect Game. The probability of playing a
Perfect Game if the subject was randomly incrementing the count by one or two is 1

27
≈ .008. In

addition, there is no reason to suspect that the likelihood of randomly playing a Perfect Game is
different across treatments.
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who failed to choose every available multiples of three in a game. In order to compare

decision making quality in non Perfect Games, I consider an additional measure of

decision making quality in G21. The second measure is Total Error Rate, which I

define as the total proportion of all available multiples of three that a subject failed

to choose. Because a failure to choose an available multiple of three is sub-optimal, a

lower Total Error Rate can viewed as evidence of better decision making in G21. The

Total Error Rate measure is intended to serve as an overall “birds eye view” measure

of decision making quality in G21.

4.3.1 Learning in G21

Testing H1-H4 are only possible conditional on the maintained assumptions that G21

is sufficiently complex that: (A1) most subjects initially fail to make optimal decision,

and (A2) sufficiently straightforward that learning is possible. Hence, the ability to

test how strategic LBD and strategic LBO are affected by the decision making quality

of a subject’s opponent. To verify A1, I look at the data from round 2, which is the

first round when subjects acted as the second mover and, thus, had an opportunity

to play a Perfect Game. In round 2, only 7/48 (15%) subjects, aggregated over

the Optimal Player and Naïve Player treatments, played a Perfect Game of G21.

I contend that 85% failure rate is sufficiently high to support the claim that most

subjects initially fail to play G21 optimally, which confirms A1.

To verify A2, I compare the decision making of subjects in the Naïve Player

treatment from the first half (rounds 2,4,6) with the second half (rounds 8,10,12).

Table 4.1 reveals that subjects in the Naïve Player treatment played significantly

more Perfect Games and had significantly lower Total Error Rates in the second

half compared to the first half. Hence, subjects exhibited better decision making in
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the second half compared to the first half, which provides evidence that learning is

possible in G21 and confirms A2. Given A1 and A2 are satisfied, it is possible to

proceed with testing H1-H4.

Naïve Player Treatment

First Half Second Half
Measure (Rounds 2,4,6) (Rounds 8,10,12) (p-value)

Perfect .25/3 .50/3 (0.070)
Games (8%) (17%)

Total Error 45% 38% (0.042)
Rate

Notes: Both measures are reported as subject level averages, and were tested
using a 1-sided Wilcoxon matched-pairs signed-ranks test. Significance levels
are robust to a 1-sided matched pairs sign-test.

T
��� 4.1. Comparison of Naïve Player Data for First Half and Second Half — G21

4.3.2 Hypotheses Testing

I first test H1, namely, subjects from the Optimal Player treatment exhibit better

decision making than subjects from the Naïve Player treatment. Table 4.2 reports

the aggregate comparison of Perfect Games and Total Error Rates. From Table 4.2

we see that the average proportion of Perfect Games is 1.04/3 (35%) in the Optimal

Player treatment compared to .50/3 (17%) in the Naïve Player treatment, which is

marginally significantly different (p = 0.106). The average Total Error Rate is 25%

for subjects in the Optimal Player treatment compared to 38% for the Naïve Player

treatment, which is significantly different (p = 0.007). Taken together, the significant

difference in these two decision making quality measures provides evidence that is
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largely consistent with H1. This suggests that strategic LBD can be more effective

when agents play an optimal decision making opponent, relative to a sub-optimal

decision making opponent.

Player Subjects Observer Subjects

Optimal Naïve Optimal Naïve
Player Player Observer Observer

Measure Treatment Treatment (p-value) Treatment Treatment (p-value)

Perfect 1.04/3 .50/3 (0.106) .71/3 .25/3 (0.046)
Games (35%) (17%) (24%) (8%)

Total Error 25% 38% (0.007) 36% 41% (0.252)
Rate

Notes: Both measures are reported as subject level averages, and were tested using
a 1-sided Mann-Whitney U-test.

T
��� 4.2. Effectiveness of Strategic LBD and Strategic LBO — G21

I proceed by testing H2, namely, subjects from the Optimal Observer treatment

exhibit better decision making than subjects from the Naïve Observer treatment.

Table 4.2 reports the aggregate comparison of Perfect Games and Total Error Rates.

The average proportion of Perfect Games is .71/3 (24%) in the Optimal Observer

treatment compared to .25/3 (8%) in the Naïve Observer treatment, which is signifi-

cantly different (p = 0.046). The average Total Error Rate is 36% for subjects in the

Optimal Observer treatment and 41% for the Naïve Observer treatment. Although

it is lower in the Optimal Observer treatment, the difference is not significant (p

= 0.252). Taken together, the data provides some evidence that is in the direction

consistent with H2. This suggests that strategic LBO is, at most, marginally more

effective when observing an optimal decision making opponent.16

16In addition to the decision making quality of the computer opponent, it is possible that the
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To test H3 and H4, I compare the decision making between players and observers

for both the optimizing opponent and naïve opponent. Table 4.3 reports the relevant

comparisons of the Perfect Games and Total Error Rates. Looking first at when

subjects faced the optimizing opponent, Table 4.3 reveals that the average proportion

of Perfect Games is higher in the Optimal Player treatment compared to the Optimal

Observer treatment, although not statistically significant (p = 0.601). The average

Total Error Rate is marginally significantly lower in the Optimal Player treatment

compared to the Optimal Observer treatment (p = 0.108). Looking next at when

subjects faced the naïve opponent, Table 4.3 reveals that there are no significant

differences in Perfect Games or Total Error Rates between subjects in the Naïve

Player and Naïve Observer treatments.

The data reveals very little difference in decision making between player subjects

and observer subjects when facing the naïve opponent, which is consistent with H4.

The data also reveals that there are some marginal differences in the decision making

between players and observers when facing an optimizing opponent. Specifically, play-

ers had marginally significantly lower Total Error Rates compared to observes when

facing the optimizing opponent. Taken together, the results suggest that strategic

LBD is no less effective than strategic LBO at improving decision making in G21,

regardless of the decision making quality of the opponent.

effectiveness of strategic LBO might have also been affected by the decision making quality of the
corresponding human player, as aptly noted by an anonymous referee. Unfortunately, the data does
not allow me to uniquely match the observer subject with their corresponding player subject. Thus,
investigating how the decision making quality of the player subject affects strategic LBO is not
possible given the current data, although it certainly could provide interesting insights. However,
because the decision making quality of the computer opponent had only a marginal effect of the
observers, it is likely that the decision making quality of the human subject had, at most, a similarly
marginally significant effect on decision making quality of the observer.
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Optimizing Opponent Naïve Opponent

Optimal Optimal Naïve Naïve
Player Observer Player Observer

Measure Treatment Treatment (p-value) Treatment Treatment (p-value)

Perfect 1.04/3 .71/3 (0.601) .50/3 .25/3 (0.430)
Games (35%) (24%) (17%) (8%)

Total Error 25% 36% (0.108) 38% 41% (0.934)
Rate

Notes: Both measures are reported as subject level averages, and were tested using a
2-sided Mann-Whitney U-test.

T
��� 4.3. Comparison of Strategic LBD with Strategic LBO — G21

4.3.3 Results from an Asymmetric Version of G21

I have found evidence that Optimal Player subjects exhibit better decision making

than Naïve Player subjects in G21, which suggests that strategic LBD may be more

effective when agents play an optimal decision making opponent. However, as I have

previously acknowledged in the introduction, one possible issue is that player subjects

also get to observe the opponent. That is, there is an observational component

to strategic LBD in the form of observing the computer opponent. This opponent

observation component is particularly salient in G21 due to the symmetry of the

game and the fact that both players and computer opponents acted as the first and

second mover. Specifically, both the player subject and the computer opponent have

the same dominant solution in G21, namely, choose every multiple of three. The

ability to observe the computer opponent, in combination with this symmetry in the

dominant solution between the player subject and computer opponent, could be the

reason for the enhanced decision making exhibited in the Optimal Player treatment
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compared to the Naïve Player treatment.17

To investigate this possibility further, I consider two auxiliary treatments where

subjects repeatedly play an asymmetric version of G21. In this asymmetric version

of G21, which I henceforth refer to as G21(A), the player subject must increment

the count by 1 or 2, while the computer opponent must increment the count by

2 or 3. G21(A) features a first-mover advantage for both the player subject and

the computer opponent. However, the asymmetry in increment length induces an

asymmetric dominant solution. In particular, the dominant solution for the first-

moving player subject is to choose 1, 5, 9, 13, 17, 21, while the dominant solution for

first-moving computer opponent is to choose 2, 6, 10, 14, 18, 21. Again, I consider

the same two types of pre-programmed computer opponents for G21(A); the naïve

opponent that randomly increments the count by 2 or 3, and the optimizing opponent

that plays the dominant solution.18 Each of the 2 auxiliary treatments are described

as follows:

Optimal Player(A) The subject played ten rounds of G21(A) against the optimiz-

ing opponent followed by six rounds of G21(A) against the naïve opponent.19

Naive Player(A) The subject played all sixteen rounds of G21(A) against the naïve

opponent.

A total of 31 subjects participated in the Optimal Player(A) treatment and 36 in

17I thank an anonymous referee for keenly calling attention to this point.
18Technically, the dominant solution for the first-moving computer opponent is to choose from

the following sets: {2}, {5,6}, {9,10}, {13,14}, {17,18}, {21}. However, to induce as much possible
asymmetry, the optimal computer opponent was programed to choose 2, 6, 10, 14, 18, and 21
whenever possible. Hence, in games when the comupter acted as the first mover, the optimizing
opponent did play the 2, 6, 10, 14, 18, and 21 solution.

19Because G21(A) is more complex than G21, in the treatments where subjects played a total of
16 rounds instead of 12 rounds to ensure enough time for ample learning. However, the comparison
of decision making across treatments will still be based off the the last 6 rounds when all subjects
played against the naive opponent.
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the Naïve Player(A) Treatment. As with the previous treatments, subjects alternated

as the first and second mover beginning as the first mover, and were paid $1 for each

round of the game they won. These two additional treatments based off G21(A) allow

me to re-test how the decision making quality of one’s opponent impacts strategic

LBD, while minimizing the saliency of the opponent observation component. That

is, I will re-test H1 by comparing the decision making quality from the Optimal

Player(A) and Naïve Player(A) treatments. I again use the Perfect Game and Total

Error Rate measures, after making the appropriate adaptations to suit G21(A), to

evaluate decision making quality.

Naïve Player(A) Treatment

First Half Second Half
Measure (Rounds 1,3,5,7) (Rounds 9,11,13,15) (p-value)

Perfect .53/4 .92/4 (0.009)
Games (13%) (23%)

Total Error 42% 32% (0.003)
Rate

Notes: Both measures are reported as subject level averages, and were tested
using a 1-sided Wilcoxon matched-pairs signed-ranks test. Significance levels
are robust to a 1-sided matched pairs sign-test.

T
��� 4.4. Comparison of Naïve Player data for First Half and Second Half — G21A

Before I re-test H1, I again need to verify (A1) that G21(A) is sufficiently com-

plex that most subjects initially fail to make optimal decision, and (A2) sufficiently

straightforward that learning is possible. The data reveals that only 3/67 (4%) of

subjects play a Perfect Game in round 1, which supports A1. In regards to A2, Table

4.4 compares the aggregate decision making data from the Naïve Player(A) treatment
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for the first half (rounds 1,3,5,7) and the second half(rounds 9,11,13,15). From Table

4.4, we can see that, on average, subjects played significantly more Perfect Games and

had a lower Total Error Rate in the second half rounds, which supports A2. Given

that A1 and A2 are again supported, it is possible to proceed in re-testing H1.

Optimal Player(A) Naïve Player(A)
Measure Treatment Treatment (p-value)

Perfect .98/3 .69/3 (0.134)
Games (33%) (23%)

Total Error 25% 33% (0.098)
Rate

Notes: Both measures are reported as subject level averages, and were tested
using a 1-sided Mann-Whitney U-test.

T
��� 4.5. Comparison of Optimal Player(A) and Naïve Player(A) Data — G21A

Table 4.5 compares the decision making data from the Optimal Player(A) and

Naïve Player(A) treatments. From Table 4.5, we can see that the aggregate proportion

of Perfect Games is .98/3 (33%) in the Optimal Player(A) treatment compared to

.69/3 (23%) in the Naïve Player(A) treatment. However, a Mann-Whitney U-test

narrowly fails to reject the null hypotheses at the 10% level (p = 0.134). The Total

Error Rate is 25% in the Optimal Player(A) treatment compared to 33% in the Naïve

Player(A) treatment, which is marginally significant using a Mann-Whitney U-test (p

= 0.098). Given the significance levels of (p = 0.134) and (p = 0.098), the data does

not provide conclusive evidence that subjects from the Optimal Player(A) treatment

make significantly better decisions that subjects from the Naive Player(A) treatment.

However, both measures are in the direction that is consistent with H1, and both

border on being significant. Taken together, this provides some evidence that even
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in an asymmetric strategic setting where the opponent observation component is

rendered less salient, strategic LBD can continue to be marginally more effective

when agents play an optimal decision making opponent.

4.3.4 Discussion

In this section, I provide some discussion about two plausible learning mechanisms

that subjects could be implementing, in relation to the results from each of the

treatments in G21 and G21(A). The first is subjects are implementing some kind

of “imitation” or “mimicking” of the choices made by the opponent, if the opponent

wins.20’21 Recall that the optimizing opponent would play the dominant solution of

choosing every available multiple of three and, therefore, wins every time it acted as

the second-mover or the subject failed to play the dominant solution. Hence, mim-

icking the optimizing opponent in G21 would result in choices more in line with the

dominant solution of choosing every available multiple of three. As a result, if sub-

jects were mimicking, then we would expect the decisions of subjects in the Optimal

Player Treatment to be more in line with the dominant solution than in the Naïve

Player Treatment, i.e., a higher proportion of Perfect Games and a lower Total Error

Rate. This is largely consistent with what is observed in the data.

However, if mimicking was the sole mechanism by which subjects learned in G21,

then we would expect very little difference in the propensity to exhibit better decision

20Vega-Redondo (1997) and Schlag (1999) develop formal models of imitation learning where
agents imitate the strategies of others who obtain higher payoffs. Both of these models are developed
in a static framework. However, G21 is a sequential game and the complete strategy of the opponent
is not observed upon completion of the round. Therefore, agents playing G21 would be unable to
imitate the strategy of the opponent in G21 as specifically modeled by Vega-Redondo (1997) and
Schlag (1999). In that regard, it may be more pedagogical to refer to this type of mechanism in G21
as mimicking, akin to the terminology used in DSB (2010).

21Experimental evidence consistent with imitation has been subsequently documented, e.g., Huck
et al. (1999, 2000), Offerman et al. (2002), and Apesteguia et al. (2007).
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making between subjects who played against the optimizing opponent and the naïve

opponent in G21(A), where mimicking does not result in choices that are more in

line with the dominant solution. However, I find some evidence in the direction that

suggests the decisions from subjects in the Optimal Player(A) Treatment were mar-

ginally more in line with the optimal solution than in the Naïve Player(A) Treatment,

in the form of a lower Total Error Rate. This suggests that mimicking is likely not

the sole learning mechanism being implemented.

The second plausible learning mechanism is some kind of reinforcement learn-

ing.22 When subjects play G21 and G21(A) against the optimizing opponent and fail

to play the dominant solution, they lose the game. Whereas, subjects who play G21

and G21(A) against the naïve opponent and fail to play the dominant solution can

still win the game. As a result, strategies that do not prescribe playing the domi-

nant solution will always be negatively reinforced by subjects playing the optimizing

opponent. Therefore, if subjects were using reinforcement learning, then we would

expect the decisions of subjects from both the Optimal Player and Optimal Player(A)

Treatments to be more in line with the dominant solution, which is largely consistent

with what is observed in the data.

Hence, it appears from the data that subjects may be prone to implementing both

mimicking and reinforcement learning. Note, however, that in G21 both mechanisms

lead to learning the optimal solution when playing the optimizing opponent, while in

G21(A) only reinforcement leads to learning the optimal solution when playing the

optimizing opponent. Thus, subjects playing G21 against the optimizing opponent

can benefit from both learning mechanisms, relative to only one for those playing

G21(A). Because of this, we might expect LBD to be relatively more effective in G21,

22I refer the reader to Erev and Roth 1998, and Camerer and Ho 1999 for formal models of
reinforcement learning.
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compared to G21(A), when subjects face the optimizing opponent. This is largely

consistent with the observed data that LBD is only marginally more effective in

G21(A) when facing the optimizing opponent (refer back to Table 2 and Table 5).

Similarly, it is reasonable think that player subjects are prone to both mimicking and

reinforcement learning, while observer subjects are more prone to mimicking. If this

is the case, then LBD should be at least as effective as strategic LBO in G21 when

facing an optimizing opponent, which is largely consistent with what is observed in

the data.

Mimicking and reinforcement might also impact the type of learning that subjects

experience when facing the optimizing opponent. In particular, mimicking might lead

to a so called “eureka” moment where the subject suddenly recognizes the dominant

solution of choosing multiples of three. On the other hand, reinforcement learning

may be a slower process because subjects discover the winning positions in the game

incrementally via some kind of backward induction reasoning. Along these lines,

we can then think of the Perfect Game measure as a crude proxy for this eureka

type learning, and the Total Error Rate measure as a crude proxy for incremental

learning. One possible implication that arises is that the observer subjects, who may

be relatively more prone to mimicking, may be more prone to eureka type leaning,

while player subjects may be more prone to incremental learning. This is consistent

with the observed data patterns; namely, Optimal Player subjects have significantly

lower Total Error Rates than Naïve Player subjects, and Optimal Observer subjects

play significantly more Perfect Games than Naïve Observer subjects.
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4.4 Conclusion

The motivation of this paper was twofold: The first was to experimentally test

whether strategic LBD and strategic LBO are more effective when agents face an op-

ponent who exhibits optimal decision making, relative to sub-optimal decision making.

The experimental data reveals that subjects who initially played G21 against the op-

timizing opponent exhibited significantly better decision making than those subjects

who initially played G21 against the naïve opponent. While, subjects who initially

observed the optimizing opponent exhibited only marginally better decision making

to those subjects who initially observed the naïve opponent.

The second motivation was to experimentally compare the effectiveness of strategic

LBD with strategic LBO. The data reveals very little difference in decision making

quality between subjects who initially played G21 and subjects who initially observed

the play of G21, regardless of the decision making quality of the opponent. These

results suggest that strategic LBD is likely no less effective than strategic LBO. By

comparison, Merlo and Schotter find experimental evidence that LBO is more effective

than LBD in a single-agent profit maximization problem. Because I consider a 2-

player strategic game, the player subjects get to “do” and they get to “observe” the

decision making of the opponent. Hence, there is an element of observational learning,

even for agents who play the game. In light of the results of Merlo and Schotter, this

might explain why I find that strategic LBD is at least as effective as strategic LBO

in the game considered. Investigating which settings are more conducive to LBD and

LBO, and the reasons why, remain open questions for future research.

Although the strategic setting considered was abstract and atypical of many strate-

gic settings in the field, a few important insights can be gleaned. First, strategic LBD
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can be more effective when facing an opponent who makes good decisions, especially

in symmetric strategic settings where agents can benefit from both mimicking and

reinforcement learning. Thus, agents who are motivated to become better strategic

decision makers as quickly and effectively as possible, should consider playing against

good decision making opponents. Second, strategic LBD may only be marginally

more effective than strategic LBO. This may be particularly relevant in complex set-

tings where repeatedly playing the game may be costly, as it may behoove an agent

to gather knowledge by initially observing, in lieu of playing. Hence, under certain

settings, apprenticing first and observing good decision making opponents may be as

effective at fostering better strategic decision making than actually playing, and in

may be potentially much less costly.
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A.1 Sample Experimental Instructions — PPT Treatment

Welcome and thank you for participating. Your participation is VOLUNTARY, and

you may leave at any time. Feel free to raise your hand and ask questions at any time,

and you may refer back to these instructions at any time during the session. Please

remain seated and quiet for the remainder of the session. All decisions are to be com-

pleted individually and interaction with other participants is strictly PROHIBITED.

Thank you for your cooperation.

Each person will receive a $5 show-up payment for participating. In addition, you

can receive additional compensation based on the decision(s) that are made in the

decision task described below. After the task is complete, you will be privately paid

the amount of money you have earned. Upon completions of the decision task, please

remain quietly seated in your carrel until you have been paid.

The Decision Task:

You will be participating in a 2-person decision task. Each person will be randomly

and anonymously paired with another person in the lab. In each of the 2-person

decision-making pairs, one person will be randomly assigned the role of PLAYER

A and the other person will be randomly assigned the role of PLAYER B. You will

remain in your assigned role for the entire session. The earnings of each Player

will depend on the decision(s) he/she makes, and/or the decision(s) of the Player

with whom they are paired. A brief outline of steps of the decision task will first

be provided, followed by a detailed description of each step and the corresponding

earnings for each Player.

• Step 1: PLAYER A begins by first choosing IN or OUT.

Eric
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— If PLAYER A chooses OUT, then the task ends.

— If PLAYER A chooses IN, then the task proceeds to Step 2.

• Step 2: PLAYER A might privately learn some payoff information that was

initially unknown to both players. If PLAYER A does learn the information,

the PLAYER A will then have an opportunity to convey the information to

PLAYER B. The task will then proceed to Step 3.

• Step 3: PLAYER B chooses between RIGHT or LEFT, and the task ends.

Step 1: PLAYER A first chooses between IN or OUT.

• If PLAYER A chooses OUT, then the decision task ends. PLAYER A will

receive $6 and PLAYER B will receive $2.

• If PLAYER A chooses IN, then the task proceeds to Step (2) where

PLAYER Amight privately learn the unknown information, and then have

an opportunity to convey that information to PLAYER B. After Step (2),

the task will proceed to Step (3) where PLAYER B will then be asked to

decide between RIGHT or LEFT.

Step 2: I postpone the details about the information that PLAYER A can possible

learn, and convey to PLAYER B until after Step (3) is described. Describing

Step (3) first will help clarify Step (2).

Step 3: If PLAYER A chooses IN, at Step (1), then PLAYER B must choose between

RIGHT or LEFT.

• If PLAYER B chooses RIGHT, then the decision task ends. PLAYER A

will receive $10 and PLAYER B will receive $4.

• If PLAYER B chooses LEFT, then the decision task ends and PLAYER

A will receive $X and PLAYER B will receive $6. There is a 50% chance

that X = $0 and a 50% chance that X = $6. That is, X = $0 and X = $6

are equally likely.
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NOTE: When the decision task begins, neither PLAYER A nor PLAYER B knows

the value of X. Therefore, PLAYER A does not know the value of X when deciding

between IN or OUT in Step (1). Now we proceed with the description of Step (2):

Step 2: If PLAYER A chooses IN, there is an 80% chance that PLAYER A will privately

learn the value of X, and a 20% chance that PLAYER A will not privately learn

the value of X.

• If PLAYER A does learn the value of X (80% chance), then PLAYER A

must then decide whether or not to convey the value of X to PLAYER B

before PLAYER B makes his/her decision in Step (3).

— If PLAYER A does convey the value of X, then PLAYER B will know

the value of X before he/she decides between RIGHT or LEFT in Step

(3).

— If PLAYER A does not convey the value of X, then PLAYER B will

not know the value of X before he/she decides between RIGHT or

LEFT in Step (3).

• If PLAYER A does not learn the value of X (20% chance), then PLAYER

A will not have an opportunity to convey the value of X to PLAYER

B. The task will proceed to step (3) where PLAYER B will then choose

between RIGHT or LEFT without knowing the value of X.

Payoff Table:
The table below summarizes the earnings of each Player for each of the possible

outcomes in the decision task:

Decision Outcome PLAYER A Earnings PLAYER B Earnings

PLAYER A chooses OUT $6 $2

PLAYER A chooses IN and then:
PLAYER B chooses RIGHT $10 $4
PLAYER B chooses LEFT $X $6

There is a 50% chance X = 0 and a 50% chance X = 6
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Each person will participate in this decision making task ONE time. After the

task has ended, the decision(s) of each Player and the corresponding earnings of each

Player will be revealed to both Players. Additionally, the value of X will be revealed

to both PLAYER A and PLAYER B regardless of the decisions made in the task. You

will then be asked to fill out a short questionnaire that will take about 3 minutes to

complete. Your answers to the questionnaire are confidential and will not be shared

with any other participants. After completion of the questionnaire, an Experimenter

will then come by and privately pay you your total experimental earning which equals

your earnings from the decision task PLUS the $5 show-up payment. After you have

been paid, you may quietly exit the lab.

A.2 Sample Questionnaire - Player A

1. What is your Gender?

2. How old are you?

3. What is your major?

4. Have you ever taken an economics course?

5. Are you currently carrying more than $10 in cash?

6. Rate the amount of guilt you think Player B felt (would have felt) from choosing

Left when (if) Player B knew the value of X was [true value of X]

7. Rate the amount of guilt you think Player B felt (would have felt) from choosing

Left when (if) Player B did know the value of X.

8. How did you hear about the Economic Science Lab?

9. Have you ever referred a friend to the Economic Science Lab?

10. Is English your first language?



124

L�
����	 �� M
�� B����� S��
��	�� D��������

B.1 Experimental Instruction for the Player

This is an experiment in strategic decision making. Please read these instructions

carefully and pay attention to any additional instructions given by the experimenter.

You have the potential to earn additional compensation and the amount depends on

the decisions that you make in this experiment.

You have been assigned the PLAYER role. You will be playing 12 rounds of a

simple two player game that will be described below. You will be playing against a

programmed computer opponent for all 12 rounds. In addition, for the first 6 rounds,

an observer will be standing behind you watching you play against the computer.

You are not permitted to communicate with the observer in any capacity. After 6

rounds, the observer will be instructed to move to an empty computer carol and you

will be instructed to play 6 more rounds.

After you finish playing all 12 rounds, please remain seated and an experimenter

will come by and pay you your additional compensation. In addition to the $5 show-

up fee, you will be compensated $1 for each round that you win. The observer will

also be compensated $1 for each round that you win during the first 6 rounds. After

you have been paid, please quietly leave the laboratory. If you have any questions at

any time, raise your hand and an experimenter will be by to answer your question.

Eric
Typewritten text
APPENDIX B
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B.2 Experimental Instruction for the Observer

This is an experiment in strategic decision making. Please read these instructions

carefully and pay attention to any additional instructions given by the experimenter.

You have the potential to earn additional compensation and the amount depends on

the decisions that you make in this experiment.

You have been assigned the OBSERVER role. You will first be watching 6 rounds,

and then be playing 6 rounds of a simple two player game that will be described below.

For the first 6 rounds, you will be standing behind a player watching him/her play

against the programmed computer opponent. You are not permitted to communicate

with the player in any capacity. After 6 rounds, you will be instructed to move to

an empty computer carol where you will then play 6 rounds of the game against a

programmed computer opponent.

After you finish playing the last 6 rounds, please remain seated and an experi-

menter will come by and pay you your additional compensation. In addition to the $5

show-up fee, you will be compensated $1 for each round that you win while you are

playing, and $1 for each round that the player wins while you are observing. After

you have been paid, please quietly leave the laboratory. If you have any questions at

any time, raise your hand and an experimenter will be by to answer your question.
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B.3 Screen Shot of G21 Instructions

F�	��� B.1. Sample Screen Shot of Instructions for G21
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B.4 Sample Screen Shot of G21 Interface

F�	��� B.2. Sample Screen Shot of User Interface for G21
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