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ABSTRACT

There is a widespread intuition that physicalist theories of consciousness are im-

portantly incomplete. But the psychological facts give us reason to think that the

gap-intuition does not justify the belief that physical theories of consciousness always

leave out some facts about consciousness. I target this belief, and aim to establish

that it is not epistemically justified by the gap-intuition. I begin by making a case

for thinking that a purely psychological analysis of the ‘explanatory gap’ is not only

a viable one, but is in many ways preferable to the standard modal-epistemological

analysis. Then I marshal a body of empirical findings in support of the view that

various sub-personal psychological processes play a key role in producing the gap-

intuition. The most crucial of these processes is the agent-detector, a cognitive

system specifically dedicated to detecting other conscious agents in the third-person

mode. Leveraging this account, I argue that while the relevant sub-personal pro-

cesses are generally accurate, in the case of the gap-intuition they are ‘tricked’ in

a manner analogous to a visual blind spot or a bias in decision-making. Thus gap-

intuitions are not trustworthy and do not confer justification upon belief in a ‘real’

gap. I conclude by situating my account within the context of existing literature

on the explanatory gap. My account naturally complements various physicalist ac-

counts of the gap, and also deserves consideration as an outright replacement for

such accounts. The overall lesson is that the gap-intuition would arise whether or

not physicalist theories of consciousness really do leave something out, and would

persist even if we came to accept a true physicalist theory of consciousness. Thus

anti-physicalist arguments that are based on the gap-intuition pose no serious threat

to physicalist theories of consciousness.
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CHAPTER 1

WHAT IS THE EXPLANATORY GAP?

Philosophers have puzzled over the explanatory relationship between consciousness

and the physical world for many years, and a similar puzzlement arguably arises

among ‘ordinary folk.’1 So while it is beyond doubt that there is in some sense an

‘explanatory gap’ in the sense that there is a philosophical puzzle about the relation-

ship between consciousness and the physical world, it is far from obvious that this

puzzle must be understood as an in-principle inability to fully explain consciousness

in purely physical terms. It might turn out that although we find physicalist ex-

planations of consciousness deeply baffling, there is nonetheless no deep epistemic

problem with such explanations. I suggest that the least controversial and most

central datum is that there appears to be some sort of explanatory gap between

conscious experience and the physical world. At the outset of inquiry it is not ob-

vious what the precise nature of the gap might be, or whether there is ultimately

any serious epistemic problem in the vicinity. Still, almost everybody can agree

that there seems, or appears, to be a serious problem with physicalist accounts

of consciousness—it’s simply hard to see how such explanations could adequately

capture the phenomenon. So I will take this apparent limitation on physicalist ex-

planations as the starting point for sketching and arguing for a specific account or

‘diagnosis’ of the explanatory gap, the “psychological barrier” diagnosis. In chapter

two I will more precisely articulate an account that describes and explains our in-

tuitive resistance to physicalist explanations of concsiousness. As will become clear

in chapter three, I will ultimately deny that there is any serious and sui generis

epistemic deficiency associated with the intuition of an explanatory gap for con-

1See Bloom (2007), van Gulick (2011), and Arico et al. (2011).
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sciousness. However, I will also take care to emphasize and respect the fact that

there is a powerful and recalcitrant intuition to the effect that consciousness is not

physically explicable.

1.1 The intuitive problem

Although the the core idea of an explanatory gap can arguably be traced as far

back as Leibniz (1714/1989), the term “explanatory gap” was popularized in the

contemporary literature by Levine (1983). So it will be particularly instructive

to begin by examining Levine’s take on the explanatory gap. In his (2001) book,

which represents his most comprehensive treatment of this issue, Levine introduces

the explanatory gap in the following way:

[W]e have no idea, I contend, how a physical object could constitute a
subject of experience, enjoying, not merely instantiating, states with all
sorts of qualitative character. As I now look at my red diskette case,
I’m having a visual experience that is reddish in character. Light of a
particular composition is bouncing off the diskette case and stimulating
my retina in a particular way. That retinal stimulation now causes fur-
ther impulses down the optic nerve, eventually causing various neural
events in the visual cortex. Where in all of this can we see the events
that explain my having a reddish experience? There seems to be no
discernible connection between the physical description and the mental
one, and thus no explanation of the latter in terms of the former. (2001,
pp. 76-77)

In effect, Levine is claiming that we cannot see any way to explain consciousness in

physical terms. Why is it that we are, apparently, unable to connect the physical

and experiential realms in our explanations? There are various ways of spelling out

the nature of this apparent limitation or ‘gap’ more precisely, some of which will

be explored in the following sections. But first, I want to firmly establish that it

appears that we are explanatorily limited in this way—it is hard to deny this much,

and precious few theorists do so in practice.
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The appearance of this gap or limitation does not seem to depend upon any

particular account of reductive explanation—it just seems bizarre, at a gut level,

that nerve impulses could produce reddish experiences. Even if it’s true that red-

dish experiences are (or are produced by) certain patterns of nerve activity, this

would still be a bizarre fact. Such claims tend to cause us to intuitively recoil, and

lack an air of ‘truthiness’ even in those theorists who defend physicalist theories.

We might call the intuition that consciousness cannot be physically explained the

“inexplicability intuition,” or “gap-intuition.”

It is natural to regard the appearance of an explanatory gap as rooted in intu-

ition. This assumption is natural partly because of the wide prevalence of dualistic

beliefs among ordinary folk, who (presumably) tend to be relatively unreflective

about these issues (Bloom (2007)). But also, we can recognize and trace the same

intuition quite far back in philosophical history, among a group of thinkers with

diverse theoretical commitments. In short order I will review some historical occur-

rences of the gap-intuition, but first I’d like to offer a cautionary note about the

relation between the gap-intuition and other closely-related, but distinct, intuitions

about some cases that are commonly discussed in the contemporary literature on

physicalism.

It is common to illustrate the explanatory gap by way of a range of thought ex-

periments, including Jackson’s black-and-white Mary, Chalmers’s zombies, inverted

spectrum scenarios, and even the problem of other minds. For example, Levine

(2001, pp. 77-78) uses both black-and-white Mary and the problem of other minds

in this way. However, I think we should not be so quick to run together all of

these kinds of cases as a scattershot or ‘mongrel’ definition of the explanatory gap.

While many of these well-known cases may be connected in philosophically impor-

tant ways, they do not all feature a strongly explanatory element. For example,

Chalmers’s intricately specified zombie cases are commonly believed to turn on the

question of whether certain possible worlds are conceivable, and what follows from
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conceivability (or lack thereof). On the surface, these are not straightforwardly

questions about explanation. In order to evaluate cases involving zombies, it is not

obvious that we need to make any intuitive judgments about explanation as such.

Similarly for inverted spectrum cases, we need only judge whether certain scenarios

are conceivable (and/or possible), and need not make any judgments about what

explains what.

The black-and-white Mary case and the problem of other minds do involve at

least some explanatory element, thus it is at least somewhat more appropriate for

Levine to focus closely on these two examples in illustrating the explanatory gap.

Both turn on the issue of whether certain explanations allow us to come to know

certain kinds of facts, regarding either the properties of our own minds or the minds

of others. But even here, we need not make any judgments directly concerning the

explanation of consciousness, and thus the gap-intuition is not overtly manifest in

considering these cases. Instead, a nagging worry about an explanatory gap lurks

in the background of the cases, and colors our judgments about the cases taken as

a whole.

Regarding the black-and-white Mary case, for example, some theorists are in-

tuitively inclined to judge that Mary would learn a new fact upon seeing red for

the first time. Why would a theorist make this judgment? One explanation, ges-

tured at by Levine, is that at a gut level we just cannot grasp how the subjective

experience of redness could be explained by vision science. In light of this, it would

be natural to judge that Mary learns something new upon first seeing red. This is

not meant to be a theoretical analysis of the Mary case, but rather a psychological

hypothesis about how one might initially react to the case—the important thing

to note is that a very common first reaction to the case may be driven by gap-like

considerations in the background. Levine thus describes cases like black-and-white

Mary and the problem of other minds as “symptoms” or “manifestations” of the

explanatory gap, which he takes to be distinct from, and more fundamental than,
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the cases themselves.

Similarly, Levine diagnoses the problem of other minds partly by appealing to

worries about a gap looming in the background:

What we lack is a principled basis for determining how to project the
attribution of conscious experience. I submit that we lack a principled
basis precisely because we do not have an explanation for the presence
of consciousness experience even in ourselves... Were we to understand
how neural firings realize reddish experiences, then we would know what
to look for in other creatures to tell whether they had these, or any,
experiences as well... The fact that we don’t know what to look for is,
as I said, a manifestation of our explanatory ignorance. (2001, p. 78)

Here too, it is plausible to think that our puzzlement about other minds is informed

by a deep-seated discontent with the claim that physical explanations can tell us

everything there is to know about consciousness. If we were to fully accept the

legitimacy of such explanations, we should expect no particular sense of puzzle-

ment about the properties of other minds: rather, we should simply apply our best

physicalist theory and get either a “yes” or “no” answer regarding the presence of

consciousness in other creatures. But it is puzzling to consider how we might rea-

sonably attribute states of consciousness to other minds, and Levine thinks this is

because of distinct worries about a gap lurking in the background.

It is thus quite plausible to view the explanatory gap in its most stark form as an

intuition that purely physical explanations simply cannot tell us everything there is

to know about conscious experience. This intuition can ‘manifest’ in various ways,

sometimes by driving judgments about related sorts of cases. But the gap-intuition

can also be elicited directly, by focusing on the question of whether some experience

could be fully explained by some physical mechanism or pattern.

This view of the explanatory gap as a distinctive kind of intuition can be further

supported by taking a broader historical perspective. Over the years, it is quite clear
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that many important figures have shared the same basic worry, although the ‘mani-

festations’ or symptoms have varied somewhat along with differing explanatory aims

and theoretical frameworks that were in play. For example, Leibniz was concerned

that physical explanations would fall short of explaining mental phenomena more

generally:

If we imagine that there is a machine whose structure makes it think,
sense, and have perceptions, we could conceive it enlarged, keeping the
same proportions, so that we could enter into it, as one enters into a
mill. Assuming that, when inspecting its interior, we will only find parts
that push one another, and we will never find anything to explain a
perception. (1714/1989, §17)

Though Leibniz enumerates a wide range of mental properties, it is clear that at

least some of these are paradigmatically experiential properties that are instantiated

when the machine senses, perceives, and thinks. Leibniz’s apparent concern is that

no matter how much we learn about the structural properties of the machine, some

experiential properties of the machine (and perhaps other mental properties) will

remain unexplained. Of course Leibniz goes on to provide a philosophical account

of the explanatory situation illustrated here, situated within his overall framework.

But regardless of the specifics of Leibniz’s theoretical framework, the case itself is

tailor-made to elicit a gut-level intuition to the effect that no amount of physical

explanation will reveal the whole truth about mental properties, including conscious-

ness. And one need not know anything about Leibniz’s theories in order to feel the

pull of the intuition.

Similarly, it is reasonable to think that Locke was concerned about a problem

in the vicinity of the explanatory gap. In his (1994) paper “I am Joe’s Explana-

tory Gap,” Austen Clark defends just this claim, holding that Locke foreshadowed

Levine’s explanatory gap in An Essay on Human Understanding (1689/1975). As

with Leibniz, simply considering Locke’s examples should suffice to produce the

gap-intuition in the reader:
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We are so far from knowing what figure, size or motion of parts produce
a yellow Colour, a sweet Taste, or a sharp Sound, that we can by
no means conceive how any size, figure, or motion of any Particles,
can possibly produce in us the Idea of an Colour, Taste, or Sound
whatsoever; there is no conceivable connexion betwixt the one and the
other. (1689/1975, Book IV, ch. III, pp. 13)

[T]he Ideas of sensible secondary Qualities, which we have in our Minds,
can, by us, be no way deduced from Bodily Causes, nor any correspon-
dence or connexion be found between them and those primary Qualities
which (Experience shews us) produce them in us... (1689/1975, Book
IV, ch. III, pp. 28)

Again, one need not understand the details of Locke’s theory of primary and sec-

ondary qualities to feel the pull of the intuition. We take intuitive offense to the idea

that experiential properties like the taste of sweetness are produced by (or simply

are) some appropriate configuration of parts. Even though it is tempting to think

that color, taste, and sound experiences indeed are produced by physical particles

and their properties, we nonetheless seem to have absolutely no grasp of how this

could be the case.

More recently (and also famously), T.H. Huxley pointed out the distinctively ex-

planatory sense of puzzlement we confront when attempting to explain consciousness

in specifically neurobiological terms:

But what consciousness is, we know not; and how it is that anything
so remarkable as a state of consciousness comes about as a result of
irritating nervous tissue, is just as unaccountable as the appearance of
the Djin when Aladdin rubbed his lamp. (1866, p. 193)

Approaching the issue from the perspective of physiology, Huxley is understandably

more fixated on the mysterious explanatory connection between consciousness and

the brain specifically. Yet his basic point is much the same as that of Locke and
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Leibniz. It is simply baffling that any amount of activity in the nervous system

should result in conscious experiences. It is so difficult to give an explanatory

account of how consciousness comes about as the result of brain activity, that the

connection seems magical and inexplicable. This sounds like the same old worrisome

song, and philosophers of mind are still singing it today. Thomas Nagel pinpoints

the same worry, which seems to remain even when many of the other obstacles to

accepting physicalism have been addressed:

It expresses itself crudely as the feeling that there is a fundamental
distinction between the subjective and the objective which cannot be
bridged. Objections having to do with privacy and special access repre-
sent attempts to express it, but they fail to do so, for it remains when
they have been defeated. The feeling is that I (and hence any “I”) can-
not be a mere physical object, because I possess my mental states: I am
their subject in a way in which no physical object can possibly be the
subject of its attributes. (1965, p. 353)

Yet again, we seem to have a deep resistance to the notion that physical mechanisms,

described in objective scientific terms, are all there is to the experiences we undergo

as subjects. In consilience with Levine’s observation, Nagel too concludes that the

intuition (or ‘crude feeling’) of a gap between the physical and experiential domains

stands independently of other widely discussed problems for physicalism.

Intuitions of this sort are a powerful obstacle to physicalism in their own right,

but they are also used to directly drive arguments for dualism (i.e. against physi-

calism). For example, Frank Jackson entertains the following simple argument for

the conclusion that physicalism is false:

Nothing you could tell of a physical sort captures the smell of a rose, for
instance. Therefore, Physicalism is false. By our lights this is a perfectly
good argument... and the premise is intuitively obviously true[.] (1982,
pp. 127-128, emphasis added)
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Jackson suggests that an argument against physicalism can be constructed by ap-

pealing to intuition in defense of the belief that physicalist theories fail to capture

something about consciousness: we ought to believe that physicalist explanations

are inadequate, because it is intuitively obvious that such explanations are inade-

quate. An argument with considerable prima facie force is supposed to result from

just this one intuitively obvious premise and a bit of straightforward reasoning. This

is supposed to be a good thing, because even a simple argument is better than a

bare intuition that physicalism is false. It is nonetheless clear that the argument

turns on the gap-intuition.

Chalmers advocates a similar but more precisely stated argument, which he

calls “The Explanatory Argument” against physicalism (2002, pp. 248-249):

(E1) Physical accounts explain at most structure and function.

(E2) Explaining structure and function does not suffice to explain

consciousness.

therefore...

(E3) No physical account can explain consciousness.

It is important to note that in contrast to Jackson’s simple argument, Chalmers of-

fers significant supporting argumentation for premise (E2), particularly in his (1995)

article and (1996) book. Equally importantly, however, both premise (E2) and the

overall argument enjoy much of their considerable plausibility simply as a matter

of intuition. As we have seen, it is simply hard to accept that structural and func-

tional properties of physical objects are all there is to conscious experience. But is

it reasonable to accept premise (E2) on the basis of a strong intuition?
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This is a difficult question, but even according to Chalmers, the success or failure

of the explanatory argument will ultimately depends on the status of this intuition:2

At a certain point, the debate between... materialists and their op-
ponents usually comes down to intuition: most centrally, the intuition
that consciousness (in a nonfunctionally defined sense) exists, or that
there is something that needs to be explained (over and above explain-
ing the functions). This claim does not gain its support from argument,
but from a sort of observation, along with rebuttal of counterarguments.
The intuition appears to be shared by the large majority of philosophers,
scientists, and others[.] (2002, p. 13)

So it seems that in order to make progress in this debate, we need to more closely

examine the nature and status of the gap-intuition. What is it about the experience

of a smell of a rose that intuitively seems to defy capture by physical explanation?

When one considers a purely physical theory of conscious experience, one gets the

nebulous but unmistakable feeling that something is not right with the explanation.

However, echoing Levine and Nagel, it’s not unreflectively obvious what is wrong,

exactly. Peter Bieri can be credited with clarifying this observation: “It is easy to

be captured by this feeling of puzzlement. However, it is very difficult to spell out

its precise content” (1995, p. 49). The inchoate nature of the gap-intuition opens up

the possibility of divergent analyses of the intuition and its theoretical importance.

Having established that we have an intuitive inclination to judge that conscious-

ness is not physically explicable, we can now go on to diagnose (or explicate) the

core intuition in various ways, either taking the intuitive symptoms at face value as

problems for physicalism, or attempting to deflate the intuitive symptoms in such a

way that physicalism is preserved. In the following section I will present a menu of

diagnoses (or explications) of the gap-intuition, each of which attempts to account

2In this passage Chalmers is specifically discussing the debate between ‘Type-A’ physicalists
and their opponents. However, it is reasonable to think that Type-A theorists would agree with
a great many of their fellow physicalists that consciousness, defined in some nonfunctional sense,
does not exist or need to be explained. Notably, the majority of ‘Type-B’ physicalists account for
the gap-intuition in ways that do not crucially rely on a nonfunctional sense of “consciousness.”
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for the appearance of an explanatory gap between conscious experience and the rest

of the physical world. I advocate and defend one diagnosis in particular, which I

will refer to as the “psychological barrier” diagnosis.

1.2 Diagnosing the gap-intuition

The purpose of the present section is to explore some theoretical approaches to

diagnosing the gap-intuition, and additionally to advocate for a specific diagnosis. In

my view, the gap-intuition is best understood as a psychological barrier to accepting

physicalism, and arises due to particular, widely shared aspects of human cognitive

architecture. On this model, the gap-intuition can be illuminated by considerations

from empirical psychology, which in turn inform discussion about the epistemic

importance of the gap-intuition. This diagnosis of the gap-intuition is contrasted

with various other approaches that are more widely prevalent in the literature, and

cast the gap in more traditional armchair terms. I will distinguish several such

diagnoses, and offer some arguments against conceiving of the gap in these sorts of

ways.

Before enumerating various diagnoses of the gap-intuition, I wish to introduce

a key distinction between two kinds of diagnoses, which I will call “inflationary”

and “deflationary” diagnoses. On an inflationary diagnosis, the appearance of an

explanatory gap poses a serious epistemic barrier to the reductive explanation of

consciousness. I call such diagnoses “inflationary” because they ‘inflate’ the ap-

pearance of an explanatory gap by diagnosing it as a full-blown epistemic barrier.

Often this is done in service of substantive anti-physicalist metaphysical doctrines.

By contrast, deflationary diagnoses are those according to which the gap-intuition

does not constitute a serious barrier to reductively explaining consciousness. Such

diagnoses ‘deflate’ the appearance of an explanatory gap by explaining it away in a

manner consistent with physicalism.

Although most everyone can agree that there are at least gap-intuitions, the
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distinction between inflationism and deflationism cuts to the issue of whether or not

there is ‘really’ an explanatory gap, in some epistemically threatening sense. Tye

(1999) puts this point in the following way:

Since an explanatory gap exists only if there is something unexplained
that needs explaining, and something needs explaining only if it can be
explained (whether or not it lies within the power of human-beings to
explain it), there is... no gap. (1999, p. 719)

Ultimately, I think the question of whether there is ‘really’ an explanatory gap is

largely terminological. We might use the term “explanatory gap” in a number of

ways: for example we might use it to refer to the widely shared pattern of gap-

intuitions about consciousness. Or we might use “explanatory gap” to mean that

there is a deep and substantive epistemic problem with explaining consciousness

in physical terms. Or we might use the term “explanatory gap” to pick out some

specific conception of what the deep epistemic problem is (if such there be). For my

part, I will largely use the term in the first sense, to pick out a distinctive pattern

of gap-intuitions.

But it is important to note the dialectical impact of the inflationary/deflationary

distinction. Terminology aside, in a debate about the importance of the gap-

intuitions for physicalism (or dualism) about consciousness, the distinction between

inflationary and deflationary views is crucial. Indeed, it is arguably the crux of the

debate. It is thus desirable to set up the dialectic in such a way that the debate is

not settled simply by framing the problem in a certain way. Hence, we should try

to adopt a diagnosis of the explanatory gap that allows for both inflationism and

deflationism, as this is likely to lead to more productive debate. In what follows,

each of the main diagnoses (with the exception of strong deflationism) can be given

either an inflationary or deflationary spin.
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1.2.1 Unintelligibility diagnosis

One way of diagnosing the gap-intuition adheres fairly closely to the core insight of

Locke, Nagel and most recently Levine. Levine observes that identity statements

connecting physical and phenomenal facts are “unintelligible”: “[W]hat it’s particu-

larly like to have one’s C-fibers fire is not... made intelligible, by understanding the

physical or functional properties of C-fiber firings” (1983, p. 359, emphasis added).3

Similarly, Robert van Gulick characterizes the task of resolving the explanatory gap

as “more or less that of giving an intelligible account that lets us see in an intuitively

satisfying way how phenomenal or “what it’s like” consciousness might arise from

physical or neural processes in the brain” (2003, p. 32, emphasis added). On this

approach, gap-intuitions result from a failure of any physical explanation to render

consciousness and its place in the physical world intelligible. Thus the unintelligibil-

ity diagnosis is anchored to the notion that physical explanations of consciousness,

in some sense, simply don’t make sense.

If one is theoretically inclined to be a physicalist, and if one is inclined to think

of the gap as a failure of intelligibility, then the goal would be to find an explanation

capable of rendering intelligible the claim that consciousness is a completely physical

property. But, as Levine points out, it is not obvious what intelligible explanation

demands:

What we need is an account of what it is for a phenomenon to be made
intelligible, along with rules which determine when the demand for fur-
ther intelligibility is inappropriate. (1983, p. 358)

What would it take for an explanation of consciousness to be intelligible, as opposed

to unintelligible? Surely it cannot be that mere “intuitive satisfaction” is a require-

ment on intelligibility, as van Gulick suggests. For sometimes, explanations are

3Although I cite Levine here as one source of the core insight of the unintelligibility diagnosis,
he goes on to develop a notion of intelligibility that is more naturally read as a version of the hard
problem diagnosis.



21

intelligible in the sense that we understand the meanings of all the claims involved,

and commit no category mistakes, and even accept the truth of the explanation—yet

nonetheless fail to be intuitively satisfied by the explanation. For example, theoret-

ical physicists have a mastery of all the concepts involved in quantum mechanical

theories, and most accept some form of quantum theoretical view—yet such ex-

planations are found by many to be intuitively unsatisfying. So it must be that

rendering an explanation intelligible in the relevant sense does not require intuitive

satisfaction.4

The locution “unintelligibilty” suggests a kind of semantic deficiency. When an

explanation is unintelligible, we fail to fully grasp its meaning. Similarly, when I

peruse a page of ancient Greek text, and say “That’s all Greek to me,” I’ve failed

to understand the meaning of the text, and in this sense it is unintelligible to me.

It is natural to read the claim that physicalist explanations are unintelligible in

this semantic sense: we can’t even understand what the explanations are saying

about the world. In the worst case, it may turn out that physicalist explanations

of consciousness are in-principle unintelligible for human beings, and that we will

never be able to fully understand such explanations.

This diagnosis is perhaps best understood by way of analogy. Consider the

identity statement “Julius Caesar is identical to the number two.” We have serious

difficulty even understanding what such an identity statement means, in the sense

that we have no grasp of what the world would have to be like in order to render

the identity statement true. Here it is tempting to say that a category mistake has

occurred: people and numbers are two completely different kinds of things, and the

members of these respective kinds are simply too radically different to be identical

to one another. The identities are not only false, but they are unintelligible in the

sense that we do not understand what it would mean for the identities to be true.

4By pointing out that intuitive satisfaction is not required for intelligibility, I do not mean
to downplay the importance of intuitive satisfaction for the importance of the explanatory gap.
Indeed, it will play a central role in my preferred account, which I will articulate in chapter two.
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Suppose we posed such an identity statement in the form of a question: “Is Julius

Caesar identical to the number two?” A glib reply would be simply “No.” But a

more illuminating answer to this sort of question is to say that it is a bad question

to ask, because it makes no sense. And since the question makes no sense, seeking

to answer it will only lead to dead-ends and wild goose chases. Pursuing a question

that involves a category mistake often leads to a sense of intuitive dissatisfaction.

But it is not our sense of dissatisfaction that renders the question unintelligible.

Rather, it is the unintelligibility of the question that renders us dissatisfied.

In a similarly spirited passage, Kriegel emphasizes the difficulty in intelligibly

grasping reductive explanations of consciousness by way of a tongue-in-cheek analogy

with reductive explanations of the property of justice:

Compare the statement “justice is nothing but cement mixed with wood
fiber.” Even if an experimentally robust and exceptionless correlation
emerged between justice and cement mixed with wood fiber, such that
the former was present where and only where the latter was, we could not
really wrap our mind around the notion that justice might be nothing
but cement mixed with wood fiber. The concept of justice just seems
to be too different from the concept of cement mixed with wood fiber.
Likewise, the concept of consciousness seems to be too different from the
concept of a neural property to make it intelligible that the two might
pick out the same property. (2009, p. 269)

Kriegel seems to be right that on the face of it, the concept of consciousness and our

physical concepts are at least as different as justice and wood fiber. It is tempting

to say that identities like “justice = cement and wood fiber” and “consciousness

= neural property P” are both unintelligible because they are category mistakes,

and that we cannot fully grasp what it would mean for such statements to be true.

These identities are at least prima facie unintelligible, and both seem to miss the

mark so badly that to endorse them would be to commit an important conceptual

error. Since the cases of Julius Caesar and of justice are fairly clear examples of
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category mistakes resulting in unintelligible identities, we might conclude that iden-

tities connecting conscious states with physical states are likewise unintelligible. If

physical-experiential identities are really unintelligible, then it is hard to understand

how they could be true (even if such identities are true).

Inflationary vs. deflationary versions of the unintelligibility diagnosis

The way I’ve articulated the unintelligibility diagnosis thus far naturally suggests

an inflationary reading. That is, it is natural to suppose that if the gap-intuition

occurs because physical-experiential identity claims fail to make sense, then such

claims cannot constitute good explanations of consciousness, and hence that con-

scious is not physical. If we cannot even understand the theoretical claims that

purport to link experience to the physical world, it is natural to suppose that this

is because experience and the physical world really are not linked in this way. As-

suming that we have a good grasp on the meanings of all the concepts involved (e.g.

“pain”, “C-fibers” etc.), if the categories of consciousness and physical matter are

completely and wholly distinct, we should expect that attempts to identify them will

make no sense. Thus an unintelligibility-theorist might account for the gap-intuition

in a vindicating and inflationary manner: the identities make no sense to us (and

give rise to a gap-intuition) because they are gross category mistakes, representing

a misguided attempt to equate vastly different subject matters. This gloss on the

unintelligibility diagnosis counts as an inflationary diagnosis, since it elevates the

apparent unintelligibility of physical-experience identities into a substantive epis-

temic barrier, on par with the other sorts of unintelligible identities canvassed in

the foregoing paragraphs. If this is the correct diagnosis of the gap-intuition, then

purely physical explanations of consciousness are doomed to failure.

But even if one accepts the basic diagnosis that gap-intuitions result from the

unintelligibility of physical-experiential identity statements, it is not inevitable that

one must ‘go inflationary.’ We can give the unintelligibility diagnosis a deflationary
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spin, if we view the gap-intuition as arising from a different sort of category mistake.

The key difference between inflationary and deflationary versions of the unintelli-

gibility diagnosis is the type of category mistake the explanatory gap is taken to

be. The inflationist compared unintelligible physicalist theses to category mistakes

like “Julius Caesar = the number two,” wherein two radically different types of

well-understood categories are mistakenly equated. But another sort of category

mistake results from a failure to fully grasp the meaning of a single category. Take,

for example, Gilbert Ryle’s famous example involving the category “University”:

A foreigner visiting Oxford or Cambridge for the first time is shown
a number of colleges, libraries, playing fields, museums, scientific de-
partments and administrative offices. He then asks, “But where is the
University? I have seen where the members of the Colleges live, where
the Registrar works, where the scientists experiment and the rest. But I
have not yet seen the University in which reside and work the members
of your University.” It has then to be explained to him that the Uni-
versity is not another collateral institution, some ulterior counterpart to
the colleges, laboratories and offices which he has seen. The University
is just the way in which all that he has already seen is organized. When
they are seen and when their co-ordination is understood, the University
has been seen. His mistake lay in his innocent assumption that it was
correct to speak of Christ Church, the Bodleian Library, the Ashmolean
Museum and the University, to speak, that is, as if ‘the University’ stood
for an extra member of the class of which these other units are members.
He was mistakenly allocating the University to the same category as that
to which the other institutions belong. (2000)

When this type of category mistake occurs, it is the result of a failure to fully

grasp a single category. Here the mistake is to conceive of Universities as something

over and above all of the parts that have been configured to function together as a

University—the University just is an appropriate configuration of parts functioning

properly, and is not an additional ‘thing’ to be seen, touched, or explained.

Following Ryle, one might hold that the explanatory gap results from asking an

unintelligible philosophical question that results from a failure to fully grasp the
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concept of consciousness, akin to asking whether there is a University in addition to

all the buildings, students, professors, educational events and so forth. On this pic-

ture, once we have all the physical facts about consciousness, it would be a mistake

of analysis to further ask, “But where, in additional to all that physical stuff, is the

consciousness?” Specifically, the mistake would be to suppose that consciousness is

something over and above various physical processes. If the mistake is one of failing

to grasp that consciousness is not something over and above physical processes, then

the question will have no intelligible answer, because there is nothing to be found

over and above the physical processes. On this model, the gap-intuition results

from the mistaken belief that physical explanations ‘leave out’ something impor-

tant about consciousness, in the same way that the confused questioner in Ryle’s

example believes that something has been ‘left out’ of the tour of the University.

But according to this deflationist take on the unintelligibility diagnosis, nothing has

been left out. It is not the experiential-physical identity claims themselves that are

unintelligible. Rather, it is the question “Where is the consciousness, in addition to

all the physical stuff?” that is unintelligible. This type of mistake may be particu-

larly seductive, in that if one accepts the question as intelligible, it leaves open the

tantalizing possibility of actually finding consciousness, over and above any physi-

cal properties. But on the deflationist version of the unintelligibility diagnosis, the

question is nonetheless misguided, has no intelligible answer, and will only lead to

red herrings.

Whether the gap-intuition results from asking an unintelligible question, or from

postulating unintelligible identity statements, it seems to be projectable in the fol-

lowing sense. No matter which purported physical reduction of consciousness one

considers, that reduction would remain unintelligible, so long as one continues to

make the category mistake. It seems that one could in principle consider any physi-

cal theory of consciousness, and regardless of the specifics of the theory, it would still

seem unintelligible that consciousness is identical to that physical property. Again,
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the ability to generalize in this way is analogous to the foregoing examples. For

example, one does not need to consider each natural number in sequence to know

that any statement identifying a number with Caesar would be unintelligible. Like-

wise for any identity statement connecting justice with a concrete physical property.

And even Ryle’s University example shares this feature: we can generalize the case

to conclude that no coherent description of the University would satisfy the asker

of “But where is the University?”—and since it has no coherent answer, the ques-

tion is unintelligible. So on either the inflationary or deflationary reading, simply

considering a few central examples makes it clear that no case will suffice to result

in intelligibility.

Against the unintelligibility diagnosis

The unintelligibility diagnosis is less than fully satisfactory for several reasons. First,

consider the inflationary take on the unintelligibility diagnosis. If the gap-intuition

is really a manifestation of unintelligibility that results from a category mistake, such

that we mistakenly attempt to identify two radically different types of categories,

then the mistake seems to be a rather egregious one. By way of comparison, if

someone mistakenly identified the number three to be a material object like a coffee

table (or an immaterial object like a soul), surely we would quickly notice that

something was not right. In fact, that is why examples such as this one make good

illustrative tools: they are quite obviously category mistakes, and it’s fairly clear

that we don’t understand what it would mean for such claims to be true. Given

the severity of this sort of category mistake, one might reasonably suspect that such

bad mistakes in the case of consciousness would also be easy to spot. That is to say,

if we fully grasp the categories adverted to in physical science, and fully grasp the

category of conscious experience, it should fairly obvious whether or not identity

statements connecting these two types of categories amount to egregious mistakes.

But the question of the truth or falsity of physicalism has a been a longstanding and
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hotly contended issue in the philosophy of mind. If the gap-intuition is the result of

this type of category mistake, it is hard to see how so many philosophers could have

overlooked such a crude and daft error for so many years. As a matter of charity,

it’s generally preferable to attribute subtle and interesting errors to philosophers,

rather than attributing glaring and massive errors. But the purported mistake here

does not look very subtle. This is one unattractive feature of the unintelligibility

view: it is highly implausible that so many philosophers have committed the same

egregious category mistake over all those years.

It is nonetheless possible that a radical category mistake has indeed occurred.

Philosophers say the darnedest things: tables and chairs do not exist (van Inwagen

(1995); Horgan and Potrc (2009)), possible worlds exist as concrete material objects

(Lewis (1986)), there is no fact of the matter about personal identity and survival

after death, and so on (Parfit (1986)). It is quite easy to enumerate theories that

involve the attribution of widespread seemingly-egregious error. Philosophers are

prone to unbounded speculation, and there’s no shame in that. Some of these spec-

ulations will turn out to be rather wild, many will turn out to be false, and some

of the false ones will turn out to be unintelligible category mistakes. So it’s not

as if the fact that the explanatory gap would count as an egregious error conclu-

sively rules out its involving some aspect of unintelligibility. Still, the purported

mistake’s extreme lack of subtlety should count as fairly strong evidence against the

unintelligibility diagnosis.

A related consideration is that the explanatory gap is significantly more ‘virulent’

than other prima facie egregiously erroneous views, such as the view that Julius

Caesar is the number three, or that there are no material objects. While most

‘crazy’ views are held by only a small minority of philosophers, a wide swath of

philosophers feel the pull of the explanatory gap. Even most physicalists admit to

undergoing gap-intuitions. While there is some confusion about the precise nature

of the explanatory gap, it is widely agreed that consciousness at least appears to
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pose a distinctive kind of epistemic problem. This is just to say that whereas

the purportedly mistaken views above have remained on the ‘philosophical fringe,’

belief in some version of an explanatory gap is a relatively mainstream view. This

means that if the gap-intuition results from a category mistake, then the domain

of people making the mistake will turn out to be relatively large. In general, it

is a matter of good charity to attribute massive error to fewer people rather than

more people. Thus the deflationary version of the unintelligibility diagnosis appears

to fare relatively poorly insofar as charity is concerned. When considering the

prospect of attributing egregious and systematic error to a large sample of intelligent

people, strong evidence is needed to justify such an attribution. But it is doubtful

whether we have very strong evidence that people are making the kind of category

mistake I’ve characterized here. While the gap-intuition certainly has ‘the feel’ of

an unintelligible category mistake, it is hard to see how to support this diagnosis

with clear and forceful evidence.

This brings us to one last consideration against the category mistake diagnosis:

it is not clear how to precisely articulate exactly what mistake is being made, in a

way that illuminates the philosophical problem. If the mistake is one of erroneously

equating two fundamental different categories, then we should still want to know

why this is a mistake—what is it about the categories that makes them so different

that they are incommensurable? In other cases of category mistakes, the answer

here seems obvious. Julius Caesar cannot be the number three because numbers are

not people. When walking around a campus, you will never find ‘the University’

because universities are not simply architectural structures. But to give an analo-

gous explanation of the mistake that results in a gap-intuition would be completely

unilluminating. For example, if we explain the mistake by saying that “You will

never find Consciousness when looking around the brain, because it is nothing over

and above brain activity,” this would not give us any further insight into the philo-

sophical problems surrounding the gap-intuition. Indeed, this kind of explanation
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would beg important questions in the debate. Even if it’s true that we are making

such a mistake, diagnosing the gap-intuition in this way would be unlikely to lead

to philosophical progress. Hence, we should seek a more detailed, specific, and non-

question-begging diagnosis of why the gap-intuition arises, as a such a diagnosis is

likely to shed more light on the problem.

1.2.2 The hard problem diagnosis

The hard problem diagnosis is currently the most widely held conception of the

explanatory gap. According to the hard problem diagnosis, the reason we undergo

gap-intuitions is that there is a distinctive kind of semantic gap between the per-

formance of functions (or the realizers of functional roles) on the one hand, and the

what-it’s-like-ness or phenomenal character of conscious experience on the other.

The point of departure for the hard problem diagnosis, most famously articulated

in Chalmers’s (1995), is much the same as the myriad other characterizations of the

gap that we’ve considered thus far:

There is an explanatory gap... between the functions [associated with
consciousness] and experience, and we need an explanatory bridge to
cross it. A mere account of the functions stays on one side of the gap,
so the materials for the bridge must be found elsewhere. (1995, p. 6)

The driving idea behind this somewhat metaphorical characterization is that expla-

nations proceeding solely in terms of structure and function can never fully explain

all the properties of experience. The claim here is not merely that we currently

lack any ‘bridge’ connecting the performance of functions to conscious experience,

but rather that there is in principle no way to construct such a bridge. Chalmers’s

suggestion is not that psycho-physical identity claims like “pain is C-fiber firing”

are unintelligible, but rather that they will simply never yield the kind of reduc-

tive explanation of consciousness that we are after. He invites us to agree that no
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amount of functional theorizing will tell us anything interesting about what it’s like

to undergo a conscious experience: rather, it will yield only “more structure and

function.”5 It is important to emphasize that the purported failure of functional

theory to ‘bridge’ the gap is a matter of principle, rather than just a fact about the

best scientific theories du jour. Relatedly, we might say that the failure of functional

accounts is projectable, in the sense that arbitrary functional accounts will system-

atically fail to fully explain consciousness. Even for functional accounts that we

have not yet considered, the hard problem diagnosis predicts that once the details

of the theory are filled in, something about consciousness experience—namely what

it’s like to undergo the experience—will always go unexplained.

Supposing the source of the gap-intuition is a gap between structure and function

on the one hand and conscious experience on the other, one might legitimately

wonder why explanations that proceed solely in terms of structure and function

cannot suffice to fully explain consciousness. One highly influential philosophical

thesis, and the core thesis of the hard problem diagnosis, is that there is a conceptual

or semantic gap between function and conscious experience Specifically, it is thought

that physical and functional concepts do not a priori entail certain facts about

consciousness—that is to say, we cannot infer all the facts about consciousness ‘from

the armchair,’ even when given complete information about the physical world,

described in physical terms (Chalmers and Jackson (2001)).

On the face of it, it seems quite plausible that no amount of physical information

could a priori entail anything about the ‘raw feels’ of conscious experience. This

is because no matter how much physical information we accumulate, the following

seems like an open question: “Why is that physical state identical to that conscious

state, or any conscious state at all, for that matter?” That this question remains

open suggests that our concept of consciousness and our physical concepts do not

5Presumably, because he holds that the a priori entailment failures ‘run in both directions,’ he
would also endorse the converse claim: no explanation that proceeds solely in terms of conscious
experience can tell us everything of importance about the physical world.
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settle the issue, insofar as nothing about the physical structure of the world seman-

tically entails all the important facts about consciousness. If, on the other hand,

we were able to infer all the facts about consciousness a priori from physical facts,

these questions should be closed (or at least, closable in principle). So there is a

ring of initial plausibility to the hypothesis that the apparent gap between structure

and function results from certain failures of a priori entailment.

What sense of “a priori entailment” is at issue here, exactly? Another way of

putting this question is, “Precisely what sort of inferences are we attempting to

carry out from the armchair?” Often, the entailments are characterized as deduc-

tive inferences. This is likely because historically dominant accounts of explanation

have given special importance to deductive reasoning (e.g. Hempel and Oppenheim

(1948)).6 But the sense of ‘deduction’ in play here seems to be somewhat more

flexible flexible than a stereotypical view of deduction (e.g. arguments involves

mathematical or logical proofs) might suggest. The reason the deductive constraint

must be flexible is that on the hard problem diagnosis, the relevant a priori entail-

ments are supposed to be semantic or conceptual in nature. And it may be possible

to achieve certain semantic entailments without corresponding deductive arguments

or proofs. Thus, following Chalmers and Jackson (2001), it seems reasonable to

relax the constraint on a priori entailment:

[P]ossession of these concepts in a sufficiently rational subject bestows
an ability to evaluate certain conditionals of the form E → C, where E
contains sufficient information about an epistemic possibility and where
C is a statement using the concept and characterizing its extension, for
arbitrary epistemic possibilities. And conceptual analysis often proceeds
precisely by evaluating conditionals like these... In the most important
cases, these conditionals will be a priori. (2001, p. 324)

6Levine (2001, pp. 70-76) makes a case that a wide range of accounts of reductive explanation
rely crucially on deductive entailment.
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According to this conception of semantic entailment, if E entails C, then the con-

ditional E → C will be knowable a priori. And it may be that E → C is knowable

a priori, even if C is not syntactically deducible from E, or systematically provable

from E via an argument. Chalmers and Jackson believe that we can learn which of

these “application conditionals” are a priori by considering descriptions of epistem-

ically possible worlds (i.e. specifications of E), and then simply making armchair

judgments about whether those worlds are C-worlds. If one can come to know

from the armchair that an E-world is a C-world, without any additional empirical

information, then the conditional E → C is a priori, and E a priori entails C.

With this understanding of a priori entailment in hand, we can characterize the

hard problem diagnosis more precisely as the thesis that the gap-intuition results

from (i) a semantic gap between structural/functional concepts and concepts of con-

sciousness, where (ii) that semantic gap amounts to a failure of the physical facts

to a priori entail all the facts about consciousness.7 Thus, on the hard problem

diagnosis, we cannot come to know conditionals connecting physical and phenome-

nal truths simply by reasoning from the armchair. Somewhat more precisely, given

a conditional E → C, where E contains complete information about the physi-

cal world, stated in physical terms, and C contains one or more distinctive truths

about conscious experience, we would not be able to come to know the truth of the

conditional a priori. This epistemic predicament is the core of the hard problem

diagnosis.

7If someone were to diagnose the explanatory gap as a gap between structure and function,
but advance an alternative hypothesis about the nature of the structure-function gap, then we
could adopt the following sort of naming convention: hard-problem-1 diagnosis, hard-problem-2
diagnosis, etc. But in practice, more-or-less all theorists who emphasize a gap between function
and consciousness characterize it as a conceptual gap of roughly the sort I’ve described here, viz.
as a failure of a priori entailments.
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Inflationary vs. deflationary versions of the hard problem diagnosis

Chalmers puts an inflationary spin on the hard problem diagnosis. On his view,

no amount of information about structure and function a priori entails anything

about the what-it’s-likeness of consciousness, and all physicalist theories ultimately

boil down to structural and functional hypotheses of one sort or another. Thus he

concludes that a priori entailments of facts about consciousness are not forthcoming

from any physical theory. On top of this, Chalmers advocates a strong constraint on

reductive explanation, namely that a priori entailment is a requirement or necessary

condition on successful reductive explanation—that is, “no reductive explanation

without a priori entailment.” We might call this thesis “the a priori entailment con-

straint.” On this view of explanation, in order for a phenomenon to be reductively

explained in terms of some reduction base, elements of the reduction base must a

priori entail all the facts about the phenomenon in question (e.g. water, lightning,

or consciousness).

This additional constraint, when paired with the hard problem diagnosis of the

explanatory gap, straightforwardly leads to the inflationary conclusion that con-

sciousness is not reducible to the physical. Supposing that no amount of physical

information a priori entails all the important facts about consciousness, and sup-

posing that such entailments are required for successful reductive explanations, it

follows that there is no successful reductive explanation of consciousness in physi-

cal terms. Hence, consciousness is not physically explainable, and must rather be

explained in at least partly non-physical terms (if it is explicable at all).8

But the hard problem diagnosis need not lead to inflationism. Some physicalists

adopt the hard problem diagnosis, but reject the a priori entailment constraint on

reductive explanation. That is, they accept that no amount of physical information

will a priori entail all the facts about consciousness, but deny that this limitation pre-

8It is reasoning along these lines that underwrites premise (E2) of Chalmers’s explanatory
argument against physicalism.
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vents us from reductively explaining consciousness in physical terms. For example,

type-B physicalists such as Michael Tye and Ned Block endorse the core elements

of the hard problem diagnosis, holding that there are no a priori entailments from

physical facts to facts about the what-it’s-like-ness of consciousness. But Block and

Tye deny that this poses an insurmountable explanatory obstacle, because they re-

ject the a priori constraint on reductive explanation. Block and Stalnaker are quite

explicit about their rejection of this constraint, in their discussion of the reductive

explanation of life:

Famously, it was once thought that the explanation of life required ap-
peal to some kind of vital force. How was this idea rejected? One might
try to analyze life a priori in terms of reproduction, locomotion, diges-
tion, excretion, respiration, and the like, and then give further analyses of
these terms, eventually grounding the functions in microphysical terms...
[N]o a priori functional analysis has much to do with the closing of the
explanatory gap in the case of life. Still, the explanation of how living
creatures can carry out the functions used to characterize life is part of
the story of how the gap was closed. (1999, pp. 14-15)

In effect, Block is rejecting the a priori constraint on reductive explanation, while

maintaining that reductive explanations normally proceed by spelling out how func-

tions are carried out. It’s just that we are allowed to connect the performance

of functions to the explanatory target via a posteriori methods (as opposed to a

priori ones), and still end up with a good reductive explanation. On this view,

the fact that a priori entailments are not forthcoming can explain the persistence

of gap-intuitions, and the hard question of how this experiential property could be

identical to that physical property.9 But on his view, this does not give us conclusive

9It is worth noting that while Block equates the “hard problem” in this sense with the ex-
planatory gap (2002, p. 26), he does not hold that it is the only potential obstacle to explaining
consciousness in physical terms. Indeed, as will be discussed below, Block does not seem to think
that gap-intuitions resulting from a priori entailment failures constitute a serious epistemic barrier
at all—he is a ‘deflationist’ about the explanatory gap, in the sense I’ve introduced. Instead,
Block holds that the real, serious barrier to explaining consciousness is what he calls “the harder
problem,” which he articulates in his (2002).
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reason for thinking there is an insurmountable barrier to explaining consciousness

in physical terms.

Similarly, according to Tye, the explanatory gap is a “cognitive illusion” in the

sense that our physical concepts fail to a priori entail everything of importance

about consciousness, leaving us with a nagging gap-intuition despite the truth of

physicalism (1999). Like Block, Tye rejects a priori entailment as a constraint on

reductive explanation. Hence, on Tye’s view the explanatory gap is not supposed

to undermine physicalism or the reductive explanation of consciousness:

[T]he question “Why is physical state Q this feeling?” has an answer
of the following general sort: this feeling is physical (for how else are
we to account for its causal efficacy with respect to behaviour, given
the very plausible empirical hypothesis that there are no non-physical
causes of the physical?) and among the physical states, Q is the best
candidate for identification with this feeling, all things considered (i.e. Q
does the best job at explaining the range of facts concerning phenomenal
consciousness we want explained). So here there is a justification from
empirical premises of the hypothesis that physical state Q = this feeling,
and there is no explanatory gap between the presence of Q and the
presence of that particular type of feeling. (1999, p. 718)

Both Block and Tye reject the a priori constraint on reductive explanation, instead

holding that knowledge of the conditionals E → C that ground such explanations

may be (at least partly) informed by empirical inference. Both theorists place special

importance on empirical abduction or inference to the best explanation. Thus they

end up settling on a deflationary version of the hard problem diagnosis, on which

our gap-intuitions are explained by a failure of a priori entailments, yet this not held

to be a fatal obstacle to the reductive explanation of consciousness.

It is reasonable to think of the hard problem diagnosis as sharing a family resem-

blance with the unintelligibility diagnosis. Both conceptions turn on a claim about

the semantics of our concepts of consciousness and physical concepts. But whereas
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the unintelligibility diagnosis holds steady with the rather nebulous claim that some-

thing about explaining consciousness in physical terms simply doesn’t make sense,

the hard problem diagnosis puts forth a specific hypothesis about the semantic de-

ficiency that leads to gap-intuitions: the intuitions occur because some facts about

consciousness are not entailed a priori by any set of physical facts. It is not quite

correct to call the hard problem diagnosis a subtype or instance of the unintel-

ligibility diagnosis, for it is not a commitment of the hard problem diagnosis that

physical/experiential identities fail to make sense. Still, the fact that both diagnoses

turn on an assessment of semantic deficiency nonetheless makes the diagnoses close

cousins.

Against the hard-problem diagnosis

Adopting the hard problem diagnosis avoids some of the objections that I leveled

against the unintelligibility diagnosis. For example, on the hard problem diagnosis,

the semantic deficiency that leads to gap-intuitions is subtle and non-obvious. Thus

it is more plausible to think that a large number of smart philosophers failed to

notice and specify it over the years, and struggled in determining how to approach

a persistent philosophical puzzle as a result. It is a subtle mistake of the sort that

makes for good philosophical debate. Similarly, if there are no a priori connections

between our physical concepts and experiential concepts, this goes a long way toward

explaining the ‘virulence’ or omnipresence of gap-intuitions. If we all share concepts

that lack these a priori connections, it would explain why we are all susceptible to

gap-intuitions. Still, residual problems remain. Here I will develop one problem for

inflationary versions of the hard problem diagnosis, and one problem for deflationary

versions. Let us first attempt to make some trouble for inflationism.

The argument I will develop against the inflationary version of the hard prob-

lem diagnosis is a kind of parity argument, the conclusion of which is that if the

diagnosis is correct, then it proves too much. The basic structure of the argument is
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as follows: if hard-problem-inflationism is correct, then it shows not only that con-

sciousness cannot be explained in physical terms, but that it cannot be explained

in non-physical terms either. This is a problem, because if the diagnosis yields the

same verdict about both types of explanations, then the explanatory gap will be of

no use in settling disputes about the truth of physicalism and dualism. It is also

an undesirable result that the argument entails the ominous and implausible con-

clusion that consciousness is inexplicable by any means. But we’re operating on the

plausible assumption that the explanatory gap is relevant to settling these disputes,

so by modus tollens, we should conclude that the hard-problem-inflationism must

be incorrect. Having previewed the basic structure of the argument, let us examine

the specifics.

Recall that the motivation for the hard problem diagnosis is that there is an

apparent gap between the performance of functions on the one hand, and conscious

experience on the other. The diagnosis is that there appears to be a gap here

because of the failure of functional concepts to a priori entail certain facts about

consciousness. Chalmers, adopting the a priori entailment constraint on reductive

explanation, inflates the semantic gap into a real epistemic barrier, which he lever-

ages in his explanatory argument against physicalism (2002, pp. 248-249):

(E1) Physical accounts explain at most structure and function.

(E2) Explaining structure and function does not suffice to explain con-

sciousness

(E3) No physical account can explain consciousness.

As noted above, premise (E2) enjoys considerable intuitive plausibility. But

Chalmers further supports it by arguing that there are no a priori connections

between physical and experiential concepts, and since these are required for reduc-

tive explanation, no physicalist explanation of consciousness will suffice. There are
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various ways one might attempt to resist the argument, but for the moment let us

suppose that it is sound.

The problem is that if the explanatory argument against physicalism is sound,

then it ‘proves too much.’ To see this, we can run an analogous argument for the

conclusion that no non-physical account can explain consciousness either. Even if

we supposed that dualism were true and stopped worrying about how consciousness

fits into the physical world, it’s plausible that we would still have the intuition that

there is an explanatory gap—in this case, a gap between the non-physical world and

conscious experience. For example, consider the proposition that “pain is identical

to a sufficient degree of ectoplasm-jiggling,” or that “pleasure is identical to positive

vibrations in the soul.” Regarding such identity claims, even on the supposition that

they are true, we would wonder why that non-physical property is identical to that

experiential property. Why isn’t ectoplasm-jiggling identical to pleasure rather than

pain? It seems questions like these will remain open, no matter which non-physical

property we conceive. So these intuitions are projectable in the sense introduced

above.

On the hard problem diagnosis, gap-intuitions like these are supposed to be the

result of a priori entailment failures. This suggests that we lack a priori connections

between non-physical concepts and experiential concepts, in just the same way that

we lack a priori connections between physical concepts and experiential concepts.

And since the hard-problem-inflationist accepts the a priori entailment constraint

on explanation, they will be pushed in the direction of accepting the following ex-

planatory argument against dualism:

(E1*) Non-physical accounts explain at most structure* and function*.

(E2*) Explaining structure* and function* does not suffice to explain con-

sciousness.

(E3*) No non-physical account can explain consciousness.
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Here the terms “structure*” and “function*” stand in for any non-physical properties

that might be called upon in an attempt to explain consciousness. The nomenclature

is inspired by Ryle’s claim that our ‘best’ way of understanding the non-physical

realm is by way of para-mechanical hypotheses. But the analogy with mechanistic

language should not be taken too seriously here, as it is difficult to imagine any

non-physical property that would a priori entail the presence of consciousness.10

If both of these arguments are sound, then they threaten to establish that con-

sciousness is neither physically explicable nor non-physically explicable. And if the

explanatory argument against physicalism is sound because of the relevant a priori

entailment failures, then the explanatory argument against dualism will go through

for similar reasons. The result would be that consciousness is simply inexplicable,

either in physical or non-physical terms.11 This, I think, is not something that

anybody wants to admit. Thus, considerable doubt is cast on the inflationary hard

problem diagnosis. If there is a substantive explanatory gap between consciousness

and the physical world, then by parity of reasoning we can conclude that there is

also an explanatory gap between consciousness and the non-physical world.

Notice that if this parity argument is successful, it will only work against infla-

tionary versions of the hard problem diagnosis. This is because deflationary versions

of the hard problem diagnosis come equipped with the tools necessary to establish

that the explanatory arguments against physicalism and dualism, respectively, are

unsound. Typically physicalists respond to the explanatory argument by accepting

its validity, but rejecting one or more of the premises.12 Thus, further argumentation

10Of course there is a rather trivial exception to this claim: if one accepts that conscious prop-
erties such as pain are non-physical, then the presence of pain will guarantee the presence of pain.
But identity statements of the form “x = x”, that identify a single property under a single de-
scription, are not informative and thus will not contribute to the sort of theory that is genuinely
explanatory.

11Indeed, this result seems to be even stronger and more dire than McGinn’s (1989) thesis that
consciousness is inexplicable by human beings, even though it is explicable by certain beings such
as aliens with super-human intelligence.

12Chalmers (2002) categorizes physicalists into various ‘types,’ according to which of the premises
they reject.
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must be brought to bear against deflationary version of the hard problem diagnosis.

Deflationary versions of the hard problem diagnosis face a different sort of prob-

lem, namely, that of explaining why the gap-intuition is so distinctively powerful

and recalcitrant in the case of consciousness. The deflationary aspect of the diag-

nosis involves rejecting a priori entailment as a constraint on reductive explanation.

For example, Block and Stalnaker (1999) cite a number of cases in which it seems

implausible that the relevant a priori entailments hold, yet the corresponding reduc-

tive explanations are adequate. As mentioned above, the reductive explanation of

life is one such example. Block and Stalnaker also discuss the reduction of water,

heat, and other properties. But if the hard-problem-deflationist is correct that, in

general, such entailments are not forthcoming, then we should expect gap-intuitions

for a wide variety of domains, because according the to the hard problem diagnosis

it is the lack of a priori entailments that gives rise to gap-intuitions. But we do not

undergo powerful gap-intuitions for phenomena such as life, water, and heat. This

suggests that the hard problem diagnosis of the gap-intuition is mistaken.

It might be objected that it is not merely the lack of a priori entailments that

leads to gap-intuitions—rather, it is the absence of such entailments, plus the lack of

an adequate reductive explanation. On this view, we have gap-intuitions regarding

a wide variety of puzzling unexplained phenomena, but these gap-intuitions dis-

appear once we arrive at a good explanation via abduction, inference to the best

explanation, or some other partly-empirical inference. For example, it is sometimes

claimed that in the past, there was an explanatory gap for life. But once we learned

enough about the mechanisms underlying life, we could abductively infer that life

is nothing more than a certain cluster of physical properties.

But this response is tempting, but inadequate. First, it is not clear whether

theorists really did have a strong and persistent gap-intuitions about life, or other

such phenomena, before they were reductively explained in physical terms. In ret-

rospect it is hard to determine the fact of this matter. But it is suggestive that
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the philosophical literature lacks persistent and futile attempts to grapple with the

question of how life could be a merely physical phenomenon, whereas such attempts

are numerous and widely known in the case of consciousness. Rather, the prob-

lem of life was mainly grappled with by scientists, who struggled to understand the

mechanisms involved. As Chalmers points out:

What drove vitalist skepticism was doubt about whether physical mech-
anisms could perform the many remarkable functions associated with
life, such as complex adaptive behavior and reproduction. (1995, p. 12)

Vitalists typically accepted, implicitly or explicitly, that the biological
functions in question were what needed explaining. Their vitalism arose
because they thought that the functions (adaptation, growth, reproduc-
tion, and so on) would not be physically explained. (2002, p. 252)

In other words, according to Chalmers, all the facts about life are (and were) a priori

entailed by functional facts—vitalists simply expected that some of these functions

were carried out by non-physical forces. In these passages Chalmers is urging us to

conclude that the problem of life was not driven by a lack of a priori entailments, but

rather doubt about whether physical systems could perform or realize the relevant

functions. This is why it did not lead to a strong gap-intuitions for life, and why

no sufficiently deep physical puzzles resulted. Rather, the doubt was a relatively

shallow one concerning the existence of physical mechanisms that were complex

enough to carry out the relevant functions. In this way Chalmers can distinguish

the problem of life from the problem of consciousness in terms of, for lack of a better

term, their ‘philosophical depth.’

But hard-problem-deflationists like Block cannot avail themselves of this answer,

since on their view the a priori entailments are absent even in the case of life. Instead,

the hard-problem-deflationist might reply by saying that we undergo strong gap-

intuitions only when considering phenomena that have not yet been reductively

explained, but that these intuitions fade and eventually disappear once we have an



42

explanation in hand. Thus we used to have strong gap-intuitions about life, but

nowadays we lack such intuitions. While I think this is an intriguing and initially

plausible claim, it cannot be correct. For there are many phenomena that are

currently unexplained, for which we have no strong gap-intuitions. One example

is the problem of protein-folding. When proteins are sequenced, they are chained

together into an ‘unfolded’ or relatively randomly-shape string of amino acids. But

in order for proteins to carry out their distinctive biological functions, they must first

‘fold’ into a distinctive three-dimensional shape. We can explain some things about

how proteins are folded: for example, it is thought that proteins fold spontaneously,

at least partly on the basis of the sequence of amino acids of which the protein is

composed. But there is a lot about protein folding that we have not explained.

For example, we cannot predict the three-dimensional, folded shape of an arbitrary

protein on the basis of its component amino acids. The suggestion here is that we

have not yet done enough to reductively explain protein folding—even though some

progress has been made, we have not yet inferred the mechanisms that constitute

protein folding. Importantly, there is no deep philosophical puzzle about protein

folding. Philosophers do not lie awake at night worrying about how protein folding

could be a purely physical process. Even though the phenomenon has not yet been

reductively explained, we do not undergo any strong gap-intuitions about it. Protein

folding is just one example, but we can find any number of analogous cases at the

cutting edge of the sciences.

Another way for a deflationary hard-problem theorist to respond to the problem

of the ‘uniqueness’ of the explanatory gap for consciousness would be to maintain

that in the vast majority of cases, the physical facts do suffice to a priori entail the

target explanandum. But the case of consciousness is unique in that the a priori

entailments are lacking. Since a priori entailments are not required for reductive

explanation, this is no real barrier to explaining consciousness. Yet the lack of a

priori entailments explains why we have persistent gap-intuitions for consciousness,
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but not for other problem domains. This is, more or less, the position of Tye (1999)

and other ‘type-B’ physicalists who hold that while the identities stated in the vast

majority of reductive explanations (e.g. water, lightning, life etc.) can be inferred

a priori from complete physical information, identities linking conscious states to

physical states cannot be inferred a priori. On this view, we can reductively explain

consciousness because a priori entailments are not required, but the unique lack of a

priori entailments for facts about consciousness explains why we get gap-intuitions

for consciousness, but not other domains.

One problem with this response is that it makes the rejection of the a priori

entailment constraint on reductive explanation seem extremely suspicious. Let’s

provisionally agree that a priori entailments are forthcoming in the vast majority

of reductions, with the sole exception of consciousness. In this case it seems quite

plausible to conclude that a priori entailment really is a constraint on reductive

explanation, and that consciousness really is exceptional, in that it cannot be re-

ductively explained in physical terms. To deny that physical-experiential statements

are true, but not a priori inferable even from complete physical information, is to

grant them a status that Chalmers refers to as “epistemic primitiveness”:

[T]he only sort of place that one finds this sort of primitive principle is
in the fundamental laws of physics... In effect, the type-B materialist
recognizes a principle that has the epistemic status of a fundamental
law, but gives it the ontological status of an identity. (2002, p. 254)

In other words, if consciousness is the only case in which the identities are ‘epis-

temically primitive’ in this sense, isn’t it cheating to count them as reductive ex-

planations? Wouldn’t it be more fair to count experiential properties as primitive

elements that cannot be reduced, akin to fundamental laws such as gravity? In light

of these kinds of considerations, it seems highly plausible to either reject the a priori

constraint altogether (as Block does), or admit that ‘primitive’ physical-experiential
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identity statements do not count as reductive explanations. But neither of these op-

tions will enable the hard-problem-deflationist to explain why the gap-intuitions we

have regarding consciousness are unique, in a way that is consistent with physical-

ism.

1.2.3 Strong deflationism (denial that any diagnosis is necessary)

Some philosophers take a hard rhetorical line, denying that there is an explanatory

gap in any philosophically interesting sense (or in any other sense, for that mat-

ter). In part this involves denying that there is any substantive epistemic problem

associated with our gap-intuitions about consciousness, as with the other forms of

deflationism we’ve discussed. But strong deflationists go beyond the foregoing de-

flationist diagnoses in that they deny there is anything worthy of diagnosis in the

vicinity. That is, strong deflationists hold that there there is not so much as an

appearance of an explanatory gap. The strategy is to refuse to acknowledge that

consciousness even seems to pose a problem for reductive explanation of the usual

sort, and to similarly refuse to acknowledge any prima facie reason for thinking

that there is a distinctive epistemic problem for explaining consciousness in physical

terms. If there is no appearance of an explanatory gap for consciousness (i.e. no

gap-intuitions), then there is no need to explain how gap-intuitions arise. Hence

Dennett, an arch-deflationist, disparagingly labels those who do feel the pull of gap-

intuitions as “reactionaries.” This, in a nutshell, is what I will refer to as “strong

deflationism.”

Despite its aggressive rhetorical stance, it is not clear that strong deflationism

is fundamentally different from the other diagnoses of the gap. Dennett, the most

well-known among strong deflationists, can arguably be grouped with the “unintel-

ligibility diagnosis” camp. He argues that belief in an explanatory gap rests on a

mistake. For example, in “Quining Qualia” he says that:
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I want to shift the burden of proof, so that anyone who wants to ap-
peal to private, subjective properties has to prove first that they are not
making a mistake. This status of guilty until proven innocent is nei-
ther unprecedented nor indefensible (so long as we restrict ourselves to
concepts).

My claim, then, is not just that the various technical or theoretical
concepts of qualia are vague or equivocal, but that the source concept,
the “pretheoretical” is... thoroughly confused[.] (2002, p. 227)

One claim Dennett is making is that belief in private, subjective experiential proper-

ties that resist physicalist reduction rests on a mistake. As Dennett was a student of

Ryle’s, theorizes in roughly the same style as Ryle, and has sometimes been charac-

terized as a behaviorist (e.g. Chalmers (2002) makes this accusation), it is plausible

to construe the alleged error as the kind of category mistake described by Ryle.

The mistake is to suppose that there must be some additional properties, over and

above run-of-the-mill physical properties, that have many of the features commonly

attributed to consciousness. This is akin to mistakenly asking where the University

is, in addition to all the buildings and students and classes and so on. Thus it is

reasonable to think of Dennett as an unintelligibility-theorist, in the sense of the

unintelligibility diagnosis I introduced above. But this is not what matters for his

classification as a strong deflationist.

Instead, it is Dennett’s burden of proof claim that matters for strong deflation-

ism. He wants to shift that burden to those who claim there is a special explanatory

problem for consciousness. What could justify such a burden-shift? Well, if it is true

that gap-intuitions are widely prevalent, as their continued presence throughout re-

cent history suggests, then it seems dialectically appropriate to presume that there

is something to those intuitions. That is to say, when we have strong, widespread,

and recalcitrant intuitions, it seems fair to assume that those intuitions are more-

or-less correct, unless and until we gather enough countervailing evidence. In other

words, when we have strong intuitions, we should grant them the status of innocent

until proven guilty. This assumption is grounded in a principle of charity: all else
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equal, we should begin by supposing that our view of the world is more or less

right, and correct that view only when necessary. It is this principle that places the

burden of proof on counterintuitive philosophical views generally. And in general, it

seems that the degree to which a view conflicts with our intuitive view of the world,

the heavier the burden it takes on. For example, Lewis’s view that merely possible

worlds exist as distinct concrete objects, or van Inwagen’s view that there are no

material objects, are so highly implausible that they must overcome a substantial

dialectical burden that has been stacked against them.

So part of what Dennett is doing here is denying that we have a strong prethe-

oretical commitment to the existence of physically inexplicable qualia. Quite the

contrary, he is casting the view that qualia exist in the role of “highly implausible

theory,” since it is very difficult to square the existence of such properties with the

rest of our (mostly physicalistic) worldview. But in light of the principle of charity,

this framing of the dialectical is only appropriate if we have no strong pretheoretical

intuition that physically inexplicable qualia exist. Thus it is natural to read Den-

nett as denying that we have strong and recalcitrant gap-intuitions. This is what

qualifies Dennett as a “strong deflationist”—he appears to be denying what seems

obvious to others: that it at least seems like consciousness in physically inexplicable.

I’ve mentioned that in light of the different diagnoses of the distinctions I’ve ar-

ticulated above, it is reasonable to think of Dennett as an unintelligibility theorist.

But he might also be seen as adopting the hard problem conception of the explana-

tory gap. In addition to claiming that belief in qualia rests on conceptual error and

confusion, Dennett endorses precisely the thesis that all the facts about conscious

experience are a priori entailed by physical facts, and that an agent with complete

physical knowledge could infer all the facts about experience from the armchair.

Because of this, Dennett denies that there is any substantive explanatory gap—that

is, he is a deflationist about gap-intuitions. But in endorsing the view that all ex-

periential facts are are priori entailed by the physical facts, he also means to deny



47

that there is even any appearance of a gap. This is because on the hard problem

diagnosis, it is failures of a priori entailment that account for our gap-intuitions.

Since there are no such failures, on Dennett’s view, there are no gap-intuitions.

Given that Dennett, in different moods, can be seen as adopting different di-

agnoses of the gap, I want to re-emphasize what it is that makes him a strong

deflationist. Primarily, it is the stubborn resistance to admit the very existence of

recalcitrant gap-intuitions. One important consequence of this is that he holds that

the burden of proof falls on those who claim to intuitively grasp an explanatory

gap—that is, they are not allowed to provisionally assume that their intuitions are

roughly correct, because there are no such intuitions. The refusal to admit the

existence of gap-intuitions and the resulting dialectical consequences constitute the

core of a strong deflationist diagnosis. Even though strong deflationism is a position

that runs orthogonal to the other diagnoses discussed, I set it apart because it is

especially important to avoid strong deflationism’s dialectical error.

Against strong deflationism

While strong deflationism is rather extreme (and therefore rather interesting), it

suffers from an obvious problem. The problem is that in baldly denying that there

is even an appearance of an explanatory gap, deflationists seem to thereby deny the

fundamental datum of the inquiry. To many of us, it at least appears intuitively

obvious that consciousness poses unique explanatory challenges. Whether one is

an inflationist or a deflationist, this intuition plays a central role in focusing the

inquiry. Thus, regardless of the strong deflationist’s adequacy with respect to the

explanation of consciousness, simply denying that there is an explanatory gap is a

dialectically unacceptable starting point for argument.

Even if dualism is false, and even if inflationists are misguided, there is unde-

niably something puzzling about how physicalist theories could fully explain con-

sciousness: this puzzle, whatever it is, deserves the title of “the explanatory gap.”
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If there wasn’t something persistently puzzling in the vicinity, there wouldn’t be a

vast philosophical literature concerning our prospects of explaining consciousness in

philosophical terms. Thus, denying that there is an explanatory gap even in this

weak sense is at best dismissive rhetoric, and at worst a failure to recognize the

datum for which the dualist seeks to account.

Worst of all, framing the dialectic on the strong deflationist model can’t be

expected to produce fertile ground for productive debate. In denying the basic

datum to be explained, including the mere appearance of an explanatory problem,

the issue is in effect settled before debate has even begun. We should all want to

engage in debates that allow for the possibility of philosophical progress, and it is

hard to see how such a debate could take place when one party denies the existence

of the basic datum to be explained. Thus even those who want to agree with the

deflationist about gap-intuitions should take objection with the strong deflationist

view, because the obstinate denial of the basic datum of inquiry is not very helpful

as an argumentative strategy. Instead I think it is best to focus closely on the datum

itself, and carefully examine the intuition that physicalist explanations cannot fully

explain consciousness.

1.3 The psychological barrier diagnosis

The diagnosis of the gap-intuition that I will advocate is that it is simply a persis-

tent sense of intuitive dissatisfaction with reductive explanations of consciousness.

Because physicalist explanations seem intuitively unsatisfying, it is simply hard to

believe that consciousness is a purely physical phenomenon, even for those who have

been convinced by arguments that physicalism is true. The fact that we find it diffi-

cult to believe physicalism is a feature of human psychology, and is thus the product

of scientifically explicable cognitive mechanisms. By exploring the mechanisms that

cause physical explanations of consciousness to appear inadequate to us, we can

come to understand how gap-intuitions arise in terms of empirical psychology. Let
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us call this diagnosis of our gap-intuitions the “psychological barrier diagnosis.”

One aspect of the psychological barrier diagnosis should be uncontroversial. Al-

most all parties involved in the debate agree that we are intuitively resistant to ac-

cepting the truth of physical-experiential identities. Since we undergo gap-intuitions

to the effect that consciousness is physically inexplicable, and since our intuitive

judgments are the products of our psychology, it should also be uncontroversially

admitted that there is some psychological explanation that tells us the causal origin

of our gap-intuitions in physicalistic terms.

The distinctive and more controversial claim of the psychological barrier diagno-

sis is that by analyzing the gap-intuition in psychological terms, we can make sig-

nificant philosophical progress, or more strongly, to fully explain our gap-intuitions.

Still, it is admitted even by those who reject the psychological barrier diagnosis

that it is an interesting and worthwhile approach. For example, Chalmers (2006)

discusses the following strategy for explaining consciousness:

Perhaps the most interesting arguments... are those that argue that we
can give a physical explanation of our beliefs about consciousness, such
as the belief that we are conscious, the belief that consciousness is a
further explanandum, and the belief that consciousness is nonphysical.
From here it is argued that once we have explained the belief, we have
done enough to explain, or to explain away, the phenomenon[.] (2006,
p. 253)

Here Chalmers is describing a strategy for physicalistically explaining consciousness

in general, whereas the psychological barrier diagnosis directly targets just gap-

intuitions in particular. Still, it is natural to construe the psychological barrier

approach as fitting within the research program Chalmers describes, for it’s highly

plausible that gap-intuitions contribute to our belief that consciousness is a further

explanandum, is nonphysical and so forth.13

13It is worth noting that in this passage Chalmers is describing an argumentative strategy for
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Chalmers criticizes this approach to explaining consciousness-in-general, arguing

that even if we succeeded in explaining all of our beliefs about consciousness, such

as the belief that it is not physically explicable, we would not thereby be warranted

in believing that consciousness is physical. But even if this approach does not

suffice to establish that consciousness itself is physical, it may yet be sufficient for

explaining our gap-intuitions in physicalistic terms. In any case, Chalmers grants

enough respect to this strategy to say that it “deserves extended discussion” (2002,

p. 253). The task of the psychological barrier diagnostician is to move this discussion

forward, by exploring ways in which we might physicalistically explain our beliefs

about consciousness, and in particular the belief that it is not physically explicable.

In the following section, I will explore some different directions that the psychological

barrier theorist might push this discussion.

1.3.1 Inflationary vs. deflationary psychological barrier diagnoses

It may turn out that by examining the psychological basis of our gap-intuitions,

we find reasons to believe that those intuitions are misleading, and that there is

no deep epistemic problem. Or it may turn out that in the course of uncovering

the mechanisms leading to gap-intuitions, we gain further evidence vindicating our

intuitive belief in an explanatory gap. This is just to say that the psychological

barrier diagnosis is consistent with both inflationism and deflationism about our

gap-intuitions. This is a good thing, because it allows sufficient logical space for

productive debate. Ultimately, I will argue that the anti-physicalist intuitions pro-

duced by the relevant psychological mechanisms are, as it turns out, epistemically

deficient. Thus, I will arguing for a form of deflationism about gap-intuitions.

‘type-A’ physicalists, who are essentially strong deflationists who also endorse the hard problem
conception of gap-intuitions. The idea is that by explaining these behavioral and psychological
patterns in physical terms, we will see that there really is no problem of consciousness and our
gap-intuitions will disappear. But the psychological barrier diagnosis need not be packaged with
this cluster of views. One might hold that gap-intuitions result from a psychological barrier while
rejecting the hard problem diagnosis, or even while accepting a form of inflationism.
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Since most versions of the psychological barrier diagnosis tend to be deflationary

(including the versions that I will canvas below), here I’ll briefly present a rough

sketch of what an inflationary version of the diagnosis might look like. Such a

diagnosis would, of course, proceed by explaining our apparent inability to believe

physicalist theories of consciousness in psychological terms. It may turn out that

in light of whatever psychological discoveries we make, and against the background

of an overarching epistemology, the psychological facts give us good reason to think

that we should reject physicalism, and that there is nothing epistemically deficient

about our intuitive propensity to disbelieve physicalism. I’m not aware of any

accounts in the contemporary literature on consciousness that fit this description.

However, we can illustrate inflationary psychological accounts by considering how

psychological investigation impacts the status of our beliefs in other domains. When

we investigate the psychology of vision, for example, we learn that people are subject

to some systematic visual error—e.g. we make systematic errors in judging the

length, size and distance of objects. When we make judgments of length in the

Müeller-Lyer illusion, we make an error. But we do not thereby conclude that

all beliefs based on vision are misleading, or that the fallibility of vision poses a

deep or insurmountable epistemic barrier. Quite the contrary, it is widely accepted

that vision is more-or-less accurate, despite being subject to illusion under specific

circumstances. Suppose I form the belief, on the basis of visual perception, that there

is a computer monitor sitting in front of me. Here, investigating the psychology of

vision gives reason to think that my belief is probably accurate. Under normal

conditions, our visual system is quite good at detecting middle-sized objects like

computer monitors, and distinguishing them from the background and other objects

in the vicinity—and importantly, psychological investigation gives no strong reason

to think that I’m not situated in a visually normal context, when I’m sitting at

my desk and looking at the monitor. It could turn out that our gap-intuitions are

similar to our visual beliefs in this respect, and are thus vindicated by psychological
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analysis. It is important to keep in mind that the psychological barrier diagnosis

leaves this possibility open, even though I will be developing a deflationary account

throughout the rest of the text.

1.3.2 Deflationary variations on the psychological barrier diagnosis

Even within the deflationist camp of psychological barrier diagnosticians, there is

considerable variation. Some analyses will proceed largely or entirely using armchair

methods. Others will rely heavily on empirical methods and results. Still others

will fall somewhere in between. The distinction between armchair psychological

barrier views and empirical psychological barrier views is a matter of degree, rather

than an all-or-nothing affair. Still, the difference in approach here is significant

enough to mark with a distinction. To illustrate these variations on the psychological

barrier diagnosis, I’ll briefly discuss a few views that illustrate various points on the

armchair/empirical continuum.

Papineau canvasses a variety of psychological accounts of the gap-intuition in

his (2011). And Papineau himself should be seen as advocating a version of the

psychological barrier diagnosis. Indeed, he makes it quite clear that he views gap-

intuitions as a kind of psychological barrier:

[I]n my view the problem of explaining the appearance of an explana-
tory gap reduces to the problem of explaining why most people are so
resistant to accepting that conscious properties are identical with ma-
terial properties. Why are people so disinclined to accept this, even in
the face of evidence that these properties are always instantiated in the
same places at the same time, that they seem to play exactly the same
roles in the causal scheme of things, and so on? (1998, p. 384)

If only we were able fully to persuade ourselves of mind-brain identities,
we would see that they leave nothing unexplained. The problem is that
we find it very hard to believe such identities. We all experience an
intuitive resistance to identifications of phenomenal kinds with material
kinds. At an intuitive level, we are all implicit dualists. (2011, p. 11)
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He also claims that questions about the psychological basis of the explanatory gap

are “an empirical matter” (2011, p. 18). So it is clearly correct to count Papineau

as giving a psychological barrier diagnosis of the explanatory gap. Nonetheless,

Papineau leans toward what seem to be armchair approaches to explicating the

relevant intuitions, and the relevant psychological facts. For example, in his (2011)

he gives an ordinary language analysis of the gap-intuition:

Consider the terminology normally used to discuss the relation between
mind and brain. Brain processes are standardly said to ‘generate’, or
‘yield’, or ‘cause’, or ‘give rise to’ conscious states. These expressions
are common currency among many thinkers who will insist that they
are no dualists. But the phraseology gives the lie to their denial. Fire
‘generates’, ‘causes’, ‘yields’ or ‘gives rise to’ smoke. But H2O doesnt
‘generate’, ‘cause’, ‘yield’ or ‘give rise to’ water. It is water. Then [sic.]
point should be clear. To speak of brain processes as ‘generating’ con-
scious states, and so on, only makes sense if you are implicitly thinking
of the consciousness as ontologically additional to the brain states.

This analysis wears its armchair nature on its sleeve. It is not as if Papineau went

out and collected data about the use of language related to the explanation of

consciousness. He is simply making an informed speculation on the basis of his own

experience and his own intuitions about cases, along with armchair theses about

our use of language. Similarly, Papineau also expresses cautious optimism about

another analysis of the gap-intuition in terms of a use/mention confusion, which is

a traditional tool in the belt of the analytic philosopher of language.

But as I mentioned, Papineau considers a variety of strategies for explaining

how the psychological barrier arises, some of which are more empirically driven. For

example, he considers the hypothesis that gap-intuitions are driven largely by social

factors, whereby our gap-intuitions are inculcated via culture (2002). He rejects

this proposal because it implies that if we had grown up in a culture of materialists,

our gap-intuitions would disappear. But Papineau has a strong suspicion that this
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kind of dramatic intuitive shift is highly implausible, and that our gap-intuitions

persist regardless of cultural shifts—thus he rejects the cultural analysis of the gap-

intuition. This argument seems to be a matter of armchair reasoning, since the

case rests merely on suspicion. I share Papineau’s suspicion, for quasi-empirical

reasons, as it seems to me that there already exist broadly materialist subcultures

(families of atheists or buddhists, for example) that militate against dualism, rather

than for it. And considered as a subculture, contemporary philosophers of mind are

predominantly materialist, yet most admit to having strong gap-intuitions. So it

seems plausible to me that the intuitions have deeper psychological roots than mere

social learning. Still, it seems that this is an issue that could, in principle, be settled

by using empirical methods such as comparative sociology—or more diabolically, by

running experiments on large groups of children, attempting to inculcate them in

one way or the other.14

Papineau also consider’s Bloom’s (2007) hypothesis that we are “natural born

dualists,” because the innate architecture of our psychology involves two distinct

cognitive systems. According to Bloom we can use either of these systems to rea-

son about consciousness, but cannot use both in conjunction and simultaneously,

which leads to gap-intuition. On Bloom’s view this is simply a consequence of hu-

man cognitive architecture, which he supports with evidence predominately from

empirical psychology and especially developmental cognitive psychology. Papineau

argues that Bloom’s specific proposal is inadequate in the end, yet he is open to

the approach of using strongly empirical methods to analyze the gap-intuition. In

chapter two, I will advance an empirically-driven analysis that is similar in spirit to

Bloom’s view, but important in different ways.15

14Papineau would agree that in principle, the ‘cultural inculcation’ hypothesis is testable via the
methods of empirical science. It’s just that he does not appeal to these methods in making his
case.

15For example, I do not claim that the psychological mechanisms involved are innate. I also
describe a quasi-perceptual mechanism that is quite different from the kinds of psychological pro-
cesses canvassed in Bloom’s theory.
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Another psychological approach to the gap-intuition occupies a middle ground

between strongly armchair methods, such as those of analytic philosophy of lan-

guage, and strongly empirical methods, such as those of cognitive psychology. We

might call psychological diagnoses that occupy this middle ground “armchair ar-

chitecture” analyses. On this sort of approach, our psychological properties are

explicitly treated in terms of mechanism or information-processing (contra analytic-

linguistic approaches), yet speculation about the nature of these mechanisms pro-

ceeds more-or-less from the armchair, leaning less heavily on empirical methods

and results. Papineau entertains, then rejects, an armchair architecture hypothesis

about the gap-intuition (although this hypothesis is defended by Melnyk (2002)):

[E]mbracing an identity claim framed using two mental terms is effec-
tively to start using the two terms as notational variants of each other.
Where before you had two files of information, so to speak, one attached
to each term, now you have merged the files, so only have use for one
term. However, perhaps such ‘merging’ is not easy when... the archi-
tecture of the brain somehow prevents merging of a file attached to an
ordinary material concept with one attached to a special phenomenal
concept. You may convince yourself intellectually of the relevant iden-
tity. But somehow this intellectual recognition fails to produce the kind
of cognitive simplification that comes with ordinary identities. (Pap-
ineau, 2002, p. 165)

This hypothesis regarding the psychological barrier clearly treats the mind as a phys-

ically realized information-processing mechanism, and aims to explain gap-intuitions

in terms of the mechanism’s structure. But it is far from clear that ‘files’ and ‘merg-

ing problems’ are supported by empirical considerations, or whether they are even

empirically serviceable notions. How do we test the hypothesis that our concepts

are (or are at least similar to) ‘files’ in the relevant sense? How can we tell, be-

sides consulting our intuitions, whether files have successfully merged? Should we

expect any systematic differences in the performance of any cognitive tasks, or any

differences in behavior? Regarding neurophysiology, what parts of the brain might
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involved in the storage and merging of files? On the hypothesis under consideration,

it’s hard to see how we should go about seeking empirical answers here. This is just

to say that the architectural claims being made here are highly abstract, and do

not seem to connect directly with the empirical work going on ‘in the trenches’ of

psychology labs.

Similarly, McGinn’s diagnosis of our gap-intuitions might be seen as an armchair

architecture hypothesis. He distinguishes two aspects of human cognitive architec-

ture, perception and introspection, and considers whether either of the cognitive

components could allow us to accept property P , which is stipulated to be a prop-

erty of the brain “in virtue of which the brain is the basis of consciousness” (1989,

p. 353). McGinn identifies two possible routes to coming to know about P , namely

perception and observation. However, according to McGinn, neither perception nor

introspection has the potential to allow us to grasp P :

‘Introspection’ is the name of the faculty through which we catch
consciousness in all its vivid nakedness. By virtue of possessing this
cognitive faculty we ascribe concepts of consciousness to ourselves...
Introspection does not present conscious states as depending upon the
brain in some intelligible way. We cannot therefore introspect P ...
Pure phenomenology will never provide the solution to the mind-body
problem. (1989, p. 354)

[T]he property of consciousness itself (or specific conscious states) is not
an observable or perceptible property of the brain. You can stare into
a living conscious brain, your own or someone else’s, and see there a
wide variety of unstantiated [sic.] properties—its shape, colour, texture,
etc.—but you will not thereby see what the subject is experiencing, the
conscious state itself. (1989, pp. 356-357)

McGinn goes on to argue that because introspection and perception are the only

two cognitive routes via which we might access P , and because P is inaccessible

to via these routes, we are cognitively closed with respect to P . That is, we are
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incapable of coming to know P , due to the structure of our cognitive architecture.

Thus we undergo gap-intuitions because we are cognitively incapable of coming to

understand the truth of physicalism.16 Again, this is clearly a case of explaining

the gap-intuition in broadly psychological terms, yet the theorizing proceeds almost

exclusively from the armchair. Thus it’s another good example of an armchair-

architecture diagnosis.

Despite some variation in methodology, we should count all of these approaches

as versions of the psychological barrier diagnosis, because they all attempt to account

for gap-intuitions in broadly psychological terms. Of course there will be some

disagreement about the specific type of psychological feature that produces the

explanatory gap, or the best method for specifying that psychological feature. But

such disputes will occur against a background of general agreement that the gap-

intuition’s origins are psychological.

My own psychological analysis of the gap-intuition will give a central role to

experiment-driven theory from cognitive science, especially cognitive psychology.

Hence it leans fairly strongly toward the empirical side of the spectrum. Among

the psychological views just canvassed, my analysis bears the closest resemblance

to Bloom’s empirically-driven “two systems” view, as will become quite clear later

on. But I’m getting ahead of myself—I’ll present the detailed version of my psycho-

logical account in chapter two. In the interim I will raise considerations in favor of

incorporating empirical methods into a psychological diagnosis of the gap-intuition,

and present some reasons for preferring the psychological diagnosis over the unin-

telligibility and hard problem diagnoses.

16Yet, McGinn holds that this is no in-principle epistemic barrier to explaining consciousness, for
he admits that creatures with psychological architectures different from our own would be able to
explain consciousness in physical terms. Thus he counts as a deflationist about our gap-intuitions,
in the sense that he thinks they cause no deep in-principle explanatory problems for physicalism.
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1.3.3 Considerations in support of the psychological barrier diagnosis

Before advocating for the psychological barrier diagnosis in general, I want to briefly

make a case that proponents of the psychological barrier diagnosis of gap-intuitions

have good reason to incorporate empirical data and methods into their view. One

consideration in favor of incorporating empirical considerations flows from David

Marr’s model of cognitive scientific explanation. Since the methods and tools used

in cognitive science are multifarious, there is a problem about how to integrate all

of this information into a coherent overall theory. For example, how do we relate

biological findings about the behavior of individual neurons to more abstract models

of information processing, in order to achieve a robust explanation of psychological

phenomena? Marr’s three-level approach is intended to address this problem:

At one extreme, the top level, is the abstract computational theory of
the device, in which the performance of the device is characterized as a
mapping from one kind of information to another, the abstract proper-
ties of this mapping are defined precisely, and its appropriateness and
adequacy for the task are demonstrated. In the center is the choice of
representation for the input and output and algorithm to transform one
into the other. At the other extreme are the details of how the algo-
rithm and representation are realized physically–the detailed computer
architecture, so to speak. (1982, pp. 24-25)

On Marr’s picture, empirical investigation will certainly come into play at the level

of physical realization. In order to fully explain a cognitive system, part of what we

must do is determine how it is built, and how the system’s structure enables it to

carry out the representational transformations specified at the middle level of anal-

ysis. If something like this picture of cognitive-scientific explanation is correct, then

empirical hypotheses about our psychological architecture must be part of the full

story about gap-intuitions. Low-level information about the physical and chemical

properties of the brain will supply information about the ‘biological plausibility’ of

various mid-level hypotheses.
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Similarly, empirical considerations often apply at Marr’s middle level of analysis,

the specification of representation and algorithm. We can theorize from the armchair

about what kinds of algorithms might carry out the computational functions spec-

ified at the highest level of analysis. But we might also use empirical information

about the behavior of cognitive system (such as reaction times, verbal judgments or

responses, and so on) to inform our mid-level theories of representation and algo-

rithm. Such empirical measures are the bread and butter of cognitive psychologists,

who use this kind of data to test hypotheses about representations and algorithms.

These kinds of data can also suggest ideas for new representational models, and

impose constraints of ‘representational plausibility’ on various high-level computa-

tional hypotheses. Even at the highest level analysis, that of ‘computational theory,’

empirical results can inform our ideas about what kinds of computational problems

a a cognitive agent must confront.

So, insofar as psychological barrier theorists intend to explain gap-intuitions in

a way that is broadly continuous with a Marr-ish conception of cognitive science,

empirical inquiry must be part of a complete psychological explanation. And a

broadly Marr-ish approach of science is widely considered to be a good one.17 It

seems that at a minimum, psychological explanations that comport with mainstream

cognitive science are all-else-equal preferable to psychological explanations that are

not integrated in this way. So those who diagnose gap-intuitions as a psychological

barrier should integrate empirical methods and results to whatever extent possible.

I’m not suggesting that philosophers of mind should start up their own neurobi-

ology labs—just that psychological explanations are better to the extent that they

17One component of Marr’s view that has come under attack is the middle level of analysis, that
of representation and algorithm. Opponents of ‘classical cognitive science,’ in particular connec-
tionists who advocate eliminativism about ‘representations’ in the classical sense, have argued that
the mind’s structure and dynamics cannot be accurately captured with ‘algorithms’ in classical
computational sense. But this view is consistent with a broadly Marr-ish framework. Following
Horgan and Tienson (1996), we might simply replace the ‘algorithmic’ level of analysis with a more
generalized form of structural and mathematical analysis. For example we might eschew discrete
algorithms, and analyze at the middle level in terms of continuous dynamical systems.
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achieve inter-level integration, which requires a significant degree of sensitivity to

empirical work being done elsewhere. It is common for armchair psychologists to re-

mark that the truth of their theory is “an empirical matter” (e.g. Papineau (2011)).

I’m simply suggesting we follow through on this claim by theorizing in ways that

show promise of integration with the prevailing empirical methods.

Supposing that the best psychological diagnoses of our gap-intuitions do inte-

grate with cognitive science more broadly, we can appeal to a Quinean picture of

theoretical virtues to generate a reason for preferring the psychological barrier di-

agnosis to the competing diagnoses.18 Following Quine and Ullian’s model, we can

evaluate hypotheses according to how well they exemplify theoretical virtues—here

I will emphasize the virtues of conservatism and modesty:19

Virtue I is conservatism. In order to explain the happenings that that
we are inventing it to explain, the hypothesis may have to conflict with
some of our previous beliefs; but the fewer the better... The less rejec-
tion of prior beliefs required, the more plausible the hypothesis—other
things being equal. (Quine and Ullian, 1978, p. 66-67)

One hypothesis is more modest than another if it is weaker in a logical
sense: if it is implied by the other, without implying it... Also, one
hypothesis is more modest than another if it is more humdrum: that is,
if the usual events that it assumes to have happened are of a more usual
and familiar sort, hence more to be expected. (1978, p. 68, emphasis
added)

18This supposition is important because it implies that good psychological diagnoses of gap-
intuitions will include no commitments ‘over and above’ those that already accrue from empirical
psychology. More strongly-armchair versions of the psychological barrier diagnosis may well take
on commitments that are not part of the cognitive scientific views that uncontroversially explain
the causal production of gap-intutions.

19I will intentionally attempt to ignore simplicity, or ‘parsimony,’ which is arguably the mother
of all theoretical virtues. I do so because partly because simplicity is also the most slippery, elusive,
and nebulous of the theoretical virtues. Since much of what I want to say can be captured in terms
of other theoretical virtues, it is better to try to steer clear of the more treacherous simplicity.
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On these counts, the psychological barrier diagnosis fares at least as well as its com-

petitors. Let’s first consider the unintelligibility diagnosis. On the unintelligibility

diagnosis, either physicalist explanations of consciousness fail to make sense, or the

question “Where is the consciousness, over and above the physical processes?” fails

to make sense. The psychological barrier diagnostician is not committed to the

claim that such questions fail to make sense, or that we are not competent wielders

of our concepts. And, as I mentioned above, it should be uncontroversial that most

everybody is committed to the claim that there is some psychological explanation of

how gap-intuitions are produced in us (and likewise regarding our question-asking

behavior). So the psychological barrier diagnosis is more modest than the unintelli-

gibility diagnosis in this regard. Turning to conservatism, if we really cannot make

sense of physicalist theories, then it would be difficult to account for why so many

philosophers continue to seek unintelligible answers to unintelligible questions.

It is plausible to think that when we seriously consider whether physicalist hy-

potheses such as “pain is identical to C-fiber firing” are true, we implicitly suppose

that such hypotheses at least make sense. Although we have plenty of doubts about

the truth or falsity of such hypotheses, there is little question that they make sense,

at least at the outset of inquiry (i.e. before we have adopted a diagnosis of the gap-

intuition). Thus it seems reasonable to say that we believe that such hypotheses

make sense. So it is highly plausible to think that, at least among philosophers of

mind, we are committed to an antecedent belief that these questions do make sense,

and that proposed answers also make sense, insofar as we grasp the meanings of the

concepts involved, and wield them competently. Adopting the unintelligibility di-

agnosis forces us to abandon this belief, whereas the psychological barrier diagnosis

does not. So the psychological barrier diagnosis is also more conservative than the

unintelligibility diagnosis. Indeed, it seems that the psychological barrier diagnosis

is more conservative in virtue of being more modest.
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By contrast, the strong deflationist diagnosis is shockingly modest. The strong

deflationist diagnosis rejects the existence of gap-intuitions altogether, and is there-

fore not committed to any psychological thesis about how the gap-intuitions arise

in us. It is thus the most modest of the diagnoses on the table, since everybody

else agrees that we have gap-intuitions that call out for psychological explanation.

As I’ve argued, however, we have good reasons for rejecting this diagnosis. We can

recapitulate one of these reasons in terms of the theoretical virtue of conservatism.

Almost everybody, even the majority of staunch materialists, finds it beyond belief

that we lack so much as an intuition that consciousness is not physically explicable.

Thus, almost all of us believe that gap-intuitions exist. In light of this antecedent

belief, the strong deflationist position is clearly the least conservative of the diag-

noses we’ve considered. It must be admitted that all versions of physicalism conflict

with any prior belief in dualism, a belief that some philosophers profess to harbor,

and which may be extremely widespread ‘among the folk’ (Bloom (2007)). But

denying that there is even an appearance or intuition that consciousness is physi-

cally inexplicable violates the norm of conservatism to far more severely. So for the

strong deflationist, any epistemic gains regarding modesty will be counterbalanced

or outweighed by losses in conservatism. The strong deflationist might reply that

“other things are not equal” in this case—that there really is no intuition to be

explained, and so the strong deflationist diagnosis is even simpler and more modest

than the psychological barrier diagnosis. But given the high degree of epistemic

momentum driving our belief that there is at least an appearance of an explanatory

gap, this is a hard pill to swallow.

If we adopt the hard problem diagnosis, we commit ourselves to the existence of

‘gaps’ in a priori reasoning, which are in turn used to account for our gap-intuitions.

But hard problem theorists are also committed to the existence of some psychological

explanation of our gap-intuitions, insofar as intuitions are psychological events that

occur in living, breathing human beings. In other words, the hard problem diagnosis



63

is committed to everything that the psychological barrier diagnosis entails, and

more. Thus the psychological barrier diagnosis is logically weaker than the hard

problem diagnosis, and is more modest than the hard problem diagnosis more in

that sense. Is the psychological barrier diagnosis likewise more ‘humdrum’ than

the hard problem diagnosis? This is a difficult question. It seems to me more

humdrum to account for gap-intuitions in psychological terms, but I must confess

that it is difficult to support this hunch with clear reasons that go the relative logical

weakness of the psychological barrier view. My suspicion is that judgments about

the ‘humdrum-ness’ of a hypothesis will in part depend on what kinds of hypotheses

one is accustomed to entertaining. That is, conservatism probably plays some role

in determining humdrum-ness.

When we consider the virtue of conservatism with respect to the hard problem

diagnosis, matters are somewhat more complicated. Does the hard problem diagno-

sis require that we give up any previously held beliefs? On the surface, it appears

not. If we start our inquiry by noticing that consciousness appears to be physically

inexplicable, i.e. that we have persistent gap-intuitions, it is not obvious that adopt-

ing the hard problem diagnosis will run afoul of any previously held beliefs. It is not

as if we antecedently held the belief that gap-intuitions can’t be explained by failures

of a priori entailment. Of course, it is possible for someone to hold this view. For

example, a hard core Quinean who rejects the very notion of the a priori is likely

to believe that such accounts are impossible. Hence, the hard problem diagnosis

would be quite radical with respect to that antecedent belief. My point is just that

most parties in the debate do not ‘pre-theoretically’ hold this view. Similar con-

siderations apply to the psychological barrier diagnosis, in regard to conservatism.

It is not the case that most parties in the debate antecedently believe that a psy-

chological account of the gap-intuition could not possibly succeed in accounting for

our gap-intuitions. So adopting the psychological barrier diagnosis does not seem to

overtly threaten any background beliefs about our gap-intuitions. But again, one’s
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particular methodological leanings could have an impact here. For example, if one

antecedently holds an account on which a priori entailments are a requirement on

intuitive satisfaction, and on which psychological factors are irrelevant, then the

psychological barrier diagnosis would be relatively unconservative. But I submit, as

an empirical conjecture, that most of us do not antecedently hold such a view of in-

tuitive satisfaction, prior to entering into the debates about consciousness. Thus, it

seems to me that the hard problem diagnosis and the psychological barrier diagnosis

are on equal ground with regard to the virtue of conservatism.

So it seems that the psychological barrier diagnosis has a slight edge over the

hard problem diagnosis, with respect to the theoretical virtues under discussion.

At worst, it is a wash. This should give us at least some reason to think that the

psychological barrier diagnosis is a viable alternative to the hard problem diagnosis.

But we can make a stronger case for the psychological barrier approach. It is telling

that while many hard problem theorists explain our gap-intuitions in terms of a priori

inferential ‘gaps’, they nonetheless go on to explain the a priori gaps in psychological

terms. This is the essence of what Chalmers (2006) calls “the phenomenal concept

strategy”:

Proponents put forward a thesis C attributing certain psychological features—
call these the key features—to human beings. They argue (1) that C is true:
humans actually have the key features; (2) that C explains our epistemic sit-
uation with regard to consciousness: C explains why we are confronted with
the relevant distinctive epistemic gaps; and (3) that C itself can be explained
in physical terms: one can (at least in principle) give a materialistically ac-
ceptable explanation of how it is that humans have the key features. (2006,
p. 172)

One interesting feature of the phenomenal concept strategy is that it implies a

version of the psychological barrier diagnosis. Indeed, it is tempting to think that

the phenomenal concept strategy is identical to the psychological barrier diagnosis.

But there is a subtle yet important difference, which we can see by examining (2)
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in more detail. On the phenomenal concept strategy, we are required to explain

“our distinctive epistemic situation” with regard to consciousness. Proponents of

the strategy universally (or nearly so) work from within the framework of the hard

problem diagnosis. So for them, “explaining our distinctive epistemic situation”

really means “explaining why we are unable to make the relevant a priori inferences

connecting conscious experience to the physical world.” But this is something that

psychological barrier theorists are free to reject. On their view, we may explain our

distinctive epistemic situation more directly in terms of psychology, by explaining

the causal origin of our gap-intuitions in a manner acceptable to physicalists.

As a matter of sociology, a large majority of physicalists adopt some version

of the phenomenal concept strategy, and attempt to explain a priori entailment

failures in psychological terms. But why not “cut out the a priori middleman,” and

explain our distinctive epistemic situation more directly in terms of psychology? In

philosophy, as in business, cutting out the middleman is generally a good thing.

Why? Perhaps the reason here is merely an elaboration on modesty—we should

limit our explanatory posits, because this commits us to a logically weaker and

perhaps more mundane view. More plausibly however, we are rubbing up against

considerations of simplicity and Occam’s razor—we should not make unnecessary

explanatory posits, when fewer will do. The suggestion is thus that it is worth

pursuing the psychological barrier diagnosis because it is the simpler alternative.
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CHAPTER 2

THE PSYCHOLOGICAL ORIGIN OF THE GAP-INTUITION

When we attempt to explain the conscious mind as a purely physical system, it

always intuitively seems that something important has been left out of the expla-

nation. I’ve argued that we can best understand the gap-intuition as a product

of ordinary psychological mechanisms that produce in us a gut-level inclination to

resist or reject physicalist theories of consciousness. This is just to say that the

gap-intuition is a psychological barrier that blocks us from accepting physicalism.

Despite all its theoretical attractions, physicalism is simply hard to believe as a

of matter human psychology—physicalist explanations of consciousness intuitively

seem to be incomplete.1

In this section I’ll develop a psychological account of the gap-intuition, and

argue that one factor is particularly important for producing gap-intuitions. In

contrast with existing philosophical views that account for the the gap primarily

in terms distinctive features of introspection (e.g. Block (2006); Tye (1999)), or in

terms of a broad disconnect between introspection and perception (McGinn (1989)),

I will defend the position that the gap-intuition is substantially explained by a

capacity for third-person perception of other conscious minds. We humans harbor a

distinct cognitive system dedicated to the perception of conscious creatures—let us

call that system the “agent-detector.” The agent-detector is generally pretty good at

identifying and tracking the conscious creatures around us. But the agent-detector’s

1Whether we should believe physicalism is another matter, which I will take up in chapter
three, where I’ll argue that the gap-intuition provides no significant support for anti-physicalist
arguments. Importantly, however, this conclusion does not follow from the mere fact that we can
give a psychological explanation of our intuitions—additional conditions must be met in order for
the intuitions to be debunked.
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design renders it susceptible to ‘blind spots,’ or scenarios in which in which the agent-

detector fails to respond to the presence of consciousness. In effect, the explanatory

gap is the product of a ‘blind spot’ wherein the agent-detector fails to respond to the

critical properties of human brains, especially their complex functional and biological

features. Because the theoretically important properties of brains do not trigger the

agent-detector, theories about brains and their properties do not produce a gut-

level intuition that the brain is conscious. The gap-intuition is thus the absence of

a gut-level corroboration of the claim that consciousness is present in (or identical

to certain features of) human brains.2 The gap-intuition suggests that something

theoretically important has been left out of physicalist theories, and this leaves us

desiring a better explanation. But what has really been ‘left out’ is just gut-level

confirmation of the theory. This account of the gap-intuition has a distinctively

third-personal character that runs counter to most analyses in the literature. It is

surprising and therefore interesting that this sort of third-personal mechanism for

detecting other minds makes a significant causal contribution to the production of

gap-intuitions about consciousness.

I’ll proceed by presenting some empirical evidence for the existence of an agent-

detector. Then I’ll draw some distinctions that allow us to understand the agent-

detector’s operations in terms of a dual-process framework, wherein the ‘low-level’

agent-detector is contrasted with the ‘high-level’ theory-system. Using this frame-

work, I will explain the production of the gap-intuition in terms of the interplay

between the agent-detector and theory-system.

Of course as I mentioned above, the causes of our psychological states are rarely

so simple. Thus I don’t mean to defend the view that my ‘blind-spot’ account

exhaustively explains how we come to have the gap-intuition.3 However, I do think

2Though I speak here of human brains for ease of exposition, I don’t want to focus too narrowly
on this specific category. As will become clear later in the chapter, if my psychological account is
correct then all defensible physicalist theories of consciousness will advert only to properties that
fall within the same blind spot.

3Though I’ll briefly explore this interesting theoretical possibility at the end of this chapter.
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the blind-spot account spells out a heretofore unnoticed psychologically sufficient

cause of the gap-intuition. That is to say, even if no other factors were involved

beyond those adverted to in my blind-spot account, that would be sufficient to

produce in us a persistent pattern of intuitions to the effect that physicalist theories

of consciousness leave out something important.

That said, I will also review several other psychological factors that arguably

play a contributing role in producing the gap-intuition—but I will argue that the

impact of such factors is at best marginal in its contribution. For example, classic

work on heuristics and biases tells us that we are prone to make certain kinds of

systematic reasoning errors, some of which may be relevant to the gap-intuition.

And just as we are subject to systematic biases in reasoning, we may also be subject

to systematic biases in explanation. For example, we appear to be susceptible to

an illusion of explanatory depth that has some relevance for the gap-intuition. It

is prima facie plausible to suspect that these kinds of effects might contribute to a

gap-intuition. But when we look closely at the evidence, we should conclude that

these kinds of effects do not play a major role.

I will conclude the chapter by addressing the status of my psychological account

in relation to existing accounts that characterize the explanatory gap in terms of in-

trospection and introspective concepts. While introspective accounts are attractive,

they spell out only at most a sufficient condition for the gap-intuition, and not a

necessary one. Similarly, my agent-detector account will spell out a sufficient con-

dition for the gap-account, but perhaps not a necessary one. This, I think, suggests

that there are two independent routes or pathways to the gap-intuition, psycho-

logically speaking. Determining the ‘extent’ to which each of these routes to the

gap-intuition is a complex and interesting one that I will not attempt to adjudicate

here. I will happily settle for simply establishing that introspection is not the only

psychological feature that contributes to gap-intuitions.
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2.1 A tale of two cognitive systems

According to the dual-processing psychological research program, it is often the case

that we harbor two different kinds of cognitive processes dedicated to a single sort

of task: low-level processes and high-level processes. Low-level processes tend to be

‘quick and dirty,’ and relatively ‘dumb’ or inflexible, whereas high-level processes

are more slow, calculated, and complex. Since the two systems are dedicated to

the same task (such as determining a probability or making a decision), each sys-

tem’s output may either corroborate or conflict with the other. In the following

sub-sections I’ll set forth and defend the claim that we possess a low-level cognitive

system dedicated to detecting conscious agents, and that this system interfaces with

high-level theoretical reasoning in a certain kind of way. Specifically, the low-level

agent-detector supplies either confirming or disconfirming observational evidence to

a high-level theory-system, and either type of observation has a distinctive motiva-

tional impact on the theorizer. Crucially, if the theory-system receives disconfirming

observational evidence, the subject will be motivated to seek a further and better

theory. As it turns out, the agent-detector never provides observational support for

theories according to which brain-processes are conscious, so the theorizer is always

motivated to seek a further theory of consciousness. I’ll begin by defending the

agent-detector hypothesis. Then I’ll describe how the agent-detector fits into the

dual-processing framework, and also use the dual-processing framework to explain

how the agent-detector interfaces with the theory-system to produce an insatiable

desire for further explanation of consciousness.

2.1.1 The agent-detector system

The agent-detector is a cognitive system that helps us to detect other conscious

agents. It can be triggered automatically by the mere presence of environmental

cues, and its operations occur outside the scope of introspective awareness. Rather
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than explicating all these distinctions in the abstract, it will be better to introduce

the agent-detector by way of reviewing supporting evidence, then introducing the

psychological model, and emphasizing some of its key properties thereafter.

The evidence-base supporting the existence of such a mechanism includes re-

search dating back to Heider and Simmel (1944), who measured subjects’ sponta-

neous responses to a short animated film. The animation features several geometric

objects (two triangles and one circle) that follow distinctive non-inertial motion tra-

jectories, and behave in ways that are contingent on the environmental surround.

When asked to describe what happened in the animation, subjects spontaneously

and overwhelmingly used mentalistic language such as “trying,” “chasing,” “want-

ing,” “planning,” “telling,” and “worrying.” Out of thirty-four subjects, only one

described the animation in a way that was completely devoid of anthropomorphic

mental-state terms. This suggests that certain distinctive motion patterns drive us

to intuitively attribute mentality to an object, even when that object is an exceed-

ingly simple geometric figure depicted in a cartoon.

More recently, developmental psychologists Johnson et al. (1998) found that the

presence or absence of eyes influences attributions of mentality to a simple object.

They presented 12-month-olds with a “fuzzy brown object” in one of two conditions,

either with eyes or without eyes, and measured the infants’ behavior when the fuzzy

brown object reoriented the direction it was ‘facing’ (via remote control). The

infants were significantly more likely to follow the gaze of the fuzzy brown object

when it included eyes. The infants displayed the same inclination to gaze-following

behavior when the fuzzy brown object, controlled remotely, moved around and made

noise in ways that were apparently contingent responses to the infant’s behavior.

Johnson and colleagues explain these effects by suggesting that when an entity

has eyes or behaves in ways that are contingent on the surrounding environment,

infants will be inlined to categorize the entity as an agent, which facilitates mentalis-
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tic behaviors such as gaze-following.4 Following the ‘gaze’ of an object presupposes

that the object is capable of vision, so Johnson and colleagues are right to take

gaze-following behavior to involve a kind of mental-state attribution. This is just

one representative explanation from Johnson’s large body of work on the subject,

which taken as a whole suggests that agent-categorization is driven by relatively

simple featural cues.

More generally, what kinds of cues are relevant for agent-categorization? Johnson

(2003) divides the cues into two broad classes, morphological cues and behavioral

cues. Having eyes, a face, or a ‘biological’ shape are examples of morphological

cues. Moving in distinctive trajectories (such as in Heider and Simmel’s anima-

tion), or beeping contingently in response to a baby’s behavior are examples of

behavioral cues. The two different versions of the fuzzy brown object experiment

show that either morphological or behavioral cues can by themselves trigger agent-

categorization.

Further, sometimes morphological and behavioral cues conspire together to trig-

ger agent-categorization and mentalistic behaviors. Investigating the cues related

to the anticipation of goal-directed behavior, Woodward (1998) found that babies

were surprised when an arm reached for the ‘wrong’ object. Woodward presented

babies with a pair of objects in two locations, and an arm reaching toward one of

the two objects/locations. After the arm was withdrawn, the locations of the ob-

jects were switched. Then the arm reached a second time in one of two directions:

either toward the object which it had previously reached, or toward the location to

which it had previously reached. Babies displayed longer looking times when the

arm reached toward the same location, rather than the same object. No similar

effect was found when the hand was replaced with an inanimate toy rod, suggest-

ing that the morphological features of the hand play some role in triggering the

4As will be explained briefly, categorizing an object as an agent facilitates a range of other
sorts of behaviors such as anticipation of goal-directed behavior, imitation of such behavior, and
attempts to communicate with the object. See Johnson (2003) for a review of these effects.
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goal-anticipation behavior. Woodward explains this pattern of effects as surprise at

a violation of a mentalistic expectation, specifically the expectation that the hand

would reach toward the same object again:

When they saw a person reach for and grasp an object, babies attended
to the object that was grasped rather than to the path of motion taken by
the actor’s arm... These effects were not due to attentional spotlighting
by the hand. In sum, infants in the hand condition selectively encoded
the goal object of the actor’s grasp, and babies in the rod condition did
not show this pattern. (1998, pp. 13-14).

In other words, the infants seemed to attribute a certain target or goal to the action

of the arm, and on this basis expected the hand to reach toward the goal object

on the second trial. In this case it is highly plausible that both morphological

and behavioral features play a role in generating the effect. Mere motion toward

an object by itself is not sufficient, as is demonstrated by the null effect in the rod

condition. And it seems reasonable to think that the mere presence of an arm would

not be sufficient, since without motion there is no information on the basis of which

to encode the arm as linked to (or ‘aiming for’) one object as opposed to the other.

Hence the best explanation is that both morphological and behavioral cues play a

role here.

To explain this broad pattern of results, Johnson hypothesizes that by 12 months,

the infant is able to conceptually represent intentional agents.5 That is, infants al-

ready possess an agent-concept, and are able to deploy it in characterizing various

objects, such as their mother or the stimuli in Johnson’s experiments. Perceptible

characteristics like eyes and contingent interaction trigger this conceptual represen-

tation, which facilitates the pattern of behavioral responses seen in the experiments.

As Johnson puts it, “those characteristics invoke an intermediary representation (in-

termediary in the processing stream between perception and action) of intentional

5Indeed, Luo (2011) presents evidence suggesting that this ability may emerge by as early as 3
months.
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agent that is available to support multiple behaviors” (2005, p. 254, emphasis

added).

On the basis of this and other evidence, Johnson’s suggestion that the concept of

intentional agent is a critical intervening factor between the cues and the behavior

can easily be expanded to accommodate the results from other experiments such

as Heider and Simmel’s. The objects in their animation follow distinctive motion

trajectories that trigger the intentional agent concept, which in turn sets up the

disposition to engage in mentalistic behaviors such as the attribution of goals, in-

tentions, and so forth. On this model, “agent” is a conceptual representation that

is triggered by the representation of a target object having certain morphological

and/or behavioral features. Categorization under the agent concept mediates var-

ious mentalistic behaviors directed toward the target object (gaze-following, goal

attribution etc).

The term “agent” as it is used here is clearly something of a technical notion:

agents, in this thin sense, are just the sorts of objects or patterns that tend to trigger

the agent-detector. In other words, “agent” in Johnson’s sense means something

in the vicinity of “thing that appears to be an agent.” It is doubtful whether

this concept is semantically equivalent with any term in ordinary English. But if

Johnson’s model is correct, then ‘agent’ (in the thin sense) is a concept that we

all have mastery over, and normally deploy when perceiving agents. More robustly

biological agents like humans and animals also tend to qualify as agents in the thin,

technical sense, because they tend to display enough cue-features to trigger the

agent-detector.

My colleagues and I postulated an expansion of the agent-detector model, and

provided support for this expansion with further experimental work (Arico et al.

(2011)). On the expanded model, the categorization of an object as an agent trig-

gers a disposition to attribute specifically conscious mental states to a target object,

in addition to triggering a disposition toward gaze-following and other mentalistic
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behaviors. Thus the presence of simple surface features in a stimulus object is suf-

ficient to automatically trigger agent-categorization, which imbues the categorizer

with a disposition to attribute conscious states to that object, in addition to in-

tentional states. This is to say that the concept ‘intentional agent’ (in Johnson’s

sense of the term) is psychologically equivalent to the concept ‘conscious agent’ (in

a similarly thin sense of the term). So we can simplify discussion by referring to just

plain agents, rather than intentional agents or conscious agents—in what follows I

will use these terms interchangeably.

On the basis of this expanded model we predicted that when subjects who are

asked to affirm or deny that various objects can experience a paradigmatically con-

scious state such as pain, those subjects who say “no” to object-types that the have

the right surface cues (e.g. insects) will take longer to reach their judgment than

those who deny that obvious non-agents such as rocks and rivers can feel pain. The

reason for this prediction is that if our expanded hypothesis is correct, an initial

agent-categorization will dispose subjects to attribute pain and other mental states

to the relevant object. Those subjects who say “no” to agent-like objects must first

override that disposition, which takes a bit of additional time. Those who deny that

rocks and rivers can feel pain will not need to override any such initial categorization,

so we can expect their judgments to take less time.

We put this hypothesis to the test by running a reaction-time study. Subjects

were presented with a series of word-pairs, wherein the first item in each pair spec-

ified a type of object, and the second item in each pair specified a type of property.

Subjects were asked to respond either “yes” or “no” as quickly as possible by pressing

a key, depending on whether an object of the specified type could have the prop-

erty of the specified type. For example if the object-type was “SPIDER” and the

property-type was “METAL,” then the appropriate response would be “no.” As pre-

dicted, responses were significantly slower for subjects who denied consciousness (viz.

pain) for categories associated with the trigger-features for agency-categorization.
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This result is explained in terms of an interference effect: viewing an object-type

that normally has the trigger-features for agency (such as “ANT”) quickly and au-

tomatically results in an intuitive agent-categorization, and this categorization is

accompanied by an inclination to attribute conscious states such as pain. This intu-

itive inclination must be overridden before the subject can deny that the object feels

pain, and that takes a bit of time. Thus the result supports our expanded version

of the agent-detector model.

According to the expanded agent-detector model, categorizing an entity as an

agent is sufficient to dispose one to attribute mental states, including conscious

states, to that entity. Concomitant with this disposition, there is a gut-level intuition

that the target entity has (or is capable of having) conscious states.6 Representing

an entity as having certain simple features reliably causes agent-detection. These

trigger-features are ‘simple’ in the sense that they are surface-level features that

can ordinarily be accessed via perception. The evidence reviewed above suggests

that specifically, the relevant features include at least the following: (i) having eyes

and other morphological features such as being hand-shaped; (ii) behaving in a

manner that is contingent on the environmental surround; and (iii) displaying a

certain distinctive kind of motion trajectory.7 When these features are present to a

sufficient degree, the agent-detector is triggered and we represent the target-entity

as an agent, which endows us with a gut-level inclination to intuitively attribute

conscious states to the entity.

6I leave open the relation between the gut-level intuition and the disposition to attribute con-
scious mental states. For example, it may be that the disposition and the gut-level intuition are
wholly distinct, and separately caused by agent-categorization. Or it may be that the disposition
partly or wholly constitutes the gut-level intuition (or vice versa). Or perhaps they are identical.
Or maybe the gut-level intuition and the disposition are related in some other way.

7It is somewhat difficult to adequately characterize this third feature, since natural descriptions
such as “self-propulsion” seem to get the order of explanation wrong. The term “self-propulsion”
suggests that the motion-patterns are being described in terms of agency; but the evidence suggests
that the motion-patterns themselves are the cause of the agency-categorization. Matters are com-
plicated by the fact that these motion-patterns are not well-understood in terms of their specific
geometry, and we have no comprehensive and non-anthropomorphic way of describing them.
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All this gives us good reason to think that there is a fast, automatic agent-

detector mechanism that is selectively sensitive to the simple cues just described.

The agent-detector operates more or less independently of other cognitive systems,

and its basic operations are not influenced by our reasoned beliefs about the entities

we encounter. When we watch a cartoon, for example, the agent-detector will be

automatically triggered despite our considered belief that the figures in the cartoon

are not agents and cannot feel pain. And typically (or perhaps always), we are

introspectively unaware of the agent-detector’s internal processing, though we are

often aware of its outputs. In the following section I will explicate these processing

characteristics in more detail, and in the context of dual-process models of cognitive

architecture.

2.1.2 The agent-detector and the dual-processing framework

The agent-detector is one part of a dual-process cognitive architecture that we em-

ploy in thinking about other conscious agents. Dual-process models have been es-

tablished for a wide variety of other psychological phenomena, including decision-

making (Stanovich and West (2000); Stanovich (2004)), reasoning (Sloman (1996);

Evans (2003)), memory (Vilberg and Rugg (2008)), social cognition (Chaiken and

Trope (1999)), and moral judgment (Haidt (2001); Greene and Haidt (2002)). In

its broadest outline, a dual-process model postulates two distinctive kinds of cog-

nitive processes for accomplishing a certain cognitive task. Typically, dual-process

theorists gravitate toward a common core of commitments regarding the properties

of the two kinds of cognitive processes involved—following Stanovich and West’s

nomenclature, we might call these two systems “system-1” and “system-2,” or al-

ternatively, we might call them “low-level” and “high-level” systems, or even the

“low-road” and “high-road” pathways to executing some cognitive function. In

what follows I will use “system-1,” “low-level,” and “low-road” synonymously, and

likewise for the complementary triplet of terms “system-2,” “high-level,” and “high-
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road.” System-1 processes tend to be fast, automatic, encapsulated, inaccessible to

introspection, computationally simple, heuristic-based, associationistic, evolution-

arily old, and domain-specific. By contrast, system-2 processes tend to be slow,

controlled, unencapsulated, accessible to introspection, computationally demand-

ing, rule-based, analytic, evolutionarily recent, and domain-general. We can count

the agent-detector as a system-1 process, since it possesses many of system-1’s char-

acteristic processing features: it is fast, automatic, encapsulated, domain-specific,

and inaccessible to introspection.

The distinction between system-1 and system-2 processes is similar in spirit

(though not identical to) Fodor’s distinction between modular and central cogni-

tive systems (Fodor (1983)).8 For example, both system-1 processes and Fodorian

modules are paradigmatically fast, automatic, and informationally encapsulated.

And system-2 processes are similar to Fodor’s “central” processes, insofar as both

are flexible, domain general, slow, and controlled. But there are also differences:

for example, Fodorian modules are specified as involving rule-based computations,

whereas system-1 computations paradigmatically involve associationistic computa-

tions. So we might faithfully construe the agent-detector as roughly akin to a

Fodorian module, as long we keep in mind that the agent-detector (and system-1

processes more generally) need not exhibit all the characteristic processing features

of Fodorian modules.

If some cognitive process exhibited all except for one or two of the processing

features characteristic of system-1, would it be appropriate to call that process a

“system-1 process”? The answer here is a tentative “Yes.” For example, Evans

(2003, p. 454) states that “System 1 includes instinctive behaviors that are innately

programmed, and would include any innate input modules of the kind proposed

8By contrast, there is considerable tension between the dual-processing approach and the view
that the mind is massively modular, i.e. that the mind is composed almost entirely of special-
purpose modules (e.g. Carruthers (2006)). On the massive modularity picture, there appears
to be no work for general-purpose system-2 processes, since the lion’s share of mental activity is
supposed to be carried out by specialized low-level processes.
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by Fodor... System 1 processes that are most often described, however, are those

that are formed by associative learning processes of the kind produced by neural

networks.” That is to say, both innate and learned processes might count as part of

system-1 if they share enough other relevant characteristics. How many is “enough?”

It is difficult to say, since the system-1/system-2 distinction is drawn in slightly

different ways by different theorists, and there is no standardly accepted, detailed

version of the distinction. Thus, as has been suggested in discussions of Fodorian

modules (Samuels (2006)), when theorizing about dual-process architectures it is

crucially important to make explicit which particular processing characteristics are

under discussion, and why they are theoretically important for the issues at hand

(see also Bargh (1992), and Fiala et al. (2011)). For our purposes the issue of

innateness versus learning will not be crucially important. However, I do want to

discuss some other processing characteristics that will be of some importance later

on, with an eye to explaining how these characteristics figure in the operations of

the agent-detector.

I’ve claimed that the agent-detector is an “automatic” process. But what does

this claim amount to? As a first pass, a process is automatic in the relevant sense if

it operates independently of a certain kind of top-down control. Once an automatic

process has been set in motion, it can be difficult or impossible to intentionally

halt. Logan and Cowan (1984, p. 296) capture this feature by saying that some

cognitive process are “ballistic,” in the sense that they “cannot be inhibited once

they begin; they must run on to completion before they stop.” Like a bullet that has

already been fired from a gun, a ballistic cognitive process such as the agent-detector

cannot be willfully halted once it has been launched, and runs to completion without

any further top-down control. So at a minimum, to say that the agent-detector is

automatic is to say that it is ballistic. To be more precise, we might follow Bargh

(1992, p. 186) in making explicit the logical structure of a ballistic process:

(Conditional Automaticity): If x, y, z, then autonomous process
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Here x, y, and z stand in as placeholders for specific triggering conditions. The

whole conditional is most naturally understood as specifying a causal sufficiency

condition, wherein the joint occurrence of the features specified in the antecedent

is causally sufficient to trigger or launch the process specified in the consequent.

Once the process has been triggered or launched in a person, it runs to completion

without requiring any further intentional control. Bargh calls this processing feature

“conditional automaticity,” which he takes to specify the key aspect of ‘ballistic’

cognitive processing, and as the hallmark of automatic processes. The agent-detector

is ballistic because once it has been initiated, it runs to completion and cannot be

intentionally overridden. Recalling the reaction time results from Arico et al (2011),

we have reason to believe that even in cases where the disposition to attribute

mental states is overridden (e.g. when subjects judge that ants cannot feel pain),

the disposition is nonetheless present, and explains the slower reaction times in these

trials. This is to say that in cases like ANT, the agent-detector runs to completion

and outputs an agent-categorization, regardless of the subject’s intention.

Whereas ballistic processes run to completion once launched, some automatic

processes (such as the agent-detector) do not require top-down control even for

their initiation, and may be triggered or launched independently of intention or

awareness. In effect, processes of this sort satisfy a further constraint on condi-

tional automaticity, namely that the triggering conditions do not require intention

or awareness. Riffing on Bargh’s nomenclature, let’s call this processing feature

“preconscious conditional automaticity.” For such processes to occur, “only the

relevant, triggering proximal stimulus event is needed. They do not require the

individual’s conscious awareness of the event, or intention that the process occur”

(Bargh, 1992, 188). Preconscious processes may nonetheless require a small bit of

attention in order to be launched. For example, if the cues that trigger the process

are visually perceptible features of an external object, the subject must be looking

at the object and visually processing those features. This requirement on attention
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is fairly minimal, and does not require that the subject have (for example) a thought

about the feature, or focus more closely on that feature at the expense of other fea-

tures, or even notice that the feature is there. All that is required for preconscious

conditional automaticity is that the trigger-features are represented in some form,

and the requirements this places on attention (if any) are widely agreed to be quite

minimal.9 So all that is required to trigger the agent-detector when watching Hei-

der and Simmel’s animation, for example, is simply to watch the animation. You

need not pay specific attention to the motion cues (as opposed to the shapes, or the

narrative ‘story’ that emerges), nor even be aware of the motion cues as such. You

simply need to visually process the animation, and the shapes are automatically

categorized as agents.

Besides automaticity, it is important that the agent-detector has another char-

acteristic processing feature of system-1, namely domain specificity. The sense of

domain-specificity that I have in mind follows Samuels’s (2006) characterization:

Domain specificity is a restriction on the representations a cognitive
mechanism can take as input – that trigger it or turn it on. Roughly,
a mechanism is domain specific (as opposed to domain general) to the
extent that it can only take as input a highly restricted range of repre-
sentations. Standard candidates include mechanisms for low-level visual
perception, face recognition, and arithmetic. (2006, p. 39)

As with preconscious conditional automaticity, we can likewise understand domain

specificity as a restriction on conditional automaticity. However, the kinds of re-

strictions relevant to domain specificity will advert to features of inputs (e.g. the

face-recognizer process accepts only face-like patterns as inputs), rather than to re-

strictions on processing resources like attention. Further, the restrictions relevant

9There are some who would deny that the requirements here are indeed minimal. In particular,
theorists who endorse an ‘impoverished’ conception of visual experience would have some reason for
thinking that a considerable degree of focal attention is required to generate a visual representation,
and hence for visually representing the trigger-features relevant to a preconscious, conditionally
automatic process. For example, Dennett (1991) and Noë (2006) advocate views on which this
point of resistance would make good sense.
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to domain specificity are typically quite severe. For example, Lewis and Johnston

(1997) found that manipulating a face-stimulus in very simple ways, such as invert-

ing the face or presenting it as a negative, was sufficient to disrupt (viz. slow down)

a face-recognition task that involved determining whether Margaret Thatcher’s eyes

and mouth had been grotesquely inverted, relative to the rest of her face. The fact

that reaction times are slowed in these conditions suggests that processing is (of

course) also more effortful and attentionally demanding, and thus that the face-

recognizer is not driving the judgments in these conditions. Why? Because the

face-recognizer is so selective in terms of the inputs it accepts that it is unable to

process a face that has been inverted or presented as a negative—it simply ignores

all inputs that do not exhibit the typical arrangement of the eyes, nose, and mouth.

Similarly for the agent-detector: the evidence suggests that it accepts a very nar-

row range of stimulus-features as inputs. For example, the motion cues that trigger

the agent-detector are quite specific, and not just any motion will do. The agent-

detector is triggered only by objects that move, roughly, in a “self-propelled” kind

of way that is mechanically independent of the environmental surround.10 By con-

trast, “high-level” or system-2 processes are not restricted in this way, and can take

inputs from a wide range of domains.

In addition to being automatic and domain specific, the agent-detector possesses

a third important processing feature characteristic of system-1, encapsulation. Pro-

cesses that are encapsulated process their inputs in isolation from other cognitive

systems, and especially in isolation from background beliefs, theoretical reasoning,

and other system-2 processes. A process is encapsulated to the extent to which

it lacks access to information ‘outside of itself,’ elsewhere in the overall cognitive

10If the agent detector’s input domain is so severely restricted, then how is it possible for the
linguistic stimuli in Arico et al’s (2011) reaction time study to trigger the agent-detector? It may
be that linguistic stimuli trigger the agent-detector fairly directly, for example if agency (in the
relevant thin sense) is partly constitutive of our concept of an ant or spider, for example. Or it
may be that the agent-detector is triggered indirectly, via semantic associations to trigger-features
like having eyes and moving in the right kinds of ways.



82

system.

Informational encapsulation is a restriction on the kinds of information
a mechanism can use as a resource once so activated... Slightly more
precisely, a cognitive mechanism is encapsulated to the extent it can
access, in the course of its computations, less than all of the information
available to the organism as a whole[.] Samuels (2006)

It is worth pointing out that the sense of the term “system” in play here is quite

thin. For x to count as a “system-1 process” in the relevant sense x need only be

a functionally distinct cognitive process that has enough of the features associated

with system-1 (and mutatis mutandis to count as a “system-2” process). In par-

ticular it is not a requirement on system-1 processes that they exhibit any sort of

systematicity. “It is actually not really a single system, but a set of sub-systems

that operate with some autonomy” ((Evans, 2003, p. 454)). That is, the fact that

processes like face-recognition, agent-detection, and arithmetic are disparate and

disunified is no objection to their being system-1 processes in the relevant sense.

2.1.3 The theory-system and dual-process cognition

Whereas I’ve characterized the agent-detector as having many of the key features

of system-1 processes, another system, the theory-system, exhibits many of the

key features of system-2 processes. In this section I will situate the theory-system

in relation to the agent-detector, and explain how the theory system integrates

with motivational factors in an ‘explanatory loop’ that drives our our explanatory

practices.

We all have the cognitive wherewithal to postulate, grasp, and evaluate explana-

tions. It’s thus plausible to think that we possess a distinctive cognitive system for

processing explanations, which we might call the “theory-system.”11 The theory-

system is slow and controlled, its operations are generally available to introspection,

11I’m conceiving of the theory-system in accordance with a “theory-theory” of conceptual change
and development, of the sort espoused by Gopnik (1998), Carey (2009), and others. I use the
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and it is domain-general in the sense that it is able to process arbitrary subject-

matters.12 The theory-system is also unencapsulated, which means it has access to

a wide range of information stored in other cognitive systems. We can summarize

these features by calling the theory-system a “system-2” or “high-level” cognitive

process.

I speak here of the ‘theory-system,’ but does it really make sense to distinguish

various system-2 processes from one another? Where system-1 is a motley collec-

tion of self-contained processes working in relative isolation, system-2 may be too

integrated to separate into distinct processes. After all, if system-2 processes can

take any sort of input, and are able to freely share information with one another,

is there really a strong sense in which they are distinct processes? This question,

though an interesting one, will not make much difference to my arguments here.

What matters is just that system-2 is the home of theoretical reasoning, and that

the operations of theoretical reasoning are not accessible from within the encapsu-

lated agent-detector. So long as these conditions are met, it will not matter much

whether we can legitimately parcel out system-2 into distinct subsystems.

Characterizing the theory-system as a system-2 process is not radical in the

least, as the characteristic features of system-2 comport with a commonsense

picture of explanation as a contemplative, general-purpose, holistic cognitive

activity. As Gopnik observes, the operation of the theory-system is also associated

with familiar sorts of conscious experiences:

[T]here is a distinctive phenomenology associated with explanation. The
phenomenology involves both the search for explanation and a recogni-
tion of the fact that an explanation has been reached. We might call
them the ‘hmm’ and the ‘aha’. In English they seem to be expressed by

term “theory-system” partly in deference to this literature. It’s also worth mentioning that the
term “theory-system” is preferable to “explanation-system” because it averts the issue of whether
“explanation” is a success term. Thus, I’ll expedite discussion by talking simply of the “theory-
system.”

12Slightly more precisely, the theory-system is domain-general in the sense that it is able to
process a wide variety of types of input-representations.
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‘why?’ and ‘because’. These experiences are obviously close to what we
more broadly call curiosity or interest but they are not identical with
them. (1998, p. 108)

In other words, there is a characteristic feeling of explanatory curiosity (hmm...),

and a characteristic feeling of explanatory understanding or insight (aha! ). The

hmm... feeling normally arises in response to a perceived explanatory problem, i.e.

when some phenomenon ‘calls for’ explanation. For example, when Darwin saw the

variation of flora and fauna on the Galapagos islands, he experienced the hmm...

feeling and set out to account for the variation he observed. The hmm... feeling

is normally dispelled by uncovering an explanation, as Trout notes: “Formulating a

unified, consistent story is one way to eradicate that peculiar feeling of inward unrest.

An explanation pleasantly discharges that feeling of intellectual unease” (2002, p.

217). By contrast, the aha! feeling figures centrally in the tale of Archimedes, who

was so excited about the solution to a problem that he jumped out of the bath and

sprinted through town to explain to the King how he had solved the problem. When

Archimedes jumped out of the tub (or perhaps just before), he was experiencing the

aha! feeling.

In addition to having a distinctive phenomenology, the theory-system is

associated with a distinctive motivational role, consisting in a drive or urge to

seek explanations. When we encounter a puzzling phenomenon and experience the

hmm... feeling, we are motivated to engage in explanation-seeking behavior.13

Kosslyn calls this motivational function “the explanation urge”:

Human beings have an urge to explain events. They want to understand
themselves and how they fit into their surroundings. This urge has been
the subject of hundreds of studies in social psychology. For example,
the urge to reduce “cognitive dissonance” (which arises when there is a
contradiction between how one believes one would behave in a specific

13Indeed, one might think that the hmm... feeling constitutes this motivation. I will not defend
this view here, however. Instead, I will rely only on the claim that the hmm... and the motivation
to seek an explanation are normally concomitant.
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situation and how one actually does behave) relies on one’s desire to
explain; “dissonance” would not arise if one were not seeking explana-
tions... This urge to explain is not a reflection of a more fundamental
impulse to be curious or a desire to learn; cognitive dissonance reduction
and its kin arise because we need to explain, not explore. The explana-
tion urge may well be one of the primary motivations for humans. (1995,
pp. 91-92)14

Whereas as the hmm... feeling is associated with an urge to seek explanations, the

aha! feeling is associated with an inclination to cease seeking further explanations

and to move forward with the current best candidate. The aha! feeling clearly

has a positive affective valence—that is, it feels good. Trout observes that “Few

products of intellectual life are more pleasing to give and receive, than a good

explanation” (2002, p. 212). As such, it is plausibly associated with a reward

mechanism that is triggered when a promising explanation has been generated.15

The rewarding explanatory phenomenology also signals that the explanation-seeking

may halt (at least momentarily).16 These considerations suggest that a two-pronged

motivational structure governs our explanation-seeking behavior. We’re inclined to

begin explanation-seeking when we feel a certain degree of intellectual anxiety about

our view of the world, and to cease explanation-seeking when we feel a certain degree

of intellectual satisfaction and a diminished feeling of intellectual anxiety. Together,

the hmm... feeling and the aha! feeling drive us to find explanations.

The theory-system normally works in conjunction with other cognitive systems,

and in particular system-1 processes capable of feeding observational data into the

theory-system, in order to form a dynamic loop. This “generate-and-test” loop

is initiated by a hmm... feeling, which is brought about by either phenomenon

14In the 1960s, a similar drive was postulated by developmental psychologists. For example, see
Mittman and Terrell (1964), and Bruner (1966).

15Gopnik’s (1998) slogan that “explanation is like orgasm” emphasizes the positively valenced
reward component of explanatory phenomenology. The analogy to orgasm should be clear!

16Wright (2007) echoes this remark on independent grounds. He claims that in many cases it is
tempting to think that “once the [subjective sense of] understanding is achieved, there is no more
explanatory work to do” (p. 316).
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represented as unexplained, or by an observation that is represented as violating a

theory already held in one’s explanatory repertoire. The aha! indicates a transition

from the “generate” phase to the “testing” phase, in which the hypothesis is probed

for internal consistency and checked against one’s experience. Testing against one’s

experience might involve running a tightly controlled experiment of the sort we strive

for in many scientific endeavors. Or it might involve relatively laissez-faire field

testing.17 If the theory’s prediction is not borne out, the hmm... feeling returns,

and one is sent back to the “generate” stage of the loop. But if the observation

supports the prediction, the hypothesis is retained and the loop is terminated (at

least temporarily).

2.2 Theories, agents, and the explanatory gap

We can use the foregoing psychological account to illuminate the origin of the gap-

intuition. With the psychological framework in place, the explanation of the gap-

intuition is actually rather simple. When we consider the question of how conscious

experience is related to the physical world, we undergo a hmm... feeling, and the

generate-and-test loop is initiated. We are thus motivated to seek an explanation of

how and whether consciousness could be physical. But when we examine the details

of physicalist theories of consciousness, we see that the features and processes spec-

ified by those theories do not include many (or any) of the cues that are causally

sufficient for triggering the agent-detector. So physicalist theories do not trigger

the agent-detector, and the agent-detector thus ‘remains silent’ in the sense that it

does not generate any output. Thus we have a kind of ‘blind spot’ for observing

consciousness in brains, insofar as the agent-detector does not provide any observa-

tional support for a hypothesis that such-and-such brain-process is conscious. This

is a striking contrast to our everyday interactions with conscious creatures such as

17In some cases, testing a theory might involve something as simple as child’s play, for example
dropping a spoon or pushing food off a table to test predictions about physical objects.
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colleagues and pets. In the vast majority of everyday cases the agent-detector does

provide gut-level support for belief that the creatures around us are conscious, but

in gap-cases this gut-level support is lacking. Since physicalist theories do not re-

ceive any gut level support from the agent-detector, the hmm... feeling persists,

and we are inclined to judge that the physicalist theory has left out something im-

portant. We are, in effect, blind to the fact that certain physical systems (such as

brains) are conscious, in the sense that we cannot immediately ‘see’ consciousness in

a brain in the same way that we can immediately see that other people and animals

are conscious creatures. And this blindness leads to an insatiable craving for ‘more

complete’ explanations of consciousness.

It will be useful to illustrate this account of the gap-intuition by way of ex-

ample. There are many candidate theories of consciousness on offer, but in the

interest of simplicity let us focus on a particular theory without worrying about its

plausibility for the moment—the purpose here is just to articulate my account of

the gap-intuition. For example, according to Crick and Koch’s classic hypothesis,

consciousness is identical to two or more processes in the brain that exhibit a cer-

tain kind of neural synchrony.18 Neural synchrony occurs when (i) the populations

of neurons that constitute the respective brain-processes fire at the same rate (in

terms of firings-per-second), and (ii) the populations of neurons fire “in phase,”

in the sense that each firing occurs at the more-or-less the same time for the var-

ious neurons, and each pause between firings occurs at roughly the same time for

the various neurons. In this respect, synchronized populations of neurons are like

battalions of soldiers marching in unison. On Crick and Koch’s hypothesis neural

synchrony is identical to consciousness, so wherever we find neural synchrony we

will also find consciousness.

Using the theory-system, we can provisionally take this hypothesis onboard and

18See Crick and Koch (1990). It is worth noting that Crick and Koch later recanted this hy-
pothesis (2003, p. 123). Still, the hypothesis will be useful for illustrative purposes.
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test it against observation. Crick and Koch’s theory predicts that wherever there is

neural synchrony there will also be consciousness, because consciousness is neural

synchrony. When this theory is tested against the outputs of the agent-detector

mechanism, observation fails to confirm or provide corroboration for the theory, for

the following reason. Reading patterns of neural synchrony off of brain-monitoring

devices does not trigger the agent-detector. Viewing charts or graphs of data about

the firing of neuron-populations does not provide the sort of input necessary to

trigger the agent-detector, which is sensitive to only a narrow range of perceptible

cues (eyes, distinctive motions and so forth). When one learns that a particular

brain exhibits neural synchrony, one’s agent-detector fails to produce an output

corroborating Crick and Koch’s theory. That is, the agent-detector fails to produce

an output with the content that (roughly) “Yes, this brain is conscious.” Instead,

the agent-detector lies dormant, and outputs nothing at all. Thus, the theory-

system returns to the “generate” stage of the loop, and the motivation to seek an

explanation persists.

We can imagine shrinking ourselves down to microscopic size, and taking a walk-

ing tour of the interior of a living, conscious brain. At this scale we would be able to

observe neurons discharging their electrical impulses, as well as the various biochem-

ical events that contribute to this activity: neurotransmitters binding to receptors

and being released into synapses, ions pumping back and forth across cell mem-

branes, and so forth. We might even sit in a ‘control room’ of sorts, viewing these

events occurring all over the brain by way of thousands of tiny cameras that feed

into a system of video monitors. It seems clear that if we were to observe these kinds

of activities occurring in the brain, we would not thereby take our observations to

provide intuitive confirmation that consciousness is present right before our eyes,

even if we were to accept Crick and Koch’s neural synchrony hypothesis. Why not?

Because observing brain activity does not trigger the agent-detector, and thus fails

to produce a gut-level intuition that brains (or brain-parts) are conscious.
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It might be objected that in order to banish the gap-intuition, all we need to

do is generate a theory of consciousness that does advert to the trigger-features

for the agent-detector. For example, consider the hypothesis that all and only

things with eyes, contingent behavior, and the right sorts of motion trajectories

are conscious. Since these kinds of features do trigger the agent-detector, wouldn’t

the agent-detector’s output, an agent-categorization, provide the theory-system with

observational support for the eyes-hypothesis, thus avoiding the gap-intuition? Well,

yes. But merely avoiding the gap-intuition is not good enough. The problem is that

the hypothesis under discussion is patently implausible for other theoretical reasons.

For instance, we can generate counterexamples, such as cartoons and puppets that

are uncontroversially unconscious, yet display the right trigger-features. We also

have a firm and seemingly justified belief that it can’t be that simple—it seems that

simply equating consciousness with the having of eyes could not possibly do justice

to rich and complex roles that conscious experience plays in our mental lives. What

we should conclude from this is that if some plausible physicalist theory did advert

to features that trigger the agent-detector, then the theory could receive some degree

of intuitive observational support. However there apparently is no such theory: our

best theories of consciousness simply do not advert to features like eyes and motion

patterns.19

The emerging picture of the gap-intuition is one on which a blind spot in our

agent-detector mechanism fails to give the right sort of observational feedback to

the theory-system, which leads to an interminable explanatory loop wherein we are

never satisfied with physical explanations of consciousness no matter what they say.

On this picture, the explanatory gap is a ‘cognitive illusion’ rather unlike standard

visual illusions such as the Müeller-Lyer illusion. Instead, our blind spot leads us

into a motivational sinkhole. We are left forever craving a better explanation of

19Enactive externalism about the mind, or “the extended mind thesis,” provides perhaps the
most promising theoretical approach in this regard. For on that view, minds can have parts (viz.
human beings) that do have the relevant trigger-features.
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consciousness, no matter how many explanations we try.

In this respect, philosophers in the grip of gap-intuitions are akin to people af-

flicted with Prader-Willi syndrome, a complex genetic disorder whose symptoms

include an insatiable desire for food, no matter how much food has been eaten.

People with Prader-Willi syndrome have an intense and constant hunger, typically

eating any and all food they can find. This behavior can quickly lead to extreme obe-

sity, which can call for extreme attempts to curb eating behavior, such as locking the

fridges and cabinets, or even refraining from storing food in the house. Some people

with Prader-Willi have been known to consume non-food objects, their hunger is so

extreme.

While I think Prader-Willi is an excellent example for illustrating the structure

of my account, I don’t want to rest too much on this analogy. Partly this is because

Prader-Willi is a complex disorder, and so the underlying neurocognitive basis for

the unusual food-seeking behavior is not entirely straightforward. More importantly,

however, Prader-Willi is a disorder that involves a kind of malfunction, wherein

cognition and behavior deviate from statistical and biological norms. By contrast,

on my account the gap-intuition is not the result of any malfunction, but is rather

the product of a cognitive capacity for detecting conscious agents. So the comparison

here is less than optimal.

We can find a better analogy in Wansink and colleagues’ work on so-called “mind-

less eating” (Wansink and Kim (2005); Wansink et al. (2005); Wansink et al. (2009);

Wansink (2010)). This research program examines the impact that perceptible en-

vironment cues have on eating behavior. For example, in their article “Bad Popcorn

in Big Buckets,” Wansink and Kim (2005) examine the effect of popcorn bucket-

size on the amount of popcorn consumed. They found that when the popcorn was

served in bigger buckets, the subjects ate significantly more popcorn, even though

the popcorn was intentionally made to taste bad.20 Although the effect here is likely

20How did the researchers make the “bad” popcorn taste bad? It was “stale,” meaning “14 days
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complex (involving various social factors, for example), it is plausible to think that

at least part of the explanation is that simply having a large container of food on

hand acts as a visual cue signaling that eating should continue, and resulting in the

persistence of a motivation to eat. Similarly, Wansink et al. (2005) served subjects

soup either in regular bowls, or in ingeniously designed bowls that automatically and

covertly refilled with soup as the subjects ate. As with the big buckets of popcorn,

subjects ate significantly more in the surreptitious-refill condition. This suggests

that the degree to which food as been depleted from a container also serves as a cue:

seeing a dwindling container of food acts as a cue signaling that eating should soon

stop, and reduces the motivation to eat. Since the “bottomless bowls” of soup never

dwindle, the visual cue never arises, and subjects continue eating (presumably until

more visceral biological cues take hold).

One can see these kinds of effects, or “food traps” as we might call them, as

the product of a food-consuming competency. In many situations, it would make

sense to eat as much food as possible while it is readily available. In particular,

consider the environment of our evolutionary ancestors in which food was relatively

scarce.21 Under those conditions it would make biological sense to eat as much

food as possible while it’s available in abundance, and to conserve food when it

is scarce. Hence, a sensitivity to visual cues such as portion size and percentage

of food remaining would be beneficial, insofar as it would lead to eating at the

appropriate times. And in general, we are pretty good at using these kinds of cues

to help govern our eating behavior. But under Machiavellian circumstances such

as in Wansink’s lab (or in an American restaurant), our competency for responding

to those very same cue features can lead to inappropriate food-motivations and

overeating behavior. It is an unfortunate situation that arises not because of any

internal malfunction, but rather because a basic competency is being exploited by

old” (2005, p. 243). That should be more than sufficient for bad taste!
21Similarly, consider a graduate student at a function where free pizza is served.
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specific environmental features. Similarly, I want to say, for gap-intuitions: they’re

the product of a cognitive competence that is exploited by specific environmental

features occurring in an evolutionarily unusual situation.

Importantly, this analysis will hold for any plausible physicalist hypothesis about

the nature of consciousness, because any plausible physicalist hypothesis will not

make specific reference to perceptible features like having eyes, moving in distinc-

tive trajectories and so forth. All our best physical hypotheses about the nature of

consciousness instead make reference to sub-organismic features, especially neurobi-

ological and neuro-functional features. But having eyes, moving in certain patterns

and so forth are features of whole organisms, and not features of brains or brain-

parts. So whatever features any plausible physicalist hypothesis pinpoints as crucial

for consciousness, we can rest assured that those features will not trigger the agent-

detector.

2.3 The explanatory inadequacy of other psychological factors

I’ve described one cognitive pathway that is sufficient for causing gap-intuitions,

but it might be thought that other factors also play a significant role in producing

gap-intuitions. This is a sensible thought, since it is ultimately an empirical ques-

tion whether other factors play a role. In this section I will describe some other

psychological factors that seem relevant to our explanatory practices, drawing from

the literature and heuristics and biases. Though some of these other factors look

initially promising as causal contributors to the gap-intuition, I will argue that these

factors do a worse job of accounting for the production of gap-intuitions, relative to

my dual-processing account—they play at best a marginal role in producing gap-

intuitions. There is one exception, however. We have some reason for thinking

that introspective processes play a key role in generating gap-intuitions. Thus I will

conclude this chapter by discussing my account in relation to introspection-based

accounts.



93

2.3.1 ‘Traditional’ biases in reasoning

It may be that more general biases in reasoning contribute to our intuitive sense

of dissatisfaction with physicalist theories of consciousness. Following Trout (2002,

2008), one might argue that the classic literature on heuristics and biases teaches

us something important about the relationship between feelings of intellectual

satisfaction and motivations to ‘explain better’ on the one hand, versus the quality

of the explanation on the other. Trout argues that in general, the aha! feeling is a

poor (unreliable) guide to good explanation:

[T]he psychological sense of understanding [i.e. the aha! feeling] is
just a kind of confidence, abetted by hindsight, of intellectual satisfac-
tion that a question has been adequately answered. Thus this sense of
satisfaction is confidence that one enjoys an accurate description of the
underlying causal factors sufficient to bring about the phenomenon we
are examining. But confidence is, notoriously, not an indicator of truth.
(2002, p. 203)

Trout motivates this view in part by pointing to illustrative cases from the history

of science. For example, a geocentric astronomical model produced the aha! feeling

in Ptolemy, even though the geocentric model was eventually determined to be false

and supplanted. Still, Ptolemy’s feeling of insight had many virtues, and his theory

was in the running for “best current physical theory of the day,” and played a

key historical role in the development of better astronomical theories. But Trout

maintains that Ptolemy’s aha! did not enjoy the virtue of truth or veridicality,

because the geocentric theory turned out to be false. Since here the aha! feeling

appears to be divorced from truth even under relatively auspicious conditions (the

feeling occurred in an excellent scientist with one of the best theories on the table),

Trout invites us to conclude that such feelings to not track truth in general.

In addition to appealing to suggestive anecdotes, Trout also musters considerable

evidence from cognitive psychology. In particular, Trout thinks that hindsight bias

and overconfidence bias support the claim that the phenomenology of explanatory
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confidence is not a reliable indicator of good explanation. For example, he takes

the following to be a key piece of evidence from the literature on overconfidence:

Fischoff et al. (1977) asked adults subjects to indicate the most frequent
cause of death in the U.S., and to estimate their confidence that their
choice was correct (in terms of ‘odds’). It turns out that, when subjects
set the odds of their answer’s correctness at 100:1, they were correct only
73 percent of the time. Remarkably, even when they were so certain as
to set the odds between 10,000:1 and 1,000,000:1, they were correct only
between 85 percent and 90 percent of the time. (Trout, 2002, p. 226)

The evidence from the overconfidence bias suggests that we are often more confident

in our knowledge than we ought to be (hence the name of the effect). With respect

to explanatory knowledge, we often think that our explanations are better than they

really are. So in such cases, the aha! feeling is illusory in that it is exaggerated

relative to the quality of the explanation. This kind of illusion is roughly analogous

to size illusions in visual perception (the moon illusion, for example), wherein an

object is perceived to be bigger than it really is.

Although the overconfidence bias suggests that we tend to overestimate the qual-

ity of our knowledge, it is not immediately obvious that this fact can be used to

illuminate the gap-intuition. For the gap-intuition does not appear to be a case in

which we overestimate the quality of our knowledge of consciousness, but rather a

case in which we underestimate the quality of our knowledge. So in order for work

on reasoning biases to shed light on the explanatory gap, we must make a case

that these biases can reduce or limit our intuitive inclination to accept physicalist

theories of consciousness, as opposed to enhancing confidence.

One specific example of a bias in reasoning that might lead to a reduction in

confidence is Tversky and Kahneman’s (1974) representativeness heuristic.

[P]eople typically rely on the representativeness heuristic, in which prob-
abilities are evaluated by the degree to which A is representative of B,
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that is, by the degree to which A resembles B. For example, when A is
highly representative of B, the probability that A originates from B is
judged to be high. (1974, p. 1124)

While Tversky and Kahneman most famously use the representativeness heuristic

as part of an explanation of why people tend to commit the fallacy of ignoring base

rates under certain conditions, they also use it to explain other kinds of errors in

reasoning, such as misperceptions of chance, misconceptions of regression, and the

illusion of predictive validity. Consider misperceptions of chance, for example, in

which people are asked to judge which string of coin flips is more likely. In these

kinds of cases, people tend to judge that strings such as H−H−H−T −T −T are

less probable than strings such as H − T −H − T − T −H. But if the coin is fair,

then each flip of the coin is probabilistically independent of the others, and the two

strings of flips are equally probable. Why do people make this error? Tverskey and

Kahneman’s explanation is that the first string of flips “does not appear random”

(1974, p. 1125). Because the first string contains too many ‘runs’ and not enough

alternations, it fails to be representative of the property of randomness. People

expect the stereotype of randomness (lots of variation, but not systematic variation)

to apply to all parts of the sequence, in addition to the sequence taken as a whole.

In effect, people’s confidence in the randomness of the string is being shaken

because the string contains parts that fail to comport with the stereotypical concept

of randomness: viz. some runs of heads and tails, but not too many, and not too

systematic. In these kinds of cases, confidence in the randomness of the string

arguably begins at about chance (because the subject hasn’t seen the string yet),

then drops below chance if the string does not appear random. But we could also

imagine a case in which a subject believed that they were about to be shown a string

of coin flips, and that the string was a random one (i.e. a fair coin), and hence the

subject would begin with a confidence level significantly above chance. In this kind

of case, it would be reasonable to expect confidence to drop if enough parts of the
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string did not appear to be random.

Interestingly, this explanation in terms of the representativeness heuristic works

only if if people are also inclined to commit a mereological fallacy, the fallacy of

division, in assuming that if a whole has some feature, then its parts must also have

that feature. For if people did not expect the parts to display the same feature

(randomness or orderliness) as the whole string, no expectation would be violated

when some parts of the string failed to look random.

Tversky and Kahneman’s explanation of misperceptions of randomness might

be used to explain why we lack confidence in theories of consciousness—i.e. why

we have a gap-intuition. When we look at a brain, it does not ‘appear conscious,’

in the sense that a brain is not representative of our stereotypes of consciousness,

and especially stereotypes of whole conscious organisms. And similarly when we

consider specific brain processes that physicalist theories identify with conscious

properties: they are not representative of our stereotype of conscious organisms.

So insofar as a representativeness heuristic is active in our processing of physicalist

theories, it should drive an all-else-equal reduction in confidence that the relevant

parts of the brain are conscious. As with misperceptions of chance, the gap-intuition

might result from a combination of the action of the representativeness heuristic

and a mereological fallacy. Interestingly, Bennett and Hacker (2003; 2007) have

argued that neuroscientists commit just this fallacy in attributing mental properties

to sub-personal processes. The error is supposed to be one of assuming that the

parts of a person have the same kinds of mental properties as the whole person.

While Bennett and Hacker are probably not correct that all of neuroscience rests

on a fallacy, their position suggests that there may be something to the idea that

the gap-intuition is driven by these sorts of considerations. The accusation here is

similar to problems that arise from taking homunculi too seriously, or practicing

‘Cartesian materialism’ (Dennett (1991)). Reasoning about parts and wholes in the

mind and brain is certainly a tricky matter, and it wouldn’t be altogether surprising
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if an error in this vicinity contributes to the production of the gap-intuition.

All in all, however, it seems that if the representativeness heuristic and mere-

ological fallacy do contribute significantly to the production of the gap-intuition,

their contribution is likely nullified or balanced out by other classic reasoning bi-

ases, such as the overconfidence bias. It is hard to know exactly how to weigh the

contribution of various biases, but in the absence of any strong reason for thinking

that the contribution of any one bias is especially powerful, it seems reasonable to

suppose the various biases are roughly equal in strength.

2.3.2 The illusion of explanatory depth

Whereas the classic heuristics and biases are general in nature, and apply to all sorts

of problem domains, it may be that there are some heuristics or biases specific to our

explanatory practices. For example, Keil’s illusion of explanatory depth (or “IED”)

looks to be a kind of cognitive bias that applies only to explanatory reasoning, and

not to reasoning about other domains such as facts or narratives (Keil and Wilson

(2000); Rozenblit and Keil (2002); Keil (2005)). Keil and his colleagues found that

under certain conditions, subjects tend to systematically overestimate the extent or

‘depth’ of their explanatory knowledge. This research was inspired by an apparently

familiar phenomenon: “We frequently discover that a theory that seems crystal clear

and complete in our head suddenly develops gaping holes and inconsistencies when

we try to set it down on paper” (Rozenblit and Keil, 2002, p. 522). The ‘illusion’

here is just that we often think we have a pretty rich explanation in hand, but when

it comes time to do the explaining, it turns out that the explanation was significantly

more impoverished or “skeletal” than initially thought.

In their experiments, Keil and colleagues aim to determine the magnitude or

extent of this phenomena in ‘amateur explainers’ (mostly undergraduates), and

also to illuminate and tease apart some of the factors that contribute to the phe-

nomenon. The most extensive experimental investigation can be found in Rozenblit
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and Keil’s (2002), in which they conducted a series of experiments to determine, in

part, whether they could manipulate the IED by varying the features of the explana-

tory target. And indeed they found that the IED could be enhanced, mitigated, or

eliminated by varying certain features of the explanatory target. The experimental

design is somewhat complex, but understanding it is necessary to understand the

nature and importance of the results. Thus I will describe it here in some detail.

In the main experiment, Rozenblit and Keil presented subjects with a “device or

phenomenon” stimulus selected from a set of 8 test items and 40 distractors. The

test items were speedometer, zipper, piano key, flush toilet, cylinder lock, helicopter,

quartz watch, and sewing machine. Distractors involved similar devices/phenomena,

which were predominantly but not exclusively designed artifacts. The experimental

procedure consisted of five phases, the first of which was a training phase. Subjects

were asked (time and again throughout the experiment) to rate their understanding

of the stimulus device on a 7-point scale, indicating whether they felt they had a

deep, partial, or shallow understanding of the device. Subjects were trained with

two examples, one for which most adults had at least a rudimentary mechanistic

understanding (a cross bow), and one for which most did not (a GPS receiver). The

examples were accompanied by text and diagrams. In phase two, subjects gave rat-

ings of understanding for each of the 48 test items—at this stage diagrams were not

included, and they were given 10 minutes to complete the ratings. This rating was

labeled “T1” (with four more ratings T2-T5 yet to come). In Phase three, subjects

were asked to write a detailed explanation of four out of the eight test devices, and

were encouraged to include illustrations and diagrams as necessary.Then subjects

re-rated their understand of those four devices (T2). In phase four, an experimental

confederate asked subjects a series of critical “diagnostic” questions about the four

devices that they had previously explained. The idea here was that subjects could

not answer these questions correctly without a relatively deep understanding of the

device (e.g. “How do you pick a lock?”). After answering the diagnostic questions,
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subjects re-rated their understanding of the four devices (T3). In phase five, sub-

jects were presented with brief written explanations of the devices written by an

expert, and supplemented with diagrams. Afterward, they provided two ratings:

one of their understanding just before reading the expert explanation (T4), and one

of their understanding after reading the expert explanation (T5).

The basic finding of the main experiment is that subjects initially (T1) rated their

understanding as fairly good, but ratings dropped significantly at each successive

phase until just before subjects received the expert explanation. The final ratings of

understanding (T5) jumped back up to levels significantly exceeding the initial rating

(T1), reflecting a restoration of confidence after receiving the expert explanation.

This basic finding was replicated using a variety of subject pools, and using a variety

of test items. Rozenblit and Keil also ran versions of the experiment to test whether

the effect is specific to explanatory understanding, as opposed to understanding of

facts or narratives. Here they found that when subjects were probed for confidence

in knowledge of narrative stories or rote facts, the IED effect disappeared, suggesting

that it is specific to explanatory knowledge. Finally, Rozenblit and Keil carried out

a version of the study intended to rule out the alternative hypothesis that subjects

were changing their ratings as a result of changing beliefs about the experimenter’s

expectations, rather than as a result of changing levels of confidence.

In light of these findings, Rozenblit and Keil hypothesize that some relatively

specific factors contribute to confidence in an explanation, including:22

(IED1): the number of visible versus hidden parts.

(IED2): levels-of-analysis confusion, in which one mistakenly believes
that because one understands the device at one level of analysis,
one also understands the device at deeper levels of analysis.

(IED3): ‘indeterminate end state,’ or ignorance about how many levels
of analysis must be considered in ordered to yield a good explana-
tion.

22Rozenblit and Keil (2002, pp. 548-551)
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The suggestion is that these kinds of factors influence whether and to what extent

subjects feel like they have good explanations in hand, independently of whether

those subjects are actually able to provide explanations. For example, a device

such as a bicycle would tend to produce exaggerated ratings of confidence in one’s

understanding, because most or all of its parts are readily visible and available for

inspection. A device such as a toilet would tend to produce exaggerated feelings of

understanding, because the fact that a subject knows how the toilet functions at a

high level (“Pull the lever, and the waste goes down the chute”) tends to induce

overconfident judgments about deeper understanding. And so on.

While the presence of these factors tends to produce exaggerated ratings of un-

derstanding, it is plausible that the absence of these factors may lead subjects to

underestimate their understanding. Further, there may be factors whose presence

tends to bias subjects toward underrating their level of understanding (Rozenblit

and Keil did not look for such factors). In other words, distinctively explanatory

cues and heuristics may lead to inappropriate hmm... feelings as well as inappro-

priate aha! feelings. Could the gap-intuition be a case in which explanatory cues

like the number of visible versus hidden parts contribute to explanatory undercon-

fidence? Consciousness is thought by many to reside in the brain, and the brain

has a huge number of hidden parts and processes. The brain is not even visible in

a living conscious organism, and throughout the history of neuroscience one of the

perpetual challenges has been to find better ways to measure the occult processes

occurring within. So it is plausible that the brain’s large ratio of hidden parts ver-

sus visible parts could contribute to underconfidence in brain-based explanations of

consciousness.23 Relatedly, many philosophers have thought that consciousness is

private in some very strong sense, and thus quite strongly hidden (invisible, even).

Even if those philosophers are wrong that consciousness is private in principle, the

23Interestingly, if this line works for brain-based explanations of consciousness, it would seem
to work for all brain-based explanations. This is because the brain always has a large number of
hidden versus visible parts, no matter what mental phenomenon it is playing a role in explaining.
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strong intuitive inclination to think that consciousness is private may contribute to

an IED bias that drives us to underconfidence in explanations of consciousness.

2.3.3 Neurophilia and ‘brain-bias’

Weisberg et al. investigated “whether the mere mention of a neural process can

affect subjects’ judgments of explanations” (2008, p. 475). They found that simply

adding irrelevant bits of neuroscientific jargon into an explanation of a psychological

phenomenon significantly boosted subjects’ ratings of satisfaction with the relevant

psychological explanation. This suggests that neuroscientific explanations may ac-

tually bias us toward accepting physicalist theories of consciousness, as opposed to

producing gap-intuitions.

The experiment had a 2 x 2 design. First, subjects were presented with either

a good or bad explanation of some psychological phenomenon such as “the curse of

knowledge.” The curse of knowledge involves a bias to overestimate the proportion

of other people that know some piece of information that is already known by the

subject. For example, if the subject already knew that Jonny Greenwood was a

founding member of the band Radiohead, then the subject might judge that 40

percent of people know this fact, when the correct answer is a significantly lower

percentage. Weisberg et al. presented subjects with the following good versus bad

explanations of this curse (2008, p. 471):

Good The researchers claim that this “curse” happens because
subjects have trouble switching their point of view to consider
what someone else might know, mistakenly projecting their own
knowledge onto others.

Bad The researchers claim that this “curse” happens because subjects
make more mistakes when they have to judge the knowledge of
others. People are much better at judging what they themselves
know.
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While the good explanation is clearly incomplete, it is at least on the right track. The

bad explanation, by contrast, is obviously bad because it simply re-describes the phe-

nomenon in slightly different terms (i.e. it is objectionably circular or vacuous). The

basic good/bad conditions were further modified by manipulating whether extrane-

ous neuroscientific information was included. For example, in the with-neuroscience

condition, the following information was included: “Brain scans indicate that this

curse happens because of the frontal lobe brain circuitry known to be involved in

self-knowledge.” In the without-neuroscience condition, this extra information was

not included. The result was that subjects who evaluated the neuroscientific expla-

nations rated them as significantly more satisfying than the non-neuroscientific ones,

independently of whether the explanation was good or bad. That is to say, merely

adding irrelevant information about the brain led to boosted subjective ratings of

explanatory quality.24

Weisberg et al. ran the same type of experiment on two other populations:

students enrolled in an introductory cognitive neuroscience class, and expert neu-

roscientists. The basic finding was replicated for students in the introductory neu-

roscience class. However, when Weisberg et al. ran the same study on expert

neuroscientists, the effect disappeared. That is, expert neuroscientists did not rate

the explanations containing extraneous neuroscientific information as significantly

more satisfying than the non-neuroscientific explanations. The authors conclude

that among novices, “logically irrelevant neuroscience information can have much

more of an impact on participants’ judgments than it ought to” (2008, p. 475).

However, they remain relatively confident that expert neuroscientists do not fall

prey to the same sort of trap.

By contrast, Trout expresses pessimism about the absence of a ‘brain-bias’ in

the judgements of the expert neuroscientists:

24It should be noted that subjects did successfully discriminate the good explanations from the
bad explanations: they judged the good explanations to be significantly more satisfying. So at
least they were not entirely hopeless.
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The main effect of experiment three by Weisberg et al. on experts
emerged not in recognizing how bad the non-neuroscientific explanations
were but in being less impressed with the good neuroscientific explana-
tions. (Trout, 2008, pp. 281-282)

Trout is pointing out that in experiment three, experts rated good non-

neuroscientific explanations as moderately satisfying, and by contrast rated good ex-

planations with irrelevant neuroscience as moderately dissatisfying. That is, adding

neuroscientific information into an explanation that was already good resulted in

less explanatory satisfaction on the part of expert neuroscientists. On the surface, it

is plausible that the experts’ ratings reflected the fact that they were not subject to

a ‘neuroscience bias.’ However, Trout offers an alternative explanation, according

to which neuroscientists are simply less impressed with neuroscientific information

more generally, due to their familiarity with the subject matter and its pitfalls:

There are similar effects on experts in other domains... Experts might
be less hoodwinked by neuroscientific explanations for the same reason
that improving a person’s skills reduces their overconfidence about them.
(2008, p. 282)

This interpretation of the experts’ ratings in experiment three is consistent with

their falling prey to the same sort of bias as the non-experts. Indeed, with respect

to experts’ ratings of bad explanations, Weisberg et al.’s data suggest a trend in

this direction, though the trend does not reach the level of statistical significance.

It would not be altogether surprising to find that the bias persists even in experts,

as it has been found that experts in other domains (such as probabilistic reasoning)

are prone to make similar sorts of errors (Tversky and Kahneman (1974)). While

more research is needed to determine the extent to which expertise can attenuate or

eliminate a “neuroscience bias,” at present we cannot rule out the possibility that

it is operative even in experts.
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Weisberg et al.’s results results are provocative, and clearly relevant to our ex-

planatory practices in cognitive neuroscience, including the explanation of conscious-

ness. But on the face of it, the results seem to militate against a gap-intuition, rather

than contributing to one. And when we consider these ‘brain-bias’ results in the

broader context of the other explanatory biases and heuristics I’ve just canvassed, it

seems that whatever reason we have for thinking that one other these other psycho-

logical factors plays a role in producing the gap-intuition, we have a complimentary

reason for thinking that some other factor plays a countervailing role. Regarding

‘classic’ heuristics and biases, some of these are suggestive of a gap-intuition, while

others seem to militate against a gap-intuition. The results on ‘brain bias’ suggest

that we should find neuroscientific explanations of consciousness especially satisfy-

ing, whereas Keil’s work on the illusion of explanatory depth suggests the opposite.

So all in all, it’s reasonable to think that these various factors ‘cancel each other

out,’ and do not play a central role in generating the gap-intuition.

2.4 Introspection: not necessary for gap-intuitions

The time has come to discuss the elephant in the room: introspection. It is widely

agreed among contemporary philosophers of consciousness that introspection plays

a central role in generating gap-intuitions. For example, so-called “phenomenal

concept strategists” hold that we undergo gap-intuitions because our scientific and

introspective concepts of consciousness cannot be connected via a priori inference,

and this a priori feature is typically explained in terms of some broadly psycho-

logical feature of introspection (e.g. Tye (1999); Block (2006)). And dualists like

Chalmers (1996) take introspection to play a key role, for similar reasons: introspec-

tive acquaintance is the means by which we come to know about the phenomenal

properties that are supposed to pose a challenge for physicalist explanations. Even

strong deflationists like Dennett (2002) hold that a traditional (and purportedly

mistaken) view of the nature of introspection plays a key role in generating the con-
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fusion surrounding the explanation of consciousness. So it would be quite surprising

and controversial if introspection had nothing to do with our intuition that there is

an explanatory gap.

I don’t deny that introspection is probably part of the psychological story, insofar

as psychological facts about how we introspect may help to explain the causal origin

of our gap-intuitions. But even if we suppose, as is plausible, that introspection

does play a role, I would still deny that this is the whole story about the gap-

intuition, because there is at least one other route to the gap-intuition that does not

rely on introspection (as I’ve argued in this chapter). Either the agent-detector or

introspection might fail to integrate properly with the theory-system, thus yielding

a gap-intuition. Either way, we end up with a strong intuition that consciousness

cannot be explained by any physical theory, and a drive to seek further explanations.

So at best, introspective accounts spell out a sufficient condition for gap-intuitions.

By the same token, my own account at worst spells out merely a sufficient condition

for generating gap-intuitions. The prospect of two routes to the gap-intuition is

an exciting one, because most psychological accounts in the current literature focus

primarily or exclusively on the properties of introspection.

Feigl’s (1967) thought experiment involving an ‘auto-cerebroscope’ nicely high-

lights both the observational (i.e. agent-detector-based) route and the introspective

route to the gap-intuition. The auto-cerebroscope is a device that allows you to

view the inner workings of your own brain in real-time, while also allowing you to

introspect your experiences as they occur. When you view the activity of your own

brain via the cerebroscope, your agent-detector will not be triggered, thus it will

not observationally corroborate a neuroscientific theory of consciousness. This will

generate a gap-intuition, if you consider the prospect that consciousness is identical

to some physical brain-properties that you are observing via the cerebroscope. You

can also compare the readings of the cerebroscope to the contents of introspection,

resulting in a similar gap-intuition: “There’s no way that the information displayed
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on the cerebroscope is all there is to this experience,” where “this” serves serves

to pick out some property of experience via introspection. Viewing the operations

of your own brain via the cerebroscope will not trigger your introspective concept,

and introspection will fail to corroborate any neuroscientific theory of consciousness.

Thus you will be left with a craving for further explanation. Here too, it is plau-

sible to think the lack of introspective corroboration of neuroscientific theories will

produce a gap-intuition.

It seems to me quite likely that a complete psychological account of the gap-

intuition will involve both introspective and third-person observational processes.

But insofar as we are pursuing a psychological account, we should attempt to inte-

grate our account of introspection with empirical methods and results (for reasons

canvassed in §1.3.3). Strongly empirical approaches to introspection are relatively

uncommon (compared to armchair approaches), but there are nonetheless plenty of

examples in the literature. For example, Gallagher and Sørensen (2006) and Kriegel

(Forthcoming) analyze introspection with an eye toward integration with empir-

ical methods. Schwitzgebel (2011) takes an empirically-informed (and skeptical)

approach to the epistemology of introspection. Nichols and Stich (2003) analyze

introspection directly in functional/representational terms and draw heavily from

cognitive science: they hypothesize that introspection is a kind of internal monitor-

ing mechanism. To my knowledge, this sort of approach has not been applied to ex-

plaining gap-intuitions specifically, but it is a promising avenue for further research.

By developing more strongly empirical accounts of introspection, the psychological

barrier theorist may be able to account for both introspective and third-person-

observational routes to the gap-intuition directly in psychological terms. I will not

develop any such account here—I simply want to point out that the psychological

barrier diagnosis suggests a promising direction for future research.

An interesting feature of my non-introspective psychological account of gap-

intuitions is that, taken by itself (with no introspective augmentation), it is con-
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sistent with the view that we have no special introspective faculty, and thus that

introspection plays no role whatsoever in generating gap-intuitions. Such accounts

are descendants of Sellars’s view of self-knowledge, famously illustrated with his

‘myth of Jones.’ Jones is a genius among a population that only speaks a ‘Rylean

language,’ i.e. a language that contains only terms and concepts for referring to

externally observable properties. Moreover, we are to imagine that Jones and his

ilk have no terms or concepts for referring to mental states (at least initially), and

especially no faculty of introspection or internal observation. Sellers’s myth aims to

show how such creatures could come to know about other minds, and about their

own minds, on a purely third-personal theoretical basis:

[I]n the attempt to account for the fact that his fellow men behave
intelligently not only when their conduct is threaded on a string of
overt verbal episodes—that is to say, as we would put it when they
“think out loud”—but also when no detectable verbal output is present,
Jones develops a theory according to which overt utterances are but
the culmination of a process which begins with certain inner episodes.
(Sellars, 1956, p. 317)

Once our fictitious ancestor, Jones, has developed the theory that overt
and verbal behavior is the expression of thoughts, and taught his compa-
triots to make use of the theory in interpreting each other’s behavior, it
is but a short step to the use of this language in self-description. (1956,
p. 320)

Sellars’s myth is of course a fiction, but is intended to provide a proof-of-concept

or ‘how-possibly’ explanation of how we might come to know about our own minds

without relying on introspection. The approach to self-knowledge is essentially one of

elimination—introspective judgment is jettisoned, and all self-knowledge is reduced

to essentially third-personal ways of knowing. Views in this family include those of

Ryle (2000), Dennett (1991), and Gopnik (1993).
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When we pair this third-personal approach to self-knowledge with my ‘blind spot’

account of gap-intuitions, interesting theoretical possibilities open up. Primarily, it

becomes clear how we might argue that gap-intuitions arise in a way that has nothing

to do with introspection. The suggestion is to banish introspection from the picture

of gap-intuitions, and replace it with third-personal descriptions of properties that

we believe or judge our experiences to have. On this picture, we need not directly

introspect our experiences, but merely hold certain characteristic beliefs about them,

in order to generate gap-intuitions. Thus we might explain the appearance of an

explanatory gap entirely in the third-person mode, without appealing directly to

introspection. Integrating a third-personal approach to gap-intuitions with my third-

personal psychological account contributes considerably to the approach’s overall

plausibility, and this sort of view of gap-intuitions is one that should be left on the

table and pursued vigorously.

I do not want to push too hard in this direction at present. As a believer in

introspection, my inclination is to search for psychological mechanisms that underlie

our introspective capabilities, and attempt to further explain our gap-intuitions in

terms of those mechanisms. Still, the idea idea of psychologically accounting for

gap-intuitions while doing away with introspection altogether is an intriguing one,

and worthy of further consideration.
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CHAPTER 3

GENETIC ARGUMENTS AGAINST GAP-INFLATIONISM

In this chapter I consider gap-intuitions as a potential source of epistemic justi-

fication for the belief that physicalist theories leave something important about

consciousness unexplained. I argue that if my psychological account is correct, the

belief that physicalist theories leave something out is unjustified, insofar as that

belief epistemically depends on the gap-intuition.

The claim that physicalist theories leave out something important about con-

sciousness unexplained plays a key role in arguments against physicalism. As I

mentioned in chapter one, it is extremely plausible to think that our gap-intuitions

play an evidential role in supporting that claim. For example, it is highly plausible to

think many philosophers accept (or are tempted to accept) premise E2 of Chalmers’s

explanatory argument against physicalism on the basis of their gap-intuitions:

(E2) Explaining structure and function does not suffice to explain con-

sciousness.

This premise is often informally supported by an appeal to the intuition that no

matter how much scientific theorizing about consciousness we engage in, there will

be an open question about why certain physical states are associated with certain

conscious states (or any conscious states at all, for that matter). Jackson (1982), for

example, explicitly and directly appeals to intuition in defense of the sort of claim.

We have a powerful intuitive sense that this really is an open question, and that it

will remain open come-what-may in terms of scientific explanation. Of course more

formal and technical reasons are often given in support of an E2, for example those

elaborated by Chalmers and Jackson in their (2001). But highly technical defenses
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of E2 hardly seem necessary, at least initially, in light of its intuitive plausibility—

and it is noteworthy that the more technical defenses of E2 rarely convince those

philosophers who have not already given in to their gap-intuitions. Chalmers is

right to suggest that the debate ultimately turns on intuition. But is this powerful

intuition ultimately enough to justify the belief that physicalist theories really leave

something about consciousness unexplained? If so, then Chalmers’s explanatory

argument is very powerful indeed. If not, then we lose justification for believing

in gap-inflationism, i.e. the view that our gap-intuitions indicate a deep epistemic

problem for physicalist explanations of consciousness.

In light of the psychological account presented in chapter two, I will argue that

the gap-intuition does not justify belief in gap-inflationism, and hence does not give

us any strong reason to endorse E2. To this end I will develop a Freud-inspired

genetic argument, which will challenge the evidential status of gap-intuitions by

appealing to features of the cognitive mechanisms from which those intuitions origi-

nate. In §3.1 I review Freud’s genetic argument and some of its important features.

In §3.2 I articulate a notion of prima facie (or ‘ceteris paribus’) justification, contrast

it with ultima facie (or ‘all-in’) justification, and briefly defend the thesis that an

intuition that P yields a prima facie reason for believing P . In §3.3 I introduce a

notion of “epistemic defeat,” and spell out two different ways in which a prima facie

reason for believing a proposition P can be defeated, thus rendering P ultima fa-

cie unjustified. Of crucial importance will be undercutting defeaters, which “attack

the epistemic connection” between a prima facie reason and a prima facie justified

proposition P . Throughout the remainder of the chapter, I will consider various

ways in which facts about the psychological origin of our gap-intuitions might pro-

vide defeaters that undercut our prima facie reason for believing premise E2 on the

basis of gap-intuitions.
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3.1 Freud’s genetic argument

I will model my case, roughly, on Freud’s (1927/2010) famous genetic argument.

Freud argues that belief in god is unjustified because it originates in wishful thinking.

He notes that it’s doubtful whether most believers have considered and accepted

any of the famous philosophical arguments for the existence of god, such as the

cosmological argument or Anselm’s ontological argument. So while there are some

possible justifications for belief in god in the offing, it is implausible that most

believers in god do so on the basis of these kinds of reasons.

Freud proposes an alternative hypothesis: most people believe in god because

of non-epistemic factors. For example, fear of death and a desire for immortality

provide one such non-epistemic motive for believing in god. Belief in a protecting god

may mitigate fear of death, and preserve hope that the desire for immortality will be

satisfied. Belief in god also promises to satisfy the desire to inhabit a fundamentally

just and orderly world: an all-powerful god is supposed to have the wherewithal to

punish the wicked and reward the righteous. We can lump together these motives

for believing in god under the heading ‘wishful thinking.’

[R]eligious ideas... are illusions, fulfillments of the oldest, strongest and
most urgent wishes of mankind. The secret of their strength lies in the
strength of those wishes. (1927/2010, p. 38)

It makes sense that many people would want to believe in god, because if there

really were a god, he might help us to satisfy our wishes to be protected, to live

forever, and to live in a just world. That is, he might provide the means for fulfilling

our strongest and most urgent wishes.

If it’s true that belief in god is based on these kinds of wishes, then beliefs based

on wishful thinking seem to be epistemically groundless. Merely desiring that some

claim P be true does not constitute an epistemic reason or justification for believing



112

P . Thus a belief that P fails to be epistemically justified when it is based upon non-

reasons like wishful thinking.1 So if it is true that belief in god is based on wishful

thinking, then it follows that belief in god is epistemically unfounded. Freud does

not aim to establish that god does not exist—his arguments, even if sound, leave

open the possibility that god exists. Rather he aims only to show that belief in god

is generally not based on good reasons (or any reasons at all). As such, belief in

god is an “illusion” in Freud’s sense, by which he means simply that it is not based

on any good epistemic reasons.2 This form of argument serves to put the onus on

the believer to provide some positive reasons for holding the belief, thus shifting the

dialectical burden of proof.

In the spirit of Freud, I will develop a genetic argument against belief in premise

E2 of the explanatory argument against physicalism. E2 is generally based on

intuition—that is to say, a wide swath of philosophers of mind believe E2 (or are

tempted to believe it) on the basis of gap-intuitions. But our gap-intuitions have

a causal origin (described in chapter two) that seems highly suspicious from an

epistemic standpoint. In light of their genealogy, we should conclude that gap-

intuitions do not epistemically justify belief in premise E2. My aim is not to show

that E2 is false—it is simply to undercut a common justification for the premise.

Thus I will argue that belief in gap-inflationism (or a ‘real’ explanatory gap) is an

‘illusion’ in Freud’s sense, and attempt to saddle proponents of E2 with the burden

of defending it in a way that does not depend on gap-intuitions.

Before proceeding to develop my genetic argument, it is important to note some

key differences between my strategy and Freud’s strategy. First there is a difference

in what we might call the ‘mechanism’ or ‘causal basis’ of the belief. Both arguments

appeal to unconscious mental processes in explaining the psychological origins of

1To most philosophers it will seem obvious that wishful thinking is an epistemically bankrupt.
But for an outlier in this regard, see Plantinga (2000).

2Freud contrasts ‘illusions’ in this sense with “delusions,” which are false beliefs that also have
an epistemically poor basis. In these terms, he does not argue that a belief in god is delusional,
but simply that it is an illusion for most believers.
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the ‘target’ states, but those processes nonetheless have different epistemological

features. On Freud’s account, the belief in god is based on wishful thinking that

occurs below the surface of ‘the mental iceburg,’ so to speak.3 On my account,

belief in premise E2 is based on gap-intuitions, which are produced by the low-level

agent-detector and a resulting ‘glitch’ in its interface the theory system.

This difference in mechanism leads to further differences in the overall character

of the arguments, the most important of which involves the ‘default’ epistemic

status of beliefs held on the basis of the relevant mechanisms. Whereas wishful

thinking is plausibly never justification-conferring, it’s quite plausible that beliefs

are at least sometimes epistemically justified by intuition. Indeed, in the following

section, I will sketch an account of intuitions on which it is plausible to think

that having an intuition that P yields a prima facie or ceteris paribus reason for

believing P in the absence of further considerations. Regarding belief in premise

E2, our gap-intuition give us some prima facie justification for believing that those

explanations really do leave something out. The initial burden of proof is on the

would-be debunker to show that the intuition does not support the belief. Papineau

draws attention to this dialectical point, just before (oddly) denying it:4

[D]on’t materialists owe us some explanation of this intuition? Dont
they need to explain it away, by showing why it arises even thought it is
false? And until we are given such an explanation, shouldn’t we regard
the dualist intuition as prima facie evidence against materialism? (2011,
p, 11)

I think that materialists do owe us some such explanation. If the gap-intuition

3Freud, of course, casts his hypothesis in terms of the framework of armchair psychoanalysis.
Interestingly, however, the claim that belief in god is based on the desire to avoid death enjoys some
empirical plausibility in light of ‘terror management theory’ (Pyszczynski et al. (1999)). According
to terror management theory, priming subjects with the prospect of death (either consciously or
unconsciously) activates an automatic ‘defense mechanism’ that serves to ward off death-thoughts.
In part, this effect involves ‘amping up’ salience and confidence in certain core beliefs about the
meaning and purpose of life, including religious beliefs (such as the belief that god exists) and
beliefs about cultural and national identity.

4Papineau argues for the conclusion that materialists don’t in fact owe us an explanation of the
gap-intuition. In the passage quoted here, he simply gives voice to a common sentiment.
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provides prima facie justification for believing that physicalist explanations are in-

complete, then we are justified in taking the intuition at face value unless and until

we can undermine our intuitive justification for believing E2. We might say that the

intuition is epistemically “innocent until proven guilty.” Thus I take up the burden

of explaining why gap-intuitions do not ultimately yield a good reason for belief in

gap-inflationism.

3.2 Intuitions as sources of prima facie justification

It is widely agreed that intuitions play an evidential or justificatory role in philo-

sophical argumentation. Intuitions are used to support premises in arguments, and

as reasons to reject counterintuitive theories. Philosophical inquiry often begins by

taking an intuition at face value, and attempting to construct a theory that com-

ports with (or vindicates) that which we intuitively believe to be true. We can

understand “taking an intuition at face value” as holding a belief that P simply

because we have an intuition that P , in the absence any further analysis, argument,

or evidence. When we take an intuition at face value, we are (at least implicitly)

taking the fact that we have the intuition to be a prima facie reason for believing

the content of the intuition. A prima facie reason is an epistemic presumption in fa-

vor of P . But this presumptive justification can be overturned by further reasoning.

Following Senor (1996), I understand prima facie justification in contrast to ultima

facie or “all-in” justification:

A belief is prima facie justified iff it bears the appropriate relation to a
state or process that will make the belief ultima facie justified if there is
no other state or process relevant to the justificatory evaluation of the
belief. (1996, p. 554)

One can think of prima facie justification in this sense as a kind of ceteris paribus

justification. To say that a belief is prima facie justified in virtue of an intuition is to



115

say that all else equal, the fact that we have the intuition gives us a reason to hold

the belief. But it may be that all else is not equal, and that further considerations

undermine or overwhelm the justificatory connection between the intuition and the

belief. That is, it may turn out that the justification is not ultima facie, and the

belief may turn out to be unjustified all-things-considered. Thus, a prima facie

reason for P is a fallible justification for believing P . If a belief is not merely

prima facie justified, but also justified in light of all epistemically relevant states or

processes, then it is ultima facie justified.

It is natural to think that we have prima facie justification for believing the

contents of our intuitions, but in what does this justification consist? For present

purposes, we do not need to settle on a specific answer to this question. Senor

correctly points out that there are ways of understanding the prima/ultima facie

distinction on all the mainstream accounts of the nature of justification, including

evidentialism, reliabilism, holism, and contextualism about justification (1996, p.

554). Although ignoring these differences will steamroll some theoretical wrinkles,

my overall argument will function in roughly the same way on various accounts of

the nature of justification generally, and of prima facie justification in particular.

Similarly, why should we take intuitions in particular at face value? What

epistemic basis do we have for thinking that intuitions yield prima facie justified

beliefs? There are many answers to this question, and extensively defending a

particular account of how intuitions generate prima facie reasons to believe is both

beyond the scope of this dissertation, and irrelevant to the main thread of my

debunking argument. In lieu of an extended defense, I will review two prominent

accounts on which intuitions are able to play the role of supplying fallible prima

facie justification. If intuitions are able to play this role, my genetic argument will

be applicable. So it will be sufficient to show that there exist defensible accounts

on which intuitions can play this role.
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On Jackson’s (1998) account, intuitions are armchair judgments about cases.

On this view, intuitions are analogous to observational data in science, and may

play the same kinds of theoretical roles that observational data plays in scientific

reasoning. For example, the intuitive judgment that Gettier cases are not cases of

knowledge amounts to one such ‘data point’:

Gettier described certain possible cases of true by accident but neverthe-
less justified belief, and invited us to agree with his intuition that they
should not be described as cases of knowledge. We accepted his invita-
tion, and the analysis of knowledge merry-go-round started. (Jackson,
1998, pp. 28-29)

On Jackson’s picture, intuitive data serves to guide our philosophical theorizing in

two ways. First, it demarcates a domain of inquiry by placing intuitive constraints

on the world—i.e. by telling us what the world would have to be like in order to

count as a case of knowledge (for example). Here, our intuition tells us that our ‘pre-

theoretic’ concept of knowledge requires more of the world than mere justified true

belief. In this sense, our intuitions ‘tell us what the subject matter’ of our inquiry

is about, and sets some conceptual boundaries that make the inquiry an inquiry

about knowledge. We can then examine the world to see whether it really has some

property that satisfies our intuitions about knowledge (or some other domain of

philosophical interest).

Besides framing the subject matter, on Jackson’s model intuitions also guide

inquiry by lending epistemic support to theories via inference to the best explanation

of the intuitive data. We can use intuitive data to evaluate theories, in roughly the

same way that we use observational data to evaluate scientific theories. A theory is

good to the extent that it is able to accommodate as many intuitive ‘data points’

as possible:

In sum, the business of extracting the cases that count as Ks from a
person’s responses to [i.e. intuitions about] possible cases is an exercise
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in hypothetico-deduction. We are seeking the hypothesis that best makes
sense of their responses[,] taking into account all the evidence. (Jackson,
1998, p. 36)

This abductive approach to the epistemology of intuitions suggests that we should

take our intuitions at face value, and give them the status of prima facie reasons.

All else equal, explanations that preserve or vindicate our intuitive picture of the

world are preferable because of a dialectical principle of charity, and because they

respect the theoretical virtue of conservatism.5 That is to say we should prefer a

theory that vindicates our intuitions over a theory that debunks them, given that

the two theories both account for all of the intuitive data points, are equally modest,

equally simple and so on.

However, this view of intuitions also renders them fallible, since the best expla-

nation of the all the data sometimes involves denying that the world satisfies our

intuitive constraints. For example, Jackson reports having the intuition that free

will is incompatible with determinism. But he also believes that the world is deter-

ministic, and that we have free will. In light of compatibilist arguments, Jackson

thinks the proper theoretical response is to endorse compatibilism:

[C]ompatibilists do, it seems to me, show, first, that the folk concept of
free action involves a potentially unstable attempt to find a middle way
between the random and the determined, second, that the folk concep-
tion is nowhere instantiated, and, third, that a compatibilist substitute
does all we legitimately require of the concept of free action. (1998, p.
45)

If this is right, then the best explanation of free will involves rejecting one or more

of our intuitions—that is, the best explanation involves accounting for some of

the intuitive data by ‘explaining them away’ as mistaken or confused. Adopting

5There is also a concern that if an explanation debunks too many of our intuitions, we end up
fundamentally changing the subject matter of the inquiry entirely.
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compatibilism allows us to maintain the belief that free will exists, and that the world

is deterministic, but requires us to reject our intuition that free will is incompatible

with determinism. If we adopt compatibilism, it is not as if our incompatibilist

intuitions disappear—we simply override them with further theoretical reasoning.

On this view of the theoretical role of intuitions, our intuitive judgments enjoy an

all-else-equal presumption of correctness. However, they are also fallible, and may

be overturned by further reasoning, as in the case of free will.

On Sosa’s (2007) virtue-theoretic account of intuitive justification, intuitions are

occurrent mental states, ‘intellectual seemings,’ that are neither perceptions nor

beliefs.6 Intellectual seemings attract us to either affirm or deny their propositional

contents, can serve as an epistemic basis for beliefs, and importantly, can have false

contents. Part of Sosa’s project is to show how intuitions of this sort can furnish

reasons to believe, despite the possibility of having false contents—i.e. to show how

intuitions can provide prima facie or fallible justification. His strategy is to depict

intuitions as products of exercising our cognitive competencies:

We explain the formation of true, apt beliefs in whole fields of true
propositions by appeal to such abilities seated in a subject. But these
abilities need not be thought infallible, which they would have to be if
we defined them as abilities always to discern the true from the false
in those fields. Our abilities might be highly reliable without being
infallible... Suppose that, through no fault attributable to the subject,
things go wrong like that, the effect being a false belief. Even so, the
belief might be epistemically justified, in the following sense: that it
is well-formed, rationally well-motivated, deriving as it does from the
exercise of a virtue; that is to say, from a feature of the subjects mind
that guides him reliably well in normal conditions. (2007, p. 6)

Sosa repeatedly illustrates this approach by analogy to our epistemic situation in

cases of visual illusion, such as the Müeller-Lyer illusion. The lesson he wants us

6It is interesting that while Sosa explicitly denies that intuitive seemings are perceptions, or
even perception-like, he nonetheless makes extensive use of analogies to visual perception—and
especially perceptual illusions—in the course of articulating and defending his view.
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to draw from the example is that exercising a cognitive competency can result in

a justified-yet-false belief, under certain abnormal conditions. In the case of the

Müeller-Lyer illusion, we exercise a visual competency, because we have the deep-

seated ability to use vision to form true beliefs, including beliefs about the relative

lengths of lines, under a wide range of circumstances. Indeed, this competency is

part of the explanation for why we are justified in forming beliefs on the basis of

vision: exercising the competency is a manifestation of epistemic virtue, which plays

a key role in underwriting justification, on Sosa’s view.

Yet exercising this visual competency with respect to a Müeller-Lyer illusion

can leads to false beliefs, even when vision is functioning properly and the viewer

has made no cognitive error. In such cases Sosa wants to say that the resulting

belief is justified, because it results from cognitively virtuous activity. However,

this justification can be overturned by further reasoning. For example, the viewer

might measure the lines and determine that they are of equivalent length, thus

acquiring a reason to think that they are not situation in normal conditions, and

that the visual appearance of lengthwise-incongruence does not justify a belief in

lengthwise-congruence. Similarly, the viewer might read a psychology article on the

Müeller-Lyer illusion, thus acquiring theoretical reasons for thinking that the visual

appearance of lengthwise-congruence cannot be trusted under the circumstances.

This is just to say that the relevant perceptual justification is of a prima facie sort.

The same sorts of considerations apply to the intuitive justification of beliefs, on

Sosa’s view. Sometimes the virtuous exercise of our intuitive competencies can lead

to beliefs that are prima facie justified, but false. Cases of logical paradox provide

the most striking and forceful examples of this sort:

[If] our intuitions in the paradoxical cluster do all derive from that same
rational faculty, then they can all enjoy prima facie epistemic justifica-
tion, even if one of them at least must be false. Familiar facts about
deep paradoxes render that account plausible. Intuitions constitutive of
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such a paradox can hardly be explained through inattentive blundering,
or through any other of the factors to which we appeal in explaining
why we reason fallaciously... So we see how paradoxes challenge the
infallibility of intuition. (2007, p. 7)

Consider, for example, the sorites paradox. We have strong intuitions that one grain

of sand is not a heap, that one billion grains is a heap, and that adding or subtract-

ing a single grain of sand cannot transform a heap into a non-heap. Supposing these

intuitions result from a rational competency and mastery of the relevant concepts,

we are prima facie justified in believing the contents of the intuitions. But these

propositions cannot all be true, for when we competently apply a simple iterative

reasoning procedure, contradiction results. Solutions to the sorites paradox must

involve overturning the intuitive justification for at least one of the intuitively jus-

tified premises. Hence intuitive justification, like perceptual justification, is prima

facie and fallible.

We’ve reviewed two theories of intuitive justification on which an intuition can

supply a prima facie reason for believing the content of the intuition. There are other

such views, for example Chudnoff’s (2010) overtly ‘perceptualist’ view on which in-

tuitive justification is even more closely analogous to visual perception than Sosa

suggests. The differences between views of intuitive justification won’t matter much

for the purposes of my genetic argument, so long as it is allowed that intuitions

furnish prima facie justification that can be overturned by further reasoning. It will

also be convenient to speak as if intuitive justification is non-doxastic, in the sense

that the relevant justifiers (i.e. intuitions) are not beliefs. However, my genetic argu-

ment could also be run on doxastic views of intuitive justification with appropriate

modifications—specifically, by taking the relevant justifiers to be intuitive beliefs,

rather than intuitions themselves. For ease of exposition, I will mostly use language

suggestive of a perceptualist view of intuitive justification, or a quasi-perceptualist

view such as Sosa’s ‘intellectual seemings’ account. But in doing so, I do not mean

to commit to any particular view of intuitive justification, as such particulars will



121

not significantly alter my overall argument. Moving forward, I will suppose merely

that intuitions do furnish prima facie justification for belief in their contents, and

that this justification can sometimes be overturned in light of further information.

3.3 Prima facie justification and epistemic defeat

If the intuition that P supplies prima facie justification for believing P , then some-

times that justification can be overturned, leaving the belief that P ultima facie

unjustified. But what is required in order to ‘overturn’ prima facie justification?

Roughly, overturning intuitive prima facie justification for P requires acquiring a

reason for believing that one is not justified in believing P on the basis of one’s

intuition that P . In this section, I will attempt to spell out this requirement more

precisely. Borrowing Pollock’s terminology, justification for P is prima facie when it

is “defeasible,” and overturning prima facie justification requires that considerations

in favor of P be “epistemically defeated”:

Defeasibility arises from the fact that not all reasons are conclusive.
Those that are not are prima facie reasons. Prima facie reasons create a
presumption in favor of their conclusions... Considerations that defeat
prima facie reasons are defeaters. (1994, p. 379)

In this language, to say that a reason for believing P is “defeasible” is just to say

that it is a prima facie reason, and when we acquire a “defeater” for P we are no

longer justified in believing P . That is, supplying a defeater for P renders P ultima

facie unjustified, as its initial justification does not hold up in light of all available

reasons.7

Simply switching technical languages does not add much substance to the notion

of ‘overturning’ justification, however. In order to get a better purchase on what

7Pollock distinguishes defeasible reasons from indefeasible reasons, which are conclusive and
cannot be defeated in light of further information. Thus indefeasible reasons always provide ultima
facie justification, since they always confer justification ‘all-things-considered.’
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is required to overturn prima facie justification, we need to examine the nature of

epistemic defeat more closely. Pollock and Cruz propose the following definition of

a defeater (1999, p. 196):

If P is a reason for S to believe Q, R is a defeater for this reason if and
only if (P&R) is not a reason for S to believe Q.

To say that P is a reason for S to believe Q is just to say that it is possible for S

to become justified in believing Q on the basis of P . Here we are discussing prima

facie reasons, so if S actually does believe Q on the basis of P , then S is prima facie

justified in believing P . To say that (P&R) is not a reason to believe Q is just to

say that it is not possible to become justified in believing Q on the basis of (P&R).

For example, the fact that Jake is four feet tall is a prima facie reason to believe

that Jake is a child. But Jake’s being four feet tall and exhibiting dwarfism is not a

reason to believe that Jake is a child, since the conjunction does not tell us anything

about his age. Jake’s exhibiting dwarfism is thus a defeater for believing that Jake is

a child on the basis of his specific height. Hence we can see that the basic epistemic

function of defeaters is to render ceteris-paribus-justified propositions unjustified,

by introducing new relevant information into reasoning.

Pollock distinguishes between two types of defeaters, rebutting defeaters and un-

dercutting defeaters. Each type of the defeater plays a distinctive role in reasoning,

and overturns prima facie justification in a distinctive way. The notion of undercut-

ting defeat will be crucially important for my genetic argument. But we first need

to introduce the notion of rebutting defeat, in order to understand the contrast

(Pollock and Cruz, 1999, p. 196):

If M is a defeasible reason for S to believe Q, M∗ is a rebutting defeater
for this reason if and only if M∗ is a defeater (for M as a reason for S
to believe Q) and M∗ is a reason for S to believe ¬Q.



123

If M∗ is a rebutting defeater, it is, of course, a defeater: that is, it is not possible

to become justified in believing Q on the basis of (M&M∗). Further, a rebutting

defeater M∗ ‘clashes with’ M as a reason to believe Q, in virtue of being a reason to

believe Q’s negation. Suppose, for example, that Bob is a trusted expert on climate

change and he tells me that the earth’s temperature will rise by two degrees over

the next forty years. This gives me a reason to believe that the earth’s temperature

will rise by two degrees over the next forty years, and I am prima facie justified in

believing so. However, I might acquire new information that prima facie justifies the

negation of this belief: Bill, a second expert on climate change who I trust equally,

tells me that the earth’s temperature will not rise by two degrees over the next

forty years. Here, the new information ‘rebuts’ my original justification in virtue

of “attacking the conclusion,” or simply by being a reason to deny the conclusion

(Pollock, 1997, p. 485). In cases of rebutting defeat, the reasons ‘cancel each other

out’—we are not justified in believing Q or in believing ¬Q on the basis of (M&M∗),
even though M by itself is a reason to believe Q, and M∗ by itself is a reason to

believe ¬Q.

By contrast, an undercutting defeater for P is a reason to believe Q serves to

introduce new information that allows us to see that P is not really a reason to

believe Q (Pollock and Cruz, 1999, p. 196):8

If M is a... defeasible reason for S to believe Q, M∗ is an undercutting
defeater for this reason if and only if M∗ is a defeater (for M as a reason
for S to believe Q) and M∗ is a reason for S to doubt or deny that he
or she would not be in state M unless Q were true.

Rather than attacking the conclusion, rebutting defeaters work by “attacking the

connection” between P and Q (Pollock, 1997, p. 485). For instance, if I come to

believe that it will rain today on the basis of viewing a satellite image posted on

8I omit from this definition some language that distinguishes between doxastic and non-doxastic
undercutting defeaters, in order to simplify discussion.
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a trusted weather website, then I have a prima facie reason to believe that it will

rain today. But if I come to learn that the website has been hacked, and randomly-

generated ‘satellite’ images were posted as a practical joke, then I acquire a reason

for doubting or denying that I wouldn’t be seeing that particular image unless it

were going to rain today. Thus my justification in the belief that it will rain today

is undercut, because in light of the prank, the fact that I am seeing this particular

image is not a reason for believing that it will rain today. Importantly, learning that

the image that I’m viewing is a fake does not give me a reason to belief that it will

in fact not rain today. It simply undercuts or undermines my original reason. This

is the key difference between undercutting and rebutting defeaters.

The definition of undercutting defeat deserves further unpacking. In particular,

I want to focus on the clause “M∗ is a reason for S to doubt or deny that he or

she would not be in state M unless Q were true.” This clause is a mouthful, and

difficult to parse. But the notion it expresses will be of crucial important for my

genetic argument. Let us consider what it would mean for S to doubt that she

would not be in a state M unless Q were true. Suppose you meet a philosopher

named David at a conference, and he emits some speech that sounds extremely

high-pitched to you. This gives you a prima facie reason to think that David’s voice

is a tenor (i.e. relatively high-pitched for a male). But then you come to learn

that everybody at the conference has been breathing helium, causing their speech

to sound uniformly high-pitched. This new information gives you a reason to reject

or doubt the following claim: David’s speech would not sound high-pitched to me

unless his voice were a tenor. In light of relevant information about your current

situation (viz. the helium), the fact that David’s speech sounds high-pitched to you

does not guarantee that his voice is a tenor—indeed, the sound of David’s speech

tells you nothing about his voice, since in this situation his speech would sound

high-pitched whether he was a tenor or a baritone. Thus you have a reason to

deny that the sound of David’s speech situationally guarantees the tone of his voice.
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Accordingly, I will use the phrase “M is a situational guarantor of Q” to describe

state/situation pairs of which it is true that “S would not be in state M unless Q

were true.” Thus, in order to acquire an undercutting defeater for M as a reason to

believe Q, we must acquire a reason to believe that M is not a situational guarantor

of Q.

Importantly, I am not claiming that M ’s being a situational guarantor of Q

(for S) is a requirement for M to justify Q. As discussed above, there are many

ways of understanding prima facie justification (and justification more generally),

and I want to remain neutral on these controversial issues. However, it is relatively

uncontroversial to suggest that discovering that M is not a situational guarantor

of Q yields a reason for denying that M justifies Q. Thus, in what follows I will

only be employing the notion of ‘situational guarantee’ insofar as it contributes to

supplying undercutting defeaters.

3.4 Undercutting the gap-intuition

In light of the distinction between rebutting and undercutting defeaters, it is clear

that what I am seeking is an undercutting defeater for believing premise E2 on

the basis of the gap-intuition. I’m not attempting to demonstrate that E2 is false.

Hence it would be inappropriate to seek a rebutting defeater, which would essentially

involve giving reasons for thinking that E2 is false. Instead, I want to ‘attack the

connection’ between the gap-intuition and E2, and show that our intuitions do not

yield ultima facie justification for believing E2. My strategy is first to review some

recent and widely-discussed genetic arguments in the moral domain, due to Greene,

and examine whether ‘converting’ them to the domain of consciousness might supply

the kind of undercutting defeater that I’m seeking. Unfortunately, these arguments

will ultimately not succeed in supplying such a defeater. Then I will present a dis-

tinct genetic argument that appeals to specific features of my psychological account,

and demonstrates that gap-intuitions are not situational guarantors of E2. This ar-
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gument, I will argue, does supply the undercutting defeater that we’re looking for.

3.4.1 The ‘dumb process’ argument

As a first pass at specifying an undercutting defeater for premise E2, we might

say that gap-intuitions fail to justify E2 simply because ‘low-road’ (and therefore

relatively ‘dumb’) processes play a central role in their production. According to

this reasoning, smart (or ‘high-level’) processes are in general more reliable than

dumb ones, and thus the outputs of higher processes should defeat the outputs of

lower ones when the epistemic rubber hits the road.

There are several potential reasons for granting epistemic privilege to high-level

processes. Low-road processes tend to be phylogenetically old, inflexible, and in-

formationally encapsulated. By contrast, high-level processes are phylogenetically

‘younger,’ they are more flexible, and have access to a wider range of informational

resources. This suggests that high-level processes cast a wider epistemic net, in

the sense that they can utilize far more (and more diverse) information for use in

the premises of inferences. It might be thought that this kind of generality is an

epistemically good feature of high-level processes, and a reason to allow that higher

processes generally trump lower processes.

It’s fairly common to find this sort of view expressed in conversation.9 And it

can be found in the philosophical literature as well. For example, one can read

Greene (2008) as arguing roughly along these lines:10

[T]he emotions that drive us to punish are blunt biological instruments.
They evolved because they drive us to punish in ways that lead to (bi-
ologically) good consequences. But, as a by-product of their simple and
efficient design, they also lead us to punish in situations in which no
(biologically) good consequences can be expected. Thus, it seems that,
as an evolutionary matter of fact, we have a taste for retribution, not

9For example, even Chalmers has expressed some sympathy for the idea that high-road processes
should generally trump low-road processes (2010, while eating a steak at [The] Grill in Tucson).

10Though it must be noted that Greene goes on to pursue more sophisticated arguments.
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because wrong-doers truly deserve to be punished regardless of the costs
and benefits, but because retributive dispositions are an efficient way of
inducing behavior that allows individuals living in social groups to more
effectively spread their genes. (2008, p. 46)

Here Greene is discussing the status of our motivation to punish, which he claims is

the result of a relatively dumb and inflexible low-level process that is prone to error,

despite its evolutionary benefit. The suggestion is that because the process is dumb,

or a “blunt biological instrument,” it will often lead to error. This is just to say

that dumb processes are fallible. In cases in which the outputs of a dumb process

conflict with high-level reasoning, Greene thinks the outputs of the higher process

should trump those of the lower process, apparently because of the fallibility of the

low-level process.

We can raise analogous ‘dumb process’ considerations that apply to our gap-

intuitions and the explanation of consciousness:

The explanatory urges that drive us to theorize about consciousness
are blunt biological instruments. They evolved because they drive us
to theorize in ways that lead to (biologically) good consequences. But,
as a by-product of their simple and efficient design, they also lead us to
theorize about consciousness in situations in which no (biologically) good
consequences can be expected. Thus, it seems that, as an evolutionary
matter of fact, we have a taste for explaining consciousness, not because
consciousness truly requires an explanation beyond physical theory, but
because explanation-seeking dispositions are an efficient way of inducing
behavior that allows individuals to more effectively spread their genes.

But is the mere fact that gap-intuitions are caused partly by crude and inflexible

mechanisms enough to rob them of their epistemic force? Certainly not. There are a

number of reasons to doubt whether the low-road agent-detector’s role in producing

gap-intuitions discredits the relevant intuitions just because it is dumb.

I think the strongest such reason is that it’s simply not the case that ‘dumb’

processes must be inaccurate or unreliable, despite their undeniable fallibility. In-
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deed, they are reliable enough that we often have good reason to allow the outputs

of low-level processes to trump the outputs of high-level processes. Low-level vision

is a good example of this.11 Low-level vision is relatively dumb, in the sense that it

is automatic and inflexible. But vision is also highly reliable under a wide range of

circumstances. In fact, vision is so reliable that it is often epistemically appropriate

to allow the outputs of vision to trump the outputs of higher reasoning. For ex-

ample, if a high-level theory predicts that a sample of metal will glow orange when

combusted, and then we see the combusting metal glow green, it seems reasonable

to allow visual experience to trump theory and consequently believe that the metal

sample glows green.12 The point is just that the mere fact that a process is low-level

and ‘dumb’ does not by itself epistemically impugn the outputs of that process.

Nor does this fact necessarily subjugate a low-level process to a high-level processes,

epistemically speaking.

Another reason to think that the ‘dumb process’ argument will not work is that

it seems unable to supply an undercutting defeater for gap-intuitions as reasons

to believe E2. Supposing, as I’ve argued, that gap-intuitions supply prima facie

justification for believing E2, appealing to high-level considerations that trump the

low-level intuitions would supply a rebutting defeater, rather than in undercutting

defeater. We might give a high-level argument that some version of the identity

theory is true—for example, Crick and Koch’s neural synchrony hypothesis. Such

an argument might provide a reason to believe that E2 is false. But the gap-intuition

gives us a reason to believe that E2 is true. Thus the dumb process strategy is not

equipped to undercut intuitive justification in E2, but rather only to rebut it.

11Or for those who hold that high-level properties are never represented in visual experience,
the whole of vision would make just as good an example.

12Of course, such an experience would call for (and motivate the subject to seek) some revision
of the theory that could accommodate the experience.
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3.4.2 The ‘evolutionary coincidence’ argument

Greene’s discussion of the motivation to punish suggests a related but more sophis-

ticated genetic argument. He claims that because we can explain the existence of a

motivation to punish purely in terms of biological benefit (in the context of a soci-

ety), and because we need not appeal to the appropriateness of that motivation in

order to explain its evolutionary emergence and continued existence, we have reason

to doubt whether the desire to punish is appropriate in general. According to such

an explanation, the mere existence of punishment-mongers in a society will lead

to evolutionary benefits, whether or not the desire to punish is appropriate. The

basic idea behind the argument is that because the moral appropriateness of the

desire plays no role in the explanation of the desire’s existence, we have good rea-

son to think it provides no guide to moral appropriateness. If our intuitions about

punishment-appropriateness happen to get things morally right, this would be an

astronomical coincidence. We might call this style of argument an “evolutionary

coincidence argument.”13

Again, we can construct an analogous argument regarding the explanation of con-

sciousness. On this line of reasoning, we might explain the evolutionary emergence

and persistence of the agent-detector mechanism without appealing to the accuracy

of resulting consciousness-attributions. Viewed strictly as a biological adaptation,

the mechanism’s success stands or falls with its ability to contribute to reproductive

success. But the agent-detector might contribute to reproductive success indepen-

dently of any reliable connection to consciousness. Detecting the kinds of things

that have eyes, move in distinctive motion trajectories, and behave contingently

might be beneficial, whether or not those things are conscious. For example, if an

object with eyes (and claws) were to move in a distinctive path that is contingent

upon my motions, it might be beneficial for me to be able to detect this object and

attribute to it various conscious states (such as hunger), regardless of whether that

13Here I follow and extend Timmons’ (2008) use of the term “coincidence argument.”
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creature is indeed conscious. Treating such an object as conscious might contribute

positively to reproductive success even if the creature is not conscious, because in

cases like this one we are better safe than sorry.

We should be suspicious of the evolutionary coincidence argument, however,

because unlike a motivation to punish, it is unclear how the agent-detector could

contribute to reproductive success if it were completely unreliable. It might be in-

principle possible to explain in the agent-detector’s existence in purely microphysical

terms. But at present we are unable to offer such an explanation, and even if we

had one in hand, it would not be the sort of evolutionary account that Greene has

in mind. If we limit ourselves to biological explanations, it seems fairly clear that

the best explanation of the agent-detector’s emergence and continued existence will

appeal to its accuracy in some way.

How might we might explain the agent-detector’s contribution to reproductive

fitness? We should note that many of the predictively useful properties of con-

sciousness go beyond mere surface features of objects: for example, we know that

in general, if a creature is experiencing pain, it is all-else-equal disposed to rid itself

of the pain. If the creature feels a hunger pang, we can predict that it will try to

eat something (or someone).14 But successfully exploiting predictive patterns such

as these seems to require the successful identification of conscious minds. It is thus

biologically plausible to think that the agent-detector is generally accurate, and it

would not be a coincidence that the agent-detector tends to get things right. Surface

features such as having eyes and exhibiting distinctive motion trajectories seem to

be very reliable indicators of the conscious minds ‘in the wild,’ and the majority of

things that exhibit these surface features are in fact conscious: people, animals, and

so forth. By and large, the agent-detector seems to be quite capable of discriminat-

ing the middle-sized objects that do have conscious minds from the ones that do

14And this much seems true, whether or not there are any further features of consciousness that
seem to ‘go beyond’ these kinds of functional roles.
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not have conscious minds.

Relatedly, there seems to be a disanalogy between the moral domain and the

domain of consciousness. In the case of morality, it is relatively plausible to suppose

that the ability to correctly identify real, mind-independent moral properties will

play no role in explaining the biological success of our punishment practices. Many

theorists working in meta-ethics are attracted to the view there aren’t any real, mind-

independent moral properties (i.e. they are attracted to meta-ethical anti-realism).

And if there are such properties, they seem to constitute a ‘spooky’ or ‘queer’ class of

properties. It is relatively difficult to see how accurately identifying such properties

could contribute to biological success, so it is reasonable to suppose that a story

about tracking these properties will not play a role in explaining biological success.

But in the case of conscious properties, there is a strong intuition that there is a

real, mind-independent fact of the matter. For example, there seems to be a mind-

independent fact or truth regarding whether the neighbor is experiencing pain, or

whether the dog is experiencing hunger pangs—indeed, this much is presupposed

by parties in the debate about the nature of consciousness. It is only a scant few

philosophers who are attracted to anti-realism or eliminativism about consciousness.

Since there seem to be mind-independent facts about consciousness, it becomes even

more plausible to think that the ability to discern these facts will play some role in

the biological success or failure of the system.

On the other hand, at least it seems possible for the evolutionary coincidence ar-

gument to supply an undercutting defeater for gap-intuitions as a reason to believe

E2. Suppose (implausibly) that the best biological explanation of the emergence

and persistence of the agent-detector really does make no appeal to its accuracy. In

this case, we would have a reason to believe that an agent-categorization does not

situationally guarantee that an agent is present, because all such categorizations

would be arbitrary coincidences. Similarly, when the agent-detector fails to catego-

rize an object (such as a brain) as a conscious agent, this would not situationally
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guarantee that the object is not conscious. Thus, the gap-intuition would not be

a situational guarantor of E2, and we would acquire an undercutting defeater for

the gap-intuition as a reason for believing E2. So in this respect, the evolutionary

coincidence argument is an improvement over the dumb process argument.

But again, the problem is that the best biological explanation of the agent-

detector does appeal to its accuracy. Of course it is fallible. For example, if a rock

is set into motion by a covert cause (such as a hidden animal, or an unseen shift in

underlying terrain), it may appear to move in a distinctive trajectory that triggers

the agent-detector—and this may lead to an erroneous attribution of mentality to

the rock (e.g. “It wanted to fall on me, and tried to satisfy that desire.”) But

inaccurate outputs such as these are outliers, to be understood against a broad

background of reliable, non-coincidental attributions. And the general reliability of

the mechanism can be used to explain the mechanism’s biological success. Thus,

I think the evolutionary coincidence argument is not a terribly compelling genetic

argument in the case of consciousness.

3.4.3 The ‘situational defeat’ argument

Considerations from chapter two suggest that the explanatory gap is a kind of false-

negative, or a failure of the agent-detector to yield a positive output when presented

with a good scientific theory of consciousness (or a good scientific description of

a conscious individual). But the scenarios or environments in which we consider

and evaluate scientific theories of consciousness are relatively circumscribed. And

clearly, such environments are not part of the normal range of operation of the agent-

detector, because they are so different from the ancestral environments for which the

mechanism was ‘designed’ to operate: our early hominid ancestors simply were not

in the business of evaluating scientific explanations, let alone scientific explanations

of consciousness specifically. So it is plausible to think of the gap-intuition as a

case in which a generally reliable mechanism yields untrustworthy outputs in an
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abnormal situation. That is to say, our gap-intuitions do not situationally guarantee

the truth of E2. Hence the justificatory connection between the gap-intuition and

E2 is undercut.

To illustrate the structure of this argument, consider ‘alien abduction’ expe-

riences, which provide an uncontroversial example of a debunking psychological

explanation that undercuts a prima facie justified belief. People who suffer from

episodes of sleep paralysis often report vivid, recurring experiences of being watched

over, held down, transported, and sometimes forcibly manipulated at the hands of

intelligent entities—aliens, angels, incubi and so forth. These experiences provide

a prima facie reason for believing in the reality of such beings as alien abductors.

That is, the fact that “it seems like I’m being abducted by aliens” is a prima facie

reason to believe that “I’m being abducted by aliens.” But when we broaden our

view and consider a wider range of evidence, a debunking explanation becomes far

more plausible. For example, people sleeping in adjacent rooms never report any

unusual activity. There are also known psychological mechanisms by which people

come to have these kinds of experiences, and reason to think these mechanisms

are engaged during sleep paralysis.15 In this case, knowledge of the psychological

cause of the experience gives us a reason to believe that a sleep paralysis experi-

ence does not situationally guarantee that aliens are present. We come to know

that certain relevant psychological processes cause the appearance of an alien ab-

duction, whether or not an alien abduction is occurring. This serves to undercut

the justification-conferring connection between the abduction-experience and the

belief that an abduction occurred, and thus to epistemically defeat the belief that

an abduction really occurred.

Returning to the epistemic status of the gap-intuition, I’ve argued that the agent-

detector is generally quite good at accurately detecting paradigmatic agents such

15Cheyne et al. (1999) and Cheyne (2003) review evidence of psychological mechanisms that
contribute to sleep paralysis experience, and argue that cultural factors also make a distinctive
contribution to the experience.
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as potential predators, mates, allies, and enemies. Evolutionarily speaking, our

early hominid ancestors simply were not in the business of evaluating scientific

explanations, let alone explanations of consciousness specifically. For the task of

identifying agents ‘in the wild,’ relying on surface cues such as eyes is a good strategy,

because the vast majority of natural agents exhibit those features. A similar story

applies to the developmental history of the agent-detector. As young children we

encounter paradigm cases of conscious agents such as people and other middle-

sized animals, which exhibit the right sorts of surface features. The agent-detector

develops in response to these kinds of inputs, and is thus ‘trained up’ to respond to

the kinds of things that have eyes, move in certain patterns and so on. By adulthood,

the agent-detector is in effect ‘hard-wired’ to respond to specific surface features.

Knowing that the mechanism is wired in this way gives us a reason for thinking that

in general, the agent-detector is fairly accurate at detecting paradigmatic conscious

organisms. We have a kind of cognitive competency for detecting conscious minds.

But the agent-detector’s reliance on specific featural cues allows us to manip-

ulate its activity by manipulating the cues, and this can lead to systematic error.

Examples of such errors are not hard to come by. Cartoons and simple robots

systematically produce false-positives, because these objects display the relevant

surface cues (e.g. having eyes) while lacking consciousness. The agent-detector gen-

erates a gut-level inclination to say that these things are conscious, even though

we ultimately judge that they are not. Regarding false-negatives, one class of such

cases involves humans that lack eyes and the ability to move around (e.g. due to in-

jury, disease, or science-fiction), yet continue to harbor consciousness. For example,

the eponymous protagonist of Dalton Trumbo’s (1939/1994) novel “Johnny Got His

Gun” was gravely injured in World War One, losing his limbs and face as well as

virtually all ability to perceive, move, and communicate. As a result, Johnny does

not trigger the agent-detector because he lacks the appropriate featural cues. One

might use high-level reasoning to conclude that Johnny is conscious, as an empathic
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nurse does in the novel. But this conclusion lacks gut-level support. Instead, the

judgment that he is conscious would leave one with an uncanny feeling: “Could this

thing really be conscious? Could Johnny really be trapped in there?”16 These kinds

of considerations indicate that the agent-detector can produce systematic error when

presented with unusual cases.

The gap-intuition arguably depends on a false-negative, or a failure of the agent-

detector to yield a positive output when presented with a good scientific theory of

consciousness (if such there be).17 Because the agent-detector inflexibly relies on

crude surface features as an indicator of consciousness, we have reason to believe

that it is a good guide to theories of consciousness only to the extent that those

surface features are a good guide to consciousness. Simple surface features are

useful for quick recognition of ordinary conscious creatures, but the scientific and

philosophical consensus is that many features of crucial importance for consciousness

reside in the brain, and are not easily perceptible. This is to say that surface features

are not a particularly good guide to explaining consciousness, even though they are

a rough-and-ready guide to detecting conscious creatures. Unfortunately, the agent-

detector is simply not capable of discriminating brain-features. So it is plausible

to think of the gap-intuition as a case in which a generally trustworthy mechanism

produces systematic errors because it is not suited to the task of evaluating theories

of consciousness. Thus, we have reason to believe that in this epistemic situation,

the outputs of the agent-detector do not guarantee that consciousness is not present.

Even if some physicalist theory of consciousness were true, we would still have the

16Similarly, if a computer simulation were rendered conscious, but not granted the ability to
perceive, move, or interact with the external world, then the agent-detector would remain silent
with respect to the computer.

17I say “arguably” so as not to beg the question against dualism. If dualism is true, then there
are no good physicalist theories of consciousness, the gap-intuition is accurate, and thus it is a
true-negative rather than a false-negative. But even if the gap-intuition were a true-negative, it
would still not situationally guarantee the incompleteness of physicalist theories, because it does
not discriminate between the metaphysical options.
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intuition that it leaves something out.18

Once we come to realize this fact about our psychology, the gap-intuition is

undercut as a justification for believing premise E2 of the explanatory argument

against physicalism. That is to say, the fact that physicalist explanations intuitively

seem to be incomplete does not give us an all-things-considered reason for believing

that they really are incomplete. Thus we should conclude that we are not justified

in holding the gap-belief on the basis of our gap-intuitions. And if gap-intuitions do

not confer any epistemic justification on the belief that physicalist explanations of

consciousness leave something out, then arguments built on those intuitive beliefs are

also unjustified. For example, Jackson’s simple argument for dualism relies on the

premise that “Nothing you could tell of a physical sort captures the smell of a rose.”

This premise is supposed to enjoy direct intuitive support. But to the extent that

one’s belief in this premise is based on a gut feeling that something has been left out

of the explanation, that belief is unjustified. In effect, lines of argument beginning

from an intuitive explanatory gap are non-starters as arguments for dualism.19

The gap-intuition, I have argued, is a special and abnormal side effect of the

agent-detector’s operation. It depends upon the specific situational circumstances

surrounding the explanation of conscious experience (namely, physical theories of

consciousness fail to advert to the kinds of surface features required to trigger the

agent-detector). In the context of considering physicalist theories, our gap-intuitions

do not situationally guarantee that the theory in question has left something un-

explained. Thus we gain a reason to believe that the gap-intuitions do not confer

18Indeed, it seems that even a zombie would have gap-intuitions. Though zombies are stipulated
to lack conscious experience, they would still have the psychological properties spelled out in
chapter two. Thus zombies would be disposed to judge that physicalist theories leave out something
important about consciousness.

19There are of course other arguments for dualism that rely on other intuitive beliefs, and I do
not take myself to have debunked all of these beliefs and arguments. For example, there is the
intuition that qualia inversion is possible, and the intuition that zombie worlds are possible. I
claim only to have undermined the intuitive belief in an explanatory gap, which plays a key role
in one supporting line of argument for dualism.
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justification upon premise E2 of the epistemic argument for dualism. That is, we

gain in undercutting defeater for the gap-intuition as a reason to believe E2, and

should conclude that E2 is not ultima facie justified on the basis of the gap-intuition.

If my account is correct, one will continue to undergo gap-intuitions that seem

quite forceful from the first-person perspective, even after accepting that the intu-

ition does not justify belief in a ‘real’ gap. This fact explains the recalcitrant nature

of the intuitions in a way that does not preserve epistemic justification for the be-

lief that physicalist theories all leave out something important about consciousness.

Because the intuition results from built-in features of our cognitive architecture,

it occurs regardless of which theory of consciousness we have in hand, and inde-

pendently of the explanatory adequacy of the relevant theory. Thus, I claim that

the gap-intuition would persist even if we came to accept an adequate physicalist

explanation of consciousness.
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CHAPTER 4

SURVEYING THE METAPHYSICAL LANDSCAPE

In the philosophical literature on consciousness, a standard take on the explanatory

gap is that it is not simply an intuition, but a modal-epistemological fact that can

be known via a priori reflection on the concept of consciousness. On this view,

the gap arises because certain facts about conscious experience cannot be inferred

a priori from physical facts. Physicalist theories of consciousness seem to ‘leave

something out’ in the sense that whatever physical state the theory specifies, it is

conceivable that the physical state be accompanied by various sorts of experience

(or no experience at all). The standard approach to the reductive explanation of

consciousness is equivalent to the “hard problem” diagnosis of the gap-intuition

described in chapter one. The most crucially important intuition is supposed to

be modal-epistemological, as opposed to a simple gut-level intuition that something

has been left out of the explanation. In light of this, it might be thought that I

have not really given an account of the gap-intuition, because I have not directly

addressed the modal-epistemological issue. Hence I am not ‘really’ talking about

the explanatory gap, which is essentially a modal problem.

This line of criticism is not entirely fair. Recalling Bieri’s insight regarding the

inchoate nature of the gap-intuition, the epistemic import of the gap-intuition is

not immediately obvious. Do we really have the intuition that something is left

out because our concepts of consciousness lack a priori connections to our physical

concepts? That is one hypothesis: the standard hard problem diagnosis. But my

account can be seen as a competing hypothesis about the nature of the gap-intuition

(or at worst, as a substantial component of a competing hypothesis). One might

entirely reject the standard approach to the explanatory gap, and instead explain
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the problematic intuition in purely psychological terms rather than modal-epistemic

terms.1 This is the approach that I have pursued thus far.

But I will not continue to advocate such an approach here. Rather, in this

chapter I will bracket my psychological barrier diagnosis of the gap-intuition and

attempt to show how my account might be put to use within the context of the

standard approach to the explanatory gap, and resulting debate between dualists

and physicalists. That is, I’ll offer some argumentative strategies that might interest

even those who hold that I have failed to address the “real” explanatory gap. In

§4.1 I review the standard approach, and one way in which it might lead to meta-

physical dualism about consciousness. In §4.2 I consider “type-B” or “a posteriori”

physicalist responses to the explanatory gap, and explain how my account might

be interpreted as a version of this sort of view. In §4.3 I offer a suggestion about

how my account might aid a “type-A” or “a priori” physicalist in defending their

view. And I conclude with §4.4, wherein I distinguish my account from McGinn’s

‘mysterian’ physicalism (which has aspects in common with both type-A and type-B

physicalism).

4.1 The standard approach as a route to dualism

On the standard approach, it is claimed that no amount of physical information

licenses certain a priori inferences to conclusions about the qualitative aspects

of experience. Chalmers (2006) describes the situation in terms of a priori deduction:

Let P be the complete microphysical truth about the universe: a long con-
junctive sentence detailing the fundamental microphysical properties of every
fundamental microphysical entity, across space and time. Let Q be an ar-
bitrary truth about phenomenal consciousness: for example, the truth that
somebody is phenomenally conscious (that is, that there is something it is like

1For example, a “type-Q” (for “Quinean”) materialist who rejects any distinction between the
a priori and a posteriori might nonetheless use my account as an explanation of the persistent
gap-intuition.
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to be that person), or that I am experiencing a certain shade of phenomenal
blueness. (2006, p. 2)

...

The gap is grounded in part in the apparent inability to deduce Q from P: if
one cannot deduce that Q is the case from the information that P is the case,
then it is hard to see how one could explain the truth of Q wholly in terms
of the truth of P. It is grounded even more strongly in the conceivability of
P without Q. If one can conceive of a world that is physically just like this
one but without consciousness, then it seems that one has to add something
more to P to explain why there is consciousness in our world. (2006, p. 4)

On the standard approach, it is typically further hypothesized that consciousness

is distinctive in this regard.2 By contrast, all the facts about the vast majority of

worldly phenomena such as water, heat, digestion and so forth can be deduced from

P (complete microphysical information).3 Likewise, it is held that in most cases

one cannot conceive of a world that is physically just like ours with respective to

the physical facts, but lacking the phenomenon in question (such as water, heat,

or digestion). But consciousness, it is held, is quite different in that the usual a

priori connections to the physical world do not obtain, due to the different ways we

conceive of physical states and experiential states.4 An absence of a priori connec-

tions between physical concepts and experiential concepts is thus taken to be the

defining characteristic of the explanatory gap, and the modal-epistemological story

is supposed to account for our intuition of inexplicability.

Some standard theorists, such as Chalmers, further argue that a priori connec-

tions are required for successful reductive explanation.5 That is, they accept what I

have called the “a priori entailment constraint” on successful reductive explanation.

2Though see Block and Stalnaker (1999), who dissent on this point.
3Along with other ‘materialistically kosher’ facts, such as indexical facts about one’s location

in space and time.
4For example, it is sometimes held that we cannot conceive of certain scenarios in a way that

guarantees their metaphysical possibility—perhaps zombie cases are like this.
5Chalmers and Jackson (2001). I apologize for failing to delve into this important argument,

but doing so would consume many pages and distract from the present discussion.
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Accepting this constraint on explanation opens up a clear argumentative pathway

to metaphysical dualism. Since, on the standard view, there are no a priori connec-

tions between physical facts (or concepts) and experiential facts (or concepts), and

since such connections are required for reductive explanation, there can be no suc-

cessful reduction of consciousness to the physical. In other words, because concepts

of consciousness cannot be fully analyzed in terms of physical concepts, the facts

about consciousness cannot be reductively explained in terms of physical facts—

hence some of the facts about consciousness are not physical facts. Thus Chalmers

draws the dualist conclusion that consciousness is not completely physical.

For committed dualists like Chalmers, my psychological account of our gap-

intuitions will seem irrelevant to the core of their argument. However, this is not to

say my account is completely useless. Even if one holds that the core of the problem

is modal-epistemological, there is a still an interesting psychological question about

how we come to make the relevant judgments. My account can help to answer

this question. And even though dualists will hold that the psychological question

is relatively lacking in ‘philosophical depth,’ they must admit that answering such

questions is an important part of developing an overall science of consciousness.

The situation here is similar to a natural dualist perspective on the search for

NCCs, or the “neural correlates of consciousness.” A dualist rejects the view that

finding NCCs amounts to finding consciousness, because on the dualist view the

connection between conscious states and brain states is merely contingent and known

only a posteriori. Thus conscious states are not identical to brain states. But

uncovering the brain states that correlate with our conscious states is nonetheless

an important scientific project, and can tell us quite a lot about the functional

roles and physical states that consciousness is associated with (or correlated with)

in the actual world. This project is one of uncovering contingent psycho-physical

laws. Similarly for our gap-intuitions: even if one holds that analyzing them in

purely psychological terms does not get to the core of the problem, it is nonetheless
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important to learn how gap-intuitions arise in terms of psychology. And it must be

admitted that this is a worthwhile project. Learning about the psychological basis

of gap-intuitions will, at a minimum, tell us something about the way our conscious

states are contingently related to our brain-states and the functional roles that they

play. This, I think, would be a non-trivial consolation prize for the psychological

approach.

The standard ‘hard problem’ approach to the explanatory gap is not restricted

to advocates of dualism. But in order to square physicalism with the standard view

of the explanatory gap, opponents of dualism face a dilemma: they must either

(a) reject the a priori entailment constraint on successful reductive explanation, or

else (b) maintain that the right sort of a priori connections obtain between physical

concepts and phenomenal concepts. Let’s begin by addressing those physicalists

who choose to reject (a).

4.2 Standard physicalism

Those who Chalmers calls “type-B” physicalists, such as Ned Block (2006) and Tye

(1999), take the first horn. They conceive of the explanatory gap in the standard

way, in accordance with the hard problem diagnosis, but they deny that a priori

connections are required for reductive explanation. Thus the explanatory gap

is “merely apparent” in the sense that reductive explanation of consciousness is

possible, but the reduction will not follow a priori from the physical facts. Chalmers

calls this tactic the “phenomenal concept strategy”:

Proponents put forward a thesis C attributing certain psychological features—
call these the key features—to human beings. They argue (1) that C is true:
humans actually have the key features; (2) that C explains our epistemic sit-
uation with regard to consciousness: C explains why we are confronted with
the relevant distinctive epistemic gaps; and (3) that C itself can be explained
in physical terms: one can (at least in principle) give a materialistically ac-
ceptable explanation of how it is that humans have the key features. (2006,
p. 172)
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For example, Tye advocates an account of phenomenal concepts that is intended

to explain why the a priori relations fail to obtain, hence accounting for the epis-

temic uniqueness of consciousness, while preserving the thesis that consciousness

can nonetheless be reductively explained in physical terms. On Tye’s view, the

explanatory gap arises due to certain “recognitional concepts” that are involved in

introspectively identifying experiential properties, but are not a priori connected to

the physical concepts adverted to in theories of consciousness. He argues that this

feature of our recognitional concepts does not preclude us from reductively explain-

ing consciousness in physical terms. In this way, Tye arrives at a kind of physicalism,

in the sense that many facts about consciousness are inferred from physical facts.

Specifically, it is inferred that our phenomenal concepts are co-referential with (or

pick out the ‘same targets’ as) the concepts contained in a complete physical theory

of consciousness.

I am sympathetic to this approach, and it is natural to construe my account

as a version of the phenomenal concept strategy.6 One might construe the mech-

anism I’ve described as specifying a feature, C, that explains why the relevant

a priori connections between physical concepts and concepts of consciousness are

lacking. Because the psychological model posits a distinctive cognitive system that

often produces attributions of phenomenal states, it might be taken as specifying

a distinctive concept of consciousness. For example, my account could be seen as

specifying a certain recognitional concept involved in the observational identification

of conscious agents. On this understanding, the model yields a distinctive account

of phenomenal concepts. I think that on this understanding, my account could help

to improve the standard physicalist position in at least two ways.

6Though again, I want to stress that because I’ve stated my account in causal and psychological
terms, it is not automatically wedded to type-B physicalism or the standard approach to the
explanatory gap. Indeed my inclination is to reject the hard problem diagnosis, as I suggested in
chapter one.
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First, it broadens the psychological story about our concepts of consciousness.

Whereas existing ‘type-B’ accounts rely almost exclusively on introspective concepts,

my account focuses on a distinctive third-person concept of consciousness that has

been heretofore neglected. Incorporating both of these concepts into a single account

promises to yield a stronger overall case. As I suggested in chapter two, in light of my

account it is plausible to think that both introspective and third-personal concepts

of consciousness play a psychological role in generating gap-intuitions. Similarly,

one might develop an account on which both first-person and third-person con-

cepts of consciousness contribute to the a priori inferential gaps that the standard

hard problem theorist postulates to explain our gap-intuitions. Developing such a

‘two-pronged’ account promises to lead to a more robust and conceptually rich un-

derstanding of our distinctive epistemic situation regarding consciousness, and thus

to a stronger overall account. This is just to say that the ‘type-B’ or physicalist

might co-opt my psychological theory, while rejecting the psychological barrier di-

agnosis that I argued for in chapter one. By doing so they might strengthen their

view while maintaining the same basic approach to explaining our gap-intuitions.

Second, whereas standard theorists like Tye account for psychological feature C

using armchair analysis, my account specifies feature C in largely cognitive-scientific

terms. My analysis that is more closely in touch with the results and methods of

cognitive science, and I suggest that this is small yet significant advantage, if only

because these methods are in the spirit of the physicalist program. Most standard

physicalists desire a scientifically grounded account of the explanatory gap, even

though they state their position in modal-epistemic terms. Tye goes so far as to

wield the slogan that the explanatory gap is a “cognitive illusion” (1999, p. 719). My

approach caters to this desire, insofar as it is substantially scientific in character. On

my approach, the explanatory gap can be said to be a “cognitive illusion” or “blind

spot” in a literal sense, since it is hypothesized to be the product of a systematic

error in a distinctive cognitive system.
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4.3 Standard a priori physicalism

So-called “type-A” physicalists such as Dennett (1991) and Lewis (1990) take the

second horn of the dilemma, and defend the view that physicalism is true because

all the facts about consciousness can be inferred a priori from the physical facts,

and the concept of consciousness can be exhaustively analyzed in physical terms.

So for example, if a competent reasoner were given complete physical information,

including information about my body and about the rose I’m holding, from that

they could a priori infer everything there is to know about my experience of the

smell of the rose. In claiming that such a priori links exist, type-A physicalists take

themselves to be denying that there is any explanatory gap in a deep or inflationary

sense. Often, the claim that there are no a priori gaps is accompanied by the claim

that “there is no explanatory gap,” or in extreme cases (such as Dennett in certain

moods) that it does not even appear to be an explanatory gap. This motivates

opponents like Chalmers to accuse type-A physicalists of denying the very crux of

the problem:

The obvious problem with type-A materialism is that it appears to deny the
manifest... To flatly deny the further truth, or to deny without argument that
there is a hard problem of consciousness over and above the easy problems,
would be to make a highly counterintuitive claim that begs the important
questions. (2002, p. 251)

In other words, denying that consciousness poses a unique explanatory challenge

is a big bullet to bite. Thus, simply denying that there is an explanatory gap, in

any sense, seems dialectically inappropriate. Even on the assumption that type-

A physicalism is true, there is undeniably something that seems puzzling about

physicalist explanations of consciousness, and this fact itself demands explanation.

In this regard, my psychological account might provide a useful supplement

to type-A physicalism. It follows from my account that even if we were able to

determine all the facts about consciousness via a priori inference from purely physical
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facts, a kind of gap-intuition would persist due to our psychological architecture.

The agent-detector would continue to yield false negatives, and this would lead to

gap-intuitions, even if we were able to infer all the phenomenal facts a priori from

the physical facts.7 This account of the gap-intuition does not ‘deny the manifest.’

Instead, it takes note of the manifest, but also explains why things are not as they

appear. In other words, my psychological account provides the standard a priori

physicalist with a way to discharge the burden of debunking our gap-intuitions. This

is a significant improvement on standard a priori physicalist accounts.

We should recall from chapter one that even staunch dualists such as Chalmers

express sympathy for this approach to defending type-A physicalism. It may be

that ‘explaining away’ all of our beliefs about consciousness will suffice to ‘explain

away’ the explanatory gap. Though here Chalmers explicitly discusses “beliefs,” we

might construe this term broadly to include intuitions, gut-feelings, dispositions to

make various judgments and so forth. My psychological account is very much in the

spirit of this program. Of course it is an open question whether this strategy can

succeed. To make a very strong case, a wide variety of our dispositions would have to

be explained in a manner that undercuts justification for the corresponding beliefs

about consciousness.8 My suspicion is that in general, the thesis that explaining our

beliefs about consciousness provides the whole story will become more plausible as

we learn more about the psychological nature of those beliefs. Thus my debunking

proposal might be taken as a contribution to this end.

In light of the epistemological discussions in chapter three, we might summa-

rize the dispute between dualists and a priori physicalists in the following way.

The type-A physicalist denies that there is anything further to explain, beyond our

7Of course, an idealized epistemic agent would presumably not be susceptible to a persistent
illusion that something has been left out. This is because an idealized epistemic agent is not
realized in physical architecture, and hence is not subject to the associated epistemic pitfalls. But,
alas, we are not idealized epistemic agents.

8For example, we would need to ‘explain away’ the belief that zombies are conceivable—I do
not claim to have explained away this belief.
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consciousness-relevant beliefs and dispositions. Dualists like Chalmers insist that

there is a further explanandum. This appears to be a core disagreement. But what

kind of disagreement is it? Chalmers characterizes the dispute as concerning the ex-

istence of first-person epistemic warrant: “explaining the dispositions to report may

remove the third-person warrant... for accepting a further explanandum, but it does

not remove the crucial first-person warrant” (2002, p. 253). But we might instead

construe the disagreement as whether our first-person states such as experienced

perceptions, introspections, and intuitions confer merely prima facie justification

(or warrant) on belief in a further explanandum, or whether the justification con-

ferred is indeed ultima facie. An a priori physicalist might accept some form of

first-person justification or warrant, yet hold that it is merely prima facie. Thus the

a priori physicalist stands some chance of acquittal on the charge of ‘denying the

datum,’ yet maintaining that in the final analysis there is nothing to explain beyond

our dispositions and beliefs about consciousness.

4.4 McGinn’s mysterian physicalism

One might wonder whether my view is just a rehash of McGinn’s “mysterian” view.

Indeed, I may have invited such a question, in light of my comments at the end of

chapter two, where I pointed out the architectural similarities between my view and

McGinn’s view: both views appeal to two psychological mechanisms, perception and

introspection. According to McGinn, there are two possible routes to uncovering

‘the link’ between consciousness and the brain, namely introspection and perception.

Neither of these faculties is sufficient to reveal the brain-consciousness connection,

therefore consciousness will always remain mysterious to us. But, one might won-

der, isn’t this precisely what my dual-processing account says? I’ve defended the

idea that observation (vis-à-vis the agent-detector) plays a role in generating gap-

intuitions, and suggested (along with many others) that introspection plays a role

as well. From the perspective of cognitive architecture, this appears at first glance
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very similar to McGinn’s picture. But there are important differences, not least of

which is that I have not defended a specifically physicalist view—rather, my aim

has merely been to defend physicalism against objections that proceed from gap-

intuitions. In this section I will describe McGinn’s view, and then explain some

other important ways in which my view differs from his. In the course of doing so,

I will present some reasons for preferring my view of gap-intuitions over McGinn’s.

On McGinn’s view, we are ‘cognitively closed’ with respect to the true reductive

explanation of consciousness. Such an explanation exists, on his view, but mere

human beings do not possess the cognitive tools required to grasp that explanation.

According to McGinn physicalism is true, yet it is forever a mystery to us how this

could be the case. Thus his view has been aptly dubbed “mysterianism.” McGinn

characterizes our epistemic situation partly by defining a property, P , such that P

is the property “in virtue of which the brain is the basis for consciousness” (1989,

p. 353). He supposes that some such property P exists, largely for reasons of

theoretical virtue:

Resolutely shunning the supernatural, I think it is undeniable that it
must be in virtue of some natural property of the brain that organisms
are conscious. There just has to be some explanation for how brains
subserve minds. (1989, p. 353)

Here McGinn leans heavily on the theoretical virtue of conservatism. His antecedent

belief in physicalism is so strong that he simply cannot give it up—the theoretical

cost is too high. Nonetheless, he cannot deny that consciousness seems “mysterious”

(i.e. physically inexplicable) to us. His strategy for defending physicalism is to

appeal to considerations about the architecture of the human mind, arguing that

while consciousness is inexplicable for humans, it is nonetheless physically explicable

in principle. Thus, it is fair to characterize McGinn as advocating an ‘armchair

architecture’ account of our gap-intuitions.9

9It must also be noted, however, that McGinn may be seen as advocating a form of ‘type-C’
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McGinn underwrites the claim that consciousness is physically inexplicable for

humans by appealing to a notion of ‘cognitive closure,’ arguing that humans are

cognitively closed with respect to the key property P . The concept of cognitive

closure is thus crucial for McGinn’s overall argument. He introduces the notion of

cognitive closure as follows:

A type of mind M is cognitively closed with respect to a property P (or
theory T ) if and only if the concept-forming procedures at M ’s disposal
cannot extend to a grasp of P (or an understanding of T ). Conceiving
minds come in different kinds, equipped with varying powers and lim-
itations, biases and blindspots, so that properties (or theories) may be
accessible to some minds but not to others. (1989, p. 350)

As an illustration, McGinn notes that there are many properties to which we are

perceptually closed—ultraviolet and infrared bands of the electromagnetic radiation

spectrum, for example. But these properties are no less real, and no less physical, for

our inability to perceive them. Of course, we can come to know about ultraviolet and

infrared radiation by other means, conceiving of them in theoretical terms supported

indirectly be perception (i.e. via empirical measurement of ‘proxy’ properties, that

we are able to perceive and conceptualize in theoretical terms). But some properties,

McGinn suggests, lie entirely beyond the pale of our conceptual abilities: we cannot

grasp them by any means available to us, and we are thus cognitively closed to such

properties. As with perceptual closure, he argues that this is no reason for thinking

that the relevant properties are not real, or not physical—it does not follow from

the fact that we are unable to grasp or understand a property, that the property

does not exist.

physicalism. The type-C view is similar to the type-A view insofar as type-C theorists holds that
all the truths about consciousness are a priori inferrable from physical truths. But the type-C
theorist additionally holds that, at present, we humans are unable to carry out the relevant a
priori inferences. Thus we need to make a ‘conceptual breakthrough,’ on par with Einstein’s re-
conceptualization of space and time, in order to grasp the relevant inferences. I focus here on the
psychological aspects of McGinn’s view because I want to take special care to distinguish my own
view from his, vis-à-vis cognitive architecture.
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Using this notion of cognitive closure, McGinn develops a dilemma argument for

the conclusion that we are closed with respect to the property P (or theory T ) that

explains ‘the link’ between consciousness and the brain: There are only two possible

routes to grasping P , namely, introspection and perception (or via concepts formed

on the basis of introspection or perception, respectively). We cannot grasp P via

introspection, and we cannot grasp P via perception. Therefore we are cognitively

closed to P . First, McGinn argues that introspection does not, by itself, allow us to

grasp or understand property P :

[D]oes the introspective faculty reveal property P? Can we tell just by
introspecting what the solution to the mind-body problem is? Clearly
not. We have direct cognitive access to one term of the mind-brain
relation, but we do not have such access to the nature of the link. Intro-
spection does not present conscious states as depending upon the brain
in some intelligible way. We cannot therefore introspect P . (1989, p.
354)

This line of argument has a ring of plausibility. It does seem rather silly to suppose

that introspection alone could reveal the solution to the mind-body problem.10 Since

introspection seems to reveal only consciousness as such, and nothing about the

brain as such, it seems to tell us only about one side of the psycho-physical relation,

and nothing about the relation itself. So it seems we are introspectively closed with

respect to P .

What of perception? Can it do any better? McGinn argues that despite opti-

mism on the part of functionalists and neurophilosophers, perception will not allow

us to grasp P either:

The argument for perceptual closure starts from the thought that noth-
ing we can imagine perceiving in the brain would ever convince us that
we have located the intelligible nexus we seek. No matter what recondite

10Though see Strawson (2006).
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property we could see to be instantiated in the brain we would always
be baffled about how it could give rise to consciousness. (1989, p. 357)

As with the introspective horn of the dilemma, it seems quite plausible that percep-

tion alone will not reveal the full nature of the mind-body ‘link,’ for similar reasons.

Perception only gives us one half of the relation, whereas P is supposed to spell out

the full relation. This is relatively unsurprising, as it is a common suspicion among

philosophers that a complete science of consciousness would need to incorporate and

integrate introspective methods and data in some way. The final and critical move

in McGinn’s argument is to claim that because we are introspectively closed and

perceptually closed to P , it follows that we are cognitively closed writ large with

respect to P , and that this fact explains our gap-intuitions about consciousness.

Of course, it is this last move that we ought to resist. It is extremely plausible

that if we can explain consciousness at all, we will need to rely on a number of

cognitive abilities, including both introspection and perception. While it is hard to

see how to integrate introspective and perceptual data in a systematic and scientific

way, it is quite reasonable to suggest that this is what is required for explaining

consciousness. Thus it seems plausible that property P is closed to introspection

and to perception, but cognitively open to some form of integrative inference that

spans both faculties (e.g. abduction, or inference to the best explanation). On this

account, we could physicalistically explain consciousness, but “we would still feel

that there is something mysterious about the link, because of a special epistemolog-

ical feature of the situation” (McGinn, 1989, p. 359). This is, in effect, the sort of

account that I’ve been advocating for all along.

McGinn considers this account and rejects it, on the grounds that it cannot

adequately explain our gap-intuitions. In doing so, however, McGinn attacks a

straw man—the explanation of gap-intuitions that he criticizes is relatively flimsy:

Neither perception alone nor introspection alone will ever enable us to
witness the dependence. And this, my objector insists, is the real reason
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we find the link baffling: we cannot make sense of it in terms of the
deliverances of a single cognitive faculty... The necessity to shift from
one faculty to the other produces in us an illusion of inexplicability.
(1989, p. 360)

This argument targets an explanation of gap-intuitions in terms of ‘switching’ be-

tween different cognitive faculties in the course of attempting to grasp P . McGinn

points out, I think rightly, that a ‘single-faculty-condition’ on grasping a property

is implausible, and ought to be rejected. But this is not the best available explana-

tion of our gap-intuitions, on the assumption that we can grasp property P only by

theoretically ‘bridging’ introspection and perception.

My psychological account of the gap-intuition offers a more plausible alternative.

The reason that physicalist theories of consciousness seem intuitively unsatisfying

is not that we must ‘switch’ between faculties in attempting to grasp the theories.

Rather, it is because when observing the world through the lens of a physicalist

theory, we do not receive the kind of direct observational confirmation that we

would expect, due to foibles of our cognitive architecture. Observing a brain does

not automatically trigger the relevant observational concepts in us—whether those

concepts be perceptual (i.e. the agent-detector) or introspective. This leaves us

with a sense that the predictions of the theory have not been borne out, as well as a

lingering dissatisfaction with the theory. This explanation of gap-intuitions rests on

firmer psychological ground than the ‘switching’ hypothesis, and makes for a more

defensible position overall.

Importantly, my view of gap-intuitions does not commit us to cognitive closure

with respect to P .11 Perhaps this is already clear, but allow me to illustrate the

point with an example. Suppose once again that Crick and Koch’s neural synchrony

hypothesis is true, and “has been offered on a plate, as a gift from God” (McGinn,

1989, p. 360). Thus we come to know that consciousness is identical to a certain kind

11Though, of course, it is consistent with the view that we are cognitively closed with respect
to property P .
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of neural synchrony in the brain. On my view of gap-intuitions, we are cognitively

open to the ‘consciousness’ half of the mind-brain relation via introspection, we are

cognitively open to the ‘neural synchrony’ half of the relation via perception (plus

scientific concepts), and we are cognitively open to the identity relation itself via our

abstract reasoning capabilities—mathematics, logic etc. (which McGinn takes to be

neither introspective nor perceptual). Hence, we have the cognitive wherewithal to

grasp and understand the theory, and we are thus cognitively open with respect to

P . Of course the neural synchrony hypothesis (or any physicalist hypothesis) will

seem mysterious, even if it is true. This is not because of a ‘no-switching-faculties’

constraint on mystery-banishment, however, but rather due to the psychological

mechanisms I’ve described in chapter two.

I will conclude by highlighting one last important difference between my view

and McGinn’s mysterianism, which stands in contrast to the following point of

agreement:

[O]ur deep bafflement about the problem, amounting to a vertiginous
sense of ultimate mystery, which resists even articulate formulation,
should at least encourage us to explore the idea that there is something
terminal about our perplexity. (McGinn, 1989, p. 354)

McGinn is asking us to take seriously the possibility that our gap-intuitions may be

here to stay. I agree that this is a possibility we should take seriously, and have ar-

gued that our gap-intuitions indeed are here to stay. But my reasons for taking this

possibility seriously are quite different from McGinn’s. On my view, gap-intuitions

are the product of a psychological glitch that leads us to regard physicalist expla-

nations as puzzling, regardless of whether we can understand them, and regardless

of whether they are true. Thus, on my view, our gap-intuitions would persist even

if we hit upon an accurate reductive theory of consciousness. That is to say, our

gap-intuitions do not depend upon which specific theory of consciousness we have in

hand, or even upon whether we are able to grasp an adequate theory. A consequence
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of this is that our gap-intuitions give us no strong reason to believe that we humans

cannot explain consciousness in physical terms.

By contrast, McGinn takes our ‘terminal perplexity’ with the problem of con-

sciousness to indicate that we humans are in-principle unable to explain conscious-

ness, due to the limitations imposed by our cognitive architecture. Why do McGinn

and I disagree on this point? A plausible explanation is that McGinn implicitly sup-

poses a principal along the following lines: “If we are cognitively open to property P ,

and if we grasp/understand that property, then our sense of puzzlement regarding

the mind-body problem would disappear.” Is easy to read McGinn as advocating

such a principle:

I hereby invite you to try to conceive of a perceptible property of the
brain that might allay the feeling of mystery that attends our contem-
plation of the brain-mind link: I do not think you will be able to do it.
(1989, p. 357)

McGinn’s challenge seems to presuppose the principle in question. His point is that if

there is no perceptible brain-property that would allay our feeling of mystery, then

we must be perceptually closed to property P . This move is essentially a modus

tollens that relies upon the principle in question. If McGinn were not implicitly

endorsing some such principle, the challenge would not generate a reason for thinking

that we are perceptually closed with respect to P . Indeed, I think it is plausible to

read McGinn’s overall argument as an elaboration on just this sort of modus tollens :

since no property that is cognitively open to us would alleviate our sense of mystery,

it follows that we are cognitively closed to property P .

I reject the kind of puzzlement-banishment principle under consideration, for

reasons canvassed in chapters two and three. Dispelling feelings of puzzlement gen-

erally, and gap-intuition specifically, is certainly a desirable feature of explanations.

And indeed, good explanations quite often do banish our sense of puzzlement with

the phenomenon explained. However, this is not always the case—sometimes we
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have good explanations in hand, even though it seems to us that we do not. Thus

on my view, banishing puzzlement is not a strict requirement for good explanation.

This, of course, is a controversial claim that calls for more support than I’ve given

here. But I will leave that project for another day.
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