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MARKOV CHAIN MONTE CARLO AND
NON-REVERSIBLE METHODS

JASON XU ADVISOR: DR. KEVIN LIN

1. Abstract

The bulk of Markov chain Monte Carlo applications make use of reversible
chains, relying on the Metropolis-Hastings algorithm or similar methods.
While reversible chains have the advantage of being relatively easy to an-
alyze, it has been shown that non-reversible chains may outperform them
in various scenarios. Neal proposes an algorithm that transforms a general
reversible chain into a non-reversible chain with a construction that does
not increase the asymptotic variance. These modified chains work to avoid
di↵usive backtracking behavior which causes Markov chains to be trapped
in one position for too long. In this paper, we provide an introduction to
MCMC, and discuss the Metropolis algorithm and Neal’s algorithm. We
introduce a decaying memory algorithm inspired by Neal’s idea, and then
analyze and compare the performance of these chains on several examples.

2. Introduction

Markov chain Monte Carlo sampling techniques are commonly used in a
broad range of fields including statistics, computer science, statistical me-
chanics, and quantum field theory [1]. In such fields, distributions are en-
countered that are di�cult to sample from directly, but it is often easy to
construct a Markov chain that converges to the desired distribution. These
methods have proven to be very powerful and have become a mainstay in
these fields, overcoming many of the problems exhibited by earlier sampling
methods.

A major drawback that remains is the rate of convergence of the Markov
chain. For many of these applications, the Markov chain is reversible and
tends to explore the distribution by performing a di↵usive random walk on
the distribution landscape. There have been several methods that attempt
to avoid these ine�ciencies, one of which is a very general transformation of
any reversible Markov chain to a non-reversible chain that may reduce the
amount of di↵usive “backtracking” behavior introduced by Radford Neal.

1



2 JASON XU ADVISOR: DR. KEVIN LIN

In this paper, we will provide an introduction to Markov chains and back-
ground on Markov Chain Monte Carlo and earlier sampling techniques. We
then provide a discussion of the Metropolis-Hastings algorithm and Neal’s
algorithm for creating a non-reversible chain. Building on these ideas, we
introduce an original algorithm inspired by Neal’s idea that also works to
avoid past positions. We compare the performance of this original algo-
rithm with common methods, and close with ideas about generalizing this
algorithm to other classes of examples for future work.

3. Background

3.1. A brief introduction to Markov Chains. A Markov chain is a
random process that makes memoryless transitions between possible states
of a system. That is, as the Markov chain evolves through time, the next
state depends only on the current state of the chain, and is independent of
all previous states.

Mathematically, a Markov chain can be understood as a sequence of ran-
dom variables X

1

, X
2

, X
3

, . . .. The Markov property characterizing memo-
rylessness is expressed:

P (X
n+1

= x|X
1

= x
1

, X
2

= x
2

, . . . , X
n

= x
n

) = P (X
n+1

= x|X
n

= x
n

)

For our purposes, we will always assume time-homogeneous Markov chains,
which means that the transition probabilities do not change with time.

3.1.1. Discrete State Space. We define the Markov chain by specifying an
initial distribution ⇡

0

and a set of transition probabilities p(i, j) between the
states in a space S: that is,

P (X
n+1

= j|X
n

= i) = p(i, j)

The transition probabilities are encoded in an N by N transition matrix
P , where N = |S| is the size of the state space (in the case that S is
countable, this would be an infinite-dimensional matrix), whose (i, j)th entry
P
i,j

= p(i, j) is the probability of transitioning from state i to state j. Note
that P is a stochastic matrix: it has non-negative entries and its rows sum
to 1.

A vector ⇡ is called a stationary distribution of the Markov chain if it is
a distribution (non-negative and entries sum to 1) satisfying
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X

x

⇡(x)P (x, y) = ⇡(y) for all y 2 S

This expression is saying that the distribution ⇡ has stopped evolving
with any further transitions. A nice way of interpreting ⇡ is to consider an
observation of the state of the Markov chain at any random point way out
in the future: then the probability that the chain is in state j is given by ⇡

j

.

It is guaranteed that the stationary distribution exists and is unique, and
that the Markov chain will converge to ⇡ as long as the Markov chain is
irreducible, positive recurrent, and aperiodic [3]. By convergence here we
mean that

lim
n!1

pn
ij

= ⇡
j

for any i, j. When the Markov chain has become “close to” ⇡ with respect
to a measure such as total variation distance, we say the chain has mixed.
The terms stationary, invariant, equilibrium, steady-state are all used inter-
changeably to describe this limiting distribution.

One further condition that will be of interest to us is the detailed balance
condition, a property that will guarantee stationarity of ⇡. A Markov chain
satisfies detailed balance or is reversible with respect to ⇡ if for each pair of
states x, y, we have

⇡(x)P (x, y) = ⇡(y)P (y, x)

Note that if P is reversible, then ⇡ is a stationary distribution: observe

X

x

⇡(x)P (x, y) =
X

x

⇡(y)P (y, x) = ⇡(y)
X

x

P (y, x) = ⇡(y)

Example. A simple weather model: Let’s assume we have an idea of the
probabilities of weather conditions depending on the weather from the very
previous day. We can represent this information in a two by two matrix,
with (i, j)th entry corresponding to the probability that a day with weather
type i will be followed by a day of type j. The first entry of each column
will be labelled “sunny”, and the latter “rainy”, and the rows are labelled
in the same way. Thus we can view this weather model as a Markov chain,
and our transition matrix for predicting the weather looks like

P =


.8 .2
.4 .6

�
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That is, there is an 80% chance a sunny day will be followed by another
sunny day, and a 40% chance that a rainy one will be followed by a sunny
day, etc.

Given an initial distribution, we can use this matrix to predict the weather.
If we know that day 0 is a rainy day, we can represent this information with
the initial vector x

0

= [0, 1], and use P to predict the future weather. For
instance, using the notation x

i

to represent the weather distribution on the
ith day, the weather on the next day is given by

x
1

= x
0

· P = [0, 1] ·

.8 .2
.4 .6

�
= [.4, .6]

so that there is a 40% chance of sun and a 60% chance of rain on day 1.
To predict the weather on day n, we similarly do so by the relation

x
n

= x
0

· P n

Plugging in n = 3, we see that x
3

= [.624, .376], so that there is a 62.4%
chance of sun on day 3.

In this case, a stationary distribution ⇡ does exist and is given by

⇡ = lim
n!1x

n

As an invariant distribution, ⇡ is independent of the initial distribution
and is unchanged by P : thus ⇡ acts as an eigenvector with corresponding
eigenvalue � = 1: we can solve the equation

⇡ · P = ⇡

or

⇡ · (P � I) = 0

Doing so yields ⇡ = [
2

3
,
1

3
]; that is, in the long run, 2/3 of the days are

sunny, and 1/3 are rainy.

3.1.2. Continuous State Space. We may generalize these ideas to continuous
state spaces– in this case, we refer to the system as a Markov process. Let
p be a transition density of a Markov process over a continuous state space,
say S = Rn. Here we may think of p as a generalization of the transition
matrix P (x, y), consisting of the probabilities of transitioning from x to y.
In particular, p is non-negative, and for each x 2 Rn,

Z

Rn

p(x, y)dy = 1
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This expression is the continuous analog of each row of the transition matrix
summing to 1.

Similarly, we say that ⇡ is a stationary distribution if it is nonnegative,R
Rn

⇡(y)dy = 1, and it satisfies

⇡(y) =

Z

Rn

⇡(x)p(x, y)dx

Note that both sides of this equation are probability densities. Alternatively
in terms of probabilities, we can define ⇡ to be stationary if for any subset
S, we have Z

S

⇡(y)dy =

Z

Rn

Z

S

p(x, y)⇡(x)dydx

If p satisfies the same detailed balance condition

⇡(x)p(x, y) = ⇡(y)p(y, x)

for all x, y, then ⇡ is indeed a stationary density:
Z

Rn

⇡(x)p(x, y)dx =

Z

Rn

⇡(y)p(y, x)dx = ⇡(y)

Z

Rn

p(y, x)dx = ⇡(y)

Later in this paper, we will be interested in transition kernels that satisfy
detailed balance. This guarantees that the target density ⇡ is the unique
stationary distribution, and by an ergodic theorem which we will not dis-
cuss here (see Birkho↵’s ergodic theorem), the time averages of the Markov
process will converge to the space average with respect to the stationary
distribution [9].

4. Markov Chain Monte Carlo

Markov Chain Monte Carlo (MCMC) refers to a class of algorithms that
can be used to sample from complex distributions that are hard to directly
analyze. The idea is to construct a Markov chain that has the desired
target distribution ⇡ as its stationary distribution, and when the state of
the Markov chain has become su�ciently close to ⇡, it can be used as a
sample of the desired distribution. Through sampling, MCMC algorithms
are often used to numerically evaluate high-dimensional integrals, such as
in estimating expectations of functions under the target distribution, or to
solve optimization problems by locating the extrema of a distribution.

As a very general sampling algorithm, this has a variety of applications.
The target density ⇡(x) may be a distribution from statistical mechanics,



6 JASON XU ADVISOR: DR. KEVIN LIN

or the posterior of a Bayesian inference problem– there are plenty of fields
where sampling from a complicated density is desirable.

4.1. Earlier approaches to sampling. To better understand why we
bother to construct a Markov chain at all, we first discuss several earlier
approaches to sampling. The most primitive approach is uniform sampling:
drawing a random sample x

1

, x
2

, . . . , x
N

uniformly from the state space and
evaluating ⇡(x

i

) at those points. Then to calculate the expectation of a
function f(x), we could introduce a normalizing constant K

N

=
P

N

i=1

⇡(x
i

),
and estimate the expectation by

E =
1

K
N

NX

i=1

f(x
i

) ⇤ ⇡(x
i

)

While this is the most straightforward way to sample and is very easy to
implement, it is also very limited in many cases. If the target distribution
⇡ has much of its density concentrated in a small region of the state space,
which is often the case in high-dimensional problems, then the expectation
of f(x) will be largely determined by the values of only those points lying
in that set. Thus, it may take an inordinately large amount of samples
before enough of them fall in the region of interest, and many of the random
samples will be redundant. In some cases when the target distribution is
concentrated in an extremely narrow slice of the state space, this method
becomes almost useless.

4.2. Importance sampling and rejection sampling. Several alternative
Monte Carlo techniques have been developed to remedy this problem. We
mention the basic ideas behind these algorithms here, but for a more detailed
description of these techniques, see MacKay’s paper [5]. A method called
importance sampling utilizes a simpler distribution ⇡0 resembling the target
distribution ⇡ instead of a uniform proposal, thus favoring the “important”
regions and working to reduce the number of redundant samples. These
samples are then adjusted using probabilistic weights based on the ratio of
⇡ to ⇡0 to become accurate representatives of the original target distribution.
Another general technique called rejection sampling also draws from an ap-
proximating distribution ⇡0, rejecting some proposals x when ⇡0(x) > ⇡(x)
in a way that guarantees that the resulting sample will be from the correct
distribution.

While it has been proven that these method are asymptotically accurate,
in both cases, it is often di�cult to find a nice distribution ⇡0 that is a
very close approximation to ⇡ in cases where ⇡ is complicated and high-
dimensional. In the regions where ⇡0 di↵ers from ⇡, the weights used may
di↵er so greatly that the variance becomes problematically large in the case
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of importance sampling, or the number of rejections becomes so high that it
takes an inordinate amount of time to draw a sample in the case of rejection
sampling. Both algorithms thus become impractical in many situations.

In short, importance and rejection sampling generate samples that are
statistically independent in a more sophisticated way than drawing uni-
formly, but they only work reasonably well if the proposal density of the
algorithm is very similar to the target density ⇡. However, it is often hard
or impossible to find a single density ⇡0 with this property for large and
complex problems. We will see that MCMC allows us to avoid this problem.

4.3. Why construct a Markov chain? Markov Chain Monte Carlo uti-
lizes a Markov process that generates a sequence of states, with each sample
x
t

distributed depending on the previous sample x
t�1

. Unlike the previous
sampling methods that produce and accept independent samples, MCMC
will produce a sequence of correlated samples. The cost of generating corre-
lated samples is often well worth the tradeo↵, as one can o↵set the residual
e↵ect of correlation by running the process for a su�ciently long time until
the states of the system are e↵ectively independent draws from ⇡. Ergodic
theorems that can be viewed as generalizations of the standard law of large
numbers for independent variates can then be used to guarantee the conver-
gence of these correlated samples to ⇡, and many available heuristics can be
used to determine how well the Markov chain has mixed [8].

5. The Metropolis-Hastings algorithm

The Metropolis-Hastings method is a powerful algorithm providing a gen-
eral way to construct a Markov process satisfying detailed balance whose sta-
tionary distribution is a target density ⇡. In contrast to previous techniques
requiring a proposal density resembling the target density, this method
makes use of a proposal g which depends only on the current state of the
chain. Some proposal densities may work more e�ciently than others de-
pending on the nature of the problem, but a key feature of this algorithm is
that g can be any arbitrary fixed density.

The algorithm is identical in both the discrete and continuous case. The
current state is denoted x, and the next state is denoted y.

(1) Begin with a proposal density g, target density ⇡, and initial state
x = x

0

2 S
(2) At each step of the algorithm, propose state y0 by drawing from g
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(3) Determine whether to accept the move from x to y0: move with prob-
ability h(x, y0) = min{1, ⇡(y

0
)g(y

0
,x)

⇡(x)g(x,y

0
)

}. We can do this by generating a

number a uniformly from [0, 1), and update y =

(
y0, if a < h(x, y0)

x, otherwise

5.1. Why the algorithm works. Consider a proposal density g and target
density ⇡ as mentioned above. In order to guarantee the stationarity of ⇡,
we would like transitions in our algorithm to satisfy the detailed balance
condition. Since it may not be the case that g satisfies detailed balance,
an acceptance rule h is imposed: as described above, proposed moves y are
not always made, but rather accepted with probability h(x, y), where x is
the current state. Otherwise, the system remains at x as described above.
Therefore, the overall transition kernel of the algorithm looks like

P (x, y) = g(x, y)h(x, y) + (1�
X

y

0

g(x, y0)h(x, y0))�(x, y)

in the discrete case, or

p(x, y) = g(x, y)h(x, y) + (1�
Z

Rn

g(x, y0)h(x, y0)dy0)�(x� y)

in the continuous case, where � denotes the delta function with point
mass at 0.

Define the acceptance function

h(x, y) = min{1, ⇡(y)g(y, x)
⇡(x)g(x, y)

}

We now verify that this choice of h yields a transition kernel that satisfies
detailed balance:

5.1.1. Discrete Case. First, denote

P (x, y) = g(x, y)h(x, y)+(1�
X

y

0

g(x, y0)h(x, y0))�(x, y) := P̃ (x, y)+D(x)�(x, y)

Then P̃ (x, y) satisfies detailed balance:

Proof. For any given x, y, we have

⇡(x)P̃ (x, y) = ⇡(x)g(x, y)h(x, y) = ⇡(x)g(x, y)min{1, ⇡(y)g(y,x)

⇡(x)g(x,y)

}



MARKOV CHAIN MONTE CARLO AND NON-REVERSIBLE METHODS 9

=

(
⇡(y)g(y, x), if ⇡(x)g(x, y) > ⇡(y)g(y, x)

⇡(x)g(x, y), if ⇡(x)g(x, y)  ⇡(y)g(y, x)

On the other hand,

⇡(y)P̃ (y, x) = ⇡(y)g(y, x)h(y, x) = ⇡(y)g(y, x)min{1, ⇡(x)g(x,y)
⇡(y)g(y,x)

}

=

(
⇡(y)g(y, x), if ⇡(x)g(x, y) > ⇡(y)g(y, x)

⇡(x)g(x, y), if ⇡(x)g(x, y)  ⇡(y)g(y, x)

Thus we see that ⇡(x)P̃ (x, y) = ⇡(y)P̃ (y, x) ⇤

Next, we claim that reversibility of P̃ is su�cient for P to be reversible
as well:

Proof. ⇡(x)P (x, y) = ⇡(x)(P̃ (x, y) +D(x)�(x, y))

= ⇡(x)(P̃ (x, y) + (1�
P

y

0 g(x, y0)h(x, y0))�(x, y))

= ⇡(x)P̃ (x, y) + ⇡(x)(1�
P

y

0 g(x, y0)h(x, y0))�(x, y)

= ⇡(y)P̃ (y, x) + ⇡(x)(1 �
P

y

0 g(x, y0)h(x, y0))�(y, x) by reversibilty, and
because �(x, y) = �(y, x)

= ⇡(y)P̃ (y, x) + ⇡(y)(1 �
P

y

0 g(y, y0)h(y, y0))�(y, x)) since this second
term is either identical with the one above when x = y, or 0 when x 6= y
and �(y, x) = 0

= ⇡(y)(P̃ (y, x)(1�
P

y

0 g(y, y0)h(y, y0))�(y, x))

= ⇡(y)(P̃ (y, x) +D(y)�(y, x)) = ⇡(y)P (y, x)

Thus, ⇡(x)P (x, y) = ⇡(y)P (y, x) ⇤

5.1.2. Continuous Case. Again we will denote

p(x, y) = g(x, y)h(x, y)+(1�
Z

Rn

g(x, y0)h(x, y0)dy0)�(x�y) := p̃(x, y)+D(x)�(x�y)

The proof above with identical choice of h(x, y) = min{1, ⇡(y)g(y,x)

⇡(x)g(x,y)

} still

applies in the continuous case, so p̃(x, y) is reversible. We then prove that
this implies p satisfies detailed balance as well:

Proof. ⇡(x)p(x, y) = ⇡(x)(p̃(x, y) +D(x)�(x� y))
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= ⇡(x)p̃(x, y) + ⇡(x)(1�
R
Rn

g(x, y0)h(x, y0)dy0)�(x� y)

= ⇡(y)p̃(y, x) + ⇡(x)(1�
R
Rn

g(x, y0)h(x, y0)dy0)�(y � x)

= ⇡(y)p̃(y, x) + ⇡(y)(1�
R
Rn

g(x, y0)h(x, y0)dy0)�(y � x)

= ⇡(y)(p̃(y, x) + (1�
R
Rn

g(x, y0)h(x, y0)dy0)�(y � x))

= ⇡(y)(p̃(y, x) +D(y)�(y � x))

= ⇡(y)p(y, x)

The third equality is justified because when x 6= y, the second term is
zero as �(y � x) = 0 in this case. Otherwise, when x = y, we have equality
of the limiting functions �

n

(x� y) = �
n

(0) for every interval of width 1

n

, so
these expressions will be equal in the limit. ⇤

In either case, the acceptance function balances the proposals so that
the transitions of the Markov chain satisfy detailed balance. This is enough
to guarantee convergence to the unique stationary distribution ⇡, which we
have chosen to be our target density.

5.2. Example: the Ising Model. Metropolis-Hastings algorithm is a pow-
erful tool with applications to a wide variety of examples. Here we use the
algorithm to simulate an Ising model, a basic model for ferromagnetism from
statistical mechanics. The space of an Ising model is a finite lattice L. Each
node of the lattice represents an atomic spin, and can take the value of 1 or
�1 representing its spin value. The state space ⌦ for our Markov chain will
be the space of configurations of the lattice, and the magnetization M(x)
for a configuration x 2 ⌦ is the sum of its spins.

We can utilize the Metropolis-Hastings algorithm to calculate expecta-
tions of observables, such as the average magnetic moment of the model,
given by

Mag =
1

Z

X

x2⌦

M(x)e
�E(x)

k

B

T

where k
B

is Boltzmann’s constant, T is temperature, M(x) is the mag-
netization of the state x, and Z is a normalization coe�cient corresponding
to the Boltzmann distribution.

The energy function E is given by
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E(x) = �1

2

X

i2L

X

j2neighbors of i

x
i

x
j

+H(x)

where H(x) is a function describing the e↵ect of an external field. The
“neighbors” of a node i are defined to be the immediately adjacent points
in the lattice; for instance, in a 2D case, (i, j) has neighbors (i � 1, j), (i +
1, j), (i, j + 1), (i, j � 1).

While the normalizing constant Z may be very di�cult to calculate, using
the Metropolis-Hastings algorithm allows us to proceed without knowing its
value. In this case our target density ⇡ is the Boltzmann density, and we
have that

⇡(y)

⇡(x)
=

e�E

y

/k

B

T/Z

e�E

x

/k

B

T/Z
= e�(E

y

�E

x

)/k

B

T

Our acceptance rule h is then defined to be the minimum between this
value and 1.

The following describes how the Metropolis-Hastings algorithm is applied
to calculate average magnetic moment:

(1) Fix a constant temperature, initialize average magnetic momentM =
0, and initialize lattice L (randomly assign 1 or �1 to each node)

(2) Calculate the energy of the initial configuration E
x

(3) Looping over a number of steps, select a node of the lattice uniformly
(4) Flip the sign of this node, and store energy of the proposed flipped

configuration E
y

(5) Let acceptance probability h = min(1, e�(E

y

�E

x

)/k

B

T )
(6) Draw ↵ uniformly over (0, 1)
(7) If ↵ < h, then update the configuration to proposed y; else do nothing
(8) Update M by adding the magnetization of this configuration
(9) When loop is over, return average magnetic moment by dividing M

by the size of the lattice and number of trials

6. Non-Reversible Methods

The Metropolis-Hastings algorithm and related methods relying on re-
versibility are powerful tools, but do have their limitations. While we have
eliminated the drawbacks of the earlier methods, the issue now becomes
rate of convergence of the Markov chain. We have proven that the algo-
rithm guarantees convergence to the stationary distribution, but there are
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situations where this may take an unacceptably large number of steps when
the process spends too long in one region of the target distribution without
having explored other areas.

The Metropolis-Hastings method essentially produces a random walk,
proposing small steps to explore the stationary distribution and favoring
transitions to higher probability states. This can be ine�cient in certain
situations: if the distribution has several pronounced local extrema, then
the Markov chain may spend too much time wandering back and forth in
one extremum without finding the others. Whether the goal is to calculate
an average over the target distribution or to optimize and locate the global
maximum, this behavior may hinder simulation by preventing the chain from
exploring the distribution evenly and e�ciently.

To combat this backtracking behavior, more sophisticated methods have
been developed to prevent the random walk from doubling back and repeat-
edly checking ground that has already been covered. At the cost of being
harder to implement, they sometimes exhibit faster convergence rates. Ex-
amples of these methods include hybrid Monte Carlo, the over-relaxation
method, and simulated annealing [5]. In this paper, we will focus our dis-
cussion to non-reversible MCMC.

6.1. Neal’s Algorithm. Radford Neal proposed an algorithm that modi-
fies any reversible, irreducible Markov chain on a finite state space into a
non-reversible chain on a related state space while preserving its stationary
distribution. The non-reversible version of the chain therefore can be used
to estimate the same observables as the original chain, but may reduce dif-
fusive behavior exhibited by the original chain. It does so by prohibiting
returns to immediately previous states, thus biasing the chain away from
ground that has already been covered and ultimately reducing the amount
of time spent trapped in local extrema.

In Neal’s paper, he proves that this modification does not increase the
asymptotic variance of an MCMC estimator and may reduce the asymptotic
variance, sometimes by a considerable amount [6]. Because there is no rea-
son to avoid non-reversible chains– the important thing is that the chain
preserves stationarity of ⇡, not that it is reversible– Neal’s results suggest
that focusing on non-reversible chains may lead to the development of more
e�cient MCMC methods.

The first step in Neal’s algorithm is to modify the state space in a con-
struction called expanding the chain. The idea is that we replace our original
state space by a new space whose elements are comprised of the set of tran-
sitions between pairs of states from the original space. More formally, if our
original chain is defined over a state space ⌦ with transition probabilities
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P (x, y), the expanded space is the set

⌦0 := {(x, y)|P (x, y) > 0, x, y 2 ⌦}

which leaves a stationary distribution ⇡0 such that

⇡0(x, y) = ⇡(x)P (x, y) = ⇡(y)P (y, x)

A transition in this modified chain is a two step process in the following
sequence:

(1) Swap the two components of the state: (x, y) ! (y, x)
(2) Replace the second component of the swapped state with a new value

sampled from its conditional distribution under ⇡0, given the current
value of the first component.

While each of these operations is reversible, applying them in sequence
produces a non-reversible chain. Currently as stated above, this two step
modification simply expands the state space, but nothing has been done to
modify the behavior of the chain in a way that avoids backtracking. To apply
his algorithm in a way that avoids backtracking, Neal replaces the second
step above with a modified Gibbs sampling update introduced by Liu [4].
This update changes the second component from y to y0 with probability
⇡(y0|x)

1� ⇡(y|x) when y 6= y0, and probability 0 when y = y0 to prevent returns

to the immediate previous state. More generally, we can apply an update
to the second component using any method that reduces the probability
of staying in the same state, while keeping the transitions to other states
at least as large as before and maintaining reversibility with respect to ⇡0.
Any such update will work to reduce the amount of backtracking. After
running this algorithm in the expanded space of pairs of states, one can
take the marginal distributions of either component to recover the original
stationary distribution.

7. An original decaying memory algorithm

Expanding on the idea of a one-step memory in Neal’s algorithm, we in-
troduce a chain with a decaying memory that may better avoid backtracking
by having a longer memory of the previously visited regions. The idea is
to take a weighted average of the past positions the chain has visited. The
weight of a position’s influence in the average decays exponentially, and pro-
posals in the chain are biased toward new states further from the average
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past position. We will analyze this algorithm on “potential well” distribu-
tions over a continuous state space, and compare its performance to that of
the Euler-Maruyama method.

7.1. Stationary Distributions from SDEs and the Euler-Maruyama
Method. Before we can compare the simulation results over several results,
we discuss some relevant background information. Here we describe the
Euler-Maruyama method and how it is used to approximate stochastic dif-
ferential equations. We also discuss the Fokker-Planck equation, which can
be used to give the time evolution of the probability density for a stochastic
process, allowing us to solve for the corresponding stationary distribution.

7.1.1. The Fokker-Planck Equation. Here we derive the Fokker-Planck equa-
tion from a physical perspective. For an alternate approach using Itô calcu-
lus, see the appendix.

Let p(x, t) be the probability density of the stochastic process X = X(t),
which can be thought of as acting on a collection of particles. We will work
in one dimension, so p(x, t) is defined on R, and in this example p(x, t) will
be specified as the probability density for the Ornstein-Uhlenbeck process,
given by the stochastic di↵erential equation

d(X(t)) = �u0(X)dt+ "dW (t)

where " is a constant proportional to the e↵ect of white noise, the formal
time derivative of the Wiener process. For background on the Wiener process
and stochastic calculus, see appendix or [2].

Therefore, the probability that X(t) 2 [a, b] is given by
Z

b

a

p(x, t)dx for all a, b

and the rate of change of the number of particles within the interval is
expressed by

d

dt

Z
b

a

p(x, t)dx =

Z
b

a

@

@t
p(x, t)dx

We can define the current of particles J(x, t) to be the net number of
particles flowing from the left to the right of point x at time t (a negative
current then denotes net flow from right to left). Then

Z
b

a

@p(x, t)

@t
dx = J(a, t)� J(b, t) = �

Z
b

a

@J(x, t)

@x
dx
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with the last equality following from the fundamental theorem of calculus.

Now this is true for all a, b, and so by continuity, we have the equation

@p

@t
= �@J

@x

Plugging in the following expression resulting from a version of Fick’s law
of di↵usion [7]

J(x, t) = �u0(X)p(x, t)� "2

2
@
x

p(x, t)

to the right side of this continuity equation
@p

@t
= �@J

@x
, we have

@p(x, t)

@t
=

@

@x
(u0(X)p(x, t)) +

"2

2

@2p(x, t)

@x2

When the system has reached its stationary distribution, the probability
density does not change, so we can solve for the stationary distribution by
setting the expression for @p

@t

equal to zero. Notice that in the one dimensional
case, if the probability density has stopped changing over time, it is necessary
that the current J(x, t) must be zero at all points, so in this case we may
solve the simpler di↵erential equation by setting J = 0. Thus, the stationary
distribution solves the equation

J(x, t) = �u0(X)p(x, t)� "2

2
@
x

p(x, t) = 0

Solving yields

⇡(x) = Ae�u(x)

2

"

2

where the constant A normalizes ⇡ to be a probability distribution. We
may now easily calculate the stationary distributions for simulations gov-
erned by Ohrnstein-Uhlenbeck stochastic di↵erential equations by integrat-
ing the drift function �u0(x) and then plugging into this expression.

7.1.2. Euler-Maruyama Method. Given a stochastic di↵erential equation of
the form

dX(t) = aX(t)dt+ bX(t)dW (t)

the Euler-Maruyama method creates a discrete-time approximation pro-
cess Y (n) which can be thought of as a Markov chain. It is a generalization
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of the Euler method for ordinary di↵erential equations, and likewise is used
to provide an approximate numerical solution to the di↵erential equation
over a time interval [0, T ].

Begin by partitioning the interval with P = {0 = t
0

< t
1

< . . . < t
N

= T}
into equal increments of size �t, noting that the accuracy of the method
increases as�t ! 0. Setting Y (0) as the initial conditionX(0) of the original
process, update the approximation recursively according to the relation

Y (n+ 1) = Y (n) + aY (n)�t+ bY (n)�W (n)

The term �W (n) is defined as W (t
n+1

)�W (t
n

), and as mentioned in the
discussion of the Wiener process in the appendix, �W (n) are distributed
normally with mean zero and variance �t. Thus, viewing this as a Markov
process, we see that the overall transition density is Gaussian:

Y (n+ 1) ⇠ N(Y (n) + a(Y (n))�t, b(Y (n))2�t)

Note that running the Euler-Maruyama algorithm as described here does
not produce samples from precisely the true stationary distribution. Instead,
this only draws from a distribution that is close to the correct distribution,
with accuracy increasing as the size of the time increments decrease. How-
ever, it is easy to apply the Metropolis-Hastings algorithm here to correct
this if desired. The Gaussian transition density g described above can be
used instead as a proposal density in the Metropolis-Hastings algorithm, and

then balancing with the acceptance rule h(x, y) = min{1, ⇡(y)g(y, x)
⇡(x)g(x, y)

}, we
guarantee convergence to the correct stationary distribution.

7.2. Decaying Memory Algorithm. Here we describe how the decay-
ing memory algorithm is implemented. Expanding on Neal’s non-reversible
chain that works to reduce backtracking by prohibiting the chain from re-
turning to the immediate previous state, here we create a chain with a longer
“memory” that tends to move away from a weighted average of previously
visited states. The basic idea is to apply Metropolis-Hastings, modifying the
proposal density to be biased away from areas that the Markov chain has al-
ready explored. This should lead to more frequent transitions between local
maxima of the stationary distribution where the unbiased version may get
stuck for long periods of time, ultimately leading to a decrease in runtime.

7.2.1. Metropolis Updates. Let x denote the current position, and let y de-
note the proposed state. The proposal density for y is a Gaussian with
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mean
µ
1

= x+ (�u0(x) + (x� A))dt

and variance b2dt, where A is the current average past position and u0 is
the drift function from the stochastic di↵erential equation. Note that this
is a simple modification of the proposal density from the Euler-Maruyama
scheme: the (x � A) term biases the mean away from the average past
position. Note we may include additional coe�cients to scale the e↵ect of
the x� A term. We must also calculate another mean

µ
2

= y + (�u0(y) + (y � A))dt

which will be used in calculating the acceptance rule.

The next step is to calculate the acceptance rule according to

h(x, y) = min{1, ⇡(y)g(y, x)
⇡(x)g(x, y)

}.

Plugging in x and y to the corresponding Gaussian proposals gives the
P (x, y) and P (y, x) terms, and similarly we plug in x and y to the sta-
tionary distribution obtained by solving the Ornstein-Uhlenbeck equation
of the form

⇡(x) = Ke�u(x)

2

"

2 ,

where the constant K normalizes ⇡ to be a probability distribution.

After some simplification, we find that

h(x, y) = exp(
dt(2y2 � y4 � 2x2 + x4) + (y � µ

1

)2 � (x� µ
2

)2

2b2dt
)

As usual, we generate a random number a and update the current position
to y if a < h; otherwise, the system remains at x.

7.2.2. Updating the Average Past Position. We implement a discretized ver-
sion of the di↵erential equation

Z(t) = �↵Z(t) +X(t)

with initial condition Z
0

= 0 as a method to update the average past position
with a memory that decays exponentially. Note that this equation can be
solved using the integrating factor method to yield the solution

Z(t) = e�↵t

Z
t

0

e↵sX(s)ds

The discretized version of the equation is of the form



18 JASON XU ADVISOR: DR. KEVIN LIN

Z(t+ dt) = Z(t)� ↵Z(t)dt+X(t)dt = (1� ↵dt)Z(t) +X(t)dt

This can be normalized to the form Y (t) = Z(t)

K

for constant K, so that
Y (t) is an expression for the average past position. Setting Z

0

= X
0

, using
the notation that Z

0

= Z(0), Z
m

= Z(m · dt), then the expression for the
nth time step is

Z
n

=
nX

k=0

(1� ↵dt)n�kX
k

dt

To solve for the normalizing constant, we may set X
i

to be equal to
the constant 1, i.e. the system is not moving, and solve so that Y

n

is also
constant 1 for all n. Setting X

i

= 1 and calculating,

Z
n

=
P

n

k=0

(1� ↵dt)n�kdt =
P

n

k=0

(1� ↵dt)kdt = 1�(1�↵dt)

n+1

dt

1�(1�↵dt)

=
1� (1� ↵dt)n+1

↵

Thus, the expression for the average past position is given by

Y
n

=
↵

1� (1� ↵dt)n+1

nX

k=0

(1� ↵dt)n�kX
k

8. Comparison of algorithms

8.1. Test distribution. We focus our discussion here on the simulation
results of a particular test landscape with multiple wells. This distribution
⇡ is created using a piecewise construction. The idea is to create several
hills acting as energy barriers, and test whether the biasing force generated
by the memory of past positions will help the Markov chain explore across
the wells more quickly.

Recall that given a stochastic di↵erential equation of the form

d(X(t)) = �u0(X(t))dt+ "dW (t)

the stationary distribution is of the form

⇡(x) = Ae�u(x)

2

"

2

from solving the Fokker-Planck equation. We choose a potential function
u(x) with several wells via a piecewise construction (Figure 1):
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u(x) =

8
>>><

>>>:

(x+ 3⇡)2

2
� 1 : x < �3⇡

cos(x) : �3⇡  x  3⇡
(x� 3⇡)2

2
� 1 : x > 3⇡

Figure 1: potential function

The hilly landscape provided by this function will allow us to gauge the
benefit of the “momentum” generated by the memory bias. The sinusoidal
middle portion of u(x) joins the parabolic endpoints of the distribution in a
way that is twice continuously di↵erentiable: we have

u0(x) =

8
<

:

x+ 3⇡ : x < �3⇡
� sin(x) : �3⇡  x  3⇡
x� 3⇡ : x > 3⇡

and

u00(x) =

8
<

:

1 : x < �3⇡
� cos(x) : �3⇡  x  3⇡
1 : x > 3⇡
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Figure 2: first and second derivatives

The stationary distribution is then given by

⇡(x) =

8
>><

>>:

Ae�
(x+3⇡)

2�2)

"

2 : x < �3⇡

Ae�
2 cos(x)

"

2 : �3⇡  x  3⇡

Ae�
(x�3⇡)

2�2)

"

2 : x > 3⇡

where " is the di↵usion constant, and A is chosen such that the density
⇡(x) integrates to 1 for the particular choice of ". A figure of this target
distribution is provided below.

Figure 3: target distribution ⇡(x)
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8.2. Simulation Results. Below are figures of the stationary distribution
as approximated by the decaying memory algorithm and Euler-Maruyama
scheme, respectively. They were run for t = 100000, with time increments
dt = .01 for a total of ten million steps. The di↵usion constant " = 1.2 in
each case, and for the decaying memory algorithm, we chose the memory
decay factor ↵ = .01. The blue dots represent the actual distribution, and
the green histogram is generated by the positions of the Markov chain.

Figure 4: decaying memory simulation after ten million steps

Figure 5: Euler-Maruyama simulation after ten million steps
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At a glance, we see that both algorithms do a fairly good job approxi-
mating ⇡. However, the Euler-Maruyama method converges faster, requiring
fewer steps before closely resembling the stationary distribution. Instead of
explicitly estimating the mixing times of the algorithms, we will compare
the average jump time between wells. In our case, the mixing time is largely
determined by how quickly the Markov chain is able to move between wells
to explore the entire distribution.

Running the algorithm for twenty million steps, we calculate the mean
jump time between wells for the Euler-Maruyama scheme at 79.94. To cal-
culate the mean jump times of the decaying memory algorithm, we run
simulations of ten million steps each over a range of di↵erent memory con-
stants ↵. The results are shown in the graph below, with the blue dots
representing the means calculated without including rejection steps:

Figure 6: Jump times; blue dots are means calculated without rejections

We see that even though the mean jump time trends downward after a
certain point when rejections are not included in the calculation, it fails
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to ever drop below the mean jump time of the Euler-Maruyama algorithm.
The decreasing trend levels out over the right end of this range of values,
and testing even smaller values of ↵ would be ine↵ective, as they correspond
to such a slow decay rate that the average past position would be almost
independent of the current state of the chain.

To understand why the decaying memory algorithm fails to outperform
the Euler-Maruyama algorithm, we examine how the average past position
Y
t

behaves. Below is a sample path of the decaying memory algorithm with
↵ = .01. The red path is the position of Y

t

, and the blue path is the actual
position of the chain X

t

.

Figure 7: Decaying memory simulation

While the average past position helps bias the chain to keep moving
in a certain direction, we notice that the chain tends to stay in one well
until the past position catches up. As the memory decays more slowly, the
proportion of rejected moves increases, and this increase in steps is not worth
the tradeo↵ if the acceptances are not occurring until the memory has caught
up and has less of an e↵ect by already being close to the current position.
The figure below shows how the number of rejections behaves with ↵, and
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while not included in the graph, the average distance |X
t

� Y
t

| at rejected
steps is consistently almost twice as large as the distance at accepted steps,
further supporting this claim.

Figure 8: Proportion of rejected steps over range of memory decay
constants

The one dimensionality of this problem and lack of global information
are obstacles that seem hard for this algorithm to overcome. We turn to a
di↵erent problem landscape in the next section.

9. Maze Solving Algorithms

In the previous example and similar testing not discussed in this paper,
while the decaying memory helped the algorithm gain momentum to get
over hills in the distribution, it also increased rejected steps and prohibited
the chain from changing direction for long periods of time at the ends of
the distribution due to the low dimensionality of the problem. We now
examine a di↵erent type of landscape: applying the idea to a maze, the
algorithm has multiple paths it may pursue while being propelled along a
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certain trajectory away from the past position, rather than only having two
directions to explore.

We will compare a standard random walk algorithm to a version with
a momentum that propels the walker along trajectories, with minor per-
turbations to avoid being stuck in a loop indefinitely. The latter idea is a
prototype for the decaying memory algorithm– here we do not yet create a
Markov chain method, but the movement along a certain trajectory serves as
an analog for the momentum created from the e↵ect of memory that biases
movement away from the past position. The comparison of these algorithms
provides intuition on whether the decaying memory algorithm will be more
promising on higher dimensional problems such as solving a maze.

9.1. Description of algorithms. The random walk algorithm is very sim-
ple. Let x denote the current position: at each step, a random point y
from the unit circle centered at x is uniformly proposed. It is rejected if
a wall of the maze falls between x and y; otherwise the current position is
updated to y and the process is repeated. This continues until the sample
path intercepts an exit of the maze.

The trajectory-based algorithm moves along a direction vector v in incre-
ments of length one (v is unit): that is, at each step, we update the current
position x to x + v. In the case that a wall of the maze lies between x and
x+ v, we update v by changing the sign of the appropriate coordinate. The
sample path essentially reflects o↵ of the hard walls and bounces around the
maze to find an exit. To avoid being stuck in an infinite loop, a random
perturbation u is added to the direction vector v, which is then rescaled to
unit length again.

9.2. Performance. The following figures are sample paths generated by
each algorithm. The blue dots represent states of the walk, and the initial
positions of each are set at (15.0, 15.0):
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Figure 9: Random walk sample; maze was solved by exiting bottom right

Figure 10: Trajectory based sample; maze was solved by exiting top left
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At a glance, the density of blue dots is much lower for paths generated by
the second algorithm. We calculate the average number of steps to solve the
maze for each algorithm over 200 trials: in each case, the initial conditions
are randomized. The average number of steps for the random walk algorithm
was 11002.44, while the average number of steps for the trajectory based
algorithm was a much lower 601.248. As expected, the trajectory algorithm
significantly outperforms the basic random walk.

9.3. Ideas to create a Markov chain. We want to generalize this idea and
apply the Metropolis-Hastings algorithm to create a Markov chain that can
be used to sample generally from a specific distribution. It is straightforward
to implement a decaying memory in the same way as we have before, which
acts analogously to the e↵ect of the trajectory. Proposals will be biased
along a trajectory away from the average past position, and by reducing the
variance of these proposals, we make the behavior more closely resemble that
of the trajectory-based algorithm. There are several ways to implement a
maze-like distribution. Given a maze, we may model the walls as high-energy
barriers with a soft wall density in the form

⇡(x) = Ke�↵·d(x,w)

2

where x is the current position, K and ↵ are constants, and d(x, w) denotes
the distance between x and the nearest wall w. One may also implement a
hard wall density by rejecting proposals crossing a wall in a similar manner
as we have done above, as long as these rejections are accounted for when
balancing the transition kernel.

To prevent exploring the same path multiple times, we may add a feature
that scans the surrounding space periodically to gain some global infor-
mation about the distribution. Every n steps, where n can be calibrated
accordingly, the algorithm can generate four proposals toward the direction
of each neighboring wall from the current position, and record which of the
nearest walls are permeable. If only one or none of these proposal vectors
cross a hard wall, the current block of the maze is marked as a “branch
point” of the maze. The algorithm can then store this information about
branch locations in a small, long-term memory. If a branch is ever revisited,
the chain will avoid the paths from which it has come before. This feature
serves to counter the potential problem of the memory decaying too quickly
by the time the position of the chain has returned to a previous branch point
to remember where dead ends occur.
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10. Appendix

10.1. Itô calculus and the Wiener Process. Here we will discuss some
basic results from stochastic integration and di↵erentiation. Our goal is to
formally describe the e↵ects of randomness disturbing a system by modi-
fying an ordinary di↵erential equation. We will discuss some background
information to make sense of stochastic di↵erential equations of the form

dX(t) = a[X(t)]dt+ b[X(t)]dW (t)

where dW (t) is a term accounting for random perturbations.

10.1.1. Wiener Process. The Wiener Process W (t) is a continuous-time sto-
chastic process that serves as a mathematical model for Brownian motion.
By definition, a process W (t) is a Wiener Process if it satisfies

(1) W (0) = 0 almost surely
(2) W (t)�W (s) is distributed as N(0, t� s) for all t � s � 0 (Gaussian

increments)
(3) W (t

1

),W (t
2

)�W (t
1

), . . . ,W (t
n

)�W (t
n�1

) are independent (inde-
pendence of increments) for all 0 < t

1

< . . . < t
n

From these properties, it can be seen that

E(W (t)) = 0 and that E(W 2(t)) = t for all t.

The sample paths of the Wiener process t ! W (t) are continuous almost
surely, but are nowhere di↵erentiable. So although we cannot di↵erentiate,
the formal time derivative d(W (t)

dt

of the Wiener process is called white noise
and will be important in stochastic calculus.

We will not prove these properties, but it should be noted that the Markov
property gives some intuition on the nowhere di↵erentiability of samples
paths. If W (s) = y at time s, then the future behavior of W (t) for t > s
depends only on this fact, and is independent of how the process approached
the point y as t ! s�. Thus the path cannot “remember” how to leave y in
such a way that W will have a tangent there.

10.1.2. Integration. Now that we have defined the Wiener process W (t), we
must define the Itô stochastic integral

R
T

0

GdW , where G is a stochastic
process. It can be shown that to guarantee the existence of this integral,
G must be progressively measurable and satisfy E(

R1
0

G2dt) < 1, so from
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this point on we will assume that G is su�ciently well-behaved under these
conditions.

When such a process satisfies G(t) ⌘ G
k

on a partition {0 = t
0

< t
1

<
. . . t

m

= T} for all t
k

 t  t
k

+1, then G is called a step process. Note that
each G

k

is a random variable.

For step processes, we can define the Itô integral

Z
T

0

GdW :=
m�1X

k=0

G
k

(W (t
k+1

)�W (t
k

))

It can be shown that for any well-behaved G, there exists a sequence of
bounded step processes G

n

approximating G, in the sense that

E(
Z 1

0

|G�G
n

|2dt) ! 0

Then the Itô integral is defined as the limit

Z
T

0

GdW := lim
n!1

Z
T

0

G
n

dW

and it can be shown that this is well-defined and does not depend on the
choice of sequence of step processes.

10.1.3. Itô’s formula. Let X be a real-valued stochastic process such that

X(r) = X(s) +

Z
r

s

Fdt+

Z
r

s

GdW

Then the stochastic di↵erential of X is the expression

dX = Fdt+GdW

Note that dX(t) = a[X(t)]dt + b[X(t)]dW (t), the original expression we
wished to understand, is in this form.

Now let u(x) be a twice continuously di↵erentiable function, and define
Y (t) := u(X(t)). Then Y has the stochastic di↵erential
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dY = (
@u

@x
(X, t)F +

1

2

@2u

@x2

G2)dt+
@u

@x
GdW

This equation is Itô’s formula, also known as Itô’s chain rule.

10.1.4. A second approach to the Fokker-Planck Equation. Let the real-
valued stochastic process x(t) with probability density p(x, t) obey the Itô
stochastic di↵erential equation

dX(t) = a[X(t)]dt+ b[X(t)]dW (t)

and consider the time evolution of f(X(t)), where f , @f

@x

, and @

2

f

@x

2

exist
and are continuous. Using Itô’s formula, we calculate

E(df [X(t)])

dt
= E(df [X(t)]

dt
) =

d

dt
E(f [X(t)]) = E(a[X(t)]@

x

f+
1

2
b[X(t)]2@2

x

f)

Plugging in that X(t) has probability density p(x, t),

d

dt
E(f [X(t)]) =

Z
f(X)@

t

p(x, t)dx =

Z
[a[X(t)]@

x

f+
1

2
b[X(t)]2@2

x

f ]p(x, t)dx

By integrating by parts and discarding surface terms, we get

Z
f(X)@

t

pdx =

Z
f(X){�@

x

[a(X(t))p] +
1

2
@2

x

[b(X(t))2p]}dx

and since f is arbitrary, we have the Fokker-Planck equation

@
t

p(x, t) = �@
x

[a(X(t))p(x, t)] +
1

2
@2

x

[b(X(t))2p(x, t)]

We call the term a(X(t)) the drift coe�cient, and b(X(t))2 the di↵usion
coe�cient.
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