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ABSTRACT 

A time-domain interpolation method was explored as a way to 

enhance speech quality distorted by clipping. Digital speech samples 

were artificially clipped. A low-order polynomial was used to interpo

late the clipped regions. The effects of clipping and interpolation on 

linear predictive spectrum modeling were studied. A Euclidean distance 

on log area ratios was performed to measure model differences. A log 

magnitude distance measure on modeled spectra was used to directly 

assess spectral distortion. Frequency weighting was performed before 

applying the spectral distance measure. Informal listening tests were 

used to evaluate perceptual distortion. Results indicate that for some 

portions of the speech the interpolation method yielded improvement; 

for other portions it did not. Overall, signal quality was not enhanced. 

Results also suggest using a Euclidean distance on log area ratios as 

an effective and efficiently computed spectral distortion measure. 

v 



CHAPTER 1 

INTRODUCTION 

Equipment code size limitations and inadequate control of 

speaker environments allow speech signals to clip. The effects of clip

ping on speech quality depends on the speech processing system and its 

intended use. Waveform coders and model coders are two systems used in 

communication. Waveform coders digitally transmit a good reproduction 

of the actual waveform. Model coders estimate and transmit a linear 

model of the speech production process rather than the actual waveform, 

usually with the goal of preserving the power spectral density. Speech 

coding permits communication at very low bit rates, but waveform coding 

provides more natural speech and more robustness against speaker varia

tions, multiple speakers, and background noise. Since severely clipped 

speech is highly intelligible [1,2], waveform coders also withstand 

clipping degradation. Speech coders, on the other hand, do not. When 

analyzing clipped speech, the severity of the distortion introduced into 

these systems will depend on the coding process used. 

The technique of linear predictive coding (LPC) nas been used in 

many speech coding systems, including pitch excited vocoders [3], voice-

excited vocoders [4], adaptive predictive vocoders [5], and adaptive 

transform coders [6]. In each of these speech coding methods, the speech 

signal is first divided into frames and a set of LPC parameters is 
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extracted from each frame. These extracted parameters are then coded 

and transmitted as part of the coding procedure. Traditionally, each 

parameter is coded independently of other parameters in the same frame 

and adjacent frames. This scalar quantization method achieves a bit rate 

of 2400 bits per second. At a typical [7] frame rate of 44.4 frames/sec, 

54 bits are available,to encode each set of LPC parameters: 41 bits for 

filter coefficients, 6 bits for pitch, 1 bit for voicing, 5 bits for 

gain, and one bit for synchronization. 

Current research has shown that the present bit rate of 2400 for 

LPC systems can be significantly reduced if vector quantization is used 

[7,8]. This method utilizes interparametric coupling and source statis

tics to achieve the bit reduction. Application of vector quantization 

can result in an 800 bps speech coder with no change to the LPC design 

other than the quantization algorithms for the LPC parameters (i.e., 

filter coefficients, pitch voicing and gain). Furthermore, the method 

retains acceptable intelligibility and naturalness and smoother transi

tions [7]. The key to attaining an 800-bit rate is the reduction from 41 

bits to 10 bits for quantizing each frame of filter coefficients. This 

is achieved by first generating a 10-bit vector quantization codebook 

for the filter coefficients, and then applying a distortion (or distance) 

measure between the codebook coefficients and the sampled speech coeffi

cients. The codebook coefficients producing the minimum distortion are 

the transmitted parameters. 

The vector quantization method is also used in LPC voice recog

nition systems [3,9]. Recognition capability is achieved by constructing 
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a template for each vocabulary word. The resulting template set typi

fies and spans a large population of speaker word reference templates. 

A distance score obtained by processing an unknown input utterance and 

comparing it with the template ensemble identifies the utterance. 

The LPC quantization methods are dependent on the input of good 

quality speech. Vector quantization in particular could be susceptible 

to gross error if the input speech were clipped. This thesis explores 

the possibility of reducing distortional effects of clipping in LPC 

analysis by using a low order polynomial to interpolate clipped regions. 

The method is a time-domain method and it was chosen for two reasons. 

First, use of a low-order polynomial allows close to real-time operation 

by replacing saturated values with interpolated values immediately after 

clipping has occurred. This allows uninterrupted processing of each 

speech frame as it enters the system. Second, in general only vowel 

sounds produce the high amplitudes susceptible to clipping. Since vowel 

waveforms are slow-varying, it was reasoned that a second or third order 

polynomial fit in a clipped region would adequately approximate the wave

form. To the author's knowledge, the particular method used in this 

study has not been researched before, nor have similar time domain 

methods been studied. The common procedure for controlling speech clip

ping is automatic gain control. The method suffers imperfection, how

ever, by allowing clipped speech to enter the coding system until the 

compensated gain is affected. 

For the study, the distortional effects introduced by clipping 

and interpolation were assessed by measuring perturbations in the LPC 
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parameters known as log area ratios. In addition, perturbations in the 

modeled spectrum of each speech frame were also measured. By modeled 

spectrum we mean the LPC-produced spectral envelope that approximates 

the true speech spectrum. The log area ratios were chosen for the 

following reasons: (1) they are a direct reference to the LPC method and 

reflect model differences; (2) they possess flat spectral sensitivity; 

(3) they are a scalar or vector quantized parameter commonly transmitted 

or template matched; and (4) differences can be computed efficiently. 

Modeled log spectra were compared to provide direct spectral distortion 

measurements and to assess the validity of using log area ratio differ

ences as spectral distortion indicators. 

The quantitative results presented in this thesis are limited to 

an examination of the voiced utterance "may we," spoken by an adult 

female. Two additional utterances ("may we" and "yellow lion"), spoken 

by an adult male, were included in informal perceptual evaluations. 



CHAPTER 2 

BRIEF REVIEW OF THE LPC METHOD 

Speech sounds are produced by acoustical excitation of the human 

vocal tract. Voiced speech occurs when the tract is excited by a series 

of nearly periodic pulses generated by the vocal cords. Unvoiced speech 

results from air passing turbulently through a constriction in the tract. 

A simple and sufficiently accurate model of the speech production mecha

nism can be realized by representing the vocal tract as a discrete time-

varying linear filter. For nonnasal voiced sounds, the transfer function 

possesses no zeros, enabling the tract to be modeled by an all-pole 

(recursive) filter. For unvoiced and nasal sounds, the filter usually 

includes the vocal tract antiresonances (zeros) as well as its resonances 

(poles). However, since the zeros for unvoiced and nasal sounds lie 

within the unit circle in the z-plane, each factor in the transfer func

tion numerator can be approximated by multiple poles in the denominator. 

In addition, a pole's location is considerably more important perceptu

ally than a zeros'; in most cases a zero contributes only to the spectral 

balance. As a result, using zeros to explicitly represent the antireso

nances is not necessary. An all-pole model can approximate antiresonance 

effects to any desired accuracy. 

A method successfully used in modeling the speech production 

process is linear prediction. The LPC technique produces a model 
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combining glottal flow, vocal tract, and lip radiation contributions into 

a single all-pole filter. Figure 1 illustrates the speech signal in 

sampled data form. 

k=l akSn"k 

Time-varying 
Linear 

Predictor P 

Figure 1. Block diagram of a functional model of speech production 
based on the linear prediction representation of the speech 
wave (after Atal and Hanauer, 1971 [10]). 

A pulse generator with adjustable period and amplitude produces 

the vocal cord excitation for voiced sounds. A white-noise source pro

duces the noise-like excitation of unvoiced sounds. At the input, the 

linear predictor P, a transversal filter with p delays, forms a weighted 

sum of the past p samples. At the nth sampling instant, the filter out

put is given by 

s = J a, s , + 6 
n ^=1 * n~k n 

where the "predictor coefficients" a^ account for the vocal tract, the 

radiation, and the glottal flow filtering action. 
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The filter's transfer function is given by 

? k 
H(z) = 1/(1 - I a, z k) 

k=l K 

The p poles are either real or occur in complex conjugate pairs, and must 

lie inside the unit circle to produce a stable filter. The number of 

vocal tract resonances and antiresonances in the frequency range of 

interest, the nature of the glottal volume flow function, and the lip 

radiation determine the number of coefficients p required to adequately 

represent any speech segment. 

During speech production, the vocal tract shape continuously 

changes. Over a time interval during which the tract shape is assumed 

constant, a complete representation of the speech wave is produced by 

the predictor coefficients a^, the pitch period, the rms value of the 

speech samples, and a binary parameter indicating whether the speech is 

voiced or unvoiced. "In most cases, it is sufficient to readjust these 

parameters periodically, for example, once every 5 to 10 msec" [10]. 

Due to the relatively high accuracy requirements (8-10 bits per 

coefficient) and the fact that linear interpolation of the parameters 

does not guarantee filter stability, the predictor coefficients are rarely 

used as transmission parameters. Instead, transforms on the set are per

formed to obtain alternative representations which are more convenient 

for storage and transmission. A very important transformation is the set 

of PARCOR coefficients or reflection coefficients (k^). The coefficients 

are bounded in magnitude by unit and linear interpolation between stable 
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filters by means of these parameters will produce stable filters. As a 

result, the reflection coefficients are commonly used in linear predic

tion vocoding. It has been shown, however, that the coefficients 

possess non-uniform spectral sensitivity. Values of near unity are 

the most sensitive to slight spectral variations. Consequently, linear 

quantization of the k^'s over the range [-1, 1] is wasteful. Compensat

ing for the non-uniform spectral sensitivity requires non-linear quanti

zation. The most efficient transformation is a logarithmic coding given 

by: 

MV = 10 log10(I~T") 
i 

The resulting g^ parameters;"known as log area ratios, are an approxi

mately optimal set of coefficients for quantization. They possess rela

tively flat spectral sensitivity curves and retain filter stability in 

the range - °° < < co} for an i. The filter becomes unstable only if 

the log area ratios become unbounded. Therefore, numerical errors 

introduced in the ratios cannot result in instability. For these 

reasons, the log area ratios are widely used in linear prediction 

vocoding. 



CHAPTER 3 

DISTORTION MEASURES 

In order to assess the distortion introduced by clipping and 

interpolation in LPC analysis, a dissimilarity or distortion measure 

was needed. A distortion measure assigns a non-negative number to an 

input/output pair of a system. The measure is classified as objective 

if it is computed from data which contain no human subjective responses. 

In speech processing a useful objective distortion measure should be the 

following: (1). subjectively meaningful in that small and large distor

tions correspond to good and bad subjective quality; (2) amenable to 

mathematical analysis and leading to practical design techniques; and 

(3) efficiently computed [11]. If the objective measure conforms to the 

following conditions, it is called a metric: 

1. F(x,y) = F(y,x) 

2. F(x,y) =0 if x = y 

F(x,y) ̂ 0 if * ̂  y 

3. F(x,y) < F(x,z) + F(z,y) 

where x,y and z are the variables measured. "Although metrics have many 

features which are desirable in a fidelity measure, an objective measure 

need not be a metric to be of interest" [12]. 

One of the major problems in evaluating high quality, low bit 

rate, speech coding systems is the lack of good objective measures for 

9 
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predicting speech quality. Numerous measures have been suggested and 

used, but most were chosen more for their analytical properties rather 

than for any demonstrated high correlation with subjective quality 

measures. "This is because the testing of any single objective quality 

measure against an appropriately large data base of subjective quality 

results is quite expensive due to the cost of conducting careful subjec

tive tests" [13]. Some of the proposed measures include signal-to-noise 

ratios, arithmetic and geometric spectral distance measures, cepstral 

distance measures and various parametric distance measures from LPC. 

"Currently there does not exist an objective measure which is both highly 

correlated with subjective measures over all possible distortions and 

which is compactly computable" [13]. 

In LPC systems, root mean square (rms) log spectral error and 

Itakura's maximum likelihood ratio measure are the two commonly used 

spectral distance measures. Both measures have been shown to produce 

good results in correlating spectral distortion with perceptual distor

tion [11,14,15,16]. The rms log spectral error is given by: 

2TT 
? I1/2 

20[log1()(f1) - log10(f2)] d0 rms 1' 2 

and the maximum log likelihood measure by: 

dmLL^fl'f2^ ~ log10{ mLL 1' 2 



where is the magnitude spectrum of the all-pole LPC filter, c is the 

gain, and 0 is the normalized frequency. 

Although most easily defined in the spectral domain, the maximum 

likelihood ratio measure is evaluated in the parameter domain using the 

following [3]: 

dmLL log10 
A V A T 

B V B T 

where 

A = [1 -a^ -a^ . . . _ap] (LPC coefficients for undistorted 

speech) 

B = [1 -bj -b2 . . . -bp] (LPC coefficients for distorted speech) 

V = (p + 1) by (p + 1) autocorrelation matrix of the distorted 

speech. 

Of the LPC parametric distortion measures, a Euclidean distance on log 

area ratios is commony used [17,18,19]. The measure is given as: 

E(n) . [ f [Bjj - g2i]V/2 
1=1 

Log area ratios are the chosen parameters for reasons discussed in 

Chapter 2. Weighting of ratios is possible, but results indicate that 

it yields no improvement [17]. Of the above three measures, the log area 

ratio distance correlates the least with perceptual distortion but 

requires significantly less computation time. 

For this study, the rms log spectral error and the log area ratio 

Euclidean distance were chosen to measure the dissimilarity between 
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original and clipped and original and interpolated speech. The maximum log 

likelihood is computationally more efficient than the rms log spectral 

measure, but the two are evaluated in different domains. For the study 

it was necessary to obtain plots of the modeled spectra. This required 

computing each frame's model spectrum. As a result, evaluating the rms 

log spectral error did not present any additional computational burden. 

Furthermore, for reasons to be discussed, it was decided to perform fre

quency weighting before applying a spectral distortion measure. It was 

convenient therefore to work directly in the frequency domain. In the 

parametric domain, a Euclidean distance on log area ratios was easier to 

implement and computationally quicker than the maximum likelihood measure. 

Viswanathan, Makhoul and Huggins recommend using the log area ratio 

distance over the maximum likelihood ratio measure because the latter 

requires about 50 times more computation time and does not produce sig

nificantly better measurement quality [17]. 

Frequency weighting was applied to the rms log spectral error 

measure. The justification for this weighting rests in perceptual tests 

and physiology. A speech signal is frequency analyzed at the basilar 

membrane of the inner ear. The frequency scale of the basilar membrane 

is not linear but is known as "mel scale," which is roughly linear below 

1000 Hz, and mostly logarithmic above 1000 Hz [20]. A basilar membrane 

unit length covers a wider frequency range at high frequencies that at 

low frequencies. It is believed that several resonances in the high 

frequency region are audibly perceived as a single band of energy concen

tration. Speech perception studies have shown that low frequencies are 
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perceptually more important than high frequencies [21]. Only two or 

three formants, or vocal tract natural resonances, are deemed necessary 

and effective for speech perception, especially of vowels [20]. In 

general, the first three formants reside in the frequency range 0-3000 

Hz. In ordinary LPC, the speech spectral envelope is modeled by an all-

pole spectrum. The error criterion employed guarantees a uniform fit 

across the whole frequency range. High and low frequencies are thus 

given equal importance. 

For those reasons it was decided to emphasize spectral dissimi

larity occurring in the low frequency region of the power spectra. This 

was accomplished by weighting lower frequencies more heavily than higher 

frequencies. The weighting function that was used reflected the "mel 

scale" response of the basilar membrane. 



CHAPTER 4 

PROCEDURE 

The following speech segments were low-pass filtered to 5 kHz, 

sampled at 10,000 samples per second, and stored on disk as 16 bit/sample 

sequences: "may we," spoken by an adult female; "may we" and "yellow 

lion," spoken by an adult male. The phrases are representative of voiced 

speech. To obtain values used as clipping thresholds, a computer program 

was written to determine the amplitude level exceeded by a specified 

percentage of the total number of sample points. Values corresponding 

to 1, 5, 10, and 20 percent were obtained from the speech segments. 

Artificial clipping was then performed. This consisted of replacing all 

negative and positive data points exceeding the threshold level by the 

threshold value. Thus, artificial clipping occurred on both negative and 

positive amplitudes. At this point two types of speech segments existed, 

namely the original and the clipped. A third speech type was obtained 

using a program written to interpolate clipped speech regions. The 

interpolation procedure consisted of replacing saturated data points 

with interpolated values obtained using a second or third order polyno

mial fit to the local region of saturation. Figure 2 illustrates the 

basic flow of the program, and is explained in the following paragraph. 

A saturated point was replaced by a value obtained from a third 

order polynomial, a second order polynomial, or by the threshold value. 

14 
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Transfer speech samples from original 
file to interpolated file until a 
saturated region is encountered 

4-

Continue reading fron original file, 

incrementing a saturation counter, 
until out of saturation region 

+ 

Get the two waveform values, Y\ and Y2 
immediately to left of saturated region 

and the two values, Y3 and Y4, immediately to 
right of region. Calculate corresponding 

values on time axis, Xj - X4. 

Check to see if Y2 > Yj and 

Y4 < Y2- This restricts 

function to open downward 

with 1 inflection point 

/ Was \ 

saturated 

region of 
positive 

^amplitude, 

Check to see if Y2 < Y^ and 

Y4 > Yy This restricts 

function to open upward 

with 1 inflection point. 

/ Do \ 
all 
four 
points 

qualify? 

S Do > 

three 
points 

qualify? 

Do not interpolate. 

Replace saturated values 
with threshold value. 

Perform Gaussian elimination 
on following equation set to 

obtain a^, a^, a^, a^: 

ao * Vl * a2Xl * a3xl " yl 
ao • • a2x2 * a3X2 " y2 

ao + alx3 * a2x3 * a3X3 " y3 
2 3 

"o * alx4 * a2x4 * a3x4 * ̂ 4 

Perform Gaussian elimination 

on the equation set. 

ao • Vi + a2xi * yi 
a0 + alx2 * a2x2 * y2 

a0 * alx3 + a2x3 * y3 

where # y2 and y- are the qualified 

data points and x^, x2 and Xj their 

occurrence times. 

Interpolate saturated points 
using a^ coefficients. If 
interpolated values are 

greater than threshold, 

replacc saturated value 

with interpolated value; 
otherwise, replace saturated 
value with threshold value. 

Figure 2. Basic flow of interpolation routine. 



For third order interpolation it was necessary to have two unsaturated 

sample points immediately to the left of the clipped region and two 

immediately to the right. In addition, the points had to produce proper 

slope direction and inequality was required between the first and the 

second, and the third and the fourth. The restrictions guaranteed the 

polynomial-produced function was oriented in the proper direction and 

possessed only one inflection point. If the requirements were met, 

Gaussian elimination was performed on the following equation set: 

a0 + Vl + a2Xl + a3Xl = yl 

a0 + aiX2 + a2X2 + a3X2 = y2 

a0 + alX3 + a2X3 + a3X3 = y3 

a0 + alX4 + a2X4 + a3X4 = y4 

where 

yl' y2' y35 y4 = t^ie samPlec* data points 

Xj, xy, x^, x^ = time values corresponding to the data points 

The coefficients obtained, a^ - a^, were then used to perform a third 

order polynomial interpolation of the clipped region. 

If all the requirements for third order interpolation were not 

met, the program defaulted to second order interpolation and ran similar 

checks. Passing these requirements induced Gaussian elimination on the 

following equation set: 
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where 

ao + aixi + a2xi = 

a0 + aiX2 + a2X2 = y2 

a0 + alX3 + a2X3 = y3 

yl' y25 y3 = t'ie accePta^le data points 

The coefficients obtained, a^, a^, a^, were used to perform second order 

polynomial interpolation of the clipped region. 

Interpolation was not performed if second order checks failed. 

Instead, all saturated data points were left unchanged. When interpola

tion did occur, only interpolated valties exceeding threshold replaced 

saturated data points; otherwise, the threshold value was kept. 

Following interpolation, fifteen pole-LPC analysis was performed 

on the original, clipped, and interpolated speech segments. In the study, 

the autocorrelation method of LPC analysis was used [3]. The output 

parameters from the method were reflection coefficients. A set of coef

ficients was obtained for each speech frame (a frame consisted of 256 

data points multiplied by a Hamming window). Successive, overlapping 

frames occurred at displacements of 128 sample times. 

Log Spectra Measurements 

A program was written to calculate the predictor coefficients 

(a^) from the reflection coefficients. After obtaining the predictor 

coefficients, a log magnitude spectrum for each speech frame was gener

ated using the equations: 
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log10fP(w)) - log10f' 
G 

P 
r(0) + 2 £ r(i)cos(iw) 

i=l 

P 
a = 1, 0 < i < P 
o — — 

where 

p(w) = power spectrum 

r = autocorrelation of the impulse response of the inverse 

filter 

a^ = a predictor coefficient 

For a fifteen-pole model, p = 15. The gain, G, is arbitrary in the 

treatment here. To obtain adequate frequency resolution, P(w) was evalu

ated at increments w(i) = iiT/100, 0 < i < 100, so that 0 < w < IT. 

tances between the original and clipped spectra and the original and 

interpolated spectra was computed. Before applying the distance measure, 

frequency weighting was performed using the function [22]: 

The weighting function was obtained by taking the derivative of an equa

tion approximating the mel-frequency relation. The resulting function 

weighted low frequencies more heavily than high frequencies. Figure 3 

shows the weighting function. Spectral distances were then obtained 

using the following: 

The spectra were plotted and a numerical integral of the dis-

W(f) = 2595 / (f + 700) 

where 

0 < f = frequency < 500 Hz 



2595 
w(f) 

f + 700 

3 -

0 1 2 4 5 

Frequency (KHz) 

Figure .S. Weighting function. 
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1 1 0 0  9 1/9 
d(P(w)) = [~  I [In Pjfw) - In P2(w)]Z]X// 

Log Area Ratio Measurements 

From each reflection coefficient set, a log area ratio set was 

generated using: 

1 + Ki 

gi = 10 log10('l - K.-1 
l 

A Euclidean distance was applied between each original and corresponding 

clipped log area ratio set and each original and corresponding interpo

lated log area ratio ̂s>et. The distance measure used was: 

p 

d(g) = [ l l g n  ~  g2i]2]1/2 

Scatter diagrams were produced on rms log spectral error versus Euclidean 

log area ratio distance to assess the effectiveness of using the latter 

as a measure of spectral distortion. 



CHAPTER 5 

RESULTS 

Specific Cases 

Superimposed time domain plots of the original, clipped, and 

interpolated speech reveal the following cases: 

Case 1: Interpolation produced speech similar to the original. 

This occurred if the original possessed the smooth characteris

tics of a polynomial or a trigonometric function. Figure 4 

illustrates this case. The rounded peaks of the original speech 

were well-matched by the polynomial function. In the example 

shown, third order polynomial interpolation was used for every 

saturated region. The speech varied slowly enough so that a 

10 kHz sampling frequency provided quality data points used to 

obtain the approximating polynomial. 

Case 2: In the saturated regions the peaks of the original are 

flat (Figure 5). Interpolation replaced the flat peaks with 

rounded peaks while clipping retained the flat characteristic. 

The examples studied revealed a mild threshold so that flat 

clipped regions lay close to flat original regions. The speech 

varied slowly, enabling third order polynomial interpolation 

the majority of the time. The resulting interpolated peaks were 

not unreasonable extensions of the original speech. For these 
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Frames 36, 37 Dark line- interpolated 

Horizontal line- clipped 

256 msec 256 sample points 

'May we1 20% frames 36, 37 Frame 36 LAR dist. Spectral dist. 

Interpolated 4 12 2.76 

Clipped 5 27 6.55 

Figure 4. Speech waveforms for frames 36 and 37 at 20% clipping threshold. 

to 
to 



Frames 40, 41 Dark line- interpolated 

Horizontal line- clipped 

256 msec ->• 256 sample points 

Spectral dist. 'May we' 10% frames 40, 41 LAR dist. Frame 40 

3.63 3.54 Interpolated 

Clipped .854 . 6 8 1  

Figure 5. Speech waveforms for frames 40 and 41 at 10% clipping threshold. 

to 
04 
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flat cases, sampling at a higher rate would probably not result 

in interpolation approximating the original more accurately than 

clipping. In the example shown, the clipping threshold is 10 

percent. If the level were more severe, i.e., 20 percent, it is 

felt that interpolated speech would be superior over clipped 

speech in representing the original waveform. 

Case 3: A wide dynamic range in the values used to generate the 

interpolating polynomial produced excessive overshoot in the 

clipped regions (Figure 6). In general, this occurred for rapidly 

varying speech in which data points of opposite sign were ob

tained and used to create the polynomial. In the example shown, 

the second, third, and fourth clipped regions were interpolated 

using a second order polynomial. For these regions, a positive 

value to the left of clipping and a positive and a negative value 

to the right generated the functions. The large dynamic range 

existing between two right data points resulted in gross over

shoot. Sampling at a higher rate would lessen the dynamic ranges 

and significantly reduce the overshoot. 

Case 4: A small dynamic range in the data points used to generate 

the interpolating polynomial resulted in undershooting the orig

inal speech, as shown in the example of Figure 7. In some 

instances, the values fell below threshold and were not used. 

Instead, the saturated values were replaced by the threshold 

value. Faster sampling and using a higher order polynomial 

would reduce the undershoot and improve the waveform approximation. 



Frames 14, 15 Dark line- interpolated 

Horizontal line- clipped 

•«- 256 msec -* 256 sample points 

'May we' 5% frames 14, 15 LAR dist. Spectral dist. Frame 14 

Interpolated 5.33 4.39 

Clipped 1.98 1.94 

Figure 6. Speech waveforms for frames 14 and 15 at 5% clipping threshold. 



Frames 26, 27 

+- 256 msec -+ 

'May we' 20% frames 26, 27 

Dark line- interpolated 

Horizontal line- clipping 

256 sample points 

Frame 26 LAR Dist. 

Interpolated 4.89 

Clipped 7.57 

Spectral Dist. 

2.89 

8.35 

Figure 7. Speech waveform for frames 26 and 27 at 20% clipping threshold. 
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Comparison of the original, clipped, and interpolated modeled 

spectra indicate the kind of distortion that can be expected in each 

case. 

Case 1: The interpolated spectrum reproduces the original spectrum 

at frequencies below about 1.5 kHz (Figures 8 and 11). Some 

distortion is expected due to the third formant shifting 

slightly right, although such formant splitting is considered to 

be a weak perceptual distortion. Formant merging is much more 

severe [23]. Clipping introduces a second formant at roughly 

1.1 kHz, and removes the true second formant. The spectral 

degeneration is clearly more severe for clipping than for inter

polation. The corresponding distance measures reflect the 

spectral differences. The rms log spectral error indicates 

interpolated speech is significantly better than clipped speech 

in retaining original speech low frequency characteristics. The 

log area ratio distance indicates the overall interpolated spec

trum is better matched to the original spectrum. Since this 

distance was not weighted, it is felt that the higher value 

reflects the high frequency distortion in the interpolated spec

trum. 

Case 2: The clipped spectrum more accurately reproduces the original 

than does the interpolated spectrum (Figure 9). The flat peaks 

of the original speech are so close to the clipping level that 

the corresponding spectra are almost identical. The interpolated 

spectrum follows the original's general shape, but introduces a 



Frame 36 

.8 

28.9 

Clipped Original-*' 

0 

Frequency (KHz) 

Figure 8. Power spectra for frame 36 at 20% clipping 
threshold. 
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Frame 40 

55.7 

36.6 

Clipped 
+ Original 
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0 2.5 

Frequency (KHz) 

Figure 9. Power spectra for frame 40 at 10% clipping 
threshold. 
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noticeable energy increase in the low frequency range .6-1.8 kHz. 

In addition, high frequency regions experience energy addition 

and removal. Perceptually, the spectral distortion introduced 

by interpolation would probably not be significant. Both dis

tance measures clearly reflect the excellent spectral retention 

in the clipped speech. The interpolated distance values indi

cate distortion is not severe. 

Case 3: Excessive overshoot introduces a noticeable low frequency 

increase and high frequency decrease (Figure 10). The majority 

of energy increase occurred from 6.25 kHz to 1.875 kHz. It is 

not certain what effect the increase would have on perception. 

The second formant shifted slightly left with a reduced energy 

content. The third formant also lost energy. The slight 

threshold level enables the clipped speech to retain the per

ceptually important characteristics of the original. Both 

distance measures reflect the similarity between clipped and 

original spectra. Both also indicate a significantly distorted 

interpolated spectrum. 

Case 4: When all interpolation values were used, the interpolated 

speech retains the original's low frequency spectral character

istic (Figure 11). For cases where some of the interpolated 

values are rejected, leaving data points at the clipping level, 

the interpolated and clipped spectra are very similar. How well 

they followed the original spectrum depends on the clipping level. 

Small clipping levels produce similar spectra. In the example 
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Frame 14 

t— 
•> 42.9 

o 

31.3 

o Clipped 

Original 

Interpolated 

Frequency (KHz) 

Figure 10. Power spectra for frame 14 at 5% clipping 

threshold. 
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Frame 26 

62.3 

> 

Cu 
o 

o 
-J 
o 

Clipped 

Original \ 

Frequency (KHz) 

Figure 11. Power spectra for frame 26 at 20% clipping 

threshold. 
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shown, although the interpolated low frequency region is similar 

to the original, there is a definite energy reduction in the 

second and third formants. It is not known if the perceptual 

effects would be significant. The clipped spectrum, on the 

other hand, is severely distorted and would produce perceptual 

degradation. Introduction of a false second formant and complete 

removal of the original are considered important perceptual 

determinants. Both distance measures adequately portray the 

gross mismatch between original and clipped spectra. As in 

Case 1, the higher value in the interpolated log area ratio 

distance is attributed to high frequency influence. 

Threshold Levels 

With only a one percent clipping level, both the clipped and 

interpolated spectra retained the spectra characteristics of the orig

inal speech. If distortion did occur, it was in the high frequency 

regions and, as such, is perceptually insignificant. For vector quan

tization purposes it could prove detrimental. However, since the 

majority of distance values obtained were small, that would probably not 

be the case. 

At five percent clipping, interpolation introduced energy at 

approximately 1.5 kHz. Clipped spectra followed the original in this 

region. Clipped and interpolated speech retained the second formant, and 

both shifted the third slightly to the right. Interpolation, however, 

caused a slightly greater shift. The shifting is not considered 



significant at five percent clipping for two reasons. First, formant 

splitting is less damaging than formant merging, and the amount of 

splitting was not severe [23]. Second, the third formant has little 

effect on the phonemic identity or color of a vowel. While transition 

of the third formant does affect consonant perception, it is less impor

tant than the effect caused by second formant transitions [24]. 

The effects of ten percent clipping were similar to those at five 

percent. At that level, however, clipping begins to introduce a second 

formant at 1 kHz. This is considered a severe distortional effect because 

the frequency position of the second formant determines the vowel being 

synthesized [24] . 

At twenty percent, both clipping and interpolation cause a major 

shift of the third formant toward higher frequencies. In some speech 

frames, interpolation produces a shift of the second formant toward low 

frequencies and a broadening of the first formant. Figures 11 and 12 

illustrate the severe distortion possible at that level. In both 

examples, clipping introduced a prominent second formant at 1 kHz, and 

removed the second and third formants of the original speech. 

Distance Measures 

Table 1 lists the distance values for a ten percent clipping 

level. In general, for both the Euclidean and the rms log, distances 

less than two indicated similar spectra while distances greater than six 

implied a gross mismatch. Distances between the two were ambiguous; 

however, for those values it appeared that similarity existed in the low 



Frame 25 

6 1 . 0 1  

37.10 

Original 
Inter
polated 

0 

Frequency (kHz) 

Figure 12. Power spectra for frame 25 at 20% clipping 

threshold. 
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1. Euclidean and log spectra distances for 10 percent clipping 
level. 

Euclidean Distance (parametric) Spectral Distance 

Interpolated Clipped Interpolated Clipped 

0.681 0.681 1.297 1.297 

3.621 1.955 2.337 2.298 

2.778 1.739 2.386 1.316 

5.765 1.447 4.267 1.501 

3.729 1.896 3.313 1.930 

1.327 1.479 1.389 2.059 

2.399 1.920 2.254 2.600 

2.488 1.577 2.287 1.954 

6.178 2.106 4.756 2.818 

2.321 2.521 2.682 2.796 

3.257 3.259 3.600 3.323 

3.870 4.056 4.134 3.711 

4.007 4.490 4.233 4.404 

6.230 4.902 5.292 4.252 

4.881 3.884 4.608 3.503 

4.181 4.072 4.391 3.953 

2.134 2.607 2.960 3.692 

5.050 5.695 4.503 5.952 

6.614 6.638 4.220 5.620 

4.137 5.825 3.151 6.732 

3.859 4.229 3.976 6.092 

1.402 2.193 1.435 1.959 

2.562 2.972 2.455 2.660 

4.667 3.634 3.930 3.424 

3.448 2.616 3.430 2.237 

4.444 2.450 3.430 1.577 

3.542 0.854 4.479 0.681 
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Table 1. -- Continued 

Euclidean Distance (parametric) Spectral Distance 

Frame Interpolated Clipped Interpolated Clipped 

40 3.819 2.241 3.631 1.499 

42 1.240 1.218 1.218 1.646 

43 1.348 1.055 2.344 0.840 

44 1.365 1.116 1.075 0.674 

45 0.521 0.579 0.337 0.359 



frequency regions and not in the high. At 1, 5, and 10 percent thresh

olds the total distance values obtained for clipped speech were slightly 

less than those obtained for interpolated speech. At 20 percent the 

total interpolated distances were slightly less. The differences in 

total distortion values between the two were insignificant. The net 

result indicated that interpolation did not noticeably improve the 

spectral distortion introduced by clipping. The correlation revealed 

by the scatter diagrams, Figure 13, and the observation that a low dis

tance corresponded to similar spectra while a high distance corresponded 

to dissimilar spectra, supported using a log area ratio Euclidean dis

tance as a spectral distortion measure. 

The results of the informal listening tests indicated that per

ceptually the synthesized and unsynthesized clipped and interpolated 

speech are about equally distorted. At a twenty percent clipping level 

the interpolated speech sounded worse. 



Figure 13. Interpolated and clipped speech scatter diagram at 10% 
clipping level. 

a. Interpolated speech. 

b. Clipped speech. 
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CHAPTER 5 

CONCLUSION 

The result of the study indicates that for the data base used, 

the method employed did not enhance the quality of clipped speech. When 

one to five percent of the total speech data points were saturated, 

clipping and interpolation did not severely distort linear predictive 

modeling of the speech spectrum. Distance values were small and percep

tual distortion was insignificant. At ten and twenty percent saturation, 

clipping and interpolation produced severe spectral and perceptual 

distortion. Clipping introduced a prominent second format in some 

modelled spectra. The Euclidean log ratio and rms log spectrum distance 

values obtained at these levels were high. It is believed a vector quan

tization system would falsely classify the speech sound. Although percep

tual degradation is apparent, the speech is intelligible at ten and 

twenty percent saturation. 

Even though the overall results indicate the method did not 

improve speech quality, there did exist speech frames in which interpo

lation significantly reduced the spectral degradation caused by clipping. 

In general, this occurred for smoothly varying speech. In those cases, 

the dynamic range of points used for interpolating was not usually 

large. As a result, the interpolated speech adequately approximated the 

original speech and the interpolated modeled spectra more accurately 
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represented the original spectra. That suggests a faster sampling rate 

might improve the results for the method explored here. Additionally, 

different interpolating functions might improve speech quality. 
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