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ABSTRACT 

The use of trained edge profiles is found to be an 

effective means of edge segmentation in controlled imaging 

environments. The role of irfiage segmentation in computer 

vision and common approaches to this problem are discussed. 

Image edges are analyzed in terms of their effectiveness in 

pattern classification to achieve segmentation. Edge pro

file features useful for shape and texture characterization 

are investigated. 

An algorithm to train, extract, and classify edge 

profile features in gray scale images is presented. This 

algorithm matches trained edge profile primitives to image 

patterns employing a weighting function for increased 

reliability. Thresholding the matching response yields a 

binary edge map. 

Implementation considerations of supervised image 

segmentation using trained edge profiles are presented with 

emphasis on speed and simplicity. Results of the implement

ation of this algorithm on test images are satisfactory, 

particularly for inspection applications where prior know

ledge of image contents is available. 

xi 



CHAPTER 1 

INTRODUCTION 

It is the task of a computer vision system to 

understand a scene from an acquired image. An image is a 

two-dimensional array of picture elements (pixels) repre

senting a digitized, recorded measurement at each location 

in the array. Common methods of image formation measure 

source attributes such as spectral reflectivity and range. 

Each pixel measurement is typically represented by 8 bits, 

providing a discrete range of 256 possible values, commonly 

called "gray levels". In this gray level form, images 

contain an enormous amount of information, with over two 

million bits in a 512 by 512 image pixel array. Computer 

vision deals with the processing and interpretation of this 

information to produce intelligible conclusions. 

Visual information constitutes a major portion of 

a human's sensory input. The image forming system, neural 

network, and processing power of the brain make the human 

vision system a formidable and elegant vision machine. It 

is generally the goal of computer vision to achieve results 

resembling those obtained by man. Creating a computer to 

compete with the human vision system is of intense interest 
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to many people. It was originally believed that computer 

vision would be a fairly simple problem to solve with the 

advent of powerful computers, since humans perform vision 

with such ease. However, it has been found to be extremely 

difficult to equip a computer system with the tools needed 

to accomplish intelligent vision. To mimic the function of 

the human visual process is difficult as well, since we do 

not fully understand its mechanisms. 

The task structure of a computer vision system can 

be organized into three steps: 1) image pre-processing, 

2) image segmentation, and 3) region interpretation. An un

processed image contains properties that make the computer 

vision problem more difficult. Enhancement of some sort can 

prove valuable to subsequent understanding of the acquired 

image. The initial stage of analyzing an image, known as 

pre-processing, involves transformation of the original 

image into a form more suitable to further processing. Pre

processing can yield an enhanced image emphasizing important 

features such as edges, or an image filtered of undesired 

properties such as noise. The rendering of an image into a 

more suitable form may be divided into those techniques that 

operate in the frequency domain and those techniques that 

operate in the spatial domain. Frequency domain methods are 

based on manipulation of the Fourier transform of an image, 

while processing in the spatial domain involves operations 

on the image pixels. 
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The next stage of the computer vision process is to 

isolate the areas of similar attributes in an image into 

separate classes or regions. This process is known as image 

segmentation - the major subject of this thesis. The role 

of image segmentation is to partition an image into areas of 

homogeneity. Homogeneity may be defined in terms of simi

larity in color, texture, or other descriptors. Although 

regions in an image may be fully separated, they do not 

necessarily correspond to objects in the scene. In general, 

segmentation is performed with either of two goals in mind. 

It some cases, it is desired to merely detect the existence 

of a general feature without further analysis. For example, 

while inspecting areas of uniform intensity for faults, the 

simple detection of edges may indicate a crack or break. In 

other cases, it is the ultimate goal to determine the exact 

meaning of a segmented region. 

Region interpretation, or "image understanding", is 

the final stage in the computer vision system. After an 

image has been partitioned into separate regions, the task 

is to organize and draw conclusions from the structural 

relationships between the regions. Image understanding is 

performed through use of higher levels of information such 

as contextual association. For example, a tree may be more 

easily recognized with the knowledge that a tree trunk is 

connected to the ground and supports the foliage. 
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Computer vision systems are finding a wide variety 

of applications continually multiplying both in depth and 

breadth. A popular use of computer vision is the inspection 

of products such as integrated circuit wafers, printed 

circuit boards, machine parts, etc. These applications 

generally involve prior knowledge and the ability to control 

the imaging environment. Other applications include target 

recognition, guidance of autonomous vehicles, robotics, and 

interpretation of natural scenes. 

The use of prior knowledge in image segmentation 

permits teaching, or "supervised training", of expected 

image matter. This aspect of computer vision relates well 

to that of learning in the human vision process. Learning 

the features that characterize a visual scene is the first 

step to future recognition of the objects in this scene. A 

computer can be taught to recognize certain characteristics 

of an object through a supervised training step in which 

object attributes ars computed and stored. 

Chapter 2 of this document covers an overview of 

image segmentation as it relates to wafer inspection and 

common image segmentation techniques. Chapter 3 deals with 

the type of image segmentation known as edge detection and 

presents the specific qualities of image edges that advocate 

their use for segmentation. Chapter 4 introduces an algo

rithm that segments edge pixels in an image based on their 

degree of match to a set of trained edge profiles. This 
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algorithm is fully defined from the supervised training step 

to the end result of a binary edge map. Chapter 5 discusses 

the specific concerns of implementing this algorithm and 

presents test results. A general summary and conclusive 

remarks are presented in Chapter 6. 



CHAPTER 2 

IMAGE SEGMENTATION 

The purpose of image segmentation is to isolate the 

various objects in an image from one another. An image 

segmentation algorithm is used to reduce and organize the 

amount of image data in order to assist in the subsequent 

analysis and interpretation of the image. Thus, image seg

mentation results in a form of data compression, yielding a 

more manageable set of image information. Edge based seg

mentation results in spatial data compression, while region 

based segmentation results in radiometric or parametric data 

compression. The goals of image segmentation are to: 

(1) extract and segregate all regions of interest, (2) mini

mize occurrences of false detection, and (3) yield regions 

of good clarity (e.g. no unwanted holes). With respect to 

integrated circuit wafer inspection, the important regions 

include wafer pads, interconnects, and various defects (see 

Figure 2.1). The defects vary from particulates to physical 

damage resulting from production or testing and take on a 

variety of textures and shapes. The noise-like image data, 

present in the wafer pads and background, adds difficulty to 

the segmentation problem. 

6 



(a} 

(b) 

Figure 2.1. Integrated c1rcuit wafer test images. 
(a} Test image. (b) Test image. 
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2.1. Overview 

Image segmentation is an important step in the image 

analysis process. It is the task of an image segmentation 

algorithm to partition an image into homogeneous regions 

based on properties that distinguish the regions from each 

other. These properties may include gray level, color, 

texture, size, shape, etc. In general, segmentation 

algorithms can be categorized into three different types. 

These are classification, region labeling, and edge detec

tion. The subject of edge detection will be discussed in 

Chapter 3, while classification and region labeling are 

covered in the following two sections. 

The result of image segmentation will be one of two 

forms: partial or complete. Partial segmentation results in 

regions that do not necessarily correspond to actual objects 

in the image. This is the typical result since most physi

cal objects cannot be completely described by a few measur

able properties. Complete segmentation yields the ideal 

case of isolating regions that correspond to the physical 

objects in the scene. In general, it will be necessary to 

involve a higher level of knowledge to achieve this result. 

Relational descriptions are used to describe the organiz

ation of segmented regions. Hence, in practice, complete 

segmentation may be a two step process of, first, segmenting 

the image into regions, then manipulating the regions into 

organized objects. Obviously, complete segmentation is the 
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more desirable outcome, but partial segmentation may suffice 

for many applications. 

An important concern in image analysis is the effect 

a segmentation algorithm has on the original dimensions and 

proportions of an image. Segmentation that involves convo

lution of mask operators can distort the true dimensions of 

the original image. In such instances as critical measure

ments of inspected items, one must be careful to segment the 

image in such a way as to preserve these image properties. 

2.2. Classification 

Image segmentation by classification involves group

ing the pixels of an image into "classes" depending on their 

characteristics and a class decision criterion. The natural 

grouping in a set of measurements, or "feature vector", may 

be called "unsupervised classification", or "clustering" 

(Hall, 1979). Segmentation by unsupervised classification 

involves identifying groups or "clusters" in feature space. 

The positions and statistics of the clusters in feature 

space form the basis for determining the classification of 

each pixel in the image. "Supervised classification" in

volves training a feature vector for known objects. There

fore, the problem becomes one of determining which class an 

image pattern should be assigned based on its acquired set 

of measurements. 

A common element of both classification schemes is 

the set of measurements to describe the properties of the 
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image pattern. This feature vector can include such attri

butes as gray level, color, texture, shape, and size. For 

each class, there exists a distribution in feature space 

determined by the set of measurements. For example, during 

supervised training, a feature vector is computed for many 

class samples creating an empirical probability density 

function for each feature in the vector. 

It is the intent of clustering to yield complete 

segmentation of image objects. A cluster in feature space 

is expected to indicate the existence of a particular 

object. Generally, prior knowledge is available about what 

type of objects will exist in a given area of feature space. 

For example, the color orange could define a feature vector 

for classifying fruit. Image pixels whose color falls 

within the boundaries of the orange class would be defined 

as part of an orange. Class boundaries form partitions in 

feature space isolating the various classes, and are deter

mined by some distance or probability criterion. 

Irregardless of which type of classification is 

utilized, a "discriminant function" is evaluated for each 

class, forming a rule to determine the class to which a 

point in feature space should be assigned. The "maximum-

likelihood" classifier and "minimum distance" classifier are 

the names given to two common discriminant functions used in 

classification. The maximum-likelihood, or Bayes optimal, 

classifier is optimum in the sense that it minimizes the 
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probability of misclassification. In the case of one-

dimensional classification problems, the maximum-likelihood 

discriminant function is given by 

U^(x) = p(x|i)p(i) (2.1) 

where p(x) is the "a priori' probability that class i exists 

in the image, and p(x|i) is the conditional probability that 

the image pixel has feature value x, assuming class i 

(Schowenderdt, 1983). The conditional probability can be 

approximated for each feature from the empirical probability 

density function acquired during a training step. However, 

the 'a priori' probability is normally difficult to deter

mine prior to classification. In the case of wafer inspec

tion, the 'a priori' probability for pads and interconnects 

may be estimated from typical layouts of wafer dyes. 

Defects normally do not constitute a large percentage of the 

image area, and therefore would have a low 'a priori' 

probability. The maximum-likelihood discriminant function 

represents the probability of the intersection of the two 

events: 1) the pixel has feature value x, and 2) the 

pixel is in class i. In the case of two classes, the 

maximum-likelihood classification rule is expressed as 

follows: 

Class 1 if D,(x) > D?(x) 
Pixel Class = . (2.2) 

Class 2 if d
2(*) > ^(x) 

This rule serves as the decision boundary for all pixels 

encountered in the image. 



The minimum distance classifier is actually a 

special case of the maximum-likelihood classifier in which 

the feature classes are normally distributed with equal 

covariance matrices (Chen, 1973). A point in feature space 

is assigned to the class whose mean is closest. The 

distance between the point and the mean of a class can by 

expressed by the Euclidean distance, 

dl = {£Cxk" *k]2}1/2 ' (2#3) 

where x£ = mean of feature k in class i, 

and x^ = feature value of the point being classified. 

The summation is taken over all k features in the class 

feature vector. An approximation to the Euclidean distance 

is the "city block" distance, given by 

d2 = £1^" *k' * (2,4) 

Both equations measure the similarity between the image 

feature vector and the "mean" feature vector of each class. 

A gray level histogram is an example of a distribu

tion in feature space based on a one-dimensional feature 

vector. The single element in this vector is the gray level 

of the image pixel. The histogram is actually the discrete 

probability density function defining the distribution of 

pixel gray levels. An object in an image may manifest it

self as a peak, or "mode", in the image histogram; a uni

form background yielding another mode. These circumstances 



would result in a bimodal histogram with two naturally form

ing clusters, or peaks. The histograms shown in Figure 2.2 

illustrate the peaks caused by the presence of wafer pads 

and background pixels in the image (the horizontal axis re

lates to gray level, 0 to 255; the vertical axis relates to 

percentage of image pixels). The placement of a threshold 

level in the histogram serves as a decision boundary for 

discriminating between the two classes (pads and back

ground). Pixels having gray levels less than the threshold 

level are assigned to one class, and those pixels having 

gray levels greater than or equal to the threshold level are 

assigned to the other class. Therefore, automatic histogram 

thresholding is a type of unsupervised classification. 

Figure 2.3(a) shows the application of a single 

threshold to a wafer test image. The result is the segment

ation of background and pads. However, the defect in the 

mid-section of the image remains unsegmented. Nevertheless, 

with the elimination of holes and small, extraneous regions, 

this image is suitable for critical dimension inspection, 

such as interconnect width. Multithresholding of an image 

histogram, such as a level-slice operation, results in 

multiple classes based upon pixel gray level. The level-

slice operation, illustrated in Figure 2.4, yields a binary 

image. The area within the two threshold levels are 

assigned a gray level of 0, while the area outside of the 

threshold levels is assigned a gray level of 255. 
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The application of a level-slice operation on a wafer test 

image results in the segmentation of background, pads, and 

defects (see Figure 2.3(b)). However, the clarity of the 

defect regions within the pad regions is degraded since the 

defect cluster is not well-defined. If the objects in the 

image correspond to visible modes in the histogram, thresh

olding should perform quite adequately to produce complete 

segmentation. However, objects containing a range of gray 

levels will overlap in the histogram and cannot be extracted 

by gray level alone, resulting in partial segmentation. 

The key to successful classification, supervised or 

unsupervised, is the selection of appropriate features. 

Useful features are ones that can be easily computed and 

result in good separation of classes. For inspection 

purposes, the availability of prior knowledge suggests the 

use of supervised classification, in which an inspection 

system can be trained to recognize any newly introduced 

items. Unlike unsupervised classification, supervised 

classification is invariant to the size of the class in 

feature space. Therefore, image pixels can be correctly 

classified even if very few exist in the image. However, 

unsupervised classification has the innate ability to detect 

patterns that would not fit into any pre-defined classes. 

For example, a defect that the inspection system had not 

been trained to recognize may form an identifiable natural 

cluster in feature space. 
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(a) 

(b) 

Figure 2.2. Gray level histograms from wafer test images: 
(a) from Figure 2.1 (a) wafer test image, 
(b) from Figure 2.1 (b) wafer test image. 



(a) 

(b) 

Figure 2.3. Image segmentation using gray level 
thresholding. (a) Single thresholding. 
(b) Level-slice thresholding. 

16 
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Figure 2.4. Gray level histogram level-slice operation. 
(a) Gray level transformation of histogram. 
(b) Level-slice operation on an image profile. 
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2.3. Region Labeling 

Region labeling refers to image segmentation using 

region merging and region splitting techniques. These are 

two types of image segmentation that are based on the 

connectivity and the similarity of a region. Region merging 

assumes a single one-pixel region at the beginning of the 

algorithm and proceeds to enlarge this region if the simi

larity and connectivity criterion is met; otherwise, a new 

region is started. Region splitting assumes a single region 

of size equal to that of the entire image. As the algorithm 

progresses through the image, decisions must be made whether 

to split a region according to some criteria. Normally, a 

region is assumed to exhibit a single mode in its histogram, 

thus indicating homogeneity. Therefore, if a region's 

histogram displays multiple modes, a splitting operation 

should be performed. 

Region merging and region splitting are often 

utilized in conjunction with one another to exploit the 

advantages of each. Initially, region merging can be 

performed while accumulating statistical information about 

the region's feature of homogeneity (e.g. gray level). When 

a region becomes multimodal, splitting should ensue to 

ensure uniformity within each region. Any small regions 

should be remerged with an adjacent region possessing 

similar features. Thus, iterative activity of both region 

merging and splitting can prove useful. 
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Region merging scans the image sequentially, deter

mining the label of each pixel as the algorithm proceeds 

through the image. A pixel is merged with a region if it 

passes some connectivity criterion and it possesses similar 

attributes to that of bordering regions. If a label does 

not fit within the constraints of these criteria, a new 

label is created. Connectivity is normally judged in terms 

of either eight-neighborhood or four-neighborhood. These 

"neighborhoods" are a spatial organization of image pixels 

centered around a single pixel, P, and designated as 

follows: 

P P 

Four neighborhood Eight neighborhood 

The similarity criterion is based on image measurements such 

as gray level, color, texture, etc. 

The decision to merge a pixel into an adjacent 

region is based on some cost criteria. A threshold is 

placed on the cost, providing a decision boundary. If the 

pixel has too high a cost to be merged into any region, a 

new region is created. The cost can be determined by a 

statistical distribution in which the cost is proportional 

to the distance from the mean of the distribution. There

fore a pixel lying far from the mean would indicate a high 
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cost and would not be merged into the region. 

The graininess evident in the wafer test images of 

Figure 2.1 can cause superfluous region labeling, warranting 

the application of pre-processing algorithms. However, the 

additional computation and possibility of blurring edges 

discourages the application of pre-processing. The ability 

of region labeling to fully isolate each connected, homogen

eous region in an image is illustrated in Figure 2.5 in 

which a binary image is segmented. In summary, to obtain 

favorable results from region labeling, the image should be 

relatively free of noise to avoid the detection of an 

excessive number of regions. In addition, image edges 

should be as sharp as possible (i.e. high edge slope) to 

ensure the discrimination of adjacent regions. If these two 

conditions are met, region merging and splitting is a fast 

and efficient method of image segmentation (Levine, 1985). 

2.3. Template Matching 

Template matching is a form of image segmentation 

in which only objects matching a certain pattern are ex

tracted. It is a means of determining the similarity 

between a known pattern and an image pattern. As such, it 

is a special case of supervised classification. The 

template is an array of information representing a known 

pattern, such as the shape of an object. The template is 

designed to react positively when matched with a pattern of 

similar form. Template matching works well when the objects 
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(a) 

(b) 

Figure 2.5. Image segmentation using region labeling 
(a) Test image. (b) Result of region labeling. 
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to be extracted from an image do not deviate a great deal 

from the template. However, a single scene may produce an 

indefinite variety of images, complicating the matching 

process immeasurably. For example, a template to match the 

two-dimensional shape of a wafer defect can experience 

difficulty if the defect is not oriented precisely the way 

the template expects, or possibly only half of the defect is 

visible in the image. Even if the position and orientation 

of an object in the scene can be well controlled, imaging 

considerations such as lighting and focusing can produce a 

multitude of variations. In order to cover all of the 

possibilities, an infinite number of templates must be 

created and matched with the image. 

The main task of a template matching system is to 

indicate the existence of an object in terms of how similar 

the template is to an image pattern. There exist many 

techniques to establish similarity between a template and 

image pattern. One common approach is that of cross-

correlation. From Rosenfeld (1976), for an image, f(x,y), 

of size M x N and a template, t(x,y), of size I x J, where 

I < M and J < N, the correlation between the template and 

the image is expressed by 

R(m,n) = El f(x,y)t(x-m,y-n) ( 2 . 5 )  
xy 

where m = 0, 1, 2, ..., M-l, and 
n = 0, 1, 2, N—1. 

The summation is taken over the footprint of the template on 
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the image. In other words, as the template slides through 

the image, multiplication is performed between the template 

elements and the image elements lying directly underneath 

the template. The resulting products are summed, yielding a 

single element in the correlation function. This process is 

performed for each pixel in the image with various proce

dures for matching at image borders. The maximum value of 

the correlation function indicates the position in the image 

where the best match occurred. Therefore, a threshold can 

be applied to the cross-correlation function to segment 

those objects matching the template from the rest of the 

image. 

When the template is large, the computation of 

cross-correlation may become burdensome. Therefore, 

moving the computation to the Fourier domain may be advan

tageous. Cross-correlation in the spatial domain is 

equivalent to multiplication in the Fourier domain. 

Therefore, a template matching process would involve the 

inverse Fourier transform of the product of the Fourier 

transforms of both the image and the template. Even though 

three Fourier transforms must be computed, the matching 

process may be shorter since multiplication is a much 

simpler operation than cross-correlation. 

It is important to note that in equation 2.5, a 

match can be falsely indicated by a bright area in the image 

whether or not a pattern similar to the template exists. 
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The high pixel gray levels in the image will produce a large 

value in the cross-correlation function, indicating a match. 

Normalized cross-correlation is intended to resolve this 

problem. The slightly more complicated process of normal

ized cross-correlation is defined as 

ZE f(x,y)t (x-m,y-n) 

R(m,n) = - XY • . i« . (2.6) 
[rrf2(x,y)]i/2 

xy 

The denominator of this function serves as a normalizing 

factor that varies with position in the image. Thus, it is 

adaptive to changing brightness levels in the image. 

Another modification to cross-correlation is to 

subtract the means of both the template and the underlying 

image pixels before performing cross-correlation. This 

makes the algorithm invariant to local intensity biases in 

the image, and in the case of normalized cross-correlation, 

provides a correlation function ranging from -1 to 1 

(perfectly correlated = 1; perfectly, negatively corre

lated = -1; no correlation =0). 

Some simpler approaches to template matching are 

based on minimizing a distance measure between the template 

and the underlying image pattern. The degree of match is 

inversely proportional to the distance measure. The "city 

block" distance between a template and image pattern is 

given by 

d1 = ZI|t(x,y)-f(x,y)| . (2.7) 
xy 
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As with cross-correlation, the summation is performed over 

the entire template area. This expression is evaluated at 

each pixel position as the template is passed over the 

image. It is a simple and efficient technique of computing 

a degree of match. 

An alternate approach to computing degree of 

similarity is to use the Euclidean distance, defined as 

d2 = (II[t(x,y)-f(x,y)J2}1/2 . (2.8) 
xy 

This distance measure involves more computation, but serves 

the purpose of indicating the similarity between template 

and image patterns. 

As with cross-correlation, modifications can be made 

to distance measures to yield a method invariant to certain 

imaging effects. For example, subtracting the local mean 

from both the template and image region before computing the 

distance makes the process invariant to changes in mean gray 

level throughout the image. The result of applying such a 

process of template matching to a wafer test image is shown 

in Figure 5.12 in comparison to weighted template matching 

(to be discussed in section 4.2.3). In this test, the 

template was trained to model an edge profile of wafer pads 

against the background as well as wafer defects against 

pads. This example of template matching illustrates one of 

its main advantages. A template can be trained from image 

data to model a variety of patterns of various shapes and 



sizes in different dimensions. Similar to feature vectors 

in region classification, a template can represent any set 

of measurements that can be acquired from image data. 

Another advantage of template matching when using simple 

distance measures is the simplicity and economy of comput

ation. 



CHAPTER 3 

EDGE DETECTION 

An important method of image segmentation, different 

than the approaches discussed in Chapter 2, is that of edge 

detection. Edges play an important role in image segmenta

tion because they indicate the border between adjacent 

regions. Edge detection algorithms result in an outline of 

the objects in an image, providing spatial data compression, 

which is very important to subsequent shape analysis of the 

objects. This outline of objects is called an "edge map" 

and is typically thresholded to produce a binary image with 

outlines of a few pixels wide. Contour based shape analysis 

can be readily applied to the binary edge map. In the case 

of wafer inspection, the existence of a random, blob-like 

shape would indicate a defect, since pads and interconnects 

exhibit well defined rectangular shapes. 

An image edge is defined as a place of discontinuity 

or abrupt change in gray level or texture pattern (Faugeras, 

1983). Edge detectors are normally designed to detect edges 

satisfying this pre-defined definition. One obvious problem 

with this definition of an edge is that many discontinuities 

in gray level do not actually serve to separate adjacent 
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regions (i.e. edge elements may be a result of noise, 

digitization effects, texture patterns, etc.). This is 

indeed the primary difficulty in performing edge detection. 

In other words, how does one design an algorithm to detect 

edges when the definition of an edge is such a fuzzy 

concept? 

3.1. Image Segmentation by Edge Detection 

The notion of edge detection as a means of image 

segmentation is powerful since the result of an effective 

edge detection scheme yields separation of regions. These 

separate regions, whose perimeters are outlined with the 

response of the edge operator, are now suitable for inter

pretation through contextual or local information such as 

shape coding. The function of edge detection is to extract 

pixels of an image belonging to an area of abrupt intensity 

change irregardless of the shape and size of the objects 

producing the edge. In addition, edge detection is inher

ently invariant to gradual intensity biases in the image 

caused by changes in lighting conditions in the imaging 

environment. 

Many edge detection algorithms make use of direc

tional differentiation. The reasoning for this is due to 

the fact that edges give rise to peaks in first-order 

derivatives and zero crossings in second-order derivatives. 

These peaks or zero crossings indicate edge pixels in the 

image. One and two-dimensional difference masks have 
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been developed to approximate differentiation in order to 

detect the position of edges. The more popular masks tend 

to reduce noise effects in addition to detecting global 

edges. 

One such approach that approximates a first-order 

directional derivative is the Sobel operator. It detects 

intensity changes in an image through cross-correlation of 

two direction-dependent masks. The mask designed to detect 

horizontal edge pixels, M^, and the mask designed to detect 

vertical edges, Mv» are given respectively as follows: 

1 2 1 

0 0 0 

-1 -2 -1 

-1 0 1 

-2 0 2 

-1 0 1 

Note that the sum of the mask elements totals zero. . As a 

result, the response will be zero (indicating no edge) in 

areas of uniform intensity. Thus, gradient operators can be 

thought of as high pass filters. In areas of intensity 

changes, the response is proportional to the slope of the 

intensity difference. These masks are also direction 

dependent in that an edge perpendicular to the orientation 

of the edge detector will produce no response, similar to an 

area without edges. 

The Sobel edge detection process involves separately 

correlating an image with the two directional edge masks, 
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each resulting in an edge response for all pixels in the 

image. Each correlation detects image edges based on their 

size and orientation. Combining the two edge responses from 

vertical and horizontal edge detection can be performed by 

various means. Equations 3.1 through 3.3 show three common 

approaches to combining the horizontal edge response, GLh» 

with the vertical edge response, GLv, to form the final 

output pixel, GLQ. 

GLQ = C(GLh)2 + GLv)2]1/2 (3.1) 

GLo = lGLh1 + 'GLv' (3,2) 

GL = max(GL, , GL ) (3.3) 
o h v 

Equations 3.2 and 3.3 provide the advantage of economy of 

computation, while equation 3.1 expresses the actual 

gradient magnitude of the image edge. An edge map produced 

by the Sobel gradient operator applied to the wafer image in 

Figure 2.1.(a), using equation 3.3 to combine the separate 

mask responses, is shown in Figure 3.1(a). Thresholding of 

this edge map produces an outline of objects with edge 

responses greater than the threshold level (Figure 3.1(b)). 

The detection of wafer pads and interconnects is satisfac

tory due to the high contrast between the pads and the back

ground. However, lowering the threshold in order to detect 

the defect in the center of the image results in cluttering 

of the binary edge map resulting from detection of extra

neous edge pixels such as pad graininess. 



(a) 

(b) 

Figure 3.1. Edge detection using the Sobel gradient 
operator. (a) Gray level edge map. 
(b) Thresholded edge map. 

31 



32 

An example of edge detection based on second-order 

differentiation is the Marr-Hildreth edge operator (Marr, 

1982). The basic concept is to convolve the image with a 

Gaussian function, then take the second derivative. The 

convolution by a Gaussian function effectively smooths out 

all structure smaller than a certain size. This size is 

proportional to the standard deviation of the Gaussian 

function. Any remaining edges will manifest themselves as 

zero crossings in the second derivative of the image. 

Due to the directionality of the second derivative 

operation, an operator that is direction independent and 

circularly symmetric, the Laplacian operator, is utilized. 

The Laplacian operator is given by 

A mathematically identical approach to the basic 

concept, which is more suitable for implementation on a com

puter, is to create a two-dimensional mask approximating the 

Laplacian of a two-dimensional Gaussian and convolve this 

mask with the image. The mask is computed for a particular 

variance of the Gaussian function and need not be computed 

each time an image is processed. Therefore, the edge 

2 2 
detection process becomes (V G)*I instead of V (G*I) where G 

is a two-dimensional Gaussian function and I is the image to 

be processed. Several methods exist to approximate the 

Laplacian of a Gaussian function, and they are easier to 
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compute. One approximation to the Laplacian of a Gaussian 

function is the difference of two Gaussian functions, each 

with a different variance. In a similar manner, another 

approximation is simply the difference of two spatial 

averaging filters of different sizes. 

The result of processing an image with a Marr-

Hildreth operator results in a map of zero crossings. Zero 

crossings in the processed image correspond to edges in the 

original image. The slope of the zero crossing is propor

tional to the slope of the edge in the original image. This 

lends itself readily to thresholding. The detection of zero 

crossings can be performed by calculating maximum slopes at 

positions of sign changes within a sliding window. 

In the frequency domain, the operator functions as a 

band pass filter and can therefore be tuned to detect the 

desired type of features in the image (e.g. fine detail or 

global structure). In order to detect large structures (low 

frequencies), the convolution kernel in the spatial domain 

must have a large variance. The large amount of computation 

required when convolving large kernels accounts for the main 

disadvantage of using the Marr-Hildreth edge operator for 

wafer inspection, in which processing speed is crucial. A 

graphical description of the Marr-Hildreth edge detection 

process is shown in Figure 3.2. Figures 3.2(a) and (b) 

illustrate the shape of the spatial convolution kernel and 

the corresponding frequency filter, respectively. 
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(b) 

(d) 

(f) 

Marr-Hildreth edge detection. 
(a) The second derivative of a one-dimensional 

Gaussian function. 
(b) Fourier transform of (a). 
(c) Step edge. 
(d) Step edge convolved with a one-dimensional 

Gaussian function. 
(e) First derivative of (d) showing a peak at 

the edge location. 
(f) Second derivative of (d) showing a zero 

crossing at the edge location. 
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3.2. Edges as Object Features 

The problem of edge detection can be simplified 

computationally and mathematically by adopting a one-

dimensional approach of analyzing edge profiles (De Souza, 

1983). Image edges can exhibit a wide variety of shapes and 

sizes. However, an object on a single background will, in 

general, have similar edges around its entire perimeter, 

regardless of its orientation. This fact is to be exploited 

in utilizing edges for the segmentation of objects from one 

another based on the size and shape of their edge profiles. 

The proposed features of interest for supervised image 

segmentation (to be discussed in detail in Chapter 4) are 

one-dimensional profiles of edges. Edges provide a feature 

that is consistent around the perimeter of an object, unique 

with respect to other objects in the image, and invariant to 

two-dimensional shape. The use of an edge profile for 

template matching greatly diminishes the possible variations 

of image features since only one dimension is considered. 

The advantage of using trained edge profiles for 

image segmentation stems from the fact that the algorithm is 

not limited by a fixed definition of an edge. Here, an edge 

is defined solely by samples of image data regardless of 

whether it would normally be called a 'true' edge. This is 

done by teaching or training a set of templates to recognize 

a specific edge. 

In terms of wafer inspection, edge detection was 
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found to be the most promising form of image segmentation. 

This is because only the change in gray level is important, 

as opposed to absolute gray levels. The problem remains to 

find an approach to produce edge detection of only the 

desired objects. 

3.3. Edge Primitives for Classification 

Various objects in images can be distinguished from 

each other by the size and shape of tneir edge profiles. 

The analysis of the step response of a linear system gives 

rise to several features of an edge that may be useful for 

classification (see Figure 3.3). Some of these features 

include step size, rise time, settling time, delay time, 

undershoot, overshoot, steady state value, etc. (Millman, 

1972). These features characterize the shape and texture 

of areas to the left and right of the edge as well as the 

edge itself. Figure 3.4 shows a one-dimensional profile 

through a wafer image revealing the difference in size and 

shape of the various edges in the image resulting from wafer -

pads, interconnects, and defects. 

The discrete nature of a digital image creates 

difficulty in making precise measurements of some edge 

features. Processing speed considerations and simplicity 

favor the use of operations that approximate the desired 

edge features. Approximations to rise time, undershoot, 

overshoot, and other timing measurements can be made through 

subtraction of neighboring edge profile elements. 
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Overshoot 

1 . 0 - teady-atate 

0. 9 -

0. 5 -

t t t„ t 

Rise Time « t^ - t 

Delay Time « t2 

Settling Time = t^ 

Figure 3.3. Step edge features. 



{a) 

{b) 

Figure 3.4. One dimensional profile through wafer test 
image. {a) Test image, showing location of 
profile. {b) Profile, displaying gray level 
vertically and spatial position horizontally. 
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The difference of the pixels on the edge itself provides an 

indication of the slope of the edge and thereby the rise 

time. The pixel differences immediately before and after 

the edge provide approximations to undershoot and overshoot 

respectively. These edge primitives provide information on 

the relationship between adjacent elements of an edge and 

are simple to compute. 

The comparison of each element along a digital edge 

to a predetermined value gives an indication of the shape of 

the edge. This is analagous to matching a one-dimensional 

template modeling the shape of an edge profile. Subtracting 

the mean of the profile from each element yields the AC 

component of the edge. The comparison of this AC component 

to a similarly adjusted set value would give an indication 

of the shape of an edge that is invariant to DC offset, or 

bias. In terms of visual images, an intensity bias could be 

related to a shadow cast over an image edge. The shape and 

size of the edge is the same whether shadowed or unshadowed. 

The features previously described could form a 

feature vector to be used in classifying edge profiles. 

Supervised classification is recommended for wafer inspec

tion since knowledge of the image content is generally 

available. With regard to wafer inspection, unsupervised 

classification would have difficulty in isolating a cluster 

in feature space, due to defects, that is small compared to 

other clusters. For example, Figure 2.2 illustrates the 



absence of a large peak in the histogram due to defects. 

This is caused by the small percentage of defect pixels 

relative to the entire image. Small clusters in feature 

space are difficult to isolate, creating an increased 

possibility of superfluous classification. 



CHAPTER 4 

IMAGE SEGMENTATION USING TRAINED EDGE PROFILES 

The motivation for utilizing edge profiles for image 

segmentation stems from the merits of edges as favorable 

object descriptors. The use of single dimensional edge 

profiles simplifies the computation involved in edge detec

tion. The one-dimensional approach also reduces the search 

space that template matching would encounter. For objects 

with random shapes and sizes, the infinite variations of 

these objects would render two-dimensional template matching 

futile. However, single dimensional edge profiles provide a 

consistent object characteristic. 

When available, one is inclined to make use of prior 

knowledge to assist in the analysis of an image. A computer 

can accept this knowledge through a training or teaching 

step. Learning, an integral part of human vision, inspires 

a similar approach to the problem of wafer inspection. The 

environment of training a model for use in classification 

inherently promotes an interactive element of continuous 

strengthening and adaptation of the algorithm. The use of 

trained edge profiles is therefore an attempt to employ 

learned edge characteristics in image segmentation. 
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4.1. Introduction 

Image segmentation using trained edge profiles is 

effectively a problem of supervised classification. From a 

set of known classes of edge profiles, whose feature distri

butions are computed during supervised training, an image 

pattern is either accepted into one of the pre-defined 

classes, or rejected on the basis of a distance measurement. 

This distance measurement gauges the similarity between the 

image pattern and each of the known classes. If the image 

pattern falls within the decision boundary of any class, it 

is segmented as an edye pixel belonging to that class. The 

image pattern is left unsegmented if it is rejected by all 

classes. 

An approach to the edge profile classification prob

lem has been developed that trains features of edge profiles 

and utilizes a weighted template matching scheme to judge 

the similarity of an image pattern to the trained feature 

classes. This approach is called "image segmentation using 

trained edge profiles" because features to be used in a 

matching process are acquired from training sites in test 

images. During this supervised learning step, edge features 

are recorded and a template and weighting function are 

generated. 'the most computationally intensive portion of 

the algorithm is performed during training in order to com

pute the elements of the templates and weighting functions. 

The matching process is very simple and consists of sliding 
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the template through the image in a fashion similar to 

cross-correlation. At each position in the image, an error 

is computed that measures the degree of match between the 

template and the underlying image pixels. The weighted 

absolute value of each of these error measurements is then 

accumulated to form a cumulative error measure. Thus, the 

smaller the error, the better the match. Features similar 

to the weighted template will be brighter than the back

ground in an inverted version of the output. Since the 

features of interest are edges, this algorithm produces an 

edge map outlining those objects in the image with edge 

profiles matching the template. The cumulative error 

measure can be thresholded to produce a binary edge map. 

Thus, the process yields an image with both radiometric and 

spatial data compression. 

4.2. Algorithm Formulation 

The algorithm utilizing trained edge profiles is 

based on a weighted template matching process in which both 

the template and weighting function are trained from test 

images. The following notation is used in describing the 

algorithm. 

f. . - pixel gray level at coordinates (i,j). 
1! D 
pm - the nth element of the mth profile vector. 

V 
t - the nth element of the feature template 
n due to Feature k. 

lr 
w - the nth element of the weighting function 
n due to Feature k. 
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e (i,j) - the nth element of the kth error vector, 
n J 

E. . - cumulative error measure. 
1 1  3  

K - number of templates and weighting functions 

N - number of elements in the profiles. 

M - number of sample profiles. 

T - threshold level. 

j - output pixel. 

A depiction of the generation of the templates and 

weighting functions from sample edge profiles during a 

training step is shown in Figures 4.1 and 4.2, respect

ively. These illustrations show the accumulation of feature 

statistics from which the template and weighting function 

elements are derived. This step is defined mathematically 

in the following two sub-sections. 

4.2.1. Template Definition. 

A template generated during supervised training 

serves as a model of the edge that is to be segmented from 

the image. It is a one-dimensional array designed to detect 

edges having properties similar to its own. From the set of 

profile vectors extracted during the training step, statis

tics are computed at each position in the vector. These 

statistics are related to features or primitives of the edge 

profile useful for classifying purposes. Therefore, the 

template vector is a set of trained edge profile features 

tuned to detect a particular type of edge (e.g. wafer pad on 
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background). These features are simple to compute from 

image data during the training and the matching processes. 

The features to be used in classifying edge profiles are of 

two types, each being assigned a template vector. The first 

type, Feature 1, gives rise to a template which is simply 

the mean of M profile vectors, less the mean of each vector. 

.. / in ~in * 
1 M (p - p ) 

t = Z S-r; : 0=n<N (4.1) 
n n M m=0 

where 

VI m 
N p 

pm = I —§ : 0*m<M (4.2) 
n=0 

Each element in the template corresponds to an 

empirically defined feature (Feature 1). This set of 

features characterizes the edge profile on a pixel by pixel 

basis. Therefore, the template as a whole provides shape 

and texture information of the edge. The mean of each pro

file is extracted to make the template invariant to local 

changes in mean gray level (e.g. shadows or intensity 

variations due to the imaging environment). This makes 

training easier since a 'perfect1 image is not necessary, 

and the matching process becomes more flexible. However, it 

becomes more difficult to discriminate between various edge 

profiles since only shape and size information is available. 

A second template corresponding Feature 2 is derived 

from the "left neighbor difference" of the profile elements. 

For each of the M profile vectors, the difference between 



46 

the profile elements and the nearest element to the left is 

computed to form M vectors of length N-l. The mean of the M 

vectors forms the elements of the second template. 

.. / in in\ 
2 M  ( p n+l  "  P n )  

t = I 2—; -— : l=£n<N (4.3) 
n — n M 

Each element in this template corresponds to the 

rate of change of the edge on a pixel by pixel basis. Thus, 

Feature 2 is essentially an approximation to the first 

derivative of the edge profile. The template as a whole 

provides information about the dynamic structure of the edge 

and approximates such measurements as slope, rise time, 

overshoot, and undershoot of an edge, in reference to the 

time domain. 

4.2.2. Weighting Function Definition 

For each template element, a corresponding weighting 

element is computed. Each weight is intended to add reli

ability to the template matching process. If no weighting 

function were used, all template elements would be expected 

to match the feature of interest equally well and would be 

given equal importance during the matching process. 

However, as a result of training, it is known how dependably 

each template element will match with the feature of 

interest. A weighting function can then be utilized to 

exploit this knowledge and weight the template elements 

based on their expected reliability. 
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From the statistics computed at each position in the 

profile vectors, a weight is generated for each element in 

the two templates. These weights are directly related to 

the expectation that a template element will yield valuable 

information during matching. If a weighting element is high 

compared with other elements in the weighting function, one 

might consider omitting that weighting element and its 

corresponding template element under the premise that its 

usefulness is very limited. 

Feature 1 weighting function is simply the standard 

deviation of the M profile vectors. 

.. / m -m , 1 \ 2 
M (p - p - t ) ,/2 

w1 = [ I - - T' : 0=n<N (4.4) 
n m=0 

A second weighting function, due to Feature 2, pro

vides information on how well the second template (defined 

in equation 4.3) will match with expected image data. This 

weighting function is the standard deviation of the left 

neighbor difference vectors discussed in section 4.2.1. 

_. / m 2 % 2 

w2 = [ I P"+1 ^ 2 31/2 : lsn<N (4.5) 
n n M m=0 

Each element in the weighting function is the stan

dard deviation of a distribution whose mean is an element in 

the corresponding template. It provides an indication of 

how well, on average, the template element will match the 

edge of interest. In other words, the weighting function 

provides 'a priori' information about how well each template 
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SAMPLE PROFILE 1 

-1 

SAMPLE PROFILE 2 

- 2  

SAMPLE PROFILE M 

-M 

Figure 4.1 Template and weighting function training from 
Feature 1. 
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SAMPLE PROFILE 1 

2 •o 
SAMPLE PROFILE 2 

SAMPLE PROFILE M 

w 

Figure 4.2. Template and weighting function training from 
Feature 2. 
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element will match the feature of interest in an image and 

weight the resulting error accordingly. Template elements 

with a high standard deviation will be assigned less 

importance. Therefore, the error between these elements and 

image elements will be scaled down. 

4.2.3. Weighted Template Matching. 

The actual process of detecting the desired edges is 

a type of template matching. The matching process is 

effectively a compilation of errors between the template and 

underlying image. The goal of the process is to minimize 

the total error measure for image features matching the 

template and maximize the error for non-matches. At each 

image position during the matching process, edge profile 

features are extracted according to the type of template 

being matched. Therefore, two error vectors are computed 

due to template vectors 1 and 2 (corresponding to Feature 1 

and Feature 2, respectively). The error vector is arrived 

at by applying the appropriate weighting element to the 

difference between the template element and the underlying 

image feature. Assuming the template is applied row-wise, 

the error vector resulting from application of Feature 1 

template and weighting function is defined as follows: 

' 1 
e1 (i , j ) = ^ f i-N/2+n, j jol_J__ . 0,n<N (4#6) 

, N f. . 
where f. . = f . - I —— 

1»D i = 0  
N  
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Matching of Feature 2 template and weighting 

function results in an error vector given by 

2 i 
2,. .v _ I gi-N/2+n," " t~ 

e£(i#j> = n—•— , : ten<N (4.7) 
w 
n 

where g^ ^ is an image feature vector defined by the left 

neighbor gray level difference of adjacent pixels: 

g . = f... . - f. . . : 1—n<N (4.8) 
1+1/D l/J 

To complete the matching process, the error vector 

elements for all error vectors are accumulated, resulting in 

a value directly related to the degree of match between the 

template vector and image. This "cumulative error measure" 

is evaluated for each pixel in the image and is given by 

2 N k E, . = I Z e*(i,j) . (4.9) 
1,3 k=0 n=0 

Weighted template matching is shown graphically in the form 

of a digital finite impulse response filter in Figures 4.3 

and 4.4. Figure 4.3 relates to equation 4.8, and Figure 4.4 

pertains to equation 4.9. 

4.2.4. Thresholding 

The object of thresholding is to reduce the number 

of gray levels representing the image from a typical number 

of 256 to only 2. The result of the matching process is an 

"edge map" in which edges matching the templates exhibit the 

brightest pixels. Thresholding produces a binary image from 

which shape information can be more readily extracted. 
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f. .  
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1 TL 

ABS 
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1 
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w. 

V 
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iAi 

i + H, j 

'HKD 

ABS 

'i + H/2, j 

N f. . 
where f. . = f. . - 51 *» J 

i,3 x,J i=Q N 

absolute 
and ABS = value 

operati on 

Figure 4.3. Weighted template matching using Feature 1 
template and weighting function. 
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i+H, j 
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.-*o 

+v 

ABS ABS ABS 

Ei+H/2,j 

where ABS • absolute value operation 

Figure 4.4. Weighted template matching using Feature 2 
template and weighting function. 
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A threshold level is used as a cutoff to the cumu

lative error measure. Thresholding essentially provides a 

decision boundary for each feature class distribution. The 

result of dividing each element in the feature distribution 

by the standard deviation is a normalized distribution with 

standard deviation 1.0. This operation produces a symmetric 

class distribution in feature space to which a a single 

decision boundary or threshold can be applied. From 

Papoulis (1984), the Central Limit Theorem states that if 

each random variable (feature) is independent with a 

properly normalized probability density function, the 

density function arising from the summation of random 

variables will tend towards a Gaussian density function. 

Thus, the result of dividing the error between the template 

and image by the weighting function in equation 4.6 is to 

normalize each error distribution which allows a simple and 

straightforward selection of a threshold level. With each 

distribution normalized, the sum of the errors creates a 

cumulative error measurement proportional to the number of 

template elements (features) to which the actual threshold 

level is applied. 

The threshold level is consistent for all template 

elements, and therefore all possible templates, since each 

distribution is normalized. The final, cumulative threshold 

level for the entire template is proportional to the number 

of template elements. For the templates defined in 
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equations 4.1 and 4.3, the total number of template elements 

is equal to twice the number of profile vector elements 

minus 1. This is because the first template contains N 

elements, and the second template contains N-l elements. 

Thus, the threshold level is expressed by 

T = k*(2N-1) . (4.10) 

If the cumulative error distribution, E, is normally 

distributed, with a standard deviation of 1.0, the use of 

k=2.3 (i.e. two standard deviations) will give rise to a 

threshold level that that contains 97.86% of the class 

distribution. In cases where edge profiles to be matched 

are similar in shape, their class distributions may overlap 

rendering the threshold selection scheme unsatisfactory. 

During the training step, a maximum-likelihood or minimum 

distance discriminant function can be evaluated to determine 

the best position of a decision boundary between competing 

classes. 

The final output of the matching scheme is deter

mined by applying the threshold level to the cumulative 

error measure: 

255 if E. . < T 
y. . = 1,3 (4.11) 
1,3 0 if E. . > T 

3  

As the threshold increases, the outlines of image 

objects matching the template will become thinner, and 

discontinuities in the outlines may arise. However, a lower 

threshold will produce thicker lines which may merge with 
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adjacent features. The trade-off between a low or high 

threshold can be dealt with through experience. 

In general, a line thicker than a unit width con

tains redundant data. Therefore, it is common practice to 

reduce the width of the lines in an edge map to one pixel. 

This process is known as "skeletonization" and can be 

performed through thinning operations. Skeletonizing the 

binary edge map will render an image more suitable to shape 

coding. The thinning process essentially erodes the outer

most layers without inducing any breaks in the image 

structure. Successive implementation of thinning yields a 

one-pixel wide skeleton of the object. Therefore, for a 

thresholded edge map which inherently involves relatively 

thin lines, a few iterations of a thinning operator will 

result in a framework of the original image with objects 

being represented by a unit width outline. With this step 

completed, the goal of image segmentation has been achieved. 

4.3. Conclusions 

The general procedure of using trained edge profiles 

for image segmentation is structured to allow for extensions 

and adaptations. As such, this procedure is not limited to 

the case of one-dimensional profiles. In addition, other 

templates useful in image segmentation can be utilized 

within the framework of this procedure, being processed in 

parallel with all other templates. In the event that more 

features are to be used, the training and matching programs 
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can easily accommodate this addition. "Optimal feature 

selection" can certainly be used extract the most reliable 

features. However, there exists a natural trade-off between 

the computational expense of adding features and the 

increase in reliability resulting from additional features. 

In practice, features are extracted in groups, and extract

ing a few features may not substantially diminish the cost 

of extracting many of the same type of feature. 

Image segmentation using trained edge profiles is 

well suited for wafer inspection since the number of 

templates required should not be excessive. Wafer images 

tend to be two-dimensional in nature allowing for consistent 

modeling of an object's edge profile. In three-dimensions, 

the sides of an object may exhibit varying shades of 

intensity. In addition, the background tends to display 

intensity variations that do not occur when depth is not 

involved. 



CHAPTER 5 

ALGORITHM IMPLEMENTATION 

This chapter presents the concerns and mechanics of 

implementing an image segmentation algorithm based on 

trained features of one-dimensional edge profiles. Develop

ment, simulation, and testing of this algorithm were per

formed in the Signal Processing Laboratory at the University 

of Arizona. The algorithm was implemented on a micro

computer based image processing development system. The 

computer system consists of an Intel RMX 286/380 system with 

Imaging Technology hardware for manipulation of image data 

at frame rates. The algorithm developed in Chapter 4 is 

presented here in its entirety in terms of practical issues 

covering supervised training, weighted template matching, 

thresholding, image pre-processing, and results of process

ing wafer test images. Actual implementation of the algo

rithm was performed with considerations on quality of 

results, simplicity, and speed. 

5.1. Class Training 

Image segmentation using trained edge profiles is 

effectively a classification procedure used to recognize a 

particular type of image edge (e.g. object against the 
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background). Training must be completed for every class 

(edge type) that is to be segmented. For each edge of 

interest, a template and corresponding weighting function 

relating to certain edge profile features will be generated. 

During training, these features are numerically computed 

from a training image, the combination of which forms a 

model of the edge profile. The training tasks to be com

pleted for each edge of interest are: 1) generation of a 

training mask, and 2) generation of templates and weighting 

functions. The training mask is an image with training 

sites characterizing the "typical" edge of interest. The 

template is the "set of features" computed from image 

measurements. A block diagram of the training and matching 

process involved in image segmentation using trained edge 

profiles is shown in Figure 5.1. 

The use of a training mask is an effective method of 

extracting the necessary statistics of edge profiles needed 

to generate the template and the weighting function. The 

training mask is actually an image that can be created using 

a copy of the training image. The training image should 

contain image edges typical to the ones to be detected in 

future image segmentation applications. Training sites are 

marked at the center pixel of all edge profiles to be used 

to train the template and the weighting function. These 

marks indicate the location of edge profiles from which 

statistics are compiled about the edge of interest. 
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Figure 5.1. Block diagram of image segmentation using 
trained edge profiles. 
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As discussed in section 3.2, various statistical measure

ments correspond readily to features that characterize the 

specific edge to be detected. A program is executed to 
/ 

detect the marked pixels in the training mask and extract 

the appropriate statistical measurements at the same 

position in the training image. 

The profiles extracted during the training step 

contain image data to the left and right of the edge as well 

as the edge itself. Therefore, the template to be generated 

from these profiles contains information about the size, 

gradient, and general shape of the edge. The particular 

application will determine whether to create a template 

symmetrical about the edge or skewed to either side. If one 

side of the edge is less noisy than the other, it may be 

advantageous to extend the template into the region with 

less noise to yield more informative results. Too much 

noise will increase the weighting function values and drive 

the error measurement negligibly small, providing limited 

information. The advantage of using a training mask is that 

it can be saved and modified at will in order to make 

adjustments in future feature training. Since the matching 

process involves separate horizontal and vertical process

ing, training involves separate horizontal and vertical 

processing as well. An example of a training mask that was 

used to train edge profile features of wafer pads and 

interconnects against the backgound is shown in Figure 5.2. 
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Figure 5.2. Training mask used for edge profile training of 
wafer pads and interconnects against the 
background, and wafer defects against pads. 
(\fuite pixels indicate training sites). 
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The training step is intended to be performed infrequently. 

Therefore as much computation as possible should be done at 

this stage to ease the burden of the more frequently used 

wieyhted template matching program. 

5.2. Image Segmentation by Weighted Template Matching 

The set of templates and weighting functions to be 

utilized during weighted template matching are trained and 

combined to form a composite template and weighting func

tion. This composite template contains individual templates 

each tuned to detect a specific type of edge profile feature 

(e.g. Feature 1 or Feature 2). The composite template is 

used to process as many images as desired until retraining 

is deemed necessary, or additional features and therefore an 

additional template and weighting function are required. 

During weighted template matching, the composite template is 

read into the program and matched with the image under test. 

The matching process involves performing the exact oper

ations that were used to train the templates (i.e. the same 

set of measurements, or features, are extracted). Since the 

templates are one-dimensional arrays, the image data to be 

processed at each step is an equivalently sized array. 

The operations to be performed in weighted template 

matching are of two types, corresponding to the two types of 

templates discussed in section 4.2.1. The first operation 

simply involves subtracting the mean of an array of image 

pixels from each element in the array. This forms an AC 
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edge that is compared element by element to the first tem

plate, defined in equation 4.1. The mean of the image pixel 

array can be calculated prior to weighted template matching. 

Figure 5.3 shows two such images used during image segmenta

tion of the wafer test image in Figure 2.1(a). 

For each element in the image pixel array, there 

will exist an error between it and a template element. The 

absolute value of this error is summed with the errors from 

all template elements to produce a "city block" similarity 

measurement. This value constitutes the cumulative error 

measure due to the first template. A second template, 

defined in equation 4.3, is compared to the left neighbor 

differences of the underlying image pixels. Again, a 

cumulative error measure is computed and added to the 

cumulative error measure from the first template. This 

combined cumulative error measure is compared to a threshold 

value to determine the binary outcome of the pixel. 

The process of summing the individual template 

errors sequentially allows for early thresholding in areas 

of poor degree of match. In these areas, the cumulative 

error measure will quickly increase, surpassing the thresh

old level, possibly before all template errors are com

puted. Once the threshold level is reached, the final 

outcome is determined and further processing is unnecessary. 

The image must be processed in the vertical and 

horizontal directions separately to reveal the respective 
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(a) 

(b) 

Figure 5.3. Horizontal and vertical averaging of wafer test 
image. (a) Averaging filter of size lx9 
applied to wafer image. (b) Averaging filter 
of size 9xl applied to wafer image. 
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orientations of edges. However, one template and weighting 

function can be used for both directions. During processing 

in one direction, both the edge profile template and its 

mirror image can be matched to the image in parallel. Thus, 

two error measures are computed for each element in the 

template. One error measure is computed to match the actual 

template; the other error measure is computed to match the 

mirror image of the template. The two expressions are given 

by 

v | f - t^ | 
en(i'j)actual = k " =0in<N (5.1) 

w 
n 

and 

, I f - tjj , | 
k,. 1 n N-l-n1 „ „ , r e (i,j) = r . : 0<n<N (5.2) 
n J mirror k — w 

n 

Each of the above error vectors is summed according to the 

"city block" distance of the vector elements (see equation 

4.8) to form separate cumulative error measures for the 

template and its mirror image. The lower of the two error 

measures is thresholded to determine the final pixel value. 

As previously noted, the entire weighted template 

matching process must be carried out for each edge of 

interest. The simultaneous application of several templates 

and weighting functions, each tuned to detect a different 

edge, can be achieved during a single pass of the image 

through the use of a "matching mask". The matching mask is 
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used to guide the selection of the appropriate template and 

weighting function to be utilized at a given position in the 

weighted template matching process. One approach to this 

problem is to use a simple edge detector, such as the Sobel 

operator, to create the matching mask image. The edge map, 

resulting from Sobel processing, is simple and can be com

puted efficiently with hardware convolution prior to the 

matching process. For each template to be used in the 

matching process, a range of mask values is computed during 

the training step. This range of values coincides with an 

interval of responses from the edge operator and will be 

called the "matching interval". Under actual processing 

circumstances, the edges to be extracted from the test image 

will have a corresponding range of values in the matching 

mask. Therefore, at each position in the matching process, 

the value of the matching mask is checked. The template and 

weighting function to be used for matching depends on which 

templates's matching interval the mask value occupies. 

Overlapping of intervals results in application of multiple 

templates. The template providing the best match is chosen 

to compute the output pixel. The use of this mask also 

results in pruning of the search space. Any edge to be 

detected will inherently have a non-zero value in the mask 

image. Since edges are the features to be detected, uniform 

areas will not exhibit large values in the mask, and there

fore will not be matched with any template. Hence, the mask 
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provides 'a priori' knowledge as to whether or not an image 

area needs to be matched before putting forth the expense of 

calculating image features, matching the templates, and 

scaling by the weighting function. Shown in Figure 5.4(a) 

is an example of a matching mask used in image segmentation 

of the wafer test image of Figure 2.1(a). In Figure 5.4(b), 

all white pixels are included within the "defect against 

background" matching interval. Therefore, when a white 

pixel in the matching mask is encountered, the template and 

weighting function trained to detect defects against the 

background should be applied. 

It would be beneficial to utilize one set of 

templates and weighting functions to process many images 

without retraining. However, slight variations in image 

intensity levels can create difficulties for template 

matching. Gray level normalization may be a necessary form 

of pre-processing in order to create a consistent image for 

further processing. In the case of wafer inspection, the 

wafer images can be normalized to conform to a histogram 

having predetermined gray levels for peaks corresponding to 

background and to pads and traces. First, the two major 

jaeaks are located in the input image. Knowing the desired 

location of the peaks, a linear equation can be computed and 

used to transform the input image into the normalized state. 

This approach will correct intensity changes due to global 

biases. However, local variations throughout the image 
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F1gure 5.4. Matching mask used in the detection of wafer 
defects against the background. (a) Edge map 
from Sobel operator. (b) Level-slice 
thresholding applied to (a). 
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(a) 

(b) 

(c) 

Figure 5.5. The effect of simulated shadowing on wafer 
image and its gray level histogram. 
(a) Shadowed wafer image. (b) Unshadowed wafer 
histogram. (c) Shadowed wafer histogram. 
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add difficulty to the possibility of creating a suitable 

image for template matching using simple pre-processing 

techniques. Figure 5.5 illustrates the loss of peaks or 

modes in the gray level histogram caused by local intensity 

variations. 

5.3. Speed Considerations 

The operations that need to be performed when 

utilizing image segmentation using trained edge profiles can 

be separated into those required for training and those 

required for weighted template matching. Speed is less of 

an issue for supervised training, being presumed an infre

quent occurrence. Referring to section 5.1, the tasks that 

are required during training are generation of a training 

mask image and generation of the template and weighting 

function. The training mask is easily created by placing a 

point or line in training sites exactly where a profile is 

to be extracted. The template and weighting functions 

involve simple feature operations on each profile, and 

acquiring statistics on these features over all the profile 

samples. The speed by which the training step is executed 

depends mainly on the type of features that are to be 

computed. For the features being used to characterize edge 

profiles, two templates are generated. Each template 

element is the mean of the particular feature distribution, 

and the weighting function is the standard deviation of the 

feature distribution. The computation of the standard 
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deviation of the distribution requires evaluation of the 

mean of the distribution beforehand, requiring two passes of 

the image. Nevertheless, generation of the template and 

weighting function does not involve complicated operations, 

and therefore produces no computational burden. 

Another function to be performed during training is 

the computation of a range of values to be used in conjunc

tion with the matching mask during template matching. The 

edge profiles used to train the template and weighting 

function can also be used to train the "matching interval". 

For each profile in the training site, the same edge oper

ator used to create the matching mask is applied to the 

training image. Therefore, each sample profile will result 

in a response to the edge operator. A distribution of edge 

responses from all sample profiles is acquired from which 

the matching interval can be computed. For example, the 

matching interval could be assigned a set number of standard 

deviations from the mean of the profile edge responses. It 

is best to err on the side of a larger matching interval. 

More time can be save with a smaller the interval, but too 

small an interval could result in rejection of edge profiles 

that would have matched the template. Too large an interval 

results in added computation and nothing more. The concern 

of speed in computing the matching interval is directly 

related to the efficiency of the edge operator to be used. 
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Weighted template matching using the "city block" 

distance measure is a process similar to cross-correlation 

except that subtraction is performed for each element as 

opposed to multiplication. The single unknown in this 

process is the image feature; otherwise the template, 

weighting function, and threshold level never change. 

Cross-correlation is essentially a convolution operation 

commonly performed in hardware with a dedicated frame arith

metic logic unit (ALU) for processing an image frame in 

real-time. A possible configuration of using dedicated 

hardware to perform weighted template matching is shown in 

Figure 5.6. In this illustration, the image feature is 

assumed be the pixel gray level itself. Thresholding of an 

edge map can be performed in real-time with a look-up table 

(LUT) (see Figure 5.7). 

Much of the processing involved in the weighted 

template matching process, as in many image processing algo

rithms, can be performed in parallel. Each pixel undergoes 

the same operation regardless of the outcome of neighboring 

pixels. With this in mind, image segmentation could be per

formed in three steps, each a parallel process: 1) computing 

the individual error measures for each element in the 

template, 2) summing the individual error measures to form 

the cumulative error measure, and 3) thresholding the cumu

lative error measure. 
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Operation: 

1) Clear the result buffer. 
2) Subtract the template element from the image pixel 

gray level. 
3) Divide the absolute value of the difference from 

step 1) by the weighting function element. 
4) Add quotient of step 3) to result buffer element. 
5) Repeat steps 2) through 4) for all image pixels. 
6) Repeat steps 2) through 5) for all template and 

weighting function elements. 

Figure 5.6. Weighted template matching performed with 
dedicated hardware. 
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Operati on: 

1) Load lookup table with desired transformation 
function. 

2) Use image pixel gray level as index to lookup 
table. 

3) The indexed lookup table element is output as 
the transformed image pixel gray level. 

U) Repeat steps 2) through 3) for all pixels in 
the image. 

Figure 5.7. Lookup table operation. T = threshold level. 



76 

5.4. Results and Discussion 

The result of image segmentation using trained edge 

profiles is a binary edge map as a result of thresholding 

the response to weighted template matching. In most cases, 

skeletonization of this image is performed to produce a unit 

width framework of objects matching the trained edge pro

files. This step produces the greatest amount of spatial 

data compression without losing pertinent image information. 

Skeletonization can be performed with image processing hard

ware in a series of logical convolutions using different 

masks (Pavlidis, 1982) or with specialized pipelined hard

ware (Mandeville, 1985). 

The integrated circuit wafer images in Figure 2.1 

were used for testing the effectiveness of image segment

ation techniques. The regions of interest are: 1) defects, 

and 2) pads and interconnects (traces). In general, objects 

exhibiting random, bloblike shapes indicate defects. For 

this reason, two-dimensional shape template matching would 

not be expected to perform successfully. The noise-like 

structure within the pads and interconnects and the lack of 

sharp edges resulted in little success with region label

ing. The noise-like structure also caused excessive 

responses to edge operators. However, the result of edge 

detection provided a form most readily available to shape 

coding. Image segmentation using trained edge profiles 

produced favorable results, segmenting outlines of the 
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the regions of interest without a large amount of clutter. 

Thus, supervised image segmentation appears to be well 

suited to wafer inspection applications where the imagery is 

consistent and well controlled. 

The use of edge profile features provides a basis 

for edge shape description. The template created from edge 

profile features can be utilized by any template matching 

scheme. Therefore, normalized cross-correlation, ordinary 

template matching (both discussed in section 2.4), or 

weighted template matching (discussed in section 4.2.3) can 

be used to segment specific edge pixels. Each of these 

methods was investigated with the wafer test image in Figure 

2.1(a), subtracting local "means" to produce invari-

ance to intensity biases. Sample profiles of length equal 

to nine pixels were used to generate templates and weighting 

functions. A composite template to detect wafer pads, 

interconnects, and defects on pads was generated from 

training sites shown in Figure 5.4 (actual training data is 

given in Table 5.1). Another composite template was 

generated to detect the presence of defects against the 

background (actual training data is given in Table 5.2). 

Each composite template inlcudes two templates corresponding 

to the two types of edge profile features used (Feature 1 

and Feature 2). Figure 5.8 shows a plot of the Feature 1 

template and weighting function used to detect wafer pads, 

interconnects, and defects on pads. Figures 5.8 through 
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5.11 show plots of the templates and weighting functions 

designed to fully segment a wafer image. The differences in 

size and shape of the edge profiles of the two wafer regions 

to be segmented is evident in Figures 5.8(a) and 5.9(a). 

The edge profile of a wafer defect against the background 

(Figure 5.9(a)) is much smoother and gradual. In general, 

it is monotonic increasing as deduced from the positive 

nature of the left-neighbor difference feature plot in 

Figure 5.11(a). The weighting functions in these plots 

illustrate the amount of variation in each feature template 

element. 

In comparison, normalized cross-correlation per

formed the least well in terms of speed as well as segment

ation. This was because the normalizing factor causes 

invariance to size of the edge. Although this allows the 

algorithm to be more flexible, only shape and texture 

information is available to discriminate between different 

types of edges. As a result, it is felt that in order to 

expect better results from normalized cross-correlation, a 

larger template and additional edge profile features would 

have to be adopted. Weighted template matching (equation 

4.6) and ordinary template matching (equation 2.8) matching 

provided the best results. These approaches to image 

segmentation are identical to each other except for the 

addition of a weighting function in weighted template 

matching. Clearly, the use of a "city block" distance 
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measure takes less computation than the correlation opera

tion. Figure 5.12 shows the results from both template 

matching and weighted template matching using the "city 

block" distance measurement. Thresholding was performed 

manually in order to ensure the best results. Visually 

analyzing the image segmentation results in Figure 5.12, it 

is difficult to distinguish qualitatively between the two 

approaches. However, weighted template matching has the 

theoretical advantage over ordinary template matching 

because of its increased reliability and consistency of 

threshold selection due to the weighting factor. 

Figure 5.13 shows full segmentation of the desired 

wafer objects obtained using weighted template matching of 

trained edge profile. The effect of thinning the resulting 

edge map is shown in Figure 5.14. In Figure 5.15, the 

skeletonized edge maps from Figure 5.14 illustrate the 

segmented areas of the original test images. Figure 5.14 

shows the result of using the same set of templates, weight-

ing functions, and threshold level to segment two different 

wafer images. The set of templates and weighting functions 

was trained from the wafer test image in Figure 2.1(a), yet 

weighted template matching was successful in producing 

satisfactory region segmentation in both wafer test image in 

Figure 2.2. Therefore, image segmentation using trained 

edge profile features shows promise in wafer inspection 

applications. 
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Feature 1 (gray level minus profile mean) 

Mean (gray level) Standard Deviation (gray level) 

-30.6 7.8 
-34.2 6.7 
-39.0 5.2 
-35.2 4.3 
-12.4 6.8 
22.9 8.7 
46.1 6.7 
46.4 8.1 
35.9 8.7 

Feature 2 (left neighbor difference) 

Mean (gray level) Standard Deviation (gray level) 

-3.5 2.4 
-4.8 3.1 
3.8 4.1 

22.8 6.2 
35.3 4.9 
23.2 7.7 
0.3 7.2 

-10.5 7.6 

Table 5.1. Table of Feature 1 and Feature 2 values obtained 
from training edge profiles of wafer pads and 
interconnects against the background, and wafer 
defects against pads (550 sample profiles). 
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Feature 1 (gray level minus profile mean) 

Mean (gray level) Standard Deviation (gray level) 

-15.1 1.8 
-14.4 1.4 
-13.8 1.4 
-11.9 1.1 
-4.3 2.3 
7.7 3.9 

16.8 2.6 
18.3 1.7 
16.7 2.7 

Feature 2 (left neighbor difference) 

Mean (gray level) Standard Deviation (gray level) 

0.7 1.3 
0 . 6  1 . 1  
1.9 1.1 
7.5 2.8 

12.0 1.9 
9.1 2.2 
1.5 3.7 

-1.6 1.9 

Table 5.2. Table of Feature 1 and Feature 2 values obtained 
from training edge profiles of wafer defects 
against the background (15 sample profiles). 
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Figure 5.8. Plot of Feature 1 template and weighting 
function trained to detect wafer pads and 
interconnects against the background, and 
defects against pads. 
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Figure 5.9. Plot of Feature 2 template and weighting 
function trained to detect wafer pads and 
interconnects against the background, and 
defects against pads. 



84 

T 
B 
M 
P 
L 
A 
T 
E 

-10" 

-15 

- 2 0 -

5 6 7 8 

Template Position 

W 
E 
I 
G 
T 
I 
N 
G 

w 

F 
U 
N 
C 
T 
I 
0 
N 

H 5 6 7 8 

Weighting Function Position 

Figure 5.10. Plot of Feature 1 template and weighting 
function trained to detect wafer defects 
against the background. 
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Figure 5.11. Plot of Feature 2 template and weighting 
function trained to detect wafer defects 
against the background. 



(a) 

(b) 

Figure 5.12. Results of template matching, trained to 
detect wafer pads and interconnects against 
the background, and defects against pads. 
(a) Ordinary template matching. 
(b) Heighted template matching. 
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(a) 

(b) 

Figure 5.13. Result of image segmentation using trained 
edge profiles to detect wafer pads, inter
connects, and defects. (a) Test image. 
(b) Thresholded edge map. 
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Figure 5.14. Skeletonized results of image segmentation 
using trained edge profiles on wafer test 
images. 
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Figure 5.15. Skeletonized, binary edge map overlaid on 
wafer test images. 
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CHAPTER 6 

CONCLUSIONS 

A critical step in the understanding of an image is 

adequate segmentation of image regions. Efficient and 

effective image segmentation remains a difficult goal to 

achieve. The use of simple, fast techniques, such as 

histogram thresholding, are often insufficient to fully 

segment the image into well separated objects of suitable 

clarity. Many images require the use of a more powerful 

approach to image segmentation but not at the expense of 

lengthy computation. 

Edge detection is an important form of image seg

mentation, useful for analysis and classification in many 

applications. Image edges denote the border around objects 

and have proven especially useful for image segmentation in 

integrated circuit wafer inspection. An algorithm has been 

developed aimed at providing a fast and simple means of 

obtaining segmentation of edge pixels with specifically 

trained one-dimensional edge profiles. This algorithm 

identifies with the need for speed of execution while 

possessing the power necessary to accomplish adequate seg

mentation in images where simple techniques such as Sobel 
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edge detection or histogram thresholding are insufficient. 

"Image segmentation using trained edge profiles" is a 

type of template matching where the patterns to be matched 

are features of one-dimensional edge profiles. It is 

designed to be invariant to the local gray level bias so 

that the algorithm will not fail under varying lighting 

conditions. In this respect, it operates as an edge detec

tor, responding only to the size and shape of the edges. It 

is an attempt to combine the advantages of normalized cross-

correlation and template matching with the advantages of 

edge detection without their disadvantages. This is 

accomplished by: 1) using edges as the basis for segmenting 

regions, 2) utilizing a simple template matching process to 

detect instances of a trained edge model, and 3) adding 

reliability to the matching process through the use of a 

weighting function. Thus, the simplicity of template 

matching techniques has been exploited along with the 

importance of edges as descriptors of region borders. The 

rigidness of template matching algorithms has been tempered 

by the use of a weighting function and the invariance to 

intensity biases. Supervised edge profile feature training 

on only those edges of interest provides an empirical 

definition to an "edge". 

Image segmentation using trained edge profiles is 

intended to be a simple, fast edge detection scheme that can 

be trained to detect a specific type of edge. This is 
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attained through supervised training of edge profile 

features. It is also meant to be adaptable to changes in 

the application environment. If the algorithm is to be used 

to detect various defects, when a different defect is dis

covered, the computer can be trained to recognize the 

presence of its edges. 

Image segmentation using trained edge profiles is 

most useful as a detector of the edge caused by an object on 

a single background. It requires the knowledge of image 

characteristics as well as knowledge of the imaging environ

ment. As such, the background information is equally impor

tant as the object information in defining an edge profile. 

Therefore, in order to expect successful segmentation, the 

object must always appear on the same background that it was 

trained with. This causes restraints on the variability of 

the imagery. The algorithm's application domain is very 

similar to that of template matching and cross-correlation. 

The application imagery is one in which the features to be 

matched or correlated do not exhibit excessive variations. 

Image segmentation using trained edge profiles is 

essentially a pattern classification algorithm in which the 

template, created in a supervised training step, serves as a 

feature vector. A distance measure is used to determine the 

similarity between an image pattern and a set of templates. 

Supervised classification provides the greatest amount of 

control in training the feature vectors. However, there 
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exists an inherent problem to supervised classification in 

the case of inspection applications. The possibility always 

exists that a defect, as yet untrained to the computer, will 

arise. The detection of this defect relies totally on its 

similarity with stored classes of features. In the event 

that no template succeeds in matching the image pattern, the 

defect will remain undetected. In contrast, unsupervised 

image segmentation techniques, such as clustering, region 

labeling, and gradient operators, do not assume a set number 

of possible types of regions. These approaches simply 

extract all regions with a predefined set of properties. 

The solution to the image segmentation problem is 

often application dependent. Noisy imagery may require 

pre-processing of the image and a special type of segment

ation technique. Edge detection algorithms do not normally 

work well in noise because they detect noisy image data as 

edge elements. Supervised image segmentation using trained 

edge profiles can be affected by noise. As the signal to 

noise ratio increases, the weighting function increases, 

inevitably scaling down all error measures and rendering an 

ineffective match. In general, however, this approach to 

image segmentation does not require pre-processing. The 

use of training results in the detection of the learned 

features, regardless of their condition. The algorithm will 

be trained to detect the specific shape and size of the 

edge, whether it is blurred or sharp. This conclusion 
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resolves the traditional stxambling block of ordinary edge 

detectors in which a pre-determined definition of an edge 

is used. 

Because of the training nature of this image seg

mentation algorithm, it is a good candidate for dynamic 

learning (strengthening the algorithm when its performance 

is excellent and learning from its mistakes). Another 

possibility of future work is the use of a connectivity 

criterion, similar to those used in region labeling, which 

would add a foundation for detecting global edges and 

rejecting spurious edge elements. The use of additional 

edge primitives will likely improve the algorithm's accu

racy of detection. Indeed, the selection of features that 

fully characterize a particular object and no other is the 

key to image segmentation in general. In a controlled 

imaging environment, supervised image segmentation using 

trained edge profiles results in consistent detection of the 

desired features, producing thin outlines of these features 

readily available for shape coding. 
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