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ABSTRACT 

Adaptive systems are systems whose characteristics 

evolve over time to improve their performance at a task. A 

fairly new area of study is that of adaptive rule-based 

systems. The system studied for this thesis uses meta

knowledge about rules, rulesets, rule performance, and 

system performance in order to improve its overall perform

ance in a problem domain. An interesting and potentially 

important phenomenon which emerged is that the performance 

the system learns while solving a problem appears to be 

limited by an inherent break-even level of complexity. 

That is, the cost to the system of acquiring complexity 

does not exceed its benefit for that problem. If the 

problem is made more difficult, however, more complexity is 

required, the benefit of complexity becomes greater than 

its cost, and the system complexity begins increasing, 

ultimately to the new, break-even point. There is no ap

parent ultimate limit to the complexity attainable. 
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CHAPTER 1 

INTRODUCTI ON 

Ever since Dr. John Holland's seminal work Adapta

tion in Natural and Artificial Systems, the amount of 

research in the field of genetic algorithms has been slowly 

increasing. Most of the published work has involved a type 

of system proposed by Dr. Holland which is called a 

classifier system, as well as related learning algorithms 

which are called bucket-brigade algorithms, and rule syn

thesis algorithms called genetic algorithms. The field of 

genetic algorithms encompasses these constructs as well as 

others. 

One goal of classifier systems is to simplify the 

structure and control of a rule-based system. Unfortunate

ly, this comes at the expense of its ease of use. The 

problem is not that the representation is not powerful 

enough, just that it is somewhat strict in order to ease 

the design of the learning algorithms. Since the represen

tation of rules is such a low level one, designing the 

system of messages, and observing its behavior is quite 

d i ff i cu11. 

A solution which has been proposed (Forrest 1985) 

is to provide an interface which hides the bit strings 

1  
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behind a KL-ONE "compiler" which maps higher-level symbolic 

functions to low-level classifier rules. This allows more 

intuitive representations (e.g. semantic nets or frames) to 

be translated into rules in a classifier system. This has 

the advantage of producing a system which, at least in 

principle, is still able to make use of the large body of 

Knowledge about genetic algorithms for classifier systems. 

Another approach-- the one taken here, is to avoid 

the translation altogether, using instead a more intuitive 

language for the underlying representation. This, of 

course requires a different approach for the learning 

algorithms. The author's main interest is in the nature of 

these algorithms. 

In this thesis, an adaptive system is presented 

which is organized as a shell consisting of an inference 

engine, adaptive rules, and assorted other functions which 

handle various interfaces. This shell accepts a set of 

condition/action rules (as well as some parameters) and a 

problem (or set of problems). Through continued operation 

of the system, new rules are created by the system and 

slowly integrated into the existing rule set. Rules may 

become more complex (more specific), or may become "better 

rules" (lead to better system behavior) to receive better 

marks for performance. Better performing rules remain in 

the system, while worse performing rules are "weeded" out. 



CHAPTER 2 

BACKGROUND 

NomencIature 

In order to simplify the discussion of the various 

systems, some definitions will be given here. The names 

chosen for various learning algorithm concepts are somewhat 

arbitrary and may conflict with names used by others. In 

any case the attempt has been made to be consistent with 

all others whom author is familiar with, except in the case 

where the popular names leave an ambiguity. 

The whole field of machine learning has been 

divided up into several subgroups. One of these is 

commonly called genetic algorithms. This field uses a 

genetic model of rule combination for generation of new 

rule-based knowledge. We will use the name adaptive 

algorithms or genetic algorithms to identify this field. 

One of these algorithms, (the original in fact), is 

called the genetic algorithm. In order to distinguish it 

from the field of study, we will call it the crossover 

algori thm. 

Production systems which use condition/action rules 

will be called rule-based systems. Rule-based systems 

which use fixed length bit strings for rules will be called 

3  
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classifier systems (see next section). Rule-based systems 

which are not based upon bit strings but based upon a more 

general subset of first order logic (eg. MYCIN), will be 

called expert systems. 

The crossover algorithm is commonly used with the 

bucket-brigade algorithm, operating upon a classifier 

system. This complete system, will be called a crossover 

system. 

Finally, rule-based systems which have a learning 

component will be called adaptive (or genetic) rule-based 

systems. This prefix will be used generally, leading also 

to "adaptive expert system", "adaptive classifier system", 

and "adaptive crossover system" in decreasing order of 

genera I i ty. 

A discussion of some of these concepts is given 

be Iow. 

Rule-based Systems 

Classifier Systems 

Classifier systems are production systems of condi

tion/action rules which were developed by Dr. John Holland 

(Holland, 1975). Although there are several different 

flavors of classifier systems (Holland 1986, Forrest 1985, 

Zeigler 1985), the essential elements are more or less 

invariant and are outlined below. 
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A classifier system S is a discrete time system 

consisting of a finite number of strings (N-tuples) of 

length N called classifiers1, a list of messages (M-tuptes) 

cleverly referred to as the message list, and input and 

output ports. Each classifier is divided into a condition 

part and action part, where the length of the action part 

is the same as the length (M) of a message, and the length 

of the condition part is an integral (non-zero) multiple of 

M, each M bit field being called a condition. Each element 

of a classifier may range over a ternary alphabet {0,1,#} 

while the elements of a message range over {0,13. Finally, 

the input and output ports are viewed as generators and 

acceptors, respectively of messages. The input port gener

ates any number of messages every time slice, while the 

output port accepts any number of messages. 

The state of the system S at a time Tj is 

completely determined by the contents of the message list 

(the only memory in the system). Computation of the state 

of S at Tj +1 is a simple inference procedure, performed at 

1. Most investigations of classifier systems also 
examine genetic and bucket-brigade algorithms (or deriva
tives of those). This requires several modifications to 
the definitions of the elements of a classifier system. In 
the interest of the organization of this thesis, however, 
discussion of those algorithms is deferred to later sec
tions, Note however that a classifier system can certainly 
exist separately from the genetic/bucket-brigade algo
rithms. In fact several people (Forrest, 1985, Holland, 
1983) have devoted substantial study to classifier systems 
by themselves. 
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each time slice which is described using the following 

pseudocode algorithm: 

do forever ( n = 1 to ro ); 
post messages at input port onto Tn message 1ist; 
do for each message i; /* in the message list */ 
do for each classifier j; /* in the system */ 

if matches( classifier(j), message(i) ) then 
resolve( action part of classifier(j) ) 
post resolved action part of classifier to T04"1 message list 

next classifier; 
next message; 
substitute new message list (Tn+i) for old (Tn); 
present new message 1ist to output port; 

next time ( n := n + 1 ); 

The "matches" predicate and the "resolve" function 

above deal directly with the bits in the strings. A match 

exists between a message and a classifier if the message 

matches all of the conditions in the condition part of the 

classifier. A message matches a condition if they match in 

each bit. A bit match occurs if the message bit is the 

same as the condition bit or if the condition bit is a # 

(ie. 0 matches 0, 1 matches 1, and # matches 0 or 1). Note 

that since we only match conditions with messages, the case 

of # trying to match # never occurs. 

Resolve is the process which changes the ' action 

part of a classifier into a message, using the information 

gained while matching the condition part to a message; If 

the action part contains only Os and 1s, then it is already 

a message, so it is used. If it contains #s, then the bit 

in the corresponding position of the condition part is 
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substituted. If that bit is a #, then it is first convert

ed to a 0 or 1, whichever it matched in the message. For 

classifiers with more than one condition, the' bit values in 

the corresponding positions of each condition are combined 

somehow2, then used to replace the # in the action part. 

While classifier systems are powerful in their own 

right, they were designed to be a vehicle for studying 

machine learning. The small alphabet, fixed length, and 

simple inference procedure allow easy, efficient realiza

tion on current architectures, as well as simple procedures 

for the meta level operations required for machine learn-

i ng. 

Expert Systems 

Due to the pro Iiferation of expert systems relative 

to classifier systems, no attempt will be made here to 

formally define an expert system. For a more complete def

inition, see Charniak and McDermott, 1985. The details of 

the type of rule-based system studied for this thesis will 

be given in a later chapter. 

For our purposes, it will be sufficient to say that 

an expert system consists of: 

2. Sometimes it is not considered crucial, so what
ever matched the bit in the first condition is used. There 
are any number of more elaborate methods possible, none is 
prescribed by the name "classifier system". 
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1 . Work i rig memory 

2. RuIes 

3. Rule interpreter 

Working memory is essentially the current state of 

the expert system. Rule conditions make tests on working 

memory and rule actions modify working memory. The expert 

system's states represent objects chosen by the rule 

writer, and are interpreted by the rules as such. Other

wise, they have no importance to an outside observer. 

Rules are of the form: 

if <condition> then <action> 

where <condition> is a test on the state of the system, and 

<action> is some task which affects the state of the sys

tem . 

The rule interpreter is the control component of 

the system. The two common types of interpreters are: 

forward chaining and backward chaining (some systems do 

both, or do other kinds of inferencing). Normally the 

inferencing procedure is invoked in an attempt to either 

determine if a path of state and state transitions between 

the initial state and the goal state exists, or to actually 

find it (if it ex i sts). 
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The forward chaining process examines each rule in 

a predetermined or dynamic order, testing each condition. 

If a rule has a condition which is met by the initial state 

of the system, then it is placed into the "conflict set". 

When all rules have been tested and a non-empty conflict 

set is obtained, a rule is selected using a conflict reso

lution strategy. This rule then "fires". Firing a rule 

simply means that its action part is executed (possibly 

modifying the state of the system). The process is applied 

repeatedly with each newly obtained state becoming the 

"initial state", until the goal state is reached. 

Backward chaining is analogous. Each rule is exa

mined in predetermined or dynamic order. If the action 

part of a rule is such that it could place the system into 

the goal state, then that rule is placed into a conflict 

set. After all rules have been examined, a rule is selec

ted from the conflict set (using a conflict resolution 

strategy). The condition part of this rule then becomes 

the new goal state and the process repeats until the 

initial state is reached. 

Genetic Algorithms 

The precursors of most current work in genetic al

gorithms are the bucket-brigade algorithm and the crossover 

(genetic) algorithm also developed by Dr. Holland (Holland 

1975). Much study of classifier systems which employ 
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these algorithms have been reported (see bibliography), and 

interest has been evident lately. 

Bucket-Brigade Algorithm 

The bucket-brigade algorithm addresses the problem 

of credit allocation in an adaptive rule-based system. 

When a system performs at a certain level while solving a 

task, some positive feedback (credit or payoff) is expected 

from the environment. The system must decide which compo

nents of itself led to producing that performance and 

reward those components with the credit obtained. Hence, 

the components (rules) which lead to higher payoff for the 

system receive more credit for themselves. Various analo

gies have been used to describe the credit allocation 

scheme used by bucket-brigade. One of the more intuitive 

is the economic model, in which credit is "money" paid to 

"people" (rules) for investing in profitable ventures. 

People who make good investments make more profit and are 

rewarded with more money than people who make less profit

able investments. Stretching the analogy a bit further, we 

find that most rules actually invest in "middlemen" in a 

complex "economy" (the entire system). That is when a rule 

fires, it enables other rules to fire (invest). In doing 

so, it passes its credit to its successors for them to 

invest. Ultimately, when some return is finally obtained, 

all the investors are paid off according to the success of 
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the investment. This analogy will permeate the following 

d i scuss i on. 

More formally, each rule which is eligible to have 

its action part placed on the message list must make a 

"bid" before it will be considered. The formula to compute 

the bid for rule R (in a classifier system) is: 

bidR = k * specificityR * savings^ 

where 
k: 

spec i f i c i ty ; 

sav i ngs: 

Constant of proportiona1ity. 

A measure of the number 
of states satisfying the 
cond i t i on of R. 

Amount of credit R has. 

The bids of all otherwise eligible rules are then 

ranked, and some rules are taken from the ranked list in 

order3. These rules are then activated in the usual manner 

for classifier systems (above). The three components of 

the bid are now described in more detail. 

The constant k is a [relatively small] fraction of 

one allowing rules to make bids on several unprofitable 

ventures before becoming insolvent. 

3. Two methods are commonly used: a) a fixed num
ber are taken off the top of the ranking and b) all rules 
whose bids are above a threshold are taken. 
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The specificity measures in the following way the 

number of states satisfying R's condition: if C is R's 

condition, then we define the extension of C (call it C*) 

as the set of states which satisfy C, This is, of course a 

subset of the set of states S of the system. The 

complement of C* then (~C*), is the subset of S that does 

not satisfy R's condition. In classifier systems, an 

easily computed approximation of the cardinality of "C* is 

used, it being the number of 0 or 1 bits (non-# bits) in C. 

This is proportional to the logarithm of the cardinality of 

~C* . 

The bid made by R is divided up4 between those 

rules whose messages allowed R to fire (R's suppliers). 

R's savings is decreased by bidR while each of its 

suppliers has its share of R's bid added to its credit. 

Effectively, R has paid its bid for the privilege 

of firing. So a rule receives its income by firing and 

getting paid by rules which it activates, while paying in 

turn for the rules which activated it. 

The formula for a rule's bid is designed to favor 

specific rules which activate many other rules. 'On the 

other hand, very specific rules which activate fewer rules 

4. There are many possible schemes for determining 
how R's bid is divided up among its suppliers. The most 
common seems to be simply give equal shares to each. 
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and general rules which activate very many rules may still 

be able to compete. 

The ultimate source of payoff is of Course from the 

environment, the assumption being that the environment will 

be willing to "pay" for some desired behavior of the 

system. Hence better behavior of a system (higher perfor

mance) causes more credit to enter it from the environment. 

Ultimately, that credit "trickles down" through the system 

rewarding rules all the way back to the first stage-setting 

rules which enabled the current level of performance. 

In most adaptive systems, a scheme for generating 

new rules is necessary in addition to ranking existing 

rules, These types of schemes are usually called genetic 

algorithms, due to Dr. Holland's original-use of a genetic 

model for rule generation operators. 

Crossover Algorithm 

Due to the fact that many algorithms based loosely 

upon the original now use the term "genetic algorithm", we 

are using the term "crossover" algorithm to refer to the 

original (Holland 1975) genetic algorithm which has spawned 

an entire field of study (Zeigler 1985). 

The model upon which the crossover algorithm is 

based is a simplification of the process which occurs 

during recombination of chromosomes. The most important 
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idea borrowed from the recombination process is called 

crossover. 

Crossover may occur in nature whenever DNA strands 

from a parent cell combine to form new offspring cells. 

DNA strands are actually strings of genes, each of which 

encodes information about a particular attribute of the 

owning organism (eg. plumage color). Each gene may have 

any of a number of variant forms (called alleles) which 

determine the value of the encoded attribute (eg. green or 

ye 1t ow). 

Now the careful design of the classifier production 

strings becomes apparent. Each bit in a string represents 

an allele, each bit position of a string represents a gene, 

and each string itself represents a ONA strand. Crossover 

then becomes the rather obvious operation of taking two 

strings and making two new different strings from them. 

This is accomplished by selecting a crossover point (at 

random) and putting opposite substrands (substrings) 

together to form two new strings from two old. More 

formally, given two sequences: 

Aj , Ag, A3, . . . Afg and 

B 1 r B2 I B3 , . . . BfyJ 

and the crossover point i, the two new sequences are given 

by: 
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® 1 • 1 * ' * ® i • A j +1 , A j +g, • . < A|\j and 

A i t  A g ,  .  .  .  A j ,  B j + 1 ,  B j + g ,  .  .  .  B f v j  

The application of the genetic algorithm to a 

classifier system takes place as follows: given a current 

set of classifiers in a classifier system, the crossover 

operator is periodically applied to a small number of pairs 

(selected at random) of classifiers, forming a new popula

tion. The newly formed strings displace the same number of 

strings in the existing population, usually those with the 

smallest amount of savings. 

Although the genetic algorithm does not rely upon 

the notion of a classifier system or the bucket brigade 

algorithm, they are obviously designed to work together. 

In order to use the genetic algorithm for systems of rules 

not in bit string form, it is necessary to choose a repre

sentation of the rules which can be decomposed into the 

equivalent of genes and alleles. This will become clear in 

the ensuing chapters. 

Other Adaptive Algorithms 

In spite of the pervasiveness of the bucket-brigade 

and crossover algorithms within the study of genetic 

algorithms, others have certainly been designed, and 
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studied (Wilson, 1987, Stackhouse and Zeigler, 1987). How

ever, most of these systems do use some form of the 

crossover algorithm possibly in addition to other "genetic" 

type string operators (eg. mutation, reproduction). 

The area of credit apportionment algorithms seems 

to be most open to investigation, with several alternatives 

to the bucket-brigade being studied. 

One particular classification of credit apportion

ment algorithms (Westerdale, 1985) is that of subgoal 

reward versus genetic. Westerdale has carefully studied 

and classified the various types of production systems and 

reward schemes, attempting to formalize them in terms of 

their mathematical properties, equivalences and so on. 

That sort of study is extremely important to the future of 

this field, and much further study needs to be done, but 

unfortunately that is beyond the scope of this thesis. 

For our purposes, it will suffice to say that the 

important distinction is as follows. The bucket-brigade 

algorithm is an example of a subgoal reward scheme, because 

a production is rewarded if it is followed by a production 

which is usual Iy successful (leads to payoff). Genetic 

reward schemes are different in that they reward rules only 

if they are followed by rules which are i mmed i ate Iy suc

cessful. The system under study uses a genetic reward 

scheme which will be discussed in following chapters. 



CHAPTER 3 

COMPAR t SONS 

Expert systems and classifier systems have many 

similarities, and neither is computationally more or less 

universal than the other, However it is instructive to ex

amine the differences between the components of a crossover 

system and those of an adaptive expert system. Here we 

will compare the underlying production systems as well as 

the adaptive ("genetic") component. 

Comparison of Classifier and 
Expert Systems 

It is tempting to say that the set of classifier 

systems is simply a subset of the set of expert systems. 

According to the author's [somewhat fuzzy] definitions (see 

Chapter 2: Background), this is probably true, strictly 

speaking. However, using the more or less common notion of 

"expert system", the important differences (Holland 1986) 

are examined below. 

1. Most importantly, classifier systems contain no 

notion of conflict set. Since each activated 

classifier simply posts its action to a [next-

1 7 
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message list, the rules effectively act 

lei. 

1 8 

i n 

2. Number 1 above implies drastically different con

trol strategies. For example, the order of the 

classifiers, is independent of the order of their 

execution, which is often not the case in an 

expert system. There is no notion in a classifi

er system of "forward chaining" or "backward 

chaining" (although the cI assifier-type control 

appears to correspond most closely with forward 

chaining in an expert system. 

3. Another major difference is that classifiers are 

fixed length1 vectors over a fixed alphabet 

{0, 1, # }. Clearly, in a general expert sys

tem, the alphabet and the length of conditions 

and actions have no restrictions. 

4. All external communication (I/O) is done through 

the message lists, which results in using the 

1, In a common exception to this, a classifier may 
contain multiple conditions. In this case, each condition 
is the same length, but an arbitrary number of conditions 
means variable vector length. Additionally, this raises an 
ambiguity on how to resolve #s in the action part. Various 
methods are used to handle this including arbitrarily 
selecting the value resolved from the first matching 
cond i t i on. 
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same structure for both internal control and 

external communication. 

5. Finally, a (historical difference), classifier 

systems were designed specifically to be easily 

manipulated by machine learning algorithms (eg. 

crossover), whereas expert systems were designed 

for their semantic expressive power. 

Clearly, each has its own advantages: classifier 

systems are conceptually simple, easy to implement, amen

able to new parallel architectures, and efficient to 

execute on existing architectures (Holland 1986). Expert 

systems, on the other hand have a large advantage: their 

semantic basis provides good expressive power. This is 

certainly one reason expert systems have been hugely 

successful (by Al standards). 

Comparison of Crossover and 
Adaptive Expert Systems 

Since the crossover and bucket-brigade algorithms 

are usually studied together, and in fact were designed to 

work together, we will examine them as a unit. Note that 

only general comparisons will be made, deferring the 

detailed description to later chapters. 

As mentioned in the Background chapter, if we 

subscribe to Westerdale's definitions, then the bucket-
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brigade algorithm is a subgoa! reward scheme. This means 

that a production p is rewarded for placing the system into 

a state which satisfies the condition part of another 

production q, provided that q leads to payoff. As noted by 

Westerdale, however, if the subgoals are not well formula

ted, it may be that q obtains payoff in spite of the help 

of p rather than because of it (ie. other states satisfying 

q's condition may be more desirable), Even under these 

circumstances, p gets rewarded. 

In the alternative genetic reward schemes, the 

payoff which enters a system is divided in some other way, 

rather that "trickling down" through the original inference 

chains. 

For example, rather than Keeping a number with a 

rule which records its savings, we could reward rules by 

duplicating them. Then payoff entering the system is 

simply divided up equally among all rules (and copies). 

Another method could be to select subsets of the whole 

system of rules, each of which tries to solve a problem. 

Any credit so obtained is simply divided up equally between 

all of the rules in the selected set. Many schemes are 

possible, but the key difference is that the credit 

allocation does not depend upon the chains of inference 

used to solve the problem. 

Of course in these analyses (and WesterdaIe's), 

many simplifying assumptions have been made, and it may 
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turn out that the distinction between subgoal reward 

schemes and genetic schemes is not overly important. It is 

hoped that the results of this thesis may provide informa

tion which will be useful in the study and analysis of 

genetic-type production systems. 



CHAPTER 4 

ADAPTIVE EXPERT SYSTEM 

This chapter will begin the focus upon the system 

under study for this thesis. First, the rules will be 

described, both at the production level and the meta 

(adaptive) level. Then the control and adaptive algorithms 

will be described. The specifics of implementation will 

not be discussed until the next chapter. Finally, the last 

section will discuss the particular problem domain under 

which the system was first developed. A key concept which 

underlies all the following discussion is that of coadapted 

sets of rules. The algorithms take into account both 

individual rule performance as well as collective ruleset 

performance. 

Overv i ew 

Form of Rules 

Production rules in this adaptive expert system 

take the form (as many productions) of: 

<condition/action> 

22  
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The condition part is a conjunction of predicates 

while the action part is a sequence of verbs. The set of 

predicates and the set of verbs are determined by the 

initial set of rules given to the system. 

In the examples used to exercise the system, the 

number of predicates in the condition were the same as the 

number of verbs in the action, however this is certainly 

not a requirement. If indeed the rules start this way, the 

adaptive operations may not preserve that relationship. 

A measurement of the rule complexity which will be 

used later is the rule "order" which is either the number 

of predicates in the condition or the number of verbs in 

the condition (in this study the two are the same). So now 

we may talk about a "second order" rule when referring to a 

rule of the following form: 

C, A Cg / Ai , Ag 

This measure is sort of a gross one, but is useful 

and is quite obviously related to the "specificity" measure 

used in classifier systems (see the background chapter). In 

general, the system will reward rules for becoming higher 

order, since higher order rules encapsulate more specific 

knowledge and hence probably apply more "power" toward 

solving a problem once they become active. As will be 

discussed later, however, it is not quite that simple, 
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since comptexity actually has a cost to the system. The 

way rulesets develop in practice suggests that they are 

optimizing the cost of complexity against its benefits. 

That is not to say the general rules are not 

needed. Indeed one of the problems which appeared during 

this investigation was that of rules becoming too specific, 

leading to rule sets which spent a tot of effort in 

establishing correct conditions for complex rules (sub-

goals), rather than actually solving the original problem. 

A rule set with too few general rules often leads to er

ratic behavior of the system. It may also lead often to 

situations in which no rules apply to a given state, even 

though, there are rules which place the system into those 

states. 

Production Level Control 

As currently implemented, the system (at the pro

duction level) operates only with forward chaining. This 

was chosen because it was convenient for the domain under 

study. Of course there is no reason that other types of 

inferencing could not be used in this system. For example, 

if backward chaining were used, absolutely nothing else 

would change, since the credit allocation would still be 

defined using rule firings. If backtracking were added 

(Charniak and McDermott, 1985), some minor things would 

need defining, since in a system with backtracking, rules 
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must be "unfired". This amounts to keeping only the "net 

firings" for each rule to use in calculating credit 

allocation. 

For more exotic control strategies, such as resolu

tion, (Genesereth and Nilsson, 1986), residual (Russell, 

1985), or automatic backtracking (Clocksin and Mellish, 

1981) suitable modifications to the credit allocation would 

need to be explored. It is expected that these would be 

fairly obvious extensions to the current system. 

Indeed, because of the very modular nature of the 

implementation (see Implementation, Chapter 5), a single 

system could easily contain several different inference 

engines. If appropriate heuristics could be formulated for 

selecting an inference method, then an entire new level of 

adaptation would be available. This is another possible 

research top i c. 

Metalevel Control 

During the course of development of the system, it 

became clear that a system which always selected from its 

best ruleset, was not "risking" enough in order to keep 

improving its performance. A rather elegant solution to 

this problem was developed in which the system alternated 

between two different rule selection strategies from one 

generation to the next. Specifically, during the first 

generation, the best rules are selected from to generate 
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the rules which will next attempt a solution to the prob

lem. The next generation, an "experimental" ruleset is 

generated from rules selected from the master ruleset (the 

master ruleset contains all rules used since the last 

weeding, plus those that survived the last weeding). In 

both cases, the same generation algorithms are applied to 

the selected ruleset. 

The two modes were introduced into the system be

cause the small amount of randomness used in generating new 

rules from the best-so-far ruleset did not allow enough 

variation in the new rules generated. 

This solution can be nicely generalized to an agen

da, in which some higher level of control would place tasks 

into a queue, which would be serviced by the current con-

trot scheme. In this way, any number of strategies could 

be implemented. This would also allow the system to adapt 

in such a way as to find some sort of optimal set of tasks, 

as well as an optimal ordering of those tasks. 

As discussed briefly above, time is viewed as 

broken into generations. The system operates in a loop 

consisting of the following steps which are performed each 

generat i on: 

1. A solution to all problems in P is attempted 
using a subset of the current ruleset. 

2. Each solution reached is evaluated and credit 
is assigned to each rule and the ruleset. 
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3. The current ruleset has the "weeding" criteria 
applied to it. Low performers are removed. 

4. A few new rules are generated from, and 
placed into the current ruteset. 

These will be discussed in more detail now. 

At a fairly high level, the system can be described 

using the block diagram in Figure 1. 

SELECT 

GENERATE RULE 

OPERATORS 

PROBLEM 

SPACE SOLUTION 

EVAL 

Figure 1. High Level Diagram of System 

The problem space is loaded with a ruleset which is 

selected from the rule operators section by the selection-

generation process. The rule operator section attempts to 

solve the problem within its own environment (the problem 

space), using the selected rules. The solution reached is 

evaluated with the results being saved by the rule manager 

in its internal structures, which include rules and rule-

sets. This is repeated ad i nf inatum. 
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Figure 2 affords a more detailed view of the 

system. 

— >  

PERF. 
EVAL 

CREDIT 
ALLOC. 

RULE 
HI ST 

RULE 
GEN. 

RULE 
SELECT 

ENGINE 

I NF . 

MASTER 
RULESET 

PROBLEM 

SPACE 

MANAGER 

RULE 

Figure S. More Detailed Diagram of System 

Note that here the rule operator section has been 

broken up into the rule manager, the rule history, the 

inference engine and the master ruleset. Also, solution 

evaluation has become performance evaluation and credit 

allocation. This abstraction of the system will form the 

basis for the rest of the discussion about the system. 

When the system is started, the master rule set, 

the rule history, and the problem space are initialized to 

contain the basic ruleset. These three are the only 

components in the system which are mainly data. There are 

also a handful of parameters which are initialized from a 
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disk file (for easy editing). These are distributed 

throughout the system (See Chapter 5, Implementation). 

The inference engine is used to forward chain on 

the rules in the problem space until the termination 

criterion (domain dependent) becomes true. This condition 

will usually test the current state for equality to the 

goal state of the current problem. 

At that point, the solution obtained is evaluated 

by the performance evaluation component (note that this is 

also domain dependent as mentioned above), The credit 

resulting from the performance evaluation is distributed 

among the rules in the rule history using the algorithms 

described in the previous section. The same ruleset is 

then used to solve the next problem in the problem set. 

When the termination condition of all the problems 

in the problem set has been reached, the ruleset itself is 

evaluated ie. average performance is calculated and comp

ared with that of the best-so-far ruleset. If it is 

higher, it is appended to the rule history list and becomes 

the new best-so-far ruleset. In any case, the rules in the 

master rule set are now updated to reflect the new credit 

values of the rules just used. 

The weeding criterion is then applied to see if the 

rule manager is ready for weeding. This is a simple fixed 

rate, ie. every w times through the top level loop, the 

rule manager is "weeded". Finally, a subset of the rules 
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are selected from the rule manager's current ruleset and 

used to generate new rules (using the rule combination 

algorithms) for the next generation. These new rules are 

added to the current rule manager ruleset as well as the 

master rule set and the problem space. The next generation 

then begins, using the selected subset and any new rules 

generated from them. The weeding and selection algorithms 

will be discussed in detail in the following section. 

A1gor i thms 

Payoff A11ocat i on 

An extremely important component of the system at 

the production level is the payoff allocation scheme. The 

algorithms used in this system are examples of genetic 

credit allocation schemes, discussed earlier. That is, 

rather than the bucket-brigade which uses a subgoal reward 

strategy, rules are only rewarded for being in a set of 

profitable rules which lead directly to payoff. 

The payoff enters the system upon reaching the ter

mination condition which is domain dependent. For example 

in one domain, the termination condition was defined as 

either reaching the goal state of the given problem or 

reaching a fixed number of rule firings, whichever came 

first. Note that credit enters the system every time a 

problem is attempted. 
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To describe the credit algorithms, the system must 

be described generally and some definitions given. First, 

the system operates on a set of problems P, given a start

ing ruleset Rq. It is expected that Rq will be complete in 

the following sense. R0 must contain enough conditions and 

actions (state operations) to allow all state transitions 

necessary for an acceptable solution to all the problems in 

P. That is, if the system is expected to evolve a solution 

from a set of rules which is not a  solution, then all 

necessary conditions and actions must at least be present 

in the starting ruleset, as the system cannot create new 

ones. They will not necessarily be put together correctly, 

optimally, or even reasonably. Of course, this is only a 

requirement, not a guarantee, since the success of the sys

tem at learning a task depends on many other things. 

It is this ruleset, Rq that the system starts with. 

Time is divided into an infinite number of generations, 

during each of which, the following steps take place1: 

1. A solution to all problems in P is attempted 
using a subset of the current ruleset 

2. The current ruleset is "weeded" (low performers 
are removed)2. 

3. The next ruleset is created 

t. The method of selecting and creating the next 
generation of rules will be given later in the chapter. 
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A master set of rules is Kept, which contain all 

the seen so far by the system (unless they have been weeded 

out). Whenever new rules are generated by the rule 

manager, they are copied into the master ruleset. When 

weeding takes place, the weeding algorithms are applied to 

the master ruleset. After all undesirable rules have been 

removed, the rule manager is loaded with a copy of all the 

rules from the newly weeded master ruleset. Hence the 

contents of the master ruleset during generation g is given 

by: 

Rg = [ Ro u ( u RG j ) ] - U RW j 
i = 1 i =1 

where: 
U is union of sets 
Rq is the initial ruleset (generation 0) 
RG j is the set of rules generated at generation i. 
RW j is the set of rules weeded at generation i. 

The ruleset used during generation g to attempt 

solving the problem set is given by: 

r  = £ r  I  r  € s e l e c t ( R  ) }  
g i 1 i g 

The point of interest here is the rule payoff allocation 
scheme. 

2. in practice, the ruleset is only rarely weeded 
down (rather than every generation). One of the parameters 
of study is how often to "weed" the ruleset. For the 
purposes of discussion here, suffice it to say that the 
weeding cr i ter i a is applied at the end of each generation. 
That is, the test is applied to see if it is time to weed 
the ruleset. 
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where 
I means "such that" 
'•select" is the selection function 

Note that weeding takes place before selection, 

hence Rg is taken as the set obtained after weeding 

The credit entering the system while attempting 

problem p is domain dependent and will simply be called cp 

for now. We may now compute the credit assigned to a rule 

during generation g. First the utilization of rj is calcu

lated: 

U»P 

where 

f i P 

fjp is the number of times rj fires while ruleset 
rg is solving problem p. 

tfp is the total number of rule firings which 
occurred while ruleset ra is solving problem p, 

Now we can compute the credit assigned to rule rj (€ rg) 

for each problem attempted during generation g: 

Cjp = [  3 * Cp - 0.1 *  complexity( rj )  ] * Ujp 

where 
fjp is the number of times rj fires while ruleset 
rg is solving problem p. 

This scheme for 

crafted to provide both 

credit assignment 

a penalty and an 

i s carefu11y 

incentive for 
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complexity. The penalty is the second term in the formula. 

The incentive will be discussed below. 

After computing the credit for one problem, we just 

sum over all the problems to obtain the total credit 

assigned to rule i during generation g: 

I PI 
c i g = 2 c j p 

P=1 

Since this value is saved for all generations in 

which rj exists in the system, its value after an arbitrary 

number of generation is: 

C j = 2 C j g 
g€S 

A figure of merit for rules which is often used is 

its "rating". This is easily computed whenever necessary, 

from the above value (Cj and isi are both saved with each 

rule). SemanticaI Iy, the rating is the "net credit per 

problem set attempted", and is computed as: 

rat i ng j = c f / ISI 

Information is also saved about rulesets. In par

ticular, each ruleset is evaluated after attempting a 
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solution to a problem set. The vatue of the best perfor

ming ruleset is saved as well as the ruleset itself. The 

performance of a ruleset is calculated as follows: 

1 I PI 
—  * 2  
IPI p=l 

CR j - —— * 2 Cp 

Note that this is just the average performance of 

the ruleset over the problems in the problem set. 

Combination Algorithms 

There are only two actual "genetic" algorithms used 

in the system. They are very simple and described here. 

Note that the design of the system is such that any new 

operator which can be dreamed up can be easily added. 

Indeed several have been been dreamed up, lacking only the 

impIementor's time to see the light of day. 

The first is crossover, but is defined somewhat 

differently than it is f or classifier systems. In t his 

version of crossover, instead of choosing a crossover point 

randomly, it is always chosen as the point between the 

condition and action. Hence given two rules: 

Cal A Cag A . *-*aN / Aa 1 • Aa2> * • • AaM and 

Cb1 A cb2 A • • • cbN / Abl< Ab2» • • • Abht 
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the two new rules obtained from crossover are given by: 

ca1 A ca2 A • • caN / ̂ b1* ^b2» • • • ^bM and 

Cb1 A cb2 A • • • cbN / Aa1• Aa2' • • • AaM 

The second is just as simple conceptually, although 

less famous. It is called and combination and works as 

follows: two rules to combine are selected. From the two 

conditions, a new condition is made which is the and of the 

two. This new half-rule is completed by taking the two 

actions and forming a new action from the sequence of the 

two. Note that this always results in rules with a higher 

compI ex i ty. 

Two parameters to the system are pc and pa, the 

probability of applying crossover and the probability of 

applying and combination respectiveIy. During the genera

tion step of a time slice, each pair of rules in the 

selected ruleset has given probability of having each the 

operator applied to it. Any generated rules are then added 

to the set which becomes the next generation ruleset. 

Weeding Algorithms 

A parameter to the system is the weeding period, W 

which is an integer. It specifies the number of , genera

tions which elapse between weedings of the ruleset (ie. 
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every W generations, the ruleset is weeded). When a rule-

set is weeded, the following steps take place: 

1. All rules which have never fired are removed. 

S. Low performing rules are removed. 

Although rules which have not fired are not neces

sarily useless, they are weeded out as excess baggage. 

Most likely, such a rule has not fired because the state in 

which it fires has not been reachable using any of the 

rulesets selected so far. That does not imply that the 

state would not be reachable using future rulesets, but it 

was felt that such an event would be relatively rare, and 

in any case, the system would probably . be able to re

generate any needed rule in that case. 

A rule is considered to be low performing if its 

rating is less than -(tOO/generation). This is to put a 

lower bound on each rule's rating. The lower bound is 

designed to slowly increase with increasing generation, 

which will gradually force out rules whose rating does not 

i ncrease. 

Selection Algorithms 

Currently, the system operates in two modes, "best" 

and "experimental" which alternate with generation (ie. on 

odd numbered generations it is "best" and on even, it is 
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"experimental"). The only difference between the two modes 

is the algorithm which was used for selection of the 

generation's ruleset. To select a "best" ruleset, the 

following algorithm is used. 

1. Select the M+Pm best rules, where M is the 
number of rules in the best-so-far ruleset, 
and Pm is a parameter (order of M). 

2. Randomly reduce the above list to length M. 

The resulting list is the selected "best" ruleset, 

which is used for the next generation. 

An experimental ruleset is obtained using the 

following algorithm: 

1. Calculate the "cutoff" point of rule 
performance, using the formula 

C = (7/8)*best + (1/8)*worst 

where best and worst are respectively the 
highest and lowest ratings in the ruleset. 

2. Select all rules with rating greater than C. 

3. Select Pc rules randomly (P: is a parameter) 

c.,". ~f the above two lists, and 
randomly reduce it to length M (length of the 
best-so-far ruleset). 

In this way, the system will favor rules with high 

ratings, but will also favor sets of rules which perform 

well. During development of the system, it became apparent 

that the two selection modes would be necessary, since when 
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only the best rules were selected from, not enough of the 

rules were being used (in spite of the small amount of 

random selection). With the addition of the experimental 

mode, all r ules have decent odds of being selected. This 

gives a much more fertile environment for high performing 

rulesets to develop. it also gives "down and out" rules 

the best chance to get back lost credit any time before the 

weeding takes place. 

Problem Domains 

This section will discuss some of the issues of 

using the system to solve a problem. In particular, the 

s p e c i f i c  p r o b l e m  u p o n  w h i c h  t h e  s y s t e m  w a s  d e v e l o p e d  w i l l  

be shown, as well as the domain dependent component of the 

system. 

Problem description 

The prototype problem can probably be described the 

best as a navigation problem. In particular, given a set 

of rules for local motion, a starting location and a goal 

location, the [production level] system must find a path 

(or a sequence of motion rules) which goes from the initial 

to the goal position. The universe is N-dimensionaI 

Cartesian space (the current implementation uses 3 for N). 

For an interesting system which learns a similar navigation 

type of task, see Kampfner and Conrad, 1983. 
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Note that we want to find a ruleset which works 

well from any starting location, so the system is given a 

set of problems, namely one problem starting from each 

quadrant (otherwise, the system solves one quadrant at the 

expense of others). Arbitrarily, the goal state is chosen 

to always be the origin. The beginning ruleset is any set 

of rules which contains a test for each half-space and 

actions for motion in both directions along each axis. In 

other words, a rule pair might be of the form: 

IF x-coord < 0  

THEN x := x + 1 

a nd 

IF x-coord > 0  

THEN x := x - 1 

T he entire starting ruleset would then contain N 

such pairs of rules, one for each dimension. Note that 

these two are sufficient to solve the case of N = 1. 

An interesting point which was noticed during ex

perimentation: it really does not matter which conditions 

and actions are together in a rule, since the system 

quickly learns which conditions and actions must go 
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together to solve the problem. Hence the following pair 

would easily lead to the first pair, even though they are 

not able to solve the problem at all to start with. 

IF x-coord < 0  

THEN x := x - 1 

a nd 

IF x-coord > 0  

THEN x := x + 1 

T he rules are actually written using a more seman

tic notation for the 3-space conditions and actions, and 

the classifier type of rules: eg. NORTH-OF/SOUTH, UP/DOWN, 

and so on (inspired by hours of navigation in ZORK). 

These starting rules are all first order rules, 

that is: a single condition and a single action. The task 

of the metalevel system, which is the adaptive part is not 

only to find a ruleset which can do the navigation, but 

also to improve the ruleset by finding rules which lead to 

better paths (fewer rule firings). Hence, the single 

second order rule: 

[:AND:NORTH-OF:WEST-OF J/[:BEG IN:SOUTH:DOWN] 
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is favored over the pair of first order rules: 

NORTH-OF/SOUTH 

WEST-OF/DOWN 

or the pair: 

NORTH-OF/DOWN 

WEST-OF/SOUTH 

since it is able to accomplish the same thing with one rule 

firing rather than two. In a sense the second order rule 

has learned the task of moving south and down given a 

position north-of and west-of the goal. That is not to say 

that general rules are less useful than specific rules, but 

certainly part of the automated learning task is to derive 

more specificity from generalities. In practice, the sys

tem must obtain a set containing both general and specific 

rules which work with each other to efficiently solve the 

navigation problem. 

Domain Dependent Algorithms 

There are two main components of the system which 

are domain dependent. For the navigation problem, they are 

nearly trivial to analyze, but of course in general these 
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could be quite nasty. The first is the termination 

cond i t  i o n . 

For the navigation problem, the termination condi

tion is quite obvious: either the ruleset finds the goal 

position, or it is diverging away from it. If it is able 

to find the goal state, then the termination condition is 

simply (state = goal). Otherwise, the system is stopped 

after giving it a good try-- specifically after F rule 

firings (F is a parameter of the system), whether or not 

the system has reached the goal, it is stopped. 

The other component is the performance evaluation, 

that is the reward given to the ruleset for a particular 

solution to the problem. For the navigation problem, the 

formula: 

c g  =  ^ d i s t  ~  ^ " f g  

where 
Adist =  d i s tinitial ~ d i s tfinal 

dist The [Cartesian) distance from the current 
location to the goal location 

w A parameter (less than 1) 

fg The total number of rule firings used to reach 
the termination condition 

is used to compute the credit given to the ruleset 

solution. Here is the long awaited incentive for 

ity: since a complex rule can do more with fewer 

for i t s  

compI ex-

fir i n g s, 
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it gets less credit subtracted for the number of firings. 

Note that A^jgt is maximum in the case where distfj n ai = 0, 

that is the system reaches the goal state. 

Applicable Domains 

Clearly, the navigation problem is amenable to this 

Kind of learning system. It has well defined starting and 

ending states, and a well understood, well behaved perfor

mance evaluation function. It is not currently understood 

how crucial these two things are to the correct or useful 

operation of the learning system, but they are clearly 

important. One obvious area of further study is trying the 

system on a ruleset with "fuzzier" states and performance 

eva1uat i o n . 

Certainly though, there is a large class of prob-

Iemss imilartothenavigationpnavigationproblemi nwh ichthesystem 

should work as well. For example, certain VLSI problems 

which involve placement and connection of objects to meet 

[many] constraints might be a good place to start, Unfor

tunately, for any practical VLSI jobs, those problems are 

already extremely computationally intensive. 

Another area to examine is that of existing expert 

systems. It is the author's opinion that many expert 

systems could evolve a more efficient ruleset by combining 

inference rules and either calculating its performance or 

asking the user for an estimate of its performance. The 



4 5  

actual savings in computer time would probably be dependent 

upon the internal representation used by the specific 

expert system. The solution to that problem lies in 

providing a complete expert system shell and development 

environment, of which, one piece is the adaptive component. 

Many other types of problems might benefit from 

this type of learning. These include: rule based control 

systems, theorem provers, planning systems, classification 

systems, diagnosis systems, game-playing programs, symbolic 

computation systems and optimizing programs. 



chapter 5 

implementation 

This chapter is devoted to the implementation of 

the system. The development language (Scheme), the hard

ware, and the design, are all discussed at length. 

The SCHEME language 

Scheme is a lexically scoped dialect of LISP which 

was developed at MIT. The original intent of Scheme was to 

demonstrate that a single language could be implemented to 

efficiently support the major programming paradigms in use 

today: imperative, functional and message passing. Scheme 

had a large influence on the Common LiSP standard in use 

today, yet retains a simple, streamlined nature, which was 

lost in Common LISP. 

The specific implementation of Scheme used for this 

project was Texas Instruments Tl-Scheme (or pc-Scheme). It 

is both interpreted and complied, providing a good develop

ment environment as well as good performance, even on small 

machines. In terms of performance, however it is not as 

fast as fully compiled languages (e.g. C, Pascal), since it 

is actually a P-code compiler. 

4 6  
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The Scheme language has many constructs, and there 

is no point in describing all of them here. For a complete 

presentation, see Ableson and Sussman, 1985. It is, how

ever worth discussing the special features of the language 

which were used in this system. 

Fi rst-CIassness 

First-c1assness is a property of data objects which 

means roughly that no restrictions are placed upon what may 

done with the object. In other words, anything that may be 

done with objects in the language may be done with first-

class objects. Specifically, this means that a first class 

object may be: 

Stored in a compound data structure 

Returned from a procedure 

Bound to a variable via: 

1. Parameter passing (LAMBA binding) 

a. Lexical scoping (LET binding) 

3. Global binding (DEFINE binding) 

One powerful characteristic of Scheme is the fact 

that all objects (both data and control objects) in Scheme 

are first class. This includes compound user-defined data 

structures, environments, continuations, and engines. 
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Str i ngs/symboIs 

A convenience of the adaptive system which is very 

useful during development, but is somewhat costly in terms 

of performance is the algorithm for generating Scheme 

symbol names. It is quite helpful to have the names of the 

rules identify the rules. So for that reason, the Scheme 

variable names for rules are generated by the rule manager 

whenever a rule is created. A rule might have a name like 

the foI 1ow i n g : 

[AND:NORTH-OF:[AND:BELCW:EAST-OF]]/[BEGIN:SOUTH:[BEGIN:DCWN:WEST]] 

In order to maintain such mnemonic variable names, 

the names must be built using string variables, and then 

converted to Scheme symbols using the built-in procedure 

called STRING->SYMBOL. Likewise, to modify an existing 

symbol, it must first be converted to a string using 

SYMBOL->STRING. Note that maintaining such long names re

sults in a lot of computing resource being wasted on string 

matching and manipulation, at the expense of tasks more 

directly related to the adaptation problem; however, during 

development, the investment has proved quite worthwhile. 

Many other algorithms could be implemented which would pro

vide better performance with various degrees of associated 

readability. These will be investigated as performance 

becomes more and more an issue of importance. 
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Environments/Message Passing 

From the start, a high priority was placed upon 

keeping the system modular, allowing easy modification and 

as much domain independence as possible. A feature of the 

language which proved quite useful in this endeavor, was 

the environment. Environments are the Scheme data objects 

which maintain the bindings of identifiers to variables and 

their values, In fact the Scheme evaluator implements the 

lexically scoped block structure of Scheme programs so that 

every expression is evaluated with respect to some environ

ment. Since environments are also first-class objects, the 

programmer has the flexibility to specify which variables 

an expression "sees" while being evaluated. This capabil

ity is a necessity for building a system which can set up a 

problem environment which is defined at run time. It is 

also necessary if the system were to be used on more than 

one problem environment at a time. The problem space, the 

rule-manager and the master rule space are all implemented 

as environments. 

Hardware 

The hardware that the current system is running on 

is the machine upon which PC-Scheme runs-- namely IBM PC or 

its clones. It also runs on PC ATs or clones. There is 

hope of running it on the Tl Explorer system as well, since 

there is a version of PC-Scheme which runs on that machine, 
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however the success of such a venture depends upon the 

software compatibility of the two PC-Schemes. 

The IBM PC is adequate for the current small study 

of the properties of the system. However, its limitations 

grow with increasing generation of an experiment run. For 

example, the navigation problem, which stats with 6  rules 

and solves 8 problems per generation, starts at about 2 

minutes per generation. However as the rulesets get bigger 

and each rule gets more complex, the system slows consider

ably, down to about 8  minutes per generation after 100 

generations. Clearly, if experiments are to be done which 

start with more complex rulesets, and are run longer, more 

power will be needed. In addition, many enhancements need 

to be made to the system itself which will require further 

power. It remains to be seen how much will be gained by 

running the system on the Tl Explorer. Other alternatives 

might include recoding in a fully compiled and more 

portable language, such as C, and/or running on a larger 

machine. Currently, memory does not seem to be a problem 

at all. 

Language/Hardware Tradeoffs 

When selecting the development system for this pro

ject, many things were considered. Some of these were: 
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Ease of access to hardware 

Cost of hardware and software 

Currently available hardware 

Power and selection of available software 

Performance of language/hardware combination 

As can be seen by the resulting selection, the first three 

were considered most important, somewhat at the expense of 

the last two, although the last two were met quite well in 

spite of the inherent limitation in power of the hardware. 

For this initial prototyping type of study, there are few 

alternatives available which meet the above constraints 

better than the IBM PC/PC-Scheme combination, while provid

ing the necessary language development environment. 

Pes i q n /Code 

Parameters 

An important aspect of the adaptive system is the 

fact that many of the parameters which were identified as 

either important or possibly important are read from disk 

at run time rather than being compiled into the executable 

code. The obvious use of this is for running experiments, 

allowing easy modification of parameters (without a lengthy 

recomp i1e). 

A less obvious, more exotic use of this parameteri

zation would be to place all parameters in an environment, 
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and add a set of meta rules which access the parameters 

allowing them to modify the parameters during a run. That 

is perhaps a future possibility, but clearly well beyond 

the scope of this thesis. 

The parameters identified as important are given 

below along with explanatory text. Note that some are 

functions, although most are just variables. The explana

tions will refer to other functions and variables which 

will be described later in this section. 

PARAMETER 
NAME 

total-count-weight 
max-cnt 
rand-s i z e  
m i n - exp-s i z e  
extra-in-best-set 
weed-freq 
best-set-s i z e  
cross-over-pr 
and-comb-pr 

TYP. CHAP 4  
VAL. NAME 

0.5 
20 
3 
6 
4 

25 
30 

0 . 6  
0.15 

W 

q 

P 
w 

Pc 
Pa 

USED BY 

performance evaluation 
termination condition 
experimental set selection 
experimental set selection 
best set selection 
weeding function 
weeding function 
rule generation 
rule generation 

FUNCTION 
NAME 

(combine-perf a b) 
(cut a b) 

FUNCTION 
DEFINITION 

(- (* a 3) (N b 0. 1) )) 
(/ (+ b (N 7  a)) 8)) 

CHAP. 4 
NAME 

It should be noted here that the effect they have 

on the system has been nowhere near exhaustively examined, 

nor will it be in the near future. The scope of this 

thesis includes only reporting on the system itself, some 
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experimentation with the most important parameters, as well 

as tentative conclusions. More experimentation is clearly 

in order, but unfortunately, no current plans include it. 

R u l e  S e l e c t i o n  

The rule selection functions implement two algo

rithms which correspond to the two methods of selecting the 

rulesets for the next time slice, Note that this is how 

the credit accumulated by a rule comes into play and gives 

it an advantage over other rules. Since the rules are 

ranKed by their rating, rules with high credit-to-firings 

ratio will be selected over rules with low ratio. 

The first is "best" selection which is implemented 

using a single Scheme function. An element of randomness 

is added by selecting B+P rules first, and then randomly 

reducing the list to max{ M, R }  elements. B is a parame

ter to the function, called with value equal to the number 

of rules in the best-so-far ruleset, P is a parameter to 

the system (see previous section), M is a minimum value and 

R is a random number < B . 

M is a value which could perhaps be studied, 

however in this implementation, M is simply taKen as the 

number of rules in the beginning ruleset. Some preliminary 

experimentation on P has been done, with no startling 

resuIts. 
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The first selection function then, is called with B 

as a parameter, uses one system parameter (P) , and returns 

a list of rule objects of length max{ M, R }  taken in order 

from the ranked list of all rules. 

The second selection algorithm is "experimental" 

selection and is implemented as a single function which 

also returns a list of rule objects. This time, however, 

more randomness is used as follows. First, all rules with 

rating greater than a cutoff value C (see Chapter 4, 

selection algorithms) are selected into a list. Then S r  

rules are randomly selected and appended to the list, where 

S r  is a system parameter. Finally, multiple rules are 

removed, and the resulting list is randomly reduced to 

length max{ M, B }, where M and B are as above. 

The second selection function then, is called with

out parameters, uses one system parameter (S r) and one 

system function (C), and returns a list of rule objects of 

length max{ M, B }. 

R u l e  G e n e r a t i o n  

The rule generation function is implemented with 

one Scheme function, and one macro. The macro is used by 

the function. For input, the function takes a list of 

rules, and returns the list with new rules in it. The 

crossover and "and combination" are the algorithms used to 



5 5  

create new rules from the old, as described above (Chapter 

A). The function takes the cross product of the given list 

and either applies or does not apply an operator to each 

pair of rules, with probability p c  for crossover and p a  for 

and combination. Ah important point here is that the 

function is implemented so as to be trivially extensible in 

the case that more genetic operators are added to the 

system. Any number of new genetic operators may be 

accomodated, each with its own probability. 

The key to this flexibility lies in the power of 

the Scheme macros. The generation function calls a macro 

which takes an arbitrary number of parameters and inter

prets each as a probability. Based on these probabilities, 

the macro returns an integer less than or equal to the 

number of parameters plus one. For example if the macro 

were called with 0.2 and 0.3 as parameters, it would have a 

20X chance of returning a 1, a 30'/. c hance of returning a 2 

and a 5 0 ' / .  chance of returning a 3. 

The generation function makes use of this macro by 

calling it with the probabilities corresponding to the 

various genetic combination algorithms, and then using the 

result to select the proper algorithm, via a case state

ment. 

Both the 'crossover and the and combination are 

implemented as a single Scheme function, which combines the 

conditions and actions of the two rules appropriately, then 
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adds them to the master ruleset. The function for adding 

new rules to a ruleset checks for duplicates, creates the 

new name for the rule, and initialized the fields of the 

rule data structure. Note that if it were decided to add a 

new operator such as reproduction {copy a rule), it would 

be necessary to modify the functions which maintain the 

rulesets so to not remove duplicates. 

Hasten Ruleset 

The master ruleset is implemented as a Scheme envi

ronment, whose variables are the rule names which are bound 

to the rule data structures. As mentioned above, the rule 

names are generated from the rules in a mnemonic way, so as 

to be human readable. The rules which are bound to the 

rule names are a Scheme data structure with five fields: 

NAME 

CONDITION 

ACT I O N  

COUNT 

COMPLEX ITY 

The name field contains the rule name (the Scheme 

variable name), while the condition field contains the rule 

condition as a Scheme evaluable predicate and the action 

field contains a Scheme expression which performs the rule 
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action when evaluated. The count field always contains the 

current total number of times the rule has fired, while the 

complexity contains the rule complexity (see Chapter 4). 

The master ruleset is updated whenever new rules 

are created or poor rules are weeded. Note that those are 

the only times that the master ruleset is modified, since 

most rule manipulation takes place in the rule manager. 

Weeding is actually done on the master ruleset, which is 

then used to initialize the rule manager for the next set 

of generations. 

Problem Space 

The problem space is also a Scheme environment, and 

is entirely domain dependent. The problem space contains 

all of the states in the problem domain, as well as 

predicates for testing the current state, and functions for 

modifying the state. 

Especially important is the termination condition, 

which is also part of the problem space. It is through the 

evaluation of the termination condition that the problem 

space gains control each cycle and may do any desired tasK 

at that time, For example in the navigation problem, a 

graphic is displayed on the screen which gives a visual 

presentation of the path taken in the solution to the 

navigation problem. 
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The state representation used by the problem space 

in the navigation problem is simply three integers which 

represent the current position in 3-space. The rule condi

tions test a variable with respect to zero, and the rule 

action add one or subtract one from a variable. The termi

nation condition, tests all three variables for equality 

with zero, and prints the graphic display if the termina

tion is true. 

Performance Evaluation 

The performance evaluation is actually implemented 

as part of the problem space, but is described separately 

in this presentation due to its importance. As described 

in Chapter A, the specific algorithm used in the navigation 

problem is simply the change in distance (to the goal) from 

start to finish, minus a fraction of the number of steps 

used (the fraction is a system parameter). 

In general, of course, any function may be used. 

It tests some condition on the state of the problem space, 

and returns an integer to the rest of the system. The 

success of the system at learning a task is highly depen

dent upon how well the formulation of the termination 

condition is made. 

Rule Manager 

The rule manager is implemented with a single huge 

macro call which builds a module. The module concept was 
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neatly implemented in Scheme by Dr. Zeigler using a macro 

which takes three arguments: the name of the module, a 

list of variable/value pairs, and a list of function/argu

ment/definition triples. The macro then builds a set of 

Scheme functions which take their normal arguments plus the 

name of the module. In this way, a set of variables and 

functions are associated with a single named object which 

may also be manipulated in the usual ways. With this kind 

of flexibility, the system's modularity is maintained, 

allowing easy addition of other modules without any possi

bility of naming conflicts (of functions), or other, 

s i m  i1ar probI ems. 

This particular use of the module macro builds a 

module with seven variables, and thirteen function defini

tions. The variables include the rule history which is 

actually the current generation's ruleset, the experiment 

number which tells how many generations the system has run, 

the best average performance which keeps the best-so-far 

ruleset performance, the best ruleset which is the best-so-

far ruleset itself, and the rule set history which 

maintains all of the best-so-far rulesets of the current 

run. 

The functions are mostly update and query types of 

functions, including those for adding a name to the rule 

manager, getting the rule history list, getting the rating 

of a rule, getting the value of any of the module's 
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variables (eg. rule history list, best average perform

ance) , and replacing the rule list with a new value. 

Rule History 

As described above, the rule history is simply a 

variable residing within the rule manager. In practice, it 

is the working storage of the system. In other words, the 

rules whose firing counts and credit values are updated are 

those in the rule history. The results (that is the new 

values of the rule's fields) are not saved in the master 

rule list until a weeding takes place. The rule history is 

implemented simply as a list of rule structures. 

(nference Engine 

The inference engine is the basic, no-frills 

forward chainer. Although many applications would require 

other types of inferencing, the navigation problem was 

easily solved using simple forward chaining. As will be 

discussed below, the inferencing is a prime candidate for 

further study and enhancement. 

As currently implemented, the forward chainer con

sists of two Scheme functions. The main one is recursive, 

and takes care of certain housekeeping tasks. It calls a 

subfunction which does a single forward chaining step. The 

inference loop comes when the main function calls itself 

recursively. It is worth noting here that the Scheme 
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semantics enforce proper tail recursion, so that recursion 

is no less efficient than iteration. 

A Key to the domain independence of the system is 

the fact that to test the rule condition, the inference 

engine has only to execute the rule condition within the 

problem space environment. Analogous to that, the rule 

action is performed simply by executing the rule action 

within the problem space environment. Using this technique 

allows the inference engine as well as the adaptive algo

rithms to be completely independent of the domain of study. 

Credit Allocation 

Although the credit allocation section of the 

system is neatly drawn as a box, the diagram is only 

accurate at a fairly high conceptual level. Unfortunately, 

in the actual coded implementation, that function is 

scattered around a bit, with parts of it within other 

functions, and part of it as separate functions. 

For example, the utilization and ruleset rating 

calculations are done by stand alone functions, whereas the 

individual rule ratings are obtained and updated by calls 

to functions which are part of the rule manager. The other 

major credit allocation function (the performance combina

tion function) is also a single stand-alone function. 

Perhaps another useful area of further enhancement is that 

of collecting these algorithms in a somewhat easier to 
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manage package. As it is now, the functions which are in 

some sense the most interesting are the hardest to discern. 

Thus it often is that the core, originating function of a 

software system is that which is most deeply ingrained into 

the code and is hence the hardest to extract or modify. 
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conclusions 

The astute reader will have noticed that the author 

has been careful not to draw any conclusions to this point, 

This is partly because the much of the research necessary 

to firm conclusions has not yet been done. It is also 

partly because preliminary conclusions are only now begin

ning to precipitate out of the thin broth of experiments 

and conjectures studied so far. 

There are however, things which can be said about 

the system, which tread the line between observations and 

conclusions. This section will summarize most of what has 

been studied about the system, with conclusions being drawn 

whenever warranted. 

Learning Plateaus 

By far the most interesting result of this study is 

the observation that although there is no apparent upper 

limit to the system's performance, there are sharply de

fined performance plateaus. These plateaus appear to be 

determined by the difficulty of the problem. For example, 

given the navigation problem go from point (5, 5, 5) to the 

origin, the system will quickly generate rules whose 

6 3  
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performance reach the plateau {say a vatue of 10). After 

that, no more increase in performance will take place, even 

though more complex rules continue to be generated. 

However, as soon as the problem is made more diffi

cult (but conceptually the same), for example (10, 10, 10) 

to the origin, performance will immediately begin marching 

upward again to the second plateau, now (say) 20. If the 

system were given the (10, 10, 10) problem to start with, 

however, performance would plateau at 20 without an 

intervening plateau. There appears to be no limit to the 

ultimate level of performance, as experiments were done 

which developed seventh and eighth order rules, starting 

with first order rules. 

This behavior exhibited by the sys.tem appears to be 

mimicking many systems found in Nature. That is, until the 

difficulty of the problem reaches a certain level, the cost 

of developing more complexity is simply not warranted. The 

key to this observation is the fact that there is a cost 

associated with the complexity, in addition to a gain in 

capability. While the system remains simple enough that 

more complex interactions lead to better performance, the 

system continues to develop more complexity, leading to 

better performance. As soon as the cost of the complexity 

outweighs its benefit, performance cannot improve any more, 

hence the performance plateau. 



6 5  

On the next several pages is presented a transcript 

from an experiment in the navigation problem domain. At 

each generation in which the best-so-far ruleset was 

replaced with a new one, the old one was saved, along with 

its average performance on the problem set. These rulesets 

are quite typical of the experiments run so far. Also 

shown is each problem set including the various points at 

which the problem was made more difficult. The experiment 

was designed in such a way that no generations were wasted 

at the plateaus, so they do not show up obviously in this 

transcript, however at any one of the plateaus, the system 

would run for hundreds of generations with only infinitesi

mal changes in performance— until the poor experimenter 

gives up or the problem environment is enriched. 

Note that even the complex rulesets still contain 

some simpler rules. As previously mentioned, this helps 

prevent unstable behavior. Since complex rules also have 

complex actions, the less complex rules are necessary to 

actually find the origin, once the complex rules find the 

general area. The entire master ruleset which was present 

in the system at the end of the experiment is shown at the 

end. Note that this ruleset has been weeded about 30 times 

from the start of the experiment. 

The format of these rule names has been changed 

drastically from those actually in the system. This for 

the ease of inclusion in this thesis. The actual 
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predicates and verbs are unchaged, however including the 

duplicated [redundant] predicates in the condition part of 

many rules. Note that on the left of the slash, each let

ter represents a predicate (eg. test for north), while on 

the right, the letter refers to an action (eg. go north) In 

these rule names: 

N means "go north" or "north of" 
S means "go south" or "south of" 
E means "go east" or "east of" 
W means "go west" or "west of" 
u  means "go up" or "above" 
D  means "go down" or "be 1ow" 
A means "AND" 
4 seperates actions 

/ means "THEN" 

Initial prob1 em set: 

( 5 5 5) ( 5 5 -5) ( 5 -5 5) ( 5 -5 -5) 
(-5 5 5) (-5 5 -5) (-5 -5 5) (-5 -5 -5) 

Generation 1 
P erformance 5.0 

[U/D] 
[e/w] 
[S/N] 
[D/U] 
[W/E] 
[N/S] 

Generat ion 12 
Performance 5.5 

[W/E] 
[U AU] / [D: W] 
[N/S] 
[N/E] 
[E/D] 
[D/D] 



[S/S] 
[W AW]/[E:E] 

Generation 13 
Performance 8.75 

[W/D] 
[U AU] /[D:W] 
[E/W] 
[ E / N ]  
[S/N] 
[W AW]/[E:E] 

Generation 17 
Performance 10.0 

[E/W] 
[S AS]/[N:N] 
[N/S] 
[D/U] 

Generation 20 
Performance 13.0 

[U/D] 
[U AE]/[D:D] 
[U AU]/ED:D) 
[E/W] 
[E/D] 
[D/U] 
[S AS]/[N:N] 
[W AW]/[E:E] 

Generation 43 
Performance 14.25 

[D/U] 
[S/N] 
[S AU]/[N:W] 
[U AU]/[D:D] 
[S AS]/[N:N] 
[D AD]/[U:U] 
[W AW]/[E:E] 

Generat i o n 
Performance 

62 
16. 75 
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[U/D] 
[E AN]/[D] 
tU AU)/[DJ 
[U AE AE]/[W:N:D] 
[U AS] / [D: S] 
[U AU]/[D t D ] 
[E AN]/[W:S] 
[D AS AS]/[U:N;N] 
[W AW]/[E:EJ 

Generation 89 
Performance 18.75 

[U AE]/[D:D] 
[E AU AE] / [D: D: D] 
[E AU AU] / [D: D: W] 
[U AU]/[D:D] 
[ E/W] 
[D/U] 
[N/S] 
[D AS AS] / [U: N: N) 
[W AW]/[E:E] 

Generat ion 115 
Performance 19.25 

[U AE AE] / [W: N: D] 
[E AU AE]/[D:D:D] 
[E AU AU]/[0:D:W) 
[S AS]/[N:N] 
[U AU] / [D: D] 
[D AS AS]/[U:N:N] 
[D AD]/[U!U] 
[N AN]/[S:S] 

At this point, the problem was changed to: 

(  1 0  1 0  1 0 )  (  1 0  1 0  - 1 0 )  (  1 0  - 1 0  1 0 )  (  1 0  - 1 0  - 1 0 )  
( - 1 0  1 0  1 0 )  ( - 1 0  1 0  - 1 0 )  ( - 1 0  - 1 0  1 0 )  ( - 1 0  - 1 0  - 1 0 )  

Generation 142 
Performance 20.0 

[E/W] 
[D/D] 
[W/E] 
[D/WJ 
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[W/W] 
[E AU AE]/[D:D:D] 
[U AU]/[D J D ] 
[D AS AS]/[U:N:N] 
[N AN] /[S: S] 

Generation 155 
Performance 21.25 

[U AU AE AN]/[D:W:W:S] 
[E AU AE] / [D: D: D] 
[U AE AE]/[W:N:D] 
[S AS]/[N:N] 
[U AU] / [D: D] 
[E AS AS]/[N:N:N] 
[D AS AS]/[U:N:N] 
[D AD]/[U:U] 

Generat ion 163 
Performance 22.5 

[U AU AE AN]/[D:W:W:S] 
[E AU AE] / [D: D: D] 
[U AE AE]/[W:N:D] 
[S AS]/[N:N] 
[N AE AE]/[S:W:W] 
[E AS AS]/[N:N:NJ 
[D AS AS]/[U:N:N] 
[W AW]/[E:E] 

At this point, the problem was changed to: 

(  20 20 20)  C 20  20 -20)  (  20  -20 20)  (  20 -20 -20)  
( - 2 0  2 0  2 0 )  ( - 2 0  2 0  - 2 0 )  ( - 2 0  - 2 0  2 0 )  ( - 2 0  - 2 0  - 2 0 )  

Generat ion 211 
Performance 23.75 

[U AU AE AN]/[D:W:W:S] 
[E AU AU]/CD:D:W] 
[U AW AW]/[D:E:D] 
[N AE AE]/[S:w:W] 
[E/W] 
[D/U] 
[S/N] 
£W AD AD]/[E;U:U] 
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Generation £13 
Performance 25.0 

[U AU AE AN]/CD:W:W:S] 
[E AU AU]/[D:D:W] 
[U AW AWJ/[D:E:D] 
[N AE AE]/[S:W:W] 
[E AS AS]/[N:N:N) 
[W AW AD AS AS]/[E:D:U:N:N] 
[W AW]/[E:E] 
[N AN]/[S:S] 

Generation 261 
Performance 26.25 

[W AW]/[E:E] 
[U AU AE AN] / [D:W:W:S] 
[U AW AW]/[D:E:D] 
[E AS AS]/ [N: N: N] 
[W AW AD AS AS]/[E:D:U:N:N] 
[W AD AD]/[E:U:U] 
[N AD ADJ/[S:U:U] 

At this point, the problem was changed to: 

( 30 30 30) ( 30 30 -30) ( 30 -30 30) ( 30 -30 -30) 
(-30 30 30) (-30 30 -30) (-30 -30 30) (-30 -30 -30) 

Generation 278 
Performance 28.75 

tw/E] 
[E AS AS]/[N:N:N] 
[S AW AW]/[N:E:E] 
[W AW]/[E:E] 
[U AU AE AN]/[D:W:W:S] 
[N AN]/[S:S] 
[D AD]/[Ut E] 
[S AS AS AS]/[N:N:N:N] 
[W AN AN]/[E:S:S] 

Generation 282 
Performance 30.0 

[E/W] 
[W AW]/[E:E] 
[D AW]/[U:E] 
[U AU] / [D: D) 
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[sawaw]/ [n : e:d] 
[eae]/[w!w] 
[waw] /[w] 
[eauae]/ [w;d:d] 
[naeae]/[s:w:w] 
[sasasas]/[n:n:n:n] 
[wanan]/[e:s:s] 

At this point, the problem was changed to; 

( 40 40 40) ( 40 40 -40) ( 40 -40 40) ( 40 -40 -40) 
(-40 40 40) (-40 40 -40) (-40 -40 40) (-40 -40 -40) 

Generation 314 
Performance 30.75 

[n/s] 
[u/d] 
[W AW]/[E:E] 
[eae]/[w:w] 
[sawaw]/[n:e:d) 
[N AU]/[S:D] 
[waw]/[s] 
[eauae]/[d:d:d] 
[uauau]/[u:d:d] 
[nauau]/[s:d: w] 
[naeae]/[s:w:w] 
t SA SA SA S]/[N:N:N:N] 

[wawawadad]/[e:e:e:u:u] 

Generation 315 
Performance 31.E5 

[easas]/[n:n:n] 
[eauae]/cd:d:d] 
[saeae]/[n:w:w] 
[eauau]/[d:d:w) 
[uauaean]/[d:w:w:s] 
[uawaw]/[d:e:d] 
[naeae]/[s:w:w] 
[sasasas]/[n:n:n:n] 
[nadad]/[s:u:u] 

Generation 319 
Performance 33.75 

[easas] / [n: n: nj 
[uawaw]/[d: e: d) 
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[W AN ANJ/[E:S:S] 
[N AD AD]/[S:U:U] 
[N AE AE]/[SlW:W] 
[S AS AS AS]/[N:N:N:N] 
[W AW AW AD AD]/[E:E:E:U:U] 

Generation 326 
Performance 36.25 

[W AD AD]/[E:U:U] 
[W AD AD]/[W:S] 
[U AU AE AN]/[W:S] 
[U AU AE ANJ/[D:W:W:S] 
[S AS AS AS]/[N:N:N:N] 
[N AW AW]/[S:E:D] 
[E AN]/[W:S] 
[E AE AE AS AS)/ [W:W: N: N: N] 
[W AW AW AD AD]/[E:E:E:U:U] 

Generation 357 
Performance 40.0 

[U AW AW]/[D:E:D] 
[D AS AS]/[U:N:N] 
[W AN AN]/[E:S:S] 
[U AU AE AN]/[D:W:W:S] 
[S AS AS AS]/[N:N:N:N] 
[U AU AW AN AN]/[D:D:E:S: S] 
[N AD AD]/[S:U:U] 
[E AE AE AS AS]/[W:W:N:N:N] 
[W aW aW aD aD]/[E:E:E;U:U] 

At this point, the problem was changed to: 

( 50 50 50) ( 50 50 -50) ( 50 -50 50) ( 50 -50 -50) 
(-50 50 50) {-50 50 -50) (-50 -50 50) (-50 -50 -50) 

Generation 479 
Performance 42.5 

[U AE AU AU3/[D:0:D:W] 
[U AU AE AN]/[D:W:W:S] 
[E Au AE AE Au AE]/[D:D:D:D:D;D] 
[SA SA S

aS]/[N:N:N:N] 
[U AW AW]/[D:E;D] 
[D AD AD AD]/[U:U:U:U] 
[E AE AN AN]/[W:W:S:S] 
[E AE AE AS AS]/[W:W:N:N:N] 



Generation 
Performance 

491 
43.75 

[U~E~u~U)/[D:D:D:W) 

[U~u~E~s~S)/[D:D:N:N:N) 

[D~s~S)/[U:N:N) 

[E~u~E~E~u~E)/[D:D:D:D:D:D) 

[U~w~W)/[D:E:D) 

[U~u~w~N~N)/[D:D:E:S:S) 

[E~E~N~N)/[W:W:S:S) 

[E~E~E~s~S)/[W:W:N:N:N) 

[W~w~w~o~D)/[E:E:E:U:U] 

Generation 
Performance 

507 
45.0 

[U~u~E~s~S]/[D:D:N:N:N] 

[D~s~S)/[U:N:N] 

[E~u~E~E~u~E]/[D:D:D:D:D:D) 

[W~u~w~W)/[E:D:E:E) 

[U~u~w~N~N]/[D:D:E:S:S) 

[D~o~o~D)/[U:U:U:U] 

[E~E~N~N)/[W:W:S:S] 

[E~E~E~s~S]/[W:W:N:N:N] 

[W~w~w~o~D)/[E:E:E:U:U] 

Generation 
Performance 

625 
47.5 

[E~s~s~s~S)/[W:N:N:N:N) 

[E~u~E~E~u~E)/[D:D:D:D:D:D) 

[S~s~s~S)/[N:N:N:N] 

[E~E~N~N)/[W:W:S:S) 

[E~s~s~o~o~o~D]/[N:N:N:U:U:U:U) 

[N~N~w~N~N)/[S:S:E:S:S) 

[W~w~w~o~D)/[E:E:E:U:U) 

Generation 
Performance 

691 
48.75 

[E~E~E~s~S)/[W:W:N:N:N) 

[E~u~E~E~u~E)/[D:D:D:D:D:D) 

[S~s~s~S)/[N:N:N:N) 

[U~w~w~w~N~N)/[D:E:D:E:S:S) 

[NAN~N~N)/[S:S:S:S) 
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[E AS AS AD AD AD AD]/[NlN:N:U:U:U:U] 
[W AW AW AD AD]/[E:E:E:U:U] 
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Generation 704 
Performance 51.25 

[E AU AE AE AU AE3 / [D; D! D: D: D: D] 
[U AE AU AU AE AS AS AS AS]/[D:D:D:W:W:N:N:N:N) 
[S AS AS AS]/[N:N:N:N] 
[N AN AN AN]/[S:S:S: S] 
[E AS AS AD AD AD AD]/ [N; N: N: U: U: U: U] 
[N AN AW AN AN]/[S:S:E:S:S] 
[W AW AW AD AD]/[E:E:E:U:U] 

At this point, the problem was changed to: 

{  6 0  6 0  6 0 )  (  6 0  6 0  - 6 0 )  (  6 0  - 6 0  6 0 )  (  6 0  - 6 0  - 6 0 )  
( - 6 0  6 0  6 0 )  ( - 6 0  6 0  - 6 0 )  ( - 6 0  - 6 0  6 0 )  ( - 6 0  - 6 0  - 6 0 )  

Generation 753 
Performance 57.25 

[S/N] 
[W AU AW AW)/[E:D:E:E] 
[D AD AS AS]/[U;U:N:N] 
[E AU AE AE AU AE]/[N] 
[E AU AE AE A

U
AE] / [D; D: D: D; D; D] 

[S AW AU AW AW]/[N:E:D:E:E] 
[D AD] / [U: U] 
[N AN AW AN AN AN AN AW AN AN]/[S:S:E:S:S:S:S:E: S: S] 
[D AS AS AD AD AD AD]/[U:N:N:U:U:U:U] 

Generation 724 
Performance 57.675 

[D AD AS AS AS AS]/[U:U:N:N:N:N] 
[E AU AE AE AU AE]/[D:D:D:D: D: D] 
CW/EJ 
[S AS AS AS]/[N:N:N:N] 
[U/D] 
[N AN AN AN]/[S:s:S:S] 
[E AS AS AD AD AD AD]/[N:N:N:U:U:U:U) 
[NANAWANANANANAWANAN)/[S: S:E: S:S: S: S: E: S*. S] 
[D AS AS AD AD AD AD]/[U:N:N:U;U:U:U] 

Generat i o n 
Performance 

728 
61.625 



[NANAWANAN]/(S:S:E:S:S) 
(EAUA[A[AUAE)/(D:D:D:D:D:D] 
[UAEAUAUAEASASASAS)/(D:D:D:W:W:N:N:N:N) 
[W/E] 
[SASASAS)/[N:N:N:NJ 
[U/D] 
(DADADADJ/[U:U:U:U] 
[NANAWANANANANAWANAN)/[S:S:E:S:S:S:S:E:S:S] 
(DASASADADADAD)/[U:N:N:U:U:U:U) 

Generation 760 
Performance 66.125 

[WAWAWAOAD)/(E:E:E:U:U] 
(EAEAEASAS)/[W:W:N:N:N] 
(NANAWANAN)/[S:S:E:S:S] 
[E/W] 
(UA£AUAUA£ASASASAS)/(D:D:D:W:W:N:N:N:N) 
(SASASAS)/(N:N:N:N] 
[U/D) 
(NANANANANANANAN)/[S:S:S:S:S:S:S:S) 
(NANAWANANANANAWANAN)/[S:S:E:S:S:S:S:E:S:S) 
(DASASAOADADAD)/[U:N:N:U:U:U:U) 

Generation 794 rules from master ruleset: 

(WAWAOASAS)/[E:E:U:N:N) 
[SAEASAS)/[N:N:N:N] 
(EAEANANJ/[W:W:S:S) 
(UAUAWAW)/[D:D:E:D) 
(NAEAE)/[S:W:W] 
[UAUAEAN]/[D:W:W:S] 
(UAEAUA[A[AUAE)/[D:D:D:D:D:D:D) 
(NANAWADAD)/[S:S:E:U:U) 
[W/EJ 
[NANAWANANANANAWANAN)/[S:S:E:S:S:S:S:E:S:S] 
[N/S) 
(SASJ/[N:N) 
[DADADAD)/[U:U:U:U] 
[EANAEAE]/[W:S:W:W] 
(EASASASAS)/[W:N:N:N:N] 
[WAUAWAW)/[E:O:E:E] 
(DASAS)/[U:N:N) 
[UAUAWANAN)/[D:D:E:S:S] 
(UAWAWAWANAN)/[D:E:D:E:S:S] 
(UAUAEASAS)/[D:D:N:N:N] 
[UAU]/[D:D] 
[D/U] 

75 



[SASASAS]/[N:N:N:N] 
[0/0] 
(WAWAWAOAO)/[E:E:E:U:U] 
[NANAWANAN]/[S:S:E:S:S] 
[U/0] 
(UAEAUAUAEASASASAS)/(O:O:O:W:W:N:N:N:N] 
[SAWAUAWAW)/(N:E:O:E:E] 
[UAWAUAWAW]/[O:E:O:E:E] · 
(EASASAOAOAOAOJ/(N:N:N:U:U:U:U] 
[E/W] 
[S/N] 
[UAWAW)/[O:E:O] 
[OAOASAS]/[U:U:N:N] 
[NANANAN)/[S:S:S:S] 
[EAEAEASAS)/[W:W:N:N:N] 
(OASASAOAOAOAO)/[U:N:N:U:U:U:U] 
(EANAEAEAOAOAOAO)/[W:S:W:W:U:U:U:U] 
[S/W] 
(UAWAW)/[W] 
[NANANANANANANAN)/[S:S:S:S:S:S:S:S] 
[EAUA[A[AUAE)/[0:0:0:0:0:0] 
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It is quite possible that immediate use could be 

made of the "learning plateau" phenomenon, if indeed it 

turns out that it is a general property of the system. In 

that case, it might, for example lead to a simple test for 

when the task has been learned. If no positive change in 

the performance has take place over, say five generations, 

the system would assume that the task has been learned. At 

that point, a more difficult problem could be generated, or 

the system could be halted. 

Subjective Performance 

An important thing (from a pragmatic point of view) 

which was observed about the system was simply: it works 

quite wei l. As may have been gleaned from reading the 

earlier chapters, the system solves the task of learning 
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navigation rules quite quickly and quite well. The rest of 

the discussion in this chapter, following the emphasis of 

the rest of the thesis, deals with more subtle aspects of 

the system, mostly involving questions of the general 

applicability of the design and implementation of the 

learning algorithms. 

Measurement 

There is certainly more than one way to measure the 

performance of the adaptive system, Prob1em-soIving per

formance over time seems to be a good one, however it is 

not clear what is the best way of measuring time. Probably 

the most practical way is to measure elapsed real time. 

There are several problems with this method, however. For 

example, any results so obtained would be dependent upon 

which hardware the system was running on (it already runs 

on several different machines with different instruction 

rates). Another problem is that this method is more imple

mentation dependent than necessary, giving different 

results under different implementations or modifications of 

the system. 

For these reasons, in addition to ease of implemen

tation, generations were used as time units. The main 

disadvantage to this method is that the system as currently 

implemented takes longer to evaluate later generations 

(with more complex rulesets) than earlier ones, which could 
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be construed as being skewed unnecessarily, Of course, as 

mentioned above, this condition was accepted as a useful 

tradeoff, and may indeed not arise in later, more optimized 

i m pIementat i o ns, 

Studied Parameters 

The system parameters which were originally identi

fied as being possibly important were discussed in Chapter 

5 above, but are listed here again for reference. Al

though some have not been studied as much as others, it 

appears that some of them have a nearly negligible effect 

upon the behavior of the system over a fairly wide range of 

values. They are listed in either observed or predicted 

decreasing effect per change in the parameter. 

PARAMETER USED BY 

and-comb-pr 
max-cnt 
cross-over-pr 
best-set-s i z e 
weed-freq 
total-count-weight 
rand-s i z e 
m i n -exp-si ze 
extra-in-best-set 

rule generation 
termination condition 
rule generation 
weeding function 
weeding function 
performance evaluation 
experimental set selection 
experimental set selection 
best set selection 

Apparently, the system is most dependent upon the 

probability of applying the and operator. This is not 

entirely unexpected, since it is only through the and com

bination that a ruleset may generate more complex rules. 
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It is only through more complex rules that the performance 

of the system will improve past a theoretical maximum 

imposed by the various conditions and actions present in 

the beginning ruleset. 

A bit of a surprise was the large effect of varying 

the maximum count parameter. This parameter is domain 

dependent although its effect upon the development path of 

the system is small. The useful effect of lowering the 

value of this parameter is in the faster operation of the 

system. The reason this happens is actually obvious, if 

quite domain dependent: because the navigation problem has 

a performance evaluation function which does not depend 

upon reaching the goal state (or any other state), credit 

will be proportionally assigned to a partially solved 

problem. Hence, partially solving each problem encountered 

results in the ruleset developing in about the same manner 

as if the problems were completely solved during each 

attempt. An interesting question is how generally this 

effect would apply to other problems. 

The crossover probability is apparently a less 

important parameter, as evidenced by its small effect upon 

the system over a wide range of values. The value 0.6 was 

chosen as a nominal figure, although the system still 

operates quite adequately with values as low as 0.3 or as 

high as 0.7. Intuitively, it is probably due to the fact 

that the other operators are low probability events anyway. 
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In general, a system must perform much more crossover than 

and combination, so as long as the lowest value of 

crossover probability is still substantially larger than 

that of and combination, the behavior of the system remains 

mostly the same. 

The next three parameters— best set size, weeding 

frequency, and total count weight were expected to be rela

tively important to the operation of the system, but have 

simply not been studied very much. From one or two 

experiments, however they have been observed to produce 

tittle effect from small variations in value. 

Although the last three parameters were originally 

to be examined as the others, study indicates that they are 

not too interesting in their effect upon the system. In 

those cases, the values can probably be derived from char

acteristics of the given ruleset or the given problem set. 

If this is the case, then they are not only basically 

static, but are actually domain independent. in any case, 

the originally chosen values appeared to perform quite well 

and there are other aspects of the system which are much 

more worthy of study than these values. 

Interesting Observations 

During the course of study of the system, as with 

many systems, things were observed which indicated inter

esting behavior of the system, but did not lead to any 
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interesting generalizations which could be called conclu

sions, Some of those are presented here. 

One interesting observation which kept emerging 

during the study of this system was the fact that it 

appears relatively robust. That is, even with perturba

tions of important parameters, the system still adapts to 

improve its performance in a relatively consistent manner. 

Additionally, with almost any sufficiently rich starting 

ruleset, the system will quickly produce a ruleset which 

performs well (assuming there is enough richness in the 

starting ruleset). Although, the system usually reaches 

the learning "plateau" rather quickly, some more study of 

the performance characteristics is necessary before any 

general conclusions can be stated. 

Another property of the system is its apparent 

general applicability. Clearly, although the domain 

actually studied and implemented is nicely defined and 

fairly simple, it is certainly not trivial, and the 

observed results should be repeatable within many other 

domains. Perhaps the biggest problem an adaptive system of 

this type will encounter in application to more difficult 

problems, will be in the logistics of allowing many trial 

runs of the problem, during which the system improves its 

performance to acceptable levels. This is common to any 

learning system, referred to as "training" within the bio

logical system called a "person". 



CHAPTER 7 

FURTHER RESEARCH 

Although only time will tell of the utility of the 

system studied, the author's opinion is that much of its 

utility will remain even after the required changes have 

been made to solve more difficult problems. Further work 

on the system should take any of at least two major 

directions. 

Certainly an important area which needs study is 

what classes of problems are amenable to this type of 

system, and furthermore will allow adaptive learning to 

improve the performance of a rule based solution. 

The other major area is that of enhancements. The 

problem level components of the system are the tools used 

to develop an initial ruleset. Enhancements will lead to a 

more powerful toolset borrowed from the proven concepts of 

expert systems. A usable system would then provide an 

expert system shell sort of toolkit and then when operated, 

would learn to improve its performance "under the covers". 

These two directions are not unrelated: beginning 

on the second makes the first easier to handle. Although 

it is not clear that the genetic learning component will 

not simply get lost when these areas are investigated, the 

82  
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ideal case would allow general enough rule-based solutions, 

so that not only is the inference procedure able to solve 

the problem, but the meta level is able to improve the per

formance of the ruleset. 

ControI 

A clear candidate for enhancement is that of the 

inference engine Many of the standard expert system 

techniques could be added as extensions, to be made use of 

as the domain expert desires. These sort of extensions 

might include (in probable order of difficulty): 

Backward chaining 1  

Certainty factors 2  

Bayesian inference 3  

Input and output 

Selective backtracking 4  

Automatic backtracking 5  

Reso1ut i o n 6  

Res i d ue 6  

1 .  See Ri ch (1983). 
2. See Buchanan and Shortliffe (1984). 
3. See Stackhouse and Boyd (1985). 
4. See Clocksin and Me Il ish (1981). 
5. See Sussman and McDermott (1972), 
6. See Russell (1985). 
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Most likely, all of these would not be practical or 

useful to implement, since the selection of these tech

niques is somewhat domain dependent. From another point of 

view, however, this could give rise to another level of 

adaptation in which not only the rules are selected to 

solve a problem, but also the method of inferencing. 

Clearly, a lot of study would be necessary, first to simply 

design a system whose rules would be compatible with all 

the methods of inferencing, and all the methods of rule 

selection and generation. Additionally, some metalevel 

heuristics might be necessary to reduce the search space, 

since simply trying all methods of inference on all 

rulesets is adding severely to the combinatorial explosion. 

A likely enhancement mentioned in earlier chapters 

is the control agenda. That is in the main metalevel con

trol loop, which now alternates between two modes (best and 

experimental), would be generalized to an agenda of meta

level tasks. This could be as sophisticated as desired, 

going as far as a prioritized queue, or as simple as a FIFO 

of sequential tasks. Making use of this would require 

additional metalevel rules or algorithms, however the 

generalization would probably prove useful. 

Another control function which would be useful from 

a performance point of view is ruleset optimization. A 

problem which has been completely ignored in this system is 

one of contradictory or superfluous rules. It is likely 
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that the time cost by an optimization step after say, the 

rule generation step would be more than made up during the 

inference steps, since the system would not be wasting time 

inferencing on obviously nonproductive rules or rulesets. 

Ru I e s 

The design of the production rules is another area 

of possible enhancement. Clearly, changes in the inference 

methods might require changes in the rules. For example, 

to handle uncertain evidence, a certainty or probability 

would need to be stored with the rule for updating by the 

inference engine. 

Other changes in the rule structure might also be a 

good idea. One obvious improvement in performance can be 

made at the expense of readability of the rulesets: rule 

name optimization. Rule names could either be generated 

(via 6ENSYM) or perhaps generated from the rule itself, as 

they are now, but in a much more compact form (eg. one 

letter for each predicate and action). 

Another improvement in the rules would be to opti

mize each rule itself. At minimum, this might involve 

removing duplicate predicates in the ANDed condition (as 

well as the corresponding actions). If other rule combina

tion operators were used, perhaps more optimization would 

be necessary. 
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Adaptive Component 

In general, results of the adaptability of the sys

tem are quite promising. For that reason, enhancements to 

this part of the system will probably only be those to 

support other changes in the system. Possibly, adding 

other genetic operators such as mutation and/or reproduc

tion would also prove interesting. 

New Implementations 

As briefly discussed in Chapter 1, new hardware 

will most likely be needed before the system will be able 

to tackle any hard problems. As an alternative, however, 

much optimization of the existing system could also be 

done. No attempt at quantifying the possible improvements 

has been done, however it is conceivable that worthwhile 

savings in computer resource could be achieved. 

Unfortunately, this would most likely come at the expense 

of some nice aspects of the system, such as its modularity 

or its readability and understandabiIity. It remains to be 

seen whether the Tl Explorer version of Tl-Scheme will 

retain enough compatibility to allow an easy porting to 

that machine. If so, the extra horsepower so attained 

would also be quite welcome, as current experiments require 

overnight for runs of about 100 generations (on an IBM AT). 



87  

New Poma i n s 

Of course, one of the most important directions of 

further research must be to study other problem domains and 

see how the system handles them. The literature contains 

several popular domains for which adaptive classifier 

system solutions have been implemented. These include 

optimization and system control (Goldberg, 1985), traveling 

salesman problem (Grefenstette, 1985), and animal behavior 

simulation (Wilson, 1985). A serious test of the system 

would be to see how well it realizes these problem domains, 

and how well it learns to improve solutions to them. In 

addition, a domain which has had an expert system solution, 

but no adaptive solution would be useful for understanding 

the general utility of the adaptive expert system. 
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