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ABSTRACT 

Presented in this thesis is the design and imple

mentation of a fast, compact, and flexible multi-tasking 

operating system. This system is designed for use in small 

computers which must deliver real-time performance in 

extremely constrained environments. 

The operating system is implemented in the "C" 

language to allow portability between different computers, 

systems. A number of useful features are provided which 

support dynamic task management, message passing, a 

hierarchial file system, device drivers, and a command line 

interpreter. Modularized construction enables the user to 

prune unnecessary system features for specific applications. 

Presently, the system is operational on a personal 

computer which is also used for system development. This 

serves as a realistic environment for testing system response 

to real-time events. 

vii 



CHAPTER 1 

INTRODUCTION 

An operating system is not a programming language, a 

compiler or a command interpreter, although any vendor may 

supply them with a given machine. Rather, an operating sys

tem is a control program which acts as an interface between a 

user of a computer and the computer hardware. The purpose of 

an operating system is to provide an environment in which a 

user may execute programs in an efficient and convenient 

manner [3]. 

There are many types of operating systems ranging 

from small single-user, single-tasking, systems to large 

multi-user, multi-tasking, time-sharing systems. These 

systems have been around for years. However, the advent of 

single board computers (SBC) has created a strong demand for 

small operating systems capable of delivering real-time 

performance in extremely constrained environments. Machines 

running these real-time operating systems are found in 

dedicated time-constrained applications such as equipment 

control, robotics, image processing, and high-speed data 

acquisition [3]. 

1 
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Enormous time and effort can be expended developing 

custom application specific real-time software. Unfortu

nately, dedicated software is seldom easily modified for use 

in new applications and may not have useful features found in 

larger computer systems such as multi-tasking, a file system, 

or device drivers. A few vendors supply real-time operating 

systems for various SBC's [10]. However, these packages tend 

to be machine dependent and are seldom user configurable to 

optimize performance for specific applications. In addition, 

vender operating system source code is not generally avail

able or affordable for the user to peruse. 

1.1 Real-Time Operating System Requirements 

Unlike operating systems which are not required to 

respond to time-critical events, a real-time operating system 

is specifically designed to efficiently handle events "as 

they occur" in real-time. The following attributes are 

required of any useful real-time system: 

Fast: To be considered real-time, an operating system 

must respond quickly to multiple time-critical 

events. Processing of these events must be completed 

within the defined time constraints of a system or 

the system will fail [1]. In addition, a real-time 

system must also be able to service other lower 

priority tasks which perform such mundane jobs as 

user interface and process management. 
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Small: A real-time operating system must be compact. 

That is, the operating system executable code should 

occupy a minimal amount of memory space in the target 

machine. Reduced code size implies low overhead and 

fast execution speed, which are needed to efficiently 

handle time-critical system events. 

Flexible: A real-time system must be flexible to allow 

it to be custom tailored to operate at peak effi

ciency in most user environments. It must also be 

portable to allow the system to be used on a wide 

variety of machines. 



CHAPTER 2 

DESIGN OBJECTIVES 

The main objective of this thesis is to design and 

implement a fast, compact, and flexible operating system 

which can provide real-time performance in constrained 

environments. This system must be suitable for use in small 

computer systems, especially those utilizing single board 

computers. 

4 



CHAPTER 3 

DESIGN ISSUES 

Before proceeding with operating system development, 

a number of design issues must be considered to concisely 

define the structure of a useful real-time system. The 

resulting design methodology will then be used as a template 

to constrain the operating system implementation to a well 

defined set of rules. 

The following design issues are central to real-time 

operating system development. 

3.1 Software Development 

Single board computers are usually small, dedicated 

machines, which are required to deliver real-time performance 

in extremely constrained environments. As a result, they are 

often not equipped to support the development of user soft

ware. Therefore, all software development is intended to be 

performed on a personal computer size machine. 

The development system selected for user code devel

opment must have sufficient mass storage and resources to 

support an editor, compiler, and linker. The editor and 

compiler are used to develop and modify application-specific 

programs. These programs are linked with the operating 

5 



system object code by the development system. The resulting 

executable code is then programmed into read only memory 

(ROM) or downloaded directly onto the target machine for 

execution and validation by the user. 

3.2 Selection of a Programming Language 

Many real-time operating system design issues focus 

on execution speed and system response to time-critical 

events. Since assembly languages are flexible, fast, and 

compact, it would seem logical to implement a real-time 

system in assembly language. However, assembly languages are 

generally machine dependent and therefore provide limited 

portability between computer systems. In addition, they are 

difficult and expensive to understand, debug, and modify. 

High-level languages, on the other hand, are 

generally much easier to understand, debug, and modify than 

assembly languages. However, they may be slow and wasteful 

of valuable memory space, depending on the efficiency of the 

compiler used. Using a high-level language enables the user 

to leave most of the machine-dependent implementation details 

to a compiler. This allows the user to concentrate on high-

level abstract operating system concepts. Also, implementing 

the bulk of the operating system in a high-level language 

helps insure portability across machine architectures. 

Fortunately, a few recently developed high-level 

languages are able to approximate the speed and compactness 



of an assembly language with the convenience and portability 

found in most high-level languages. One such high-level 

language which provides the preceding requirements is the "C" 

programming language, as defined by Kernighan and Ritchie 

[ 6 ]  .  

The BC" language was chosen to implement this project 

because it is compact, flexible, and widely used. "C n  allows 

the user to easily interface with assembly language routines 

where maximum execution speed or low-level machine manipula

tion is required. In addition, "C" is a very portable lang

uage and compilers are available for use on a wide variety of 

machines. 

3.3 System Portability 

System portability is an important feature for any 

operating system given the wide variety of computer hardware 

on the market. The user should be able to easily transport 

the operating system to any target machine with minimal 

software modifications, provided that a high-level language 

compiler is available for that machine. 

To help guarantee portability, most of the operating 

system should be implemented in a high-level language. The 

number of routines written in machine-dependent assembly 

language should be kept to a minimum. Examples of acceptable 

assembly language routines are: the process context switch 



used by the scheduler, machine-dependent data input/output 

(I/O), application-specific I/O, and interrupt control. 

3.3.1 Service Calls 

The heart of an operating system's usefulness lies in 

the services it provides to user programs [9]. System 

services are provided for the user to make the programming 

task easier. Examples of these services include file 

manipulation, device I/O, resource allocation, and process 

control. User programs may access these system services by 

issuing system calls during run-time. 

The concept of a system call provides a well defined 

boundary between a running program and the operating system. 

System calls allow the operating system to maintain complete 

control over the computer system hardware and critical 

software at all times. Thus, user programs cannot directly 

do anything which might compromise the system's proper 

operation. However, it should be noted that unless hardware 

memory protection is provided to the operating system, a user 

program could conceivably access and modify data anywhere in 

memory. 

Whenever a system call is invoked by a user program, 

control is transferred from the user task to the operating 

system. The request is first checked to make sure it is 

reasonable and permissible for that user. If the request is 

allowable, then the requested service is performed on behalf 
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of the user program and control is returned to the user [4]. 

System service call routines are generally invoked by 

software interrupt traps or by directly calling the desired 

system routine. 

3.3.1.1 Software Interrupt Service Calls. The 

software interrupt trap scheme has several advantages over 

directly invoking a procedure. First, system routines are 

effectively hidden and protected from direct access by the 

user because of the vectored indirection implicit when using 

interrupts. This insures that the user cannot do anything to 

compromise the system's proper operation. Secondly, the 

operating system may be logically partitioned into layers. 

Each layer then represents a different conceptual level of 

system services which is isolated from other layers. 

Unfortunately, each system call invoked by software 

interrupts generates additional processing overhead. Operat

ing systems which are not required to respond to time-

critical events often use the software interrupt service call 

scheme. Once the interrupt is received, all further inter

rupts are disabled while the request is decoded and the 

system service is performed on behalf of the calling process. 

Software interrupt service calls are generally 

available only in assembly language [9]. Using assembly 

language directives implies machine dependence, as assembly 

languages and interrupt schemes vary widely from machine to 



machine. Because of these shortcomings, the use of software 

interrupt system service calls is unwise in the design of a 

portable real-time system. 

3.3.1.2 Direct Service Calls. Directly invoking 

system calls has a number of advantages over the software 

interrupt scheme. First, each system call generates low 

overhead compared with interrupt processing. For example, 

only the return address of the calling routine and variables 

to be passed need be pushed on the stack when calling a 

system routine. Second, direct system call invocation is not 

dependent upon the particular interrupt implementation or 

assembly language used by the target machine. 

Protection can still be provided to the system by 

checking the privilege level of any process invoking a system 

call. In addition, the operating system can still be 

logically partitioned into layers to conceptually isolate 

different classes of system services. 

A disadvantage to directly invoking system calls is 

the problem of supplying system call function addresses to 

user programs not linked with the operating system. It is 

unrealistic to assume that user application programs will 

always be linked and loaded with the operating system. This 

is especially true if the operating system resides in ROM and 

the user programs are downloaded onto the target machine. 



11 

One solution to the system function link problem is to 

construct a system call jump table. 

The jump table is built from the operating system 

link map then stored in a non-volatile disk file for later 

use. When a user program is linked, its external references 

are replaced by the system call addresses from the jump table 

disk file. Thus, the system call jump table serves as a 

cross reference, mapping absolute system call function 

addresses to user system call references. 

After weighing the pros and cons of software 

interrupt system calls versus direct system calls, it was 

decided that the direct system call approach was better 

suited for this project. Not only does the direct service 

call approach allow faster access to system routines, it also 

helps guarantee greater code portability between different 

computer systems. 

3.4 System Size 

The memory space available on small computer systems 

has increased dramatically in recent years. However, some 

machines continue to operate under constrained memory budgets 

because of age, size or memory intensive applications. 

Therefore, operating system code size should be kept as com

pact as possible to insure that the system will run on most 

small computers. Operating system features should also be 
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configurable to allow the user to reduce system code space 

for specific applications. 

A convenient code space size which most single board 

computer architectures will accommodate is 64 Kbytes. This 

memory space includes operating system code, user program 

code, dynamic memory and user stack space. If the operating 

system were programmed into a small ROM, then the remaining 

random access memory (RAM) space could be used for user pro

gram code, user stack space,  and dynamic memory allocation. 

A ROM-based operating system would eliminate the need to 

download operating system code into RAM during system 

boot-up. 

3.5 System Flexibility 

The operating system should be divided into separate 

modules which may be pruned by the user to customize and 

optimize the system to specific applications. In other 

words, the user should be able to keep features required for 

a particular application, but be able to easily prune out 

other unnecessary system elements. For example, the system 

message passing facility may easily be removed by turning off 

a single software switch and then re-compiling all affected 

files. This not only saves code space, but it also reduces 

system overhead required to maintain the extra unused code. 
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3.6 System Performance 

3.6.1 Multi-Tasking 

One approach to effective resource and task manage

ment in real-time systems is the use of concurrent processing 

or multi-tasking. A multi-tasking operating system enables 

the execution of multiple independent programs to proceed 

virtually "at the same time" [4]. The illusion of simul

taneous execution is created when the operating system 

switches a single CPU among a number of independent programs. 

These programs are permitted to compete for system resources 

(such as memory, I/O, devices, etc.) in a carefully con

trolled manner, with the operating system serving as the 

intermediary. 

Each independent concurrent program in a multi

tasking system is referred to as a task or process. The 

terms task and process help to distinguish the notion of a 

concurrent program from a conventional sequential program 

(where execution proceeds step-by-step without interruption 

or delay) [4]. 

The advantages of using multi-tasking in a real-time 

environment far outweigh the overhead costs of maintaining 

the concurrency. Therefore, it was decided to incorporate 

multi-tasking into the design of the operating system 

implementation. The rationale for this decision is as 

follows. 
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3.6.1.1 Multi-Tasking Benefits. Using multi-tasking 

in a real-time system allows the execution of multiple time-

constrained tasks. For instance, suppose one wishes to use 

the command line interpreter while running another program in 

the background. In a multi-tasking operating system, tasks 

simply take turns executing, and both jobs are able to 

proceed nearly in real-time. In a single-tasking system, one 

task would be forced to run to completion before the next 

task was able to begin execution. 

Concurrent processing allows the operating system to 

maximize the overlap of I/O and computational phases of 

different tasks. For example, consider the case of an I/O 

bound process. 

A process performing frequent disk I/O must wait an 

average of 80 mili-seconds between each disk access to allow 

for disk head travel time and data transfers. A single-

tasking operating system is dedicated to the task of per

forming disk transfers until all transfers are complete. 

However, a multi-tasking operating system is able to context 

switch to other tasks waiting to use the CPU as soon as the 

disk process begins waiting for a disk transfer to end. In 

this case, the multi-tasking operating system allows more 

efficient utilization of system resources and has a higher 

throughput than does a single-tasking operating system. 
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If the preceding example was implemented using a 

single-tasking operating system, both system modularity and 

flexibility would be lost. First, multiple sequential 

programs cannot be executed by a single-tasking operating 

system unless they are interrupt driven. Secondly, the 

single-tasking operating system would have to execute one 

program to completion before beginning the other program. 

This would result in an unacceptable delay for one program. 

3.6.1.2 Multi-Tasking Overhead. 

3.6.1.2.1 Process Scheduling 

Multi-tasking systems often employ a process preemp

tion algorithm in their task management scheme to schedule 

task access to the CPU. One such scheduling algorithm de

signed specifically for time-sharing systems is "round-robin" 

scheduling with preemption [1]. 

To implement round-robin scheduling, a weighted 

priority ready queue of processes is kept by the scheduler. 

Each process on the ready queue is assigned a variable 

priority level which is used to determine queue order. 

Processes with equal priority are rotated on the ready list 

in a round-robin order to insure fair access to the CPU. The 

process at the front of the ready queue always has the 

highest priority. The scheduler removes waiting tasks from 

the ready list according to priority order, sets a timer to 
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interrupt after a time-slice interval, and then dispatches 

each process. 

Each task is allotted a small unit of time, called a 

quantum, in which to execute its code when dispatched by the 

scheduler. The dispatched task may execute its code unhin

dered by all except asynchronous external events during the 

quantum. If the task completes its computations before the 

time quantum has expired, it may release the CPU voluntarily 

by calling the scheduler. The next task is then selected 

from the ready queue for execution by the scheduler. If the 

running process needs the CPU for longer than a time quantum, 

the interval timer will interrupt the operating system to 

preempt the task. The scheduler must then place the running 

task back in the ready queue and select a new process to run 

in the next time quantum [9]. 

The performance of preemptive scheduling depends 

heavily on the selected time quantum. At the end of each 

quantum, an interrupt is generated by the interval timer, 

resulting in the scheduler context switching the CPU to a new 

task. Performing context switching is pure system overhead 

time. This is the true cost of using multi-tasking in a 

real-time system. 

Fortunately, context switch overhead can be minimized 

by controlling the time-slice interval. If the time-slice is 

too short, then a large portion of the machine's processing 
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bandwidth will be used up by context switching between tasks. 

If the time-slice interval is too long, then the running task 

will continue using the CPU while starving other tasks 

waiting on the ready queue. The optimal time-slice interval 

will vary, depending on the speed of a given machine and the 

intended application. 

3.6.1.2.2 Other Overhead 

Additional system overhead is caused by disabling 

interrupts to provide mutual exclusion for critical data 

structures and code sections. System overhead can be kept to 

a minimum by limiting system code size, and reducing inter

rupt latency. 

3.6.2 Speed 

To attain real-time processing capability, the size, 

features, and complexity of the operating system must be 

limited to reduce overhead and increase speed. As a rule, 

the more features an operating system provides, the more 

overhead it incurs [8]. This does not mean that the system 

is unfriendly, but rather that features should be carefully 

selected so as not to degrade system performance. 

To increase code execution speed, "C" register de

clared variables are used wherever possible. Code executed 

by frequently called routines is carefully optimized to 

reduce overhead to an absolute minimum. For instance, the 

process scheduler is called by the interval timer interrupt 
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routine at the end of each time-slice period. System 

performance will be affectad by the number of instructions 

executed by the scheduler and by the interval between time-

slice interrupts. By reducing the scheduler's tasks and by 

controlling the timer interrupt period, system throughput and 

response time can be greatly improved. 

System speed will also improve if tasks do not wait 

in busy loops for events to occur. For example, take the 

case of a task waiting to perform I/O at the console. 

Instead of waiting in a busy loop for access to the console, 

the task could wait on a semaphore, delay itself using the 

system delay facility, or it could simply call the scheduler 

within the loop to give other tasks an opportunity to run. 

Although a busy waiting task would eventually be preempted by 

the time-slice interrupt, busy waiting should be avoided to 

decrease system overhead. 

3.6.3 Response Time 

Response time is partially dependent upon the 

hardware speed of the machine in question. However, software 

running a given machine can affect system response time by 

disabling interrupts for too long or by using the central 

processing unit (CPU) to perform system tasks instead of 

running user programs. A real-time system must therefore 

employ a carefully thought out system management strategy to 

reduce its response time to time-critical events. 
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Fast response time to high-priority asynchronous 

external events in a real-time system is achieved by using 

simple interrupt handlers. Whenever a interrupt handler is 

invoked, multi-tasking is temporarily suspended to perform 

high-speed I/O or computational operations. Interrupt 

service routines should be designed to perform their tasks as 

quickly as possible to avoid starving lower-priority tasks 

and to preserve the ability of the system to respond to other 

external events. 

Whenever possible, interrupt handlers should awaken 

or spawn a background task to perform data manipulation or 

computations after the interrupt cycle is complete. The 

background task placed on the ready queue by the interrupt 

routine is scheduled normally when multi-tasking is resumed. 

If the data processing task is a critical event, the priority 

of the process can be raised to insure that execution will 

proceed unimpeded by other lower priority processes. This 

also insures that system response to other real-time external 

events is not degraded. 

An example using a background task is as follows: a 

data acquisition interrupt handler receives data from a 

parallel port and writes it into a buffer. When the buffer 

is full, the interrupt task signals another lower priority 

non-interrupt driven system task to begin processing the 

data. The idea here is for the interrupt routine to do what 
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it is best at: move data quickly and let a background task 

(scheduled by the operating system) process the data during 

its time quantum. 

3.6.3.1 Interrupt Management. To preserve system 

response time, interrupts should be disabled only briefly and 

only when absolutely necessary. Leaving interrupts off too 

long can increase interrupt latency which delays system 

response to time-critical events. 

For instance, if a system task disables interrupts 

while the operating system is processing inbound data from a 

serial port interrupt, then serial characters are certain to 

be missed. Interrupt latency prevents the operating system 

from quickly responding to the high-priority serial inter

rupts in a timely manner. Thus, if the system is to respond 

in real-time, it must keep interrupt latency to a minimum. 

A reasonable alternative to disabling interrupts is 

to use semaphores to provide mutual exclusion. Semaphores 

disable interrupts only at the beginning and end of critical 

sections of code while accessing global data structures. 

Interrupts are then left enabled while executing code between 

the semaphore locks, thus allowing event handling to proceed 

normally. 

Only code executed by system-generated tasks can use 

semaphores to provide mutual exclusion. Therefore, code 

executed inside areas which are not protectable by semaphores 
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must still disable interrupts to guarantee mutual exclusion. 

At this point it is informative to explicitly define the 

circumstances under which it is acceptable to manipulate 

system interrupts. 

- Interrupts should be disabled when manipulating 

globally accessible data structures or variables that 

are not able to be protected by semaphores. 

- interrupt handlers shall re-enable interrupts as soon 

as possible when invoked. 

- Interrupts should be left off over no more than a few 

lines of "C" code. 

- Any routine which disables interrupts must re-enable 

them before returning to the caller. 

- Any process may enable or disable interrupts as 

required during its time-slice. The context switch 

always restores interrupts to the state of the 

previous task when dispatching processes. 

3.6.3.1 Interrupt Frequency. The frequency of 

interrupts has a large impact on overall system performance 

and should be considered during the design phase of a real

time system. It has previously been assumed that a time-

slice interrupt will occur once each quantum. However, other 

external event interrupts may occur at any time. This im

plies that the time-slice interval timer should be assigned a 



22 

lower interrupt priority than time-critical event interrupts 

so as not to mask out any real-time events. 

Operator interface interrupts, such as those gener

ated by keyboard input, should also be assigned low-priority 

levels. Most interrupts generated by the operator do not 

require a real-time response, and processing may be delayed 

until convenient for the system. 

Time-critical event interrupts, on the other hand, 

should be given high-priority interrupt status. Real-time 

events should always be allowed to suspend multi-tasking and 

override other lower-priority interrupts already in progress 

to guarantee a fast system response time. For example, a 

data transmission interrupt generated by a serial port should 

always take priority above operator interface and the time-

slice interrupt. A fast system response prevents loss of 

characters in the data transmission. 

If a similar system is on the factory floor per

forming real-time equipment control, interfacing with an 

operator, and receiving data over the serial port, then the 

equipment control interrupts should have the highest system 

interrupt priority level. Any characters lost over the 

serial link can be detected by encapsulating the data in 

packets and sending a checksum to verify data integrity. If 

characters are lost due to a delay in response time caused by 
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servicing equipment control interrupts, the serial message 

can be retransmitted. 

An alternative option is to assert a hardware hold-

off signal to the serial port interface whenever the equip

ment control interrupt is invoked. This causes the sender to 

wait until the operating system is again ready to receive 

characters. Thus, no serial input characters can be missed. 

As a rule, the system should always respond to the 

most time-critical events first then process other events in 

descending priority order. By following this rule, the 

system will retain its real-time capabilities and be able to 

handle many tasks in a robust manner. 



CHAPTER 4 

OPERATING SYSTEM DEVELOPMENT 

4.1 Development on a VAX 11/780 Computer 

The initial stages of operating system development 

were performed on a VAX 11/780 mainframe computer under VMS 

version 4.2. A preliminary operating system structure was 

laid out and validated on the VAX. System routines developed 

on the mainframe included: a VAX task context switch, sema

phores, memory management, process creation and deletion, and 

generic queue manipulation. Also, a Kernel Level interrupt 

management scheme was improvised to reduce system interrupt 

latency. 

Unfortunately, it was not possible to fully test the 

kernel under realistic conditions using the VAX. First of 

all, the mainframe does not allow users to access or control 

system interrupts. Therefore, it was not possible to 

implement a time-slice interrupt facility or to verify system 

interrupt management and control. Secondly, the VAX is a 

multi-user, multi-tasking system. This is not a very realis

tic environment to perform proof of design validation for a 

multi-tasking real-time operating system. Therefore, all 

code was transported to a personal computer to continue 

system development. 

24 
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4.2 Development on an IBM AT Computer 

The IBM AT personal computer was selected to perform 

proof of design validation for several reasons. First, 

personal computers are familiar and widely available to a 

large number of engineers. Second, an enormous amount of 

software has been developed for IBM computers, including "C" 

compilers. Third, most personal computers use the single-

tasking, non-reentrant MS-DOS operating system [5], 

MS-DOS provides a constrained environment to develop 

and validate a multi-tasking operating system. Because 

MS-DOS is non-reentrant, multi-tasking processes must use 

mutual exclusion when accessing system resources through 

functions which use MS-DOS routines. For instance, to 

perform character I/O at the console, MS-DOS console I/O 

routines must be invoked. If multiple processes attempt to 

perform console I/O, then mutual exclusion must be in affect 

to avoid crashing the system. 

MS-DOS also allows the user free access to all system 

interrupts and hardware. This enables features such as a 

time-slice interrupt, system delay facility, and other 

interrupt driven routines to be implemented in a realistic 

environment. 

The IBM AT personal ran under MS-DOS, version 3.1. 

It was equipped with the following hardware: a 16-bit iAPX 

286 microprocessor running at 8 MHz, a 20-Mbyte hard disk, 
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640-Kbytes of dynamic RAM, an Intel 8253 programmable inter

val timer, an Intel 8259A programmable interrupt controller, 

and two INS8250 UARTs for controlling serial ports. All 

high-level language operating system code was developed using 

the Microsoft "C" Compiler, version 3.0. Assembly language 

code was developed using the Microsoft 8088 assembler, 

version 4.0. 



CHAPTER 5 

OPERATING SYSTEM IMPLEMENTATION 

5.1 Background History 

The operating system implemented for this thesis is 

called "Zinu." The evolution of the Zinu was influenced by a 

variety of sources. Operating System Design, the Xinu 

Approach by Comer [4] had a profound affect on the design of 

an efficient kernel structure. The file system, command line 

interpreter, and device driver concepts were initially devel

oped by Dr. Ted Williams at the University of Arizona for use 

in the single-tasking "Quad" operating system. The initial 

concepts of the mail system and generic queue manipulation 

were developed for a multi-tasking operating system class 

project. Finally, the author's work experience implementing 

several dedicated, real-time, microprocessor-based projects 

fueled a desire to design a generic real-time system. 

5.2 Zinu System Components 

The Zinu multi-tasking operating system for real-time 

applications may be partitioned into three distinct func

tional levels (see Figure 1). 

The Kernel Level supplies basic system services for 

the other layers including: queue manipulation, interrupt 

27 
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control, task management, task synchronization, memory 

management, and message passing. The Support Level provides 

device drivers, the file system manager, and a command line 

interpreter. Lastly, the User Level supports the user's 

application-specific programs. 

Each successively higher operating system layer 

builds upon the services provided by underlying layers to 

implement its service attributes. To access services pro

vided by lower levels, one simply calls a service provided by 

a lower level. The service is then performed transparently 

by the lower level on behalf of the higher level. 

5.2.1 Kernel Level 

The kernel level provides basic system services to 

all other operating system layers. Kernel services include 

queue manipulation, interrupt control, task management, task 

synchronization, memory management, and message passing. 

5.2.1.1 Queue Manipulation. Queues are frequently 

used at all operating system levels. The concept of reusable 

generic queue manipulation routines was therefore developed 

to compact system code size and to shorten code debug time. 

Four generic queue manipulation routines are supplied 

by the kernel and may be called from any system level. All 

queue manipulation routines are reentrant. However, the 

calling routine must provide mutual exclusion if required. 
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Support 

Level 

User 

Level 

Figure 1. Zinu Functional Levels 
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Queue routines operate on a circular doubly linked list of 

queue nodes, as shown in Figure 2. 

queue list 

I " 
V 

+ 
--> next node 
<-- prev node 

key value 

+ 
--> next node 
<— prev node 

key value 

— > 

< — 

+ 
next node —> 
prev node <— 
key value 

+= 

Figure 2. Generic Queue Structure 

The queue routines which manipulate the above queue structure 

enable the caller to: 

Insert: Insert a node at the end of the specified 

first-in-first-out (FIFO) queue. 

Remove; Remove the first node from the specified 

FIFO queue. 

Order Insert: Insert a node with a given key value 

in the specified queue by decreasing key order. 

Key Remove: Remove the first node with a given key 

value from the specified queue. 

The generic nature of the queue routines was realized 

by defining a common queue node data structure (see Fig

ure 2). The queue node fields "next"/ "prev", and integer 
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"key value" must be included in all nodes manipulated by the 

generic queue routines. However, any node may have 

additional application-specific field members following the 

key field. Thus two very different queues can be maintained 

using the same set of queue routines. 

For further information concerning the generic queue 

routines, see Appendix A. 

5.2.1.2 Interrupt Control. Interrupt control 

routines are supplied by the kernel to enable any operating 

system level to disable interrupts, enable interrupts, re

store interrupts, or to halt the processor while waiting for 

an interrupt. All interrupt control routines were written in 

assembly language and are therefore machine-dependent. See 

Appendix A for further explanation of interrupt control 

routines. 

5.2.1.3 Task Management. Zinu task management is 

defined as the procedures necessary to manipulate and main

tain system processes. Task management includes task 

creation, termination, delay, suspend, resume, and sche

duling. 

5.2.1.3.1 Process Descriptor Table 

A process in Zinu is defined as an individual program 

which executes its code separately from all other processes 

or tasks. The Kernel keeps information on each system 

process in array of data structures called a process table 
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(see Figure 3). Each entry in the process table contains a 

descriptor for one system process. At present, a maximum of 

10 process may exist in the system. 

next proc 

proc_table V 

process 
descriptor 

process 
descr iptor 

0 1 MAX PROC-1 

process 
descriptor 

Figure 3. Process Table 

Process descriptors are used by the operating system 

to maintain centralized control over system processes. Zinu 

treats each process descriptor as a queue node. This allows 

the process descriptor nodes to be moved around on various 

system queues during run time. 

The process descriptor data structure is outlined 

below: 

Next Node, Prev Node: These fields are used when the 

process descriptor is on a queue to link to the next 

and previous queue nodes. 

Priority Level: The priority level is used to determine 

the execution order when the process descriptor is 

placed on the ready list. This is also the key field 



for the generic queue manipulation routines. Prior

ity level range is from 1 to 20. 

Pid: Process id number. This is actually the index for 

the process in the process descriptor table. 

Name: User defined process name string. 

State: The current state of the process. Possible states 

include "Running", "Free", "Ready", "Blocked", 

"Suspend", and "Sleep". 

Register Save Area: The memory area used to save CPU 

registers during context switching. The size of the 

register save area will vary from machine to machine. 

Semaphore Index: An index into an array of semaphores. 

The semaphore index is used to locate a blocked 

process. 

Mailbox Pointer: Points to a queue of mailboxes owned by 

this process. 

Stack Limit: Stack limit contains the address of the 

lowest stack location available for use by an active 

process. 

Sleep Semaphore: A private semaphore. Used to block a 

process during message passing to wait for a sender 

or receiver. 

Sleep Queue: Points to the queue which this process is 

sleeping on. Used by message passing and process 

delay facilities. 
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5.2.1.3.2 Task Scheduling 

The illusion of concurrence is achieved when the 

operating system rapidly switches a single CPU among a number 

of waiting processes. Context switching is performed in the 

task scheduler procedure x_resched. However, x_resched does 

more than just switching between processes. The scheduler 

also maintains a ready list of processes waiting for access 

to the CPU, reinitializes the optional interrupt time 

quantum, and checks for a system abort flag. 

To reschedule the CPU, the running process is first 

placed on the ready list in priority order. Then the highest 

priority process on the ready list is removed for execution. 

Note that tasks with low-priority order can be starved for 

CPU time if high-priority tasks do not terminate or change 

priority level. 

The scheduler executes with interrupts disabled and 

is invoked once for each time-slice interrupt. The scheduler 

must therefore be streamlined to execute at peak speed. 

One way to increase scheduler execution speed is to 

perform context switching only when necessary. If the run

ning process has a priority higher than the first task on the 

ready list, then no context switch need be performed. 

Another way to minimize scheduler overhead is to 

reduce the number of function calls made while scheduling. 
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Several function calls were eliminated by using "C" macros to 

manipulate ready list processes. 

5.2.1.3.2.1 Ready List 

The ready list is a weighted priority queue of 

processes maintained by the kernel (see Figure 4). Each 

process on the ready list is assigned a variable priority 

level which is used to determine queue order. Processes with 

equal priority are rotated on the ready list in a "round-

robin" order to insure fair access to the CPU. The process 

located at the front of the ready list always has the highest 

priority. 

When the scheduler switches to a new task, it removes 

the process at the front of the ready list and changes its 

state from "Ready" to "Running". After the process uses its 

time-slice, it is inserted back on the ready list with its 

state set to "Ready". 

ready list 

I " 
V 

+ + 
— > task_A —> 
<-- prio=20 <— 

+ 
task_B 
prio=8 

—> null_task —> 
<-- prio=l <--

Figure 4. Ready List 
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5.2.1.3.2.2 Context Switch 

The machine dependent context switch is used by the 

scheduler to switch the CPU between tasks. The context 

switch is implemented in assembly language because "C" is 

unable to directly manipulate machine registers. 

A context switch is performed in two parts. First, 

all current machine registers are saved in the old running 

process' register save area. Second, all machine registers 

for the new running process are restored from the new 

process' register save area. Once a new program counter has 

been loaded, the CPU executes code for the new running 

process. 

5.2.1.3.2.3 Time-slice Interrupt 

A time-slice interrupt is used to force rescheduling 

at the end of each time quantum. It is not assumed that 

every target machine will include an interval timer to gener

ate time-slice interrupts. Therefore, time-slice interrupt 

process scheduling is optional in Zinu. If no time-slice 

interrupt is used to force rescheduling, it is the responsi

bility of each process to frequently call the scheduler to 

avoid starving other tasks waiting for CPU time. 

The time-slice interrupt performs several tasks for 

the operating system. If a process delay facility is imple

mented, the time-slice interrupt decrements the delay count 

of the first process sleeping on the delay queue. When the 
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delay count reaches zero, the sleeping process is awakened by 

placing it back on the ready list and calling the scheduler. 

The timer interrupt is also used to decrement a preemption 

counter. When the preemption counter reaches zero, the time 

quantum expires and the timer interrupt forces a CPU context 

switch by calling the scheduler. 

5.2.1.3.3 Task Creation 

Tasks are created and initialized by calling the 

system function x_create. To create a process, x_create 

first obtains the pid of a free process descriptor from the 

private system utility new_pid. New_pid locates the next 

free process descriptor by using the next_proc index pointer 

(see Figure 3). This pid number allows the system to keep 

track of the new process until it is terminated. 

Second, the selected process descriptor is allocated 

its own private stack space of a size specified by the 

caller. The stack limit address is recorded in the process 

descriptor and is used at process termination to free the 

private stack. Separate stack space is allocated to each 

process to allow multiple processes to execute code con

currently. 

Third, the process descriptor is given the priority 

level specified by the calling routine. The priority level 

determines the execution order for this process when it is 

placed on the ready list. 



38 

Fourth, a private semaphore is allocated for the 

"sleep" field, the process name is recorded, the process 

state is set to "Suspend", and the other process fields are 

set to their initial conditions. Finally, the process 

register save area is initialized and a single stack frame is 

built for the new task. To build the stack frame, the 

process completion return address is set to the process 

termination routine, the start address of the private process 

stack is computed, and the program counter is set to the 

start address for the new process. 

The process is now ready to run; however, it must be 

placed on the ready list by the caller. 

5.2.1.3.4 Task Termination 

Tasks are terminated by calling the system function 

x_kill. When a process is terminated, x_kill first frees all 

process resources then frees the process descriptor for later 

reuse by x_create. 

In normal termination, a task calls x_kill when it 

reaches the end of its code space. However, tasks may also 

be prematurely terminated by specifying the pid of a task to 

delete to x_kill. 

Tasks are killed in several well defined steps. The 

exact process termination algorithm is determined by the 

state of the terminating process. Psuedo code for process 

termination is shown below. 
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Case 1: The process is in the "Running" state: 

- Free the private semaphore for this process. 

- Free any allocated mailboxes for this process. 

- Free process stack space. 

- Free the process descriptor. 

- Call the scheduler. 

Case 2: The process is in the "Blocked" state: 

- Locate the semaphore this process is blocked on using 

the process semaphore index field. 

- Increment the semaphore count. 

- Remove the process descriptor from the semaphore 

blocked list. 

- If the process is waiting on a mailbox, then remove 

the process token from the mailbox wait list. 

- Go to Free_Resources 

Case 3: The process is in the "Sleep" state: 

- Remove the process from the delay queue. 

- Go to Free_Resources 

Case 4: The process is in the "Ready" state: 

- Remove the process from the ready list. 

- Go to Free_Resources 

Case 5: The process is in any other state: 

- Go to Free Resources 
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Free Resources; 

- Free the private semaphore for this process. 

- Free any allocated mailboxes for this process. 

- Free process stack space. 

- Free the process descriptor. 

- Return to the caller. 

5.2.1.3.5 Task Delay Facility 

A task can be delayed only if the time-slice inter

rupt option is enabled and the task is in the "Running" 

state. Tasks may invoke the delay facility by calling the 

system function x_sleep. Process delay time must be speci

fied in seconds, with a resolution of tenths of seconds. The 

delay time accuracy and range are based upon the selected 

time quantum and will therefore vary from machine to machine. 

Process delay information is kept in an array of data 

structures called a delay table (see Figure 5). Each delay 

table entry contains the generic queue routine members 

"next", "prev", and "key value" so that queue nodes can be 

manipulated at run time (see Generic Queue Manipulation). In 

this case, the key value is the "pid" number. The remaining 

delay table entry "ticks" corresponds to the number of clock 

ticks left before the process is to be awakened. The delay 
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table size is equal to the current maximum number of system 

processes, MAX_PROC. 

delay_table 

next node next node next node 
prev node prev node prev node 
pid pid pid 
ticks ticks ticks 

0 1 MAX_PROC-1 

Figure 5. Process Delay Table 

When the system function x_sleep is invoked, the 

specified time is converted from seconds to clock ticks. The 

"Running" task is then put to sleep on the delay queue until 

the computed number of clock ticks have elapsed. When the 

delay time expires, the system removes the task from the 

delay queue, inserts it on the ready list, and calls the 

scheduler. 

Processes on the delay queue are ordered by the time 

at which they will awaken (see Figure 6). That is, each 

queue node contains the number of clock ticks that a given 

process must delay beyond the preceding process' clock ticks. 

Thus, the first process on the list has the least delay and 

contains the number of clock ticks remaining until it will be 

awakened [4]. 
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Figure 6. Delay Queue 

To minimize system overhead required to maintain the 

delay facility, only the first queue node need be decremented 

during each time-slice interrupt. Decrementing other queue 

nodes during each clock interrupt is unnecessary because all 

delay times are relative to the first process on the list. 

For example, if two processes need to delay 12 and 10 ticks 

each, then the first two delay queue nodes contain 10 and 2 

ticks respectively (see Figure 6). After the first process 

is delayed for 10 clock ticks then awakened, the second pro

cess need delay only an additional 2 clock ticks to satisfy 

its requirement of 12 ticks. 

5.2.1.3.6 Task Suspend 

A "Ready" or "Running" process can be indefinitely 

frozen in "suspended animation" by invoking the system 

function x_suspend. To suspend a process, the given task is 

removed from the ready list and its state is set to "Sus

pend". A suspended process will remain in the suspended 

state until resumed by another task. 
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5.2.1.3.7 Task Resume 

Tasks prev-iously suspended by x_suspend can be 

resumed by invoking the system function x_resume. To resume 

a suspended task, x_resume first sets the state of a given 

process to "Ready". X_resume then makes the process eligible 

for CPU service by inserting it on the ready list. 

5.2.1.4 Task Synchronization. Processes must often 

coordinate their actions in a multi-tasking system to share 

system resources such as hardware and critical sections of 

software. Tasks are "mutually excluded" from critical areas 

via task synchronization to prevent them from interfering 

with each other. 

Mutual exclusion can be implemented by simply 

disabling system interrupts. However, turning interrupts off 

throughout access to critical areas can cause interrupt lat

ency (refer to previous discussion on Interrupt Management). 

Zinu clearly cannot respond in real-time if interrupts are 

routinely disabled by tasks executing in critical code areas. 

Therefore, semaphores are provided to allow mutual exclusion 

at the task level as an alternative to leaving system 

interrupts disabled. 

5.2.1.4.1 Semaphores 

Zinu semaphores provide mutual exclusion at the task 

level. When called, the semaphore routines disable inter

rupts only while accessing global data structures. Inter
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rupts are then left enabled while executing code between the 

semaphore locks. This preserves the real-time nature of the 

system by allowing interrupt processing to proceed normally. 

Semaphore information is kept in an array of data 

structures called a semaphore table (see Figure 7). Each 

semaphore table entry contains an integer count, the state of 

the semaphore, and a pointer to a list of processes blocked 

on the semaphore. The number of system semaphores is defined 

at compile time by declaring the semaphore table array size, 

MAX_SEM. At present, up to fifty semaphores can be allocated 

by Zinu. 

next sem 

sem_table V 

state=USED 
count 
block list 

state=FREE 
count 
block list 

0 1 

state=FREE 
count 
block_list 

MAX SEM-1 

Figure 7. Semaphore Table 

Zinu semaphores were implemented using a semaphore 

table rather than maintaining a list of semaphores to 

decrease system overhead. Using a table of semaphores 

eliminates the need to scan a list, searching for the speci

fied semaphore. Instead, only the semaphore index need be 

supplied to locate a given semaphore. 
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5.2.1.4.1.1 Semaphore Allocation 

Semaphores are created by specifying the initial 

semaphore count to the system function sem_create . 

Sem_create allocates one semaphore table entry with the value 

of count and returns the index into the semaphore table to 

the caller. 

5.2.1.4.1.2 Semaphore Deallocation 

Freeing a semaphore is accomplished by calling the 

system function free_sem. Free_sem deallocates the specified 

semaphore entry to allow it to be reused again by sem_create. 

Free_sem also frees any processes blocked on the semaphore 

before returning to the caller. 

5.2.1.4.1.3 Semaphore Wait 

Processes must call the system function x_wait to 

gain exclusive access to a critical area. X_wait locks the 

critical area and returns to the caller only when exclusive 

access is guaranteed. To obtain mutual exclusion, x_wait 

first locates the semaphore table entry and then decrements 

the semaphore count. 

If the count is less than zero, the calling process 

must wait for exclusive access to the critical area. To 

delay the calling process, x_wait sets the state of the 

process to "Blocked" and inserts it on the specified sema

phore's FIFO blocked list queue. After blocking the calling 
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process, x_wait invokes the scheduler to switch the CPU to 

another process. 

If the count is greater than or equal to zero, the 

caller is free to enter the critical section. In this case, 

x_wait returns normally to the caller with no delay. 

5.2.1.4.1.4 Semaphore Signal 

Processes unlock critical areas previously locked by 

x_wait by calling the system function x_signal. Unlocking a 

semaphore gate allows other processes to access the critical 

area. To unlock a critical area, x_signal first locates the 

semaphore table entry and then increments the semaphore 

count. 

If the count is less than zero, x_signal wakes up one 

waiting process. The "Blocked" process is awakened by remov

ing it from the semaphore's blocked list, setting the process 

state to "Ready", inserting the process on the ready list, 

and finally calling the scheduler. 

If the semaphore count is greater than or equal to 

zero, no processes are waiting to access the critical area. 

In this case, x_signal simply returns normally to the caller. 

5.2.1.5 Memory Management. Zinu requires that exe

cutable code and global data remain resident in main memory 

at all times. However, program code and data account for 

only part of the total memory space required by an executing 

task. Each process also needs private stack space to hold 
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local variables and function call data. In addition, 

processes often require blocks of memory for data storage. 

A memory management facility is provided by Zinu to 

keep track of the location and size of available free memory 

space. The memory manager dynamically allocates and deallo

cates memory for all Zinu system levels. 

Blocks of free memory are kept on a linked list which 

is actually part of the memory free space (see Figure 8). 

Free list memory blocks are ordered by increasing address. 

System memory bounds are denoted by the pointers min_mem and 

max_mem. 

Memory free list nodes reside at the start of each 

free memory block. Individual memory nodes contain the free 

memory block_size and a pointer to the next_free memory 

block. At present, 32 Kbytes of memory are available for 

system use. The semaphore "mem_lock" is used to provide 

mutual exclusion while manipulating the memory free list. 
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Figure 8. Memory Structure 

5.2.1.5.1 Memory Allocation 

The system call x_malloc allocates blocks of free 

memory to all system levels using a "first-fit" search 

algorithm [7]. To allocate a memory block, the free list is 

searched until a block large enough to fulfill the requested 

number of bytes is found. If this block is larger than the 

requested size, a portion of the block is allocated to the 

caller and the leftover memory space is inserted on the 

memory free list. Otherwise, the block is removed from the 

memory free list for allocation. 
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First, the block is tagged with its block_size 

(block_size is used when the block is deallocated by 

x_mfree). Then the first available address past the block_ 

size is returned to the caller. Thus, the caller can use the 

memory block starting at the address returned by x_malloc. 

5.2.1.5.2 Memory Deallocation 

The system function x_mfree is used to deallocate 

blocks of memory previously allocated by x_malloc. To 

deallocate a memory block, x_mfree inserts it in the proper 

location on the memory free list. First, x_mfree determines 

the block_size given the starting address of the block. 

Next, the memory free list is searched for the first free 

block preceding the block to deallocate. 

The block to be freed may lie adjacent to other free 

blocks located above it, below it, or both. Thus, x_mfree 

attempts to coalesce adjacent blocks to reduce memory frag

mentation. If no free blocks are adjacent to the block to be 

freed, the block is inserted into the memory free list. 

5.2.1.6 Message Passing. Zinu provides a message 

passing facility to allow inter-task communication. That is, 

one process can request the operating system to send a data 

packet or message to another process. Messages are delivered 

to a given task via mailboxes owned by that task. Therefore, 

each process participating in message passing must own at 

least one mailbox to be able to send or receive messages. 
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Mailboxes serve as a "message switchboard" to 

synchronize message senders with message receivers. Each 

mailbox contains a variable number of message slots which are 

used as a repository for sender messages. Receivers pick up 

messages from slots filled by senders. If no empty message 

slots are available for a message sender, the mail system 

forces the sender to wait for an available empty slot. If no 

full message slots are available for a message receiver, the 

mail system forces the receiver to wait for an available full 

slot. 

5.2.1.6.1 Mailbox Descriptor Table 

Each mailbox corresponds to an entry in a table of 

mailbox descriptors (see Figure 9). The maximum number of 

system mailboxes is defined at compile time by declaring the 

process table array size, MAX_MB0X. At present, the maximum 

number of mailboxes is 30. The system semaphore "mbox_lock" 

is used to provide mutual exclusion while manipulating mail

box descriptors. 

mbox table 

mailbox 
descriptor 

+ +. 
mailbox I 
descriptor | 

0 1 

I mailbox 
[ descriptor 

MAX MBOX-1 

Figure 9. Mailbox Table 
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The mailbox descriptor data structure is outlined 

below: 

Next Node, Previous Node: Used to link to the next and 

previous mailbox descriptor queue nodes. 

Mailbox Name: A unique integer number used to calculate 

the index of a descriptor in the mailbox table. 

Number of Slots: The number of message slots allocated 

to this mailbox. 

Full Slots: Points to a FIFO queue of full message 

slots. 

Empty Slots: Points to a FIFO queue of empty message 

slots. 

Sender Wait List: Points to a FIFO queue of waiting 

senders. 

Receiver Wait: List Points to a FIFO queue of waiting 

receivers. 

5.2.1.6.2 Mailbox Allocation 

To allocate a new mailbox, the system function 

create_mbox first obtains a free mailbox descriptor from a 

list of free mailboxes. Next, the mailbox descriptor is 

assigned a unique integer name. This number identifies each 

system mailbox and is used to compute the index of the 

descriptor in the mailbox table whenever messages are passed. 
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The mailbox is then allocated a number of message 

slots (specified by the caller) from a message slot free 

list. These slots are used to hold messages waiting to be 

sent or received. All message slots are saved on the mailbox 

descriptor empty slot list. At present, there are 50 message 

slots available for allocation. Each slot may contain up to 

81 bytes of message data. 

Finally, the new mailbox is added to the queue of 

mailboxes owned by the calling process. 

5.2.1.6.3 Mailbox Deallocation 

To deallocate mailboxes, the system function 

free_mbox first removes all mailboxes owned by a process from 

its mailbox queue. Next, all message slots are returned to 

the free slot list for later reuse by create_mbox. Note that 

any process found waiting to send or receive a message on a 

process mailbox during deallocation is terminated. 

5.2.1.6.4 Mailbox Wait Table 

The mailbox wait table is used to save message 

information when a process is forced to wait for an available 

message slot (see Figure 10). Each entry in the wait table 

is called a "token" descriptor. There is one token descrip

tor for each process in the process table. 



53 

next node 
prev node 
pid 
msg_addr 

+___\ + + 
MAX_PROC-1 

Figure 10. Mailbox Wait Table 

When a process waits on a mailbox, its pid specifies 

the index of the wait table token to use. First, the message 

address of the waiting task is saved in the msg_addr token 

field. Then the token descriptor is inserted on the appro

priate wait list and the process goes to sleep on its private 

semaphore in the process descriptor. 

To awaken a waiting process, the front token on the 

appropriate FIFO wait list is removed. Then the token pid 

field is examined to determine, the waiting process' pid. 

Next, the blocked process is awakened and sent on its way by 

signalling its private sleep semaphore. Finally, the message 

buffer (given by msg_addr) is filled or emptied, depending on 

the type of wait, to complete the message transfer. 

5.2.1.6.5 Sending Messages 

Messages are sent from one process to another using 

the system function send_msg. To send a message, the address 

of the send message buffer and the receiver's mailbox name 

wait_table 

next node 
prev node 
pid 
msg_addr 

0 

next node 
prev node 
pid 
msg_addr 

1 
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are supplied to send_msg. The following scenarios can occur 

when sending a message: 

Case 1; 

If a receiver is waiting on the named mailbox, the 

sender gives its message to the blocked receiver. First, the 

front token is removed from the receiver wait list. The 

sender's message is then copied into the receiver's message 

buffer. Finally, the receiver is awakened by signalling its 

private semaphore. Sendjmsg then returns to the caller. 

Case 2; 

If no receivers are waiting and an empty message slot 

is available, the sender leaves its message in an empty 

message slot. First, a slot is removed from the mailbox 

descriptor empty slot list. Next, the sender's message is 

copied into the empty slot. Finally, the new full slot is 

inserted on the mailbox full slot list. Send_msg then 

returns to the caller. 

Case 3: 

If no receivers are waiting and no empty message 

slots are available, the sender must wait for a receiver on 

the mailbox wait list. 

Because the sender has no place to store its message 

address while waiting, it inserts a token containing its pid 

and message buffer address on the mailbox sender wait list. 
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The sender then waits for a receiver by blocking on the 

private sleep semaphore in its process descriptor. 

When rec_msg or condrec_msg awaken the sender, it 

then returns to the caller, having sent its message. 

5.2.1.6.6 Receiving Messages 

Messages can be received either conditionally or 

normally from senders in Zinu. A process receiving a message 

conditionally is guaranteed that the receiver will return 

immediately if no full message slot is available. By con

trast, a process receiving a message normally may expect to 

be delayed if no full message slot is available. 

To receive a message, the address of the receive 

message buffer and the sender's mailbox name are supplied to 

the desired system function, rec_msg or condrec_msg. 

5.2.1.6.6.1 Normal Message Receive 

The following scenarios can occur when receiving a 

message using rec_msg: 

Case 1: 

If a pending message is available, the receiver takes 

the message. First, the front slot is removed from the named 

mailbox full slot list. Next, the contents of the full slot 

are copied into the receiver's message buffer. 

After processing the pending message, the status of 

the sender wait list is checked. If a sender is waiting, its 

token is removed from the wait list. Then the sender's 
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message is copied into the old full slot. Finally, the old 

full slot is returned to the mailbox full slot list and the 

waiting sender is awakened by signalling its private sema

phore . 

If no waiting sender is found, the old full slot is 

added to the mailbox empty slot list. Rec_msg then returns 

with the received message to the caller. 

Case 2: 

If there are no pending messages and a sender is 

waiting, the receiver takes the sender's message. First, the 

front token is removed from the sender wait list. Next, the 

sender's message is copied into the receiver's message 

buffer. Finally, the sender is awakened by signalling its 

private semaphore. Recjmsg then returns with the received 

message to the caller. 

Case 3: 

If no there are no pending messages and no sender is 

waiting, the receiver must wait for a sender. The receiver 

waits by sleeping on the named mailbox wait list. 

Because the receiver has no place to store its 

message address while waiting, it inserts a token containing 

its pid and message buffer address on the mailbox receiver 

wait list. The receiver then waits for a sender by blocking 

on the private sleep semaphore in its process descriptor. 
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When the receiver is awakened by sendjmsg, it returns 

with the received message to the caller. 

5.2.1.6.6.2 Conditional Message Receive 

The following scenarios can occur when receiving a 

message using condrec_msg. 

If there are no pending messages and no sender is 

waiting, the conditional receive returns with a fail status. 

However, if there are pending messages or senders waiting, 

condrec_msg follows the same logic of the first two cases in 

normal message receive. 

5.2.2 Support Level 

The Support Level provides high-level system services 

to the User Level. Support Level services include: a user 

interface command line interpreter, a file system manager, 

and device drivers. 

5.2.2.1 Command Line Interpreter. The Zinu command 

line interpreter (CLI) interactively processes commands 

issued by a remote user terminal. The CLI is a useful tool 

to monitor and control Zinu during real-time operation. By 

issuing the appropriate commands to the CLI, a user can start 

or stop processes, manipulate files, and set or examine 

system parameters. 

Since Zinu is a multi-tasking operating system, the 

CLI is conveniently implemented as a Support Level task. 

Because the CLI is a task, it only executes when priority and 
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CPU availability allow. During high-priority time-critical 

events, CLI execution is delayed to enable real-time events 

to be quickly processed. Delayed CLI execution may be incon

venient to the user, but it preserves the real-time nature of 

the system. 

The function of the CLI is simple: get the next com

mand from the user and execute it. A list of legal commands 

is kept by the CLI to compare against incoming user commands. 

When a user command is matched with a command from the 

command list, the function associated with the given command 

is invoked by the CLI on behalf of the user. If no matching 

command is found, the failure is reported to the user. 

For a complete list of Zinu CLI commands, refer to 

Appendix A. 

5.2.2.2 File System Manager. The file system 

manager interfaces with and controls system device drivers 

(see Figure 11). All device drivers are accessed by the file 

system manager using the same set of generic system func

tions. Thus, system services used to manage files can be 

unified to control devices as well. 

The main advantage to handling all device drivers as 

files is the concept of I/O redirection. For example, the 

exact same set of system calls can be used to copy from a 

disk file to another disk file as to copy from a disk file to 

another device. Using redirection is simple; only the device 
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name specification need be changed to redirect the file copy 

to a new destination device (see examples 1-4 below). 

1. copy arsrc.txt ardest.txt | copy to drive "a". 

2. copy arsrc.txt t: | copy to a terminal. 

3. copy arsrc.txt prn: | copy to a printer. 

4. copy a:src.txt bcsrc.txt | copy to drive "b". 

The file system manager provides both low and high-

level file services to the Support and User levels. Low-

level services are used to create, read, write, rewind, and 

delete individual files. High-level services are provided to 

manage directories, to copy and rename files, and to change 

file attributes. Refer to Appendix A under File System 

Management for more information on the file system services. 

System I/O 
Requests 

V 

File System 
Manager 

V 

RAM Disk 
Driver 

> Terminal 
Driver 

> Null 
Driver 

Figure 11.' File Manager and Device Drivers 
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5.2.2.2.1 Open File Table 

The file manager keeps information on open system 

files in an array of data structures called an open file 

table (see Figure 12). Each entry in the open file table 

contains a descriptor which is used to locate one open file. 

At present, a maximum of 10 files may be open concurrently. 

open_table 

fd 
dev ptr 

fd 
dev_ptr 

0 1 

- \  \ — +  +  

fd 
dev_ptr 

- \  \  — +  +  

MAX OPEN-1 

Figure 12. File Manager Open File Table 

Open file table entries are allocated by creating 

files and freed by deleting files. To access a file, the 

file system manager uses the given file table descriptor 

index to locate the proper entry in the file table. Once the 

file table entry is located, the dev_ptr field specifies the 

device upon which the file resides. Finally, the fd field is 

passed to the given device driver when performing system 

calls to enable it to access the given file. The semaphore 

"open_lock" is used to provide mutual exclusion for processes 

accessing the open file table. 

5.2.2.3 Device Drivers. Device drivers are software 

routines which are used to directly interface with and 



61 

control devices. The ntimber of device drivers controlled by 

Zinu is variable. Therefore, to allow maximum flexibility, 

Zinu uses a generic file system manager to provide a common 

interface with all system devices. 

Device drivers implemented to test the Zinu file 

system manager include: a RAM disk, a terminal, and a null 

device (see Figure 11). 

System device drivers are inserted on a device queue 

controlled by the file manager during system startup. Queued 

drivers enable the file manager to be made generic and allow 

the user to add or delete system drivers as required. Multi

tasking device drivers are supported in the Zinu environment 

by providing a private semaphore for each device driver to 

guarantee mutual exclusion. 

The file manager maintains a unified interface to 

system devices. This allows all devices to be accessed 

through a common set of system calls [2]. In normal use, 

device driver services are invoked by calling the file 

manager with the name of the device. 

The disadvantage to using a common call scheme is 

that each device must provide an interface for all system 

calls, even if some services are not provided. For example, 

a disk device driver can change directories, but a terminal 

device driver cannot because it has no directory system. 

However, both a disk driver and a terminal driver can read 
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and write bytes from a file. In the case of the disk driver, 

the file is mapped to a mass storage device such as a RAM 

disk. The terminal driver, on the other hand, maps its files 

to a remote terminal through an I/O port. 

The following is a description of the data structure 

used by the file manager to interface with all device 

drivers: 

Match dev: A pointer to the function Match_dev. Checks 

if the given path matches this device. 

Chdir: A pointer to the function Chdir. Changes the 

current working directory for the calling process on 

this device to the specified directory. 

Chmod: A pointer to the function Chmod. Changes the 

mode of the specified file (i.e., from Read to 

Write) . 

Close: A pointer to the function Close. Closes the 

given file. 

Control mode: A pointer to the function Control_mode. 

Controls the mode of operation for the specified 

file. 

Fstat: A pointer to the function Fstat. Gets the file 

statistics for the given open file. 

Init dev: A pointer to the function Init_dev. Initial

izes the given device. 



Getcwd: A pointer to the function Getcwd. Gets the 

current working directory for the calling process on 

this device. 

Mkdir: A pointer to the function Mkdir. Makes a direc

tory on this device. 

Move: A pointer to the function Move. Moves or rename a 

file/directory on this device. 

Open: A pointer to the function Open. Opens a file on 

this device. 

Read: A pointer to the function Read. Reads the given 

number of bytes from the specified file on this 

device. 

Seek: A pointer to the function Seek. Moves the current 

file pointer for the calling process to the given 

location. 

Write: A pointer to the function Write. Writes the 

specified number of bytes in the given file on this 

device. 

Dev lock: A private semaphore. Used to guarantee mutual 

exclusion for this device. 

5.2.2.3.1 RAM Disk Driver 

A RAM disk driver was implemented for Zinu to support 

a hierarchial "MS-DOS like" file storage system [5]. RAM 

disk file system features include: concurrent process 
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access, multiple directory support, and dynamic file crea

tion, deletion, and manipulation. 

Most single-board computers do not come equipped with 

a disk storage facility. Therefore, a RAM disk system is 

quite useful for storing acquired data, parameter tables, 

configuration information, etc. The user can retrieve Zinu 

RAM files by uploading them using the command line inter

preter. 

The RAM disk directory facility handles multiple 

process access by keeping current working directory infor

mation for each process. Each time a process accesses the 

RAM device driver, the pid of the process determines which 

directory the process is currently using. 

Current file system services implemented by the RAM 

disk include: Match_dev, Chdir, Chmod, Close, Control_mode, 

Fstat, Init_dev, Getcwd, Mkdir, Move, Open, Read, and Write. 

At present, the RAM disk size is 16 Kbytes. 

5.2.2.3.2 Terminal Driver 

A terminal device driver shell was constructed to 

support communications with a remote user terminal. Since 

the terminal driver interfaces directly with system-dependent 

hardware, the user must provide his own character I/O 

routines for the terminal driver. Therefore, most terminal 

driver system calls were implemented as dummy functions. 
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Supported terminal driver system calls include: 

Match_dev, Close, Control_mode, Fstat, Init_dev, Open, Read, 

and Write. 

5.2.2.3.3 Null Driver 

A null device driver was implemented to test the zinu 

file system manager. The purpose of the null device is to 

allow a gratuitous function call to succeed without com

plaint. It always does nothing gracefully. 

Current file system services implemented by the 

Null Device include: Match_dev, Chdir, Chmod, Close, 

Control_mode, Fstat, Init_dev, Getcwd, Mkdir, Move, Open, 

Read, and Write. 

5.2.3 User Level 

User processes use system calls, provided by under

lying Zinu levels, to implement application specific 

programs. User level processes can be started automatically 

at system startup or they can be interactively controlled 

using the command line interpreter. 

User process execution can be controlled in real-time 

by the user via the CLI. To spawn a user process, its name 

and starting address must be entered into a command table. 

The CLI then scans the table when a request is received to 

start a new user process. If the specified process name is 

matched with an identical name in the user command table, 



then the process corresponding to the command table name is 

started. User tasks can also be suspended, resumed, or 

killed using the CLI. For a complete list of CLI commands, 

refer to Appendix A. 

At present, the user must supply and install any 

interrupt driven routines used for real-time processing. 

Time-critical interrupt handlers must have a higher interrupt 

priority than does the time-slice interrupt handler or system 

performance will be degraded. 

5.3 System Startup 

Zinu is booted on the target machine by first ini

tializing system parameters and then starting up multi

tasking . 

System parameters are initialized at both the Kernel 

and Support levels. Kernel level initialization includes: 

initializing kernel data structures and queues, creating 

system semaphores, and installing system interrupt vectors. 

Support level initialization includes: initializing support-

level data structures, queuing up device drivers, and insert

ing the command line interpreter process on the ready list. 

Once system parameter initialization is complete, 

multi-tasking is ready to begin. First, a dummy startup task 

is created. The state of the dummy task is set to "Running", 

and its priority level is initialized to one less than the 

minimum priority. The low priority of the dummy task guaran
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tees a context switch with the first process on the ready 

list when x_resched is called later. 

Next, the system null process is created. The null 

process waits in a tight loop, calling the scheduler, until a 

higher priority task is inserted on the ready list. Norm

ally, the null process is inactive unless all other processes 

have completed, are sleeping, or are at the lowest priority 

level. The null process is initialized to the lowest pri

ority level and is then inserted on the ready list until 

needed (see Figure 13). 

running 

I 
V 

+ + 

dummy_task 
prio=0 
state=Running 

ready list 

I " 
V 

--> CLI_task —> 
<— prio=10 <— 

state=Ready 

null_task —> 
prio=l <— 
state=Ready 

Figure 13. Multi-Tasking Preparation 

Finally, multi-tasking is begun by starting the 

time-slice interrupt and then calling x_resched to perform 

the first process context switch. Since the dummy startup 

task is currently in the "Running" state, it is switched with 

the highest priority task on the ready list. In this case, 

the highest priority task is the command line interpreter, so 

it starts executing first (see Figure 14). 
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CLI_task 
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ready_list 
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— > 
< — 

null_task 
prio=l 
state=Ready 

— > 

< — 

dummy_task 
prio=0 
state=Ready 

— > 
< — 

• +  +  

Figure 14. Multi-Tasking Startup 

The dummy task is left on the ready list after Zinu 

is started. However, it is not used after the initial 

context switch unless the ready list is empty and the null 

task has been terminated. Note that if the dummy task should 

ever resume execution, the system will abort. 



CHAPTER 6 

CONCLUSIONS 

The original objective of this paper was to design 

and implement a fast, compact, and flexible real-time operat

ing system. This goal was achieved by constructing the Zinu 

operating system. 

Software Development: The IBM AT computer system was 

selected for Zinu code development because it 

fulfilled the requirement of developing operating 

system software on a personal computer. The AT also 

provided an excellent test bed to demonstrate the key 

features and capabilities of Zinu in a realistic 

environment. 

Portability: Nearly all Zinu system code is implemented 

in the high-level "C" language. Therefore, any 

machine with a "C" compiler and linker can run Zinu. 

To transport Zinu to another machine, the user need 

only translate the context switch and time-slice 

interrupt handler to the assembly language of the 

target system. System portability was also enhanced 

by using direct system calls instead of machine-

dependent software interrupt service calls. 
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Modularity: Zinu modularity allows the user to prune out 

unnecessary system features (mailboxes, file system, 

etc.). Pruning reduces system code space, thus 

allowing Zinu to run in the constrained memory envi

ronments often found in small single-board computers. 

In addition, pruning system features decreases the 

system overhead required to maintain those features, 

thereby increasing system speed. 

Response Time: System response time can be improved by 

adjusting the time-slice interrupt period to custom 

tailor the operating system to specific applications. 

A fast system response time was validated by imple

menting a serial port interrupt driven data I/O 

routine. Serial data were successfully received 

without loss while other system tasks were running. 

This demonstrated that Zinu could respond in real

time to external events without degrading system 

performance. 

Interrupt Latency: Zinu interrupt latency was kept to a 

minimum by disabling interrupts only when absolutely 

necessary and only for brief time intervals. For 

instance, interrupts were disabled for only 160 

micro-seconds during each task context switch (see 

timing benchmark). Also, semaphores were used where 

ever possible instead of disabling interrupts. 



Speed: System speed was increased by reducing the number 

of instructions and using "C n  macros in frequently 

called routines such as the scheduler. Also, "C" 

register variables were used where possible to 

decrease local variable overhead. In addition, the 

use of direct service calls helped reduce system 

overhead by eliminating the interrupt processing 

associated with software interrupt service calls. 

Timing Benchmark: A timing benchmark was performed to 

determine the amount of system overhead generated by 

Zinu while rescheduling tasks. The idea was to 

measure the time required to perform a context switch 

between two tasks of equal priority. Note that the 

normal time-slice interrupt was disabled during this 

test. 

To implement the benchmark, one task started an 

Intel 8253 timer which accumulated crystal-generated 

clock pulses every 838 nano-seconds. The first task 

then called the task scheduler which performed a 

context switch to the second task. As soon as the 

second task began executing, it stopped the timer and 

read the elapsed time. The overhead for starting and 

stopping the timer was then subtracted out of the 

elapsed time to arrive at the true rescheduling 

time. 
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The preceding benchmark was implemented on an IBM AT 

personal computer using an Intel iAPX 286 16-bit micropro

cessor running at 8 MHz. A task rescheduling time of 

approximately 160 micro-seconds (worst case) was measured. 

The Zinu context switch time was comparable to those 

achieved by similar commercial systems. The event to task 

wake-up time of five commercially available real-time systems 

was compared by VME Bus Systems [10]. The average context 

switch time was approximately 64 micro-seconds for the 

commercial systems. However, it should be noted that the 

benchmark times were supplied by the individual vendors and 

that the timing studies were performed using Motorola MC68020 

32-bit microprocessors running at 16.67 MHz. 

6.1 Future Enhancements 

Final System Validation: Zinu operation has thus far 

been validated only on a personal computer. The 

final proof of design will be to test the operating 

system on a single board computer running real-time 

applications. 

Dynamic Device Driver Addition; Zinu does not presently 

allow the addition of user supplied device drivers to 

the system device driver list. This feature would be 

useful for adding application specific device drivers 

to Zinu. Without a system call to add device 



drivers, the user is forced to re-compile and link 

Zinu to support new drivers. 

File Protection: Another improvement would be to add 

file protection to the file system. To provide 

security, the file system manager would check to see 

if the process attempting to access the file has 

proper clearance. Each user process could then 

maintain its own private file area. 

System Jump Table: At present, it is assumed that user 

application programs are always linked and loaded 

with Zinu. However, in a fully implemented system, 

Zinu may be resident in ROM on the target machine. 

Therefore, user programs are unable to define system 

call addresses at link time. One solution to this 

problem is to construct a system call jump table. 

The jump table would be built from the Zinu link 

map and then stored in a disk file for later use. 

When a user program is linked, its external refer

ences would be replaced by the system call addresses 

from the jump table disk file. The program could 

then be downloaded as usual to the target machine. 



APPENDIX A 

ZINU REFERENCE MANUAL 

A.1 SYSTEM CALLS 

The Zinu operating system provides a set of system 

function calls for access to all system resources. Each of 

the operating system function calls are described below. 

A.1.1 Process Management 

A.1.1.1 x_create 

DEFINITION: 
Create a new process with the given priority, name, 
and stack space. Does not insert the new process on 
the ready list. 

FORM: 
int x_create (proc__addr , stk 

unsigned (*proc_addr)(); 
unsigned stk_size; 
int priority; 
char *proc_name; 

RETURNS: 
Created process id number or -1 if error. 

A.1.1.2 x_kill 

DEFINITION: 
Kill a process and free its resources. 

FORM: 
int x_kill(pid) 

int pid; /* id of process to kill */ 

RETURNS: 
0 if successful or -1 if error. 

size, priority, proc_name) 
/* process address */ 
/* stack size in words */ 
/* process priority 1-20 */ 
/* -> process name */ 
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A.1.1.3 X_suspend 

DEFINITION: 
Suspend a process, placing it in hibernation. 

FORM: 
int x_suspend(pid) 

int pid; /* id of process to suspend */ 

RETURNS: 
0 if successful or -1 if error. 

A.1.1.4 X_resume 

DEFINITION: 
Unsuspend a process, making it ready to run. 

FORM: 
int x_resume(pid) 

int pid; /* id of process to resume */ 

RETURNS: 
0 if successful or -1 if error. 

A. 1.1.5 x_ready 

DEFINITION: 
Make a process eligible for CPU service by placing 
it on the ready list in priority order. 

FORM: 
int x_ready(pid, resch) 

int pid; /* id of process to make ready */ 
int resch; /* reschedule afterward? */ 

RETURNS: 
0 if successful or -1 if error. 

A.1.1.6 x_sleep 

DEFINITION: 
Put the running process to sleep for the specified 
amount of time. Limit of resolution is tenths of 
seconds. 



FORM: 
int x_sleep(time) 

float time; /* time in sees to delay the running 
process */ 

RETURNS: 
0 if successful or -1 if error. 

A. 1.1.7 x_resched 

DEFINITION: 
Reschedule the CPU to run the highest priority process. 

FORM: 
(void) x_resched() 

RETURNS: 
Nothing. 

A.1.1.8 x_chprio 

DEFINITION: 
Change the scheduling priority of the given process. 

FORM: 
int x_chprio(pid, new_prio) 

int pid; /* process id for priority change */ 
int new_prio; /* new priority of specified process 

RETURNS: 
The old process priority or -1 if error. 

A. 1.1.9 x_getprio 

DEFINITION: 
Get the priority of the given process. 

FORM: 
int x_getprio(pid) 

int pid; /* id of process to get priority of */ 

RETURNS: 
The priority of the specified process or -1 if error. 



A. 1.1.10 x_getpid 

DEFINITION: 
Get the process id number for the running process. 

FORM: 
int x_getpid() 

RETURNS: 
The pid number of the running process. 

A.1.2 Process Synchronization 

A. 1.2.1 x_wa i t 

DEFINITION: 
Make the running process wait on a semaphore if the 
semaphore count < 0. 

FORM: 
int x_wait(sem_index) 

int sem_index; /* index into semaphore array */ 

RETURNS: 
0 if successful or -1 if error. 

A.1.2.2 x_signal 

DEFINITION: 
Signal a semaphore, incrementing the semaphore count 
and waking a blocked process if count < 0. 

FORM: 
int x_signal(sem_index) 

int sem_index; /* index into semaphore array */ 

RETURNS: 
0 if successful or -1 if error. 

A. 1.2.3 create_sem 

DEFINITION: 
Create a semaphore with the given count and return 
the index into the semaphore array. 
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FORM: 
int create_sem(count) 

int count; /* initial semaphore count >= 0 */ 

RETURNS: 
Semaphore index or -1 if error. 

A.1.2.4 free_sem 

DEFINITION: 
Free the specified semaphore. Any remaining blocked 
processes will be freed. 

FORM: 
int free_sem(sem_index) 

int sem_index; /* index into the semaphore array */ 

RETURNS: 
0 if successful or -1 if error. 

A.1.3 Memory Management 

A. 1.3.1 x_malloc 

DEFINITION: 
Allocate a block of memory of the specified size. 

FORM: 
char *alloc_mem(nbytes) 

unsigned nbytes; /* number of bytes to allocate */ 

RETURNS: 
The start address of the block of memory or 0 if no 
memory is available. 

A. 1.3.2 x_mfree 

DEFINITION: 
Free a previously allocated block of memory. Return 
the block of memory to the memory free list. 

FORM: 
int x_mfree(start_addr) 

mem node *start addr; 
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RETURNS: 
0 if successful or -1 if error. 

A.1.4 Interrupt Management 

A.1.4.1 wait_intr 

DEFINITION: 
Halt the CPU and wait for an interrupt. 
NOTE: This is a machine dependent routine implemented 
in assembly language. 

FORM: 
(void) wait_intr() 

RETURNS: 
Nothing. 

A.1.4.2 enable_intr 

DEFINITION: 
Enables CPU interrupts. 
NOTE: This is a machine dependent routine implemented 
in assembly language. 

FORM: 
(void) enable_intr() 

RETURNS: 
Nothing. 

A.1.4.3 disable_intr 

DEFINITION: 
Disable all maskable CPU interrupts. 
NOTE: This is a machine dependent routine implemented 
in assembly language. 

FORM: 
PSSZ disable intr() 

RETURNS: 
The old interrupt status of the CPU. 
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A.1.4.4 restore_intr 

DEFINITION: 
Restore the old interrupt status of the CPU. 
NOTE: This is a machine dependent routine implemented 
in assembly language. 

FORM: 
(void) restore_intr(ps) 

PSSZ ps; /* old CPU interrupt status */ 

RETURNS: 
Nothing. 

A.1.5 Message Passing 

A.1.5.1 send_msg 

DEFINITION: 
Send a message to a mailbox. Block the sender if 
there are no available slots to put the message 
in and no receivers are waiting. 

FORM: 
(void) send_msg(mb_name, msg_addr) 

int mb_name; /* unique mail box name */ 
char *msg_addr; /* -> message send buffer */ 

RETURNS: 
Nothing. 

A.1.5.2 rec_msg 

DEFINITION: 
Receive a message from a mailbox. Block the receiver 
if there are no full message slots and no senders 
are waiting. 

FORM: 
(void) rec_msg(mb_name, msg_addr) 

int mb_name; /* unique mailbox name */ 
char *msg_addr; /* -> message receive buffer */ 

RETURNS: 
Nothing. 
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A.1.5.3 condrec_msg 

DEFINITION: , 
Conditionally receive a message from a mailbox. Return 
with failure if there are no full message slots and no 
senders are waiting. 

FORM: 
int condrec_msg(mb_name, msg_addr) 

int mb_name; /* unique mail box name */ 
char *msg_addr; /* -> message receive buffer */ 

RETURNS: 
0 if successful or -1 if error. 

A.1.5.4 create_mbox 

DEFINITION: 
Create a mailbox with the specified number of slots 
for the running process. 

FORM: 
int create_mbox(nslots) 

int nslots; /* number of mail box slots */ 

RETURNS: 
A unique mail box name or -1 if error. 

A. 1.5.5 free_mbox 

DEFINITION: 
Free all mailboxes and mailbox slots from a 
process. Any processes waiting on the mailbox 
will be terminated. 

FORM: 
(void) free_mbox(pid) 

int pid; /* process id to free mailboxes from */ 

RETURNS: 
Nothing. 
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A.1.6 File System Manager 

A.1.6.1 Definitions 

Several argument types occur throughout the file 

system manager description. They are defined by the 

following: 

Path 

Path is a sequence of valid directory names that 

refers to a directory on the disk. Any function that 

requires a path will fail if an element of the path does not 

have read permission. A path may include a device specifi

cation . 

Examples: 

a:/dir Refers a directory directly 
below the root directory on the 
Zinu RAM disk. 

t: Path name for a terminal. 

n: Path name for the null device 

Filespec 

A file specification is a path followed by a file 

name. No wildcard characters are allowed. Also, the path 

must contain a directory that has access permission. 

Examples: 

a:/dir/file.txt 

dir/file.txt 
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Fd 

The file descriptor "fd" is an integer returned by 

x_open. A unique file descriptor is assigned to every open 

f ile. 

Open Mode Flags 

0_READ =1 /* 
0_WRITE =2 /* 
0 TRUNC =4 /* 

read allowed */ 
write allowed, file not truncated */ 
file truncated upon open */ 

File Attributes 

F_EXEC =1 /* 
F_WRITE =2 /* 
F_READ =3 /* 
F_DIR =4 /* 
F_ARCH = 0x10 /* 
F_HIDE = 0x20 /* 
F EMPTY = 0x40 /* 

execute permission */ 
write and delete permission 
read permission */ 
directory */ 
file has been archived */ 
file is normally hidden */ 
file has been deleted */ 

'/ 

Error Flags 

ERROR = -1 /* Error */ 
EACCES = -2 /* access permission denied */ 
ENOENT = -3 /* file not found */ 
ENOPATH = -4 /* path not found */ 
ENOFDS = -5 /* file descriptor not found */ 
ENDIR = -6 /* illegal operation on directory */ 
EBADF = -7 /* bad file number */ 
EMODE = -8 /* invalid mode */ 
EINUSE = -9 /* device or directory in use */ 
EDRIVE = -10 /* invalid drive spec */ 
EEX1ST = -11 /* file exists */ 
EINVAL — -12 /* invalid argument */ 
ENFILE = -13 /* file table overflow */ 
ENOSPC = -14 /* no space on device */ 
ENOARG = -15 /* no argument provided */ 
ENARG = -16 /* too many arguments */ 
ESUPORT = -17 /* not supported on device */ 
ESELF = -18 /* same file as source */ 
ENOMEM = -19 /* no more memory */ 
ELAST = -20 /* last message number */ 
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QS stat 

typedef struct Q_stat { 
short st _dev; /* device holding file */ 
unsigned short st' _i no; /* unique file id node */ 
unsigned short st; _mode; /* file attributes */ 
short st; _link; /* number of file links */ 
short st; _spare; 
short st; _spare; 
short st; _spare; 
long st; _size; /* file size in bytes */ 
long st; _time; /* time last modified */ 
long st; _mtime; /* time last modified */ 
long st; _ctime; /* time last modified */ 
QS stat; 

A.1.6.2 File System Service Calls 

A.1.6.2.1 x_chdir 

DEFINITION: 
Change the current working directory. 

FORM: 
int x_chdir(path) 

char *path; /* -> path name */ 

RETURNS: 
0 or error status < 0 if failure. 

A. 1.6.2.2 x_chmod 

DEFINITION: 
Change the attributes of a file. 

FORM: 
int x_chmod(fp, attrib, ntime) 

char *fp; /* -> file spec */ 
unsigned attrib; /* new file attribute */ 
long ntime; /* new time */ 

RETURNS: 
0 or error status < 0 if failure. 



A.1.6.2.3 x close 

DEFINITION: 
Close an open file. 

FORM: 
int x_close(fd) 

int fd; /* file descriptor from open */ 

RETURNS: 
0 or error status < 0 if failure. 

A.1.6.2.4 x_copy 

DEFINITION: 
Copy from one file to another. 

FORM: 
int x_copy(sp, dp, mode) 

char *sp; /* -> source filespec */ 
char *dp; /* -> destination filespec */ 
int mode; /* mode of write */ 

RETURNS: 
0 or error status < 0 if failure. 

A.1.6.2.5 x_fstat 

DEFINITION: 
Return file statistics given file structure. 

FORM: 
int x_fstat(fd, sp) 

int fd; /* file descriptor from open 
QS_stat *sp; /* -> place to put stats */ 

RETURNS: 
0 or error status < 0 if failure. 

A. 1.6.2.6 x_getcwd 

DEFINITION: 
Get the current working directory. 
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FORM: 
int x_getcwd(dvp, bp, size) 

char *dvp; /* -> device name */ 
char *bp; /* -> place to put current path */ 
int size; /* size of buffer */ 

RETURNS: 
0 or error status < 0 if failure. 

A. 1.6.2.7 x_mkdir 

DEFINITION: 
Create a new directory. 

FORM: 
int x_mkdir(path) 

char *path; /* -> path 

RETURNS: 
0 or error status < 0 if 

specifying new directory */ 

failure. 

A. 1.6.2.8 x_move 

DEFINITION: 
Move or Rename a file. 

FORM: 
int x_move(op, np) 

char *op; /* -> old name */ 
char *np; /* -> new name */ 

RETURNS: 
0 or error status < 0 if failure. 

A. 1.6.2.9 x_open 

DEFINITION: 
Open a file for reading or writing. 

FORM: 
int x_open(fp, mode, attrib) 

char *fp; /* -> filespec */ 
int mode; /* mode of open */ 
int attrib; /* attribute if new file */ 

RETURNS: 
0 or error status < 0 if failure. 



A.1.6.2.10 x_read 

DEFINITION: 
Read bytes from an open file. 

FORM: 
int x_read(fd, bp, n_bytes) 

int fd; /* file descriptor from open */ 
char *bp; /* -> place to put chars */ 
int n_bytes; /* number of bytes to read */ 

RETURNS: 
0 or error status < 0 if failure. 

A.1.6.2.11 x_rmdi r 

DEFINITION: 
Delete a directory. 

FORM: 
int x_rmdir(path) 

char *path; /* -> path specifying a directory 

RETURNS: 
0 or error status < 0 if failure. 

A.1.6.2.12 x_seek 

DEFINITION: 
Move file pointer to new position in a file. 

FORM: 
int x_seek(fd, offs, org) 

int fd; /* file descriptor from open */ 
long offs; /* new byte offset into file */ 
int org; /* 0 = beginning, 1 = from cur pos 

2 = from end */ 

RETURNS: 
0 or error status < 0 if failure. 

A.1.6.2.13 x stat 

DEFINITION: 
Fill stat structure with file statistics. 



FORM: 
int x_stat(fp, sp) 

char *fp; /* 
QS_stat *sp; /* 

RETURNS: 
0 or error status < 

-> filespec */ 
-> place to put stats */ 

0 if failure. 

A.1.6.2.14 x_unlink 

DEFINITION: 
Delete a file by marking it empty (remove=0) 
or by deleting it entirely. 

FORM: 
int x_unlink(fp, remove) 

char *fp; /* -> filespec */ 
int remove /* 0 = mark, 1 = remove */ 

RETURNS: 
0 or error status < 0 if failure. 

A.1.6.2.15 x_write 

DEFINITION: 
Write bytes to an open file. 

FORM: 
int x_write(fd, bp, n_bytes) 

int fd; /* file descriptor from open 
char *bp; /* -> place to get bytes */ 
int n_bytes; /* number of bytes to write 

RETURNS: 
0 or error status < 0 if failure. 
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A.2 UTILITY ROUTINES 

A.2.1 Queue Manipulation 

All queues maintained by queue manipulation routines 

must include the common queue fields outlined below: 

typedef struct Q_NODE { 
struct Q_NODE *next; /* -> next node in list */ 
struct Q_NODE *prev; /* -> previous node in list */ 
int key_field; /* integer key field */ 

/* additional field members */ 

} qnode; 

qnode q_array[SIZE]; /* array of queue nodes */ 
qnode *my_queue = NULL; /* -> to a queue */ 

A.2.1.1 insert_Q 

DEFINITION: 
Insert a node on the specified FIFO queue. 

FORM: 
(void) insert_Q(queue, node) 

qnode **queue; /* queue to insert node on */ 
qnode *node; /* node to insert on queue */ 

RETURNS: 
Nothing. 

A.2.1.2 remove_Q 

DEFINITION: 
Remove the first node from the specified FIFO queue. 

FORM: 
qnode *remove_Q(queue) 

qnode **queue; /* queue to remove node from */ 

RETURNS: 
A pointer to the removed node or NULL if empty. 
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A.2.1.3 ordinsert_Q 

DEFINITION: 
Insert a node onto the specified queue by decreasing 
key value. If one or more nodes already exist with 
the same key value, insert the new node after the 
existing nodes. 

FORM: 
(void) ordinsert_Q(queue, node) 

qnode **queue; /* queue to insert node on */ 
qnode *node; /* node to insert on queue */ 

RETURNS: 
Nothing. 

A. 2.1.4 keyremove_Q 

DEFINITION: 
Remove the first node in the queue with the key value 
return it. 

FORM: 
qnode *keyremove_Q(queue, key) 

qnode **queue; /* queue to remove node from */ 
int key; /* key value of node to remove */ 

RETURNS: 
The first node with key value or NULL if the queue is 
empty or if the given key value does not exist in the 
queue. 
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A.3 COMMAND LINE INTERPRETER 

A.3.1 Definitions 

The command line interpreter (CLI) depends upon Zinu 

system service call functions for access to all system re

sources. The CLI commands primarily concern the manipulation 

of files and directories on one or more disks. The Zinu 

operating system uses a RAM disk. This is in fact just a 

chunk of memory. At startup, the disk contains a "root 

directory" and one file named "test.txt" . The directory 

entry for each file on the disk contains: the file 

attributes, the file size, an inode number that uniquely 

identifies the file, and a file modification time stamp. The 

"attributes" of the file are a set of permissions that limit 

the operations permitted on the file. They are described in 

more detail by x_chmod. 

CLI commands may be entered using upper case letters, 

lowercase letters, or any combination thereof. The following 

definitions are used by CLI commands: 

Filename 

A file name consisting of a primary file name 

(usually 1-8 characters) and an extension (0-3 characters) 

separated by a period from the primary name. For example: 

file.ext 
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In Zinu, the file name is limited to the number of 

characters that each device will support. A file name may 

NOT include non-printable characters or any of the following 

characters: 

! " # ( ) * - ,  \  ; : > <  =  / +  [ ]  |  {  }  

It is customary to include at most a single period in 

the file name. Long file names will automatically be trun

cated to the limit imposed by the device. 

Pathname 

The path name specifies directory, either starting 

from the "root" directory or from the currently selected 

directory. It is in the form B/dirl/dir2" where dirl is the 

name of a directory included in the root directory and dir2 

is the name of a subdirectory included in dirl. If the 

initial slash is omitted, then dirl must be the name of a 

directory within the current directory. For example: 

1) chdir a:dirl/dirl 
2) rmdir dirl/dir2 
3) cd ../dirl 
4) mkdir a:/dirl/dir2 
5) cd / 

A path without a starting slash is referenced from 

the current directory (examples 1 and 2). Two periods in a 

row may be used to stand for the name of the parent directory 

(example 3). A path with a starting slash is referenced from 

the "root" directory (example 4). A lone slash refers to the 
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"root" directory of the disk (example 5). A device name 

followed by a colon may be prepended to a path to specify a 

device other than the current device. The subdirectories in 

a path must exist. Spaces or tabs are not allowed in the 

path name. 

Filespec 

Filespec is a file specification, including an 

optional path name followed by a file name. It also may be 

just a device name. For example: 

a:dir/test.txt 
a:dirl/dir2/test.txt 
a:test.txt 
test.txt 
t: 

Note that no spaces are allowed in the specification. 

If the device name is omitted, the currently selected device 

is assumed. If the path name is omitted, the currently 

selected directory is assumed. In a few commands, a device 

name may be substituted for the filespec, such as "t:n for a 

serial port and "prn:" for a printer. 

Af ilei ist 

An ambiguous file specification has the same form as 

a filespec, except that it may include wildcard characters 

such as asterisk (*) and question mark (?) in the file name. 

Asterisk is a metacharacter that stands for zero or more 

characters. Question mark is also a metacharacter that 
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stands for one character. More than one ambiguous file 

specification may be included by separating the file 

specifications by a space, tab, or comma. For example: 

delete *l.c ?.d 

will delete ALL files that end with nl.cn or any character 

followed by n.dn. In some commands, a file specification may 

be just a path name. In these cases, the file specification 

refers to all of the files in the specified directory. 

Device names 

A device name always ends in a colon. For devices 

that support a file system, the device name may be followed 

by a file specification as described above. Typical device 

names are: 

T, PRN, AUX, COM1, COM2, NUL 

For example: 

copy foo.c T: 
copy a:bar PRN: 

where "T:" stands for the terminal and "PRN:" stands for the 

printer. The device name may be in lower case, upper case, 

or both. The device must be followed by a colon to distin

guish it from a file name. 
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Attr ibutes 

A file system may support one or more of the follow

ing attributes. 

E -- Empty The file is not currently in use. 
H -- Hidden The file is not normally visible. 
A -- Archive The file has been saved since it was 

mod: if ied 
D -- Directory The file is a subdirectory. 
R -- Read The file has read permission. 
W -- Write The file has write permission. 
X -- Execute The file has execute permission. 

The archive attribute is automatically set to 0 if a 

file is modified, but not if it is renamed. If a device does 

not support the e, h, a, d, or x attributes, they are always 

set to 0 by the device. If a device does not support the r 

or w attributes, they are always set to 1 by the device. 

A.3.2. Commands 

A.3.2.1 Chdir 

FORM: 
chdir pathname 

DESCRIPTION: 
Change the current working directory. 

EXAMPLES: 
chdir .. change cwd to parent directory 
chdir / change cwd to "root" 
chdir dir2 change cwd to dir2 from cwd 
chdir /dirl change cwd to dirl from "root" 

SYNONYMS: 
cd 
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A.3.2.2 Cls 

FORM: 
cls 
cls * 

DESCRIPTION: 
to the upper 

windows are used) 

SYNONYMS: 
none. 

Clear the screen and move the cursor 
left hand corner of the display. 

EXAMPLES: 
cls clear the CLI window 
cls * clear all windows (if 

A.3.2.3 Copy 

FORM: 
copy afilelist filespec 
copy afilelist pathname 

DESCRIPTION: 
Copy a source file to destination file(s) 

afilelist dir Copy individual 
afilelist filespec2 Concatenate one 
dirl dir2 Not allowed. 
dirl filespec2 Not allowed. 

files to dir 
or more files 

Files with e, h, or d attributes are excluded from the 
copy. A file may not be copied to itself. 

EXAMPLES: 
copy 
copy 

copy 
copy 

f.txt t.txt 
t: 

*.txt / 
a.txt+b.txt 

copy f.txt to t.txt 
dir/t.txt copy from terminal to t.txt 

(terminate with CTRL/Z) 
copy all files with .txt to "root" 
concatenate b.txt to a.txt 

SYNONYMS: 
cp 

A.3.2.4 Delete 

FORM: 
delete afilelist 



DESCRIPTION: 
Delete the specified file(s). 

EXAMPLES: 
delete *.* delete all files 
delete test.txt delete only test.txt 

SYNONYMS: 
erase, rm, del, remove, purge 

A. 3. 2.5 Dir 

FORM: 
dir 
dir afilelist 
dir -attrib afilelist 

DESCRIPTION: 
Show the contents of a directory. 

EXAMPLES: 
dir display all files in cwd 
dir / display "root" files 
dir -h /dirl display all files with -h 

attribute in dirl 

SYNONYMS: 
Is 

A.3.2.6 Help 

FORM: 
help 

DESCRIPTION: 
Show all command line interpreter commands. 

EXAMPLES: 

SYNONYMS: 
none. 

A.3.2.7 Kill 

FORM: 
kill pid 
kill * 
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DESCRIPTION: 
Kill or terminate a process and remove it 
from the system. The pid of the process to 
kill can be found using the "show jobs" 
command. 

EXAMPLES: 
kill * terminate Zinu 
kill 4 kill task with pid 4 

SYNONYMS: 
none. 

A.3.2.8 Mkdir 

FORM: 
mkdir pathname 

DESCRIPTION: 
Make or create a new directory. 
The new directory name cannot already exist. 
The new directory has drw permission. 

EXAMPLES: 
mkdir /test 
mkdir ../test 

SYNONYMS: 
md 

A.3.2.9 Move 

FORM: 
move afilelist 
move afilelist 
move pathname1 

DESCRIPTION: 
Move or change the name of a file. 
Attributes of the old file are inherited by 
the new file. 

EXAMPLES: 
move oldname.txt newname.txt 
move old/ new/ 

filespec 
pathname 
pathname2 

SYNONYMS: 
mv, rn, rename, ren 



A.3.2.10 Rmdir 

FORM: 
rmdir pathname 

DESCRIPTION: 
Delete or remove an empty Directory. 

EXAMPLES: 
rmdir /test 
rmdir . ./test 

SYNONYMS: 
rd 

A.3.2.11 Set 

FORM: 
set window pid top_row bottom_row 
set priority pid new_prio 
set state pid suspend 
set state pid resume 
set port pid port_num 

DESCRIPTION: 
Set a process parameter. Parameters are 
process window size (if implemented), process 
priority, process state, and process serial port 
(if implemented). 
Windows line range: 0-23 
Process priority range: 1-20 
I/O port range: not implemented 

EXAMPLES: 
set window 5 0 10 

set priority 5 20 
set state 5 suspend 
set state 5 resume 
set port 5 0 

set window for pid 5 to start 
at row 0 and end at row 10 
set priority for process 5 to 
suspend pid 5 
resume pid 5 
set pid 5 to I/O port 0 

SYNONYMS: 
none. 
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A.3.2.10 Rmdir 

FORM: 
rmdir pathname 

DESCRIPTION: 
Delete or remove an empty Directory. 

EXAMPLES: 
rmdir /test 
rmdir ../test 

SYNONYMS: 
rd 

A.3.2.11 Set 

FORM: 
set window pid top_row bottom_row 
set priority pid new_prio 
set state pid suspend 
set state pid resume 
set port pid port_num 

DESCRIPTION: 
Set a process parameter. Parameters are 
process window size (if implemented), process 
priority, process state, and process serial port 
(if implemented). 
Windows line range: 0-23 
Process priority range: 1-20 
I/O port range: not implemented 

EXAMPLES: 
set window 5 0 10 

set priority 5 20 
set state 5 suspend 
set state 5 resume 
set port 5 0 

set window for pid 5 to start 
at row 0 and end at row 10 
set priority for process 5 to 20 
suspend pid 5 
resume pid 5 
set pid 5 to I/O port 0 

SYNONYMS: 
none. 
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EXAMPLES: 
spawn taskl start up user taskl 

SYNONYMS: 
none. 

A.3.2.15 Type 

FORM: 
type afilelist 

DESCRIPTION: 
List the contents of the specified file(s). 

EXAMPLES: 
type *.* type all files 
type a:dir/*.c type all files with a .c extension 
type test.txt type text.txt 

SYNONYMS: 
cat 
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