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ABSTRACT 

The design of parallel architectures to perform 

image segmentation processing is given. In addition, the 

various designs are evaluated as to their performance, and 

a discussion of an optimal design is given. In this -

thesis, a set of eight segmentation algorithms has been 

provided as a starting point. Four of these algorithms 

will be evaluated and partitioned using two techniques. 

From this study of partitioning and considering the data 

flow through the total system, architectures utilizing 

parallel techniques will be derived. Timing analysis 

using pen and paper techniques will be given on the 

architectures using three of todays current technologies. 

Next, NETWORK II. 5 simulations will be run to provide 

performance measures. Finally, evaluations of the various 

architectures will be made as well as the applicability of 

using NETWORK II.5 as a simulation language. 
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CHAPTER 1 

INTRODUCTION 

This thesis describes work done to derive and 

evaluate various parallel architectures to be used in 

implementing image segmentation algorithms. The starting 

point for this thesis is a set of eight algorithms which 

have been used extensively to do segmentation processing. 

The goal of the research, then, is to derive and evaluate 

architectures for this set of algorithms. A common 

application of image segmentation algorithms is in target 

recognition. Realizing this, the architectures will be 

designed with platform constraints in mind. Just as the 

name suggests, segmentation is a process which breaks an 

image into distinct regions. Many types of segmentation 

algorithms are in existence, however, the scope of this 

thesis only deals with the eight that have been provided. 

1.1 Statement of Problem 

The image segmentation process begins with a raw 

image and passes through several algorithms on the way to 

a fully segmented image. The first objective is to come 

up with a label map of the image. In this label map, 

pixels having the same label are considered parts of the 
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same region. Because of this, the scope of the thesis 

will be limited to deal with the processing up to this 

point. 

Implementation of the current segmentation 

algorithms is presently being done using a Motorola 6800 

series microprocessor, and typical times for an image to 

be completely processed fall in the twenty minute range. 

Images are derived from sensors, and a 512 X 512 8-bit 

pixel image is produced thirty times a second. From these 

figures, it is obvious that a twenty minute segmentation 

scheme per image is not desirable. Thus, the objective of 

the proposed project is to speed up the segmentation 

process to operate as fast as possible. 

This thesis will investigate parallel architectures 

capable of implementing these segmentation algorithms. 

Emphasis will be on increasing the processing speed as 

well as on maintaining accuracy. Implementation of these 

architectures in three of todays integrated circuit 

technologies will be discussed. Once viable architectures 

have been determined, simulations will be performed to 

check the performance of the system. 

1.2 Objective of Thesis 

The objective of this thesis research is to derive 

parallel architectures capable of implementing a set of 

image segmentation algorithms. The various architectures, 
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as well as how they are derived, will be described in 

later sections. Once determined, simulations of these 

architectures will be performed to obtain information on 

throughput, performance, and utilization. 

Because of the lengthy processing times previously 

mentioned, speed becomes the major design criteria. 

Parallelism will be incorporated wherever possible to 

increase the processing speed. In some cases, 

incorporating parallelism may require modification to the 

existing algorithms. Such cases and the necessary changes 

will be noted. As in most cases, cost can become a 

factor. While actual costs will not be addressed here, 

the amount of hardware needed will be.Jt It will be up to 

the implementor to decide what is acceptable to him. 

The image segmentation process (ISP) is described by 

a set of eight algorithms which begins with raw image data 

and ends with a label file, various statistics, and a 

fully segmented image. The approach taken to determine 

parallel architectures is very similar for each algorithm. 

Thus, for the scope of this thesis, four of the eight 

algorithms will be used. They are: 

1) Remapping 

2) L-Filter 

3) Set-Threshold 

4) Labeler 
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Once conceptual architectures are determined for 

these algorithms, implementations of them will be 

discussed and simulated. Figure 1.1 shows the data 

structure requirements for these four algorithms. 

1.3 Background 

The basic ideas used in performing this thesis work 

center on parallel algorithms, partitioning of algorithms 

and image processing. Much work is starting to be done on 

parallel algorithms as to how to characterize them [1], 

how to utilize systolic arrays in implementing them [2], 

and how to use expert systems to allocate algorithms to 

large computer systems [3]. However, once the issue of 

image processing applications is brought up very little 

can be found in the current literature. One obscure 

reference discusses issues related to parallel algorithms 

for image processing but nothing is stated as to how to go 

about implementing and partitioning the actual algorithms 

[4]. Therefore, it appears that much of what this thesis 

will deal with is relatively unexplored. 

The general technique for partitioning algorithms 

and data is not new. These methods are fairly common and 

straightforward. Where this thesis delves into new 

territory is in the hardware implementation of the 

algorithms. The vast majority of the current techniques 

for implementing algorithms employ the notion of using 
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computers or microprocessors to do the processing [5]. In 

this thesis, the objective is to not use a microprocessor, 

rather it is to implement using components which could 

easily be put on VLSI chips using a silicon compiler. 

Thus, this thesis will rely on known techniques to 

partition the algorithms and then will focus on gate and 

component level implementations. 

1.4 Approach 

The approach taken to meet the thesis objectives 

consists of several steps. Figure 1.2 shows the steps 

followed during the thesis research. First of all, the 

algorithms themselves must be analyzed to determine how 

they operate. In doing this, places where parallelism may 

be utilized and partitioning done can be identified. 

Next, the algorithms will be partitioned. Methods for 

partitioning the algorithms are given in the following 

four sections. After partitioning, parallel structures 

will be derived. In many cases, these structures will be 

merely a set of gates and other components that work 

together to perform the required operations. Combining 

all the structures results in parallel architectures for 

the entire segmentation process. Once derived, these 

architectures must be evaluated to determine how they will 

perform. This is first done by a manual method where 

timing estimates will be determined. Since these times 
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are dependent on what form of technology implementation is 

used, there will be several values for the processing 

times depending on the technology form. To obtain other 

statistics pertaining to the architectures' performance, 

simulations will be run. The type of simulations to be 

performed are NETWORK II.5 simulations. NETWORK II.5 is a 

canned simulation package that is most often used to model 

high-level computer systems. Using this package for the 

purposes of this thesis is, in fact, an investigation into 

its flexibility. Thus, the package itself will be 

analyzed in a later chapter. Lastly, the results of the 

simulations will be discussed and recommendations will be 

made for future work. 

1.4.1 Algorithm Partitioning 

Regarding the algorithms themselves, the first 

technique for analyzing them for parallel architectures is 

to consider ways to partition the actual algorithmic 

processing. To do this, a block diagram of the functional 

requirements of the algorithms will be determined. From 

here, the actual components of the boxes can be specified. 

In some cases the specification can be detailed down to 

the gate level (and, or, adders, etc). One key objective 

of this thesis is to try to process the image without 

using a microprocessor. The reason for this is that a 

microprocessor requires too much time, as compared to just 



21 

using gates and simple adders, comparators, etc. 

Therefore, a simple component level design is what is 

desired. It is hoped that by analyzing down to such a 

level, inherent parallelism in the algorithms will be 

found and/or ways of deriving some parallel features can 

be found. Once the components have been specified, the 

basic algorithm partitioning is finished. The analysis of 

the structures will be performed later. Since it is the 

plan for the components and gates of these algorithms to 

later be put on custom VLSI chips, no analysis of DSP chip 

implementation will be given. 

1.4.2 Image Partitioning 

To further increase the processing speed, the image 

itself may be partitioned. For example, instead of having 

one processor (where processor does NOT refer to a 

programmed computer but rather to a set of gates and 

hardware components which performs a specific process) 

remap every pixel, two processors could work on the image 

simultaneously with each processor remapping half of the 

image. In a similar manner, the image could be split in 

three, four, five or more sections. Obviously, with more 

processors the algorithm can be performed faster. 

However, using the additional hardware creates increased 

costs and possible overhead due to processors contesting 

for the same pixel. Thus, architectures will be specified 
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using various degrees of image partitioning, and a 

discussion will be presented as to how much partitioning 

would be optimal. 

A note needs to be made here regarding image and 

algorithm partitioning. Since algorithm partitioning will 

be done first, when the image is partitioned the 

processors that will be working on it are the ones 

specified by the algorithm partitioning stage. Thus, the 

image partitioning stage is really a combination of 

algorithm and image partitioning. 

1.4.3 Pipelining 

The last technique that will be explored in attempts 

to increase the processing speed is pipelining. In this 

technique, new pixel values are sent into the processors 

as soon as possible in attempts to overlap processing of 

the image pixels. Thus, instead of having a processor 

totally finish processing pixel A before pixel B is begun, 

the processor may be doing some work on both at the same 

time. In using this technique, careful consideration must 

be given to the components in the processors to make sure 

that no data is lost or destroyed. In the discussions of 

the individual algorithms, pipelining, where possible, 

will be shown and discussed. 

1.5 Level of Design Detail 
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In this thesis, detailed hardware design will not be 

performed- Rather, a system level approach will be used. 

Thus, necessary components and gates will be specified for 

the architectures derived, but concerns over actual wiring 

and pin connections will not be addressed. In addition, 

clocking circuitry and the timing of the clocks will not 

be dealt with. Instead, it will be assumed that such 

circuits can be made to perform to the specifications of 

the other components. It will be left up to a hardware 

designer to select and implement the clocking circuits. 

Also, address controllers will be specified for retrieving 

and storing image pixels. For these, we will not be 

concerned with how they are implemented only that they 

perform the functions required. Again, it will be up to a 

hardware designer to make sure such a component functions 

at the necessary speeds and interfaces with the other 

system components. Requirements of such controllers will 

be specified, however, as well as what duties they must 

perform. 

Therefore, the architectures presented should be 

viewed as system level designs. In many cases, they will 

include gate-level detail, but actual breadboard 

implementations will not be given. The reason for taking 

this approach is that detailed hardware design is the job 

of a hardware designer. Detailed hardware design 
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specifics are also not required to perform a modelling and 

evaluation study of the parallel architectures. In 

addition, since one of the purposes of this thesis is to 

provide architectures which can be incorporated into 

custom VLSI chips, CAD/CAM software can be used to do the 

hardware design. 
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CHAPTER 2 

PARTITIONING OF IMAGE SEGMENTATION ALGORITHMS 

The first step in arriving at a parallel 

architecture for the image segmentation algorithms is to 

partition the algorithms themselves. The approaches 

discussed in the previous section will be used on each 

algorithm individually, then the pieces will be fit 

together to accomplish the entire process. 

2.1 Remapper 

The remapping operation is the starting point for 

the image segmentation process. The idea behind remapping 

is to alter the contrast of the image to facilitate better 

processing of it. 

2.1.1 Sequential Operation 

The remapping algorithm, in its original form, is 

basically a simple look-up table. The pixels are read out 

from a storage media (ram, disk, etc.) and passed through 

this table thereby receiving a new, remapped value. 

Determination of the table is done once and left unchanged 

for the entire image. The table equation used is: 

table(k) = [(2**b -l)k]**p 
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where: b is the number of bits/pixel (typically 8) 

k is an index running from 1 to 2**b -1 

p is the power law (typically 1/2) 

Variants of the procedure occur in the exponent p. 

Once a pixel passes through the table, its remapped 

value is stored in some type of storage media. The actual 

type of storage media will be discussed in a later 

section. The storing of the remapped values signals the 

end of the Remap operation. 

2.1.2 Parallel Operation 

The sequential form of this algorithm has the look

up table generated first, followed by the pixels being 

remapped through it. The first form of parallelism to be 

introduced is one which partitions the algorithm. This is 

accomplished by changing the remapping operation from a 

software process to a hardware one. The proposed 

enhancement would be to have a PAL (Programmable Array 

Logic) board for each distinct value of p. Then, the 

original image pixels would simply be clocked through the 

appropriate board and into the output storage media. 

Figure 2.1 illustrates the processing flow. 

2.1.2.1 Physical Implementation 

To actually implement this, the physical components 

which would be used have to be specified. The layout 



TO 'L-FILTER* 

Figure 2.1 Remap Processor 



28 

proposed is shown in Figure 2.2. In this configuration, 

the original image is stored in RAM. The pixels are read 

out of the RAM and into an 8-bit shift register (The 

original image is assumed to have 8 bit pixels) . This 

reading out process is performed by an address controller. 

Its function is merely to step through the locations where 

the image is stored and pulse the read signal to send the 

data out to the shift register. The method for data 

transfer between the RAM and the shift register is a 

direct wire connection. Once the data is in the shift 

register, it is clocked into the appropriate PAL board 

and, after this processing, into another shift register. 

From here, the method of storage is a result of the 

requirements of the next stage of processing, the L-Filter 

stage. Consequently, a discussion of this 'bridge' will 

be deferred until the L-Filter algorithm is discussed. 

2.1.2.2 Other Parallel Features 

Two other ways of incorporating parallelism can be 

implemented. First of all, to further increase the speed 

of the remap processing, the image itself can be 

partitioned into sections. Each of these sections, in 

turn, would be processed by a PAL board in a separate 

Remap Processor. Of course the address controller for 

each part would be different, to provide for each section 

to be processed by the appropriate Remap processor. 
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Figure 2.3 shows the basic scheme needed to perform this 

image partitioning. The more processors that are used, 

the faster the image can be processed. constraints occur 

in the amount of hardware that would be needed plus the 

required interface conditions between the Remap processors 

and the L-Filter processors. Again, a discussion of this 

interface is deferred until the L-Filter algorithm is 

discussed. 

The last form of parallelism that can be introduced 

is pipelining. In this method, as soon as the pixel value 

passes out of the RAM and into the shift register, the 

next pixel is being accessed and read out. Hence, some of 

the pixel access time from the RAM is overlapped with the 

PAL processing. 

2.2 L-Filter 

The L-Filter algorithm is the next algorithm to 

process the image. It, as its name suggests, is a 

filtering algorithm that uses a type of neighborhood 

filtering. The basic procedure is for a 3 X 3 window to 

be extracted from the image with the pixel under 

consideration being at the center. Then, the variances 

and means of eight ' L's will be computed. An example of 

an ' L' is given using the 3x3 window (with the pixel 

under consideration, PC, at the center) shown below. The 

pixels PC, P2, and PI make up one 'L', while PC, P8 and P9 
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make up another 'L'. 

PI P2 P3 

P4 PC P6 

P7 P8 P9 

Once all these variances and means have been 

computed, the value of the center pixel, the one under 

consideration, is replaced. The new value is the mean 

value corresponding to the * L* with the lowest variance. 

For example, if the PI, P2, PC 'L1 has the lowest 

variance, then the new value of PC would be the mean of 

PI, P2, and PC. 

2.2.1 Sequential Operation 

The sequential mode of operation of the L-Filter is 

for each of the 8 'L1 means and variances to be computed 

one after the other. In other words, the algorithm steps 

through each 'L' computing its mean and variance. Once 

all these values have been determined, the variances are 

compared. Next, the center pixel, PC, is replaced by the 

mean corresponding to the • L' with lowest variance. The 

replacement is done by writing the new value to the 

storage media or, depending on the setup, writing the 

value to an internal array. A diagram of the sequential 

operation is given in Figure 2.4. 

2.2.2 Parallel Operation 
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The starting point, once again, for considering 

parallel operation is by looking at algorithm 

partitioning. Since the filtering process requires eight 

means and variances to be computed, it is logical to think 

that they can all be calculated simultaneously. In 

addition, within the calculation of these means and 

variances, some of the intermediate values can be computed 

in parallel. The architecture used for algorithm 

partitioning is given in Figure 2.5. Descriptions of the 

blocks are given below: 

Buffered Image Data: The input to the L-Filter can 

either be a raw image file or a remapped image file. 

Regardless of the input, the L-Filter requires at least 

parts of three rows of pixels to begin processing. Three 

rows are needed because an 'L' spans across three rows of 

pixels. Whether the entire image file is available at the 

start (after remapping) or not is dependent on the 

remapping architecture. A discussion of the interface 

between the Remap operation and the L-Filter is given in a 

succeeding section. 

Window Extraction Task (WET^: This is a task which 

extracts a three-by-three window from the image buffer and 

routes the appropriate three 'L' pixels to the eight 

individual Variance and Mean Processors (VAMPS). The 

window used will be slid across the image file one pixel 
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position at a time (see Figure 2.6). 

Variance and Mean Processor (VAMP^ : This is a 

processor which accepts the three pixels from the WET and 

computes the mean and variance of the 1L*. Note that in 

Figure 2.6 eight VAMPs are shown. This is done so that 

all the mean and variance values for the eight • L's are 

determined in parallel and hence are available to the next 

stage at the same time. The physical layout of the VAMP 

is given in Figure 2.7. Note that many of the 

calculations may be done in parallel (i.e. the three 

square operations can be done in parallel while the first 

add is also being done) . The values from the top and 

bottom branches should arrive at the subtract block at the 

same time, thereby avoiding any bottleneck problems that 

may occur. The incorporation of even a single set of 

eight VAMPs should introduce a processing time savings of 

approximately one-eighth. A complete analysis of the 

performance is given in a later chapter. 

Minimizing Logic: This stage of the architecture 

receives the eight sets of means and variances from the 

VAMPs and determines the minimum variance and 

corresponding mean. Diagrams of the necessary logic are 

given in Figures 2.8a and 2.8b. In these figures, the 'D' 

flip-flops are used to keep track of the ' L' whose 

variance is determined to be the minimum. Flip-flops D7, 
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Dll, and D10 make up the three-bit address of the 'L* with 

the lowest variance. This address is then routed to the 

Replace Operation. Thus, in effect the variances computed 

by the VAMPs are strictly used to determine this three-bit 

address. The process basically uses the 16-bit variances 

to determine a three-bit result. This address, and not 

the variances, is what is important in this stage. 

Replace Operation: This operation replaces the 

center window pixel (the pixel under consideration) with 

the mean determined by the Minimizing Logic. An obvious 

implementation of this is a simple gating circuit or a 

write operation. 

2.2.2.1 Bridge Between Remap and L-Filter 

The physical bridge between the Remap Processor and 

the L-Filter is dependent on the requirements of the L-

Filter. In the filtering process, parts of three rows of 

pixels are needed to provide the three-by-three window 

required. In order to efficiently and quickly provide the 

needed pixels to the L-Filter, the output of the Remap 

Processor will be clocked through a series of shift 

registers and FIFOs. Figure 2.9 shows the implementation 

of this bridge. The shift registers denoted by asterisks 

will have their values clocked out and these, in turn, 

will make up the pixel values needed for the eight VAMPs. 

The progression of the data through the registers and 
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FIFO's is needed since the three-by-three window shifts 

across the image. The FIFOs will hold a number of pixels 

equal to the row size minus three. These three pixels 

are, of course, the ones needed in the window. FIFOs are 

used instead of having a full row of 512 shift registers 

since shift registers are costly and require a lot of 

space on circuit boards. After the pixel value has 

reached the last shift register, its value can be 

discarded since it is no longer needed. Figure 2.10 

demonstrates that this method does, in fact, provide the 

necessary three-by-three window. 

2.2.2.2 Physical Implementation 

The physical implementation of the L-Filter is 

presented in three parts. The first part is the clocking 

of the bridge pixels (as discussed in the previous 

section) into the inputs of the adders, etc. in the 

individual VAMPs. The outputs of these bridge shift 

registers are hardwired into the VAMPs. Once inside the 

VAMPs, the physical implementation is virtually the same 

as that shown in Figure 2.7. Once all the means and 

variances have been computed, they are stored in registers 

and the next phase, the Minimizing Logic, begins. This 

stage is shown in Figure 2.8 and shows that the registers 

containing the variance values are clocked through a 

fairly complex comparator circuit. Note that after the 
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last comparison is performed, voltage values must be sent 

through some combinational logic gates in order to set the 

•D' flip-flops. These, it should be remembered, contain 

the address of the lowest variance. This address will be 

called P2, PI, and PO and will be used in the next stage. 

Once this three-bit address has been determined, the 

final process of replacing the current center pixel value, 

PC, with the filtered value can be accomplished. The 

physical implementation of this is shown in Figure 2.11. 

Here, P2, PI, and PO are shown as being the inputs to a 3-

to-8 multiplexor with the output of the mux being the 

clock signal to one of the eight mean registers. Once one 

of these registers have been clocked, its value will be 

clocked again. This time the value is moved into a shift 

register which will be used as a bridge to the next stage. 

This bridge will be similar to the one between the 

Remapper and the L-Filter. The only difference is that 

since the next stage (either the Set-Threshold or Labeler) 

only needs parts of two rows of data, less registers and 

FIFOs are needed. Figure 2.12 shows this arrangement. 

Also, since the filtered values will be needed later (if 

the Set-Threshold algorithm is performed), the filtered 

values will be stored in HAM. This will be done by having 

an address controller step through the locations where the 

filtered image is to be stored and simply write the output 



clock 
signals 

bit by bit 
anding 

Q7 

C
M
 

*
*
 

&
 

A
 3 to « 

MUZ 

Lmean 1 1 

C
M
 

*
*
 

&
 

A
 3 to « 

MUZ 
Q l l  

C
M
 

*
*
 

&
 

A
 3 to « 

MUZ 
rfr>Aan 9 f 

PO 

3 to « 
MUZ ; [ 

• 

1 
Q10 

PO 

3 to « 
MUZ ; [ 

• 

1 
Q10 

3 to « 
MUZ ; [ 

• 

1 

D 

D 

-¥ SR 1 . Set -Threshold 
Bridge 

RAM 

Controller 

Figure 2.11 Implementation of Final 
Minimizing Logic Processing 



Minimizing 
Logic 

SR SR SR SR 

"TO SET-THRESHOLD" 

SR SR SR 

"TO SET-THRESHOLD" 

Figure 2.12 Set-Threshold (or Labeler) 
Bridge Implementation 



48 

of the shift register containing the pixel value into the 

correct location. This process is shown in Figure 2.11. 

A comment needs to be made at this point. The 

address controller must have additional capabilities to 

know when to begin writing data to the RAM. Also, it must 

know how to handle edges. The L-Filter algorithm calls 

for edges to be padded with zeros. Thus, the controller 

must have a counter to know when an edge is present and 

know to write a zero into the RAM at that time. Since 

this is not the general case, and since it is hardware 

design specific, its implementation will not be discussed 

here. At this point, the RAM will contain the filtered 

value of the pixel and arrangements have been made for 

these values to get to the next processing stage. 

2.2.2.3 Other Parallel Features 

Using algorithm partitioning provides for a very 

significant processing time savings. Other methods also 

exist which can cut this time significantly. The first of 

these is image partitioning. In this approach, the data 

is split into parts and each part will be processed by a 

separate L-Filter processor. (In this context, an L-

Filter processor is the entire filtering equipment with a 

set of eight VAMPs.) A typical scenario showing the 

implementation for the image split in half is given in 

Figure 2.13. As is evident, the system appears identical 
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to the one presented previously except that there are two 

of them with each one working on half of the data. 

Considering this scenario further, it is apparent 

that by increasing the number of L-Filter processors the 

processing time can be cut drastically. However, with the 

increased speed will come increased hardware. Also, the 

issue of boundaries of data partitioning must be 

addressed. A decision on how to partition the image is 

dependent on the overall system architecture and is 

governed by the cost and complexity factors. A complete 

discussion of this issue appears in a later section. 

The second technique for speeding up the processing 

is to use pipelining. With this technique, the data is 

sent into the VAMPs as soon as the old value has cleared 

the square blocks. This allows for some time savings 

since the adders and other blocks can be working almost 

constantly. The full availability of using this technique 

depends on many factors. Among them is the rate that 

pixels are made available to the L-Filter. For instance, 

if a new pixel gets to the L-Filter every 200 nsec and if 

the filtering process without pipelining requires only 100 

nsec, then it is not necessary to use this technique, nor 

is it possible. The general term for this type of 

consideration is called load-balancing. A discussion of 

it is presented in Chapter 3. 
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2.3 Set-Threshold 

The Set-Threshold algorithm is an algorithm which 

computes a threshold to be used by the labeling process. 

In addition, it computes another statistic, the c-flag, 

which is used in other future processing. If the user has 

his own threshold already selected, this algorithm can be 

bypassed. However, if he doesn't then this algorithm must 

be run to determine a good value. One note needs to be 

made here, the labeler algorithm (which follows this one) 

is very dependent on the value of the threshold. Thus, 

the user may decide to experiment with the value selected. 

Running of this algorithm provides a good place to start 

this selection process. 

2.3.1 Sequential Operation 

The Set-Threshold algorithm operates by reading in 

the pixel values and then computing several statistics. 

These statistics are: a summation of all the pixel values 

(mu) , a summation of the squares of the pixel values 

(sigma), a summation of the differences of the pixel value 

and its neighbors' pixel values (mu_d), and a count of the 

pixels (countd) . Each pixel value is read into the Set-

Threshold Processor, and the statistics are calculated. 

Once all the pixels have been processed, the mu, mu_d, and 

sigma values are modified. Their values are determined by 

the following equations: 
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mu = mu/(# of image lines (nl) X # of columns (nc)) 

sigma = square root ((sigma/nl*nc)-mu*mu) 

mu_d = mu_d/countd 

After these new values have been computed, the threshold 

selection continues by employing the following algorithm: 

If mu/sigma is: <2 then T = mu_d -1 and c-flag = 0 

< 3 or >5 then T = mu_d +1 and c-flag = 1 

else T = mu_d +2 and c-flag = 2 

Alas, even now the threshold calculation is not 

complete. The last step is to see if T>15. If it is, its 

value is reduced by two. 

At this point, calculation of the threshold is 

complete. The pixel values used as inputs will need to be 

saved and used as inputs to the Labeler. If a RAM is 

used, then there is no problem. If some other form is 

used (such as shift registers) then a method for 

preserving the values must be devised. Figure 2.14 shows 

the sequential form of the Set-Threshold algorithm. 

2.3.2 Parallel Operation 

The first parallel architecture approach explored 

was one using algorithm partitioning. In this approach, 

aspects of the algorithm which could run in parallel were 

studied. Once found, computing modules were specified 

which would use this parallelism in attempts to speed up 

the processing. Figure 2.15 depicts the system that was 
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studied. A description of the blocks is given below. 

Initialize Variables: This block is no more than 

an advice to the system that the registers that will be 

needed later must be cleared. Hence, the mu, mu_d, sigma, 

and countd registers must all be set to zero. 

Neighbor Extraction Task: This task extracts the 

current pixel under consideration and its horizontal and 

vertical neighbors from the image file or buffer. It 

slides a two by two window across the data moving over 

one pixel position at a time. Once the appropriate pixels 

have been extracted, the NET routes them to the next 

stage. Figure 2.16 shows the operation of the NET. 

Intermediate Statistic Computation Processor 

fISCOPI: As described in the previous section, the 

determination of the threshold value proceeds in several 

distinct steps. The first step is to determine the 

summations of the pixel values. To do this piece of 

processing efficiently, a separate module will be 

specified. 

The ISCOP functions by accepting the three pixels 

from the NET and then computes the necessary statistics. 

There are three cases for ways to process the pixel values 

depending on the pixel position (top & bottom edges, side 

edges, or the general case) . For simplicity, only the 

general case will be presented. The parallel architecture 
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specification for the ISCOP is given in Figure 2.17. Note 

that many of the calculations may be performed in 

parallel. Furthermore, pipelining may be done by having 

subsequent pixels enter the ISCOP after the current group 

has passed a certain stage (namely the square operation). 

Output from the ISCOP is the registers containing the 

computed values. These are passed to the FISCOP where the 

final determination of ' T1 is done. 

Final Statistic Computation Processor (FISCOP): 

This processor is initialized when the ISCOP finishes, 

and it receives summation values stored in the ISCOP 

registers. Processing in this phase is done in two parts. 

First of all, the final values for mu (done by dividing 

the summation value by the total number of pixels), sigma, 

and mu_d must be computed. From these values, 'T1 and c-

flag are determined. Figure 2.18 depicts the first stage 

of the FISCOP. From this diagram, note that if the number 

of lines and the number of pixels is constant (which it 

should be) , then no multiplication is needed and the 

constant value can be fed directly into the division 

block. If it is not constant, this multiplication can be 

done while the ISCOP is processing. By far the slowest 

part of this stage is the sigma determination. This is 

due to the square root operation that must be performed. 

Stage two of the FISCOP is the actual determination 
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of 'T' and c-flag. This is started after stage 1 

completes and is composed mainly of comparators. Figure 

2.19 gives the diagram for the processing in this stage. 

Note that the outputs of the comparators send signals to 

gating circuitry which give T and c-flag their values. 

The given form of the Set-Threshold processor speeds 

up the determination of the threshold by taking advantage 

of parallelism inherent in the algorithm. Furthermore, by 

pipelining the data through the ISCOP the processing time 

can be further reduced. However, parts of this are still 

sequential. The FISCOP must wait for the ISCOP to finish 

before it can do its work. Realizing that there is no way 

around this, the above architecture provides the next best 

thing. To further increase the processing speed, image 

partitioning must be combined with this structure. A 

discussion of image partitioning will be made in a 

following section. First, however, implementation of the 

stated architecture will be discussed. 

2.3.2.1 Physical Implementation 

Implementation of the architectures presented in the 

previous section would require a good deal of detailed 

hardware design. It is not the intention of this thesis 

to do hardware design. However, the actual components 

needed will be specified. It will be left up to a hardware 

designer to deal with the synchronizing of all the parts 
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and how to incorporate clocking and other necessary 

details. With that stated, the following shows the 

physical components needed. To start off, the input to 

the Set-Threshold comes from the bridge with the L-Filter. 

This bridge is similar to the one between the Remap and L-

Filter. The incoming pixels are sent into the ISCOP. 

Figure 2.12 shows this process. 

Once inside the ISCOP, the pixel is processed 

according to the layout of Figure 2.17. Once all the 

pixels have run through, the values in the registers will 

be needed by the next stage, the FISCOP 1 stage. The 

hardware needed has been shown in Figure 2.18. Again note 

that it would be up to the actual detailed hardware 

designer to determine when exactly this stage is to start 

and when the ISCOP processing is done. For example, a 

counter may be put in which keeps track of all the image 

pixels. Once all the pixels have been processed by the 

ISCOP, the counter would send a signal to start the FISCOP 

1. 

Once the FISCOP 1 stage is done, the final 

processing, the FISCOP 2 stage, proceeds. The components 

for this have also been shown previously, in Figure 2.19. 

2.3.2.2 Other Parallel Features 

In attempts to further speed up the Set-Threshold 

processing, two other methods are available. The first is 



63 

pipelining and its use has been discussed in previous 

sections. The other method is image partitioning where 

the image file is partitioned and processed in sections. 

Figure 2.20 lays out the scenario used to consider data 

partitioning. (For this scenario, the image is split into 

two parts. Obviously, upon actual implementation the data 

can be split into as many parts as the user desires.) 

Each partitioned section will have its own NET and ISCOP. 

Once the ISCOPs finish their processing, though, their 

results must be summed prior to being sent to the FISCOP. 

This is needed because the ISCOPs perform summations of 

sections of pixel values and the FISCOP requires 

summations for the entire image. A layout of the physical 

components needed to implement this extra stage is given 

in Figure 2.21. As can be seen, simple adder circuitry is 

all that is required. Once at the FISCOP, processing 

proceeds in the same manner as previously described. 

Thus, to incorporate image partitioning into a 

system, multiple processing subparts are needed but still 

only one FISCOP is used. As expected, the more the image 

is partitioned the faster it can be processed. However, 

more hardware would be needed and the issue of boundary 

handling would become more complex. Similar methods to 

handle the boundaries as previously discussed would be 

needed. Much as was the case with the L-Filter processor, 
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these issues become the major constraints when determining 

just how much to partition the data. 

2.4 Labeler 

The Labeler is the last algorithm that will be 

discussed in this thesis. Its function is to accept 

filtered pixel values and by using a threshold (either 

input by the user or computed by the Set-Threshold 

algorithm) determine a label map of the image. The label 

file size exactly parallels that of the image file with a 

one-to-one correspondence between a pixel value and an 

assigned label. The use of the label map is to show 

which pixels are part of particular regions. Pixels 

receiving the same label value are, obviously, parts of 

the same region. 

2.4.1 Sequential Operation 

Once a threshold has been given to the Labeler, it 

begins processing the filtered pixel values. Labels are 

assigned by comparing some computed values to the selected 

threshold and also by considering the label values of the 

neighbors. For every pixel in the image (except for the 

edges) , two values are computed, DH and DV. DH is the 

absolute difference between the pixel value under 

consideration and the pixel value of the horizontal left 

neighbor. DV is the absolute difference between the pixel 
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values of the pixel under consideration and its top 

vertical neighbor. At some of the edges, of course, one 

of these values will not be able to be computed. However, 

since the edges are padded with zeros by the filtering 

process, they will not be dealt with here. Label 

assignment begins with the first pixel position receiving 

the label value 1. Then, all the other labels are 

determined by the method stated above. For the general 

case, Figure 2.22 shows a flow chart that diagrams this 

process. In this chart are the notations L(x,y). This 

means the label assigned to the x,y pixel position. So, 

for Case 'A' if DH is greater than the threshold and DV 

is less than or equal to the threshold, then the label to 

be assigned is the same label that the vertical neighbor 

has. Further down in the chart is the notation L(x,y) = 

Next_Label. For this case, there is a counter which has 

the next label value to be assigned. If the criteria for 

this case is met, then a new label is assigned. The other 

special case in the chart is where a merge labels command 

is given. In this case, the current pixel position is to 

be given the minimum label of its neighbors (the top 

vertical and left horizontal) and then these three should 

all be given the same label. The merging, however, 

creates an interesting situation. 

Once a label has been assigned to a pixel position, 
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that value is written into a label file. The Labeler then 

goes on to the next pixel position. If later on, a pixel 

position is to have its label altered by merging, some 

efficient method must be employed to accomplish this. For 

example, if halfway through the image it is determined 

that label two and label three should be merged, it does 

not make sense that all the previous label threes should 

immediately be changed to a label two. Not only would 

this take a lot of processing time, but there is no 

guarantee that in the future that label two may not get 

merged with label one! To solve this problem, label 

merging is handled by using a Label Equivalence Table. 

The Label Equivalence Table, or LET, is a vector of 

numbers with each vector position value having a value 

equal to its index position. In other words, in index 

position one, is the value one. In position two is the 

value two, and so on. Figure 2.23 shows this table and 

how it is set up. When a label is to be merged, it is 

done by noting the required merging in this table. For 

example, if label 4 is to be merged with label 3, then in 

index position 4, the value of four is replaced with the 

value three. (Note the use of the smaller label value. 

This is done to keep the numbering of the labels starting 

at one and increasing.) Of course, label three could 

later be merged with label two. Handling this would 
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require changing the value in the third index position to 

two as before. But then what about label four? It 

currently has the value of three, which has been merged 

with two? The answer to this lies in a clean-up process 

which takes place after all labels have initially been 

assigned. Once this occurs, the LET is updated to handle 

just the case described above. In that case, the value in 

index position four would also be changed to a two. Next, 

the entire label map would be remapped by using the LET to 

handle the called for merges. 

Once the label file has been remapped, the labeling 

process is finished. In actual processing, the next step 

would be to carry on with other algorithms to refine the 

label and image files. However, this thesis will not 

deal with those additional algorithms. Figure 2.24 shows 

the complete sequential processing flow. 

2.4.2 Parallel Operation 

Once again the first parallel architecture scheme 

considered was one utilizing algorithm partitioning. The 

scenario of this approach is given in Figure 2.25. 

Descriptions of the blocks follow. 

Set-Threshold Processor: Described in a previous 

section. 

Initialization task: The function of this task is 

to initialize the Label Equivalence Table (LET) used by 
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the Labeler to accommodate merging of labels. The LET is 

basically a modifiable look-up table previously discussed 

and shown in Figure 2.23. The table has an index into it 

and a corresponding label. At the start of the 

processing, these two values are identical, (i.e. table(k) 

= k) • 

Neighbor Extraction Task (NET) : This task is the 

same as the one described in the Set-Threshold section. 

It operates in exactly the same way. Figure 2.16 shows 

the function of the NET. 

Labeler Processor (LAP^: This processor receives 

the three pixels from the NET and determines the proper 

label. It is here where the actual labels are assigned. 

As the algorithm requires, modification of the LET is 

performed here if merging of labels occurs. Once all 

pixel positions have labels, the label file passes to the 

update task. Implementation of the LAP is presented in 

the next section. 

Update Task: Work done here is to receive and remap 

the Label Equivalence Table. This new LET will then be 

used by the STAT processor to remap the label file. 

Figure 2.26 shows the remapping of the LET. The equation 

used is: 

table (k) = table (table (k)) 

Implementation of this is discussed in the next section. 
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Statistical Processor fSTAT): Once the original label 

file has been computed and the LET remapped, the label 

file gets remapped through the LET. The equation used for 

this is: 

for I = 1 to Number of Lines 

for J = l to Number of Columns 

Label (I,J) = table (Label (I,J)) 

next J 

next I 

Implementation of this equation is also presented in the 

next section. At this point, the labeling process is 

completed. 

2.4.2.1 Physical Implementation 

To physically implement the architectures given in 

the previous section, the data flow of the entire image 

segmentation process must be known. For example, if the 

Set-Threshold algorithm is to be run, then the 

architecture will be set up one way. If the threshold is 

input by the user, then the architecture would be laid out 

a different way. This is due to the bridging needed 

between the algorithms. If Set-Threshold is performed, it 

finishes its processing by writing the filtered values to 

RAM. Then, the Labeler would begin by reading the 

filtered values out from RAM and into a shift register. 

From here, the data flow into the processor mimics that of 
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the bridges previously described for the L-Filter and Set-

Threshold. The bridges would use a series of shift 

registers and FIFOs to create a window to be slid across 

the image. If the Set-Threshold is NOT run, then the 

bridge needed to start the labeling process is already in 

place, having been created by the L-Filter processing. 

This is because the requirements needed for the labeler to 

start its processing are identical to the requirements 

that the Set-Threshold requires. 

Once the proper pixels have been identified for use 

in the labeling process, they are clocked into the LAP. 

An implementation of the LAP is shown in Figures 2.27a and 

2.27b. Note the places where a control signal is 

generated. A control signal is one that states which 

value is to become the assigned label value (LV, LH, or a 

new label value). Once a control signal has been 

generated, and only one will be set high, the proper 

register will be clocked through some 'or-gate' circuitry 

to become the assigned label. Figure 2.28 shows how the 

label will finally be assigned. The label will be 

clocked into a shift register which will later be written 

into the label file (a section of RAM) . Since the LAP 

needs to keep track of the labels of the horizontal and 

vertical neighbors, a series of shift registers and a 

FIFO, similar to the bridges previously described, will be 
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used to hold these values. The shifting does the sliding 

across of the needed window. Figure 2.29 shows this 

process. Note where the label value is written into the 

label file. The address controller is there to make sure 

the labels get written into the proper positions. 

One of the control signals generated by the LAP 

calls for merging to be done. This is implemented by 

having a controller for the LET. This controller would 

act upon receiving the control signal and would write the 

proper label (min (LH,LV)) into the proper address (Max 

(LH,LV)). Figure 2.3 0 shows this process. 

Once the label assignment process has been 

completed, the LET must be updated and the label file 

remapped. Figure 2.31 gives the implementation of the LET 

updating process. Basically, the LET is stepped through 

beginning with the smallest index position. The data is 

read out by the LET address controller, and the data and 

index values are compared. If they are the same, the 

address controller receives a signal instructing it to 

move on to the next index position. If, however, the data 

and index are not the same, then several things happen. 

First of all, the data from the LET will become the new 

index value and a control signal is sent back to the 

address controller. It should be obvious that the address 

controller needed requires more sophistication than a 
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simple counter circuit. Once the controller receives this 

signal, it pulses the read line and a new LET value will 

be read out (from the new index position used). This new 

data, call it data2, will then be the input data for the 

original index address. A write operation into the LET 

will be performed. Then, the address controller will 

continue with its next index value. Table 2.1 summarizes 

the duties of the controller. 

The last step in the labeling process is to remap 

the label file. Figure 2.32 shows the implementation of 

this process. The LAB address controller, once again a 

fairly sophisticated one, steps through the label file 

label by label. It first reads out the label value at the 

current address position. This label values is then used 

by the LET controller as the index into the LET and the 

LET value is read out. A comparison of the label value 

and the LET data is made, and if they are the same the LAB 

controller steps to the next label position and the 

process continues. If however, the comparison yields no 

identical values, a control signal will be sent back to 

the LAB address controller instructing it that a new label 

value must be written into the label file. The LET value 

will be the input to the label file at the current address 

position. The controller only needs to pulse the write 

signal and the label value will be updated. Table 2.2 
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TABLE 2.1 
LET ADDRESS CONTROLLER DUTIES 

1. For the case Index = Data 1 
* Read from LET at Index 
* Increment Address 

2. For the case Index ̂ Datal 

* Read from LET at Index 
* Receive control signal (index ^Dataj) 
* Read from LET (Data( address) 
* Write Data to original index (the 

controller restores the original index 
* Increment Address 
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1. For the case Label value = Datal (no remap) 
• Read Label 
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lists the duties of the label controller. The LET 

controller is simply an address controller that reads from 

the LET at the index position required (the index is the 

unremapped label value). 

2.4.2.2 Other Parallei Features 

The next case to consider when looking to speed up 

the system is pipelining. About the only place that this 

technique can be implemented is in the LAP. Here, once 

the first set of gates have been passed, the next pixel 

values may be sent into it. However, whether it is 

actually feasible to use pipelining is dependent on how 

fast the data enters the system and how long the LAP 

requires. These issues are left to Chapter 3 where timing 

concerns are discussed. 

The other parallel approach is one using image 

partitioning. Like all the algorithms previously 

discussed, the image will be split and sets of the 

processors described above will be used to process the 

image. From an architecture standpoint, using the 

multiple hardware sets is simple. Logically, however, the 

question is much more complex. Since one set of labels is 

required for the entire image, how are labels for various 

sections merged? The labeling process starts with the 

label ' l' and continues using as many labels as 

necessary. If the image is split and two labelers are 
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used each starting with label '1', what is the final 

result? These are issues that complicate any data 

partitioning approach. Presented here is one method that 

can be used to actually utilize image partitioning. It 

requires a certain degree of overhead, as will be noted. 

Figure 2.33 shows the way of splitting the data that 

will be used here. A discussion of ways to partition the 

data will be presented in the next section. In this set 

up, each labeler will process a section with its own set 

of labels. For example, the top portion may have labels 

ranging from 1 to 100 while the bottom section has labels 

ranging from 800 to 900. The actual label assignment 

process is identical to the one previously described. 

Once all labels have been assigned, an extra line pass 

over the boundary area must be done. This pass is a 

labeling pass (a pass where labels are assigned) with the 

pixels in the top row of the bottom section possibly 

receiving labels from the top section. To implement this, 

then, the needed pixels must be read out from the filtered 

data file and sent through the LAP. Figure 2.34 shows 

what is required to do this. Doing this extra line pass 

allows the labels of the top section to spill over into 

the bottom section. This is accomplished by adjusting the 

LET of the bottom section. Figures 2.35 and 2.3 6 depict 

this process. Implementation of this is done in the same 
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manner as shown in Figure 2.30. 

Once this extra pass and LET adjustments have been 

performed, all the individual LET'S must be remapped. 

This is done in a similar manner as before except that the 

bottom LET must do a complete overhaul so that its labels 

pick up where the top section's labels leave off (i.e. if 

the last label in the top section is n, then the first 

label in the bottom section must be n+1) . The 

implementation of this process is similar to that shown in 

Figure 2.31. The only difference is that for this case, 

the LET controller must keep track of the label number 

that the top portion left off with in order to get the 

desired uniform numbering. Details of this are design 

specific and will not be addressed here. Figure 2.36 also 

shows what the result is for this process. Following this 

clean-up of the LETs, the entire image must be remapped by 

sections through their individual LETs. Figure 2.37 show 

the modifications in the physical implementations needed. 

As is apparent, much overhead is incurred by using 

image partitioning. This must be considered when deciding 

whether to implement two or more labelers into the system. 

The additional hardware required is also a constraint to 

be weighed when the issue of multiple labelers is 

discussed. 

2.4.2.3 Labeler Partitioning 
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As is evident in the previous discussion, a lot of 

overhead is incurred by using multiple labelers. The 

majority of this occurs because each region uses its own 

set of labels and then a major clean-up task must be 

performed. When methods of splitting the data are 

addressed, it has been shown that horizontal partitioning 

can be accomplished. In a similar manner, vertical 

partitioning can be done with about the same amount of 

work. Instead of an extra line pass, a column pass would 

be needed. Where problems would occur would be if a 

combination of horizontal and vertical partitioning is 

used. If the image were split into quarters, for 

instance, then both a line pass and a column pass would be 

needed for the additional sections. Obviously, this 

requires substantially more overhead. Thus, partitioning 

will be restricted to either vertical or horizontal with 

no mixture. 

2.5 Partitioning Approach 

When considering system wide image segmentation 

processing partitioning approaches, several issues arise. 

First of all, should the amount of partitioning be the 

same for each algorithm? For example, using a single 

remapper with two or more L-Filter processors. Also, 

should one stage partition the data vertically while other 

stages partition the data horizontally? While it is 
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certainly possible to incorporate these methods, would 

they be better? 

From this discussion, it is clear that there are 

many ways to handle the partitioning. The method selected 

will directly affect the complexity of the architectures 

and the amount of hardware required. For the purposes of 

this thesis, only horizontal partitioning with equal 

amounts of partitioning per stage will be used. Thus, if 

two remappers are used (splitting the image in half) then 

two L-Filter processors will be used with each operating 

on half of the image. Therefore, for each section of the 

image, a complete ISP set will process it. This approach 

will prove to be a fairly easy method and also will 

provide good results. 
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CHAPTER 3 

TIMING ESTIMATES OF ALGORITHMS 

In this chapter, timing considerations for the image 

segmentation process will be addressed. When doing such 

an analysis, implementation of the system is a major 

concern. Although physical implementations for each of 

the algorithms has already been shown, the technology to 

be used and actual timing figures have not been discussed. 

This chapter will look at implementations of the 

architectures using three current technologies and will 

present timing results. 

Since this thesis deals with two partitioning 

methods, timing analysis will be given for each type. The 

first type, algorithm partitioning, is relatively easy 

since this method has already been shown and discussed. 

For image partitioning, there are many ways that the image 

can be partitioned. For example, the image may be 

partitioned vertically or horizontally and into various 

numbers of parts. Thus, to limit the scope of this 

discussion, some sample cases will be given and timing 

analysis will be performed on just these cases. 

3.1 Current Technology Timing Considerations 
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Three of today's current integrated circuit 

technologies are Schottky-TTL, Complimentary Metal Oxide 

on Silicon (CMOS), and Emitter Coupled Logic (ECL). These 

technologies are popularly used in industry today. The 

characteristics of each are summarized below: 

S-TTL: By far the widest used integrated circuit 

technology today. It is best used for applications 

requiring up to a 25 MHZ clock speed, and it has a lower 

density of gates. Also, it has a low susceptibility to 

static damage. 

CMOS: A MOS process, this technology is similar in 

speed characteristics to S-TTL. It does require less 

power per Kilohertz than S-TTL, though. In addition, it 

has a higher density of gates than S-TTL. 

ECL: This technology is the fastest of the three. 

It can operate at 50 MHZ and beyond. The down side is 

that it requires the most power of the three, and the 

voltages it uses are non-standard. For example, ECL uses 

-.3 and -.1 voltages while S-TTL uses +5 volts. In 

addition, ECL circuitry is highly susceptible to noise. 

Thus, the only real advantage to this technology is its 

incredible speeds. 

In performing the timing analysis for the image 

segmentation algorithms, these three technologies will be 

used. Separate results will be given for each type. It 
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will be left up to the implementor and hardware designer 

to determine which type they choose to use. 

3.2 Timing Approach 

The approach used to perform the timing analysis 

will be to look at the physical implementations presented 

in the previous chapter and then to arrive at timing 

values for each of the components. For example, when 

studying the Variance and Mean Processor (VAMP) in the L-

Filter, the processing time will be determined by adding 

up the times for the adders, multipliers and comparators. 

Thus, the starting point will be to get these times for 

the adders, etc. from S-TTL, CMOS and ECL data books. 

Then, for each algorithm, the number and types of 

components will be determined and the corresponding times 

will be summed. Once again, it must be mentioned that a 

detailed hardware design of the architectures is NOT being 

performed. Rather, the components needed are being 

specified. It will be left up to the implementor to do 

the detailed hardware design. Thus, it will be assumed 

for our purposes that all the address decoders and 

controllers can operate within the time limits of the 

other components in the systems. 

Using this approach, timing values will be 

determined for each algorithm. Because the algorithms 

must all fit together, an analysis of the data flow must 
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be made and the load should be balanced to obtain utmost 

efficiency. These matters will be addressed in following 

sections. Because our timing values are taken from 

typical values presented in data books, and because these 

values are merely estimates, we will add, a ten percent 

overhead value to the times required for each algorithm. 

Appendix 1 contains tables of timing values for the 

various technology components that will be used in 

performing the algorithm timing analysis. The source of 

information for these tables is manufacturers data books 

for S-TTL, CMOS and ECL [18], [19], [20]. For each 

algorithm, the components needed will be identified, and 

one of these tables will be consulted to get the timing 

values. The individual component values will then be 

totalled to get an estimate for each algorithm. 

3.3 Architecture Timing Estimates 

The individual algorithms will be analyzed first to 

determine their timing requirements. Next, they will be 

put together to perform the entire image segmentation 

process. After load balancing, an estimate of the total 

required time will be determined. At this time pipelining 

will also be addressed. Lastly, image partitioning 

techniques will be studied and through case studies, 

timing values for these architectures will be determined. 

To present the way the times are determined, S-TTL 
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values will be used in the explanation. After this is 

done, timing analysis using the other IC technologies 

follows in much the same manner. Thus, only the estimate 

values will be presented for ECL and CMOS. Estimates 

will be computed for 512 x 512 pixel images and for 64 x 

64 pixel images. The reason for considering the smaller 

size image is that when the simulations are performed, 

constraints exist which don't practically allow for a full 

512 x 512 image to be considered. Thus, the smaller image 

will be simulated and its performance compared to its 

estimate. It is assumed that the 512 x 512 image will 

compare much in the same way as the 64 x 64 size. 

3.3.1 Algorithm Estimates 

The image segmentation process gets underway with 

the remapping operation. Thus, that will be the first 

algorithm to be discussed and a timing estimate 

determined. Figure 2.2 shows the physical implementation 

of the Remap algorithm. From this, it can be seen that 

the process begins with an 8-bit pixel- value being read 

out from RAM. From the S-TTL specifications, an average 

access time for a RAM is 200 nsec. From here, the data is 

clocked into an 8-bit shift register, through the PAL 

board and into another shift register. Times for these 

are 40 nsec each. Thus, the total time needed for the 

Remap process is 320 nsec. The time ends when the data is 
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clocked into the second shift register because then the 

previous value of this register is shifted out to the L-

Filter stage. Adding the 10 percent overhead leaves us 

with a final value of about 360 nsec. 

The L-Filter stage is next and begins with the 

output of the Remap Processor. Since a three-by-three 

window is needed to process a pixel and since an edge 

can't have this window, the edges are merely padded with 

zeros. Obviously this doesn't require much processing 

time. However, since the image is so large, 512 by 512, 

we will present the analysis for the general case and just 

make the edges take the same amount of time. 

The L-Filter stage begins with the data being sent 

into the VAMP. Figure 2.7 shows the physical 

implementation of this structure. To determine the 

processing time of the VAMP, the individual times for the 

various blocks are totalled. The times for the components 

are taken from the S-TTL table already presented. The 

requirements of the top branch of the VAMP are as follows: 

8-bit add (25 nsec) + 16-bit add (45 nsec) + 2 16-bit 

multiplies (Div, Sguare4) (206 nsec) = 276 nsec total. 

Note the use of the 16-bit add. This is needed to ensure 

accuracy in performing the addition of the third pixel to 

the sum of the first two. If high pixel values are added, 

the full 16 bits are needed. Due to this 16-bit addition, 



105 

a 16-bit multiplier is needed to handle the required 

division. The output of this multiplier will be 32 bits, 

however, the value will be truncated to 16 bits. Lastly, 

the square4 operation is performed. This also requires a 

16-bit multiplication. 

From the figure, it can be seen that truncation is 

needed in several places. This is done by simply taking 

only the required number of bits. For example, when the 

32-bit values are being truncated to 16-bit ones, only the 

most significant 16 bits will be sent on to the next 

stage. The analysis won't be shown here, but this simple 

process gives results with no loss of accuracy. 

The requirements of the bottom branch is one 8-bit 

multiply, two 16-bit adds, and a 16-bit multiply. The 

total time for this is 2 63 nsec. Since the subtract block 

at the end must wait until both values are present, the 

longest of the two branch times is the one used to compute 

the total required time. Thus, the time for the VAMP to 

do its processing is: 

Time for longest path (276 nsec) + 16-bit subtract 

(45 nsec) + shifting into Variance Register 

(40 nsec) = 361 nsec. 

Adding the 10% to this leaves us with 397 nsec. For our 

estimates, we will use a round figure of 400 nsec. 

At this point, the means and variances have been 
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determined by the VAMPS. In addition, the variance is 

stored in a register for later use. The next stage is the 

Minimizing Logic stage and attention is now directed to 

its timing considerations. 

Figure 2.8 shows the implementation discussed for 

the Minimizing Logic stage. From this diagram, the timing 

aspects can be determined in the same manner as for the 

VAMP. Figures 3.1a and 3.1b are copies of Figures 2.8a 

and 2.8b with the timing process filled in. The process 

finishes with the flip-flops Dll and D10 receiving their 

values. 

From the figure, summing all the individual times 

the total time required until the three flip-flops are set 

is 235 nsec. To complete the Minimizing Logic stage, this 

3-bit address must be used to clock the proper mean value 

to the next stage. Figure 2.11 depicts this process. The 

time required is as follows: 15 nsec for the 3-to-8 

multiplexor, 40 nsec to clock the proper mean register, 22 

nsec for the combinational logic, and 4 0 nsec for the 

final clocking. Thus, the total time required for this 

stage is 352 nsec. Adding the 10% yields a figure of 390 

nsec required for this stage to be completed. At this 

point, the proper mean value has been clocked into one of 

the series of shift registers that will take it to the 

Set-Threshold stage and also store the value in a filtered 
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data file. 

The Set-Threshold algorithm, as previously 

discussed, is broken up into three parts: The ISCOP, 

FISC0P1, and FISCOP2. Timing of each phase is considered 

separately. The detailed implementation of the ISCOP is 

shown in Figure 2.17. Figure 3.2 duplicates this figure 

but adds timing information for all the components. An 

important thing to note is that the registers used should 

all be 32-bit registers in order to handle the summations 

that are occurring. The large summations are caused by 

adding 512 X 512 pixels with values ranging up to 255 

each. From this figure, it is apparent that the longest 

path for the ISCOP is the calculation of mu_d. The time 

required for this is 247 nsec. Adding the 10% overhead 

leaves a processing time of 271 nsec. For simplicity, 280 

nsec will be the figure used for the timing estimate. 

Figure 2.18 shows the FISCOP1 processing. Just as 

was done for the ISCOP, Figure 3.3 is a repeat of this 

figure with the timing values added. The time for the 

longest path, the one computing the sigma is: 200 + 116 

+45 + 116 + 40 = 517 nsec. With the 10% added, we arrive 

at a figure of 569 nsec. For simplicity, 580 nsec will be 

used as the timing estimate for this stage. 

Figure 3.4 is a copy of Figure 2.19 and shows the 

processing of FISC0P2 with the timing values added. In 
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order to arrive at a proper estimate, the longest branch 

must be considered. This occurs if all the gates and 

components have to be traversed in order to determine the 

threshold and c-flag values. The time for the longest 

branch is: 200 + 35 + 10 + 12 + 8 + 12 + 12 + 10 + 35 + 

12 + 12 + 10 + 40 = 408 nsec. With the 10% added a 

figure of approximately 440 nsec is determined, and this 

figure will be used. At this point, a threshold value has 

been determined and the labeling process may begin. 

The labeling process begins, if the Set-Threshold 

operation is performed, with a filtered pixel being read 

out of RAM. Thus, the timing estimate must include 200 

nsec for this read operation. As discussed in Chapter 2, 

the labeling process is broken into three parts. The 

first part (called LABI) handles the reading of the data 

from RAM and sending the pixel to the LAP. The second 

part is the LAP (also later called LAB2) , and the last 

part is the writing of the label into the label file 

(called LAB3). After the read operation, the only other 

function of the first part is to clock the pixel into a 

shift register. As was previously discussed, this causes 

the contents of the register to be shifted through the 

series of registers and FIFOs. Consequently, the time 

incurred for the first part is 240 plus 10% yields 

approximately 265 nsec. 
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The detailed layout of the LAP was shown in Figures 

2.27a and 2.27b. These figures are repeated in Figures 

3.5a and 3.5b with the appropriate timing values inserted. 

It should be remembered that the actual label value can be 

determined at various points in the LAP. In the simplest 

case, the label is determined to be a new label if DV>T 

and DH>T. From the figure, a signal showing this would be 

set high at 75 nsec. However, if this is not the case, 

the label will be determined at a later time. Thus, 

variable times are possible for label determination. In 

this analysis, the worst case will be used. This would 

occur when the last series of gates would be needed, and 

this occurs at 121 nsec. After the appropriate signal has 

been set high, the proper gating of the label register 

must be done. Figure 3.6 shows the circuitry and has the 

timing values listed as well. All told, an additional 100 

nsec is needed until the LC register, holding the correct 

label value, receives its value. The worst case scenario 

would have this occurring at 221 nsec. Adding the 10% we 

arrive at a figure of approximately 240 nsec. 

To speed up the processing, pipelining can be 

incorporated. In determining when the new values may be 

clocked into the LAP, a little analysis must be done. As 

with all pipelining, no new values may be sent into a 

system until all the old values are no longer necessary to 
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arrive at the output. Thus, in this case the new values 

may be input once the actual value of the new label is 

determined. In the worst case, this occurs when a 

clocking signal is sent to the appropriate register, LV or 

LH, to cause its value to become LC. This occurs at 171 

nsec. Adding the 10%, a safe estimate for pipelining 

would be 200 nsec. 

One other case which occurs during the labeling 

process needs to be addressed. This case is where labels 

need to be merged. This has been discussed in Chapter 2 

and the implementation has also been discussed. The 

bottom part of Figure 3. 5b shows the timing of the 

circuitry needed. This circuitry determines the address 

to be used for the LET. The minimum label value, which 

will be the data inserted into the LET, has already been 

determined. Timing requirements are as follows: 58 nsec 

until the LET address is determined and then 200 nsec to 

write the data into the LET. This timing can be 

overlapped successfully with the processing of the LAP and 

the LABI stage. 

The last stage of the labeling process is to write 

the label into the label file. This is accomplished by a 

simple write statement. This would incur the 200 nsec RAM 

access delay. Adding the 10% overhead, we arrive at an 

estimate of 220 nsec. 
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Once all the labels have been determined, the LET is 

updated to handle the merges that have occurred. Figure 

2.31 shows the circuitry that was used for this process. 

In doing this updating, two cases are encountered. The 

first is where no update is necessary and the second is 

where it is needed. Thus, two timing cases will be 

discussed. Table 3.1 shows the processing and timing 

values that are needed for both cases. From this, the 

estimates of 275 and 720 nsec are determined. The 

question is, in what proportion do these cases occur. To 

answer that, many runs of data would have to be done and 

trends would have to be discovered. For the analysis of 

this thesis, a distribution of 75% not requiring updating 

and 25% requiring updating will be used. 

The last process that must be performed is 

remapping the label file. This is done to handle the 

merges that have occurred during the labeling process. 

Figure 2.32 shows the implementation of this process. As 

was discussed previously, there are two cases: the first 

where the file must be updated and the case where it 

doesn't. Table 3.2 shows the timing analysis of these two 

cases. Once again, for this thesis, a 75%/25% proportion 

will be used. 75% of the pixels will not require 

remapping while 25% of them will require it. 

At this point, all the algorithms have been analyzed 
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TABLE 3.1 
LET UPDATING TIMING ANALYSIS 

Case 1: No updating necessary 
* Read 1 pixel out of RAM (200 nsec) 
* Comparison: 8-bits (26 nsec) 

* Address Controller to increment 
using counter circuitry (20 nsec) 

TOTAL: 246 + 1038 = 275nsec 

Case 2: Updating necessary 

* Read 1 pixel from RAM (200 nsec) 
« 6-bit Compare (26 nsec) 

* AND, OR Gates (2 2 nsec) 

* Read 1 pixel from RAM (2 00 nsec) 

* Write new LET value (2 00 nsec) 

* Increment address (time overlapped witli 
write) 

TOTAL: 648 + 10& = 720 nsec 



TABLE 3.2 
Label File Remapping Timing Analysis 

Case 1: No Remapping required 

* Read 1 label value (200 nsec) 

* Read from LET (200 nsec) 

* Comparison: 8-bits (26 nsec) 

* Address Controller to increment 
using counter circuitry (20 nsec) 

TOTAL: 446 + 10% = 500 nsec 

Case 2: Remapping Required 

* Read 1 Label Value (200 nsec) 

* Read from LET (200 nsec) 

* 6-bit Compare (26 nsec) 

* AND Gate (12 nsec) 

* Write new Label Value (200 nsec) 

TOTAL: 636 + 10* = 700 nsec 
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to determine timing values. The times used have been for 

S-TTL. Table 3.3 and 3.4 summarize the timing values for 

ECL and CMOS. Of course, these times are not of much use 

until they are used to determine the processing time for 

an entire image. Case studies will be given in a 

succeeding section which will do just that. 

3.3.2 Data Flow Estimates 

This section will piece together the timing 

estimates of the individual algorithms to arrive at timing 

estimates for the processing of entire images. In so 

doing, there are several cases to consider. For example, 

will the Set-Threshold be performed or will the Labeler 

have a threshold input by the user? Will pipelining be 

used? Will image partitioning be used and to what extent? 

From these questions, it is apparent that it will be best 

to derive timing estimates for several different cases. 

These case studies will be presented in a later section. 

Another consideration is how the algorithms will fit 

together timewise. For example, if the Remapper finishes 

a pixel every 360 nsec and it takes the VAMP 400 nsec to 

process a pixel, there obviously is a problem. To 

alleviate this, load balancing will be done. A complete 

discussion of load balancing appears in the next section. 

3.3.2.1 Load Balancing 
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TABLE 3.3 
ECL COMPONENT TIMING VALUES 

COMPONENT 
PROCESSING TIME 

COMPONENT no pipe pipelining 

REMAPPER 70 40 

VAMP 150 50 

MIN LOGIC 70 55 

I SCOP 60  30 

FISCOP I 210 NOT 

FISCOP II 125 APPLICABLE 

LAB 1 50 40 

LAB 2 (LAP) 55 45 

LAB 3 40 40 

LET UPDATE 50 or 125 N/A 

LET MERGING 40 N/A 

UPDATE LABEL 90 or 125 N/A 
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TABLE 3.4 
CMOS COMPONENT TIMING VALUES 

COMPONENT 
PROCESSING TIME 

COMPONENT no pipe pipelining 

REMAPPER 740 440 

VAMP 1170 320 

MIN LOGIC 1470 1260 

I SCOP 630 290 

FI SCOP I 1390 NOT 

FISCOP II 1050 APPLICABLE 

LAB 1 540 440 

LAB 2 (LAP) 630 660 

LAB 3 440 440 

LET UPDATE 550 or 1500 N/A 

LET MERGING 440 N/A 

UPDATE LABEL 990 or 1450 N/A 
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Figure 3.7 shows the major components of the image 

segmentation processing system and the times associated 

with each. Without pipelining, it is obvious that the 400 

nsec of the VAMP is the slow point of the first part of 

the processing. Remember, the processing can be broken 

down into two distinct parts. This is due to the FISCOP's 

requirement of having to wait until all pixels have passed 

through the ISCOP before it can start its own processing. 

Thus, the first part of the processing is the Remap, L-

Filter, and Set-Threshold. The second part is the 

Labeler. However, if the Set-Threshold is not run, there 

would be no break and the labeling would have to be 

considered with the L-Filter. This case is discussed 

shortly. Since the Vamp can only process at 400 nsec, to 

efficiently balance the system, the Remap and Minimizing 

Logic should be made to run at this time too. The ISCOP 

can run at 280 nsec, or at any time between 280 and 400 

nsec. 

If the Set-Threshold is not run, then the output of 

the Minimizing Logic is fed directly into the LAP. Thus, 

the LABI block is not needed. The 400 nsec is still the 

constraint and the LAB2 (containing the LAP) stage can run 

at 240 nsec, but it will only receive a new pixel value 

every 400 nsec. 

The LET update and Label file remapping is done 
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after all labels have been assigned. Thus, they need not 

be considered for load balancing purposes. 

Considering pipelining, the Minimizing Logic stage 

is the slow stage of the first part of the processing. 

Here, pipelining can be performed but only at 320 nsec 

intervals. This was discussed when this stage was 

analyzed in Chapter 2. By using pipelining, then, each 

pixel could flow through every block through the FISCOP 

stage in 32 0 nsec intervals. For the second stage, the 

Labeler, pipelining may be done at 220 nsec intervals. If 

the Set-Threshold is not run, then the entire process may 

proceed with new pixels entering the system at 320 nsec 

intervals. Thus, pipelining incorporates a savings of 

approximately 2 0 percent. 

At this point, we have discussed the timing flow of 

all the individual components. Pipelining has been 

discussed and its time savings noted. The next step is to 

put all the components together and find the timing values 

for the entire system. In the next section we consider 

some sample cases and derive timing estimates for each 

case. 

3.3.2.2 Case Studies 

In this section, several scenarios will be presented 

and timing estimates derived for each. Various degrees of 

image partitioning will be used, and timing estimates for 
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S-TTL, ECL, and CMOS will be presented for comparison 

purposes. 

Case l: Process a 512 x 512 image using algorithm 

partitioning only, (no image partitioning) without 

pipelining and running the Set-Threshold algorithm. Using 

S-TTL times (see Figure 3.7) we have: 

The system from the Remap through the ISCOP can 

process a pixel every 400 nsec. Thus, a good estimate 

would be: 400 (512 X 512) = .105 sec. This time is 

computed first because all pixels must pass through the 

ISCOP before the FISCOP can begin its processing. The 

time for the FISCOP1 and FISC0P2 is : 580 + 440 = 1020 

nsec. Comparing this amount to the previous figure it is 

obvious that the FISCOP times are practically negligible. 

Consequently, in determining the estimates for the cases 

presented the FISCOP times will be discarded. 

Once the FISCOP stages have completed, the labeling 

process begins. The labeling components can process a 

pixel every 2 65 nsec. From this, the processing time 

required for the labeler would be: 2 65 (512 X 512) = 

0.069 sec. 

Once the labeler finishes, the LET must be updated. 

The time required here is directly related to the number 

of labels used by the process. Since the LET must be 

initialized before the number of labels is determined, and 
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since the exact number of labels can not be known until 

after the image has been processed, an average value is 

used. A safe bet is to assume that the number of labels 

will be seventy-five percent of the total number of pixels 

in the image. Using this estimate, the size of the LET 

will be made to handle 3/4 (512 X 512) = 196,608 labels. 

As was discussed in section 3.3.1, the estimate of the 

number of labels needing updating is 75% of the total 

number of labels. Therefore, 25% will incur the shorter 

processing time. The timing estimate, then, is as 

follows: 

.75 (196,608) * (275) = .041 sec 

.25 (196,608) * (720) = .035 sec 

Adding these two times yields a time of .076 sec for the 

LET update task. 

The updating of the label file is the final stage. 

Remembering that 75% of the labels will be assumed to not 

require updating, the following equations are used to 

calculate the processing time: 

.75 (512 X 512) = 196,608 * 500 nsec = .098 sec 

.25 (512 X 512) = 65,536 * 700 nsec = .046 sec 

Summing, a figure of .144 sec is determined to be the 

estimate for the Label Update task. 

Totalling all the parts, the time required to 

process a 512 X 512 image is 0.394 seconds. An 
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interesting note is that the final two stages, the 

updating of the LET and label file, account for 56% of the 

total processing time. The time required for a 64 X 64 

image to be processed is 6.16 milliseconds. The 

calculations for this smaller image are not shown here but 

follow in the same manner as for the 512 X 512 size image. 

Table 3.5 displays these values and also summarizes the 

processing times for ECL and CMOS. 

Case 2: Process a 512 x 512 image using pipelining, 

no image partitioning and performing the Set-Threshold 

algorithm. Again using the S-TTL times previously 

determined and displayed in Figure 3.7 we have: 

For Remapping through the ISCOP, the data can be 

pipelined through the system at 320 nsec intervals. 

Although the Remap can pipeline data faster (and so can 

the VAMP and ISCOP) , the speed is determined by the 

slowest component, the Minimizing Logic stage. In a 

similar manner, the Labeling process can pipeline data at 

220 nsec intervals. Using these values, the time to 

process the image is determined as follows: 

Time through ISCOP: 320 (512 X 512) = .083 sec 

Labeling process: 220 (512 X 512) = .057 sec 

LET update : .076 sec - unaffected by pipelining 

Label file update: .014 sec - also unaffected 
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TABLE 3.S 
CASE 1 TIMING ESTIMATES 

(no pipeliningJ no Image Partitions, run Set-Thresh) 

^--^TSCHNOLOGY 

IMAGE SIZE~"^-^ 
TTL ECL CMOS 

64 X 64 6.16 ms 1.46 ms 16.4 ms 

5 1 2  X  5 1 2  0-394 sec 0.093 sec 1.047 sec 

TABLE 3.6 
CASE 2 TIMING ESTIMATES 

(pipelining, no Image Partitioning, run Set-Thresh) 

'^--^TECHNOIOGT 

IMAGE SIZE"-^"-^ 
TTL ECL CMOS 

64 X 64 5-65 *ns 1.02 ms 14.5 ms 

5 1 2  X  5 1 2  0.362 sec 0.066 sec 0.952 sec 
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Thus, the total time required would be 0.3 62 seconds. 

Comparing this to the 0.394 sec value obtained in Case 1, 

a time savings of 10% is realized by incorporating 

pipelining. For a 64 x 64 image the time would be 5.65 

msec. Table 3.6 summarizes these times as well as those 

for the ECL and CMOS technologies. 

Case 3: Process a 512 x 512 image using pipelining, 

no image partitioning, and not running the Set-Threshold 

algorithm. As done with the two previous cases, S-TTL 

times will be used in developing this case study. 

Since the Set-Threshold algorithm is not being 

performed, the ISCOP need not be run. Thus, no break in 

the processing flow occurs between the L-Filter and the 

Labeler. Looking at both of these processes, it is 

apparent that the Minimizing Logic is still the slow cog 

in the system. Thus, data can be pipelined through the 

system at 320 nsec intervals. From this, the processing 

time is computed to be: 320 (512 X 512) = 0.839 sec. The 

times for the LET update and the Label File Update are the 

same as for Cases 1 and 2. Therefore, the required time 

is found to be 0.3 04 seconds. This time is 2 3% faster 

than Case 1 where, it should be remembered, pipelining 

wasn't performed and the Set-Threshold algorithm was run. 

For a 64 X 64 image the estimate would be 4.75 msec. 

These times as well as the estimates for ECL and CMOS are 
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summarized in Table 3.7. 

At this point, cases have been studied showing the 

processing of an image using only algorithm partitioning. 

The effects of using pipelining have been shown as well as 

the case where the user has supplied the threshold value. 

It was shown that the fastest time was realized when 

pipelining was used and when the user supplied the 

threshold. Now it is time to consider ways to process the 

image even faster. The following case considers image 

partitioning. As was shown in the three previous cases, 

image partitioning could be considered in combination with 

performing the Set-Threshold algorithm, not performing it, 

and many other possibilities. Since the general case for 

the image segmentation processing is to run all the 

algorithms, including the Set-Threshold algorithm, the 

total system will be considered in the final case studies. 

Also, since the main requirement is rapid processing, 

pipelining will be considered in all the remaining cases 

as well. 

Case 4: Process a 512 x 512 image using pipelining, 

running the Set-Threshold algorithm, and partitioning the 

image into two parts. As with all the cases, the S-TTL 

analysis will be shown and results for the other two IC 

technologies will be summarized in a table. 

The processing starts in a similar manner as was 
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TABLE 3.7 
CASE 3 TIMING ESTIMATES 

(pipelining, no Image Partitions, no Set-Thresh) 

^ ^TECHNOLOGY 

IMAGE SIZE""""""-—^ 
TTL ECL CMOS 

64 X 64 4.75 ms 0.84 ms 12.1 ms 

5 1 2  X  5 1 2  0.304 sec 0.054 sec 0.775 sec 

TABLE 3.8 
CASE 4 TIMING ESTIMATES 

(pipelining, 2 Image Partitions, run Set-Thresh) 

—^TECHNOLOGY 

IMAGE SIZE"" 
TTL ECL CMOS 

64 X 64 4.56 ms 0.823 ms 10.92 ms 

512 x 512 0.291 sec 52.5 ms 0.698 sec 
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done for Case 2, except that each ISP system component 

(Remap through the Update Label file task) only processes 

half the data. Thus, the time for the pixels to pass 

through the ISCOP stage is: 320 ((512 X 512)/2) =.042 

sec. At this point, the ISCOP has completed its 

processing. Since the FISCOP stages need values for the 

entire image, the register values for the individual ISP 

systems must be summed. This was explained in Chapter 2. 

The required processing is an add operation and a clocking 

operation to store the summed values back into the 

registers. 

85 (32-bit add) + 40 (clocking) = 125 nsec. 

As is evident, this is a negligible amount when added to 

the rest of the system processing time. FISCOP 1 & 2 are 

the same as in the previous cases (1020 nsec). Again, 

this is also negligible. 

The labeling process is the same as in Case 2 except 

that each ISP system only has to process half the data. 

Thus, the time incurred is 220 (131,072) = .029 sec. 

At this point, the individual LETs must be updated. 

The required time is half of that needed for Case 2: .038 

sec. Next, a line pass is required to allow the labels of 

the top half to spill over into the bottom half. The line 

pass is the labeling process working over one line (512 

pixels) of data. The mechanics of this was discussed in 
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Chapter 2. Using this process, the time required is 220 

(512) = .113 msec. 

After the line pass is done, another updating of the 

bottom half's LET is required. This incurs the same 

amount of time as before, .038 sec. The last step is to 

update the entire label file through the individual LETs. 

The time required here is the same as the time used for 

all the previous cases, .144 sec. 

Thus, the total time required to process the image 

is derived from summing all the individual parts. Doing 

this, the total is found to be 0.291 seconds. An 

important thing to note is the overhead incurred by using 

image partitioning. From the above analysis, the overhead 

is caused by the extra line pass, the summing of the ISCOP 

register values, and the extra remapping of the bottom 

half LET. The total time used for these processes is 

about 13 percent of the total processing time. This 

percentage will be an important factor to watch as the 

amount of partitions is increased. 

The time required for a 64 X 64 image is 4.56 

milliseconds. Table 3.8 summarizes this timing 

information and includes the values for ECL and CMOS for 

Case 4. 

Development of a general timing equation: From Case 

4, it is relatively easy to develop a general equation to 
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determine the processing time for a 512 x 512 image using 

pipelining, running the Set-Threshold algorithm and with 

the data partitioned N times. Such a set of equations is 

given below. 

The ISCOP will be done at: 320 (512 X 512 /N) 

ISCOP Overhead: 85 (N-l) 

FISCOP 1 and 2: Negligible 

LABI, LAB2, LAB3 : 220 (512 X 512)/N 

LET update: (75.9 E6)/N 

Line passes: 220 (512) (N-l) 

Bottom LETS updates: (75.9 E6 / N) (N-l) 

Updating entire label file: .144 sec (unchanged) 

From these equations, the processing and overhead 

times for processing an image using the set criteria and 

any N degree of image partitioning can be calculated. 

Using these equations, the time to process a 512 X 512 

image using 4 levels of partitioning is 0.256 seconds 

while the overhead is .057 seconds, or 22.4 percent of the 

total processing time. Comparing these values to the ones 

derived in Case 4, it is obvious that the overhead time is 

increasing as the processing time dwindles. Because the 

time to update the label file is set at 0.1 seconds and 

doesn't change with the number of partitions, the 

processing time can only drop to a set level. However, the 

overhead time will steadily increase with additional 
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partitioning. For example, using 8 levels of partitioning 

the processing time is 0.239 seconds while the overhead 

time rises to 28.2% of that, or .067 seconds. 

Since the overhead will steadily increase as the 

number of partitions is increased, it is logical to assume 

that a point exists where the overhead arising from 

additional partitioning proves prohibitive. Indeed a 

major point of interest is to find where the processing 

time stops decreasing and starts to rise again. This 

point will be the optimal number of partitions. Figure 

3.8 shows a graph of the processing time versus the number 

of partitions. From the graph, it is apparent that a 

point near 32 partitions is the optimal amount. Doing 

some calculations, it is found that 35 partitions is the 

maximum number of partitions that can be made before the 

processing time begins to increase. Thus, to process an 

image as fast as possible it should be split into 

approximately 35 parts. However, since a 512 X 512 image 

cannot be split into 35 equal parts, a number of 

partitions close to 35 should be used. The closest value 

which evenly divides the image is 32. Consequently, the 

fastest time to process the image occurs when the image is 

divided into 32 sections of 16 rows of pixels each. 

This optimal number of partitions, though, may not 

be the amount best suited for the user's application. 
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Factors such as hardware requirements may make 32 

partitions an unrealistic amount. As was discussed in a 

previous section, hardware requirements are left up to 

the user to consider and are not addressed here. 

The relationship between the number of partitions 

and the processing time displayed in Figure 3.8 holds for 

the smaller 64 X 64 images as well. In addition, this 

relationship holds for ECL and CMOS technologies too. 

Because of this, the graphs for these cases will not be 

presented here. 

At this point, timing estimates for several cases 

have been determined and a general equation for computing 

the times for various levels of partitioning has been 

derived. Chapter 4 addresses simulation of the 

architectures and will use the timing estimates presented 

here. 

3.4 Comparisons With Other Architectures 

The current method being used to implement the image 

segmentation algorithms is a Motorola 68000 series 

microprocessor. The time it takes to process all the 

algorithms, which includes the ones discussed in this 

thesis as well as four more, is about 2 0 minutes. 

Although, no time estimate has been furnished for just the 

segmentation process through the labeling step, it is 

apparent that being able to arrive at a label file in less 
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than a half a second is very good. In addition, the 

system presented here does not require a microprocessor. 

Rather, it contains components which could be put on 

custom VLSI chips. Indeed, this is the desired criteria, 

and the one designed for in this thesis. 

Other implementations of the algorithms can also be 

done. One very fast way would be to have a supercomputer 

perform the algorithms. This could be done incredibly 

fast, however, how practical would it be to mount a 

supercomputer on a missile platform? That is the ultimate 

goal of the system, to be able to quickly process an image 

and to be relatively cheap to produce. The system 

proposed here meets these requirements. 
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CHAPTER 4 

PERFORMANCE EVALUATION AND SIMULATION 

This chapter deals with analyzing the performance of 

the proposed architectures. While the last chapter dealt 

primarily with timing concerns, this chapter will discuss 

the total performance of the system components (i.e. the 

throughput, utilization, etc). To get the needed 

information, a simulation of the system will be performed 

using the NETWORK II.5 simulation package. This package 

is a product of the CACI corporation and is most often 

used to model computer systems. Its main use is not, 

however, to model systems down to the component level, 

although it can be done. Thus, in effect, the use of 

NETWORK II. 5 in this application is an experiment to see 

how well it can perform in modelling component level 

designs. 

Various simulation models can be used with NETWORK 

II.5, and this chapter will discuss several of them. The 

case studies presented in the last chapter will be 

simulated and system performance will be determined. The 

performance factors will be analyzed to determine which 

architecture best suits the system objectives. A 
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discussion as to an optimal architecture will be included 

as well. Lastly, the NETWORK II. 5 package will be 

evaluated as to its suitability to the simulation of the 

segmentation processing. Judgements will be made on 

whether NETWORK II worked well, or if it fell short of 

providing the best simulation environment. 

4.1 Use of NETWORK II.5 Simulation Package 

As was previously stated, NETWORK II.5 is a 'canned1 

simulation package that is very easy for the user to 

operate. Its main use is to model computer systems and 

provide reports on the system performance. However, it is 

a flexible package that claims it allows modelling down to 

whatever level the user desires. It is this claim that 

will be discussed in the succeeding sections. Before 

this, however, the simulation package itself will be 

discussed. In this discussion, a description of the 

components and functions will be presented as well as the 

overall system usage. Lastly, the simulation package's 

applicability to image segmentation study will be 

previewed. One thing should be stated at this time, 

NETWORK II.5 is a powerful tool that is easy to learn and 

use. However, its description is not easy, nor can it be 

done justice in a few short paragraphs. Unfortunately, 

that is just what will be done in the following sections. 

If interested, the reader is advised to consult a NETWORK 
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II.5 manual for details. 

\ 

4.1.1 NETWORK II.5 Description 

NETWORK II.5 is a design aid which takes a user-

specified computer system description and provides 

measures of hardware utilization, software execution, and 

conflicts. It is flexible enough to model any computer 

system, whether large or small, centralized or 

decentralized. In addition, it can be used to evaluate 

the ability of a proposed system configuration to meet the 

required workload and to evaluate competing designs. A 

special facet of the package is its ability to allow 

system portions of special interest to be modelled at a 

detailed level while the rest of the system is modelled at 

a coarser level. 

NETWORK II.5 simulations consist of hardware 

components and software modules that utilize these 

components to perform the required processing. The 

hardware components are of three basic types: Processing 

Elements (PEs), Data Storage Devices (DSDs), and Data 

Transfer Devices (DTDs). These components can be used to 

model a variety of 'real' devices. Furthermore, a 'real' 

device may be composed of a number of these building 

blocks. A critical aspect of the NETWORK II modelling 

concept is that one block can only perform a single 

function at a time. Thus, if a 'real' device is to 
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perform multiple tasks simultaneously, then it must be 

modelled using several NETWORK II components. This one 

block-one function criteria proves to be a crucial design 

constraint. Details of the hardware components are listed 

in the following section. 

4.1.1.1 Simulation Hardware Components 

There are three basic types of hardware components 

utilized by NETWORK II. Listed below are these types 

along with a brief description of each. 

Processing Elements: These are components used to 

model hardware devices which are not merely data sources 

or sinks. A PE might be used to simulate a bus 

controller, a manually operated keyset, a sensor which 

generates interrupts or an entire arithmetic logic unit 

(ALU) . Associated with a PE is a set of attributes that 

characterizes it completely. Figure 4.1 shows a 

specification of a sample PE. Each type of instruction 

that a PE can perform is shown, and these are also listed 

below. 

- Processing Instructions 

- Read/Write Instructions 

- Message Instructions 

- Semaphore Instructions 

For detailed descriptions of these instructions the user 

is invited to consult a users manual. 
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* Sample 

***** PROCESSING ELEMENTS - SYS.PE.SET 
HARDWARE TYPE = PROCESSING 
NAME = SAMPLE PE 

BASIC CYCLE TIME = 1.0000 MICROSEC 
INPUT CONTROLLER = YES 
INSTRUCTION REPERTOIRE = 

INSTRUCTION TYPE = READ 
NAME ; SAMPLE READ 

STORAGE DEVICE TO ACCESS y MEMORY 1 
FILE ACCESSED ; TEST 
NUMBER OF BITS TO TRANSMIT ; 500 
DESTROY FLAG ; NO 
ALLOWABLE BUSSES ; 

BUS 1 
INSTRUCTION TYPE = WRITE 

NAME ; SAMPLE WRITE 
STORAGE DEVICE TO ACCESS ; MEMORY 1 
FILE ACCESSED ; OUTPUT 
NUMBER OF BITS TO TRANSMIT ; 100 
ALLOWABLE BUSSES ; 

BUS 1 
INSTRUCTION TYPE = MESSAGE 

NAME ; SAMPLE MESSAGE 
MESSAGE ; THIS IS A SAMPLE MESSAGE 
LENGTH ; 10 BITS 
DESTINATION PROCESSOR ; PE B 
ALLOWABLE BUSSES ; 

BUS 2 
INSTRUCTION TYPE = PROCESSING 

NAME ; SAMPLE PROCESSING 
TIME ; 18 CYCLES 

INSTRUCTION TYPE = SEMAPHORE 
NAME ; SAMPLE SEMAPHORE 

SEMAPHORE ? TEST SEMAPHORE 
SET/RESET FLAG ; SET 

Figure 4.1 NETWORK II Specification of 
a Sample PE 
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Data Storage Devices (DSDs^: These are used to 

store data in two forms and serve two types of 

instructions: reads and writes. The data can be arranged 

in specific files or in a special files called 'General 

Storage1. These components can be used to model devices 

such as buffers, disk storage, sensors, and many others. 

Data Transfer Devices (DTDs): These are components 

used to transfer data between PEs or between a PE and a 

DSD. The number of DSDs and PEs that a transfer device 

services is user defined. There is no limit. 'Real1 

devices that can be modelled, to name just two, are busses 

and shift registers. 

4.1.1.2 Simulation Software Components 

Network II.5 provides for the specification of five 

types of software elements: Modules, Instruction Mixes, 

Macro Instructions, Files and Statistical Distributions. 

Of these, it is the modules that actually 'run1 on a PE. 

The other four software components are special entities 

which the modules access. Brief descriptions of each 

software type are given below. For details consult a 

NETWORK II manual. 

Modules: These are software units which execute on 

a PE and contain the specification of a task to be 

performed on that PE. An example module is given in 

Figure 4.2. Basically, the module is the software 



**** MODULES - SYS.MODULE.SET 
SOFTWARE TYPE = MODULE 
NAME = TEST MODULE 

PRIORITY = 0 
INTERRUPTABILITY FLAG = NO 
CONCURRENT EXECUTION = NO 
ITERATION PERIOD = 10000 MICROSEC 
START TIME =0.0 
REQUIRED HARDWARE STATUS = 

PE A 
ANDED PREDECESSOR LIST = 

MOD PREVIOUS 
REQUIRED MESSAGES = 

START MODULE 
REQUIRED SEMAPHORE STATUS = 

WAIT FOR ; SAMPLE SEMAPHORE 
TO BE ; SET 

INSTRUCTION LIST = 
EXECUTE A TOTAL OF ; 1 FFT 
EXECUTE A TOTAL OF ; 1 MEAN 

ANDED SUCCESSORS = 
CHAIN TO ; MOD 2 
WITH ITERATIONS THEN SKIP COUNT OF ; 

REQUIRED FILE STATUS = 
WAIT FOR FILE ; TEST FILE 
TO BE ON STORAGE DEVICE ; MEMORY 1 

Figure 4.2 Sample NETWORK II Module 
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'program1. It contains the list of instructions to be 

performed by the PE it runs on. 

Instruction Mixes: These are pseudo instructions 

contained within the instruction list of a module. It is 

a list of instruction names with a percentage associated 

with each. Each time an instruction mix is referenced, a 

probability is randomly computed and the proper individual 

instruction is selected and executed. An example mix is 

listed in Figure 4.3. 

Macro Instructions: A macro instruction is a 

collection of instructions which are referenced by a 

single name. A macro may be thought of as an instruction 

list that is not tied to any specific module. Thus, a 

module will list a macro instruction which appears as a 

single instruction. However, the macro's body will 

contain a list of instructions and the number of times 

each instruction is to be performed on the PE. An example 

macro instruction specification is presented in Figure 

4.4. 

Files: A file represents the organized storage of 

information in a Data Storage Device. It is created 

either by direct user initialization before the simulation 

begins or by a PE executing a write instruction. 

Statistical Distributions: Many applications 

require choosing a numerical value at run time from a 
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Software Type = Instruction Mix 
Name = Mix 1 

Instructions are ; 10.0000 % Processing 
Instruction 

Instructions are ; 10.0000 % Message 
Instruction 

Instructions are ; 80.0000 % Mix 2 
Stream ; 22 

Figure 4.3 Sample NETWORK II Instruction Mix 

Software Type = Macro Instruction 
Name = Macro 1 

Number of Instructions ; uniform between 
1 and 10 

Instruction Name ; Processing Instruction 
Number of Instructions ; 1 
Instruction Name ; Set Semaphore 1 

Figure 4.4 Sample NETWORK II 
Macro Instruction 
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user- specified statistical distribution. These are 

referenced by their user-defined names. Any place within 

the software components where a number can be used a 

statisticalt distribution function can also be used. 

Examples of uniform distributions and normal distributions 

are shown in Figure 4.5. 

4.1.2 NETWORK II.5 Usage 

This section briefly describes the usage of NETWORK 

II.5 to model parallel architectures. Special features of 

the simulation package allowing parallel processing to be 

done will be discussed. Central to parallel processing 

are interprocess communication and process 

synchronization. Methods for handling these are given and 

briefly explained. 

4.1.2.1 Interurocessor Communications 

A key aspect when considering parallel architectures 

is how are the various components going to communicate 

with each other. Many times this is the major stumbling 

block in design and simulation. NETWORK II has two ways 

in which this can be accomplished: messages and 

semaphores. 

Messages: This is basically a means by which two 

PE's can communicate with each other. One PE sends a 

packet of information to another PE. Indeed this is what 



Statistical Distributions = 
Name = Uniform between 1 and 10 

Type = uniform 
Lower .Bound = 1 
Upper .Bound =10 

Name = Normal of Mean 50 Std Dev. 
Type = normal 
Mean = 50 
Standard. Deviation =10 
Lower .Bound = 0 
Upper .Bound = 100 
Stream =13 

Figure 4.5 Sample NETWORK II 
Statistical Distributions 
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interprocessor communication is all about. A message can 

be used to send data between PE1 s and/or to send 

synchronization codes. 

Semaphores: The other way processors may 

communicate with each other is through the use of 

semaphores. For example, one processor may set a certain 

semaphore to indicate to the other processor that data in 

memory is available, or that it is time to start a new 

process, etc. Since the semaphores are global, any change 

of it can be seen by the entire system. 

4.1.2.2 Process Synchronization 

The other major issue is that of process 

synchronization. To fully utilize parallel structures the 

ongoing processes must be working in sync. It does no 

good if one branch of the parallel architecture executes 

very efficiently but must constantly wait for data from a 

terribly slow and inefficient branch. Hence, means to 

achieve synchronization are needed. Several basic means 

are available to NETWORK II. From the above discussion of 

messages and semaphores it is obvious that these are two 

main ways to achieve synchronization. One process will 

wait for a message to be received or for a semaphore to be 

set before it begins its processing. NETWORK II has two 

other methods for synchronizing processes. However, these 

will not be discussed here. If the reader is interested, 
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a NETWORK II.5 users manual may be consulted. 

4.1.3 Promise for Parallel Processing Usage 

As stated in the introduction, NETWORK II.5 allows 

modelling of computer architectures at a variety of 

levels. Systems ranging in complexity from a single CPU 

to a complex structure of processors and memories 

connected by many data links can be modelled. Hence, why 

not use it for modelling parallel architectures? Indeed 

parallel architectures are simply distributed systems 

which require process synchronization and communication. 

From the description thus far, it is apparent that the 

components of such systems can be modelled. 

4.2 Simulation Models 

When performing simulations on the image 

segmentation processing algorithms, models must first be 

made to show how the simulations will be structured. For 

example, will the whole system be modelled to the basic 

component level, or will it be modelled at a higher level? 

Also, how will the NETWORK II.5 simulation package be used 

to model the system? Questions such as these must be 

answered prior to performing the actual simulation runs. 

The level of representation of the simulation will be 

discussed in the next three sections. It will be shown 

that NETWORK II.5 can be used to model at any level, 
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however/ it is not practical to use it for all of them. 

In addition, the simulation model that will be used for 

analyzing the image partitioning structures will be 

discussed. 

4.2.1 High Level Module Representation 

The highest level ct representation of the image 

segmentation processing algorithms would be to have a 

NETWORK II. 5 processing element represent each of the 

algorithms. Thus, one PE would be for the Remap 

Processor, one PE for the L-Filter, etc. Figure 4.6 

displays this level of representation. On the surface, 

this scheme appears to be a clear and simple way to 

represent the segmentation process. The entire 

processing flow is shown with a separate PE handling each 

of the individual processes. From this high level 

representation certain information can be extracted. For 

example, the overall processing time can be found, the 

throughput of the system and for each PE can be 

determined, and the component and system utilizations can 

be found. However, will these results really provide the 

best possible data? 

To answer this question, attention is turned to the 

segmentation components and algorithms. Considering first 

the Remap operation, it is concluded that the high level 

representation works well. For this, the PE would handle 
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the reading of the pixels out of the image file, the 

clocking of the pixels through the PAL board, and the 

writing of the new values into a remapped file. As 

discussed in Chapter 2, this is all that the Remap process 

is required to do. 

After the Remap operation concludes, the L-Filter 

begins its processing. It is here where problems with a 

high level scheme arise. First of all, it should be 

remembered that the L-Filter has two distinct parts, the 

VAMPs and the Minimizing Logic stage. In addition, the 

Minimizing stage begins immediately after the VAMP 

concludes its processing. Simultaneously, the VAMP begins 

working on the next set of pixels. Since NETWORK II.5 has 

the 'one function per block at a time1 constraint, this 

cannot be done. With this single PE representation, the 

VAMP and Minimizing Logic would have to process a set of 

pixels in order with no overlapping of processing time. 

Obviously, this is not what was designed for in Chapter 2. 

Even more, if a simulation was run with this scheme, 

separate information for the VAMP and Minimizing Logic 

would not be available. Thus, a high level representation 

for the L-Filter is inadequate. Other cases of this also 

exist throughout the algorithms. Another example is the 

Labeler Processor which has three distinct parts which 

overlap in the processing of pixels. One way to get 
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around this would be to determine a time for each high 

level block and simulate. However, this would not provide 

the separate information for each of the components 

discussed in Chapter 2. Thus, it is not an acceptable 

simulation model. 

4.2.2 Intermediate Level Representation 

Expanding the high level representation discussed 

above to allow for the flow of processing discussed in 

Chapter 3 yields the simulation model shown in Figure 4.7. 

Here, all the components that were previously discussed, 

and for which timing estimates were found, are present. 

This model allows for processing times to overlap to 

achieve utmost efficiency. 

As stated in the discussion of the NETWORK II. 5 

package, processing instructions merely model a delay time 

required by a PE to process a particular instruction. No 

real adding, or multiplying, etc. is being performed. 

Thus, by altering these delay times, in effect, the 

processing time for the ISP algorithms could be made any 

time that we choose. If we choose to make these times 

short, the entire process will run very fast. If, on the 

other hand, we make these times longer, the segmentation 

processing will run much slower. How then, can accurate 

times be obtained? The answer to this lies in the timing 

estimates computed in Chapter 3. These estimates for 
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processing times will be input into the simulation as 

actual processing times. Thus, a pretty accurate timing 

analysis can be obtained. 

Simulations are commonly done to verify estimates of 

system processing. Since, in this case, timing estimates 

are input as processing times, the simulations should 

inherently verify the processing estimates. While this 

seems to defeat the purpose of the simulation, it does not 

since these times can be varied and the effects on the 

system studied. In addition, the simulation provides 

other information than just processing time. Utilization 

and other performance measures mentioned in the previous 

section can be obtained by running NETWORK II simulations. 

Another aspect of this level of representation which 

must be discussed is that of representing the image 

partitioning approaches. For these cases, instead of 

repeating total systems (Remap through Label Update) for 

each section of the data, only one system will be 

modelled, and the results taken to show the total system 

performance. For example, if the system is partitioned 

into thirds, only one Remap, one L-Filter, one ISCOP, etc. 

would be modelled. Additional PE's would be included to 

model the extra processing required by the Set-Threshold, 

the extra line pass of the Labeler, and the extra updates 

of the LETs. Modelling using three Remap Processors, 
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three VAMPs, etc. would simply be redundant and would 

provide no useful additional information. Furthermore, a 

constraint of the NETWORK II package is that the actual 

VAX CPU time needed to run a simulation is directly 

proportional to the number of components (PEs, Modules, 

etc) that are in the system. Thus, by not showing the 

additional components, much CPU time (and the 

corresponding human time) can be saved. This technique is 

also used within each L-Filter. Instead of showing eight 

VAMPS, only a single representative VAMP is shown. From 

this single component, all the information pertaining to 

the set of eight VAMPs can be determined since all eight 

are identical. This technique proves to be an accurate 

and efficient shortcut to use in the modelling stage. 

This type of modelling is the one used for the 

NETWORK II simulations performed during the course of this 

thesis. Figure 4.7 shows the simulation model used. The 

actual simulations performed, how they are set up, and 

what the simulation objectives are is discussed in later 

sections. 

4.2.3 Lower Levels of Representation 

Lower level representations of the image 

segmentation processing would model down to the basic 

component level. In this scheme, gates and adder blocks, 

for example, would be modelled as processing elements. 
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Figure 4.8 shows a partial model of the VAMP using this 

low level representation approach. Note the numerous PE's 

and Data Transfer Devices required. Remembering that the 

more NETWORK II components used the more CPU time 

required, it is obvious that such a low level 

representation is not practical. One possible advantage 

to such a representation scheme would be that information 

about each gate or component could be determined. 

However, this information is not required for the intent 

of this thesis. The intent is not to find out information 

about how each gate or adder processes, rather it is to 

find out how fast the entire system processes an image and 

how the data flows through this system. Thus, a low level 

representation is not used. 

The technique of pipelining inherently requires a 

modelling down to a lower level than that described in 

the previous section. The reason for this is that, for 

example, within the VAMP once the pixels have passed the 

multiply block, new data can be sent into it. To show 

this, because of the 'one function per block at a time' 

constraint, a component level of representation would be 

required. However, due to the drawbacks of the lower 

level representations, this will not be done. Rather, the 

processing times in the representation shown in Figure 4.7 

will just be changed to show the times incurred by 
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pipelining. These times were determined in Chapter 3 

along with a discussion of how they were derived. Doing 

this allows the pipelining times to be used without 

requiring a lower level of modelling. 

At this point, the simulation model has been 

determined. The next step is to map out strategies to be 

used when actually performing the NETWORK II simulations. 

Questions pertaining to what simulations need to be run, 

and what information can be gathered from these runs need 

to be addressed. The next section deals with such 

questions. 

4.3 Simulation Strategy 

When mapping out simulation strategies, the first 

objective is to determine what information the user is 

looking for in the results. Is he interested in the 

processing time or possibly the component utilizations? 

Once the results that are desired is Jcnown, the actual 

simulation runs may be planned. For this thesis, there 

will be three major pieces of output data that will be 

determined. 

4.3.1 Simulation Output 

First and of foremost importance is the processing 

time. As has been stated many times, speed is the main 

design criteria. Thus, the processing time is a very 
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important result to be determined from the simulation 

results. Secondly, component utilizations are of 

interest. The system must be analyzed to see that the 

components are neither being underused nor overused. If a 

component is being used too extensively, it is more prone 

to failure and if it would fail, would greatly degrade the 

overall system performance. Thus, the designer can use 

information on component utilization to decide whether 

backups are needed as well as to evaluate competing 

designs. The last piece of information that will be 

studied is the overall system throughput. This measure 

reflects the total system performance and is also a good 

indication of the worth of competing designs. When 

running a NETWORK II.5 simulation, much other information 

is given in the output reports. However, this information 

is not of much use in this application. 

Figure 4.9 displays a sample output report of a 

NETWORK II.5 simulation. From it, it is obvious that for 

the intents of this thesis not much of the information is 

useful. About the only two pieces of information of value 

is the processing time and the per cent PE utilization. 

Because the system was designed to mainly be hardware 

components without any microprocessors, information on 

interrupts and wait times are not of much use. 

Considering this, the question arises as to the worth of 
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CASE 1 - A 2 COMPUTER, 1 BUS ARCHITECTURE 

PROCESSING ELEMENT UTILIZATION STATISTICS 
TO SIMULATED TIME 70. SECONDS 

(ALL TIMES REPORTED IN MICROSECONDS) 

PROCESSOR NAME COMPUTER A COMPUTER B 

NO. STORAGE REQUESTS 0 0 
AVERAGE WAIT TIME 0. 0. 
MAXIMUM WAIT TIME 0. 0. 
STD DEV WAIT TIME 0. 0. 

NO. GEN STORAGE REQUESTS 0 0 

NO. FILE REQUESTS 0 0 
AVERAGE WAIT TIME 0. 0. 
MAXIMUM WAIT TIME 0. 0. 
STD DEV WAIT TIME 0. 0. 

NO. TRANSFER REQUESTS 4 4 
AVERAGE WAIT TIME 0. 0. 
MAXIMUM WAIT TIME 0. 0. 
STD DEV WAIT TIME 0. 0. 

INPUT CONTROLLER REQUESTS 0 0 

INTERPROCESSOR REQUESTS 4 4 
AVERAGE WAIT TIME FOR PE 0. 0. 
MAXIMUM WAIT TIME FOR PE 0. 0. 
STD DEV WAIT TIME FOR PE 0. 0. 

NO. OF PE INTERRUPTS 0 0 
AVG TIME PER INTERRUPT 0. 0. 
MAX TIME PER INTERRUPT 0. 0. 
STD DEV INTERRUPT TIME 0. 0. 

PERCENT PE UTILIZATION 4.00 4.00 

Figure 4.9 Sample NETWORK II Output 
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using a NETWORK II simulation as opposed to other types of 

simulations. Indeed that is a valid point and one which 

will be discussed in a succeeding section. 

4.3.2 Simulation Parameters 

Now that the output data has been determined, the 

actual simulation runs can be discussed. In any 

simulation strategy, the parameters to be varied must be 

determined. In this ISP application, we are limited in 

these parameters. Basically the only parameters that the 

user can control are the component processing times and 

the number of times the data will be partitioned. 

Considering the first of these, it should be remembered 

that the individual component times were determined in 

Chapter 3. Times for the VAMPs, for example, were found 

for S-TTL, CMOS and ECL. Thus, these times will be 

directly used as component times for the simulations. 

Variations in the component processing times, then, will 

be handled by running individual simulations for each of 

these technologies. Since ECL component times are all 

faster that CMOS times, running simulations for each of 

these technologies shows the effect on the system of 

different component processing times. Realizing that this 

is not the same as running many simulations while widely 

varying the component times, it is the best that is 

possible and will provide needed information on the worth 
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of the different technologies. 

The other parameter that can be altered is the 

number of partitions made on the data. For instance, 

information can be obtained on the throughput of a S-TTL 

system when the data is partitioned from 1 to 32 times. 

Thus, simulations will be run for each of the technologies 

with the number of partitions varied. 

4.3.3 Additional Simulation Issues 

Another factor that needs to be addressed is how the 

actual image will be processed during the simulations. 

Will pipelining be used? Will the Set-Threshold process 

be performed? These questions directly impact the 

processing of the image. Because processing speed is the 

major design criteria, pipelining will be used for all the 

simulation runs. Also, because the user may not always 

know an appropriate threshold to select, the Set-Threshold 

process will be performed in all the simulations. 

Figure 4.10 summarizes the simulation strategy used. 

First off, the systems derived for the three technologies 

will be simulated with no image partitioning. From these 

simulations, results will be obtained which show the 

effects of varying the component processing times. Next, 

simulations will be run for each technology with the 

number of partitions varied. Results will be obtained 

that show the effects on the processing time, component 
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Figure 4.10 Simulation Strategy 
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utilizations, and throughput caused by image partitioning. 

These simulations will be the only ones run for the 

purposes of this thesis. 

Having discussed the simulation strategy, the final 

step is to run the actual simulations. These simulations 

are performed and their results analyzed in the next 

sections. 

4.4 Simulation Results 

This section presents the results of the NETWORK 

II.5 simulations. As stated in the previous section, the 

characteristics that will be studied are the processing 

time, the component utilizations, and the system 

throughput. The results of the simulations will be given 

in forms of tables, graphs and text. Listings of the 

actual NETWORK II.5 code and simulation results will not 

be presented in this thesis. This is due to the extensive 

length of these items and also because the useful 

information is best shown in the tables and graphs that 

are presented. For this thesis, a full 512 X 512 image 

simply cannot be simulated. This is due to the 

constraints of the VAX system which will perform the 

simulations. Such a large image requires too much memory 

space and in addition, the time that it would take to run 

would be prohibitive. Therefore, for the purposes of this 

thesis, a 64 X 64 image will be used. It is assumed, with 
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a great deal of certainty, that the larger image will 

behave in a similar manner to the smaller one. Once 

completed, the results can be extrapolated to give 

information on the larger image. 

In addition to obtaining the performance factors 

mentioned above, one important reason for running these 

simulations is to arrive at an optimal architecture for 

the segmentation process. Of major importance will be the 

degree to which the image is partitioned to provide the 

best performance. A discussion will be presented later 

which addresses this optimal architecture issue. 

4.4.1 Algorithm Partitioning 

Simulations were first performed on the 

architectures derived for implementing algorithm 

partitioning. This was chosen as the starting point for 

three reasons. First of all, it is the simplest 

architecture. No image partitioning is being done so the 

extra components necessary to implement that are not 

needed. This makes for a much simpler simulation. 

Another reason is that it allows a chance to study the 

effects of varying the component processing times without 

weeding through the additional effects of image 

partitioning. Lastly, algorithm partitioning is chosen as 

the starting point because the results will provide the 

base upon which all the image partitioning results are 
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compared. The algorithm partitioning simulation is really 

a special case of image partitioning with the number of 

regions of data being one. 

When running the simulations, performance factors 

were determined for the three technology implementations: 

CMOS, S-TTL, and ECL. As discussed in the simulation 

strategy section, since each of these has different PE, 

memory, and bus speeds, running a single simulation for 

each technology takes care of determining how the overall 

performance varies with different component times. Thus, 

no series of runs for a particular technology were made to 

show how processing times varied with different component 

times since this was effectively already done. 

4.4.1.1 Processing Speed 

The major design criteria was to increase the 

processing speed as much as possible. The first 

simulations run determined the processing times for CMOS, 

ECL and S-TTL using the algorithm partitioning 

architecture presented in Chapter 2. Results of the 

simulations are given in Figure 4.11. Remembering that 

the individual component times are fastest for ECL and 

slowest for CMOS, considering the graph it is obvious that 

as the individual component times increase, the overall 

processing time increases. This is indeed no stunning 

revelation as it stands to reason that this is as it 
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should be. In addition, it is evident that the times from 

the figure compare almost exactly with the ones determined 

as estimates in Chapter 3. Indeed this should be the case 

since the timing estimates were used as the delay times 

within the simulations. It should be remembered that the 

NETWORK II simulations perform no actual processing. 

Instead, they just model delay times which the processing 

would incur. Thus, the simulations can be made to run as 

fast or as slow as the user desires. The timing estimates 

provided the justification for the delay values used. 

4.4.1.2 other Performance Factors 

The other performance factors of interest are system 

throughput and component utilization. Both of these 

factors can be determined in various ways. For this 

thesis, throughput will be defined as the amount of bits 

processed by the system divided by the time required by 

the system to totally process them. Figure 4.12 shows the 

relationship between the throughput values obtained and 

the different technology components. From this graph, ECL 

is shown to have the highest throughput with CMOS having 

the lowest. Indeed this makes sense because the 

throughput is inversely related to the processing time. 

As discussed above, ECL has the shortest processing time. 

Consequently, since all the technology implementations 

process the same amount of information, it stands to 
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reason that the throughput would be greater for ECL. 

The other performance factor of interest is 

component utilization. This will be computed to be the 

amount of time a component is busy divided by the total 

time the component could be busy (the time required by the 

system to totally process the image). Table 4.1 shows the 

utilizations for the three technologies of the various 

segmentation components. From this table, it is obvious 

that the utilizations can be classified into three groups. 

The first group is for the Remap through the ISCOP. These 

all have the same utilizations because they have all been 

given the same processing time due to the load balancing. 

The second group is for the Labeling process. Again, the 

processing times for all these processes were load 

balanced to be the same. The last group is the LET 

updating and the Label file remapping. These are stand 

alone processes and hence have their own utilizations. In 

later sections, when the effects of image partitioning are 

shown on the component utilizations, an average 

utilization will be used. This average will take into 

account all the individual component utilizations. 

For S-TTL, the results show that the component 

utilizations are very low. In most components, the 

utilization is below 25 percent. Thus, it is apparent 

that the components could be used more efficiently. Also, 



TABLE 4.1 

ALGORITHM PARTITIONING 
COMPONENT UTILIZATIONS 

COMPONENTS 
UTILIZATIONS (%) 

COMPONENTS 
TTL ECL CMOS 

REMAP 23-2 22.0 34.6 

VAMP 23-2 22.0 34.6 

MIN LOGIC 23-2 22.0 34.6 

I SCOP 23-2 22.0 34.6 

FISCOP I 42.0 64.3 36.5 

FISCOP II 3 1 9  50.2 30.0 

LAS 1 1 5 9  16.0 16.6 

LAD 2 15-9 16.0 16.6 

LAD 3 1 5 9  16.0 16.6 

LET UPDATE 21 .0  20.7 16.2 

LADEL FILE 
UPDATE 39.9 39.6 30.4 
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no component is being overused. Consequently, no new 

components need to be added to the system to alleviate 

overuse. 

Table 4.1 also shows the component utilizations for 

CMOS and ECL. Just as with S-TTL, the utilizations are 

not that high. ECL components have similar values to S-

TTL while CMOS exhibits utilizations close to 35%. 

Comparisons of the utilizations for the three technologies 

is difficult since overall processing times are different 

as are the individual component times. Suffice it to say 

that the CMOS components have the greatest utilizations. 

However, the utilizations are low enough to show that top 

efficiency is not being reached. 

4.4.2 Image Partitioning 

Having considered the simulation performance for the 

algorithm partitioning case, it is time to focus on the 

image partitioning architectures. The discussion will 

focus first on the processing speeds and then on the 

utilization and throughputs. It should be remembered that 

all simulations will be performed using a scaled down 64 X 

64 pixel image. In addition, since the level of 

partitioning can be very great, ranging from two 

partitions to the number of pixels (each pixel is a 

region), some constraints must be used. Thus, the 

simulations were run for up to sixteen levels of 
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partitioning. From then on, results were extrapolated for 

further partitioning analysis. 

4.4.2.1 Processing Speed 

The first performance factor to be considered for 

image partitioning architectures was the processing speed. 

Simulation runs were performed for various degrees of 

partitioning for all three technology implementations. As 

was the case in Chapter 3 when a graph was used to show 

the effects of various levels of partitioning on the 

system timing, the same will be done here. Figure 4.13 

shows this graph for S-TTL components. From this, it 

appears that as the number of partitions is increased the 

system processing time decreases. However, this trend 

only follows until approximately 16 partitions have been 

made. After this point, the processing time starts to 

increase. This increase, as discussed previously, is due 

to the increasing overhead. 

A point should be made about partitioning the image. 

To be efficient, each region that the image is split into 

should be of equal size. Thus, workable numbers of 

partitions are values such as 2, 4, 8 and so on. Ten 

equal partitions, however, is simply not possible. 

Taking into account the point just made and 

considering the graph, it appears that to minimize the 

processing time, the image should be partitioned into 16 
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regions. Other factors, however, such as hardware 

requirements may prevent this degree of partitioning. 

That issue, though, will be left up to the implementor. 

The graphs for ECL and CMOS exhibit similar 

characteristics. For each, 16 partitions appears to be 

the saddle point of the graph. Hence, as with S-TTL, the 

image should be split into 16 equal regions to provide the 

minimum processing time. The ECL and CMOS graphs are not 

shown, however, Appendix 2 contains their timing 

information. It is important to note that, just as was 

stated in Chapter 3, ECL provides the fastest overall 

processing times. Using the 16 partitions, the 64 X 64 

image can be processed in 0.68 milliseconds. This is an 

incredibly fast time! The S-TTL time is 3.79 milliseconds 

while for CMOS it is 8.05 milliseconds. Thus, again it is 

shown that ECL is the fastest technology with CMOS being 

the slowest. 

One note needs to be made here, and that is that the 

timing values correspond almost exactly with the estimates 

presented in Chapter 3. This should come as no surprise 

since the timing estimates are used as the delay times 

within the simulations. This practice was discussed 

extensively previously. 

4.4.2.2 Throughput 

The throughputs for the image partitioning 
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architectures is the next performance factor addressed. 

This value was calculated in the manner previously 

discussed by dividing the total number of bits processed 

by the overall processing time determined by the 

simulation runs. Before the results will be shown, this 

relationship bears close examination. The number of bits 

processed will be held constant regardless of the number 

of partitions the image is split into. No matter what the 

architecture is, it must process the entire 64 X 64 image. 

Hence, variations only occur in the denominator of the 

equation, or the processing time. Thus, a lower 

processing time would mean a greater throughput value. As 

shown in the previous section, the processing time will 

decrease to a certain point and then start increasing. It 

makes sense that the throughput should follow an inverse 

pattern with the values increasing to a certain point and 

then decreasing. Consequently, the throughput should stop 

increasing and start decreasing at exactly the same point 

as the one determined previously. Even more, from a 

mathematical perspective this graph is the same as Figure 

4.13, just inverted and displace by a constant. 

Figure 4.14 shows the relationship between the 

throughput for S-TTL and the number of partitions the 

image is being split into. Indeed, this graph follows 

inversely the one for the processing time. The highest 
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value, 8.7 Mbits/sec, occurs when the image is partitioned 

16 times. Thus, to achieve the highest throughput the 

image should be partitioned into 16 equal regions. 

CMOS and ECL graphs follow in a similar manner. 

Partitioning into 16 regions provides the highest 

throughput values. In addition, their graphs parallel 

inversely the ones determined in the discussion of 

processing times. As expected, the ECL throughput is the 

highest reaching a value of 48.0 Mbits/sec. CMOS has the 

lowest throughput with a value only reaching 4.1 

Mbits/sec. Appendix 2 contains information on how the 

throughputs for these two technologies change with varying 

numbers of image partitions. 

4.4.2.3 Utilization 

This section examines the last of the performance 

factors that will be studied in this thesis. As discussed 

previously, the component utilizations are computed by 

taking the amount of time that a component is busy and 

dividing that by the total processing time. This quotient 

provides a percentage to indicate just how busy a 

component is. Also mentioned earlier was the notion of an 

average component utilization to be used for comparison 

purposes. In this section, the effects of image 

partitioning will be studied to see how it alters the 

utilizations. Instead of keeping track of all the 
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component utilizations, only an average value will be 

used. Thus, this average will be monitored to see how 

increasing the image partitioning influences it. Separate 

analysis, as always, will be done for the three 

technologies. 

As stated earlier, with no image partitioning the 

average component utilization for S-TTL is about 20%. 

Now, this value will be monitored as the image is split 

into different numbers of regions. The component 

utilizations are provided in the NETWORK II. 5 output 

reports. To find the average, all the individual 

component values are added and averaged. Figure 4.15 

shows a graph of this relationship. Note how similar it 

is to Figure 4.13. It is apparent from the graph that the 

utilization increases as the number of partitions is 

increased up to 16 partitions. After this point, this 

value drops off. This is the same type of situation that 

was seen for the processing time and the throughput! For 

all three of these performance factors 16 was the point 

where the graph started changing. 

Just as with the throughput, this relationship is 

what is expected. Remembering how utilization is 

defined, it makes sense that it should follow along with 

the processing time. The numerator of the equation is the 

amount of time that the component requires to do its job. 
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This is always a constant. Image partitioning requires 

additional VAMPS, Remap units, etc., but each individual 

unit still requires the same processing time. Therefore, 

the only variation in the utilization formula is the total 

system processing time, or the denominator. Consequently, 

as the processing time dwindles, the utilizations will 

increase. The converse is also true. Therefore, the 

saddle point of the graph will be the same as for the 

processing time graph. This point occurs when there are 

approximately 16 partitions. 

The highest value that the utilization achieves is 

approximately 3 0%. This value is low enough to insure 

that no single component is being overworked. Appendix 2 

contains information on how CMOS and ECL utilizations 

change with increasing numbers of partitions. For ECL, 

the utilization reaches a high of about 30% while CMOS 

peaks at 50%. As stated earlier, it is virtually 

impossible to compare the utilizations of the different 

technologies because the component times are different for 

each technology as are the total system processing times. 

Suffice it to say that the highest utilizations are 

achieved for CMOS components. The downside to CMOS is 

that it also requires the longest processing time. 

4.5 Conclusion 

At this point all the simulations have been run and 
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the results presented. It was shown that ECL components 

provide the fastest processing times. Thus, if the user 

is only interested in speed, that technology should be 

chosen for implementation. If the problems with ECL, 

however, can't be tolerated then another technology 

implementation should be chosen. CMOS was shown to have 

the highest component utilizations. However, it has the 

lowest throughput and longest processing time. Finally, 

we have S-TTL. This proves to be a very good choice 

because it provides good processing times, a modest 

throughput value and adequate component utilizations. In 

addition, its inherent characteristics of power 

consumption and others are easy to deal with. 

When image partitioning is discussed, it was shown 

that when considering a 64 X 64 image sixteen partitions 

appears to be the best number. A further discussion on an 

optimal architecture will be made in the next section. 

This value of 16 was shown to hold for all three of the 

technology implementations. 

Discussed earlier was the need to use a 64 X 64 

image rather that a full 512 X 512 one. The reasons for 

this mainly dealt with the simulation host environment 

constraints. Thus, all the simulations were performed on 

the smaller image. It is being assumed that the larger 

image size will behave identically to the smaller one. 
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Both images should have similar throughputs and 

utilizations. The processing times, of course, will be 

different. In fact, since a 64 X 64 image is l/16th of a 

512 X 512 image, the larger image should take 

approximately 64 times as long to process. Thus, doing 

some simple arithmetic produces a processing time of 0.3 62 

seconds for S-TTL. This compares quite favorably with the 

20 minute processing time that the current environment 

requires. 

As was stated earlier, one of the purposes for using 

NETWORK II as the simulation language was to experiment 

with it to see just how well it would perform in modelling 

at the required level. A future section deals with this 

issue. 

4.5.1 Optimal Architectures 

The question of what is the optimal architecture is 

a very difficult one. This is the case because there must 

always be tradeoffs when considering a system to 

implement. For example, it was shown that, up to a point, 

with increased image partitioning the speed of the 

processing greatly increases. For a 64 X 64 image this 

point was shown to be 16 partitions while for a 512 X 512 

image it is 32 partitions. However, by increasing the 

amount of partitioning the amount of hardware required 

also increases. Thus, the implementor must determine how 
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much he is willing to spend and also how much space he has 

on the platform for the hardware. The complexity of the 

system is another point. A simple system is to just use 

algorithm partitioning without pipelining. Obviously, 

speed is being sacrificed for simplicity here. 

So, determining an optimal architecture is no easy 

task. Based on pure speed, partitioning the image to the 

maximum extent would yield the best architecture. 

However, hardware constraints would override this scheme. 

Thus, the best answer to what is the optimal architecture 

lies in what the implementor has available and how much he 

wants to spend. These are issues that cannot be addressed 

in this thesis. Rather, this thesis has presented various 

options. It is up to the implementor to decide which 

options he wishes to use. 

The question of which technology to use is also a 

tradeoff. As previously discussed, there are pros and 

cons to ECL. Its tremendous speed is favorable, but its 

unusual power requirements are a drawback. Again, it is 

not the point of this thesis to recommend a technology 

implementation to use. Rather, options are simply 

presented. It is up to the system implementor to decide 

what technology to use and how much partitioning, if any, 

to use. 

4.5.2 NETWORK II.5 Evaluation 



191 

NETWORK II.5 is a flexible simulation package that 

prides itself on being able to model any computer system 

and at any level. In this thesis, it has been found that 

basically this is true. NETWORK II can and was used to 

model the ISP architectures. However, in many cases it 

was massaged into doing what was required and in some 

cases, was cumbersome to use. In addition, since no 

actual processing is done, the accuracy of the 

architectures in segmenting an image cannot be determined. 

Also, since delay times are used for processing times, the 

system can be shown to run at practically any time the 

user desires. This, obviously, is undesirable when 

determination of a processing time is very important. In 

the thesis, this was solved by computing timing estimates 

to support the delay times used. 

Another problem with using this package in the 

segmentation environment is with the output reports. 

NETWORK II generates quite an abundance of output data. 

However, the amount of usable information is at a minimum. 

Basically, the only information that was usable was the 

processing time and the utilizations. Of these, the 

processing time was determined by the delay times computed 

in Chapter 3. Throughput was determined by dividing a 

constant by the processing time. The utilization was 

determined by the simulation package to be just the 
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component time divided by the processing time. Thus, it 

appears that all the performance information could have 

been obtained without running the simulations at all! 

Indeed, this very well might be true. However, the 

NETWORK II package provided verification of the processing 

times and also provided an easy way to determine the 

utilizations and throughputs. Hand calculations of these 

values would have been very cumbersome. Thus, running the 

simulations was a good step despite the negatives listed. 

Also on the positive side, NETWORK II does provide a 

relatively simple and clean simulation system. Reports on 

utilization and processing times are given and the flow 

through the system is clearly shown. From this, it is 

obvious that the real power of NETWORK II lies in 

simulating computer systems rather than hardware gating or 

comparator circuits. In fact, that is what was done in 

the thesis for the simulations. Processors (Remap, VAMP, 

etc) were specified and the performance of the processor 

as a whole were studied as well as the data flow through 

the system. This information is very useful and is 

presented well. 

In summary, NETWORK II is a fine simulation package 

for modelling computer systems where the detail of 

modelling is not very great. If a great detail of 

hardware needs to be modelled, NETWORK II's performance 
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drops. For this thesis, the simulation provided the 

needed information on throughput, timing and utilization. 

However, no information on the accuracy of the system was 

obtained. In this case, that is acceptable. If it ever 

is not then NETWORK II should not be used. 
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CHAPTER 5 

SUMMARY AND CONCLUSIONS 

In this thesis, parallel architectures for image 

segmentation processing have been determined, analyzed for 

timing estimates, and simulated. In the process, the 

NETWORK II.5 simulation package was explored and its usage 

evaluated. It was found that by incorporating algorithm 

partitioning into the segmentation process a significant 

time savings was realized. Then, by adding pipelining and 

degrees of image partitioning, greater savings in time 

occurs. The extent which an image should be partitioned 

is limited by two factors: the hardware that is practical 

to be used and the increasing overhead that partitioning 

requires. Thus, the question as to how much partitioning 

should be done is an open-ended one. The simulation 

results showed that for a 64 X 64 image 16 partitions 

provides the best results. Extrapolating on this, it was 

found that for a 512 X 512 image 32 partitions is the 

optimal number. However, the hardware constraints may not 

allow this degree of partitioning. Whatever the 

implementor can handle hardware and complexity wise is the 

best approach. 
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Partitioning the image required that the logistics 

of the processing of some of the algorithms had to be 

altered. In particular, the Labeler processing was 

altered to allow different sections to have different 

labels. While the accuracy of such approaches was not 

tested, it was shown that the modifications were feasible 

and should provide fast and accurate processing. The 

NETWORK II.5 simulation package was shown to perform 

fairly well in this application. Information on 

processing speeds and utilization were easily obtained. 

However, it was found that this package is really not 

designed for modelling down to the level required. 

Rather, it is best suited to model systems not requiring 

p u r e l y  g a t i n g  a n d  c l o c k i n g  c i r c u i t r y .  D i f f e r e n t  

technology implementations were also discussed. It was 

found that ECL provided the fastest times with S-TTL a 

ways behind. Knowing the disadvantages of ECL, it is left 

to the implementor to decide if very fast speeds 

compensate for the inherent problems of using this 

technology. 

In summary, the four algorithms explored were made 

to perform much faster by utilizing the specified parallel 

architectures. Many variations of these architectures 

were given, and it will be left up to the one who actually 

desires to build a system to choose which architecture to 



196 

use. 

5.1 Current Constraints 

This thesis work was constrained by several factors. 

First of all, the current IC technologies present a 

constraint. The segmentation process can only be made to 

run as fast as the components which comprise it. ECL was 

shown to provide incredibly fast times, however, its 

inherent nature detracts from this advantage. Another 

constraint was the platform to be used for future 

implementation. The ultimate use for the segmentation 

process is for a target recognition system. While these 

algorithms could easily be processed exceptionally fast 

using a supercomputer, how practical would it be to mount 

a CRAY computer on a missile? 

Constraints also occur when the performance of the 

architectures is being evaluated. NETWORK II was shown to 

be cumbersome in modelling down to the component level. 

Plus, it provides no measure as to the accuracy of the 

architectures for segmenting an image. 

When this system gets implemented, the amount of 

hardware versus speed will come into play. Since speed is 

the main goal of the process, the amount of hardware 

required and the space it requires will be a major 

constraint. Thus, several constraints exist which guided 

the work of this thesis and its results. 
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5.2 Future Work 

Much can be done to further the results already 

obtained in this thesis. First of all, other image 

partitioning approaches can be studied. In this thesis, 

all algorithms were partitioned the same way and in the 

same amount. For example, if the image was split in half 

with two Remappers working on it, then the image would be 

split in half and two L-Filter processor groups would work 

on it. This was done for simplicity and to limit the 

scope of the thesis. Obviously, other techniques could be 

explored. 

The accuracy of the architectures in performing the 

segmentation process was untested. Before actual 

implementation is done, this should be tested. Also, the 

hardware design was not taken down to a detailed level. 

This is obviously necessary before implementation as well. 

A key factor in the processing time determination 

was the LET updating and the Label file remapping. It was 

found that the number of labels requiring remapping and 

the number of label merges directly affects the amount of 

processing time required. In this thesis, a set 

percentage of pixels requiring these operations was used. 

No proof was given to justify the percentages used. 

Rather, a very conservative estimate was used. This area 

is one which could be studied to arrive at some typical 
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values. 

Therefore, there are many areas where additional 

work can be done. Probably the most obvious place would 

be to continue on with the set of eight image segmentation 

algorithms. Of these eight algorithms only four were 

studied in this thesis. Hence, the last four could be 

studied and analyzed in ways similar to the ones presented 

here. Finally, all the algorithms could be put together 

to implement the total segmentation process starting from 

a raw image and ending with a totally segmented image. 
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APPENDIX 1 

TECHNOLOGY COMPONENT TIMING VALUES 

Component 
Typical value (nsec) 

Component 
S-TTL ECL CMOS 

8-bit 
Adders 16-bit 

32-bit 

25 
45 
65 

10 
15 
25 

90 
150 
260 

8-bit 
Multipliers 16-bit 

32-bit 

70 
103 
200 

25 
44 
80 

210 
290 
440 

8-bit Comparators 16_bjt 
26 
35 

4 
6 

60 
75 

Shift Registers 40 8 90 

AND/N AND 12 3 55 

OR/NOR 10 1 50 

Inverter 8 1 45 

D Flip-Flop 22 3 90 

3 to 8 MUX 15 3 50 

Counter 20 4 40 

RAM Access 200 35 400 

* source: S-TTL, CMOS, and ECL data books 
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APPENDIX 2 

ECL AND CMOS PROCESSING TIME (PT). 
THROUGHPUT (TP) AND UTILIZATION (UT) 

INFORMATION 

NUMBER 
OF 

PARTITIONS 

ECL CMOS NUMBER 
OF 

PARTITIONS PT 
(ms) 

TP 
(HB/s) 

UT 
<%) 

PT 
(ms) 

TP 
(HB/s) 

UT 
(%) 

1 1.02 32.0 20.0 14.8 2.21 26.8 

2 0.82 39.8 24.9 10.9 3-00 36.4 

4 0.73 45.1 28.2 9.02 3-63 44.1 

6 0.69 47.7 29.8 8.20 4.00 48.5 

16 0.68 47.9 29.9 8.05 4.07 49.4 

32 0.72 45.6 28.6 8.51 3.85 46.7 
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