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ABSTRACT 

Trellis coded quantization (TCQ) is incorporated into a transform coding struc

ture for encoding monochrome and color images at 1 bit/pixel. Both fixed-rate 

and entropy-constrained designs are considered. For monochrome images, the fixed-

rate TCQ-based systems provide gains in peak-signal-to-noise ratio (PSNR) of up to 

3.32 dB over scalar quantizer-based systems, while the entropy-constrained designs 

provide gains of up to 7.50 dB. Gains in PSNR for color images of up to 1.76 dB and 

3.93 dB are achieved for the fixed-rate and entropy-constrained TCQ-based systems, 

respectively. The high frequency background noise and fuzziness produced by scalar 

quantizer-based systems are virtually eliminated by the TCQ-based systems. 
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CHAPTER 1 

Introduction 

Digital communication has been the subject of much research in recent years. The 

trend to move from analog systems to digital systems is evident in our entertainment 

systems and telephone networks. There are many benefits for using digitized signals 

including regeneration, storage, error-protection, encryption, and multiplexing. 

Figure 1.1 shows the block diagram of a basic digital communication system. The 

signal s(t) is generated by an analog source. This signal is then prefiltered and 

sampled to obtain x, which is continuous in amplitude but discrete in time. Such a 

procedure is justified by the Nyquist sampling theorem [1]. This theorem states that 

a bandlimited waveform can be exactly reconstructed from its samples if the sampling 

rate is at least twice the highest frequency component in the original waveform. The 

source encoder transforms the source sequence x into a sequence of symbols y from 

some finite alphabet (assumed to be binary digits or bits, in this thesis). Redundancy 

is added to the bit stream by the channel encoder to ensure correct decoding at the 

receiving end of the channel. The modulator converts the bit sequence to a waveform 

suitable for transmission through the channel. 
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Figure 1.1: Basic digital communication system. 

Generally, noise is introduced into the system at the channel. Hence, the received 

waveform r(f) will not be identical to z(t). The demodulator attempts to reconstruct 

r as close to z as possible. The redundancy added by the channel encoder is used by 

the channel decoder to correct errors due to noise. The outputs of the channel and 

source decoders are estimates of y and x, labeled y and x respectively. Finally, x is 

passed  th rough  a  recons t ruc t ion  f i l t e r  to  ob ta in  s ( t ) ,  an  es t imate  of  s ( t ) .  

The concentration of this thesis will be on the source encoder/decoder and "digital 

channel". The "digital channel" consists of the channel encoder/decoder, modula

tor/demodulator, and analog channel. This simplified system is shown in Figure 1.2. 

A significant feature to be noticed is that even when the channel is assumed to be 

error free, x and x are not necessarily equal. This feature results from representing 

x, which comes from a continuous alphabet, by a finite number of bits per sample. 
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Figure 1.2: Source encoder/decoder and digital channel. 

The introduction of the facsimile machine has enabled us to send documents (im

ages) to almost anywhere in the world. As we progress, communication with speech 

alone will become insufficient. The primary goal of research in data compression is to 

develop techniques that reduce the average bit rate necessary for transmission over 

a digital channel, or the quantity of data needed for storage. If we can reduce the 

average bit rate without significantly degrading image quality, we will be able to use 

the available resources more efficiently. 

Trellis Coded Quantization (TCQ), which was recently introduced in [2], is an 

efficient way of doing data compression. This is a source coding scheme that was 

developed for independent identically distributed sources. The discrete cosine trans

form (DCT) is a technique used frequently in image compression [3], whose efficiency 

depends primarily on the bit allocation for quantizing transform coefficients and the 

block size of the data. We will use both the DCT and TCQ in our data compression 

system. 

Chapter 2 is devoted to reviewing some background material necessary for the de

velopment of concepts in subsequent chapters. Transform coding, scalar quantization, 

and entropy-constrained quantization are all discussed. In Chapter 3, trellis source 
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coding is discussed with an emphasis on TCQ and entropy-constrained TCQ. Chap

ter 4 details the application of the DCT and fixed-rate TCQ to encoding monochrome 

and color images. Schemes for optimal rate allocation and codebook generation are 

also introduced in this chapter. Entropy-constrained TCQ using optimized code-

books is incorporated into the encoding system in Chapter 5. Finally, in Chapter 6, 

the results presented in previous chapters are summarized and compared. 
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CHAPTER 2 

Literature Review 

2.1 Transform Coding 

Transform coding is a technique used in data compression that utilizes the linear 

dependencies between samples for efficient encoding. The efficiency of this tech

nique depends on the source statistics, the type of linear transform employed, the 

bit allocation for quantizing the transform coefficients, the size of the block of data 

transformed, and the type of quantization. 

Figure 2.1 shows a general transform coding system for image compression. An 

N x  N image  wi th  in tens i ty  va lues  x( i , j ) ,  i , j  = 1,2 , . . . ,7V is  d iv ided  in to  M x  M 

subblocks and each subblock is treated as a sample image. These M x M subblocks 

are transformed in such a way as to approximately decorrelate the data. As a result 

of the spatial correlation, the image energy within the transform domain tends to 

cluster towards a relatively small number of transform samples. 

Transform coefficients are assigned bit rates based on their estimated variances. 

Large variance coefficients are assigned a larger portion of the desired average bit 

rate to enable finer quantization of these coefficients. Conversely, smaller variance 
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Figure 2.1: Basic transform coding system for images. 

coefficients have coarser quantization. Coefficients with very small variances are 

assigned a bit rate of zero (discarded). Following the bit assignment, the transform 

coefficients are quantized for storage or transmission over a digital channel. Before 

the image can be displayed, an inverse transformation has to be performed on the 

quantized coefficients. 

The asymptotic mean squared error performance of transform coding is theoreti

cally equivalent to a differential pulse code modulation (DPCM) system [3]. In image 

compression, transform coding (especially at low rates) is frequently preferred over 

DPCM because it does not propagate transmission errors beyond MxM subblocks. 

Transmission errors in DPCM coded images usually affect large portions of the im

age. Transform coding also allows for non-integer average encoding rates while using 

scalar codebooks. 

The performance of transform coding can be characterized by a performance gain 

over pulse code modulation (PCM) denoted by Gtc [3]. The maximum transform 
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coding gain is 

ol 
max[GTc\ = — (2.1) 

"m* 

k I <72 [iC* 
where a2

x  is the source variance and a\ is the variance of the k t h  transform coefficient 

The maximum transform coding gain is obtained when using the Karhunen-Loeve 

transform (KLT) which perfectly decorrelates the coefficients and minimizes the ge

ometric mean of their variances. 

The KLT requires calculation of eigenvectors and eigenvalues for the correlation 

matrix. Furthermore, there is no fast implementation of the KLT. In practical appli

cations it is common to use a less computationally complex transform which approx

imately decorrelates the coefficients. The discrete cosine transform (DCT) is such a 

transform, and is nearly optimal for a first-order Markov process with high positive 

values of adjacent-sample correlation. Moreover, it can be computed via the discrete 

Fourier transform (DFT) using a fast Fourier transform (FFT) algorithm. In two 

dimensions, the forward and inverse DCT are given by [3] 

M-1 M-l an i\  2  n\ n\ t  \  wfc(2m + 1) 7r/(2ra + 1) ^ 
^ ^ = Ma( k)aW x(m>n)cos 2M C°S 2M  ̂  ̂

and 

/  ^  2  n\ n 7rfc(2m + l) */(2n + l) oX 
* ( " > , " )  = -g £ £ «(*)« . 0«» 2M «» m •  P-3) 

In these expressions, the 0(Jc,  I)  are the transform coefficients, x(m, n) is an M x M 

subblock of image pixel gray levels, k, I, m, n all range from 0 to M—1, and a(0) = 

a(j) = 1, j ^ 0. Note that the transformation kernels are separable so that the 2-D 

DCT can be conveniently performed in two steps, each involving a 1-D DCT. 
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2.2 Scalar Quantization 

Based on the sampling theorem, we can reconstruct an analog waveform from its 

samples if the sampling rate is twice the highest frequency component in the original 

waveform. In general, these samples are continuous in amplitude. Unfortunately, for 

digital communications, it is necessary to limit the number of possible amplitudes to 

a finite number by quantization. Obviously, such a process introduces quantization 

errors. Let x(n) be the input to the quantizer at time n and x(n) be the encoded value 

generated by the quantizer. The quantization error is given by q(n) = x{n) — x(n). 

Therefore, even in the absence of channel errors, x cannot be exactly recovered. This 

error represents the fundamental limitation of digital systems. 

Scalar quantization is the simplest form of all source coding schemes. Consider 

a source that is defined as a sequence of real numbers. A scalar quantizer can be 

thought of as mapping each element in a subset of the real line to a particular value. 

Let the real line be partitioned into L disjoint intervals, 

l i  = [x,-, x.+i); i  =  1 , 2 , . . . ,  L.  (2.4) 

For each interval, a point x, is selected as the output of J,-. The signal amplitude x  

is encoded as x,- if x lies in X,-. Generally, the index i is transmitted in binary format. 

In an R bit code, we can uniquely specify L = 2R intervals. This code is transmitted 

through the channel, and the x,- corresponding to interval J,- is released by the source 

decoder. 
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The uniform scalar quantizer is probably the simplest form of scalar quantization. 

A uniform quantizer can be described by 

where A is the stepsize of the quantizer. Even though uniform quantization is the 

simplest way for mapping an amplitude-continuous source into an amplitude-discrete 

source, it is not the most effective way. At a given rate, it is possible to quantize 

a random variable with a smaller average quantization error by using non-uniform 

quantization. 

2.2.1 Lloyd-Max Quantizer 

In this section, the necessary conditions for minimizing the mean squared er

ror (MSE) of a scalar quantizer are presented. The source is modeled as a sequence 

of independent realizations of a random variable X with probability density func

tion (pdf) fx- If Q = X — X is the quantization error, the MSE (or distortion, D) 

is given by 

z  —  1 , 2 , . .  * ,  L  (2.5) 

and 

ii = (*i + x,+1)/2; i = l,2,...,I (2.6) 

(2.7) 

The necessary conditions for minimizing MSE are 

(2.8) 
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and 
Q 7") 
— = 0; i = l,2,...,Z. (2.9) 

If f x  is log-concave (i.e., d 2  log f x / d x 2  is negative), these conditions are also suffi

cient [3]. The log-concave property holds for Gaussian and Laplacian pdf's. Solving 

the equations above yields 

= 2 (x*,°pt "f" ®»-i,op*)) i =  2 , 3 , . . . ,  L ( 2 . 1 0 )  

and 
JEy**/x(x)<fe 

" cr* fxw*' 

Equation (2.9) shows that the optimum decision levels are half-way between the 

neighboring reconstruction levels, and (2.10) shows that the reconstruction level 

should be the mean of the input signal on the given interval. Quantizers satisfying 

these conditions are known as Lloyd-Max quantizers. The decision and reconstruction 

levels of Lloyd-Max quantizers for memoryless sources can be found in [3]. 

2.3 Entropy-Coded Quantization 

In the previous section, we mapped x  to £,• if x  falls within the interval J,'. The 

L-ary index of the chosen output is typically encoded (in binary) with 

R > log2 L bits/sample (2.12) 

where R is the smallest integer that is needed to describe L numbers in a binary 

format. For example, R = 7 for L = 128, and also for L = 125. A significant 
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feature to be noticed is that when L is not a power of 2, transmission with about 

log2 L bits/sample is still possible by appropriate block coding. 

Consider the case when L = 5. We see that 53 = 125 ~ 128 = 27. Thus, there 

are 125 possible 5-ary letter blocks of length 3. These blocks can be encoded very 

efficiently by binary sequences that are 7 bits long. The encoding rate achieved by 

this process is 7/3 « 2.33 bits/sample which compares very favorably with log25 ~ 

2.32 bits/sample. 

A quantizer output can be viewed as a discrete-valued information source with 

a L-ary alphabet. The entropy of such an alphabet is a measure of its information 

content and is defined as 

l 

H{p) = ~]Cp(£«')log2P(®i) bits (2-13) 
i=l 

where p(xt) is the probability of occurrence for quantizer output x,-. A fundamental 

theorem in information theory [4] states that for all t > 0, there exists a code with 

average codeword length I satisfying 

J < H ( p )  +  e .  (2.14) 

A procedure for designing such a code when e = 1 was given by Huffman [4]. This 

procedure assigns codewords of variable lengths to all possible outputs x,- such that 

likely outputs are assigned short codewords and unlikely outputs are assigned long 

codewords. When e < 1, good codes can be implemented using Huffman's procedure 

on blocks of quantizer outputs. 
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CHAPTER 3 

Trellis Coding 

3.1 Trellis Source Coding 

Trellis source coding is a scheme which makes use of a multipath search to identify 

the best possible sequence from a set of alternatives. The computational burden for 

this scheme can be enormous and increases exponentially as a function of the encoding 

rate. 

A trellis is basically a transition diagram, expanded in time, of a finite-state 

machine. Consider the 4-state machine that is shown in Figure 3.1. The boxes 

labeled s0 and si are binary storage elements. This finite-state machine uses a 

modulo-2 adder. The state of the machine at any time is simply the content of si 

and So, where si is the more significant bit. The binary input is labeled r, while 

mi and m0 are the binary outputs. The associated state-transition diagram for this 

Figure 3.1: Block diagram of a 4-state machine. 



22 

OAK) 

0/10 

0/01 

0/11 1/10 

1/00 

1/11 

1/01 

Figure 3.2: A state-transition diagram. 

4-state machine is shown in Figure 3.2. In this state-transition diagram, each circle 

represents a state (labeled 00, 01, 10, 11). The arrows represent state transitions 

and their labels have the form r/mimo. As an example, consider the present state 

of the machine to be 11. If r is 0, then the next state will be 01 and the output 11. 

Similarly, if r is 1, the next state will be 11 and the corresponding output 01. A trellis 

for this machine is shown in Figure 3.3. Each node represents a state (labeled 00, 01, 

10, 11 from top to bottom) and each branch a transition. Specifying a sequence of 

states is equivalent to choosing a path through the trellis. 

In a trellis source coder, each branch in the trellis is associated with a symbol from 

some output alphabet. Generally, for an encoding rate of R bits/sample, there are 

2r branches leaving each node. Hence, a path through the trellis can be represented 

by a sequence of R bit codewords. Additionally, a path through the trellis specifies 
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Figure 3.3: A 4-state trellis. 

one of a set of allowable output sequences from C = {xi,x2,..., x^} where K = 2Rn 

and n is the length of each sequence in C. 

Given an input sequence x of length ra, a trellis coder outputs the sequence in C 

that minimizes the MSE which is given by 

where x is the output sequence. The computation required to exhaustively search all 

2Rn allowable output sequences for the one sequence that minimizes the distortion is 

tremendous (for large R and/or n). Fortunately, the encoding can be done with the 

Viterbi algorithm [5] which vastly reduces the computational burden. The Viterbi 

algorithm allows hard decisions to be made at each stage of the trellis as we progress 

from left to right. 

The Viterbi algorithm is summarized as follows. Given an initial state and input 

sequence x (of length n), we calculate the distortion associated with each path di

verging from that state. At any time, if there is more than one path merging into a 

P n ( x , x )  =  -  J 2 ( X i  -  X i f  
H -—1 

l ^ 
(3.1) 

i=l 
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state, only the path with the smallest distortion is considered. This path is known 

as the "survivor". As we progress from a fixed initial state, the number of survivors 

increases until there is one for each trellis state. The number of survivors remains 

t h e  s a m e  f r o m  t h e n  o n .  W h e n  t h e  e n d  o f  t h e  s e q u e n c e  i s  r e a c h e d ,  t h e  s e q u e n c e  i n  C  

that minimizes /)n(x,x) is simply the path that has the the lowest overall distortion. 

Consider using the Viterbi algorithm for long input sequences with output al

phabet of finite size, M, and an encoding trellis with N states. The computational 

burden can be shown to be M scalar distortion calculations, N2R adds, and N 2R-

way compares [2]. Note that M must be a number greater than 2R. Even with the 

Viterbi algorithm, the computational burden of trellis coding increases exponentially 

as a function of R, thus restricting its practical application to low encoding rates 

(< 2 bits/sample). 

3.2 Trellis Coded Quantization 

Trellis Coded Quantization (TCQ) was recently introduced as a source coding 

technique for independent identically distributed sources. In this section, TCQ for 

memory less sources is briefly reviewed. A complete treatment is provided in [2]. TCQ 

employs Ungerboeck's set partitioning and trellis branch labeling [6]—[8] for encoding 

a memoryless source at an encoding rate of R bits/sample. 

In scalar quantization, a codebook with 2 R  codewords is used to achieve an encod

ing rate of R bits/sample. For the same encoding rate, TCQ uses a codebook with 
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Figure 3.4: TCQ codebook for 2 bits/sample. 

00 

01 

10 

11 

Figure 3.5: A 4-state trellis with subset labeling. 

2r+1 codewords. This codebook is partitioned into 4 subsets with 2R_1 codewords in 

each subset. These subsets are used to label the branches of a suitably chosen trellis. 

For example, consider an encoding rate of 2 bits/sample. A codebook with 22+1 

codewords is partitioned into 4 subsets as shown in Figure 3.4. The rate-1/2 convo-

lutional encoder of Figure 3.1 generates the trellis seen in Figure 3.5. The subsets are 

labeled Do, Di,D2, D3 and each subset contains 2 codewords. Only the first stage of 

the 4-state trellis is shown because all other stages are identical. For this example, 

one bit is input to the convolutional encoder to generate two bits which are used to 

choose the subset. The other bit is used to •select a codeword from the chosen subset. 

The Viterbi algorithm is used to find the allowable sequence of codewords x that 

minimizes the MSE between the data and the selected codeword sequence. 
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For encoding memoryless sources at an encoding rate of R bits/sample using a 

reproduction alphabet with 2R+1 codewords, TCQ uses 4 multiplies, 2N + 4 adds, 

and N + 4(R — 1) 2-way compares, where N is the number of states in the encod

ing trellis [2]. Note that for moderate values of N, this computational burden is 

approximately independent of the encoding rate. 

TCQ has produced some of the most effective source codes to date. Simulations 

were carried out on Gaussian and Laplacian sources using TCQ with optimized out

put alphabets [2]. A 4-state TCQ system, at an encoding rate of 1 bit/sample out

performs a Lloyd-Max scalar quantizer by 0.6 dB for Gaussian sources and 1.33 dB 

for Laplacian sources. When the encoding rate is increased to 3 bits/sample, the 

improvement in signal-to-noise-ratio (SNR) for Gaussian and Laplacian sources are 

1.57 dB and 2.23 dB, respectively. The performance of TCQ improves as the number 

of trellis states increases but the computational burden increases proportionally. 

As discussed above, the most obvious method to encode a sequence of TCQ code

words into a bit sequence is to allocate 1 bit/sample for specifying a path through 

the trellis (sequence of subsets), with the remaining R — 1 bits/sample being used to 

specify a codeword from the chosen subset at each point in time. A slightly different 

approach to encoding a bit sequence becomes apparent if one notices that in any 

given state, the total number of codewords from which to choose is 2R. For example, 

if the current state of the trellis in Figure 3.5 is the "bottom" state, the codewords 

that could possibly be chosen are those in subsets Z?3 and D\. Since no two subsets 
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contain common codewords, specifying a codeword from the union of D3 and Dx also 

uniquely determines the subset and the next state. Similar statements can be made 

about each of the other states. Thus, the full R bits could be used to simply choose a 

codeword from the 2R codewords contained in the union of the subsets corresponding 

to the two branches leaving the current state. This latter scheme will be discussed 

further in the following subsection. 

3.3 Entropy-Constrained Trellis Coded Quantization 

In this section, we discuss the use of entropy-constrained TCQ for encoding mem-

oryless sources. Entropy-constrained TCQ (using variable-length codebooks) was re

cently introduced by Fischer and Wang [9]. In that work, the first method discussed 

in the previous section for encoding codebook sequences into bit sequences was used. 

That is, 1 bit/sample was used to specify a trellis path (sequence of subsets), with 

the remaining available rate allocated to selecting an element from the subset chosen 

at each point in time. The entropy of the elements in each subset was then computed 

as an estimate to this latter portion of the rate. Recalling from Section 2.3 that there 

exists a code with an average codeword length as close to the entropy as we choose, a 

measure of the average encoding rate achievable by this system is thus H(X\D) + 1, 

where 

H ( X \ D )  = -£ £ P(x|A)P(Di)logJP(i|Di). (3.2) 
t=0 xgD, 

Clearly, the minimum encoding rate for this system is 1 bit/sample. 
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Figure 3.6: Codebook for entropy-constrained TCQ. 

In an attempt to extend performance to rates below 1 bit/sample, the second 

method (mentioned in Section 3.2) for encoding codebook sequences into bit se

quences was conceived [10]. Recall that in the second method, all of the available 

encoding rate is allocated to specifying an element from the 2R codewords contained 

in the union of the two subsets corresponding to the two branches leaving the current 

state. Given a current state, the codeword must be chosen either from Ao = Do U D2 

or A\ = Di U D3. For example, in the "bottom" state of the trellis, the next code

word must be chosen from A\. Ao and Ai are called supersets [10]. Given this system 

of supersets, it is reasonable to provide one variable-length code for each superset. 

Under this scheme, two variable-length codes are required, and the encoding rate can 

be estimated by 

H ( X \ A )  =  -  £ £ P(*|*)P(A)l®g, PMA). (3.3) 
«=0 xgj4, 

In order to evaluate the performance of the superset-entropy TCQ scheme, simula

tions were performed on zero-mean, unit-variance, pseudo-random Gaussian data [10]. 

The 4-state trellis of Figure 3.5 and a 257 element, midtread, uniform codebook (Fig

ure 3.6) were used in the system. Figure 3.7 shows the entropy versus normalized 

MSE obtained in these simulations. Also included for comparison is the performance 
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Figure 3.7: Performance curve of superset-entropy TCQ (using uniform codebooks). 

of an entropy-constrained uniform scalar quantizer. This figure was generated para-

metrically by varying A, the distance between consecutive elements of the uniform 

codebook. 

In entropy-constrained TCQ, the lengths of codewords used to represent each 

quantizer output may be different. Generally, the more likely outputs are assigned 

shorter codewords than the less likely outputs. The different codeword lengths allow 
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non-integer rates (bits/sample) to be achieved. Note that as the value of A is in

creased, the entropy decreases and the MSE increases. To encode a set of data at a 

rate of R bits/sample, we simply select a value of A that corresponds to an entropy 

of R bits/sample. 

From Figure 3.7, we see that for encoding rates greater than about 2.5 bits/sample, 

the superset-entropy scheme achieves a MSE performance within 0.55 dB of the rate-

distortion function. Unfortunately, the performance of the superset-entropy TCQ 

system degrades at low rates. At 0.75 bits/sample, the MSE is about 2.4 dB away 

from the rate-distortion function. This situation can be improved by the use of 

codebook optimization schemes as discussed in Chapter 5. 
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CHAPTER 4 

Transform Coding Using Fixed-Rate TCQ 

4.1 Rate Allocation 

The MSE for many source coders can be reasonably modeled by 

D ( R )  «  a < r 2 2 ~ m  (4.1) 

where D is the MSE (or distortion), R is the encoding rate in bits/sample, a1 is the 

variance of the source, and a and /? are parameters that depend on the particular 

encoder structure and the probability density function of the source. For encoding 

rates above 0.5 bits/sample, the MSE performance of TCQ can be approximated by 

selecting a as 1.26 and 1.03 for Gaussian and Laplacian sources, respectively, while 

can be chosen as 1.88 for both sources [11]. These sources are of interest in DCT-

based image coding since for a large class of images, the DC coefficient is (roughly) 

Gaussian distributed and the other coefficients are Laplacian distributed [12]. 

Let L = M2 be the number of coefficients obtained by transforming a M x M 

subblock of image data. The average distortion incurred by encoding the ith coefficient 

with Ri bits/coefficient can be determined with (4.1). Since the DCT is a unitary 

transform, the overall average distortion introduced in the image by encoding all L 
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coefficients is given by 

D = yJ2aiai2~PRi-
L ,=i 

(4.2) 

The method of Lagrange multipliers can be used to determine the rates R{, i = 

1,2,... ,L that minimize (4.2) subject to the average rate constraint 

1 L 

L i=1 
(4.3) 

Unfortunately, this formulation does not guarantee that the resulting rates will be 

non-negative. If any rates are negative, they should be set to zero (bits/coefficient) 

and the corresponding coefficients should be encoded as zero (their mean). Assuming 

that only the first L' coefficients have non-zero rates, the resulting average distortion 

in the image is approximated by 

+ £ „? 
«=1 t=L'+l 

(4.4) 

Using Lagrange multipliers to minimize (4.4) subject to (4.3), yields the optimum 

rates 

Ri = (4.5) 

0 i  =  U  +  1, . . . ,  L  

The value of V is chosen by setting V — L and computing the rates, Ri, i = 

1,2, . . . , L '  from (4.5). If any rates are negative, L '  is decreased by one and the 

rates are computed again. This process is repeated until all encoding rates are non-

negative. Note that the variance of the coefficients are sorted so that cr? > crf+1 for 

all i before using (4.5). This insures that the coefficients assigned an encoding rate 

of zero are those with the smallest variances. 
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To determine a nominal rate-allocation scheme for monochrome images, ten 256 x 

2 5 6  p i x e l  " t r a i n i n g  i m a g e s "  w e r e  u s e d .  T h e s e  t r a i n i n g  i m a g e s  w e r e  d i v i d e d  i n t o  8 x 8  

subblocks and transformed. All like coefficients were collected and used to estimate 

the variance of each coefficient. These variance estimates were substituted into (4.5) 

to obtain a rate-allocation matrix (for an average encoding rate of 0.995 bits/pixel) 

given by 

6.29 4.25 3.36 2.75 2.22 1.71 1.18 0.54 

4.06 3.22 2.60 1.96 1.34 0.83 0.42 0.15 

3.11 2.52 2.09 1.53 1.02 0.55 0.16 0.00 

(4.6) 
2.28 1.82 1.47 1.05 0.63 0.25 0.00 0.00 

1.84 1.14 0.99 0.60 0.23 0.00 0.00 0.00 

1.33 0.66 0.43 0.11 0.00 0.00 0.00 0.00 

0.68 0.08 0.00 0.00 0.00 0.00 0.00 0.00 

0.55 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

The rates shown in (4.6) were used to help determine (4.7) and to "partition" data 

for implementing codebook design algorithms. 

4.2 Side Information 

In the previous subsection, a rate-allocation scheme was described for encoding 

DCT coefficients using TCQ. The average encoding rate chosen for the rate-allocation 

matrix discussed above was 0.995 bits/pixel. This rate was chosen to allow a small 
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amount of side information to be transmitted while maintaining an overall average 

encoding rate of 1.0 bit/pixel. The side information consists of the sample mean of 

the DC coefficient (the means of the other coefficients are assumed to be zero) and 

the sample standard deviation of each coefficient to be encoded. The distribution of 

encoding rates for the sample standard deviations is given by 

12 11 11 11 11 11 11 0 

11 11 11 11 11 11 0 0 

11 11 11 11 11 0 0 0 

11 11 11 11 11 0 0 0 

11 11 11 11 0 0 0 0 

11 11 0 0 0 0 0 0 

11 0 0 0 0 0 0 0 

0 0 0 0 0 0 0 0 

which adds up to 331 bits/image. An additional 13 bits/image are used for the 

sample mean of the DC coefficient. These quantities total 344 bits/image and uniform 

quantizers are used for the encoding. The total encoding rate allocated for the 

coefficients and side information provides an overall encoding rate that is very close to 

1.0 bit/pixel. Since the sample standard deviations are available at both the encoder 

and decoder, (4.5) can be used to determine the optimal rate allocation on an image 

by image basis. 



35 

4.3 Fixed-Rate TCQ of Monochrome Transform Coefficients 

A general block diagram illustrating the procedural flow for the TCQ transform 

coder is shown in Figure 4.1. All 8x8 blocks of a 256 x 256 pixel monochrome image 

are transformed using a two-dimensional DCT and like coefficients are collected into 

sequences of data to be encoded using TCQ. Since there are 1024 blocks (8 x 8), 

and 64 DCT coefficients per block, there are 64 sequences of coefficients, each of 

length 1024. As discussed previously, the sample average (for the DC coefficient 

only) and standard deviation of these coefficients are computed and transmitted as 

side information. 

Each sequence is normalized by subtracting its mean and dividing by its standard 

deviation. A block diagram of the normalization process is shown in Figure 4.2. In 

this figure, Yij is the ijth sequence of transform coefficients, and <r,j and fiij are quan

tized versions of the sample standard deviation and mean of Yij, respectively. The 

normalized version of Yij is then encoded using TCQ at a rate determined by the 

optimum rate-allocation scheme discussed in Section 4.1 (all rates are first adjusted 

to integer values). In an attempt to reduce block effects, the DC coefficient is al

ways allocated a bit rate of 7. At the receiving end, the resulting bit sequence and 

normalization parameters (side information) are used to reconstruct the quantized 

coefficients. The inverse DCT is performed to obtain the final reconstructed image. 
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Figure 4.1: Monochromatic TCQ transform encoder. 
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Figure 4.2: Block diagram of normalization process. 
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4.3.1 Lloyd-Max Codebooks 

The performance of image coders in this thesis is reported by tabulating peak-

signal-to-noise ratios (PSNR), where 

2552 

PSNR = 10 log10 1 ^255 ^255 / _ » \2" (^*8) 
2562 2-t'=0 L,j=0\xij xij ) 

In this expression, and x,j are the pixel intensities of the original and encoded 

images, respectively. 

The five 256 x 256 pixel, 8-bit monochrome images ("tree," "couple," "girl," 

"mall," and "leena") that were encoded in our simulations are from the USC im

age data base. Table 4.1 lists the objective performance achieved by encoding the 

ith DCT coefficient at a rate of /?, (bits/coefficient) using TCQ with codebooks from 

rate (i?, + 1) Lloyd-Max scalar quantizers. Gaussian codebooks were used for the 

DC coefficient while Laplacian codebooks were used for the others. Also included for 

comparison is the performance obtained when using Lloyd-Max scalar quantization 

rather than TCQ. Note that the TCQ-based systems significantly outperform the 

scalar quantizer-based systems with PSNR gains ranging from 1.44 dB to 2.46 dB 

for a 256-state trellis. 

4.3.2 Generalized Lloyd Algorithm Codebooks 

In [13], the generalized Lloyd algorithm [14] was incorporated into the TCQ struc

ture to design optimal codebooks based on training data. The generalized Lloyd 

algorithm is an iterative descent algorithm. Its use for optimizing TCQ codebooks is 
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Table 4.1: Fixed-Rate PSNR for Transform Coding of Monochrome Images at 1 bit 
per pixel. (Rate (R{ + 1) Lloyd-Max Codebooks.) 

Trellis(States) Scalar 
Image 4 8 16 32 64 128 256 Quantizer 
Tree 28.16 28.28 28.33 28.38 28.37 28.60 28.63 27.01 

Couple 33.61 33.67 33.71 33.73 33.75 33.77 33.79 31.33 
Girl 33.78 33.85 33.89 33.92 33.95 33.97 33.99 32.15 
Mall 28.32 28.49 28.50 28.53 28.50 28.56 28.60 27.12 

Leena 30.84 30.91 30.93 30.96 30.99 31.00 31.01 29.53 

summarized as follows. Consider a sequence of training data x of length n. An initial 

codebook Co = s*ze M = 2fi+1 is chosen and at the ith iteration, 

A'j is defined to be the set of all elements in x that are quantized to x1-. The codebook 

after i + 1 iterations is then Cj+i = {x'j"1"1, x2+1,..., }, where Xj+1 = p|rf 1 an<^ 

|^4j| is the number of elements in A*-. Note that Xj+1 is just the average value of the 

elements in Alj. This iteration process is repeated until the condition MSE^^.SE'+1 < e 

is satisfied. A value of 10-5 was used for e in our codebook designs. In these designs, 

the codebook was constrained to be symmetric about zero. 

Based on the nominal rate-allocation matrix shown in (4.6), the transform coeffi

cients, Yij, i,j = 1,..., 8, from our training data were divided into several sets. For 

example, the set consisting of all coefficients was used as the training data for 

the design of a 7-bit codebook. A 4-bit codebook was designed using a set of data 

consisting of all the Fi2, V13, Yn, Y22, and Ysi coefficients. 

Table 4.2 lists PSNR values obtained by the TCQ-based systems having codebooks 

designed using this method. As before, the size of the codebook used to encode each 
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Table 4.2: Fixed-Rate PSNR for Transform Coding of Monochrome Images at 1 bit 
per pixel. (Rate (i?; + 1) Generalized Lloyd Algorithm Codebooks.) 

Trellis(States) 
Image 4 8 16 32 64 128 256 
Tree 28.24 28.39 28.46 28.51 28.54 28.60 28.63 

Couple 34.14 34.48 34.54 34.58 34.61 34.63 34.65 
Girl 34.17 34.28 34.34 34.38 34.44 34.47 34.50 
Mall 28.54 28.72 28.72 28.79 28.79 28.85 28.91 

Leena 31.26 31.34 31.39 31.43 31.46 31.48 31.50 

coefficient was twice that required to encode coefficients using a scalar quantizer. The 

performance obtained using these optimized codebooks is at least as good as that ob

tained by the Lloyd-Max codebooks in every case. For a 4-state trellis, improvements 

in PSNR range from 0.08 dB to 0.80 dB. 

The subjective performance of the TCQ-based systems is significantly better than 

that of the scalar quantizer-based systems. The images obtained using the TCQ-

based schemes are much crisper in appearance. The high frequency background 

noise is substantially reduced and nearly all of the block artifacts (introduced by the 

scalar quantizer-based systems) have been removed. The images produced by the 

different schemes appear in Chapter 6. 

4.4 Fixed-Rate TCQ of Color Transform Coefficients 

It is well known that in color images, the red, green, and blue planes are highly 

correlated and that we can exploit this characteristic by performing a decorrelating 

transform [15]. A common transform used for color images is the transform between 
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the RGB color planes and the NTSC transmission primaries specified as Y, I, Q. 

The Y plane contains the luminance information that enables compatibility with 

monochromatic television. The color information is contained in the I and Q planes. 

This transform provides good energy compaction with 93% of the energy in the 

Y plane, 5.3% in the I plane, and 1.7% in the Q plane [16]. 

The procedure for transform coding of color images differs only slightly from 

monochrome images and is shown in Figure 4.3. The YIQ-transform matrix, la

beled transform C in Figure 4.3, is applied to the image before the DCT transform. 

The YIQ-transform matrix is given in Appendix A. Since most of the information is 

contained in the Y plane, we are able to sub-sample (2:1 in each direction) the I and 

Q planes with a minimal loss of information. Thus, the dimensions of the Y plane 

are M x M while the I and Q plane are x The same rate-allocation algorithm 

discussed before may be used, but now L = M2 + 2(:y)2. 

In order to reduce block effects, the DC coefficient of the Y, I, and Q plane are al

ways allocated a bit rate of 7, 4, and 3, respectively. Side information (347 bits/image 

— consisting of the average value of the three DC coefficients and the sample standard 

deviation of all coefficients to be encoded) is used for normalization, rate allocation, 

and reconstruction of the YIQ coefficients at the receiver as in the monochrome case. 

Before transforming the reconstructed coefficients back to the RGB domain at the 

receiver, we up-sample the I and Q planes by a factor of 1:2 in each direction. 
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Two different distributions of encoding rates for the sample standard deviations 

and means were used. The distribution of rates for the Y plane standard deviations 

is given by 

1 0  8 8 7 6 6 6 6  

8  8 7 6 6 6 6 0  

(4.9) 

8  7 6 6 6 6 0 0  

7  6 6 6 6 0 0 0  

6  6 6 6 6 0 0 0  

6  6 6 0 0 0 0 0  

6  6 6 0 0 0 0 0  

6  0 0 0 0 0 0 0  

while the mean of the Y plane DC coefficient is allocated 13 bits. The I and Q planes 

both use the same rate distribution for standard deviations. The distribution of rates 

for these quantities is given by 

9 6 5 0 

6 5 0 0 

5 0 0 0 

0 0 0 0 

(4.10) 

while 10 bits are used for the means of the I and Q plane DC coefficients. 

The four 256x256 pixel, 24-bit color images ("tree," "couple," "girl," and "leena") 

that were encoded in our simulations are from the USC image data base. Tables 4.3 
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Table 4.3: Fixed-Rate PSNR for Transform Coding of Color Images at 1 bit per pixel. 
(Rate (R{ + 1) Lloyd-Max Codebooks.) 

Trellis(States) Scalar 
Image 4 8 16 32 64 128 256 Quantizer 
Tree 25.51 25.58 25.61 25.65 25.65 25.65 25.69 24.78 

Couple 30.98 31.04 31.06 31.08 31.10 31.12 31.12 29.89 
Girl 29.81 29.88 29.88 29.90 29.92 29.93 29.95 28.87 

Leena 27.39 27.44 27.47 27.52 27.52 27.52 27.54 26.52 

Table 4.4: Fixed-Rate PSNR for Transform Coding of Color Images at 1 bit per pixel. 
(Rate (R{ + 1) Generalized Lloyd Algorithm Codebooks.) 

Trellis(States) 
Image 4 8 16 32 64 128 256 
Tree 25.51 25.58 25.63 25.64 25.67 25.71 25.74 

Couple 31.47 31.53 31.58 31.58 31.62 31.64 31.65 
Girl 30.17 30.19 30.24 30.27 30.31 30.33 30.36 

Leena 27.60 27.68 27.72 27.75 27.76 27.82 27.84 

and 4.4 list the PSNR values obtained when using Lloyd-Max codebooks and code-

books obtained by the generalized Lloyd algorithm (as discussed in Section 4.3), re

spectively. Also, included in Table 4.3 (for comparison) is the performance achieved 

when using scalar quantization rather than TCQ. The 256-state trellis, with the gen

eralized Lloyd algorithm codebooks, provides improvements of 1.62 dB to 3.32 dB 

over the scalar quantizer-based scheme. The images produced using the different 

schemes are shown in Chapter 6 for subjective comparison. 
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CHAPTER 5 

Transform Coding Using Entropy-Constrained TCQ 

5.1 Entropy-Constrained TCQ of Monochrome Transform Coefficients 

The procedural flow for the entropy-constrained TCQ system is the same as that 

of the fixed-rate TCQ system as shown in Figure 4.1. The optimal rate-allocation 

scheme discussed in previous sections is also used in the entropy-constrained TCQ 

system. The only difference between the fixed-rate and entropy-constrained systems is 

that for the entropy-constrained system, rates are adjusted to multiples of 0.25 rather 

than integers (as was done in the fixed-rate system). The side information (consisting 

of 344 bits/image) used by the entropy-constrained scheme is identical to that of the 

fixed-rate scheme. 

The MSE of an entropy-constrained TCQ system can again be reasonably modeled 

by (4.1). In (4.1), we select a as 0.32 and /? as 2.0 based on simulation results 

obtained using training images. Although the procedural flow for the two systems 

are the same, we will see that the objective quality of the images produced by the 

entropy-constrained TCQ systems is significantly better than that of the fixed-rate 

systems. 
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5.1.1 Optimized Codebooks 

Recall from Section 3.3 that the performance of superset-entropy TCQ using uni

form codebooks degrades for encoding rates below 2.5 bits/sample. The reason for 

this deterioration is that a uniform codebook and simple minimum MSE encoding rule 

are not sufficient for a low-rate entropy-constrained system. A considerable amount 

of improvement can be obtained by employing the codebook design algorithm and 

encoding rule from [10],[17]. This algorithm attempts to minimize the MSE of an 

encoding (but subject to an entropy constraint) by minimizing the cost function 

J  =  E [ p ( x , x ) ]  +  \ E [ l { x ) \  (5.1) 

where x  is the data, x  is the encoded version of x, p ( x , x )  is the cost (MSE) of 

representing x by x, A is a Lagrange multiplier, and l(x) is the number of bits used by 

t h e  v a r i a b l e - l e n g t h  c o d e  t o  r e p r e s e n t  x .  A  u s e f u l  a p p r o x i m a t i o n  o f  l ( x )  i s  —  l o g 2  P ( x ) .  

This optimization process considers not only the MSE but also the number of bits 

u s e d  b y  a  v a r i a b l e - l e n g t h  c o d e  t o  r e p r e s e n t  x .  

Figure 5.1 shows the performance of superset-entropy TCQ using both uniform 

and optimized codebooks [10]. At low rates, the optimization procedure provides 

up to 1.9 dB improvement over the uniform case. As before, simulation results are 

obtained by encoding 100,000 samples of zero-mean, unit-variance Gaussian data. 

Points on the curve are obtained by varying the value of A. For the optimized 

TCQ system, the MSE is within 0.55 dB of the rate-distortion function at all rates. 
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Figure 5.1: Performance curve of superset-entropy TCQ (using optimized codebooks). 

From here on, we refer to the superset-entropy TCQ system as simply the entropy-

constrained TCQ system. 

From Figure 5.1 we see that for rates greater than 2.5 bits/sample, the optimized 

codebooks do not provide significant improvement over the uniform codebooks. Thus, 

in our simulations with images, optimized codebooks with 256 elements were used 

for encoding rates less than or equal to 2.5 bits/sample while uniform codebooks 

were used for all other rates. To obtain training data for the optimization procedure, 

we divided the transform coefficients for the training images into several sets (based 
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« Performance curve of training data 

0.0 J 1 1 1 1 1 1 1 
-36.0 -30.0 -26.0 -20.0 -16.0 -10.0 -C.O 0.0 

MSE (dB) 

Figure 5.2: Performance curve of training data. 

on a nominal rate-allocation matrix) and applied the optimization process discussed 

earlier. 

As mentioned above, uniform codebooks were used at rates above 2.5 bits/sample. 

The results of an experiment using a 512 element uniform codebook on training data 

appear in Figure 5.2. Note that the curve "peels-back" at about 4 bits/sample. This is 

consistent with the results in [18]. Based on Figure 5.2 and others like it (for different 

size codebooks), we found that uniform codebooks with 2(fi'+s) elements were nec

essary to achieve good performance for encoding rates greater than 2.5 bits/sample. 

For encoding monochrome images, codebook sizes range from 256 to 2048 elements. 
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Table 5.1: Optimized Entropy-Constrained TCQ PSNR for Transform Coding of 
Monochrome Images. 

Image 
Tree Couple Girl Mall Leena 

Entropy 
PSNR 

1.20 
32.03 

0.84 
38.83 

0.87 
37.49 

1.20 
32.95 

0.89 
35.17 

Table 5.1 presents PSNR values obtained using a 4-state entropy-constrained TCQ 

system with codebooks as described above. The entropy of the quantized images are 

not exactly 1 bit/pixel because the training images used were different from the 

test images. The PSNR for the entropy-constrained systems is significantly higher 

than that of the fixed-rate systems for every image. In fact, the optimized 4-state 

entropy-constrained TCQ system outperforms the 256-state fixed-rate TCQ system 

(Table 4.2) by 2.99 dB to 4.18 dB. The improvement in perceptual quality of entropy-

constrained TCQ-based system over scalar quantizer-based system is rather dramatic. 

The images produced, as shown in Chapter 6, are crisp and clear with virtually no 

block artifacts or fuzziness. 

5.2 Entropy-Constrained TCQ of Color Transform Coefficients 

For our entropy-constrained color image coding system, the fixed-rate TCQ of 

the color transform encoder in Figure 4.3 was replaced by an entropy-constrained 

TCQ. As in the monochrome case, codebooks (optimized for color image data) with 
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Table 5.2: Optimized Entropy-Constrained TCQ PSNR for Transform Coding of 
Color Images. 

Image 
Tree Couple Girl Leena 

Entropy 
PSNR 

1.04 
27.70 

0.92 
33.82 

0.79 
32.07 

0.95 
29.44 

256 elements were used for encoding rate less than or equal to 2.5 bits/sample, while 

uniform codebooks with 2^'+5) elements were used for higher rates. 

Table 5.2 lists the PSNR values obtained using a 4-state entropy-constrained TCQ 

system. Comparison with Table 4.4 reveals that the entropy-constrained TCQ system 

outperforms the 4-state fixed-rate TCQ system by 1.84 dB to 2.35 dB. Again, the 

color images quantized using the entropy-constrained system appear much crisper and 

clearer than those quantized using a scalar quantizer system. These images appear 

in the next chapter. 
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CHAPTER 6 

Summary 

The primary objective of this research was to develop source coding schemes for 

monochrome and color images. These schemes attempt to reduce the quantity of 

data necessary for storage or transmission of images without significantly degrading 

their quality. 

In Chapter 1, the basic digital communication model was presented. Chapter 2 

reviewed several background topics. Among these were transform coding, scalar 

quantization, and entropy-coded quantization. These topics were necessary for the 

development of concepts in subsequent chapters. 

Trellis source coding schemes were described in Chapter 3. We reviewed how a 

state-transition diagram of a finite-state machine could be represented by a trellis, 

and how this lead to the introduction of TCQ. Entropy-constrained TCQ was also 

reviewed in this chapter. 

Chapter 4 described the application of transform coding and fixed-rate TCQ 

to both monochrome and color images. In our simulations, 256 x 256 pixel, 8-bit 

monochrome images and 24-bit color images were encoded. Rate-allocation schemes 
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for encoding the transform coefficients and side information were developed and dis

cussed. The generalized Lloyd algorithm was incorporated into the TCQ structure 

to design optimal fixed-length codebooks. For color images, the red, green, and blue 

planes were transformed into the NTSC transmission primaries specified as Y, I, 

and Q before the DCT was applied. The "snow" and "block" artifacts introduced 

into images by scalar quantizer-based systems were greatly reduced by the fixed-rate 

TCQ-based system. 

In Chapter 5, we used an iterative optimization algorithm to design codebooks 

for an entropy-constrained TCQ-based system. These codebooks were designed to 

minimize MSE but subject to a constraint on entropy. Reconstructed images obtained 

using the resulting entropy-constrained TCQ-based scheme were crisp and clear with 

virtually no fuzziness or block artifacts. 

An objective comparison of the scalar quantizer, fixed-rate TCQ (4 states), and 

entropy-constrained TCQ (4 states) schemes is shown, for monochrome and color im

ages, in Tables 6.1 and 6.2, respectively. These tables are only meant to be "rough" 

comparisons because slightly different bit rates were obtained by each system and 

image (see tables in earlier sections). In Tables 6.1 and 6.2 , Afs is the difference 

in PSNR between the scalar quantizer and fixed-rate TCQ schemes, Ae/ is the dif

ference between fixed-rate TCQ and entropy-constrained TCQ schemes, and Aes the 

difference between the scalar quantizer and entropy-constrained TCQ schemes. All 

PSNR values are in dB. 
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Table 6.1: Comparison of Schemes for Monochrome Images. 

Scalar Fixed-Rate Entropy- Constr. 
Image Quantizer TCQ TCQ A/« 

<1 
Ae, 

Tree 27.01 28.24 32.03 1.23 3.79 5.02 
Couple 31.33 34.14 ~ 38.83 2.81 4.69 7.50 

Girl 32.15 34.17 37.49 2.02 3.32 5.34 
Mall 27.12 28.54 32.95 1.42 4.41 5.83 

Leena 29.53 31.26 35.17 1.73 3.91 5.64 

Table 6.2: Comparison of Schemes for Color Images. 

Scalar Fixed-Rate Entropy-Constr. 
Image Quantizer TCQ TCQ A/, Ae/ Aes 

Tree 24.78 25.51 27.70 0.73 2.19 2.92 
Couple 29.89 31.47 33.82 1.58 2.35 3.93 

Girl 28.87 30.17 32.07 1.30 1.90 3.20 
Leena 26.52 27.60 29.44 1.08 1.84 2.92 

For subjective comparison, the original and encoded images of "tree," "couple," 

"girl," and "leena" are shown in Figures 6.1 - 6.8. Moving clockwise from the upper-

left corner of each figure is the original image and the encoded images using scalar 

quantization, entropy-constrained TCQ (4-state), and fixed-rate TCQ (4-state), re

spectively. Images produced by the TCQ-based schemes are significantly superior 

in perceptual quality as compared to those produced by the scalar quantizer-based 

scheme. They are much clearer and show a striking improvement in background noise 

content. Additionally, the block artifacts present in the images encoded using scalar 

quantization are almost nonexistent in images encoded using TCQ. 



Figure 6.1: Results for monochrome "tree" image. 

Figure 6.2: Results for monochrome "couple" image. 



Figure 6.3: Results for monochrome "girl" image. 

fj 
Figure 6.4: Results for monochrome "leena" image. 



Figure 6.5: Results for color "tree" image. 

Figure 6.6: Results for color "couple" image. 



Figure 6.7: Results for color "girl" image. 

Figure 6.8: Results for color "leena" image. 
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Appendix A 

YIQ-Transform Matrix [19]. 

0.299 0.587 0.114 

0.596 -0.274 -0.322 

0.211 -0.523 0.312 

Inverse YIQ-Transform Matrix. 

1.000 0.956 0.621 

1.000 -0.273 -0 647 

1.000 -1.104 1.701 

(A.2) 
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