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ABSTRACT 

A goal of many image analysis, image understanding and computer vision 

problems is the delineation of linear features. This thesis addresses the specific problem 

of operator guided road delineation in aerial photographs. Our solution to this problem 

applies the classical pattern recognition paradigm of feature extraction followed by 

pattern classification. The feature extraction process merges features extracted at 

different levels of a multi-resolution image pyramid to obtain a dichotomization of image 

coordinates into classes of road pixels and not road pixels. The road center line is 

estimated from this road pixel image using a generalized Hamming distance based 

decision scheme. An artificial neural network (ANN) architecture is developed which 

implements the generalized Hamming distance classifier. It is shown that the ANN 

implementation offers significant throughput improvements over sequential 

implementations. Results of applying the road delineation algorithm to digitized aerial 

photographs demonstrate delineation accuracy suitable for computer-aided cartography 

applications. 
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CHAPTER 1 

INTRODUCTION AND OVERVIEW 

1.1 Delineation of Linear Features. 

A goal of many image analysis, image understanding and computer vision 

problems is the delineation of linear features in an image. For instance, in computer-aided 

cartography, delineation of roads and shorelines is required. One objective of medical 

image analysis is delineation of arteries in angiograms. In industrial applications, 

automatic detection of fissures in solder runs requires delineation of each point-to-point 

run in a circuit. In each of these applications, the feature of interest can be described as a 

linear feature. 

Using Fischler's definition [1], a linear feature is "a connected region that is very 

long relative to its width." Additionally, Fischler stipulates that linear structures "have no 

visible internal detail that is essential to their delineation." Many researchers have 

pursued the task of designing computer programs to delineate linear structures that adhere 

to these characteristics. A specific linear delineation problem that has been studied 

extensively is the problem of delineating roads in aerial imagery. The design of a 

semi-automatic road delineation algorithm is the subject of this thesis. 

The first issue to address in any practical computer vision / image understanding 

(IU) problem is the level of automation that is desired. In the field of computer-aided 
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cartography, "99% delineation accuracy is required" [2] before the computer delineation 

can be used without human approval. This level of accuracy is beyond the current 

state-of-the-art of fully automatic IU algorithms, therefore, a human cartographer is 

required to verify and edit the computer generated road delineations. Since a human 

must be pan of the system, our algorithm places some modest demands on the human 

which constrain and simplify the computer's delineation task. Thoughtful partitioning of 

tasks between the human operator and the algorithm results in a highly usable and 

accurate delineation system. The cartographer initiates a delineation by marking points 

along a road, then verifies and edits the results. The objective of the computer-aided road 

delineation algorithm described herein is to improve the productivity of the cartographer 

by automating one of the more tedious aspects of the map making task. 

Since the human visual system is quite adept at performing the linear delineation 

task, at least in situations of isolated linear structures, much of the research has been 

based on computer models of human visual processes. The most widely used computer 

vision model, formulated primarily by Marr's group at MIT [3], emphasizes a 

hierarchical processing structure. "Low-level" processes in the hierarchy are those that 

deal directly with image intensities, i.e., pixel values. "High-level" processes are those 

that apply abstract knowledge to the image understanding problem. "Intermediate-level" 

processes provide successively greater levels of abstraction from the low-level output to 

the high-level input. 

The consensus [cf. 1,4,9] is that low-level visual processes for road finding should 

consist of one or more of the following operations: 

• Edge detection 
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• Cross-sectional profile correlation 

• Constant intensity region finding. 

As form intermediate-level processes, techniques such as: 

• Linking, thinning, and clustering algorithms 

• Knowledge-based artificial intelligence (AI) schemes 

• Optimization techniques (such as graph search) 

have been applied. Finally, published techniques for high-level processing have been 

mostly speculative, although McKeown reports success in identifying overpasses and 

intersections using contextual information and physical rules [4]. Our goal, however, is 

to leave the high-level processing and abstract reasoning to the cartographer while 

automating the low- and intermediate-level processing. 

Many researchers have achieved acceptable solutions to the road delineation 

problem using widely different approaches, particularly at the intermediate processing 

level. Since correct human vision models would not show such a wide disparity, we 

conclude that linear feature delineation can be accomplished without actually modeling 

human visual system processes. In other words, understanding the workings of the 

human vision system is not a prerequisite for developing a suitable road delineation 

algorithm. An alternative to the computer/human vision model is to pose the delineation 

problem as a pattern recognition problem. In the pattern recognition (PR) framework, the 

concern is with achieving "human-like" performance, regardless of whether the method is 

similar to that used by humans. That is, the pattern recognition model is result oriented 

rather than process oriented. Notions about how humans delineate roads can be 

incorporated into the PR model, as can any other processes that lead to the desired 

results. 
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1.2 Overview of Results. 

The road delineation approach presented herein is modeled on the classical 

pattern recognition paradigm of "feature extraction" followed by "pattern classification". 

Feature extraction is analogous to low-level computer vision processing in that 

processing is performed directly on pixels, and the output from feature extraction has no 

particular abstract meaning. Using this analogy, the set of features to be extracted should 

correspond to the list of low-level vision operators given above. Our findings are that a 

robust algorithm requires the extraction of multiple features from the source image. We 

have chosen intensity consistency as the primary feature in our delineation scheme since 

it is simple to implement, and relatively robust in the constrained search region (a region 

generated from road points marked by the cartographer). Edge information is used as a 

secondary feature. By itself, the image edge map is an unreliable (error prone) indicator 

of road presence, especially in urban areas. However, the edge map provides information 

which allows correction of some errors in the intensity based feature map. Simultaneous 

use of intensity and edge features is shown to provide an accurate indication of road 

presence over a wide variety of road types. The result of the feature extraction process is 

a dichotomization of pixels into classes of "road pixels" and "not road pixels". We refer 

to this labelling as the road pixel image. 

The pattern classification step of the PR model processes the road pixel image to 

determine the road center line delineation. Pattern classification may include techniques 

considered to be low-, intermediate-, and/or high-level vision processes, and techniques 

not necessarily related to any human visual process. The goal is to determine a 

transparent mapping from feature space to "class space" that produces the same results as 

the opaque mapping in the human vision system. Feature extraction acts to reduce the 
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dimensionality of the original image space, thereby simplifying the construction of the 

transparent mapping function. 

An artificial neural network classifier is used to make the determination of the 

road center line. Neural networks have proven effective in many PR tasks. A distinct 

advantage is that fewer heuristic factors enter into the classifier algorithm. Training of 

the network allows the mapping to be determined directly from prototype data rather than 

from imposed rules or constraints. Of course the learned mapping is only as good as the 

training data, and some heuristics do enter into the design of the training data set. In this 

thesis, the performance of a neural network paradigm based on the Hamming distance 

decision metric is examined. 

The Hamming network is a neural network implementation of the classical 

Hamming distance metric. Originally developed in the digital communication field, 

Hamming distance is the optimal decision metric for detecting binary signals corrupted 

by random bit toggles. We show that the road pixel image can be approximated as a 

two-dimensional signal of this type, leading to accurate delineation results using the 

Hamming network classifier. 

Chapter 2 of this thesis presents a pattern recognition based approach to road 

delineation. Published approaches to the road delineation problem are summarized as a 

starting point for the design. Complete descriptions of the problem, assumptions, 

operational requirements, and the algorithm functional design are provided. 

Chapter 3 presents the feature extraction algorithm. A key aspect of the feature 
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extraction approach, use of a multi-resolution image pyramid, is shown to have 

performance and computational advantages versus performing all extraction at a single 

resolution level. 

Chapter 4 discusses the pattern classifier. It is shown that classification based on 

minimum Hamming distance is a suitable technique for mapping feature space into class 

space. We then present the Hamming network, including the network topology, the 

design of exemplars, and the use of the network in determining the center line delineation 

from the road pixel image. 

In Chapter 5, empirical results of the delineation algorithm are presented for a 

variety of roads. Algorithm performance is quantified, and strengths and weaknesses of 

the algorithm are discussed. Chapter 6 summarizes the work and presents conclusions 

and recommendations. 
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CHAPTER 2 

PROBLEM DEFINITION AND ALGORITHM DESIGN 

2.1 Description of the Road Delineation Problem 

The problem addressed in this thesis is that of designing a computer algorithm to 

perform semi-automatic road delineation. This algorithm is designed for inclusion as part 

of a low cost, stand-alone computer-aided cartography workstation. The overall 

objective for the workstation is to increase the speed at which cartographic products are 

produced, while reducing the tedium associated with the delineation task. 

The characteristics of the target environment for the algorithm place some 

constraints on the algorithm design. First, the goal of low cost implies that the CPU 

power and disk space available in the workstation will be modest (in comparison to the 

large burden that any image processing algorithm places on each of these resources). 

Thus, the algorithm should have low computational requirements and should not depend 

on accessing information from large on-line geographical data bases. The limitation that 

geographical data bases can be neither stored within the workstation nor accessed 

remotely (due to the stand-alone requirement), leads to the conclusion that all information 

used by the algorithm will come exclusively from the source imagery and the human 

operator. Finally, since an objective is to improve operator productivity, the amount of 

operator input required by the algorithm shall be kept to a minimum. The input that is 

8 
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required should be a natural extension of the cartographer's existing skills (e.g., selecting 

a road to be delineated), and should not involve obscure activities such as setting 

thresholds or entering parameters. (Although the delineation algorithm described herein 

uses thresholds, the thresholds are preset or computed automatically based on the source 

image.) 

The problem of road delineation is that of determining all image pixels along the 

center line of operator selected roads in an aerial image. (Center line means those points 

equidistant from opposite shoulders of the road.) An algorithm's ability to solve this 

problem is affected by factors such as; resolution of the imagery, noise incurred during 

the imaging and/or digitization processes, occluded areas along the road, variations in 

road characteristics along its extent (e.g., changes in surface material, changes in width), 

directional smoothness of the center line trajectory, degree of similarity between the road 

and surrounding areas, and the presence of junctions between two or more roads. Before 

formulating an algorithm that addresses these factors within our specific set of design 

constraints, it is instructive to examine previous approaches to the problem. 

2.2 Research in Computer-Aided Road Delineation 

The problem of programming computers to delineate roads has been studied since 

the early 1970's. What may be the most influential early work in the area is that 

performed at the Stanford Research Institute (SRI) by researchers such as Fischler and 

Quam. The SRI road tracking system was described in a series of workshop papers and 

technical reports published during the period 1978-1981 [5, 6,7]. SRI developed two 

different road trackers, one for high resolution imagery (5 feet or less per pixel, implying 

road width of several pixels) and one for low resolution (road width less than 4 pixels). 
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The high resolution road tracker, developed by Quam [7], performs delineation 

using a correlation based approach. To initialize the tracker, a road starting point, initial 

track direction, and road width are provided. A "surface model", a cross-sectional 

template of the road, is extracted at the starting point. A "path model" predicts the 

location of the next road center line point by fitting a second order curve to the previously 

delineated road center line points. A correlation is computed between the surface model 

and the intensity profile at the predicted point. If the correlation is strong, the predicted 

point is selected as the next road center line point. If not, the path model predicts the 

next step along the center line and the process is repeated. If a correlation match is not 

obtained, a new surface model is generated at the point where the track was lost, and the 

process is repeated. The important points regarding Quam's road tracker are; 

• The computational requirements are modest 

• Algorithm performance is highly dependent on the road having constant width and 

smooth trajectory 

• The algorithm must be manually initialized. 

Fischler, et.al. [5, 6, 8], developed SRI's algorithm to track roads in low 

resolution imagery. The heart of this algorithm is also a correlation operation, but the 

overall approach taken is quite different from Quam's. Fischler recognizes that there is 

no "single coherent model suitable for reliable detection of local road presence. It is thus 

essential that some means for integrating information from multiple (incommensurate) 

image operators and knowledge sources be devised" [8]. His algorithm combines the 

results from a correlation operator, called the Duda Road Operator (DRO), and an 

intensity thresholding operator to determine highly likely road points. 
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To initialize the algorithm, a search corridor and the road start and end points are 

provided. The DRO and intensity operators are applied over the search corridor, and 

each pixel in the corridor is assigned a cost which is inversely related to the likelihood of 

the pixel being part of the road. A functional transformation is applied to the cost to 

incorporate a-priori knowledge about the road curvature and degree of occlusions. 

Finally, a graph search algorithm, is used to determine the lowest cost path through the 

cost points. It is noteworthy that: 

• Each pixel in the search region is examined to determine its likelihood of being part 

of the road 

• Expected road width is used as part of the cost assignment 

• Road smoothness is parameterized, and may have to be adjusted for different roads 

• The graph searching determines the globally minimum path through the cost points 

from the starting road point to the end point. 

The works of Quam and Fischler are primarily based on correlation operations, 

with Fischler combining the correlation result with a constant intensity measure. As an 

alternate approach, we consider the work of Nevada and Babu [9]. The focus of their 

algorithm is linear feature delineation based on edge information. Edge detection is 

performed by convolving the image with several masks corresponding to ideal step edges 

at different orientations. At each image pixel, the edge strength is the maximum value 

returned from all the convolutions. The edge orientation is the orientation of the mask 

that generated the highest output. This process is essentially a correlation operation, 

designed to detect the presence of step edges instead of road cross-sections. 

Once the edge image has been generated, the edges are thinned and thresholded to 
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create a binary image. The thresholding operation considers both edge strength and local 

colinearity. This is followed by a linking process which connects edge fragments based 

on their orientation and spatial proximity. Finally, piecewise linear segments are fitted to 

the data that survive this processing. These segments correspond to linear features within 

the image. Later work by Nevada and Babu 110] specifically detects roads by searching 

for "anti-parallel" line segments corresponding to edges on two sides of a road. 

Anti-parallel segments are line pairs that have orientations which differ by 180 degrees. 

Nevada and Babu's approach does not require initial information about the road location, 

however it does make assumptions about roads that are often unfulfilled. Paramount 

among these is the assumption that a road is bounded by step edges on two sides. 

Additionally, the linking process is likely to be error prone, particularly when applied to 

dense images. 

McKeown has published a number of papers that chronicle progress in road 

delineation at Carnegie-Mellon University [cf. 4, 11]. McKeown's focus is the 

application of A1 techniques to the road delineation problem. The classic AI paradigm is 

the "rule-based system", and this is the technique used by McKeown. Rules are applied 

to low-level data (i.e., data extracted from the image) and "knowledge" extracted from 

data bases associated with the particular imagery being processed. 

One of McKeown's more recent publications [4] discusses a system called ARF 

(A Road Follower) which uses data primarily extracted from the image itself coupled 

with general domain specific knowledge. ARF successfully identifies "road features" 

such as intersections, overpasses, and surface material changes by applying rules to 

low-level data and the domain knowledge. Two types of low-level data are used by ARF; 
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one type generated by a modified version of Quam's correlation based tracker, and the 

other from Navatia and Babu's edge based technique. ARF exhibits good performance, 

and McKeown claims that it is "suitable as an interactive assistant" for road delineation. 

While the published results seem to support this claim, we feel that the computational 

demands are too great for the system we are considering. ARF delineates 10 pixels per 

second running on a VAX 11/785. Further, we believe (and will subsequently show) that 

the a far less complex algorithm can be used to achieve similar center line delineation 

results. (Unlike ARF, our algorithm does not address the problem of road feature 

identification. This alleviates some computational load.) Finally, it is noteworthy that 

McKeown's results indicate that the Quam-type tracker provides less fragmented and 

more accurate data than the edge based approach. 

The four road delineation approaches described above are representative of most 

of the algorithms found in the literature. In analyzing these algorithms and published 

results, it is justifiable to draw the following conclusions; 

• Correlation and intensity based approaches perform better than edge based algorithms 

• Integration of multiple feature types can improve performance 

• Use of domain specific knowledge improves performance (e.g., Quam's path model, 

Fischler's smoothness parameter, McKeown's rules) 

• Delineation decisions should be based on global criteria rather than local i.e., the 

placement of any specific center line point should consider the entire set of feature 

data instead of some local subset of the data. If global assessment cannot be made, 

the local region should be made as large as possible (assuming that it contains 

relevant data). 



23 

• Most algorithms (all of the four that have been presented) require initialization from 

an outside source. 

• It is possible to achieve adequate delineation results with a computationally tractable 

algorithm. 

It is found that most current road delineation research consists of minor variations 

to the algorithms described above. A large body of the current work (e.g., [12,13]) uses 

the AI approach, where heuristics related to photo interpretation are encoded into a 

rule-based system. No reports of significant performance improvements are found that 

offset the computational burden of rule-based systems. (Hardware "inference engines" 

have been designed to efficiently process rules, but these are costly and too specialized to 

serve as cartography workstations.) Most of the recently published processing type 

algorithms use some subset of the processes described above (i.e., correlation, 

thresholding/region growing, edge detection). Various techniques for post-processing the 

features into a center line have been proposed, [14, 15] but again, no significant 

performance improvements have been found. Surprisingly, many researchers continue to 

use edge based schemes [e.g., 15] even though the resulting performance is typically 

inferior to that achieved by correlation and intensity based techniques. 

Of the recent work in the field, the approach suggested by Schowengerdt and 

Pries [16,17] most closely resembles the approach favored by this author. Schowengerdt 

and Pries have developed an "operator guided" method for entering features into a 

geographic information system. Their procedure uses an operator controlled moving 

window for extracting a processing corridor. A histogram based intensity segmentation 

is performed, followed by a centroid computation on the smoothed segmentation image. 



24 

Schowengerdt and Pries observe that 

• Edge based systems are error prone 

• Rule-based systems are too compute intensive 

• Currently realizable systems depend on operator input for success. 

While agreeing with Schowengerdt and Pries on these points, and recognizing their 

acceptable results, the following aspects of their technique (referred to hereafter as the 

S&P procedure) can be improved; 

• The S&P procedure uses grey level consistency as the only feature. While grey level 

consistency appears to be the most reliable indicator of road presence (assuming 

sufficient contrast between road surface and background), useful additional 

information can be extracted from the imagery. 

• The S&P procedure collapses the thresholded grey level image into a center line by 

using a centroid calculation. In Chapter 4 we show that the centroid calculation often 

produces large local errors. Although these errors can often be corrected using 

smoothing techniques, delineation accuracy should be improved if a more global 

decision scheme is used to determine each center line pixel. 

• The S&P procedure extracts a processing region based on operator inputs. Our 

technique for extracting a road corridor may be less dependent on accurate control 

point placement. 

2.3 A Pattern Recognition Approach to Road Delineation 

The road delineation algorithm presented in Chapters 3 and 4 builds on the S&P 

procedure and incorporates beneficial aspects of other algorithms described in 2.2. The 

functional flow of our algorithm is illustrated in Figure 2-1. While the specifics are 

described in subsequent chapters, it is noteworthy that the algorithm uses multiple 



Road Width 

Estimate 

Operator 
Inputs —H 

(Control Points) 

Feature Extraction - Chapter 3 

Source 

Image Feature 

Combination 

Edge 

Filtering 

Intensity 

Thresholding 

Road Pixel 

Image 

Hamming Distance 

Classifier 
Start 

Location 

Center Line 

Delineation 

Path 

Model 

2-d Surface 

Model 
Cost 

Parameters 

Pattern Classification - Chapter 4 

Figure 2-1 — Road Delineation Algorithm Functional Flow Diagram 



26 

features (an intensity based feature is supplemented with edge information), domain 

knowledge is incorporated, and the classifier uses a large data set to make each center 

line pixel decision. As for the impediments to accurate delineation listed in 2.1, the 

algorithm addresses them as follows; 

• Image resolution is assumed to be such that the road is several pixels wide, i.e. more 

than 8. 

• The algorithm smooths image noise. Smoothed images make up levels of an image 

pyramid. 

• An effect of the noise smoothing is that occlusions are also smoothed. Small gaps in 

an otherwise continuous road pixel sequence are filled in by the classifier. 

• Changes in surface material are accommodated by adaptively setting intensity 

thresholds. 

• It is assumed that road width is relatively constant, i.e. it does not change by more 

than ±25%. 

• It is assumed that the road trajectory does not change by more than 90° at any one 

time (i.e., 90° turns are the sharpest that the algorithm accommodates.) 

• High contrast between the road and the background is beneficial but not required. 

• Road junctions and intersections have minimal effect on delineation accuracy due to 

the use of operator entered control points. 

Additional assessment of the algorithm design is presented in Chapter 5 based on 

algorithm performance results. 
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CHAPTER 3 

FEATURE EXTRACTION 

The objective of the feature extraction phase of pattern recognition is well 

described by Witkin; 

"Hardly any sophisticated signal understanding task can be performed using the raw numerical 

signal values directly; some description of the signal must first be obtained. An initial description 

ought to be as compacl as possible, and its elements should correspond as closely as possible to 

meaningful objects or events in the signal forming process." 

Witkin, A.P., "Scale-space filtering", In Proc. 8th Int. Joint Conf. on Artificial Intelligence, 

pp 1019-1022, Karlsruhe, West Germany, Aug. 8-12,1983 

For the specific pattern recognition task of road delineation, the goal of feature extraction 

is to create a binary image (i.e., each pixel has value zero or one) in which the "one" bits 

indicate potential road pixels. This goal complies with Witkin's requirements of 

compactness and correspondence to meaningful objects. 

3.1 Candidate Features. 

Appropriate features for any pattern recognition problem must satisfy certain 

general criteria. An appropriate feature is one that 

1. Captures the essence of the object to be classified 

2. Discriminates the desired object from all others while allowing for within class 

variability 
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An example which satisfies criterion 1 is that roads are long, narrow, and connected. 

Therefore, a feature(s) which measures length, narrowness, and connectedness would 

capture some of the essential characteristics of a road. Criterion 2 is the key to successful 

feature extraction. For example, if the feature(s) which measures length, narrowness and 

connectedness considers the furrows of a plowed field to possess these characteristics in 

quantities similar to roads, then the classifier will be unable to discriminate between 

roads and fields. In all but trivial cases, criterion 2 cannot be achieved by a single 

feature. (This is a failing of some other road delineation algorithms which are based on a 

single feature.) Features must be selected which complement each other, and combine to 

allow recognition of roads and only roads. 

To expand on the previous discussion, roads are characterized by the following 

attributes: 

1. Relatively constant width over its entire extent 

2. Locally constant intensity 

3. Center line composed of broadly smooth curves 

4. Continuity from beginning to end. 

Since the road center line is determined in the classification phase of the pattern 

recognition process, attributes 3 and 4 are designed into the classifier. Feature extraction 

attempts to measure attributes 1 and 2. Note that real roads do not comply with all 

aspects of this ideal characterization (e.g. the intensity of a repair patch is typically 

different from that of the main road surface). Aspects of the delineation algorithm that 

accommodate differences from ideal attributes are discussed throughout this chapter. 

Measurement of road width implies knowledge of the boundaries of the road. 
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Existence of boundaries in turn implies the existence of an intensity gradient at the 

transition between "road" and "not road". As discussed in Chapter 2, detection of edges 

based on a gradient computation f 181 is a well known method of extracting such 

boundary information. Locally constant intensity may be measured in a variety of ways. 

A simple and widely used technique is to perform segmentation using grey level 

thresholds [18]. Another approach would be to measure lack of texture. A frequency 

domain approach, such as that described in [19] provides such a measure. Finally, region 

growing techniques, as used by McKeown [4], are useful for extracting areas of near 

constant intensity. 

Upon consideration of these candidate features, it was determined that edge 

detection and grey level thresholding should be used in combination to characterize 

roads. Grey level thresholding was selected due to the simplicity of computation 

compared to texture measures. Region growing was ruled out since it was expected that 

actual road images would not be homogeneous and it would therefore be difficult to set 

the grouping thresholds associated with the region growing algorithm. 

It is expected that the edge information will be partially redundant with that 

extracted by grey level thresholding. In spite of this, two factors justify the use of both 

features. First, the redundancy is only partial. Consider a case where the road boundary 

is not well defined. A gradual intensity change may not be detected by an edge filter, but 

could be detected by the intensity thresholding operation. Conversely, coarsely set 

intensity thresholds may result in poor recognition of the road boundary, whereas edge 

detection would recognize any significant instantaneous intensity change. Edge detection 

is a localized operation whereas our use of grey level thresholding is more global. A 
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second justification for using the two interrelated features is that the resolution of the 

edge information is higher than that of the grey level thresholding. Thus, the edge map 

can be used to refine the thresholding results. Using both edge information and intensity 

information simultaneously results in a more accurate identification of road pixels than 

could be accomplished by either feature alone. 

3.2 Multi-Resolution Image Pyramid. 

In many pattern recognition systems, a "pre-processing" step typically precedes 

the feature extraction processing. The goal of pre-processing is to slightly modify the 

overall characteristics of the input image so as to complement the feature extraction. For 

example, the non-linear operation of median filtering reduces noise while retaining'edge 

sharpness [20]. Similarly, Ryan [21] pre-processes grey level data using the conditional 

average filter prior to segmentation. For the road delineation algorithm, any pre-processing 

must be compatible with the selected features: edges and thresholded intensity. 

Pre-processing for edge detection typically takes the form of removing known 

noise from the image to reduce the occurrence of false edge detections. Techniques such 

as Wiener filtering may be used, depending on what is known about the noise. However, 

filtering techniques may remove edge information from the image along with the noise. 

For the purposes of this thesis, it is assumed that there is little or no additive noise present 

in the image. Noise present in photographs taken from low flying aircraft will generally 

consist only of film grain noise. It is assumed that film grain noise is negligible, i.e., it is 

assumed that the source image is properly exposed and that the roads to be delineated are 

large with respect to noise in the film grain. The conclusion is that for the edge detection 

aspect of our problem, it is best not to do any pre-processing. 
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Regarding the intensity thresholding, it is desired that the image be pre-processed 

so that homogeneity is increased for areas that have approximately constant intensity. 

The pre-processing should attempt to eliminate artifacts such as shadows, small repair 

patches, and center line markings from road areas. Although the non-linear techniques 

previously mentioned are suitable for this task, a neighborhood averaging filter is 

computationally efficient and is effective for "smoothing out" the aforementioned 

artifacts. 

It is concluded that the edge feature is high frequency information perpendicular 

to the road, for which it is best to apply no pre-processing, and that the intensity feature is 

low frequency information along the road, for which application of a local averaging 

filter is an appropriate pre-processing step. One approach to accomplishing these 

contradictory goals is to simply extract the edge information, then filter the original 

image and extract the intensity feature. In order to save some time in extracting the 

intensity feature and due to other system design considerations, we elected to use a 

multi-resolution image pyramid [21] to accomplish both pre-processing goals 

simultaneously. The primary system design benefit of using the pyramid data structure is 

that displaying the image at different magnification levels requires no computation time. 

It is anticipated that a cartographer will require numerous pans and zooms as control 

points are placed on the image and during verification and editing phases, so the resulting 

computational savings is significant. 

The pyramid data structure is illustrated in Figure 3-1. The original image is at 

the base of the pyramid, referred to as level 0. This is the highest resolution image in the 

pyramid (i.e., the instantaneous field of view of a pixel is the smallest). Successively 



level 2 

level 1 

level 0 

N 

Figure 3-1 ~ Multi-Resolution Image Pyramid Data Structure 
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higher levels of the pyramid are formed by replacing each pixel with the average grey 

level over a 2x2 neighborhood of that pixel. The filtered image is then subsampled by a 

factor of two. We have elected to use a three level image pyramid (i.e., pyramid levels 0, 

1, and 2), since more than three levels will totally eliminate narrow roads. That is, roads 
N 

less than 2 pixels wide, where N is the number of levels, will be totally merged with the 

background. Unless the contrast between road and background is quite high, all evidence 

of the road will be eliminated. The algorithm used to construct the multi-resolution 

pyramid is as follows: 

1. Set pyramid level 0 to input image. i=l. 

2. Compute image at level i; 

For ( 0 < x < N*i) { 

For ( 0 <, y <, N*i) { 

GL.(x/2, y/2) = 0.25* [ GL. ^x.y) + GL. ̂ x.y+l) + 

GL.^x+loO + GL.^x+l.y+l)]] 

y = y+2 

} 

x = x+2 

) 

where; GL.(x,y) = grey level at location x,y in pyramid image i 

N = dimension of level 0 image 

3. i = i+1. If i = 3, END, else repeat step 2. 

S 
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3.3 Feature Extraction Processing 

3.3.1 Initialization. 

The feature extraction processing is initiated by the workstation operator. Upon 

program activation, the image pyramid is generated and an overview image is displayed 

on the workstation monitor. The cartographer pans and zooms to a location in the image 

that he/she interprets to be a road. The cartographer then begins to place control points 

on the image by using a mouse or similar pointing device. 

Control points must be placed at the start and end of the road to be delineated. 

Additional points should be placed at other "significant" inflection points along the road. 

(Significant is an arbitrary term that, in this context, means that the road direction 

changes by more than a predetermined number of degrees. The specific number of 

degrees is determined by the angular quantization of the classifier, discussed in Chapter 

4, which is approximately 20 degrees.) The first point entered is by definition the start 

point. Likewise, the last point entered is the end point (denoted by a double mouse 

click). It is assumed that all intermediate control points are entered in order along the 

extent of the road, i.e. each subsequent control point is an increasing distance (along the 

center line) from the start point. Figure 3-2 shows a road image with control points 

superimposed as white crosses. In subsequent discussions, the concept of a control line is 

useful. This is simply a set of n-1 line segments joining the n control points in order. 

This is also shown in Figure 3-2. 

3.3.2 Road Width Computation 

An estimate of the road width is computed in order to constrain the intensity 

thresholding operation. To obtain the road width, the edge features are first extracted 



35 

Figure 3-2 - Illustration of Control Points and Control Line 
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from the image. The road width estimate is then computed from the edge information. 

Edge feature extraction is accomplished by applying the Sobel edge operator [18] to the 

level 0 image. The Sobel filter was selected due to the following factors: 

1. Good edge detection performance for clearly visible edges 

2. Insensitive to edge orientation 

3. Relatively low computational burden compared to more sophisticated edge 

detection techniques (e.g., [20]) 

The Sobel filter requires two separate discrete convolutions, each convolution using a 

different filter kernel. The convolution kernels are shown in Figure 3-3. 

1 0 - 1  1 2  1  

2 0 -2 0 0 0 

1 0 - 1  - 1  - 2  - 1  

d/dx d/dy 

Figure 3-3 — Sobel Edge Operator Filter Kernels 

The edge magnitude at a given pixel is computed as the sum of the squares of the results 

of the two convolution operations at that pixel. The delineation algorithm does not use 

the actual edge magnitude values, but is only interested in the location of significant 

edges. To obtain such a binary edge map, the gradient magnitude image is thresholded. 

We have empirically found that setting the threshold to 100 (for the imagery examined, 

with grey levels in the range 0 to 255) eliminates some low magnitude edge points while 

retaining the majority of road boundary points. The specific value of the threshold is not 

critical, and it should be set based on image intensity statistics to accommodate different 

radiometric characteristics of the source image. 
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The road width is computed using the binary edge image and the control point 

coordinates. A set of road width measurements is obtained at each control point. The 

estimated road width is then taken as the average of these measurements. To obtain a 

measurement at a control point, the algorithm searches outward from the control point in 

the two directions perpendicular to the control line. The distance between the first edge 

points encountered in each search direction is a road width measurement. If an edge 

point is not found along each search path, then no measurement is taken. The algorithm 

moves to the next pixel on the control line and extracts another measurement. It was 

decided to extract the measurements in front of (i.e, in the direcdon toward the end 

control point) each control point, rather than looking both forward and backward. This 

was done to avoid problems associated with the road directional change that occurs at 

each control point. Road width estimates are therefore not made at the end control point. 

This does not result in much data loss since the end point is typically at an intersection, 

and the edge pairs used to measure road width are not present at intersections. Also, the 

duration of the search was selected to be N/8, where N is the dimension of the level 0 

image. The 1/8 factor was selected based on the assumption that the size of the highest 

resolution image will cover a ground distance on the order of 800 meters, while the 

widest road of interest will be less than 100 meters wide. Finally, the procedure attempts 

to obtain 10 road width measurements in front of each control point. The number 10 was 

selected as a conservative estimate, based on the test images used, of the distance over 

which the control line segment will actually lie between the edges of the road. The 

summary of the road width estimation algorithm is as follows: 

1. Set i = 0, count = 0. 

2. Begin at control point i in level 0 image. 
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3. Search outward in the two directions perpendicular to the next control line 

segment. Record the location of the first points encountered in the edge image 

along these search directions. End search if no edge point is found within N/8 

pixels of the starting point (N = source image dimension). 

4. a) If less than two edge points are found, move to the next pixel along the 

control line. 

b) If two points are found, compute the distance between them as a road width 

measurement. Increment measurement count. Move to the next pixel along 

the control line. 

5. Repeat steps 2, 3 and 4 for M. pixels along the control line, where M. is the 

distance between control point i and control point i+1. 

6. i = i+1. If i = number of control points-1, END. Else, repeat steps 2 through 5. 

7. Estimated Road Width = (1/count) * sum( road width measurements) 

Note that since the control points are at the inflection points of the center line path, the 

perpendicular to the control line segment is not likely to be perpendicular to the road. 

Even so, the estimated road width is found to be accurate enough for purposes of 

constructing the road corridor. 

3.3.3 Construction of Road Corridor. 

The road corridor is the set of all image pixels that are close enough to the control 

line to possibly be part of the road. Of course "close enough" is a function of road width. 

Since it desired that the road corridor not omit any true road pixels (i.e., we must account 

for a small amount of road curvature between control points), we form the road corridor 

so that its width is three times the estimated road width. The road corridor image is 

extracted from the level 2 image by first creating a "mask image". Each pixel in the level 
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2 image for which the corresponding mask image pixel is set to 1 is placed in the road 

corridor image. All other pixels in the road corridor image are set to zero. Note that the 

road corridor is formed from the level 2 image since the intensity thresholding will be 

applied to the road corridor at level 2. The increased grey level homogeneity of the level 

2 image results in a less fragmented segmentation image than would be obtained from 

thresholding the level 0 image. The algorithm for forming the road corridor image is as 

follows: 

1. Form the mask image as follows; 

a) Initialize mask image to 0. 

b) Set each pixel corresponding to a control line coordinate equal to 1. This 

includes the control points as well. 

c) In a temporary array, form a filled circle of diameter 3*Road Width. Center a 

copy of the circle at each pixel set to 1 in b). 

2. For each pixel in the mask image; 

a) If mask image pixel = 1, road corridor pixel value = level 2 pixel value 

b) Else, road corridor pixel value = 0 

An example road corridor image is shown in Figure 3-4. 

3.3.4 Intensity Thresholding 

Each pixel in the road corridor image is tested for consistency of grey level. All 

pixels that are within the corridor and that have a grey level consistent with an estimated 

grey level of the road surface are candidates for inclusion in the road pixel image. As a 

consistency measure, we set upper and lower thresholds on the allowable grey level of 

each pixel within the road corridor. 
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Many approaches have been proposed for automatically setting intensity 

segmentation thresholds. One common technique is to form a grey level histogram and 

determine its modes. This approach was not used due to the difficulties associated with 

finding the modes, difficulties in selecting an appropriate bin size, and the fact that only a 

small amount of data will be available from which to compute the thresholds. The 

selected approach computes the intensity statistics of pixels in a neighborhood of each 

control point. The thresholds are then set to one standard deviation above and below the 

mean. The neighborhood used for computing the grey level statistics should be set small 

enough to exclude non-road pixels and large enough to obtain accurate statistics. We 

elected to include all pixels within a 3x5 window oriented along the control line segment 

in front of each control point. The value 3 is the "perpendicular-to-road" dimension, and 

was selected to accomplish the goal of excluding non-road pixels. The value 5 is the 

"along road" dimension, and was selected to acquire a suitable number of points. 

Since the grey level is not expected to be constant over the entire extent of the 

road (due to factors such as surface material changes, different lighting conditions, and 

changes in camera viewing angle), thresholding performance should be improved if 

different thresholds are used for different portions of the road. We therefore decided to 

compute separate thresholds for the road corridor area between each pair of control 

points. This is accomplished as follows. An upper and lower intensity threshold are 

computed at each control point based on the technique described above. For the area 

between control points i and i+1, the upper (lower) threshold is the maximum (minimum) 

of the two upper (lower) thresholds at the control points. A binary image, referred to as 

the segmentation image, is formed by applying the thresholds over their applicable area 

of the road corridor image. The intensity thresholding algorithm consists of the following 
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steps: 

1. Compute the grey level mean (|j.) and standard deviation (a) at each control 

point. 

2. For all i, form the intensity thresholds at control point i as 

lo_threshold = u - a 
i i i 

hi_threshold = u + a 
i i i 

3. For all j, compute intensity thresholds for corridor segment j as 

lo_threshold =min{ lo_threshold , lo_threshold } 
j i i+l 

hi_threshold = max{ hi_threshold , hi_threshold } 
j i i+l 

4. a) For each corridor segment, if road corridor pixel intensity is greater than 

lo_threshold, AND less than hi_threshold., then corresponding segmentation 

image pixel = 1. 

b) Else, segmentation image pixel = 0. 

An example segmentation image is shown in Figure 3-5. As an implementation note, 

most of the intermediate images (such as the road corridor image) are used at one stage 

of the processing and can then be discarded. This reduces the memory requirements of 

the workstation and precludes the need to temporarily store data on disk. 

3.3.5 Merging the Segmentation Image and the Edge Image. 

As stated in 3.1, the segmentation image and edge image each contain unique 

information about whether or not a particular pixel in the source image should be 

considered part of a road. To merge these two data sets, we use the simple assumption 

that a road surface lacks any appreciable texture. (In Chapter 5 we discuss the situation 

when this assumption does not hold.) Lack of texture is synonymous with lack of 
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Figure 3-5 -- Example Segmentation Image 
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significant edge content. Thus, any pixel in the edge image with value 1 is not likely to 

be on the road surface. The segmentation image and the edge image are merged by 

logically ANDing the segmentation image and the logical inverse of the edge image (the 

logical inverse is obtained by changing each 0 pixel value to 1 and vice versa). The 

result is that all pixels in the source image which satisfy the intensity thresholding and are 

not edge pixels are retained as road pixels. The image in which all road pixels are set to 1 

is referred to as the road pixel image. The segmentation image is expanded to original 

dimensions be pixel replication prior to the AND operation. Hence, formation of the 

road pixel image returns the segmentation result to the resolution of pyramid level 0. An 

example road pixel image is shown in Figure 3-6. 

Creation of the road pixel image is the culmination of the feature extraction 

processing. In some applications, intensity segmentation and edge extraction are 

considered to be classification steps instead of feature extraction steps. We consider 

them the latter, since all pixels set to 1 in the road pixel image satisfy the properties of: 

1. Coordinates are within the road corridor 

2. Intensity is similar to neighboring pixels 

3. Coordinates are not at an intensity gradient 

which are features of road pixels. Not all pixels that have these properties, however, are 

road center line pixels - and road center line pixels are what we seek. 



Figure 3-6 - Example of Road Pixel Image 
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CHAPTER 4 

PATTERN CLASSIFIER 

4.1 Design Concept. 

The objective of the pattern classifier is to effect a transformation from feature 

space (the road pixel image) to "label space", the space in which all road center line 

pixels equal 1 and all other pixels equal zero. Observation of a number of different road 

pixel images revealed that the road pixel image can be thought of (approximately) as an 

image of the true road pixels corrupted by random bit toggles. (More precisely, the 

frequency of toggles from 0 to 1 is greater than that from 1 to 0. This is addressed later.) 

If this random noise could be eliminated from the road pixel image, then the center line 

could easily be extracted. Thus, the objective of the pattern classifier is to remove 

random noise from a binary image. 

The initial approach to this problem was to compute a center line pixel as the 

centroid of a perpendicular cross section of the road pixel image. The control line was 

used as a reference line from which to compute the direction of the perpendicular. The 

centroid was computed as; 

2 2 
(x ,y ) = (x ,y ) + avg (road_pixel(x,y) * V[ (x-x ) +(y-y ) ]} 

c c o o  o  o  
(x,y)e S 

where; S is the set of pixels along the perpendicular to the control line at (x ,y ), and 
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(x ,y ) are the coordinates of the centroid. The rationale for this approach is; if the noise 
C C 

is random throughout the road pixel corridor, then it is random along any line through the 

corridor. The averaging operation would then minimize the noise, as desired. 

Overall, the performance of this approach was deemed inadequate. Some positive 

performance characteristics were observed, such as; 

• Most centroid pixels were within the true boundaries of the road. 

• It appeared that post processing of the centroid pixels (e.g., a spline fit) would 

provide a reasonable estimate of the true center line. 

These positive points were offset by negatives such as; 

• The location of adjacent centroid pixels fluctuated greatly. This is inconsistent 

with known properties of roads. 

• Several centroid pixels were off the road surface. 

Attempts were made to improve the performance of the centroid operator, such as 

weighting each road pixel based on its distance from the center line. Little or no 

improvement was realized. It was concluded that the centroid operator suffers from the 

following limitations; 

• It estimates the center line using only a small amount of the available 

information. Specifically, knowledge that the road trajectory is "smooth" provides 

strong guidance as to where the center line pixel should be located. Similar 

guidance is available from the location of road pixels ahead of the position at 

which the current center line estimate is being made. 

• The assumption that the "noise" is random over the small number of pixels in S 

is erroneous. This is a primary cause of the excessive fluctuation of centroid 

point location. 
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These two factors provide insight into necessary characteristics of an adequately 

performing classifier. Namely, the classifier must incorporate knowledge that the road 

center line follows a smooth path, and the classifier must process a large number of pixels 

to make each decision. Such a classifier is now described. 

From knowledge that the road center line is locally smooth, we conclude that a 

piecewise linear approximation to the road center line should be sufficiently accurate. 

(Additionally, many geographical information systems store road delineations as 

vectorized representations. Therefore, a piecewise linear approximation is a usable 

output.) Our goal is to construct a much finer linear approximation than that provided by 

the control line. Suppose that (x.,y.) is a point on the center line, and that all center line 

points from the start of the road to (x.,y.) are known. Adding the next linear segment to 

the center line approximation is equivalent to taking a step in the direction of the slope of 

that segment. This is illustrated in Figure 4-1. The step parameter is defined in the usual 

sense of being the length of each linear segment. Due to the quantization of the pixel 

coordinate system, there are only a small number of unique possible step directions for a 

given step size. The number of step directions (i.e., the number of angular quanta) is 

equal to the number of pixels on the perimeter of a (2N+1H2N+1) square, where N is the 

number of pixels in a step. Specifically, 

Number of possible directions = 2(2N+l) + 2(2N-1) = 8N. 

Furthermore, exactly half of these directions are redundant since a line segment with 

direction 0 is identical to a segment with direction 0+rc. We conclude that for small N it 

is computationally tractable to search the entire space of possible directions to find the 

best direction in which to step. The step is made, and the process is repeated until the 

center line extends to the end of the road. To complete the classifier design, the 
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following matters must be dealt with; 

• A method must be found for determining the best direction 

• We must assure that the assumptions are met, i.e. 

a. We must be able to find the first point on the center line 

b. The classifier must guarantee that all points are on the center line or that the 

classifier automatically corrects small errors. 

4.2 The Hamming Distance Metric. 

The problem of choosing the best step direction from the set of available 

directions requires the following; 

1) A metric must be selected which quantifies a notion of "best" for the classifier 

2) A template must be constructed as a reference against which the metric will be 

applied 

In the terminology of metric spaces, the metric measures the distance between the 

template and a point in the space (i.e., a set of pixels in the road pixel image). The best 

direction is the one associated with the shortest distance from the template [22]. 

The template (also referred to as a prototype or an exemplar) is an ideal 

representation of a linear road segment. A linear road segment in the road pixel image 

can be modeled as a rectangular area in which each pixel equals one. An estimate of one 

dimension of the rectangle, the road width, already exists. The length dimension should 

be determined so as to include as many points as possible while not violating the 

assumption that the road can be linearly approximated over that length. Certainly the 

length must be greater than or equal to the step size, and it is also desirable that the length 

be great enough to give advance knowledge that the road direction is changing. (The 
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latter will assist the classifier in smoothly delineating the center line through curves.) It 

was decided that a rectangle length of four times the road width would be a reasonable 

compromise among the competing objectives. As shown in Figure 4-2a, the template is a 

rectangle of width 2*Road Width and length 4*Road Width. (Note that the template 

width is less than the width of the road corridor.) The central 'on' portion of the template 

represents the road, and the off portion represents the lateral boundaries of the road. This 

type of road model, referred to as a "ridge" [231, is an often used representation. Note 

that our method does not require the assumption that the road is lighter than the 

background, which is an inconvenience found in some other algorithms that use the ridge 

model. 

In choosing a distance measure, we examine the goal of removing random noise 

from a binary image. A similar problem, the binary channel, has been analyzed 

extensively in digital communications theory 124]. The binary channel is shown 

schematically in Figure 4-3. The binary symmetric channel (BSC) is a specialization of 

the binary channel in which poQ= p . Consider the problem of transmitting one of M 

known multiple bit signals, denoted by X ,X2,....,XM, through a BSC. The received 

signal Y is some X. corrupted by random bit toggles. It is a well known result [24] that 

the maximum likelihood estimate of X. given Y is the X. for which the Hamming 

distance between Y and X is minimum, i.e. 
t 

* 

X = min {Hamming Distance(Y,X)} 
i i i 

The problem of comparing samples from the road pixel image to a known template is 

analogous to the binary channel. For this reason, we have selected Hamming distance as 

the classifier metric. 

f 
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The Hamming distance metric measures distance as the number of mismatches 

between a set of road pixels and the corresponding pixels in the template. To apply the 

metric to our direction finding problem, we orient a "classification window" in one of the 

possible step directions and compute the Hamming distance between the template and the 

road pixels in this window. This process is repeated for each possible direction, and the 

direction associated with the minimum Hamming distance is chosen as the step direction. 

The classification window has the same dimensions as the template (due to the definition 

of Hamming distance), and is positioned such that it contains (x.,y_). The classification 

window is centered on (x.,y.) in the perpendicular-to-road direction, but is offset in the 

along road direction. See Figure 4-4. The offset is used so that "past" road pixels 

influence the selection of step direction, but have less influence than "future" road pixels. 

Using proportionally more future values helps to reduce overshoot of the center line 

delineation through curves. Including some past values helps improve noise tolerance by 

increasing the total number of pixels in the window. 

Since the comparison between the template and the classification window is a 

comparison of binary pixel sets, the Hamming distance can be calculated very simply. If 

the pixels are coded as ±1, then the following calculation is used; 

Hamming Distance = 1/2* { N - £(p.-t.)) (1) 
i 

where; p. is a pixel in the classification window, t. is the corresponding template pixel, 

and N is the size of the window. Notice that the Hamming distance metric is actually a 

correlation operation on a binary data set. It is well known that correlation (or matched 

filtering) is the optimum least square error detector for a signal corrupted by additive 

uncorrelated noise. Therefore, if the pixels within the classification window fit this 

signal plus noise model, we will have designed an optimum classifier. 
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The veracity of the signal plus noise model was evaluated using an empirical 

procedure. The model is of the form 

Y = X + T] 

where Y is the set of road pixels in the classification window, X is the known template 

and T) is the noise vector. If we manually pick Y such that the classification window is 

oriented along the center line, then we can compute one noise sample vector as T). = Y.-X. 

(Note that each element of rj takes values 0 or ±2, since Y. and X are coded as ±1.) If the 

autocorrelation of r| is a delta function, then r\ is uncorrelated and the signal plus noise 

model is a reasonable assumption. 

Since autocorrelation is a statistical measure, a large number of samples of T| are 

required to obtain an accurate estimate of the autocorrelation R^. Under the commonly 

used assumption that ri is ergodic, we can estimate R by 
A 

R = 1/N*I {r| ®T1 } 
T, . i i 

where T] is one of N sample noise vectors and ® is the correlation operator. This 

calculation was implemented by computing the product of FFT{r|.} and its conjugate, 

and then averaging the set of N power spectra. Using a set of data from test image 1 

(shown in Figure 5-1), the average power spectrum was computed and transformed to the 

autocorrelation domain. The resulting autocorrelation function is shown in Figure 4-5. 

The result in Figure 4-5 was obtained for N=20 and the dimension of rj. equal to 18x36. 

Although the sample size is small, it is suitable for the purpose of rough verification of 

the applicability of the model. 

Ideally, one would hope to obtain an autocorrelation function that contained a 
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Figure 4-5 -- Autocorrelation Function of Noise Samples 
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single peak at (0,0) and zeroes elsewhere. The peak at (0,0) is obvious (which is always 

the case for an autocorrelation function), and for the most part, the remaining values are 

close to zero. The notable exception are the points (x,0) on the "along road" axis. Two 

possible explanations for the presence of strong correlation along this axis are; 

1) The road width is not precisely constant, thus the template X is not a true 

representation of the signal. If the road width was off by one pixel, this would 

result in a line of 2's (or -2's) through each noise sample. This constant line 

would result in along road correlation. 

2) The classification window was not exactly centered. If the classification 

window was off center by one pixel, the same result as in 1) would occur. 

While either of these factors may have contributed to the appearance of the autocorrelation 

function, one would not expect to obtain a delta function regardless. It is likely that there 

is some amount of correlation in the noise as well as some correlation between the noise 

and the signal. However, the overall result indicates the additive noise model, while not 

truly optimal, is a reasonable approximation of reality. 

In the course of the above analysis, it was noted by observing the average power 

spectrum that the mean of T] was significantly less than zero. This indicated that the 

number of errors of commission was greater than the number of errors of omission i.e., 

the number of non-road pixels that were erroneously flagged as road pixels was greater 

than the number of true road pixels that were not flagged. In the context of the BSC 

model, the probability of a toggle from off to on was greater than the probability of a 

toggle from on to off. Since the BSC assumption is not satisfied, an optimal MLE 

classifier for the general case of p^ p] ( is derived in Appendix A. The resulting 

generalized Hamming distance metric is 
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Generalized Hamming Distance (G.H.D.) = K -d(-l,l) + K2-d(l,-l) (2) 

where Kj = I log{ (l-p]|)/p]i } I, K2 = I log{ O-P0Q)/P00 } d(-l,l) is the number of 

mismatches with 1 in the template, d(l,-l) is the number of mismatches with-1. The 

G.H.D. is the metric used to select the "best" step direction. 

4.3 Satisfying the Design Assumptions. 

Now that a method has been selected for choosing the best direction, we must 

provide means for finding the first point on the center line and for keeping the delineation 

on track. To find the first point on the center line, the following algorithm is employed: 

1. Form a correlation template as a cross-section of the ideal road template. 

2. Slide the correlation window along the perpendicular to the control line at the 

start control point. 

3. The location of the maximum output from the correlator is the location of the 

initial center line point. If the maximum value is shared by multiple points, the 

initial center line point is the average location among the points. 

While this algorithm does not guarantee exact determination of the first center line point, 

empirical performance is within the self correction capability of the classifier. 

There is clearly no way to prevent the classifier from occasionally choosing an 

erroneous step direction. The best hope is that the number of errors is minimal in a 

probabilistic sense. Three design provisions are made to allow recovery from the 

occasional error. First, the step size is kept small relative to the road width. Thus, when 

an error is made, the center line point is still within the road boundaries. Second, the 

chosen step direction is restricted to be within one direction quantum of the previous step 

direction. This is another way in which the classifier makes use of the knowledge that 
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the center line trajectory is locally smooth. Finally, two shifted versions of the template 

are used in addition to the ideal template. (See Figure 4-2b and 4-2c.) These shifted 

templates allow the classifier to take "half step" corrections if a misstep is taken or if the 

delineation has drifted off true. These half steps are especially useful when the true road 

direction lies between two direction quanta. When this occurs, the center line will 

unavoidably drift and periodic correction half-steps can be made. This accommodates 

the well known "stair-stepping" effect seen when a line is represented on a discrete grid. 

These three provisions do nol entirely prevent errors, although good performance 

results have been achieved. As a final measure, the operator is warned if the generalized 

Hamming distance for the best direction is less than one-half the maximum value. In this 

case, it is highly likely that the classifier is off track and the delineation should be 

restarted with an improved set of control points (i.e., additional points or more accurately 

placed points). 

4.4 The Hamming Network. 

4.4.1 Lippmann's Hamming Network. 

An efficient approach for implementing the Hamming distance classifier is the 

parallel processing architecture suggested by Lippmann [25]. The so called Hamming 

Network allows all possible directions at a given point to be examined simultaneously. 

This has obvious speed advantages compared to examining each direction separately. 

Additionally, as with many parallel architectures, the Hamming Network is simple to 

implement in special purpose hardware. 
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Lippmann's form of the Hamming network is shown in Figure 4-6. This network 

implements the Hamming distance decision metric for the BSC. After examining this 

network, we present modifications to implement the generalized Hamming distance 

metric. Lippmann's network consists of two layers; the first layer computes N minus the 

Hamming distance and the second determines the maximum of the first layer outputs. 

The overall processing is then 

Shortest Distance = max (N - H.D.) = max.{ N- [N-Z(p. • t..)] } 
J J j • u 

= max.{Hp. • t . .)} 
j i ' u 

where This calculation uses the fact that N-X(p.-t ) is minimized when X(p.-t„) 

is maximum. 

Our classifier design requires that data from each of three different classification 

windows be compared to three different templates. The Hamming network is designed to 

determine the distance from one window data set to any number of templates. To 

examine three windows simultaneously, we use three Hamming networks and couple 

them at the second layer. The resulting network will then compute the maximum value 

over nine second layer processing elements. 

The Hamming network is a member of the general class of parallel processing 

architectures known as artificial neural networks (ANN's). ANN's are characterized as 

being made up of a large number of simple, highly interconnected processing elements 

(PE's). The PE's are the nodes in the network diagram and the interconnections are the 

arcs. The general form of a PE is shown in Figure 4-7, and indeed, the Hamming 

network PE's take exactly this form. The two design parameters that must be selected for 

a PE are the weight vector W and the activation function f. 
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The activation function may be any desired mapping, and can even be 

discontinuous for some schemes. In the Hamming net, f is the "linear" threshold 

function; 

f(x) = 0 , x < T 

= x , x > T 

The threshold is useful if one wishes to assure that the best match to an exemplar has 

some minimum number of matches. Other than that, there are no demands on the 

activation function in carrying out the Hamming distance classification. 

As with the activation function, selection of the weight vector is highly flexible. 

The weights are generally chosen to implement some optimal mapping from the input 

space of vectors X, to the output Y. In many ANN designs, the weights are determined 

by a supervised adaptation procedure. The adaptation (or training) begins with a random 

set of weights and adjusts the weights until a given set of input training vectors are 

mapped to a desired set of outputs. In the case of applying the Hamming distance metric, 

the optimal weights are the known values in the template. Thus, for the first layer PE's in 

the Hamming network, w =t for i=l,...,N. Notice that if t =±1, there is no need to 
i i i 

actually multiply any of the input elements. A controllable inverter (such as an XOR) 

will suffice. 

The second layer Hamming network PE's are connected in a full feedback 

topology, i.e. the output of each PE is connected to the input of all other PE's in that 

layer. For any PE i, the weights on the feedback connections are set as follows: 

w = 1 
U 

w.. = -£ ; j = 1,2,...,9 i*j 
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This second layer network is referred to as a competitive or winner-take-all network. 

Each PE attempts to suppress all others by subtracting e y. from their inputs. Since the 

output of each second layer PE is linearly proportional to its input, reducing the input by 

e-y. will reduce the output correspondingly. In general, the competition requires multiple 

iterations to declare a winner. The number of iterations depends on the value chosen for 

e and the difference between the maximum and the next greatest inputs. When the input 

and output of any PE are equal (and non-zero), the competition is complete. The winning 

PE is the one for which the equality holds. As pointed out by Lippmann, the competition 

will settle on a winner for e < 1/M, where M is the number of PE's in the second layer. 

4.4.2 Generalized Hamming Network. 

Since Lippmann's version of the Hamming network is a direct implementation of 

equation (1), we manipulate (2) into the form of (1) and then the implementation is 

readily apparent. To understand how (1) represents the number of mismatches between 

the data vector P and the template T, we write: 

H.D. = 1/2 * { N - sum(p -t) } 
i i 

= l/2*((#matches + #mismatches) - (#matches - #mismatches)} 

= #mismatches. 

Now we manipulate (2) into the desired form. Recalling that K] and K2 in (2) are both 

positive, we let 

t. = K] for "on" template pixel (3) 

= -K2 for "off" template pixel. 

Then the sum in (2) becomes 

sum(p -t) = K -l#(on matches) - #(on mismatches)] 
ii l 

- K2-[#(off matches) - #(off mismatches)) 
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The equivalent of N in (2) is 

K -N +K2*N ] = K^on matches +#on mismatches) 

+ K2*(#off matches + #off mismatches) 

We also note that K -N +K -N ^ equals the sum of the magnitude of the template weights. 

We can then combine terms to obtain the generalized Hamming distance 

G.H.D. = 1/2 * {Sit I - I(t-p) }. 
I I I 

Thus, the appropriate modification to Lippmann's network is to set the template pixels in 

the manner prescribed by (3). We observe that the weight vector is now dependent on the 

data, and we face the problem of choosing K] and K2. The constants are somewhat 

analogous to Bayesian cost coefficients, used when different types of errors are of 

differing importance. We could thus use some heuristic argument to chose and K2> 

Another approach is to determine K( and K2 based on statistics generated from 

representative imagery. A third approach is to use an adaptation procedure to determine 

the optimum weights for some given set of training data. We chose the first approach as 

being the most general, but suggest that K and Ko could be adjusted as delineation is 

taking place, based on the computed value of GHD. 

4.4.3 Benefits of Using the Generalized Hamming Network. 

In general, the two benefits most often associated with using ANN's to solve 

pattern recognition problems are: 

• Increased processing speed due to parallel implementation 

• "Easy" determination of classifier parameters, achieved by machine learning 

techniques. 

Notice that it is not claimed that a classifier implemented as an ANN achieves better 
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classification accuracy than other implementations, only that it may be less difficult to 

design a classifier to achieve a certain accuracy and that the classification can be 

accomplished more quickly. In the specific case of the generalized Hamming network, 

the classifier parameters are determined by designing the ideal templates. Thus, any 

benefit associated with the Hamming network must be associated with the parallel 

architecture. 

To see that significant speed improvements are realizable by using the Hamming 

network, an operation count must be performed. Let N be the size of the input data 

vector and let M be the number of templates (exemplars). First note that no multiplication 

operations should be required, since each element of the data vector is ±1. Hence, the 

G.H.D. can be computed by adding and subtracting the template elements appropriately. 

The number of operations needed to compute the G.H.D. between one data vector and 

one exemplar is then N-l additions (i.e., the addition of N-l pairs of numbers). 

Assuming that the addition operation uses K clock cycles, sequential computation of the 

G.H.D. between one data vector and M exemplars will use KM(N-l) clock cycles. We 

now compare this to a parallel implementation of the generalized Hamming network. 

While it is theoretically possible to perform the G.H.D. computation for all M 

exemplars in K clock cycles, this would be costly in terms of the amount of hardware 

required. As a more conservative implementation, we implement the first layer of the 

network as a set of accumulators (i.e., each first layer PE is an accumulator). An 

accumulator is a hardware element consisting of an adder followed by a register. The 

register output is fed back to one input of the adder, and the other adder input accepts 

new numbers to be added to the accumulated sum. See Figure 4-8. The accumulator 
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based implementation is not only less costly, it provides a convenient means for 

accommodating roads of different widths. In a full parallel implementation, the number 

of first layer PE's is a function of road width. In our "semi-parallel" implementation, a 

fixed number of first layer PE's will accommodate any road width. The operation count 

for this network implementation shows that K(N-l) clock cycles are required to compute 

the G.H.D. between one data vector and an exemplar. By using M accumulators in 

parallel, the G.H.D. for all M exemplars is computed in K(N-l) clock cycles. It is clear 

that the speed is increased by a factor of M. 

The operation count associated with determining the minimum of the M G.H.D. 

values is now considered. In the sequential implementation, M-l pair-wise comparisons 

are required to determine the minimum value. Assuming K clock cycles for each 

compare, K(M-l) cycles are used. For the network implementation, it is difficult to 

determine the exact number of operations required for the second layer to reach 

equilibrium. We assume that the implementation is such that K clock cycles are 

consumed during each iteration of the second layer. We seek an estimate of "T", the 

number of iterations needed to reach equilibrium. Simulation was used to obtain an 

estimate of T. Since M is nine for the road delineation classifier, e was set to 0.1. For all 

cases tested, T was less than 10. For the comparative purposes of this throughput 

analysis, we say that T=M. 

The overall time required to determine one center line pixel using a serial 

implementation is KM(N-l) + K(M-l). For the specific network implementation 

described herein, the time required is K(N-1)+KM. Thus, the speed improvement is 

approximately MN/(M+N). Typically, N » M. We conclude that the network 
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implementation is approximately M times faster than the sequential implementation, 

where M=9. This is clearly a substantial throughput improvement. 

4.5 Classification Algorithm Summary. 

The complete classifier algorithm, filling in implementation details, is 

summarized as follows: 

1. Load road pixel image into working memory. 

2. Compute initial direction as the orientation of the control line segment between 

the first and second control points (rounded to the nearest number divisible by 
0 

22.5 ). Set direction equal to initial direction. 

3. Using the road width estimate from the feature extraction processing, form the 

three road templates. Program the generalized Hamming network weights using 

the templates. 

4. Apply the algorithm described in 4.3 to determine the first point on the center 

line. 

5. a) Extract the data within a classification window at orientation of direction. 

This is accomplished by rotating the rectilinear coordinates through the angle 

direction and using nearest neighbor resampling [27] of the road pixel image. 

O 
b) Repeat 5a) for angles direction ± 22.5 

6. Apply the three classification window data sets to the generalized Hamming 

network. Read the new value of direction and the value of shift based on the 

active output from the network. If shift = 0, place the next center line point a full 

step (2 pixels) from the current center line point moving in the new direction. If 

shift = ± 1, place the next center line point a half step from the current center line 

point moving in the new direction and making a half step shift correction. 
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7. Repeat steps 5 and 6 until the center line coordinates are within 2 pixels of the 

end control point. 

Some noteworthy aspects of the classifier algorithm are: 

• The classifier simultaneously considers as many feature pixels as possible 

within the confines of piecewise linearity 

• Some degree of statistical optimality is achieved by modeling the classifier 

input data as a signal plus uncorrelated noise 

• Previously determined center line points constrain the placement of subsequent 

points so as to enforce smoothness of the delineation. 

A readily apparent criticism of the design is that there is no provision for re-aquiring the 

center line if the classifier wanders off the road. The Hamming distance value could be 

used as a classification confidence measure to flag branch points, and a backtracking 

procedure could be used. This was not done, due to the satisfactory performance 

achieved with the present algorithm. 
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CHAPTER 5 

RESULTS 

In this chapter we present the results of applying the road delineation algorithm to 

digital imagery. The images shown in Figures 5-1 and 5-2 contain several roads which 

serve to highlight the strengths and weaknesses of the algorithm's performance. (All 

figures for this chapter are located at the end of the chapter.) We will hereafter refer to 

these images as Image 1 and Image 2, respectively. The complete processing of Image 1 

is presented first, followed by a discussion of the results for Image 2. Image 1 illustrates 

the algorithm performance in a delineating roads in rural surroundings, and Image 2 

illustrates results in an urban area. 

5.1 Image 1 Processing 

There are two roads to be delineated in Image 1. The upper road will be referred 

to as roadl 1 (Image 1, road 1), and the lower road will be referred to as roadl2. 

Delineation of roadl 1 presents several difficulties; 

• There are several cars on the road, one of which is located at the onset of a 

major curve, 

• There are trees that partially occlude the road surface, 

• The right-most curve in the road is approximately a 90 degree directional 

change 
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• The road surface intensity changes significantly between the major curve and 

the junction with road 12 

As the intermediate results of the algorithm are presented, the specific impact of these 

factors is discussed. 

The first step of the algorithm is creation of the multi-resolution image pyramid. 

Levels 1 and 2 of the pyramid are shown in Figure 5-3. Notice that the level 1 image is 

only slightly blurred, and little smoothing has taken place. The level 2 image, however, 

exhibits significant reduction of high frequency content and increased homogeneity on 

the road surface. Note that the road 12 center stripe is no longer visible in the level 2 

image. We will show that the smoothing leads to a less fragmented output from the 

intensity segmentation process than would otherwise be achieved. 

The second step of the algorithm is creation of the edge image. The result of 

applying the gradient operator to Image 1 is shown in Figure 5-4. Note that both roads to 

be delineated have well defined edge boundaries, although this will not always be true. 

Note also that the center stripe on road 12 is represented as two edges in the edge image. 

These two edges cover much of the road interior region, which is inconsistent with our 

assumption that the road interior will have little or no edge structure. The way that the 

algorithm deals with this is discussed in the section on road 12 delineation. The 

thresholded gradient image is shown in Figure 5-5. This image highlights the edge 

content outside of the road surface region, a factor which assists the algorithm in isolating 

road pixels. Now that the pyramid and the edge image have been created, both roads in 

Image 1 can be delineated. 
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5.1.1 Roadll Delineation 

The delineation of roadl 1 is initiated by placing control points along the road 

surface. Control point placement, shown in Figure 5-6, was accomplished by placing a 

cross-hair at a point on the road and clicking a mouse button. The image coordinates of 

the cross-hair were recorded in a data file. No attempt was made to place the points with 

a high degree of precision. Points were placed near locations of apparent changes in 

direction of the road. As seen, 5 control points were placed on roadl 1. Using this set of 

control points and the edge image, the road width estimation algorithm was executed. 

The computed road width estimate was 8.56 pixels. As a "truth" value, road width was 

manually measured from Image 1 using the cross-hair. The value obtained from this 

method was 8 pixels. The results for the four roads in Images 1 and 2 are shown in Table 

5-1. For all roads except road 12, the computed road width estimate compares closely to 

that generated by the manual teehnk]iie. The road 12 result is discussed in 5.1.2. 

Table 5-1 - Results of Road Width Estimation (values in pixels) 

Road Width Estimate "True" Width 
(Algorithm) (Measured Manually) 

roadll 8.56 8 
road 12 3.99 7 
road21 14.91 15 
road22 13.76 12 

With the road width estimate and the control point coordinates, the roadll 

corridor can be extracted from the level 2 pyramid image. This result is shown in Figure 

5-7. Notice that the corridor contains the entire road surface area without including a 

large amount of extraneous area. Thus, constraining processing to the corridor reduces 

the processing load and reduces the opportunities for erroneous pixel classifications. 
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The key element of the feature extraction process, intensity thresholding, now 

takes place. The thresholds are computed from the level 2 pixel values near the control 

points. Pixels within a 3x5 neighborhood of each control point were used in the 

threshold calculation, and the thresholds were set at +/- 1 sigma from the mean. The 

resulting output from the roadl 1 thresholding is shown in Figure 5-8. (The white areas 

are the "on" pixels in the segmentation image. The segmentation image is overlaid on the 

source image for illustrative purposes.) Notice that even though there is a significant 

intensity change near the right end point of the road, the majority of the road surface 

pixels in this region passed the thresholding test. This shows the advantage of setting the 

thresholds locally rather than globally. The accuracy of the thresholding operation is 

shown in Table 5-2. 

Table 5-2 - Accuracy of Intensity Thresholding 
(values in percent of corridor area) 

Road Commission Errors Omission Errors 

road 11 4.0 % 0.8 % 
road 12 4.1 % 0 .2% 
road21 27.9 % 2.0 % 
road22 6.7 % 1.3 % 

The thresholding produces errors of both omission and commission, i.e. some 

areas that are actually road pixels are not indicated as such and some areas that are not 

road are classified as road pixels. Each instance of an error of omission is attributable to 

either 

• Occlusion of the road surface by an overhanging tree or shadow 

• Vehicles on the road 

• Road surface material change 
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The previously discussed thresholding technique addresses the third factor, but we found 

no way to correct the other two factors. In most cases, the intensity difference between 

the dark shadows/trees and the road surface was too great to be eliminated by the 

smoothing technique employed in the pyramid construction. It is believed that significant 

improvements in delineation accuracy could be achieved if the omission errors 

attributable to trees and shadows could be reduced. Increased smoothing is not the 

answer, since this will increase the occurrences of errors of commission. Errors of 

commission occur when the pixel intensities near the road are similar to those of the road 

surface material. Of course nothing can be done to prevent this from happening in the 

imagery, one must attempt to set the thresholds and incorporate smoothing in a manner 

which does not exacerbate the problem. The use of color (e.g., red, green, blue) imagery 

may help reduce the number of errors of commission. 

To break up the groups of pixels that are misclassified as road pixels, we logically 

AND the edge image with the inverse of the thresholded intensity image. The result of 

this processing, the road pixel image, is shown in Figure 5-9. The most marked 

improvement in the road pixel image versus the thresholded intensity image is at the right 

end of the road. Just to the right of the curve, there are large masses of erroneously 

classified pixels in the thresholded image. The ANDing process separates these masses 

from the true road surface, thereby allowing the classifier to distinguish the road as the 

connected region. Additionally, the density of pixels in the error masses is reduced since 

the masses correspond to areas with high edge content. This reduction in pixel density 

results in greater Hamming Distance values for the error regions, i.e. less likelihood of 

the center line delineation passing through the error regions. 
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Finally, the center line delineation is performed using the road pixel image. The 

roadl 1 delineation is shown in Figure 5-10. For the most part, the delineation is quite 

good. A visual assessment indicates the following areas in which the delineation could 

be improved: 

• The center line "swerves" around the trees that occlude the road surface. This is 

expected, since the feature extraction fails to recognize these areas as part of the 

road. Small holes in the road pixel image (such as those caused by the cars) do « 

not cause such swerves, since the holes are small and are near the center of the 

road surface. 

• The center line tracks the right angle curve, but is not centered on the road. This 

is caused by two factors. First, the delineation starts out low due to a hole at the 

onset of the curve. Then, the direction of the road is changing too fast for the 

classifier to make shifting adjustments to re-center. Coming out of the curve, the 

center line seems to overshoot to the opposite shoulder of the road. This is not 

actually the case. There is a large hole due to road surface change (or perhaps 

rubber build-up) at the end of the road. The classifier thus swerves around this 

hole. The roadl2 delineation will show that without holes, the classifier tracks 

through curves quite well. A possible improvement to the algorithm is to use 

finer angular quantization to improve tracking accuracy. 

As a performance metric for the delineation algorithm, we compare the mean square 

distance between a manual delineation and the delineation result from the algorithm. The 

manual delineation was accomplished by high precision placement of numerous points 

along the road and then connecting these points with line segments. The manual 

delineation of roadl 1 is shown in Figure 5-11. The error is calculated as 



RMS Error = 1/N * sqrt( £ (true_x-computed_x) + (true_y-computed_y) ) 

where N is the number of points in the delineation output from the algorithm. The RMS 

error result for the roadl 1 delineation is 0.19 pixels. The RMS error for all roads 

delineated is shown in Table 5-3. As an additional performance measure, an estimate of 

the percentage of editing required is provided in Table 5-3. The percentage of editing 

was estimated based on the absolute error between each center line pixel found by the 

algorithm and the corresponding "truth" pixel from the manual delineation. 

Table 5-3 - Center Line Delineation Accuracy 

Road 
RMS Delineation Error 

(Pixels) 
Editing Required 

(Percentage) 

road 11 0.19 3.1% 
road 12 0.10 0.0% 
road21 0.35 6.4% 
road22 0.11 0.0% 

5.1.2 Road 12 Delineation 

The results of applying the algorithm to road 12 are shown in Figures 5-12 through 

5-16. In order to achieve these results, some deviations from the algorithm were 

required. Notice that road 12 does not fit one of the basic assumptions of our road model, 

namely the assumption of little or no edge content on the road surface. The center stripe 

visible in the source image results in a high degree of edge content on the road surface. 

(See Figure 5-5.) Hence, the road width estimation algorithm does not produce a usable 

result for this road. An approximate road width value was manually entered to 

accomplish the delineation. Additionally, the ANDing of the edge image and the 

segmentation image was not done for road 12. This process was skipped due to the high 

degree of misleading information contained in the edge image. A potential change to the 
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algorithm to accommodate roads with strongly visible center stripes is as follows. 

Compute the number of edge pixels near each control point. If this number exceeds a 

threshold, query the operator. If the operator indicates that the center line is clearly 

visible in the source image, use an algorithm designed to follow (or otherwise 

accommodate) the center stripe. 

After taking the aforementioned liberties with the algorithm, it is seen that the 

delineation is quite accurate, and that the primary error is "straightening" of the curve due 

to: 

• Angular quantization in the classifier 

• Quantization effects induced by the multi-resolution pyramid 

• The large number of errors of commission. 

The last factor is a result of the intensity similarity between the road and the surrounding 

area and the fact that the edge ANDing was not carried out for this road. 

5.2 Image 2 Processing 

We have selected two representative roads to be delineated in Image 2. Road21 is 

the road demarcated by the control points shown in Figure 5-17. Road22 is shown in 

Figure 5-18. Delineation of road21 presents difficulties in that; 

• There are several trees that partially occlude the road surface, 

• The major curve in the road is approximately a 90 degree directional change 

• There is a large occlusion at the beginning of the curve 

• There is a significant intensity change where a "dark road" intersects road21 

Road22 shares characteristics 1 and 4 with road21, but should otherwise be easy to 
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delineate due to its constant trajectory. 

Levels 1 and 2 of the Image 2 multi-resolution image pyramid are shown in 

Figure 5-19. As was the case with Image 1, the level 2 image exhibits increased 

homogeneity on the road surface and shows that some of the smaller occlusions are 

merged with the road surface. The Image 2 gradient image and edge image are shown in 

Figures 5-20 and 5-21, respectively. It is seen that significant edge content is present 

along the boundaries of all roads in Image 2. This is a typical of urban scenes. Note that 

significant edge content is present at the beginning of the curve in road21. This will 

result in holes in the road pixel image in this area. 

5.2.1 Road21 Delineation 

As before, the first step in delineating a specific road is extracting the road 

corridor. The road21 corridor is shown in Figure 5-22. The entire surface of road21 is 

successfully extracted. The results of the road21 intensity thresholding are shown in 

Figure 5-23. It is seen that many segmentation errors are made. Examination of the 

histogram of the road21 corridor, shown in Figure 5-24, gives some explanation for this. 

Since the peak of the histogram is narrow and not well defined, it is not surprising that 

the lower threshold is set too low. Ideally, the segmentation thresholds would be about 

200 and 225. The automatic thresholds are computed as 166 and 220 for the first road 

segment and 188 and 220 for the second segment. Thus, many more points than desired 

pass the threshold test. The road pixel image for road21 is shown in Figure 5-25. This 

output from the feature extraction process exhibits numerous holes due to occlusions, and 

has a significant number of errors of commission. Figure 5-26 shows the road21 road 

pixel image using manually set thresholds of 200 and 220. The number of errors using 
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these manual settings is considerably improved compared to the automatic thresholding. 

Figure 5-27 shows the road21 delineation using the output from the automatic 

feature extraction process. Other than the problems associated with swerving around 

trees, the major delineation error is associated with delineating the curve. Two factors 

combine to cause the delineation to actually veer off the road. The first is the presence of 

the holes in the road pixel image due to the trees. Second, the presence of a large mass of 

misclassified pixels below the curve causes the classifier to turn in that direction. Figure 

5-28 shows that the situation is improved if the manually thresholded road pixel image is 

used. 

5.2.2 Road22 Delineation 

The road22 corridor, automatic segmentation and road pixel images are shown in 

Figures 5-29, 5-30, and 5-31, respectively. It is seen that other than the problems 

associated with occlusions and the dark road intersection, the feature extraction performs 

quite well. Figure 5-32 shows the road22 center line delineation. The delineation is quite 

accurate with the exception of some swerving around trees. Note that the gap in the road 

pixel image due to the dark road intersection is successfully bridged by the classifier. 

Additionally, toward the upper right end of the road, a tree causes a similar gap in the 

road pixel image. The classifier handles this gap equally well. It is concluded that the 

partial occlusions result in delineation errors whereas full occlusions present less 

difficulty (at least in relatively straight segments of a road). 

5.3 Delineation Algorithm Throughput. 

A primary design goal was to design an algorithm that places a modest 
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computational burden on the host workstation. The road delineation algorithm was 

implemented in a set of 'C' language programs running under the SunOS Release 4.1.1 

operating system. A Sun SPARCstation 1 was the host workstation. The dimension of 

all source imagery was 512x512 pixels and each pixel was 8 bits. The execution times 

for the roadl 1 delineation processes are listed in Table 5-4. We categorize the 

construction of the multi-resolution pyramid as on off-line process, since it will be done 

automatically to support image display functions. The classification is by far the most 

time consuming process. The processing time of this process could be reduced if a 

different method is used to extract the classification window data. The current method 

computes the coordinate rotation each time the classification data is extracted. Since only 

a small number of possible window orientations are used, a look-up table could easily be 

implemented for this processing. By making this improvement, the algorithm will 

execute fast enough for use in an interactive system. 

Table 5-4 - Execution Times for Roadl 1 Delineation 

Process Execution Time 

Pyramid formation "off-line" 
Corridor extraction 6 seconds 
Edge image generation 6 seconds 
Road pixel image generation 5 seconds 
Classification 35 seconds 

total 52 seconds 

The number of pixels delineated per second for roadl 1 was a approximately 9. 

This is comparable to the results obtained by McKeown [24], The advantage of our 

algorithm is that a simple hardware implementation of the generalized Hamming network 

is possible which would reduce classification time by about a factor of 9. Thus, the 

classification throughput would be improved to approximately 23 pixels per second. 
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Figure 5-1 ~ Image 1 
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Figure 5-2 -- Image 2 
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Figure 5-3a -- Image 1 Pyramid Level 1 



Figure 5-3b -- Image I Pyramid Level 
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Figure 5-4 — Image 1 Gradient 



Figure 5-5 - Image I Edge Image 
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Figure 5-6 -- Control Points for Roadl 1 



Figure 5-7 - Roadl 1 Corridor 
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Figure 5-8 — Roadl 1 Segmentation Image 
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Figure 5-9 - Roacll 1 Road Pixel Image 
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Figure 5-10 -- Roadl 1 Center Line Delineation 
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Figure 5-11 -- Road 11 Manually Delineated Center.Line 
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Figure 5-12 -- Control Points for Road 12 



Figure 5-13 -- Road 12 Corridor 
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Figure 5-14 -- Road 12 Seg mentation Image 
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Figure 5-15 -- Road 12 Center Line Delineation 



Figure 5-16 -- Road 12 Manually Delineated Center Line 
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Figure 5-17 — Control Points for Road 12 



Figure 5-18 — Control Points for Road22 
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Figure 5- 19a -- Image 2 Pyramid Level 1 
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Figure 5-19b - Image 2 Pyramid Level 2 
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Figure 5-20 -- Image 2 Gradient 
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Figure 5-21 — Image 2 Edge Image 
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Figure 5-22 - Road21 Corridor 
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Figure 5-23 - Road 21 Segmentation Image 



107 

1000 

800 

600 

400 

200 

0 
100 150 

Grey Level 

250 300 0 50 200 

Figure 5-24 -- Histogram of Koad21 Corridor 



Figure 5-25 - Ro;id21 Road Pixel Image 
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Figure 5-26 -- Roacl21 Road Pixel Image Using Manually Set Thresholds 
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Figure 5-27 -- Ko:td21 Center Line Delineation 
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Figure 5-28 -- Road21 Center Line Delineation Using Figure 5-26 Road Pixel Image 
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Figure 5-29 — Road22 Corridor 
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Figure 5-30 - Road22 Segmentation Image 
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Figure 5-31 -- Road 22 Road Pixel Image 



Figure 5-32 — Road22 Center Line Delineation 
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CHAPTER 6 

SUMMARY AND CONCLUSIONS 

The objective of this thesis was to develop a semi-automatic road delineation 

algorithm to serve as part of a low cost computer-aided cartography workstation. 

Examination of published research indicated that several different approaches to the road 

delineation problem have been attempted with varying degrees of success. We devised 

an algorithm based on the classical pattern recognition paradigm of feature extraction 

followed by classification. 

For the feature extraction phase, it was determined that the high degree of in-class 

variability for roads required the extraction of multiple features. Integrated use of 

intensity and edge features results in good indication of which image pixels are part of 

the road surface. The major deficiencies in the feature extraction algorithm are that 

occluded areas of the road surface are not flagged as candidate road surface pixels, and 

that a high number of errors of commission occur when intensity levels of the road 

surface are similar to the surroundings. It may be better to deal with occlusion in the 

classifier design, rather than the feature extraction phase, and some possible approaches 

are presented in the next paragraph. As for the errors of commission, two potential 

improvements are; 

• Develop a more elaborate, possibly histogram based, technique for setting the 

intensity thresholds (cf. 117]) 
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• Use color imagery 

The first option is a much studied problem, and introduces difficulties of its own. The 

use of color imagery should improve delineation accuracy, since more information would 

be available for decision making. Unfortunately, color image processing hardware is 

more expensive than monochrome and it is more costly to acquire the source imageiy. 

The classifier used to determine the center line pixels uses a Hamming distance 

decision metric. The delineation accuracy obtained from this classifier is quite good 

except when significant holes exist in the output from feature extraction. It was shown 

that small gaps in the road pixel image were not problematic to the classifier, but that 

partial occlusions caused the delineation to deviate from true. Particularly troublesome 

are instances when occlusions occur at significant directional changes of the road. In 

severe cases (such as road21), it is likely that the only way to achieve accurate 

delineation is to use the control point placement to a greater degree. To eliminate 

swerving, it may be possible to train the classifier to recognize tree occlusions and to not 

be detoured around them. 

It is concluded that the apparently simple problem of devising a computer 

algorithm to recognize roads over the wide range of real world situations is quite 

complex. Roads and other linear features do not always fit the assumptions of "no 

significant internal structure" [1| (see road 12) and are not always completely visible to 

the imaging device (see road21). Even so, the algorithm presented herein performs well 

for many road delineation tasks. A production version of this algorithm should place 

greater emphasis on the control point information so that large delineation errors are 

eliminated. 
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APPENDIX A 

DERIVATION OF GENERALIZED HAMMING DISTANCE METRIC 

The schematic form of the binary digital communication channel is shown in 

Figure A-l. The channel is characterized probabilistically by the following conditional 

measures: 

p = P( 0 received I 0 transmitted) 
* 0 0  v  

1 - p = P( 1 received I 0 transmitted) 

p = P( 1 received 11 transmitted) 

1- p = P( 0 received 1 1 transmitted). 

The problem under consideration is that of optimally detecting the transmission of one of 

M known multi-bit signals. 

Let X , X ,..., X be the possible signals to be transmitted. X is an N-bit vector 
I 2 M i 

of the form [x , x x |, where x equals 0 or 1. Further, let Y = [y , y ,...,y ] be the 
II i2 iN ij 1 2 N 

received signal. The maximum likelihood estimate X. given Y is determined 

probabilistically as the X. that satisfies 

p(X *IY) > p(X IY) V i*j (A-l) 
• j 

To determine the conditional probability of any X given Y, each bit transmission is 

considered to be an independent event. Then, 

p( x , x ly,y,...,y ) = p(x I y ) p(x I y )... p(x ly). 
il i2 iN 'l,/2 "'n k il "V i2 "V iN •'IT 
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Figure A-1 - Binary Digital Communication Channel 

VO 



120 

Since 

p(x..=<)ly=0) = P(i| p(*u-1 lyj=0>= 1-P„ 

PCX.. =0 I yj= n = 1 -pH) p(*.j=lly=l) = pII, 

the conditional probability of a particular X. is 

[N-d, (0,1)1 d.((),l) IN -d.(l,0)l d.(l,0) 
p(X IY) = p 01 ' (1-p )' p 11 (1-p )' (A-2) 

i  '  " o o  M ) o  * 1 1  v  * i r  

where: N = Number of 0's in X 
0i i 

N = Number of 1 's in X 
ii i 

d (0,1) = Number of l's in Y that are O's in X i.e., the number of 
i i 

0 to 1 mismatches 

d (1,0) = Number of 1 to 0 mismatches 
I 

To obtain a simpler form of (A-2), we take the log of both sides. (It is well known that 
* 

taking the log of both sides of (A-1) has no effect on the determination of X. [cf.26].) 

This results in 

log{p(X. I Y)} = 1N(). - d.((),l)l log{p0() ) +d.(0,l) log{ 1-pJ 

+ 'N^ " d.( 1,0)1 log{pn) + d.(l,0) log( 1-Pj,> 

= d (0,1) log ((1-p" )/p } + N log{p } 
i Koo 1 oo' 0i blKoo' 

+ d.(l,0)log{(l-pn)/pii} +Nl.log{pii}. (A-3) 
* 

X. is the signal vector for which (A-3) is maximized. 

Simplification of (A-3) is possible by requiring Nq. and N to be fixed for all 

i=l,...,M. Further, p^ and p() are fixed for a specific channel. Thus, we can ignore the 

terms N l°g{p()0) an£f N log{ pn) in the maximization process, since they are the same 

for all i. We also reasonably assume that P()(>l/2 and pi]>l/2, else the channel would be 
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useless. Then we have 

log{(l-po())/pj <0 log{(1-P] j VP j j J < 0, 
* 

hence X maximizes 
i 

-K • d.(0,l) - K • d.(l,0) (A-4) 
t i 2 i 

where; K = I log{(l-p()o)/p()()} I 

K  = l l o g { ( l - p i i ) / p ] i } l .  

Maximization of (A-4) is accomplished by determining i such that 

K • d((),l) + K • d (1,0) (A-5) 
1 i 2 i 

is minimum. We refer to (A-5) as the generalized Hamming distance. The maximum 
* 

likelihood estimate of X. given Y, X. , is the signal which is the minimum generalized 

Hamming distance from Y. Note that if P00
=PH> then K,= K., anc' (^-5) is the Hamming 

distance metric associated with a BSC. 
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