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Stochastic activity networks, a probabilistic extension of Petri nets, can be used to 

evaluate the performance, dependability, and performability of a wide variety of systems. When 

analytical solution methods are used, it is necessary to generate a state-level representation of a 

model prior to solution. The transition-rate matrices obtained from this representation tend to 

be very large and sparse. Analytical solutions to such problems can only be obtained by 

exploiting the matrix sparsity both in storage and computation. We do this, by studying 

alternative matrix representation schemes and steady-state and transient solution methods, and 

implementing methods appropriate for problems of this type. The results suggest that the 

implemented techniques can yield analytical solutions for many realistic models of computer 

systems and networks. This is evidenced by the performance evaluation of a CSMA/CD Local 

area network. 
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CHAPTER 1 

INTRODUCTION 

1.1 Background 

Modeling has become a useful system evaluation tool in recent years. Traditionally, 

testing was the primary method of system evaluation. However, testing requires that the system 

already be implemented and can be very expensive due to data acquisition, system down-time and 

implementation of inferior system designs or modifications. Conversely, a system can be 

modeled during all of its phases: specification, design, implementation and modification. Thus, 

alternative system designs and modifications can be evaluated before they are implemented. 

There are two main types of models: analytical and simulation. Solutions are obtained 

for analytical models by transforming the model into a problem that can be solved mathematical

ly. Solutions are obtained for simulation models by emulating the system behavior with a 

computer program and collecting information during the execution of the program. Simulation 

is most often used when analytical solutions are intractable due to the size or complexity of the 

modeled system. 

Queueing networks are analytical models that have been used to evaluate computing 

systems. However, these models have limitations, such as the inability to represent phenomenon 

such as blocking and contention for multiple resources, rendering them inadequate for evaluating 

systems that exhibit complex concurrency, fault tolerance and degradable performance. 

Extensions to Petri nets were developed to overcome these limitations. Several extensions have 
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been proposed by independent groups of researchers; for example generalized stochastic Petri nets 

by Marsan et al. [20], extended stochastic Petri nets by Dugan et al. [7], and stochastic activity 

networks by Movaghar and Meyer [25]. 

The extensions are similar in many respects. For analytical solutions, each of these 

researchers defined the performance variables of interest in terms of the state-level process 

representation of the model. The states of the process were taken to be the possible markings 

of the network that are reachable and stable. This often resulted in extremely large state spaces, 

thus precluding analytical solution. This method of model construction also limited the definition 

of performance variables to those which can be defined in terms of the marking space of the net. 

Sanders has proposed new construction and solution techniques for stochastic activity 

networks (SANs) which have proved valuable in reducing the state space and allowing the 

definition of a wider class of performance variables [32,35]. Performance variables are specified 

at the network level and used in the model construction to eliminate unnecessary detail, while 

retaining characteristics necessary for analytical solution. The structure of the network is also 

exploited to reduce the size of the base model. With this state space reduction technique, 

analytical solutions may be obtained for much larger systems. 

1.2 Description of SANs 

Structurally, SANs consist of activities, places and gates. Activities represent delays and 

events of the modeled system that affect its dependability and performance. There are two types 

of activities, timed and instantaneous. Timed activities represent activities in the modeled system 

whose durations are significant with respect to the variables of interest. Timed activities are 

graphically represented by elongated ovals. Instantaneous activities represent activities in the 

model whose durations are negligible with respect to the variables of interest. Instantaneous 
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activities are represented by solid bars. 

Uncertainty is modeled by the addition of cases to activities. Cases represent alternative 

actions that may occur following the completion of the activity and are graphically represented 

by small circles on the output side of an activity. Marking dependent or fixed probabilities are 

assigned to cases to represent the likelihood of one event occurring over another. 

Places are collections of tokens and are represented by circles. Tokens are depicted by 

small dots within a place. Usually, tokens represent arrivals and departures, although they may 

have no physical interpretation at all. It is also possible for tokens in the same SAN to have 

different meanings. The number of tokens in a place is called the marking of the place. The 

markings of all the places in the SAN is called the marking of the SAN. 

Input gates connect places to activities and are depicted as triangles. An input gate has 

a predicate (enabling function) and a function. The predicate is defined over the markings of the 

places it is connected to. If the predicate is true, the gate is enabled. It activates the activity 

and, upon completion, executes its gate function which may change the marking of its places. 

Similarly, output gates connect activities to places and are depicted as triangles. An 

output gate has a function, but no predicate. When an activity completes, the gate function is 

executed for each of the activity's output gates. This function is used to change the marking of 

gate's output places. 

An arc is used to connect places to activities in the absence of gates. The direction of 

an arc is indicated by an arrow. An arc that connects a place to the input side of an activity, 

enables the activity if the place contains one or more tokens. An inhibitor arc is a special type 

of arc that reverses logic. That is, it supplies an "enable" signal to an activity when there are 

no tokens in its place. 
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Input places are places connected to the input side of an activity by an arc. Similarly, 

output places are places connected to the output side of an activity by an arc. An activity is 

enabled if all of its input places have at least one token and each of its input gates has a true 

predicate. The length of time for an activity to complete is specified by an activity time 

distribution. When an activity has completed each input gate function is executed and a token 

is removed from each input place. Then a case is selected and the function associated with its 

output gate is executed and a token is added to each output place. 

To illustrate the construction and execution of SANs, Figure 1.1 shows a SAN for an 

automatic teller machine. Activity user response is enabled if there is a prompt being displayed 

to the user. Once the user responds to the prompt, activity branch executes in a negligible 

amount of time selecting one of the three cases according to some probability distribution. If 

case 1 is selected the activity process transaction is enabled. If the processed transaction 

completes successfully, a token is added to place C indicating that there is local processing to be 

done. If an error occurs during the processing of the transaction, a token is added to place 

prompt so that the user may respond to the error message. If case 2 is selected the activity 

process data is enabled. When this activity completes, a token is added to place prompt so that 

another prompt is displayed to the user. If case 3 is selected a token is added to place prompt 

to request more information from the user. 
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Figure 1.1 Model of an ATM Machine 
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1.3 Analytical Solutions to SANs 

SANs have been used to evaluate a wide variety of systems, such as computer systems, 

computer-communication networks and automated manufacturing systems, e.g. [21, 22, 23], 

Because of the size and complexity of these applications, software tools are needed to facilitate 

the model construction and solution process. Solutions to these applications were obtained using 

a first generation software package called METASAN1. Although this package allows results 

to be obtained using either analytical methods or simulation, large and complex systems often 

produce extremely large state spaces which cannot be solved analytically. 

Reduced base model construction techniques were developed to alleviate this problem 

[33,35]. These techniques have been implemented as part of a new SAN-based software tool 

'METASAN is a registered trademark of the Industrial Technology Institute. 
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known as UltraSAN [29]. Given the network-level description of the SAN and desired 

performance variables, a state-level description of the SAN (stochastic process) and performance 

variables (reward structure) is generated. Analytical methods may then be used to solve the 

stochastic process and compute the desired performance variables. 

1.4 Thesis Objectives 

Although reduced base model construction significantly reduces the size of the state space, 

the stochastic process generated for a SAN can still grow quite large (up to tens of thousands of 

states). For a process with 10,000 states, the state transition-rate matrix would contain 

100,000,000 elements. Clearly, it is not practical to store the entire matrix in computer memory 

during the solution process. Moreover, the computation time would be unacceptable even for 

much smaller processes. Fortunately, these matrices are also very sparse, meaning that most of 

the matrix elements are zero. Thus, storing only the few non-zero elements, should result in 

significant savings in memory and computation time. 

Therefore, the objective of this thesis is to implement efficient matrix representation and 

analytical solution methods for SANs. The C programming language will be used and the 

programs are to be portable between the SUN 3, SUN 4 and DECstation workstations. Two 

types of solutions will be considered: transient and steady-state. Transient solutions provide 

information about a system at particular points in time. Steady-state solutions provide 

information about a system in steady state. 

Both a direct and an iterative solver will be implemented for steady-state solutions since 

neither method is sufficient for all types of problems. Direct methods always yield a solution, 

but require a significant amount of memory. On the other hand, iterative methods provide 

solutions faster and use much less memory than direct methods. However, iterative methods do 
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not always converge to a solution. 

Specifically, the goals of this thesis are to: 

1. Investigate direct and iterative methods of solving such stochastic processes for steady-

state behavior and implement both a direct and an iterative method. 

2. Investigate methods of solving such stochastic processes for transient behavior and 

implement the most appropriate method. 

3. Investigate various methods for representing large, sparse matrices and implement one 

that is suitable for matrices generated from SANs and used for transient and steady-state 

solution. 

4. Compute the performance variables specified at the SAN-level and provide an error 

estimate for the solution of the stochastic process. 

5. Illustrate the use of these methods by evaluating the performance of a system. 

Chapter 2 discusses the topics that relate to all three solution methods (solvers) that are 

implemented. Stochastic processes and performance variables are defined, as well as the format 

of the state level descriptions generated from the SAN. The measurements computed for each 

performance variable are also described. Since the implementation of the solvers involved 

development of a simple random number generator, a sort algorithm and machine accuracy 

estimator, these topics are also briefly discussed. 

Chapter 3 describes alternative storage schemes for large, sparse matrices. Eight general 

schemes are described. One storage scheme is selected based on minimization of space, ease of 

accessing, inserting and deleting matrix elements, ease of interchanging matrix rows and columns, 

and suitability to all solvers. The details of implementing the selected scheme are also explained. 

Chapters 4, 5 and 6 pertain to the direct steady-state solver, the iterative steady-state 
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solver and the transient solver respectively. Alternative solution methods will be discussed and 

one method will be selected and implemented for each solver. Criteria used in selecting a method 

include: computational efficiency, space requirements, stability and error susceptibility. 

Implementation details and error estimation will also be discussed for each solver. 

Chapter 7 contains an example and the results obtained by each solver using the different 

options. The SAN description and reward structure are specified for a local area network 

employing the Carrier Sense Multiple Access with Collision Detect protocol. The results include 

computation of six performance variables and comparisions of run times on three different 

computer systems. 

Chapter 8 summarizes the results of the thesis and suggests ideas for further work. 

An appendix describes the software developed as part of the thesis. The software is 

tailored for SANs only at the highest level. Thus, much of the software could be readily adapted 

to any large, sparse matrix problems of the same form. 
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CHAPfER2 

BASIC SOLVER ISSUES 

2.1 Stochastic Processes 

A stochastic process is an indexed collection of random variables. The classification of 

a stochastic process depends on the nature of the state space, the index parameter and the 

statistical dependencies among the random variables for different values of the index parameter. 

The stochastic process generator in UltraSAN constructs a state level description of the process. 

The description consists of a set of states and, for each state, a set of rates to other states. The 

state space is formed by lumping together markings that have similar characteristics due to the 

SAN structure and the nature of the performance variables. The possible markings include all 

those that are reachable from some initial marking. Thus, a significant reduction in state space 

size may be realized when these reduced base model construction techniques are employed [29]. 

The generated process is Markov only if every activity has an exponential time 

distribution and is reactivated often enough so that its rate depends only on the current marking. 

If the process is Markov, then the transition-rate matrix (also known as the infinitesimal 

generator) may be computed from it. If X •i,•j is the rate between states si and sj, then the 

transition-rate matrix is given by A = [X iJ], where 

liJ = l., •' for i'l'j ,. 'J 

and 
The transition-rate matrix is used to write probability equations that describe the Markov 
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A. . . = -~ l ... ••• L.,., .. ,. .. , 
i~J 

process. The system of equations are then solved using the appropriate solver: the direct steady-

state solver, the iterative steady-state solver or the transient solver. The solutions to these 

equations are state occupancy probabilities each being the fraction of time that is spent in that 

state. The state occupancy probabilities are then used to compute the desired performance 

variable measurements. 

2.2 Performance Variables 

Performance variables are user specified at the network level in the form of reward 

structures [34]. A reward structure is one or more functions defined in terms of activity 

completions and SAN markings. There are two types of rewards: impulse and rate. Impulse 

rewards are associated with the completion of an activity. Rate rewards are associated with 

particular numbers of tokens in places in a SAN. One reward structure is specified for each 

performance variable. 

More specifically, the reward structure of a SAN with places P and activities A is the pair 

of functions [32]: 

C: A -+ R where for a E A, C(a) is the impulse reward obtained due to the completion 
of activity a, and 

R: P(P,N)-+ R where for v E P(P,N), R(v) is the rate reward obtained when 
for each (p,n) E v, there are n tokens in place p, 

where R is the set of real numbers, N is the set of natural numbers, Pis the power set of the 

cross product of P and N, and v is a subset of this power set that contains the pairs (p,n) of 

interest. 

When the state-level description of the stochastic process is generated, similar state-level 



19 

reward structures are also generated. This state-level description specifies the impulse reward 

(oJ and rate reward {pJ for every state (i) in set of states (S) in the process. These can then be 

used to define the variables of interest. For example, let the process Z = {Zt: t E R+} define 

the behavior of the SAN. Then a variable which supports transient solutions is defined as 

vt = p(ZJ + o(ZJ. 

The solvers calculate four characteristics for each performance variable: expected value, 

variance, the probability distribution function and the probability density function. The expected 

value of the performance variable (V J is calculated by the following: 

E[V,] = L (p;+3;)P;(t) 
lu 

where S is the set of states, Pi is the rate reward and oi is the impulse reward associated with state 

i, and Pi(t) is the probability of being in state i at time t. 

The traditional formula for calculating the variance of a random variable (V J is: 

VAR(V,) = L (x;-~r)2p;(t) 
ic• 

where P.t is E[V J and xi = Pi + oi. Algebraic manipulation shows that this computation can be 

simplified. Thus, the last equation from the following derivation is used to compute variance. 

VAR(V,)= L (x;2 -2~rxi+~~P;(t) 
iu 

= L [x/p1(t)-2~1X;P,{t)+~~p1(t)] 
iu 

= L xi2Pi(t)-2~tL xipi(t)+~;LPi(t) 
lu iu iu 

= L X;2P,{t)-2~,JJ., +JJ.: 
i•• 

= L X;2P;(t)-JJ.~· 
iu 
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The probability distribution function (PDF) is a step function determined by ordering the 

total rewards (wj) in ascending order and calculating: 

P(Wiw) •- £ pfi). 
W f t W  

The probability density function (pdf) consists of impulse functions. In computing the pdf, the 

total rewards are ordered similarly and the height of the impulse is: 

P(W=w) = £ pft). 
wt*w 

When Vt converges in distribution, a steady-state variable may be defined as: 

t-~ 

If this occurs, these four characteristics may be defined for steady-state variables, V^. 

2.3 Random Numbers 

A random number generator was needed in order to compute the condition number of the 

transition-rate matrix. The relevance of a matrix condition number will be discussed later. The 

method chosen to compute the condition number requires a sequence of random numbers to be 

generated. Often times system supplied random number generators are not good nor consistent 

with other implementations. Therefore, a random number generator was developed for the 

solvers. 

The random number generator developed is pseudo-random in the sense that no random 

numbers generated by a computer program can be truly random. Since the purpose of developing 

a random number generator was to maintain portability, a complicated, fully reliable generator 

is not necessary. Simplicity, speed and stability are greater concerns than full randomization. 

There are many schemes for generating random numbers. According to Sedgewick, the 
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linear congruential method is the most well-known and has been used almost exclusively since 

it was introduced by D. Lehmer in 1951 [36]. The basic principle is to initialize a variable to 

some arbitrary number, multiply it by a constant, add a second constant, divide by a third 

constant and use the remainder as the random number. The procedure is the same for generating 

the next random number, except that the initial variable is set to the previously generated random 

number instead of an arbitrary number. 

Much work has been done to determine what values to use for the constants. Numerical 

Recipes in C provides three linear congruential routines that reflect this work [28]. The fastest 

of the three was implemented. This routine reduces any correlation that may occur in generating 

a sequence of random numbers. Its period is claimed to be very large. However, it produces 

numbers of lower precision to gain speed. This means that it will generate one out of only 

714,025 values from the interval [0,1), which is adequate for this application. 

The function uses constants proposed by Knuth (M=714025, IA=1366, IC= 150889). 

A table is created the first time the function is called or anytime it is called with a negative num

ber. The table consists of an array of 98 random numbers. To create the table, a seed is 

generated from the number passed into the routine. From this seed the table is filled by 

multiplying the seed by IA, adding IC to the result and then dividing by M. The remainder of 

the division is stored in the table and becomes the seed for generating the next table entry. 

A random number is returned by generating an arbitrary index using the previously 

generated random number, using the index to obtain the corresponding table element, and 

dividing by M to obtain a floating point number. Then, the used table entry is replaced and a 

new seed is generated as previously described. 
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2.4 Sorting 

There are couple instances in the solvers where a sort routine was needed, such as sorting 

the rows of the transition-rate matrix according to some criteria and sorting the state occupancy 

probabilities in ascending order to produce the probability distribution function. As with random 

number generators, system supplied sort routines may not be very efficient or portable. 

Therefore, a sorting function was also developed for the solvers. 

According to Sedgewick, there are three main characteristics of sorting algorithms: 

running time, amount of additional memory needed and stability [36]. Simple sorting algorithms 

have run times proportional to N2. More complicated algorithms sort in time proportional to 

Nlog(N). There are some other algorithms that use digital properties of the keys that sort in time 

proportional to N. 

The amount of additional memory needed for different sorting algorithm can vary greatly. 

Some algorithms sort in place, meaning that no additional memory is used except for a small 

stack or table. Algorithms employing a linked list representation require N extra words for 

pointers. Other algorithms require enough memory to hold a second copy of the items to be 

sorted. 

The stability of a sorting algorithm refers to its ability of preserving the relative order 

of equal keys in the file. For example, a list of alphabetized students, when sorted by grade, 

would remain alphabetized within each grade if the sorting algorithm was stable. 

There are many types of sorting algorithms. Smith presents more than a dozen sorting 

algorithms, many of which have specific purposes [37]. Since the purpose of a sorting algorithm 

in the solvers is to sort large arrays of numbers, both speed and memory are very important. In 

some instances, the solvers needed a method of indirect sorting. Thus, stability is also important. 
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For these reasons, only three sorting algorithms were strongly considered: radix sort, 

quicksort and heapsort. The radix sort is a bottom-up bucket sort. It is a divide and conquer 

algorithm that uses the first few bits of the key to divide up the elements into buckets. The 

buckets are then sorted individually and joined together to form the sorted list. This method 

requires no extra memory. Its best case sort time is proportional to N. However, it degrades 

to NlogN time when all the elements to be sorted are distinct. The radix sort has an additional 

disadvantage in that it requires the language and machine it is implemented on to perform bit-wise 

operations very efficiently. This dependence on bit-wise operations may also cause portability 

problems. 

Quicksort is also a divide and conquer type algorithm similar to the radix sort, except at 

the byte level. It is a sort in place algorithm, requiring a small, additional amount of memory 

(21ogN). On the average, quicksort requires NlogN time. However, it degrades to an N2 routine 

when called to sort a list that is already sorted. It is also heavily recursive, making it somewhat 

difficult to adapt to special applications. 

The heapsort algorithm was implemented in the solvers. It uses no extra memory and 

is guaranteed to sort N elements in NlogN time, no matter what the input. It is also easy to 

extend to multiple arrays and indirect sorts. The algorithm sorts by forming a heap and then 

removing the elements in the correct order. The heap is a binary tree where the key in the root 

is larger than either of its children (also referred to as its leaves or subtrees), and where both 

children are also heaps. 

This sort routine can be implemented using only the array of elements to be sorted and 

a few extra variables to keep track of positions and values in the array. The heap nodes are 

numbered consecutively from 1 to N. The root is number 1, its left and right children are 
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numbers 2 and 3 respectively, and so on down the tree. These numbers correspond directly to 

the input array. 

The array is formed into a heap by starting at node N/2 + 1 and working up the tree. 

Each node traversed is shifted downward if its array value is less than its child of greater value. 

If it has less value than its greater child, then it swaps places with that child and evaluates its 

children. This continues until it has greater value than its children. Then this procedure is 

repeated for nodes N/2, N/2 -1, ..., 1. 

The heap is then sorted into ascending order by pulling the top element off the heap and 

shifting the others up to maintain the heap. When the top element is removed, its greatest child 

shifts up to take its place, leaving its own space vacant. If there are children below this vacant 

node, the greatest one shifts up and so on until there are no more children to shift up. This last 

vacant heap position is filled by node N-i+1, which must give up its array position for the i-th 

node that is removed from the heap. Thus, the elements are removed from the heap from largest 

to smallest and placed in the array positions N, N-l, ..., 1. 

2.5 Machine Accuracy 

The accuracy to which a machine can represent a floating point number is called the 

machine epsilon. Knowing the machine epsilon is useful for estimating error and terminating 

procedures when the computed result is epsilon away from some termination value. Thus, a 

function that computes machine accuracy to within half of a decimal digit is used by the solvers. 

A precise definition of the machine epsilon is the smallest floating point number (e) such 

that [9]: 

1 + e > 1. 

The algorithm implemented computes e by initializing 6 to 1.0, and successively multiplying it 



by O.S and adding the result to 1.0, until the sum is just less than 1.0. The last value of e is 

taken as the estimate of the machine accuracy. 
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CHAPTER 3 

MATRIX REPRESENTATION 

3.1 Alternative Storage Schemes 

There are many possible storage schemes for large, sparse matrices [27,38]. All of the 

storage schemes investigated use either arrays or lists to store the non-zero elements plus 

additional indices, pointers or algorithms to access the matrix elements correctly. The following 

paragraphs describe eight general schemes. There are several other schemes throughout the 

literature that vary only slightly from these. The implemented scheme should use a minimal 

amount of memory, yet provide the computational flexibility to accomodate all three solvers. For 

the purpose of comparing schemes, consider a large sparse n by n matrix with m matrix elements 

that are non-zero. 

The first scheme was proposed by Knuth [16]. Knuth's scheme uses seven arrays, five 

of length m and two of length it. The values of the m non-zero elements are stored unordered 

in one array. The four other arrays of length m store information regarding each element in the 

first array, such as the row index, column index, next non-zero element in the same row and next 

non-zero element in the same column. The two arrays of length n contain the indices of the first 

non-zero in each row and column. This scheme is advantageous in that elements are easy to 

access. However, it requires significantly more memory than other schemes. 

The second scheme, called Knuth-Rheinbolt-Mesztenyi or KRM circular storage, 

improves upon the Knuth's original method by decreasing the storage overhead [31]. As in the 
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Knuth scheme, the non-zero elements are stored unordered in one m length array and the indices 

of the first non-zero element in each row and column are stored in two n length arrays. The 

arrays for storing the row and column index of each non-zero element are not used in KRM 

circular storage. Instead, the arrays containing the indices of the next non-zero element in each 

row and column is circular. 

KRM circular storage has two serious difficulties: finding the value of the element given 

its row and column indices and finding the row and column indices given the value of the matrix 

element. In order to find the value ay, two sets must be formed, one with all of the elements in 

the i-th row and another with all of the elements in the j-th column. The intersection of the two 

sets will be either or zero. This is a tedious process, but finding the row and column indices 

of an element is more difficult. It requires searching the entire matrix. 

The third scheme, called modified KRM circular storage, has the same space 

requirements as KRM circular storage but overcomes its problems [6]. In this scheme the row 

and column heads are included in the circular arrays that contain the row and column 

information. Negative numbers are used to point to column rows or heads. The magnitude of 

a negative number is an index into the arrays containing row or column heads. This expedites 

the search time since only one row needs to be scanned to find a particular element. 

The forth scheme, called the sparse row-wise format, uses even less space than the 

previously mentioned schemes [5,14]. This scheme uses two arrays of length m and one of 

length m-1. One array is used to store the m non-zero elements in order. The other m length 

array contains the corresponding column indices. The third array stores the locations of the first 

two arrays where each row begins. Although this scheme is well suited for row-wise matrix 

operations, it is inefficient for column-wise operations. It is also not efficient for direct matrix 
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methods because the elements must always remain ordered. 

The fifth scheme, called two cell packing, stores the non-zero matrix elements in 

contiguous memory [38]. Each non-zero element is represented by two cells. The first cell 

contains the row index and the value of the element. A zero row index denotes the end of a 

column. The second cell contains the index of the next column. This scheme uses much less 

memory than the other schemes, but requires scanning the entire matrix to find a particular 

element. 

The sixth scheme, called algorithmic storage, uses two arrays of size m. The first array 

contains the values of the non-zero matrix elements [38]. The second array contains integers that 

are computed by the following algorithm: 

f(U) = i + (j-l)n 

where i is the row index and j is the column index of the corresponding element in the first array, 

and n is the size of the matrix. Each f(i,j) is unique, so the original row and column index may 

be computed by the reverse of the storage algorithm. The reverse algorithm obtains the row 

index and column index by: 

j is the least integer > f(i,j)/n 

and 

» = f(U) - G-l)n. 

This scheme uses the least memory of all the schemes investigated. However, to find a particular 

element, the reverse algorithm must be applied to every element of the second array until the 

correct row and column indices are obtained. 

The seventh scheme, called a one-way linked list, uses a linked list to store the non-zero 

matrix elements and an array to store pointers to the first non-zero element in each row [38]. 
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Each non-zero element is represented by a structure that contains the element's value, column 

index and pointer to the next element in the row. The rows must be ordered, but the elements 

within each row are not required to be ordered. Hiis scheme allows for efficient row operations. 

It also has a distinct advantage over the schemes based on arrays in that elements may be added 

or deleted without relocating other elements. However, column operations are not efficient. 

The eighth scheme, called three-way linked list storage, links column elements as well 

as row elements [15]. Two types of structures are needed, one for head nodes and one for matrix 

nodes. Head nodes point to the head of each row, the head of each column and the next head 

node. Matrix nodes contain the value of the non-zero matrix element, the row and column 

indices and pointers to the next element in the row and column. If both types of nodes are in the 

same list, each node must also contain a flag indicting what type of node it is. This scheme 

provides total flexibility, but uses far more memory than any of the other schemes. 

3.2 Two-Way Linked List With Arrays 

Clearly, there is no "best" storage scheme for large, sparse matrices. The type of scheme 

depends largely on the application. The storage scheme implemented for the solvers should use 

as little memory as possible, yet be sufficiently flexible to accommodate all three solvers. In the 

author's opinion none of the schemes described in the preceding section satisfy these criteria 

sufficiently since each scheme is based on arrays or linked lists. The matrix representation 

implemented for the solvers uses a combination of linked lists and arrays in order to exploit the 

advantages of each. 

This scheme will be referred to as a two-way linked list with arrays. As the name 

suggests, it uses one linked list and several arrays. The linked list is two way in the sense that 

each structure is linked to the next structure in the list and also to the matrix elements within a 
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row. Each structure contains information pertaining to a row within the matrix. Specifically, 

a structure consists of a pointer to an array of the non-zero matrix elements, a pointer to an array 

of column indices that correspond to each non-zero row element, an integer that specifies the 

length of each array, an integer that is solver specific and a pointer to the next structure in the 

list to accomodate row interchanges. 

Table 3.1 shows a comparison of all the schemes based on memory requirements for a 

system with 50,000 states for various densities. The algorithmic and two cell packing schemes 

use the least memory overall. However, these schemes are less efficient than the two way linked 

list scheme in terms of adding or deleting elements, performing row interchanges and searching 

for particular elements. The sparse row-wise and one way linked list schemes also use a 

comparable amount of memory, but are more sensitive to increases in matrix density than the two 

way linked list scheme. Thus, the two way linked list with arrays scheme meets the constraints 

of both memory minimization and computational flexibility. 

Table 3.1 Comparison of Memory Requirements 

Scheme Space 
(bytes) 

.01 % Dense 
(Megabytes) 

.02% Dense 
(Megabytes) 

.03% Dense 
(Megabytes) 

Knuth 24m + 8n 6.4 12.40 18.4 

KRM Circular 16m + 8n 4.4 8.40 12.4 

Modified KRM 16m + 8n 4.4 8.40 12.4 

Sparse Row-Wise 16m 4.0 8.00 12.0 

Two Cell Packing 12m + 12n 3.6 6.60 9.6 

Algorithmic 12m 3.0 6.00 9.0 

1 Way Linked List 16m + 4n 4.2 8.20 12.2 

3 Way Linked List 25m + 13n 6.9 13.15 19.4 

2 Way Linked List 12m + 20n 4.0 7.00 10.0 
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3.3 Memory Allocation 

Hie memory for the linked list and arrays is dynamically allocated. Hie C programming 

language provides a run-time routine for dynamic memory allocation called malloc. However, 

malloc uses memory very inefficiently. For every chunk of memory the application requests, 

malloc rounds up to the nearest word size and adds an additional 4 bytes. For example, if 1 byte 

of memory is requested on a computer with a 4 byte word size, malloc would allocate 8 bytes. 

Clearly, this is very wasteful when a large number of small chunks of memory are allocated 

individually. 

This problem could be solved by writing one's own memory allocation routine. 

However, this could cause portability and efficiency problems. The new memory allocation 

routine would rely on very low level routines that are dependent on the computer architecture, 

thus making the memory allocator nonportable to other computers. Also, many of the standard 

C routines use the standard C memory allocation routines. Use of more than one memory 

allocator would require additional overhead since each memory allocator would need to know 

what the other was doing. And, use of one's own memory allocator alone would require 

rewriting the standard C routines which allocate memory. 

Another solution is to use malloc in a way that minimizes its inefficiency. The solvers 

do this by allocating the memory for the matrix in larger chunks. Since the number of states of 

the process equals the number of rows in the transition-rate matrix, the amount of memory 

required for the structures in the two way linked list may be allocated in one large chunk. This 

saves 4n bytes of memory. 

The memory for the arrays in each structure may be allocated similarly. Recall that each 

structure represents a row in the matrix. Two elements of the structure are pointers to arrays. 
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One array pointer points to an array containing the values of the non-zero matrix elements in the 

row. These are stored in double precision and require 8 bytes of memory each. The second 

array pointer points to an array containing the column index for each non-zero matrix element 

in the row. These are stored as unsigned long integers which require 4 bytes of memory each. 

Both arrays may be allocated in one large chunk, thus saving another 4n bytes of memory. 

Figure 3.1 shows the memory layout for the memory allocation procedure described 

above. This scheme requires an overhead of 4n+4 bytes of memory. For a process with 50,000 

states and .02% density, it is roughly 2.86% inefficient. 

(12)(.0002)(50,000)2 + (20)(50,000) = 7.00 Mb 

7.00 Mb/50,000 states = 140 bytes/state (required) 

200,004 bytes/140 bytes/state = 66 states (overhead) 

66 states/50,000 states = 2.86% (inefficiency) 

This scheme is three times more efficient than using malloc alone, which requires 12n bytes of 

overhead. Moreover, it reduces the number of page faults that may occur because all of the 

matrix elements are in close proximity. 



Figure 3.1 Matrix Representation Diagram 
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CHAPTER 4 

DIRECT STEADY-STATE SOLUTION 

4.1 Problem Description 

The direct steady-state solver determines the solution of the following system of linear 

equations: 

tA = 0 

where A is the transition-rate matrix and x is the vector of steady-state occupancy probabilities. 

The system of equations is square, that is there are n equations and n unknowns. However, the 

equations are linearly dependent. Thus, to obtain a numerical solution one equation must be 

omitted. The omitted equation is replaced by the following law of probabilities: 

+ r2 + ir3 + ... + Tn = 1. 

It is common in mathematical literature to express a system of linear equations as Ax = 

b, where the unknowns are premultiplied by the A matrix. This is very different from the 

problem xA = b posed by queueing theorists. Since the software implemented for the solvers 

is more closely tied to mathematical literature, the problem is solved in the form Ax = b. The 

original problem in the form xA = b is converted to the form Ax = b by transposing both sides: 

(xA)T = bT 

ATxT = bT. 

Since x and b are both vectors the only overhead incurred is transposition of the A matrix. 

Transposing the A matrix is not a difficult task, but it is time consuming and requires 
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twice the amount of memory needed to store A alone. Thus, the direct steady-state solver 

performs the transposition at the time it acquires the process information. The cost of transposing 

A is the time that it takes to read the process information twice. No extra memory is used. The 

first time the process information is read, the solver records how many elements are in each 

column of A. Then the exact amount of memory needed to store the transposed matrix is 

allocated. When the process information is read the second time, the matrix elements are inserted 

in their transposed positions. 

4.2 Alternative Solution Methods 

As the name suggests, the direct steady-state solver uses a direct method of solving the 

problem. The advantage of direct methods is that they always obtain a solution for non-singular, 

well-conditioned systems. The disadvantage is that they often times require a significant amount 

of memory above what is needed to store the A matrix. There are five general schemes for direct 

solution that are discussed in the following sections: matrix inversion, Gauss-Jordan elimination, 

Gaussian elimination, QR factorization and LU decomposition. Let A be an n by n matrix for 

the purpose of comparison. 

4.2.1 Matrix Inversion 

The linear system of equations may be solved by finding the inverse of the transition-rate 

matrix and computing: 

x = A"'b. 

One way to compute the inverse of a matrix (A) is to compute its determinant ( | A | ) and adjoint 

matrix (A*) [1]: 



The following recursive formula may be used to compute the determinant of a matrix [ 11]: 

II 
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where A1j, is the (n-1) by (n-1) matrix found by deleting the first row and j-th column of A. The 

adjoint matrix is found similarly. It is the transposition of the cofactor matrix. The cofactor 

matrix is determined by replacing each element by (-1)i+j I Aij I, where Aij is the matrix found by 

deleting row i and column j. This method of matrix inversion is very inefficient due to the 

computation of many determinants. Computation of the adjoint matrix requires computing n2 

determinants of size (n-1) by (n-1). 

Cramer's Rule is another method of finding the inverse of a matrix. Each component of 

the solution vector is found by: 

where the c's are the columns of the A matrix with the i-th column replaced by the b vector. 

This method is more efficient than the previous method because fewer determinants need to be 

calculated. Since the b vector contains n-1 zeros and a one, n determinants of size (n-1) by (n-1) 

need to be computed, plus the determinant of A. 

The very good method for matrix inversion was proposed by Strassen [28]. The method 

is a recursive algorithm that partitions the matrix into smaller and smaller submatrices until the 

inversion of the submatrices is trivial. Every partitioning in half doubles the number of inverses 

that must be found. However, the method is an NP algorithm, where p = log27 is approximately 
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2.807. This method is best described by an example. 

Consider a 4 by 4 matrix A and its inverse C. The elements of C can be computed from 

the following: 

R! = Inverse(au) 
= ahiR, 

R3 = Rta12 

R« = a2iR3 

Rj = R4"422 
R« = Inverse(Rj) 
Cj2 = RjRJ 
C21 = R«Rj 
R7 = R3C21 
C11 = Rl"R7 
<h2 = -®« 

where the InverseO operation, when applied to a scalar, is defined as the reciprocal of the scalar. 

Although this method is efficient in terms of time, it requires a large amount of overhead storage. 

4.2.2 Gauss-Jordan Elimination 

For solving sets of linear equations, Gauss-Jordan elimination produces both the solutions 

to the equations and the inverse of the A matrix [28]. Gauss-Jordan elimination also allows the 

solution of same system with multiple right hand sides. Thus, the following matrix-vector 

equation: 

[A] [x, x2 x3 Y] = [b, b2 b31] 

would solve the following systems of linear equations 

Ax, = bj Ax2 = bj AX3 = b3. 

In the above equations, the x's are the unknowns, Y is the inverse of the A matrix that emerges 

as the result of the elimination process and I is the identity matrix. 

The Gauss-Jordan elimination procedure is almost identical to pure Gaussian Elimination. 

Starting with the first column of A, the row containing the diagonal element is multiplied by a 
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number such that the diagonal element becomes a 1. Then multiples of this row are added to the 

other rows to force the all other column elements to zero. This procedure continues until A has 

been transformed into the identity matrix. All the row operations performed on A are also 

imposed on b and I. Thus, when the elimination is complete, the right hand side of the system 

contains the solutions and the matrix inverse: 

A1 = Y = I' 

X; = bi'. 

The storage requirements may be minimized by not storing the identity matrix or the 

unknowns. The A matrix can be overwritten during the elimination process so that it contains 

the result of all operations that would have been performed on the identity to produce A'1. 

Similarly, the solutions (x's) and the right hand side vectors (b's) can share the same memory 

since after each column of A is reduced, the corresponding row in the b's is never used again. 

The stability of the algorithm is improved by pivoting. Pivoting is the selection of 

desirable diagonal elements by interchanges of rows or columns. Obviously, the main purpose 

of pivoting is to move zeros from the diagonal. However, some elements are better candidates 

for diagonal elements than others. A more detailed discussion of pivoting strategies will follow, 

but in general, an element is moved to the diagonal by interchanging rows or columns. 

Interchanging any two rows of A and the corresponding rows of b and I will not change the 

solution of Y and the x's. It merely changes the arrangement of the equations. However, 

interchanging any two columns of A requires interchanging the corresponding rows of Y and the 

x's so that the solution is not affected. 

As indicated in the equations above, the main advantage of this method is that it can solve 

multiple problems (same A matrix, different b vectors) simultaneously. Since the method 
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computes A'1, additional solutions may also be found by computing x = A"'b for any number of 

right hand sides without having to repeat the elimination procedure. The only real disadvantage 

of this method is that it is slower than other related methods. To solve a linear system without 

computing the inverse of A requires 2N3 time. 

4.2.3 Gaussian Elimination 

There are many variations of Gaussian elimination. The most common scheme is 

Gaussian elimination with back substitution. The following describes this method with a simple 

partial pivoting scheme [10]: 

1. Augment the A matrix with the right hand side b vector to form an n by (n+1) 

matrix. 

2. Set j = 1. If necessary, interchange any two rows from j to n so that % is the 

coefficient of largest magnitude in the first column. 

3. Create zeros in rows i = (j+1),..., n of the j-th column by multiplying ay/ay times 

the j-th row, and subtracting this result from the i-th row. 

4. Repeat steps 2 and 3 for j = 2,..., (n-1). 

5. Solve for x„ = a^+An. 

6. Solve for x,,.,, x„.2,..., xi by the following 

ft 
Xi ~ ~ E aVXj)aH' 

H* 1 

Note that this method is very similar to Gauss-Jordan elimination. The differences are 

that Gaussian elimination reduces only the lower half of the matrix, does not produce A"1 and 

divides by the diagonal element at the back substitution stage instead of during the elimination 

process. Also, Gaussian elimination with back substitution requires (5/6)N3 + (1/2JN2 time. 
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Thus, it is faster than Gauss-Jordan elimination. 

4.2.4 QR Decomposition 

QR decomposition is a least squares method based on minimizing the residual H Ax-b |. 

This method is usually applied to overdetermined systems (systems with more equations than 

unknowns) or systems that are singular or numerically close to singular. In these cases, other 

direct methods will not yield a unique solution. 

The matrix (A) is factored into the product of an orthogonal matrix (Q) and an upper 

triangular matrix (R): 

A = QR. 

The matrix Q is orthogonal, meaning it has the following properties: 

QTQ = I QQT = I QT = Q1. 

The solution of Ax = b is then found by multiplying QT by b, followed by back substitution in 

the following triangular system: 

Rx = C^b. 

There are several methods for computing the QR decomposition: Gram-Schmidt, 

Modified Gram-Schmidt, Givens, Fast Givens and Householder [11]. Of these methods, the 

Householder algorithm is the second fastest ((2/3)N3 (3/2)N2) and is the most stable. Classical 

Gram-Schmidt is an N3 method, but loses a substantial amount of orthogonality in the computed 

vectors of Q. Modified Gram-Schmidt overcomes this loss of orthogonality, but is also an N3 

method. The Givens and Fast Givens methods are (4/3)N3 and (2/3)N3 respectively. Although 

the Fast Givens method is faster than the Householder method, it is very susceptible to overflow. 

The large elements it produces may be monitored. However, due to the overhead of monitoring 

element growth and the complexity of the algorithm, Householder is usually the preferred 
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method. 

Householder orthogonalization is performed by determining the transformations (FV) that 

when multiplied by A, will eliminate the lower n-k elements in the k-th column of A, resulting 

in an upper triangular matrix (R): 

PK, P2PI A = R. 

The following algorithm (for k = l,...,n) overwrites the A matrix by QTA = R. 

Pk(aldc» •••» amk)T = (rkk» •••> 0)T 

A = diagCIti.P^A. 

The Householder transformation matrices (PJ are order m-k+1 and are determined by: 

Pk = diagCt-i,Pk) = Im - VklvJ7/^ 

where vk and are computed by the following: 

1. m = max{|xk| |xj|} 

2. a = 0 

3. for i = k to j 

V; = Xj/m 

a  =  a  +  Vj 2  

4. a = (a)"2 

5. B, = l/(a(a + |vk|)) 

6. vk = vk + signtvja. 

One problem associated with QR decomposition is rank deficiency. The method breaks 

down if the rank of the A matrix is less than its dimension, meaning there is a linear dependency 

among the row or column vectors of A. When a matrix is rank deficient, a zero is encountered 

on the diagonal of R during the backsubstitution process. 
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Additionally, QR decomposition will have numerical problems if the transition-rate matrix 

is ill-conditioned. Matrix condition numbers provide useful information about the quality of a 

matrix. Specifically, QR decomposition will have numerical problems if K2(A) is near the 

reciprocal of the machine accuracy 1/c. The matrix condition number k2(A) is defined in terms 

of matrix norms: 

-  MbM- 'b ,  

where 

Ml <  (Ml ,  Ml  J " 2  

and 

Mli = max£ |aJ 
J i-1 

Ml. = |o«| 
' M 

QR decomposition with column pivoting and singular value decomposition are methods 

which counteract rank deficiency and ill-conditioned matrices. Unfortunately, the computational 

overhead of these methods is quite drastic. 

4.2.5 LU Decomposition 

LU decomposition is the method implemented for the direct steady-state solver. This 

method, requiring ((1/3)1^ + N2) time, is faster than any of the other methods discussed. 

Furthermore, the speed and accuracy of the method may be improved using a technique described 

by Osterby and Zlatev [26]. However, LU decomposition will give unsatisfactory results if the 

A matrix is singular or numerically close to singular. In such cases, singular value decomposi

tion may be used. Since singular value decomposition is computationally expensive, it should 

be used only when necessary. 
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LU decomposition is also generally less stable than QR decomposition. Instability of LU 

decomposition is detected by monitoring its growth factor p, which is a measure of how large 

elements become during the elimination process. The growth factor at the k-th stage of the 

decomposition is defined as: 

p = max la^l / |Ag„. 

Wilkinson has shown that the numerator is a rather slow growing function of k [41]: 

| a^001 < k1/2 (2 • 3,/2 ... k1'<M))1'2 max | a^ |. 

This upper bound for p and an estimate of a matrix condition number are used to compute the 

error estimate so that the user can assess the validity of the results. 

LU decomposition factors the A matrix into the product of a lower triangular matrix (L) 

and an upper triangular matrix (U): 

A = LU. 

Since matrix multiplication is associative, the linear system of equations may be written as: 

Ax = (LU)x = L(Ux) = b. 

Thus, the solution to the original problem Ax = b may be determined by solving first for y, 

using forward substitution, and then for x, using back substitution, in the following systems: 

Ly = b 

Ux = y. 

Crout's algorithm is an efficient method for computing L and U [28]. The algorithm 

computes the elements of U (u^ and L (1$) one column at a time from left to right, and within 

a column from top to bottom. Since each computed Uy and ly uses only previously computed 

values, the A matrix may be overwritten during the decomposition, thus saving a significant 

amount of memory. 
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Mathematically, the elements in the elements of U and L are determined from the 

following equations. For each column of A, j = the elements of U are computed, 

followed by the elements of L. 

i-i 
"y " av"E 'itV f°r i= 1 J-

4"1 

J-1 

hj = hkum^un 

When the factorization is complete, the A matrix has the following form: 

«1, «,2 " "l. 

^21 *22 " U2a 

hi hi " «3, 

Note that since the diagonal elements of L are all ones, only the diagonal elements of U are 

stored. 

4.3 LU Decomposition Issues 

The following sections discuss options and issues related to the implementation of LU 

decomposition. The options include a pivoting strategy and methods of handling fill-in. Other 

issues include establishing links among column elements to increase the efficiency of the Crout 

algorithm and computing an error estimate. 

4.3.1 Pivoting Strategies 

Elements on the matrix diagonal are referred to as the pivot elements. Pivoting is the 

process of judiously selecting an element in the submatrix Ak and interchanging the necessary 

rows and columns to move that element to the diagonal so that it becomes the new pivot element. 
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The submatrix Ak is the square matrix consisting of rows k through n and columns k through n. 

In other words, these are the elements of A that have not already been overwritten or can be 

moved to the diagonal without changing the final solution. 

There are two forms of pivoting: partial and full. Partial pivoting allows interchanges 

of only rows or columns. Full pivoting allows interchanges of both rows and columns. Because 

the A matrix will undoubtedly be very sparse, adequate pivots may not be found within any given 

row or column. Thus, full pivoting is implemented in the direct steady-state solver. 

The row and column interchanges performed on A are kept track of by means of two 

permutation matrices, one for row interchanges and another for column interchanges. The 

permutation matrices are initialized to the identity matrix. When row or column interchanges are 

performed on A, the same operation is applied to the appropriate permutation matrix. The 

decomposed system may then be represented by: 

RAC = LU 

where R is the row permutation matrix and C is the column permutation matrix. 

To conserve memory, the permutation matrices are stored as vectors. Each component 

of the vector contains the row or column index of the selected pivot element. The solution of 

equations is obtained by solving the following for y, z and then x: 

Ly = .Rb 

Uz = y 

x = Cz. 

There are various strategies for selecting a pivot element. Many strategies are concerned 

only with either stability or reduction of fill-in. However, the structure of transition-rate matrix 

guarantees a large element on the diagonal. Thus, the goal of pivoting for the direct solver is 



to preserve matrix sparsity while maintaining adequate stability. 

The new non-zero matrix elements that arise during the stages of the decomposition are 

referred to as fill-in. Determining the amount of fill-in that a pivot candidate may introduce is not 

a simple task. An extremely inefficient method would be actually performing the k-th stage of 

the decomposition for all the pivot candidates (without storing the results) and selecting the one 

that introduces the least fill-in. 

Markowitz has proposed simple algorithm for predicting the fill-in for various pivot 

candidates [19]. The number of non-zero elements in each row and column is computed for the 

submatrix. The Markowitz cost is then computed for each pivot candidate (ay04) at the k-th stage: 

Mijk = (r(i,k) - l)«(c(j,k) - 1), for i,j = k,...,n. 

Stated formally, is the number of elements that will change value if ay00 is selected as the 

pivot element. This is not the actual amount of fill-in, but rather an upper bound. 

The Markowitz strategy is to compute the Markowitz cost for each pivot candidate and 

select the one with minimum cost. This has two disadvantages: 1) the Markowitz cost must be 

computed for each element in the submatrix at each stage in the decomposition; 2) instability may 

occur since no attention is paid to the relative magnitudes of the pivot candidates. Thus, in 

practice the Markowitz strategy is generally used in conjunction with some stability criteria. 

Osterby and Zlatev proposed a generalization and improvement to the original Markowitz 

strategy [26]. The Generalized Markowitz Strategy (GMS) combines the Markowitz cost criteria 

with stability criteria and local minimization. GMS may be described as follows: 

1. Choose the number of rows (p) to search for a pivot and the stability factor (u > 1). 

(Recommended values are p = [2,3] and u = [4,16]); 

2. Define a set of min(p,n-k+1) row numbers Ik with increasing values of r(i,k) and 
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containing the smallest values of r(i,k); 

3. Determine the element of largest magnitude in the submatrix containing the rows 

defined by Ik and columns k through n. 

4. Determine which elements of the submatrix meet the stability criterion 

a^ 'U  >  max(a i j
( k ) ) .  

5. Compute the Markowitz cost for each stable pivot candidate. 

6. Choose any stable candidate that has minimum Markowitz cost since there may be 

more than one with the same cost. 

The Improved Generalized Markowitz Strategy (IGMS) differs only in that if there is more than 

one element with minimum Markowitz cost, the element largest in magnitude is selected as the 

pivot. 

The heapsort algorithm described in Chapter 2 was used in implementing the IGMS 

strategy. Three arrays are formed containing the row cost, row pointer and row index for rows 

k through n. The array of row costs are sorted in ascending order. The same rearrangement is 

performed simultaneously on the other two arrays. This allows the procedure above to be 

performed without actually sorting the matrix to determine the rows with the least row cost, or 

searching for the matrix min(p,n-k+l) times to find a particular row. 

Because of the extreme sparsity of the transition-rate matrix, it is possible for Ak to 

contain all zeros for k close to n. This problem was dealt with by inserting small values along 

the diagonal of Ak. Although this introduced large elements below the diagonal of Ak, the growth 

may be controlled by setting the Uy = l/p^u so as to compensate for the maximum expected 

growth. Recall that elements below the diagonal are computed by: 
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The maximimum expected growth using Wilkinson's result may be defined as: 

p = IyA.l^-k 

Ml. 

where k is the number of states in the process. 

4.3.2 Handling Fill-in 

The amount of fill-in can be minimized but not eliminated. This can be handled by 

dropping the elements if they are close to zero, by padding the matrix with a few zeros or by 

allocating additional memory. A combination of these ideas is implemented in the direct steady-

state solver. 

Osterby and Zlatev advocate dropping elements that are less than some value {drop 

tolerance) and using a technique (iterative refinement) to correct the final solution. The value 

of the drop tolerance may be user-specified but should not exceed the reciprocal of the condition 

number of the A matrix to avoid divergence during the iterative refinement process. Osterby and 

Zlatev recommend drop tolerances in the range of [lO^lO"2] times the smallest matrix element. 

Iterative refinement is straight forward with LU decomposition since once the matrix is factored, 

any number of linear systems with the same matrix (A) but a different right hand side (b) may 

be solved. 

The iterative refinement process does require the original A matrix. Thus, if there is 

insufficient memory to hold both the original A matrix and its decomposition LU, a drop 

tolerance should not be used. Unfortunately, there is no sure way to predict in advance how 
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much memory the factorization will require. Osterby and Zlatev recommend setting the drop 

tolerance to zero if the amount of memory required to store the original A matrix is more than 

1/10 of the total memory available. 

Iterative refinement is accomplished by computing the residual (r) and solving for the 

error (5x) in the computed solution (x) by the following: 

1. r = b - Ax 

2. Ly = Rr 

3. Uz = y 

4. Sx = Ci 

5. x = x + Sx 

These steps are repeated until the residual is within the desired accuracy. If the matrix is ill-

conditioned the refinement process may not converge. Thus, other termination criteria is neces

sary: if an upper bound on the maximum number of iterations is exceeded or if the residual 

norm is greater than the residual norm the previous iteration. 

To handle any fill-in that cannot be eliminated a garbage collection must be executed, 

whereby a new section of memory is allocated for the existing data plus padding for additional 

fill-in. Then the old data and the fill-in is copied to the new memory area and the old memory 

is released. Additional padding may be added to the matrix to limit the number of garbage 

collections. As will be seen in Chapter 7, a small amount of padding is good if a drop tolerance 

with iterative refinement is not used. If a drop tolerance with iterative refinement is used, then 

the zeros introduced are reused and additional padding is not needed. 

4.3.3 Establishing Column Links 

Another implementation issue is efficient computation using the Crout algorithm. This 
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algorithm accesses the same elements within a column multiple times before proceeding to the 

factorization of the next column. Since the matrix representation scheme does not contain links 

between columns, the links for a column are established prior to its factorization. This decreases 

the computation time significantly at the expense of one vector of size n. More specifically, the 

this additional array contains the location of the element in the k-th column of each row, where 

k is the current column to be factorized. 

4.3.4 Error Estimation 

When iterative refinement is used, the norm of the residual is used as the error estimate. 

For other options and for information regarding the condition of the matrix, an estimate of the 

condition number *(A) = || A || jj A'11| is needed. The matrix norm of A is found by: 

|A| = max £ |otf| 

However, finding the norm of A'1 is much more difficult. It could be found by computing A"1 

from the factorization RAC = LU and then computing the norm. But this method is very expen

sive in terms of computation time. 

Many Ofti2) algorithms have been proposed to estimate the condition number. Varga [40] 

and Lemeire [17] derived bounds for || A'11| that are valid only when A has a particular structure. 

Forsythe and Moler proposed an Ofti2) technique based on iterative refinement and the assumption 

that A has been factorized into LU [8]. However, it is susceptible to convergence problems and 

requires a significant amount of additional memory. 

Another (Xn2) technique proposed by Cline et al. alleviates these problems and is pro-

vably reliable [4], This technique is implemented in the direct steady-state solver. It produces 

an estimate of the order of magnitude of *(A) which is then used to compute the error estimate 
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of the steady-state occupancy probabilities. Specifically, the relative error in the computed 

solution is approximately: 

ep*(A), 

where p is the growth factor and £ is the machine accuracy. 

The technique solves the following linear systems and uses |y {| / ^x H as the estimate of 

I A"11: 

UTz = b 

LTx = z 

LUy = x 

It has been proven that || y || /1| x || is a good estimate when b is chosen so that z is maximized [3]. 

The most reliable method of choosing b is to take b-, = ±d„ where is a random number be

tween 0.5 and 1.0. The sign is chosen to maximize z and is opposite the sign of the inner 

product in parenthesis: 

UjiZi = bi - (u,iZ, + ... + Uu.iZi.,). 
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CHAPTERS 

ITERATIVE STEADY-STATE SOLUTION 

5.1 Problem Description 

The iterative steady-state solver determines a solution to the same system of equations as 

the direct steady-state solver : 

Attt = 0 

*1 + *2 "*• *3 ••• + = 

where A is the transition-rate matrix and t is the vector of state occupancy probabilities. 

An iterative solution method is often times more advantageous than a direct solution 

method. This is because iterative methods do not require nearly as much memory and may 

provide a solution much quicker. However, in some cases an iterative method may never con

verge to a solution. Hence, both iterative and direct methods should be included in any package 

for the solution of linear systems. 

5.2 Alternative Solution Methods 

There are several iterative schemes for solving a linear system of equations. Three 

schemes which make no assumptions about the structure of the A matrix will be discussed: 

Jacobi, Gauss-Seidel, and Successive Over-Relaxation. For the purpose of comparison, let A be 

an n by n matrix. 
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5.2.1 Jacobi Iteration 

The Jacobi method is also known as the method of simultaneous displacements because 

each of the equations is simultaneously changed by using the most recent iterate. Starting with 

an estimate of the solution x(l), each component of x*4"0 is computed for i = 1,2 n by the 

following: 

„(*+D _ /1_ _ _ X* ~ v<*Ki„ 
xi ~ ("i Z* avxj L aaxj "au 

J -1  J -M 

This procedure continues until the difference between successive iterates is within the desired 

accuracy. 

The main disadvantage of the Jacobi method is that it does not use the most recent 

estimate of Xj. For example, x^ is used in computing x2
(k+1) even though x1

(k+1) is known. In 

most cases the new value will be more correct than the old one. Thus, other iterative methods 

tend to converge faster than the Jacobi method. 

5.2.2 Gauss-Seidel 

The Gauss-Seidel method is a revision of the Jacobi method. It uses the most recent 

estimates of the Xj in computing the current iterate. Thus, starting with an initial solution x(1), 

each component of x°c+1) is computed for i = 1,2 n by the following: 

j- i j'i+i 

This method may also converge at a very slow rate. Slow convergence results when the 

spectral radius is close to unity. The spectral radius is the largest eigenvalue in absolute value 

of the matrix M-1N, where M and N describe how the A matrix is split for the particular iteration 

method used. For Gauss-Seidel, M consists of the diagonal plus the lower triangle of A, and N 
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is the negative of the upper triangle of A [11]. 

5.2 3 Successive Over-Relaxation 

The Successive Over-Relaxation (SOR) method was implemented as the iterative steady-

state solver. It is related to the Jacobi and Gauss-Seidel methods and in most cases converges 

faster than Gauss-Seidel. An acceleration factor (u>) is introduced which modifies the Gauss-

Seidel step to: 

*ri} = 
j-1 j-i* i 

To accelerate convergence a value for a is chosen between 1 and 2. SOR is reduced to Gauss-

Seidel for a = 1. The method is said to be under-relaxed when to < 1. 

5.3 Successive Over-Relaxation Issues 

The following section describes issues related to the implementation of the SOR method. 

Since an optimal acceleration factor cannot be easily determined, its default value should be one 

that provides some margin of stability. When a solution is not obtainable for any acceleration 

factor, diagonalization may be attempted which, when successful and with « = 1, is guaranteed 

to converge. Other issues regard termination criteria and error estimation. 

5.3.1 Acceleration Factor 

The optimal acceleration factor is problem dependent and difficult to compute. Optimal 

values are known only for a few special types of matrices, such as banded symmetrical. Comput

ing a suitable value for w requires extensive eigenvalue analysis which is often more expensive 

than solving the problem with an inferior value. 

Approximate optimal values may be determined by trial and error, or by monitoring the 

rate of convergence and adaptively changing the acceleration factor. However, as Young points 
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out, this is only beneficial if the same A matrix is used repeatedly [42]. Hence, the acceleration 

factor has a default value which may be overridden by the user if so desired. As will be dis

cussed in Chapter 7, the acceleration factor has a default value of 0.8. Although this value will 

not provide the fast convergence that larger ones do, it may provide greater stability, guarding 

against divergence. 

5.3.2 Diagonal Dominance 

A matrix is said to be diagonally dominant if: 

l°tfl > £ \*alM aU »• 
i*i 

Strict diagonal dominance guarantees that the spectral radius is less than one, which in turn 

guarantees convergence for any initial solution. Unfortunately, the A matrix, which is actually 

the transpose of the transition-rate matrix, is not diagonally dominant. 

Although not proven, Golub implies that the more dominant the diagonal elements, the 

faster the solution will converge [11]. Hence, a method was implemented which attempts to 

make the A matrix as diagonally dominant as possible. This method finds the largest element in 

absolute value for each row. Then, a primary array of column indices corresponding to these 

maximal elements is formed. A secondary array is also created which contains the pointers to 

the matrix rows. 

A heapsort algorithm then sorts the primary array into ascending order. The sort algo

rithm applies the same rearrangement to the secondary array. The matrix rows may then be 

rearranged by reassigning pointers according to the secondary array. This procedure will put 

maximum values on the diagonal or as close to the diagonal as possible. 
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5.3.3 Divergence Detection 

Each component of the initial solution vector is set to 1/n. In some instances the solution 

will diverge no matter what the initial vector. Thus, some criteria must be established to termi

nate the solver if divergence is suspected. The criteria used here is the number of iterations and 

the computed error. 

The solver is terminated if the maximum number of iterations is exceeded or if the error 

between the iterates gets very large. A default value is set for the maximum number of iterations 

and can be overridden by the user. The error between the iterates is the norm of the vector e 

computed by: 

e = |x<fc+1) - xw|. 

5.3.4 Error Estimation 

The error estimate for the iterative steady-state solver is the norm of the differences 

between the last two iterates. Thus, if the solution is convergent at the N-th iteration, the error 

estimate is: 

e = Ix^-x^l. 
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CHAPTER 6 

TRANSIENT SOLUTION 

6.1 Problem Description 

The transient solver determines the solution of the following system of differential 

equations: 

dxt/dt = T(A 

where A is the state transition-rate matrix and irt is a row vector representing the state occupancy 

probabilities at a particular time t. The equations are first order, linear differential equations with 

constant coefficients. Given the initial condition *0» tt, can be determined using a number of 

techniques. 

6.2 Alternative Solution Methods 

Only numerical techniques are discussed. Closed form solutions are possible, but as 

Trivedi points out, such methods have severe time and space limitations for problems that exceed 

400 states [39]. The numerical methods considered for implementation are numerical integration 

techniques, matrix exponentiation and randomization. 

6.2.1 Numerical Techniques 

There are five general types of numerical integration techniques for solving differential 

equations: Euler, Taylor Series, Runge-Kutta, extrapolation and predictor-corrector methods 

[9,28]. For the purpose of comparing these schemes, consider a single differential equation y' 

= f(y,t). 
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The general procedure for solving a differential equation is to generate a sequence of 

discrete points lb, t„ tj,... and to define a step h = t„+1 -t*. At each point t„ the solution y(tj 

is approximated by a number y„ which is computed from previous values. The formula for 

Euler's method is: 

yB+i = y„ + 

Euler's method is called a single-step method because each estimate (yn+1) is calculated from a 

straight line extrapolation from the previous estimate. Although this method is very simple, it 

introduces large errors and is not very stable. 

Taylor Series methods assume that die solution to the differential equation is a smooth 

function. If y(t) is smooth, then it has the Taylor Series expansion: 

yn+i = y„ + hy'„ + 1\YJ2\ + h3y"n/3! + ... + h'y®/p!. 

The term at which the series is truncated provides an estimate of the error. The disadvantage of 

this scheme is that all derivatives up to and including this term must be computed. 

Runge-Kutta methods approximate Taylor Series methods without requiring computation 

of derivatives beyond the first. However, the method does require multiple evaluations of the 

function f'(y,t). Fourth-order Runge-Kutta is the most widely used because it generally provides 

greater accuracy than lower order Runge-Kutta methods and because orders M higher than four 

require up to M+2 evaluations of f'(y,t). The equations for a fourth-order Runge-Kutta method 

are as follows: 

1. ki = hf'tayj 

2. kj = hf'(tn + h/2,y„ + k,/2) 

3. k3 = hfft, + h/2,yn + kj/2) 

4. k, = hf'On + h,y„ + k3) 
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5. ya+i = yn + kj/6 + V3 + ka/3 + kt/6 + 0(h6) 

where the estimate (yn+1) is computed from the evaluation of the first order derivative at the 

initial point (kj), two trial midpoints (kj and k3), and at a trial endpoint (k<). 

Adaptive step size control is often used to increase the accuracy and efficiency of a 

Runge-Kutta method. The step size may vary from one estimate to another. The purpose is to 

adjust the step size to smaller increments during non-smooth portions of the function and to larger 

increments during smooth portions. 

A very common method of adaptive step size control is called step doubling. Each 

Runge-Kutta estimate (yB+1) is computed twice, once as a full step (y,) and another time as two 

half steps (yj). The difference in the two estimates is an indicator of the truncation error: 

Ai = y2 - y!. 

The step size adjustment (ho) is computed from the previous step size (h,), the desired accuracy 

(Aq) and the estimated error (A,): 

If Ai is smaller in magnitude than 4,, then ho is the amount by which the step size can be safely 

increased. Otherwise, if At is larger in magnitude than Aq, then ho is the amount by which the 

step size can be safely decreased. 

Extrapolation methods compute yn+1 from several previous values of y; and f-. The 

Bulirsch-Stoer method is considered the best (by Press, et at) for obtaining accurate solutions with 

minimal computation. A single estimate of yn uses a very large step (H) that is composed of 

many smaller substeps. For each step of size H, the number of substeps (n) is determined by 

computing the following for a sequence of values for n: 
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1. zo = y(t) 

2. Z! = Zq + hf'(t,Zo) 

3. %m+i = Zm-i + 2hf'(t+mh,zJ, for m=l,2 n-1 

4- Yi = + Zi-i +hf (x+H,ZJ)]/2, for i = 

The typical sequence of n used is: 

n = 2, 4, 6, 8, 12, 16, 24, 32, 48, 64, 96, ..., [n, = 2nj.J, ... 

After each successive n is tried, a rational function extrapolation is performed. This 

extrapolation is analogous to computing a table of values one column at a time. For example, 

for n=4 the following table would be computed: 

ti: yi = Ri 
Rl2 

h.' y2 = Ri R123 
R23 R1234 

t3*. y3 
= R3 ^234 

R34 
U- y* = R* 

where 

d _ j» +p ^Lfl+w-1) 

* Xi YJ _ t 

A ^(/+1)...('+i»)-^(<+1)-«+*-1) J 

The error estimate is the difference Dn = R, - R2 n. If the error is not satisfactory then n is 

changed to the next higher value in the sequence and the process begins over again until the error 

is acceptable. 

Predictor-corrector methods, like extrapolation methods, are multistep methods. In fact 

the predictor step and the corrector step are both multistep methods. The most commonly used 

predictor-corrector method is the fourth-order Adams method: 
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predictor: yn+1 = y„ + h(55£ - 374.t + 37f„.2 - 9f„.3)/24; 

corrector: ya+j = y„ + h(9fn+1 + 19£>- 5f„., + t-2>/24. 

The predictor step uses the four previous steps to "predict" the new estimate. The corrector step 

uses this prediction fn+1 = f(y„+i>1n+i) and the three previous steps to compute a new estimate. 

The procedure is as follows: 

1. Calculate an initial estimate (y^®) to yn+1 using the predictor equation. Set i = 0. 

2. Compute the i-th derivative and evaluate 

3. Compute a better estimate (yn+ic,+l)) using the corrector equation with fn+l ~ fn+1®-

4. Compute the error estimate | yn+if,+1) - yn+i® |. 

5. If the error estimate is not within the desired bounds, then increment i by 1 and go 

to step 2. Otherwise, the solution is yn+1 = yn+if,+1). 

6.2.2 Matrix Exponentiation 

Another way to solve the system of differential equations is by computing the exponential 

of the state transition-rate matrix. The solution of x'(t) = Ax(t) is x(t) = e^O), where eM is 

defined by the following convergent power series [1]: 

e* = I + At + A¥/2! + AW! + ... . 

There are many ways to compute eM. A brute force method is described in [1]. It 

requires computing all the eigenvalues of A and solving a linear system of n equations (where 

A is an n by n matrix), neither of which is a simple task. 

Moler and Van Loan survey nineteen methods of computing e" [24]. Their methods 

include those involving approximation theory, differential equations, matrix eigenvalues and the 

matrix characteristic polynomial. They conclude that although some methods are preferable to 

others, none are completely satisfactory. 



62 

A common method of computing the exponential of a matrix is based on the spectral 

representation of the matrix. Cinlar describes a procedure that is valid only for diagonalizable 

matrices [2]. This method involves computation of all the eigenvalues of A which, as previously 

mentioned, is a difficult task for large matrices. 

An iterative procedure was proposed by Liou which requires computing the infinite sum 

[18]: 

M 

*(0 = E "(OMV/n! 
a-0 

However, as Grassman points out, the existence of negative values on the diagonal of A lead to 

severe roundoff errors [12]. 

6.2.3 Randomization 

The randomization method (also referred to as the uniformization method) is the method 

implemented for the transient solver. Several comparisons have shown that this is the preferred 

method [12,13,30] for solving large Markov processes. This method is advantageous for various 

reasons: computational efficiency (due to the probabilistic nature of the problem and the algo

rithm), preservation of sparsity, and solution to user-specified tolerances. 

The method is based on the idea of subordinating a Markov chain to a Poisson process 

[2]. Given a state transition-rate matrix A, the rate of the Poisson process (A) is the maximum 

rate along the diagonal. The transition-rate matrix for the Poisson process is then 

P = A/A + I 
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and the solution is obtained by computing the infinite sum: 

*(#=£ it(0)PKe~A,(/ity/n]. 
m-0 

The summation is truncated at some point T such that accuracy of the solution is within a speci

fied error bound e: 

T 
1 - « (At)"/n! i e. 

n-0 

6.3 Randomization Issues 

The following sections describe issues related to the implementation of the randomization 

technique. This method is susceptible to numerical problems. The methods employed to over

come these problems are discussed as well as techniques used to make the algorithm more effi

cient in terms of memory and speed. 

6.3.1 Overflow 

The randomization formula is subject to overflow problems because the quantities (At)n 

and n! may become quite large. This problem was circumvented by canceling the effect of these 

terms at each iteration. Thus, the randomization formula becomes: 

T „ 
Mt) = £ 

*•0 '"1 

This is implemented by initializing a variable to one and multiplying it by (At)/n for every 

iteration. This must technique must also be employed when computing the truncation point (T). 
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6.3.2 Underflow 

Randomization is also subject to underflow. As the product At becomes larger, the value 

of e'At approaches zero. For example, when At = 110, e'M « 10^ which is represented by zero 

on many computers. This problem was overcome by splitting into a product of terms which 

are distributed among the factors of (At)"/n!. The following shows the modified randomization 

formula with e'M split into x chunks. 

*(*) = £*(0)p»(n^^k-^p+ E «(0)p-(n^-^)[ n 
»-o v-t 1  ) *-x+i V-i » ' ) 

Since this technique must also be used when computing the truncation point (T), the value of x 

is computed so that e"Al/x ^ e, so that the truncation error does not become negative. 

6.3.3 Multiple Time Points 

It is useful to study the transient behavior at several points in time. This solver has been 

implemented to solve for multiple time points simultaneously since this is more efficient than 

computing the solutions one time point at a time. 

The truncation point and error estimate are determined for each time point using the error 

bound equation described above. The error estimate is a number less than or equal to the user 

specified desired accuracy. The truncation point is the number of terms in the randomization sum 

that are required to achieve the desired accuracy. 

Each time point may have a different truncation point. The solver iteratively computes 

the solutions for all time points until a truncation point is reached. The time point corresponding 

to this truncation point will have a solution within the desired accuracy bound. Thus, that time 

point is dropped from future iterations. This process continues until the each time point has a 

valid solution. 
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Each time point may also have a different division of the exponential term to prevent 

underflow. Thus, the randomization formula for k time points would be: 

.£,<oUn^W-'* E »(0)4a^)f ft 
»»0 \'"1 ' / *»^+l \l"l ' /v'S*' ' / 

6.3.4 Power of a Matrix 

The randomization formula requires raising the transition-rate matrix (P) to a power (n) 

for every iteration. Not only is computing P" expensive in terms of time, it is expensive in terms 

of memory. Although P is a very sparse matrix, P° will become very dense even for small n. 

Thus, even moderately sized problems will be unsolvable if the entire P° matrix is stored in 

memory at once. 

This problem was overcome by storing only one column of P° in memory at a time. 

Specifically, the solution vector for each time point is calculated one state at a time. Let tl5 tj, 

..., tfc, ..., ^ be the m time points of interest. The solver must compute the m row vector 

solutions x(tj), ^(tj), ..., x(tj. If j represents the j-th component of a vector, then ir-ftd is the 

j-th component of the solution for the i-th time point. 

Mathematically, each component of the solution vector (state) is computed using the 

following equation: 

*•0 v"I I \'-l ' * J 

where Tk is the truncation point for the k-th time point and Pj" is the j-th column of Pn. This 

equation is evaluated for all time points before going on to the next j. 

This technique is very memory efficient. The P matrix and initial state TT(0) are stored 
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using the sparse matrix representation scheme described in Giapter 3. One full size (size of the 

state space) vector is used for P/1 and m full size vectors for the solutions at the m time points. 

Pjn is calculated by multiplying P by P/""1'. One more full-size vector is needed at this point for 

temporary storage of this matrix-vector multiplication. 

6.3.5 Error Estimation 

Using the previously mentioned techniques to avoid overflow and underflow problems, 

the error estimate for the solution at each time point is: 

1 -
* I • 

E n -
1.-0 V-1 

r* 
+ E 

Aite~Atk*k} 
n 

1 
( ft £ e 

Thus, the estimated error for each solution is less than or equal to the desired accuracy (e) which 

may be specified by the user. 
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CHAPTER 7 

RESULTS 

7.1 CSMA/CD LAN Model 

To demonstrate the use of the solvers, an evaluation of a Carrier Sense Multiple Access 

Collision Detection Local area network (CSMA/CD Lan) was performed. The protocol modeled 

is a variant of non-persistent CSMA/CD. When a station has something to send, it delays its 

transmission for an exponentially distributed amount of time. After the delay the station senses 

the channel. If the channel is busy, the station delays for another exponentially distributed 

amount of time before sensing the channel again. If the channel is idle, the station begins to 

transmit. A collision may occur if another station began transmitting before its signal propagated 

to the first station. If a collision occurs, it is cleared after an exponentially distributed amount 

of time. 

Figure 7.1 shows the SAN representing the station submodel. The activity arrival 

represents the arrival of a message to the station. The marking of place A is the number of 

messages waiting to be transmitted. This message queue is limited in size by the input gate size. 

The activity access represents the station sensing the channel. When access completes the output 

gate intra determines one of four possible outcomes: 1) the channel is idle so the station begins 

transmitting; 2) the channel is in use, but the station is unaware of it and begins transmitting 

anyway (hence causing a collision); 3) there is a collision so the station waits and tries again 

later; 4) the channel is in use and the station is aware it, so the it waits and tries again later. 

The activity finish represents the time to transmit a message. The input gate 

sense_channel detects whether the message on the channel is corrupted or not. If the message 
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is corrupted, then the activity time distribution for finish reflects the time it takes to transmit a 

jam signal to clear the channel. If the message is not corrupted, the distibution reflects the time 

to transmit a message. The gate functions and activity parameters are shown in Tables 7.1 and 

7.2 respectively. 

Figure 7.1 Station Submodel 

size 

channel sense_channel 

intra 

finish 
arrival I access 

C 

Figure 7.2 shows the SAN representing the network submodel. The activity 

prop_delay_intra represents the time to propagate a message. This activity is enabled when the 

input gate pdajgate senses an unpropagated message on the channel at which time the marking 

of place channel is set to 2, indicating the presence of a propagated message on the channel. The 

gate functions and activity parameters are shown in Tables 7.3 and 7.4 respectively. 
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Figure 7.2 Network Submodel 
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Table 7.1 Gates for Station Submodel 
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Gate Type Enabling Predicate Function 

size input MARK(A) < 2 identity 

intra output if(MARK(channel)= =0){ 
MARK(channel) = 1; 
MARK(B) = 1;} 

else if(MARK(channel) = = 1{ 
MARK(channel) = 3; 
MARK(C) = 1; 
MARK(A) = MARK(A) + 1;} 

else if(MARJK(channel) = =2{ 
MARK(C) = 1; 
MARK(A) = MARK(A) + 1;} 

else if(MARK(channel) = =3){ 
MARK(C) = 1; 
MARK(A) = MARK(A) + 1;} 

sense_channel input MARK(channel)= =2) 11 
MARK(channel) = =3 

M ARK(channel) = 0; 
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Table 7.2 Activity Parameters for Netwoik Submodel 

Activity Distribution Type Parameter (Rate) 

arrival exponential varied 

access exponential 10 

finish exponential if(M ARK(channel) = =2) 
rate = 1 

else 
rate = 5 

Table 7.3 Gates for Network Submodel 

Gate Type Enabling Predicate Function 

pda_gate input MARK(channel)=1 M ARK(channel)=2 

Table 7.4 Activity Parameters of Netwoik Submodel 

Activity Distribution Type Parameter (Rate) 

prop_delay_intra exponential 20 

Six performance variables will be considered: expected queue length, the blocking 

probability and the fractions of time that the bus is idle, an unpropagated message is on the bus, 

a propagated message is on the bus, or a collision has occured. Expected queue length can be 

obtained using the following reward structure: 

Cq(a) =0 Va e A 

RM - ( ' $v = 

<ry) ~ \ 0 otherwise 
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and variable E[V^]. The expected queue length for an individual station would be EfV^J/N, 

where N is the total number of stations. The reward structure for the network submodel is null 

since its markings and activity completions do not contribute to this variable. 

The blocking probability is the fraction of time that the message queue is full. This may 

be obtained using the reward structure: 

and variable EtV^]. The reward structure for the network submodel is again null and die 

blocking probability for an individual station is EtV^J/N. 

The next four variables represent the fraction of time that a propagated packet is on the 

bus, that a collision has occured, an unpropagated message is on the bus, or the bus is idle. A 

null reward structure is used for the station submodel since it does not contribute to these vari

ables. The reward structure for the network submodel for the support of these variables is: 

where i is the marking of the variable when the bus is in one of the above conditions and EtV^] 

is the variable. 

The following sections discuss the steady-state and transient solutions for this model. The 

process size is varied by changing the number of stations on the lan. In all cases the network 

load is held constant at 30%. Except when noted otherwise, the following tests were performed 

on a DEC station 2100 with 24 Mbytes of RAM. All results are accurate to at least 10^, except 

when noted otherwise. After determining the best options for each solver, a final test was run 

Cb(a) =0 ViB € A 

1 if v = {(A#) 
0 otherwise 

Cfj(a) = 0 Va ei 

1 i/v = {(channel,i)} 
0 otherwise 
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on three computer systems: a DEC station 2100 with 24 Mbytes RAM, a SUN 3/60 with 24 

Mbtyes RAM and a SUN 4/390 with 32 Mbytes RAM. 

7.2 Direct Steady-State Solution 

There are four sets of options that may be invoked for the direct steady-state solver: 1) 

no options; 2) drop tolerance with iterative refinement; 3) pivoting without drop tolerance and 

iterative refinement; and 4) pivoting with drop tolerance and iterative refinement. Additionally, 

there are parameters for each option which govern its performance. The following tests attempt 

to determine appropriate values for all these parameters using results from the performance 

evaluation of the CSMA/CD Lan example described above. However, the parameters may need 

to be changed for other models. 

7.2.1 No Options 

The "no options" methods means that no pivoting or drop tolerance with iterative refine

ment is used. The advantages of this option is that only one copy of the A matrix is needed 

(unlike drop tolerance and iterative refinement) and it will always provide a solution (some 

parameters with the other options may cause instability). However, this option has the disadvan

tage of being slow due to the amount of fill-in that occurs during the matrix factorization. 

Adding new non-zero elements into the matrix can be dealt with in two ways: 1) padding 

the matrix with additional zeros to accomodate the fill-in; and 2) performing a garbage collection 

when there are no zeros in the matrix to overwrite. Table 7.5 shows results for various amounts 

of padding. These results indicate that there is a trade-off between padding the matrix and 

performing garbage collections. A small amount of padding (4-10 zeros per garbage collection) 

appears to be best for this example study. 
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Table 7.5 Effect of Padding and Garbage Collections 

Padding 
10 Stations/551 • States 20 Station/2118 States 

Padding 
Time 
(sec) 

Zeros Garbage 
Collections 

Time 
(sec) 

Zeros Garbage 
Collections 

1 146 0 43,642 6478 0 353,033 

2 147 284 21,963 6508 1,083 117,058 

4 146 838 11,120 6362 3,195 89,057 

6 146 1370 7,502 6360 5,359 59,732 

8 150 1958 5,700 6360 7,543 45,072 

10 149 2498 4,614 6370 9,627 36,266 

20 * * * 6656 20,247 18,664 

30 * * * 6758 31,358 12,813 

* problem too large to solve 

7.2.2 Drop Tolerance with Iterative Refinement 

Drop tolerance with iterative refinement refers to the technique of dropping terms that 

are less than the drop tolerance and then iteratively refining the solution to correct the error 

induced by the drop tolerance. The advantage of this option is speed since the fill-in may be 

drastically reduced by dropping small matrix elements. However, one disadvantage of this option 

is that if too large of a drop tolerance is selected, the iterative refinement process may never 

converge to a solution. Another disadavantage is that the iterative refinement process requires 

a second copy of the A matrix in memory. 

The recommended values for the drop tolerance factor is in the range [lO^lO"2]. The 

actual drop tolerance is this factor multiplied by the smallest element in the matrix. Figure 7.3 

shows the effect of various drop tolerance factors on the computation time for increasing matrix 

size. For this example study, the drop tolerance factor may be set as small as 10"1 without 
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affecting convergence of iterative refinement. However, the default value should be set at the 

high end of the recommended range. 

Although this method does not eliminate fill, it does reduce it significantly. The dropped 

elements are actually replaced by zeros, which is used to accomodate any fill that does occur. 

Figure 7.4 shows the effect of different drop tolerances on matrix growth for increasing process 

size. Also, since this the drop tolerance with iterative refinement appears to be the best option 

for the direct solver, Table 7.6 contains computation time for various process sizes run on the 

three computer systems. 

Figure 7.3 Effect of Drop Tolerance on Computation Time 
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Figure 7.4 Effect of Drop Tolerance on Matrix Growth 
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Table 7.6 Direct Steady-State Solution on Different Computer Systems 

Stations States Computation Time (sec) Stations States 

SUN 3 SUN 4 DECstation 
2100 

10 558 61 14 24 

20 2,118 1,089 305 543 

30 4,678 6,493 1,913 3,309 

40 8,238 23,822 7,488 12,157 

50 12,798 66,335 29,839 34,037 

60 18,358 * 89,392 85,658 
* problem too large to solve 
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7.2.3 Pivoting 

There are two parameters for the pivoting option: the stability factor and the number of 

rows to search for a pivot. The number of rows searched for a pivot may include the whole 

submatrix or only a few select rows that could potentially reduce the fill. Tests were performed 

for the ranges of values recommended by Osterby and Zlatev for number of row to search (p = 

2, 3, n) and the stability factor (s = [4,16]). The results showed that values of p and s which 

substantially reduced the fill also perturbed the matrix so that accurate results were not obtain

able. This suggests that as a default, pivoting should be turned off. If it is used, careful attention 

should be paid to the matrix condition number estimate. 

7.3 Iterative Steady-State Solution 

There are two options for the iterative steady-state solver: diagonalization and accelera

tion. Diagonalization is the process of transforming a matrix so that it is strictly diagonally 

dominant with respect to its rows. Unfortunately, Table 7.7 shows that this technique is not 

successful on very sparse matrices, such as the one generated for this example study. The 

percent complete column specifies how much of the matrix was diagonalized prior to the proce

dure giving up. As the number of states increase the matrix density decreases, thus hindering 

the diagonalization even more. Therefore, the default value for matrix diagonalization should be 

off. 
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Table 7.7 Attempts at Matrix Diagonalization 

Stations States Matrix Density (%) Permit Complete Time (sec) 

10 558 0.824 9.6674 1 

20 2,118 0.226 2.5496 14 

30 4,678 0.104 1.1543 52 

40 8,238 0.059 0.3399 132 

50 12,798 0.038 0.3125 298 

Acceleration of the solution process may be obtained by the setting the acceleration factor 

to a value between 0 and 2. Values between 1 and 2 may accelerate the computation time, but 

the solution may diverge. Values between 0 and 1 provide more stability but with slower 

convergence. Figure 7.S shows the number of iterations required for convergence for various 

values of the acceleration factor. These results indicate that a good acceleration factor for this 

example study is between 0.6 and 0.8. Figure 7.6 shows the computation time required for 

various process sizes for two values of the acceleration factor. 
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Figure 7.5 Effect of Acceleration Factor on Convergence 
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The iterative steady-state solver is capable of solving very large problems. For this lan 

example, divergence occured when the acceleration factor was set to values above 0.9. Table 
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7.8 shows the computation times on three computers for process sizes up to 133,398 states for 

an acceleration factor of 0.7. This table also shows the number of iterations required to obtain 

solutions that are accurate to the 6-th decimal place. 

Table 7.8 Computation Time for Different Computer Systems 

Stations States Iterations SUN 3 
(sec) 

SUN 4 
(sec) 

DECstation 
2100 (sec) 

10 588 226 20 3 3 

20 2,118 236 97 21 23 

30 4,678 237 273 63 72 

40 8,238 247 632 154 219 

50 12,798 263 1,294 416 379 

60 18,358 303 2,426 1,000 842 

70 24,918 345 4,240 2,032 1,541 

80 32,478 387 6,856 3,531 3,014 

90 41,038 428 10,577 5,746 5,023 

100 50,598 469 15,575 8,713 7,953 

110 61,158 511 22,346 12,688 11,771 

120 72,718 552 31,635 17,983 17,132 

130 85,838 592 + 25,132 23,338 

140 98,938 633 * 34,634 31,299 

150 113,398 674 * 44,482 41,866 

* problem too large to solve 

Steady-state solutions for the six performance variables were obtained using the iterative 

steady-state solver. The expected values of the performance variables are shown in the following 

six figures. Figure 7.7 shows the expected queue length at each station. This curve relects a 

1.6% decrease as the number of stations is increased from 10 to ISO. Although the network load 
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is constant at 30%, when divided across the number of stations, one would expect the load at an 

individual station to decrease as more stations are added to the network, hence reducing the 

message queue length. However, this decrease is not drastic because the overall network load 

is fairly low. 

Figure 7.8 shows the blocking probability for each station as the number of stations 

increases from 10 to ISO. This curve reflects a 92% decrease in blocking probability. This is 

most likely due to the decrease in activity by an individual station as more stations are added to 

the network. Even though the total network load is constant, each station is transmitting less 

frequently and is experiencing less blockage. Consequently, the blocking probability is very low 

at 30% load no matter how many stations are on the lan. 

Figures 7.9, 7.10, and 7.11 can best be explained in terms of figure 7.12. Figure 7.12 

shows the fraction of time that collisions occur on the network as the number of stations are 

increased from 10 to ISO. This curve reflects a 10% increase in collisions. This is realistic since 

as more stations are added to the network the liklihood of more than one station attempting to 

transmit at one time increases. This increase is significant, but not extreme since the network 

load is only 30%. 

Figures 7.9 and 7.11 indicate a 0.4% decrease in the fraction of time that an 

unpropagated or a propagated message is on the network, respectively. This slight decrease is 

due to the exponential back-off that is incurred as the result of a collision. In other words, when 

a collision occurs, there is a small period in time when no additional messages are transmitted. 

This will cause the number of propagated and unprogated messages on the network to decrease. 

Figure 7.10 shows the fraction of time that the network is idle as the number of stations 

is increased from 10 to ISO. This curve reflects a 0.14% increase in idle time. Although this 
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increase is very slight, it may also be attributed to the increased frequency of collisions and the 

exponential back-off following a collision. This increase is very slight since the idle time is 

already substantially large for a network load of only 30%. 

Figure 7.7 Expected Queue Length per Station at Steady State 
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Figure 7.8 Expected Blocking Probability per Station at Steady State 
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Figure 7.9 Expected Fraction of Time an Unpropagated Message in on Network at Steady State 
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Figure 7.10 Expected Fraction of Time Netwoik is Idle at Steady State 
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Figure 7.11 Expected Fraction of Time a Propagated Message is on Network at Steady State 
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Figure 7.12 Expected Fraction of Time a Collision Occurs on Network at Steady State 
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The previous figures showed results for the expected value of various performance 

variables since this provided the best summary of performance. However, three other 

measurements are also provided for each variable: variance, the probability density function and 

the probability distribution function. Figure 7.13 shows the variance in expected queue length for 



a 10 station lan and figure 10.14 shows the corresponding probability functions. 

Figure 7.13 Variance in Expected Queue Length 
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Figure 7.14 Probability Distributions of Expected Queue Length 
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7.4 Transient Solver Results 

The transient solver has two options: time points of interest and desired accuracy. This 

solver is not intended to solve for steady-state solutions. The results in Table 7.9 show the 

computation times required to obtain solution accurate to the 6-th decimal place at various points 

in time for a 10 station lan. The computation time becomes substantially larger for t ^ 20, 

which is the point at which the solution begins to approach its steady-state value and the 

truncation point becomes quite large. 
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Table 7.9 Effect of Time Points on Computation Time 

Time 
Point 

- Truncation 
Point 

Computation 
Time (sec) 

1 164 570 

2 295 943 

3 421 1,276 

4 545 1,809 

5 667 2,524 

6 788 2,605 

7 908 2,925 

8 1,027 3,624 

9 1,146 4,009 

10 1,264 4,060 

20 2,433 6,802 

30 3,586 10,180 

40 4,731 13,989 

50 5,872 17,343 

The other option for this solver is the number of correct decimal digits. Table 7.10 

shows how the desired accuracy affects the solution time. These results indicate that the desired 

accuracy only affect the solution times slightly. A 10 station lan model was used with 1.0 as the 

time point of interest. 
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Table 7.10 Effect of Desired Accuracy on Computation Time 

Digits of 
Accuracy 

Truncation 
Point 

Computation 
Time (sec) 

2 135 398 

4 151 449 

6 164 519 

8 174 530 

10 183 540 

12 197 568 

The capability of the transient solver is limited by the extreme overhead of computing P. 

Although the matrix P is sparse, P grows dense quite rapidly. Table 7.11 shows results obtained 

on three computer systems for 10 and 20 station lans. The desired accuracy was 6 digits and the 

time point of interest was 5.0. 

Table 7.11 Transient Solution on Different Computer Systems 

Stations 

10 

20 

States 

558 

2118 

Iterations 

667 

1209 

SUN 3 
Time (sec) 

12,573 

SUN 4 
Time (sec) 

1,178 

53,713 

DECstation 
2100 

Time (sec) 

2,524 

99,675 

* problem too large to solve 

The transient solver was used to obtain the solutions for the six performance variables. 

The next six figures show the expected value of the six performance variables at several time 

points. The results are for the CSMA/CD Lan example operation at 30% load with 10 stations. 
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Figure 7.IS shows the expected queue length per station for t = 1,...,10, where t is the 

time it takes to transmit one frame on the network. The queue is initially set to one and 

decreases gradually to the steady-state value of 0.153 after a fairly short time (t = 20). Figure 

7.16 shows the blocking probability for each station as time increases from 1 to 10. The hump 

in this curve is due to the initial marking of the SAN. Each station already has a message in 

queue upon startup. Therefore, it is very likely that collisions occur upon startup, causing 

retransmissions and build-up in the message queues for the initial time points. Once the network 

has stabilized, fewer collisions occur and the blocking probability drops to its steady-state value 

of.0003. 

The humps in figures 7.17 and 7.19 may be explained similarly. Both curves contain a 

hump due to the initial marking of the SAN. However, the curve for the fraction of 

unpropagated messages reaches its peak value at t=2 (as does the blocking probability) and then 

drops to its steady-state value of 0.014. The curve for the fraction of unpropagated messages on 

the network lags behind these curves by one time unit since each time unit is the time it takes to 

propagate a message over the network. Thus, this curve reaches its peak at t=3 and gradually 

drops to its steady-state value of 0.28S. 

Figure 7.18 shows the fraction of time that the network idle as time increases. Initially, 

this value is very low since each station has a message to transmit. However, as initial collisions 

are resolved and queued messages are transmitted, this value increases and reaches a steady-state 

value of 0.697. 

Figure 7.19 shows the fraction of time that a collision is detected on the network. As 

mentioned previously, collisions occur frequently at startup due to the initial marking of the SAN. 
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Then, as the network stabilizes, the number of collisions decrease dramatically to a steady-state 

value of 0.003, because the network load is low. 

Figure 7.15 Expected Queue Length Per Station 
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Figure 7.16 Expected Blocking Probability Per Station 
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Figure 7.17 Expected Probability that an Unpropagated Message is on the Network 
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Figure 7.18 Expected Probability that the Network is Idle 
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Figure 7.19 Expected Probability that a Propagated Message is on the Network 
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Figure 7.20 Expected Probability that a Collision Occurs on the Network 
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In summary, the iterative steady-state solver appears to be capable of solving very large 

processes. It can solve processes up to 113,398 states in about 11.6 CPU hours on a DEC station 

2100 with 24 Mbytes of RAM. The direct solver appears to be capable of only solving smaller 

problems, but shows potential of reducing matrix fill-in substantially when a drop tolerance and 

iterative refinement is used. With a drop tolerance factor of 0.1 and an accuracy of 10"6, it can 

solve processes up to 18,358 states in about 23.8 CPU hours on a DEC station 2100 with 24 

Mbytes of RAM. The transient solver is very sensitive to the time point of interest and the rate 

of the Poisson process. For this model, we were able to solve a 2118 state process in less than 

15 CPU hours on a SUN 4/390 with 32 Mbytes of RAM at time 5.0 with six digits of accuracy. 
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CHAPTER 8 

CONCLUSIONS 

8.1 Contributions 

The objective of this study was to develop a transient and two steady-state solution 

methods to obtain analytical solutions to stochastic activity networks. This goal was accom

plished by the following: 

1. researching analytical methods applicable to large, sparse matrices with no 

assumptions about the pattern of the sparsity; 

2. developing an efficient matrix representation for stochastic activity networks and for 

their solution by transient and steady-state analysis; 

3. implementing a direct steady-state solver, an iterative steady-state solver and a 

transient solver; 

4. illustrating the use of the three solvers and their options by evaluating a realistic 

system. 

Much time was spent on selecting a matrix representation scheme. Minimization of 

memory was the primary concern. Space savings and computational flexibility was obtained by 

developing a representation using both linked lists and arrays. Although the representation 

scheme selected cannot perform column operations as well as other schemes, slight modifications 

were necessary for only the direct solver. 

The direct solver was perhaps the most challenging to implement. The pivoting option 

that was implemented is quite sophisticated, but is probably more suited for denser matrices. The 

drop tolerance and iterative refinement technique should work well for all types of matrices. In 
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general, the limiting factor for the direct solver is matrix growth. 

The iterative solver was the most successful of the solvers. The variable acceleration 

factor appears to be very instrumental in determining convergence. However, pre-conditioning 

a matrix by diagonalization does not work well with general, very sparse matrices, but may prove 

beneficial for patterned, denser matrices. 

The transient solver posed the most numerical challenges. Methods were implemented 

to deal with overflow, underflow and the substantial overhead of computing the power of a 

matrix. Its limiting factor is the computation of P°. 

8.2 Areas of Further Research 

Implementing general purpose solution methods that are efficient for all types of problems 

is difficult. There are several approaches that may be taken to this problem. The obvious, is to 

run a much larger number of tests to better determine what solver options are generally good. 

Once enough information is gained, it may be feasible to determine which solver and options to 

invoke at the SAN or the matrix level. The addition of pattern specific solvers to the software 

package may also be beneficial, since many efficient techniques exist for matrices of specific 

forms, such as banded, symmetric, positive definite, etc. 

Another method of improving the overall package would be to save intermediate results 

during the modeling process. For example, if the modeler makes a slight modification to the 

model, how might results for the new model be obtained from the old without regenerating and 

resolving the whole problem. 
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A.1 Data Structures 

Two data structures are utilized in the VltraSAN solvers. The first data structure stores 

the matrix elements. Each structure represents a matrix row. Hie following shows the source 

code for this data type: 

/+ STRUCTURE TO CONTAIN ONE ROW OF THE MATRIX 

row_element - points to the first element in the row 
column_index - points to the column index of the first element 
length - the allocated length of row_element and column_index 
num_zeros - the number of unused elements in the row 
next_row - structure pointer to the next row in the matrix, will point to NULL for the last row 
+/ 

struct matrix 
{ 

double *row_element; 
unsigned long *column_index; 
unsigned long length; 
unsigned long num_zeros; 
struct matrix *next row; 

}; 

The second data structure stores the performance variable information. Each structure 

represents one performance variable. The following shows the source code for this data type: 

/* REWARD STRUCTURE - One structure is needed per performance variable, 
pvname - points to the name of the performance variable 
impulse - points to an array of impulse rewards 
rate - points to an array of rate rewards 
next - points to another reward structure 
The length of the arrays is the total number of states 

* /  
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struct reward 
{ 

char *pvname; 
double ^impulse; 
double *rate; 
struct reward +next; 

}; 

A.2 Input Files 

There are two input files for the solvers. One file contains the reduced base model and 

the other the performance variables. These files are ascii and have the following form: 

Reduced Base Model File Format 

Number of the initial state 
Total number of states 
1 (state #1) 
Next state 
Rate to next state 
Next state 
Rate to next state 

(unsigned long integer, non-zero) 
(unsigned long integer, non-zero) 
(unsigned long integer, non-zero) 
(unsigned long integer, non-zero) 
(double, %le) 
(unsigned long integer, non-zero) 
(double, %le) 

0 
2 (state #2) 
Next state 
Rate to next state 
Next state 
Rate to next state 

(end of transitions from state 1) 
(unsigned long integer, non-zero) 
(unsigned long integer, non-zero) 
(double, 95 le) 
(unsigned long integer, non-zero) 
(double, %le) 

0 
3 (state #3) 

(end of transitions from state 2) 
(unsigned long integer, non-zero) 

repeats for total number of states 
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Performance Variable File Format 

Name of performance variable #1 
Name of performance variable #2 

(character string) 
(character string) 

Name of performance variable #n 
1 (state #1) 
Impulse reward #1 
Rate reward #1 
Impulse reward #2 
Rate reward Wl 

(character string) 
(unsigned long integer, non-zero) 
(double, %e) 
(double, %e) 
(double, %e) 
(double, %e) 

Impulse reward #n 
Rate reward #n 
2 (state #2) 
Impulse reward #1 
Rate reward #1 
Impulse reward #2 
Rate reward #2 

(double, %e) 
(double, %e) 
(unsigned long integer, non-zero) 
(double, %e) 
(double, %e) 
(double, %e) 
(double, %e) 

Impulse reward #n 
Rate reward #n 
3 (state #3) 

(double, %e) 
(double, %e) 
(unsigned long integer, non-zeto) 

repeats likewise for all other states 

A.2 Output Files 

Every time a solver is run it creates several output files. One of the output files is a text 

file that contains information specific to the solver, an error estimate for the computed state 

occupancy probabilities, and the expected value and variance for every performance variable. 

This file also contains the filenames of plot files generated for the probability density and 

probability distribution functions for each performance variable. Graphical plots may be obtained 
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by supplying using these files as inputs to the UNIX splot function. 

The following shows an example of a text file from the transient solver. The header 

displays information that is specific to the solver. The box below the header contains the 

information pertaining to the first performance variable for the first time point of interest. Other 

boxes are included for additional time points or variables, but are not shown here. Examples for 

the direct and iterative solver are identical with the exception of the header. Examples of these 

files and plots follow. 

Text File 

TRANSIENT SOLVER RESULTS 

Computation time (CPU seconds) 
User time 
System time 
Project name 
Output file 
Desired # of correct decimal digits 
Desired accuracy 
Rate of Poisson process 

: 1222 
: 1208 
: 14 
: 10 
: lan.trs 
: 6 
: 1.000000e-06 
: 110.300000 

Time Point tt Iterations Error 

4.000000 
5.000000 

545 8.148880e-07 
667 8.470871e-07 

Performance variable : Queue Length 

Time : 4.000000 

Mean 
Variance 

: 2.285114 
: 5.336587 

Plot files: 10.Queue-Length.4.pdf.splot 
10.Queue-Length.4.PDF.spIot 
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Probability Density Function 

0.00 2.00 4.00 6.00 8.00 10.00 12.00 14.00 16.00 18.00 20.00 

Queue Length 
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Probability Distribution Function 
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A3 Solver Options 

Each solver has various options. The following describes the options available for each 

of the three solvers. 

Direct Steadv-State Solver 

dss [-P project name] [-o output file] [-a accuracy] [-t tolerance] [-s stability] [-r rows] 
[-d debug file] 

project name - is a character string representing the subdirectory and filename of the 
project (i.e. project/int/project.rbm). A name must be specified. No default is 
assumed. 

output file - is a character string representing an alternative output filename 
(i.e. project/results/filename.dss) where the solutions will be stored. The default 
is project/results/project.dss. 

accuracy - is a short integer representing the number of digits to the right of the decimal 
point that are desired to be accurate. Six digits is the default. If the number of 
digits specified exceeds the machine accuracy, then the machine accuracy becomes 
the default. 

tolerance - is a double which when multiplied by the smallest matrix element is the 
threshold at which elements will be dropped in the LU decomposition. 0.001 is 
the default. 

stability - is a short integer representing the "grace" factor by which elements may 
become candidates for pivots. 0 is the default, meaning pivoting is turned off by 
default. 

rows - is an unsigned long integer representing (he number of rows to search for a pivot. 
0L is the default, meaning pivoting is turned off by default. 

debug file - is a character string representing a filename where debug information will 
be stored (i.e. project/results/filename.debug). If -d is specified with no filename, 
then project/results/project.debug is assumed. 
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Iterative Steadv-State Solver 

iss [-P project name] [-o output file] [-a accuracy] [-w weight] [-m max iterations] [-d debug file] 
[-fl 

project name - is a character string representing the subdirectory and filename of the 
project (i.e. project/int/project.rbm). A name must be specified. No default is 
assumed. 

output file - is a character string representing an alternative output filename 
(i.e. project/results/filename.iss) where the solutions will be stored. The default 
is project/results/projectiss. 

accuracy - is a short integer representing the number of digits to the right of the decimal 
point that are desired to be accurate. Six digits is the default. If the number of 
digits specified exceeds the machine accuracy, then the machine accuracy will 
become the default. 

weight - is a double representing the acceleration factor. 0.8 is the default. A value of 
1.0 reduces the SOR method to Gauss-Seidel. Values between 1.0 and 2.0 may 
accelerate convergence. Values between 0.0 and 1.0 are less subject to 
divergence. 

max iterations - is an unsigned long representing the maximum number of iterations that 
will be performed before terminating the solver. 300,000L is the default. 

debug file - is a character string representing a filename where debug information will 
be stored (i.e. project/results/filename.debug). If -d is specified with no filename, 
then project/results/project.debug is assumed. 

-f - turns on matrix diagonalization. This should only be used if the solution diverges 
for all acceleration factors. 

Transient Solver 

trs [-P project name] [-o output file] [-a accuracy] [-t time, -t time, ...] 
[-d debug file] 

project name - is a character string representing the subdirectory and filename of the 
project (i.e. project/int/project.rbm). A name must be specified. No default is 
assumed. 

output file - is a character string representing an alternative output filename 
(i.e. project/results/filename.trs) where the solutions will be stored. The default 
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is project/results/project.trs. 

accuracy - is a short integer representing the number of digits to the right of the decimal 
- point that are desired to be accurate. Six digits is the default. If the number of 
digits specified exceeds the machine accuracy, then the machine accuracy will 
become the default. 

time - is a double representing a time point of interest. There may be multiple 
occurrences of this parameter, but at least 1 must be specified. 

debug file - is a character string representing a filename where debug information will 
be stored (i.e. project/results/filename.debug). If -d is specified with no filename, 
then project/results/project.debug is assumed. 

A.4 Process Flow 

The following describes a high-level process flow for each solver. The steps affected by 

solver options are indicated. 

Direct Steadv-State Solver 

1. Read in the transpose of the transition-rate matrix. 

2. Compute the maximum expected growth. 

3. Factorize the matrix into A = LU using the Crout algorithm. Pivoting is controlled by the 
-s and -r options. Drop tolerance with iterative refinement is controlled by the -t option. 

4. Solve the system Ly = Kb by forward substitution. 

5. Solve the system Ux = y using backward substitution. 

6. Compute the state occupancy probabilities (x) from x = Cz. 

7. Compute the matrix condition number and error estimate. 

8. Refine the solution if the -t option was used. The -a option determines when to terminate 
the iterative refinement procedure. 

9. Read in the performance variable information. 

10. Compute measurement and distributions for each performance variable. 

11. Output results to text and plot files. The -d option will cause a debug file to be created. 
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Iterative Steadv-State Solver 

1. Read in the transpose of the transition-rate matrix. 

2. Attempt matrix diagonalization if the -f option is used. 

3. Perform the iterative computation of the solution using 1/n (n is the number of states in the 
process) as the initial solution. The -w option affects the converge and speed of the solution 
method. The -a option determines when to terminate the procedure. 

4. Read in the performance variable information. 

5. Compute measurement and distributions for each performance variable. 

6. Output results to text and plot files. The -d option will cause a debug file to be created. This 
file contains the state occupancy probabilities and intermediate solver results. 

Transient Solver 

1. Read in the transition-rate matrix. 

2. Subordinate the Markov process to a Poisson process. 

3. Compute the truncation point for each time point of interest. The -a option determines the 
number iterations which must be performed to obtain the desired accuracy. 

4. Compute the solution for each all time points simultaneously. 

5. Read in the performance variable information. 

6. Compute measurement and distributions for each performance variable. 

7. Output results to text and plot files. The -d option will cause a debug file to be created. This 
file contains the state occupancy probabilities and intermediate solver results. 



LIST OF REFERENCES 

107 

[1] Richard Bronson, Matrix Methods, Academic Press, 1970. 

[2] E. Cinlar, Introduction to Stochastic Processes, Englewood Cliffs: Prentice-Hall, 1975. 

[3] Alan K. Cline, Andrew R. Conn, and Charles F. Van Loan, "Generalizing the UNPACK 
Estimator", Numerical Analysis, Lecture Notes in Mathematics 909, Springer, Berlin, pp. 73-83, 
1982. 

[4] A. K. Cline, C. B. Moler, G. W. Stewart and J. H. Wilkinson, "An Estimate for the 
Condition Number of a Matrix", Society for Industrial and Applied Mathematics, Vol. 16, No. 
2, April 1979, pp. 368-375. 

[5] A. R. Curtis and J. K. Reid, "The Solution of Large Sparse Unsymmetric Systems of 
Linear Equations", J. Inst. Math. Appl., Vol. 8, pp. 344-353, 1971. 

[6] I. S. Duff, "A Survey of Sparse Matrix Methods". Proc. IEEE, Vol. 65, pp. 500-535, 
1977. 

[7] J. B. Dugan, K. S. Trivedi, R. M. Giest and V. F. Nicola, "Extended stochastic Petri nets: 
Applications and analysis", Performance '84, pp. 507-519, Amsterdam, North-Holland, 1984. 

[8] G. E. Forsythe and C. B. Moler, Computer Solution of Linear Algebraic Equations, 
Prentice-Hall, Englewood Cliffs, 1967. 

[9] George E. Forsythe, Michael A. Malcolm and Cleve B. Moler, Computer Methods for 
Mathematical Computations, Prentice-Hall, Inc., Englewood Cliffs, NJ, 1977. 

[10] Curtis F. Gerald and Patrick O. Wheatley, Applied Numerical Analysis, Third Edition, 
Addison-Wesley Publishing Company, 1984. 

[11] Gene Golub and Charles Van Loan, Matrix Computations, John Hopkins University 
Press, 1983. 

[12] W. K. Grassman, "Transient Solutions in Markovian Queueing Systems", Computers and 
Operations Research, Vol. 4, pp. 47-53, 1977. 

[13] Donald Gross and Douglas R. Miller, "The Randomization Technique as a Modelling 
Tool and Solution Procedure for Transient Markov Processes", Operations Research, Vol. 32, 
No. 2, pp. 343-361, March-April 1984. 

[14] F. G. Gustavson, "Some Basic Techniques for Solving Sparse Systems of Linear 
Equations", Proceedings of Symposium at IBM Research Center, NY, pp. 41-52, 1972. 



108 

[15] Ellis Horowitz and Sartaj Sahni, Fundamentals of Data Structures in Pascal, Computer 
Science Press, Inc., 1984. 

[16] D. E. Knuth, The Art of Computer Programming, Vol. 1: Fundamental Algorithms, 
Addison-Wesley: Reading, MA, pp. 299-302, 1978. 

[17] Frans Lemeire, "Bounds for Condition Numbers of Triangular and Trapezoid Matrices", 
BIT, Vol. 15, pp. 58-64, 1975. 

[18] M. L. Liou, "A Novel Method of Evaluating Transient Response", Proceedings of the 
IEEE, Vol. 54, No. 1, pp. 20-23, January 1966. 

[19] H. M. Markowitz, "The Elimination Form of the Inverse and its Application to Linear 
Programming", Management Science, Vol. 3, pp. 255-269, 1957. 

[20] M. A. Marsan, G. Balbo and G. Conte, "A class of generalized stochastic Petri nets for 
performance evaluation of multiprocessor systems", ACM Trans, on Computer Systems, Vol. 
2, No. 2, pp. 93-122, May 1984. 

[21] R. Martinez, W. H. Sanders, Y. Alsafadi, J. Nam, T. Ozeki and K. Komatsu, "Perfor
mance evaluation of a picture archiving and communication system using stochastic activity 
networks", in Proc, SPIE Medical Imaging IV, Newport Beach, CA, February 1990. 

[22] J. F. Meyer and L. Wei, "Influence of workload on error recovery in random access 
memories", in IEEE Transactions on Computers, Vol. 37, No. 4, April 1988. 

[23] J. F. Meyer, K. H. Muraldihar and W. H. Sanders, "Performability of a token bus 
network under transient fault conditions", in Proc. 19th Int. Symp. on Fault-tolerant computing, 
Chicago, IL, June 1989. 

[24] Cleve Moler and Charles Van Loan, "Nineteen Dubious Ways to Compute the Exponen
tial of a Matrix", SIAM Review, Vol. 20, No. 4, pp. 801-836, October 1978. 

[25] A. Movaghar and J. F. Meyer, "Performability modeling with stochastic activity 
networks", in Proc. 1984 Real-Time Systems Symp., Austin, TX, December 1984. 

[26] Ole Osterby and Zahari Zlatev, Direct Methods for Sparse Matrices in Lecture Notes in 
Computer Science, edited by G. Goos and J. Hartmanis, Springer-Verlag, Heidelberg, Germany, 
1983. 

[27] Sergio Pissanetzky, Sparse Matrix Technology, Academic Press, 1984. 

[28] William H. Press, Brian P. Flannery, Saul A. Teukolsky and William T. Vetterling, 
Numerical Recipes in C: The Art of Scientific Computing, Cambridge University Press, 1988. 



109 

[29] Manish Rai, "Design and Implementation of a Reduced Base Model Construction 
Technique for Stochastic Activity Networks", Master's Thesis, University of Arizona, 1990. 

[30] Andrew Reibman and Kishor Trivedi, "Numerical Transient Analysis of Markov 
Models", Computers and Operations Research, Vol. IS, No. 1, pp. 19-36, 1988. 

[31] W. C. Rheinbolt and C. K. Mesztenyi, "Programs for the solution of large sparse matrix 
problems based on the arc-graph structure", Computer Science Center, University of Maryland, 
College Park, MD, Technical Report TR-262, 1973. 

[32] William H. Sanders, "Construction and solution of performability models based on 
stochastic activity networks", PhD thesis, University of Michigan, 1988. 

[33] W. H. Sanders and J. F. Meyer, "Reduced base model construction methods for 
stochastic activity networks", Proc. Third International Workshop on Petri Net and Performance 
Models, Kyoto, Japan, December 1989. 

[34] W. H. Sanders and J. F. Meyer, "A Unified Approach for Specifying Measures of 
Performance, Dependability, and Performability", to appear in Vol. 4: Dependable Computing 
and Fault-Tolerant Systems (ed. J. Laprie), Springer-Verlag, 1990. 

[35] W. H. Sanders and J. F. Meyer, "Reduced Base Model Construction Methods for 
Stochastic Activity Networks", to appear in IEEE Journal on Selected Areas in Communications, 
special issue on Computer-Aided Modeling, Analysis, and Design on Communication Networks, 
Jan. 1991. 

[36] Robert Sedgewick, Algorithms, Addison-Wesley Publishing Company, Inc., 1983. 

[37] Jeffrey D. Smith, Design and Analysis of Algorithms, PWS-KENT Publishing Company, 
1989. 

[38] Reginald P. Tewarson, Sparse Matrices, Academic Press, Inc., 1973. 

[39] Kishor Trivedi, Andrew Riebman and Roger Smith, "Transient Analysis of Markov and 
Markov Reward Models", Computer Performance and Reliability, North-Holland, pp. 535-544, 
1988. 

[40] Richard S. Varga, "On Diagonal Dominance Arguments for Bounding U A-l |", Linear 
Algebra and its Applications, Vol. 14, pp. 211-217, 1976. 

[41] J. H. Wilkinson, "Error Analysis of Direct Methods of Matrix Inversion", J. Assoc. 
Comp. Mach. 8, pp. 281-330, March 1961. 

[42] David M. Young, Iterative Solution of Large Linear Systems, Academic Press, 1971. 


