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Abstract 

I am currently enjoying a number of experiences: I can hear the sound of a dog barking in 

the distance, I can feel the pressure of my feet on the floor, I can smell freshly brewed 

coffee, I have a faint headache, and I have a memory experience of learning to ride a 

bicycle. These experiences don't simply occur at the same time, they also seem to be 

unified in a certain way. More generally, it is often said that consciousness is necessarily 

unified. This claim raises three questions: (1) What exactly does it mean?; (2) Is it true?; 

(3) What implications does it have? 

I explore all three questions in this dissertation. Chapters one and two are concerned with 

the first question: what does it mean to say that consciousness is unified? I develop a 

conception of the unity of consciousness that is both substantive and plausible. I call this 

conception the "unity thesis". Roughly, the unity thesis says that any pair of experiences 

that a single subject of experience has at the same time must be contained within a single 

fully unified phenomenal field: they must have a conjoint phenomenology. The unity 

thesis rules out disunified subjects of experience; that is, subjects with a partially unified 

phenomenal field, and subjects with more than one phenomenal field. 

Chapters three and four are concerned with the second question: Is consciousness 

necessarily unified? I recast this as the question: Are disimified subjects possible? In 

chapter three I tentatively endorse an inconceivability-based argument for thinking that 
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they are not. Of course, a priori arguments against the possibility of disunified subjects 

must be weighed against empirical considerations. In chapter four I examine the evidence 

for thinking that some people actually are disunified subjects, focusing mostly on the 

split-brain syndrome. I develop a novel model of the split-brain syndrome that is 

consistent with the unity thesis. According to this model, split-brain patients have a fully 

unified phenomenal field, but they only have restricted access to the contents of this field. 

More provocatively, I suggest that whether or not the content of a phenomenal state is 

reportable may depend on the kind of report modality in question. 

Chapters five and six are concemed with the third of my three questions: what 

implications might the unity of consciousness have? In chapter five I argue that the unity 

thesis places constraints on our account of state consciousness: if the unity thesis is true, 

then certain influential accounts of consciousness ~ such as David Rosenthal's Higher-

Order Thought account — are false. In chapter six I argue that the unity thesis also 

constrains our account of the self. Prominent accounts of the self - such as animalism -

appear to be inconsistent with the unity thesis. If - as I argue - the unity thesis is true, 

then we have reason to reject such accounts of the self. How should we think of the self if 

consciousness is necessarily unified? I suggest we should think of it in phenomenal 

terms, and I conclude by giving a brief sketch of what this might mean. 
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Chapter 1: Locating the Unity of Consciousness 

At any one time a subject of experience is likely to enjoy a wide range of experiences. 

Here's a catalogue of my current experiential states. I have auditory experiences of 

various kinds: 1 can hear the music of Charles Mingus, the sound of a dripping tap, and 

the sound of my dog settling himself in his chair. I have visual experiences of various 

kinds: I can see these words on my computer monitor, I can see the computer monitor 

itself, and I have a blurry visual impression of those parts of the room that lie behind the 

monitor. Underlying these auditory and visual experiences are olfactory experiences (I 

can smell the curry that I have just cooked); bodily sensations (I am aware of the position 

of my limbs); and tactile experiences (I can feel my fingers on this keyboard). I am also 

enjoying a range of affective and cognitive experiences. I am looking forward to a trip, 

and this sense of anticipation colors my current experiential state. And I am suddenly 

conscious of what I have to do before I leave on this trip. All these experiences - and 

others - contribute to what it's currently like to be me. These experiences seem to be co-

present in my consciousness; they seem to be unified in a single consciousness. It is with 

this unity - the unity of consciousness - that I am here concerned. 

The issues raised by the unity of consciousness cluster around three central questions: 

(I) What exactly is it for consciousness to be unified? I've just given a rough sketch of 

the unity of consciousness, but can we give a more precise analysis of the notion? 



II 

What conceptual tools are needed for such an analysis? What kinds of relations must 

we recognize in order to account for the unity of consciousness? 

(2) Is consciousness necessarily unified? Consciousness certainly seems to be unified in 

everyday life, and many claim that unity is an essential feature of consciousness. But 

it is also commonly thought that various pathologies of consciousness - most notably 

those caused by commissurotomy operations - show that consciousness need not be 

unified. Indeed, some go so far as to say that consciousness is normally disunified 

(see Dennett 1991, 1992; Wilkes 1988). 

(3) What implications does the unity of consciousness have? If consciousness is 

essentially unified we might expect this fact to constrain an account of consciousness. 

We might also expect the unity of consciousness to have a bearing on an account of 

the self 

This chapter and the next focus on the first question. I develop a conception of the unity 

of consciousness that I call "the unity thesis". The rest of this work is structured around 

the unity thesis: chapters three and four evaluate its plausibility, while chapters five and 

six explore its implications. I begin with some brief comments about the notion of 

consciousness. 
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1.1 Notions of consciousness 

As has often been remarked, 'consciousness' is said in many ways. I am primarily 

concerned with what is called 'phenomenal consciousness'. Phenomenal consciousness is 

characterised by its qualitative character; in Nagel's phrase, there is "something it is like' 

to be phenomenally conscious. To be phenomenally conscious is to instantiate a 

phenomenal property (or quale). 

Phenomenal properties are distinguished from each other by what it's like to instantiate 

them. Seeing that there's a red balloon in front of one, hearing a certain melody, feeling a 

chair against one's back, feeling vertigo, wondering what the weather in Warsaw is like, 

hoping that the toast hasn't burnt, and getting a joke -- what, following Strawson (1984), 

we might call understanding-experience — are distinct experiences because they are 

instantiations of distinct phenomenal properties. 

What exactly is it that instantiates phenomenal properties? Phenomenal consciousness is 

often said to be a form of state consciousness, as if it were a property only of mental 

states and not subjects of experience. In fact, phenomenal properties are instantiated, in 

the first instance, in subjects of experience. The phenomenally conscious mental state and 

the phenomenal state (in virtue of which it is a phenomenally conscious mental state) 

may be distinct states. For example, it may be that there is now a certain phenomenology 

associated with my belief that it is raining, but it may also be possible to believe this 

proposition with a different phenomenology or no phenomenology at all. If so, this token 
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belief state (this instance of believing such-and-such) is a phenomenally conscious 

mental state, but it is not a phenomenal state. Instead of using the cumbersome 

'phenomenal state' and even worse 'phenomenally conscious mental state', I will 

generally use the more manageable term 'experience', where I take an experience to 

simply be an instantiation of a phenomenal property. (On this usage, 'conscious 

experience' is pleonastic.) 

Phenomenal consciousness is to be distinguished from access consciousness. Access 

consciousness is defined functionally: a state is access conscious when it is poised for 

free and unprompted use in reasoning and the control of action and speech (Block 1997). 

This is a rather coarse-grained characterization, and it may be that we need to distinguish 

a number of different forms of access consciousness. It may be that the contents of a state 

are available for the control of reasoning without being available for unprompted report, 

or vice-versa.' Indeed, it may be that the contents of a state are available for one kind or 

report but not another. The relationship between phenomenal consciousness and access 

consciousness is a matter of much debate. Suffice it to say that the two notions seem, at 

the very least, to be concepuially distinct. We can imagine a creature that is in a 

phenomenally conscious mental state without the content of that state being available for 

global control of behavior, and we can imagine a creature that has a state whose content 

is available for global control of behavior without being in the corresponding phenomenal 

state. In fact, I will argue that the different ways in which access consciousness and 
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phenomenal consciousness are unified gives us further reason to think that access and 

phenomenal consciousness are not merely conceptually distinct but are actually distinct. 

Phenomenal consciousness is, arguably, the central notion of consciousness, and it will 

occupy the bulk of my attention. Nevertheless, I will have things to say about access 

consciousness - and the unity thereof - from time to time. 

1.2 Three unity relations: object, spatial and epistemic unity 

An obvious way in which experiences are unified is in terms of their representational 

content. The representational content of an experience is how it presents some aspect of 

the world. (Actually, it is the phenomenally conscious mental state, rather than the 

phenomenal state, that has the representational content, but there is a sense in which the 

phenomenal state inherits the representational content of the state it characterizes.) The 

representational content of consciousness generates three unity relations: object unity, 

spatial unity, and epistemic unity. 

Experiences are object unified in so far as they are directed at a common object. My 

visual percept of a black dog, my auditory experience of barking and my wish that the 

dog would stop barking are all directed at the same dog. It is part of the content of these 

states that they are about the same object. Note that the unity in question is an intentional 

or represented unity. It's not just that all of these experiences happen to be about the 

' In fact, there is a good case to be made for thinking that there is no single unitary notion of access 
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same dog. Indeed, they might not in fact be about the same dog, for I can mistake my 

dog's bark for that of another dog. Nevertheless, these experiences are object unified 

insofar as I take them to be about the same dog. Arguably, this "taking" isn't something 

over and above the experiences themselves, but is built-into their content. 

Ordinary experience is shot through with object unity. Seeing a bike involves seeing its 

parts as parts of a single object; hearing a tune involves hearing various notes as parts of 

a single auditory "object"; experiencing one's body involves experiencing one's body 

parts as parts of one's body, a single articulated object." Without object unity the 

phenomenal world would be a blooming buzzing confusion. 

Object unity is one face of what is often called 'the binding problem': how are the features 

belonging to various sensory modalities bound together to produce unified percepts of 

individual objects?^ How does the brain bind the many aspects of a scene together so as 

to produce the percept of a black dog barking at a white rabbit? Why doesn't one see a 

white dog barking at a black rabbit? Although the 'binding-problem' literature is almost 

exclusively concerned with the construction of visual objects, the binding problem 

properly conceived concerns all forms of object unity. It seems likely that there is some 

form of object unity in each sensory modality, and there is certainly multi-modal object 

unity. 

consciousness. See Goldman (2000). 
" See Kubovy and VaLkenberg (2001) for the notion of an auditory object. 
' For useful overviews of the binding problem(s) see Hardcastle (1994), Revonsuo (1999), and Triesman 
(1996). 
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A second unity relation that the representational content of consciousness generates is 

spatial unity. Consider what it's like to drive a car. Typically, one's passengers, the parts 

of one's body, the parts of the car, other cars, the road, and various roadside attractions 

will all be experienced as standing in spatial relations to each other. We can describe 

experiences that are so unified as "spatially unified"/ Experiences are spatially unified 

when they present their objects as located in a common space. 

Spatial unity is clearly an important feature of normal conscious experience; without it 

we would be unable to navigate the world. Perceptual fields are spatially unified, both 

within and between modalities. One sees, hears and feels objects as located thus-and-so 

with respect to oneself and with respect to each other. One hears things as coming from 

the direction that one sees them, and one feels that they are (or aren't) where they 

visually appear to be. Without spatial unity we would have little reason to think that we 

could smell the very same things that we can touch, or hear the very same things that we 

can see - in other words, we would have no reason to take experiences in different 

modalities as giving us information about a single modality-independent world. 

A third unity relation made possible by representational content is epistemic unity. (We 

could also call this relation "cognitive unity".) Shoemaker places epistemic unity at the 

heart of his conception of the unity of consciousness: 

•* Note that I am talking about the contents of experiences, not experiences as vehicles. 
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Unity of consciousness is in part a matter of one's various beliefs forming, 

collectively, a unified conception of the world....Perfect unity of consciousness, 

then, would consist of a unified representation of the world accompanied by a 

unified representation of that representation, the latter including not only 

information about what the former represents, but also information about the 

grounds on which the beliefs that make up the former are based, and about what 

the evidential relations between the parts of that representation are (1996: 184, 

186).' 

Let us say that two experiences are epistemically unified when they bear some kind of 

justificatory, or evidential, relation to each other. For instance, the experience of seeing a 

dog supports the belief that there's a dog in front of one; the experience of hearing a door 

close can make it reasonable to expect to see that the door is closed; hearing thunder can 

make it reasonable to infer that one will soon see lightoing, and so on. 

1.3 Phenomenal unity 

Object, spatial and epistemic unity play important roles in structuring consciousness, but 

my central concern is with a fourth unity relation: phenomenal unity. Suppose that you 

have both an itch in your right foot and are feeling slightly annoyed about something. 

These two experiences aren't object unified, for they aren't about the same intentional 

^ Shoemaker also presents this conception of the unity of consciousness in his paper 'Consciousness and 
Co-consciousness' (Shoemaker 2002). A similar view of the unity of consciousness can be found in 
Mclnemey (1985). 
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object. Nor are they spatially unified, for your feeling of annoyance doesn't seem to be 

located anywhere. Nor are these two experiences epistemically unified. Nevertheless, 

they do seem to be had together in a certain way. I call this relation of phenomenal 

togetherness "phenomenal unity". 

The key to phenomenal unity is the notion of conjoint phenomenology, where this notion 

is understood in 'what it's like' terms. Consider what it's like to experience the taste of 

coffee (A), the sound of a bird (B), and a feeling of tiredness (C) all at once. When these 

three experiences are experienced together, there is something it is like to have each of 

them, but there is also something it is like to have all three. That is, there is something it 

is like that corresponds to the set {A. B, C}. More generally, we can say that a set of 

states is phenomenal unified if and only if there is something it is like to instantiate 

exactly the members of the set. 

Another notion that one might appeal to in attempting to get a fix on phenomenal unity is 

the idea of the phenomenal field. Consider, for instance, Searle's characterization of the 

unity of consciousness. 

All conscious experiences at any given point in an agent's life come as part of one 

unified conscious field. If I am sitting at my desk looking out the window, I do 

not just see the sky above and the brook below shrouded by trees, and at the same 

time feel the pressure of my body against the chair, the shirt against my back, the 
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aftertaste of coffee in my mouth. Rather I experience all of these as part of a 

single unified conscious field. (Searle 2000: 562) 

Perhaps we should say that experiences are phenomenally unified when they fall within a 

single phenomenal field. Despite the term, a phenomenal field should not be thought of in 

spatial terms. Moods, thoughts and emotional states seem not to have a location in space, 

yet they take their place in the phenomenal field alongside perceptual experiences, bodily 

experiences, and other spatially unified states.^ Nor should a phenomenal field be 

confiised with a field of attention. The contents of attention are certainly included in one's 

phenomenal field, but the phenomenal field includes much more than just states of 

attention. Recessively conscious states -- the awareness of one's body, one's background 

level of affect and mood, ambient sounds in one's environment — all take their place in 

the phenomenal field. The phenomenal field is the context in which acts of attention 

occur. 

Although the notion of a phenomenal field provides a useful heuristic for getting a handle 

on phenomenal unity, it's not clear that it is able to provide us with much more than this. 

One problem with the notion is that it isn't sufficiently perspicuous to be used as a 

conceptual primitive. Once we strip the phenomenal field of its metaphorical connection 

with a perceptual field it's no longer clear that we have a firm grip on it. There's a further 

® This last point in controversial. Some deny that cognitive states can be phenomenally conscious - see 
Carruthers (2000), Clark (1993), Dretske (1995), Nelkin (1996) and Tye (1995). However, I find the claim 
that there can be something it is like to entertain a prepositional attitude (over and above any imagery that 
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problem with the attempt to cash out the notion of phenomenal unity in terms of the 

phenomenal field, but in order to say what it is I need to say something the logical 

properties of phenomenal unity. 

Phenomenal unity is clearly symmetric: if state A is phenomenally unified with state B 

then B is phenomenally unified with A. It's less clear whether phenomenal unity is 

reflexive, but perhaps we can regard reflexivity as something of a limiting, or trivial, case 

of phenomenal unity. The controversial question is whether phenomenal unity is 

transitive. Take three phenomenal states. A, B and C. If A and B are phenomenally 

unified, and B and C are phenomenally unified, must A and C also be phenomenally 

unified? The answer to this question isn't clear. There is a good case to be made for 

thinking that phenomenal unity need not be transitive when the states in question are 

temporally separated (see Dainton 2000; Lockwood 1989). Consider three notes. Do, Re 

and Mi, played in succession. It seems plausible to suppose that Do and Re might be 

phenomenally unified. Re and Mi might be phenomenally unified, but Do and Mi might 

fail to be phenomenally unified. Perhaps diachronic phenomenal unity isn't transitive, 

but what about synchronic phenomenal unity? If Do, Re and Mi are simultaneous, then 

surely, one might think. Do and Mi must be phenomenally unified if Do and Re and Re 

and Mi are. But this is a controversial issue and some (e.g. Lockwood 1989) have argued 

that synchronic phenomenal unity isn't transitive. I examine this issue in more detail in 

might accompany the attitude) highly plausible. For defense of this claim see Ayers (1991), Chalmers 
(1996), Flanagen (1992), Goldman (1993), JackendoPr(1987), Searle (1992), Strawson (1994). 
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chapter three; for the moment I leave the transitivity of synchronic phenomenal unity 

open. 

If synchronic phenomenal unity isn't transitive, then it would be possible to have a set of 

(simultaneous) phenomenal states, such that every member of the set is indirectly 

phenomenally unified with every other member of the set, and yet there are two members 

of the set that are not phenomenally unified with each other. Two phenomenal states are 

indirectly phenomenally unified when they are related by the ancestral of the relation — is 

phenomenally unified and simultaneous with. There is a "phenomenal route" between 

indirectly phenomenally unified states. We can think of such a set of states as forming a 

fragmented phenomenal field. The possibility of a fragmented phenomenal field suggests 

that rather than take the notion of a phenomenal field as a conceptual primitive and say 

that two states are phenomenally unified when (and only when) they are field-mates, it is 

preferable to say that two phenomenal states are fieldmates when (and only when) they 

are indirectly phenomenally unified. 

Another, and more promising, account of phenomenal unity is in terms of the notion of 

subsumption. Subsumption is a top-down relation between phenomenal states. Intuitively, 

one state subsumes another when the former includes the latter as a part. For instance, my 

entire visual field subsumes my visual experience of a bike, and my visual experience of 

a bike subsiunes my experience of its front wheel. Similarly, the experience I have of my 

body as a whole subsumes the experiences of the particular parts of my body. The 
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phenomenology of a subsuming phenomenal state brings with it the phenomenology of 

the subsumed states. In this (and the next) chapter I will say more about the notion of 

subsumption, but for now I leave it as something of an intuitive primitive. 

(The examples I have just given of subsumption may suggest that a subsumption analysis 

of phenomenal unity collapses into the phenomenal field account. This would be so only 

if one identifies a phenomenal field with a phenomenal state. I myself think that such an 

identification is highly plausible, but not everyone would want to follow me here. 

According to some, a phenomenal field is an act of awareness rather than a phenomenal 

state. I discuss and reject this idea in the next chapter.) 

How are subsumption and phenomenal unity related? It seems plausible to suppose that a 

set of experiences is phenomenally unified if and only if it is subsumed by an experience. 

For example, the experience of the taste of coffee, the sound of a bird, and a feeling of 

tiredness are phenomenally unified whenever all three experiences are subsumed by a 

single experience. This complex experience will contain within it the phenomenology of 

its constituent experiences. What it's like to have the subsuming state brings wi± it what 

it's like to have each of the subsumed states. That there is a phenomenal state that 

subsumes both A and B ensures that they are phenomenally, rather than merely 

intentionally, unified. If an itch and a pain are subsumed by a single, complex 

phenomenal state, then they must be experienced together. 



That phenomenal unity entails co-subsumption may not be so obvious, but a good case 

can be made for it nevertheless. The unity implicit in the phenomenology of a set of 

phenomenally unified states is a unity in what it's like to have the states in question, and 

since phenomenal states are individuated in terms of what it's like to have them, we can 

say that phenomenally unified states will indeed by co-subsumed. E.xperiencing an itch 

together with a pain involves experiencing these two states as parts of a complex 

phenomenal state, a state that there's something it's like to have. In short, phenomenal 

unity and co-subsumption seem to entail each other. I will say more about how 

phenomenal unity and subsumption are related below, but the foregoing suffices for now. 

Phenomenal unity is often discussed under the label of "co-consciousness" (see e.g. 

Dainton 2000; Hurley 1998, 2002; Lockwood 1989). More carefully, most of those who 

use "co-consciousness" seem to have something very much like phenomenal unity in 

mind by this term.^ Lockwood, for one, says that experiences are co-conscious when they 

are parts of a complex experience, while Hurley says that experiences are co-conscious 

when they are experienced together. So there is at least a prima facie case for taking 'co-

consciousness', at least as it is used in philosophical discussions of the unity of 

consciousness, to refer to phenomenal unity. Note, however, that many psychologists 

(and the occasional philosopher) use "co-consciousness" to refer to the relation of being 

had by the same subject of experience at the same time without being phenomenally 

unified (for this usage see e.g. Gazzaniga 1995). 
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1.4 The Unity Thesis 

Let's return to the intuition with which we started: viz., the members of the set of 

phenomenal states that a single subject has at a time are related in a certain way. We can 

now identify this mode of unity as phenomenal unity. Quite plausibly, all the phenomenal 

states that a subject of experience has at a time - that is, the set of co-instantiated 

phenomenal states - will be phenomenally unified. I call this claim the unity thesis. 

Unity thesis (phenomenal): Necessarily, the set of all experiences that a subject 

has at a time is phenomenally unified. 

The phenomenal unity thesis is plausible. No matter what experiences one has at a time, 

these experiences seem to have a unitary phenomenology. There is something it's like to 

have each of one's experiences, but there is also seems to be something it's like to have 

all of them. A phenomenal perspective never seems to be "gappy". 

Given the equivalence between phenomenal unity and co-subsumption, we can substitute 

the above formulation of the unity thesis with the following formulation: 

Unity thesis (subsumption): Necessarily, the set of all experiences that a subject 

has at a time is subsumed by a single experience. 

According to this formulation, any conscious subject will have a single experience that 

subsumes all of the experiences that they are having at that time. Call such an experience 

^ Shoemaker (1996, 2002) and Brook (1994) also use the term "co-consciousness", although I'm not sure 
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a maximal experience. Maximal experiences are subsumed only by themselves — they 

have no phenomenal neighbors. Such states specify exactly what it's like to be the subject 

in question at that time. Maximal experiences ~ if such there be - provide the unity 

behind the multiplicity of consciousness. 

A useful way to get a handle on the unity thesis is to note what it rules out. If the unity 

thesis is true, then two kinds of subjects of experience, fragmented and bifurcated 

subjects -- collectively, "disunified subjects" -- are impossible. A subject of experience is 

disunified in virtue of the fact that they have a set of simultaneous phenomenal states that 

is not co-subsumed. To put the same point in terms of phenomenal unity, a disunified 

subject has a set of simultaneous experiences that are not phenomenally unified. (From 

now on I am talking about simultaneous experiences unless I note otherwise.) A 

fragmented subject is a subject for whom (synchronic) phenomenal unity isn't transitive, 

while a bifurcated subject is disunified for reasons that don't involve a failure of 

transitivity. More intuitively, we can say that a fragmented subject has (at least one) 

fragmented, or merely partially unified, phenomenal field, while a bifurcated subject has 

more than one phenomenal field. Note that a subject could, at least in theory, be both 

bifurcated and fragmented, for they might have multiple phenomenal fields, at least one 

of which is fi-agmented. 

how their use of the term is related to phenomenal unity. 
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The unity thesis entails that disunified subjects are impossible, but in what sense of 

'impossible'? Does it say only that disunity is nomologically impossible, or does it assert 

that disunity is deeply impossible? That depends on the notion of necessity that we 

invoice, but the most attractive form of the unity thesis appeals to metaphysical necessity. 

The intuition behind the unity thesis is that the unity of consciousness is essential to the 

very nature of consciousness. So I will take the 'necessarily' here as referring to 

metaphysical necessity. One could weaken the modal force of the unity thesis to, say, 

nomological necessity, but such a move doesn't have much to recommend it, for most of 

the objections to the unity thesis hold that if it's false it's false in nomologically 

accessible worlds (and probably the actual world, in fact). 

The unity thesis is a strong claim. As we will see in later chapters, it is a claim that is 

inconsistent with many accounts of the split-brain data, and it also appears to be 

inconsistent with a number of prominent theories of consciousness. But one might also 

fault the unity thesis for being too weak. 

Consider again a subject (S) with what are intuitively three distinct phenomenal states, 

the taste of coffee (A), the sound of a bird (B), and a feeling of tiredness (C). The unity 

thesis requires that S has a state that subsumes A and B and C, but it doesn't require that 

S will also have a state that subsumes A and B without subsuming C. For all the unity 

thesis says, the only experience that subsumes the taste of coffee and the sound of a bird 

might also subsume S's feeling of tiredness. Arguably, there is something quite counter
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intuitive about such a subject. Indeed, I'm inclined to think that the intuitive case against 

such an "unsaturated" subject is not dissimilar to the case against disunified subjects. 

Whether or not that is true, it is useful to consider how we might rule out such a "less-

than-fully-unified" subject. 

What is puzzling about an unsaturated subject - as I will call her ~ is the fact that she has 

two phenomenally unified states, A and B, which are such that, although they are co-

subsumed, they are not exactly co-subsumed. An experience T exactly subsumes a set of 

experiences when what it's like to have T is identical to what it's like to have the set of 

states in question. A maximal state exactly subsumes all of the subject's states, for what 

it's like for the subject to have the maximal state is identical to what it's like for her to 

have the set of all her states. But take a subject with an experience of the taste of coffee, 

the sound of a bird, and a feeling of tiredness. Such a subject's maximal state won't 

exactly subsume the taste of coffee and the sound of a bird, for what it's like to have the 

maximal state is not identical to what it's like to taste coffee and hear a bird. In order to 

rule out unsaturated subjects, we need to ensure that not only is the total set of a subject's 

experiences exactly subsumed, we also need to ensure that every sub-set of a subject's 

experiences is exactly subsumed. As we have seen, it seems as though the unity thesis 

fails to ensure this. 

At this point we could simply formulate a strengthened version of the unity thesis, 

according to which every sub-set of a subject's experiences is exactly co-subsumed. 
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There is nothing to stop us doing this, but I think there is a more natural solution to hand. 

I think that there's reason to think that the strengthened unity thesis actually falls out of 

the unity thesis. 

To see this, reconsider the relationship between phenomenal unity and co-subsumption. I 

said above that a set of experiences is phenomenally unified if and only if it is co-

subsumed, but I'm inclined to think that we can say something stronger than this. I think 

we can say that a set of experiences is phenomenally unified if and only if it is exactly co-

subsumed. I'm inclined to think that if there's something it's like to have A and B 

together, then there must be something it's like to have exactly A and B. And if this is 

right, then the first formulation of the unity thesis - the phenomenal unity formulation -

does in fact rule out unsaturated subjects. (The second, subsumption, formulation 

doesn't.) The first formulation ensures phenomenal saturation for if the set of a subject's 

experiences are phenomenally unified then every subset will be phenomenally unified, 

and if phenomenally unity entails exact co-subsumption, then every sub-set of a subject's 

experiences will be exactly co-subsumed. 

1.5 Unity without the subject 

A number of theorists who are sympathetic to the unity thesis will find it problematic 

because it quantifies over subjects of experience. Some philosophers deny ±at there are 

any such things. No-subject theorists hold that there are only experiences and their 
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relations, there is no self that has experiences. Can we find a version of the unity thesis 

that might appeal to such theorists? I think so. 

One of the intuitions behind the unity thesis is that fragmented subjects ~ that is, subjects 

with fragmented phenomenal fields ~ are impossible. No-subject theorists must reject 

this intuition, but they can endorse an intuition that is very much like it, namely, the 

intuition that (synchronic) phenomenal unity is transitive (see Dainton 2000). Call this 

claim the transitivity thesis. 

What about saturated subjects? Mighm't the no-subject theorist also want to capture some 

version of the intuition that a subject of experience must be fully saturated? I think so, but 

again, this is relatively easy to do. Such a theorist need only endorse the claim that any 

set of phenomenally unified states is exactly co-subsumed. 

While I will focus on the unity thesis in the remainder of this project, much of what I will 

have to say bears in a quite direct way on the transitivity thesis. Indeed, it seems to me 

that objections against the transitivity thesis are quite possibly the strongest objections to 

the unity thesis. At any rate, those who are keen to see what can be made of the unity of 

consciousness without quantifying over subjects of experience should find something of 

interest in what follows. 
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1.6 Other conceptions of the unity of consciousness 

I close this chapter with a survey of other accounts of what it might mean to say that 

consciousness is unified. Some authors think of the unity of consciousness in epistemic 

and representational terms. Thus, for example, Mclnemey: 

What is it for diverse psychological factors to be part of one consciousness? The 

commonsense notion of a unitary consciousness is of something that has a 

conception of what its world is like and of what is to be done and what is to be 

avoided. A unitary consciousness distinguishes parts of the world and is aware of 

the obvious relations between those parts. At any given time it perceives certain 

parts of the world, has conceptions of the background or context for what it 

perceives, and has some beliefs about other "more distant" parts of the world. A 

unitary consciousness also distinguishes certain parts and features of the world as 

more important than others, wants certain things to happen and others not to 

happen, and wants to do certain actions in some order, usually to bring about the 

things it wants. (1985: 198; cf. Shoemaker 1996) 

Mclnemey's conception of the unity of consciousness may or may not be 

commonsensical (I rather doubt it myself), but it is clearly somewhat removed from the 

unity thesis. There is no hint in this passage of the notion of phenomenal unity or 

subsumption; indeed, there is no suggestion here that the unity of consciousness involves 

phenomenology in any way at all. 
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Other authors use "the unity of consciousness" to make a claim about the 

neurophysiological structure of consciousness. According to O'Brien and Opie's (1998; 

2000), to say that consciousness is unified is to say that the brain contains a number of 

consciousness-making mechanisms (CMMs). Thus, O'Brien and Opie claim that 

consciousness is not unified because the evidence points towards there being multiple 

CMMs in a single brain. (O'Brien and Opie suggest that there is at least one CMM per 

sensory modality.) 

The unity thesis makes no claims about the neurophysiological structure of 

consciousness. It may have implications along such lines, but such implications would 

have to be argued for on their own merits. And as far as I can see there's no 

straightforward argument from the claim that various experiences are produced by 

different mechanisms to the claim that they are not phenomenally unified (see Bayne 

2000). Perhaps various types of experiences are made conscious by distinct mechanisms 

the outputs of which are somehow fused together into a single phenomenal field. From 

the fact that A and B are phenomenally unified one can't conclude that they were made 

conscious by the same mechanism. The unity thesis is not inconsistent with the claim that 

each sensory modality has its own CMM. 

A third conception of the unity of consciousness ties the unity of consciousness to serial 

processing (see Baars 1988, 1997; Flanagan 1992; Johnson-Laird 1988; Penrose 1989). 

^ Schacter, McAndrews and Moscovitch (1988) argue in favor of a single consciousness module. 



The nature of this tie is usually left unspecified: some authors seem to think that serial 

processing explains the unity of consciousness, other authors seem to suggest that what it 

is for consciousness to be unified is for it to be serial. Whatever the case, there is no 

obvious connection between serial processing and the unity thesis. Again, it could be 

argued that the unity of a phenomenal tleld demands a serial computational architecture, 

but this claim would have to be argued for (and it doesn't have much prima facie 

plausibility). 

A fourth idea that is often mentioned in connection with the unity of consciousness is that 

of interactions between the senses. A classic interaction is the McGurk effect (McGurk 

and McDonald 1976). McGurk and McDonald found that dubbing the sound of someone 

say [ba] onto the lip movements for [ga], produces, in normal adults, the experience of 

hearing the person say [da]. Visual information is involved in forming an auditory 

percept. There are many such systematic (and often surprising) interactions (for reviews 

see Stein and Meredith 1993; for some particularly interesting effects see Botvinick and 

Cohen 1998; Jordan and Bevan 1997; Ramachandran and Hirstein 1997). Such 

interactions aren't restricted to sensory modalities; they also unite affective and sensory 

domains. For instance, the value that we attach to objects affects our visual perception of 

them; valued objects appear larger than neutral objects of the same size (Bruner and 

Goodman 1947).' 

' Some inter-modai effects, such as synesthesia (Cytowic 1993; Baron-Cohen and Harrison 1997) are 
unique to certain populations. Synesthetes experience an involuntary triggering of certain types of 
sensations when presented with sensations of another type. The most common form of synesthesia is 
coloured hearing — certain sounds trigger the experience of seeing certain colours — but in some 
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Although inter-model effects demonstrate a certain kind of unity to consciousness, it is 

clearly a very different unity from that identified by the unity thesis. A subject that is free 

from inter-modal effects might still be constrained by the unity thesis, while a subject 

rich in inter-modal effects might flout the unity thesis. 

A fifth and final notion is gestalt unity. Two phenomenal states, A and B, are gestalt 

unified when and only when: (i) neither state subsumes the other; but (ii) A (or B) is an 

instantiation of a phenomenal property all of whose instantiations must be phenomenally 

unified with instantiations of B (or A). The intuitive idea behind gestalt unity is that there 

can be deep, i.e. necessary, relations of phenomenal unity that aren't captured by co-

subsumption. 

Some philosophers seem to think that gestalt unity is pervasive. Thus, Sprigge asks 

... the reader to consider whether he can think of any element within experience 

as having for its total character something which is untouched by its precise role 

in the experience as a whole. One surely cannot isolate something which would be 

only the same, without a shred of difference, rather than something possessing an 

affinity thereto, if it occurred in another total experience. As a shape passes to the 

right across the perceptual field it alters in a way which is inherent to what it is. A 

synesthetes gustatory sensations can trigger tactile sensations, the sounds of particular words can trigger 
various bodily movements, and so on. 
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quality of emotion is different when felt in one state of bodily feeling, or in one 

perceivable situation, than when felt in another. (Sprigge 1983; 219-20) 

It seems to me deeply implausible to suppose that gestalt holism operates on the kind of 

scale that Sprigge's comments suggest. I am currently drinking coffee and listening to 

Keith Jarret's Vienna Concert-, could I not have had an auditory experience with exactly 

this character without it being phenomenally unified with a coffee experience? Could I 

not have instantiated this exact auditory property while drinking tea? Both questions 

seem deserving of an affirmative answer. And even if some quirk of neural wiring 

prevents me from having the same auditory experience when drinking tea as when I'm 

drinking coffee, it seems deeply implausible to suppose that experiences of these types 

might be necessarily connected in the way that Sprigge seems to think. 

Weaker forms of gestalt holism have more plausibility, but rather than explore the case 

for and against gestalt holism (see Dainton 2000 and Bayne 2001), I want to ask what the 

relation between gestalt holism and the unity thesis is. As far as I can see, there is no 

entailment in either direction. On the one hand, the unity thesis doesn't entail any form of 

gestalt holism: the unity thesis is a claim about phenomenal state tokens while gestalt 

holism is a claim about phenomenal state types. On the other hand, the presence of gestalt 

holism doesn't entail the unity thesis. Even maximal gestalt holism - the thesis that all 

relations of phenomenal unity are necessary - doesn't entail the unity thesis. It does entail 
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that any phenomenal state that occurs in a fragmented phenomenal field can only occur in 

a fragmented phenomenal field, but it doesn't rule out fragmented phenomenal fields. 

I conclude this chapter with a sketch of the path ahead. In the next chapter I examine the 

relation of phenomenal unity. I explore a number of conceptions of this relation, 

tentatively endorsing a mereological account of it. In chapters three and four I turn to the 

unity itself: in chapter three I argue that there is a strong prima facie case to be made for 

the unity thesis on the grounds that its denial is inconceivable, while in chapter four I 

examine a number of pathology-based arguments against the unity thesis. I argue that 

none of these arguments is decisive, and that many pathologies of consciousness can be 

explained in terms of disunity in access consciousness even while phenomenal 

consciousness remains unified. In chapters five and six I consider the ramifications that 

the unity thesis might have for our understanding of consciousness (chapter five) and the 

self (chapter six). I argue that if the unity thesis is true then some of the leading accounts 

of consciousness are probably false, as are some of the leading accounts of the self. These 

chapters contain tentative speculations on how we should think of consciousness and the 

self in light of the unity thesis. 
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Chapter 2: Phenomenal Unity 

In the previous chapter I surveyed various ways in which consciousness is unified. Of 

these, I identified phenomenal unity as the central unity relation, and I introduced the 

unity thesis as the focal point of the present study. In this chapter, I want to e.xpiore 

what can be said about phenomenal unity. This question is, I think, of interest in its 

own right, but we might also hope that an account of phenomenal unity will shed light 

on the plausibility of the unity thesis. 

What would it be to account for phenomenal unity? What exactly are we looking for 

here? It's not clear. Prior to detailed examination of a domain, it's often hard to know 

what sort of analysis of that domain one might hope for: we are, in many respects, in 

uncharted territory. Nevertheless, four approaches to phenomenal unity have at least 

some plausibility: agency-based approaches: self-based approaches: functional 

approaches: and awareness-based approaches. (Note that the kind of account of 

phenomenal unity that I am looking for here is an a priori or conceptual account. A 

posteriori accounts of phenomenal unity are outside the scope of this discussion.) 

I will argue that none of these approaches is plausible. Instead, I will enlarge on the 

suggestion made in the previous chapter, viz., that we should ground phenomenal 

unity in subsumption. But how should we understand subsumption? Should we take it 

as a primitive, or can we give an account of it? In the second half of this chapter I 

examine two accounts of subsumption: a modal account, and a mereological account. 

I tentatively defend a mereological approach to subsumption. 
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2.1 Agency-based accounts 

Some have attempted to account for the unity of consciousness in terms of agency. 

Korsgaard takes this approach. She starts with the claim that 

[c]onsciousness ... is a feature of certain activities which percipient animals 
can perform. These activities include perceiving; various forms of attending 
such as looking, listening, and noticing; more intellectual activities like 
thinking, reflecting, recalling, remembering, and reading; and moving 
voluntarily. Consciousness is not a state that makes these activities possible, or 
a qualification of the subject who can perform them. It is a feature of these 
activities themselves. It is misleading to say that you must be conscious in 
order to perform them, because your being able to perform them is all that 
your being conscious amounts to. (Korsgaard 1996: 376) 

Korsgaard suggests that an agency-based account of consciousness provides an 

account of the unity of consciousness: "the unity of consciousness is simply another 

instance of the unity of agency, which is forced on us by our embodied nature" (1996: 

377) 

I think Korsgaard overplays the connection between consciousness and agency. On 

the one hand, actions can be unconscious. Being able to perform certain activities isn't 

all there is to being conscious. On the other hand, all sorts of conscious states -

phenomenally conscious states - don't seem to be actions at all. Pains, for example, 

aren't things one does. Some phenomenal states may be actions, but it is deeply 

implausible to suppose that all experiences are doings. Experiences - most of them, at 

least ~ seem to be no more things one does than digestion, respiration and growth are. 

Of course, we do say that so-and-so is respiring (digesting, growing), and perhaps this 

suggests that there is a deflationary sense in which these processes can be regarded as 

actions. Perhaps we can think of consciousness as an action in this deflationary, sub-
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personal, sense (whatever exactly this sense is). But how does this help account for 

the unity of consciousness? This claim seems to boil down to the claim that 

consciousness involves various sub-personal processes in the subject of experience, 

but surely we knew that already. 

Because consciousness isn't simply agency (in the personal sense) the unity of 

consciousness isn't just the unity of agency. Pace Korsgaard, the unity of 

consciousness does not simply consist in one's ability to coordinate and integrate 

conscious activities (1996: 376). Such a characterization of the unity of consciousness 

completely omits its phenomenal character. There is, of course, a question about how 

organisms integrate their actions, but it's doubtful that the answer to that question will 

also account for the phenomenal unity of consciousness. As Korsgaard herself says 

(1996: 377), when two people communicate — as, for example, when they move a 

piano up a flight of stairs — there is a sense in which they become a single agent. But 

surely such integration doesn't produce a unified phenomenal field.' 

None of this is meant to suggest that there is no connection between phenomenal 

unity and the unity of agency. It is quite plausible to suppose that there is an intimate 

connection between these two unities, although it is difficult to say exactly what form 

it might take. What does seem clear is that we can't reduce phenomenal unity to the 

unity of agency. 

' Cotterill (1995) also grounds the unity of consciousness in agency, although it's far from clear what 
he takes the unity of consciousness to be. 
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2.2 Self-based accounts 

It is often suggested that there is an intimate connection between the unity of 

consciousness and the unity of the self. There are a number of different ways that 

such a connection might be forged. 

One proposal is that experiences are phenomenally unified simply by being had by the 

same self (at the same time) (Chisholm 1981). The implications of this claim will, of 

course, depend on the account of the self that one adopts. If one identifies the self 

with the brain then the proposal leads one to ground the unity of consciousness in the 

unity of the brain, as Armstrong does. 

What, then, does constitute that unity of the group of happenings that 
constitute a single mind? We are back at the problem that proved Hume's 
downfall ... I do not see any way to solve the problem except to say that the 
group of happenings constitute a single mind because they are all states of, 
processes in or events in, a single substance ... the mind is the brain. 
(Armstrong 1968: 336-7) 

Armstrong's proposal isn't very promising. It's not at all difficult to conceive of a 

single brain supporting two phenomenal fields at once. And even if the experiences 

that are simultaneously instantiated in a single brain must be phenomenally unified, 

their being so instantiated hardly explains why they are phenomenally unified, or 

what it is for them to be phenomenally unified. The unity of a bodily organ seems a 

strange basis for the unity of consciousness. 

The same points hold, mutatis mutandis, for any account that attempts to ground 

phenomenal unity in co-instantiation. Consider, for example, the view that we are 

animals, and our unity as biological organisms explains the unity of consciousness 

(see e.g. Ayers 1991: 285f.). Being based in the same body (at the same time) seems 
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neither necessary nor sufficient for phenomenal unity. If a single brain can support 

two phenomenal fields, then being grounded in the same body can't be sufficient for 

phenomenal unity. And if we could integrate two brains such that a single 

phenomenal field is distributed between them, then being grounded in the same body 

can't be necessary for phenomenal unity. It may not be obvious that a single 

phenomenal field can be distributed between two animals, but such a scenario seems 

to be coherent. 

I think the most plausible connections between the unity of consciousness and the self 

will involve the self qua representational object. The idea, in other words, is that the 

unity of consciousness involves some form of self-consciousness. How might we 

develop this suggestion? 

Begin with perceptual states, such as visual and auditory e.xperiences. The objects of 

such e.xperiences fall within sensory fields that are structured around one's body. One 

perceives things as being related thus-and-so to oneself. Perceptual e.xperience has an 

implicitly self-referential character. Bodily sensations are also proprioceptive or self-

involving in that pains, aches, twinges, and headaches seem to occur in one's body. 

Perhaps, as Pollock suggests, the unity of consciousness can be accounted for in terms 

of this self-involving - or de se - aspect of perception. 

Our perception (inner or outer) provides us with de se beliefs. I do not just 
think, "Experience of red", I think, "something looks red co me", or "I am 
being appeared to redly". The thoughts evoked by the presentations of my 
senses are automatically de se... I think that the unity of consciousness derives 
from de se thought, where that is made possible by the existence of a de se 
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way of thinking of ourselves and the latter in turn is a ftindamental part of our 
cognitive architecture. (Pollock 1988: 19If., emphasis in original) 

Note that Pollock says only that the thoughts derived from one's perceptions are de 

se. he doesn't say that the perceptions themselves have de se content. But I think that 

we want our de se theorist to take this fiirther step. We don't want perceptions to be 

unified only insofar as they give rise to de se thoughts, we want them to be unified in 

and of themselves. 

Let's call this position the material de se account: "material" because the self is 

represented as a material object, a body. Using the terminology 1 introduced in 

chapter one, the de se theorist can be seen as attempting to reduce phenomenal unity 

to object unity, where the object in question is the bodily (or ecological) self. This 

representation need not be conceptual, .\rguably the perceptual states of aconceptual 

animals have an implicitly self-referential component. The deer represents the lion as 

being two-hundred feet away from if. die lion is aware that the deer hasn't heard him. 

Such creatures need not have a concept of themselves qua physical object, but their 

e.xperiences of the world seem to have an implicitly self-referential component 

nonetheless. 

.A.S with object unity in general, the object unity at issue here is the unity of an 

intentional object. What matters is that various e.xperiences are represented as being 

instantiated in a single body; whether they are in fact co-subjective is immaterial. 

Indeed, the de se proposal doesn't even demand that phenomenally unified 
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experiences actually belong to a self; a virtual self - that is, a merely intentional self-

is good enough. 

Although the material de se theory is intriguing it faces some serious objections. An 

immediate and obvious objection is that it gets the relationship between phenomenal 

unity and de se content back-to-front: de se thought cannot ground phenomenal unity 

because it presupposes phenomenal unity (cf. Hurley 1998: 97). Two experiences 

cannot share the same de se content unless they are already phenomenally unified, so 

how can object unity explain phenomenal unity? Doesn't object unity presuppose 

phenomenal unity? 

It's not obvious that object unity does presuppose phenomenal unity. Experiences are 

object unified when they are directed at the same intentional object. Thus defined 

object unity says nothing about the states in question being phenomenally unified. Of 

course, it does presuppose that we can give an account of when two experiences have 

the same intentional object. And, in the present conte.xt, that means that we must be 

able to give an account of when two experiences have the same de se content that 

doesn't presuppose an account of phenomenal unity. But perhaps this is possible. 

Perhaps we can't give an account of de se content without presupposing an account of 

mental unity, but it's not mental unity that's in question here, it's the unity of 

consciousness. There's no obvious circularity in giving an account of the unity of 

consciousness that takes mental unity for granted. 



A second objection involves the following scenario. Suppose that you wake up one 

morning, and it seems to you as though you have two bodies. (Whether you do in fact 

have two bodies - whatever that might mean - is immaterial.) You can move each of 

two bodies (Bl and B2) at will, and your experiences are structured around Bl and 

B2. That is. at one and the same time you have visual perceptions from B1 "s eyes and 

from B2's eyes: you feel with Bl's hands and with B2's hands: you feel Bl's legs 

move and B2's legs move: you see a bird flying past Bl. and hear a car behind B2. 

and so on. Call this the Two-Body scenario. 

Is it possible that, as a two-bodied subject, all of your experiences will be 

phenomenally unified? Could all of your experiences be subsumed by a single 

complex experience? Or does structuring experiences around two material objects — 

two physical selves - cause them to split into two phenomenal fields? The material de 

se account must answer this question in the affirmative. I'm inclined to think that 

that's the wrong answer. It seems to me that it's at least conceptually possible for 

experiences that are structured around distinct bodies to be phenomenally unified. It 

is. 1 admit, difficult to imagine what it would be like to inhabit two bodies at once - to 

have two perceptual fields that fall within a single phenomenal field —. but I'm 

inclined to think that this is one of those scenarios that is conceivable even though it 

is perhaps unimaginable. 

The material de se theorist might object that the Two-Body scenario is deeply 

impossible: body A's experiences couldn't be phenomenally unified with body B's 

experiences. While I can't prove that the scenario is metaphysically possible it seems 
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to me that it is. I certainly find it conceivable that one should seem to be multiply 

embodied, and I'm not the only one with this intuition (Dainton 2000; Strawson 

1997). In fact, there is some reason to think that it is aciiially possible to experience 

oneself as having more than one body. In certain near-death experiences people report 

that they have multiple conscious perspectives: it's as if they are in two disconnected 

places at once (see Joseph 1996: chapter 8). 

There is. in fact, a more straightforward reason for thinking that the unity of the 

material self cannot ground phenomenal unity, and it is this: many experiences don't 

seem to have any reference to the physical self The contents of conscious thoughts 

and certain moods, such as feelings of anxiety, don't seem to be structured around 

one's body in the way that perceptions and bodily sensations are. Thoughts may in 

fact occur in one's head, but there actual location doesn't enter into their content 

(pace Dainton 2000). Given that these experiences lack spatial content, it's difficult to 

see how the material de se account handles them. 

The foregoing objections suggest that bodily unity isn't necessary for phenomenal 

unity. A second scenario suggests that bodily unity isn't sufficient for phenomenal 

unity. Suppose that someone's brain is divided in such a way that each hemisphere 

supports its own phenomenal field. Call this person "Divid". and call their two 

hemispheres "Righty" and "Lefty". Righty's and Lefty's perceptions are structured 

around one and the same body yet their e.xperiences aren't phenomenally unified. 

Bodily self-consciousness doesn't appear to be sufficient for phenomenal unity. 



Again, one co ild claim that the Divid case is deeply impossible. Perhaps there are 

deep connections between the unity of the brain and the unity of consciousness such 

that consciousness can't be split within a brain. While I can't rule this response out, it 

seems deeply implausible to me. 

I think that the de se theorist is most likely to respond to these cases by replacing the 

material notion of the self with a mental notion of the self Rather than thinking that 

e.xperiences are unified by being ascribed to a single material entity, one's own body, 

the de se theorist is better off holding that experiences are unified by being ascribed to 

a mental self According to what I will call the mental de se account, experiences are 

unified by being represented as belonging to the same mental self." 

The mentalistic de se account can handle the objections that troubled the material de 

se account. It handles the Two Body case, because e.xperiences are ascribed to a 

mental self -- a bare subject of experiences -- rather than a material self It is also able 

to account for the unity of experiences that aren't spatially located. Thoughts and 

moods may not be experienced as belonging to a physical self, but. arguably, they are 

experienced as belonging to a mental self. Despite its ability to cope with these 

objections, the mental de se account is still problematic. 

One set of problems concerns the nature of self-consciousness that it invokes. It's far 

from clear that there's enough explicit self-consciousness to unify consciousness in 

* Rosenthal (2001. 2002) seems to endorse something like the mentalistic de se account, although it's 
not clear whether he appeals to de se content to e.xplain how consciousness is actually unified or to 
explain why it only seems to be unified. I discuss his views in chapter five. 
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the way it appears to be unified. Introspective self-consciousness seems to be a rather 

rare presence in human consciousness. We typically have e.xperiences. only rarely do 

we think of them as our own. Further, it's not clear that animals self-ascribe their 

e.xperiences in anything other than the bodily sense. Yet if the unity thesis is true it 

applies to the most primitive subjects of experience, including aconceptual animals. 

But perhaps the mentalist de se account can be developed so as to meet these objects. 

Perhaps there's a background sense of "myness" ~ or ipseity ~ that permeates 

experience. 1 may not explicitly self-ascribe the dull throb in the back of my head, but 

I don't just experience it. I e.xperience it as my own. Perhaps this sense of ipseity is 

built into all human experience and accounts for its unity. Perhaps we even share this 

sense of ipseity with aconceptual animals. 

I think the central objection to this proposal is that it seems to be vulnerable to what 

Hurley calls the Just-More-Content (JMC) objection. Hurley encapsulates the JMC 

objection as follows: "How can anything internal to content determine unity, given 

that content presupposes unity? What prevents the problem of co-consciousness from 

applying all over again to it?" (Hurley 1998: 70f.).' In the present conte.xt the JMC 

objection seems to generate the following question: if two experiences are unified by 

a sense of myness what unifies this sense of myness? Isn't it also a phenomenal 

property, and don't instantiations of it also need to be unified? The very act of adding 

^ At certain points Hurley gives the just more content argument a slightly different spin. She says that 
any attempt to unify conscious states in term of content faces the problem that any such content can be 
duplicated in separate centers of consciousness. My conscious states carmot be unified by my first 
person thoughts, because someone else can have type identical first person thoughts (1998: 61). I find it 
diflicult to see what the problem is here. If contents unify they do so as tokens not as types. If first-
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ipseity to the content of consciousness in order to unify it generates still more content 

that must in turn be unified. We seem to have embarked on an infinite regress. 

It's not obvious that the JMC objection is decisive here. Perhaps it's possible for the 

e.xperience of ipseity to apply to itself, so that such experiences are somehow self-

unifying. Nevertheless, it seems to me that it raise a substantial prima facie difficulty 

for any account of the unity of consciousness - such as the de se account - that 

appeals to the content of consciousness in order to account for its unity. 

2.3 Functional accounts 

Functional approaches to the mind dominate contemporary philosophy of mind and 

cognitive science, and it's no surprise to find them applied to the unity of 

consciousness. We can identify two versions of functionalism: conceptual (or 

analytic) functionalism and empirical (or psycho-) functionalism. Conceptual 

fiinctionalists claim that the functional roles essential to the unit>- of consciousness are 

open to conceptual analysis. Part of what is meant by the claim that certain mental 

states are unified in one consciousness is that they bear certain functional relations to 

each other. Empirical functionalists deny that the functional roles in virtue of which 

consciousness is unified are available to a priori analysis. Instead. Hurley's (1998; 

2002) account of the unity of consciousness is a version of empirical fiinctionalism. 

According to Hurley, the unity of consciousness involves a "structural singularity in 

the field of causal flows characterized through time by a tangle of multiple feedback 

loops of varying orbits" (1998: 2). This is clearly not an a priori analysis of 

person thoughts succeed in unifying e.xperiences. then my first person thoughts unify my experiences 
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phenomenal unity. The debate between these uvo functional approaches to the unity 

of consciousness parallels the more familiar debate between analytic/conceptual and 

psycho-fiinctionalist accounts of mental states (see Block 1994a). 

.Although I have considerable sympathy with empirical fiinctionalism it is an a 

posteriori view, and in keeping with my policy of restricting myself to the a priori 1 

will leave such accounts to one side. Instead. I will e.xamine Shoemaker's 

fiinctionalism. which is a version of conceptual fiinctionalism. 

Shoemaker locates his account in the conte.xt of a functionalist approach to state 

consciousness and a functionalist approach to mentality in general. This general 

functionalist orientation is no accident. Shoemaker argues that there are constitutive -

or "internal" - connections between the functional roles that fi.\ state consciousness 

and those that fi.x the unity of consciousness, what he calls "co-consciousness". 

... conscious states tend to combine to form more encompassing conscious 
states, ones having effects on thought and action which the component states 
could not have individually. The more encompassing conscious states in%olve 
parts standing in the relation of co-consciousness. .-Vnd the status of parts as 
conscious states consists in part in their tendency to become co-conscious with 
other states in such a way as to confer on their subjects the benefits of having 
the more encompassing states — in the one sort of case, beliefs implied by 
other things believed, in the other, new perceptual contents which can guide 
thought and action in ways the component perceptual contents cannot. (2002) 

Shoemaker's functional analysis of co-consciousness seems to fall out of his 

ftinctional analysis of state consciousness. This is e.xactly what one would expect, 

given his view that co-conscious states combine to form complex conscious states. I 

find conceptual fiinctionalism implausible as an account of state consciousness, but 

and your first-person thoughts unify your e.xperiences. 
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here is not the place to visit this familiar territory (see Siewert 1998, Lockwood 

1989). Instead, I want to explore reasons to be cautious about Shoemaker's account of 

co-consciousness that don't involve a frontal assault on his account of consciousness. 

My central objection to Shoemaker's claim is that it seems possible for e.xperiences to 

be co-conscious without their contents being inferentially integrated in any way. 

Consider George Sperling's famous experiments on brief visual displays (1960). 

Sperling presented subjects with a matrix of either 9 or 12 numbers arranged in a 3.k4 

display. The matri.x is Hashed only briefly, for a period of 50 milliseconds. The 

subject reports seeing a 3.x3 or 3.x4 matrix of numbers (Sperling 1960: 21). When 

subjects are asked to report the contents of any one row. they can usually do so 

reliably. But although subjects are very reliable when it comes to partial report, they 

are very unreliable when asked to report the contents of all three rows at once. The 

subject has access to the information in any single row but lacks joint access to the 

information in all three rows. In this case, it seems that although the subject's 

e.xperiences of each of the three rows are mutually co-conscious - that is. they have a 

single phenomenal state that has as its content the entire matrix - these experiences 

are not conjointly available to guide thought and action as Shoemaker demands. 

This objection is not a knock-down argument against Shoemaker's proposal. For one 

thing, Shoemaker could deny that the three rows are mutually phenomenally unified. 

Although it is difficult to know exactly what is going on in the phenomenology of 

Sperling's subjects, the subjects themselves seem to report that the details of all nine 

letters are present in their phenomenology (Block 1994b: 216: Baars 1988; 15). 
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A second line of response that Shoemaker might make is to argue that the experiences 

in question are integrated in the way that his account demands. For instance, the 

subjects say that they saw all symbols; had the experiences of each of the symbols not 

been co-conscious they would not have produced such a report. At this point we need 

to distinguish two forms of reportability: event reportability and content reportability 

(Schooler and Fiore 1997). .Although Sperling's subjects couldn't report the content of 

their total experience — they couldn't report what they had experienced -- they could 

report that they had experienced the whole matrix. So in this sense the experience of 

the entire matrix is available to guide thought and action in a way in which the 

experience of the individual rows of the matrix isn't. 

Is it enough that one's global experience is merely event reportable, or does 

functionalism also demand content reportability? It may be that Shoemaker is only 

committed to event reportability. If so. it's not clear that the Sperling results provide a 

counter-e.xample to his position. But the most straightfonvard reading of Shoemaker's 

account of unity involves the claim that the conjunctive content of co-conscious states 

must be capable of guiding thought and action on account of its having the particular 

content that it does. Shoemaker may be able to develop a functional account of the 

unity of consciousness that avoids Sperling-type objections, but his position as stated 

thus far seems vulnerable to such cases. 
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2.4 An awareness account 

A very natural way to think of the unity of consciousness is to suppose that 

phenomenal states are unified by being the objects of a single act of awareness. Parfit. 

for instance, claims that there is nothing more to co-consciousness than the fact that 

several e.xperiences can be the objects of a single state of awareness (1984). There 

are, however, different conceptions of awareness. One account of the notion is in 

terms of higher-order states of consciousness. On this line, two experiences are co-

conscious when there is a third e.xperience that represents these two experiences in a 

certain way. The awareness account of phenomenal unity that I am interested here is 

not of this form. The kind of awareness that I have in mind is captured in the 

following passage: 

Awareness cannot itself be observ ed, it is not an object, not a thing. Indeed, it 
is featureless, lacking form, texture, colour, spatial dimensions. These 
characteristics indicate that awareness is of a different nature than the contents 
of the mind; it goes beyond sensations, emotions, ideation, memory. 
Awareness is of a different level, it is prior to contents, more fundamental. 
•Awareness has no intrinsic content, no form, no surface characteristics - it is 
unlike e%er\thing else we experience, unlike objects, sensations, emotions, 
thoughts or memories. (Deikman 1996; 351) 

We can also put the awareness account in terms of phenomenal field. I have identified 

the phenomenal tleld with a maximal phenomenal state, but the awareness theorist 

resists this identification, he holds that the phenomenal field has a reality over and 

above the experiences that it contains, and it is in virtue of being brought within a 

single phenomenal field that various experiences are phenomenally unified."' 

* It's not clear to me which kind of awareness account Parfit has in mind. Hill reads Parfit {1984) as 
adopting a higher-order monitoring account of awareness, but I don't see any evidence in Parfit for this 
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If awareness (in Deikman's sense) is to unify consciousness then there must be such a 

thing. Fs there? I have my doubts. For one thing, no such entity seems to reveal itself 

to introspection. There are. of course, features of consciousness, such as attention, that 

might be confused with awareness. But attention is not featureless. .Attention has a 

distinctive phenomenology. What it's like to attend to one's headache is rather 

different from what it's like when one's headache is at the fringes of consciousness. 

(Note that attention shouldn't be confused with intensity: a mild pain can be the focus 

of one's attention while an intense pain can be relocated to the margins of 

phenomenology.) .Attention cannot be equated with the awareness that we're looking 

for. rather, it takes its place within the phenomenal field alongside other phenomenal 

states, such as sensations, thoughts, emotions and memories. 

If awareness isn't verifiable by introspection then we need some theoretical 

justification for it. .Are there any such grounds? I don't think so. We needn't deny that 

the production of phenomenal states involves sophisticated mental machinery -

processes of Kantian syntheses and the like - but it's not clear to me why we should 

describe such machinery as involving an act of awareness. In ordinary parlance, an act 

is something that is done intentionally or deliberately, but in what sense are one's 

e.xperiences intentionally or deliberately unified? .A.S far as 1 can tell, there is no sense 

in which having e.xperiences is something that one does.' Hurley puts this point well: 

claim. Shoemaker (2002) also refers to awareness as unifying consciousness, but again, he doesn't say 
what he understands by 'awareness'. 
' Korsgaard herself e.\hibits a strange ambivalence on the issue of whether e.xperiences are actions. 
She begins her anicle with the recognition that a person is "both active and passive, both an agent and a 
subject of experiences" (1996: 363), yet she goes on to say that e.xperiences are something that we do 
(1996:378). 
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... we have no reason to regard all processing events involved in perception as 
the acts of the person in whose body they occur. To do so is to confuse brain 
activity with intentional acts, informational processing with agency. To appeal 
to the role of information processing to defend the view that our activity is the 
fundamental source of unity that makes content possible is to conflate personal 
and subpersonal levels of description. (1998: 79) 

There is. I think, little reason to posit acts of awareness as features of phenomenology 

that are distinct from experiences and responsible for their unification. .A.nd even if we 

had reason to posit such acts, its unclear how their structure could be responsible for 

phenomenal unity. Better. I think, to account for phenomenal unity in terms of 

relations between e.xperiences. 

2.5 Phenomenal unity and subsumption^ 

In chapter one I argued that the notion of subsumption can help elucidate that of 

phenomenal unity. In this section I will argue that subsumption not only provides a 

useful hermeneutic handle on phenomenal unity, but that there is a real sense in which 

subsumption is more primitive than phenomenal unity. 

The reason for taking subsumption to be more primitive than phenomenal unity is that 

we can define phenomenal unity in terms of subsumption. but not vice-versa. 

Defining phenomenal unity in terms of subsumption is relatively straightforward: 

Phenomenal unity (df): E.\periences A and B are phenomenally unified when 
and only when there is an e.\perience. C. that subsumes them both. 

There is, however, no obvious way to define subsumption in terms of phenomenal 

unity. We could try the following definition: 

^ Some of this section is based on Bayne (2001). 
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Subsumption (df): Experience A subsumes B when and only when there is a 
experience, C. such that (i) C and B are phenomenally unified; and (ii) the 
mereological sum of C and B is A. 

The problem with this definition is that it rests on a mereological (a part-whole) 

conception of subsumption. Without such an assumption, there's no obvious way to 

define subsumption in terms of phenomenal unity. 

But suppose — as I am inclined to — that a mereological account of subsumption is 

correct. There's still a case to be made for regarding subsumption as more basic than 

phenomenal unity, for the part-whole relation is conceptually prior to the co-part 

relation. So I suggest that we should take subsumption as a primitive relation, at least 

with respect to phenomenal unity. 

In saying this 1 seem to be parting company with Dainton. who takes phenomenal 

unity - "co-consciousness", to use his term — as a primitive. "Co-consciousness is a 

basic experiential relationship, one about which there is nothing more to be said, at 

least while we confine ourselves to describing how things seem" (2000: 84). 

Dainton's principle argument for this view is that co-consciousness cannot be 

explained away or reduced to any other relation. I think Dainton fails to make good 

on this claim. Although he does a very convincing job of arguing that co-

consciousness can't be accounted for in terms of awareness, introspection or spatial 

unity, he doesn't consider the possibility of accounting for co-consciousness in terms 

of subsumption-
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Hurley's Just-More-Content (JMC) objection provides a further rec-son to reject 

Dainton's position. The central idea behind the JMC objection is that nothing internal 

to consciousness can unify it, for any such internal feature would have to be unified in 

turn. Subsumption-based accounts clearly avoid the JMC objection. If A subsumes B 

and C then A not only unifies B and C it also unifies A and B. What about accounts 

that take co-consciousness as a primitive? Are they vulnerable to the JMC objection? 

Dainton certainly thinks that he can avoid the JMC objection. In fact, he himself 

levels it against other accounts of co-consciousness: 

The fact that vl [a visual e.xperience] is co-conscious with al [an auditory 
experience] is clearly a phenomenological characteristic, something manifest 
in consciousness ... Yet the co-consciousness of vl with al is not a separate 
and additional e.xperience. an experience over and above vl/al [the 
mereological sum of a I and vl]. If we were to subscribe to the awareness-
content model, there would be an additional component, a separate awareness 
of vl occurring with al. but we have already rejected this model of 
consciousness. If there were an occurrent phenomenal judgment that vl is co-
conscious with al. there would be a third component in the total experience, 
but by hypothesis there is not (and if there were, the same issue would arise 
concerning the co-consciousness of the phenomenal judgment with the audio
visual experience). (2000: 215: emphasis in original) 

Although co-consciousness has a phenomenal character, it is not an experience in its 

own right. Rather, it's an experiential relation that is somehow contained in the 

complex experiences that are formed by the fusion of the experiences that it binds. 

But is this taking co-consciousness as a primitive? I think not. In fact, it looks as 

though Dainton's position is implicitly mereological: "the co-consciousness of vl 

with a I is not a separate and additional experience, an experience over and above 

vl/al." The primitive state is the complex experience vl/al. and the fact that al and 
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vl are co-conscious supervenes on tiiis state. Given that the part-whole relation is 

more fundamental than the co-part relation, Dainton seems to moving away from his 

official view of taking co-consciousness as a primitive binding relation. 

Why e.xactly is the view that co-consciousness is primitive vulnerable to the JMC 

objection? The problem is this. Co-consciousness is meant to be a phenomenal 

relation. This means that it not only has phenomenal states as relata, but that it itself 

has a phenomenal character. But if this is so. then it seems to follow that it must also 

be bound to those experiences that it unifies. .As Hurley asks, what is to prevent the 

problem of co-consciousness applying all over again to it? Clearly, the obvious (and 

only?) solution to this problem is to hold that the phenomenology of the relation 

beuveen vl and al is contained within vl/al. But it's not clear that this position really 

takes co-consciousness as a primitive. Rather, it looks like the fact that a I and vl are 

co-conscious is derivative on the fact that each are subsumed by vl/al. So I'm 

inclined to think that the concept of co-consciousness is derivative on that of 

subsumption. 

It is important to note what taking co-consciousness as derivative on subsumption 

does and doesn't imply. First, it doesn't imply that there is no such thing as co-

consciousness. Recognizing that the sibling relationship is derivative on the parent-

child relation is not to deny that brothers and sisters are siblings. Second, the 

derivation here is a logical or conceptual one, it is not (necessarily) an explanatory 

one. Perhaps phenomenal fields are constructed bottom-up. Perhaps the contents of 

various sensory modalities are individually conscious, and are then bound together to 
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form a unified phenomenal field. It is natural to assume that the bottom-up approach 

entails taking co-consciousness as a primitive, while the top-down approach entails 

taking subsumption as a primitive. I think this assumption is mistaken. Co-

consciousness and subsumption are descriptive relations, they are not explanatory 

relations. Even if phenomenal fields are put together by a process of binding mico-

consciousness together, it's still the case that, having been constructed, our 

description of the structure of that field will involve an ineliminable reference to 

subsumption. 

2.6 Subsumption and entailment 

How should we think of subsumption? We could, of course, take it as a primitive, but 

there would be something unsatisfying about doing so. Better. I think, to give an 

analysis of it if we can. Two lines of analysis suggest themselves, one in modal terms, 

the other in mereological terms. 

In the previous chapter we saw that when P subsumes Q then P entails Q. (Strictly 

speaking entailment relates state-types, but we can regard entailment as derivatively a 

relation between state tokens.) But does the converse relation hold? Can one 

phenomenal state entail another without subsuming it? There are three ways in which 

it might be possible for to entail B without subsuming it. 

First, A could be a more specific version of B, in that it corresponds to a more specific 

typing of what is intuitively the same e.xperience. For example. A might be the state 

^ This section borrows significantly from Bayne and Chalmers (2002). 
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of experiencing a sharp pain, while B is the state of experiencing pain. A clearly 

entails B, but does it subsume it? 

To answer this question we need to say something about the relationship between 

having a pain and having a particular type of pain, say, a sharp pain. This relation is, it 

seems, an instance of the determinate-determinable relation, [t appears to be formally 

analogous to the relationship between being a color and being a particular color, such 

as red, green, yellow, etc. Being red is not something over and above being colored, it 

is a way of being colored. Similarly, having a sharp pain isn't something over and 

above having a pain, it is, rather, a vva\-of having a pain. 

Do determinables subsume their determinates? It certainly isn't natural to think of the 

determinate-determinable relation in these terms. Intuitively, subsumption seems to be 

a relation between distinct experiences, rather than a relation between instantiations of 

different phenomenal properties within a single experience. But we have already said 

that an experience can subsume itself, so perhaps we should also allow that 

determinate-determinable relations qualify as (degenerate) instances of subsumption. 

(Note that the equation of phenomenal states with experiences is now looking 

problematic, in that what is intuitively a single experience - feeling a sharp pain in 

one's right big toe - involves the instantiation of a number of phenomenal properties: 

<feeling a pain>, <feeling a pain in a toe>, <feeling a pain in one's right foot>. etc.) 

Second, A and B might correspond to intuitively distinct experiences that share a 

type. For example, a subject might have two pains at the same time, or two 
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experiences of red, and so will have two distinct phenomenal states of the same type. 

In this case, one state-type will entail the other, so if entailment among tokens is 

derivative on entailment among types, one state-token will entail the other. In this 

case, it is not plausible to hold that one state subsumes the other. One could respond 

to this objection by revising the definition of entailment among state-tokens, requiring 

that it is impossible for one token to e.xist without the other, in addition to the 

requirement that one type cannot e.xist without the other. But one can also deal with 

this case by invoking the notion of a maximally specific phenomenal property. 

Consider color experiences. Suppose that one has two red e.xperiences at the same 

time. say. an experience of crimson and an experience of scarlet. These two 

experiences both instantiate the phenomenal property of red. but they also instantiate 

a more specific color property. One instantiates the phenomenal property associated 

with scarlet, the other instantiates the phenomenal property associated with crimson. 

.A.nd even two scarlet experiences can differ in shade. But at some point it seems 

plausible to suppose that we will reach a phenomenal property that can't be multiply 

instantiated in a single subject at a single time. Call such a property a maximally 

specific phenomenal property. 

With the notion of a maximally specific phenomenal property in hand we can handle 

this second type of case. All we need do is restrict entailment to a relation between 

maximally specific phenomenal types. Two pains that are had by the same subject at 

the same lime might both instantiate a single phenomenal property, but, trivially, they 

won't instantiate the same maximally specific phenomenal property. 
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A third type of case involves the familiar notion of gestalt unified. In a case of gestalt 

unity, an experience of one type entails the e.xistence of another type, even though it 

doesn't seem to subsume it. For e.xample, perhaps (to use an example from Dainton 

2000) the experience of the boundaries of a Kanisza triangle is of a special sort that 

could not be had in the absence of the circles in which the triangle is embedded. Cases 

of gestalt unity seem to be cases in which one phenomenal state entails another 

phenomenal state without the first subsuming the second. For example, the e.xperience 

of the boundary of a Kanisza triangle might entail something about the experience of 

the nearby objects, but the experience of the nearby objects does not intuitively 

subsume that of the boundary of the triangle. 

I doubt that there are any true instances of gestalt unity. But in the present context we 

don't really need an actual case of gestalt unity to see that subsumption cannot be 

understood in terms of entailment: the mere metaphysical possibility of gestalt unity 

suffices to make the point. Examples of gestalt unity, if there were any. would involve 

entailment without subsumption. and since gestalt unity seems to be coherent, it 

seems that subsumption cannot be reduced to entailment.^ 

2.7 Subsumption and mereology 

I'm attracted to a mereological analysis of subsumption. By this I mean an analysis 

that construes subsumption as the part-whole relation: A subsumes B when and only 

' It should be pointed out. however, that it is plausible to suppose that even when .A. and B are gestalt 
unified they will be co-subsumed. The possibility of gestalt unity doesn't suggest in any way that the 
unity thesis is false. All it suggests is that we can't identify subsumption with entailment. 
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when B is a part of A. (I allow that a proper part qualifies as a part, so that an 

experience subsumes itself.) On this view, co-consciousness is the co-part relation. 

.A.nd if the correspondence thesis is correct - as it seems to be - then any two 

(phenomenal) parts of a single phenomenal state will fuse to form a phenomenal state 

in its own right. 

In defending a mereological analysis of phenomenology I am not defending the view 

that the mereological sum of any two phenomenal slates - say. my current experience 

of hearing the kettle boil and Edmund Hillary's experience of exhilaration on reaching 

the top of .Vlt. Everest - is a phenomenal state. Such a view is no more plausible 

thatnthe view that the mereological sum of any two physical objects - say. my kettle 

and .Vlt. Everest - is identical to a physical object. (Indeed. I think the claim that the 

former claim is rather less plausible than the latter one.) Rather, the claim is that the 

mereological sum of certain phenomenal states is itself a phenomenal state. Which 

phenomenal states? Well, if the unity thesis is right, the mereological sum of co-

instantiated phenomenal states is a phenomenal state. (Remember that co-instantiated 

states are simultaneous.) IVhy is the mereological sum of co-instantiated phenomenal 

states itself a phenomenal state? That's a topic for later chapters: for now I simply 

want to point out that the mereological fertility of phenom ology isn't unconstrained. 

The mereological view has a number of attractive features. First, both subsumption 

and co-consciousness are intuitively thought of in mereological terms. For example. I 

introduced the notion of subsumption by saying that one phenomenal state subsumes 

another when, intuitively, the former includes the latter. And co-consciousness is 



often glossed as the relation that experiences bear to each other when they fuse to 

form an experience. Of course, informally glossing a notion in a certain way doesn't 

commit one to a formal treatment of it in those terms, but it is suggestive. 

Second, the mereological account comports with the logical properties of 

subsumption and co-consciousness. The logical properties of subsumption are those 

of the part-whole relation, while those of co-consciousness appear to be those of the 

co-part relation. 

Third, the mereological account can handle cases of gestalt unity. Gestalt unity is 

problematic for an analysis of subsumption in terms of entailment, for gestalt unity 

occurs when one type of phenomenal state entails another without, intuitively, 

subsuming. But such cases don't trouble the mereological analysis, for gestalt unified 

states aren't mereologically related. 

Although the mereological account is plausible it is not problem-free. I think it faces 

two central objections. The first objection concerns the ontology of experience. There 

are three leading accounts of experiences. Some view experiences as concrete 

particulars, individuals in their own right. Others regard experiences as events. Still 

others take experiences to be property instantiations. (The contrast between this 

account and event-based accounts is a bit murky, for many hold that events simply are 

property instantiations of a certain kind.) 
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Talk of part-whole relations is most at home in the context of individuals, concrete 

particulars. When we think of wholes and parts we tend to think of bodies and body-

parts, pizzas and pizza slices, countries and their states, and so on. This suggests that 

the mereological account is wedded to a view of experiences as concrete particulars -

as objects in their own right. .A.nd this, it might be thought, is deeply problematic. Not 

only is this account of experiences only one view among three, it is probably the least 

popular at present. 

But in fact the mereological approach isn't committed to it. Those who regard 

experiences as events can endorse the mereological account, for events can clearly 

enter into mereological relations. The loss of Gaul was a part of the decline and fall of 

the Roman Empire; the battle of the Bulge was part of WWII; and this month is part 

of 2001. A mereological approach to phenomenology appears to be compatible with 

regarding phenomenal states as events. 

What about property-based account of experience? Are they consistent with the 

mereological approach? That depends on what property instantiations are. Many of 

the leading accounts of events regard events as property instantiations of certain kinds 

(see Bennett 1988; Goldman 1970; Kim 1976; and Lombard 1986). If such accounts 

are right, then property instantiations can have parts. (Of course, not everyone agrees 

that events are property instantiations. Some regard events as ontological primitives. 

Such accounts don't have any obvious implications for whether or not property 

instantiations can stand in mereological relations.) 



A second objection to the mereological account is that it suggests that the parts of a 

phenomenal field can exist in independence from each other. Like the parts of a pie, 

they can be disentangled from the whole in which they occur. But if the parts of a 

phenomenal field are each independent consciousnesses in their own right - "micro-

consciousness", as Zeki and Bartels (1998a) (1998b) call them - then a phenomenal 

field would be nothing more than an aggregate of consciousnesses. Its unity would be 

merely contingent. .And that seems very counter-intuitive. 

I agree that the conception of a phenomenal tleld as a contingent aggregation of 

independent consciousnesses is a very strange one. But it isn't entailed by the 

mereological view. The claim that a phenomenal field has pans doesn't entail that 

those parts are capable of e.xisting independently of the phenomenal field in which 

they figure. Perhaps they can; perhaps they can't. If they can. this claim has to be 

established on its own merits, it doesn't simply fall out of a mereological analysis of 

phenomenal unity. .A. proponent of the mereological account could hold that the 

mereological relations between phenomenal states are essential to the states 

concerned. The members of a set can be regarded as pans of it, but they are not 

contingent parts, for sets have their members necessarily. 

It is one thing to say that phenomenal unity is a mereological relation, it is quite 

another to spell out what sort of mereological relation it is. Battles that are parts of a 

single war are related to each other in one way, spaces that are parts of a single space 

are related to each other in another, and the parts of organisms are related to each 

other in yet other ways. How are the parts of phenomenal fields related to each other? 
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Consider spatial and temporal wholes, which can be regarded as the sums of spatial 

and temporal parts. (I assume a substantivaiist concept of space for the purposes of 

discussion.) Take a region of space I foot wide, 1 foot tall and 3 feet long. Call this 

region "S". We can think of .S as the mereological sum of 3 other regions of space, 

each of them 1 foot long, high and wide.  Call  these three regions "Sr,  "SI ' ,  and 'S3\  

51. S2 and S3 aren't simply parts of S, but they are related part-wise in a certain way. 

52. for instance, is between SI and S3. SI and S2 are adjacent, as are S2 and S3. But 

SI and S3 are not adjacent. Regions of time also stand in relations of betweeness and 

adjacency. Consider the temporal interval of an hour. We can think of this temporal 

interval. T. as the mereological sum of three successive twent\-minute intervals Tl. 

T2 and T3. Again, these three temporal internals are related to each other in certain 

ways. For example. T2 is between Tl and T3. 

.\re experiences related in these ways? Could phenomenal state .A. be nearer to B than 

C is? In other words, is there a phenomenal parallel to temporal and spatial distance? 

We can make sense of phenomenal distance if we can make sense of the suggestion 

that co-consciousness isn't transitive. If .A. and B are co-conscious. B and C are co-

conscious. but and C aren't co-conscious, then A is phenomenally closer to B than 

to C. But. as I suggested above, it's far from clear that we can make sense of the 

suggestion that (synchronic) co-consciousness can fail to be transitive. Indeed. I think 

that the intuition that there is no phenomenal distance within a phenomenal field just 

is the intuition that synchronic co-consciousness is transitive. 
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It might be thought that an analysis of phenomenal fields in terms of subsumption 

brings with it the possibility of phenomenal distance. Take a comple.x experience, say, 

a visual experience of a woman standing ne.xt to a horse. This experience subsumes an 

experience of the horse, which in turn subsumes an e.xperience of the horse's tail. 

Doesn't this mean that there is a certain kind of phenomenal distance between the 

visual experience of the woman and the horse, and the visual experience of the 

horse's tail? (After all. one might think that the phenomenal route between the two 

proceeds via an experience of the horse.) The answer to this question is "no." The 

experience of the horse is. of course, an intermediary between the experience of the 

woman and the horse and the experience of the horse's tail, in the sense that it is 

subsumed by the former experience and subsumes the latter. But this doesn't prevent 

the experience of the horse's tail from being directly phenomenally unified with every 

experience of which it is a part. .\ny uvo experiences within a single phenomenal 

field will be directly phenomenally unified; they will be "phenomenal neighbors." 

If this is right, then there is something quite misleading about the metaphor of the 

phenomenal field. Some parts of spatial field lie beuveen other parts. But the parts of 

phenomenal fields aren't like this. The temporal parts of a stream of consciousness 

can be phenomenally separated from each other, but the non-temporal parts of a 

phenomenal stream - the parts of a phenomenal field — can't. 

Even though a phenomenal field lacks dimensionality. I think we can still say that one 

phenomenal field can be larger — can contain more phenomenal content — than 

another. Suppose that one's senses begin to drop out. one by one. First visual 
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experience vanislies, then auditory, olfactory, and tactile experience goes. Finally, 

proprioceptive experience fades, along with bodily sensations of all kinds. One is left 

with certain emotional experiences perhaps, and a stream of thought. It seems natural 

to think of this scenario as involving a decrease in the size of one's phenomenal field. 

So phenomenal fields have size even though they lack dimensionality. 

To conclude. I have surveyed a number of analyses of phenomenal unity. I have 

argued that one cannot ground phenomenal unity in the unity of agency, the unity of 

the self, functional unit\' (at a personal level), or awareness. Instead. I have suggested 

that experiences are phenomenally unified in virtue of being co-subsumed. Having 

rejected a modal account of subsumption, I have sketched a mereological approach to 

the notion. Phenomenal fields, I have suggested, are complex experiences, and the 

parts of a phenomenal field are unified by being parts of that complex experience. 
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Chapter 3: In Defense of the Unity Thesis 

Is the unity thesis true? It is certainly plausible. All the experiences that I have at a time 

seem to be mutually phenomenally unified. They may not all fall within a single focus of 

attention, they may not be object, spatially, or epistemically unified, but they do seem to 

fall within a single, ftilly unified, phenomenal field. This doesn't seem to simply be a fact 

about me or subjects like me. Instead, it seems to be a necessary truth about any subject 

of experience. There seems to be something deeply impossible about disunified - that is. 

fragmented and bifurcated - subjects of e.xperience. The unity thesis seems to have 

intuitive support, but can we chisel this intuition into an argument? 

3.1 Partial unity and projectability 

A natural argument against the possibility of disunified subjects takes off from our 

inability to project ourselves into the perspective of a disunified subject. The argument is 

this: 

(1) If disunified subjects are possible, then there must be something it's like to be a 

disunified subject - there must be such a thing as the phenomenal perspective of a 

disunified subject. 

(2) We are unable to project ourselves into the perspective of a disunified subject; 

(3) But if disunified subjects have a phenomenal perspective, then we should be able to 

project ourselves into it. 

(4) Thus, we have good reason to think that disunified subjects are impossible. 
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Some reject (I). Snowdon, for example, describes the assiunption that for each subject of 

experience there has to be some way that it's like to be them as "hazy" (1995: 78). I don't 

share his view. Indeed, absent this assumption I don't know what it is to be a subject of 

experience. 

(2) is a conjunction of two claims: 

(2F) We are unable to project ourselves into the perspective of a fragmented 

subject. 

(2B) We are unable to project ourselves into the perspective of a bifurcated 

subject. 

Let me begin with (2F). It seems to me that there is wide support for (2F) Even 

Lockwood. to whom we owe the notion of a partially (merely weakly) unified 

consciousness confesses that: 

... in spite of having defended it in print, I am still by no means wholly persuaded 
that the concept of a merely weakly unified consciousness really does make sense. 
Like Nagel (1979, pp. 160, 163), I am still unable to project myself into the 
position of a subject with a partially unified ... consciousness. (Lockwood 1994: 
95) 

But is it indeed true that we cannot project ourselves into the phenomenal perspective of 

a fhigmented subject? What it is to project oneself into the perspective of another? 

Intuitively, projection involves a certain type of imagining, an imagining "from the 

inside". Can we imagine fragmented subjects in this way? Lockwood (1989) had earlier 

suggested that we can: we need only imagine each of the subject's overlapping 
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experiences (A&B and B&C) in turn (Lockwood 1989: 92). Since these tvvo acts of 

imagination are successive they don't bring with them an experience of A&C in the way 

that attempting to imagine A&B and B&C at once does. 

Lockwood's proposal hasn't had a warm reception. Peacocke worries that successive acts 

of imagination would fail to capture the fact that one is imagining the simultaneous 

e.xperiences of a single subject (Peacocke 1994: xx), while Dainton objects that 

successive acts of imagination fail to ensure that the B-type experience in A&B is the 

very same B-type experience that occurs in B&C (Dainton 2000: 98). Although there 

seems to be something to these objections, they are puzzling. Why can't one simply 

stipulate that one is imagining the simultaneous experiences of a single subject, and that 

the two B-type experiences are the very same experience? .A.s Wittgenstein pointed out, 

"if a man says 'I am imagining King's College on fire', it seems absurd for his friend to 

respond. "How do you know it is King's College you are imagining? Are you aware that 

there is a precise replica of it on a film set in Los Angeles? May you not be imagining it'l 

(Wittgenstein (1965: 39). Why isn't the numerical identity of the objects of my 

imagination up to me? And if it is, why can't I imagine what it's like to be a fragmented 

subject by engaging in successive acts of imagination? 

In order to see why Lockwood's proposal fails we need to explore the notion of projection 

in more depth. I take projection to be identical to what Nagel calls "sympathetic 
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imagination". Nagel distinguishes sympathetic imagination from perceptual imagination.' 

"To imagine something perceptually, we put ourselves in a conscious state resembling 

the state we would be in if we perceived it. To imagine something sympathetically, we 

put ourselves in a conscious state resembling the thing itself (Nagel 1974: fn II)." 

Although perceptual and sympathetic imagination are very similar - a single image can 

serve as the basis for both an act of perceptual imagination and an act of sympathetic 

imagination (Peacocke 1985) - there is, I think, an important way in which they ditTer. 

Whereas an act of perceptual imagination need not have the same structure as the state 

imagined, acts of sympathetic imagination must have the same structure as their target 

states. This is because sympathetic imagination involves replicating the state being 

imagined. One cannot imagine a consciousness from which the experience of time is 

absent without the e.xperience of time being absent from one's own consciousness. Nor. 

to use Nagel's e.xample, can one imagine what it would be like to echolocate without 

actually being able to echolocate oneself 

We can now see why Lockwood's response to (2F) fails. Engaging in successive acts of 

reduplication would only enable one to imagine a subject that had A&B and then B&C. 

In order to project oneself into the phenomenal perspective that a subject had a particular 

time one would need to engage in a single act of projection. 

' I am indebted to Hill (1997) for drawing Nagel's comments to my attention. 
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Essentially the same points apply to (2B). Imagining what it's like to have phenomenal 

perspective A and then imagining what it's like to have phenomenal perspective B would 

only enable one to imagine what it's like to have A and then B, it wouldn't enable one to 

imagine what it's like to have A and B at the same time. So I think (2) should be 

accepted. 

But the projectability argument only succeeds if (3) is plausible. Is it? I don't think so. 

Neither unimaginability in general nor sympathetic unimaginability in panicular seem to 

be reliable guides to impossibility. Many subjects of experience seem to be imaginatively 

inaccessible to us. Echolocation, for instance, seems to be perfectly possible even though 

we cannot project ourselves into the perspective of such a subject. In general, there is 

little reason to think that our projective abilities limn the space of possible phenomenal 

perspectives. Being able to project oneself into the perspective of a fragmented subject 

would be relevant to the current debate — it would be an e.xistence proof that fragmented 

subjects are possible — but being imable to project oneself into such a perspective doesn't 

seem to go any way towards showing that such subjects are impossible." 

* Someone might challenge the claim that being able to imagine partial unity would show that partial unity 
is possible. Is it really so obvious that sympathetic imagination really is a reliable guide to possibility? 
Williams (1973) has argued that it isn't. He claims that although one can sympathetically imagine being 
Napoleon, this fact goes no way towards showing that one really could have been Napoleon. Williams and I 
are putting sympathetic imagination to very different uses, and it may be that sympathetic imagination is 
only reliable when used in my way. There are two differences between using sympathetic imagination to 
imagine partial unity, and using it to imagine that one is Napoleon. Firstly. I am supposing that one can 
imagine a certain type of consciousness, rather than a certain particular consciousness. Second. I am not 
supposing that sympathetic imagination is a reliable guide to de re possibility, whereas the case that 
Williams canvasses does. .-Ml I am claiming is that if one could sympathetically imagine partial unity then 
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3.2 Panial unity and inconceivability 

We can work towards a more attractive argument for the unity thesis by considering 

echolocation in more detail. Although echolocating subjects are projectively inaccessible 

to us. such subjects are clearly possible. Indeed, many projectively inaccessible subjects 

seem possible. For instance, it seems possible for diere to be a subject of experience that 

has a specious present that lasts for an hour, even though such a subject is projectively 

inaccessible to us. Why do we find such subjects possible? I suggest that our basis for 

thinking that such subjects are possible lies in the fact that we can conceive of them. And 

this in turn suggests an inconceivability argument against the possibility of disunified 

subjects. 

What is inconceivability, and how does it differ from projectability? I take projectability 

to involve a quasi-perceptual (or quasi-sensory) seeming. In projecting myself into the 

perspective of someone with an auditory experience of thunder 1 recreate in myself a state 

that is perceptually similar to a state that I would be in were I to hear thunder. Imagining 

hearing thunder bears a sensuous similarity to actually hearing thunder. Inconceivability 

involves an intellectual seeming rather than a perceptual seeming. In conceiving of a 38-

foot tall bicycle one need not present oneself with a quasi-perceptual representation of 

such an object. It is, I think, rather difficult to say what conceiving of a 38-foot tall 

bicycle does involve, but it clearly need not involve perceptual imagery of any kind. One 

simply has the conviction that it is possible for there to be a 38-foot tall bicycle; this 

panial unity would be possible. But, in fact, if one had to be partially unified to imagine partial unity, then 
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conviction isn't grounded in an imaginative or quasi-perceptual state of any kind. Perhaps 

we can useftilly compare (in)conceivability intuitions to certain types of memory states. 

Some memory states involve quasi-perceptual content, but others don't. One can 

remember that one had porridge for breakfast without having (quasi) perceptual 

experiences of any kind. 

Following van Cleve (1983) let us distinguish two types of inconceivability. Let us say 

that P is strongly inconceivable for S when S can see that P is impossible, and let us say 

that P is weakly inconceivable for 5 when S has entertained P but cannot see that P is 

possible. Note that "seeing" is not being used in the success sense here. In the same way 

that one can have a memory of something that didn't happen, so too one can see that P is 

(isn't) impossible even when it isn't (is). As the name suggests, strong inconceivability is 

stronger than weak inconceivability: if 5 finds P strongly inconceivable then she finds it 

weakly inconceivable, but not vice-versa. "Strength' here concerns the content of the 

inconceivability intuition, not its epistemic status (or its degree of subjective cenainty). 

Strong inconceivability claims can be weakly justified and weak inconceivability claims 

can be strongly justified. 

Examples of strong inconceivability - or at least putative strong inconceivability - are 

not hard to find. Scratch a putative metaphysical truth and one finds a claim of strong 

inconceivability: uncaused events are inconceivable; physical objects that can survive the 

the ability to imagine partial unity would entail tbat the tmaginer was herself partially unified. 
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process of being shrunk to an extensionless point are inconceivable; square circles are 

inconceivable; tigers that lick all and only all tigers that do not lick themselves are 

inconceivable, and so on. As an example of a proposition that is weakly inconceivable 

consider Goldbach's conjecture that every even integer greater than 3 is the sum of two 

prime numbers. I take it that you neither see that Goldbach's conjecture is true, nor do 

you see that it is false. 

If disunifled subjects are inconceivable are they weakly or strongly inconceivable? Let's 

begin with weak inconceivability. 

It seems quite clear that fragmented subjects are weakly inconceivable. 1 know of very 

few people who claim to be able to conceive of a fragmented subject. For the most part, 

those who allow the possibility of fragmented subjects tend to either not to be talking 

about phenomenal consciousness, or they are drawn to the notion only because they think 

that certain empirical phenomena force them to it. As we saw above, even Lockwood - to 

whom we owe the notion of partial unity - is unsure that the notion really does make 

sense. 

It's less clear whether bifurcated subjects are weakly inconceivable. There's no doubt that 

some people claim to be able to conceive of bifurcated subjects. Some authors claim that 

an animal with two brains, each of which contained its own consciousness, would be such 

a subject. I think such a scenario is clearly conceivable, what's less clear to me is whether 



such a scenario contains a bifurcated subject (the animal). I'm inclined to think that it 

doesn't. I'm inclined to think that subjects of e.xperience should be individuated in 

phenomenal terms, and that a world containing animals with two phenomenal worlds 

isn't necessarily a world with bifurcated subjects. But I can't argue for this point here, 

and so will leave the issue of bifurcated subjects to one side at this point. I pick up this 

issue again in chapter six. 

Fragmented subjects may be weakly inconceivable, but it's doubtful whether this point 

contributes much support to the case against them. As van Cleve points out. there is little 

reason to think that weak inconceivability intuitions are reliable. .\n inability to see that P 

is impossible may be due to nothing more than a cognitive limitation on the part of the 

cognizer. There are contexts in which an absence of evidence is also evidence of absence, 

but it is doubtful whether the present case is such a conte.xt. 

If we are to around the case for the unitv thesis in an inconceivabilitv argument we need w • •• w 

a strong inconceivability intuition. In other words, it has to be the case that we can see 

that disunified subjects are impossible. (Remember that "seeing' is not being used in the 

success sense here, so such a case need not be conclusive.) Are disunified subjects 

strongly inconceivable? I'm inclined to think they are. I'm inclined to class the possibility 

of firagmentation with the claim that it is impossible for a physical object to survive the 

process of being shrunk to an extensionless point rather than with Goldbach's conjecture. 

There seems to be something incoherent in the idea that someone might have a red 
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experience and a hot experience at the same time, but not have these experiences 

together. Call this the unity inmitionf 

Can we say anything more about the nature of the unity intuition? As I just presented it, 

the unity intuition is an inmition that the pairwise unity thesis is correct. But in fact the 

primitive inmition seems to support the unity thesis: no matter how many e.xperiences a 

subject has at a time, all of their experiences must be mumally phenomenally unified. 

What grounds the unity intuition? Is it merely based on one's grasp of the concept of 

consciousness, or is it based on direct acquaintance with consciousness itself? I think 

there's some temptation to think that these two options collapse, for there's some reason 

to suppose that one can grasp the concept of phenomenal consciousness only if one is, or 

at least has been, acquainted with phenomenal consciousness itself Whether or not that's 

true, it seems plausible to suppose that the unity intuition is grounded in an acquaintance 

with consciousness itself (Dainton 2000: 108). 

The difficult issue here is how we know which feamres of consciousness are 

metaphysically necessary and which are merely contingent, or nomologically necessary 

at best. It is not enough simply to say that "some essential properties of the relationship 

are known to us simply because the intrinsic character of the relationship is manifest in 

our experience" (Dainton 2000: 108). The critical issue is how we know of any particular 

^ The unity intuition is closely akin to what Blackburn (1996) calls the "Unity Reaction". 
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feature that it is an essential feature of consciousness. Our own consciousness has many 

invariant features that don't seem to be necessary features of consciousness. How can we 

discriminate the essential properties of consciousness from its contingent properties? I 

don't have any answers to this question. Ail I can say is that the issue of distinguishing 

the essential from the accidental will trouble any account of consciousness, and to the 

best of my knowledge no-one has a clear solution to this problem. 

How widespread is the unity intuition? This is a difficult question to answer. .A.lthough 

it's not difficult to find writers who appear to countenance the possibility of 

consciousness fragmenting, it's usually unclear whether they have what I'm calling a 

fragmented subject in mind when they make such claims. Moor (1982). for e.xample. 

refers to a "gradual separation of spheres of consciousness", and the most natural way to 

take this e.xpression is in terms of fragmentation. But he doesn't say whether he has 

access consciousness or phenomenal consciousness in mind, and there is no particular 

reason to think that he's talking about phenomenal consciousness. Those who do 

distinguish access consciousness from phenomenal consciousness often claim that the 

former can fragment in a way that the latter can't. Natsoulas, for e.xample. contrasts the 

notion of a sphere of consciousness with that of a stream of consciousness, where spheres 

seem to be individuated in functional terms and streams in phenomenal terms. Natsoulas 

allows "that spheres of consciousness can vary in their degree of separateness", and that 

we can think of a "single, somewhat disunified sphere of consciousness" (1987: 439), but 

he rejects the suggestion that streams of consciousness might be more or less unified. 
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Nevertheless, at least some of those who reject the unity intuition have phenomenal 

consciousness in mind. Lockwood (1989), for instance, claims to be able to conceive of a 

fragmented subject. Can I show that Lockwood is wrong? No. It is, in general, very 

difficult to argue that something is (in)conceivable. Such intuitions appear to be brute in a 

certain way — they seem to be able to justify various claims without themselves being 

able to be justified. 

Of course, some are skeptical about all modal intuitions: I have nothing to say about a 

general modal skepticism here. But one could accept that in/conceivability intuitions are 

generally prima facie justified while denying this status to certain types of 

ia'conceivability intuitions. Chris Hill and Brian .McLaughlin (1999) take such a position. 

They argue for a selective modal skepticism in which Cartesian intuitions are singled out 

as being unreliable. Cartesian intuitions involve the joint e.xercise of a sensory and 

physical concept. Thus, the zombie intuition - the intuition that it is metaphysically 

possible that there be a creature that is a physical duplicate of me but not a phenomenal 

duplicate of me - is a Cartesian intuition. 

The inconceivability intuition isn't a Cartesian intuition, for it doesn't involve the 

application of any physical concept. Nevertheless, someone sympathetic to the Hill-

McLaughlin approach might expand the class of unreliable modal intuitions to include 

any intuition that involves a phenomenal concept. Although this is certainly a possible 

position, I don't see much to motivate it. At any rate, the arguments that Hill and 
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McLaughlin give for the unreliability of Cartesian intuitions don't apply to modal 

intuitions that involve only phenomenal concepts - what we can call "phenomenal 

intuitions". (Briefly, Hill and McLaughlin argue that die epistemic constraints that govern 

the use of sensory concepts are orthogonal to those that govern the use of perceptual or 

physical concepts.) 

Is there any particular reason to think that phenomenal intuitions are, as a class, 

unreliable? I don't know of any. We certainly appeal to them readily enough. Consider 

the following claims; 

• It is impossible for an orange hue not to contain red and yellow as components. 

• It is impossible for a hue to (simultaneously) contain both red and green hues as 

components. 

• It is impossible for a hue to be both glowing and black (Tye 1995: 205). 

• There is no hue that is not related to ever\' hue that we can e.xperience via some 

resemblance route (Thompson 1995: 275)."' 

Each of these claims enjoys widespread support, support that is primarily based on the 

(strong) inconceivability of its denial. One simply sees that it is (metaphysically) 

impossible for an orange hue to fail to contain red and yellow as constituents. Similarly, 

one sees that it is impossible for a hue to be both glowing and black. I don't claim that the 

inconceivable intuitions at play here provide conclusive evidence for these claims: in at 
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least one of these cases there is empirical evidence against the modal claim (Hardin 1988: 

124f.). But they do seem to provide prima facie support for these claims. Similarly, I 

suggest that the (strong) inconceivability intuition provides prima facie reason to reject 

the possibility of disunified subjects. 

3.3 Fragmentation and what it's like 

It might be objected that the subjective perspective cannot reveal that consciousness is 

necessarily unified, for it cannot even reveal that one's own consciousness is actually 

unified. According to Hurley, the unity of consciousness is not subjectively accessible. 

When we imagine what it is like to be in certain states of consciousness, we 
imagine having experiences or attitudes with those contents. When we imagine 
having co-conscious states, we imagine having experiences or attitudes in which 
certain contents are co-conscious. There is no difficulty about imagining that 
contents p and r are co-conscious, and that contents q and r are co-conscious. But 
now comes the crunch. To imagine a partially unified consciousness, we must 
imagine not something about the contents of our states, but something about their 
identity. For example, we must imagine that the content r that is co-conscious 
with the content p is the content of the same experience as the content r that is co-
conscious with content q. It is hard to imagine what this would be like. But that 
may be because there is nothing it is like for experiences with the same content to 
be identical or different. The subjective perspective has access to the contents of 
experiences, but not their identity. There is something it is like to have an 
experience with a given content, or for contents to be co-conscious, but there is 
nothing it is like for my experience with a given content not to be identical with 
your e.xperience with the same content. By the same token, there is nothing it is 
like for my e.xperience with that content to be identical with itself The "what it's 
like" talk just doesn't apply in these ways. (1998: 165: my emphasis) 

Hurley denies that we can give a 'what it's like' account of the difference between fully 

unified and fragmented subjects. She also seems to reject the idea that we can give a 

[ don't mean to suggest that all of the claims are on a par. In particular. Hardin (1988) and Thompson 
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consciousness and a bifurcated subject. We can say that Hurley rejects 'what it's like' 

(WIL) conceptions of disunity. 

We can begin by noting that Hurley's position sits uneasily with her characterization of 

co-consciousness. Hurley provides little e.xplanation of how she is using "co-

consciousness' other than to say that co-conscious e.xperiences are "together" (2002). If 

we are to understand this togetherness in phenomenal terms - and I'm not sure how else 

we are to understand it - then Hurley's own conception of co-consciousness would seem 

to demand a \V1L analysis. A visual experience and an auditory experience are co-

conscious when they are had together, and they are had together when they have a 

conjoint phenomenology, that is. when there's something it's like to have them 

conjointly. Given Hurley's rejection of a WIL analysis of unity it is unclear what she 

might mean by "co-consciousness'. 

Leaving aside Hurley's use of 'co-consciousness', what can we say about her attack on 

WIL analyses of phenomenal unity? Let's begin with the question of what e.xactly a WIL 

analysis of phenomenal unity involves. The rough idea is that there is a subjective 

difference between unified subjects and disunified subjects. More carefijlly. 

(SI) Whether or not two phenomenal states are phenomenally unified is always 

reflected in what it's like to have the experiences in question. 

(1995) hold that reddish-green and yellowish-blue hues are conceptually possible. 
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It is important to note that (SI) doesn't say anything about the availability of phenomenal 

unity for introspective judgment or report. One could endorse SI while denying that one 

will always be able to form a phenomenal judgment about or report on the phenomenal 

unity of one's experiences. I will use the term 'subjectivism' for the view that (SI) is true 

and 'objectivism' for its denial. Subjectivism, so understood, is not the view that 

phenomenal unity has a merely subjective nature. Subjectivists need not deny that 

phenomenal unity can ultimately be reduced to, or identified with, an objective property 

or properties. What subjectivists claim is that whatever non-phenomenal aspects 

phenomenal unity has, it also has a phenomenal character. 

In order to evaluate Hurley's argument against (SI) we need to say something about the 

difference between the contents of e.xperiences and their identity. Suppose that you and I 

both form a mental image of the White House. It's possible for your mental image to be 

qualitatively identical to mine. They are instantiations of the same phenomenal property. 

Or, to put the same point in terms of states, they are tokens of the same phenomenal state 

type. They differ only in their time of occurrence and the subject in which they occur: 

there is no difference between them in so far as their subjective character - what it's like 

to have them - is concerned. Call such qualitatively identical states duplicates. 

Hurley's argument against subjectivism turns on the claim that there couldn't be a 

subjective difference between having a single instance of a phenomenal property and 

having duplicates of it. There could be no subjective difference between Aileen, who has 



84 

duplicate experiences A and A*, and Helen, who has only A. Aileen cannot tell whether 

or not her two experiences are co-conscious, for co-consciousness operates at the level of 

content, and A and A* share the same content. Indeed. Aileen cannot even tell that she 

has two experiences with the same content: all that's available from the subjective 

perspective is the fact that she has at least one A-type experience. 

Suppose that Aileen has a third experience, B. If partial unity is possible, then B may 

only be phenomenally unified with A, even though A and A* are themselves 

phenomenally unified. If Hurley's right, the fact that B is co-conscious with A, rather 

than A*, won't be subjectively accessible to Aileen. She can tell that she has 

instantiations of the phenomenal properties .A. and B. and she can tell that she has an 

instantiation of phenomenal property A«S:B, but she cannot tell that all of her phenomenal 

states (property exemplifications) are mutually unified. Call this the duplication 

argument. 

The first point to note about the duplication argument is that it assumes that the unity 

thesis is false. If the unity thesis is true then A and A* must be co-conscious, for the unity 

thesis claims that (simultaneous) co-subjective experiences will be co-conscious. 

Although this point is worth noting, there are two reasons why it doesn't affect the 

duplication argument. Firstly, the unity thesis is controversial, and the strongest 

arguments for it presuppose subjectivism. Hurley is quite within her rights in presenting 

an argument for objectivism that assumes that the unity thesis is false. Secondly, the point 
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of the duplication argument is not to argue that it is possible for a subject to have 

duplicate experiences only some of which may be co-conscious with their other 

experiences - rather, the point is that relations of phenomenal unity are not subjectively 

given as such. If Hurley is right, the unity thesis gamers no support from the supposed 

inconceivability of a fragmented consciousness. Hurley agrees that, for every fragmented 

consciousness, there will be something that it's like to have that consciousness, but she 

denies that that 'what it's like' will be unique to that fragmented consciousness - it could 

also characterize a fully unified consciousness. More generally, it seems as though 

Hurley is committed to the view that for every fragmented consciousness, there will be at 

least one other fully unified consciousness that will be subjectively - VVILly -

indistinguishable from it. 

The duplication argument rests on a couple of problematic assumptions. I call the first the 

'subjective unavailabilitv' assumption': 

Subjective unavailability assumption (SUA): Duplicates would not be 

subjectively available to the subject as such - i.e. the only thing that enters into 

what it's like to have a phenomenal state is its content/character. 

At this point we need to say more about what it is to be a duplicate. I said that duplicates 

are tokens of the same phenomenal state type but, as we saw in chapter two, we need to 

be more specific than this. Two color experiences ihare the same content in so far as they 
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are both color experiences, but, intuitively, they ought not to count as duplicates if one is 

a red experience and the other a blue experience. Indeed, two experiences of exactly the 

same shade aren't duplicates if they have different locations in one's visual field. One 

wants to say that in order to qualify as duplicates uvo states have to instantiate the same 

maximally specific phenomenal property. But what is it to be a maximally specific 

phenomenal property? .Ajid how do we decide when a phenomenal property is ma.ximally 

specific? 

These questions aren't merely technical ones to be solved at our leisure: they cut to the 

heart of whether or not SUA is defensible. Consider the following putative counter

example to SUA.^ Suppose that you are Mr. Two Body, and that you have a single, 

elementary experience in each of your bodies: a cold damp sensation in the middle of the 

chest. That is, you e.xperience a cold damp sensation in the middle of your chest in each 

of your two bodies. If these two experiences qualif>' as duplicates then SUA would 

appear to be in trouble, for it seems as though one could be aware of them as duplicates. 

Do these two experiences qualify as duplicates? I think not. They are. admittedly, both 

instantiations of the phenomenal property 'feeling a cold damp sensation in the middle of 

one's chest', but it's not clear that this is a maximally specific phenomenal property. I'm 

inclined to think that if it's possible to have two bodies, then the maximally specific 

phenomenal propert>' is 'feeling a cold damp sensation in the middle of the chest of [his 

' I owe this case to Barry Oainton. 
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body.'^ The two sensations would differ in the way in which a pain in one's right leg 

differs from a pain in one's left leg: reference to the particular body in which each 

experience is located enters into its content. But if these two experiences aren't duplicates 

then we don't have a counter-example to SUA. 

I don't claim that this is the obvious thing to say about this case. Some are inclined to say 

that the two experiences are duplicates. But those who say this tend also to hold that this 

case counts as a counter-example to SUA. In other words, if one thinks that the 

distinctness of the e.xperiences would be subjectively available then one won't be inclined 

to regard them as duplicates, and if one is inclined to regard them as duplicates then one 

will also think that they are subjectively available as distinct. Either way, SUA is 

problematic. 

It seems to me that the proponent of SUA will tell a similar story about other possible 

counter-examples to SUA: either the experiences in question aren't really duplicates (for 

they don't instantiate the same maximal phenomenal state type), or. if they are. then they 

won't be subjectively distinguishable as such. I suspect that the proponent of SUA will 

configure her account of when phenomenal properties are maximal so as to preserve 

SUA. In other words, she doesn't have constraints on whether or not a phenomenal 

property is a maximal property that are independent of whether or not she thinks that a 

subject with two instantiations of the property could distinguish between the two. And it 

® There are questions about what the 'this' means here. Perhaps what it means it that the body A cold-damp 
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seems to me that this is a perfectly reasonable position to take: I don't see how else one 

can decide whether or not a phenomenal property is maximally specific. 

The second assumption on which the duplication argument rests is the assumption that 

duplicates are possible. There are actually two versions of this assumption, depending on 

whether we are working with subjects or not. 

Duplication assumption (subject): It is (logically) possible for a subject to have 

duplicates; that is, simultaneous instantiations of the same (maximally specific) 

phenomenal property. 

Duplication assumption (no-subject): It is (logically) possible for duplicate 

experiences to occur within a single phenomenal field. 

How might one defend the duplication assumption? Clearly one would need an account 

of phenomenal states on which two states can have exactly the same content, subject, and 

time of occurrence and yet still differ in some way. Dainton (2000) offers such an 

account. On his view, phenomenal states are individuated in terms of their content, their 

time of occurrence, and their physical basis. This account of phenomenal states leaves the 

experience is object unified with other body A experiences, whereas the other cold-damp experience is 
object unified with other body B experiences. Perhaps there's no non-relational content to the 'this'. 
^ Don't confuse what I'm calling the duplication assumption with what Hurley (1998) calls the duplication 
assumption - they are two very different claims. 
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door open for a subject to have duplicates, and for duplicates to occur within the same 

consciousness.^ 

Should we allow phenomenal states to be individuated in this way? I'm not sure that we 

should. We needn't deny that phenomenal states have a physical base, but I can't see why 

we should allow such propenies a role in individuating phenomenal states. .A.t any rate, it 

seems to me that we are well within our rights in individuating phenomenal states in such 

a way that the duplication assumption becomes problematic. If phenomenal states are 

individuated in terms of their character - that is. the phenomenal properties that they 

instantiate - their time of occurrence and the subject in which they occur then it becomes 

impossible for a single subject to have duplicates at any one time. And, it seems to me, 

this is a perfectly reasonable way in which to individuate phenomenal states. In fact, it's 

hard to know how else to individuate experiences if one is taking a WIL conception of 

consciousness seriously. 

It's time to recap. Hurley's assault on subjectivism is certainly impressive, but it isn't the 

knock-out blow she suggests it is. Although the subjective unavailability assumption is 

plausible the duplication assumption is dubious. We should also remember that Hurley's 

own conception of co-consciousness seemed to demand a WIL interpretation. 

^ We should note that Dainton's account of phenomenal states also makes the subjective unavailability 
assumption plausible. If two experiences differ only in their neurophysiological bases then it's quite likely 
that one would not be able to tell them apart on the basis of introspection. Introspection doesn't enable one 
to tell whether an experience is located in the frontal lobe or the temporal lobe, whether it supervenes on a 
single neuron or on a million neurons, whether it involves 20 Hz oscillations or 85 Hz oscillations, and so 
on. 
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I have examined two arguments for thinking that disunified subjects are impossible: the 

projectability argument and the inconceivability argument. I argued that although the 

projectability argument is unsuccessful, the inconceivability provides prima facie support 

for the unity thesis. .A. full evaluation of the unity thesis must, of course, be informed by 

the evidence against it. but I think the inconceivability intuition puts the detractors of the 

unity thesis on the back-foot. Finally, I examined Hurley's duplication objection to the 

subjective or "what it's like" conception of disunity. Hurley's argument is intriguing but 

ultimately unconvincing. Having examined the a priori case for the unity thesis, I turn 

now to consider the a posteriori case against it. 
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Chapter 4: The Case Against the Unity Thesis 

In the previous chapter I argued that there is a strong a priori case in favor of the unity 

thesis. But, of course, there are also empirical arguments against it, and in this chapter 

[ turn my attention to them. Among the most challenging of such cases are those that 

involve brain damage. But before I turn to them I begin with some brief comments on 

disunity in everyday e.xperience. 

4.1 Disunity in everyday life 

It is sometimes suggested that we need not look to psychopathology or the results of 

brain surgery to find evidence of disunity in consciousness. Wilkes (1988), for 

instance, points to divided attention, weakness of the will, and self-deception as proof 

that conscious disunity is commonplace. While these phenomena clearly involve 

some form of disunity in consciousness, it's far from clear that they call the Unity 

Thesis into question. 

Consider divided attention. It's not clear what divided attention amounts to. but it is 

natural to say that attention is divided when one is attending to two feanares of one's 

environment without attending to them together. One might, for e.xample. attend to 

the color of the apple in front of one and at the same time attend to a bell being rung 

directly behind one's head. Perhaps we cannot in fact split our attention in this way. 

and that what passes for divided attention is actually alternating attention, and one's 

attention alternates rapidly between the color of the apple and the sound of the bell.' 

' [t is often claimed that in neuro logically intact individuals only one focus of attention is available at 
any one point in time (see e.g. .A.rguin et al 2000). but such claims may concern visuo-spatial attention 
rather than attention per se. 
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Perhaps this objection is correct; we need not take sides on this issue here. Assume 

that a person can really have divided attention in this sense: would this show that such 

a person's consciousness is disunified? I think not. It seems at least conceptually 

possible for a fully unified phenomenal field to support two foci of attention at once. 

Not only should we distinguish the unity of consciousness from the unity of attention, 

but we should note that the unity of the former doesn't entail the unity of the latter. 

Does weakness of the will cast doubt on the unity thesis? N'ot as far as I can see. 

There are various analyses of weakness of the will, but the basic phenomenon 

involves doing something that, in some sense, one judges not to be the best thing to 

do. Weakness of the will involves a struggle within oneself concerning which of two 

desires to act on. Thee fact that one e.xperiences oneself as being torn between them 

suggests that they are phenomenally unified. Weakness of the will shows that 

consciousness can be disunified in the sense that desires that may not be co-satisfiable 

can be co-conscious, but it doesn't cast doubt on the unity thesis. 

I turn now to self-deception. Someone is self-deceived when there is some sense in 

which they both believe P and believe not-/'. But unlike weakness of the will, where 

the inconsistent mental states are clearly phenomenally unified, the beliefs involved in 

self-deception don't seem to be phenomenally unified. But this doesn't trouble the 

unity thesis, for there's no reason to think that the two beliefs in question are 

simultaneously conscious. 



Divided attention, self-deception, and weakness of the will demonstrate that a 

subject's simultaneous experiences can be disunited in various ways, but we need to 

go beyond everyday experience to find cases that really trouble the unity thesis. 

4.2 The split brain 

Beginning in the 1940s, surgeons began to perform an operation known as a 

commissurotomy. Commissurotomy involves severing the corpus callosum. a thick 

bundle of fibers that serve as the primary (although not exclusive) channel of 

communication between the two hemispheres of the brain. Early researchers found 

little evidence that commissurotomy has any significant impact on cognitive function 

in everyday life (although see Mark 1996 for evidence that commissurotomy can 

disrupt the integrity of everyday cognition). Nevertheless, sophisticated experiments 

have revealed that split-brain patients have a complex array of deficits." 

These experiments, known as "tachistoscopic experiments", have the following 

structure. The patient is asked to fixate a central point, and information is flashed on a 

screen long enough to be registered in one half of the visual field but not long enough 

to be registered in the opposite half of the visual field. For instance, the word "key 

ring" might be presented so that "key" falls within the patient's left visual field and 

"ring" falls within their right visual field. When asked to report what they see the 

patient will say only "ring". Yet. with her left hand, the patient may also pick out a 

picture of a key and ignore a picture of a key-ring.^ 

' For reviews of the split-brain literature see Gazzaniga (1995) and Baynes and Gazzaniga (2000). 
^ There is an extensive literature on these results. Among the most useful discussions are Davis (1997) 
Marks (1981) and Moor (1982). 
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Split-brain patients who behave in this way are said to be visually split. Some split-

brain patients - those with complete commissurotomies - are also tactually split; that 

is, they are unable to integrate tactile information between hemispheres. For e.xample, 

a patient might be tapped on each hand. Although she may be able to report how 

many taps she received on each hand (although not via the same report modality), she 

might be unable to say which hand received the most taps. There are also patients 

who are tactually split but not visually split."* 

Explanations of the split brain patient's behavior begin with the following facts. .Vluch 

information is processed contralaterally. For example, the right hemisphere receives 

information only from the left visual field, while the left hemisphere receives 

information only from the right visual field. .Vlost tactile information is also processed 

contralaterally (the exception being cutaneous information from the face). Control 

over the body is also lateralized to some degree. The right hemisphere controls the left 

hand while the left hemisphere controls the right hand. In most subjects verbal 

linguistic ability is usually lateralized. being generally restricted to the left 

hemisphere. 

These facts suggest the following explanation of the patient's behavior. There is an 

experience of "key" in the patient's right hemisphere, which enables her to report that 

she saw "key" with her left hand. There is also an experience of "ring" in the patient's 

left hemisphere; this enables her to say that she saw "key". But because these two 

experiences are not phenomenally unified she is unable to report (via any report 

'See Moor (1982). 
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modality) that she saw "key-ring". Because the "ring" experience is restricted to the 

patient's right hemisphere she cannot report it verbally; and because the "key" 

experience is restricted to the patient's left hemisphere she cannot respond to it with 

her right hand. 

Here's a more formal presentation of the argument:' 

(1) Someone (SI) has a visual experience of "ring" (as is indicated by her verbal 

behavior). 

(2) Someone (S2) has a visual experience of "key" (as is indicated by her manual 

behavior). 

(3) The subject with the ring e.xperience is the subject with the key experience 

(S1=S2). 

(4) S1/S2 didn't have a visual experience of "key-ring" (as is indicated by her failure 

to say that she saw "key-ring" or point to a key-ring). 

(5) SI/S2 is a disunified subject. 

Note that (5) only claims that the subject is disunified: it doesn't say whether she is 

bifurcated or fragmented. 

What can we say about this argument? (1) is very plausible. The fact that a person 

says they see something is normally sufficient reason to think that they were 

conscious of what they claim to be able to see, especially when their report is reliable. 

' I owe this version of the argument to van Cleve (1999). 
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Of course, one has to allow for deception and problems of interpretation, but such 

factors don't seem to be relevant here. 

(2) is less secure. It has certainly been challenged. A number of early split-brain 

commentators argued that the patient's right-hemisphere responses are unconscious, 

and that consciousness is located either in the vocal left hemisphere or in the 

brainstem (Eccles 1973; MacKay 1966).^ This position is problematic. For one thing, 

subsequent research has shown that a number of split-brain patients have bilateral 

linguistic abilities (see Baynes and Gazzaniga 2000). Patient P.S.. for e.xample. can 

spell out words in scrabble letters with his left hand (which is controlled by the right 

hemisphere). But even if split-brain patients showed no evidence of bilateral linguistic 

ability we would still be unwise to reject (2). Consider any non-linguistic creature, 

such as a monkey, a young child, or someone with aphasia. Unprompted intelligent 

responses to one's environment are normally sufficient grounds for the ascription of a 

conscious representation of that environment. Indeed, the study of the 

neurophysiological basis of consciousness depends on precisely this assumption in so 

far as it is based on primate behavior. And if non-verbal behavior is a sut"ficient basis 

on which to attribute consciousness to non-verbal subjects, why shouldn't it also be a 

sufficient basis to attribute consciousness to verbal subjects, even when the 

e.xperiences in question are not confirmed by the subject's verbal reports? 

Those who endorse (I) and (2) tend to reject (3). Swinburne, for instance, writes that 

® Sometiines these authors seem to be denying only that the right hemisphere has a "typically human-
consciousness, by which I take such authors to mean that the right hemisphere may be conscious but it 
is not capable of self-consciousness. 
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... it is a crucial issue whether by the [commissurotomy] operation we have 
created two persons. Experimenters seek to discover by the responses in 
speech, writing or other means whether one subject is co-experiencing the 
different visual, auditory, olfactory, etc., sensations caused through the sense 
organs or whether there are two subjects which have different sensations. 
(Swinburne 1997: 158) 

In general, those who think that split-brain patients have two streams of consciousness 

often write as though each stream of consciousness is had by a different subject of 

e.xperience. For instance. Sperry says that 

Each hemisphere can be shown to experience its own private sensations, 
percepts, thoughts and memories that are inaccessible to awareness in the 
other hemisphere. Introspective verbal accounts of the vocal left hemisphere 
report a striking lack of awareness in the hemisphere for mental flinctions that 
have just been performed immediately before in the right hemisphere. In this 
respect each surgically disconnected hemisphere appears to have a mind of its 
own, each capable of controlling the behavior of the body but cut off trom. 
and oblivious of. conscious events in the partner hemisphere. (Sperrv 1984: 
663) 

This move - that is. rejecting (3) - has some plausibility if one concludes that the 

"key" experiences and the "ring" experience belong to separate streams of 

consciousness. It is. however, far less plausible if one holds that these two 

experiences belong to a fragmented consciousness. .And there is an excellent case to 

be made for thinking that i/split-brain patients are disunifted then they are fragmented 

rather than bifurcated.' 

Although e.xplicit interpretations of pathologies of consciousness in terms of tragmentation are 
relatively recent - as far as I know, the first explicit formulation of the view is to be found in 
Lockwood (1989) - the idea is inchoate in the early literature. In his seminal paper on 
commissurotomy Magel (1975) suggested that we may be unable to ascribe to split-brain patients a 
whole number of minds, while Moor suggested that "the split-brain spectrum makes it clear that there 
is a gradual separation of spheres of consciousness as more and more of the commissures are 
sectioned" (Moor 1982: 94). 



Even the most split of split-brain patients -- those with complete commissurotomies® 

— are only split for some sensory modalities. Olfactory, temperature and pain 

information remains bilateral (Gazzaniga and LeDou.x 1978: 35), as does tactual 

information about the face (Sperry 1990; 669). Indeed, some types of visual 

information can be bilaterally available while other information about the same array 

isn't (Zaidel 1995).^ These facts support fragmentation interpretations of the split-

brain data over bifurcation interpretations. .A. visual and tactile e.xperience may not be 

co-conscious with each other, but there will be other experiences - emotional 

experiences, olfactory experiences, tactile experiences, etc. — with which both 

experiences are co-conscious. 

The argument assumes that what it is for information to be bilateral is for the 

phenomenal state in question to straddle both hemispheres, for it to be unified with 

phenomenal states in both hemispheres. This model of bilaterality can be challenged. 

Perhaps bilaterality demands no more than that there are copies of an experience type 

in each hemisphere. Perhaps the corpus callosum copies experience tokens from one 

hemisphere to the other. But this view seems implausible. For one thing, it suggests 

that a normal human has two streams of consciousness. For another, it seems to imply 

that an individual can have two tokens of the same (ma.\imally specific) phenomenal 

property. And, as I argued in the previous chapter, that seems implausible. 

* There is some variation in terminology here. For instance. Levy et ai. describe patients with what 
Moor would call a complete commissurotomy as having a fore-brain commissurotomy (1972: 73). 
' Hurley (1998) argues that there is a strong prima facie case for regarding certain commissurotomy 
e.xperiments in terms of fragmentation. (Hurley goes on to argue that fragmentation interpretations of 
the cases are not ultimately compelling.) I have left Hurley's cases to one side here; they are very 
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It is noteworthy that even the most ardent supporters of the bifurcation model tend to 

fall back into a tacit endorsement of fragmentation when they try to take bilaterality 

into account. For instance, Sperry claims that 

Even in the bisected brain, the question of whether there exists a right/left 
division of conscious experience is not subject to an unqualified "yes" or "no" 
answer. While the right/left division of many perceptual, cognitive and 
mnemonic processes is clearly evident ... there are other aspects of 
consciousness that are not divided. (1984; 669) 

... one is led to conclude with respect to ordinary behavior that the bulk of 
conscious experience after cerebral commissurotomy is separated into two 
distinct hemispheric domains, but that these are usually similar in their 
attentional focus and have a large common overlap in content. (1990: 380. my 
emphasis) 

But if the "key" and "ring" experiences are partially unified then those who wish to 

endorse (1) and (2) but reject (3) are in trouble. If disunity takes the form of partial 

unity, then such folk are committed to thinking that subjects of experience can 

overlap, in the sense that two subjects can share token experiences. -And that seems 

very strange. It may not be trivially true that two subjects cannot share the same token 

experience (Seager 1999), but it does seem to be a very plausible thesis nonetheless. It 

seems to me that one wouldn't want to reject (3) if one has endorsed (I) and (2). But I 

also think that one should endorse (I) and (2). How then can (5) be avoided? 

There are two moves open to the unity theorist at this point. One is to reject (4). This 

is the option that I will devote most attention to. But first I want to ask whether the 

argument is valid. 

complicated and the rather more straightforward considerations adduced in the text suffice to make the 
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In fact, it doesn't seem to be. There are two things we might mean by a key-ring 

e.xperience. On the one hand we might mean an experience of the word key-ring as a 

single word with the particular meaning that it has. Call this a key-ring*^ experience, 

where the superscript ^ is used to signal the fact that the experience has a unitary 

representational content. On the other hand, one could experience the word "key-rig" 

without experiencing it as the word key-ring. Call this a key-ring'' experience, where 

the superscript '' signals the fact that the experience has a unitary phenomenal 

character. The unity theorist is committed to the claim that phenomenal content is 

closed under co-instantiated conjunction, but he is not committed to the claim that 

representational content is so closed. He is committed to the claim that S must have a 

key-ring'' experience, but he is not committed to the claim that S has a key-ring'^ 

experience. Perhaps one can have a key-ring'" experience without having a key-ring*^ 

experience. 

Here's another way to put the point. It seems to be possible to have an experience of 

the word key (as the word key) and an experience of the word ring (as the word ring), 

and for these two experiences to be co-conscious, without having an e.xperience of the 

word key-ring as the word key-ring. The key and ring experiences must be subsumed 

by a complex key-ring experience, but this key-ring experience need not be a key-

D 
nng expenence; that is. it need not be an experience of the word key-ring as the 

word key-ring. So the argument appears to be invalid. Short of identifying 

representational content with phenomenal content (character), there's no obvious way 

to shore it up. 

case. 
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4.3 The Restricted .Access Model 

As I said, I want to focus on the case against (4). I suggest that split-brain patients 

have fiilly unified phenomenal fields to which they have only partial and selective 

access. Their access is partial in that they can't always report all of what they are 

conscious of conjointly; and it is selective in that they can report some of their 

e.xperiences in some ways and not others. I call this the "Restricted Access Model" 

(RAM). According to RAM, the subject in the key-ring experiment has an experience 

of "key-ring". She can verbally report the "ring" part of it. and manually report the 

"key" part of it. but she cannot report this experience as a whole, nor can she repon 

the "ring" experience manually or the "key" experience verbally. (Actually, the split-

brain subject is reporting their environment not their experiences, but this distinction 

doesn't matter to the discussion and I will ignore it in what follows.) I will enlarge on. 

and defend. RAM by answering objections to it. 

First Objection: Experiences are co-conscious when and only when they are co-

reportable. Access consciousness cannot split without also splitting phenomenal 

consciousness. If phenomenal states are co-conscious when they combine to form a 

single phenomenal state, then states can be co-conscious only if there is conjoint 

access to their contents. In other words, "a split in reflexive (access) consciousness 

would entail a split in phenomenal consciousness" (Hurley 1998: 201). 

We can call the thesis underwriting this objection the Conjoint Access Thesis (CAT): 

Conjoint Access Thesis (CAT): Necessarily, the contents of phenomenally 

unified experiences are conjointly reportable. 
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I think CAT should be rejected. Consider again the Sperling cases. Subjects in 

Sperling's experiments seem to lack joint access to the contents of their visual field. 

They say that they have a visual experience of the matrix as a whole, but they are only 

able to report single lines of the matrix. But we needn't rest the argument against 

CAT on Sperling cases. In general it seems implausible to suppose that one is able to 

report the conjoint contents of one's entire phenomenal field. A single phenomenal 

field can contain an incredible array of phenomenal states. Perceptual experiences, 

experiences of agency, cognitive experiences, emotional experiences, tip-of-tae-

tongue experiences are just some of the many phenomenal states that might occupy a 

single phenomenal field at a time. Is it plausible that the subject of these states will 

always be able to report their conjoint contents? I think not. If the case against (4) 

rests on CAT then it is on shaky ground. 

Second Objection: "It's not just that the split-brain patient can't report that they see 

"key-ring." What's more puzzling is their inability to report "ring" with their left 

hand, and their inability to report "key" verbally. We can't explain why the 

e.xperience of "key" is unavailable to verbal report and the experience of "ring" is 

unavailable to manual report by simply appealing to reportability bottlenecks. Indeed, 

it is difficult to see how report selectivity can be e.xplained at all." 

How might we capture this intuitive idea in more detail? .A. first suggestion is this: if 

one can report an experience A via report modality M, then one can also report any 

experience that's phenomenally unified with A via M. But this isn't quite right: one of 

the experiences that's phenomenally unified with A is the maximal phenomenal stale 
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that subsumes A. We want a thesis that captures the idea that the only constraints on 

the reportability of a phenomenal state is its "size", and that reportability isn't 

content-relative. 

The following thesis does a better job of capturing the idea we're after: 

Global Availability Thesis (GAT): Necessarily, for any pair of phenomenally 

unified experiences, if A is reportable via report-modality Ml. and B 

reportable via report-modality M2. then A is reportable via M2 and B is 

reportable  via  MI.  

The idea is that consciousness is a content-neutral reservoir of information. Any 

information that it contains is accessible to all forms of report if accessible at all. 

GAT doesn't succumb to the Sperling objection, for it allows that co-conscious 

e.xperience can be individually reportable without being co-reportable. G.AT is also 

consistent with the claim that in order for a state to be phenomenally conscious its 

content must be reportable in some way or other. (It doesn't, of course, email that the 

contents of phenomenally conscious states are reportable, but that's as it should be.) 

Why might one endorse GAT? I think one motivation for it derives from a certain 

conception of how perceptual e.xperiences give rise to reports. It might be thought that 

this process must take the following form: a perceptual experience - say, the 

e.xperience of pain - generates a perceptual judgment, which in turn combines with 

certain communicative desires and background beliefs to form the intention to 

communicate that one has a pain. This intention - we can call it a "general intention" 

- gives rise to a specific intention, such as the intention to say the words "I've got a 
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pain in my foot". There are, of course, many ways to say "Fve got a pain in my foot"; 

one can say it slowly or quickly, one can say it quietly or loudly, and so on. Following 

Searle (1983), we can think of specific intentions as intention-in-action."^ (In fact, any 

action - such as a verbal report - is likely to be guided by a nested comple.x of 

intentions-in-action.) 

The key to the objection concerns the nature of perceptual judgments and general 

intentions. It is tempting to think of such states as paradigms of non-modular or 

central svstems states. In other words, their contents seem to be globally available for • o • 

the control of action and report. One might argue that if the subject's reports really are 

reports, then the subject must have the relevant phenomenal judgments and general 

intentions. Putting these two claims together seems to entail that if the subject is able 

to report their e.xperience of "key" with their left hand, and if they are able to report 

their "ring" experience verbally, then they should be able to report their key 

experience verbally and their ring experience via left hand report. Since they can't, we 

must conclude that either the subject isn't reponing their experiences, or that closure 

fails. 

What can we say in reply to this point? I think we would be unwise to conclude that 

the subject's responses aren't reports. Nevertheless, there are two places at which this 

objection is vulnerable. First, it rests on a contentious account of what a report 

involves. Rather than demanding that perceptual reports rest on perceptual judgments 

and general intentions, perhaps experiences can generate — and justify — perceptual 

See Pacherie (2000) for an insightful discnssion of intentions-in-action. 
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reports directly. Perhaps an experience can give rise to an intention-in-action without 

the mediation of either a general intention or a phenomenal judgment. This intention-

in-action might rest on the subject's background beliefs and communicative 

intentions, but perhaps it needn't rest on a perceptual judgment that such-and-such 

was seen, or a general intention to report that such-and-such. And GAT might fail if 

the range of intentions-in-action available to an agent depends on the content of the 

experience in question. 

Someone might grant that experiences may be able to generate ~ and justify ~ a 

response without proceeding via perceptual judgment or general intention, but they 

might ask why we should we call such responses "reports"? There is something to this 

point in so far as we might want to distinguish responses made on the basis of general 

intentions from those that aren't, but I don't think that we should quibble over the 

word "report". The central question is not whether the subject's responses are based 

on general intentions, but whether their responses provide good evidence for thinking 

that the subject has experiences of various kinds. .-Vnd surely they do. 

The second point at which the objection is vulnerable is that it rests on a contentious 

conception of phenomenal judgments and general intentions. The objection assumes 

that such states must be available for global control of thought and action — they 

cannot be modular in any way. But in fact the encapsulation of judgments and 

intentions is not unknown, or even that uncommon. Persons who are self-deceived 

appear to have beliefs that fail to play the cognitive roles that they ought to play given 

their content. Similarly, it is not unusual to find that one has the general intention to F 
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but one finds oneself forming intentions-in-action that are inconsistent with F-ing, For 

instance, one might intend to go the fifth floor but by sheer force of habit direct the 

elevator to the sixth floor. 

Is there any direct evidence against GAT? [ think so. Patients with unilateral neglect 

tend to show different degrees of neglect depending on how they are tested. Bisiach, 

Vallar and Geminiani (1989) found that detection of contraiesional visual stimuli in 

right-brain damaged patients can be more impaired for motor than for verbal 

responses. Their patients were seated in front of a panel, on which there were two 

diodes, one in the upper left and the other in the upper right comer. In the middle of 

the panel was a button. Immediately after the patient pressed the button either one or 

both of the diodes emitted a flash. There were two report conditions. In the verbal 

condition the patient had to report the number of perceived stimuli verbally. In the 

motor condition pressing the center button caused the immediate and persistent 

illumination of two keys, one on the left and one on the right. If he perceived a single 

stimulus the patient had to use the forefinger of his (ipsilesional) unaffected hand to 

press one of the keys, whereas no response was required if either two or no stimuli 

were perceived. Bisiach et al found that patients with right hemisphere brain damage 

were significantly more accurate at verbal report than motor report for both single 

contraiesional stimulation (54 versus 34 per cent correct) and for double stimulation 

(25 versus 13 per cent correct). Here, the content of the experience appears to impact 

on the reliability of a report modality. 



107 

Third objection: "What is the status of the split-brain patient's intentions (be they 

general intentions or intentions-in-action)? RAM entails that if these states are 

phenomenally conscious mental states then they must also be unified. But if they are 

unified then the subject would be aware that she had both intentions. But in fact split 

brain patients seem, for the most part, to be unaware of their behavioral disunity." 

I think the proponent of RAM has to e.xtend her account of perceptual consciousness 

to cover consciousness of agency and intentions. Intentions-in-action can be 

phenomenally unified without being accompanied by a phenomenal judgment of their 

conjoint content, or without generating a conjoint introspective awareness of their 

content. 

Fourth objection; "RAM implicitly buys into the Cartesian Theatre (Dennett 1991). 

It assumes that within each split-brain patient there's a little homunculus looking at 

the phenomenal field, valiantly trying to respond to it in some way. But of course 

there is no such homunculus." 

I don't think that RAM is committed to the Cartesian theatre. I say this with some 

hesitancy, for I'm not completely sure what it is to posit a Cartesian theatre. RAM is 

certainly not committed to the idea that there's a "Grand Central Station" for 

consciousness, a neuronal turnstile through which information must pass in order to 

become conscious. RAM allows for the possibility that phenomenal unity is 

subserved by sub-personal functional relations of the kind that Hurley posits. What it 
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denies is that phenomenal unity implies unrestricted cognitive access to the contents 

of the unified states. 

Perhaps the worry is that RAM is committed to an objectionable view of the self, a 

view on which the self is an entity distinct from its experiences, intentions, thoughts, 

and so on. But RAM makes no mention of the self RAM simply says that it's possible 

for response modalities to have partial and selective access to a phenomenal field. 

RAM makes no claims about a self that mediates between e.xperiences and responses. 

One could revise RAM so that it does recognize a self as a third thing between 

experiences and responses, but as it stands RAM is subject-free. 

4.4 Evidence for RAM 

RAM may be coherent, but can we account for the behavior of split-brain patients in 

terms of it? Is there any evidence that the split-brain patient's deficits do involve an 

inability to form intentions-in-action on the basis of their phenomenal states? 1 think 

so. Consider Gazzaniga and LeDoux's re-evaluation of the block-design task. Much 

of the split-brain research conducted in the 1960s suggested that the right hemisphere 

had an advantage for processing spatial relations. In the standard form of the block-

design task the patient is asked to manually arrange four patterned cubes to match a 

sample design. The performance of each hand is timed, and the left hand consistently 

constructs the design far faster than the right hand. The generally accepted 

explanation was that perception of the target design was restricted to the right 

hemisphere. Gazzaniga and LeDoux wondered whether these findings could be 

explained in terms of a right hemisphere advantage for certain types of response 
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production. They re-ran the block-design task on P.S., but instead of demanding a free 

manipulospatiai response they presented P.S. with images of three possible answers 

and asked him to point to the correct image. 

On each of the 12 trials, the correct choice was selected regardless of the 
hemisphere tested. Several months later, we again lateralized block-design 
patterns, but this time we had P.S. construct the designs. Following left 
hemisphere exposure, the right hand constructed 1 of the 6 designs correctly, 
and after right hemisphere exposure, the left hand completed 5 of the 6 
designs correctly. Taken together, these data suggest that both hemispheres are 
capable of appreciating the visuospatial aspects of the block-design task, but 
the right hemisphere is vastly if not absolutely superior to the left in 
constructing the perceived relations by manipulating the items appropriately. 
(1978:50) 

In other words, the right hemisphere has a greater range of intentions-in-action 

available to it for reporting its perceptual experiences. Or, more carefully, the subjeci 

has a greater range of left-handed actions than right-handed actions for reporting 

certain types of experiences. 

Funher evidence that the behavior of split-brain patients might involve deficits in 

reportability comes from Holtzman et al (1984). Holtzman et al used a tachistoscopic 

set-up with two 3x3 cell grids displayed on each side of a central fixation point. .\ 

digit appeared in one of the cells within one of the grids, and subjects had to report 

whether it was even or odd. The digit was always preceded by a spatial cue that 

appeared either in the same cell as the digit (valid cue), in a different cell in the same 

grid (invalid cue), or superimposed on the central fixation stimulus (neutral cue). .As 

expected, response latencies were shortest when the observer knew where the target 

would appear (valid cue trials) and longest when they expected it elsewhere (invalid 

cue trials). More surprising were the results when the cue appeared in the homologous 
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position in the opposite grid, that is, in between field cues. Valid between-field cues 

facilitated response, while invalid between-field cues retarded it. This clearly shows 

that bilateral visual information was available for the direction of attention. But 

although bilateral visual information was available for the control of attention it 

couldn't be harnessed to control limb praxis. Holtzman et al used the same grid 

stimuli but replaced the digit with an X. and asked participants to point either to the 

cell in which the target appeared (within-field trials) or to point to the homologous 

cell in the opposite grid (between-field trials). Performance on between-field trials 

was poor when the observer was required to maintain central fi.xation throughout each 

trial. However, the experimenters noted that saccadic eye movement was accurate to 

the homologous cell in the opposite grid, suggesting that the oculomotor system has 

access to bilateral visual information. Holtzman et al concluded that commissurotomy 

patients have access to bilateral visual information for attentional and oculomotor 

control, but "deficits arise when visual information from the two fields must be 

integrated for the control of limb praxis" (1984: 389). 

What implications do these results have in the present context? Eilan seems to think 

that they provide strong indication that split-brain patients have a unified perceptual 

field. 

To someone not immersed in the vast and often quite technical literature on 
attention it will seem extraordinary that these results should not be thought of 
as having a bearing on consciousness. For raising the question of whether or 
not attention is divided across the hemifields just seems to be a case of raising 
the question of whether there is one perceptual consciousness here or Uvo. 
(1995:351) 
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I'm sympathetic to Eilan's point, but the literature on attention prompts caution here. 

There are various notions of attention, and not all of them involve phenomenal 

consciousness. Arguably, Holtzman et al are thinking of attention in terms of the 

allocation of cognitive/processing resources. On such a conception of attention, it may 

be possible to attend to something without being phenomenally conscious of it. (In 

fact, there is some evidence that patients with blindsight have exactly this ability, see 

Kentridge et al. 1999.) If we think of attention in non-phenomenal terms, then it may 

be possible for two phenomenal fields to share a single attentional resource. It is, I 

admit, somewhat counter-intuitive to suppose that an attentional focus can be 

distributed between two phenomenal fields, but a non-phenomenal notion of attention 

may allow for such a possibility. The results that Holtzman and co-authors present are 

deeply interesting, but it is unclear how they bear on the present discussion. 

4.5 Introspection and the unity thesis 

RAM attempts to meet the split-brain objection by providing an interpretation of the 

split-brain data that is consistent with the unity thesis. One might also attempt to meet 

the split-brain objection by arguing that if split-brain subjects were disunified, then 

they would be aware of this fact. The fact that there are no reports of split-brain 

subjects claiming to be disunified might be thought to provide additional evidence 

against disunity interpretations. 

More formally, the argument is this: 

( I )  A disunif ied subject  would,  have introspect ive access  to  the fact  that  they were 

disunified; 
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(2) If 5 had introspective access to the fact that she was disunified, then she would 

report being disunified. 

(3) Split-brain subjects don't report being disunified. 

(4) So, split-brain subjects probably aren't disunified. 

The controversial premise here is {1). This premise can be broken down into two 

premises; 

( IF)  A fragmented subject  would have introspect ive access  to  the fact  that  

they were fragmented; 

( IB)  A bif t i rcated subject  would have introspect ive access  to  the fact  that  they 

were bifurcated. 

I argued above that if split-brain subjects are disunified then they are fragmented. If 

these arguments are correct then the crucial claim is (IF). But (IB) is not without 

interest, so let us begin with it. Consider Parfit's e.xam case: 

I am taking an exam, and have only fifteen minutes left in which to answer the 
last question. It occurs to me that there are two ways of tackling this question. 
I am unsure which is more likely to succeed. I therefore decide to divide my 
mind for ten minutes, to work in each half of my mind on one of the two 
calculations, and then to reunite my rmnd to write a fair copy of the best result. 
What shall I experience? When I disconnect my hemispheres, my stream of 
consciousness divides. But this division is not something that I experience. 
Each of my two streams of consciousness seems to have been 
straightforwardly continuous with my one stream of consciousness. The only 
changes in each stream are the disappearance of half of my visual field and the 
loss of sensation in, and control over, one of my arms. (Parfit 1984; 246f. my 
emphasis) 

It's not clear what Parfit means when he says that one wouldn't experience the 

division of one's consciousness. He could be read as claiming that there's no 
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subjective difference between having one consciousness and having two, but I sxispect 

that Parfit means that one wouldn't experience oneself as having two phenomenal 

fields; one wouldn't be directly aware of oneself as a bifurcated subject. And that 

seems right; in order to be directly aware of A and B they would have to be 

phenomenally unified. 

But it doesn't follow - and I don't think it's true - that bifurcation would have no 

introspectable effects. .A,s Parfit himself seems to suggest, one would be aware — or 

come to believe -- that one's phenomenal field had shrunk. One would be able to 

compare the current content of each field with its earlier content, and notice that it had 

been drastically reduced. Instead of thinking that one's consciousness had split, 

introspection would lead a bifurcated subject (that had formerly been fully unified) to 

believe that his consciousness had been drastically reduced. These considerations 

seem sufTicient  to  motivate  the reject ion of  ( IB) .  

What about (IF)? Do the same considerations apply to fragmented subjects? Suppose 

that a subject (S) has three simultaneous experiences. A, B and C. where A and B are 

co-conscious, B and C are co-conscious, but A and C aren't co-conscious. Could S 

become introspectively aware of the fact that A and C aren't phenomenally united? 

Not in the way in which she can become introspectively aware of the fact that one 

color patch is brighter than another, or in the way that she can become introspectively 

aware that one sound is louder than another, that is, by including both experiences 

with a single state of introspection. Nevertheless, S could become aware of the fact 

that A and B aren't co-conscious on the basis of introspection, for she would be in the 
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curious position of being able to attend to A and C simultaneously without being able 

to attend to them together. At least, there seems to be no reason why S couldn't attend 

to A and C simultaneously: she has A. and can presumably attend to it; and she has C, 

and can presumably attend to it. So S might try to attend to A&C, that is. she might 

try to attend to .A. and C together. .After all, she can presumably attend to A and B 

together, and B and C together. But S's attempts to attend to .A&C are doomed, for 

there is no such state. S might attend to A (C) and then try to include C (A) in her 

attentional focus. She will either be unable to introduce C (A) into her attentional 

focus, or she will be able to attend to C (A) but only as A (C) falls out of her 

attentional focus. Try as she might. S will be unable to attend to A and C together. 

.And this fact, one might think, gives her some reason to think that A and C aren't co-

conscious. 

It might be objected that S wouldn't form the intention to attend to A and C together 

unless she actually had the state .A&C. But surely this is implausible. Our attention is 

often drawn to "holes" in our phenomenal field, as when one suddenly notices that the 

tap has stopped dripping, or that the pain in one's foot has ceased. .Although we 

shouldn't confuse the lack of an e.xperience vvith the e.xperience of a lack, the former 

often generates the latter in the sense that the absence of a certain kind of e.xperience 

can occasion the phenomenal judgment that one lacks the experience in question. 

It might also be objected that phenomenally unified states aren't always jointly 

introspectable. Take any two of your current comple.x experiences, such as your 

current auditory field and your current visual field. Can you introspectively attend to 
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both of these experiences together? Perhaps not. Attention seems to have a rather 

narrow focus, and it's doubtful whether we can attend to complex experiences 

conjointly. But if that's the case, then S might not be able to form the phenomenal 

judgment that A and C are unified — at least, not on the basis of being unable to attend 

to A&C - even if they were unified. In other words, an inability to conjointly attend 

to two experiences doesn't prove that they aren't co-conscious. 

There are a number of things that one can say here. One response is to say that one 

should be able to become aware of the fact that and co-conscious C if .A. and C are 

simple states. There are reasons to think that very complex phenomenal states may 

not be introspectible. but there's good reason to think that simpler phenomenal are 

normally introspectible. An alternative (and perhaps more plausible) line of thought is 

to deny the assumption that one would need to jointly introspect or attend to A&C in 

order to form the phenomenal judgment that .A and C are phenomenally unified. 

.Arguably, we can form justified judgments about our phenomenal states and their 

relations without introspecting (attending) to them. Arguably, one has a kind of 

epistemic access to one's total phenomenal state even when one isn't attending to it. 

In the same way that one can be conjointly aware of the various parts of one's body, 

or the various components of one's visual field, without engaging in focused 

attention, perhaps one can also be aware of the contents of one's entire phenomenal 

field as a whole in this way. 

These considerations provide additional reasons to reject disunity interpretations of 

the split-brain data. An absence of a phenomenal judgment may not always be 
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evidence of a phenomenal absence, but in this case it seems to be. The fact that split-

brain patients don't report that they are disunified seems to provide some evidence for 

thinking that they aren't disunified, for they seem to have both the means and 

motivation for such reports. I don't claim that these considerations provide a knock

down drag-out objection to disunity models, but they do. I think, add to the case 

against them. 

4.6 The Unity of Consciousness and the Unity of Self-Consciousness 

A further consideration against disunity interpretations of the split-brain data involves 

self-consciousness and the unity thereof .\s just noted, split-brain subjects don't 

regard themselves as having a disunified consciousness. We can say that they retain 

the unity of self-consciousness (Hirsch 1991; Davis 1997). As I am using the term, a 

subject has unity of self-consciousness if and only if they regard their various uses of 

"I" as co-referential. The unity of self-consciousness is not necessarily guaranteed; it 

is guaranteed that a subject's I-thought must be self-referential, but they need not be 

regarded as such by the subject. 

A number of authors have argued that one can lose unity of consciousness while 

retaining the unity of self-consciousness (Hirsch 1991; Davis 1997). They have 

defended this claim by arguing that split-brain patients are in e.xactly this position. I 

think the argument is more plausibly mmed on its head; the fact that split-brain 

patients don't seem to have lost unity of self-consciousness suggests that they haven't 

lost unity of consciousness, since it's implausible to suppose that one can lose the 

unity of consciousness without losing unity of self-consciousness. 
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Let's examine Davis's attempt to pull the unity of consciousness apart from the unity 

of self-consciousness. His discussion centers around the behavior of a typical split-

brain patient. fK Davis assumes fV is a bifurcated subject, and he goes on to argue that 

W's behavior indicates that I-thoughts tokened in W's left hemisphere (L) are 

coreferential with those tokened in his right hemisphere (R). Suppose that W is shown 

a picture of a key under tachistoscopic conditions, where the picture is contained in 

his left visual field. VV will point to a key with his left hand (an action initiated in R), 

but he won't reach for the key with his right hand. Nevertheless, VV will acknowledge 

that he reached for the key (although he will say that he doesn't know why). Davis 

argues that this self-ascription indicates that we should regard I-thoughts in L as 

coreferential with I-thoughts in R. 

Belief that one has just pointed to a key e.xemplifies. let us say. a first person 
current-state belief of the form 'I am F. In an ordinary human being, beliefs of 
this kind arise from the operation of sense organs, introspective processes, and 
other mechanisms of self-awareness. These organs, processes and mechanisms 
are interior to the human being in question. .\nd in normal circumstances, they 
will operate to give rise to belief e.xpressible as "1 am F" only when that 
human being is in fact F. In W, Tplays this same role. Whereas in L and R, 'I' 
plays a different role. For example, certain beliefs of the form 'I am F' arise 
regularly arise in L when it is the case that R, and not L. is F. So as regards 
this kind of belief T plays the role of a self-referring expression to W; it does 
not (quite) play the role of such an expression referring to L or R. (213; 
emphasis in original) 

Davis's case fails to convince. The first problem with it is that it seems to be 

inconsistent. He claims that I-thoughts tokened in L are coreferential with those 

tokened in R. yet he also says that "certain beliefs of the form "I am F' arise regularly 

arise in L when it is the case that R, and not L. is F." These claims seem to be 

inconsistent. If I-thoughts in R and L are co-referential, then R and L are the same 

subject of e.xperience. And if that's so, then L is F whenever R is. 
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What Davis should say, I think, is that neither R nor L are subjects, and hence neither 

of them could be F. The only subject of experience here is W. W's act of reaching for 

a key may be initiated in R, but it is iV's act of reaching for the key. not R's. 

Similarly, W's verbal report that he doesn't know why he reached for the key might 

be initiated in L, but the verbal report is not L's. 

But the heart of the difficulty with Davis's position is this: how does W form an 

inirospeciively-hastd judgment in L (R) on the basis of an experience in R (L)? 

Suppose that \V has an auditory experience <j) in R. How can this experience give rise 

to the judgment "l am having experience ({»' in L on the basis of introspection? W 

might be able to form this judgment in some other way, but surely one of the unique 

features of I-thoughts is that they can be directly generated by the experience in 

question (and such directly generated beliefs will usually be justified). 

In general, it seems plausible to suppose that if a subject has unity of self-

consciousness then they probably also retain the unity of consciousness. The converse 

relation may not hold - perhaps one can lose the unity of self-consciousness while 

retaining the unity of consciousness - but it seems implausible to suppose that I-

thoughts located in different phenomenal fields could bear the functional relations to 

each other that they ought to play (if they are co-referential). If I am thinking 'i am F" 

and r'l am G". then I have a priori warrant for thinking "I am F and G". I may not 

actually be able to form this thought due to processing constraints, but any such 

thought will have prima facie justification (assuming, perhaps, that "I am F' and "I 

am G" are prima facie justified.) But bifiircated subjects lack this justification when 
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the two thoughts are in different phenomenal fields, for it seems reasonable to 

suppose that introspectively-mediated justification demands that the doxastic state and 

the target state belong to the same phenomenal field. 

4.7 Other pathologies 

I now want to e.xplore a number of other syndromes that are suggestive of disunity. 

As before, my guiding question is this: do these syndromes show that the Unity 

Thesis must be rejected? A secondary question is whether the L'nity Theorist can 

account for these pathologies in ways that I have suggested they can account for the 

split-brain data. 

4.7.1 The anarchic (alien) hand syndrome 

Anarchic hand syndrome is characterized by the patient's inability to control their left 

hand." For instance, the left hand might grab money the right hand has offered to a 

cashier, close doors the right hand has opened, or grab the wheel while the patient is 

driving. Despite its organic etiology, the behavior of anarchic hand patients is very 

similar to that of split-brain patients. Consider the profile of one such patient. A.VV. 

A.W. was reliable at naming ordinary stimuli (such as tools, jewellery, and toys) 

when palpitated in their right hand, but very poor at naming objects when they were 

palpated in her left hand (Baynes et al 1997). Nevertheless, she could reliably match 

such objects with visually presented objects (by pointing to the appropriate object 

with her left hand), and she could retrieve the palpitated object from a group of 

similar objects by left-handed palpitation. A.W. was clearly capable of processing 
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information derived from left-hand palpitation up to an abstract level of 

representation. 

What is the structure of A.W.'s consciousness? Is she a bifurcated subject? Is she a 

fragmented subject? Or is she a fully unified subject, whose left-hand tactile 

information is inaccessible to verbal report and restricted in its inferential availability? 

Bifurcation interpretations are rendered implausible by the same sorts of 

considerations that tell against bifurcation interpretations of the split-brain data; 

A.W.'s right-hand and left-hand tactile e.tperiences might not be unified, but surely 

they are both unified with her visual e.Kperiences. So if .A..W. is disunified she is 

presumably bifurcated rather than fragmented. But fragmented interpretations of 

anarchic hand syndrome are implausible for the same reasons that fragmented 

interpretations of the split-brain data are implausible: if .A..W. has a fragmented 

consciousness, why is she unaware of this fact (as she seems to be)? This leaves a 

restricted access model of the anarchic hand data: A.W. has a fully unified 

phenomenal field, but she lacks unrestricted access to it. She can employ left-hand 

information in the service of left-hand reports, but not in the service of verbal reports. 

But why is .\.W. not able to control her left hand? Don't we need to posit some 

phenomenal disunity in order to e.xplain this? Suppose that she uses her left hand to 

open a door that she has just closed with her right hand. Arguably, both actions are 

conscious, that is, both involve the experience of agency. Why then does A.W. not 

" The label "anarchic hand syndrome"* is preferred over "alien hand syndrome", because patients do 
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experience herself as engaged in inconsistent actions? Well, perhaps she does. 

Perhaps she is consciously aware that she is opening the door with her right hand, but 

despite this awareness she may be unable to refrain from this action.'" 

4.7.2 Marcel's e.xperiments 

-Marcel (1993. 1994) asked normal subjects to respond when they detected a light that 

was illuminated for 200 ms. Subjects were asked to respond as quickly as possible, 

and to respond in three ways at once; by blinking, by pressing a button, and by saying 

•yes". Marcel found that subjects gave inconsistent responses. In a single trial a 

subject might, say. report with their finger that they saw the light but fail to report 

orally that they saw a light. Or a subject might indicate that she had seen the light by 

pressing the button but fail to say "yes" or blink. Furthermore, Marcel found that 

subjects were unaware that their responses were inconsistent. (It might be thought that 

Marcel's subjects were merely failing to give a positive response rather than giving a 

negative response. But .Vlarcel reports that he got the same results when his subjects 

were instructed to make a motor response for negative trials.) 

It is certainly possible to interpret MarcePs results as casting doubt on the unity 

thesis. Hurley, for example, raises - but doesn't endorse - the possibility that 

Marcel's subjects have a partially unified consciousness: 

Suppose these subjects experience, simultaneously, both consciousness of a 
light and consciousness of unrelieved darkness, but that these experiences are 
not co-consciousness [sic]. Nevertheless, both experiences are co-conscious 
... with one unified set of background experiences and intentions: experiences 

not always deny that the recalcitrant hand is their own. 
Perhaps the presence of this awareness distinguishes those anarchic hand patients who e.xperience a 

sense of ownership over the unruly hand fiDtn those for whom this sense is absent. 
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of the sound of the experimenter clearing his throat, of the click that indicates 
the trial is beginning, perhaps of the Muzak playing throughout the trial, 
intentions to cooperate with the experimenter in following specific 
instructions, motor intentions needed to carry out those instructions, and so on. 
(Hurley 1998: 200) 

But fragmentation interpretations of Marcel's data are by no means forced on us. 

Marcel himself suggests the following explanation of his data; 

We may distinguish first-order phenomenal experience from nonconscious 
information states. We may then first distinguish the former from second-
order reflexive consciousness. Reflexive consciousness can be thought of as 
attending to our own phenomenal slates and has its contents (partially) 
expressed in reports. However, second, we may also divide this latter aspect of 
consciousness such that it is non-unitary, whereby different 'reporters' have 
differential access to first-order phenomenal states. Thus, in a single person 
reflexive consciousness controlling a repon by a button-press may have 
greater access to a visual experience than a separate reflexive consciousness 
controlling a report by an oral response. (1994: 87: cf 1993) 

Marcel admits that there is a way of seeing this scenario as involving partial unity ~ 

each of the two reflexive consciousnesses is co-conscious with a phenomenal state, 

but they are not co-conscious with each other — but he is concerned to distinguish this 

kind of partial unity from the partial unity with which I (and Hurley) am concerned, 

which is a partial unity of phenomenal consciousness. The difference between these 

two forms of partial unity concerns the nature of the relation of co-consciousness: a 

reflexive consciousness is co-conscious with a phenomenal state when it has access to 

its contents, whereas two phenomenal states are co-conscious when they have a joint 

phenomenology. Phenomenal co-consciousness is a symmetrical relation, while 

access co-consciousness is asymmetric. 

Although Marcel's reflexive consciousnesses sound awfully like agents - they control 

various report modalities - it seems to me that his account isn't that dissimilar firom 
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the RAM account I gave of commissurotomy. The central idea is that one report 

modality might have better access to the content of an experience than another report 

modality does. For example, the system subserving eyeblink responses might have 

better access to visual experiences than that which subserves oral responses. Marcel 

also reports preliminary data that suggests that button-pressing responses are more 

accurate than eye-blink responses when visual stimuli are replaced with tactile stimuli 

(1993). This suggests a kind of perception-response modularity - what Hurley (1998) 

calls "vertical modularity". Reports are more reliable when made in the same 

"modality" as the experience being reported. For example, tactile information is more 

accessible to manual report systems than verbal report systems, while visual 

information is more accessible to eyeblink report systems than to manual report 

systems. 

So much for the selectivity of access to consciousness: what of the structure of the 

subject's phenomenal consciousness? Do .Vlarcel's subjects have a fully unified 

phenomenal consciousness? If they do. and if their negative responses are grounded in 

an experience of "unrelieved darkness", as Hurley puts it. then we seem to be 

committed to holding that an experience of the light is co-conscious with an 

e.xperience of unrelieved darkness. And this claim seems implausible. But perhaps the 

subject's negative responses aren't grounded in an experience of unrelieved darkness. 

Perhaps they are not grounded in any phenomenal state at all. Perhaps they are 

generated directly, and solely, by prior (perhaps unconscious) expectations, 

communicative intentions, and the like. 
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So far so good, but won't the subject's intentions-in-actions be mutually co-

conscious? For example, the intention to produce an affirmative eye-blink response 

will be co-conscious with the intention to produce a negative verbal response. And if 

this is so, then why don't Marcel's subjects realize that they have made inconsistent 

responses? Then objection assumes that if inconsistent intentions are co-conscious 

then the subject must be aware that he has inconsistent intentions. Thus assumption 

can be challenged. If inconsistent perceptual content can be co-conscious without 

generating a representation of their conjoint content, then there seems no reason not to 

suppose that intentions-in-action could be co-conscious without generating a 

phenomenal judgment of their conjoint content. 

4.7.3 Anosagnosia 

Patients with impairments of various kinds often exhibit a curious lack of awareness 

of their deficits. Often this lack of awareness - or anosagnosia - is partial, and the 

patient will have what is called 'dim knowledge' of their condition. For instance, a 

patient with hemiplegia (paralysis on one side of their body) may verbally 

acknowledge their condition but nonetheless attempt to rise from bed or engage in 

other activities that are obviously precluded to them (such as knitting). Other neglect 

patients behave in ways which indicate that they are aware of their deficit, yet when 

asked about their condition they resolutely deny that there is anything wrong with 

them. Still other patients give inconsistent self-evaluations: they may deny hemiplegia 

but admit that the affected limbs are "lazy" or "naughty." Hemiplegic patients may 

claim that they are able to engage in tasks that they are obviously incapable of - such 

as clapping hands or climbing a ladder - , but the patient asserts that the examiner 
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would be unable to engage in the same activities if they had been affected by the same 

impairment (Bisiach and Berti 1995: 1332). 

Bisiach and Berti (1995) suggest that anosagnosia might involve fragmentation in 

consciousness. Unfortunately, they fail to explicate or motivate this suggestion, and it 

is not easy to see how to make good on their omission. The most natural account of 

anosagnosia is that the patient is aware of their hemiplegia, but this awareness is not 

globally available for use in the control of behavior. Does this awareness amount to a 

phenomenal judgment that they are impaired in certain ways? This is a difficult 

question to answer, but it may be that the awareness that anasoganosics have of their 

deficits will often fall short of a phenomenal judgment. As far as I can see, the partial 

unity proposal casts little light on anosagnosia. There are. of course, a variety of ways 

in which these patients have a disunified mental life, but it's not clear that this 

disunity is a disunity in phenomenal structure. 

4.7.4 The Hidden Observer in Hypnosis 

.A, further syndrome that merits our attention is the so-called hidden observer in 

hypnosis, a phenomenon extensively investigated by Hilgard (1986). In a typical 

hidden observer e.xperiment a subject is hypnotized and then informed that they will 

feel no pain when one hand is put into a stream of circulating iced water. The subject 

is told to use the other hand to produce a written report of their pain experiences, but 

to keep what is reported in this way "out of awareness". Subjects are given a pain 

scale from O-IO: 0 indicates no pain, while 10 indicates a severe pain. Although the 

verbal reports of the subjects typically indicate no awareness of pain at all, the 
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"hidden observer" hand reports incremental increases in pain on the scale that normal 

(i.e. unhypnotized) subjects report; ie. 2, 5, 7. 8, 9 etc. 

Something very much like the hidden observer phenomenon seems to occur under 

anaesthesia. 

There is evidence that anaesthetized patients hear and understand much of 
what goes on in the operating theatre, especially things which are said that 
relate to themselves or their condition. ...a female patient is reported to have 
refused to go back to her surgeon for reasons which she could not understand 
and despite the fact that she liked him prior to her operation. Under hypnosis 
the woman was later able to quote the surgeon as saying while she was 
anaesthetized "Well, that will take care of this old bag". (Oaklev and Eames 
1986:223) 

What should we make of the hidden observer phenomenon? Is the hidden observer 

reporting phenomenal states that are separate from, or only partially unified with, the 

subject's main stream of consciousness? Is the hidden observer a distinct subject of 

e.xperience in its own right? Or is there no disunity in phenomenal structure here at 

all. only a fragmentation in the subject's ability to report their experiences? 

Hilgard himself rejects the suggestion that the hidden obser%'er is an independent 

subject of experience: 

The "hidden observer" is a metaphor for something occurring at an intellectual 
level but not available to the consciousness of the hypnotized person. It does 
not mean that there is a secondary personality with a life of its own - a kind of 
homunculus lurking in the shadows of the conscious person. The "hidden 
observer" is merely a convenient label for the information source tapped 
through experiments with automatic writing and automatic talking. (1986: 
188) 

But what is the status of the information that the hidden observer taps? Is it 

conscious? Although Hilgard says that the hidden observer has a covert experience of 
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pain, he is clearly using "experience" in such a way that experiences need not be 

conscious: "The covert information from the experience somehow registered and was 

processed, but it was masked by the amnesia-like process before it ever became 

conscious" (1986: 191).'"' In other words, Hilgard seems to think that hidden-observer 

reports are not based on phenomenal awareness of pain. 

This interpretation can be challenged. Why assume that the subject's "hidden 

observer" reports aren't conscious and that their verbal reports are conscious? After 

all, it's the subject's "hidden observer" reports, rather than their verbal reports, that 

correlate with their objective situation. .As Hilgard himself says, the "hidden 

observer" reports appear to be reliable while the hypnotized pan of her reports no 

pain at all. Similarly, the "hidden observer" reports of patients who have been 

operated on under anaesthetic are consistent with the sorts of reports that one would 

expect from someone who had actually experienced the operation. 

So. let us assume that the cold water does induce an experience of pain in the subject. 

Why then does the subject verbally deny that she is in pain? Perhaps this experience is 

simply inaccessible to the verbal report system. Perhaps the subject verbally denies 

feeling any pain because she has the expectation that she won't feel any pain, and this 

expectation is accessible to the verbal report system. 

4.7.5 Dissociative Identity Disorder 

" Oakley and Eames (1985) also assume that the subject doesn't have any (conscious) e.xperience of 
pain. 
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A final pathology of consciousness that might be taken to cast doubt on the unity 

thesis is Dissociative Identity Disorder (D[D), formerly called Multiple Personality 

Disorder (MPD). DID is a very complicated syndrome, and there is very little that one 

can say about it that is uncontroversial.''^ In order to qualify for a diagnosis of DID a 

person must have two or more distinct identities or personality states. These identities 

~ or alters, as they are also known — each have their own relatively enduring pattern 

of perceiving, relating to and thinking about the environment and the self (American 

Psychiatric Association 1994). .Alters take turns directing the behavior of the multiple, 

and while a panicular alter is "out" the multiple generally only has access to the 

memories, beliefs, plans, and other intentional states of that alter. 

DID seems to trouble the unity thesis because there is reason to think that multiples 

have a disunified consciousness. A central line of evidence for this view comes from 

inter-alter conflict. Braude claims that at times 

... one can actually observe and clearly identify the participants in the 
struggle. For example, as two alters vie for executive control, the multiple's 
face might shift rapidly between the distinctive features of each. Even more 
importantly, the clear personality shifts on the subject's face often reflects the 
alters' idiosyncratic contributions to the conflict. For example, one personality-
might show anger, tension or confusion, and the other might display 
amusement and contempt. And those dispositions can be e.xhibited in a 
manner characteristic of the respective personalities. (1991: 670 

In so far as alters seem to be distinct loci of agency, there's also reason to think that 

they are (have?) distinct phenomenal fields. Of course, it's not obvious that agency 

For a variety of perspectives on MPD/DID see Braude (1991), David (1996), Dennett and Humphrey 
(1998), Flanagen (1996), Gillett (J 997), Hacking (1995). Merskey (1992), Piper (1994), Ehitnam (1989) 
and Spanos (1994). 
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and phenomenal fields go hand-in-hand, but there is an intuitive case for thinking that 

they're coeval. 

Suppose we accept that alters have their own phenomenal fields: does it follow that 

DID is inconsistent with the unity thesis'? Not quite. The argument tacitly assumes 

that the multiple herself is a subject of experience. But if alters are agents, and have 

their own phenomenal fields, there seems to be a good prima facie case for regarding 

them as subjects of experience in their own right. Braude's comments highlight the 

attractiveness of this suggestion (cf. Wilkes 1988): 

We may (in some contexts) prefer to identify a person entirely (or primarily) 
with his body, and say that the mental and bodily states of different alters are 
still states of the same person. In that sense. I suppose, the states of different 
alters will still be considered co-referential [ie. belonging to the same subject 
of experience], and I see nothing inherently wrong with that way of 
speaking...Nevertheless, this manner of assigning states to the same 
individual has limited utility. ...When the different states appear to be states of 
different personalities - so much so that we are willing to treat the alters as 
discrete moral or prudential agents - our inclination (obviously) is to treat 
those states as /lon-co-referential. (1991: 83. emphasis in original) 

Dennett and Humphrey put the point rather more bluntly; "the grounds for assigning 

several selves to [a multiple] can be as good as - indeed the same as - those for 

assigning a single self to a normal human being" (Dennett and Humphrey 1998: 54. 

emphasis in original). Regarding alters as subjects of experience would allow us to 

accept that a multiple has distinct phenomenal fieldr without forcing us to give up the 

unity thesis. 

.A.re there good reasons for regarding alters as having their own phenomenal fields? I 

think not. The argument against such an interpretation is a familiar one. Consider, for 
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a tnomeni, the proprioceptive experiences of a multiple. It seems far more plausible to 

suppose that the multiple has just one set of proprioceptive e.xperiences rather than 

assuming that each alter has its own private proprioceptive experiences. The same 

point seems to hold of a multiple's perceptual e.xperiences in general. Does each alter 

have its own auditory experiences? Its own visual experiences? One can, of course, 

answer each of these questions in the affirmative, but in each case a negative response 

seems much more plausible. 

Rather than regarding multiples as either fragmented or bifurcated subjects, it seems 

more plausible to regard them as fully unified subjects that have problems with the 

intentional coherence of their mental states. Perhaps multiples suffer from an extreme 

form of self-deception (Heil 1994). Each multiple has a single fully unified 

phenomenal field, but the structure of this field, and her access to it. varies widely 

through time and at a time. We can think of alters not as individual subjects of 

experience, but as personas or psychological files. .A. particular alter "is out" when the 

psychological file that goes by that name is informing and structuring the multiple's 

experiences and actions. Inter-alter conflict may arise from a struggle within the 

multiple over which psychological file will structure the individual's behavior. We 

don't need to suppose that we have independent subjects, each with their own 

phenomenal perspective on the world, attempting to gain control of the multiple's 

body. 

There is another feature of inter-alter access that seems to support this model, 

although it is, admittedly, open to other interpretations. The phenomenon is known as 

inter-alter access, and involves one alter having some form of direct access to the 
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mental states of another alter. Inter-alter access is frequently asymmetric: alter A 

might have access to B's mental states without B having access to A's mental states. 

The following, which comes from Morton Prince's report about the Doris Fischer 

case, is indicative of such reports. (These comments were made by one of the alters, 

the initials refer to Doris Fischer's alters.) 

S.D. watched when R.D. was out. There would be three of us watching her. 
each with thoughts of her own. S.D. watched R.D.'s mind, M. watched S.D.'s 
thoughts of R.D.. and I watched all three. Sometimes we had a disagreement. 
Sometimes a jealous thought would flit through S.D.'s mind - she would think 
for a moment that if R.D. would not come out any more .VI. might not like her 
(S.D.) as well as R.D. She never tried to hinder R.D.'s coming out. though, but 
always to help, and only a slight thought of the kind would flit through her 
mind. But VI. would see it and get cross with S.D.. and so the disturbance 
inside would make R.D. go in. (Braude 1991: 69) 

Call the narrating alter "N'. What does it mean for N to "watch the mind" of another 

alter? 

One way to make sense of such claims is to reify alters, to regard each alter as a 

distinct subject of experience. On this proposal, inter-alter access would involve one 

subject. N. of e.xperience having direct, quasi-introspective, access to the mental states 

(experiences?) of another subject, M. Although this might be thought to imply that N 

and M share token experiences, it doesn't in fact have this implication. Suppose that 

VI has the occurrent belief that Paris is in France. X might have access to this belief, 

not by having (sharing) that belief itself, but by having the occurrent belief "VI is 

thinking that Paris is in France". Normally we ascribe mental states to each other on 

the basis of behavior, but in the case of inter-alter access such access might not be 

mediated by the perception of behavior. So, we can make sense of inter-alter access 
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as the accessing of the mental states of one subject by another subject without 

supposing that subjects share token mental states. Still, there is something very 

unappealing about the model of inter-alter access just presented. How does N 

discriminate M's mental states from R.D.s and S.D.'s? How does N attach the right 

labels — "M's thoughts", "R.D.'s thoughts" — to the right thoughts? 

It seems to me that we might have an easier (thought not to say easy!) time making 

sense of inter-alter access by regarding alters as psychological files: integrated sets of 

behavioral responses, dispositions, beliefs, memories and other intentional states. 

Inter-alter access involves; (i) leakage between files, and (ii) the awareness, at some 

level, on the part of the multiple of the fact that they have multiple psychological 

files. Suppose that one of these files. N. is structuring the multiple's behavior at a 

certain time. .VIost of the multiple's current goals, fears, hopes, and thoughts are 

drawn from her \ file. However, suppose that some of her current mental states come 

from one of her other behavioral files, such as M. If there is some level at which the 

multiple is aware of her multiplicity, she may be inclined to identify herself as N. and 

identify the alien thought as belonging to another alter. Perhaps something like this 

occurs when one is in one conte.xt. say, a sexually intimate conte.xt. and thoughts 

appropriate to another very different context, say. a philosophical discussion, 

suddenly enter one's head. Such thoughts can seem alien to one in a certain way. If 

one also had a model of oneself as having a philosophical personality for which such 

thoughts would be appropriate, one might be tempted to ascribe such thoughts to that 

personality and not one's current personality. I don't claim that this model of inter-
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alter access is straightforward, but it is, perhaps, more appealing than the previous 

models I canvassed. 

There is clearly much more that could be said about DID and the other pathologies 

that I've discussed here, but I hope that what I've said here suffices to show that there 

is no quick and conclusive knock-down argument against the unity thesis to be found 

in the study of the various pathologies of consciousness. I haven't claimed that RAM 

interpretations of these pathologies are to be preferred to fragmented interpretations 

on their own merits, but when combined with the intuitive case for the unity thesis 

(presented in the previous chapter) I think there's a clear case for accounts of these 

syndromes that are consistent with phenomenal unity over those that aren't. 

This completes my case for the unity thesis. I turn now to e.xplore the consequences of 

accepting it. 
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Chapter 5: The Unity Thesis and Theories of Consciousness 

Given the case in favor of the unity thesis it seems reasonable to employ it as a constraint 

on theories of consciousness. The fact that an account of consciousness is inconsistent 

with the unity thesis should be regarded as an objection against that theory of 

consciousness. I will argue that two prominent accounts of consciousness ~ higher-order 

thought accounts and representationalist accounts - are inconsistent with the unity thesis, 

and thus that ±ere is reason to regard such accounts as problematic. 

5.1 The unity thesis and HOT models of consciousness 

A number of philosophers, most notably David Rosenthal (1986, 1993. 1997), have 

argued that consciousness involves higher-order thoughts of some kind. Not all 

proponents of this approach advance the model as an account of phenomenal 

consciousness (e.g. Lycan 2000 doesn't), but most HOT theorists do. At any rate. I will 

regard the HOT model as a model of phenomenal consciousness.' 

At the heart of the HOT model of consciousness is the following claim: 

Higher-Order Thought (HOT) model: A mental state M is phenomenally 

conscious iff the subject of that state has a suitable higher-order thought about M. 

' Although Rosenthal holds that only sensory states can be phenomenally conscious he also holds that there 
will be something it is like to be in a state whenever its subject has the right sort of higher-order thought 
about it. Given that I am identifying phenomenal states with states that there's something it's like to have, 
we can, for present purposes at least, regard Rosenthal's account as an account of phenomenal 
consciousness. 



135 

HOT models differ depending on how they cash out this "suitable.' Rosenthal holds that 

consciousness-generating higher-order thoughts (HOTs) must have the content "I am now 

in M". He also holds that HOTs must be arrived at non-inferentially; self-ascribing M on 

the basis of the testimony of a neuroscientist will not make M phenomenally conscious. 

What account of phenomenal unity will HOT theorists give? The most natural thing for a 

HOT theorist to say is that two phenomenal states, the states of having higher-order 

thoughts "I am in A" and "I am in B", will be phenomenally unified when there is a 

complex phenomenal state that subsumes them both. And the most natural HOT account 

of this complex phenomenal state is to say that it is a HOT with content that entails the 

content of the two phenomenal states that it subsumes. .Arguably, the only HOT that fits 

this bill is the HOT "I am in A & B". 

Given this account of phenomenal unity is there any reason to think that HOT accounts 

will satisfy the unity thesis? It doesn't look like it. .Must a subject have the HOT "I am in 

A & B" whenever she has the HOTs "I am in A" and "I am in B"? It's hard to see why. It 

seems perfectly possible for a subject to have the thoughts "I am in A" and "I am in B" 

without having the thought "I am in A & B". Thoughts aren't generally closed under 

conjunction, and there is no reason to suppose that HOTs are any exception to this 

principle. Rosenthal places certain constraints on the types of higher-order thoughts that 

generate phenomenal consciousness, but none of these constraints seems to guarantee that 

HOTs are closed under conjunction. 
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The incompatibility between Rosenthal's version of the HOT model seems to extend to 

other versions of the theory, such as Caruthers' (2000) dispositional version of the HOT 

account. According to Carruthers (2000), a state is phenomenally conscious exactly when 

it is available for higher-order thought. On this version of the HOT model, the 

phenomenal unity of states A and B presumably consists in the joint availability of these 

two states for higher-order thought; that is, the thought "1 am in A & B" must be 

available in the appropriate way. Does this version of the HOT model secure the unity 

thesis? 

Again, I think not. It seems quite possible for a subject to have states A and B that are 

individually available for higher-order thought without having a state A&B that is 

available for higher-order thought. Dispositional HOT theories of the sort that Carruthers 

advocates seem no more able to secure the unity thesis than actualist HOT theories. 

Indeed, it seems likely that no higher-order monitoring account of phenomenal 

consciousness — including those accounts on which phenomenal consciousness involves 

a higher-order perceptual state - is able to secure the unity thesis. 

There are at least four ways that proponents of the HOT model might reply to this 

argument. They could: (i) reject my proposed account of what it would lake for a HOT 

theory to secure the unity thesis; (ii) modify their account so as to secure the unity theses: 

(iii) weaken their analysis of phenomenal consciousness so that it is restricted to 
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notnologically possible worlds; (iv) reject the unity thesis. Let me examine these 

alternatives in turn. 

(i) According to the unity thesis, any phenomenal states that a subject has at a time must 

be co-subsumed. I've assumed that the HOT theorist will attempt to cash out 

subsumption in terms of entailment: one HOT subsumes another only if the content of the 

first entails the content of the second. (Might the HOT theorist try to identify 

subsumption with entailment? They could, although doing so might get them into trouble 

with gestalt unity, for gestalt unity involves entailment without subsumption.) If this is 

right, then HOT theorists need to countenance "maximal HOTs" - that is. HOTs whose 

content entails the content of all of the HOTs they have at the time - in order to secure 

the unity thesis. But. the HOT theorist might point out. arguments against the claim that 

HOTs are closed under conjunction aren't argument against maximal HOTs. Even if 

HOTs aren't closed under conjunction it doesn't follow that there isn't a maximal HOT 

for any subject at any time. 

Two things to say in response. First, it is certainly true that the claim that HOTs are 

closed under conjunction is logically independent of the claim that there are maximal 

HOTs. It is logically possible that closure might fail even though every subject of 

experience must have a ma.ximal HOT whose contents entails the contents of each of the 

HOTs that they have at that particular time. Nevertheless, it seems to me extremely 

unlikely that there should be sufficient ma.ximal HOTs to secure the unity thesis. If 
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closure for HOTs is implausible, it seems even more implausible to suppose that any 

subject must have a single HOT whose content entails that of all their other HOTs. 

Second, even if there are sufficient ma.ximal HOTs, it's still arguable that the HOT 

theorist can't secure the unity thesis unless HOTs are closed under conjunction. I 

suggested in chapter one that there's good reason to think that if a set of experiences is 

phenomenally unified then they must be exactly co-subsumed. Without this claim, the 

unity thesis leaves open the possibility of what I called "unsaturated" subjects of 

experience. And unless HOTs are closed under conjunctive closure, the HOT theorist is 

unable to rule-out unsaturated subjects. 

(ii) How might one modify the HOT account so as to secure unity? The only move that 

seems to me to do the trick is to stipulate that subjects can have only one HOT at a time. 

This restriction is not as severe as it might at first sound, for the content of this HOT 

might be very complex, eg. "I am in A and B and C and D etc." This move might work, 

but it is unlikely to appeal to HOT theorists. It seems to be a makeshift move designed 

merely to block an objection. One wants to know why subjects can have only one HOT at 

a time; there doesn't seem to be anything in the HOT model itself to motivate such a 

restriction. 

(iii) A third line of response that a HOT theorist could make is to weaken the modal 

status of the account. Rather than advance the view as a metaphysical truth about 
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phenomenal consciousness, the HOT theorist could settle for a weaker claim. He could, 

for instance, advance the HOT account as a nomological analysis of consciousness. 

Further, the HOT theorist could argue that HOTs may not be closed under conjunction in 

all possible worlds, but they are so closed in every nomologically accessible world. 

I think there are two problems with this response. First, most HOT theorists seem to 

regard the account as a metaphysical truth. If true at all the HOT account is true in every 

possible world. That's certainly Carruthers's position (2000: 258). and it also seems to be 

Rosenthal's position (see Rosenthal 2002). Given this position, a failure of closure only 

needs to be metaphysically possible in order to trouble the HOT account. Further, there 

seems little reason to suppose that HOTs are closed even in all nomologically accessible 

worlds. Indeed, there seems little reason to suppose that they are closed in the actual 

world. 

(iv) Rather than modify the HOT model or weaken its modal force, I suspect that most 

HOT theorists will simply reject the unity thesis. At any rate, that is the line that 

Rosenthal (2001; 2002) and other HOT theorists (Weisberg 2001) seem inclined to take. 

While there is nothing incoherent about this move, the HOT theorist makes it at the cost 

of denying the unity intuition. And this, I think, provides a prima facie case against HOT 

accounts of consciousness. 
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5.2 The unity thesis and representational ism 

A second prominent approach to consciousness is representationalism. According to 

representational accounts, phenomenally conscious mental states are representational 

states. The most popular versions of representationalism also claim that phenomenally 

conscious mental states are representational states that play a certain functional role, 

typically involving a certain sort of access and control. Let's look at a couple of such 

models in more detail. 

Dretske's (1995) version of representationalism holds that phenomenally conscious 

mental states are non-conceptual representations that service the construction of 

conceptual representations, such as thoughts, judgments and beliefs. They are states 

whose functions it is to supply information to a cognitive system for calibration and use 

in the control and regulation of behavior (Dretske 1995: 19). 

Tye (1995) endorses a similar view. According to his PANIC model, phenomenally 

conscious mental states are representational states that have Poised Abstract 

Nonconceptual Intentional Content. The functional component of Tye's view is captured 

by the term 'poised.' A state is poised when its content stands ready and in position to 

make a direct impact on the subject's belief/desire system. 

To say that the contents stand ready in this way is not to say that they always do 

have such an impact. The idea is rather that they supply the inputs for certain 

cognitive processes whose job it is to produce beliefs (or desires) directly from 
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the appropriate nonconceptual representations, if attention is properly focused and 

the appropriate concepts are possessed. (1995: 138) 

Both Tye and Dretske hold that only sensory, non-conceptual states can be phenomenally 

conscious. That is, both deny that beliefs, desires and intentions, can possess phenomenal 

properties. But this isn't an essential feature of the representational account of 

consciousness and it won't play an important role in what follows.' 

How should representationalists account for phenomenal unity? Arguably, such accounts 

will say that phenomenal states A and B are phenomenally unified when there is a 

phenomenal state, .A&B that entails each of the original states. And, on the 

representationalist account, this will be the case when and only when A«S:B is a 

representational state whose content entails the contents of .A, and B. and A&B plays the 

relevant functional role. For e.xample. if A and B represent a woman and a horse 

respectively, then they will be phenomenally unified if and only if the subject has a state 

that represents a woman and a horse and this state plays the functional role required for 

phenomenal consciousness. 

Is there any reason to think that representational accounts will meet this requirement? It 

seems not. Consider again Sperling's experiments, which we examined in chapter two. 

" There are differences between these two accounts of phenomenal states — Dretske. for instance, holds that 
phenomenal content is de re while Tye denies this (1995: 138) - but for present purposes these differences 
don't matter. 
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Here we seem to have a situation in which the contents of A and B are individually 

accessible for verbal report but the contents of A&B are not accessible in this way. In 

general, it seems difficult to see why representational content must be closed under 

conjunction in the way that it must be in order to secure the unity thesis. Consider, for 

example, Tye's account, on which the representations that are phenomenally conscious 

must be "poised", that is, they must stand ready and in position to make a direct impact 

on the belief'desire system. It seems possible for a subject to have a visual representation 

that is poised, an auditory representation that is poised, but fail to have an audio-visual 

representation that is poised. Indeed, Tye's seems to endorse a modular account of 

sensory representations on which e.xactly this kind of situation is to be e.xpected (1995: 

119). 

.Are there other ways in which a representationalist might attempt to account for 

phenomenal unity? One possibility is to account for phenomenal unity solely in terms of 

the representational content of the states in question. Take an auditory experience of a 

dog barking and a visual experience of the same dog. Perhaps these rwo experiences can 

be unified without being subsumed by an audio-visual representation of a barking dog. 

Perhaps it is enough that the contents of these two states are coherent and integrated. But 

this proposal is hopeless. If the visual representation of the barking dog is mine and the 

auditory representation is yours then they won't be unified. This problem can't be solved 

by appealing to de re content either, for you and I might both be experiencing the same 

dog. The representationalist needs to appeal to facts above and beyond the content of the 
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phenomenal states in order to account for their unity. She needs to appeal to facts about 

the token identity of the representations. 

Perhaps representationalists should look to what representations do rather than what they 

represent. .Vly representations do different things from yours: mine are poised for use by 

my belief-desire system, while yours are poised for use by your belief-desire system. 

Perhaps representationalists can ground phenomenal unity in the fact that representations 

can be consumed by the same cognitive system. (This proposal is importantly different 

from the account of phenomenal unity that I described above. On that proposal, 

representations A and B are unified iff they are subsumed by a representation that has as 

its content that conjunctive content of A and B. On this proposal, all it takes for A and B 

to be unified is that they are individually poised for use by the same conceptual 

economy.) 

This proposal might evade the objections that sank the earlier account, but is it plausible? 

I think not. The problem is that it doesn't really e.xplain why the representations in 

question would be phenomenally unified. It does. I suppose, explain how they might be 

fimctionally unified, but it fails as an account of phenomenal unity. The fundamental 

problem is that it attempts to account for the phenomenal unity of .A. and B without 

positing a complex phenomenal state that subsumes both A and B. 
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We might also note that the argument against representationalist accounts of phenomenal 

consciousness seem to hold good against functionalist accounts of phenomenal 

consciousness in general. Generally speaking, it seems implausible to suppose that there 

will be the relevant conjunctive property among states playing the relevant functional 

roles unless such a constraint is built into the theory from the outset. Consider, for 

instance. Kirk's (1994) functionalist account of conscious states - what he calls "raw 

feels". Kirk argues that raw feels are constituted by internal processes within cognitive 

systems that have the capacity to "acquire information about the environment, to store 

that and other information, and to initiate and control behavior on the basis of incoming 

and stored information" (1994: 212). .According to Kirk, distinct raw feels are constituted 

by distinct internal processes. 

Just now I am looking at the characters displayed on my word processing screen. 

.Accordingly I am in the associated state of visual raw feeling. But at the same 

time 1 hear a passing car. the pressure of my elbow on the table, and the smell of 

freshly ground coffee. So I am also in the diverse states of raw feeling associated 

with those other perceptual states. Now, each of these states of raw feeling equips 

me with a distinct system of behavioral capacities. For e.xample. the one caused 

by the word processor screen enables me, among many other things, to point to 

occurrences of the letter T'. The state caused by hearing the car enables me to 

look in the direction of the car. On my account these are distinct real states which 

result in my acquiring distinct systems of capacities. Being distinct real states they 
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must be constituted by distinct components of my current brain processes. (Kirk 

1994: 114) 

There is no hint here about how various raw feels might be unified. It appears as though a 

subject could have a raw visual feel and a raw tactile feel at the same time without these 

t%vo raw feels being had together. After all, if distinct raw feels are constituted by distinct 

neural processes, there seems no reason why the unity thesis must hold. What holds for 

Kirk's account seems to hold for any bottom-up version of flinctionalism.^ 

How might representationalists (and functionalists more generally) respond to this 

argument? Broadly speaking, they have the same four options open to proponents of the 

HOT account. They can: (i) contest my claim that they are unable to secure the unity 

thesis; (ii) modify their model so as to secure the unity thesis: (iii) weaken the modal 

force of their analysis: or (iv) reject the unity thesis. Let's take these options in turn. 

(i) Again, the representationalist might appeal to maximal representational states -

i.e. states that play the functional role necessary for phenomenology and whose content 

entails the content of all of the subject's phenomenally conscious representations. But 

can such states help the representationalist? I don't think so. For one thing, it's highly 

doubtful that sufficient ma.\imal representations are available to secure the unity thesis. 

^ Another example of such an account is that advanced by Baars. According to Baars's Global Workspace 
model, "conscious experience emerges from a nervous system in which multiple input processors compete 
for access to a broadcasting capability; the winning processor can disseminate its information globally 
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Furthermore, even if an appeal to maximal representational states is able to secure the 

unity thesis, it can't rule out unsaturated subjects. 

(ii) How might representationalists modify their account so as to secure the unity 

thesis? The representationalist could jettison the functionalist component of their account. 

For instance, she could hold that phenomenally conscious states are representational 

states whose content is represented phenomenally, or that they are representational states 

with some other property that is not functionally defined. The resulting version of 

representational ism might be compatible with the unity thesis, but it would also demand 

that the representationalist forgo any reductive aspirations she might have. I suspect that 

few representationalists would be willing to pay this price. 

(iii) What modal force do representationalists attach to their accounts? Dretske is silent 

on the modal status of his version of the view, but Tye quite explicitly regards the PANIC 

proposal as a necessary truth, albeit an a posteriori one. And [ suspect that most 

representationalists, to the extent that they are interested in modal questions at all. will 

adopt a similar position. So, even if representationalism could guarantee that closure 

holds in nomologically accessible worlds, I doubt that the representationalist would be 

willing to restrict their account to such worlds. But can representationalists guarantee that 

closure holds in nomologically accessible worlds? I think not. Indeed, there is a case to 

be made for thinking that closure fails in the actual world in such conte.xts as the Sperling 

through the brain" (1993,282; emphasis in original). Again, it seems doubtful that such a model will secure 
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experiment. Whether or not this case can be sustained, it certainly hard to see why the 

relevant representational states must be closed under co-instantiated conjunction in all 

nomologically accessible worlds. 

(iv) I suspect that most representationalists will follow their HOT colleagues in rejecting 

the unity thesis. Again, while there is nothing incoherent about this move, the HOT 

theorist makes it at the cost of denying the unity inniition. And this, I think, provides a 

prima facie case against representational accounts of consciousness. 

5.3 Shoemaker on consciousness holism 

The failure of these reductive accounts suggests that we might be best to look to non-

reductive accounts in order to secure the unity thesis. I think that this is e.xactly what we 

should do. and in the following section I advance some tentative ideas about what an 

acceptable non-reductive account of consciousness might look like. But 1 begin with a 

ground-clearing e.xercise. 

In his paper "Consciousness and co-consciousness" Shoemaker argues that a certain 

conception of the unity of consciousness is inconsistent with a certain, non-reductive, 

conception of consciousness. Shoemaker calls this conception of the unity of 

consciousness "consciousness holism". The view of consciousness with which he thinks 

consciousness holism is inconsistent is a view on which 'what makes a state conscious is 

phenomenal closure. 
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there being "something it is like" to have it, where this in turn is a matter of the state's 

having phenomenal character, and where this in turn is a matter of its having what are 

variously called experiential properties, phenomenal properties, sensory properties, or 

"qualia."' (Shoemaker 2002)/ I will call this non-reductive view of phenomenal 

consciousness "phenomenalism". 

What is consciousness holism? We can begin by noting that consciousness holism isn't 

equivalent to, nor does it entail, the unity thesis. Although Shoemaker seems to think that 

most of a subject's experiences will be mutually co-conscious, he does hold that 

intrasubjective failures of co-consciousness can occur. Consciousness holism is the view 

that "the factors that go into making a particular mental state conscious are inextricably 

intemvined with those that go into making different states "co-conscious," i.e. go into 

constituting a unified state of consciousness of which that state is a part" (2002). What 

exactly does this mean"? What is it for two factors to be 'inextricably intertwined'? It's not 

clear. One reading of this phrase is that the sorts of factors that make A and B 

individually conscious also make A and B co-conscious. Another (stronger) reading holds 

that the particular factors (property instantiations) that make A and B individually 

conscious also make them co-conscious, that is, A and B are individually phenomenally 

conscious because there is a phenomenal state that subsumes them both. 

* Shoemaker also argues that consciousness holism creates problems for higher-order thought accounts of 
consciousness, but I'll ignore this part of his argument here. 
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Whichever reading Shoemaker has in mind, there is no reason to think that 

phenomenalism falls foul of it. What makes A and B individually phenomenally 

conscious is the fact that they instantiate phenomenal propenies. while what makes them 

co-conscious is the fact that they are co-subsumed by an instantiation of a phenomenal 

property. We need only refer to phenomenal properties and subsumption in order to 

explain why A and B are phenomenally conscious and why they are co-conscious. And if, 

as I've suggested, we think of subsumpiion in mereological terms, then we need only 

have recourse to phenomenal property instantiations (or events) and their parts. 

At another point in the same paper Shoemaker characterises consciousness holism in 

quite different terms. He says that consciousness holism requires that any conscious state 

... belong to some reasonably rich set of mental states with all the members of 

which it is co-conscious. The set of states must be rich enough for it to be possible 

for there to be rational thought which draws its premises from the set. and action 

which is rationalized by members of the set. And a state's being co-conscious 

with a particular other state is a matter of these states being members of some 

larger set whose members are integrated in such a way that each is inferentially 

promiscuous relative to the others and each is available to participate with the 

others in the rational control of behavior. (2002) 

There seem to be two claims here: 
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(i) Every conscious state must be co-conscious with each of the members of a 

reasonably rich set of mental states (<{)): 

(ii) 4) must be rich enough for it to be possible for there to be rational thought which 

draws its premises from (j), and action which is rationalized by members of (j). 

Shoemaker's reasons for (i) seem to be grounded in his reasons for (ii), and the core of his 

argument against phenomenalism appears to be that phenomenalism fails to secure (ii). I 

think Shoemaker is right to claim that phenomenalism fails to secure (ii), but. unlike 

Shoemaker. I don't regard this result as a decisive objection to phenomenalism. It seems 

conceivable to me that a set of phenomenally unified phenomenal states could fail to 

support rational thought and agency. It may be that a set of phenomenal states must be 

phenomenally unified in order to support rational thought, but I doubt that every 

phenomenal state must belong to such a set. (Of course, there is a question about what 

e.xactly 'rational thought and agency' amount to; but I leave this aside here.) 

Not only does (ii) seem false, so too does (i). Perhaps phenomenal atoms - that is. 

phenomenal states that are co-conscious with only themselves ~ are possible. It isn't at 

all obvious that they are, but then again it isn't obvious that they aren't either. 

There seems to be a curious lack to connection between the way that Shoemaker thinks of 

the unity of consciousness and the way in which I've approached the topic. What 

accounts for this? I'm not completely sure, but I suspect that one of its roots concerns the 
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relationship between epistemic and phenomenal unity. These terms are mine; Shoemaker 

doesn't distinguish these two notions, and his conception of co-consciousness and the 

unity of consciousness seems to straddle both relations in a way that I find problematic. 

Consider the following passage. 

Perfect unity of consciousness, then, would consist of a unified representation of 

the world accompanied by a unified representation of that representation, the 

latter including information not only about what the former represents, but also 

information about the grounds on which the beliefs about the former are based, 

and about what the evidential relations between the parts of the representations 

are. (1996: 186) 

In so far as this is a claim about epistemic unity it seems unobjectionable, but I suspect 

that Shoemaker has something akin to phenomenal unity in mind here. And it seems to 

me that if he does, then this passage is deeply problematic. I suspect that Shoemaker fails 

to distinguish epistemic unity from phenomenal unity because he thinks that they are in 

fact deeply ("internally") connected, and I suspect that it is this connection that lies at the 

core of Shoemaker's conception of consciousness holism. But I think the phenomenalist 

will want to keep phenomenal unity and epistemic unity firmly apart, at least at a 

conceptual level. While it is clear that one set of states can be more epistemically unified 

than another, it is far less clear that one set of states can be more phenomenally unified 

than another. 
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5.4 Towards a holistic account of consciousness 

The HOT accounts and representational accounts of consciousness have two things in 

common: they are reductive; and they are atomistic. They are reductive, for they propose 

necessary and sufficient conditions for what makes a mental state phenomenally 

conscious. (The reduction in question need not be conceptual, but it will be 

metaphysically necessary.) And they are atomistic, for they are accounts of what makes 

particular mental states -- the sound of a trumpet, the sensation of a leaf on one's leg, the 

dull throb of a headache -- phenomenally conscious. Is it the reductionism of these 

models that prevents them from securing the unity thesis, or is it their atomism"? Put this 

question another way; could reductionist accounts of phenomenal consciousness secure 

the unity thesis by eschewing atomism? 

I think the answer to this question is probably "yes". If the proponents of reductionist 

accounts were to focus on entire phenomenal fields then they may be able to secure the 

unity thesis. The problem is that reductionist approaches -- at least, reductionist 

approaches of the kind that I've considered in this chapter ~ don't lend themselves to non-

atomistic development. The letter of these theories may not be atomistic, but the spirit 

most definitely is. 

What about non-reductionist approaches? .Are they naturally developed in atomistic 

terms? Shoemaker seems to think so. He seems to assume that phenomenalists are 

committed to an atomistic approach to consciousness. I think this claim should be 
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resisted. Our access to phenomenal properties is based, at least in the first instance, on 

what it's like to instantiate them. Part of what it's like to instantiate phenomenal properties 

- so I claim -- is captured by the unity thesis. Because phenomenalism isn't a reductive 

analysis of consciousness it can let phenomenal considerations be the sole guide to the 

nature of consciousness. And such considerations, I have argued, support the unity thesis. 

The unity thesis is a claim about what is metaphysically necessary. .A.rguably, the best 

way to secure such claims is to re-examine one's concepts to see if they're not conceptual 

truths. Perhaps the basic concept of consciousness is not the notion of a simple 

phenomenal state - what it is like to have, say, a certain type of visual experience. Rather, 

our basic notion of consciousness may be that of a maximal phenomenal state, a 

phenomenal field. Perhaps the notion of a particular phenomenal state is grounded in the 

notion of a phenomenal field (where a phenomenal field is understood as a phenomenal 

state). Rather than starting with atomic states of consciousness that are glued together 

into complex states, we start with a total state of consciousness and then differentiate it 

into simpler states, and ultimately into atomic states (if such there be). 

One might naturally tie this analysis to a corresponding view of the metaphysics of 

consciousness. In nature, it may be that the most basic sort of conscious state is the 

maximal phenomenal state. These total states are basic, but they are not featureless: they 

(tend to) come with a complex structure from which one can differentiate many aspects. 

It is these aspects that we tend to think of when we think of phenomenal states - hearing 
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a bird-call, feeling upset, having a pain in one's knee. Indeed, it may even be that we can 

regard these various aspects as parts of the phenomenal field. But parts or not, the simpler 

states would be derivative on the phenomenal field which subsumes them. 

Perhaps there is a deep analogy here between consciousness and life. A life is a complex 

holistic event. There are no individual states of being alive that must -- or can — be flised 

together to former larger lives. Similarly, it may be that phenomenal states aren't fused 

together to form phenomenal wholes. Of course, the analogy falls-down at a certain point, 

for it's not clear that there is any differentiation within a life in the way that there is 

within a phenomenal field, and it's precisely this differentiation of phenomenal character 

that motivates atomistic accounts of consciousness. But, arguably, atomistic accounts 

emphasize this differentiation at the e.xpensive of the phenomenal unity that underlies any 

phenomenal field. 

It's important to note that there's nothing in this suggestion that's inconsistent with a 

functionalist account of consciousness. After all, life is a functional notion. The problem 

with existing functionalist accounts is that they are pitched at the wrong level. They are 

atomistic rather than holistic. They address the question of what makes individual 

representations - visual states, bodily states, cognitive states, etc - conscious. A more 

promising functionalist approach would be to work from the top down. Rather than 

giving a functionalist account of what makes individual representations conscious. 



perhaps we should look for a functional account of what makes entire, complex states 

phenomenally conscious. 

From this perspective, there is something slightly misleading in talking about seeing a 

cat, hearing a dog, feeling happy, wondering what the time is, and having a migraine as 

individual experiences, for each of these states is parasitic on the maximal experience in 

which it is contained. Individual experiences aren't really discrete in the way that 

referring to them as experiences might suggest. There is an analogy here with some 

models of beliefs. .A.lthough we talk of a subject's beliefs - the belief that today is Friday, 

the belief that the .American President is George W. Bush, the belief that .-Vustralia is 

bigger than New Zealand, and so on - such talk may encourage an overly atomistic view 

of beliefs. If one thinks of beliefs as "maps by which we steer", then speaking of 

individual beliefs begins to look a bit like talking about individual pieces of a map: useful 

in some contexts, but misleading in others. Similarly, thinking of a perception of a cat as 

an experience can encourage an overly atomistic view of consciousness, despite the fact 

that it is useful in many conte.xts. 

What implications does a holistic approach to consciousness have for an account of the 

mechanisms of consciousness? We can contrast two accounts of the sub-personal basis of 

consciousness. On the first, different representations have their own neural (or physical, 

more generally) substrate. These representations are individually endowed with 

consciousness; they may or may not then by bound together to form phenomenal wholes. 
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This model - call it the building block model - seems to be defended by Zeki and Bartels 

(1998a, 1998b) and O'Brien and Opie (1998, 2000). 

Opposed to the building block model is what Searle (2000) calls the unified field model. 

According to this model, all of the components of a phenomenal field are made conscious 

by a single process. Hurley's account of the unity of consciousness in terms of a dynamic 

singularity in the field of causal flows: a tangle of multiple feedback loops of varying 

orbits (1998. 2002) would, it seems, be an e.xample of a unified field account of 

consciousness.^ 

Both the building block and unified field models posit binding mechanisms, the 

difference between them is how they see these mechanisms as related to consciousness. 

In the building block model binding operates on phenomenal states (or phenomenally 

conscious mental states), whereas in the unified field theory binding operates on non-

phenomenal states. 

What is the relation between the unified field model and consciousness holism? Given 

the existence of a priori arguments for consciousness holism, can we provide a priori 

arguments for the unified field model? I think so.^ The central point to consider is that on 

' Actually, Hurley only says that a dynamic singularity is the sufapersonal basis of a unified consciousness. 
Hurley doesn't rule out fragmented phenomenal fields, and she may not think that such a field could be 
supported by a dynamic singularity. 

Here I depart from Searle (2000), who argues that the unity of consciousness is a conceptual truth, but that 
the debate between the building block theory and the unified field theory is "to be settled by scientific 
research and not by philosophical argument" (2000: 573). I find Searle's overall position here quite unclear. 
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the building block model, states that are individually endowed with consciousness can be 

bound together to form complex conscious states. But if this is so, then there seems to be 

no way to rule out a fragmented phenomenal field. There seems to be no reason why A 

and B can't be unified, and B and C unified, without A and C being unified. But the 

intuition behind the unity thesis is that such a scenario is deeply impossible. So, I think 

that the unity thesis supports the unified field account of consciousness. 

Finally, let me note that moving to a holistic conception of consciousness is moving in 

the right direction, it doesn't quite secure the unity thesis. Moving to a holistic view of 

consciousness may rule out fragmented subjects, but it seems to leave the possibility of 

bifurcated subjects intact. For all I have said it might still be possible for a subject to have 

two phenomenal fields at a time. To rule out bifurcated subjects we need to yoke 

subjects of experience with phenomenal fields. This is the business of the next chapter. 

for he also seems to think that the unity of consciousness provides some motivation for the unified field 
theory. He says that the unity of consciousness becomes "less mysterious" if we think of consciousness 
hoiistically, but fails to spell out what would be mysterious about the unity of consciousness on the 
building block model. 
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Chapter 6: The Unity Thesis and the Self 

In the previous chapter I argued that the unity thesis has implications for our view of state 

consciousness. In this chapter I argue that it has important implications for our view of 

the self, the subject of experience. Some of the leading accounts of the self appear to 

allow for the possibility of bifurcated subjects. The unity thesis rules out such subjects, it 

thus it appears to be inconsistent with these accounts of the self. How should we resolve 

this inconsistency? Not surprisingly, I will argue that we should resolve it in favor of the 

unity thesis. To the e.xtent that these accounts of the self are accounts of the self qua 

subject of experience - and it's not always clear that they are - the inmitions that support 

them are less secure than those that support the unity thesis. So, at any rate, I will argue. 

6.1 The self: Animalism and Lockeanism 

There are many different notions of the self. There is the narrative self, the ecological, the 

extended self, the autobiographical self, the cognitive self, the embodied self, the inter

personal self, the private self, the moral self, and umpteen other notions (see Strawson 

1999 for a review). By an account of the self I mean an account of the subject of 

experience, that which is the bearer of experiences. I am happy to allow that subjects of 

experience - experiential selves - might also turn out to be narrative selves, moral selves 

and whamot, but I don't want to build this into an account of the subject of experience. 

Note also that I am not assuming that selves miist have the capacity for self-reference. It 

seems entirely conceivable that an entity can have experiences without being able to 
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think of itself in the first-person. One could, of course, stipulate that selves must be 

capable of self-consciousness (Lowe 1996), but one would then need to argue that an 

analysis of selfhood in this sense would also be an analysis of selfhood in the 

phenomenal or experiential sense. 

Two approaches dominate the contemporary discussion of the self: animalist accounts 

and Lockean accounts. (These accounts are typically presented as accounts of the self in 

quite a robust sense, a sense that includes, say, the self as agent and bearer of moral 

status, but I am interested in them only insofar as they are accounts of the experiential 

self.) .Aiiimalist (or biological) approaches take their cue from Aristotle. They identify us 

with animals.' More generally, animalists claim that the only selves that we are familiar 

with are animals - homo sapiens, dogs, lions, and so on. They don't, however, claim that 

only animals can be selves. Animalists can. and generally do. recognize the conceptual 

possibility that non-biological entities - gods, angels, and robots - might be subjects of 

e.xperience. The crucial point is that animalists claim that the concept of the self is a 

phase concept not a substance concept. Selves aren't individuated by the fact that they are 

selves. Knowing that something is a self doesn't tell you what its identity conditions are. 

In this respect, being a self is like being red, being a baker, or being old: none of these 

properties individuate the entities that possess them. The substance concept is <human 

being>, or perhaps <animal>, not <self>. Contemporary proponents of animalism include 

Ayers (1991), Olson (1997), Snowdon (1900. 1991), and van Inwagen (1990). 
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Lockean accounts of the self endorse Locke's distinction between being a person and 

being a man. Locke defined a person as a 

thinking intelligent Being, that has reason and reflection, and can consider it self 

as it self, the same thinking thing in different times and places; which it does only 

by that consciousness, which is inseparable from thinking, and as it seems to me 

essential to it ... For such consciousness always accompanies thinking, and 'tis 

that, that makes everyone to be, what he calls self, and thereby distinguishes 

himself from all other thinking things, in this alone constitutes personal identity, 

i.e. the sameness of a rational being. (Locke 1975: 17) 

There is much in this passage that is puzzling. E.xactly how does consciousness constitute 

personal identity at a time? How does it constitute personal identity over time? What 

e.\actly did Locke mean by "consciousness'? And how is the person so constituted related 

to the animal, the Lockean "man", that bears the same name? Despite these problems, the 

general thrust of this passage is clear: the identity conditions of persons are purely 

psychological. E.xactly what those identity conditions are is a point of disagreement 

between Lockeans, but Lockeans generally privilege relations of psychological continuity 

and connectedness in determining what makes two psychological states states of the same 

self Contemporary {neo-)Lockeans include Lewis (1976: 1986), Parfit (1984), 

Shoemaker (1984), N'oonan (1989) and Nozick (1981). 

' Animalism is closely related to what is known as the bodily account of personal identity. I hesitate to 
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6 2 Animalism and the Unity Thesis 

Are animalism and the unity thesis consistent? There are reasons to think not. As 

mentioned, animalists regard the concept of the self as a phase sortal rather than a 

substance sortal. The identity conditions for any particular self will depend on the kind of 

thing it is: human selves will have one set of identity conditions, divine selves may have 

another set of identity conditions, and robotic selves may have yet a third set of identity 

conditions. Animalists deny that selves form a unitary substantial kind. Since the 

animalist doesn't place any substantive restrictions on the nature of selves, it's hard to see 

how they can rule out bifurcated selves. 

An animalist might accept that she lacks the resources to rule out bifurcated subjects tout 

court, but she might argue that her position is consistent with a restricted unity thesis, 

according to which we, as animals, are necessarily unified. Such a position might not 

satisfy all who are attracted to the unity thesis, but it surely captures much of what is 

appealing about it: bifurcated subjects may be possible, but we can't figure among their 

number. What plausibility does such a restricted form of the unity thesis have? 

Some writers seem to be quite attracted to it. Rovane, for example, claims that there is 

"some evidence that phenomenological unity is actually grounded in animal identity" 

(1998: 18). Unfortunately, she fails to mention what this evidence is. To my mind the 

restricted unity thesis seems quite implausible. The principle of unity for animals is 

identify these two accounts because it's not obvious to me that an animal is identical with its body. 
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biological, and it is difficult to see how biological facts, as such, might constrain 

phenomenal structure. 

The implausibility of the restricted unity thesis is vividly illustrated by van Inwagen's 

mythical beast, Cerberus. Cerberus has two brains. 

These two brains are for all practical purposes identical (they are at least as 

similar as the brains of monozygotic human twins), and each is the seat of all 

those functions of which a human brain is the seat (including ratiocination and the 

processing of sensory information and the control of voluntary motion) except 

one: neither contributes any direction to the homeodynamic processes that hold 

the organism together; neither e.\ercises any control over metabolism or the 

healing of traumatic lesions or antisepsis or respiration or pulse rate or anything 

of that sort. All such "maintenance" - insofar as it is localized - is under the 

control of a quite separate organ. .VI. (1990: 191) 

Van Inwagen allows that Cerberus has two streams of consciousness, "but don't try to 

infer from this purely terminological concession the conclusion that two thinking beings 

are present in Cerberus" (1990: 198)." According to van Inwagen. one should think of a 

sequence of thoughts as being thoughts of the same thinker "just in virtue of their being 

modifications of one, continuing substance" (1990; 207). What holds for a sequence of 

thoughts also holds for a set of simultaneous thoughts. Simultaneous thoughts are 
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thoughts of the same thinker — the same subject of experience ~ if and only if they are 

modifications of the same substance. And according to animalists there is only one 

substance here: Cerberus, the animal. Since Cerberus seems to be a perfectly coherent 

possibility, there's good reason to think that animalists should reject the restricted unity 

thesis. 

It might be objected that although it is possible for an animal to have two brains, each of 

which supports experiences, any such e.xperiences would be phenomenally unified. But 

this claim needs support. It's certainly true that we shouldn't assume that experiences 

located in different brains aren't phenomenally unified; after all. for all we know, 

experiences located in different hemispheres of the same brain can be phenomenally 

unified, so why not experiences located in different brains? But the claim isn't that 

experiences located in different brains can 'i be phenomenally unified: the claim is that 

(simultaneous) e.xperiences located in different brains needn 'i be unified, even svhen both 

brains are placed in the same body. And surely this claim is plausible. After all. the 

experiences of ordinary conjoined (Siamese) twins are instantiated in the same animal 

without being phenomenally unified. The restricted unity thesis seems to be false. 

6.3 Lockeanism and the Unity Thesis 

Are Lockean accounts of personal identity consistent with the unity thesis? There is 

reason to think that they will fare better on this score than animalist accounts. After all. 

" Why is this a "purely terminological concession"? Isn't there a determinate fact of the matter as to 
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Locke is sometimes described as having advanced a phenomenal account of personal 

identity (Atherton 1983; Rovane 1998), and if a phenomenal account of the self can't 

secure the unity thesis then it's hard to see how any account of the self can. 

Despite this fact, the relationship beuveen Lockean accounts of the self and the unity 

thesis is far from straightforward. Two specific factors complicate the discussion. First, 

few Lockeans have had much to say about the identity of the person at a time. The vast 

majority of Lockeans focus, almost exclusively, on the identity of persons through time. 

Lockeans have generally taken the notion of a person stage as a primitive and gone on to 

ask what relations must hold between two person-stages in order for them to constitute 

stages of the same person. From the present perspective this procedure is problematic, for 

an account of a person stage is precisely what we need in order to e.xplore the relationship 

between Lockean accounts of the self and the unity thesis."' 

Second, few Lockeans say much about how personal identity is related to 

phenomenology. Locke himself couched his analysis in terms of consciousness, but his 

intellectual descendents tend to couch their analyses in terms of mental/'psychological 

states and their causal and intentional relations, rather than phenomenal states and 

phenomenal relations. Even when Lockeans have considered the question of how 

consciousness is related to the self, they have rarely said much about the notion of 

whether or not Cerberus has two streams of consciousness? 
' Mclnemey (1985) is one of the few authors to have e.xamined the question of synchronic unity in any 
depth, although his account of the unity of consciousness seems to center on epistemic unity rather than 
phenomenal unity. 
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consciousness that they have in mind, and so have left the relationship between 

phenomenology and the self opaque. 

Rather than attempt to provide an overview of how the various permutations of the 

Lockean theme might be related to the unity thesis, I will focus on one particular Lockean 

account of personal identity. Shoemaker's. Shoemaker develops his Lockean account of 

personal identity in functional terms. According to Shoemaker, the psychological account 

of personal identity is the reverse side of a functionalist account of mental states: a 

person's mind is a network of functionally individuated mental states (1984. 1996, 1999). 

As we saw in chapter two. Shoemaker also defends an analytical functional account of 

consciousness and co-consciousness. According to Shoemaker, there are constitutive 

connections between the identity of a mental state, the conditions under which it is 

conscious, and the conditions under which it is co-conscious with other conscious states. 

In other words. Shoemaker holds that there is a constitutive connection between co-

subjectivity and co-consciousness. 

If, perhaps per impossibile, there were streams of consciousness realized in the 

two hemispheres of a brain in such a way that the two were causally insulated 

from each other, and there were no possibility of integrating their contents (other 

than the way in which the contents of the minds of two friends are integrated), 

what we would have is two minds, and two persons, in one body. (1996: 191) 
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Despite the constitutive connection between co-subjectivity and co-consciousness. 

Shoemaker allows that there are occasions on which intrasubjective failures of co-

consciousness occur (2002). Shoemaker thinks that it might be possible for a single mind 

to support two streams of consciousness at once, where a stream of consciousness is 

individuated in terms of the high internal flmctional unity of its states (1996: 190). (To 

the best of my knowledge. Shoemaker has remained uncommitted on the question of 

whether fragmented subjects are possible.) 

Given the notion of a stream of consciousness, we can then go on to inquire into 

(a) what it is that makes different streams of consciousness "co-personal," i.e., 

streams of consciousness belonging to a single subject, and (b) what it is that 

makes a given stream of consciousness the "dominant stream" of a given 

subject....What makes streams copersonal will be. at least in part, some sort of 

accessibility of the contents of the one to awareness in the other - an accessibility 

that may not be direct or immediate, but which at any rate is more direct than the 

accessibility of one person's mental states to the awareness of another. And 

presumably the dominant stream will be the one that is most encompassing and 

that contributes the most sustained and coherent control of the subject's behavior. 

(1996: 193) 

Although both co-consciousness and co-subjectivity are fixed by constitutively connected 

functional relations, these relations are not so tightly integrated as to rule out bifurcated 

subjects. The functional roles that fix co-subjectivity are wider (or looser) than those that 
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fix co-consciousness. Shoemaker doesn't deny that relations of co-consciousness play an 

important role in maintaining the integrity of the self - indeed, he insists on it - but the 

'constitutive' relation between co-consciousness and co-subjectivity falls short of 

preventing bifurcation. 

I suspect that many Lockean accounts of the self will also allow for bifurcation for short 

periods of time (see. for example, the discussion in Marks 1981). It is hard to be much 

more specific that this, however, for such accounts are rarely developed in sufficient 

detail. Perhaps all that can be said with any certainty is that most Lockean approaches to 

personal identity seem to leave the possibility of bifurcated (and fragmented) subjects 

open. 

6.4 Against Bifiircation 

The unity thesis appears to be inconsistent with animalism and at least some versions of 

the Lockean approach to personal identity. What should we do at this point? We could 

take this result as an objection to these accounts of the self. After all, we have seen that 

the unity thesis is prima facie plausible, and can handle the various empirical objections 

presented to it. But proponents of these accounts of the self also argue that they are prima 

facie plausible. So perhaps we are left with a stand-off. 

In this section I want to present some considerations for deciding this stand-off in favor 

of the unity thesis. Do these considerations amount to argiunents? Perhaps, although I 
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suspect that at least some of them come too close to begging the question to be described 

in quite those terms. What they do show, I think, is just how counter-intuitive bifurcated 

subjects are. 

The first problem with bifurcation is that it severs the connection between being a subject 

of experience and having a phenomenal perspective. To be a bifurcated subject is to have 

more than one phenomenological perspective at a time. A phenomenological perspective, 

of course, isn't merely a spatial point of view - a view from somewhere - it's an 

experiential point of view: a view from someo/ie. as we might put it. The notion of an 

experiential point of view seems to be coeval with the notion of what it's like to be 

someone. Bifurcated subjects sever this intuitive connection, for there is no one thing it's 

like to be a bifurcated subject. (Of course, in some sense there's no one thing it's like to 

be a normal subject: my current experiences are not co-conscious with the e.xperiences I 

had yesterday. But there's no single thing it's like to be a bifurcated subject ai a lime.) 

The above considerations take-off from a first-person point of view, but one might also 

object to bifxu'cated subjects on third-person grounds. Consider Cerberus once more. 

Suppose that he is plagued by severe pain in his right phenomenal field, while his left 

phenomenal field is entirely devoid of pain. The animalist will say that there's just one 

subject of experience in pain here: Cerberus. Is this the right thing to say? It seems to me 

more plausible to suppose that this situation contains two subjects of experience, one that 

is experiencing pain, and one that is pain-firee. A world in which Cerberus has pain in 
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both of his phenomenal fields is worse than a world in which he is in pain in only one 

field, not because there is more pain in such a world, but because there are more subjects 

of experience in pain. 

A third problem for those who allow bifurcated subjects concerns the issue of how to 

individuate e.\periences. As we saw in chapter four, experiences are normally 

individuated in terms of three factors; their time, their content, and their subject. Such an 

account entails that a single subject cannot have duplicates; i.e. two experiences with the 

same (maximally specific) content at the same time. But bifurcation seems to allow for 

duplication. Suppose that Cerberus has a sharp headache in his right phenomenal field. 

The standard account prevents Cerberus from instantiating the same phenomenal property 

of pain in his left phenomenal field at the same time. Why? Because the standard account 

entails that if A and B have the same (maximally specific) content, occur at the same 

time, and belong to the same subject, then .A=B. But surely Cerberus could also have a 

sharp migraine in his left phenomenal field. The fact that he has the one pain experience 

doesn't prevent him from having the other, since the two experiences are not co-

conscious. It seems to me that anyone who is willing to tolerate bifurcated subjects needs 

to reject the standard account of how to individuate experiences. Given the intuitive 

plausibility of the standard account, this result seems to me to be an argument against 

bifurcation. 
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It might be objected that the Two-Body scenario I used in earlier chapters also flouts the 

standard account. Doesn't the Two-Body scenario allow that a single subject can have 

two experiences with the same maximally specific content at the same time, say, two 

experiences of the same shade of red in the same place in one's visual field? The 

objection is an intriguing one, but I think it fails. In the Two-Body scenario each of the 

subject's e.xperiences will have as pan of its content the particular body to which it is 

anchored. Each experience of red will be experienced as related to one body rather than 

another. Further, each experience will have as part of its content "being co-conscious 

with another experience of the same shade in another visual field". This content is 

relational, but it is no less content for that. Once one brings relational content into play 

one can see that these two experiences are not instantiations of the same maximally 

specific phenomenal property. 

There are. of course, alternative accounts of how to individuate e.xperiences, and some of 

these might provide an answer to the previous objection. Dainton, for e.xample, holds that 

token experiences "owe their individuality to three factors: their exact phenomenal 

character, their time of occurrence, and their physical basis" (2000: 25). Since 

experiences in Lefty have a distinct physical basis from those in Righty, Dainton's 

account would allow Cerbems to have multiple tokens of a single (maximally specific) 

experiential type at once. Can an animalist adopt Dainton's account of experiences? 

Perhaps, but I doubt that they would want to. Animalists and Lockeans tend to regard 

experiences as modifications of subjects of experience rather than concrete particulars. 
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But if experiences are adverbial (adjectival) on subjects, then it seems that they should be 

individuated as such/ 

As an aside, we can note that the tension between the standard account of experience and 

the recognition of bifurcated subject generates a certain ambivalence in Shoemaker's 

position. 

I have suggested elsewhere that the functionalist account of mental states and the 

psychological continuity account of personal identity are really two sides of the 

same coin; that psychological continuit\' over lime is simply the playing out over 

time of the defining functional roles of mental states. Perhaps the psychological 

continuity that this is true of is not (quite) that which constitutes the identity over 

time of a person, but that which constitutes the identity over time of a stream of 

consciousness. (1996: 192) 

Shoemaker seems to be trying to have his cake and eat it. If bifurcated subjects are 

possible, then experiences can't be individuated in terms of the functional roles that they 

play in the subject's overall economy. Instead, they should be individuated in terms of the 

role that they play in the economy of the particular stream of consciousness in which they 

occur. But that suggests that experiences are owned or had by streams of consciousness, 

not overall psychological economies. And if this is right, then the self — at least the 

phenomenal self ~ isn't a mind but a stream of consciousness. On this view, a situation in 

•* See Peacocke (1983: 131) for discussion of whether subjects should be individuated in terms of 
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which a mind contains more than one stream of consciousness at a time wouldn't be a 

situation in which a single subject has multiple consciousnesses, but a case in which there 

are multiple subjects within a single mind. 

I have examined three reasons for rejecting bifurcated subjects. I certainly don't regard 

any of them as individually conclusive, nor do I think that they are even jointly 

conclusive. What they do show, I think, is that any account of the self that tolerates 

bifurcated subjects incurs considerable costs. To my mind, these costs are so significant 

that it seems reasonable to look elsewhere for an account of the self. 

6.5 The Phenomenal Self 

How can we rule out bifurcated subjects? I think the message to-date is clear: we need to 

individuate subjects of e.xperience in phenomenal terms. As Galen Strawson (1997) puts 

it. the principle of unity for selves must be e.xperiential: selves are first and foremost 

phenomenal entities. .More carefully, consideration of the unity thesis inclines one to the 

view that subjects of experience Just are phenomenal fields. I call this view of the self 

"phenomenalism." In what remains of this chapter I provide a sketch and tentative 

defense of "phenomenalism". I stress, however, that the discussion here is only a first 

step toward developing a phenomenal account of the self, and much work remains to be 

done here. 

experiences, or vice-versa, or whether (as I'm inclined to think), there is a constitutive dependence between 
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Begin by noting that a phenomenal account of the phenomenal self is not trivially true. 

The phenomenal self is that entity to which phenomenal states are attributed. It's trivially 

true that the phenomenal self has phenomenal states, but it's not trivially true that it will 

be individuated in phenomenal terms. (A baker is someone who bakes bread, but bakers 

aren't individuated in terms of the fact that they bake bread.) To put it another way, it's 

trivially true that, necessarily, if x is a phenomenal self then it has phenomenal states. The 

controversial claim is this: if x is a phenomenal self then, necessarily, x has phenomenal 

states. As we've seen, animalists and (most) Lockeans deny that the phenomenal self is 

individuated in phenomenal terms. 

Although I contrast phenomenalism with Lockean accounts of the self, there is a sense in 

which phenomenalism should be regarded as a special case of the Lockean position. The 

phenomenalist endorses the Lockean attempt to give an account of the self in 

psychological terms, but she insists that such terms must also be phenomenological (and 

not merely intentional). 

Is phenomenalism a no-subject view of the self? Perhaps, although it's not clear what it 

takes to be a no-subject theorist. The phenomenalist denies that the phenomenal self is 

anything over and above phenomenal fields, but she doesn't deny that there are selves. In 

the same way that animalists identify (some) selves with animals, and Lockeans (tend to) 

identify selves with minds, the phenomenalist identifies selves with phenomenal fields. 

the two. 
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Like the animalist and the Lockean the phenomenaiist takes "subject of experience" and 

"experiential self to be referring terms. I will explore phenomenalism by evaluating a 

number of objections to it. 

6.5.1 The instantiation problem 

Perhaps the most obvious objection to phenomenalism is that it cannot account for the 

fact that subjects of experience instantiate phenomenal properties. How can subjects of 

experience have phenomenal states (instantiate phenomenal properties) if they are 

phenomenal states (instantiations of phenomenal properties)? If a phenomenal field is a 

state of consciousness, and states of consciousness are instantiations of phenomenal 

properties, then surely phenomenal fields must be had by substances. After all. properties 

must be grounded or anchored in a substance, they can't simply float free. .An experience, 

even a total experience, is parasitic, or ontologically dependent, on the subject whose 

experience it is in the way in which a dent is parasitic on the object that is dented. 

Phenomenal fields can't be selves because selves are things and phenomenal tlelds aren't 

(they are processes, events or modes). 

There is a lot that can be said in reply to this objection. First, it should be pointed out that 

if there's a real problem here it's a problem that the phenomenaiist shares with the 

Lockean. Arguably, all Lockean approaches to personal identity face this objection in one 

form or another (see .A.yers 1991). But is there a decisive objection here at all? 
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It's not obvious to me that there is. The objector needs to show that there's a sense of 

substancehood that is both necessary for selfhood and isn't possessed by phenomenal 

fields. It's not obvious to me that both of these conditions can be met. Selves are clearly 

concrete, as opposed to abstract, entities, but then so too are phenomenal fields. 

Substances, unlike mere aggregates and heaps, have a principle of unity that binds their 

parts together, but then so too do phenomenal fields. In fact, it's arguable that the 

principle of unity for phenomenal fields is as robust as the principle of unity for animals 

or the principle of unity for minds. The principle of unity for animals is life: a comple.x 

homeodynamic event that maintains the bodily integrity of an organism. But if 

phenomenal fields are (or are underwritten by) a comple.x dynamic singularity that 

maintains the integrity of the field, both at a time and through time, then phenomenology 

may be as ontologically robust as vitality. It's unclear what the principle of unity for 

minds is (intentional coherence?), but whatever it is, it's arguably less robust than, and 

perhaps even derivative on. phenomenal unity. (If, as many do, one assumes that 

phenomenal unity is in some way dependent on intentional relations, then one might be 

tempted to think that the integrity of the phenomenal self is parasitic on the integrity of 

the intentional mind. But we have found no good reason to think that phenomenal unity is 

dependent on intentional relations. Indeed, it may even be that the integrity of the 

intentional self is in some way dependent on the integrity of the phenomenal self.) 

What sense can the phenomenalist make of instantiation talk when it comes to 

experiences? I think the phenomenalist will have to re-interpret instantiation talk in 
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mereological terms: selves have experiences in the sense that pizzas have slices, 

universities have philosophy department, and ball-games have third innings. Strictly 

speaking, the relationship between the self and its experiences is not that of instantiation, 

but that of the part-whole relation. Note that since an experience subsumes itself this 

move also makes room for a (deflationary) sense in which a particular self can instantiate 

an entire phenomenal field. 

6.5.2 The phenomenology of subjecthood 

A second objection to phenomenalism is that it gets the phenomenology of subjecthood 

wrong. Whatever third-person plausibility the view has. it is seriously implausible from a 

first-person perspective. To put the problem bluntly. I don't feel like a phenomenal field. 

I feel like something that has a phenomenal field. I e.xperience myself as distinct from the 

phenomenal field that I have. 

Can a phenomenalist account for this sense of ownership? Perhaps. I suspect that a large 

component of the sense of ownership - the sense of being something distinct from a 

phenomenal field - is provided by the sense of agency. We experience ourselves as 

entities that are able to control the content and structure of our phenomenal fields. We 

can direct our attention to various features of our experience, from what we see. to what 

we hear, to the character of our emotional state, and so on. We also have some control 

over the contents of our phenomenal fields. We can alter the objects of our visual 
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experience by directing our eyes from one location to another. We can alter the content of 

our bodily sensations by altering the position of our limbs. 

Does this sense of agency exhaust the content of the experience of ownership? Arguably 

not. It seems possible to have a sense of ownership for experiences over which one has 

little control. Indeed, it is even conceivable that a subject of experience could experience 

itself as a subject of experience without experiencing itself as an agent at all. Awareness 

of subjectivity may not be a universal feamre of experience, but - pace Hume - such 

experiences are not unknown to us. In moments of self-consciousness we do experience 

ourselves as subjects of experience, distinct from our experiences. What can the 

phenomenalist make of such experiences'? 

I think the phenomenalist will have to reject such experiences as misleading: the object 

that such experience seems to represent doesn't exist. There is no transcendental subject 

of self-consciousness. Here the phenomenalist will follow animalists and contemporary 

Lockeans (although not, perhaps, Locke himself). 

6.5.3 Too many selves? 

I have suggested that there are a number of selves. In additional to the experiential self, 

there is the moral self, the intentional self, the narrative self, and so on. But how many 

selves are there? What is to stop us recognizing a doxastic self as a set of simultaneous 

beliefs, or a conative self as a set of simultaneous desires, and so on? But surely this is 
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madness. And if there is no reason to recognize a doxastic or conative self, why should 

we recognize the phenomenal self? 

We must be careful to distinguish two senses in which one might speak of doxastic or 

conative selves. On the one hand, one might simply mean that to which beliefs and 

desires are ascribed. In this sense of the phrase, doxastic and conative selves clearly exist. 

Some beliefs and desires are mine, others are yours. The objector presumably has a quite 

different notion in mind, according to which doxastic and conative selves are 

individuated in doxastic and conative terms respectively. And the objector would be right 

to find such entities problematic. There is no principle of unit>' for beliefs or desires in 

the way that there is for phenomenal states. Or, rather, the principle for unity for do.xastic 

and conative states is intentional/functional coherence, or whatever it is that binds such 

states into a single intentional self. The point is that there is no entity that is individuated 

in purely do.xastic or purely conative terms, while there is an entity that is individuated in 

purely phenomenal terms. (Of course, insofar as some do.xastic and conative states are 

phenomenally conscious mental states, they will get caught up into a phenomenal self.) 

6.5.4 Phenomenalism and inter-alter access 

Another objection to phenomenalism derives from DID and inter-alter access. .As I 

mentioned in chapter four, some alters appear to have direct or "introspective" access to 

each other's mental slates. I called this phenomenon "inter-alter access". Rovane claims 
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that inter-alter access tells against phenomenal accounts of the self (1998: 172)/ 

Unfortunately, she fails to spell out exactly how the objection proceeds. I think it is 

meant to go as follows. Phenomenal accounts of the self hold that if a subject has direct 

access to a mental state then that mental state must belong to the subject in question. But 

inter-alter access suggests that a subject can have direct access to a mental state without 

owning it. Therefore, the boundaries of phenomenology - the boundaries of what one has 

direct access to - don't limn the boundaries of the self 

I don't think the objection succeeds. In chapter four I suggested that alters are best 

thought of as networks of intentional states and dispositions of various kinds (what I 

called "personality profiles"), rather than subjects of e.xperience in their own right. On 

this account, inter-alter access doesn't involve one subject accessing the mental states of 

another subject, but leakage between the personality profiles of a single subject. While in 

one personality profile the intentional states "belonging to" another personality profile 

become accessible to the subject. At some level, the subject is aware of this fact, and this 

is why she reports her e.xperiences in the third person. 

But Rovane's objection is problematic even if alters are distinct subjects of experience. 

The objection assimies that if one has direct access to an experience then that experience 

must occur within one's phenomenal field. But in one perfectly good sense of "direct 

access" one can have direct access to mental states that aren't part of one's current 

' Greenwood also rejects the claim that the unity of consciousness is a constraint on singular personhood on 
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phenomenal field. I am currently remembering how I felt on my tenth birthday. In some 

sense I have direct access to the e.vperiences I had as a ten-year-old, yet diose (particular) 

experiences don't occur in my phenomenal field. In remembering an experience I don't 

have the experience itself, rather, I have a representation of it. Similarly, it may be that 

an alter can have direct access to the experiences of a second alter, not by actually having 

the second alter's e.xperiences. but by having unmediated representations of them. These 

representations are unmediated in the sense that they aren't based on perceptual 

experiences of any kind. One normally comes to know what a person is thinking only by 

perceiving their facial features, or hearing what they say. or some-such. The ascription of 

mental states to others is normally based on, or grounded in. perceptual experiences of 

some kind. Such perceptual mediation is. perhaps, absent in inter-alter access. The 

accessing alter has the kind of direct access to the mental states of other alters that we 

bear to our own earlier mental states.^ 

6.5.5 Phenomenalism and introspective alienation 

A further objection to phenomenalism centers on another pathology of consciousness: 

introspective alienation. Persons with this disorder say that there is a sense in which 

"their" thoughts are not their own. Sometimes such patients seem to actually believe that 

the grounds that an alter can be conscious of the thoughts, perceptions, and memories that belong to another 
alter (1993: 296). 
" We might also point to a possible parallel with blindsight. Individuals with blindsight are able to make 
reliable judgments of the form <There's a line in front of me now>, but they seem to lack conscious visual 
awareness of the line. Whether or not bllndsighters lack any conscious sensory awareness of the line is a 
more vexed question. At the very least, we can say that on some interpretations of blindsight. the 
blindsighter's phenomenal field includes the judgment <there*s a line in front of me>, even thought it lacks 
a perceptual representation of the line. Similarly, I suggest that an alter's phenomenal field mi^t include 
the judgment <S is thinking p>, without any perceptual e.xperience of S. 
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their thoughts are not their own, but often they simply say that it's as though their 

thoughts don't belong to them. 

How might introspective alienation constimte an objection to phenomenalism? Well, it 

might be thought that at least in some cases patients might be introspectively alienated 

from certain thoughts because the thoughts in question aren't theirs. The suggestion, in 

other words, is that being contained within S's phenomenal field may not be sufficient for 

belonging to S. 

That's the suggestion: do we have any reason to endorse it? 1 don't think so. There is, I 

think, another model of introspective alienation that is consistent with phenomenalism 

and, I think, more plausible. As a number of authors have pointed out (Gallagher 2000; 

Graham and Stephens 1994), it seems useful to distinguish two forms of self-ascription. 

There is self-ascription for subjectivity - "I am the subject of this thought" -, and there is 

self-ascription for agency - "I am the agent of this thought. Experiencing a thought as 

something that one hasn't brought about is not uncommon. Frankfurt (1976) calls such 

thoughts "unbidden thoughts." Experiencing a thought as something that isn't one's own 

is, it seems, quite another kettle of fish. It is hard to know what to make of someone who 

says that they are directly aware of a thought - in the sense that it itself is contained 

within their phenomenal field - but yet they don't experience it as their own. (Or, more 

carefully, they experience it as not their own.) Better, I think, to regard claims that sound 

as though they involve denials of subjectivity as denials of agency. As Graham and 
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Stephens say, "insofar as those who experience their own thoughts as alien deny merely 

that they are the agents of those thoughts, what they say may be perfectly plausible" 

(1994: 104). I don't think we would - or should - be prepared to make such a concession 

if we interpret claims of introspective alienation as concerning alienation for subjectivity. 

It seems to be a conceptual truth that if one is introspectively aware of an experience then 

one is the subject of that experience, whether or not the subjectivity of an experience is 

contained in what it's like to have it.' 

6.5.6 Phenomenalism and 1-thoughts 

A further objection to phenomenalism concerns the reference of 1-thoughts. 

Phenomenalism seems to be committed to the view that I-thoughts refer to phenomenal 

fields. More carefully, phenomenalism seems to entail that any I-thought refers to the 

phenomenal tleld in which it occurs. This position seems to imply that many I-thoughts 

which we regard as true are false, indeed, obviously so. How could "I weigh 54 

kilograms" be true if I am a stream of consciousness? 

The objection assumes that all I-thoughts refer to the phenomenal self, rather than (say) 

the intentional self, or the self as animal. The phenomenalist might challenge this 

^ But perhaps this isn't such a strange suggestion: after all. didn't Hume claim to experience a lack of 
subjectivity concerning his own thoughts? The parallel between Hume's claims and the claims of those 
with introspective alienation is an interesting one. and I'm not siure exactly what to say about it. There 
seems to be an important difference between Hume's claim to be unable to perceive a self, and the claims 
of those suffering from introspective alienation, although it's not clear how they differ. One thing that 
seems relevant is that Hume is looking for a substantial self - a fixed and abiding bearer of mental 
properties - whereas as the person suffering from introspective alienation merely has the sense that some 
normal ingredient of selfhood is missing. 



183 

assumption. Why not suppose that I-thoughts can involve any one of a number of self-

concepts. Some I-thoughts might involve references to the self qua phenomenal self, 

while others might involve a reference to the self as agent, or as an intentional system, or 

even as an organism. Which self-concept any particular I-thought involves might depend 

on context, in the way in which the content of a here-thought or a now-thought depends 

on its context. 

Although I was once attracted to this approach, it seems to me to have a serious 

shortcoming. The problem I have in mind can be illustrated by considering the thought "I 

weigh 54 kg". This thought looks like it might involve the self qua animal; if so. it's true 

if and only if I am an animal that weighs 54 kg. But it's also possible that although I think 

I'm an animal, I'm not. Perhaps I'm a god who merely thinks he's an animal, or perhaps 

I'm a brain in a vat. If so. then it looks as though this thought will fail to refer. But this 

result is inconsistent with the very plausible view that I-thoughts cannot fail to refer. 

They might not be niie, but if an I-thought is false it's only false because it misattributes 

properties to its intended object, not because it fails to refer to its intended object. So I'm 

inclined to think that although one may think of oneself as. say, an animal, such thoughts 

don't qualify as I-thoughts in the strict sense. 

How else might a phenomenalist account for the apparent truth of such thoughts as "I 

weigh 53 kg"? Perhaps the best that a phenomenalist can do here is hold that such 

thoughts are strictly speaking false, but that they are easily mistaken for closely related 
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thoughts that are true. What one means to say in saying that one weighs 56 kg is that the 

animal in which one is located weighs 56 kg. There is something counter-intuitive about 

this account of I-thoughts, but the phenomenalist is not alone in having to live with a 

certain degree of counter-intuitiveness here. Those who identify us with brains (Mackie 

1976; Nagel 1986) will have to say similar things (for if [ am a brain, then I most 

definitely don't weigh 56 kg). And Lockeans and animalists will also have to make 

similar moves, albeit in a less thorough-going manner. Consider such claims as, "I hope 

I'm buried rather than cremated when I'm dead". Lockeans will have to say that such 

thoughts are. strictly speaking, misdirected, for the intentional system with which 

Lockeans identify the self doesn't persist after death (or so most Lockeans believe, at any 

rate). And those animalists that regard "dead animal" as an oxymoron (Olson 1997, van 

Inwagen 1991) will also have to interpret such claims as referring to something closely 

associated with the self in question rather than the self as such. 

6.5.7 Phenomenalism and the modal self 

Yet another objection to phenomenalism is that it gets the modal properties of the self 

wrong. We assume that we could have had entirely different e.xperiences from those that 

we actually have. (Indeed, we often wish that we were having completely different 

experiences from those that we have.) This creates problems for the phenomenalist, for 

phenomenal fields seem to have their pans essentially. Arguably, a phenomenal field 

couldn't have had parts other than those it actually has had. If we are identical with our 
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phenomenal fields, then it's simply false that we could have had different experiences. 

Here's how Zemach puts the objection: 

Propositions such as, "Had I married Jane rather than Sue, my entire life would 

have been different"; "Had my parents not immigrated to this counny when I was 

a baby, I would have perished in the holocaust" do not seem to be self-

contradictory, but. if I am the majority of my actual experiences they must be 

considered logically false. (Zemach 1987: 215) 

Again, we can begin by noting that versions of this objection can (and have) been leveled 

against Lockean and animalist accounts (in fact, Zemach's claims are directed at what he 

calls a Lockean account). Arguably Lockeans must reject the apparently plausible claim 

that one could have had massive brain damage as a baby, since massive brain damage 

would presumably have led to the formation of a different psychological economy than 

the one to which one is identical. For their part, animalists must also deny the intuition 

that one could have been a different animal, or perhaps not even an animal. This intuition 

may not be universal, but it is certainly fairly widespread and it's not obviously false. The 

phenomenal ist is not alone in having to reject widespread intuitions about the modal 

properties of the self. 

But perhaps the phenomenalist can do more than simply invoking a tu qiioque response. 

Perhaps many of our modal intuitions about the self aren't about the phenomenal self but 

are about the self in some other sense. Arguably, the sorts of intuitions that Zemach is 
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concerned with are about the self qua animal, the embodied self. When I envisage a 

world in which I am bom in a very different country from that in which I was actually 

bom, and grow up speaking a different language, with different friends, and so on, I think 

of myself qua animal. I pick out the animal in which I qua phenomenal self am located, 

and I imagine the various phenomenal selves that this animal could have supported. 

Importantly, I imagine these phenomenal selves 'from the inside' - I imagine what it 

would be like to be them. None of this goes to show that I. qua phenomenal self could 

have been a different phenomenal self, any more than the ability to imagine Napoleon's 

perspective shows that I could really have been Napoleon (see Velleman 1996). 

6.5.8 Phenomenalism and the diachronic self 

The final objection to phenomenalism is perhaps the most problematic: how can the 

phenomenalist account for the identity of the e.xperiential self through time? We think of 

ourselves as persisting through extended periods of time - days, weeks, months, and even 

years - what sense can the phenomenalist make of such attitudes? 

Let me start with a purely defensive maneuver, and that is to point out that whatever 

problems phenomenalists have in accounting for the diachronic identity of the self, both 

Lockeans and animalists face similar problems. The problems confronting Lockeans here 

are well-known, so let me briefly e.xamine those facing the animalist. Consider the 

following scenario. Suppose that your brain is transplanted into the body of someone 

else, while their brain is transplanted into your body. Each brain continues to support 
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consciousness while this operation occurs. In order to calm your nerves, you start singing 

"Let it be." Your partner also starts singing to calm his nerves, but he sings "Imagine." 

By the time each song is finished, the two brains have been connected to their new bodies 

(and new brainstems). Where do you go? Do you follow your brain (and acquire a new 

body), or do you remain with your body and acquire a new brain? 

The animalist is committed to the view that you stay with your body. You started the 

operation singing Let it be", but by the end of the operation you're singing "Imagine". 

Your parmer started the operation singing "Imagine", but finished by singing "Let it be". 

This seems to be the wrong response. It seems to me that these two subjects of experience 

swap bodies. Both you and your partner finished the operation singing the same song that 

you were singing when the operation began. In rejecting this description of the case the 

animalist is rejecting a fairly deep intuition about the subject of e.xperience. This 

intuition, of course, is an intuition that phenomenalism is tailor-made to secure. 

So much for the defensive move; what can the phenomenalist say by why of providing a 

positive account of the diachronic identity of the self? One option for the phenomenalist 

is to simply deny that the phenomenal self has any long-term continuity (see Strawson 

1997). Perhaps phenomenal selves last no longer than the duration of a specious present 

(however long that is), and the phenomenal career of a human being is actually had by a 

series of phenomenal selves. But this seems to be a rather extreme position, and it would 

be good if the phenomenalist can do better than this. 
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The phenomenalist can do slightly better by noting that phenomenal unity binds 

successive specious presents together to form temporally extended streams of 

consciousness. Such phenomenal streams might last for hours, as one phenomenal field 

(or time-slice) is replaced by another with which it is phenomenally continuous. We 

might think of such fields a forming an unbroken stream of consciousness. 

This move goes some way toward accounting for the continuity of the self, but it doesn't 

go very far. The problem is that such streams of consciousness seem to be broken by 

periods of dreamless sleep (not to mention black-outs, seizures, and so on). The 

experiences I had on falling asleep last night seem not to be phenomenally connected to 

my current experiences. How can a phenomenalist account for the fact that they are both 

mine? 

The phenomenalist could say that earlier and later e,Kperiences are mine insofar as they 

occur within the same intentional self that "holds" my current e.xperiences. On this view, 

the continuity of the phenomenal self is carried by the continuity of the intentional self in 

which it is embedded. Temporally separated phenomenal selves can be tied together by 

the intentional continuity of their contents. The problem with this suggestion, however, is 

that it seems to privilege the intentional self over the phenomenal self. It makes the 

diachronic identity of the phenomenal self parasitic on the diachronic identity of the 

intentional self in a way that the phenomenalist will find problematic. 
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It also exposes the phenomenalist to the following objection. Suppose that the intentional 

system in which my current experiences are located is about to bifurcate for a short 

period of time. Now, take two experiences, A and B, that are contained within different 

streams of this intentional system. The current proposal would mean that both of these 

experiences will be mine, for they are both contained within the intentional system that 

contains my current experiences. Yet if the unity thesis is right these two e.xperiences 

must also belong to dijferent phenomenal selves. 

Another approach that the phenomenalist could take in attempting to account for 

diachronic identity is to invoke the continuity of the relevant parts of the brain. On this 

view, two phenomenal fields are part of the same stream of consciousness if (and only if) 

they involve the actions of the same consciousness-making system. This would be to 

adopt something like a brain account of personal identity (Mackie 1976: Nagel 1986). 

albeit it one that is restricted to those parts of the brain that are directly involved in the 

production of the phenomenal field. Mackie seems to have something like this account in 

mind in writing that the "unity of consciousness is. as it were the nominal essence of 

personal identity... But the real essence of personal identity will be whatever underlies 

and makes possible the unity of consciousness" (Mackie 1976: 200). 

Perhaps this is the best that a phenomenalist can do, but I find it deeply problematic. 

Consider a case in which an animal dies, but is brought back to (conscious) life several 

days later. According to the brain account, mental states prior to the animal's death and 
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had by the same self as mental states that occur after the animal's death, for there is a 

single brain through-out this period (or at least there seems to be). But in the absence of 

any intentional or phenomenal continuity between these states it's not at all clear why we 

should regard them as co-subjective. 

It is quite straightforward to see how this scenario affects phenomenalism. Suppose that 

the animal that dies is bifurcated, and that it is also reanimated as bifurcated. Can we 

identify a pre-mortem phenomenal field with a post-mortem field on account of the fact 

that they are supported by the same neural area? Perhaps, but the suggestion isn't 

particularly appealing. 

A second problem with grounding the continuity of the phenomenal self in the continuity 

of an area of the brain is that it rests on a very controversial assumption about the 

relationship between phenomenology and the brain. The proposal seems most suited to a 

picture on which a phenomenal stream is fixed or tied to a particular neuronal area or 

areas. But in fact it's far from clear that phenomenal identity and neuronal identity are 

related in such a direct fashion. A functional conception of phenomenology on which a 

phenomenal stream is (or is subserved by) functionally defined processes would allow a 

phenomenal stream to move from one neural area to another. Indeed, it would even allow 

for the possibility of multiple phenomenal fields being superimposed on a single neuronal 

area. But if a phenomenal field has a functional rather than a physical basis, it's difficult 

to see how we might re-identify phenomenal fields over periods of dreamless sleep. In 
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short, there are good reasons for the phenomenalist to avoid grounding the continuity of 

the self in the physical basis of consciousness. 

In the face of these problems, it may be best for the phenomenalist to simply bite the 

bullet, and suggest that strictly speaking, the self doesn't have the long-term continuity it 

seems to. Some may hold that this is too high a price to pay for endorsing 

phenomenalism, and they may be right. Nevertheless, I for one wouldn't rush to such a 

judgment. For one thing, phenomenalism seems to be the only account capable of 

securing the unity thesis. For another, phenomenalism isn't alone is securing a 

satisfactory account of the continuity of the self. Phenomenalism may face serious 

objections, but that isn't reason enough to reject it. 
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Appendix : The Coherence of Consciousness 

It is often suggested that normative relations of some kind constrain phenomenal unity. 

Baars, for instance, suggests that 'the flow of conscious experience is traditionally 

viewed as a serial stream - one that integrates different sources of information, but is 

limited to a single internally consistent content at any given moment' (Baars 1993, 285).' 

Hurley also claims that there is something of a coherence constraint on co-consciousness: 

In many cases, internally incoherent agglomerated [that is, co-conscious] content 
is ruled out. For example there can be no experience with the internally incoherent 
content: I am seeing just one light and it is wholly red and I am seeing just one 
light and it is wholly green. ... Either consciousness of the green light could be 
separate from consciousness of the red light, or information about one or the other 
light is not conscious at all. So consciousness is partitioned in a way that avoids 
incoherence within units. (1998: 118) 

It is not just a reliable generalization that inconsistent contents are separate [i.e. 
not co-conscious]. Where a normative constraint does apply, it has a constitutive 
role: it makes bad sense in principle to suppose that such inconsistent contents 
could be co-conscious. (1998: 115) 

Although there may be something to the coherence constraint it certainly doesn't hold in 

any straightforward way. For a start, inconsistent phenomenal states can clearly be co-

conscious. We can see this by considering the fact that one can entertain inconsistent 

±oughts, such as "I am seeing just one light and it is wholly red and I am seeing just one 

light and it is wholly green" (Kobes 2000). If true at all the coherence constraint must be 

restricted to perceptually conscious states rather than conscious states in general. 

' It's not clear whether Baars think that these constraints are metaphysically necessary or merely 
nomologically necessary. Jackendoff (1987) also seems to assume that co-conscious contents must be 
consistent. 
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But even when the coherence constraint is restricted to perceptual consciousness it 

appears implausible. One doesn't have to look far to find examples of inconsistent but co-

conscious experiences. For instance, a stick submerged in water can feel straight but look 

bent (at the same time). Here, we seem to have a single perceptual experience with the 

representational content 'I am experiencing just one stick and it is straight from one end 

to the other and is also bent in the middle'. Other instances of inter-modal inconsistency 

are easily found. Macbeth discovers an inconsistency between his visual and tactile 

experiences when he goes to reach for the dagger he seems to see. 

The proponent of the consistency constraint might deny that these cases are counter

examples to the consistency constraint by denying that the e.xperiences in question share 

an intentional object." Consider the stick that looks bent but feels straight. A critic might 

claim that these two experiences have different intentional objects. The felt object is in 

fact identical to the seen object, but things needn't have turned out this way, and it's not 

part of either experience that things are this way. Taking these two experiences to be 

experiences of the same object involves a doxastic interpretation of one's experience - it 

involves going beyond the content of the perceptual state itself. So ±e critic suggests. 

I think this suggestion should be resisted. In effect, it seems to turn on the claim that 

object unity can only ever be intra-modal. And that just seems false. What is given in 

• I owe this suggestion to Chris Maloney. 



194 

perception is a joint tactile-visual representation of a single object. So I think the attempt 

to block this objection fails. 

In fairness to Hurley, it should be pointed out that her official line vis-a-vis consistency is 

that in some cases inconsistent phenomenal states are prohibited.^ (Indeed, Hurley's 

Consciousness in Action contains numerous examples of inconsistent but co-conscious 

experiences.) A weakened coherence constraint may be able to handle the cases just 

examined, but it does raise two difficult questions. When are inconsistent states ruled out? 

And why is inconsistency prohibited in those cases and not others? 

Hurley (2000) suggests that the consistency constraint should be restricted to cases that 

meet two conditions: they must be intra-modal, and they must be dynamic; that is, the 

subject must be active. Inconsistent states can be co-conscious as long as they belong to 

different modalities, or as long as the subject isn't actively engaged with the stimuli in 

question. But it's not clear why we should accept even an amended consistency constraint 

of this kind. Hurley herself provides no clear argument for it, and I can see no a priori 

argument for it."* 

^ She is not always very careful to make this qualification. For instance, she writes that "Extreme enough 
normative incoherence, whether it be inconsistency, inferential failure, failure of means-ends rationality, or 
whatever, can underwrite disunity...some minimum of coherence may be necessary for unity (so that 
incoherence makes for disunity)" (1998: 120). 

It's possible that Hurley means to advance this weakened consistency constraint as an a posteriori claim 
about the unity of consciousness. In fact, there seems to be some plausibility to this idea, given that the 
dynamic condition seems to be part and parcel of her sub-personal account of the unity of consciousness, 
which is an a posteriori analysis of unity. 
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Given the absence of good arguments for a consistency constraint on co-consciousness 

one might well wonder why the notion enjoys the support it does. I think that there are 

three motivations for it. First, in our own case there are certain constraints of consistency 

on co-consciousness. As Baars points out, even though both interpretations of ambiguous 

stimuli - such as the famous duck-rabbit - can be simultaneously active in a single mind, 

we cannot experience both interpretations at once. But although consciousness has an 

impetus for consistency it seems to tolerate a modicum of inconsistency from time to 

time. More to the point, it's far from clear that the loose constraints on co-conscious that 

there are reflect any deep fact about co-consciousness. Perhaps, as seems more likely, 

they are simply quirks of our particular cognitive architecture. 

Second, it might be thought that we rely on such a constraint in attributing 'units' of 

consciousness. (This is one way to read Hurley's claim that "consciousness is partitioned 

in a way that avoids incoherence within units".) I'm not sure that we do (or must) rely on 

such a constraint. Consider the puzzles that split-brain patients pose when it comes to 

attributing units of consciousness. As we saw in chapter four, it is tempting to ascribe 

phenomenal state A and phenomenal state B but not phenomenal state A«&B to a split-

brain patient because he behaves in ways which seem to imply that he was conscious of 

A and B but wasn't conscious of A&B. Pace Hurley (1998: 123), it's far from clear that 

this procedure involves appeal to any kind of consistency constraint. 
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But perhaps the third rationale for the consistency constraint is the deepest. The 

consistency constraint seems to follow from two plausible (and widely held) views: (a) 

co-conscious experiences must belong to the same mind; and (b) mental states are 

individuated in terms of their normative relations - consistency, inferential integration, 

means-ends rationality, etc. - with other co-mental states. In short, some form of 

consistency constraint seems to follow from a Davidsonian-Dennettian view of the mind. 

There is something to be said for this argument, but of course it rests on a certain 

(controversial) view about mental content. Suffice it to say that to the extent that there is 

a consistency constraint on phenomenal unity it seems to be grounded in an account of 

what it is for two mental states to belong to the same mind rather than anything that is 

unique to phenomenology. 
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