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ABSTRACT 

Critical to semantic integration of heterogeneous data sources, determining the semantic 

correspondences among the data sources is a very complex and resource-consuming task 

and demands automated support. In this dissertation, we propose a comprehensive 

approach to detecting both schema-level and instance-level semantic correspondences 

from heterogeneous data sources. Semantic correspondences on the two levels are 

identified alternately and incrementally in an iterative procedure. Statistical cluster 

analysis methods and the Self-Organizing Map (SOM) neural network method are used 

first to identify similar schema elements (i.e., relations and attributes). Based on the 

identified schema-level correspondences, classification techniques drawn from statistical 

pattern recognition, machine learning, and artificial neural networks are then used to 

identify matching tuples. Multiple classifiers are combined in various ways, such as 

bagging, boosting, concatenating, and stacking, to improve classification accuracy. 

Statistical analysis techniques, such as correlation and regression, are then applied to a 

preliminary integrated data set to evaluate the relationships among schema elements more 

accurately. Improved schema-level correspondences are fed back into the identification 

of instance-level correspondences, resulting in a loop in the overall procedure. Empirical 

evaluation using real-world and simulated data that has been performed is described to 

demonstrate the utility of the proposed multi-level, multi-technique approach to detecting 

semantic correspondences from heterogeneous data sources. 
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CHAPTER I 

INTRODUCTION 

l.l The Need for Heterogeneous Database Integration 

The need to integrate heterogeneous data sources is ubiquitous. Legacy databases 

developed over time in different sections of an organization need to be integrated for 

strategic purposes. Business mergers and acquisitions force information systems 

previously owned by different institutions to be merged. Information needs to be shared 

or exchanged across the boundaries of cooperating enterprises. The rapid growth of the 

Internet continuously creates new requirements and opportimities for data integration. 

Modem organizations often rely on many heterogeneous data sources, including legacy 

systems, operational databases, departmental data marts, web sites, and other data 

sources, to accomplish their daily business operations. These databases have been 

developed over time by different people for different purposes and may belong to 

different segments of an organization. Having an integrated data source, however, is a 

prerequisite for decision support applications such as OLAP and data mining, which 

require simultaneous and transparent access to data from the underlying data sources. 

Such an integrated data source may be desired or even required for operational purposes 

when two organizations merge or when a business operation relies on data from multiple 

sources. The integrated data source may take the form of either a logical view (e.g., in a 
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federated database system) or a physically consolidated data repository (e.g., in a data 

warehouse) (Figure l.l) (Ram and Zhao 2001). Palopoli et al. (2000a) reported an 

attempt to integrate about 300 databases of Italian Central Governmental Offices. 

aim ^ 
Legacy System^^s, 

Operational Database 

Integrated 
Data 

Source 

Departmental 
Data Mart 

WebSite 

/

Phys 
(e.g.. 

Logical View 
(e.g.. Federated DB) 
Physical Repository 

Transparent Data Access 
Decision Support 
OLAP 

Data Warehouse) Data Mining 
Knowledge Discovery 

Figure 1.1 Need for Heterogeneous Database Integration 

The need to integrate heterogeneous databases is increasing as real-world businesses are 

becoming more dynamic. We are observing more and more mergers and acquisitions 

nowadays. When such activities occur, integration of databases owned by previously 

independent organizations becomes a challenge that the new organizations must face. 

Pierce (2001) reported that mergers and acquisitions in banks across Europe have forced 

institutions to invest substantially in the integration of legacy systems. 
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Many cooperating enterprises and business partners need to share and exchange 

information across their information systems. Typical applications of inter-organizational 

systems can be found in many business areas, including banking, stock market, credit 

card, insurance, real estate, travel agency, and supply chain management. Some 

cooperation of inter-organizational information systems may even be nation-wide. The 

National Institute of Standards has flmded the development of a massively distributed 

Master Patient Index (MPI) for the U.S. (Bell and Sethi 2001). This national MPI is 

intended to allow all care providers to access the medical records of all patients in the 

U.S. There is also a need for a massive cooperation of information systems in the national 

security area. Information about an individual needs to be retrieved from various systems 

maintained by different organizations around the country, including police departments, 

motor vehicle departments, and airlines. 

The need for semantic interoperability across heterogeneous data sources has been 

amplified by the rapid proliferation of the Internet (Beech 1995). The numerous data 

sources on the World-Wide-Web pose new challenges and opportunities for data 

integration. A particular example is the need to integrate electronic product catalogs (E-

catalogs) of different vendors (Glezer and Yadav 2001; Kuramitsu and Sakamura 2000; 

Omelayenko and Fensel 2001). Motivated by the promises of electronic commerce, many 

vendors have set up online storefronts, where customers can browse their product 

catalogs and buy product items. Buyers now can easily search and browse product 

information provided by many vendors in order to reach better purchasing decisions. 
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Since the product catalogs of different vendors are semantically heterogeneous, however, 

buyers must still manually integrate and evaluate the product information obtained from 

different vendors (Lincke 1999). The need to integrate E-catalogs that belong to different 

vendors is driven by business-to-customer (B2C) online malls, business-to-business 

(B2B) exchanges, and mergers and acquisitions (Navathe, et al. 2001). 

1.2 The Need to Facilitate the Identification of Semantic Correspondences 

To integrate a collection of heterogeneous data sources, either virtually or physically, the 

first and arguably the most important step is to identify the semantic correspondences 

between every pair of the data sources, on both the schema level (for the purpose of 

schema integration) and the instance level (for the purpose of data integration). The 

question we need to answer before we can integrate the data sources is: what are the 

common concepts and overlapping data among the data sources? 

Critical to both the traditional heterogeneous database integration problem and the data 

cleansing and consolidation phase that precedes data warehouse development, the 

identification of semantic correspondences is typically very time-consuming and requires 

extensive human interaction. Cliflon et al. (1997) reported a project performed by the 

MTTRE Corporation over a period of several years to integrate some information systems 

that had been developed semi-indcpcndently over decades for the U.S. Air Force. They 

found that tremendous effort was required to determine attribute correspondences. It 
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often took a few weeks for the investigator, local DBAs, and domain experts to determine 

whether two attributes in different databases, e.g., mission start time and mission takeoff 

time, mean the same thing. The project involved about a dozen databases, each of which 

had several thousands of attributes. Winkler (1997) reported that the integration of 

several mailing lists for the U.S. Census of Agriculture consiuned thousands of person-

hours in 1992, although an automated matching tool was used. 

The problems become more difficult when it is necessary to integrate larger databases. 

Nowadays, databases often contain hundreds of tables, thousands of attributes, and 

millions of records. Detecting correspondences among so many tables, attributes, and 

records is too expensive to perform manually. Automated techniques are needed to 

facilitate the identification of semantic correspondences from heterogeneous data sources. 

1.3 Research Questions Addressed 

Much research has been conducted in the last two decades or so to facilitate the 

identification of semantic correspondences from heterogeneous data sources. The 

identification of schema-level correspondences has been referred to as Interschema 

Relationship Identification (IRI) (Ram and Venkataraman 1999; Venkataraman and Ram 

1995). The identification of instance-level correspondences has been studied under 

various names, such as instance identification (Si, et al. 1996; Wang and Madnick 1989), 

entity identification (Ganesh, et al. 1996; Lim and Prabhakar 1993; Lim, et al. 1996), 
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merge/purge (Hernandez and Stolfo 1995ab, 1998), approximate record matching 

(Verykios, et al. 2000), and record linkage (Fellegi and Sunter 1969; Winkler 1997). 

Most past research, however, has studied the two problems (i.e., the identification of 

schema-level correspondences and the identification of instance-level correspondences) 

separately, without considering interaction between the two tasks. Research studying 

schema-level correspondences usually has started from scratch and, specifically, did not 

take instance-level correspondences into consideration. On the other hand, research 

studying instance-level correspondences usually has taken schema-level correspondences 

for granted and, specifically, has not investigated how identified instance-level 

correspondences could be fed back to the schema level to improve the understanding of 

schema-level correspondences. 

It is our contention that combining analyses on the two levels in a synergistic way may 

improve the quality of identified semantic correspondences on both levels, because the 

two problems are inherently related. In this work, we study how the two problems can be 

solved systematically to improve the quality of identified semantic correspondences. 

Hence, the first research question addressed in this dissertation is: 

• '^ow can we integrate the identification of schema-level semantic correspondences 

and the identification of instance-level semantic correspondences in a synergistic way 

for improved results on both levels?" 
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Having integrated the two tasks into a cohesive procedure, we then need to select 

appropriate techniques to facilitate each task. Hence, our second research question is; 

• "What techniques are suited to the identification of semantic correspondences on each 

of the two levels?" 

Since many techniques may be suited to facilitating a task, we want to study whether and 

how multiple appropriate techniques can be combined to improve the accuracy of 

identified semantic correspondences. Hence, our third research question is: 

• "How can we combine multiple techniques to obtain more accurate semantic 

correspondences?" 

Finally, we want to evaluate the utility of our proposed approach, which combines 

multiple techniques to identify semantic correspondences on both the schema level and 

the instance level. Hence, our last research question is: 
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• "How effective is our proposed multi-level, multi-technique approach to identifying 

semantic correspondences from heterogeneous data sources?" 

1.4 Research Methodology 

We apply analytical modeling, prototyping, and empirical evaluation as the primary 

methodologies in this dissertation research to answer our research questions. First, we 

develop a cohesive procedure, in which semantic correspondences on both the schema 

level and instance level are analyzed alternately and incrementally. We then analyze the 

characteristics of each sub-problem, classify the techniques applicable to each sub-

problem, select promising techniques and methods for combining multiple techniques, 

and integrate these techniques and methods into the procedure. Our development of the 

procedure and selection of techniques do not start from scratch, but are based on an 

extensive review of past research in related fields. We adopt good ideas and methods 

proposed in the past and build our new approach upon them. 

We use prototyping as a proof-of-concept to demonstrate the feasibility of our approach. 

The current main focus of our work is on the validation of our approach. We quickly 

prototype some primitive tools without user-friendly interfaces and try to use existing 

tools as much as possible to shorten the research life cycle. In the friture, we need to 
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develop a comprehensive system that integrates the methods involved in our approach 

and is more convenient to use in real-world applications. 

Finally, we validate the utility of our approach using real-world and simulated 

heterogeneous databases. In this phase, we try to answer our last research question, that 

is, how effective is the approach? Several data sets with different characteristics are used 

to demonstrate the usefulness of our approach under different situations. We believe that 

one reason that the field of heterogeneous database integration, and the sub-field of the 

identification of semantic correspondences in particular, has not advanced faster is that 

too few large empirical studies have been conducted. We still lack deep insights into the 

real issues and challenges in real-world database integration situations. Database 

integration is a really "dirty" problem; we must get our hands "dirty" on it to understand 

the real needs better. In our empirical evaluations, we deliberately choose several real-

world databases, some of which are, interestingly, very "dirty". 

1.5 Assumptions 

We make several assumptions to clearly limit the scope of this work without jeopardizing 

its potential applicability. First, we deal only with semantic heterogeneity while assuming 

that other types of heterogeneity could be resolved to some acceptable extent. 
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Heterogeneity occurs on various levels (i.e., processors, operating systems, network 

protocols, DBMSs, front-end accesses, etc.) in a heterogeneous computing environment. 

We are particularly concerned with semantic heterogeneity in this work. 

Second, we deal specifically with relational databases while assuming that techniques 

exist to transform, map, or wrap, either physically or virtually, other types of data sources 

(i.e., pre-relational databases, object-oriented databases, spreadsheets, text files, semi-

structured or unstructured data, etc.) into relational ones. We use the term "database" to 

refer to any such data source. 

Third, we assume that there is a straightforward mapping between the relational schema 

of a relational database and a semantically richer conceptual schema, such as one 

constructed using the Entity-Relationship model or one of its variants, about the same 

database. In this dissertation, we use relational terminology (e.g., relation, attribute, and 

tuple) and semantic modeling terminology (e.g., entity type, property, and entity instance) 

interchangeably when referring to the schema-level and instance-level components of a 

relational database. 

Fourth, we discuss only the comparison of two databases, assuming there is an 

appropriate strategy for integrating more than two databases. While various strategies 

have been proposed to integrate more than two heterogeneous databases (Batini, et al. 

1986), the comparison of two databases is a basis for any such strategy. 
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1.6 Dissertation Outline 

The rest of this dissertation is organized as follows. Chapter 2 summarizes an extensive 

literature review of related research areas, including heterogeneous database integration, 

schema integration, identification of schema-level correspondences, and identification of 

instance-level correspondences. This review provides a basis upon which we can build a 

comprehensive approach to detecting semantic correspondences. Chapter 3 presents the 

details of our proposed approach to detecting both schema-level and instance-level 

correspondences from heterogeneous databases and answers our first three research 

questions. Chapter 4 presents the detailed results of several empirical evaluations and 

answers our last research question regarding the effectiveness of the proposed approach. 

Chapter 5 summarizes the contributions of this dissertation and suggests several 

directions for future research. 
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CHAPTER 2 

LITERATURE REVIEW 

In this chapter we provide an extensive review of previous research in detecting schema-

level correspondences and detecting instance-level correspondences from heterogeneous 

databases. As detecting schema-level correspondences and detecting instance-level 

correspondences are steps in schema integration and database integration, we first briefly 

review some approaches to schema integration and database integration. 

2.1 Heterogeneous Database Integration 

In a heterogeneous database environment, multiple databases are managed by different 

DBMSs running on different computing platforms. Furthermore, the databases overlap 

and conflict with each other in their structures and semantics. Some integration 

mechanisms are needed to enable both structural interoperability and semantic 

interoperability across databases. Semantic integration is our major interest in this 

dissertation. In what follows, we review some approaches and systems for semantically 

integrating heterogeneous databases. 
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2.1.1 bitegration Approaches 

Many approaches have been proposed for heterogeneous database integration or semantic 

interoperability of heterogeneous data sources. Some examples are the global schema 

approach, the federated schema approach, the multidatabase language approach, the data 

warehousing approach, the wrapper/mediator approach, the ontology approach, and the 

information exchange approach. The integration can be physical or logical, tight or loose, 

complete or partial. Some reviews of the heterogeneous database integration area can be 

found in (Bouguettaya, et al. 1999; Bright, et al. 1992; Litwin, et al. 1990; Thomas, et al. 

1990). 

In the global schema approach, a single global integrated schema is generated on top of 

multiple schemas of local databases (Mannino and Effelsberg 1984). The global schema 

is a unified view of all the local schemas of the heterogeneous databases. It provides 

users a transparent and uniform way to access the underlying databases. The databases 

involved in a global schema database system logically appear as a centralized database to 

users, who need not even be aware that the databases are physically distributed. A major 

disadvantage of this approach, however, is the difficulty of generating a global schema to 

cover up all the structural and semantic conflicts among the local databases. 

In a federated schema approach, several federated schemas may be generated on top of 

parts of local schemas. Since each federated schema needs only to cover those parts of 
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the local databases in which users of the federation are interested, a federated schema is 

relatively easier to generate than a single global schema. Sheth and Larson (1990) 

proposed a five-layer federated schema architecture. The first layer, the local schema 

layer, consists of the conceptual schemas of the local databases. Each local schema is 

translated into an equivalent schema, called a component schema, expressed in a selected 

common (or canonical) data model (CDM). The third layer consists of a collection of 

export schemas, parts of component schemas, which the local databases are willing to 

share with each other in the federations. Multiple export schemas may be generated for 

each local database according to the needs of different federations. The DBAs of each 

federation can define an import schema, also called a federated schema, based on these 

export schemas. Each import schema is a partial global schema that represents a partial, 

unified view of the local databases. In this sense, the global schema approach can be 

considered a special case of the federated schema approach, in which a single import 

schema covers all the local schemas. An import schema is finally tailored into an external 

schema for each group of users. In a global schema system or a federated schema system, 

a special DBMS usually is responsible for maintaining the mappings between integrated 

schemas and local schemas. 

In the multidatabase language approach, a special database manipulation language is used 

to access data &om multiple databases simultaneously, without an a priori integration of 

the local database schemas. When accessing data from multiple databases, users of the 

multidatabase language are responsible for providing the access paths and resolving 
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conflicts. In other words, it is the users' responsibility to perform the integration at 

manipulation time on their own, although some sort of assistance for resolving schema 

and data conflicts may be provided. One example of multidatabase languages is MSQL, 

which extends SQL to support simultaneous access to multiple databases (Missier and 

Rusinkiewicz 1997; Missier, et al. 1999). 

As data warehousing becomes increasingly popular, it has been proposed as another 

approach to integrating heterogeneous databases. Widom (1995) regarded data 

warehousing as an "eager" approach and considered traditional database integration 

approaches, including the global schema approach, the federated schema approach, and 

the multidatabase language approach, to be "lazy" approaches. In a traditional database 

integration approach, the integration is performed at the conceptual view level while 

actual data are still distributed over multiple local databases. When a query is posed 

against an integrated schema, the query is decomposed into a set of sub-queries according 

to the mappings between the integrated schema and local schemas to fetch data from the 

underlying databases. In the data warehousing approach, data are extracted from multiple 

sources in advance and loaded into a centralized data repository, known as a data 

warehouse. A query to the data warehouse is evaluated at the warehouse itself without 

accessing the original data sources. Data warehouses improve access efficiency and assist 

in decision support applications such as OLAP and data mining. A shortcoming of the 

data warehousing approach is that users may not gain access to current data, as a 

warehouse is only periodically flushed with data from its underlying data sources. Data 
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warehouses are usually constructed for only query purposes; they do not support data 

updates. 

The wrapper/mediator approach to database integration is similar to the global schema or 

federated schema approach in that the integration of underlying data sources is logical, 

rather than physical. However, multiple data sources are integrated via wrappers and 

mediators rather than a special DBMS. Wiederhold (1992) defined a mediator as "a 

software module that exploits encoded knowledge about certain sets or subsets of data to 

create information for a higher layer of applications." A wrapper is essentially a 

translator, which is used to convert the format of a data source according to a chosen 

common data model. A mediator integrates the wrappers surrounding different data 

sources and resolves the semantic conflicts between the wrappers. The mediator approach 

is more flexible than the traditional federated schema approach and is a particularly 

attractive way to integrate semi-structured data sources on the Internet (Stoimenov, et al. 

2000). Wrappers and mediators are often implemented as software modules. 

Sophisticated techniques, such as intelligent agent techniques, can be used in mediators. 

Such agent-based mediators, which possess some reasoning abilities, are also called 

brokers (Fikes, et al. 1996; Kupper 1999; Nodine, et al. 1997). The most critical and 

difficult part of building a mediator/wrapper system, of course, is the development of 

wrappers and mediators. Tools, such as the YAT system (Cluet, et al. 1998), have been 

developed to help users specify data conversion and integration mles in a 

mediator/wrapper architectiure. 
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The ontology approach integrates heterogeneous databases using a common ontology that 

describes the common concepts and semantic relationships between concepts that can 

exist in an application domain. A common ontology is independent of local database 

schemas. Local database schemas map to the common ontology instead of to each other 

or to an integrated schema built upon them. A major advantage of using a common 

ontology is that, when new data sources are added into the cooperative system the 

ontology remains unchanged and the existing local accesses are not affected. A difficulty 

of this approach is the development of a common ontology that can cover an entire 

application domain. Ouksel and Ahmed (1999) also noticed the limitations of ontologies 

in dynamically identifying and resolving semantic conflicts. Most of the proposed 

ontologies are domain-specific, although generic ones do exist. Park (1999) developed a 

common ontology for integrating geographic databases. Schulze-Kremer (1997) proposed 

a prospective ontology for molecular biology. Omelayenka (2001) proposed a 

preliminary ontology modeling method for business-to-business (B2B) content 

integration. 

In the information exchange approach, multiple systems exchange information with each 

other (Bressan, et al. 2000; Daruwala, et al. 1997; Goh, et al. 1999; Lee and Siegel 1996; 

Siegel and Madnick 1991). Each system can be a source, a receiver, or both. Some 

mechanisms, such as mediators and common ontologies, are used to resolve semantic 

conflicts between different systems. 
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Other schemes have also been used to classify heterogeneous database integration 

approaches. Bright et al. (1992) classified heterogeneous databases into distributed 

database, global schema multidatabase, federated database, multidatabase language 

system, homogeneous multidatabase language system, and interoperable systems. Among 

these approaches, distributed databases are the most tightly coupled; interoperable 

systems are the most loosely coupled. Distributed databases typically consist of 

homogeneous DBMSs and are designed in a top-down fashion. Interoperable systems 

provide data exchange between local systems. Homogeneous multidatabase language 

systems support only homogeneous local DBMSs and are a degenerate form of 

multidatabase language systems. 

Neild and Jukic (1999) classified heterogeneous database integration strategies into 

application cover-up, systems overhaul, data warehouse, federation, composite system, 

and mediated system. The application cover-up approach provides access to 

heterogeneous databases via "hard-coded" application programs. The systems overhaul 

approach is also known as enterprise resource planning (ERP), in which a new system is 

created to incorporate the flmctionality of existing systems. The data warehousing 

approach physically loads data from underlying data sources into a central repository, 

known as a data warehouse. The federation approach allows member databases to share 

cross-schema information. The composite approach is similar to the global schema 

approach (Bright, et al. 1992), in which a global schema provides users the illusion of a 
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single centralized database. The mediated approach provides simultaneous access to 

multiple databases via a mediation mechanism. 

2.1.2 Systems and Prototypes 

Various commercial systems and research prototypes have been developed based on 

different heterogeneous database integration approaches. Litwin et al. (1990) reviewed 

some commercial systems, including Sybase, Empress (V2), Oracle (V5), EasyNet, and 

ii, and some prototypes, including Calida, DQS/Multistar, and ADMS±. Thomas et al. 

(1990) reviewed some systems and prototypes, including ADDS, Dataplex, IMDAS, 

Ingres/Star, Mermaid, Multibase, and Sybase. Bright et al. (1992) briefly described some 

systems and prototypes, including ADDS, Dataplex, DQS/Multistar, EDDS, HD-DBMS, 

JDDBS, Mermaid, Multibase, NDMS, Preci*, Proteus, Scoop, Sirius-Delta, Unibase, 

XNDM, Heimbigner, Ingres/Star, Superdatabases, Calida, Hetero, Linda, MRDSM, Odu, 

SWIFT, VIP-MDBS, Empress, Sybase, and System R. Bouguettaya et al. (1999) 

reviewed some commercial systems, including Sybase, Oracle, Ingres/Star, and 

UniSQL/M, and some prototypes, including OMS, Pegasus, Camot, InfoSleuth, HKBMS, 

Omnibase, FBASE, Interbase, CIS/OIS, DOMS, VODAK, A La Carte, FINDIT, 

WebFINDIT, Information Manifold, Thor, TSIMMIS, and DISCO. We direct the reader 

to the above-mentioned reviews and the original papers cited by these reviews for details 

about the systems and prototypes. Table 2.1 summarizes some other systems and 

prototypes, which we describe as follows. 
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IRO-DB (Interoperable Relational and Object-oriented Databases) (Busse, et al. 1994) is 

a federated DBMS. It uses the ODMG object-oriented data model as the common data 

model and can integrate object-oriented and relational databases. Users can transparently 

access data from the underlying heterogeneous databases through a C++ API 

(Application Programming Interface). A schema integration tool, named Integrators 

Workbench, helps users to integrate local database schemas. 

The OO-Myriad project (Lim and Srivastava 1998) develops an Object-Oriented (OO) 

federated database. It uses a three-layer schema architectiure, which consists of a local 

schema layer, an export schema layer, and a federated schema layer. An export schema 

uses a common OO data model to describe a part of a local schema that the local database 

is willing to make available to a federation. OO-Myriad adopts an algebraic approach to 

integration of export schemas into federated schemas. Some algebraic operations, 

including outeijoin, outer-difference, and generalized attribute derivation, are introduced 

in addition to traditional relational operations to merge objects in export schemas. 
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Table 2.1 Some Recent Systems for Heterogeneous Database Integration 

System/Group Integration 
Approach 

Coimnon Data 
Model 

Local Data 
Sources 

Key Features 

[RO-DB 
GMD-IPSI, 
Germany 

Federated 
Schema 

OO (ODMG) OO, relational C++ API user interface. 

OO-Myriad 
Nanyang Tech. 
Univ., Singapore 

Federated 
Schema 

OO OO Extended algebraic 
operations to merge 
objects in export schemas. 

CORDS 
IBM and several 
universities 

Global 
Schema 

Extended 
relational 

Relational, 
hierarchical, 
network 

Multidatabase system 
(MDBS) 

RODIN 
UW-Madison 

Global 
Schema 

Relational or 
OO 

Relational Schemas are stored in a 
CORAL deductive system 

Remote-
Exchange 
Univ. of South 
California 

Information 
Exchange 

Kernel Object 
Data Model 
(KODM) 

Heterogeneous Local databases can 
access remote objects and 
functions and can control 
shared operations. 

COIN, CIN 
MIT 

Information 
Exchange, 
Wrapper/ 
Mediator, 
Ontology 

Derived from 
F-Logic 

Flat file, 
relational, on
line database, 
web service, etc. 

A receiver poses queries 
in its own context. A 
context mediator resolves 
conflicts between a source 
and a receiver. 

MedLan 
Italy 

Mediator 
Language 

Logic 
programming 

Deductive, 
geographical 

Read-only mediation. 

SCOPES 
Univ. ninois, 
Chicago 

Ontology Ontology Heterogeneous Schema mappings are 
dynamically detected and 
refined. 

Garlic 
IBM 

Wrapper Object-
relational 

Wrapped using 
an OO model 

Wrappers participate in 
query planning. 

AMOS II 
Uppsala Univ. 

Wrapper/ 
Mediator 

OO extension 
ofDAPLEX 

Relational, 
XML 

A mediator contains an 
OO DBMS. 

Ariadne 
Univ. of South 
Califomia/ISI 

Wrapper/ 
Mediator 

A domain 
model 

Semi-structured Efficient query planner for 
Web applications. 

DIOM 
Univ. of Alberta 

Wrapper/ 
Mediator 

DIOM IDL Heterogeneous Network of application-
specific mediators. 
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Table 2.1 (Continued) Some Recent Systems for Heterogeneous Database Integration 

System/Group Integration 
Approach 

Common Data 
Model 

Local Data 
Sources 

Key Features 

DISCO 
Bull-INRIA 

Wrapper/ 
Mediator 

A. mediator 
data model 

Heterogeneous Mitigates three problems: 
fragile mediator, source 
capability, and graceless 
failure. 

HERMES 
Univ. of 
Maryland 

Wrapper/ 
Mediator 

A rule-based 
language with 
a Prolog-like 
syntax. 

Relational, OO, 
multimedia, 
spatial, flat file, 
text, etc. 

Mediator has the 
flmctionality of both 
wrappers and mediators. 

Infomaster 
Stanford 

Wrapper/ 
Mediator 

Knowledge 
interchange 
format (KIF) 

Z39.50 source, 
SQL database, 
WWW page 

Have both Web-based and 
programmatic user 
Interfaces. 

MIRO-Web 
PRISM lab, 
Univ. of 
Versailles-St-
Quentin 

Wrapper/ 
Mediator 

Object-
relational with 
semi-
structured 
types 

Structiu-ed, 
semi-structured 

XML documents are 
stored in relational tables. 
Queries are specified 
using XML-QL. 

MOMIS 
Univ. of Malano 
& Modena 

Wrapper/ 
Mediator 

OO Structured, 
semi-structured 

Read-only mediation. 

ORHIDEA 
Univ. of Nis, 
Yugoslavia 

Wrapper/ 
Mediator 

A common 
data model 

GIS, relational, 
etc. 

Several mediators work 
independently. 

SIMS 
Univ. of South 
Califomia/ISI 

Wrapper/ 
Mediator 

Domain 
model 

Heterogeneous User queries are specified 
in the domain-level 
language. 

TSIMMIS 
Stanford 

Wrapper/ 
Mediator 

Mediator 
Specification 
Language 

Heterogeneous The capability of a source 
is defined using templates. 
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The CORDS (Consortium for Research on Distributed Systems) research project 

(Attaluri, et al. 1995) developed a prototype that provides a single relational view to a 

variety of heterogeneous data sources, including several relational database systems, a 

hierarchical database system, and a network database system. A multidatabase system 

(MDBS) offers all the traditional database functions on a global basis, including query 

optimization, transaction management, security, and catalog management. The common 

data model used in schema integration is an extended relational model, which uses export 

tables, MDBS views, and user-defined transformation functions to integrate export 

schemas and resolve conflicts. 

RODIN (Albert 1996) allows users to access heterogeneous databases transparently 

through a single, unified schema. Users can import schemas from external, relational 

databases. An integrated schema is defined upon these imported schemas. Schemas are 

stored in the catalog of a CORAL deductive database system and are presented to users in 

either the relational user data model (UDM) or an object-oriented UDM. 

The Remote-Exchange project (Fang, et al. 1991) at USC supports pair-wise controlled 

information sharing and exchange among heterogeneous databases. A Kernel Object Data 

Model (KODM) is used as the common data model for describing the shared data. A 

component database can control what data to export by designating a restricted set of 

operations for sharing. Several mechanisms are provided to access remote objects and 

functions. 
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COIN (context INterchange) or CIN (Context Interchange Network) (Bressan, et al. 

2000; Daruwala, et al. 1997; Goh, et al. 1999; Lee and Siegel 1996; Siegel and Madnick 

1991) achieves information exchange among heterogeneous data sources via a 

wrapper/mediator architecture. The central component of this architectiu-e, called the 

context mediator, facilitates semantic interoperability between a data source and a data 

receiver by allowing the receiver to pose queries and receive results in its own context, 

i.e., a manner consistent with its preferences, goals, and knowledge. The context mediator 

can automatically detect and resolve semantic conflicts based on its knowledge about the 

contexts of the data sources and data receivers. Contexts of data sources and data 

receivers are defined using a data model and a query language, both derived fi'om the 

family of F-logic, which has both deductive and object-oriented features. The context of a 

data source or receiver is defined with regard to a domain model, or shared ontology, 

which specifies the common concepts existing in the application domain. The context 

mediator resides between client applications and wrappers. Wrappers present all data 

sources, which can be flat files, relational databases, on-line databases, and web services, 

as SQL relational databases. 

MedLan (Aquilino, et al. 2000) is a declarative mediator language for the construction of 

a mediator layer between users and heterogeneous data sources. MedLan extends logic 

programming to make it suitable for dealing with interoperability among multiple 

sources. MedLan has been experimentally employed in the semantic integration of 
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deductive databases and the construction of a declarative analysis layer on top of a 

geographical information system. MedLan supports read-only mediation and extension to 

incorporate update ability is being studied. 

The SCOPES (Semantic Coordinator Over Parallel Exploration Spaces) system (Ouksel 

and Ahmed 1999) strives to overcome some of the limitations of shared ontologies in 

dynamically identifying and resolving semantic conflicts. In contrast to some other 

ontology-based approaches, SCOPES does not require static, standardized mappings 

between terms in local database schemas and common concepts in the shared ontology. 

SCOPES allows schema mappings to be dynamically discovered and refined according to 

actual query contexts. Users (e.g., DBAs) are involved in the dynamic discovery and 

reconciliation of semantic conflicts. SCOPES uses a query-directed coordination 

mechanism to dynamically elicit knowledge from users during the reconciliation process. 

Users provide initial, plausible mappings between terms used in local database schemas 

and common concepts in the ontology. The system can dynamically discover, 

corroborate, or retract mappings between terms used in different database schemas. 

Garlic (Haas, et al. 2000) is incorporated in IBM DB2 to provide the life sciences 

industry with the DiscoveryLink service offering, which allows users to access multiple 

data sources simultaneously through a virtual database interface. A unique feature of 

Garlic is that its wrappers not only translate queries and query results between the query 

processor and data sources but also actively participate in query plaiming. The query 
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processor does not maintain knowledge of each wrapper's capability. The query 

processor submits a sub-query relevant to a wrapper and allows the wrapper to decide 

how to handle the sub-query. It's the wrapper's responsibility to make sure that the query 

plan it suggests is executable by the underlying data source. 

AMOS n (Josifovski and Risch 1999; Risch and Josifovski 2001) is based on the 

wrapper/mediator approach. Several distributed mediator servers communicate with each 

other over the Internet using an internal TCP/IP socket-based protocol. Each mediator 

server contains a full-fledged object-oriented (OO) DBMS, which has all the traditional 

database facilities, including storage manager, recovery manager, transaction manager, 

backup manager, and query processor and optimizer. The DBMS uses an OO query 

language named AMOSQL, which is similar to the OO part of SQL:99. The mediators 

provide a virtual OO database interface, through which clients can transparently access 

data in the underlying data sources using a uniform OO view. The mediators reconcile 

the structural and semantic conflicts among the wrappers surrounding the underlying data 

sources. A wrapper is a bi-directional translator between the mediators and a data source. 

It translates the schema and data of the data source into a common data model, which is 

an 00 extension of the DAPLEX functional data model, used by the mediators. It also 

translates query requests from the mediators into equivalent API calls or queries 

executable by the data source. AMOS n wrappers can wrap relational databases through 

ODBC calls and XML files through HTTP. AMOS 11 mediator servers provide several 
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types of interfaces to clients, which can interact with AMOS II using ODBC and JDBC 

standards or Java, C, and Lisp programs with embedded AMOSQL statements. 

DIOM (Distributed Interoperable Object Model) (Liu and Pu 1997) uses a network of 

application-specific mediators to allow clients to pose queries in terms of their specific 

views, rather than a uniform global view of the underlying data sources. Each mediator 

has the knowledge of a client's domain model and the schemas of several data sources, 

which are covered by wrappers. Individual mediators can be developed independently 

using the DIOM IDL (interface description language), which extends the ODMG ODL. 

DISCO (Distributed Information Search Component) (Tomasic, et al. 1998) uses a 

wrapper/mediator architecture to integrate heterogeneous data sources. It strives to 

mitigate three problems, the fragile mediator problem, the source capability problem, and 

the graceless failure problem, typically found in mediation-based heterogeneous database 

systems. Wrappers and mediators are developed independently to reduce the impact of 

the addition of a data source on mediators (i.e., the fragile mediator problem). A wrapper 

language and a wrapper interface are provided to specify the functionality, which consists 

of a set of executable algebraic operators, of the wrapper surrounding each data source. 

The mediator submits queries to each wrapper based on the claimed functionality of the 

wrapper and avoids the source capability problem. If a data source relevant to a query is 

unavailable at the moment, the mediator returns a partially evaluated query as a graceful 

rather than a graceless failure. 
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The mediator in HERMES (Heterogeneous Reasoning and Mediator System) (Adali, et 

al. 1996; Subrahmanian, et al. 1994) has the functionality of both wrappers and 

mediators. It can be programmed to access several types of data sources, including 

relational databases, object-oriented databases, multimedia data, spatial data, flat file 

data, and text databases. It uses a rule-based language with a Prolog-like syntax. A 

collection of toolkits helps users to program mediators. 

Infomaster (Genesereth, et al. 1997) uses a wrapper/mediator architecture to integrate 

heterogeneous data sources on the Internet. Various types of data sources, including 

Z39.50 sources, SQL databases, and WWW pages, can be accessed via wrappers. The 

mediator, called facilitator in Infomaster, harmonizes the underlying sources and provides 

users an illusion of a centralized data source. The internal content language, the 

knowledge interchange format (KIF), has a Lisp-like syntax. Infomaster provides users a 

web-based interface and a programmatic interface, which supports ACL (Agent 

Communication Language). 

The MIRO-Web ESPRIT project (Bouganim, et al. 1999; Gardarin, et al. 1999) adopts a 

wrapper/mediator architecture. The intention of this project is to support the integration 

of both structured databases and semi-structured Web data sources. The system consists 

of three layers: the translation layer, the mediation layer, and the coordination layer. In 

the translation layer, wrappers, built using a toolkit named JEDI, convert the formats of 
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data sources, including text, HTML, RTF, PS, DCXT, and XML, into XML or SQL. The 

mediation layer is based on an object-relational model enhanced with semi-structured 

data types and supports relational, object, and semi-structured features. The mediator uses 

Oracle 8, which is extended with a Java cartridge that provides semi-structured data 

types, as the integration platform. XML documents can be stored in relational tables 

under semi-structured attributes. Queries are specified using XML-QL, a query language 

developed by AT&T and INRIA, and return XML documents. The coordination layer 

supports client tools, including an XML-QL browser, which allows users to formulate 

XML-QL queries, and a JAVA API, which allows Java programs to pose XML-QL 

queries. 

The MOMIS (Mediator environment for Multiple Information Systems) project (Benetti, 

et al. 2001; Beneventano, et al. 2001; Bergamaschi, et al. 1999) uses a wrapper/mediator 

architecture to integrate structured and semi-structured data sources. Wrappers translate 

source schemas into a common object-oriented data model. The mediator can integrate 

the data sources, as presented by wrappers, and reconcile semantic conflicts using a 

common thesaurus, or shared ontology, constructed based on all the data sources. 

MOMIS supports read-only views of data from the underlying data sources. A tool 

named Si-Designer assists users in the construction of the common thesaurus and the 

generation of the virtual global schema. 
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The ORHIDEA (Stoimenov, et al. 2000) project adopts a wrapper/mediator architecture 

to integrate GIS data sources over the bitemet. It supports the integration of spatial data 

in GIS databases, alphanumerical data in relational databases, and other data sources. A 

wrapper "wraps" each data source using a conunon data model. It is responsible for 

converting queries coming from the mediator into requests executable by the data source 

and converting the results returned from the data source back into a format acceptable to 

the mediator. The mediator lies between client GIS applications and the wrappers 

surrounding underlying data sources. It hides the heterogeneity of data sources from 

users. Several mediators, each of which understands parts of several data sources, can 

work independently. 

SIMS (Ambite, et al. 2001; Arens, et al. 1993; Tejada, et al. 1996) uses an information 

mediator to integrate data from heterogeneous data sources. The information mediator 

maintains a domain model, which defines a fixed vocabulary about the concepts and 

relationships among concepts of an application domain. All data sources map to this 

domain model. User queries are specified in the domain-level language and do not need 

to mention the relevant data sources. The information mediator can retrieve data from the 

proper data sources and resolve conflicts based on its knowledge of the domain model 

and the mappings between data sources and the domain model. Ariadne (Ambite, et al. 

1998, 2001; Barish, et al. 2000; Knoblock, et al. 1998, 2001) is an extension of SIMS. 

Ariadne uses wrappers to access semi-structured data sources such as Internet sources. It 

also uses a more efficient method to generate large query plans for web applications. 
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The TSIMMIS (Li, et al. 1998) system uses a mediator architecture to integrate 

heterogeneous data sources. The mediator in TSIMMIS uses the Mediator Specification 

Language (MSL) to define user views. Similar to the DISCO (Tomasic, et al. 1998) 

mediator, TSIMMIS mediator maintains knowledge about the capabilities of data sources 

and only generates executable queries. The difference between the two approaches is that 

TSIMMIS describes the capability of a source using templates, which specify the 

information that can be returned by the source under given conditions, while DISCO 

describes the capability of a source in terms of executable operations. 

2.1.3 Summary 

In this section, we have reviewed some approaches to heterogeneous database 

integration, including the global schema approach, the federated schema approach, the 

multidatabase language approach, the data warehousing approach, the wTapper/mediator 

approach, the ontology approach, and the information exchange approach. We have also 

reviewed some systems that have been developed using these approaches. These 

approaches are not mutually exclusive; they share ideas and constructs with each other. A 

global schema system can be considered a special case of federated systems. Special 

languages, such as FRAQL (Sattler, et al. 2000), that can manipulate data from 

heterogeneous databases may also be used in federated database systems. Mediators often 

rely on shared ontologies to resolve semantic conflicts. Mediators, wrappers, and 
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ontologies are often used in the construction of federated systems, data warehouses, and 

information exchange systems. For example, the Object Exchange Model (OEM) 

proposed by Papakonstantinou et al. (1995) relies on the use of wrappers, mediators, and 

ontologies to enable semantic interoperability across heterogeneous data sources. 

Furthermore, hybrid cooperative systems, incorporating multiple integration strategies, 

can be developed to deal with complex heterogeneous data environments. In the next 

section, we review some methodologies for schema integration, which is an important 

step in many heterogeneous database integration approaches. 
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2.2 Schema Integration 

Schema integration is the activity of integrating the schemas of multiple heterogeneous 

databases into a global, unified schema (Batini, et al. 1986). The research area of schema 

integration was established in the early eighties. Schema integration is a critical step in 

heterogeneous database integration, except perhaps the multidatabase language approach. 

Even in the multidatabase language approach, some steps in schema integration, such as 

the identification of semantic correspondences between different databases, are needed to 

assist users, who access multiple databases simultaneously, in resolving semantic 

conflicts. 

The term schema integration has been used in the literature to refer to both schema 

integration for heterogeneous databases and view integration for database design because 

the two problems share many similar characteristics and techniques. View integration is 

performed in the conceptual design phase of database system development where 

multiple separately developed conceptual models are integrated into a single conceptual 

model. 

2.2.1 Overviews 

Batini et al. (1986) gave an early comprehensive overview on schema integration. They 

introduced the basic concepts and generic steps of schema integration and comparatively 
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analyzed twelve methodologies. They divided the integration process into four steps; 

preintegration, comparison of the schemas, conforming the schemas, and merging and 

restructuring. 

Ram and Venkataraman (1999) conducted a more recent literature review of schema 

integration. They also proposed a generic framework for schema integration that consists 

of four steps: schema translation, interschema relationship identification, integrated 

schema generation and schema mapping generation. In the first step, schemas of 

individual databases are translated into equivalent schemas using a chosen common (or 

canonical) data model (CDM) such as the Entity-Relationship Model or one of its 

variants, e.g., the Unifying Semantic Model (Ram 1990). The objective of interschema 

relationship identification is to identify related elements (i.e., entity types, attributes, and 

relationship types) fi'om the schemas of multiple databases and to classify the 

relationships (e.g., equivalence, subsumption, overlapping, and disjoint) among the 

related schema elements. In the last two steps, the interschema relationships previously 

identified are used to generate an integrated schema and mappings between the integrated 

schema and local schemas, while semantic conflicts are identified and resolved. 

There are also reviews of methodologies for the sub-steps in schema integration. Czejdo 

and Gruenwald (1999) reviewed techniques to translate database schemas into various 

models, including the relational model, an ER model, a fimctional model, and an object-

oriented model. Some schemes for classifying semantic conflicts in heterogeneous 
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databases can be found in (Kamel 1995; Kim and Seo 1991; Naiman and Ouksei 1995; 

Ram, et al. 1999b). We will provide a literature review of interschema relationship 

identification in the next section. 

2.2.2 Schema Integration Methodologies 

Many schema integration frameworks and methodologies have been proposed. Although 

described differently, most of them in some sense incorporate Ram and Venkataraman's 

four steps (Ram and Venkataraman 1999). For example, Sheth et al. (1993) proposed a 

schema integration framework that consists of three phases: schema analysis, class 

integration, and schema restructuring. They used a semantic object model called 

CANDDDE as the CDM. Schema translation is treated as a separate process from that of 

schema integration. The most exciting promise of this approach is that identification of 

class relationships and subsequent class integration is completely automated once a 

global attribute hierarchy has been generated and formally specified. However, the 

schema analysis phase, which corresponds with the interschema relationship 

identification step in Ram and Venkataraman's framework and is perhaps the most time-

consuming phase and especially demands automated support, is considered to be 

necessarily manual and user-driven. 
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Table 2.2 Some Schema Integration Methodologies 

Prototype/ 
Reference 

Integration 
Strategy 

Common Data 
Model 

Key Steps or Ideas 

Batini et al. 1986] SchemaA^iew 
integration 

Not specific Preintegration, comparison of the 
schemas, conforming the schemas, 
and merging and restructuring. 

^am & 
Venkataraman 
1999] 

SchemaA/^iew 
integration 

Not specific Schema translation, interschema 
relationship identification, 
integrated schema generation, and 
schema mapping generation. 

;Shethetal. 1993] Schema 
integration 

CANDIDE Schema analysis, class integration, 
and schema restructuring 

Tong et al. 1999] Schema 
integration 

EER B-Schema creation, T-Schema 
creation, and comparison of B-
Schema and T-Schema. 

[Tsai & Chen 
1999] 

Schema 
integration 

Relational Schema translation, integration 
semantics collection, concept 
hierarchy generation. 

Huang et al. 
2001] 

Schema 
integration 

EER Conflict identification and 
resolution, schema merging. 

Schmitt & Saake 
19961 

Schema 
integration 

00 (GIM) Intentional overlappings, 
extentional overlappings. 

Schmitt & Saake 
1998] 

Schema 
integration 

OO Merging class inheritance 
hierarchies into concept lattices. 

[Schmitt & TQrker 
1998] 

Schema 
integration 

OO Incrementally integrating schemas 
by refimng extensional 
relationships. 

[Conrad et al. 
1997] 

Schema 
integration 

OO(GIM) A method to transform and 
integrate integrity constraints. 

[Tiirker & Saake 
1999, 2000] 

Schema 
integration 

OO Correspondence between local 
integrity constraints and global 
extensional assertions. 

[Behrens, 2000] Schema 
integration 

XML Modeling XML DTDs using xtree, 
mile, xscheme, and s-xscheme. 

[McBrien & 
Poulovassilis 
1998] 

Schema 
integration 

ER Formal notion of schema 
equivalence. Primitive and 
Composite transformations. 



50 

Table 2.2 (Continued) Some Schema Integration Methodologies 

Prototype/ 
Reference 

Integration 
Strategy 

Common Data 
Model 

Key Steps or Ideas 

SMIS/SMVS 
[Qutaishat 1997] 

Schema 
integration 

OO (lOMT) Upward inheritance, materialized 
classes, and new types of 
generalization/ specialization. 

[Motz and 
Fankhauser 1998] 

Schema 
integration 

OO (ODMG) Semantic modifications on local 
schemas are propagated to the 
integrated schema. 

[Kwan and Fong 
1999] 

Schema 
integration 

EER The correctness of an integrated 
schema is proved using 
information capacity. 

[Matysiak et al. 
1998] 

Schema 
integration 

EER Integrating temporal constructs. 

[Tseng etal. 1998] Schema 
integration 

Relational Resolving value-to-attribute, 
value-to-table, and attribute-to-
table conflicts. 

DQCEand 
[Palopoli et al. 
1999b, 2000al 

Schema 
integration 

Conceptual (semi)-automatically identifying 
interscheme properties and 
generating integrated schemas. 

SlSmiS and 
[Beynon-Davies et 
al. 1997] 

View integration EER Collaborative view integration 
environment. 

[Mirbel 1997] View integration OO A fuzzy thesaurus for detecting 
related objects. 

ICHEOPS 
[Ambrosio et al. 
1997; 
Metais et al. 1997] 

View integration EER Linguistic techniques are used to 
identify and validate corresponding 
objects. 
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Table 2.2 summarizes some recent work in schema integration that was not covered in 

two earlier surveys (Batini, et al. 1986; Ram and Venkataraman 1999). Fong et al. (1999) 

proposed a three-phased framework for schema integration. In the first phase, a global 

schema called B-Schema is created based on existing database schemas using a bottom-

up schema integration strategy, which is similar to Ram and Venkataraman's framework 

(Ram and Venkataraman 1999). In the second phase, an overall schema called T-Schema 

is designed directly using a top-down schema design strategy. Finally, the B-schema is 

compared with the T-Schema to verify the consistency and completeness of the B-

Schema. The B-schema is refined according to the T-Schema by resolving conflicts and 

incorporating missing concepts. An extended Entity-Relationship model is used as the 

common data model. 

Tsai and Chen (1999) proposed a three-phased fi-amework for schema integration. In the 

first phase, local database schemas are translated into relational schemas. In the second 

phase, information needed for integration is collected from local DBAs. In the third 

phase, concept hierarchies are created based upon the local schemas, using a schema 

integration language. The concept hierarchies consist of (real or virtual) relations 

connected with generalization/specialization relationships. 

Huang et al. (2000) proposed a two-phased framework for schema integration. In the first 

phase, conflicts between local database schemas are identified and resolved. In the 
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second phase, reconciled local schemas are merged into an integrated schema. Schema 

translation, in which local schemas are translated into EER (Extended Entity-

Relationship) schemas, is considered a pre-step. This method considers two types of 

conflicts, naming conflicts (i.e., homonyms and synonyms) and structural conflicts (i.e., 

type conflicts, dependency conflicts, key conflicts, and behavior conflicts). Several 

strategies, such as merging via attribute union, merging via entity generalization, and 

merging via aggregation, are used to merge entities. 

Some other research has focused on particular problems or steps of schema integration. 

The schema integration methodology proposed by Schmitt and Saake (1996) emphasizes 

the use of both intensional (i.e., attribute) overlappings and extensional (i.e., instance) 

overlappings between classes. Intensional overlappings are identified via intension 

analysis (i.e., schema analysis). Extensional overlappings between two classes are 

identified via data inspection and key constraint analysis on the classes under the 

assistance of domain experts. The two orthogonal dimensions, intensional overlappings 

and extensional overlappings, fonn a two-dimensional diagram. Candidate classes and 

subclasses for the integrated schema are detected as rectangles in this diagram. Another 

feature of this methodology is that it deliberately uses a semantically poor data model, an 

object-oriented model named Generic Integration Model (GIM), to reduce the complexity 

of integration. Schmitt and Saake (1998) proposed a method to merge class inheritance 

hierarchies into concept lattices based on identified extensional and intentional 

infonnation. Schmitt and Turker (1998) fiuther proposed to start with an incomplete 
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specification of extensional relationships and incrementally to integrate schemas by 

refining extensional relationships. Conrad et al. (1997) proposed a method to transform 

and integrate integrity constraints during schema integration. Tiirker and Saake (1999, 

2000) studied the correspondence between local integrity constraints and global 

extensional assertions, which can be used to augment the schema integration process. 

Behrens (2000) proposed a grammar-based model to integrate multiple XML DTDs 

(Document Type Definition). A labeled tree, called xtree, is used to model an individual 

XML document. An xrule declares an element type using a regular expression. An 

xscheme, a set of xrules, is used to model an XML schema, or DTD. Specialized 

xschemes (s-xschemes) are used to model additional infomiation about XML documents 

of certain classes. Schema integration is done via integration of xschemes and s-

xschemes. 

McBrien and Poulovassilis (1998) proposed a formal framework for schema integration. 

A variant of the ER model, which supports entity types with attributes, supertype/subtype 

relationships, and binary association relationships without attributes, is used as the CDM. 

This work formalized the notion of schema equivalence, which subsumes three categories 

of schema equivalence: transformational equivalence, mapping equivalence, and 

behavioral equivalence. It also proposed a set of primitive transformations and various 

ways to define composite transformations based upon primitive ones. 
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Qutaishat et al. (1997) proposed an object model named lOMT (Integrated OMT), which 

is an extension of the Object Modeling Technique (OMT), to support schema integration. 

lOMT extends OMT with some constructs, including upward inheritance, materialized 

classes, and new types of generalization/specialization, to meet the special needs of 

schema integration. lOMT was implemented in a tool named SMIS/SMVS (schema 

meta-integration/visualization system). 

Motz and Fankhauser (1998) extended a schema integration methodology, called SIM, to 

allow the integrated schema of a federated database system to be revised according to 

semantic modifications on local schemas. The integrated schema, expressed in the 

ODMG model, is generated by resolving equivalence correspondences between local 

schemas. When the semantics of correspondences between local schemas change, the 

integrated schema is revised accordingly. 

Kwan and Fong (1999) proposed a schema integration methodology incorporating a way 

to prove the correctness of an integrated schema. An extended ER model is used as the 

CDM. The schema integration process consists of a series of schema transformation 

steps. The correctaess of each step is verified using a notion of information capacity. If 

the information capacity of a transformed schema is equivalent to or dominates the 

information capacity of the original schemas, the transformation is considered correct. 
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Matysiak et al. (1998) proposed a methodology to integrate schemas with temporal 

constructs. An extended ER model is used as the CDM. Historical data are modeled as 

historical versions of attributes, entity sets, and relationship sets, attached with time 

components. Different strategies are used to integrate such schemas with data versions 

and time components. 

Tseng et al. (1998) proposed an approach to resolving three types of structural conflicts 

between local databases, including value-to-attribute conflicts, value-to-table conflicts, 

and attribute-to-table conflicts, during schema integration. Such structural conflicts, e.g., 

value-to-attribute conflicts, occur when the same information is represented as different 

constructs in different databases, e.g., as attribute values in one database and as attribute 

names in another database. Tseng et al. developed procedures to transform relations with 

such structural conflicts. 

Palopoli et al. (2000a) proposed an algorithm to produce an integrated schema from 

several input schemas automatically, given a collection of interscheme properties that 

describe semantic relationships among the elements of the input schemas. They also 

developed techniques to semi-automatically identify interscheme properties, including 

nominal properties (i.e., homonyms and synonyms) and type conflicts (i.e., objects that 

have the same meaning but different types). Each identified interscheme property has an 

associated plausibility coefficient. We will review these techniques in section 2.3. The 

algorithm for producing an integrated schema is heuristic; several threshold values used 



56 

to select interesting interscheme properties for consideration of reconciliation are 

determined empirically. Although it is hard to generalize the heuristics over a large 

number of application domains, the algorithm significantly reduces human intervention in 

large schema integration applications. The automatically generated integrated schema can 

at least provide a starting point, which users can verify and modify. 

There also has been substantial research on supporting view integration during 

conceptual database design. Beynon-Davies et al. (1997) developed a CASE tool, named 

SISIBIS (Schema Integration System using the Issue Base Information System), for view 

integration in conceptual database design. An extended ER model is used as the canonical 

data model. SISIBIS supports collaborative view integration performed by a project 

group. One participant is designated the facilitator, who is responsible for initiating an 

integration dictionary that stores the evolving integrated schema and for coordinating the 

integration process. All participants can enter equivalence assertions, annotate 

equivalence assertions entered by others, and argue for or against an annotation. The 

facilitator finally resolves the equivalence assertions and generates an integrated schema. 

Mirbel (1997) proposed a model of a fuzzy thesaurus to detect semantically-related 

objects from multiple database schemas. We will review this model in section 2.3. They 

further used the identified potential semantic correspondences in the view integration 

process. They proposed a collection of rules to resolve semantic conflicts and restructure 

schemas. 
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Metais et al. (1997) and Ambrosio et al. (1997) developed a CASE tool, named 

KHEOPS, for view integration. KHEOPS consists of three modules, comparison, 

validation, and merging. We will review the linguistic techniques used during the 

comparison of schema objects and the validation of identified semantic correspondences 

in section 2.3. The merging module generates an integrated schema. Users are asked to 

specify a threshold value for selecting interesting semantic correspondences and the 

schema objects involved will then be merged. 

2.2.3 Summary 

In this section, we have briefly reviewed some recent work in schema integration that 

was not covered in two earlier surveys (Batini, et al. 1986; Ram and Venkataraman 

1999). We must keep in mind that, regardless of what framework or methodology is used, 

schema integration is still largely an art. Database schemas often do not capture the 

semantics of the applications completely. Some domain knowledge can be elicited only 

from domain experts. Frameworks and methodologies "can help the humans, not replace 

them" (Hull 1997). In the next section, we will review some approaches to the 

identification of schema-level correspondences, which is a critical step in schema 

integration. 
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2.3 Identification of Schema-level Correspondences 

The identification of semantic correspondences between elements in different database 

schemas is a major bottleneck in schema integration. Ram and Venkataraman (1999) 

named this problem Interschema Relationship Identification (IRI). It is typically very 

time-consuming and requires extensive human interaction. For example, the MITRE 

Corporation has performed an integration of several database systems for the U.S. Air 

Force over a period of several years and has found that tremendous effort is required to 

determine interschema relationships (Clifton, et al. 1997). Completely automating the IRI 

process is generally not feasible. However, it is possible to semi-automate the process 

using automated techniques to reduce the amount of human interaction. Some recent 

literature reviews of this area can be found in (Rahm and Bernstein 200 lab). 

Many approaches have been proposed for the identification of schema-level 

correspondences. We classify these approaches into several categories: conceptual 

analysis approaches, linguistic approaches, heuristic approaches, information retrieval 

approaches, rule-based approaches, supervised learning approaches, unsupervised 

learning approaches, statistical analysis approaches, and hybrid approaches. These 

approaches have considered information about schema elements, such as names, 

documents, schema specifications, data patterns, and usage patterns. 
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2.3.1 Conceptual Analysis Approaches 

Larson et al. (1989) proposed a theory to establish the semantic equivalence of attributes 

among heterogeneous databases. Attributes are compared based on such characteristics as 

uniqueness, cardinality, domain, static semantic integrity constraints, dynamic semantic 

integrity constraints, security constraints, allowable operations, and scale. Three types of 

attribute equivalence. Strong, Weak, and Disjoint, are possible. The characteristics of 

attributes used by this approach, however, may not completely reflect the semantics of 

attributes. Some other approaches attempted to specify the semantics of schema elements 

more accurately and thoroughly. 

Kashyap and Sheth (1999) proposed the concept of semantic proximity to represent the 

degree of semantic similarity between modeling objects. The semantic proximity between 

two object 01 and 02, semPro(01, 02), is defined as a 4-tuple <Context, Abstraction, 

(Domain 1, Domain2), (Statel, State2)>. The context component refers to the context in 

which the semantic proximity holds. It specifies whether the comparison of the semantic 

similarity between the objects is valid in all possible contexts or only specific ones. The 

comparison may be valid in "ALL", "SOME", "SUBCONTEXTS", or "NONE" contexts. 

The abstraction component of semantic proximity refers to the mechanism used to map 

the objects to each other or to a common third object. The abstraction of a comparison 

may be "total 1-1 value mapping", "partial many-one mapping", 

"generalization/specialization", "aggregation", "functional dependencies", "ANY", or 
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'^ONE". The domain of an object refers to the set of possible values that the object can 

take. The state of an object refers to a potential extension to an object. A function can be 

defined to map the semantic proximity of two objects to a value, in the range of [0,1 ], that 

reflects the fuzzy strength of the semantic similarity between the objects. This function is 

supposed to be user-defined. 

Bhargava et al. (1991) proposed a method to detect violations of the unique name 

assumption, which requires that every variable (e.g., an attribute) have a unique name, in 

multiple database models. Each variable in a database model is augmented with two 

semantic constructs: dimension and quiddity. Rules that relate dimensional expressions 

and rules that relate quiddity expressions should also be declared. Some examples of 

basic dimensions of variables are length, mass, time, and currency. Other dimensions, 

e.g., acceleration, can be derived from base dimensions. The quiddity of a variable 

describes "what it is the variable is about". For example, the quiddity of variable 

labor_production_cost can be formulated as cost(labor(production(truck))) and 

paraphrased "the cost of labor in production of a truck". An inference engine can 

automatically detect potential unique name violations (e.g., homonyms and synonyms) 

firom database models that have been augmented with dimensions and quiddities of 

variables and rules that relate dimensions or quiddities. A prototype was implemented 

based on this approach for a DSS model management system named TEFA. The 

difficulty of applying this approach, however, is the formulation of the required semantic 

constructs. 
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Bhargava (1995) conducted experiments to evaluate the usability of the semantic 

constructs, especially quiddity. Some graduate students in information systems were 

asked to independently formulate quiddities for some sample databases. The results 

produced by the students were compared with the "correct" quiddities given by an 

experimenter, who was assumed to be an "expert". The experiments revealed that it was 

very hard for normal users to formulate quiddities "correctly". The results produced by 

different users seldom matched each other. Bhargava refined the formalization of the 

quiddity concept and developed guidelines to help users formulate quiddities. 

Deamley and Smith (1999) proposed some guidelines to identify local schema 

representations that map to the same entity type from a federated database system. Based 

on their experience in mapping the schemas of three large databases of a BCSR (basic 

clinical and social patient record), they suggested that six entity mappings of two basic 

types be used. The first type of mappings is related to partitioning of data. The second 

type is due to different views of database designers. Four mappings, including direct 

storage model mapping, horizontal partition mapping, vertical partition mapping, and 

master-detail mapping, belong to the first type. Two mappings, including multi-column 

mapping and multiple table mapping, belong to the second type. The system catalog of 

each local database is augmented with the domain from which the name of a relation or 

attribute is chosen. The augmented system catalogs help to identify potential mappings 

among the schemas of local databases. 
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2.3.2 Linguistic Approaches 

Bright and Hurson (1991) proposed a linguistic approach, namely, the Summary Schemas 

Model (SSM), for the automatic identification of semantically similar entities with 

different access terms in different local databases of a multidatabase system. The SSM 

uses a taxonomy to build a global data structure that supports the identification of 

semantic correspondences across databases. The taxonomy maintains the semantic 

relationships (i.e., synonymy and hypemymy/hyponymy) between words. Synonymous 

words have similar meanings. A hypemym of a word has a more general meaning while a 

hyponym of the word has a more specific meaning. The SSM represents a multidatabase 

system as a logical hierarchy of summary schemas, in which relation names and attribute 

names are the leaf nodes and are associated with specific definitions in the taxonomy. A 

Semantic Distance Metric (SDM) is used to compute the semantic distance between two 

terms. The SDM is based on the paths between two terms using synonym and 

hypemym/hyponym links in the taxonomy. Different types of links are weighted to 

indicate their importance in reflecting the semantic relationships between terms. Bright 

and Hurson empirically compared the use of two taxonomies; Roget's Thesaurus and 

Webster's 7'*' New Collegiate Dictionary. 

Bright et al. (1994) elaborated on the SSM approach and compared its imprecise-query 

processing with corresponding normal query-processing in a multidatabase system using 
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simulation. In imprecise-query processing, users are allowed to pose queries using their 

own words, which the system will match to terms that are actually used in the databases, 

based on the SDM. The correctness of the automated system interpretation of a user's 

intent is limited by several factors, however, including the quality of the relation names 

and attribute names actually used in the database schemas and the quality of the terms 

used by the user in posing queries. Dash et al. (1994) summarized the Summary Schemas 

Model. 

Song et al. (1992) used linguistic instruments, including a semantic dictionary and a 

taxonomy structure, to compare schema-level objects (i.e., entities, relationships, and 

attributes). The semantic dictionary stores pairs of synonyms on two levels, strong-

synonym and weak-synonym. The taxonomy structure maintains two hierarchical 

structures based on subset relationships and coverage relationships. These linguistic 

constructs help to evaluate the semantic relationship between a pair of names (i.e., 

words). The semantic similarity relation between a pair of schema-level objects is derived 

based on the semantic relationship between their names and the compatibility of their 

schematic definitions. This semantic similarity relation is classified into four types, weak 

semantic relation, compatible semantic relation, equivalent semantic relation, and merge-

able semantic relation. Song et al. (1996) extended their approach by proposing formulas 

to compute a semantic similarity degree between two entity types. 



64 

Johannesson (1994) used linguistic instruments, including conceptual graph and case 

grammar, and qualitative reasoning to identify schema-level correspondences. As one of 

the theoretical foundations of conceptual graph, case grammar specifies the (syntactic or 

conceptual) roles played by nouns in a sentence. The linguistic instruments facilitate the 

comparison of the contexts of schema-level objects. The similarities between schema-

level objects are qualitatively estimated using partial orders and Galois lattices. 

Johannesson (1997) extended his approach (Johaimesson 1994) by incorporating another 

linguistic instrument, speech act theory, to semantically enrich a conceptual schema. 

Mirbel (1997) defined a model of a fiizzy thesaurus drawn from linguistics to compare 

the semantics of the words used in database schemas. The thesaurus consists of concepts 

and words. A concept is represented by a sentence, which may be a definition. Concepts 

are linked together via conceptual relationships, including generic relationships and 

aggregation relationships. A word is linked to a concept via an interpreting relationship, 

which indicates the probability that the concept is a meaning of the word. The elements 

(i.e., classes, attributes, methods, and links) in multiple database schemas that are to be 

integrated are compared based on three criteria; a semantic-likeness criterion, a semantic-

ambiguity criterion, and a structural-distance criterion. The semantic-likeness between 

two words is derived via exploiting the links that coimect the words to common concepts 

in the thesaurus and is used to detect synonym elements. The semantic-ambiguity of a 

word is defined based on its links to multiple concepts and is used to detect homonym 

elements. The structural-distance between two elements is derived based on their 



65 

functions; an element can be a class, an attribute, a method, or a reference link. This 

approach assumes that the elements in the database schemas are named using words that 

exist in the thesaurus. 

The KHEOPS system reported by Ambrosio et al. (1997) utilizes several linguistic 

instruments, including semantic relations, semantic cases, and conceptual graphs, stored 

in semantic electronic dictionaries. Semantic relations between words or concepts (i.e., 

meanings of words) include synonymy, antonymy, hyponymy/hypemymy (i.e., is-a 

relationship), and meronymy/holonymy (i.e., part-of relationship). Semantic cases 

express the role played by each noun in a sentence. Conceptual graphs specify the 

relationships between the semantic cases and semantic constraints of concepts in a 

sentence. Conceptual graphs help to paraphrase a conceptual database schema using a 

restricted natural language. Each relationship is paraphrased into a sentence, in which 

nouns correspond to its participating entities, a verb to the relationship, adjectives to 

attributes of entities, and adverbs to attributes of the relationship. The semantic cases help 

to reduce the number of comparisons of entities. Only those entities that play the same 

role in some relationships or are linguistically close are compared. The semantic relations 

help to detect potential homonyms, synonyms, and generalizations. The comparison of 

two schema-level objects (i.e., entity types, relationship types, and attributes) is 

represented as a similarity vector. Metais et al. (1997) elaborated on the CASE tool for 

view integration in KHEOPS. 
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Castano and De Antonellis (1997) proposed an approach to designing a semantic 

dictionary via schema analysis. Schemas are analyzed to identify terminological 

relationships based on names of schema elements and the context (i.e., attributes, 

relationships, and generalization hierarchies) of entities. The terminological relationships 

between two names, which are stored in a thesaurus, can be synonymies, hypemymies, 

and positive associations. Two names can be connected by several types of 

terminological relationships. These terminological relationships are combined, 

considering their relative strengths, to derive an overall semantic similarity coefficient 

between the two names. Entity names are clustered based on the semantic similarity 

coefficients. Concept hierarchies in a semantic dictionary are generated based on the 

clusters of entity names. 

Castano et al. (1998) extended Castano and De Antonellis's approach (Castano and De 

Antonellis 1997) in several ways. A new type of terminological relationships, 

morphological variants, which are acronym terms and their expansions, were introduced 

into the thesaurus. An affinity value between two terms is derived based on the 

terminological relationships between them. A closeness value between two schema 

elements is determined based on the type and number of links between them. Coupling 

between two portions of a schema is determined based on a weighted combination of 

afiBnity values and closeness values between the elements of the two portions. The 

similarity between two complete schemas is determined based on the affinity values 
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among selected representative elements. This approach has been implemented in schema 

analysis tools named EXTRACT and AIPA. 

Bergamaschi et al. (1998) extended Castano et al.'s affinity computation (Castano, et al. 

1998). Semantic relationships between two classes, in the forms of name affinity and 

structural affinity, are evaluated based on both names and structures. The structural 

afSnity coefficient between two classes is computed based on their common or related 

attributes. A global afRnity coefficient between two classes is computed as a weighted 

combination of name affinity and structural affinity. Users can adjust the weights of the 

two affinity coefficients. Classes are clustered based on the global affinity coefficients. 

Castano and De Antonellis (1999) developed a schema analysis and reconciliation tool 

named ARTEMIS based on some of Bergamaschi et al.'s ideas (Bergamaschi, et al. 

1998). 

2.3.3 Heuristic Approaches 

Hayne and Ram (1990) developed a system called MUVIS (Multi-User View Integration 

System) to support view integration in database design. MUVIS uses heuristic rules to 

compute the degree of similarity and the degree of dissimilarity between two classes. If 

the degree of similarity is greater than a threshold (0.8) and the degree of dissimilarity is 

less than another threshold (0.2), the two classes are presumed equivalent. Other 

thresholds are used to determine other domain relationships: contained, overlapping. 
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disjoint, and dissimilar. The degree of similarity between two classes is computed as a 

weighted degree of similarity based on several aspects of the classes, including names, 

identifiers, attributes, interclass connections, and transactions. The degree of dissimilarity 

is computed in a similar fashion with different heuristic rules and different weights for 

the aspects. A lexicon of synonyms is used to provide the degree of similarity between 

two names. 

Li and Clifton (1993) extended the heuristic rules of MUVIS for computing the degree of 

similarity and the degree of dissimilarity between two attributes. They added into the 

heuristic rules the following two types of characteristics about attributes: (1) database 

schema specifications, which include data type, length, key field, and format 

specifications, and (2) data constraints, which include primary keys, foreign keys, 

candidate keys, value and range constraints, disallowing null values, and access 

restrictions. The weights of different characteristics are determined via experiments on 

some sample databases. The degree of similarity and the degree of dissimilarity are 

normalized and compared to some thresholds to determine whether two attributes are 

equivalent. 

Yu et al. (1991a) used heuristic similarity flmctions to compute the degree of similarity 

between the names of two schema-level objects based on "common concepts". A 

knowledge base is used to store relationships among concepts, including IS-A 

relationships, aggregations, homonyms, and synonyms. Names of schema-level objects 
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are mapped to the concepts in the knowledge base. The degree of similarity between two 

names is computed based on the relationships between the concepts, to which the names 

correspond. Yu et al. (1991b) used heuristic formulas to compute the degree of similarity 

between two attributes based on the degree of similarity between names. Each attribute is 

represented as a vector, each component of which describes whether a common concept 

is associated with the attribute. The degree of similarity between two attributes is 

computed as a (weighted) cross-product of the vectors that represent the attributes. 

Masood and Eaglestone (1998) applied Yu et al.'s common concept approach (Yu, et al. 

1991b) for comparing attributes in the schema integration process for a federated 

database system. They enhanced Yu et al.'s approach by considering both intrinsic and 

in-context meanings of schema elements. The context of a schema element consists of its 

related elements. A shallow similarity and a deep similarity are computed for a pair of 

schema elements based on their intrinsic and in-context meanings using Yu et al.'s 

similarity formula. This approach was implemented in a schema analysis tool named 

KHOJl. 

Srinivasan et al. (1994) proposed a set of heuristic rules to cluster semantically similar 

entities from heterogeneous information systems using qualitative features such as usage 

patterns, access patterns, database structures, and domain definitions. A usage frequency 

rating, which describes how frequently an entity is used, is assigned to each entity in the 

information systems, based on information obtained from transaction logs. An access 
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frequency rating, which describes how frequently a type of users access an information 

system, is assigned to each user type for each information system, based on information 

obtained from user logs. A popularity rating, which describes how popular an entity is 

within an information system, is derived based on usage frequency and access frequency 

using a set of heuristic rules. A relationship rating, which describes how similarly two 

entities participate in relationships, is assigned to two entities being compared, based on a 

manual observation of how entities associate with each other (e.g., in JOIN operations). 

The above four ratings are on a fuzzy scale with three possible values: high, medium, and 

low. A domain match rating is assigned to two entities being compared based on whether 

the domains of their key attributes match or not. Domain match is on a fuzzy scale with 

two possible values: match and no match. Two entities are determined to be the same, 

similar, dissimilar, or different based on their popularity ratings, relationship rating, and 

domain match rating via heuristic rules. This approach was used to discover generic 

concepts, groups of similar entities, from some clinical information systems. 

Rodriguez et al. (1999) used heuristic functions to compute the degree of similarity 

between two entity classes. Each entity class has a set of parts, functions, and attributes. 

The degree of similarity between two entity classes c, and c, in terms of each type t 

(i.e., parts, functions, and attributes) of features is computed using a similarity function 

5,(c,,c,), which is based on the number of common and different features between the 

classes. The overall similarity between two entity classes is computed as a weighted sum 

of the similarity values for parts, functions, and attributes; 
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5(c,,c,) = 6)p5p(cj,c2) + ty^5y.(c,,c,)-i-fi)„5„(c,,c,). Synonymy and polysemy, 

maintained in ontologies, are considered in the matching process. 

Madhavan et al. (2001) developed a tool named Cupid to identify mappings between 

schema elements based on their names, data types, constraints, and schema structures. A 

linguistic similarity coefficient between two schema elements is computed based on their 

names, data types, and schema structures. Names are parsed into tokens, which are 

compared using a thesaurus. The thesaurus can resolve synonyms, abbreviations, and 

acronyms. A structural similarity coefficient between two schema elements is computed 

based on their contexts and vicinities (i.e., parents and children) in hierarchical schemas 

with tree structures. An overall similarity coefficient between two schema elements is a 

weighted sum of their linguistic similarity coefficient and structural similarity coefficient. 

The overall similarity coefficient between two schema elements is compared against a 

selected threshold to determine whether they are a potential mapping. 

Bonifati et al. (1998) and Palopoli et al. (1998a) proposed a heuristic approach to identify 

possible interscheme properties, including synonyms, homonyms, and inclusions (i.e. one 

entity set is a subset of another entity set), from different database schemas. Some human 

experts are required to provide an initial set of synonyms along with a plausibility factor, 

which is a value in the range [0,1]. The system derives more synonyms and homonyms 

based on the known synonym. Similarly the system derives inclusions based on an initial 

set of inclusions provided by the experts. Heuristic formulae are used to derive 
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interscheme properties. Palopoli et al. (1998c, 1999b) proposed using a standard 

thesaurus, such as Wordnet, instead of human experts, to provide an initial set of 

synonyms. Palopoli et al. (1999c) elaborated on a logic formalism to express the 

interscheme properties. Palopoli et al. (1999a, 1998b), Terracina and Ursino (2000), and 

Ursino (1999) derived another kind of interscheme properties, type conflicts, which 

indicate objects that have the same meaning but are of different types. Palopoli et al. 

(2000a) used the interscheme properties discovered using these techniques to generate an 

integrated schema and an integrated data repository. Palopoli et al. (2000b) applied these 

techniques in the construction of a data warehouse. This approach has been implemented 

in a prototype named DIKE and evaluated in the databases of Italian Central 

Governmental Offices. 

2.3.4 Information Retrieval Approaches 

Benkley et al. (1995) proposed a methodology, called DELTA (Data Element Tool-based 

Analysis), to identify similar data elements (i.e., tables and attributes) from 

heterogeneous databases. DELTA uses several commercial tools, including a full-text 

information retrieval tool called Personal Librarian (PL). PL does not produce 

correspondences automatically, but helps users to look for potential correspondences. 

Available information about an attribute, including its name, metadata, and any narrative 

description taken from design documents or data dictionaries, is combined into a text 

document. The documents that describe the attributes of multiple databases form a 
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document base of PL. A user issues a query against PL to search for attributes similar to a 

particular one. A ranked list of similar documents about attributes is returned to the user 

for further evaluation. DELTA has been used in conjunction with Semhit, a neural 

network tool, to identify attribute correspondences in the integration of multiple 

databases of the U.S. Air Force (Cliflon, et al. 1997). 

2.3.5 Rule-based Approaches 

Mitra et al. (1999) proposed a rule-based approach to semi-automatically detect 

correspondences between the ontologies of two knowledge sources. Some domain expert 

specifies a set of initial rules that indicate matching terms and non-matching terms in the 

ontologies. The expert can also provide procedures to generate matches. The system 

generates matches based on the matching rules and procedures provided by the expert. 

The expert then verifies the correctness of the system-generated matches. The matching 

rules, provided by the expert or generated by the system, are specified in first order logic. 

The matching rules are based on lexical similarity and structural similarity. The expert 

can also specify a dictionary or table to match terms. Sub-graphs of ontologies can be 

compared based on the similarity of their hierarchical structures. This approach has been 

implemented in a tool named SKAT (Semi-automatic Knowledge Articulation Tool). 

Milo and Zohar (1998) reported a system named TranScm, which provides semi

automatic data translation between heterogeneous data sources using schema-matching 
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rules. Schemas are modeled as labeled graphs, in which each vertex represents a schema 

element, the children of a vertex represent the components of an element, and the labels 

of a vertex represent the properties of an element. Schema elements are matched based on 

a set of matching rules. The system maintains some built-in rules that cover some 

common cases. The user can further extend, adjust, and override the built-in rules based 

on domain-specific knowledge. The matching rules involve names and structiu'es (e.g., 

the number of children of an element) of schema elements. 

2.3.6 Supervised Learning Approaches 

Li and Cliflon (1994) developed a system named Semint (Semantic Integrator), which 

uses neural networks to identify potential similar attributes. Kohonen's Self-Organizing 

Map (SOM) neural network (Kohonen 1995) is used first to cluster the attributes in one 

database into several clusters of attributes. A back-propagation neural network classifier 

is trained using the clustered attributes as training examples. The neural network 

classifier is then used to classify attributes in other databases into the clusters of attributes 

in the first database. The features used to describe each attribute include field 

specifications, which had been used in Li and Clifton's prior heuristic-based approach (Li 

and Clifton 1993), and data patterns. The data patterns for a character attribute include 

the percentage of digits in its values, the percentage of white spaces in its values, and 

statistics on its length. The data patterns for a numeric field include mean, variance, 

coefficient of variation, and grouping of values. Although both unsupervised and 
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supervised learning schemes are used, the pure effect of Semint is of a clustering nature; 

attributes of heterogeneous databases are clustered into groups of similar ones. When the 

attributes of the first database are clustered using SOM, it is difficult to estimate the 

accuracy of the classifier built later to classify other attributes into the clusters. The 

clustering step must be rather conservative; few clusters with large number of attributes 

in each cluster are generated to prevent other attributes from being classified into wrong 

clusters. Using different features for different types of attributes may cause problems 

since semantically similar attributes may be specified using different data types. Another 

problem is that when more than two databases are compared, attribute correspondences 

that exist in databases other than the one used for clustering attributes are doomed to be 

missed. 

Cliflon et al. (1997) applied Semint (Li and Clifton 1994) together with an information 

retrieval tool named DELTA (Benkley, et al. 1995) in the integration of several databases 

for the U.S. Air Force. One problem of Semint was noticed. The clusters of attributes 

were necessarily large, given the limited features about attributes available for cluster 

analysis; the average cluster size was around 30. The many attributes in each cluster must 

still be evaluated manually. It was shown, however, that automated tools substantially 

reduced the amount of human effort for identifying attribute correspondences in the 

integration of large databases. 
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Scheuermann et al. (1998) combined Semint and the role-set approach (Scheuermann, et 

al. 1996) to streamline semantic integration and data integration. In the semantic 

integration step, Semint is used to determine candidate attribute correspondences and 

global Ids. In the data integration and query processing steps, query results are ranked by 

the similarity of the candidate global Ids. 

Li et al. (2000) empirically evaluated the utility of Semint in several real databases. They 

particularly evaluated the effectiveness of the features about attributes used to cluster and 

classify attributes. The effectiveness of a feature is evaluated in terms of its sensitivity, 

defined as the ratio of the amount of change in the result to a given amount of change in 

the input values. The experiments revealed that some features, such as data types and 

statistics about data patterns, were more effective than others, such as primary key and 

unique constraints. Li and Clifton (2000) summarized their work on and experience with 

Semint. 

Doan et al. (2001) developed a system called LSD (Leaming Source Descriptions) to 

semi-automatically identify semantic mappings between the mediated schema of a 

mediation-based data-integration system and the local schemas of the component data 

sources. The data sources are assumed to consist of XML documents. Users are required 

to manually specify the mappings between the elements of the mediated schema and the 

elements of at least one local schema. These specified mappings are used as training 

examples to train learners, or classifiers, such as Naive Bayes, to match elements of other 
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local schemas to elements of the mediated schema. Multiple classifiers are stacked to 

improve classification accuracy. The name and actual values of an XML element are 

utilized during the classification. 

Berlin and Motro (2001) developed a system named Automatch, which uses Bayesian 

learning to learn schema-matching rules. Domain experts are required to provide training 

examples, which are stored in a knowledge base called the attribute dictionary. Each 

attribute in the dictionary is represented by a set of possible values. Attributes from 

database schemas under comparison are referred to as "client" attributes. Client attributes 

are compared indirectly via comparing each client attribute to attributes in the dictionary. 

A matching score between a client attribute X and a dictionary attribute A is defined as 

P(AIV), the conditional probability of X mapping to A, given the observed values V in X. 

The computation of P(A|V) involves the use of the Bayes Theorem for conditional 

probability. Feature selection techniques are used to reduce the number of values used to 

represent each attribute in the dictionary. 

2.3.7 Unsupervised Learning Approaches 

Srinivasan et al. (1995) extended their earlier heuristic-based approach (Srinivasan, et al. 

1994) to clustering similar entities from heterogeneous information systems in two ways. 

First, more informative quantitative measures, instead of the previous qualitative 

measures, are used as features of entities. The new measiu-es about an entity, including 
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number of records, number of attributes, number of links to other entities, update 

frequency, number of users, and number of categories of users, are obtained from an 

audit trail, which is maintained to keep track of usage patterns of the information 

systems. Second, instead of heuristic clustering rules, statistical clustering methods are 

used to cluster similar entities into concept clusters. Srinivasan et al. (2000) combined 

their cluster analysis-based concept discovery approach, named ConceptDISH (Concept 

Discovery from Heterogeneous databases), with an information re-engineering 

framework, named ConceptVIEW. ConceptVIEW models the concepts discovered by 

ConceptDISH and presents the concepts to each user group using its preferred 

terminology. 

Ellmer et al. (1995) used Kohonen's Self-Organizing Map (SOM) neural network to 

cluster similar entity classes in multiple user views (i.e., conceptual schemas) during the 

design of a large database. The features used to describe each entity class include the 

names of the class, the names of the attributes, and the types of the attributes. 

Acknowledging the difficulty of generating domain-specific synonym lexicons, Ellmer et 

al. compared names (class names and attribute names) syntactically. In the vector of 

features that describes an entity class, there is one element for each of the different class 

names, attribute names, and attribute types. The element about a class name is set to I, if 

the class in question is specified using exactly the same name, or 0 otherwise. The 

element about an attribute name is set to 1, if the class in question has an attribute that is 

specified using exactly the same name, or 0 otherwise. The element about a data type is 



79 

set to the number of attributes of the class in question that are specified using the data 

type. The clusters of entity classes generated by SOM are presented to the user for 

manual evaluation of semantic correspondences. 

Elhner et al. (1996) extended their approach to clustering entity classes (Ellmer, et al. 

1995) in two ways. First, they incorporated relationships among entity classes in the 

features used to describe entity classes. Second, they assigned different weights to 

different categories of features according to their importance in discriminating the entity 

classes. The weights, however, are selected heuristically. 

Zhao and Ram (2001) used various cluster analysis techniques, including K-Means, 

hierarchical clustering, and Kohonen's Self-Organizing Map (SOM) neural network to 

cluster similar schema-level objects in heterogeneous databases. They utilized all 

available semantic features, including naming information, documents, schema 

definitions, data patterns, and usage patterns, in the cluster analysis. Multiple techniques 

are used to compare the clustering results. A visualization tool based on SOM helps users 

incrementally evaluate the results. The same set of techniques can be used to analyze 

entity types, relationship types, and attributes in conceptual models or relations and 

attributes in relational schemas. 
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2.3.8 Statistical Analysis Approaches 

Lu et al. (1997) proposed a statistical analysis approach to discovering potential attribute 

correspondences and relationships among semantically related attributes. If data from 

heterogeneous databases can be integrated somehow, e.g., based on a common key 

attribute, classical statistical analysis techniques can be used to analyze the relationships 

among attributes, within or across databases. Correlation analysis is used to detect highly 

correlated and potentially semantically-related attributes, which are evaluated via human 

intervention. Regression analysis is then used to derive the relationships, or conversion 

fimctions, among semantically-related attributes. 

Fan et al. (2001) extended the statistical analysis approach proposed by Lu et al. (1997) 

into a process with five major steps: relevant attribute analysis, candidate model 

selection, conversion function generation, conversion function selection, and conversion 

rule formation. In the relevant attribute analysis step, correlation analysis is performed to 

identify highly correlated and potentially semantically-related attributes. Given a set of 

relevant attributes, possible models, such as linear, polynomial, and logarithm, are 

compared based on the Bayesian information criterion. Conversion functions are 

generated for the selected regression models. Some measurements or heuristics are used 

to select the conversion functions from a collection of candidates. Selected conversion 

functions are syntactically transformed into data conversion mies. This approach is being 

implemented in a prototype system named DIRECT (discovering and reconciling 
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conflicts). This approach assumes that instance-level correspondences have been 

identified somehow (e.g., via a common key attribute) so that matching tuples from 

heterogeneous data sources can be linked or integrated. This approach deals only with 

numeric attributes. 

2.3.9 Hybrid Approaches 

The above-mentioned categories of approaches are not mutually exclusive. Some 

approaches can be classified under several categories and are better described as hybrid; 

they combine ideas from different categories of approaches. For example. Ram and Zhao 

(2001) used both cluster analysis techniques and statistical analysis techniques to identify 

potential schema-level correspondences. They also combined the identification of 

schema-level correspondences and the identification of instance-level correspondences 

into an iterative procedure. 

2.3.10 Summary 

In this section, we have reviewed several categories of approaches to detecting schema-

level correspondences. Conceptual analysis approaches determine the degree of semantic 

similarity between schema-level objects via analyzing their meanings based on, and often 

beyond, the constructs of conceptual or logical schemas. They often augment the original 

database schemas or semantic models with more semantics via manual analysis guided by 
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deep domain knowledge. The objective of such augmentation is to bridge the gap 

between real-world semantics and modeling constructs. The difficulty of this approach is 

that a relatively large amoimt of human effort is required to re-engineer and enhance the 

original database schemas. 

Linguistic approaches compare schema-level objects using linguistic instruments, such as 

taxonomy, semantic dictionary, thesaurus, lexicon of synonyms, case grammar, and 

conceptual graph. Linguistic similarity between terms is used to suggest semantic 

similarity between schema-level objects. The assumption of these approaches is that the 

schema-level objects are named using recognizable terms, which describe the meanings 

of the objects appropriately. These approaches are better applicable to the view 

integration problem, where standard naming convention can be enforced among database 

designers. In many legacy systems, however, schema-level objects are frequently poorly 

named, using ad-hoc acronyms and phrases. It also is possible that the actual usage of 

schema-level objects have changed since they were designed so that their names do not 

reflect their actual meanings. 

Heuristic approaches compute similarity coefficients between database objects using 

empirical formulae. These formulae often have been derived based on experiments and 

experiences firom actual integration projects, giving rise to concern about the 

generalizability of the heuristic formulae over different settings. 
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Information retrieval approaches determine the textual similarity between documents 

about schema-level objects based on similarity measures widely used in the information 

retrieval field. In many legacy systems, however, design documents are outdated, 

imprecise, incomplete, ambiguous, or simply missing. 

Rule-based approaches determine schema-level correspondences using decision rules 

provided by domain experts. Knowledge acquisition is a bottleneck in these approaches, 

because it is very difficult to elicit a comprehensive set of rules from human experts, 

especially when fuzzy comparisons are needed. 

Supervised learning approaches train decision rules using classification techniques to 

detect schema-level correspondences. Domain experts are asked to provide correctly 

classified samples rather than classification rules. However, it is not a trivial task for the 

experts to provide sample data. Another concern is that classification techniques provide 

binary results (i.e., match or non-match) without intermediate levels. Given limited 

features about schema-level objects, classification accuracy can be relatively low. Semint 

overcame these two problems by (1) using cluster analysis to cluster attributes into 

similar groups, which are used as training examples and (2) classifying each attribute 

from a source database into a group of similar attributes in a target database, rather than 

an individual attribute. The pure effect of this approach reduces, however, to that of an 

unsupervised learning approach. 
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Unsupervised learning approaches cluster similar schema-level objects from multiple 

databases using cluster analysis techniques. Each schema-level object is described by a 

vector of features, such as its data type, length, uniqueness, and data patterns. Since the 

techniques are unsupervised, relatively less human intervention is involved. However, 

users must carefully evaluate the results generated by the cluster analysis techniques, 

especially if there are not many quality features available for analysis. 

Statistical analysis approaches use statistical analysis techniques, such as correlation and 

regression, to evaluate the relationships between attributes based on actual data. These 

techniques are much more rigorous than those used in other approaches. However, they 

require that data from heterogeneous databases be integrated somehow, i.e., instance-

level correspondences must be identified first. 

We observe that no approach is absolutely superior to others. There are always tradeoffs 

between expressive power and simplicity, and between accuracy and efficiency. It seems 

that a hybrid approach, which combines ideas from different types of approaches, is more 

promising. We especially feel that Ram and Zhao's approach (Ram and Zhao 2001), 

which combines cluster analysis techniques and statistical analysis techniques, is 

attractive. The techniques proposed in other approaches, such as linguistic approaches 

and information retrieval approaches, can provide some input features for cluster 

analysis. 
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Table 2.3 summarizes the approaches we have described. In the next section, we review 

some approaches to a related problem, identification of instance-level correspondences. 

Table 2.3 Approaches to Identifying Schema-level Correspondences 

Prototype/Reference Approach Key Concepts Features Used 
[Larson etal. 1989] Conceptual 

analysis 
Attribute equivalence Schema specification, 

constraints, allowable 
operations, etc. 

[Kashyap and Sheth 1999] Conceptual 
analysis 

Semantic proximity Context, abstraction, 
domain, state. 

TEFA 
[Bhargava et al. 1991; 
Bhargava 1995] 

Conceptual 
analysis 

Dimension, quiddity Name, description. 

[Deamley and Smith 
19991 

Conceptual 
analysis 

Entity mapping Name, Schema. 

SSM 
[Bright and Hurson 1991; 
Bright et al. 1994; 
Dash 1994] 

Linguistic Taxonomy, 
synonymy and 
hypemymy/hyponymy. 
Semantic Distance 
Metric 

Name. 

[Song et al. 1992,1996] Linguistic Semantic dictionary, 
taxonomy 

Name, schematic 
definition. 

[Johannesson 1994,1997] Linguistic Conceptual graph, case 
grammar, speech act 
theory 

Name. 

[Mirbel 1997] Linguistic Thesaurus Name, function. 
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Table 2.3 (Continued) Approaches to Identifying Schema-level Correspondences 

Prototype/Reference Approach Key Concepts Features Used 
KHEOPS 
[Ambrosio et al. 1997 
Metais et al. 19971 

Linguistic Semantic relations, 
semantic cases, and 
conceptual graphs 

Name. 

[Castano &. De AntoneUis 
19971 

Linguistic Semantic similarity 
coefficient 

Name, context. 

EXTRACT, AIPA. 
Castano et al. 19981 

Linguistic Affinity, closeness Name, structure. 

ARTEMIS 
[Castano & De AntoneUis 
19991 

Linguistic Affinity Name, structure. 

MUVIS 
[Hayne & Ram 1990] 

Heuristic Degree of similarity 
degree of dissimilarity 

Name, structure. 

[Li & Clifton 1993] Heuristic Degree of similarity 
degree of dissimilarity 

Schema specification, 
constraint. 

Tuetal. 199 lab] Heuristic Degree of similarity 
between names or 
attributes 

Name, common 
concept. 

KHOJl 
[Masood & Eaglestone 
19981 

Heuristic Shallow and Deep 
degree of similarity 

Name, common 
concept. 

[Srinivasan et al. 1994] Heuristic Clustering rules Usage pattem, 
database structure. 

[Rodriguez et al. 1999] Heuristic Similarity function Parts, functions, and 
attributes of classes. 

Cupid 
[Madhavan et al. 2001] 

Heuristic Linguistic and structure 
similarity 

Names, data types, 
constraints, and 
schema structures. 

DIKE 
[Palopoli et al. 2000abl 

Heuristic Interscheme properties Name, structure. 

DELTA 
IBenkley et al. 1995] 

Information 
retrieval 

Document similarity Document. 

SKAT 
^traet al. 1999] 

Rule-Based Matching rules Term, structure. 

FranScm 
[Milo & Zohar 1998] 

Rule-Based Matching rules Name, structure. 
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Table 2.3 (Continued) Approaches to Identifying Schema-level Correspondences 

Prototype/Reference Approach Key Concepts Features Used 
Setnint 
[Li & Clifton 1994; 
Clifton et al. 1997; 
Scheuermann et al. 1998; 
Li et al. 2000; 
Li & Clifton 20001 

Unsupervised, 
Supervised 
Learning 

Clustering, classification Schema specification, 
data pattern. 

Automatch 
Berlin & Motro 20011 

Supervised 
Learning 

Bayesian learning Informative values. 

LSD 
[Doan et al. 2001] 

Supervised 
Learning 

Learner, stacking Name, structure, data. 

ConceptDISH, 
[Srinivasan et al. 1995, 
20001 

Unsupervised 
Learning 

Cluster analysis Usage pattern, 
database structure. 

[Ellmeretal. 1995, 1996] Unsupervised 
Learning 

SOM Name, data type. 

Zhao & Ram, 2001 Unsupervised 
Learning 

Cluster analysis Various types of 
semantic features. 

DIRECT 
[Lu et al. 1997; 
Fan et al. 2001] 

Statistical 
analysis 

Correlation and 
Regression analysis 

Data. 

[Ram & Zhao 2001] Hybrid Cluster analysis, SOM, 
statistical analysis 

Various types of 
semantic features, 
data. 
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2.4 Identification of Instance-level Correspondences 

Another critical problem in heterogeneous database integration is to identify tuples that 

correspond to the same real-world entity in the databases. This problem has been named 

entity identification (Lim and Prabhakar 1993; Lim, et al. 1996; Prabhakar, et al. 1993), 

instance identification (Wang and Madnick 1989), merge/purge (Hernandez and Stolfo 

1998), approximate record matching (Verykios, et al. 2000), and record linkage (Winkler 

1999a). 

Various types of approaches, including rule-based, statistical, machine learning, and 

domain independent, have been proposed for detecting instance-level correspondences. 

They differ in how they derive decision rules to establish the equivalence between two 

tuples from different relations. 

2.4.1 Rule-based Approaches 

Wang and Madnick (1989) proposed an approach that uses inference rules in addition to 

common attributes to identify matching instances from heterogeneous databases. 

Common attributes are used first to reduce the number of potential candidates for the 

same instance. Domain-specific heuristic rules are then used to infer additional 

compatible information (e.g., a college student with an age under 19 years is most likely 

an undergraduate) that bridges discrepancies between different databases, when there are 
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not enough common attributes to identify matching instances from different databases. 

Each rule may infer a single value or a set of possible values for a derived attribute. 

Instances fi-om different databases are compared on the common attributes as well as the 

derived compatible attributes. 

Pu (1991) proposed an approach to determine whether two strings from heterogeneous 

databases refer to the same real-world entity. They applied the approach to a particular 

domain, name matching. Because of the limited number of Chinese last names - there is a 

list of so-called One-Hundred Family Names - a reasonably small lookup table can be 

generated to test the equivalence between two last names that are spelled differently. 

Huffinan and Steiner (1995) proposed an extension of the equi-join, called heuristic join, 

which uses heuristic match operators to decide whether two tuples from different 

relations correspond to the same real-world entity. For a pair of tuples, an overall match 

score is computed based on heuristic match operators (substrings, distinguishing 

keywords, initials, etc.) that compare attribute values. The overall match score is 

compared to a specified threshold to determine whether the two tuples are considered a 

match; if the overall match score is above the threshold, the two tuples are considered a 

match. The threshold can be adjusted to balance the tradeoff between two types of errors: 

false match and false non-match. 
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Chen et al. (1996) proposed an approach that computes the degree of sameness of two 

records from heterogeneous data sources as a linear combination of the degrees of 

similarity between the values of common attributes. The weight (i.e., the coef&cient in 

the linear model) of each common attribute pair is specified according to its importance 

in determining whether two records match or not. A common attribute pair can be 

dominant, that is, a pair of matching records must have the same attribute value on the 

attribute pair, or non-dominant. The parameters (i.e., the weight of each common 

attribute pair in the linear model and whether it is dominant or not) are specified by users 

based on domain-specific knowledge. 

Chatteijee and Segev (1991) proposed the E-join (Entity Join) operator to match records 

in relations across databases when the key attributes are structurally or semantically 

incompatible. Attributes common to the relations are the basis of comparison. Given a 

pair of tuples, an overall comparison value, which measures how well the tuples match, is 

computed based on whether they match on the set of common attributes. The function 

that is used to compute the overall comparison value can be defined by users or estimated 

using a probabilistic approach. Only exact comparison was used to compare values of 

common attributes. 

Chatteqee and Segev (1995) extended the Entity Join model to allow users to specify 

more complex entity join conditions. Conversion rules, which are IF-THEN rules, can be 
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defined to derive compatible common attributes by converting the formats of originally 

incompatible attributes. 

Segev and Chatteijee (1996) extended their previous work and proposed a framework for 

object matching. Relations from heterogeneous component databases of a federated 

database system are joined based upon a matching join condition, which can be exact or 

approximate; tuples in the relations that satisfy the condition are regarded as 

corresponding to a common object. An exact join condition is similar to a conventional 

equi-join condition, though the join is performed across databases. An approximate join 

condition involves computing an overall score of matching, which is a weighted sum of 

similarities, such as one minus edit distance, between attributes that correspond to so-

called universal attributes in the federated database. Tuples from different databases are 

regarded as matching if this overall score of matching is above some specified threshold 

value. The weights and thresholds involved in matching join conditions are specified 

manually based on domain knowledge or estimated using some statistical technique such 

as logistic regression. An implementation plan for the matching join was proposed for the 

Postgres DBMS. 

Hem^dez and Stolfo (1995ab) proposed a generalization of band joins to solve the so-

called merge/purge problem. A rule-based knowledge base is developed to implement an 

equation theory, which can accommodate arbitrarily complex, domain specific inference 

procedures by providing users a high-level declarative rule language. A band join 
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between two relations R and S is a special type of non-equijoin, whose join condition is 

in the form of R.A - C, < S.B < R.A + C,, where R.A and S.B are the join attributes, and 

C, and C, are specified numeric constants. Hemwdez and Stolfo generalized the join 

condition of a band join by accommodating more complex inference procedures. They 

developed a system that allows users to specify arbitrarily complex domain-dependent 

"equational theory" (i.e., decision rules), which is used to determine whether two records 

are duplicates about the same real-world entity. The system provides a rule prograimning 

module that allows users to specify an equational theory using a declarative rule language 

and to modify the criteria for equivalence. Hernandez and Stolfo empirically compared 

several methods for solving the merge/purge problem, including a sorted neighborhood 

method, a clustering method, and a multi-pass method. The sorted neighborhood method 

sorts the records in each relation on the most discriminating key attribute and compares 

the records across relations within a restricted neighborhood. The clustering method first 

partitions the records into clusters and then applies the sorted neighborhood method 

independently in each cluster. The multi-pass method executes the sorted neighborhood 

method several times, each time using a different sorting key, and combines the results of 

all independent runs. Their experiments showed that the multi-pass method performed 

consistently better than other methods in terms of the accuracy of result. 

Hem^dez and Stolfo (1998) applied their approach to the merge/purge problem in the 

data cleansing step of a Knowledge Discovery in Databases (KDD) process to eliminate 

duplicates and developed an incremental merge/purge algorithm to improve efficiency. 
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All data are cleansed via the merge/purge process initially. When new increments of data 

later arrive periodically, they are compared with some prime-representatives, which are 

pre-computed, rather than with the entire data set. The DataCleanser DataBlade module 

of the Informix Universal Server is based on this approach. 

Scheuermann et al. (1996, 1998) used common primary keys or candidate keys between 

relations for an equivalence test. In some application areas common keys can be found. 

One example is bibliographic data organized under the Z39.50 protocol. Another 

example is book data, for which the ISBN is a widely used key (Ram and Zhao 2001). 

Sachs et al. (2000) reported another case where a common key can be used to 

unambiguously identify matching patients. An ID called IZAHL is derived based on 

personal data, including name at birth, date of birth, sex, and a sequential number. 

Because of the existence of a common key, exact matching without probability weighting 

can be used to identify matching records. However, common keys are not available in 

many other applications. Sometimes system-generated surrogates, which carry no 

information at all, rather than natural attributes are used as keys. 

Dey et al. (1998a) proposed a distance-based decision model for matching entity 

instances in heterogeneous databases. The probability that two tuples match is computed 

based on a weighted sum of their distances on common attributes. The weight for each 

common attribute reflects the relative importance or predictive power of the attribute and 
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is elicited from users. In an empirical evaluation using two versions of the MIS faculty 

directory maintained by the University of Miimesota, the weights were collected from 

three MIS faculty members at different universities independently and then averaged. The 

experts who provided the weights essentially determined the decision model for matching 

records. Dey et al. also applied a binary integer programming model (Dey, et al. 1998b) 

to minimize the cost of classification errors, assuming the uniqueness of entities in each 

database. One difficulty of the model, however, is the large number of variables, which 

equals the product of the numbers of tuples in the two tables, in the model. 

2.4.2 Statistical Approaches 

Record linkage is closely related to heterogeneous database integration and is a much 

older and more mature field than heterogeneous database integration. It emerged as a 

field of statistics. Since then, it has evolved into a multidisciplinary field, which embraces 

ideas from statistics, computer science, and operations research (Porter and Winkler 

1997). Several international workshops and conferences on record linkage, including 

Record Linkage Techniques 1985 (Kilss and Alvey 1985) and 1997 (Alvey and Jamen;on 

1997), have taken place. 

Some reviews of the field performed at different times include (Copas and Hilton 1990; 

Roos and Wajda 1991; Smith 1984; Subcommittee on Matching Techniques - Federal 

Committee on Statistical Methodology 1980; Wajda, et al. 1991; Winkler 1997, 1999b). 
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Record linkage techniques have been widely applied in many areas, including census 

(Jaro 1989; Winkler and Thibaudeau 1991), epidemiological studies (Herrchen, et al. 

1997; Quantin, et al. 1998ab), cardiac arrest studies (MacLeod, et al. 1998), health care 

(Alsop and Langley 1998; Clark and Hahn 1995), and history (Bloothooft 1998; Harvey, 

et al. 1996; Tilley and French 1997). 

Newcombe et al. (1959) and some others pioneered the record linkage field. They 

proposed a probabilistic approach to discriminating matches and non-matches based on 

odds ratios of frequencies, which are computed based on inmition and past experience. 

Newcombe (1988) simunarized the development and applications of their approach. 

Fellegi and Sunter (1969) proposed a formal mathematical foundation for record linkage 

and discussed related computational methods. Records from different data files are 

compared on a set of common fields. Given two records, a vector of field distances, 

denoted V, is computed. The ratio of the conditional probability of the vector, given that 

the two records match, to the conditional probability of the same vector, given that the 

P(V I M) 
two records do not match, makes the classification decision. Let R = . If R is 

P(V|U) 

above a higher threshold, the two records are considered matching. If R is below a lower 

threshold, the two records are considered not matching. If R is between the two 

thresholds, the two records are considered possibly matching and require manual 

evaluation. This method can be viewed as an extension of the Bayes classification 
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method (Witten and Frank 2000). The estimation of conditional probabilities involves the 

use of Bayes's conditional probability theory. Usually the common fields for comparison 

are assumed conditionally independent to simplify the estimation of conditional 

probabilities. The two thresholds used in the decision rules are chosen based on the error 

rates deemed acceptable by users. Newcombe et al.'s intuitive approach and Fellegi and 

Sunter's theory of record linkage have been the foundation of many software systems, 

including GRLS developed at Statistics Canada (Fair 1997) and UNIMATCH developed 

at the U.S. Bureau of the Census (Jaro 1978). Winkler (1999a) reported the recent status 

of the U.S. Bureau of the Census software for record linkage. 

Fellegi and Sunter's theory of record linkage has been extended in various ways. Belin 

(1993) empirically evaluated the effects of a variety of factors on the accuracy of record 

linkage. Winkler (1993) proposed an Expectation-Maximization algorithm to estimate the 

parameters involved in Fellegi and Sunter's decision model. The algorithm yielded better 

decision rules than previous Expectation-Maximization algorithms by constraining the 

estimates of parameters to a convex region in the entire parameter space. Harville and 

Moore (1999) proposed using logistic regression to estimate the parameters in Fellegi and 

Sunter's decision mles. Belin and Rubin (1995) proposed a method for accurately 

estimating false-match rates under each possible cutoff threshold. Harvey et al. (1996) 

developed a multiple-pass algorithm to increase the number of records linked by running 

a base linkage algorithm multiple times, each time with a different blocking variable. The 
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algorithm is similar to Hemwdez and Stolfo's multi-pass algorithm for the merge/purge 

problem (Hernandez and Stolfo 1995a). 

Statistical approaches other than Fellegi and Sunter's theory of record linkage have also 

been proposed. For example, Pinheiro and Sun (1998) used logistic regression to train a 

model that predicts whether a pair of records from heterogeneous data sources match or 

not. The independent variables are the degrees of similarity between attributes that are 

common to the data sources. The dependent variable is the odds ratio of whether the two 

records match or not. These researchers also developed a measure of similarity between 

two strings, which is formulated as an optimization problem, where the number of 

matching characters between the strings is optimized over all possible sequential 

mappings of characters between the strings. This measure is similar to Levenshtein's edit 

distance but does not take into consideration transpositions of characters. 

2.4.3 Machine Learning Approaches 

Haimowitz et al. (1997) proposed a machine learning approach to merging distributed 

customer databases into a database of unique customers. Attribute-matching functions, 

including exact comparison, Soundex, and weighted character comparison, are used to 

compare individual attribute values of two customer records. Some sample records are 

hand-matched to provide training data for training classifiers. The CART (Classification 
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and Regression Trees) algorithm is used to train decision trees that classify a pair of 

customer records into match and non-match based on attribute-matching function values. 

Ganesh et al. (1996) proposed a machine learning approach to identify corresponding 

records that represent the same real-world entity from heterogeneous databases. The C4.5 

decision tree learner (Quinlan 1993) is used to leam rules for matching records based on 

a set of attributes common to the databases. For a given pair of records, a distance is 

measured between their values of a pair of common attributes using some distance 

function, such as edit distance and Soundex. Users manually match some record pairs, 

which are used as training data to train a decision tree, which is then applied to other 

record pairs under evaluation. Each record pair in the training data set is represented as a 

vector of attribute-distances and a label that specifies whether the pair matches or not. 

Veryldos et al. (2000) also used the C4.5 decision tree learner (Quinlan 1993) to leam 

rules for matching records based on a set of attributes common to heterogeneous 

databases. To simplify the preparation of training data, they used a clustering algorithm, 

AutoClass, to cluster sample tuple pairs, represented as comparison vectors, into three 

groups, which are expected to correspond to match, non-match, and not sure. However, 

the groups generated by cluster analysis may not map well to the expected types (i.e., 

match, non-match, and not sure) of tuple pairs. Even for a linearly separable comparison 

space, where a linear discriminant model can be used to separate the space into two areas 
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(i.e., match and non-match), cluster analysis, being unsupervised, cannot learn the 

weights of different features in the discriminant model. 

Tejada et al. (2001) also used a decision tree learning approach to leam tuple matching 

rules from training data provided by users. They further combined multiple decision trees 

via bagging to improve prediction accuracy. Bagging randomly selects samples from an 

initial training data set to train multiple decision trees and gathers the decision trees into a 

committee, or ensemble, where they vote for the final classification result. This approach 

has been applied in the integration of related web sources in several domains. The 

empirical results showed that bagging of multiple decision trees outperformed a single 

decision tree. A system named Active Atlas was developed based on this approach. 

2.4.4 Domain-Independent Approaches 

Monge and Elkan (1996) used three algorithms, a basic field matching algorithm, a 

recursive field matching algorithm, and the Smith-Waterman algorithm, to compare two 

fields, or strings, approximately. Each of the three algorithms computes a matching score 

for a pair of field values to determine whether the two values are alternative designations 

of the same real-world entity. The algorithms are particularly aimed at matching different 

abbreviations of the same string. The basic field matching algorithm computes the degree 

of match between two field values as the ratio of the number of their matching atomic 

strings to their average number of atomic strings. Two atomic strings are considered 
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matching if they are identical or if one is a prefix of the other. The recursive field 

matching algorithm takes into account four patterns of abbreviations: a prefix (e.g., 

"Univ." for "University"), a combination of a prefix and suffix (e.g., "Dept." for 

"Department"), an acronym (e.g., "UCSD" for "University of California, San Diego"), 

and a concatenation of prefixes (e.g. "Caltech" for "Califomia Institute of Technology"). 

The Smith-Waterman algorithm, originally designed to find optimal alignments between 

DNA or protein sequences, accommodates gaps of unmatched characters in two strings 

under comparison and computes an approximate match score between the strings, which 

may be abbreviations of each other or have missing information or minor differences. 

The Smith-Waterman algorithm essentially computes an "edit distance" between two 

strings. 

Monge and Elkan (1997) applied their field matching algorithms - the Smith-Waterman 

algorithm was recommended - to record matching. The Smith-Waterman algorithm 

computes a matching score between two records with the common fields of each record 

concatenated into a single string. This matching score is compared to a specified 

threshold to determine whether the two records represent the same real-world entity. 

Since all selected common fields are concatenated, they are essentially given the same 

weight in the decision making. Compared with other approaches, where the decision rules 

are specified based on domain-specific knowledge or learned from sample data, this 

approach is claimed to be domain-independent in that the decision rule always has the 

same form, except that the threshold can be adjusted in each particular case. Monge 
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(2001) elaborated on the details of this approach and reported some empirical evaluation 

results. 

Cohen (1998a) proposed an information retrieval approach and a query language named 

WHIRL (for Word-based Heterogeneous Information Retrieval Logic) to access 

heterogeneous databases simultaneously. A similarity score between two tuples is 

computed using measures of document similarity developed for information retrieval. 

The r highest-scoring tuple pairs are returned to users. This approach compares only text 

attributes of two relations. In computing the similarity score between two tuples, every 

tuple is considered to have several fields (i.e., attribute values), which are document 

vectors. Every document vector is a vector of term weights. A fixed vocabulary of terms 

is assumed. A term can be a word, a phrase, or a word stem. The TF-IDF weighting 

scheme is used to assign weights to terms in a document. The similarity of two document 

vectors is defined as the cosine of the angle between the vectors. If multiple fields of 

tuples are involved, the similarity scores for different fields are multiplied to produce an 

overall similarity score for the tuples. The fields are essentially treated as mutually 

independent events; the similarity scores are treated as conditional probabilities that two 

tuples match given the field values. The approach was empirically evaluated in the 

integration of related web sites in several domains, including movies and animals, and 

shown to be quite accurate compared with hand-coded integration schemes. This 

approach was claimed to be domain-independent in that the similarity between tuples is 
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always computed in the same way, although the number of tuple pairs to be returned (i.e., 

the r) can be adjusted. 

Cohen (1998b) developed a system called SPIRAL, which uses WHIRL to integrate 

related web sites. The system has been applied in the integration of several web sites 

about North American birds and the integration of web sites about educational computer 

games for children. Cohen (2000b) elaborated on the WHIRL language and described its 

application in wrapper (a program that extracts data from web pages) generation and 

maintenance. Cohen (2000a) formally proved the correctness of an implementation of 

WHIRL based on the A* search algorithm. 

2.4.5 Multi-level, Multi-technique Approach 

Ram and Zhao (2001) proposed a multi-level, multi-technique approach and an iterative 

procedure to detect both schema-level correspondences and instance-level 

correspondences alternately and incrementally. Cluster analysis techniques are used first 

to identify potentially similar schema-level objects. Classification techniques drawn from 

statistics, machine teaming, neural network, and expert system, are use to match records 

across databases based on various types of attribute-matching functions. Multiple 

techniques are combined to improve classification accuracy. Partial classification is used 

along with follow-up evaluation to maintain acceptable error rates. Matched records are 

integrated into a unified data set so that statistical analysis techniques, such as correlation 
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and regression, can be applied to further analyze schema-level correspondences. 

Improved knowledge of schema-level correspondences triggers a new iteration of the 

procedure, in which correspondences on the two levels are analyzed alternately until no 

improvement is observed. 

2.4.6 Sununary 

Table 2.4 summarizes the approaches to detecting instance-level correspondences we 

have reviewed. Among these approaches, domain-independent ones are the simplest since 

they require minimum involvement of users. They use the same methods in every 

application. All comparable attributes are always given equal weights. However, each 

application domain has its special characteristics. Different matching methods are better 

suited to comparing particular attributes. Different attributes have different discriminating 

powers. In applications where the accuracy of identified correspondences is critical, more 

sophisticated approaches should be used. Different matching methods must be carefully 

selected for each attribute; different attributes must be weighted according to their 

relative discriminating powers. 

Rule-based approaches are powerful in captiuing domain knowledge and therefore 

applicable to many cases where simple key equivalence cannot be found. However, 

specifying the rules requires deep understanding of the application domains and requires 

a time-consuming knowledge acquisition process and experimental evaluation. It is very 
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difficult for human experts to provide a comprehensive set of decision rules, especially 

when fiizzy comparisons are involved. A usual practice is to specify rules to detect some 

match and non-match cases and require the users to manually review the cases not 

covered by the rules. 

The advantage of learning-based approaches, including those using statistical 

classification techniques and those using machine learning techniques, is that the decision 

rules are automatically learned rather than elicited from domain experts. However, the 

users are required to manually identify a set of matching instances, which will be used as 

training data. Another issue is that the performance of different learning techniques varies 

in different applications; experiments are needed to select the best teclmique in each 

particular situation. 

We observe that both rule-based approaches and learning-based approaches have their 

pros and cons. A hybrid approach, which combines both, seems more promising. 

Although it is hard fbr users to specify a set of comprehensive rules that cover all the 

match and non-match cases, it is sometimes relatively easy to specify some "obvious" 

rules that cover some cases. The users then need to manually review the cases not 

covered by the "obvious" rules. This might be feasible on some small sample data sets. 

The results generated thereby could be used to train classifiers. Also, combining multiple 

classification techniques may improve classification accuracy. 
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In the next chapter, we present a comprehensive approach to detecting both schema-level 

and instance-level semantic correspondences from heterogeneous data sources. Many 

good ideas and methods introduced in the work we have reviewed in this chapter will be 

incorporated into our proposed approach. 
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Table 2.4 Approaches to Identifying Instance-level Correspondences 

Prototype/Reference Approach Key Concepts 
Wang & Madnick 1989] Rule-based Inference rules 
Pu 19911 Rule-based Lookup table 
Huffinan & Steiner 1995] Rule-based Heuristic join 
Chen et al. 1996] Rule-based Degree of sameness 

POSTGRES 
|Chattei]ee& Segev 1991, 1995; Segev 
& Chatteqee 1996] 

Rule-based Entity join. Matching join 

DataCleanser DataBlade 
Hernandez & Stolfo I995ab, 1998] 

Rule-based Equational theory 

Scheuermann et al. 1996, 1998] Rule-based Common key 
Sachs et al. 2000] Rule-based Common key 

[Deyetal. 1998ab] Rule-based Weighted sum of attribute 
distances, integer 
programming 

^ewcombe et al. 1959] Statistical Odds ratio of frequencies 

[Fellegi & Sunter, 1969] Statistical Theory of record linkage 

Pinheiro & Sun 1998] Statistical Logistic regression 
Haimowitz et al. 1997] Machine 

learning 
CART decision tree 

[Ganesh et al. 1996] Machine 
learning 

C4.5 decision tree 

[Verykios et al. 2000] Machine 
learning 

C4.5 decision tree 

Active Atlas 
[Tejada et al. 2001] 

Machine 
learning 

Decision tree, bagging 

Monge & Elkan 1996, 1997; Monge, 
2001] 

Domain-
independent 

Smith-Waterman edit distance 

WHIRL, SPIRAL 
[Cohen 1998ab, 2000ab] 

Domain-
independent 

Document similarity 

llam «& Zhao 2001] Multi-level, 
multi-technique 

Cluster analysis, 
classification, statistical 
analysis 
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CHAPTERS 

AN APPROACH TO DETECTING SEMANTIC CORRESPONDENCES 

The objective of this chapter is to answer our first three research questions: 

• "How can we integrate the identification of schema-level semantic correspondences 

and the identification of instance-level semantic correspondences in a synergistic way 

for improved results on both levels?" 

• "What techniques are suited to the identification of semantic correspondences on 

each of the two levels?" 

• "How can we combine multiple techniques to obtain more accurate semantic 

correspondences?" 

We start, in the first section, with a definition of the problems we are trying to solve. We 

then answer our first research question in section 3.2 by developing an iterative 

procedure, in which schema-level correspondences and instance-level correspondences 

are identified alternately and incrementally. The next two research questions are 

answered in subsequent sections firom 3.3 to 3.6. In section 3.3, we analyze the 

characteristics of the two levels, i.e., schema level and instance level, and select suitable 

techniques for detecting semantic correspondences on each level. From section 3.4 to 3.6, 

we review some suitable techniques for each module in the overall procedure and discuss 

some related issues, including different ways to combine multiple techniques. 
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3.1 Problem Definition 

^ Schema-Level Correspondences 
Customer Client 

FintNm LastNm Incomc FName LName SSN 

Keefer Weimin 60IC Peter xxxxx 

John Smith 50K Weimin xxxxx 

Keafer Pete Bob Lee 

Robert Lee 45K Min Zhao xxxxx 

John Smith Min Ahao xxxxx 

Instance-Level Correspondences 

Figure 3.1 Schema-level and Instance-level Correspondences 

We are dealing with two problems in this work, the identification of schema-level 

semantic correspondences and the identification of instance-level semantic 

correspondences between two heterogeneous databases. The problems are illustrated in 

figure 3.1. On the schema level, we need to determine which two relations represent the 

same real world entity type and which two attributes of corresponding relations describe 

the same property of the entity type. On the instance level, we need to determine which 

two tuples of corresponding relations are about the same real world entity instance. 

Schema-level semantic correspondences include relation correspondences and attribute 

correspondences. Suppose Z), and are two heterogeneous databases, a relation 
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correspondence is a pair of relations (more precisely, relation variables) R in D, and S in 

D, that semantically corresponds with the same real-world entity type. 

Aside: Here R and S are not meant to be relation values, but relation variables whose 

values are relations, different relations at different times. Traditionally in the database 

literature, the term relation has been used to refer to both a relation value and a relation 

variable. SQL uses a single term table that corresponds to either a relation value or a 

relation variable. End of Aside. 

R and S are not required to be base relations, but can also be derived ones. The reason is 

that a relation, base or derived, in one database may correspond to a relation derived from 

several base relations in another database. For example, data about staff and data about 

faculty of a university are stored in two separate relations in one database, while data 

about both types of employees are stored in a single relation in another database; the 

union of the two relations in the first database corresponds to the single relation in the 

second database. 

Suppose R and S is a pair of relations that corresponds to the same real-world entity type, 

an attribute correspondence is a pair of attributes A of R and B of S that corresponds to 

the same property of the entity type represented by R and S. Attributes A and B may be 

derived ones. For example, the concatenation of street address and suite number in one 

relation may correspond to a single attribute, address, in another relation. 



110 

Instance-level correspondences are tuple correspondences. Suppose R and S is a pair of 

relations that corresponds to the same real-world entity type, a tuple correspondence is a 

pair of tuples r in R and s in S that corresponds to the same entity instance in the real 

world. 

Although it only makes sense to detect schema-level correspondences in the context of 

heterogeneous databases, sometimes it also makes sense to detect instance-level 

correspondences in the context of a single database or several homogeneous databases 

(i.e., the schemas of the databases are identical), in which case the problem reduces to the 

identification of duplicates, exact or approximate, in a relation. In such cases, schema-

level correspondences are trivial, as any relation or attribute corresponds with itself. In 

addition, instance-level correspondences may be relatively easier to identify in a single 

database or several homogeneous databases than in heterogeneous databases, because we 

have perfect understanding of schema-level correspondences. 

The semantics we are dealing with here are external to the systems (i.e., DBMSs) and are 

informal. We say there is a semantic correspondence between relations R and S if they 

correspond with the same entity type in the real world. We say there is a semantic 

correspondence between attribute A of relation R and attribute B of relation S if they 

correspond with the same property of the same entity type in the real world. We say there 

is a semantic correspondence between tuple r of relation R and tuple s of relation S if 
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they correspond with the same entity instance in the real world. However, the real world 

is not known to the systems. The correctness of any semantic correspondence identified 

by either some automated tool or a human analyst is relative to the subjective perception 

of some designated authority. In other words, there is no absolutely correct or wrong 

correspondence, whatsoever. 
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3.2 An Iterative Procedure 

In designing a procedure to identify both schema-level and instance-level 

correspondences, the first question we need to answer is why we bother to combine two 

separate tasks (i.e., the identification of schema-level correspondences and the 

identification of instance-level correspondences). Classical statistical analysis techniques, 

such as correlation analysis and regression, have long been used to analyze the 

relationships among attributes of a single data set. If two relations can be integrated, we 

can use the same techniques to analyze the relationships among attributes fi-om the two 

relations. Integrating two relations, however, requires us to understand instance-level 

correspondences. Comparing two tuples from different relations must be based on some 

common attributes. A better understanding of attribute correspondences between two 

relations enables us to compare instances across the relations more accurately; a better 

understanding of instance-level correspondences enables us to integrate the data and 

analyze attribute correspondences more accurately. It is evident that the two problems are 

inherently related. We can identify correspondences on the two levels in an iterative way 

and gradually improve our findings. 

We then need to decide where to start: the schema level or the instance level. To compare 

two tuples from different relations, we must know what (i.e., common attributes) to 

compare. To compare attributes of two relations, however, does not require us to know 

common data or any data at all stored in the relations. Schemas are designed before data 
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are populated. At least the designer of a database understands (and hopefully remembers) 

her intended meaning of each relation or attribute before the database is actually used. It 

is therefore possible to compare schemas somehow, though maybe rather expensively and 

inaccurately, before we compare actual data. 

Integrated 
DB 

Schema 
Integration 

Instance 
Integration 

Figure 3.2 An Iterative Procedure for Detecting Semantic Correspondences 

We can now envision a procedure in which we analyze correspondences on the two levels 

(i.e., schema level and instance level) in an iterative way and start from the schema level. 

Figure 3.2 illustrates such a generic procedure. The procedure starts from the 

identification of schema-level correspondences. Schema-level correspondences provide 

the basis of the identification of instance-level correspondences. As instance-level 

correspondences have been identified and data combined into a single data set, schema-

level correspondences can be more rigorously evaluated using statistical analysis 

techniques. Previously identified correspondences are verified. Other possible 
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combinations of attributes are explored to detect missed potential correspondences. More 

accurate schema-level correspondences are fed back as inputs to the identification of 

instance-level correspondences, thus forming a loop in the procedure. Such an iterative 

procedure reduces the requirements on the accuracy of individual phases. Although each 

phase does not produce a perfect result, the iterative procedure allows the result to be 

gradually improved. 

We need to answer the following questions regarding the iterative procedure right away. 

(1) Will the procedure converge? (2) When should we terminate the loop? To answer the 

first question, we note that: (1) the sizes of the schemas and the instances to be evaluated 

are finite, and (2) only improved correspondences will be fed back. As we have discussed 

earlier, the correctness or quality of the identified correspondences is beyond the 

knowledge of the systems and is judged by some designated authority. When the quality 

of the identified correspondences stops improving, the procedure terminates. With finite 

inputs and outputs, the procedure must converge eventually. The second question is about 

the control strategies of the procedure. We note that although automated techniques are 

used during each process, the flow of the processes is manually controlled. Several 

strategies are possible. One obvious strategy is to iterate until the quality of the identified 

correspondences stops improving or improves only marginally. Another strategy is to 

iterate until the affordable resources have been exhausted. 
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Ideally, we would like the procedure to converge to the global optimum. However, the 

global optimum is not known and there may be local optimums. Since control of the flow 

of the procedure is in the hands of the user, the user needs to keep these potential pitfalls 

in mind and look for a satisfactory rather than optimal solution. 
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3.3 Suitable Techniques 

Now we need to choose appropriate techniques for the three modules in the iterative 

procedure: initial identification of schema-level correspondences, identification of 

instance-level correspondences, and re-evaluation of schema-level correspondences. In 

chapter 2, we reviewed various approaches to detecting semantic-level or instance-level 

correspondences. We observed that no approach is absolutely superior to others. A hybrid 

approach, which combines ideas from different types of approaches, seems more 

promising. In our iterative procedure, we combine multiple techniques to arrive at better 

results. 

Past approaches to detecting schema-level correspondences include conceptual analysis 

approaches, linguistic approaches, heuristic approaches, information retrieval approaches, 

rule-based approaches, supervised learning approaches, unsupervised learning 

approaches, and statistical analysis approaches. Among these, statistical analysis 

approaches are much more rigorous than the others, so we would like to use statistical 

analysis techniques, such as correlation and regression, to analyze the relationships 

among attributes. However, these techniques can be applied only if instance-level 

correspondences have been identified so that data from different databases can be 

integrated. We use statistical analysis techniques in the third module of the iterative 

procedure to analyze relationships among schema-level elements after data from different 

databases have been partially integrated. For the first module, the initial identification of 
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schema-level correspondences, we must use some other techniques. As we hope to 

automate the process as much as possible, we prefer to use some learning-based 

techniques. 

Past approaches to detecting instance-level correspondences include rule-based 

approaches, supervised learning approaches (i.e., statistical approaches and machine 

learning approaches), and domain independent approaches. Domain-independent 

approaches do not consider any domain-specific characteristics and tend to be inaccurate. 

Again, as we hope to automate the process as much as possible, we prefer to use some 

learning-based techniques. 

To decide whether unsupervised (i.e., clustering) or supervised (i.e., classification) 

learning techniques are suitable for each of the two levels, we need to compare the 

characteristics of the two levels. We assume for most databases that: (a) the number of 

schema-level elements (i.e., relations and attributes) is relatively smaller than the number 

of tuples, and (b) schemas are relatively more stable than instances. The size of the 

schema of a database is usually much smaller than the size of its data. If there are 

hundreds of relations and thousands of attributes in a database, there may well be 

millions of tuples. Schemas do change over time but they evolve much more slowly than 

instances. 
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We feel that cluster analysis techniques are more suitable for the identification of 

schema-level correspondences and classification techniques are more suitable for the 

identification of instance-level correspondences. Cluster analysis techniques group 

similar examples into rough groups and do not support forecast on unseen examples. 

They need to be rerun in response to changes in the data to be analyzed. Classification 

techniques produce very specific (match or non-match) results and can predict the classes 

of unseen examples. 

Cluster analysis is more suitable than classification for the identification of schema-level 

correspondences because: (I) Some amount of follow-up manual evaluation is affordable 

given the relatively small sizes of the schemas. Cluster analysis results must be carefully 

evaluated in light of the domain knowledge and the semantics that resides only in the 

user's mind. (2) Schemas are relatively stable compared to instances. There is no 

requirement for prediction on unseen data unless the schemas change or a new schema 

needs to be analyzed. (3) Results produced by any technique cannot be precise, given the 

limited available semantic features of schema-level elements. If classification techniques 

are used instead, error rates may be too high. 

Classification is more suitable than cluster analysis for the identification of instance-level 

correspondences because: (1) The amount of manual evaluation must be reduced as much 

as possible, given the relatively large number of tuples. Results produced by a technique 

must be more specific than some rough groups, as generated by clustering techniques, for 



119 

the technique to be practically useful. (2) Data are changing frequently. It is not wise to 

rerun clustering techniques whenever the data are updated. In some situations, updated 

data even need to be analyzed in real-time. 

We use cluster analysis techniques for the initial identification of schema-level 

correspondences, and classification techniques for the identification of instance-level 

correspondences. We also use statistical analysis techniques to re-evaluate schema-level 

correspondences when instance-level correspondences have been identified to some 

extent so that data from different databases can be combined into a single data set. Other 

techniques can be used to provide some input for these major techniques. Linguistic 

instruments, e.g., thesauri, can suggest the degree of similarity between names of 

schema-level elements. Information retrieval tools can suggest the degree of similarity 

between textual descriptions of schema-level elements. Similarity measures used by 

domain-independent approaches to the identification of instance-level correspondences 

can be used to compare attnbute values. 

We emphasize again that the procedure is not intended to be totally automated. Human 

intervention is involved in every module. Cluster analysis is highly empirical in natiu-e 

and requires careful evaluation and interpretation of the results. Any classification rules 

are faced with a tradeoff between the two types of errors, false matches and false non-

matches. In practice, to reduce the two types of errors, we may use classification 

techniques to designate some of the matches and non-matches and leave some hard 
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examples for the users to review manually. Highly correlated attributes detected by 

statistical analysis techniques may describe different properties about some entity type. 

Potential semantic correspondences suggested by such statistical analysis techniques need 

to be verified by the users in light of domain knowledge. Our objective is to reduce 

manual evaluation as much as possible but not to totally eliminate it. 
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3.4 Initial Identification of Schema-level Correspondences 

In the initial identification of schema-level correspondences, we use cluster analysis 

techniques to find groups of similar schema-level elements, which will then be evaluated 

by the users. In the following sections, we will discuss available cluster analysis 

techniques and semantic features about schema-level elements that can be used for cluster 

analysis. 

3.4.1 Cluster Analysis Techniques 

The objective of cluster analysis is to group objects drawn from some problem domain 

into unknown groups, or clusters, of similar objects. Because the groups to be discovered 

from the data are previously unknown, cluster analysis is called "unsupervised" teaming. 

In the input data for a cluster analysis, each case, or object, is represented as a vector of m 

features, or variables. A data set with n cases is an nxm matrix, 

*.r„ x,, .r,„' 
» » •  

x =  ,  

where is the value of theyth feature on case i. The degree of similarity between two 

cases is measmed using some measure of distance (e.g., Euclidean, Mahalanobis, Cosine, 
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etc.) between the vectors representing the cases. The objective of cluster analysis is to 

divide all the cases into several clusters such that cases within the same cluster are similar 

to each other (i.e., internal cohesion) while cases across clusters are dissimilar to each 

other (i.e., external isolation). 

The features may be weighted to reflect their importance in discriminating the cases. 

Features not included in the analysis are effectively given the weight zero. The weights 

may be empirically assigned based on the analyst's subjective judgment. However, since 

it is difficult for the analyst to determine these weights, equal weights are often given to 

all the features after the features have been normalized or standardized. Normalization or 

standardization can, therefore, be viewed as a special form of weighting the features. 

Since the featiu-es are usually not measured in the same unit, a common practice is simply 

to standardize each feature to unit variance; every value of a feature is divided by the 

standard deviation of the featiu-e. Another normalization method is to divide every value 

of a feature by the range of the feature. 

When there are many features, other analyses, such as principal component analysis and 

factor analysis, can be performed prior to cluster analysis to reduce the dimensionality of 

the input vectors. Cluster analysis is then run on the smaller number of independent 

components or factors. When there are too many features, however, even the 

dimensionality reduction methods per se, such as principal component analysis and factor 

analysis, become too costly. Kaski (1998) proposed a random mapping method, which is 
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more efficient than principal component analysis and factor analysis and promises almost 

as good clustering results. 
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Figure 3.3 Some Clustering Methods 

Many techniques for cluster analysis have been proposed in multidimensional statistical 

analysis and neural networks. Figure 3.3 summarizes some techniques. For more details 

about these techniques, please see Everitt et al.'s (2001) book on cluster analysis. K-

means and various hierarchical clustering methods are available in many statistical 

packages, including SAS, SPSS, SYSTAT and BMDP. We have implemented a Self-

Organizing Map (SOM) tool. 

The most widely used statistical clustering methods fall into two categories: hierarchical 

and nonhierarchical. K-means is a popular nonhierarchical clustering method. It requires 
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the user to specify the number of clusters, K, prior to a cluster analysis. If K is not 

naturally determined by the underlying situation, the user may try several values and 

compare the results. 

Hierarchical methods cluster cases on a series of levels, from very fine to very coarse 

partitions. These methods can be agglomerative or divisive. Agglomerative methods start 

from the finest partition, in which each individual case is a cluster, and successively 

fiision smaller clusters into bigger ones. Divisive methods proceed in the opposite 

direction; they start from the coarsest partition, in which all the cases are in a single 

cluster, and successively separate the cases into finer clusters. 

Agglomerative methods differ in how they measure inter-cluster distances or within-

cluster variations. Single linkage, also called nearest neighbor, defines the distance 

between two clusters as the minimum distance between their cases. Complete linkage, 

also called furthest neighbor, defines the distance between two clusters as the maximum 

distance between their cases. Average linkage defines the distance between two clusters 

as the average distance between their cases. Centroid linkage defines the distance 

between two clusters as the distance between their mean vectors, called centroids. 

Median linkage is similar to centroid linkage, except that the centroid of a cluster 

generated by merging two smaller clusters is computed from their centroids, which are 

weighted equally despite the difference in their sizes. Ward's method uses an error sum 

of squares criterion to measure within-cluster variations and tries to minimize the 
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increase in the total within-cluster variation in the successive merging of clusters. 

Divisive methods are less commonly used than agglomerative methods (Everitt, et al. 

2001). When splitting clusters, polythetic divisive methods consider all featiu-es; 

monothetic methods consider a single feature. 

Kohonen's Self-Organizing Map (SOM) (Kohonen 1995), an unsupervised neural 

network, has recently received much attention as an alternative to traditional clustering 

techniques. SOM usually projects multi-dimensional data onto a two-dimensional or 

three-dimensional map. Since the proximities among the input data are roughly preserved 

in the map, SOM can be used for cluster analysis. 

Cluster analysis is highly empirical; different methods often produce different clusters 

(Afifi and Clark 1996). The result of a cluster analysis should be carefully evaluated and 

interpreted in the context of the problem. It is also recommended that different techniques 

be tried to compare the results. Mangiameli et al. (1996) experimentally compared SOM 

and seven hierarchical clustering methods and found that SOM is superior to all of the 

hierarchical clustering methods. Petersohn empirically compared various clustering 

methods, including K-means, seven hierarchical clustering methods, and SOM (Petersohn 

1998). However, no method was found to be the best for every problem. In our approach, 

we apply multiple clustering methods in the initial identification of schema-level 

correspondences to compare the clustering results. 
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3.4.2 A Classification of Semantic Features about Schema Elements 

The choice of input features has an obvious impact on the performance of cluster 

analysis. Both missing relevant features and including noisy ones can lead to 

performance degradation. We classify the semantic information about database schema 

elements that might be used as input features for cluster analysis and discuss related 

technical issues in this sub-section. 

• Name 

A general principle in database design is that relations and attributes should be named to 

reflect their meanings in the real world. Some approaches determine correspondences 

between schema-level elements by comparing their names. MUVIS (Hayne and Ram 

1990) computes a degree of similarity and a degree of dissimilarity of two schema-level 

elements primarily based on comparing their names. Advances in linguistics have also 

motivated the use of linguistic instruments, such as thesaurus, case grammar, and 

conceptual graph, in view integration (Johaimesson 1997; Metais, et al. 1997; Mirbel 

1997). 

Generally these approaches are more suitable for view integration than for schema 

integration because object names are the primary available information in the conceptual 
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database design phase. User views do not reflect existing data in a database and therefore 

it is impossible to use data contents to identify semantic similarity. On the other hand, it 

is possible to enforce a standardized naming convention or apply a domain-specific 

ontology in the design phase so that meaningful names are used. 

However, comparing object names in integrating existing heterogeneous databases may 

be very difficult because the usefulness of automated tools necessarily depends on the 

quality of the original design and actual usage of the databases. The problems associated 

with object names include: (1) Object names usually cannot capture the semantics of the 

objects completely. (2) Phrases and acronyms rather than single words are commonly 

used to name database objects. (3) In some regions where pictographic languages are 

used officially, it is a frequent practice that pronunciation notations (e.g., Pingying for 

Chinese), which are easier to map to English characters, rather than the actual 

pictographic characters, are used to name database objects. The same pronunciation may 

mean many totally different things. (4) The meaning of a database object changes as the 

associated business process evolves. The current meaning of a database object could be 

very different from the original intended meaning. It is also possible that, especially in 

canned legacy systems, some database objects are reserved for future extension and 

initially given meaningless names. The semantics of these reserved objects are 

customized by the end-user or business process. For example, a reserved "comment" 

attribute might be used to store critical data. 
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• Documentation 

Database design documents usually contain descriptions of database objects. Sometimes 

these documents are stored in database dictionaries or metadata repositories and are 

associated with database objects. If this information is available, it may convey more 

semantics than object names. An information retrieval tool called DELTA has been used 

to look for potential attribute correspondences based on descriptions about attributes 

(Benkley, et al. 1995). DELTA extracts available metadata about an attribute, such as 

attribute name, data type, and narrative description, from a database dictionary and 

converts it into an unformatted text string, which is then presented as a "document" to a 

full-text information retrieval tool. The output is a ranked list of documents that are 

considered similar to a given document that is to be examined. DELTA can find 

correspondences when attribute names are very different but the descriptions are similar. 

However, as has been normal in software engineering practices, this information is often 

outdated, incomplete, incorrect, ambiguous, or simply not available. 

• Schema specification 

Database objects representing similar real-world concepts should be modeled similarly 

and therefore should have similar structures (Ellmer, et al. 1996; Li and Clifton 2000; 

Srinivasan, et al. 2000). In other words, structures and semantics are correlated. Schema 

specifications, such as data type, length, and constraints, are usually stored in the system 
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catalog of a DBMS. The Semint toolkit (Li and Cliflon 2000) uses schematic information 

about attributes, such as data type, length, and constraints (primary keys, foreign keys, 

candidate keys, value and range constraints, disallowing null values, and access 

restrictions), as some of the "discriminators" for its clustering and classification neural 

networks. Srinivasan et al. (2000) used number of attributes and number of relationships 

as some input variables to cluster entities. 

However, there are various problems associated with using schema specifications. 

Semantically similar concepts could often be modeled using different structures while 

semantically different concepts could have similar structures. This is one reason we need 

to identify and resolve various types of structural conflicts. Although most DBMSs 

support similar sets of data types, such as numeric, character and date, the same attribute 

can be defined with different data types in different databases. On the other hand, 

semantically different concepts may have the same or similar structures. For example, 

student name, department name, and course name could have very similar structures but 

represent different real-world concepts. The results generated by Semint (Clifton, et al. 

1997) reflect this problem. Structurally similar but semantically different attributes could 

not be distinguished. When Semint was used in a real schema integration project, the 

average size of attribute clusters was necessarily large (around 30). Much further 

examination must be performed to distinguish attributes classified as similar. 
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In addition, schema specifications extracted from different DBMSs or different data 

models may be incompatible. Even worse, this information may not be available in some 

cases, such as legacy systems that use flat files, although tools such as DBStar can assist 

in extracting schema information from flat files. 

• Data patterns 

Semantics are also embedded in the actual data stored in the databases. We analyze the 

actual data using statistical analysis techniques, such as correlation and regression, when 

data from multiple databases can be integrated. In the initial cluster analysis of schema-

level elements, we use some patterns, or statistics, about data as features. 

Along with schematic information, Semint (Li and Clifton 2000) uses population 

statistics, such as average, maximum, minimum, and variance, for numeric attributes and 

statistics on string length for character attributes. However, since the same attribute can 

often be defined using different data types, it is better to use the same set of features (e.g., 

statistics on number of bytes) for different data types. Within the same application 

domain, the volume of data (adjusted by the size of the database) about the same object 

should also be similar among different databases. For example, there are usually many 

more students than departments in a university database. 
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Patterns of an attribute value to be checked include: the length of a value, the percentage 

of digits within a string (a numeric value can readily be converted to a string), the 

percentage of normal letters within a string, and the percentage of other characters within 

a string. 

Patterns of an attribute include statistics (central tendency and variability) of the patterns 

of its values. Measures of central tendency include mean, median, and mode. Measures of 

variability include range, interquartile range, semi-interquartile range, and standard 

deviation. Some corresponding attributes may use different scales or measures. To 

resolve this conflict, we can divide the measures of variability using the mean. This 

compensation is not necessary for percentage measures (e.g., the percentage of digits 

within a string, the percentage of normal letters within a string, and the percentage of 

other characters within a string). Some other patterns of an attribute include the ratio of 

the number of distinct values to the number of tuples and the percentage of missing 

values. 

The patterns of all attributes of a relation can further be summarized to generate patterns 

of the relation. Other patterns of a relation include the number of attributes, the number 

of tuples, the number of other relations that reference it, and the number of relations it 

references. 
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The problems associated with using statistics as semantic features of database objects are 

often similar to those associated with using schema specifications, in that structures 

restrict the possible data values that can be stored in databases. Data patterns are often 

correlated more with structures than with semantics. Categorical data values can be coded 

differently. For example, "gender" can be defined as a numeric attribute and coded as 1 

for male and 2 for female in one database, while it is defined as a character attribute and 

coded as "M" for male and "F" for female in another database. The aggregate of several 

attributes in one database may correspond to a single attribute in another database (e.g., 

student last name and first name vs. student name). The same attribute value may be 

measured in different units (e.g., sales in dollars vs. thousands of dollars). Ram et al. 

(1999b) proposed a comprehensive framework for classifying semantic conflicts. 

• Usage patterns 

Usage patterns, such as update frequency and number of users or user groups, have been 

considered in clustering entities (Srinivasan, et al. 2000). The underlying assumption of 

this approach is that the same entity should be accessed in a similar manner (e.g., 

firequency and group of users) in different systems. Usage data may be extracted from the 

audit trail of a modem DBMS but may not be available in legacy systems. 

• Business rules and integrity constraints 
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Many complex business rules and integrity constraints are often implemented using 

assertions, procedures, triggers, and application programs. In general, semantics 

embedded in codes are hard to extract. However, if some constraints are specified in the 

schemas declaratively, documented in the database design specifications, or provided by 

designers or domain experts, they can be used to provide deep semantics about the 

underlying databases and reflect the real world state of the underlying databases more 

accurately. Another possibility is that if these business rules or integrity constraints are 

specified in database design specifications, they can be dumped into text documents and 

compared using information retrieval tools such as DELTA (Benkley, et al. 1995). 

Venkataraman and Ram (1997) presented a methodology of utilizing integrity constraints 

in schema integration and semantic query processing. This methodology provides a 

guideline to the analyst during the follow-up evaluation of schema-level 

correspondences. 

• Users' mind and business process 

While some semantics can be extracted from metadata, actual data contents, usage 

catalogs, or even application programs, others may be defined only by the user or 

business process. Semantics that reside in users' minds or business processes can only be 

explored via interaction with users themselves. This also implies that completely 

automating the schema integration process is generally infeasible. A useful tool should 

provide interactive interfaces to capture the domain knowledge of users. 
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From the above discussion, we observe: (1) Completely automating the identification of 

schema-level correspondences is generally infeasible. Human intervention is necessary to 

capture the last two, and arguably the most important, categories of information. (2) 

Unlike in some other clustering problems, in which there are features that naturally 

discriminate input cases, no optimal set of features exists for describing the semantics of 

schema-level elements, due to the problems stated earlier. Features must be carefully 

evaluated and selected in each particular case. Such feature selection is often subjective 

because no objective measures of goodness can be defined. (3) While database names and 

documents directly describe the meanings of database objects, schematic information, 

data patterns, and usage patterns reflect the semantics only indirectly. We posit that direct 

semantic features are more discriminating than indirect ones in semantic clustering. 

When it is infeasible to extract direct semantic features in some real-world hard cases, the 

performance of cluster analysis will inevitably degenerate. In our approach, we 

incorporate all available semantic information to achieve the best possible clustering 

results. 

3.4.3 Implementation of a Self-Organizing Map Tool 

An SOM neural network consists of an input layer and an output layer. The output layer 

is used to form a map that describes the proximities among examples drawn from some 

application domain. Output nodes are usually arranged as a two-dimensional or three-
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dimensional array for the purpose of visualization. Input nodes correspond to features 

used to describe the examples. Every input node is connected to every output node via a 

variable weight. Figure 3.4 shows the topology of an SOM network. 

The initial weights of each output node can be random. During the forming of a map, the 

weights of output nodes are updated, as input vectors are presented sequentially and 

repeatedly. At each step, the input vector is compared with all output nodes based on 

some measure of proximity (e.g., Euclidean distance). The output node that is closest to 

the input vector is defined as the "response". The weights of the output nodes within a 

neighborhood of the "response" are updated using a smoothing function such that 

neighboring nodes become more similar. Both the smoothing function and the size of the 

neighborhood decrease over time; the adjustment of output nodes gets finer and finer. 

Global ordering that reflects the proximities of input vectors gradually emerges among 

the output nodes over continued adjustment. For more details about the SOM algorithm, 

please see Kohonen's book (Kohonen 199S). 

The complexity of the basic SOM is on the order of 0(M*N*T), where M is the number 

of output nodes, N is the number of input nodes, and T is the number of iterations. Given 

the number of output nodes M as constant, the complexity of the basic SOM algorithm is 

on the order of 0(N*T). It has been suggested that T should be over 10,000 (Kohonen 

1995). When the dimensionality of the input vectors is large, some dimensionality 
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reduction techniques, such as principal component analysis, factor analysis, and random 

mapping, can be used prior to running SOM. 

We have implemented an SOM prototype system in Java. We used the U-matrix method 

to present SOM results (Costa and de Andrade Netto I999ab; Ultsch 1993). On a map 

consisting of output nodes, each input case corresponds with a best-matched node called 

"response". The responses of similar input cases are located close to each other. Gray 

levels indicate relative distances between neighboring output nodes and, therefore, 

boundaries between clusters. The system allows users to vary the similarity threshold on 

a slider and obtain clustering results on different similarity levels interactively. The 

higher the threshold, the tighter the clusters. 
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Figure 3.4 The SOM Topology 
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3.5 Identification of Instance-level Correspondences 

On the instance level, it needs to be determined whether two tuples from different (or the 

same) relations correspond to the same real-world entity. We use classification 

techniques to classify a pair of tuples into two classes, match and non-match. The 

classification decision is based on comparing the values of the two tuples on 

corresponding attributes. In the following sections, we review various classification 

techniques that have been developed in such fields as statistics, machine learning, neural 

networks, and expert system. We also examine different ways to combine multiple 

techniques in an effort to improve classification quality. We then review different ways to 

compare attribute values. 

3.5.1 Classification Techniques 

Given a pair of tuples from two (or one) relations, we need to determine whether they 

match or not. This is a two-class (Match and Non-Match) classification problem. While 

most classification techniques can deal with more than two classes, we subsequently 

restrict our discussion to two-class classification. 

Each pair of tuples to be compared is described in terms of a vector of features, 

X =(x,,x,,...,jc„). Each feature, x,, usually is a distance or similarity measure used to 

compare the values of the two tuples on a semantically corresponding attribute pair. Ail 
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the features together form a multivariate feature space. The objective of a classification 

task is to assign a tuple pair to one of two classes, match and non-match, based on its 

particular pattern, which is a point in the feature space. 

A classification technique is used to leam a general rule, called a classifier, from a set of 

sample tuple pairs, whose true classes are known. The learned classifier can then be used 

to predict the classes of other tuple pairs. The set of sample tuple pairs used to train a 

classifier is called a training data set. Usually we also need a testing data set, which 

contains correctly classified tuple pairs that are different from those in the training data 

set, to estimate the accuracy of the classifier. In practice, some domain experts should 

manually classify some tuple pairs, which will be used as training and testing data. In 

some situations, there may be a common key between the two relations. The common key 

can be used to determine whether two tuples match or not. In some more interesting 

situations, the common key is missing for some, but not all, tuples. The tuples that have 

common key values can be used as training and testing data to train a classifier, which 

will then be applied to compare other tuples. 

Classification techniques are characterized as supervised learning because they leam 

from a set of known classified cases that have been produced by some human expert, 

known as the supervisor or teacher. Various categories of classification methods, 

including statistical pattem recognition, machine learning, neural nets, and expert 

systems, have been theoretically analyzed and empirically evaluated (Weiss and 
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Kulikowski 1991). Figure 3.5 shows some widely used classification techniques. A 

classifier essentially partitions the feature space into distinct regions such that points in a 

region are all classified into a particular class. Different methods produce different forms 

of boundaries separating the regions. 
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Logistic Regression 

Classification via Regression 

^-Nearest Neighbor 

Decision Table 

Decision Tree 

Decision Rule 

Back Propagation 

Naive 

Second-order 

Linear 

Quadratic 

Figure 3.5 Some Classification Methods 

Intuitively, we can build a look-up table based on the training data. For any combination 

of feature values we check the table and use the class that appears most firequently for 

that pattern. However, this requires huge amount of sample data to cover all the possible 

combinations of feature values and is generally infeasible. 
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The Bayes classification method closely resembles this intuition. Given a tuple pair 

described in terms of a vector of features, x = , the odds ratio of the 

conditional probability that the two tuples match, Pr(Af | x), to the conditional 

probability that they do not match, PriN | x), is estimated. This odds ratio, ^ jg 
Pt{N 1 x) 

compared with a threshold value, r, to determine whether the two tuples match. If 

Pr(A/ I x) ^ classified as a match; otherwise, the tuple pair is 
PriN I x) 

classified as a non-match. The threshold value, r, is determined by the prior probabilities 

of the two classes and the relative costs associated with two types of errors, false matches 

and false non-matches. 

The Bayes classification method provides the intuitively optimal classification. However, 

it can seldom be applied directly without making simplifying assumptions because of the 

explosive combinations of feature values, especially when some of the features are 

continuous. A simplified version of the Bayes method, called Naive Bayes, assuming that 

the features are conditionally independent, is commonly used instead. Also, each 

continuous feature is usually discretized into several categories, using an equi-width, 

equi-fi-equency, or more complex discretization method, hi Naive Bayes, the estimation 

of the odds ratio is reduced to: 
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npr tx . iM)  
Pr(A/1X) ^ Pr(x) ^ j. , Pr(A/) 
Pr(A^|x) ~ Pr(x|i\OPr(iV) ^ * Pr(AO " 

Pr(x) if ' ^ 

The prior and posterior probabilities in the formula can be estimated from the 

corresponding frequencies in the training data set. When the conditional independence 

assiunption about the features is seriously violated, second order or even higher order 

dependency terms may be considered to incorporate the dependencies among the 

features. 

Fellegi and Sunter's record linkage theory (Fellegi and Sunter 1969) extends the basic 

Bayes classification to maintain acceptable levels of error rates. The decision space is 

divided into three areas, match, non-match, and unclassified, using two thresholds (a high 

threshold and a low threshold). The unclassified tuple pairs then need to be manually 

reviewed. 

Fisher's normal linear discriminant analysis (LDA) is one of the most widely used 

statistical classification methods. LDA uses a line (in a two-dimensional feature space) or 

hyper-plane (in a high-dimensional feature space) to separate the two classes. The 

m 
boundary between the two classes is described by a linear model, ^ w..r, = r. The 

i=l 

coefficients of features, w- 's, and the threshold value, r, are chosen in such a way as to 

separate the two classes as much as possible, assuming that the features follow normal 
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distributions. LDA has been extended to produce more flexible decision boundaries. For 

example, quadratic discriminant analysis (QDA) uses a quadratic discriminant function to 

separate the two classes. 

Logistic regression assumes that the logarithm of the odds ratio of match to non-match is 

linearly related to the features (Afifi and Clark 1996). The discriminant function is 

In Pr(A/1 x) _ y. ^ classification rule is: if ^ > r, match; otherwise, 
P t (A^ |x )  t r  '  '  P r (A^ |x )  

m 

non-match. This translates into: if ^ w,x, > In r - %, match; otherwise, non-match. The 
i-l 

decision boundary between the two classes is still linear in the original feature space. 

Logistic regression makes no assumptions about the distributions of the features and has 

an advantage over LDA when many features are categorical. In practice, however, 

logistic regression and LDA often produce very similar results. 

Regression techniques, such as linear regression, can also be used for classification. A 

regression model can be derived fi^om the training data set to predict the class label using 

the features. For example, suppose we set the dependent variable, denoted class, to 1 for 

a matching tuple pair and 0 for a non-matching tuple pair, we may derive a linear 

m 

regression model in the form of class = ^ w,.r, + Wg. The linear model can then be 
t=l 

compared with a threshold value to determine the class of a tuple pair. 
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k-nearest neighbor techniques simply memorize the training data and classify each new 

case into the majority class of the k cases in the training data that are closest to the new 

case. A critical problem in k-nearest neighbor is to define a distance measure. Since the 

features are often measured on different scales, they usually need to be standardized. The 

distance measures and feature standardization methods are similar to those used in cluster 

analysis. 

Machine learning techniques generate decision tables, trees, or rules that are easily 

understood and are most compatible with human reasoning. Decision tables closely 

resemble the intuitive table lookup. The difference is that only several of the most 

discriminating features are selected to form a decision table; other features are dropped to 

avoid the overfitting problem (i.e., a classifier is very accurate on the training data but 

does not generalize well to unseen data). 

Decision tree techniques follow a "divide and conquer" strategy and build a tree-like 

sequential decision model. At each step of the decision, or each node in the decision tree, 

one feature is evaluated to decide how to branch into the next step. A decision tree 

divides the feature space into regions, whose boimdaries consist of segments, each of 

which is perpendicular to one of the dimensions. In a two-dimensional feature space, 

these regions are rectangles, each of whose sides is perpendicular to one of the axes; for a 

linearly separable problem, a decision tree uses a series of line segments to approximate 

the discriminant line. C4.5 is one of the most widely used decision tree techniques 
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(Quinlan 1993). 

A decision tree can be easily translated into a set of decision rules; each leaf node of the 

tree corresponds with a rule. A decision tree leads to mutually exclusive rules, that is, 

only one rule applies to each point in the feature space. There are also rule-induction 

techniques that can produce more general classification rules. A special form of simple 

classification rules is IR (for "I-rule'*) (Witten and Frank 2000). It uses the single most 

discriminating feature to determine the class of a case. 

Back propagation is one of the most widely used neural network techniques for 

classification. Neural networks are highly interconnected networks, which learn by 

adjusting the weights of the connections between nodes on different layers. A back 

propagation neural network may have an input layer, an output layer, and zero or many 

hidden layers. Theoretically, a back propagation neural network with two or more hidden 

layers can approximate any function and has the potential to achieve the lowest possible 

error rates. However, neural networks are black-boxes; it is hard to interpret the rules 

they follow in classifying cases. The training of neural networks is often not trivial; it 

takes experience and experimenting to adjust the parameters, such as the number of nodes 

on each layer and the learning rate. 

Expert systems are built by acquiring decision rules directly from domain experts. These 

rules usually have a format (i.e., IF-THEN) similar to rules learned by machine learning 
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techniques. This approach is different from learning-based approaches in that the domain 

experts directly provide classification rules, instead of training examples, from which 

classification rules are learned. As is common in expert system development, knowledge 

acquisition is often a major bottleneck. It is often very difficult to elicit comprehensive 

rules from human experts, especially when fuzzy measures are involved. However, it 

may be relatively easier to collect some rules, which can be used together with rules 

learned by other techniques. 

Many of the above-mentioned classification techniques have been implemented in the 

Weka system (Witten and Frank 2000). Weiss and Kulikowsli (1991) empirically 

evaluated several widely-used classification techniques drawn from statistical pattern 

recognition, machine learning, and neural networks. Lim et al. (1998) empirically 

evaluated thirty-three classification algorithms, including twenty-two decision tree, nine 

statistical, and two neural network algorithms. Different methods may perform best for 

different problems. In each classification task, multiple classification techniques can be 

experimented to select the best ones. 

3.5.2 Combining Multiple Classifiers 

A single classifier, regardless of how accurate it is, provides only one estimate of the 

optimal classification rule. In the last decade, there have been many research interests in 

combining multiple classifiers to obtain a better estimate of the optimal decision 
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boundary and thus improve classification accuracy. Several workshops, such as Multiple 

Classifier Systems (MCS) 2000 and 2001, have been devoted to such research (Kittler 

and Roli 2000, 2001). In this sub-section, we review some methods for combining 

multiple classifiers, including bagging, cross-validated committee, boosting, 

concatenating, and stacking (see Figure 3.6). 

— Bagging 

— Un-weighted Voting — 

Multiple Classifier _ 
Systems 

Homogeneous 
Base Classifiers 

Heterogeneous 
Base Classifiers 

— Weigfited Voting 

Concatenating 

Stacking 

Cross-validated 
Committee 

Boosting 

Figure 3.6 Some Methods for Combining Multiple Classifiers 

These methods combine multiple classifiers of the same type (i.e., with homogeneous 

base classifiers) or different types (i.e., with heterogeneous base classifiers). Methods for 

combining homogeneous classifiers gather the base classifiers into an ensemble, also 

called a committee, and ask the base classifiers to "vote" on the results (Dietterich 2000). 

The votes of base classifiers may or may not be weighted. 

In an un-weighted voting scheme, multiple classifiers trained independently using 
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different training data sets are given equal weights in the voting. The data sets used to 

train the multiple base classifiers are generated based on an original training data set. In 

bagging (abbreviation for bootstrap aggregating), each training data set consists of n 

examples randomly sampled with replacement fi'om the original training data set with n 

examples. The n examples in each generated training data set cover, on the average, 

63.2% of the examples in the original training data set, with some examples appearing 

multiple times. This method for generating random training data sets is called bootstrap. 

In a cross-validation committee method, the original training data set is randomly divided 

into m disjoint subsets (folds); m training data sets are generated by leaving one fold out 

each time. 10-fold cross-validation committees are commonly used in practice. 

Boosting is a widely used ensemble method, in which the votes of base classifiers are 

weighted according to their performances. In boosting, base classifiers are learned 

sequentially. Each new classifier is trained to perform better on examples classified 

incorrectly by previous classifiers. This is achieved by giving those examples higher 

weights. In the voting for the final classification decision, base classifiers are weighted 

according to their accuracies. 

Past research has found that bagging often improves classification accuracy and seldom 

degrades it; boosting may perform significantly better than bagging, but may also 

significantly degrade performance (Witten and Frank 2000). Past analyses and empirical 

evaluations have also found that bagging works better for unstable classification 
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techniques than for stable ones (Dietterich 2000; Witten and Frank 2000). Classifiers 

produced by unstable techniques (e.g., decision tree, decision table, decision rule, and 

neural network learners) may change significantly in response to small changes in the 

training data. k-Nearest neighbor methods and linear model learners, such as Fisher's 

LDA and logistic regression, are generally very stable. Dietterich's (2000) analysis and 

empirical evaluations show that boosting performs well in low-noise cases but overfits 

very badly in high-noise cases, while the performance of bagging is not affected by noise. 

Wickramaratna et al. (2001) empirically evaluated boosting and found that boosting 

strong classifiers is generally counterproductive or unproductive. One explanation is that 

each new classifier generated in boosting places a larger weight on previously incorrectly 

classified examples, which are very likely noise in high-noise cases and when previous 

classifiers are already strong. 

Heterogeneous base classifiers can also be combined. The output of one classifier can be 

used as an artificial input feature together with the original features to train another 

classifier. Such a concatenation of multiple classifiers may perform better than base 

classifiers leamed independently. A weakness of most rule-induction methods, such as 

C4.S decision tree, is that they cannot leam intermediate concepts and abstractions from 

multiple variables (Weiss and Kulikowski 1991). For a linearly separable data set, they 

must use numerous line segments (in a two-dimensional feature space) to approximate 

the discriminant line. Discriminant functions leamed by other discriminant analysis 

methods, such as Fisher's LDA and logistic regression, can be used as additional input 
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features to train decision trees or rules. 

Another method for combining heterogeneous base classifiers is stacking. Stacking trains 

another classifier, called a meta classifier, to make the final classification decision based 

on the predictions of multiple base classifiers. Each training example for the meta 

classifier is described in terms of the predicted classes of the base classifiers and the true 

class. 

A multiple classifier system is not restricted to containing only two levels. Several 

multiple classifier systems can be further combined. Complex multiple classifier systems 

with arbitrarily many levels can be developed if necessary. In practice, however, multiple 

classifier systems with more than three layers are seldom used. 

Besides the above-mentioned methods for combining multiple classifiers, it is also 

possible to combine automatically learned classifiers with manual classification rules. 

Decision rules learned by classification techniques and rules provided by human experts 

can be synthesized to take advantage of both the domain knowledge of the experts and 

the patterns revealed by the data. There are two ways to combine expert rules and learned 

classifiers. First, domain experts may be confident in providing some rules, which can be 

used together with learned classifiers. Second, rules learned by machine learning 

techniques may provide domain experts insights in specifying rules, especially in 

determining threshold values for fuzzy measures, because rules learned by machine 
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learning techniques and rules provided by human experts often have very similar formats. 

Machine learning techniques may also discover some "surprising" rules that domain 

experts may have overlooked. 

3.5.3 Attribute-matching Functions 

Each pair of tuples to be compared is described in terms of a vector of features, each of 

which is usually a distance or similarity measure used to compare the values of the two 

tuples on semantically corresponding attributes. Given two (base or derived) attributes 

whose domains are A, and an attribute-matching function is a mapping 

/: X —> [0,1], which returns the degree of match between every two values drawn 

from A, and /I,. For exact matches, the degree of match is either 0 or 1. For approximate 

matches, the degree of match is in the range of [0,1] where I reflects a perfect match. 

If two corresponding attributes in different databases share the same format and store 

perfect data, we can compare them using simple equality. However, we frequently 

observe both schema level and data level discrepancies. Semantically corresponding 

attributes often have different formats in different databases. Several attributes together in 

one database may correspond to one or more attributes in another database. There are 

wrong data, phonetic errors, typographical errors, and different abbreviations in most 

operational databases. Human names are often misspelled or may be substituted with 

similar-sounding names. The same name may have different spellings in different 
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languages, e.g., Joseph in English and Giuseppe in Italian, or different nicknames, e.g.. 

Bob and Robert. Missing information may be represented using special codes, e.g., 

"Anonymous male" and "Anonymous female" for missing human names and 

"999999999" for missing social security numbers (Hem^dez and Stolfo 1995a). Some 

information on children may be substituted with information on their parents or 

guardians. Lujw-Mora and Palomar (2001) identified eleven types of data discrepancies 

across databases. 

Approximate attribute-matching functions are needed to measure the degree of similarity 

between two attribute values. Transformation functions are needed to transform 

corresponding attributes into compatible formats. The ultimate goal is to compare 

attribute values. We therefore regard transformation functions as building blocks of 

attribute-matching functions. 

• Matching functions for numeric attributes. 

Two numbers can be compared using the equality comparison. When some discrepancies 

are allowed, we can compute the distance between two numbers. It is often preferred that 

the distance be normalized into some special range, e.g., [0, I]. If two corresponding 

attributes are measured on different scales (e.g., dollars vs. thousands of dollars, miles vs. 

kilometers, and US dollars vs. Japan Yens), transformation functions should be applied 

first to make the two attributes compatible. 
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• Matching functions for character attributes. 

Exact matches can be used when the attributes to be compared have the same format and 

contain certain values, e.g., if two library databases both have an attribute ISBN. 

However, due to various types of discrepancies between different databases, approximate 

matching functions based on distance (or similarity) measures, such as phonetic distance 

and typographical distance, need to be used to compare strings. 

There are numerous general-purpose approximate string-matching methods. The Soundex 

coding technique has been widely used in record linkage problems to compute the 

phonetic distance between human names. Levenshtein's edit distance is a simple yet 

widely used metric. Monge and Elkan (1996, 1997) used several methods, including the 

Smith-Waterman algorithm, to compute an edit-distance, which also accounts for 

abbreviations, between two strings. Cohen proposed a method to compare strings using 

information retrieval techniques (Cohen 2000a). 

Stephen (1994) reviewed many string distance measures, including Hamming distance, 

Levenshtein's metrics, longest common substring, and ^-grams. Budzinsky (1991) 

compared twenty string comparison methods. Some of these methods account for spelling 

errors, such as insertion, deletion, transposition, and substitution of characters; some 
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account for phonetic errors; some are special-purpose. Porter and Winkler (1997) 

compared the effects of several string matching methods on record linkage. 

• Special-purpose matching functions 

There are also many special-purpose methods that are suitable for comparing special 

types of strings, e.g., human names and addresses. The U.S. Bureau of the Census has 

software for standardizing and matching names and addresses (Winkler 1999a). Borgman 

and Siegfrid (1992) reviewed several name-matching techniques. Bloothooft (1998) 

reviewed several methods for name standardization. Wong and Chuah (1994) developed 

an approach to address standardization. Neffendorf et al. (1999) described a system for 

address matching and geocoding. 

Sometimes special dictionaries, or look-up tables, can be built to bridge different coding 

schemes used for semantically corresponding attributes in different databases. When 

gender is defined as a numeric attribute in one database (e.g., coded as 1 for Male and 2 

for Female) and as a character attribute in another database (e.g., coded as "M* for Male 

and T' for Female), a simple mapping can be used to match the two attributes. Name 

equivalence dictionaries can be built to account for different variants of human names, 

e.g., different nicknames, names in different languages, and different spellings of Asian 

names. 
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• Transformation functions 

Sometimes some attributes must be transformed before comparing them with others. An 

attribute with domain A can be derived from attributes with domains /I,, using 

a transformation function g: A, x A^ x ...x A^-> A. The mapping can be a simple 

arithmetic formula, a lookup table, or an arbitrarily complex function. A transformation 

function can convert two corresponding attributes into a compatible format. If several 

attributes in one database correspond with one or more attributes in another database, 

e.g., first name plus last name in one database corresponds to name in another database, 

the attributes need to be combined in some way, e.g., concatenating several strings. 

Additional attributes may be derived using aggregate functions or heuristic rules, which 

are provided by the users based on domain knowledge. 

Data cleaning tools can help to detect and remove some data errors. Data cleaning is also 

called data cleansing and data scrubbing. The Potter's wheel data cleaning tool (Raman 

and Hellerstein 2001) allows users to visually build transformations to clean data in a 

single data set on a spreadsheet-like interface. Bickel (1987) proposed an approach to 

automatically correcting some misspelled names. Rahm and Do (2000) reviewed some 

data cleaning problems and solution approaches. There are also commercial data cleaning 

tools, some of which are described in (DePompa 1996; Dwiimell 2001; English 1996; 

Oglesby 1999). 
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DifTerent matching methods work well for different types of attributes. If multiple 

matching functions can be used to compare a pair of corresponding attributes, it may be 

necessary to evaluate the various functions and select the most discriminating one for 

classification, because some classification techniques, e.g., linear discriminant analysis 

and logistic regression, are sensitive to highly correlated features. We can compute the 

correlation between each matching fimction and the class (match or non-match) of tuple 

pairs based on the training examples for classification and select the matching function 

that is most highly correlated with the class. There are also heuristics that help in 

choosing appropriate matching functions. For example, Soundex is good for comparing 

human names; edit distance measures are good for comparing strings with spelling errors; 

dictionaries are good to bridge different coding schemes. Arbitrarily complex matching 

functions can be constructed by combining multiple matching functions and 

transformation functions. 

3.5.4 Some Additional Issues about Classification 

1) Cost-Sensitive Classification 

In real-world database integration applications, cost-sensitive classification may be more 

appropriate than simple classification based on plain error rates. The two categories (i.e., 

match and non-match) of tuple pairs are usually unbalanced; there are usually many more 

non-match pairs than match pairs. In addition, the costs associated with the two types of 
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errors (i.e., false match and false non-match) are quite different. For example, if the 

match tuple pairs suggested by the classifier are reviewed by some human operator, the 

cost of a false match may be considered much lower than the cost of a false non-match. 

Different weights should be given to the two categories during the training of a classifier, 

taking into consideration their prior probabilities and costs of errors. 

W P C P 
The weights of the two categories can be adjusted by —— = —^ • ——, where —^ is the 

^ FM 

c 
ratio between the prior probability of match and the prior probability of non-match, —— 

^FSt 

is the ratio between the cost of a false non-match to the cost of a false match. However, it 

P C 
is often both difficult to estimate the ratio and to set the ratio —— subjectively. It 

may be necessary to experiment with a serious of different settings and compare the 

classification results. 

2) Partial Classification 

bi classical classification problems, classifiers are built to minimize error rates or costs of 

errors. If the error rates or costs of the classifiers are not acceptable, however, the 

classifiers caimot be trusted and have to be abandoned. The training effort is wasted. To 

avoid wasting the entire training effort, part of the classifiers may be usable. The 

classifiers are more acciu^te in some areas in the feature space than in others. Usually the 
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classifiers tend to be less accurate near the boundaries between different classes. A 

different formulation of the classification problem is to classify as many new examples as 

possible while maintaining acceptable error rates. Examples that cannot be classified with 

the required degree of certainty can simply be rejected and further evaluation demanded. 

In other words, given acceptable error rates, the goal is to minimize the percentage of 

'^mclassified" examples. For a two-class classification problem, classical classification 

techniques divide the decision space into two areas that correspond with the classes, 

while partial classification techniques generate a third area: "unclassified". 

This idea has been adopted in the record linkage field. Fellegi and Sunter's record linkage 

theory (Fellegi and Sunter 1969) extends the Bayes method to generate partial 

classification results with required accuracy. We generalize the idea to other 

classification techniques, such as linear discriminant analysis and logistic regression. In 

these techniques, the final classification decision is made by comparing a descriminant 

fimction, D, to a threshold value r. If D>r, a tuple pair is classified as a match; 

otherwise, the tuple pair is classified as a non-match. A partial classifier will generate two 

thresholds and t,.If D>t^,a. tuple pair is classified as a match; If D > r,, the tuple 

pair is classified as a non-match; otherwise, the tuple pair is unclassified. We can 

experiment with a series of threshold values and compare the classification results. 

3) Value-specific matching 
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The features used to classify a tuple pair are usually distance or similarity measures that 

compare the values of the two tuples on semantically corresponding attributes; the 

particular attribute values are often not considered. Sometimes there may be an advantage 

to consider particular attribute values, if the values are extremely unevenly distributed. 

Two tuples are more likely to match if they match on very rare values than if they match 

on common values. However, accounting for the frequencies of particular values may not 

improve the overall classification accuracy, especially when there are many 

corresponding attributes to compare (Winkler 1999b). Experiments are needed in a 

particular situation to determine whether value-specific matching is beneficial. 

4) Matching strategies and algorithms 

Given a pair of corresponding relations R and S, every pair of tuples fi-om the two 

relations needs to be compared to determine whether the tuples match or not. The 

complexity of such a straightforward pair-wise comparison is 0(M*N) where M is the 

number of tuples in R and N is the number of tuples in S. When the two relations are very 

big, such an algorithm may consume extensive computing resources. A more efficient 

strategy is to sort the two relations on some common (base or derived) attributes, called a 

blocking factor, and compare only tuples in the same block (i.e., having the same value 

on the blocking factor). The sorted-neighbor method proposed by Hernandez and Stolfo 

(1998) compares tuples in a limited sliding window to capture some matching tuples 

whose values for the blocking factor have minor errors. It may be necessary to run such a 
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comparison method multiple times with different blocking factors and combine the 

results of the multiple runs to reduce the risk of missing match tuple pairs due to errors 

on blocking factors. 
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3.6 Re-evaluation of Schema-level Correspondences 

When some instance-level correspondences between two relations have been identified, 

data from the two relations can be integrated into a single relation. Statistical analysis 

techniques can then be applied to analyze schema-level correspondences. New findings 

about schema-level correspondences trigger a new iteration in the overall procedure for 

detecting both schema-level and instance-level correspondences. 

3.6.1 Analysis of Relationships among Attributes 

Every attribute of a relation is a variable in a statistical analysis. A variable can be 

measured on a nominal, ordinal, interval, or ratio scale. A nominal variable takes values 

from a set of distinct values. For example, a person's gender may be either male or 

female; there are 50 distinct states in the United States. An ordinal variable is a special 

nominal variable, where there is a meaningful order among the distinct values. For 

example, tlie condition of a vehicle may be classified as excellent, good, fair, or bad; a 

student evaluation of a professor may be measured on a five-point scale. Nominal and 

ordinal variables are also called categorical variables. An interval variable is a special 

ordinal variable, where the differences between successive values are identical. For 

example, time is an interval variable as it flows in a constant speed. A ratio variable is a 

special interval variable with a natural zero point. For example, the age of a person is a 
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ratio variable. A numeric attribute in a database may be measured on any of the four 

scales. A character attribute in a database is often measured on a nominal or ordinal scale. 

We can use statistical analysis techniques, such as correlation and regression, to analyze 

the relationships among attributes originally from different databases. Simple correlation 

analysis and regression analysis techniques can be used to analyze the relationships 

between two attributes. The Pearson product-moment correlation coefficient is the most 

widely used index of correlation to measure the degree of the linear relationship between 

two interval or ratio variables. The Pearson correlation, denoted r, between two variables 

X and Y is defined as 

where X and Y are the means of the two variables, X, and Y  ̂ ( / =  l , 2 , . . . / i )  a r e  

individual values of the two variables. A related statistic is the coefficient of 

determination, r*, which is equal to the square of the correlation coefficient, r* 

measures the proportion of variance in one variable that can be explained by the linear 

relationship between the two variables. 

n 

" ^ i X ^ - X W ^ - Y )  
r 

For two highly correlated attributes, i.e., whose r" is above some selected threshold 

value, we use regression analysis to further analyze the relationship between the 

attributes. The simplest and most widely used regression analysis technique is linear 
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regression. Linear regression finds a linear model to describe the relationship between 

two variables X and Y. The model can be expressed as Y' =a + px, where Y' stands 

for a predicted value for variable Y, a and P are coefficients determined from the 

sample data. Note that the distinction between dependent variable and independent 

variable is arbitrary here; two attributes from different databases that are considered 

potentially related are symmetric in the regression model. For a pair of attributes under 

analysis, the regression analysis can be run twice, positioning each attribute on different 

sides of the model. 

If one attribute in a database is related to many attributes in another database 

simultaneously, multiple correlation and regression analysis should be used. The multiple 

linear regression model for a variable Y and a set of variables Jf,, A",,..., A'p can be 

expressed as Y' P^X^->r ...•>r p^X p. The multiple correlation coefficient, 

denoted /?, is the correlation between Y and the predicted value Y', which is a linear 

combination of A",'s. The coefficient of multiple determination, R', indicates the 

proportion of variance in Y that can be explained by the combined predictors 

X^,X-^,...,X p. The difference between /?" of a multiple linear regression model and r" 

of a simple linear regression model indicates the improvement in predicting Y that can 

be achieved by using multiple X, 's instead of a single X. The correlation between Y 

and a particular A", after adjusting for the linear effect of other variables is measured by a 

partial correlation coefficient. 
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If many attributes in a database are related to many attributes in another database 

simultaneously, canonical correlation analysis can be used. Given a set of variables 

y,,K,,...,yg and another set of variables Xi,X2,...,Xp, canonical correlation finds a 

linear combination of 's and a linear combination of A', 's, called canonical variables. 

The canonical variables can be expressed as 

U = a,A', +0^X2^ +.. .  + aQXQ and V = P^X^ PpXp. 

The coefficients a, 's and P- 's are chosen to maximize the correlation between the two 

canonical variables. These canonical variables are called first canonical variables. Second 

canonical variables can be derived similarly, subject to the condition that they are 

uncorrected with first canonical variables. More canonical variables can be derived 

sequentially in a similar manner. In the example problem, i.e., detecting potentially 

related attributes, however, only first canonical variables are of interest. 

Pearson correlation coefficient and linear regression describe linear relationships among 

variables. There are also correlation measures (e.g., correlation ratio) and regression 

methods (e.g., quadratic regression) to describe nonlinear relationships among variables. 

The techniques we have described so far are better suited to analyzing interval and ratio 

variables than categorical ones. There are correlation measures, such as the Cramer's 

measiure of association and the Spearman rank correlation coefficient, for measuring the 
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relationship between nominal or ordinal variables (Kirk 1999). In general, however, it is 

harder to analyze relationships among categorical variables, due to various kinds of 

discrepancies between databases. Different (exact or approximate) attribute-matching 

functions, which we have described earlier, need to be tried to see whether two 

categorical attributes are related in some way. Given two attributes, if the mean of some 

attribute-matching measure is close to 1, the two attributes are likely to be related. We 

can further compute the correlation between an attribute-matching function to the match 

label (match or non-match) of tuple pairs to see the disriminating power of the attribute-

matching function. A highly discriminating attribute-matching function shows more 

evidence that the two attributes are potentially related. 

The techniques described can be used in several ways. First, previously identified 

attribute correspondences can be verified using these techniques. This may reveal some 

false correspondences. Second, other possible combinations of attributes can be 

automatically explored to detect highly correlated and potentially corresponding 

attributes. Highly correlated attributes, however, may not semantically correspond to the 

same property of some real-world entity type. For example, the recommended retail price 

of a product and the actual price of the product offered by a particular retailer may be 

highly correlated but describe two different properties about products. Potential attribute 

correspondences suggested by statistical analyses need to be evaluated in light of domain 

knowledge. Third, hypothetical attribute correspondences in the analyst's mind can be 

tested using these techniques as well as hypothesis testing techniques. 
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3.6.2 Inference of Inclusion Relationship between Entity Types 

In heterogeneous database integration, it is also important to determine the inclusion 

relationship (i.e., equivalence, subsumption, overlapping, and disjoint) between relations 

(or entity types). Suppose £, and £", are semantically corresponding entity types 

represented by two relations /?, and , respectively, a degree of E, containing £, can 

be computed as 

r > _ _  / p  #  t u p l e s  i n  / ? ,  t h a t  m a t c h  t u p l e s  i n  / ? ,  
Degree(E, qE ,J #n,plesinX, 

The inclusion relationship between £, and can then be determined by: 

IB 

Degree{E^ c £,) > fl Degree^E^ <^E^)>S^ 

IB IB 

£, c £, Degree{E^ ^ E^)>S^, £, o £, <= Degree{E^ c £,) > <5^ 

IB 

E^ Overlap £, Degree{E^ c £,) > j, u Degree{E^ c £ , )  >  ̂ ,  

IB 

£, Disjo int £, ^ Degree{E^ c £,) < fl DegreeiE^ c £ , )  <  J ,  

IB IB 

where £, =£, denotes £, and £, are instance-based equivalent, £, q£, denotes £, is 

IB 

instance-based subsiuned by £,, £,3 £, denotes £, instance-based subsumes £,, 

/s /fi 
£, Overlap £, denotes £, and £, are instance-based overlapping, and £, int £3 
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denotes E, and are instance-based disjoint. 5^ and J, are selected threshold values 

such that 0<^, <S^ <I. These thresholds are related to the probabilities of missed 

matches and false matches. They should be tuned using training data or provided by the 

users based on experience. A simple choice is to set to I and S, to 0. 

The instance-based relationship, or extensional relationship, between two entity types 

may be inconsistent with the intended semantic relationship, the so-called real-world 

relationship (Venkataraman and Ram 1997). For example, consider two databases 

belonging to two different companies, each of which has an entity type Employee. The 

intended semantics of these two entity types can be equivalent although the data instances 

are disjoint. However, instance-based relationships may still help the analyst in 

examining semantic relationships. For example, if two entity types are instance-based 

equivalent, it's very likely they are also semantically equivalent. 
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3.7 Summary 

In this chapter, we have presented a comprehensive approach to detecting both schema-

level and instance-level semantic correspondences from heterogeneous data sources. 

Semantic correspondences on the two levels are identified altemately and incrementally 

in an iterative procedure. Statistical cluster analysis methods and the Self-Organizing 

Map (SOM) neural network method are used first to identify similar schema elements 

(i.e., relations and attributes). Based on the identified schema-level correspondences, 

classification techniques drawn from statistical pattern recognition, machine learning, and 

artificial neural network are then used to identify matching tuples. Multiple classifiers are 

combined in various ways, such as bagging, boosting, concatenating, and stacking, to 

improve classification accuracy. Decision rules learned by classification techniques and 

rules provided by human experts can be synthesized to take advantage of both the domain 

knowledge of the experts and the patterns revealed by the data. Statistical analysis 

techniques, such as correlation and regression, are then applied on an initially integrated 

data set to evaluate the relationships among schema elements more accurately. Improved 

schema-level correspondences are fed back into the identification of instance-level 

correspondences, resulting in a loop in the overall procedure. In the next chapter, we 

present some detailed results of empirical evaluations using real-world or simulated 

heterogeneous databases to demonstrate the utility of our proposed approach. 
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CHAPTER 4 

EMPIRICAL EVALUATION 

In this chapter, we present some detailed results of empirical evaluations using real-world 

and simulated data to demonstrate the utility of our multi-level, multi-technique approach 

to detecting both schema-level and instance-level semantic correspondences from 

heterogeneous data sources. We used four real-world or simulated data sets with different 

characteristics to test the usefulness of our approach under different situations. The 

objective of this chapter is to answer our last research question; 

• "How effective is our proposed multi-level, multi-technique approach to identifying 

semantic correspondences from heterogeneous data sources?" 

4.1 Evaluation Framework 

4.1.1 Selection of Data Sets 

To evaluate the usefulness of our approach under different situations, we selected four 

data sets with different characteristics in their schemas and data. Table 4.1 summarizes 

the characteristics of these data sets. 
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In the first study, we simulated two heterogeneous database schemas about universities. 

The two schemas were quite similar. Most parts of the two schemas overlapped. The 

schema elements, including entity types, attributes, and relationship types, were named 

using meaningful words. There were no overlapping data between the two databases. 

Table 4.1 Characteristics of Four Data Sets 

University Airline E-Catalog Property 

Schema Heterogeneity Low None Low High 

Schema Overlapping High All High Low 

Schema Cleanliness High High Medium Low 

Data Overlapping None Medium High Medium 

Data Cleanliness N/A High Medium Low 

In the second study, we used the PNR (for '"passenger reservation") databases of two 

airlines. The schemas of the two databases were identical. The objective of this study was 

to identify instance-level correspondences, i.e., duplicate passengers. The data stored in 

the databases were much cleaner than the data in other data sets we used. 

In the third study, we extracted parts of the E-catalogs of two leading online bookstores. 

The web pages of the two catalogs displayed very similar fields, but we don't know the 
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actual schemas of the back-end databases. The data of the two catalogs significantly 

overlapped; the catalogs contained many similar books. There were some errors in the 

data. 

In the last study, we evaluated the integration of two legacy databases, which stored data 

related to property assets, of a large public university. These two databases were 

developed at different times by different people for different purposes. The two schemas 

were very different and overlapped for a small part. The two databases stored some 

common data. The data stored in one of the databases were very dirty. 

4.1.2 Evaluation Criteria 

We evaluate the usefulness of our approach using the above-mentioned data sets. These 

data sets have different characteristics, allowing us to observe how our approach can be 

applied under different situations. In each study, we evaluated our approach using the 

following criteria: 

I) During the initial identification of schema-level correspondences: What are the 

accuracies and comprehensibility of different cluster analysis techniques? The 

accuracy of a clustering result is characterized by two types of errors: false positives 

(i.e., not similar schema elements clustered into the same cluster) and false negatives 

(i.e., similar schema elements clustered into different clusters). The comprehensibility 
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of a clustering result is a qualitative measure of the analyst's subjective perception of 

the easiness of interpreting and evaluating the result. 

2) During the identification of instance-level correspondences; What are the accuracies 

and costs (i.e., training time and testing time) of different classification techniques? 

Which methods for combining multiple classifiers improve the classification 

accuracy? The accuracy of a learned classifier is characterized by two types of errors: 

false positives (i.e., non-matching tuple pairs that are classified as matching) and false 

negatives (i.e., matching tuple pairs that are classified as non-matching). If the two 

types of errors are weighted equally, an overall accuracy of a learned classifier on a 

data set is defined as the percentage of cases in the data set that are classified 

correctly. In our evaluation, we use cross-validation to estimate the true accuracy of 

each learned classifier on the application domain. We use statistical hypothesis testing 

methods, such as t-test and ANOVA, to compare the accuracies of different 

classification techniques and different combinations of methods statistically. 

3) During the re-evaluation of schema-level correspondences: How many errors in the 

previously identified schema-level correspondences can be detected? 
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4.1.3 Evaluation Environment 

For the empirical evaluations, we used the cluster analysis, classification, and other 

statistical analysis modules available in SPSS for Windows (vlO.O) and the Weka system 

(v3.2) developed at the Weka Machine Learning Project of the University of Waikato, 

New Zealand (Witten and Frank 2000). We also developed an SOM clustering tool in 

Java, attribute-matching functions and some classification tools, including Naive Bayes, 

in Oracle PL/SQL, and a Back Propagation neural network tool in C++. 

Most of the programs, including SPSS and Weka, ran on a Dell Dimension XPS R400 PC 

(32-bit 400 MHz processor, 256MB RAM, Windows 4.0 operating system). Most of the 

data, however, were stored in databases managed by an Oracle 8 DBMS on a Digital 

AlphaServer 400 (64-bit 233 MHz processor, 128 MB RAM, Compaq Tru64 Unix V5.0 

operating system). 
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4.2 A Simulated Example 

We simulated two simple schemas about universities and clustered the entity types, 

relationship types, and attributes using various cluster analysis techniques, include K-

means, hierarchical clustering, and SOM. Figure 4.1 shows the database schemas 

specified using the Unifying Semantic Model (USM), an extended Entity-Relationship 

model (Ram, et al. 1999a). These database schemas were very simple. The purposes of 

this study, however, were to illustrate how the clustering techniques could perform under 

such a simple case and to compare the relative discriminating powers of different types of 

semantic features. 

4.2.1 Input Featiu'es 

To cluster attributes, we created and used various kinds of features. The features 

included: (1) degree of similarity between a pair of attribute names, (2) degree of 

similarity between owner (entity type or relationship type) names, (3) schematic 

information, including primary key, data type, length, precision, and not null constraint. 

(4) data patterns, including statistics (i.e., mean, standard deviation, max, and min) on the 

lengths of values, statistics on the percentages of digits in the values, statistics on the 

percentages of letters in the values, the percentage of values that were missing, and the 

ratio of the number of distinct values to the number of tuples. 



174 

Schema A DEPi 

Location Nairn 

COURSES 
Name 

INSTRUCTORS Grade STUDENTS GPA 
Type 

Gander 
Name 

BMl.daM 
Tine 

Gender 

GRADUATES PROFESSORS UNDERGRADUATES Advisa 

Schema B 
Fax 

OEPT 

Employs 

Name 
Name 

Provides 

GPA 
STUDENT FACULTY 

Gander 

.date 
Grad.dala 

Takas 
Title 

COURSE Units 

Name 

Figure 4.1 USM Schemas of Two University Databases 
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The input features used to cluster entity types included: degree of similarity between 

entity type names, percentage of similar attributes, number of attributes, number of 

relationships, and number of instances. The input features used to cluster relationship 

types included degree of similarity between relationship type names, degree of similarity 

between participating entity type, degree of similarity between attributes, number of 

participating entity types (cardinality), number of attributes, and number of instances. 

We linearly normalized each feature into the range of [0, 1], performed principle 

component analysis to reduce the dimensionality of the input data set, and then ran K.-

means, hierarchical clustering, and SOM to cluster entity types, relationship types, or 

attributes on the principal components. Principal component analysis reduced the number 

of features for attributes from 49 to 14, the number of features for entity types from 49 to 

14, and the number of features for relationship types from 28 to 6. 

4.2.2 Cluster Analysis 

Figures 4.2-4.4 show the results generated by K-means, hierarchical clustering, and SOM 

for clustering attributes. While we did not find significant differences in the accuracy of 

results among the three methods, SOM was intuitively better than the other two in terms 

of the visualization of results. We used the U-matrix method (Costa and de Andrade 
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Netto 1999a) to present results of SOM. On a map consisting of output nodes, each input 

case corresponded to a best-matched node called "response". The responses of similar 

input cases were located close to each other. Gray levels indicated relative distances 

between neighboring output nodes and therefore boundaries between clusters. 

A hierarchical clustering result is desirable in that it enables users to start from very 

similar objects and incrementally evaluate less similar objects. Although K-means is a 

nonhierarchical method, it is possible to manually generate a hierarchical result by 

running K-means several times with different numbers (Ks) of clusters. However, the 

results generated on different Ks may conflict. In the current example, when k=l5 

A.DEPARTMENTS.Name, B.DEPT.Name, A.DEPARTMENTS.Location, and 

B.DEPT.Location were in the same cluster; when k=10, they were in two clusters 

(A.DEPARTMENTS.Name and B.DEPT.Name in one; A.DEPARTMENTS.Location 

and B.DEPT.Location in the other). 

Using our SOM tool, users can vary the similarity threshold on a slider and obtain 

clustering results on different similarity levels interactively. The higher the threshold, the 

tighter the clusters. The users can evaluate the most similar attributes first and gradually 

evaluate less similar ones. The SOM tool provides users a visualization tool for display of 

clustering results as well as for incremental evaluation of candidate solutions. 
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To compare our approach with existing ones, we conducted a series of experiments 

incorporating different sets of features used by existing approaches. For example, in one 

experiment we used only schematic information and statistics on data contents, similar to 

the features used by Semint (Li and Clifton 2000). Figure 4.5 shows the result generated 

by SOM. The clusters reflected structural rather than semantic similarity. Many 

semantically different attributes with similar structures and data patterns could not be 

separated due to the limited number of input features, while semantically similar 

attributes defined using different data types were missed. All attributes about dates 

(A.STUDENTS.Birth_Date, B.STUDENT.GRAD_DATE, B.FACULTY.Hire_Date) 

were clustered as similar. A.STUDENTS.Name, A.INSTRUCTORS .Name, and 

A.COURSES.Name were clustered together. A.INSTRUCTORS.Gender and 

B.FACULTY.Gender were clustered as very different. Semint has encountered similar 

problems. When used in a real database integration project for the U.S. Air Force, Semint 

generated relatively big clusters (the average size of clusters was about 30) (Clifton, et al. 

1997). 

In cluster analysis, two types of errors are of concern, grouping of dissimilar objects 

(false positive) and failing to group similar objects (false negative). While false positives 

can be corrected in follow-up human evaluation, false negatives are more dangerous. In 

general, given a data set, decreasing the number of clusters reduces false negatives, but 

increases false positives and therefore the amount of human effort. In the worst case, all 

database objects are manually evaluated to avoid losing similar objects. While database 
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names and documents directly describe the meanings of database objects, schematic 

information, data contents, and usage patterns only indirectly reflect the semantics of 

database objects. In our experiments, using only indirect semantic features resulted in 

high rates in the two types of errors (Figure 4.5). 

Figure 4.6 shows a clustering result generated by SOM using only direct semantic 

features (i.e., degrees of similarity between attribute names and degrees of similarity 

between owner names). The clusters were much tighter than those in figure 4.5. There 

were problems, however, when similar attributes were named differently. For example, 

attributes A.STUDENTS.SSN and B.STUDENT.ID were named differently and were 

located in different clusters on a relatively high similarity threshold (figure 4.6 (b)). 

When both direct and indirect semantic features are used, the cluster analysis takes both 

into account. Even if two semantically dissimilar attributes may have very similar 

structures and data patterns, their dissimilar names help to differentiate them. Even if two 

semantically similar attributes may have very dissimilar names, their similar structures 

and data patterns can help to bring them somewhat closer. 

The same set of techniques can be used to cluster entity types and relationship types. 

Figure 4.7 and 4.8 show an entity type map and a relationship type map generated by 

SOM. 
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Cluster Attribute 
1 A.PROFESSORS.Name 0.125 
1 B.FACULTY.Name 0.125 
2 A.DEPARTMENTS.Location 0.112 
2 B.DEPT.Location 0.112 
3 A.COURSES.Number O.OOG 
4 A.COURSES.Name O.OOG 
5 A.COURSES.Credits 0.007 
5 B.COURSE.Units 0.007 
6 A.SECTIONS.Number 0.08S 
6 B.COURSE.IO 0.08S 
7 A.STUDENTS.SSN 0.00Q 
8 A.STUDENTS.Nanne 0.103 
8 B.STUDENT.Name 0.103 
9 A.STUDENTS.GPA O.OOG 
10 A.STUDENTS.Gender O.OOG 
11 A.STUOENTS.Birth date O.OOG 
12 B.FACULTY.Salarv O.OOG 
13 A.GRADUATES.Thesis 0.000 
14 A.Register.Grade 0.065 
14 B.Takes.Grade 0.065 
15 A.INSTRUCTORS.SSN 0.03G 
15 B.FACULTY.ID 0.03G 
16 A.INSTRUCTORS.TvDe O.OOG 
17 B.COURSE.OescriDtion O.OOG 
18 APROFESSORS.Title 0.062 
18 B.FACULTY.Title 0.062 
19 A.PROFESSORS.Gender O.OOG 
20 A.DEPARTMENTS.Name 0.038 
20 B.DEPT.Name 0.038 
21 B.COURSE.Name O.OOG 
22 B.DEPT.Phone O.OOG 
23 B.DEPT.Fax O.OOG 
24 B.STUDENT.ID O.OOG 
25 B.FACULTY.Hire date O.OOG 
26 B.STUDENT.GPA O.OOG 
27 B.STUDENT.Gender O.OOG 
28 B.STUDENT.Grad date O.OOG 
29 A.STUDENTS.Dearee 0.072 
29 B.STUDENT.Dearee 0.072 
30 B.FACULTY.Gender 0.000 

Cluster Attribute Distance 
1 B.COURSE.Description O.OOG 
2 A-DEPARTMENTS.Location 0.112 
2 B.DEPT.Location 0.112 
3 B.FACULTY.Hire date O.OOG 
4 A.COURSES.Name 0.215 
4 B.COURSE.Name 0.215 
5 A.COURSES.Credits 0.007 
5 B.COURSE.Units 0.007 
6 A.COURSES.Number 0.382 
6 A.SECTIONS.Number 0.217 
6 B.COURSE.ID 0.204 
7 B.FACULTY.Salarv 0.000 
8 A.STUDENTS.Name 0.103 
8 B.STUDENT.Name 0.103 
9 A.STUDENTS.GPA 0.535 
9 B.STUDENT.GPA 0.53S 
10 A.STUDENTS.Gender 0.000 
11 A.STUDENTS.Birth date O.OOG 
12 A.STUDENTS.Degree 0.072 
12 B.STUDENT.Degree 0.072 
13 A.GRADUATES.Thesis O.OOG 
14 A.Register.Grade 0.065 
14 B.Takes.Grade 0.065 
15 A.INSTRUCTORS.SSN 0.03C 
15 B.FACULTY.ID 0.03G 
16 A.INSTRUCTORS.Type O.OOG 
17 A.PROFESSORS.Name 0.125 
17 B.FACULTY.Name 0.125 
18 A.PROFESSORS.TiUe 0.062 
18 B.FACULTY.Title 0.062 
19 A.PROFESSORS.Gender 0.000 
20 A.DEPARTMENTS.Name 0.038 
20 B.DEPT.Name 0.038 
21 B.STUDENT.Grad date 0.000 
22 B.FACULTY.Gender 0.000 
23 B.DEPT.Phone 0.156 
23 B.DEPT.Fax 0.156 
24 A.STUDENTS.SSN 0.273 
24 B.STUDENT.ID 0.273 
25 B.STUDENT.Gender O.OOG 

(a) K=30 (b) K=25 

Figure 4.2 Some K-Means Results for the University Example 
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Cluster Attribute Distance 
1 B.DEPT.Phone 0.156 
1 B.DEPT.Fax 0.156 
2 ̂ .DEPARTMENTS.Location 0.112 
2 B.DEPT.Location 0.112 
3 A.STUDENTS.Gender 0.566 
3 B.STUDENT.Gender 0.566 
4 A.COURSES.Name 0.215 
4 B.COURSE.Name 0.215 
5 A.COURSES.Credits 0.007 
5 B.COURSE.Units 0.007 
6 A.COURSES.Number 0.382 
6 A.SECTIONS.Number 0.217 
6 B.COURSE.ID 0.204 
7 A.STUDENTS.SSN 1.226 
7 A.INSTRUCTORS.SSN 1.142 
7 B.STUDENT.ID 1.146 
7 B.FACULTY.ID 1.169 
8 A.STUDENTS.Name 1.155 
8 A.PROFESSORS.Name 1.180 
8 B.STUDENT.Name 1.173 
8 B.FACULTY.Name 1.152 
g A.STUDENTS.GPA 0.535 
9 B.STUDENT.GPA 0.535 

10 B.STUOENT.Grad date O.OOO 
11 A.STUDENTS.Birth date O.OOG 
12 A.STUDENTS.Dearee 0.072 
12 B.STUDENT.Degree 0.072 
13 A.GRADUATES.Thesis O.OOC 
14 A.Register.Grade 0.065 
14 B.Takes.Grade 0.065 
15 B.COURSE.Descripfon 0.000 
16 A-INSTRUCTORS-Tyoe 1.161 
16 A.PROFESSORS.Title 0.563 
16 B.FACULTY.Title 0.604 
17 B.FACULTY.Hire date O.OOG 
18 B.FACULTY.Salarv O.OOG 
19 A.PROFESSORS.Gender 0.566 
19 B.FACULTY.Gender 0.566 
20 A.DEPARTMENTS.Name 0.038 
20 B.DEPT.Name 0.038 

Cluster Attribute Distance 
1 B.COURSE.Description O.OOC 
2 A.DEPARTMENTS.Name 1.800 
2 A.DEPARTMENTS.Locatibn 1.875 
2 B.DEPT.Name 1.83G 
2 B.DEPT.Location 1.759 
3 A.INSTRUCTORS.Type 1.161 
3 A.PROFESSORS.ritle 0.563 
3 B.FACULTY.TiUe 0.604 
4 B.STUDENT.Grad date O.OOO 
5 A.COURSES.Credits 0.007 
5 B.COURSE.Units 0.007 
6 ̂ .COURSES.Number 2.007 
6 A.COURSES.Name 2.388 
6 A.SECTIONS.Number 2.148 
6 A.STUDENTS.SSN 1.992 
6 A.STUDENTS.Name 2.272 
6 A.INSTRUCTORS.SSN 2.309 
6 A.PROFESSORS.Name 2.276 
6 B.STUDENT.ID 2.234 
6 B.STUDENT.Name 2.274 
6 B.FACULTY.ID 2.301 
6 B.FACULTY.Name 2.276 
6 B.COURSE.ID 2.171 
6 B.COURSE.Name 2.296 
7 B.DEPT.Phone 0.156 
7 B.DEPT.Fax 0.156 
8 B.FACULTY.Salary 0.000 
9 A.STUDENTS.GPA 0.535 
9 B.STUDENT.GPA 0.535 

10 A.STUDENTS.Gender 1.229 
10 A.PROFESSORS.Gender 1.329 
10 B.STUDENT.Gender 1.329 
10 B.FACULTY.Gender 1.229 
11 A.STUDENTS.Birth date 0.000 
12 A.STUDENTS.Degree 0.072 
12 B.STUDENT.Degree 0.072 
13 A.GRADUATES.Thesis 0.000 
14 A.Register.Grade 0.065 
14 B.Takes.Grade 0.065 
15 B.FACULTY.Hire date 0.000 

(c) K=20 (d) K:=15 

Figure 4.2 (Continued) Some K-Means Results for the University Example 
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< ' 

Cluster Attribute Distance 
1 A.Register.Grade 3.359 
1 ̂ INSTRUCTORS.SSN 2.366 
1 A.PROFESSORS.Name 2.289 
1 ̂ .PROFESSORS.Gender 3.103 
1 B.Takes.Grade 3.339 
1 B.FACULTY.ID 2.355 
1 B.FACULTY.Name 2.303 
2 B.COURSE.DescriDtaon 0.000 
3 A.STUDENTS.Birth date 0.000 
4 A.OEPARTMENTS.Name 2.261 
4 B.DEPT.Naine 2.282 
4 B.DEPT.Phone 2.273 
4 B.DEPT.Fax 2.280 
5 B.FACULTY.Hire date 0.000 
€ A.COURSES.Numt}er 1.654 
6 ̂ .COURSES.Name 2.265 
6 A.COURSES.Credits 3.152 
6 A.SECTIONS.Number 2.079 
6 B.COURSE.ID 2.054 
6 B.COURSE.Name 2.231 
6 B.COURSE.Units 3.155 
7 A.GRADUATES.Thesis 0.000 
8 A.DEPARTMENTS.Location 3.918 
a A.STUDENTS.SSN 2.476 
8 A.STUDENTS.Name 2.637 
8 ̂ .STUDENTS.Gender 3.021 
8 A.STUDENTS.Degree 3.526 
8 A.INSTRUCTORS.TvDe 3.629 
8 A.PROFESSORS.Title 2.908 
8 B.DEPT.Location 3.759 
8 B.STUDENT.ID 2.769 
8 B.STUDENT.Name 2.652 
8 B.STUDENT.Gender 2.721 
8 B.STUDENT.Degree 3.551 
8 B.FACULTY.Gender 3.08C 
8 B.FACULTY.Title 2.914 
9 B.STUDENT.Grad date 0.000 

10 A.STUDENTS.GPA 1.314 
10 B.STUDENT.GPA 1.809 
1C B.FACULTY.Salarv 2.976 

Cluster Attribute Distance 
1 A.GRAOUATES.Thesis 0.000 
2 A.DEPARTMENTS.Name 2.319 
2 A.DEPARTMENTS.Location 4.069 
2 A.COURSES.Nuniber 2.307 
2 A.COURSES.Name 2.568 
2 A.COURSES.Credits 4.135 
2 A.SECTIONS.Nuinber 2.58C 
2 A.STUDENTS.SSN 2.494 
2 A.STUDENTS.Name 2.612 
2 A.STUDENTS.Gender 3.222 
2 A.STUDENTS.Degree 3.977 
2 A.Register.Grade 4.153 
2 A.INSTRUCTORS.SSN 2.700 
2 A.INSTRUCTORS.Type 3.909 
2 A.PROFESSORS.Name 2.442 
2 A-PROFESSORS.Title 3.131 
2 A.PROFESSORS.Gender 3.293 
2 B.DEPT.Name 2.357 
2 B.DEPT.Location 3.907 
2 B.DEPT.Phone 4.225 
2 B.DEPT.Fax 4.215 
2 B.STUDENT.ID 2.786 
2 B.STUDENT.Name 2.625 
2 B.STUDENT.Gender 3.090 
2 B.STUDENT.Degree 4.001 
2 B.Takes.Grade 4.137 
2 B.FACULTY.ID 2.688 
2 B.FACULTY.Name 2.460 
2 B.FACULTY.Gender 3.082 
2 B.FACULTY.Hire date 5.221 
2 B.FACULTY.Title 3.126 
2 B.COURSE.ID 2.579 
2 B.COURSE.Name 2.494 
2 B.COURSE.Description 5.257 
2 B.COURSE.Units 4.135 
3 A.STUDENTS.GPA 1.314 
3 B.STUDENT.GPA 1.809 
3 B.FACULTY.Salary 2.976 
4 A.STUDENTS.Birth date 0.000 
5 B.STUDENT.Grad date 0.000 

(e) K=10 (f) K=5 

Figure 4.2 (Continued) Some FC-Means Results for the University Example 
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• • • • • H I E R A R  C  H  
sndrogram using Centroid Me 

C A S E  
Label Num 
A. COURSES.Credits 5 

B. COURSE.Units 40 

A. Register.Grade 14 

B. Takes.Grade 30 

A. DEPARTMENTS.Locat i 2 

B. DEPT.Location 21 

A. STUDENTS.Degree 12 

B. STUDENT.Degree 29 

A. PROFESSORS.Title 18 

B. FACULTY.Title 36 

A. INSTRUCTORS .Type IS 

A. STUDENTS.GPA 9 

B. STUDENT.GPA 26 

A. . STUDENTS.Gender 10 

B. . STUDENT.Gender 27 

A. . PROFESSORS.Gender 19 

B. •FACULTY.Gender 33 

A. . DEPARTMENTS.Name 1 

B. DEPT.Name 20 

A. .COURSES.Name 4 

B. •COURSE.Name 38 

A. • STUDENTS. Name 8 

B. •STUDENT.Name 25 

A, •PROFESSORS.Name 17 

B. •FACULTY.Name 32 

A • SECTIONS.Number 6 

5, •COURSE.ID 37 

A. •COURSES.Number 3 

A. . INSTRUCTORS .SSN 15 

B. .FACULTY.ID 31 

A . STUDENTS. SSN 7 

B • STUDENT. ID 24 

B . DEPT.Phone 22 

B •DEPT.Fax 23 

B .FACULTY.Salary 34 

B .FACULTY.Hire_date 35 

B .COURSE.Description 39 

A .GRADUATES -Thes is 13 

B .STUDENT.Grad_Date 28 

A .STUDENTS.Birth dac 11 

I C A L  C L U S T E R  A N A L Y S I S  
iChod 
Reacaled Distance Cluster Combine 

10 15 20 

J 
J 
J 
J 
T1 

J 
J 
J 
J 
J 
J 
J 

J 
J 
J 

25 

Figure 4.3 A Hierarchical Clustering Result for the University Example 
(Using the Centroid Method) 
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r:: ' - -

(a) Attribute Map 

•rr 

(b) Binary Map at a High Similarity Level 

Figure 4.4 An SOM Result for the Attributes of the University Example Using All 
Features 
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(c) Binary Map at a Medium Similarity Level 

(d) Binary Map at a Low Similarity Level 

Figure 4.4 (Continued) An SOM Result for the Attributes of the University Example 

Using All Featiu*es 
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rr " -

(a) Attribute Map 

(b) Binary Map at a High Similarity Level 

Figiure 4.5 An SOM Result for the Attributes of the University Example Using Only 
Indirect Semantic Features 
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rr - -

(c) Binary Map at a Medium Similarity Level 

(d) Binary Map at a Low Similarity Level 

Figure 4.5 (Continued) An SOM Result for the Attributes of the University Example 
Using Only Indirect Semantic Features 
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rr - -

(a) Attribute Map 

•rr 

(b) Binary Map at a High Similarity Level 

Figure 4.6 An SOM Result for the Attributes of the University Example Using Only 
Direct Semantic Features 
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(c) Binary Map at a Medium Similarity Level 

(d) Binary Map at a Low Similarity Level 

Figure 4.6 (Continued) An SOM Result for the Attributes of the University Example 
Using Only Direct Semantic Featiu'es 
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Figure 4.7 An SOM Result for the Entity Types of the University Example 

Figure 4.8 An SOM Result for the Relationship Types of the University Example 
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4.3 Duplicate Detection 

We applied our approach to detecting instance-level correspondences in the passenger 

matching procedure of an Application Service Provider (ASP) for the airline industry. 

This ASP serves over twenty national and international airlines. One particular service is 

the identification and management of potential duplicate PNRs (for "passenger 

reservation'*), which contain identical, back-to-back, and non-chronological itineraries. 

The most critical step in identifying duplicate PNRs is to identify matching passengers. 

The ASP maintains a separate database for each airline. The schemas of these databases 

are identical. There is no need to identify schema-level correspondences. However, 

classification techniques can be used to identify instance-level correspondences, i.e., 

matching passengers. The classification rules learned using our approach can be used to 

identify duplicate passengers in the PNRs of a single airline or across airlines. Currently 

the ASP only identifies duplicate PNRs for every individual airline. In the flitiu'e the 

service may be extended to identify duplicate PNRs across airlines. 

Many airlines, among many other companies, are also planning to build an integrated 

customer database by consolidating various heterogeneous data sources. The techniques 

we are evaluating are also useful in such Customer Relationship Management (CRM) 

efforts. 
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4.3.1 Sample Data 

Figure 4.9 shows a conceptual model of the PNR database. The information relevant to 

passenger matching includes; passenger name, frequent flyer number, PNR confirmation 

information, address, phone, and itinerary segment. 

Address id^ 

Address! 

City 

Slaie 

PosialCode 

Counay 

pnr id 

ConfoFax 

ConfoEmail 

onfoAdd 

Address 

Phone id 

honeNum 

IsHome 

Is Business 

tsAgency 

IsCell 

IsFax 

Segment id 

BoardPoint 

OflPoint 

Phone 

FF id 

FFNutnber 

FFProgram 

Frequen Frequent Flyer FiistName 

LastNatne 

Figure 4.9 A Conceptual Model of the PNR Database 

We used a snapshot of each of the databases for two airlines in our experiment. In one 

database snapshot, there were 261,141 PNRs, 351,438 passengers, 129,067 frequent flyer 

numbers, 117,797 addresses, 600,149 phones, and 953,930 itinerary segments. In another 

database snapshot, there were 545,763 PNRs, 745,168 passengers, 20,750 frequent flyer 
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numbers, 235 addresses, 756,033 phones, and 1,294,707 itinerary segments. Since the 

schemas of the two databases were identical, corresponding relations in the two databases 

could simply be union-ed together. 

Some passengers use frequent flyer numbers in their reservations. We relied on frequent 

flyer numbers to generate training examples. We then trained classifiers to compare 

passengers who did not have frequent flyer numbers. 

4.3.2 Detecting Instance-level Correspondences 

We trained classifiers to determine whether a pair of passengers matched or not, based on 

their distances on relevant attributes. We generated a training data set based on the 

frequent flyer number. Two passengers with the same frequent flyer number for the same 

frequent flyer program are very likely to be the same person, while two passengers with 

different frequent flyer numbers for the same frequent flyer program are very likely to be 

different people. However, there are rare exceptions; different people, especially people 

in the same family, may share a single frequent flyer number, while a single person may 

use multiple frequent flyer numbers for a single program. We manually screened these 

exceptions from the training data set. Another problem was that the data were relatively 

clean. Less than 1% of the passenger names were incorrect or inconsistent, while less 

than 1% of the pairs of different passengers had identical names. A simple comparison of 

passenger names would produce a classification result that was more than 99% accurate. 
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We added about 10% hard examples, i.e., same passenger with different names and 

different passengers with identical names, into the training data set. The training data set 

consisted of20,000 non-matching examples and 5,000 matching examples. 

4.3.2.1 Attribute-matching Functions 

Table 4.2 Summary of Attribute-matching Functions 

(Correlation - Pearson correlation coefficient between an attribute-matching function and 
the match label.) 

Function Attribute Description Correlation 

Fname Passenger .First_Name Equality+Soundex+Substring+Edit 
Distance 0.775 

Lname Passenger.Last_Name Equality+Soundex+Substring+Edit 
Distance 0.950 

Cfax PNR.ConfoFax Equality 0.497 

Cemail PNR.ConfoEmail Equality 0.340 

Caddr PNR.ConfoAddress Edit Distance 0.611 

Street Address. Address I +Address.Address2 Edit Distance 0.607 

City Address.City Equality 0.675 

State Address.State Equality 0.580 

Postal Address J'ostalCode Equality+Substring 0.362 

Bpoint Segment.BoardPoint Equality 0.487 

Opoint Segment-OffPoint Equality 0.532 

Home Phone.PhoneNumber+Phone.IsHome Equality 0.215 

Bus Phone.PhoneNumber+Phone.IsBusiness Equality 0.248 

Agency Phone J'honeNumber+Phone.IsAgency Equality 0.223 

Cell Phone.PhoneNumberi-Phone.IsCeIl Equality 0.129 

Fax Phone.PhoneNumber+Phone.IsFax Equality 0.177 
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The comparison of a pair of passengers was based on some relevant attributes. We used 

exact comparison for some attributes (e.g., city, state, boarding point, off point, 

confirmation email, confirmation fax, and phone numbers) and approximate comparison 

for some other attributes (e.g., address and confirmation address). There were various 

kinds of problems in passenger names (e.g., similar-sounding names, spelling errors, 

initials, variants of first name and middle name combinations, and nicknames). We 

combined multiple matching methods, including exact comparison, soundex, sub-string, 

and edit distance, to compare passenger names. Postal codes have five or more digits. We 

compared two postal codes using exact comparison and sub-string. Table 4.2 summarizes 

these attribute-matching fimctions. 

4.3.2.2 Classification of Tuple Pairs 

We used the classification methods available in Weka (Witten and Frank 2000) to 

classify tuple pairs. A 10-fold cross-validation was used to estimate the error rates in 

running each of the methods. Table 4.3 summarizes the resuhs generated by various 

classification methods. 

1-rule (IR) selects the single most discriminating feature to make the classification 

decision. In this example, Lname was selected. The classification rules were; 

IF Lname >=0.61, Match; Otherwise, Non-Match. 
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The model learned by logistic regression (Logistic) was: 

IF D,„g..rir Match; Otherwise, Non-Match 

where Dlopsoc = 7.1489xFname + 10.968xLname + 19.3729xCFax 

+ 4.1994xCenial + 3.1365xCaddr - 7.1046xStreet + 3.8845xCity 

+ 0.8369xState + 13.7226xPostal + l,3558xBpoint + 1.0095x0point 

+ 17.4604xHome + l4.97xBus + 2.3154x Agency + 12.8704xCell 

+ l0.8609xFax - 15.0788. 

The model learned by classification via linear regression (Linear) was: 

IF >0, Match; Otherwise, Non-Match 

where =0.1409xFname + 0.7892xLname + 0.045xCFax 

+ 0.0201xCemal - 0.0755xCaddr - 0.0092xStreet + 0.1665xCity 

- 0.007xState + 0.036xPostal + 0.0186xBpoint + 0.026 IxOpoint 

+ 0.0474xHome + 0.0337xBus + 0.0l57xAgency - 0.0391 xFax - 0.5939. 
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LNAME <=0.6 
1 STREET <= 0.55: Non-Match (19737/13) 
1 STREET >0.55 
I 1 CFAX = -2: Match (2) 
I I CFAX = -1: Non-Match (9) 
I I CFAX = 0: Non-Match (14) 
I I CFAX = 1: Match (3) 
LNAME >0.6 
1 FNAME <= 0.29 
I I OPOINT = 0: Non-Match (164/1) 
I I OPOINT = 1 
I I 1 FNAME <= 0.15: Non-Match (64/3) 
I I 1 FNAME >0.15 
I I I I CITY = -2: Match (1) 
I I I I CITY = -1 
I  I  I  I  I  CEMAIL = - 2 :  Non-Match ( 4 / 1 )  
I  I  I  I  I  CEMAIL = - 1 :  Match ( 7 / 1 )  
I  I  I  I  I  CEMAIL = 0 :  Match ( 0 )  
I  I  I  I  I  CEMAIL = 1: Match ( 0 )  
I I I I CITY = 0: Non-Match (8/1) 
I  I  I  I  CITY = 1: Non-Match ( 0 )  
I  FNAME > 0.29: Match (4987/18) 

Figure 4.10 A J4.8 Decision Tree for the PNR Example 

(The two numbers attached to each leaf node are the total number of examples covered 
by the node and the number of examples incorrectly classified by the node in the training 
data.) 

Figure 4.10 shows a decision tree generated by J4.8, Weka's implementation of C4.5. 

Decision table (DecTab) selected features Fname, Lname, State, and Opoint for the table 

lookup when a new example needed to be classified. Naive Bayes (Bayes) estimated a 

collection of prior probabilities and posterior probabilities. Back propagation neural 

network (BP) learned a collection of weights in a network with one hidden layer, k-

Nearest Neighbor (1-NN, 3-NN, and 5-NN) methods simply memorized the training 

examples and classified each new example according to the majority class of its k nearest 

training examples. 
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Table 4.3 Single Classification Results 

Method Description 
Apparent 

Accuracy (%) 

False 
Match 
(%) 

False 
Non-

Match 
(%) 

Training 
Time 

(Seconds) 

Testing 
Time 

(Seconds) 

IR I-rule 98.928 1.205 0.540 1.48 0.47 

Linear Classification via 
linear regression 

98.916 1.265 0.360 25.21 1.96 

Logistic Logistic regression 99.784 0.120 0.600 10.99 1.17 

DecTab Decision table 99.772 O.lOO 0.740 89.90 1.74 

J4.8 J4.8 decision tree 99.800 O.lOO 0.600 7.63 0.61 

Bayes Naive Bayes 99.728 0.175 0.660 3.80 2.62 

BP 
Back propagation 
neural network 

99.796 0.095 0.640 753.38 5.88 

1-NN 1-nearest neighbor 99.828 0.115 0.400 0.30 12319.85 

3-NN 3-nearest neighbor 99.788 0.145 0.480 0.28 12436.25 

5-NN 5-nearest neighbor 99.784 0.125 0.580 0.26 12167.04 

4.3.2.3 Comparison of Techniques 

We conducted experiments to compare the accuracies of different classification 

techniques and different combinations of techniques. We ran each method a number of 

times; every time, a fixed percentage of the examples in the input data set were randomly 

re-sampled for training and the remaining examples were set aside for testing. We then 

used the student t-test and One-Way ANOVA in SPSS to test whether the accuracies of 

different methods were significantly different. 
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In comparing two samples, a t-test is appropriate. The hypotheses used to compare two 

classification methods were; 

where /i, and were the means of the accuracies of two methods under comparison. 

Hypothesis testing is subject to two types of errors: rejecting the null hypothesis when it 

is true (type I error) or failing to reject the null hypothesis when it is false (type II error). 

The probability of making a wrong rejection (i.e., type I error) is called the level of 

significance, denoted by or, of a test. The probability of making a correct rejection is 

called the power, denoted by \- P , of a test, where P is the probability of making a 

type II error. Ideally, it would be desirable to achieve both small a and small P. 

However, given a sample size, N, these two parameters are inversely related to each 

other: reducing a increases P. To reduce both a and P simultaneously, N must be 

increased. When N is too small, the power of a test, 1 - >3, is insufficient; when N is too 

large, time and resources are wasted. When N is sufficiently large, virtually any null 

hypothesis can be rejected. However, a statistically significant difference may not be 

practically significant; rejecting a null hypothesis does not mean that the difference is big 

enough to be practically interesting. In the rest of the dissertation, significance refers to 

statistical significance rather than practical significance, unless otherwise stated. 
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An appropriate sample size should be used to achieve both an acceptable power of test 

and an acceptable minimum practical significance. A measure of practical significance 

for a two-independent sample t Test is Hedges' effect size, defined as: 

1^1 -^2 I 
8 ^ » 

^Pooled 

where X  i and X i  are the estimated means of the two populations under comparison and 

<^pooied pooled estimator of the population standard deviation. According to 

Cohen's rule of thumb, effect sizes of 0.2, 0.5, and 0.8 are considered as small, medium, 

and large effects, respectively (Kirk 1999). Given an acceptable a, P, and hedges' g, 

the required sample size is determined. 

For the design of our experiments, we needed to determine how many times (i.e., the N) 

we would run each method. We used the level of significance a = 0.05 and the minimum 

acceptable power \ - P = 0.80, based on a convenient rule of thumb (Kirk 1999). Using a 

two-sided hypothesis, the required sample sizes to achieve a low, medium, and high 

effect are 393, 64, and 26, respectively, given a = 0.05 and 1 - = 0.80. We noticed 

that the data of the two databases were relatively "clean" compared with many other real-

world databases. All of the classification techniques, except IR and linear, achieved 

relatively "high" (over 99%) accuracy (see Table 4.3). We expected to achieve an effect 

(i.e., a difference between the accuracies of different methods) roughly between low and 

medium and chose a sample size of 100. 
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We also needed to make sure that the experiments could be completed in a reasonable 

time period. The time required for the entire set of experiments was estimated on the 

basis of the time spent to train the classifiers once (summarized in Table 4.3). BP was 

much slower than other methods and was expected to dominate the time of the 

experiments. We would use BP as a standalone classifier, in bagging of 9 classifiers, in 

boosting of at most 9 classifiers, and in stacking of several different types of classifiers. 

The time related to BP was estimated as: 

(l + 9 + 9 + l)*lOO* (753.38 + S.88)(seconds) = 1,518,520 (seconds)«17.6 (days). 

We expected that all other efforts would match the time related to BP and therefore the 

whole experiment would take about a month. 

When comparing more than two samples altogether, one ANOVA is more conservative 

and appropriate than multiple t-tests. The problem of multiple t-tests is that the 

probability of making a type I error in all the tests is amplified even though the a for 

each individual test is small. ANOVA uses a single test to compare multiple samples. The 

null hypothesis is 

where denote the means of p>2. populations under comparison. If the 

null hypothesis is rejected, the alternative hypothesis says that at least two of the 

population means are not equal and some post hoc tests should be performed to see which 
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population means are not equal. The advantage of ANOVA is that the probability of 

making a type I error is less than a, regardless of the number of populations. 

hi our first experiment, we ran each of ten base classification techniques 100 times; each 

time 66% of the 25,000 examples were randomly re-sampled for training, the rest were 

set aside for testing. Table 4.4 siunmarizes the results of the experiment. Table 4.5 

summarizes the ANOVA test of the accuracies of the classification techniques. The null 

hypothesis was rejected; at least two of the classification techniques performed 

significantly differently in terms of accuracy (F(9, 990)=2589.800, p<0.05). Table 4.6 

summarizes the result of a Sheffe's post hoc test. Two homogeneous (in terms of 

accuracy) subsets of classification techniques were recognized at a =0.05. IR and 

Linear were less accurate than the other eight methods. 

We were also interested in the training time and testing time of each method. k-Nearest 

Neighbor (1-NN, 3-NN, and 5-NN) methods do not learn any generalized structure from 

the training examples and compare every new example with every training example. The 

testing time required by k-Nearest Neighbor methods is much longer than the testing time 

required by methods that leam some generalized structure. In this experiment, I-NN, 3-

NN, 5-NN spent 2319.51, 3197.25, and 3192.20 seconds on average in testing, 

respectively, while other methods spent from 0.22 (IR) to 2.41 (BP) seconds on average 

in testing. BP was much slower in training than any other method. The training time of 
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BP was 515.42 seconds; the training times of other methods, except k-NN, were from 

0.86 (IR) to 60.24 (DecTab) seconds. 

Table 4.4 Summary of Classification Results 

Method N Accuracy (%) 
False Positive 

Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 100 98.921 0.085 1.212 0.102 0.544 0.194 0.86 0.16 0.22 0.16 

Bayes 100 99.764 0.042 0.119 0.033 0.707 0.171 1.22 0.47 0.74 0.36 

Linear 100 98.928 0.084 1.252 0.096 0.350 0.118 19.72 3.01 0.82 0.20 

DecTab 100 99.784 0.050 0.095 0.038 0.702 0.217 60.24 11.72 0.60 0.19 

Logistic 100 99.769 0.040 0.134 0.042 0.617 0.150 7.12 0.77 0.52 0.24 

J4.8 100 99.781 0.046 0.120 0.043 0.613 0.195 4.08 0.48 0.24 0.18 

BP 100 99.778 0.046 0.112 0.048 0.662 0.186 515.42 15.43 2.41 0.24 

1-NN 100 99.749 0.147 0.179 0.162 0.539 0.382 0.17 0.06 2319.51 42.42 

3-NN 100 99.773 0.038 0.150 0.051 0.534 0.148 0.15 0.04 3197.25 119.93 

5-NN 10(J 99.785 0.044 0.133 0.046 0.545 0.179 0.15 0.04 3192.20 140.51 
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Table 4.5 ANOVA of the Accuracies of Ten Classifiers 

Sum of 
Squares df Mean Square F Sig. 

Between Groups 115.183 9 12.798 2589.800 0.000 

Within Groups 4.892 990 0.005 

Total 120.075 999 

Table 4.6 ShefTe's Test of the Accuracies of Ten Classifiers - Homogeneous Subsets 

Method N 
Subset for alpha = .05 

Method N 
1 2 

IR 100 98.921 

Linear 100 98.928 

1-NN 100 99.749 

Bayes 100 99.764 

Logistic 100 99.769 

3-NN 100 99.773 

BP 100 99.778 

J4.8 100 99.781 

DecTab 100 99.784 

5-NN 100 99.785 

Sig. 1.000 0.156 
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4.3.2.4 Combining Multiple Classifiers 

In another experiment, we tested whether various ways, including concatenating, 

bagging, boosting, and stacking, to combine multiple classifiers could improve the 

performance of the base classifiers. Each composite classification method was also run 

100 times; each time 66% of the 25,000 examples were randomly re-sampled for training, 

the rest were set aside for testing. 

I) Concatenating Two Classifiers of Different Types 

One shortcoming of decision trees is that they can consider only one variable at each step 

towards making a decision; their decision areas consist of rectangles in a two-

dimensional space, hi other words, they cannot learn intermediate concepts. It is possible 

to use the results generated by other methods as additional input features to train decision 

trees. Hopefully, such a concatenation of classifiers can perform better than each of the 

base classifiers learned independently. We used the discriminant function (see 

4.3.2.2) learned by Logistic as an additional input feature to train J4.8 again. Table 4.7 

simunarizes the accuracy and running times of the concatenated classifier. Table 4.8 

summarizes the results of two t-tests that compared the concatenated classifier with the 

base classifiers. The concatenated classifier performed significantly better than each of 
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the two base classifiers (compared with J4.8: t(198)=4.060, p<0.05; compared with 

Logistic; t(I98)=6.335, p<0.05). 

Table 4.7 Concatenating Logistic Regression and J4.8 Decision Tree 

(Statistics about the two base classifiers are listed too for convenience.) 

Method N Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

Logistic 100 99.769 0.040 0.134 0.042 0.617 0.150 7.12 0.77 0.52 0.24 

J4.8 100 99.781 0.046 0.120 0.043 0.613 0.195 4.08 0.48 0.24 0.18 

Concat 100 99.807 0.045 0.099 0.042 0.570 0.195 4.90 0.76 0.26 0.40 

Table 4.8 t-tests Comparing the Concatenated Classifier with Each Base Classifier 

Compare to df t P 
J4.8 198 4.060 0.000 

Logistic 198 6.335 0.000 
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2) Bagging and Boosting Multiple Classifiers of the Same Type 

Bagging and boosting combine multiple classifiers of the same type into an ensemble, or 

committee, and take a vote among the members. It does not make much sense to bag or 

boost k-NN methods because they do not leam any generalized structure from training 

examples. We bagged nine classifiers of each of the other seven base classification 

techniques (i.e., IR, Linear, J4.8, Logistic, DecTab, Bayes, and BP) and boosted a 

maximum of nine classifiers of each type using the AdaBoost.Ml method (Witten and 

Frank 2000). Tables 4.9 and 4.10 summarize the accuracies and running times of the 

bagged and boosted classifiers. Table 4.11 summarizes the results of a series of t-tests 

that compared each bagged classifier with the corresponding base classifier, each boosted 

classifier with the corresponding base classifier, and each boosted classifier with the 

corresponding bagged classifier. Here, multiple t-tests were more appropriate than a 

single ANOVA because we were trying to answer three independent questions; (I) did 

bagging improve a base classifier? (2) did boosting improve a base classifier? and (3) was 

boosting better than bagging? 

Bagging significantly improved J4.8 and never significantly degraded any base 

classifiers. Boosting significantly improved IR, Linear, and J4.8. However, unlike 

bagging, which never significantly degraded a base classifier, boosting did degrade some 

classifiers, including DecTab and Logistic. 
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Table 4.9 Bagging of Multiple Classifiers 

(Nine classifiers of each type are bagged.) 

Base 
Method N Accuracy (%) False Positive 

Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 100 98.922 0.083 1.205 0.102 0.568 0.180 7.06 0.32 0.29 0.10 

Bayes 100 99.756 0.046 0.126 0.037 0.716 0.174 8.46 2.89 3.79 1.21 

Linear 100 98.928 0.084 1.252 0.096 0.350 0.118 169.55 13.15 5.06 0.25 

DecTab 100 99.790 0.045 0.072 0.028 0.761 0.206 617.88 62.92 3.66 0.26 

Logistic 100 99.769 0.041 0.138 0.044 0.607 0.148 73.64 4.50 2.50 0.38 

J4.8 100 99.793 0.044 0.113 0.038 0.584 0.184 34.50 4.14 0.57 0.24 

BP 100 99.782 0.041 0.106 0.039 0.667 0.176 4567.54 177.66 19.22 1.21 

Table 4.10 Boosting of Multiple Classifiers 

(At most nine classifiers of each type are bagged.) 

Base 
Method N Accuracy (%) False Positive 

Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 100 99.677 0.068 0.202 0.066 0.804 0.253 10.04 0.61 0.21 0.06 

Bayes 100 99.758 0.044 0.123 0.038 0.721 0.172 22.55 1.84 3.62 0.41 

Linear 100 99.449 0.216 0.439 0.215 0.998 0.809 214.08 41.39 4.87 l.Ol 

DecTab 100 99.734 0.075 0.138 0.092 0.779 0.325 1306.35 324.32 6.59 9.88 

Logistic 100 99.759 0.044 0.150 0.053 0.609 0.153 51.12 16.06 1.44 0.49 

J4.8 100 99.802 0.040 0.133 0.041 0.460 0.167 55.16 5.45 0.70 0.05 

BP 100 99.778 0.046 0.105 0.040 0.688 0.180 1145.65 219.77 2.59 0.86 
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Table 4.11 t-tests that Compare Some Composite and Base Classification Methods 

Base 
Method 

Bagging to Base Boosting to Base Boosting to Bagging Base 
Method t P t P t P 

IR 0.040 0.484 69.767 0.000 70.392 0.000 

Linear -0.020 0.492 22.512 0.000 22.514 0.000 

J4.8 1.826 0.035 3.347 0.000 1.463 0.073 

DecTab 0.929 0.177 -5.492 0.000 -6.393 0.000 

Logistic -0.102 0.459 -1.802 0.037 -1.684 0.047 

Bayes -1.161 0.124 -0.984 0.163 0.185 0.427 

BP 0.666 0.253 0.000 0.500 -0.666 0.253 

3) Stacking Multiple Classifiers of Different Types 

While bagging and boosting combine multiple classifiers of the same type, stacking is 

usually used to combine classifiers of different types. It treats the outputs of base 

classifiers as input features and trains a meta-leamer, which can be a classifier of any 

type, to make the final classification decisions. We combined seven base classifiers, 

including IR, Linear, J4.8, Logistic, DecTab, Bayes, and BP using stacking, and used 

logistic regression as the meta-leamer. Table 4.12 simunarizes the accuracy and running 

times of the stacked classifier. Table 4.13 summarizes the results of a series of t-tests that 

compared the stacked classifier with the corresponding base classifier, with each boosted 

classifier, and with each bagged classifier. 
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Table 4.12 Stacking of Multiple Classifiers 

(Seven classifiers of different types were stacked. Logistic regression was used as the 
meta-leamer.) 

Method N Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

Stack 100 99.791 0.042 0.117 0.043 0.578 1.620 6050.18 130.35 4.82 0.14 

Table 4.13 t-tests that Compare the Stacked Classifier with Each Base, Bagged, and 
Boosted Classifier 

Base 
Method 

Stacking to base Stacking to bagging Stacking to boosting Base 
Method t P t P t P 

IR 91.822 0.000 92.929 0.000 14.266 0.000 

Linear 91.630 0.000 91.457 0.000 15.546 0.000 

J4.8 1.562 0.060 -0.307 0.379 -1.821 0.035 

DecTab 1.074 0.142 0.134 0.447 6.568 0.000 

Logistic 3.731 0.000 3.788 0.000 5.325 0.000 

Bayes 4.603 0.000 5.563 0.000 5.448 0.000 

BP 2.068 0.020 1.493 0.068 2.068 0.020 
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Table 4.14 Summary of the Accuracies of Twenty-six Classifiers. 

Method Description N 
Accuracy (%) 

Method Description N 
Mean StdDev 

IR IR 100 98.921 0.085 
Bag^lR Bagged IR 100 98.922 0.083 
Bag Linear Bagged Linear 100 98.928 0.084 
Linear Linear 100 98.928 0.084 
Boost Linear Boosted Linear 100 99.449 0.216 
Boost IR Boosted IR 100 99.677 0.068 
Boost DecTab Boosted DecTab 100 99.734 0.075 
1-NN 1-NN 100 99.749 0.147 
BagBayes Bagged Bayes 100 99.756 0.046 
BoostBayes Boosted Bayes 100 99.758 0.044 
Boost_Logistic Boosted Logistic 100 99.759 0.044 
Bayes Bayes 100 99.764 0.042 
BagLogistic Bagged Logistic 100 99.769 0.041 
Logistic Logistic 100 99.769 0.040 
3-NN 3-NN 100 99.773 0.038 
BP BP 100 99.778 0.046 
Boost BP Boosted BP 100 99.778 0.046 
J4.8 DecTab 100 99.781 0.046 
Bag_BP Bagged BP 100 99.782 0.041 
DecTab DecTab 100 99.784 0.050 
5-NN 5-NN 100 99.785 0.044 
BagDecTab Bagged DecTab 100 99.790 0.045 
Stack 7 classifiers stacked 100 99.791 0.042 
Ba&_J4.8 Bagged J4.8 100 99.793 0.044 
Boost J4.8 Boosted J4.8 100 99.802 0.040 

Concat 
Logistic and J4.8 
Concatenated 100 99.807 0.045 
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Stacking of seven base classifiers of different types performed better than most of the 

base classifiers, bagged classifiers, and boosted classifier, but worse than boosted J4.8. 

Table 4.14 summarizes the accuracies of the twenty-six classifiers. Table 4.15 

sununarizes the ANOVA test of the accuracies of the twenty-six classifiers. The null 

hypothesis was rejected; at least two of the classifiers performed significantly differently 

in terms of accuracy (F(25, 2574)=1809.657, p<0.05). Table 4.16 summarizes the result 

of a Sheffe's post hoc test. Five homogeneous (in terms of accuracy) subsets of classifiers 

were recognized at a = 0.05. 

Table 4.15 ANOVA of the Accuracies of Twenty-six Classifiers 

Sum of 
Squares df Mean Square F Sig. 

Between Groups 245.226 25 9.809 1809.657 0.000 

Within Groups 13.952 2574 0.005 

Total 259.178 2599 
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Table 4.16 ShefFe's Test of the Accuracies of Twenty-six Classifiers - Homogeneous 
Subsets 

Method N 
Subset for alpha = .05 

Method N 
1 2 3 4 5 

IR 100 98.921 
Bag IR 100 98.922 
Bag_Linear 100 98.928 
Linear 100 98.928 
Boost Linear 100 99.449 
Boost IR 100 99.677 
Boost DecTab 100 99.734 99.734 
1-NN 100 99.749 99.749 
Bag_Bayes 100 99.756 99.756 
BoostBayes 100 99.758 99.758 
Boost_Logistic 100 99.759 99.759 
Bayes 100 99.764 99.764 
Bag Logistic 100 99.769 99.769 
Logistic 100 99.769 99.769 
3-NN 100 99.773 99.773 
BP 100 99.778 99.778 
Boost BP 100 99.778 99.778 
J4.8 100 99.781 99.781 
Bag BP 100 99.782 99.782 
DecTab 100 99.784 99.784 
5-NN 100 99.785 99.785 
Bag DecTab 100 99.790 99.790 
Stack 100 99.793 99.793 
Ba^J4.8 100 99.795 99.795 
Boost J4.8 100 99.802 
Concat 100 99.807 
Sig. 1.000 1.000 0.229 0.101 0.177 
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4.3.3 Application of Classification Rules 

We trained classifiers using sample data generated based on frequent flyer numbers. The 

classification rules can be used to compare passengers who do not have frequent flyer 

nimibers. Domain experts examine and augment these rules based on their domain 

knowledge. The finalized rules will be hard coded into the duplicate PNR detection 

program, in which passenger matching is the most critical step. 

The duplicate PNR detection program runs every day at the ASP. The large number of 

data that need to be processed require that the application of the classification rules be 

reasonably efficient. Nearest neighbor methods are not suitable. 

Since the learned classification rules need to be combined with the domain loiowledge of 

domain experts, the learned classification rules must be easy to interpret. In addition, the 

domain experts may modify the rules as the business changes. For example, more and 

more passengers are making reservations via E-tickets; Email addresses may be available 

for passenger matching in the near future. Decision trees leamed by machine learning 

techniques closely resemble the way humans make decisions. Among the various types of 

classifiers, decision trees are the easiest to understand and produce sufficient accuracy. 

Other advantages of decision trees include; (I) Missing values can be treated as special 

values and do not need to be imputed. (2) Decision trees are not sensitive to highly 
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correlated features because they consider only one feature at each step. Many attribute-

matching functions can be used to compare different expressions of the same 

information. For example, the first name and last name of some passengers can be 

interchanged in the passenger table. Another attribute-matching function that compares 

both first name and last name simultaneously can be designed to account for this type of 

errors. Another matching flmction can be designed to compare all the components of 

addresses (i.e., street, city, state, postal code) simultaneously. Both exact comparison and 

approximate comparison can be used for an attribute. We ran J4.8 again using six more 

such features. Table 4.17 summarizes the results. A t-test shows that the accuracy was 

significantly improved (t(198)=4.078; p<0.05). 

The classification rules are probabilistic in nature. They use a minimum number of 

attributes to arrive at reasonable, but not 100%, classification accuracy. However, in a 

real application, two types of results (i.e., "certain" predictions and "possible" 

predictions) are desired. Domain experts may add some redundant comparisons in the 

rules to arrive at "certain" predictions, which will be processed automatically. Remaining 

predictions then are considered "possible" and demand manual review before action is 

taken. 

Different schemes for weighting the two classes (i.e., matching and non-matching) should 

be experimented to provide domain experts more insights. The domain experts may take 

parts of different classifiers, which reflect bias toward one or another class to different 
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degrees. Table 4.18 sununarizes the results of J4.8 decision tree under a series of 

weighting schemes. All of these results had been presented to the domain experts for their 

consideration. 

Table 4.17 Summary of J4.8 Classification Results with Different Features 

#Features N Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) #Features N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

16 100 99.781 0.046 0.120 0.043 0.613 0.195 4.08 0.48 0.24 0.18 

23 100 99.808 0.047 0.123 0.045 0.470 0.186 6.29 0.87 0.20 0.06 
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Table 4.18 Results of J4.8 Decision Tree under a Series of Weighting Schemes. 

Weights 
Accuracy (%) False Matches 

(%) 
False Non-

Matches (%) Matches Non-Matches 
Accuracy (%) False Matches 

(%) 
False Non-

Matches (%) 

25 99.568 0.240 0.480 

20 99.568 0.260 0.475 

15 99.596 0.280 0.435 

10 99.636 0.300 0.380 

5 99.712 0.300 0.285 

99.832 0.400 0.110 

5 99.800 0.740 0.065 

10 99.780 0.880 0.055 

15 99.792 0.860 0.045 

20 99.768 0.980 0.045 

25 99.708 1.280 0.045 
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4.4 E-Catalog Integration 

The proliferation of the Internet in the recent years has motivated many vendors to set up 

online storefronts, where potential customers can browse electronic product catalogs (E-

Catalogs) and buy selected product items (Glezer and Yadav 2001). The rapid growth of 

such online stores has resulted in the need for integration of multiple E-catalogs, which 

belong to different vendors and are typically heterogeneous (Lincke 1999). This 

phenomenon is driven primarily by business-to-consumer (B2C) online malls, business-

to-business (B2B) exchanges, and mergers and acquisitions (Navathe, et al. 2001; Ram 

and Zhao 2001). 

We are empirically evaluating our proposed approach and techniques for detecting both 

schema-level and instance-level correspondences using real-world heterogeneous E-

Catalogs. In this section we report on our empirical evaluation using the partial book 

catalogs we have extracted from two leading online bookstores. 

4.4.1 Sample Data 

We manually extracted some sample data from the product catalogs of two online 

bookstores for our empirical evaluation. In real E-Catalog integration situations, we may 

have direct access to the backend databases or develop parsers or wrappers (Stoimenov, 

et al. 2000) to extract data from the web sites automatically. The data we extracted from 
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the web sites of the two bookstores were initially stored in an Access database and later 

transferred into an Oracle database. 

One catalog (Catalog A) displayed the following sixteen fields (i.e., attributes) about 

books on the web; ISBN, authors, title, series, list price, our price, cover, type, edition, 

month, day, year, publisher, pages, average rating, and sales rank. The other (Catalog B) 

displayed fourteen similar fields, including ISBN, title, author, retail price, our price, 

cover format, edition, pages, publisher, pubmonth, pubyear, editiondesc, salesrank, and 

rating. The web sites did not display the names of some fields; we manually assigned 

names to those fields according to our understanding of the fields. Even the displayed 

field names might be different from the attribute names actually used in the backend 

databases. Since we did not have direct access to the backend databases, we could only 

use the displayed or manually assigned field names in our analysis. 

We extracted 737 and 722 records from the two catalogs, A and B, respectively. Based on 

a common key, the ISBN, there were in each catalog 702 records that matched records in 

the other catalog. 

4.4.2 Detecting Schema-level Correspondences 

We used the K-means and hierarchical clustering methods included in SPSS and an SOM 

prototype system we had developed to cluster the attributes (i.e., fields) of the two 
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catalogs, based on a set of semantic features. The same techniques can be used to cluster 

relations (i.e., tables) too if there are many relations to compare. In this case, however, 

we had only one relation from each catalog. 

4.4.2.1 Input Features 

The attributes of the two catalogs were clustered based on a set of featiu-es that described 

the attributes. We evaluated and selected some features about the attributes for 

calculating distances between the attributes. Because data were extracted from the Web, 

we had no document, schema definition, usage pattern, or business rules. 

We had field names displayed on the web pages or manually assigned. We intuitively 

allocated a degree of similarity (in the range of [0,1]) to each pair of names. In a real 

integration project, if a general-purpose or domain-specific thesaurus or lexicon of 

synonyms is available, we could consult the thesaurus or lexicon for the degree of 

similarity between two names. 

We computed some statistics about data patterns of each attribute, based on the actual 

data. These included statistics (i.e., mean, standard deviation, max, and min) on the 

lengths of values, statistics on the percentages of digits in the values, statistics on the 

percentages of letters in the values, the percentage of values that were missing, and the 

ratio of the number of distinct values to the number of tuples. There were 14 such 
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features about data patterns. 

Although we did not have schema definitions, the data type and uniqueness of each 

attribute could be inferred from the data patterns of the attribute. For example, if the 

percentage of digits in the values of an attribute was 100, the data type of the attribute 

was considered numeric; if the ratio of number of distinct values to the number of tuples 

was 1, the attribute was considered unique. This information, however, was redundant 

since we already used statistics about data patterns. 

The features, including degrees of similarity between attribute names and statistics about 

data patterns, were preprocessed in some way before they were plugged into cluster 

analysis tools. First, we linearly normalized the features into the range of [0,1]. We then 

performed Principal Component Analysis on the features to obtain a set of orthogonal 

components with a reduced dimensionality. The number of features based on data 

pattems does not increase when there are more attributes to be compared. However, the 

number of features based on comparing names is proportional to the number of attributes 

to be compared and poses a dimensionality problem when the number of attributes is 

large. The dimensionality of a data set for cluster analysis can be reduced using 

techniques such as Principal Component Analysis and Random Mapping (Kaski 1998). 

There were thirty features about degrees of similarity between attribute names and 

fourteen features about data pattems. We extracted fifteen components from the forty-
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four features using Principal Component Analysis. The fifteen components explained 

98.805% of the variance in the original features. The input data set for the cluster analysis 

of attributes was a 30 (attributes) x 15 (components) matrix. 

4.4.2.2 Cluster Analysis 

We ran three cluster analysis techniques, K-means, hierarchical clustering, and SOM, on 

the input data set about attributes using the Euclidean distance function. Figures 4.11-

4.13 show some results generated by the three techniques. 

A hierarchical clustering result allows users to start from very similar objects and 

incrementally evaluate less similar ones. We ran K-means several times, using different 

Ks to simulate a hierarchical clustering effect. However, the results generated on different 

Ks conflicted with each other. For example, when lc=15, A.Edition, B.Edition, A.Month, 

and B.Pubmonth were in the same cluster; when k=lO, they were in different clusters 

(A.Edition and B.Edition in one; A.Month and B.Pubmonth in the other). 

While the three methods achieved similar accuracy, SOM intuitively appeared better than 

the other two in visualizing the results. On a map generated by SOM, similar attributes 

were located close to each other; gray levels indicated relative distances between 

neighboring attributes. For example, A.List_price and B.Retail_price looked very similar. 

A.Pages and B.Pages looked very similar. But there was a dark boundary between the 
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two groups, indicating that they were quite dissimilar. Users can vary the similarity 

threshold on a slider and obtain clustering results on different similarity levels 

interactively (figure 4.13). The higher the similarity threshold, the tighter the clusters. 

Our SOM tool provides users with a visualization tool for display of clustering results as 

well as for incremental evaluation of candidate solutions. Users can begin with the most 

similar attributes and gradually examine less similar ones. 

Our experiments also showed that features such as object names, which directly reflected 

the semantics of schema objects, had more discriminating power than those such as 

schema definitions and data patterns, which indirectly reflected the semantics of schema 

objects. Figure 4.14 shows a clustering result generated by SOM using only indirect 

semantic features, like those used in Semint (Li and Clifton 2000) (schema definitions 

and data patterns). The boundaries between clusters became very vague. At the similarity 

level shown in Figiire 4.14 (d) the attributes were roughly clustered into two big groups; 

numeric and character. When used in a real database integration project, Semint 

encountered similar problems and generated relatively big clusters (the average size was 

30) (Clifton, et al. 1997). 

Figure 4.15 shows a clustering result generated by SOM using only direct semantic 

features (i.e., degrees of similarity between attribute names). The clusters were much 

tighter than those in figure 4.14. There were problems, however, when similar attributes 

were named very differently. For example, attributes A.Type and B.Editiondesc were 
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named very dififerently although they described the same property (i.e., whether a book 

contained a CD, Disk, etc.). They were located far away from each other on the map. The 

clusters reflected naming similarities. When both direct and indirect semantic features are 

used, the cluster analysis takes both into account. Even if two semantically dissimilar 

attributes may have very similar structures and data patterns, their dissimilar names help 

to differentiate them. Conversely, even if two semantically similar attributes may have 

very dissimilar names, their similar structures and data patterns can help to bring them 

somewhat closer. We therefore recommend using both direct and indirect semantic 

features whenever they are available and meaningful. 

Errors, both false positives and false negatives, generally speaking, are unavoidable. This 

is the reason for adopting an iterative procedure to detect correspondences on the two 

levels alternately. We describe how we used statistical analysis techniques to re-evaluate 

attribute correspondences in 4.2.4. 
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Cluster ATTRIBUT Distance 
1 A.ISBN 0.068 
1 B.iSBN 0.068 
2 AJ^UTHORS 0.000 
3 A.TITLE 0.102 
3 B.TITLE 0.102 
4 A.SERIES 0.000 
5 A.OUR PRICE 0.058 
5 B.OURPRICE 0.058 
6 B.RATING 0.000 
7 A.TYPE 0.000 
8 A.EDITION 0.009 
8 B.EDITION 0.009 
9 IA.MONTH 0.020 
9 B.PUBMONTH 0.020 
10 A. YEAR 0.020 
10 B.PUBYEAR 0.020 
11 ^-PUBLISHER 0.072 
11 B.PUBLISHER 0.072 
12 A.AVG RATING 0.000 
13 B.EDITIONDESC 0.000 
14 A.SALES RANK 0.000 
15 A.PAGES 0.095 
15 B.PAGES 0.095 
16 A.DATE 0.000 
17 A.COVER 0.148 
17 B.COVERFORMAT 0.148 
18 B.SALESRANK 0.000 
19 B.AUTHOR 0.000 
20 A.UST PRICE 0.071 
20 B.RETAILPRICE 0.071 

(a) K=20 

Cluster Attribute Distance 
1 A.ISBN 0.068 
1 B.ISBN 0.068 
2 lAT^UTHORS 0.231 
2 BAUTHOR 0.231 
3 |a.title 0.102 
3 B.TITLE 0.102 
4 .̂SERIES 0.000 
5 A.OUR PRICE 0.058 
5 B.OURPRICE 0.058 
6 1A.C0VER 0.148 
6 B.COVERFORMAT 0.148 
7 A.TYPE 0.000 
8 A.DATE 0.000 
9 .̂EDITION 2.001 
9 A.MONTH 2.942 
9 B.EDITION 1.997 
9 |B.PUBMONTH 2.953 
9 b.EOITIONOESC 2.464 
10 kvear 0.020 
10 B.PUBYEAR 0.020 
11 kpUBLISHER 0.072 
11 b.PUBLISHER 0.072 
12 kjWG_RATING 0.452 
12 b.RATING 0.452 
13 kpAGES 0.095 
13 b.PAGES 0.095 
14 k.SALES_RANK 0.150 
14 b.SALESRANK 0.150 
15 U.LIST_PRICE 0.071 
15 b.RETAILPRICE 0.071 

(b) K=15 

Figure 4.11 Some K-Means Results for the E-Catalog Example 
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Cluster Attribute Distance 
1 A.ISBN 2.723 
1 A.COVER 2.742 

B.ISBN 2.663 
1 B.COVERFORMAT 2.650 
2 A.DATE 0.000 
3 A.TITLE 2.709 
3 .̂PUBLISHER 2.725 
3 B.TITLE 2.679 
3 B.PUBLISHER 2.661 
4 A.SERIES 0.000 
5 A.OUR PRICE 2.683 
5 A.MONTH 2.679 
5 B.PUBMONTH 2.678 
5 B.OURPRICE 2.675 
6 A.EDITION 2.010 
6 A.PAGES 2.935 
6 B.EDITION 2.009 
6 B.PAGES 2.964 
6 B.EDITIONOESC 2.448 
7 A.TYPE 0.000 
8 ASALES RANK 2.706 
8 ALIST PRICE 2.666 
8 B.RETAILPRICE 2.706 
8 B.SALESRANK 2.672 
9 AAWG RATING 0.452 
9 B.RATING 0.452 
10 AAUTHORS 2.720 
10 AYEAR 2.683 
10 BJVUTHOR 2.666 
10 B.PUBYEAR 2.684 

Cluster Attribute Distance 
1 AISBN 3.672 
1 AAUTHORS 3.655 
1 ATITLE 3.679 
1 ACOVER 3.613 
1 AEDITION 3.131 
1 AMONTH 3.603 
1 AYEAR 3.607 
1 APUBLISHER 3.624 
1 APAGES 3.615 
1 ASALES RANK 3.619 
1 ALIST PRICE 3.607 
1 B.ISBN 3.574 
1 B.TITLE 3.580 
1 |B.AUTHOR 3.619 
1 p.RETAILPRICE 3.654 
1 B.COVERFORMAT 3.646 
1 B.EDITION 3.126 
1 B.PAGES 3.602 
1 B.PUBLISHER 3.636 
1 B.PUBMONTH 3.606 
1 B.PUBYEAR 3.611 
1 B.SALESRANK 3.607 
2 AOUR PRICE 2.824 
2 A.AVG RATING 2.864 
2 B.EDITIONDESC 3.091 
2 B.RATING 2.772 
2 B.OURPRICE 2.816 
3 A.TYPE 0.000 
4 A.SERIES 0.000 
5 ADATE 0.000 

(c) K:=10 (d) K=5 

Figure 4.11 (Continued) Some K-Means results for the E-Catalog Example 
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H I E R A R C H I C A L  C L U S T E R  A N A L Y S I S  

Dendrogram using Centroid Method 

C A S E  
Label 

A. EDITION 

B.EDITION 

B.EDITIONDESC 

A.AVG_RATING 

B.RATING 

A.MONTH 

B.PUBMONTH 
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Figure 4.12 A Hierarchical Clustering Result for the E-catalog Example 

(Using the Centroid Method) 



(a) Attribute Map 

(b) Binary Map at a High Similarity Level 

Figure 4.13 An SOM Result for the E-Catalog Example Using All Features 
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(c) Binary Map at a Medium Similarity Level 

p. 

(d) Binary Map at Low Similarity Level 

Figure 4.13 (Continued) An SOM Result for the E-Catalog Example Using All Features 
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(a) Attribute Map 

(b) Binary Map at a High Similarity Level 

Figure 4.14 An SOM Result for the E-Catalog Example Using Only Indirect Semantic 
Features 
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(c) Binary Map at a Medium Similarity Level 

(d) Binary Map at a Low Similarity Level 

Figure 4.14 (Continued) An SOM Result for the E-Catalog Example Using Only Indirect 
Semantic Features 
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(a) Attribute Map 

(b) Binary Map at a High Similarity Level 

Figure 4.15 An SOM Result for the E-Catalog Example Using Only Direct Semantic 
Features 
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ttxatm. 

(c) Binary Map at a Medium Similarity Level 

(d) Binary Map at a Low Similarity Level 

Figure 4.15 (Continued) An SOM Result for the E-Catalog Example Using Only Direct 
Semantic Features 
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4.4.3 Detecting Instance-level Correspondences 

On the instance level, we wanted to decide whether a pair of tuples (i.e., records) in the 

two catalogs referred to the same book. We trained classifiers to determine whether or 

not a pair of tuples matched, based on their distances on the common attributes identified 

in the previous cluster analysis. 

There was a common key attribute, i.e., ISBN. Records about the same book had the 

same ISBN value even if they were stored in different databases. Therefore, the 

identification of corresponding records from these two catalogs is simple; we can rely on 

the ISBN to match the records. We chose this case for empirical evaluation because the 

ISBN could provide convenient and objective training and testing data to evaluate various 

classification techniques. We trained classifiers based on other attributes common to the 

two catalogs while withholding the ISBN, which served as the determinant of the 

correctness of the results. In the integration of general product catalogs, however, when 

there is no common key, domain experts must manually match some records to train and 

test the classifiers. There are other interesting situations, such as cases where some 

records have a key value that is common across catalogs while other records do not. In 

such cases, the records that have a common key value can be used to train classifiers, 

which are then activated to compare other records. 
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4.4.3.1 Attribute-matching Functions 

The comparison of a pair of tuples was based on thirteen pairs of corresponding 

attributes, such as title (A.Title and B.Title) and list price (A.List_price and 

B.Retail_price), which had been identified in the previous cluster analysis and confirmed 

in follow-up evaluation. Some corresponding attributes such as publishing dates had 

different formats and were transformed to be compatible. 

We generated a balanced data set with an equal number of match tuple pairs and non-

match tuple pairs to train and test classifiers. There were 702 match tuple pairs in all. To 

generate a relatively large data set, we duplicated each of these pairs and randomly 

sampled 1404 non-match tuple pairs. The data set consisted of 1404 match examples and 

1404 non-match examples. 

After experimenting with the training data set, we defined various attribute-matching 

functions. Table 4.19 summarizes these functions. All functions returned a value between 

0 and 1. We assigned the minimum similarity degree 0 to a pair of attribute values if one 

or both of them were missing. Some similarity measures were derived from distance 

measures using the formula: similarity = 1 - distance. The types of attribute-matching 

functions we used included: 



235 

Table 4.19 Attribute-matching Fmictions for the E-Catalog Example 
Matching 
Function 

Attribute Pair Description Matching 
Function Catalog A Catalog B 

AU AUTHORS AUTHOR Exact comparison 
AU2 

AUTHORS AUTHOR 
Levenshtein's edit distance 

TT 
TITLE TITLE 

Exact comparison 
TT2 

TITLE TITLE 
Levenshtein's edit distance 

LP 

LIST PRICE RETAILPRICE 

Exact comparison 

LP2 
LIST PRICE RETAILPRICE 

LP2{x, v) = 1 - ——— Normalized 
.r + y 

distance. 

LP3 

LIST PRICE RETAILPRICE 

LP2(x,y) = I  — N o r m a l i z e d  
max(.r, v) 

distance. 
OP 

OUR PRICE OURPRICE 

Exact comparison 

OP2 
OUR PRICE OURPRICE 

OP2{x, v) = 1 ^ Normalized 
.r + V 

distance. 

OP3 

OUR PRICE OURPRICE 

OP3{x,y) = l— —— N o r m a l i z e d  
max(.r,y) 

distance. 
COV COVER COVERFORMAT Exact comparison + dictionary lookup 
PG 

PAGES PAGES 

Exact comparison 

PG2 
PAGES PAGES 

PG2(x,y) = 1 —— Normalized 
x + y 

distance. 

PG3 

PAGES PAGES 

PG3{x,y) =  I  — —— N o r m a l i z e d  
max(.r,>') 

distance. 
ED EDITION EDITION Exact comparison 
PM MONTH PUBMONTH Exact comparison 
PY YEAR PUB YEAR Exact comparison 

PD 
MONTH + 
YEAR 

PUBMONTH + 
PUB YEAR Normalized distance 

PUB PUBLISHER PUBLISHER Exact comparison + dictionary lookup 
SRK SALES RANK SALESRANK Normalized distance 
RAT AVG RATING RATING Normalized distance 

• Exact comparison; Exact comparison, or equality comparison, is the simplest 
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matching method. Some attribute pairs, such as edition (A.Edition and B.Edition), 

publishing month (A.Month and B.Pubmonth), and publishing year (A.Year and 

B.Pubyear) were required to match exactly for two records to be about the same book. 

Although any attribute pairs could be compared exactly, exact comparison might not 

be the best matching function. Table 4.20 summarizes the equality comparison results 

for each common attribute pair on the 702 match tuple pairs. Most of the common 

attribute pairs, except publishing year and cover (A.Cover and B.Coverformat), 

matched for less than 55% of the match tuple pairs, showing we needed more 

complex and discriminating attribute-matching functions for some common attribute 

pairs. 

• Approximate string comparison; There were many typographical discrepancies in 

author names (A.Authors and B.Author) and titles (A.Title and B.Titles). We used the 

edit distance metric defined by Levenshtein to compute the distance between two 

strings. The degree of similarity between two strings was defined as one minus a 

normalized edit distance. 

• Normalized numeric distance; Some attribute pairs, such as list price (A.List_price 

and B.Retailprice), our price (A.Our_price and B.Ourprice), and number of pages 

(A.Pages and BPages), of the same book were different, but deemed to be close. We 

normalized the difference between two numbers into the range of [0,1]. Sales rank 

(A.Sales_rank and B.Salesrank) and average rating (A.Avg^rating and B.Rating) 
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were also compared based on normalized numeric distance flmctions. We also 

combined publishing month and publishing year into a single number and computed a 

normalized distance between two such numbers. 

• Dictionary: Dictionaries helped to resolve coding differences. Most of the publishers 

were named differently in the two catalogs. For example, one publisher was named 

"John Wiley & Sons" in Catalog A and "Wiley, John & Sons, Incorporated" in 

Catalog B. Cover types were sometimes coded differently too. For example, the cover 

of some books was coded as "Paperback" in Catalog A and 'Textbook Paperback" in 

Catalog B. We built small dictionaries and used dictionary lookup, in addition to 

equality comparison, for these two common attribute pairs. 

For some attribute pairs, such as author and title, we designed multiple matching 

functions (i.e., exact comparison and approximate string comparison). List price and our 

price were also compared both exactly and approximately (using two normalized distance 

functions). For a pair of common attributes, however, multiple matching functions are 

usually highly correlated. Table 4.21 shows the Pearson correlation coefficient between 

each pair of matching functions. Many of the different matching functions for the same 

common attribute pair were highly correlated, with a coefficient of determination, r', 

over 0.5, or a Pearson correlation coefficient, r, over 0.71. Some classification 

techniques, such as Fisher's linear discriminant analysis and logistic regression, are 

sensitive to highly correlated features in the training data. Using multiple matching 
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functions for a pair of common attributes also biases the importance of the pair, 

especially in techniques such as Naive Bayes, where the effects (i.e., posterior 

probabilities of particular attribute-matching function values given that a pair of tuples 

match or do not match) of these matching functions will be multiplied. 

We selected one matching function for each pair of common attributes. Table 4.22 shows 

the Pearson correlation between each matching function and the match label. For a pair of 

common attributes, the matching function most highly correlated with the match label 

was used in the subsequent classification. It turned out that approximate comparison was 

better for some attribute pairs (i.e., author and title) while exact comparison was better 

for others (i.e., list price, our price, and number of pages). 
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Table 4.20 Statistics of the 702 Match Tuple Pairs on Common Attribute Pairs 

Attribute Pair Equal Not Equal One Null Both Null 

Catalog A Catalog B Count % Count % Count % Count % 

AUTHORS AUTHOR 366 52.14 323 46.01 12 1.71 I 0.14 

TITLE TITLE 325 46.30 377 53.70 0 0.00 0 0.00 

LIST_PRICE RETAILPRICE 291 41.45 19 2.71 162 23.08 230 32.76 

OUR_PRICE OURPRICE 371 52.85 223 31.77 100 14.25 8 1.14 

COVER COVERFORMAT 529 75.36 145 20.66 28 3.99 0 0.00 

PAGES PAGES 262 37.32 279 39.74 114 16.24 47 6.70 

EDITION EDITION 120 17.09 11 1.57 219 31.20 352 50.14 

MONTH PUBMONTH 313 44.59 361 51.42 28 3.99 0 0.00 

VEAR PUB YEAR 584 83.19 90 12.82 28 3.99 0 0.00 

PUBLISHER PUBLISHER 145 20.66 516 73.50 41 5.84 0 0.00 

SALES_RANK SALESRANK 0 0.00 521 74.22 152 21.65 29 4.13 

AVG_RATING RATING 42 5.98 124 17.66 396 56.41 140 19.94 
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Table 4.21 Pearson Correlation Matrix of Attribute-matching Functions 

(Large correlation values (coefficient of determination r" >0.5 or Pearson Correlation 
Coefficient r > 0.71) are highlighted.) 

AU AU2 TT TT2 LP LP2 LP3 OP OP2 OP3 COV PG PG2 PG3 ED PM PY PD PUB SRK 

AU2 0.8S 

IT 0.32 0.46 

rn 0.55 0.77 0.67 

LP 0.27 0.39 0.35 0.45 

LP2 0.12 0.19 0.20 0.23 0.79 

LP3 0.15 0.23 0.23 0.27 0.83 0.99 

OP 0.34 0.45 0.35 0.52 0.70 0.49 0.53 

0P2 0.17 0.27 0.21 0.30 0.42 0.46 0.48 0.51 

0P3 0.23 0.35 0.26 0.39 0.50 0.50 0.52 0.61 0.98 

COV 0.20 0.24 0.17 0.25 0.24 0.27 0.27 0.26 0.37 0.37 

PG 0.28 0.39 0.29 0.44 0.28 0.17 0.19 0.32 0.22 0.26 0.20 

PG2 0.14 0.25 0.23 0.31 0.41 0.43 0.45 0.34 0.47 0.49 0.37 0.46 

PG3 0.20 0.33 0.27 0.39 0.45 0.43 0.45 0.39 0.48 0.51 0.37 0.53 0.99 

ED 0.10 0.16 0.16 0.19 0.17 0.14 0.15 0.14 0.19 0.20 0.12 0.10 0.21 0.22 

PM 0.21 0.32 0.26 0.38 0.19 0.09 0.11 0.24 0.17 0.21 0.12 0.22 0.21 0.24 0.12 

PY 0.38 0.55 0.38 0.62 0.37 0.24 0.26 0.39 0.32 0.37 0.25 0.35 0.34 0.39 0.15 0.44 

PD 0.44 0.62 0.42 0.69 0.42 0.26 0.29 0.44 0.37 0.43 0.28 0.39 0.37 0.43 0.18 0.52 0.88 

PUB 0.42 0.64 0.47 0.75 0.46 0.28 0.31 0.49 0.34 0.42 0.28 0.41 0.37 0.44 0.19 0.39 0.60 0.65 

SRK 0.11 0.18 0.12 0.20 0.34 0.37 0.37 0.27 0.38 0.37 0.15 0.10 0.27 0.27 0.09 0.09 0.19 0.22 0.19 

RAT -0.02 0.04 0.10 0.07 0.18 0.23 0.23 0.06 0.11 0.10 0.09 0.02 0.12 0.12 0.10 0.03 0.09 0.09 0.09 0.14 
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Table 4.22 Pearson Correlation CoefiBcients between Attribute-matching Functions and 
the Match Label 

(The best matching function for each attribute pair is highlighted.) 

Function Correlation 

AU 0.594 

AU2 0.826 

TT 0.549 

TT2 0.916 

LP 0.465 

LP2 0.224 

LP3 0.267 

OP 0.547 

0P2 0.303 

OP3 0.402 

GOV 0.24 

PG 0.473 

PG2 0.317 

PG3 0.408 

ED 0.196 

PM 0.409 

PY 0.669 

PD 0.739 

PUB 0.788 

SRK 0.211 

RAT 0.064 
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4.4.3.2 Classification of Tuple Pairs 

We used the classification methods available in Weka (Witten and Frank 2000) to 

classify tuple pairs. The training data set consisted of 2808 examples of tuple pairs, each 

of which was represented by 13 attribute-matching function values and a match label (1 

for match and 0 for non-match). All 2808 examples were used for training. A 10-fold 

cross-validation was used to estimate the error rates in running each of the methods. 

Table 4.23 summarizes the results generated by various classification methods. 

Table 4.23 Single Classification Results 

Method Description 
Apparent 
Accuracy 

(%) 

False 
Positive 
Rate (%) 

False 
Negative 
Rate (%) 

Training 
Time 

(Seconds) 

Testing 
Time 

(Seconds) 
IR 1-rule 96.546 1.353 5.556 0.21 0.13 

Linear 
Classification via linear 
regression 98.397 0.071 3.134 3.03 0.33 

Logistic Logistic regression 99.039 0.783 1.140 0.94 0.20 
DecTab Decision table 98.931 1.068 1.068 7.26 0.35 
J4.8 J4.8 decision tree 99.110 0.712 1.068 1.06 0.14 
Bayes NTaive Bayes 99.217 1.282 0.285 0.35 0.32 

BP 
Back propagation neural 
network 99.430 0.712 0.427 300.78 0.62 

1-NN 1-nearest neighbor 99.395 0.641 0.570 0.09 132.48 
3-NN 3-nearest neighbor 98.326 1.923 1.425 0.04 133.80 
5-NN 5-nearest neighbor 98.433 1.425 1.709 0.09 129.36 
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1-ruIe (IR) selects the single most discriminating feature to make the classification 

decision. In this example, TT2 was selected. The classification rules were: 

IF TT2>= 0.425, Match; Otherwise, Non-Match. 

The model learned by logistic regression (Logistic) was: 

IF >12.6201, Match; Otherwise, Non-Match 

where = 9.6725 x AU2 + 15.2296 x TT2 - 0.9825 x LP + 2.6276 x OP 

- 0.6146 X COV + 4.0138 x PG + 2.5171 x ED - 0.7047 x PM 

+ 2.9043 x PY + 2.0387 x PD + 2.9073 x PUB - 0.9294 x SRK 

- 1.6748 X RAT 

The model learned by classification via linear regression (Linear) was: 

IF D,i„^, >0.1416 , Match; Otherwise, Non-Match 

where Di^, = 0.3228 x AU2 + 0.6639 x TT2 - 0.0273 x LP + 0.0658 x OP 

-0.0424 X COV + 0.0534 x PG + 0.0174 x PY + 0.1292 x PD 

+ 0.1561 xPUB 

Figure 4.16 shows the decision tree generated by J4.8, Weka's implementation of C4.5. 

Decision table (DecTab) selected features AU2, TT2, COV, PG, and PUB for the table 

lookup when a new example needed to be classified. Naive Bayes (Bayes) estimated a 
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collection of prior probabilities and posterior probabilities. Back propagation neural 

network (BP) learned a collection of weights in a network with one hidden layer, k-

Nearest Neighbor (1-NN, 3-NN, and 5-NN) methods simply memorized the training 

examples and classified each new example according to the majority class of its k nearest 

training examples. 

TT2 <= 0.43 
I AU2 <= 0.37 
I I PUB <= 0: Non-Match (1345/2) 

I I PUB > 0 
I I I PD <= 0.5: Non-Match (30) 

I I I PD > 0.5 
I I I I TT2 <= 0.24: Non-Match (5) 

I I I j TT2 > 0.24 
I I I I I SRK <= 0.42: Non-Match (6/2) 
I I I I I SRK > 0.42: Match (6) 
I AU2 > 0.37 
1 1 PD <= 0: Non-Match (8/2) 
j I PD > 0: Match (68/2) 
TT2 > 0.43 
I AU2 <= 0.23 

1 I PD <= 0.25 
1 I I TT2 <= 0.89 
I I I I AU2 <= 0.12: Match (5/1) 
I I I I AU2 > 0.12: Non-Match (12) 
I I 1 TT2 > 0.89: Match (8) 
I 1 PD > 0.25: Match (59/1) 

AU2 > 0.23: Match (1256) 

Figure 4.16 A J4.8 Decision Tree for the E-Catalog Example 

(The two numbers attached to each leaf node are the total number of examples covered 
by the node and the number of examples incorrectly classified by the node in the training 
data.) 
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4.4.3.3 Comparison of Techniques 

We conducted experiments to compare the accuracies of different classification 

techniques and different combinations of techniques. We ran each method 200 times; 

each time, 66% of the examples in the input data set were randomly re-sampled for 

training and the remaining examples were set aside for testing. We then used the student 

t-test and One-Way ANOVA in SPSS to test whether the accuracies of different methods 

were significantly different. 

In the first experiment, we ran each base classification techniques 200 times. Table 4.24 

siunmanzes the results of the experiment. Table 4.25 summarizes the ANOVA test of the 

accuracies of the classification techniques. The null hypothesis was rejected; at least two 

of the classification techniques performed significantly differently in terms of accuracy 

(F(9, 1990)=1072.500, p<0.05). Tables 4.26 and 4.27 summarize the result of a Sheffe's 

post hoc test. Six homogeneous (in terms of accuracy) subsets of classification techniques 

were recognized at a = 0.05. IR was the least accurate; Bayes and BP were the most 

accurate. 
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Table 4.24 Summary of Classification Results 

Method N 
Accuracy (%) False Positive 

Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 200 96.581 0.524 1.650 0.884 5.190 0.970 0.11 0.05 0.02 0.03 

3-NN 200 98.298 0.391 1.619 0.685 1.786 0.565 0.01 0.00 33.32 3.71 

Linear 200 98.315 0.361 0.075 O.lOl 3.296 0.723 1.57 0.34 0.11 O.IO 

5-NN 200 98.326 0.368 1.368 0.549 1.981 0.591 0.01 0.01 33.72 3.07 

J4.8 200 98.871 0.317 1.009 0.593 1.250 0.626 0.67 0.26 0.03 0.06 

DecTab 200 99.009 0.327 1.047 0.655 0.936 0.570 4.25 0.52 0.06 0.04 

Logistic 200 99.088 0.277 0.689 0.398 1.135 0.513 0.41 0.11 0.06 0.08 

1-NN 200 99.130 0.350 0.880 0.461 0.861 0.563 0.01 0.01 24.70 1.91 

Bayes 200 99.240 0.260 1.248 0.475 0.272 0.197 0.14 0.03 0.08 0.03 

BP 200 99.30^ 0.271 0.586 0.356 0.804 0.471 210.45 46.44 0.21 0.08 

Table 4.25 ANOVA of the Accuracies of Ten Classifiers. 

Sum of Squares df Mean Square F Sig. 

Between Groups 1197.955 9 133.106 1072.500 0.000 

Within Groups 246.975 1990 0.124 

Total 1444.930 1999 
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Table 4.26 Sheffe's Test of the Accuracies of Ten Classifiers - Pair-wise Comparison 

(The comparisons that fail to reject the null hypotheses are highlighted.) 

Sig. IR 3-NN Linear 5-NN J4.8 DecTab Logistic 1-NN Bayes 

3-NN 0.000 

Linear 0.000 1.000 

5-NN 0.000 1.000 1.000 

14.8 0.000 0.000 0.000 0.000 

DecTab 0.000 0.000 0.000 0.000 0.084 

Logistic 0.000 0.000 0.000 0.000 0.000 0.831 

1-NN 0.000 0.000 0.000 0.000 0.000 0.221 0.997 

Bayes 0.000 0.000 0.000 0.000 0.000 0.000 0.030 0.380 

BP 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.003 0.941 

Table 4.27 Sheffe's Test of the Accuracies of Ten Classifiers - Homogeneous Subsets 

Method N 
Subset for alpha = .05 

Method N 
1 2 3 4 5 6 

IR 200 96.581 
3-NN 200 98.298 
Linear 200 98.315 
5-NN 200 98.326 
J4.8 200 98.871 
DecTab 200 99.009 99.009 
Logistic 200 99.088 
1-NN 200 99.130 99.130 
Bayes 200 99.240 99.240 
BP 200 99.306 
Sig. 1.000 1.000 0.084 0.221 0.380 0.941 
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4.4.3.4 Combining Multiple Classifiers 

In another experiment, we tested whether various ways to combine multiple classifiers, 

including concatenating, bagging, boosting, and stacking, could improve classification 

accuracy. A classification method that combines multiple base classifiers is called a 

composite classification method. Each composite classification method was also run 200 

times; each time 66% of the 2808 examples were randomly re-sampled for training, the 

rest used for testing. 

I) Concatenating Two Classifiers of Different Types 

We used the discriminant function (see 4.2.3.2) learned by Logistic as an 

additional input feature to train J4.8 again. Table 4.28 summarizes the accuracy and 

nmning times of the concatenated classifier. Table 4.29 summarizes the results of two t-

tests that compared the concatenated classifier with the base classifiers. The concatenated 

classifier performed significantly better than either of the two base classifiers (compared 

with J4.8: t(398)=l2.744, p<0.05; compared with Logistic: t(398)=6.344, p<0.05). 
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Table 4.28 Concatenating Logistic Regression and J4.8 Decision Tree 

(Statistics about the two base classifiers are listed too for convenience.) 

Method N Accuracy (%) 
False Positive 

Rate (%) 
False Negative 

Rate (%) 
Training Time 

(Seconds) 
Testing Time 

(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

J4.8 200 98.871 0.317 1.009 0.593 1.250 0.626 0.67 0.26 0.03 0.06 

Logistic 200 99.088 0.277 0.689 0.398 1.135 0.513 0.41 0.11 0.06 0.08 

Concat 200 99.301 0.466 0.172 0.196 0.239 0.222 0.96 0.22 0.07 0.09 

Table 4.29 t-tests Comparing the Concatenated Classifier with Each Base Classifier. 

Compare to t P 
J4.8 12.744 0.000 

Logistic 6.344 0.000 

2) Bagging and Boosting Multiple Classifiers of the Same Type 

We bagged nine classifiers from each of the other seven base classification techniques 

(i.e., IR, Linear, J4.8, Logistic, DecTab, Bayes, and BP) and boosted a maximum of nine 

classifiers of each type using the AdaBoost.Ml method (Witten and Frank 2000). Tables 

4.30 and 4.31 summarize the accuracies and running times of the bagged and boosted 
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classifiers. Table 4.32 summarizes the results of a series of t-tests that compared each 

bagged classifier with the corresponding base classifier, each boosted classifier with the 

corresponding base classifier, and each boosted classifier with the corresponding bagged 

classifier. 

Bagging significantly improved some base classifiers (i.e., J4.8 and DecTab) and never 

significantly degraded a base classifier. Bagging improved J4.8 and DecTab because 

these base classifiers are not stable, that is, different features may be selected when 

different training data are used. Bagging works better for unstable base classifiers than 

stable ones, such as logistic regression, which use all the input features simultaneously 

and are insensitive to small changes in training data (Dietterich 2000). 

Boosting significantly improved more base classifiers, including IR, Linear, J4.8, and 

DecTab, than bagging. Also, when boosting improved a base classifier, it improved it 

more significantly than bagging did. Boosting of the simplest and least accurate classifier, 

IR, performed better than most of the other base classifiers except Bayes and BP; the 

average accuracy increased from 96.581% to 99.158%. However, unlike bagging, which 

never significantly degraded a base classifier, boosting did degrade some base classifiers 

(i.e.. Logistic and Bayes). 
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Table 4.30 Bagging of Multiple Classifiers 

(Nine classifiers of each type are bagged.) 

Base 
Method N 

Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 200 96.616 0.550 1.711 0.898 5.060 0.972 0.96 0.13 0.03 0.01 

Linear 200 98.295 0.369 0.075 0.101 3.336 0.739 13.45 1.43 0.61 0.14 

J4.8 200 99.017 0.297 1.058 0.545 0.909 0.457 4.00 0.37 0.06 0.01 

DecTab 200 99.256 0.293 0.794 0.482 0.695 0.480 39.55 5.09 0.42 O.IO 

Logistic 200 99.071 0.281 0.743 0.423 1.114 0.494 4.57 0.40 0.26 0.12 

Bayes 200 99.237 0.256 1.252 0.469 0.274 0.197 1.30 0.12 0.55 0.10 

BP 200 99.302 0.280 0.517 0.327 0.880 0.490 1788.76 95.89 1.58 0.22 

Table 4.31 Boosting of Multiple Classifiers 

(At most nine classifiers of each type are boosted.) 

Base 
Method N 

Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 200 99.158 0.282 0.804 0.421 0.882 0.511 1.34 0.22 0.03 0.01 

Linear 200 98.668 0.365 0.978 0.574 1.688 0.588 14.42 1.72 0.51 0.09 

14.8 200 99.446 0.250 0.660 0.400 0.448 0.434 7.44 0.97 0.09 0.04 

DecTab 200 99.375 0.325 0.695 0.530 0.555 0.570 47.52 10.50 0.43 0.11 

Logistic 200 98.971 0.322 0.886 0.503 1-173 0.488 3.24 0.77 0.18 0.07 

Bayes 200 99.141 0.254 0.834 0.457 0.886 0.457 4.08 0.89 0.59 0.10 

BP 200 99.305 0.271 0.586 0.356 0.804 0.471 600.72 149.39 0.36 0.13 
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Table 4.32 t-tests that Compare Some Composite and Base Classifiers 

Base 
Method 

Bagging to Base Boosting to Base Boosting to Bagging Base 
Method t P t P t P 

IR 0.653 0.514 61.229 0.000 58.157 0.000 

Linear -0.560 0.576 9.701 0.000 10.154 0.000 

J4.8 4.751 0.000 20.133 0.000 15.611 0.000 

DecTab 7.967 0.000 11.250 0.000 3.859 0.000 

Logistic -0.600 0.549 -3.908 0.000 -3.328 0.001 

Bayes -0.101 0.919 -3.851 0.000 -3.781 0.000 

BP -0.133 0.894 -0.039 0.969 0.095 0.924 
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3) Stacking Multiple Classifiers of Different Types 

We combined seven base classifiers, including IR, Linear, J4.8, Logistic, DecTab, Bayes, 

and BP, using stacking and used logistic regression as the meta-leamer. Table 4.33 

summarizes the accuracy and running times of the stacked classifier. Table 4.34 

summarizes the results of a series of t-tests that compared the stacked classifier with the 

corresponding base classifier, with each boosted classifier, and with each bagged 

classifier. 

Stacking of seven base classifiers of different types performed better than every base 

classifier, every bagged classifier, and most of the boosted classifier, except the boosted 

J4.8. Among all of the 26 base and composite classifiers (i.e, 10 base, 1 concatenated, 7 

bagged, 7 boosted, and 1 stacked), the top three classifiers were: boosting of J4.8 

(Accuracy: Mean=99.446%, StdDev= 0.250%), stacking of seven classifiers with a 

logistic regression meta-leamer (Accuracy; Mean=99.401%, StdDev=0.243%), and 

boosting of DecTab (Accuracy: Mean=99.375%, StdDev=0.325%). Table 4.35 

summarizes the accuracies of the 26 classifiers. Table 4.36 summarizes the ANOVA test 

of the accuracies of the 26 classifiers. The null hypothesis was rejected; at least two of 

the classifiers performed significantly differently in terms of accuracy (F(25, 5174)= 

980.289, p<0.05). Table 4.37 siunmarizes the result of a Sheffe's post hoc test. Ten 

homogeneous (in terms of accuracy) subsets of classifiers were recognized at a = 0.05. 
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Table 4.33 Stacking of Multiple Classifiers 

(Seven classifiers of different types were stacked. Statistics about the base classifiers are 
listed too for convenience. Logistic regression was used as the meta-leamer.) 

Method N Accuracy (%) False Positive 
Rate(%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 200 96.581 0.524 1.649 0.884 5.190 0.971 O.ll 0.05 0.02 0.03 

Linear 200 98.315 0.361 0.074 0.100 3.295 0.723 1.57 0.34 O.ll O.IO 

J4.8 200 98.871 0.317 1.008 0.593 1.249 0.627 0.67 0.26 0.03 0.06 

DecTab 200 99.009 0.327 1.046 0.655 0.936 0.570 4.25 0.52 0.06 0.04 

Logistic 200 99.088 0.277 0.689 0.398 1.135 0.514 0.41 0.11 0.06 0.08 

Bayes 200 99.240 0.260 1.248 0.475 0.272 0.196 0.14 0.03 0.08 0.03 

BP 200 99.306 0.271 0.585 0.356 0.803 0.471 210.45 46.44 0.21 0.08 

Stack 200 99.401 0.243 0.605 0.372 0.594 0.412 2078.66 115.86 0.52 0.16 

Table 4.34 t-tests that Compare the Stacked Classifier with Each Base, Bagged, and 
Boosted Classifier 

Base 
Method 

Stacking to Base Stacking to Bagging Stacking to Boosting Base 
Method t P t P t P 

IR 69.020 0.000 65.490 0.000 9.215 0.000 

Linear 35.255 0.000 35.385 0.000 23.606 0.000 

J4.8 18.720 0.000 14.101 0.000 -1.846 0.066 

DecTab 13.596 0.000 5.366 0.000 0.875 0.382 

Logistic 11.985 0.000 12.522 0.000 15.073 0.000 

Bayes 6.379 0.000 6.543 0.000 10.443 0.000 

BP 3.677 0.000 3.755 0.000 3.717 0.000 
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Table 4.35 Summary of the Accuracies of Twenty-six Classifiers. 

Method Description N 
Accuracy (%) 

Method Description N 
Mean StdDev 

IR IR 200 96.581 0.524 
Bag^lR Bagged IR 200 96.616 0.550 
Bag;_Linear Bagged Linear 200 98.295 0.369 
3-NN 3-NN 200 98.298 0.391 
Linear Linear 200 98.315 0.361 
5-NN 5-NN 200 98.326 0.368 
Boost Linear Boosted Linear 200 98.668 0.365 
J4.8 J4.8 200 98.871 0.317 
Boost_Logistic Boosted Logistic 200 98.971 0.322 
DecTab DecTab 200 99.009 0.327 
Bag_J4.8 Bagged J4.8 200 99.017 0.297 
Ba^Logistic Bagged Logistic 200 99.071 0.281 
Logistic Logistic 200 99.088 0.277 
1-NN 1-NN 200 99.130 0.350 
Boost_Bayes Boosted Bayes 200 99.141 0.254 
Boost IR Boosted IR 200 99.158 0.282 
Bag;_Bayes Bagged Bayes 200 99.237 0.256 
Bayes Bayes 200 99.240 0.260 
Bag DecTab Bagged DecTab 200 99.256 0.293 
Concate Logistic and J4.8 Concatenated 200 99.301 0.466 
Bag_BP Bagged BP 200 99.302 0.280 
Boost BP Boosted BP 200 99.305 0.271 
BP BP 200 99.306 0.271 
Boost DecTab Boosted DecTab 200 99.375 0.325 
Stack 7 classifiers Stacked 200 99.401 0.243 
Boost J4.8 Boosted J4.8 200 99.446 0.250 
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Table 4.36 ANOVA of the Accuracies of Twenty-six Classifiers 

Sum of 
Squares 

df Mean Square F Sig. 

Between Groups 2807.365 25 112.295 980.289 0.000 

Within Groups 592.695 5174 0.115 

Total 3400.059 5199 
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Table 4.37 Sheffe's Test of the Accuracies of Twenty-Six Classifiers - Homogeneous 
Subsets. 

Method N 
Subset for alpha = .05 

Method N 
1 2 3 4 5 6 7 8 9 10 

IR 200 96.581 
Bag IR 200 96.616 
Bag Linear 200 98.295 
3-NN 200 98.298 
Linear 200 98.315 
5-NN 200 98.326 
Boost Linear 200 98.668 
J4.8 200 98.871 98.871 
Boost Logistic 200 98.971 98.971 
DecTab 200 99.009 99.009 
Bag J4.8 200 99.017 99.017 
BagLogistic 200 99.071 99.071 99.071 
Logistic 200 99.088 99.088 
1-NN 200 99.130 99.130 99.130 
Boost Bayes 200 99.141 99.141 99.141 99.141 
Boost IR 200 99.158 99.158 99.158 99.158 
Bag Bayes 200 99.237 99.237 99.237 99.237 
Bayes 200 99.240 99.240 99.240 99.240 99.240 
Bag DecTab 200 99.256 99.256 99.256 99.256 99.256 
Concate 200 99.301 99.301 99.301 99.301 
Bag BP 200 99.302 99.302 99.302 99.302 
Boost BP 200 99.305 99.305 99.305 99.305 
BP 200 99.306 99.306 99.306 99.306 
Boost DecTab 200 99.375 99.375 
Stack 200 99.401 99.401 
Boost J4.8 200 99.446 
Sig. l.OOQ l.OOQ 0.069 0.090 0.207 0.232 0.364 0.088 0.560 0.057 
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4.4.3.5 Cost-sensitive Classification 

The two experiments just described compared different classification methods in terms of 

simple accuracy using a balanced data set. In most real-world heterogeneous databases, 

however, neither are the two categories (i.e., match and non-match) of tuple pairs 

balanced, nor are the costs associated with the two types of errors (i.e., false match and 

false non-match) symmetric. Different weights should be given to the two categories, 

according to their prior probabilities and costs of errors. There are usually many more 

non-match pairs than match pairs. In the current E-catalog example, there were 702x702 

tuple pairs, only 702 of which were match pairs. The relative costs associated with the 

two types of errors depend on how the result suggested by the classifier is used in 

integrating the data. If the match tuple pairs suggested by the classifier are reviewed by 

some human operator - as there are much fewer of them than non-match pairs - the cost 

of a false match may be considered much lower than the cost of a false non-match. If the 

result suggested by the classifier is automatically used in the integration process without 

human intervention, however, the user may assign equal costs to the two types or errors, 

or even attribute higher cost to false matches if such an error is more serious - records 

about different entities are merged. The relative costs associated with the two types of 

errors can be evaluated only in a particular setting. 
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We performed a series of cost-sensitive classifications using seven techniques, including 

IR, Linear, J4.8, Logistic, DecTab, Bayes, and BP, under several different ratios of costs 

assigned to the two types of errors, to observe how different classifiers adapt to minimize 

cost (or weighted error rate) rather than the plain error rate. To simulate a real application 

more closely, we tested the classifiers on a more realistic, unbalanced testing data set. 

The training data set and testing data set were prepared as follows. We randomly selected 

502 tuple pairs from the 702 match pairs for training and duplicated the 502 pairs twice to 

increase the size of the training data set. 1506 non-match pairs were randomly sampled 

from the possible pairs generated by crossing the 502 records from Catalog A and the 502 

records from Catalog B. The training data set consisted of 3012 examples with an equal 

number of match pairs and non-match pairs. The 200 match pairs not used for training 

were crossed to produce a testing data set of 200x200 examples. We trained classifiers on 

the balanced training data set and tested them on the unbalanced testing data set. 

The ratio between the weights we assigned to the two types (i.e., match and non-match) 

of examples were determined by 

fV P C "  M  _ VW ^ ^ F N  
W  P C '  

iV FAf 

P 
where —^ is the ratio between the prior probability of match and the prior probability of 

C 
non-match, —— is the ratio between the cost of a false non-match to the cost of a false 
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match. There were 200 match pairs and 200x199 non-match pairs in the testing data set, 

PI C 
so —^ = . We set —— to a series of values in the range of 1/50 to 50. 

P  199 C  

Table 4.38 summarizes the results of the cost-sensitive classifiers as applied to the testing 

data set. Table 4.39 summarizes the total costs of the cost-sensitive classifiers. Figure 

4.17 displays the relative ranking of the total costs of the cost-sensitive classifiers at each 

selected ratio of costs. When the cost of a false match was considered much higher than 

C 1 
the cost of a false non-match (——< —), because there were many more non-match 

C 20 

pairs than match pairs, most of the methods, except Bayes, classified all the testing 

examples as non-match; Bayes achieved high accuracy (over 99.5%) but resulted in much 

C 1 
higher costs than other methods. When —— = —, IR and Logistic generated slightly 

better results than classifying every example as non-match; beyond some point 

C 1 
( — — <  — ) ,  t h e  b e s t  s t r a t e g y  b e c a m e  s i m p l y  c l a s s i f y i n g  e v e r y  e x a m p l e  a s  n o n - m a t c h .  

^FM 20 

When the cost of a false non-match was considered higher than the cost of a false match 

C 
(i.e., —^ > 1), some methods, including Linear, Logistic, and BP, performed 

^ fm 

consistently better than other methods, including IR. DecTab, and J4.8. Linear, Logistic, 

C 
and BP used the same input features under different —— settings and adjusted the 

^ fm 

decision threshold and the weights associated with the features according to the changes 
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C  ^ F N  i n  — S u c h  a d j u s t m e n t  w a s  r e l a t i v e l y  s m o o t h e r  t h a n  t h e  d r a m a t i c  a d j u s t m e n t  o f  
^FM 

structures (i.e., selecting different features) performed by IR. DecTab, and J4.8. 

Table 4.38 Summary of Cost-sensitive Classification Results 

^FM c ^FN Accuracy 
(%) 

False 
Matches 

False 
Non-

Matches 

Total 
Cost 

IR 50 I 99.5 0 200 200 
40 1 99.5 0 200 200 
30 1 99.5 0 200 200 
20 1 99.5 0 200 200 
10 I 99.7675 4 89 129 

I I 99.7675 20 73 93 
1 10 99.8225 40 31 350 
I 20 99.735 71 35 771 
I 30 99.3575 231 26 1011 
I 40 99.2475 278 23 1198 
1 50 98.7925 463 20 1463 

Linear 50 99.5 0 200 200 
40 99.5 0 200 200 
30 99.5 0 200 200 
20 99.5 0 200 200 
10 99.5 0 200 200 

99.5975 1 160 161 
10 99.9025 25 14 165 
20 99.8825 36 11 256 
30 99.8875 36 9 306 
40 99.84 55 9 415 
50 99.8375 5G 9 506 
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Table 4.38 (Continued) Summary of Cost-sensitive Classification Results 

^FM ^FS 
Accuracy 

(%) 
False 

Matches 

False 
Non-

Matches 

Total 
Cost 

J4.8 50 1 99.5 0 200 200 
40 I 99.5 0 200 200 
30 1 99.5 0 200 200 
20 1 99.5 0 200 200 
10 1 99.5 0 200 200 

1 1 99.84 13 51 64 
1 10 99.55 172 8 252 
1 20 99.515 185 9 365 
1 30 99.54 179 5 329 
1 40 99.3825 240 7 520 
1 50 99.38 241 7 591 

DecTab 50 1 99.5 0 200 200 
40 1 99.5 0 200 200 
30 1 99.5 0 200 200 
20 1 99.5 0 200 200 
10 1 99.5 0 200 200 

1 99.84 42 22 64 
10 99.4 229 11 339 
20 99.415 222 12 462 
30 99.6025 139 20 739 
40 99.6025 139 20 939 
50 99.6025 139 20 1139 

Logistic 50 99.5 0 200 200 
40 99.5 0 200 200 
30 99.5 0 200 200 
20 99.5 0 200 200 
10 99.6475 5 136 186 

99.835 31 35 66 
10 99.8575 39 18 219 
2^ 99.8575 52 5 152 
30 99.8275 64 5 214 
40 99.7725 85 6 325 
50 99.745 97 5 347 
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Table 4.38 (Continued) Summary of Cost-sensitive Classification Results 

c ^FS Accuracy 
(%) 

False 
Matches 

False 
Non-

Matches 

Total 
Cost 

Bayes 50 99.615 151 3 7553 
40 99.6125 152 3 6083 
30 99.6025 156 3 4683 
20 99.595 159 3 3183 
10 99.57 169 3 1693 

99.45 217 2 220 
10 99.225 308 2 328 
20 99.145 340 2 380 
30 99.08 366 2 426 
40 99.045 380 2 460 
50 99.02 390 2 490 

BP 50 99.5 0 200 200 
40 99.5 0 200 200 
30 99.5 0 200 200 
20 99.5 0 200 200 
10 99.5 0 200 200 

99.915 25 9 34 
10 99.7175 107 6 167 
20 99.545 178 4 258 
30 99.5425 179 4 299 
40 99.5225 187 4 347 
50 99.465 210 4 410 
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Table 4.39 Total Costs of Cost-sensitive Classifiers 

^FM c ^FN IR Linear J4.8 DecTab Logistic Bayes BP 

50 1 200 200 200 200 200 7553 200 
40 1 200 200 200 200 200 6083 200 
30 I 200 200 200 200 200 4683 200 
20 I 200 200 200 200 200 3183 200 
10 1 129 200 200 200 186 1693 200 

1 93 161 64 64 66 220 34 
10 350 165 252 339 219 328 167 
20 771 256 365 462 152 380 258 
30 l O l l  306 329 739 214 426 299 
40 1198 415 520 939 325 460 347 
50 1463 506 591 1139 347 490 410 
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Figure 4.17 Ranking of the Total Costs of Some Cost-sensitive Classifiers 
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4.4.3.6 Complete vs. Partial Classification 

In classical classification problems, classifiers are built to minimize error rates or costs of 

errors. If the error rates or costs of the classifiers are not acceptable, however, the 

classifiers cannot be trusted and have to be abandoned. The training effort is wasted. To 

avoid wasting the entire training effort, part of the classifiers can be used. 

We modified several classification techniques, including Naive Bayes, Fisher's LDA and 

Weka's J4.8 decision tree, to produce partial classification results. Several such modified 

classifiers were then combined into composite classifiers. We used the Fisher's LDA of 

SPSS and J4.8 of Weka to train classifiers, modified the classifiers in SQL or Oracle 

PL/SQL, and applied the modified classifiers to the testing data. We also implemented a 

Naive Bayes in Oracle PL/SQL and Back Propagation (BP) neural network in C++. 

Voting of multiple classifiers was implemented via SQL queries. 

A training data set and a testing data set were prepared as follows. We randomly selected 

502 tuple pairs from the 702 match pairs for training. Those not used for training were 

crossed to produce a testing data set of200x200 examples. The ratio between the weights 

we assigned to the two types (i.e., match and non-match) of examples were determined 

W P C P 
b y  — ^  =  - ^ « — w h e r e  — ^  i s  t h e  r a t i o  b e t w e e n  t h e  p r i o r  p r o b a b i l i t y  o f  m a t c h  a n d  

W P C  P  " s  ' s  * - F A r  
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p 
the prior probability of non-match, —^ is the ratio between the cost of a false match and 

the cost of a false non-match. There were 200 match pairs and 200x199 non-match pairs 

Pi C 
in the testing data set, so = . We set —— = 40. 

Ps 199 

W P C 1 I 
—— = —^ • —— = • 40 « -. For the training data set, we randomly selected 5 times 
W, P, 199 5 

as many non-match examples as match examples. The training data set consisted of 3012 

examples, among which were 502 match examples and 2510 non-match ones. 

It is interesting to compare classifiers visually. Some classifiers can be easily visualized 

when the input space is two-dimensional. Figure 4.18 illustrates the decision regions 

generated by different methods based on two attribute-matching functions AU2 and TT2. 

We briefly describe the methods as follows. 

(1) We manually specified a collection of rules based on our intuitive understanding 

about the two catalogs and some experiments on the traim'ng data. Manually specified 

rules may be inherently non-exhaustive. The rules we used were: 

IF AU2 >= 0.6 and TT2 >= 0.95, Match; 

IF AU2 >= 0.95 and title2>=0.6. Match; 

IF AU2 >= 0.7 and TT2 >= 0.7, Match; 

IF TT2 < 0.2, Non-match; 

IF AU2 < 0.2, Non-match; 
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IF AU2 < 0.3 and TT2 < 0.3, Non-match; 

(2) We used the Fisher's LDA from SPSS. A discriminating line divided the decision 

space into two regions. The decision rules were: 

IF DLDA >r. Match; Otherwise, Non-match, 

where DUJA = AU2*28.218 +TT2»20.561-25.909 and r = 0. 

(3) Considering that the error rates (for false matches and false non-matches) of method 

2 were high, we split the discriminating line into two and moved them in opposite 

directions till the error rates were acceptable. The gray area between the two lines 

represented unclassified data. Figure 4.19 shows the number of errors under different 

thresholds. The modified LDA decision rules were; 

IF Match; 

IF D LDA < r,, Non-Match; 

Otherwise, Non-match, 

where DLQA = AU2»28.218 +TT2*20.561-25.909, =19 and r, =-4. 

(4) We used J4.8, Weka's implementation of the C4.5 decision tree. J4.8 divided the 

decision space into rectangles, the sides of which were all parallel to some axis. 

Figure 4.20 shows the decision tree. 
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(5) We modified the rules in method I based on the rules derived in method 4. The 

machine-learned rules provided some thresholds that had been specified manually. 

The percentage of unclassified examples was reduced. The modified rules were: 

IF AU2 >= 0.75 and TT2 >= 0.95, Match; 

IF AU2 >= 0.95 and TT2 >= 0.75, Match; 

IF AU2 >= 0.85 and TT2 >= 0.85, Match; 

IF AU2 < 0.38 and TT2 < 0.76, Non-Match; 

IF AU2 < 0.45 and TT2 < 0.34, Non-Match; 

IF TT2< 0.1, Non-Match; 

IF AU2 <0.1, Non-Match. 

(6) We used LDA and J4.8 to vote: If they did not agree on the output, a tuple pair was 

not classified. Voting of two complete classifiers generated partial classification 

results. 

(7) We combined the linear discriminant function generated in method 2 with the original 

inputs (AU2 and TT2) to train J4.8 again. The boundary between the decision regions 

was not always parallel to the two axes anymore. The concatenated classifier 

performed better than either of the two base classifiers. Figure 4.21 shows the new 

decision tree. 

(8) We used the modified LDA in method 3 and the synthesized rules in method 5 to 
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vote. If one of them did not suggest the output (i.e., unclassified), a tuple pair was 

considered unclassified. Such a voting policy is "conservative". 

(9) We used methods 3 and 5 to vote again. If one of the methods did not suggest the 

output, the output suggested by the other was adopted. Such a voting policy is 

"optimistic". 

(10) We used methods 3 and 5 to vote again. This time we were optimistic on positive 

(i.e., match) outputs and conservative on negative (i.e., non-match) outputs. 

Other voting policies (e.g., majority as winner, weighting the votes of different 

classifiers, intermediate positions between "conservative" and "optimistic", etc.) can be 

used in more complex situations. We also used BP and Naive Bayes and combined them 

with other techniques. However, it is difficult to visualize the results of BP and Naive 

Bayes Classifiers. 

Table 4.40 summarizes the results of a set of complete or partial classification methods, 

including the above 10 methods and 11 other methods, based on all 13 attribute-matching 

fimctions. Figure 4.22 compares the results of the methods. 
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Figure 4.18 Decision Areas Generated by Various Classification Methods 

Legend: 

M(m) - Matched Area (Percentage of False Matches), 

N(n) - Non-matched Area (Percentage of False Non-matches), 

U(u) - Unclassified Area (Percentage of unclassified tuple pairs) 
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Figure 4.19 Modified LDA: Percentage of Errors vs. Thresholds 
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AU2 <= 0.38 
I TT2 <= 0.76: Non-match (2464/14) 
1 TT2 > 0.76: Match (60/15) 

AU2 >0.38 
I TT2 <= 0.34 
I I AU2 <= 0.45: Non-match (19/1) 

I 1 AU2 > 0.45: Match (23/8) 
TT2 > 0.34: Match (446/19) 

Figure 4.20 A J4.8 Decision Tree Based on AU2 and TT2 

(The two numbers attached to each leaf node are the total number of examples covered 
by the node and the number of examples incorrectly classified by the node in the training 
data.) 

LDA <= 22.99141 
1 TT2 <= 0.71: Non-match (2499/24) 

I TT2 > 0.71: Match (11/3) 
LDA > 22.99141: Match (502/32) 

Figure 4.21 A J4.8 Decision Tree Based on AU2, TT2, and LDA 

(LDA= AU2* 28.218 +TT2» 20.561. 
The two numbers attached to each leaf node are the total number of examples covered by 
the node and the number of examples incorrectly classified by the node in the training 
data.) 



274 

Table 4.40 Some Complete and Partial Classification Results 

No Method 
False 

Matches 

False 
Non-

Matches 

Unclassified 

No Method 
False 

Matches 

False 
Non-

Matches Count % 

1 Human specified rules 1 60 2463 6.16 

2 4 140 

3 LDA': partial classification 4 10 173 0.43 

4 J4.8 decision tree 4 275 

5 Modified rules 4 6 207 0.52 

6 Vote: LDA and J4.8 3 63 291 0.73 

7 Concatenation; LDA + J4.8 6 120 

8 Vote (conservative): LDA' and modified Rules 3 2 303 0.76 

9 Vote (optimistic): LDA' and modified rules 4 14 79 0.2 

10 Vote (mixed): LDA' and modified rules 4 2 124 0.31 

11 BP 3 141 

12 Vote: LDA, J4.8, and BP 1 45 391 0.98 

13 Vote (conservative): LDA', modified Rules, and 
BP 1 1 386 0.97 

14 Vote (optimistic): LDA', modified rules, and BP 1 42 118 0.3 

15 Vote (mixed): LDA', modified rules, and BP 1 I 215 0.54 

16 Bayesian 6 122 

17 Vote: LDA, J4.8, BP, and Bayesian 1 29 453 1.13 

18 Bayes': partial classification 4 11 261 0.65 

19 Vote (conservative): LDA', modified Rules, BP, 
and Bayes' 0 0 549 1.37 

20 Vote (optimistic): LDA', modified Rules, BP, 
and Bayes' 2 32 122 0.31 

21 
Vote (mixed): LDA', modified Rules, BP, and 
Bayes' 2 0 226 0.57 
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Figure 4.22 Comparison of Some Complete and Partial Classification Methods 
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Figure 4.22 (Continued) Comparison of Some Complete and Partial Classification 

Methods 
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We noted several problems for people in specifying classification rules. First, it is hard to 

determine the thresholds when fuzzy (or approximate) comparison functions are 

involved, especially when a domain expert is not familiar with the fiizzy comparison 

techniques used. For example, it is hard to determine the level of similarity (i.e., when the 

edit distance is below a threshold value) between two titles in order to say that the titles 

are "very similar", "somewhat similar", or "not similar". Second, the expert is unable to 

accurately estimate the error rates of ±e rules, so she tends to be conservative and leaves 

a large share of examples for manual review. The decision rules derived from the data 

provide important insights for the expert in determining reasonable thresholds and 

specifying "surprising" rules. In this experiment, the percentage of unclassified examples 

was reduced from 6.16% (method 1) to 0.52% (method 5) when machine-learned rules 

were used to modify the original human-specified rules. 

Combining multiple methods improved the classification performance. Utilizing the 

intermediate concept suggested by LDA in the training of decision trees (method 7) 

generated the most accurate "complete" (i.e., no gray area) classification result. 

Optimistic voting of multiple classifiers (methods 9, 14, and 20) achieved the lowest 

percentages of unclassified examples with reasonable accuracies. Conservative voting of 

multiple classifiers (methods 8, 13, and 19) achieved the highest accuracies with 

reasonable percentages of unclassified examples. Mixed optimistic and conservative 

voting of multiple classifiers (methods 10, 15, and 21) balanced accuracies and 
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percentages of unclassified examples. 

4.4.4 Evaluating Schema-level Correspondences 

We brought match tuple pairs from the two catalogs into a unified data set to analyze the 

relationships between attributes, using statistical analysis methods. We used correlation 

analysis to verify the attribute correspondences identified in the previous cluster analysis 

and to detect potential correspondences between numeric attributes that previously had 

been missed. Table 4.41 summarizes the Pearson correlation coefficients between pairs of 

numeric attributes. Four attribute pairs, including publishing month, publishing year, 

sales rank, and rating, which were clustered as similar previously, appeared not highly 

correlated; coefScients of determination r" < 0.5. All other attribute pairs, which were 

clustered as similar previously, indeed appeared to be highly correlated. The two catalogs 

did not agree well on publishing month and publishing year, primarily because of data 

errors. Another reason was that some books had not yet been published and the two 

catalogs used different predicted publishing dates. The two catalogs did not agree well on 

sales rank and rating because they generated these numbers independently. On the other 

hand, some highly correlated pairs of attributes that had not been identified previously 

were detected. All four attributes A.List_price, B.Retailprice, A.Our_price, and 

B.Ourprice were highly correlated (r>0.95). A.Pages and B.Pages were moderately 

correlated to A.Listprice and B.Retailprice (r>0.65). Highly correlated attributes, 

however, might not semantically correspond to the same property about some real world 
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entity type. For example, A.List_price and A.Our_price were correlated but described 

different properties about books. 

Table 4.41 Person Correlation Matrix of Numeric Attributes. 

(Cells where correlation coefficients are larger than 0.5 are highlighted.) 

VI V2 V3 V4 V5 V6 V7 V8 V9 VIO Vll V12 V13 V14 V15 

VI A.LIST_PRICE 

V2 B.RETAILPRICE 1.00 

V3 A.OUR_PRICE 1.00 0.97 

V4 B.OURPRICE 0.97 0.99 0.99 

V5 A.EDITION -0.15 -0.18 -0.07 -0.06 

V6 B.EDmON 0.03 -0.14 -0.05 0.01 0.86 

V7 A.PAGES 0.71 0.69 0.21 0.25 0.08 0.14 

V8 B.PAGES 0.69 0.65 0.15 0.17 0.07 0.13 0.97 

V9 A.MONTH 0.07 0.07 0.06 0.10 0.05 0.02 0.07 0.04 

VIO B.PUBVIONTH 0.03 0.04 -0.02 -0.01 0.04 0.05 0.07 0.00 0.57 

VI1 A. YEAR 0.16 0.16 0.04 0.04 -0.17 0.14 0.13 -0.02 -0.07 0.02 

V12 B.PUBYEAR 0.16 0.18 -0.03 -0.10 -0.13 0.15 0.13 0.00 -0.01 0.05 0.51 

V13 A.SALES_RANK -0.12 -0.03 0.11 0.15 -0.07 -0.07 -0.23 -0.06 -0.01 -0.14 -0.12 -0.18 

V14 B.SALESRANK -0.18 -0.11 -0.08 0.04 -0.13 -0.19 -0.29 -0.26 -0.01 -0.04 -0.19 -0.28 0.51 

V15 A.AVG_RATING -0.11 -0.07 -0.09 -0.08 0.07 0.02 -0.10 -0.12 0.04 0.01 -0.07 -0.06 0.06 0.06 

V16 B.RATING -0.27 -0.23 -0.27 -0.22 0.23 0.24 -0.11 -0.12 0.08 0.00 -0.08 -0.06 0.06 -0.18 0.57 
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Table 4.42 Linear Regression Models between Semantically-related Attributes 

Linear Regression Model /?-

A.List_price = B.Retailprice x 0.997 + 0.059 0.994 

B.Retailprice = A.List_price x 0.997 + 0.185 0.994 

A.Our_price = B.Ourprice x 0.987 - 0.317 0.980 

B.Ourprice = A.Our_price x 0.994 + 0.995 0.980 

A.Pages = B.Pages x 0.955 +22.283 0.933 

B.Pages = A.Pages x 0.977 +l 1.432 0.933 

A.List_price = B.Ourprice x 1.133 + 1.354 0.940 

A.List_price = A.Our_price x 1.229 + 0.336 0.992 

B.Retailprice = A.Our_price x 1.149 + 1.775 0.946 

B.Retailprice = B.Ourprice x 1.261 - 0.870 0.981 

A.List_price = B.Pages x 0.035 + 18.786 0.472 

A.List_price = A.Pages x 0.035 + 18.395 0.502 

B.Retailprice = A.Pages x 0.035 + 18.634 0.470 

B.Retailprice = B.Pages x 0.033 + 19.812 0.417 

We used regression analysis to further analyze the relationships between correlated 

attributes. Note that the distinction between dependent variable and independent variable 

is arbitrary here; two attributes that are considered common to different databases are 

symmetric in the regression model. For a pair of attributes under analysis, we ran linear 

regression twice, using each attribute on different sides of the model. Table 4.42 shows 

some of the linear models about common attribute pairs. For the attribute pairs identified 

in the previous cluster analysis, the coefficients of the attributes in the models were very 

close to 1, indicating that these pairs were very likely to be common attribute pairs with 
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no scaling differences. For the attribute pairs just discovered, the coefficients of the 

attributes in the models were not very close to 1, indicating that these pairs were not 

describing common properties or had scaling differences. 

The coefficient of determination, R ~ ,  of a linear regression model indicates the 

significance of the relationship between the independent variable and the dependent 

variable. Some of the models had high coefficients of determination, R' >0.9, indicating 

significant relationships between the attributes. The relationships between list prices and 

numbers of pages were weak; R' < 0.55. 

For a pair of character attributes, we used some attribute-matching functions, such as 

exact comparison, edit distance, and dictionary lookup, and observed the degree of 

correlation between the attribute-matching functions and the match label in a data set 

containing both match examples and non-match examples. When we used an attribute-

matching function TYP, which combined exact comparison and dictionary lookup to 

compare A.Type and B.Editiondesc, the Pearson correlation coefficient between TYP and 

the match label was 0.819 (derived based on a data set with 702 match examples and 

1404 non-match examples), indicating that the two attributes potentially referred to the 

same property of books. The two attributes were indeed semantically similar; they both 

described whether a CD or Disk is included in a book. 

The analysis revealed that some attribute pairs, such as sales rank and average rating. 
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which had been identified as similar in the previous cluster analysis, were actually not so 

similar. Some attribute correspondences, such as book type in catalog A and edition 

description in catalog B, which had not been identified in the previous cluster analysis, 

were caught in the exploration of potential attribute correspondences. Improvement in 

schema-level correspondences triggered a new iteration of the identification of instance-

level correspondences. 

In heterogeneous database integration, it is also important to determine the inclusion 

relationship (i.e., equivalence, subsumption, overlapping, and disjoint) between relations 

(or entity types). In the current example, there were 737 and 722 records from the two 

catalogs, A and B, respectively. 702 records in each catalog matched records in the other 

catalog. Clearly the data of the two catalogs overlapped, although semantically they 

represented the same entity type in the real world. 

4.4.5 Further Iterations 

Based on an improved understanding of schema-level correspondences, we examined 

instance-level correspondences again, using the classification techniques we have 

described in 4.2.3. We conducted another experiment to see whether classification results 

would be significantly improved. If they were, we would evaluate schema-level 

correspondences again on an improved integrated data set and keep analyzing 
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correspondences on the two levels alternately until no significant improvement could be 

observed. 

4.4.5.1 Improvement of Classification Results 

We used the same examples in the input data we had used in the first experiment. We ran 

six classification techniques, including IR, Linear, J4.8, Logistic, DecTab, and Bayes, on 

12 attribute-matching functions; two functions, SRK and RAT, were dropped; a new 

flmction, TYP, was added. Each technique was run 200 times using the data set we had 

used in the first experiment; each time, 66% of the examples in the input data set were 

randomly selected for training while the remaining examples were set aside for testing. 

Table 4.43 summarizes the experiment results. Table 4.44 summarizes a series of t-tests 

that compare the accuracy of a classifier in the second iteration with that in the first 

iteration. No classifier was significantly improved; p > 0.05. Our improved understanding 

of schema-level correspondences (dropping SRK and RAT and adding TYP) did not 

significantly improve our detecting of instance-level correspondences. We decided to 

terminate the iterative procedure after the second iteration. 



284 

Table 4.43 Summary of Classification Results in the Second Iteration 

Base 
Method N 

Accuracy (%) 
False Positive 

Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 200 96.581 0.524 1.650 0.884 5.190 0.970 0.11 0.05 0.02 0.01 

Linear 200 98.317 0.361 0.075 O.lOl 3.292 0.723 1.27 0.19 0.09 0.08 

J4.8 200 98.840 0.295 0.997 0.616 1.324 0.603 0.42 0.08 0.02 0.03 

DecTab 200 99.001 0.326 1.037 0.670 0.963 0.572 3.86 0.45 0.08 0.07 

Logistic 200 99.136 0.275 0.586 0.360 1.143 0.475 0.38 0.10 0.06 0.08 

Bayes 200 99.240 0.256 1.238 0.450 0.283 0.214 0.12 0.12 0.07 0.01 

Table 4.44 t-tests - Improvement of Classification Accuracy in the Second Iteration 

Base 
Method 

N 
First Iteration Second Iteration 

t p Base 
Method 

N 

Mean StdDev Mean StdDev 

t p 

IR 200 96.581 0.524 96.581 0.524 0.000 1.000 

Linear 200 98.315 0.361 98.317 0.361 0.058 0.954 

J4.8 200 98.871 0.317 98.840 0.295 -1.008 0.314 

DecTab 200 99.009 0.327 99.001 0.326 -0.257 0.797 

Logistic 200 99.088 0.277 99.136 0.275 1.727 0.085 

Bayes 200 99.240 0.260 99.240 0.256 0.000 1.000 



285 

4.4.6 Summary of Results 

We have described an empirical evaluation of our approach to detecting both schema-

level and instance-level correspondences in an E-catalog integration example. We first 

clustered the attributes based on a set of semantic features. We then built classifiers to 

classify each pair of tuples from different catalogs into Match or Non-match based on the 

common attributes identified in the previous cluster analysis and confirmed in a follow-

up evaluation. After we identified some match tuples, we integrated the data and further 

analyzed the relationships among attributes using statistical analysis methods. Improved 

understanding of schema-level correspondences triggered another iteration of the iterative 

procedure, in which we analyzed correspondences on the two levels alternately. In this 

example, we did not observe significant improvement in the second iteration and stopped 

after it. 

We started the entire procedure by clustering similar attributes of the two catalogs. We 

used all available semantic features, including degrees of similarity between attribute 

names and statistics about data patterns. We normalized each feature into the range of 

[0,1] and performed Principal Component Analysis to reduce the dimensionality of the 

features. We did not find significant differences in clustering accuracy among several 

cluster analysis methods, including K-Means, hierarchical clustering, and SOM. We felt, 

however, that SOM was better in visualizing clustering results and allowing users to 
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evaluate the results incrementally. Features, such as those about attribute names, that 

directly reflected the semantics of attributes were more discriminating than those, such as 

statistics about data pattems, that indirectly reflected the semantics of attributes. Using 

only direct semantic features had problems too, however, when similar attributes were 

named very differently. We recommend using both types of features whenever they are 

available and meaningful. 

We determined whether two tuples matched or not based on a set of common attributes 

identified in the previous cluster analysis and confirmed in a follow-up evaluation. We 

used various types of attribute-matching functions to compare values of common 

attributes. For attributes, whose multiple attribute-matching functions could be defined, 

we selected the function that was most highly correlated with whether or not a pair of 

tuples matched, because some classification techniques are sensitive to highly correlated 

input variables. We experimented with several types of classifiers. Neural network and 

naive Bayes performed the best; 1-Rule performed the worst. 

Combining multiple classifiers improved classification accuracy. Concatenating logistic 

regression and J4.8 decision tree was more accurate than each base classifier. Bagging of 

nine classifiers of the same type improved some techniques, including decision table and 

J4.8 decision tree, and never degraded any technique. Boosting of at most nine classifiers 

of the same type improved more techniques, including 1-Rule and classification via linear 

regression besides decision table and J4.8, than bagging. When boosting improved a base 
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classification technique, it did so more significantly than bagging. Boosting of the 

simplest classifier, IR, performed better than many more complex base classifiers. Unlike 

bagging, however, boosting could also degrade a technique. In our experiments, boosting 

degraded logistic regression and naive Bayes. Stacking of classifiers of different types 

performed better than any individual base classifier. 

In particular situations of data integration, the user may assign different costs to the two 

types of classification errors. Different techniques adjusted the learned classifiers in 

different ways. Some techniques, such as classification via linear regression, logistic 

regression, and neural network, which always used all variables, adjusted the learned 

classifiers more smoothly than techniques, such as decision table and decision tree, that 

might use different variables under different settings of the relative costs of the two types 

of errors. 

If the error rates of the learned classifiers were considered too high, we modified the 

classifiers to produce partial classification results. A classifier produced an "unclassified" 

output if it was not sure whether two tuples matched or not under the required accuracy 

level. Machine learned rules were used to modify the rules manually specified by domain 

experts. The single threshold to discriminate between match tuple pairs and non-match 

tuple pairs produced by statistical techniques, such as naive Bayes and Fisher's linear 

discriminant analysis, was split into two thresholds, separated by "'imclassified" data. 
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Multiple partial classifiers can be combined by means of different voting strategies (e.g., 

conservative, optimistic, and mixed). 

After some match tuple pairs had been identified, data were integrated so that statistical 

analysis methods, including correlation and regression analysis, could be applied to 

further examine the relationships between attributes in different catalogs. The correlation 

between every pair of numeric attributes was computed to see whether they were 

potentially similar. Linear regression was performed to analyze the relationship between 

a pair of correlated attributes. Highly correlated attributes, e.g., list price and our price, 

might describe different properties of the real-world entities, however. Potential 

correspondences were evaluated in light of domain knowledge. For a pair of character 

attributes, we computed the correlation between some matching f-uiction, as applied to 

the attributes, and the match label (match or not) to see whether the attributes were 

potentially similar. Our analysis revealed that some attributes, such as A.Sales rank and 

B.Salesrank, which had been clustered as similar, were actually quite different. Some 

other attributes, such as A.Type and B.Editiondesc, which had been clustered as 

dissimilar, were very similar. These new findings about schema-level correspondences 

motivated us to go back and analyze instance-level correspondences again. In the second 

iteration, however, we did not observe significant improvement in the identified 

correspondences and decided to stop there. 
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4.5 Legacy Database Integration 

Many organizations have developed multiple databases over time for different purposes. 

It has become a challenge to integrate, for strategic purposes, databases that were not 

developed with integration in mind. We have evaluated our approach to detecting 

schema-level and instance-level correspondences using the databases of the Property 

Management Department and the Surplus Property Office of a large public university. 

The database maintained by the Property Management Department, named FFX, is part 

of a big database used by almost the entire university. The database is managed by IBM 

IDMS. To support ad hoc queries, a project team has been formed to translate the 

structure of the legacy database into a relational schema. Now data are extracted from the 

legacy database and loaded into a relational database managed by Rdb roughly every 

night. The Surplus database (we will simply call it Surplus thereafter) is managed by 

Foxpro. For the purposes of our experiments, we loaded both a snapshot of FFX and a 

snapshot of Surplus into an Oracle database. 

4.5.1 Sample Data 

The Property Management Department manages all property assets owned by 

departments of the university. Every property item is tagged with a so-called "A-tag" 

number that serves as a unique identifier. When some department wants to dispose an 
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item, the item is delivered to the Surplus Property Office, where it is sold to another 

department or a public customer. 

FFX stores data about all property assets owned by various departments of the university. 

Surplus stores data about all property assets that have been delivered to the Surplus 

Department for disposal. FFX includes nine tables. Surplus includes three tables, 

INVMSTR, ORGDIR, and SALETRAN. ORGDIR stores information about sellers, 

which are departments of the university, and buyers, which may be departments of the 

university or public customers. INVMSTR stores one record for each property item to be 

disposed of. SALETRAN stores one record for each selling transaction. There is a one-

to-one relationship between INVMSTR and SALETRAN. 

An initial evaluation revealed parts of the two databases where overlapping data exist. In 

Surplus, data stored in ORGDIR and SALETRAN are generated locally and are not 

closely related to data of FFX. The INVMSTR table corresponds closely with the 

FFX_ASSET table in FFX, which stores one record for each property item. Three 

additional tables, FFX_ACCOUNT, FFX_CLASS_CODE and FFX_MFG_CODE, 

accompanying FFX ASSET, also contain data that correspond with data in INVMSTR. 

FFX ACCOUNT contains additional financial information about every property item. 

There is a one-to-one relationship between FFX ASSET and FFX ACCOUNT. 

FFX_CLASS_CODE and FFX_MFG_CODE are reference tables, which provide the 

class description and the manufacturer name of every property item. INVMSTR 
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corresponds with the join of FFX ASSET, FFX ACCOUNT, FFX_CLASS_CODE, and 

FFX_MFG_CODE. We denote the INVMSTR table I and the join of the four FFX tables 

F. We materialized F for the convenience of analysis. 

In what follows we will report our evaluation of the schema-level and instance-level 

correspondences between I and F. There were 32 attributes in I and 115 attributes in F. 

There were 77,966 tuples in F and 13,365 tuples in I. There actually was a common key 

attribute, that is, the "A-tag" number of an item, between the two tables. It was named 

Tag in I and Asset_No in F. However, in table I, Tag was missing for some records. 

6,237 out of the 13,365 tuples actually had the Tag number. Among those 6,237 tuples, 

3,770 matched some tuples in F. Among the 3,770 tuples, however, there were 146 

records that had duplicate A-tag numbers. These were apparently errors and were 

eliminated from our evaluation. We used the remaining 3,624 matching tuple pairs in our 

evaluation. 

It is easy to determine corresponding records in this case; we can rely on the tag number 

to match the records. We chose this case for empirical evaluation because the tag number 

could provide us convenient and objective training and testing data to evaluate various 

classification techniques. We trained classifiers based on other attributes common to the 

two databases while withholding the tag number, which served as confirmation of the 

correctness of the results. In the integration of general legacy databases, however, there 
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may not be such a common key among the different databases and domain experts must 

manually match some records to train and test the classifiers. 

4.5.2 Detecting Schema-level Correspondences 

We used the K-means and hierarchical clustering methods included in SPSS and an SOM 

prototype system we had developed to cluster the attributes of the two databases FFX and 

Surplus. The same techniques can be used to cluster relations (i.e., tables) too, if there are 

many relations to compare. In this case, however, an initial evaluation had revealed that 

the I (INVMSTR) table in Surplus corresponded to the join (denoted F) of four FFX 

tables. We therefore focused on the identification of correspondences between attributes 

in I and F. 

4.5.2.1 Input Featiu-es 

The attributes of the two databases were clustered based on a set of semantic features that 

described the attributes. We evaluated and selected some features about the attributes for 

calculating distances between the attributes. We describe some potential categories of 

features as follows. 

• Name: Almost all attributes were named using abbreviations of phrases. They were 

abbreviated very differently in the two databases, since the two databases were 
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developed by different people at different times for different purposes. For example, 

the acquisition date of an item was named "ACQDATE" in Surplus and "ACQ_DT" 

in FFX. In this case, it was not reasonable to assume the existence of any lexicon, 

either domain-independent or domain-specific, that could provide reasonable 

indication of the degree of similarity between two attribute names. 

• Documentation: FFX had an online dictionary that contained a text description of 

several lines for each attribute, although the dictionary was somewhat outdated. 

However, there was no counterpart on the Surplus side. A single person, the expert in 

the Surplus Office, was regarded as the authority in interpreting the meaning of every 

attribute. 

• Schematic information: The two databases were designed for different systems, IBM 

IDMS and Foxpro. The data types were incompatible between the two systems. Keys 

or any other types of constraints were not specified on either database declaratively, 

but rather were embedded in application programs or even left as the responsibility of 

the users. The lengths of attributes were usually much longer in Surplus than in FFX, 

probably because Foxpro supports variable-length character strings. 

• Data patterns: No matter how different the two databases were in terms of all of the 

above, the patterns of data stored in the databases were much more compatible. Of 

course there were variations too. For example, the acquisition date was specified as a 
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character attribute in both databases but the formats were very different. 

• Usage pattern: Neither of the two databases maintained an active audit trial. 

• Business rules, users' minds and business processes: It would not be reasonable to 

assume having the luxury of digging out the semantics embedded in programs or the 

users' minds. 

Based on the above evaluation, it appeared that only semantic features based on data 

patterns were easily available for comparison of attributes in the two databases. We 

selected the following particular features for every attribute: percentage of missing 

values, the ratio of the number of distinct values to the number of non-missing values, 

statistics (mean, standard deviation, max, and min) on the lengths of the attribute values, 

statistics on the percentages of digits in the attribute values, and statistics on the 

percentages of letters in the attribute values. These measures described the patterns of 

each attribute: how often a value was missing, how many distinct values there were, how 

long the values were, and what kinds of characters (digits, letters, or other special 

characters) were contained in the values. We linearly normalized each of 14 such features 

into the rage of [0,1]. Since the dimensionality was relatively low, we did not perform 

any dimensionality reduction process and ran various cluster analysis techniques directly 

on the 14 features. The input data set was a 147 (attributes) x 14 (features) matrix. 
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4.5.2.2 Cluster Analysis 

We ran three cluster analysis techniques, K-means, hierarchical clustering, and SOM, on 

the input data set using the Euclidean distance function. Since we used only data patterns, 

which were considered "indirect" semantic features, we expected that the quality of the 

cluster analysis would be much lower than the quality of the cluster analysis we 

performed over the simulated university databases and the E-Catalog integration 

example, where we used both "direct" and "indirect" semantic features. With such 

limited informative input, the results of K-means and Hierarchical clustering were almost 

useless. The results of SOM showed the relative structural similarity degrees among 

attributes. Figure 4.23 shows some results generated by SOM. However, it is almost 

meaningless to talk about type-I and type-II errors any more; there were too many of 

them. 

Now, the question is; with such low-quality results, is automated support still useful to 

users for detecting schema-level correspondences between two databases? In this 

particular case, the results of SOM helped the users in the following several ways. First, 

the SOM results revealed several groups of very similar attributes; the attributes in a 

group were located at the same node on a map. One group at the upper-left comer 

consisted of 10 attributes, including F.Coinsurance, all of which were unused, that is, the 

values of these attributes were all missing; they had been designed, but never used and 

therefore could be totally ignored in the subsequent analyses. One group on the right-
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hand side consisted of 16 attributes, including F.Create Dt, all of which were system-

generated dates. Another group consisted of 10 attributes, including 

F.Bldg Component Flag, all of which were binary (Y/N) flags. Over 50% of all the 

attributes were included in groups of this kind. Such groups helped users to categorize 

attributes. Second, some attributes that were common to the two databases were indeed 

located close to each other. 5 out of 12 such common attribute pairs, including model 

(LModel and F.Mfg Model No), manufacturer (I.Mfg and F.Mfg Name), serial number 

(I.Ser and F.Searial_No), acquisition cost (I.Acqcost and F.Total Cost), and description 

(I.Desc and F.Descnl), could be identified fi-om the SOM result at a medium similarity 

threshold shown in figure 4.23 (c). 

However, the usefulness of the cluster analysis results was very limited. The boundaries 

between clusters were very vague. The clusters reflected syntactic similarity rather than 

semantic similarity. Many attributes with similar data patterns were semantically 

dissimilar while many (7 out of 12) common attribute pairs could not be identified. 

We recommend users using the results of cluster analysis only as a reference in an early 

stage of the identification of schema-level correspondences to allow them to quickly 

discover some very similar schema-level components, attributes in particular, and reduce 

the search space. Tools do help to reduce the amount of interaction between domain 

experts and analysts. The analysts must bear in mind, however, that any automated tool 

can provide only limited support and should not replace careful human evaluation. 
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especially when direct semantic features are unavailable for the automated analysis. 

Identification of semantic correspondences between heterogeneous databases is still 

largely an art. 
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(a) Attribute Map 

(b) Binary Map at a High Similarity Level 

Figure 4.23 An SOM Result for the Property Example 



299 

fSSSirw 

(c) Binary Map at a Medium Similarity Level 

(d) Binary Map at Low Similarity Level 

Figure 4.23 (Continued) An SOM Result for the Property Example 
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4.5.3 Evaluating Schema-level Correspondences 

Based on the common attributes identified in the cluster analysis, we could identify 

instance-level correspondences using classification techniques. However, in this case, we 

understood that the quality of the cluster analysis result was very low because the 

available semantic features were very limited. Many similar attributes were not 

identified. With such low-quality schema-level correspondences, we could not expect to 

get good classification results on the instance level. Instead of immediately starting to 

train classifiers to detect matching tuples, we evaluated schema-level correspondences 

further using statistical analysis techniques, including correlation and regression. 

To train classifiers, users must provide some correctly classified sample tuple pairs as 

training and testing data. The same sample data can be used to evaluate schema-level 

correspondences, using statistical analysis techniques. Given the available sample data, 

the users can choose to train classifiers first to detect more matching tuple pairs or to 

evaluate matching attribute pairs directly on the sample data. The two tasks will then be 

performed alternately until no improvement on either level is observed. If the size of the 

sample data is small, evaluation of schema-level correspondences will produce relatively 

low quality results. If the current understanding of common attributes is inadequate, 

classifiers trained based on the known common attributes also will produce relatively low 

quality results. Selecting a bad starting point in the overall iterative procedure will 
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possibly result in a need for more iterations. The users may choose to experiment with 

both ways to start the procedure when both known matching attribute pairs and available 

sample matching tuple pairs are limited. 

In our property case, the cluster analysis of attributes produced low-quality results, but 

we knew all the matching tuple pairs, because of the common key, the tag number. We 

therefore chose first to evaluate schema-level correspondences further. We brought 

matching tuple pairs from the two tables, I and F, into a unified data set to analyze the 

relationships between attributes statistically. We used correlation analysis to verify the 

attribute correspondences identified in the previous cluster analysis and to detect 

potential correspondences between numeric attributes that had been previously missed. 

Table 4.45 summarizes the Pearson correlation coefficients between pairs of some 

numeric attributes. Because the data were very dirty, we eliminated potential outliers 

(values that were one standard deviation away fi'om the mean) in the correlation analysis 

and were very conservative in detecting potential correlations. All pairs of attributes with 

a correlation over 0.25 were examined. 

The only pair of numeric attributes, I.Acqcost and F.Total Cost, which were clustered as 

similar previously, indeed appeared to be correlated; coefficients of determination 

r" > 0.5. Some correlated attributes, which had not been identified previously, were also 

detected. LValue and F.Disposal Amount were correlated; coefficients of determination 

r' > 0.5. These two attributes were moderately correlated to I.Acqcost and F.Total Cost 
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(r > 0.25). Correlated attributes, however, may not semantically correspond to the same 

property about some real world entity type. I.Value and LAcqcost were moderately 

correlated but they described different properties of inventory items. I.Value was the 

disposal value of an item. LAcqcost was the acquisition cost of an item. It is interesting 

that the correlation analysis captured the weak relationship between these two attributes. 

Table 4.45 Person Correlation Matrix of Numeric Attributes 

VI V2 V3 V4 V5 V6 

VI LAcqcost 

V2 F.TotaI_Cost 0.950 

V3 I.Value 0.276 0.322 

V4 F.Disposal_Amount 0.297 0.342 0.902 

V5 I.Puracct -0.011 -0.012 -0.004 -0.008 

V6 LPayacct -0.028 -0.035 -0.074 -0.081 -0.004 

VI F.Account -0.041 -0.043 -0.027 -0.031 0.150 0.082 

We used regression analysis to flulher analyze the relationships between correlated 

attributes. Note that the distinction between dependent variable and independent variable 

is arbitrary here; two attributes that are considered common to different databases are 

symmetric in the regression model. For a pair of attributes under analysis, we ran linear 

regression twice, using the attributes on different sides of the model. Table 4.46 shows 

some linear models between pairs of semantically-related attributes. In the linear models 
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for LAcqcost and F.TotaljCost, the coefficients of the attributes were very close to I, 

indicating that these pairs were very likely common attribute pairs with no scaling 

difference, hi the linear models for I.Value and F.Disposal Amount, the coefficients of 

the attributes in the models were not very close to 1, indicating that these pairs were not 

describing common properties or had scaling difference. The actual reason is that the 

Surplus Office sometimes pays the owner of a property item only part of the amount it 

receives from selling the item so that F.Disposal_Amount is smaller than I.Value. As a 

byproduct, linear models were found to explain the relationship between disposal amount 

and acquisition cost. The relationships, however, were very weak; R' < 0.15. 

Table 4.46 Linear Regression Models between Semantically-related Attributes 

Linear Regression Model R-

LAcqcost = F.TotalCost • 0.955 + 109.901 0.902 

F.Total Cost = LAcqcost * 0.944 + 150.362 0.902 

L Value = F.Disposal_Amount * 1.005 + 27.097 0.814 

F.DisposaI_Amount = LValue * 0.810 - 11.802 0.814 

LValue = LAcqcost * 0.039 - 39.656 0.076 

F.Disposal Amount = F.Total_Cost * 0.047 - 73.385 0.117 

Some similar numeric attribute pairs were not identified in the correlation analysis. 

F.Account is the account that owned a property item. LPxiracct is the account that 

purchased a property item. I.Payacct is the account that received the payment from the 
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disposal of a property item. For most records, IJ*uracct should match F.Account. For 

some records, I.Payacct is the same as F.Account too. However, these attributes appeared 

not highly correlated. The reason is that although they are numeric attributes, they are 

actually categorical measures, rather than ratio or interval measures. These attributes 

should be evaluated using the techniques for character attributes. 

For a pair of character attributes, we used some attribute-matching flmctions, such as 

exact comparison, edit distance, and dictionary lookup, and observed the degree of 

correlation between the attribute-matching functions and the match label in a data set 

with both match examples and non-match examples. These attribute-matching flmctions 

will be discussed in the next section. 

All the potential attribute correspondences identified by the statistical analyses were 

carefully verified with the domain expert. The following 12 common attribute pairs were 

confirmed: 

• Description (LDesc and F.Descnl): Description of an item. 

• Class description (LDesc and F.Class_Descnl): The class or type of an item. 

• Purchasing account (I.Pitfacct and F.Account): The account number of the department 

that originally purchased the property item. 

• Payment account (LPayacct and F.Account); The university payable account number 

for the department used by the Surplus Office for reimbursement. If the original 
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purchasing account is still alive, it may be used as the value of LPayacct. So I.Payacct 

may correspond with F.Account sometimes too. 

• Acquisition date (I.Acqdate and F.Acq_Dt): The acquisition date of an item. 

• Acquisition cost (LAcqcost and F.Total Cost): The acquisition cost of an item. 

• Disposal amount (I.Value and F.DisposalAmount): The disposal amount of an item. 

• Disposal date (I.Reldate and F.Disposal Dt): The date that an item is disposed of 

• Model (I.Model and F.Mfjg Model No): The model of an item. 

• Manufacturer (I.Mfg and F.Mfg_Name): The manufactiuer of an item. 

• Serial number (I.Ser and F.Serial No): The serial number of an item. 

• Owner title (I.Title and F.Owner_Title): The title (i.e., university, federal 

government, etc.) of the owner of an item. 

Sometimes, one attribute of a table mapped to multiple attributes in the other table. For 

example, I.Desc mapped to both F.Descnl and F.Class_Descnl. All these attributes were 

descriptions about a property item. Usually F.Class_Descnl was more general than 

F.Descnl. For example, the class description of an item was "COMPUTER/DESKTOP-

PC" while the description of the item was "486DX/2-50 CPU W/8MB". For some items, 

however, these two attributes had identical values. There were three attributes (F.Descnl, 

F.Descn2, and F.Descn3) that described an item in F. I.Desc corresponded with the 

concatenation of the three attributes in F. However, most of the values for FJDescn2, and 

FJ)escn3 were missing. We simply compared LDesc with F.Descnl. Similarly, there 

were two attributes (F.Class Descnl and F.Class_Descn2) that described the class or 
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type of an item in F, but we simply compared I.Desc with F.Class_Descnl, because most 

of the values for F.Class_Descn2 were missing. 

Based on this improved understanding of schema-level correspondences, we will 

examine instance-level correspondences using classification techniques in the next 

section. Since, thanks to the common key, the tag number, we already know all the 

matching tuple pairs, we will not improve our understanding of instance-level 

correspondences and the overall iterative procedure is terminated. 

In heterogeneous database integration, it is also important to determine the inclusion 

relationship (i.e., equivalence, subsumption, overlapping, and disjoint) between relations 

(or entity types). In the current example, there were 77,966 tuples in F and 13,365 tuples 

in I. 3,624 tuples in each table matched some tuples in the other table. Clearly the data of 

the two tables overlapped. The two tables were also semantically overlapping. An A-tag 

is given only to a capital inventory item, purchased for over SI,000. All university 

property is turned in to the Surplus OfSce for disposal regardless of its having a property 

tag or not. Property Management keeps only records about capital inventory items. The 

intersection of F and I consists of capital inventory items that have been disposed of 

4.5.4 Detecting Instance-level Correspondences 

On the instance level, we wanted to decide whether a pair of tuples in two tables 
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corresponded to the same property item. We trained classifiers to determine whether a 

pair of tuples matched or not, based on their distances on the common attributes 

identified in the previous statistical analysis and confirmed by the domain expert. We 

generated a balanced data set with an equal number of match tuple pairs and non-match 

tuple pairs and an unbalanced data set. There were totally 3,624 match tuple pairs. We 

randomly sampled 3,124 match tuple pairs and 3,124 non-match tuple pairs to generate a 

balanced data set. The remaining 500 match tuple pairs were crossed to generate an 

unbalanced data set of size 500*500. The unbalanced data set was used only as a testing 

data set in cost-sensitive classification and comparisons of complete classification and 

partial classification. In other experiments, we re-sampled in the balanced data set to 

obtain both training and testing examples. 

4.5.4.1 Attribute-matching Functions 

The comparison of a pair of tuples was based on 12 pairs of common attributes, which 

had been identified in the previous statistical analysis and confirmed by the domain 

expert. Because the data in the two tables were very dirty - there were many 

discrepancies in the values on common attributes between the two tables - it was critical 

to design matching functions that were as discriminating as possible. Dates had different 

formats in the two databases and were transformed to a conunon format before they were 

compared. 
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We designed multiple matching functions for each common attribute pair and selected the 

most discriminating one, using correlation analysis. The balanced data set was used in the 

correlation analysis. For some common attributes, we also combined multiple matching 

functions. Some common attributes, such as serial number and model, had many missing 

values in both databases. Many of the values were missing systematically. For example, 

some items did not have a serial number. We imputed the missing values (one-side 

missing and both-sides missing) for each common attribute pair, using a series of 

different values, and selected the imputation values that resulted in the highest correlation 

between the matching function and the match label. For most of the matching functions, 

it turned out that 0.4 and 0.2 were the best imputation values for both-side missing and 

for one-side missing. 

We selected one matching function for each common attribute pair. Table 4.47 

summarizes these functions. All functions returned a value between 0 and I. Some 

similarity measures were derived from distance measures using the formula: similarity = 

I - distance. 
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Table 4.47 Summary of Attribute-matching Functions 

(Correlation - Pearson correlation coefficient between an attribute-matching function and 
the match label.) 

Function Common attribute pair Description Correlation 

Desc [.Desc F.Descnl Equality + dictionary 0.317 

Class [.Desc F.Class_Descnl First 5 characters + dictionary 0.533 

Mfg [.Mfg F.Mfg Name Equality + dictionary 0.846 

Ser [.Ser F.SerialNo Substring+edit distance 0.765 

Model [.Model FMfg_Model_No Substring+edit distance 0.685 

Acqdate [.Acqdate F.Acq_Dt Normalized distance 0.753 

Acqcost [.Acqcost F.TotalCost Match dollar values 0.854 

Puracct [.Puracct F.Account Exact comparison 0.827 

Payacct [.Payacct F.Account Exact comparison 0.193 

Title [.Title F.Owner_Title Dictionary 0.006 

Reldate [.Reldate F.Disposal_Dt Normalized distance 0.153 

Value [.Value F.DisposalAmount Match dollar values 0.054 

The purchasing account or payment account of an item should be identical in the two 

databases. We compared the account numbers recorded in the two databases exactly. 

However, the payment accounts of many items were different from their purchasing 

accounts. The matching function based on payment account was much less discriminating 

than the function based on purchasing account. 

The acquisition cost of an item should be identical in the two databases. However, 

sometimes the digits after the decimal point (i.e., number of cents) were omitted in the 
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Surplus database. We matched two values of acquisition cost up to one dollar. We used 

the same flmction to compare disposal amounts. However, the amount was recorded 

differently in the two databases; the Surplus Office recorded the amount an item was sold 

for while Property Management recorded the amount received by the owner. These two 

amounts were often different; the Surplus Office deducted a commission for some types 

of items. The matching function based on disposal amount was much less discriminating 

than the function based on acquisition cost. 

For manufacturer and class description, two values were first compared exactly and then 

looked up in a dictionary if they were not identical. For description, two values were 

looked up in a dictionary if they did not match on their first 5 characters. Dictionaries 

helped to improve the matching functions significantly; the correlation coefficients of the 

three functions to the match label were increased from 0.225 to 0.317, from 0.243 to 

0.533, and fi-om 0.135 to 0.846. Among the 3,624 match tuple pairs, the descriptions of 

679 pairs were "COMPUTER" in I and "MICROCOMPUTER" in F; the class 

descriptions of 1720 pairs were "COMPUTER" in I and "COMPUTER/DESKTOP-PC" 

in F; the manufacturers of 534 pairs were "APPLE" in I and "APPLE COMPUTER INC" 

in F. A simple dictionary also helped to match the owner titles of an item. An item could 

either belong to a university owner or not. The code for a university owner was "A" in I 

and "U" in F. Although the dictionary could almost perfectly match the owner title, this 

common attribute pair was not very discriminating, because over 99% of the items 

belonged to university owners. 
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For serial number and model, both substring and edit distance were used to compare two 

values; if neither of the two values was a substring of the other, they were compared 

using Levenshtein's edit distance metric. For some items, one database recorded a part of 

a serial number or model. For example, the serial number of one item was 

"1FDKE30G9P" in I and "IFDKE30G9PHB76240" in F. For some items, the serial 

numbers or models were recorded differently in the two databases. For example, the 

model of one item was "W15843" in I and "W-158-43" in F. Substring and edit distance 

helped to capture these two types of discrepancies. 

For acquisition date and releasing date, we transformed the attributes from the two 

databases into a common format and then computed a normalized distance between two 

date values. The acquisition dates or releasing dates of some items were recorded 

differently in the two databases but were close. If the difference between two dates was 

over 2 years, they were assigned the largest distance 1; otherwise, their distance was 

normalized into the range of [0,1]. 

4.5.4.2 Classification of Tuple Pairs 

We used the classification methods available in Weka (Witten and Frank 2000) to 

classify tuple pairs. The training data set consisted of 3,124 match tuple pairs and 3,124 

non-match tuple pairs, each of which was represented by 12 attribute-matching function 
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values and a match label (I for match and 0 for non-match). A 10-fold cross-validation 

was used to estimate the error rates in rurming each of the methods. Table 4.48 

simunarizes the results generated by various classification methods. 

Table 4.48 Single Classification Results 

Method Description 
Apparent 
Accuracy 

(%) 

False 
Positive 
Rate (%) 

False 
Negative 
Rate (%) 

Training 
Time 

(Seconds) 

Testing 
Time 

(Seconds) 

IR 1-rule 91.405 3.969 13.220 0.49 0.21 

Linear Classification via 
linear regression 96.271 0.224 7.234 4.95 0.66 

Logistic Logistic regression 96.927 1.312 4.834 1.83 0.41 

DecTab Decision table 96.671 2.241 4.417 18.31 0.49 

14.8 J4.8 decision tree 97.151 1.601 4.097 4.43 0.30 

Bayes Naive Bayes 95.903 0.800 7.394 0.64 0.54 

BP Back propagation 
neural network 

96.959 2.369 3.713 625.69 1.04 

1-NN 1-nearest neighbor 95.919 3.905 4.257 0.08 632.21 

3-NN 3-nearest neighbor 96.559 2.433 4.449 0.44 631.66 

5-NN S-nearest neighbor 96.623 2.113 4.641 0.08 642.04 

I-rule (IR) selects the single most discriminating feature to make the classification 

decision. In this example, Mfg was selected. The classification rules were: 

IF Mfg >=0.3, Match; Otherwise, Non-Match. 

The model learned by logistic regression (Logistic) was: 
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IF DLOPSOJ >0, Match; Otherwise, Non-Match 

where Dlopsoc ~ 1.0773 x Class - 0.0546 x Descn + 2.5934 x Mfg 

+ 4.0821 X Ser + 1.3130 x Model + 2.3512 x Acqdate 

+ 10.9268 X Acqcost + 5.7435 x Puracct + 0.7101 x Payacct 

- 0.8304 X Title - 0.7798 x Reldate - 0.1161 x Value - 5.6243. 

The model learned by classification via linear regression (Linear) was: 

IF Dy^ >0, Match; Otherwise, Non-Match 

where = 0.0790 x Class - 0.0127 x Descn + 0.3423 x Mfg 

+ 0.1134 X Ser + 0.0491 x Model + 0.0801 x Acqdate 

+ 0.2900 X Acqcost + 0.1916 x Puracct + 0.0440 x Payacct 

- 0.0525 X Reldate + 0.0229 x Value - 0.9989 

Figure 4.24 shows a decision tree generated by J4.8, Weka's implementation of C4.5. 

Decision table (DecTab) selected features Class, Mfg, Acqdate, and Acqcost for the table 

lookup when a new example needed to be classified. Naive Bayes (Bayes) estimated a 

collection of prior probabilities and posterior probabilities. Back propagation neural 

network (BP) learned a collection of weights in a network with one hidden layer, k-

Nearest Neighbor (l-NN, 3-NN, and 5-NN) methods simply memorized the training 

examples and classified each new example according to the majority class of its k nearest 

training examples. 
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ACQCOST <= 0.2 
I SER <=0.5 
I I ACQCOST <=0 
I I I ACQDATE <= 0.96: Non-Match (2683/38) 
1 I I ACQDATE >0.96 
I I I I PURACCT <= 0.4: Non-Match (36/13) 
I I j I PURACCT > 0.4: Match (13) 
I I ACQCOST > 0 
I I I MFC <= 0.2 
j I I I MFG <= 0 
I I I I I PURACCT <= 0: Non-Match (114/3) 
I I I I I PURACCT > 0 
I I I I I I SER <= 0.36: Non-Match (256/41) 
I I I I I j SER >0.36 
I I I I I I I CLASS <= 0: Non-Match (23/6) 
I I j I I I I CLASS > 0: Match (11/2) 
I I I I MFG > 0 
I I I I I ACQDATE <= 0.58 
I I I I I I CLASS <= 0: Non-Match (62/9) 
I I I I I I CLASS > 0 
I I I I I I I RELDATE <= 0.96 
I I I I I I j I VALUE <= 0.08: Match (76/28) 
11111111 VALUE > 0.08: Non-Match (19/5) 
1111111 RELDATE > 0.96: Match (11) 
I I I I I ACQDATE > 0.58: Match (11) 
I I 1 MFG >0.2: Match (173/12) 
I SER > 0.5: Match (247/1) 
ACQCOST > 0.2: Match (2513/3) 

Figure 4.24 A J4.8 Decision Tree for the Property Example 

(The two numbers attached to each leaf node are the total number of examples covered 
by the node and the number of examples incorrectly classified by the node in the training 
data.) 
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4.5.4.3 Comparison of Techniques 

We conducted experiments to compare the accuracies of different classification 

techniques and different combinations of techniques. We ran each method 100 times; 

each time, 66% of the 6,248 examples in the input data set were randomly re-sampled for 

training and the remaining examples were set aside for testing. We then used the student 

t-test and One-Way ANOVA in SPSS to test whether the accuracies of different methods 

were significantly different. 

In the first experiment, we ran each of ten base classification techniques 100 times. Table 

4.49 summarizes the results of the experiment. Table 4.50 summarizes the ANOVA test 

of the accuracies of the classification techniques. The null hypothesis was rejected; at 

least two of the classification techniques performed significantly differently in terms of 

accuracy (F(9, 990)= 2091.130, p<0.05). Table 4.51 simunarizes the result of a Sheffe's 

post hoc test. Five homogeneous (in terms of accuracy) subsets of classification 

techniques were recognized at a = 0.05. IR was the least accurate; J4.8, Logistic, and 

BP were the most accurate. 
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Table 4.49 Summary of Classification Results 

Method N Accuracy (%) 
False Positive 

Rate (%) 

False 
Negative 
Rate (%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 100 91.395 0.512 13.023 1.406 4.198 1.725 0.29 0.09 0.04 0.05 

Bayes 100 95.844 0.356 7.476 0.683 0.855 0.273 0.33 0.05 0.19 0.08 

Linear 100 96.249 0.356 7.241 0.693 0.279 0.172 2.96 0.53 0.22 0.13 

DecTab 100 96.552 0.374 4.622 0.906 2.270 0.680 11.97 1.69 0.15 0.08 

BP 100 96.944 0.356 4.311 0.669 1.804 0.653 417.61 34.75 0.42 0.11 

Logistic 100 96.984 0.301 4.755 0.596 1.285 0.338 0.85 0.18 0.13 0.12 

J4.8 100 97.005 0.336 4.203 0.633 1.791 0.526 1.97 0.21 0.05 0.05 

1-NN 100 95.674 0.390 4.203 0.633 1.791 0.526 0.04 0.04 227.13 10.27 

3-NN 100 96.585 0.337 4.203 0.633 1.791 0.526 0.03 0.03 307.30 4.79 

5-NN 100 96.618 0.305 4.203 0.633 1.791 0.526 0.05 0.05 316.82 14.99 

Table 4.50 ANOVA of the Accuracies of Ten Classifiers. 

Sum of 
Squares df 

Mean 
Square F Sig. 

Between Groups 2529.789 9 281.088 2091.130 0.000 

Within Groups 133.075 990 0.134 

Total 2662.864 999 
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Table 4.51 ShefFe's Test of the Accuracies of Ten Classifiers - Homogeneous Subsets 

Method N 
Subset for alpha = .05 

Method N 
I 2 3 4 5 

IR 100 91.395 

1-NN 100 95.674 

Bayes 100 95.844 

Linear 100 96.249 

DecTab 100 96.552 

3-NN 100 96.585 

5-NN 100 96.618 

BP 100 96.944 

Logistic 100 96.984 

J4.8 100 97.005 

Sig. 1.000 0.299 1.000 0.996 0.998 
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4.5.4.4 Combining Multiple Classifiers 

In another experiment, we tested whether various ways to combine multiple classifiers, 

including concatenating, bagging, boosting, and stacking, could improve the performance 

of the base classifiers. Each composite classification method was also run 100 times; each 

time 66% of the 6,248 examples were randomly re-sampled for training, the rest for 

testing. 

1) Concatenating Two Classifiers of Different Types 

We used the discriminant function (see 4.3.4.2) learned by Logistic as an 

additional input feature to train J4.8 again. Table 4.52 summarizes the accuracy and 

running times of the concatenated classifier. Table 4.53 summarizes the results of two t-

tests that compared the concatenated classifier with the base classifiers. The concatenated 

classifier performed significantly better than each of the two base classifiers (compared 

with J4.8: t(198)=3.686, p<0.05; compared with Logistic: t(198)=4.304, p<0.05). 
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Table 4.52 Concatenating Logistic Regression and J4.8 Decision Tree 

(Statistics about the two base classifiers are listed too for convenience.) 

Method N Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

Logistic 100 96.984 0.301 4.755 0.596 1.285 0.338 0.85 0.18 0.13 0.12 

J4.8 100 97.005 0.336 4.203 0.633 1.791 0.526 1.97 0.21 0.05 0.05 

Concat 100 97.192 0.380 4.006 0.818 1.613 0.733 2.30 0.41 0.06 0.07 

Table 4.53 t-tests Comparing the Concatenated Classifier with Each Base Classifier 

Compare to t P 
J4.8 3.686 0.000 

Logistic 4.304 0.000 
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2) Bagging and Boosting Multiple Classifiers of the Same Type 

We bagged nine classifiers of each of the seven base classification techniques (i.e., IR, 

Linear, J4.8, Logistic, DecTab, Bayes, and BP) and boosted a maximum of nine 

classifiers of each type using the AdaBoost.Ml method. Tables 4.54 and 4.55 summarize 

the accuracies and running times of the bagged and boosted classifiers. Table 4.56 

summarizes the results of a series of t-tests that compared each bagged classifier with the 

corresponding base classifier, each boosted classifier with the corresponding base 

classifier, and each boosted classifier with the corresponding bagged classifier. 

Bagging significantly improved some base classifiers (i.e., J4.8, DecTab, and BP) and 

never significantly degraded a base classifier. Boosting significantly improved the 

simplest and least accurate classifier, IR; the average accuracy increased from 91.395% 

to 96.089%. However, unlike bagging, which never significantly degraded a base 

classifier, boosting did degrade some base classifiers (i.e.. Linear and J4.8). 
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Table 4.54 Bagging of Multiple Classifiers 

(Nine classifiers of each type are bagged.) 

Base 
Method 

N Accuracy (%) 
False Positive 

Rate (%) 

False 
Negative 
Rate (%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method 

N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 100 91.460 0.608 13.053 1.250 4.042 1.319 2.43 0.32 0.07 0.04 

Linear 100 96.232 0.350 7.278 0.693 0.277 0.176 25.53 3.03 1.25 0.25 

J4.8 100 97.137 0.342 4.157 0.617 1.576 0.513 17.02 1.43 0.15 0.05 

DecTab 100 96.813 0.337 4.334 0.816 2.035 0.714 117.00 10.43 0.92 0.11 

Logistic 100 96.966 0.305 4.781 0.590 1.295 0.377 8.99 0.55 0.55 0.14 

Bayes 100 95.830 0.374 7.516 0.716 0.842 0.284 2.87 0.25 1.15 0.23 

BP 100 97.131 0.304 4.216 0.605 1.527 0.453 3639.90 84.92 3.13 0.25 

Table 4.5S Boosting of Multiple Classifiers 

(At most nine classifiers of each type are bagged.) 

Base 
Method N Accuracy (%) False Positive 

Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Base 
Method N 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

IR 100 96.086 0.504 3.885 0.831 3.941 1.209 3.27 0.42 0.06 0.01 

Linear 100 95.699 0.882 5.823 0.988 2.786 2.070 33.61 0.58 0.93 0.22 

J4.8 100 96.566 0.391 3.944 0.551 2.924 0.678 26.70 3.17 0.22 0.07 

DecTab 100 96.536 0.476 3.748 0.656 3.179 0.879 84.53 8.22 0.94 0.19 

Logistic 100 96.953 0.314 4.773 0.610 1.329 0.430 5.32 0.12 0.25 0.05 

Bayes 100 95.836 0.367 7.397 0.730 0.949 0.434 6.02 1.91 0.79 0.31 

BP 100 96.881 0.382 4.305 0.677 1.936 0.667 2770.15 874.35 1.99 0.79 
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Table 4.56 t-tests that Compare Some Composite and Base Classifiers 

Base 
Method 

Bagging to Base Boosting to Base Boosting to Bagging Base 
Method t P t P t P 

IR 0.818 0.414 65.338 0.000 58.610 0.000 

Linear -0.349 0.728 -5.784 0.000 -5.613 0.000 

14.8 2.739 0.007 -8.517 0.000 -10.980 0.000 

DecTab 5.182 0.000 -0.264 0.792 -4.746 0.000 

Logistic -0.407 0.685 -0.704 0.482 -0.301 0.763 

Bayes -0.264 0.792 -0.147 0.883 0.117 0.907 

BP 3.988 0.000 -1.208 0.228 -5.122 0.000 

3) Stacking Multiple Classifiers of Different Types 

We stacked seven base classifiers, including IR, Linear, J4.8, Logistic, DecTab, Bayes, 

and BP, and used logistic regression as the meta-leamer. Table 4.57 summarizes the 

accuracy and running times of the stacked classifier. Table 4.58 summarizes the results of 

a series of t-tests that compared the stacked classifier with the corresponding base 

classifier, with each boosted classifier, and with each bagged classifier. 

Stacking seven base classifiers of different types performed better than every individual 

base classifier, every bagged classifier, and every boosted classifier. Table 4.59 

summarizes the accuracies of the twenty-six classifiers. Table 4.60 summarizes the 

ANOVA test of the accuracies of the twenty-six classifiers. The null hypothesis was 
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rejected; at least two of the classifiers performed significantly differently in terms of 

accuracy (F(25, 2574)= 1294.598, p<0.05). Table 4.61 siunmarizes the result of a 

ShefFe's post hoc test. Ten homogeneous (in terms of accuracy) subsets of classifiers 

were recognized at or = 0.05. 

The accuracy (97.324%) of the best classifier in this example was much lower than the 

accuracy (99.446%) of the best classifier for the E-Catalog integration example. The 

primary reason is that the data were much dirtier in this example, especially in the 

Surplus database. Even values of the key attribute, the tag number, were wrong in the 

Surplus database for some records, so the training and testing examples were not error-

free. The classification accuracy of any technique was inherently limited by the noises in 

the training and testing data sets. There were typing and spelling errors in every attribute. 

Many attributes, including acquisition date, serial number, model, and manufacturer, had 

a large number of missing values. The precisions of amounts were sometimes different 

(dollar or cent) in the two databases. Different classification schemes of items and 

different manufacturer names were used in the two databases. Serial numbers had 

different prefixes and suffixes in the two databases. Different numbers were used as the 

serial number for some item in the two databases. Model number and serial number were 

sometimes interchanged. 
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Table 4.57 Stacking of Multiple Classifiers 

(Seven classifiers of different types were stacked. Logistic regression was used as the 
meta-leamer.) 

Method N Accuracy (%) False Positive 
Rate (%) 

False 
Negative Rate 

(%) 

Training Time 
(Seconds) 

Testing Time 
(Seconds) 

Mean StdDev Mean StdDev Mean StdDev Mean StdDev Mean StdDev 

Stack 100 97.324 0.302 0.038 0.006 0.016 0.004 2618.14 49.91 0.99 0.12 

Table 4.58 t-tests that Compare the Stacked Classifier to Each Base, Bagged, and 
Boosted Classifier 

Base Stacking to Base Stacking to Bagging Stacking to Boosting 
Method t P t P t P 

IR 99.808 0.000 86.424 0.000 21.085 0.000 

Linear 23.019 0.000 23.619 0.000 17.440 0.000 

J4.8 7.065 0.000 4.115 0.000 15.349 0.000 

DecTab 16.068 0.000 11.309 0.000 13.983 0.000 

Logistic 7.994 0.000 8.347 0.000 8.529 0.000 

Bayes 31.710 0.000 31.077 0.000 31.307 0.000 

BP 8.141 0.000 4.512 0.000 9.112 0.000 
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Table 4.59 Summary of the Accuracies of Twenty-Six Classifiers 

Method Description N 
Accuracy (%) 

Method Description N 
Mean StdDev 

IR IR 100 91.395 0.512 
Bag^lR Bagged IR 100 91.460 0.608 
1-NN 1-Nearest Neighbor 100 95.674 0.390 
Boost Linear Boosted Linear 100 95.699 0.882 
Bag Bayes Bagged Bayes 100 95.830 0.374 
Boost_Bayes Boosted Bayes 100 95.836 0.367 
Bayes Bayes 100 95.844 0.356 
Boost IR Boosted IR 100 96.086 0.504 
Bag Linear Bagged Linear 100 96.232 0.350 
Linear Linear 100 96.249 0.356 
Boost DecTab Boosted DecTab 100 96.536 0.476 
DecTab DecTab 100 96.552 0.374 
Boost J4.8 Boosted J4.8 100 96.566 0.391 
3-NN 3-Nearest Neighbor 100 96.585 0.337 
5-NN 5-Nearest Neighbor 100 96.618 0.305 
Bag_DecTab Bagged DecTab 100 96.813 0.337 
Boost BP Boosted BP 100 96.881 0.382 
BP BP 100 96.944 0.356 
BoostLogistic Boosted Logistic 100 96.953 0.314 
Bag_Logistic Bagged Logistic 100 96.966 0.305 
Logistic Logistic 100 96.984 0.301 
J4.8 J4.8 100 97.005 0.336 
Bag^BP Bagged BP 100 97.131 0.304 
Bag J4.8 Bagged J4.8 100 97.137 0.342 
Concate Logistic and J4.8 Concatenated 100 97.192 0.380 
Stack 7 classifiers Stacked 100 97.324 0.302 
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Table 4.60 ANOVA of the Accuracies of Twenty-Six Classifiers 

Sum of 
Squares df Mean Square F Sig. 

Between Groups 5497.946 25 219.918 1294.598 0.000 

Within Groups 437.254 2574 0.170 

Total 5935.200 2599 
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Table 4.61 Sheffe's Test of the Accuracies of Twenty-Six Classifiers - Homogeneous 
Subsets 

Method Subset for alpha = .05 Method 
1 2 3 4 5 6 7 8 9 10 

IR 91.395 
Bag_lR 91.460 
1-NN 95.674 
Boost Linear 95.699 
Ba^Bayes 95.830 95.830 
BoostBayes 95.836 95.836 
Bayes 95.844 95.844 
Boost IR 96.086 96.086 
Ba^Linear 96.232 96.232 
Linear 96.249 96.249 
Boost DecTab 96.536 96.536 
DecTab 96.552 96.552 
Boost J4.8 96.566 96.566 
3-NN 96.585 96.585 
5-NN 96.618 96.618 
Bag DecTab 96.813 96.813 96.813 
Boost BP 96.881 96.881 96.881 96.881 
BP 96.944 96.944 96.944 
BoostLogistic 96.953 96.953 96.953 
Bag_Logistic 96.966 96.966 96.966 
Logistic 96.984 96.984 96.984 
J4.8 97.005 97.005 97.005 
Bag_BP 97.131 97.131 97.131 
Bag^J4.8 97.137 97.137 97.137 
Concate 97.192 97.192 
Stack 97.324 
Sig. 1.000 0.999 0.785 1.000 0.062 0.089 0.077 0.195 0.286 0.105 
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4.5.4.5 Cost-sensitive Classification 

We performed a series of cost-sensitive classifications using seven techniques, including 

IR, Linear, J4.8, Logistic, DecTab, Bayes, and BP, under several different ratios of costs 

assigned to the two types of errors, to observe how different classifiers adapted to 

minimize cost (or weighted error rate) rather than the plain error rate. To simulate a real 

application more closely, we trained classifiers on the balanced training data set and 

tested them on the unbalanced testing data set. 

The ratio between the weights we assigned to the two types (i.e., match and non-match) 

of examples were determined by 

W  P  C  "  Sf _ Ttf ^ ^FS  
W  P  C  '  s  ' y  ^  FSf  

p  
where is the ratio between the prior probability of match and the prior probability of 

C 
non-match, —— is the ratio between the cost of a false non-match to the cost of a false 

C  

match. There were 500 match pairs and 500x499 non-match pairs in the testing data set. 

P I  C  
so = . We set —— to a series of values in the range of 1/50 to 50. 

P, 499 C™ 



329 

Table 4.62 Summary of Cost-sensitive Classification Results 

^FM c Accuracy (%) False 
Matches 

False 
Non-

Matches 

Total 
Cost 

IR 25 1 99.800 0 500 500 
20 1 99.800 0 500 500 
15 1 99.800 0 500 500 
10 1 99.800 0 500 500 
5 1 99.906 73 161 526 

1 99.803 205 287 492 
5 44.411 138890 83 139305 

10 44.411 138890 83 139720 
15 44.411 138890 83 140135 
20 44.411 138890 83 140550 
25 44.411 138890 83 140965 

Linear 25 99.800 0 500 500 
20 99.800 0 500 500 
15 99.800 0 500 500 
10 99.800 0 500 500 
5 99.800 0 500 500 

99.800 0 500 500 
5 99.886 182 102 692 

10 99.737 576 81 1386 
15 98.809 2915 62 3845 
20 97.868 5262 67 6602 
25 98.437 3843 64 5443 

J4.8 25 99.800 0 500 500 
20 99.800 0 500 500 
15 99.800 0 500 500 
10 99.800 0 500 500 
5 99.800 0 500 500 

99.886 141 145 286 
5 99.282 1742 54 2012 

10 95.012 12411 59 13001 
15 20.086 199765 19 200050 
20 20.094 199743 23 200203 
25 20.088 199758 22 200308 
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Table 4.62 (Continued) Summary of Cost-sensitive Classification Results 

c ^FN Accuracy (%) False 
Matches 

False 
Non-

Matches 

Total 
Cost 

DecTab 2 5  99.800 0 500 500 
20 99.800 0 500 500 
15 99.800 0 500 500 
10 99.800 0 500 500 
5 99.886 141 145 850 

94.966 12534 52 12586 
5 81.692 45727 43 45942 

10 51.103 122205 37 122575 
15 69.859 75329 23 75674 
20 54.255 114320 42 115160 
25 54.255 114320 42 115370 

Logistic 25 99.800 0 500 500 
20 99.800 0 500 500 
15 99.800 0 500 500 
10 99.800 0 500 500 

5 99.880 26 273 403 
94.830 12760 164 12924 

5 99.085 2233 54 2503 
10 99.274 1750 66 2410 
15 88.767 28051 32 28531 
20 94.478 13766 39 14546 
25 96.625 8399 39 9374 

Bayes 25 60.314 99189 27 2479752 
20 60.308 99202 27 1984067 
15 60.299 99225 27 1488402 
10 60.278 99277 27 992797 

5 60.231 99395 27 497002 
60.060 99822 27 99849 

5 59.798 100479 27 100614 
10 59.664 100814 26 101074 
15 59.248 101855 26 102245 
20 59.514 101189 26 101709 
25 59.461 101322 26 101972 
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Table 4.62 (Continued) Summary of Cost-sensitive Classification Results 

^FM c ^FN Accuracy (%) False 
Matches 

False 
Non-

Matches 

Total 
Cost 

BP 25 99.800 0 500 500 
20 99.800 0 500 500 
15 99.800 0 500 500 
10 99.800 0 500 500 
5 99.800 0 500 500 

98.098 4706 50 4756 
5 77.303 56721 22 56831 

10 72.585 68519 19 68709 
15 80.067 49816 16 50056 
20 73.084 67269 20 67669 
25 77.659 55833 20 56333 

Table 4.63 Total Costs of Cost-sensitive Classifiers 

c ^FM IR Linear J4.8 DecTab Logistic Bayes BP 

2 5  500 500 500 500 500 2479752 500 

20 500 500 500 500 500 1984067 500 

15 500 500 500 500 500 1488402 500 

10 500 500 500 500 500 992797 500 

5 526 500 500 850 403 497002 500 

492 500 286 12586 12924 99849 4756 

5 139305 692 2012 45942 2503 100614 56831 

10 139720 1386 13001 122575 2410 101074 68709 

15 140135 3845 200050 75674 28531 102245 50056 

20 140550 6602 200203 115160 14546 101709 67669 

25 140965 5443 200308 115370 9374 101972 56333 
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Figure 4.25 Ranking of the Total Costs of Some Cost-sensitive Classifiers 
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Table 4.62 summarizes the results of the cost-sensitive classifiers as applied to the testing 

data set. Table 4.63 summarizes the total costs of the cost-sensitive classifiers. Figure 

4.2S displays the relative ranking of the total costs of the cost-sensitive classifiers at each 

selected ratio of costs. When the cost of a false match was considered higher than the cost 

C 1 
of a false non-match (—— < —), because there were many more non-match pairs than 

match pairs, most of the methods, except Bayes, classified all the testing examples as 

non-match; Bayes achieved high accuracy (over 99.8%) but resulted in much higher costs 

C 1 
than other methods. When —, Logistic generated slightly better results than 

C  I  
classifying every example as non-match; beyond some point (——<—), the best 

strategy was simply to classify every example as non-match. When the cost of a false 

C  
non-match was considered higher than the cost of a false match (i.e., —— > I), some 

^FM 

methods, including Linear, Logistic, and BP, performed consistently better than other 

methods, including IR. DecTab, and J4.8. Linear, Logistic, and BP used the same input 

C 
features under different —— settings and adjusted the decision threshold and the 

^FM 

C  
weights associated with the features according to the changes in ——. Such adjustment 

^FM 

was relatively smoother than the dramatic adjustment of structures (i.e., selecting 

different features) performed by IR. DecTab, and J4.8. 
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4.5.4.6 Complete vs. Partial Classification 

We modified several classification techniques, including Fisher's LDA and logistic 

regression, to produce partial classification results. Several such modified classifiers were 

then combined into composite classifiers. In this example, it was even harder for the 

human expert to specify classification rules. We used only learning-based techniques. We 

used the balanced data set for training and the unbalanced data set for testing. In the 

P I  C  W  P  C  \  
testing data set —^ = . We set —— = 10. —— = • —— s —. We weighted the 

P, 499 P, 50 

two types of examples in the training data set correspondingly. Table 4.64 summarizes 

the methods we used. We describe these methods as follows. 

We used the classification via linear regression (Linear) and logistic regression (Logistic) 

from Weka. We implemented Naive Bayes (Bayes) in Oracle PL/SQL. The decision rules 

learned by Linear were: 

IF >0, Match; Otherwise, Non-match, 

where = 0.0038 x Class + 0.0086 x Descn + 0.0993 x Mfg 

+ 0.1572 X Ser + 0.0862 x Model + 0.0283 x Acqdate 

+ 0.374 X Acqcost + 0.2106 x Piuracct + 0.0346 x Payacct 

- 0.0071 X Reldate -0.0088 x Value - 0.5736 
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The model learned by Logistic was: 

IF >0, Match; Otherwise, Non-Match 

where 0^0^,0^ ~ 1.4415 x Class - 0.0209 x Descn + 2.8305 x Mfg 

+ 2.2709 X Ser + 3.4057 x Model - 0.4173 x Acqdate 

+ 4.0615 X Acqcost + 4.9612 x Puracct + 0.6246 x Payacct 

+ 11.3713 X Title - 2.8282 x Reldate - 0.8199 x Value - 19.4784 

The model learned by Bayes was: 

P(A/|r) 
IF Ig >0, Match; Otherwise, Non-Match. 

^  P{N\V)  

Suppose we allow 50 (or 10%) false non-matches and 50 (0.02%) false matches. We used 

two thresholds for each model to meet this requirement (Figures 4.26, 4.27, and 4.28). 

Examples that fell between the two thresholds were "imclassified". The two thresholds 

for Linear were -0.178 and 0.296. The two thresholds for Logistic were -2.0 and 6.4. The 

two thresholds for Bayes were 0 and 7.6. The modified Bayes produced the least nimiber 

of "imclassified" examples; the modified Linear produced the largest number of 

"unclassified" examples. 
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Table 4.64 Some Complete and Partial Classification Results 

No Method False Matches 
(%) 

False 
Non-Matches 

(%) 
Unclassified (%) 

1 Linear 0.186 16.600 

2 Logistic 0.615 13.800 

3 Bayes 0.100 9.000 

4 Modified Linear 0.020 10.000 16.621 

5 Modified Logistic 0.019 10.000 3.804 

6 Modified Bayes 0.020 9.000 0.164 

8 Vote (conservative): 
Linear & Logistic 

0.014 7.600 17.068 

9 Vote (optimistic): Linear 
& Logistic 0.024 11.800 3.360 

10 
Vote (mixed): Linear & 
Logistic 0.014 11.800 3.402 

11 
Vote (conservative): 
Logistic & Bayes 0.014 7.000 3.835 

12 
Vote (optimistic): 
Logistic & Bayes 0.026 11.400 0.136 

13 Vote (mixed): Logistic 
& Bayes 0.014 11.400 0.189 

14 Vote (conservative): 
Linear & Bayes 

0.014 7.200 16.653 

15 Vote (optimistic): Linear 
& Bayes 

0.025 11.800 0.132 

16 
Vote (mixed): Linear & 
Bayes 0.014 11.800 0.174 

17 Vote (conservative): 
Linear, Logistic & Bayes 0.012 6.600 17.081 

18 
Vote (optimistic): 
Linear, Logistic, & 
Bayes 

0.028 13.200 0.117 

19 Vote (mixed): Linear, 
Logistic, & Bayes 0.014 11.800 0.186 
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Figure 4.26 Modified Linear; Percentage of Errors vs. Threshold 
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Figure 4.27 Modified Logistic: Percentage of Errors vs. Threshold 
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Figure 4.28 Modified Bayes: Percentage of Errors vs. Threshold 
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We further combined partial classifiers via voting. In a conservative voting, we classified 

an example as "unclassified" if the classifiers did not agree with each other or one of 

them was not sure. In an optimistic voting, we classified an example according to one 

classifier if others were not sure. In a mixed voting, we were conservative in classifying 

an example as "match" and optimistic in classifying an example as "non-match". 

Optimistic voting of multiple classifiers achieved lower percentages of unclassified 

examples with reasonable accuracies. Conservative voting of multiple classifiers 

achieved higher accuracies with reasonable percentages of unclassified examples. Mixed 

optimistic and conservative voting of multiple classifiers balanced between accuracies 

and percentages of unclassified examples. We noticed that the performances (i.e., 

percentage of unclassified examples) of the three partial classifiers were very different. A 

more sophisticated voting strategy that weights the classifiers according to their 

performances would produce even better results. 

4.5.5 Sunmiary of Results 

We have described an empirical evaluation of our approach to detecting both schema-

level and instance-level correspondences in a legacy database integration example. We 

first clustered the attributes based on a set of semantic features. Since the quality of the 

cluster analysis was low, we further evaluated the relationships among attributes using 

statistical analysis techniques, including correlation and regression. We then trained 

classifiers to classify each pair of tuples firom different databases into Match or Non-
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match, based on the common attributes identified in the previous statistical analysis and 

confirmed in a follow-up evaluation. 

We started the entire procedure by clustering similar attributes of the two databases. 

Statistics about data patterns were the only easily available semantic features about 

attributes for the cluster analysis. Since only indirect semantic features were available, 

the quality of cluster analysis was low. The usefiilness of the cluster analysis results was 

limited. 

We used statistical analysis methods, including correlation and regression analysis, to 

fiirther examine the relationships between attributes in different databases. The 

correlation between every pair of numeric attributes was computed to see whether they 

were potentially similar. Linear regression was performed to analyze the relationship 

between a pair of correlated attributes. Highly correlated attributes, e.g., acquisition cost 

and disposal amount, might describe different properties of the real-world entities, 

however. Potential correspondences were evaluated in light of domain knowledge. For a 

pair of character attributes, we computed the correlation between some matching 

function, as applied to the attributes, and the match label (match or not) to see whether 

the attributes were potentially similar. 

We then determined whether two tuples matched or not based on a set of common 

attributes identified in the previous statistical analysis and confirmed in follow-up 
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evaluation. We used various types of attribute-matching functions to compare values of 

common attributes. For some attributes we combined multiple attribute-matching 

functions. We experimented with several types of classifiers. J4.8, logistic regression, and 

Back Propagation neural network performed the best, 1-Rule the worst. 

Combining multiple classifiers improved classification accuracy. Concatenating logistic 

regression and J4.8 decision tree was more accurate than each individual base classifier. 

Bagging of nine classifiers of the same type improved some techniques, including 

decision table, J4.8 decision tree, and BP, and never degraded any technique. Boosting of 

at most nine classifiers of the same type improved 1-Rule. When boosting improved a 

base classification technique, it did so more significantly than bagging. Unlike bagging, 

however, boosting could also degrade a technique. In our experiments, boosting degraded 

Linear and J4.8. Stacking of classifiers of different types performed better than every 

base classifier. However, the accuracy of the best classifier for this example was much 

lower than the accuracy of the best classifier for the E-Catalog integration example, 

because the data were much dirtier in this example. 

In particular situations of data integration, the user may assign different costs to the two 

types of classification errors. Different techniques adjusted the learned classifiers in 

different ways. Some techniques such as classification via linear regression, logistic 

regression, and neural network, which always used all variables, adjusted the learned 

classifiers more smoothly than techniques such as decision table and decision tree, which 
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might use different variables under different settings of the relative costs of the two types 

of errors. 

If the error rates of the learned classifiers were considered too high, we modified the 

classifiers to produce partial classification results. A classifier produced an "unclassified" 

output if it was not sure whether two tuples matched or not under the required accuracy. 

The single threshold to discriminate between match tuple pairs and non-match tuple pairs 

produced by statistical techniques, such as naive Bayes and logistic regression, was split 

into two thresholds, between which lay the '^mclassified" data. Multiple partial classifiers 

can be combined via different voting strategies (e.g., conservative, optimistic, and 

mixed). 
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4.6 Summary 

We have evaluated our approach using four data sets with different characteristics. These 

studies demonstrate how our approach can be applied under different situations. When 

there are no or few overlapping data between two databases (e.g., in the simulated 

university example), only the cluster analysis techniques for detecting schema-level 

correspondences are applicable. When the schemas of two databases are identical (e.g., in 

the airline PNR example), only the classification techniques for detecting instance-level 

correspondences are applicable. When two databases overlap in both their schemas and 

data (e.g., in the E-catalog example and the property example), techniques for detecting 

correspondences on the two levels can be used alternately to gradually improve the 

quality of the identified correspondences. 

Our empirical results show that the re-evaluation of schema-level correspondences using 

statistical analysis techniques did reveal most of the errors in the correspondences, 

especially those about numerical attributes, that were initially identified using cluster 

analysis techniques. Spurious correspondences (e.g., sales rank and rating oi the two 

book catalogs) were isolated. Lost correspondences (e.g., disposal amount of the two 

property databases) were rescued. 

Our empirical results show that "direct" semantic features about schema-level elements, 

such as names, are more discriminating than "indirect" ones, such as data types and data 
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patterns, during the initial cluster analysis of schema-level elements. When "direct" 

semantic features are not available for analysis, the clusters become very vague. In the 

property example, many (7 out of 12) common attribute pairs could not be identified 

from the cluster analysis results. In such cases, the re-evaluation of schema-level 

correspondences using statistical analysis techniques is more important. 

We found no significant difference between different cluster analysis techniques in 

accuracy. However, we feel that our SOM tool is better than K-means and hierarchical 

clustering in visualizing results. The SOM tool intuitively displays proximity between 

schema-level elements and allows users to evaluate the results incrementally. 

The accuracies of classification techniques vary in different situations. Back-propagation 

neural network was the most accurate in the E-catalog example; J4.8 decision tree was 

the most accurate in the property example; Decision table was the most accurate in the 

airline PNR example. In all three examples, I-rule was the least accurate. In all three 

examples, logistic regression produced more accurate linear decision models than 

classification via linear regression. k-Nearest Neighbor methods were much slower than 

other methods in testing. Back-propagation neural network was much slower that other 

methods in training. 
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Concatenating logistic regression and J4.8 decision tree performed better than the two 

base classifiers in all three examples. Stacking classifiers of different types was more 

accurate than the base classifiers in all three examples. 

Bagging improved J4.8 decision tree and decision table in the E-catalog example, J4.8 

decision tree, decision table, and naive Bayes in the property example, and J4.8 decision 

tree in the airline PNR example. Bagging worked better for stable classification 

techniques than unstable ones. The classifiers learned by some techniques, such as 

decision tree, decision table, and naive Bayes, may change significantly in response to 

small changes in the training data. Techniques that leam linear models, such as logistic 

regression and classification via linear regression, are generally very stable. Bagging 

never degraded a base classification technique. These findings about bagging are 

consistent with some previous analyses and empirical evaluations in other problem 

domains (Dietterich 2000; Witten and Frank 2000) 

Boosting improved some classification techniques but also degraded some others. In all 

three examples, boosting significantly improved the simplest classifier, 1-rule. Besides, 

boosting improved classification via linear regression, J4.8 decision tree, and decision 

table in the E-catalog example, classification via linear regression and J4.8 decision tree 

in the airline PNR example. However, boosting degraded logistic regression and Naive 

Bayes in the E-catalog example, classification via linear regression and J4.8 decision tree 

in the property example, and decision table and logistic regression in the airline PNR 
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example. Boosting did not perform well for most of the classification techniques except 

I-rule in the high-noise property example. These findings about boosting are consistent 

with some previous analyses and empirical evaluations in other problem domains 

(Dietterich 2000; Wickramaratna, et al. 2001; Witten and Frank 2000). 
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CHAPTERS 

CONCLUSIONS AND FUTURE RESEARCH 

Data integration is needed in many situations. In this dissertation, we have described a 

multi-level, multi-technique approach to identifying schema-level and instance-level 

semantic correspondences from heterogeneous data sources, which is a critical step in 

integrating the data sources. In the following sections, we will summarize the 

contributions of this research and suggest some future research directions. 

5.1 Summary of Contributions 

While previous research has studied the identification of semantic correspondences on 

either the schema level or the instance level, this dissertation has proposed an iterative 

procedure, in which semantic correspondences on the two levels are examined alternately 

and incrementally. We use cluster analysis techniques to initially identify some similar 

schema elements (i.e., relations and attributes). We then apply classification techniques to 

identify matching tuples from known semantically corresponding relations based on 

known semantically corresponding attributes. These matching tuples are combined into a 

single data set, on which statistical analysis techniques are used to further analyze the 

relationships among relations and schemas. Improvement in the understanding of 

schema-level correspondences triggers another iteration of the procedure. This iterative 

procedure reduces both the amount of human involvement and the requirement for a 



349 

particular automated technique. We have conducted empirical evaluations using real-

world data to demonstrate the utility of the proposed approach. 

We have reviewed various cluster analysis techniques developed in multivariate 

statistical analysis and artificial neural networks and evaluated their use in the context of 

clustering schema elements from heterogeneous data sources. As past studies have 

indicated that no method is superior to others in all situations, we encourage users to run 

multiple methods and compare the results. We also urge users to evaluate the cluster 

analysis results carefully in light of domain knowledge. We have developed an SOM 

tool that can visualize cluster analysis results and allow the user to evaluate results 

incrementally. 

We have classified the semantic features that are potentially useful in clustering schema 

elements and have discussed related issues. Since there are no features that reflect the 

semantics of schema elements adequately in all situations, we encourage users to 

carefully evaluate and select appropriate features in each particular situation. Our 

empirical evaluations showed that "direct" semantic features are more discriminating 

than "indirect" ones. When only "indirect" semantic features are available for the cluster 

analysis of schema elements, the results will necessarily degenerate and demand more 

careful follow-up evaluation. 
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We have reviewed various classification techniques drawn from statistical pattem 

recognition, data mining, and artificial neural networks and have discussed some related 

issues in the context of matching tuples from heterogeneous data sources. Since the 

performance of classification techniques varies across situations, we encourage users to 

experiment with various techniques in each particular situation to select the best ones. We 

have also reviewed various ways, including concatenating, bagging, boosting, and 

stacking, to combine multiple classifiers for potentially improved performance. We have 

discussed cost-sensitive classification to account for the relative frequency of matching 

tuples and the user-perceived costs of different classification errors. We have also 

discussed ways to combine expert rules and learned classifiers and have described ways 

to modify complete classifiers into partial ones to maintain acceptable levels of error 

rates. 

We have reviewed various exact or approximate attribute-matching methods. When 

multiple matching methods apply to a pair of corresponding attributes, experiments are 

needed to select the most discriminating one. Multiple transformation fimctions and 

matching fimctions may also be combined into an arbitrarily complex matching function. 

We have reviewed statistical analysis techniques, such as correlation and regression, 

which can be used to analyze relationships among attributes after data fi-om 

heterogeneous data sources have been partially integrated. These techniques can be used 

to verify previously identified attribute correspondences, to explore potentially missed 
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correspondences, and to test hypothetical correspondences. As highly correlated 

attributes do not necessarily correspond with the same property about some real-world 

entity type, we encourage users to evaluate the findings in light of domain knowledge. 

5.2 Future Research 

As part of our fiiture research, we would like to conduct more empirical evaluations in 

real-world data integration situations to gain insights about the generalizability of our 

overall approach and particular techniques. We hope to produce some heuristics or 

guidelines that can help practitioners in tailoring the procedure and selecting appropriate 

techniques according to their particular situations. 

Another area of future work is the development of a system that streamlines the 

techniques involved in the procedure. The system should be able to access various types 

of data sources, such as relational databases, semi-structured data sources, and text files. 

The system should include the following components; 1) tools for extracting semantic 

features about schema elements, e.g., a thesaurus for comparing names of schema 

elements, information retrieval tools for comparing documents, and templates for 

querying statistics about data patterns; 2) dimensionality reduction and cluster analysis 

tools; 3) data cleaning and standardization, data transformation, and attribute-matching 

methods; 4) classification tools, including multiple classifier systems, cost-sensitive 

classification schemes, and partial classification schemes, for identifying matching 
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tuples; S) statistical analysis tools for analyzing schema-level correspondences; and 6) 

tools that allow the users to view, add, confirm, reject, and modify semantic 

correspondences. 

Many other issues deserve more detailed study. Some examples are: I) formal methods 

for selecting and weighting features in the cluster analysis of schema elements; 2) better 

ways to combine data cleaning and standardization, data transformation, and attribute-

matching methods; 3) synthesis of learned classifiers and expert rules; 4) formal methods 

for extending complete classification techniques to produce partial classification results 

under given acceptable error rates; and S) methods for analyzing the relationships among 

attributes that are measured on categorical scales. 

Finally, our approach to identifying semantic correspondences can be incorporated into a 

complete fi'amework for heterogeneous database integration. Our approach is applicable 

in both logical (e.g., federated schema approach) and physical (e.g., data warehousing) 

integration strategies. Schema-level semantic correspondences are the basis for schema 

integration. Instance-level semantic correspondences are the basis for data integration and 

duplicate elimination. 
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APPENDIX A 

ATTRIBUTE-MATCHING FUNCTIONS FOR THE AIRLINE PASSENGER 

EXAMPLE 

-- Author: Huimin Zhao 
-- March 2002 
-- Attribute match functions for the airline passenger example 

set echo on 
spool attr_match.out 

-- Compute the edit distance between two strings 

create or replace function wagner(x varchar2, y varchar2) 
return number 
AS 
TYPE darray IS VARRAYOGOO) OF number {2, 0) ; 
d darray := darray(); 
m natural; 
n natural; 
i natural; 
j natural; 
wxy natural; 
dl natural; 
d2 natural; 
d3 natural; 
BEGIN 
m:=length(x); 
if m>50 then m:=50; end if; 
n:=length(y); 
if n>50 then n:=50; end if; 
d.extend(3000); 
d(l) := 0; 
for i in 2..3000 loop 

d(i) := 1; 
end loop; 
for i in 1..m loop 

d{l+i*(n+1)) := i; 
end loop; 
for j in l..n loop 

d(l+j) := j; 
end loop; 
for i in 1..m loop 

for j in 1..n loop 
if substr(x, i, 1) = substr(y, j, 1) 

then wxy:=0; 
else wxy:=l; 
end if; 
dl := d(l+(i-l)*(n+1)+j) + 1; 
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d2 := d(l+i*(n+1)+j-1) + 1; 
d3 := d(l+(i-l)*(n+1)+j-1) + wxy; 
if (dl <= d2 and dl <= d3) then d(l+i*(n+1)+j):=dl; 
elsif(d2 <= d3) then d(l+i*(n+1)+j):= d2; 
else d(1+i*(n+1)+j) := d3; 
end if; 

end loop; 
end loop; 
if m<n then return 1 - d(l+m*(n+1)+n)/n; 
else return 1 - d(1+m*(n+1)+n)/ra; 
end if; 
End; 
/ 

-- Compare two names using: equality + soundex + substring 

create or replace function f_namel{ddl varchar2, dd2 varchar2) 
return number 
AS 

ml number; 
m2 number; 

BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
and (dd2 is null or length(dd2) = 0) then return -2; 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) then return -1; 

end if; 
if (ddl = dd2) then return 1; 
elsif (soundex(ddl)=soundex(dd2)) then return 0.9; 
end if; 
ml:=length(ddl); 
m2:=length(dd2); 
if (ml>m2) then 

if (dd2 = substr(ddl, 0, m2)) then return 0.8; 
end if; 

elsif (m2>ml) then 
if (ddl = substr(dd2, 0, ml)) then return 0.8; 
end if; 

end if; 
return 0; 

End; 

-- Compare two names using: equality + soundex + substring + edit 
distance 

create or replace function f_name2(ddl varchar2, dd2 varchar2) 
return number 
AS 

ml number; 
m2 number; 
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BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
and (dd2 is null or length(dd2) = 0) then return -2; 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) then return -1; 

end if; 
if (ddl = dd2) then return 1; 
elsif (soundex(ddl)=soundex(dd2)) then return 0.9; 
end if; 
ml:=length(ddl); 
m2:=length(dd2); 
if (ml>m2) then 

if (dd2 = substr(ddl, 0, m2)) then return 0.8; 
end if; 

elsif (m2>ml) then 
if (ddl = substr(dd2, 0, ml)) then return 0.8; 
end if; 

end if; 
return wagner(ddl, dd2)*0.7; 

End; 
/ 

-- Compare two names, including first name amd last name, 
-- while accounting for the situations where first and last are 
-- interchanged 

create or replace fimction f_name( 
firstl varchar2, first2 varchar2, 
lastl varchar2, last2 varchar2 

) 

return number 
AS 

f number; 
fl number; 
If number; 
1 number; 
ml number; 
m2 number; 

BEGIN 
f:=namel(firstl, first2); 
fl:=namel(firstl, last2); 
If:=namel(lastl, first2); 
1:=namel(lastl, last2); 

-- if one or both values are missing. 
if {f<0) then return f; 
elsif (1<0) then return 1; 
end if; 
if f<l then ml:=f; else ml:=l; end if; 
if fl<lf then m2:=fl; else m2:=lf; end if; 
if ml<m2 then return m2; 
else return ml; 
end if; 
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End; 
/ 

-- Compare two strings exactly 

create or replace function f_stringl(ddl varchar2, dd2 varchar2) 
return number 
AS 

ml number; 
m2 number; 

BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
and (dd2 is null or length(dd2) = 0) then return -2; 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) then return -1; 

end if; 
if (ddl = dd2) then return 1; end if; 
return 0; 

End; 
/ 

Compare two strings approximately using the edit distance 

function f_string2(ddl varchar2, dd2 varchar2) create 
return 
AS 

ml number; 
m2 number; 

BEGIN 

or replace 
number 

if one or 1 both values are missing. 
if (ddl is null or length(ddl) = 0) 

an''- (dd2 is null or length(dd2) = 0) 
elsif (ddl is null or length(ddl) = 0) 

or (dd2 is null or length(dd2) = 0) 
end if; 
if (ddl = dd2) then return 1; 
return wagner(ddl, dd2)* 0.9; 

End; 
/ 

end if; 

then return -2; 

then return -1; 

-- Compare two postal codes. 

create or replace function f_postal(ddl varchar2, dd2 varchar2) 
retxim number 
AS 

ml number; 
m2 number; 

BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
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and (dd2 is null or length(dd2) = 0) then return -2; 
elsif (ddl is null or length(ddl) = 0) 

or {dd2 is null or length(dd2) = 0) then return -1; 
end if; 

if (ddl = dd2) then return 1; end if; 
if (length(ddl) = length(dd2)) then return 0; end if; 
if (substr(ddl, 1, 5) = substr(dd2, I, 5)) then return 0.5; end if; 
return 0; 

End; 
/ 

-- Check whether two PNRs contain identical boarding point. 

create or replace function f_boardpoint(pi number, p2 number) 
return number 
AS 

m number; 
BEGIN 
select count(*) into m 
from t_segment si, t_segment s2 
where si.boardpoint = s2.boardpoint 

and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 

-- Check whether two PNRs contain identical off point. 

create or replace function f_offpoint(pi number, p2 number) 
return number 
AS 

m number; 
BEGIN 

select count(*) into m 
from t_segment si, t_segment s2 
where sl.offpoint = s2.offpoint 

and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 

-- Check whether two PNRs contain identical home phone number. 

create or replace fxinction f_home(pl number, p2 number) 
return number 
AS 
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ml number ; 
m2 number; 
m number; 

BEGIN 
select count(*) into ml 
from t_phone 
where ishome = 1 and pnr_id = pi; 
select count{*) into m2 
from t_phone 
where ishome = 1 and pnr_id = p2; 
if ml<l and m2<l then return -2; 
elsif ml<l or m2<l then return -1; 
end if; 
select count(*) into m 
from t_phone si, t_phone s2 
where s1.phonenumber = s2.phonenumber 

and si.ishome - 1 
and s2.ishome = 1 
and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 
/ 

-- Check whether two PNRs contain identical business phone number. 

create or replace function f_business(pi number, p2 number) 
return number 
AS 

ml number; 
m2 number; 
m number; 

BEGIN 
select count(*) into ml 
from t_phone 
where isbusiness = 1 and pnr_id = pi; 
select count(*) into m2 
from t_phone 
where isbusiness = 1 and pnr_id = p2; 
if ml<l and m2<l then return -2; 
elsif ml<l or m2<l then return -1; 
end if; 
select count(*) into m 
from t_phone si, t_phone s2 
where s1.phonenumber = s2.phonenumber 

and si.isbusiness = 1 
and s2.isbusiness = 1 
and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 



359 

/ 

-- Check whether two PNRs contain identical agency phone number. 

create or replace function f_agency(pl number, p2 number) 
return number 
AS 

ml number; 
m2 number; 
m number; 

BEGIN 
select count(*) into ml 
from tjphone 
where isagency = 1 and pnr_id = pi; 
select count(*) into m2 
from t_phone 
where isagency = 1 and pnr_id = p2; 
if ml<l and m2<l then return -2; 
elsif ml<l or m2<l then return -1; 
end if; 
select count{*) into m 
from t_phone si, t_phone s2 
where si.phonenumber = s2.phonenumber 

and si.isagency = 1 
and s2.isagency = 1 
and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 
/ 

-- Check whether two PNRs contain identical cell phone number. 

create or replace function f_cell(pi number, p2 number) 
return number 
AS 

ml number; 
m2 number; 
m number; 

BEGIN 
select count(•) into ml 
from t_phone 
where iscell = 1 and pnr_id = pi; 
select count(*) into m2 
from t_phone 
where iscell = 1 and pnr_id = p2; 
if ml<l and m2<l then return -2; 
elsif ml<l or m2<l then return -1; 
end if; 
select count(*) into m 
from t_phone si, t phone s2 
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where si.phonenumber = s2.phonenumber 
and sl.iscell = 1 
and s2.1scell = 1 
and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 
/ 

-- Check whether two PNRs contain identical fax phone number. 

create or replace function f_fax(pl number, p2 number) 
return number 
AS 

ml number; 
m2 number; 
m number ; 

BEGIN 
select count{*) into ml 
from t_phone 
where isfax = 1 and pnr_id = pi; 
select count(*) into m2 
from t_phone 
where isfax = 1 and pnr_id = p2; 
if ml<l and m2<l then return -2; 
elsif ml<l or m2<l then return -1; 
end if; 
select count(*) into m 
from t_phone si, t_phone s2 
where si.phonenumber = s2.phonenumber 

and sl.isfcuc = 1 
and s2.isfeix = 1 
and sl.pnr_id = pi 
and s2.pnr_id = p2; 

if m>0 then return 1; end if; 
return 0; 

End; 
/ 

-- Check whether two PNRs contain identical phone number. 

create or replace function f_phone{pl number, p2 number) 
return number 
AS 

ml number; 
m2 number; 
m3 number; 
m4 number; 
mS number; 

BEGIN 
ml:=f_home(pi, p2); 
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m2:=f_business(pi, p2); 
m3 :=f_agency (pi, p2) ,-
m4:=f_cell(pi, p2); 
mS:=f_fax(pl, p2); 
if (ml=l or m2=l or m3=l or m4=l or m5=l) then return 1; 
elsif (ml<0 and m2<0 and m3<0 and m4<0 and m5<0) then return -1; 
end if; 
return 0; 

End; 
/ 

spool off 
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APPENDIX B 

ATTRIBUTE-MATCHING FUNCTIONS FOR THE E-CATALOG EXAMPLE 

-- Author: Huimin Zhao 
-- Junuary 2002 
-- attribute-matching functions for the E-Catalog integration example 

set echo on 
spool attr_match.out 

-- Compare two string exactly 

create or replace function fun_string(ddl varchar2, dd2 varchar2) 
return number 
AS 
BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
and (dd2 is null or length(dd2) = 0) then return 0.0002; 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) then return 0.0001; 

elsif ddl = dd2 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compute the edit distance between two strings. 

create or replace function wagner(x varchar2, y varchar2) 
return number 
AS 
TYPE darray IS VARRAY(2000) OF number(2,0); 
d darray := darray(); 
m natural; 
n natural; 
i natural; 
j natural; 
wxy natural; 
dl natural; 
d2 natural; 
d3 natural; 
BEGIN 
m:=length(x); 
n:=length(y); 
d.extenddSOl) ; 
d(l) := 0; 
for i in 2.. 1601 loop 

d(i) .-= 1; 
end loop; 
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for i in l..m loop 
d(l+i*(n+l)) := i; 

end loop; 
for j in 1..n loop 

d(l+j) := j; 
end loop; 
for i in l..m loop 

for j in 1..n loop 
if substr(x, i, 1) = sxibstrCy, j, 1) 

then wxy:=0; 
else wxy:=l; 
end if; 

dl := d(1+(i-l)•(n+1)+j) + 1; 
d2 := d(1+i* (n+1)+j-1) -t- 1; 
d3 := d(l+(i-l)*(n+l)+j-1) + wxy; 
if (dl <= d2 and dl <= d3) then d(l+i*(n+l)+j):=dl; 
elsif(d2 <= d3) then d(1+i*(n+l)+j):= d2; 
else d (1+i* (n+l)+j ) := d3 ; 
end if; 

end loop; 
end loop; 
if m<n then return 1 - d(l+m*(n+l)+n)/n; 
else return 1 - d(l+m*(n+l)+n)/m; 
end if; 
End; 
/ 

-- Approximate string comparison based on the edit distance 

create or replace function fun_string2(dl varchar2, d2 varchar2) 
return number 
AS 
BEGIN 
-- check whether one or both values are missing 

if (dl is null or length(dl)=0) 
and (d2 is null or length(d2)=0) 

then return 0.0002; 
elsif (dl is null or length(dl)=0) 
or (d2 is null or length(d2)=0) 

then return 0.0001; 
else return wagner(dl, d2); 
end if; 

End; 
/ 

-- Compare two numbers exactly 

create or replace function fun_number(dl number, d2 number) 
return number 
AS 
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BEGIN 
-- if one or both are missing, 

if (dl is null) 
and (d2 is null) then return 

elsif (dl is null) 
or (d2 is null) then return 

elsif dl <> d2 then return 0; 
else return 1; 
end if; 

Bnd; 
/ 

-- compare two numbers approximately 
-- x-y / (x+y)/2 

create or replace function fxin_number2(dl number, d2 number) 
return number 
AS 
BEGIN 
-- if one or both are missing. 

if (dl is null or dl=0) 
and (d2 is null or d2=0) then return 0.0002; 

elsif (dl is null or dl=0) 
or (d2 is null or d2=0) then return 0.0001; 

else return 1-(abs(dl-d2) / (dl+d2)); 
end if; 

End; 
/ 

-- compare two numbers approximately 
-- x-y / max(x+y) 

create or replace function fun_number3(dl number, d2 number) 
return number 
AS 

m number; 
BEGIN 
-- if one or both are missing. 

if (dl is null or dl=0) 
and (d2 is null or d2=0) then return 0.0002; 

elsif (dl is null or dl=0) 
or {d2 is null or d2=0) then return 0.0001; 

end if; 
if dl > d2 then m:=dl; 
else m:=d2; 
end if; 
return 1-(abs(dl-d2) / m) ; 

End; 
/ 

-- Compare two cover types 

0 . 0 0 0 2 ;  

0.0001; 
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= 0) 
= 0) 
= 0) 

= 0) then return 0.0001; 

then return 0.0002; 

create or replace function fun_cov(aa_type varchar2, bb_type varchar2) 
return number 
AS 

m number; 
BEGIN 
-- if one or both values are missing. 

if (aa_type is null or length(aa_type) 
and (bb_type is null or length(bb_type) 

elsif (aa_type is null or length(aa_type) 
or (bb_type is null or length(bb_type) 

end if; 
-- exact comparison 

if aa_type = bb_type then return 1; 
end if; 

-- lookup table 
select count(*) into m 
from cover 
where a_cov = aa_type 

and b_cov = bb_type; 
if m > 0 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compare two publishing dates 

create or replace function fun_date(monl number, yearl number, 
mon2 number, year2 number) 

return number 
AS 
d number; 

BEGIN 
if ((monl is null or yearl is null) 
and (mon2 is null or year2 is null)) then return 0.0002; 
elsif ((monl is null or yearl is null) 
or (mon2 is null or year2 is null)) then return 0.0001; 
end if; 
d := cdDS((yearl-year2)^12+(monl-mon2)); 
if d > 12 then d:=12; 
end if; 
return l-(d/12); 

End; 
/ 

-- Compare two publishers 

create or replace f^mction f\in_pub (aa_pxib varchar2, bb_pub varchar2) 
return number 
AS 

m number; 
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BEGIN 
-- if one or both values are missing. 

if (aa_pub is null or length(aa_pub) = 0) 
and (bb_pub is null or length(bb_pub) = 0) then return 0.0002; 

elsif (aa_pub is null or length(aa_pub) = 0) 
or (bb_pub is null or length(bb_pub) = 0) then return 0.0001; 

end if; 
-- exact comparison 

if aa_pub = bb_pub then return 1; 
end if; 

-- lookup table 
select count(*) into m 
from pub 
where a_pub = aa_pub 

and b__pub = bb_pub; 
if m > 0 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compare two edition types 

create or replace function fun_type(aa_type varchar2, bb_type varchar2) 
return number 
AS 

m number; 
BEGIN 
-- if one or both values are missing. 

if (aa_type is null or length(aa_type) = 0) 
and (bb_type is null or length(bb_type) = 0) then return 0.0002; 

elsif (aa_type is null or length(aa_type) = 0) 
or (bb_type is null or length(bb_type) = 0) then return 0.0001; 

end if; 
-- exact comparison 

if aa_type = bb_type then return 1; 
end if; 

-- lookup table 
select count(*) into m 
from type 
where a_type = aa_type 

and b_type = bb_type; 
if m > 0 then return 1; 
else return 0; 
end if; 

End; 
/ 

spool off 
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APPENDIX C 

ATTRIBUTE-MATCHING FUNCTIONS FOR THE PROPERTY EXAMPLE 

-- Author: Huimin Zhao 
-- April 2001 
-- Attribute match functions for the property databases 

set echo on 
spool attr_match.out 

Compare the first n chars of two strings. 

create or replace function fun_string( 
ddl varchar2, dd2 varchar2, n number) 

return number 
AS 

m number; 
BEGIN 

if one or both values are missing. 
if (ddl is null or length(ddl) = • 0) 

and (dd2 is null or length(dd2) = ̂ 0) 
elsif (ddl is null or length(ddl) = • 0) 

or (dd2 is null or length(dd2) = ̂ 0) 
end if; 

-- first n char 
if substr(ddl, 
else return 0; 
end if; 

End; 
/ 

then return -2; 

then return -1; 

0, n) = substr{dd2, 0, n) then return 1; 

-- Compute the Edit Distance between two strings. 

create or replace function wagner(x varchar2. y varchar2) 
return number 
AS 
TYPE darray IS VARRAy(200) OF number(2,0); 
d darray := darray( 

1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1, 
1,1,1,1,1,1,1,1,1,1,1,1,1,1,1 

) ; 

m natural; 
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n natural; 
i natural; 
j natural; 
wxy natural; 
dl natural; 
d2 natural; 
d3 natural; 

BEGIN 
m:=length(x); 
n:=length(y); 
if m>10 then m:=10,- end if; 
if n>13 then n:=13; end if; 
for i in l..m loop 

d(l+i*(n+l)) := i; 
end loop; 
for j in l..n loop 

d(l+j) := j; 
end loop; 
for i in l..m loop 

for j in 1..n loop 
if substr(x, i, 1) = substr(y, j, 1) 

then wxy:=0; 
else wxy:=l; 
end if; 
dl := d(1+(i-1)*(n+1)+j) + 1; 
d2 := d(l+i*(n+1)+j-1) + 1; 
d3 := d(1+(i-l)*(n+1)+j-1) + wxy; 
if (dl <= d2 and dl <= d3) then d(1+i*(n+1)+j):=dl; 
elsif(d2 <= d3) then d(1+i*(n+1)+j):= d2; 
else d(1+i*(n+1)+j) := d3; 
end if; 

end loop; 
end loop; 
if m<n then return 1 - d(l+m*(n+1)+n)/n; 
else return 1 - d(l+m*(n+1)+n)/m; 
end if; 
End; 
/ 

-- Approximate string comparison 

create or replace function fun_string2(dl varchar2, d2 varchar2, n 
number) 
return number 
AS 
BEGIN 
-- check whether one or both values are missing 

if (dl is null or length(dl)=0) 
and (d2 is null or length(d2)=0) 
then return -2; 

elsif (dl is null or length(dl)=0) 
or (d2 is null or length(d2)=0) 
then retxim -1; 
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else return wagner(substr(dl, 0, n), substr(d2, 0, n)); 
end if; 

End; 
/ 

-- Compare two class descriptions 

create or replace function fun_class_desc(ddl varchar2, dd2 varchar2) 
return number 
AS 

m number; 
BEGIN 

then return -2; 

then return -1; 

if one or both values are missing. 
if (ddl is null or length(ddl) = 0) 

and (dd2 is null or length(dd2) = 0) 
elsif (ddl is null or length(ddl) = 0) 

or (dd2 is null or length(dd2) = 0) 
end if; 

-- equality comparison 
if ddl = dd2 then return 1; 
end if; 

-- dictionary lookup 
m: =0; 
select count(*) into m 
from d_class 
where i_desc = ddl 

cuid c_class_descnl = dd2; 
if m > 0 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compare two descriptions 

create or replace function fun_desc(ddl varchar2, dd2 varchar2) 
return number 
AS 

m number; 
BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
amd (dd2 is null or length(dd2) = 0) 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) 

end if; 
-- first 5 characters 

if ddl=dd2 then return 1; 
elsif (sxibstr(ddl, 0, 5) = substr(dd2, 
end if; 

-- lookup table 
m := 0; 

then return -2; 

then return -1; 

0, 5)) then return 1; 
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select count(*) into m 
from d_desc 
where i_desc = ddl 

and f_descnl = dd2; 
if m > 0 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compare two manufacturers. 

create or replace function fun_mfg( 
ddl varchar2, dd2 varchar2) 

return number 
AS 

m number; 
BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
and (dd2 is null or length{dd2) = 0) then return -2; 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) then return -1; 

end if; 
if ddl = dd2 then return 1; 
end if; 

- - lookup tcUale 
m: =0; 
select coxint(^) into m 
from d_mfg 
where I_mfg = ddl and f_mfg_name = dd2; 
if m > 0 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compare two serial numbers 

create or replace function fun_ser(ddl varchar2, dd2 varchar2) 
return number 
AS 

ml number; 
m2 number; 

BEGIN 
-- if one or both values are missing. 

if (ddl is null or length(ddl) = 0) 
and (dd2 is null or length(dd2) = 0) then return -2; 

elsif (ddl is null or length(ddl) = 0) 
or (dd2 is null or length(dd2) = 0) then return -1; 

end if; 
if (ddl = dd2) then retxim 1; 
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end if; 

ml:=length(ddl); 
tn2 := length (dd2) ; 
if (ml>m2 and m2>=5) then 

if (dd2 = siibstr(ddl, 0, m2)) then return 1; 
end if; 

elsif {m2>ml and ml>=5) then 
if (ddl = substr(dd2, 0, ml)) then return 1; 
end if; 

end if; 
return wagner(ddl, dd2); 

End; 
/ 

-- Compare two models 

or replace 
number 

null 
null 
null 

or 
or 
or 

are mxssing. 
length(ddl) = 0) 
length(dd2) = 0) 
length(ddl) = 0) 
length(dd2) = 0) 

then return 1; 

create 
return 
AS 

ml number; 
m2 number; 

BEGIN 
-- if one or both values 

if (ddl is null or 
and (dd2 is 

elsif (ddl is 
or (dd2 is 

end if; 
if(ddl = dd2) 
end if; 
ml:=length(ddl); 
m2:=length(dd2); 
if (ml>m2 and m2>=5) then 

if (dd2 = substr(ddl, 0 
end if; 

elsif (m2>ml and ml>=5) then 
if (ddl = substr(dd2, 0, ml)) 
end if; 

end if; 
return wagner(ddl, dd2); 

End; 
/ 

function fun model(ddl varchar2, dd2 varchar2) 

then return -2; 

then return -1; 

m2)) then return 1; 

then return 1; 

-- Compare two acquisition dates 

create or replace function fun_acqdate(dl varchar2, d2 varchar2) 
return number 
AS 

ml number; 
m2 number; 
yl number; 
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y2 number; 
diff number; 

BEGIN 
-- if one or both values are missing 

if dl is null and d2 is null then return -2; 
elsif dl is null or d2 is null then return -1; 
elsif length(dl) < 4 then return -1; 
end if; 

-- compare the two dates (year and month) exactly, 
ml:=substr(dl, 1, 2); yl:=substr(dl, 4, 2); 
if yl<40 then yl:=yl+100; end if; 
ml:=yl*12+ml; 
m2:=substr(d2, 5, 2); y2:=substr(d2, 3, 2); 
if y2<40 then y2:=y2+100; end if; 
m2:=y2*12+m2; 
diff:=abs(ml-m2); 
if diff=0 then return 1; 
elsif diff>=24 then return 0; 
else return l-(diff/24); 
end if; 

End; 
/ 

-- Compare two acquisition costs 

create or replace function fun_acqcost(dl number, d2 number) 
return number 
AS 
BEGIN 
-- if one or both are missing. 

if (dl is null or dl=0) 
and (d2 is null or d2=0) then return -2; 

elsif (dl is null or dl=0) 
or (d2 is null or d2=0) then return -1; 

-- compare the two costs, allowing error 1. 
elsif abs(dl-d2) <= 1 then return 1; 
elsif dl+d2=0 then return 0; 
else return 1-(CUds (dl-d2) / (dl+d2)); 
end if; 

End; 
/ 

-- Compare two accounts 

create or replace fxinction f\m_account (dl number, d2 number) 
return number 
AS 
BEGIN 

if (dl is null or dl=0) 
and (d2 is null or d2=0) then return -2; 

elsif (dl is null or dl=0) 
or (d2 is null or d2=0) then return -1; 
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elsif dl=d2 then return 1; 
else return 0; 
end if; 

End; 
/ 

-- Compare two owner titles 

create or replace function fun_title(dl varchar2, d2 varchar2) 
return number 
AS 
BEGIN 

if dl is null and d2 is null then return -2; 
elsif dl is null or d2 is null then return -1; 
elsif dl <> 'A' and d2 = 'U' then return 0; 
elsif dl = 'A' and d2 <> 'U' then return 0; 
else return 1; 
end if; 

End; 

-- Compare two releasing dates 

create or replace function fun_reldate(dl date, d2 varchar2) 
return number 
AS 

ml number; 
m2 number; 
yl number; 
y2 number; 
diff number; 

BEGIN 
if (dl is null) 

and (d2 is null or length(d2) = 0 or d2='000000') 
then return -2; 

elsif (dl is null) 
or (d2 is null or length(d2) = 0 or d2='000000") 
then return -1; 

end if; 
yl := to_number(siibstr(d2, 0, 2)); 
ml := to_number(substr(d2, 3, 2)); 
if yl > 40 then yl := yl+1900; 
else yl:=yl+2000; 
end if; 
y2 := to_number{to_char(dl, 'YYYY')); 
m2 := to_number(to_char(dl, 'MM')); 
ml:=yl*12+ml; 
m2:=y2 *12 +m2; 
diff:=abs(ml-m2); 
if diff=0 then return 1; 
elsif diff>=24 then return 0; 
else return l-(diff/24); 
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end if; 
End; 
/ 

-- Compare two disposal values 

create or replace function fun_value(dl number, d2 number) 
return number 
AS 

m number; 
d number; 

BEGIN 
if (dl is null) and (d2 is null) 

then return -2; 
elsif (dl is null) or (d2 is null) 

then return -1; 
elsif abs(dl-d2) <= 1 then return 1; 
elsif (dl+d2)=0 then return 0; 
else return 1-(abs(dl-d2) / (dl+d2)); 
end if; 

End; 

spool off 
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