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ABSTRACT 

The importance of the problem of designing learning machines rests on the promise 

of one day delivering systems able to learn complex behavior and assisting us in a 

myriad of situations. Despite its long standing in the scientific arena, progress to

wards producing useful machines is hampered by many unanswered questions. This 

dissertation makes some important contributions towards this overall goal. In partic

ular it focuses on providing a practical solution that allows to build systems that can 

learn and modulate dynamic behavior, on presenting an incremental learning scheme 

that permits to check if a learning machine has attained generalization capability 

just from studying its adaptation behavior, and on studying a bound that limits the 

learning capacity of any machine. The first contribution develops a Dynamic Neural 

Network (DNN), a hybrid architecture that employs a Recurrent .Neural .Network 

(RNN) in cascade with a Non-Recurrent Neural Network (NRNN). The RNN is in 

charge of generating a simple limit cycle while the NRNN is devoted to reshaping the 

limit cycle into the desired spatio-temporal behavior. The main advantage of this 

architecture is the simplicity of training which results from the simplification of the 

overall training task due to its decomposition into independent spatial and temporal 

learning subtasks, which in turn permits to reduce the overall training complexity 

to that of training a feedforward neural network alone. The second contribution of 
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this dissertation presents an incremental learning procedure that permits to deter

mine whether a learning system has generalized or not. The procedure employs some 

concepts from statistical learning theory to prove that when a system generalizes the 

probability that it will encounter unexpected situations decreases exponentially to 

zero. The third contribution uses the well known fact that the problem underlying 

the design of a learning machine corresponds to an estimation problem and is thus 

bounded by the Fisher information quantity. Given how important it is to know more 

about this bound, a series of properties of the Fisher information are presented. 
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CHAPTER 1 

Introduction 

Imagine that for any physical task, such as assembling a product, cleaning a room, 

doing the dishes, stitching human tissue in a surgical procedure, etc., there always 

exists a machine that can perform it. Pushing the concept even further, imagine that 

a single machine is able to handle all these different problems. Further imagine that 

these tasks, together with variations in execution of them, are performed not by a 

collection or aggregation of machines but by a single one. Due to the broad spectrum 

of interactions this machine would be able to handle, it would truly be a Learning 

Machine (LM). 

Why are LMs interesting? Because: 

1. They could be designed to perform activities beyond human reach. They could 

be designed to operate in hostile environments, strong, fast, and be disposable. 

2. LMs can be replicated ad infinitum allowing for replication of complex behavior 

to scales that go beyond the limits imposed by the current size of the human 

population. As an example, nowadays the number of buildings that can be built 

is fundamentally limited by the number of people working in the construction 

industry. If there were LMs capable of executing construction tasks, they could 
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be reproduced without limits as long as the material needed to build them are 

available. Therefore, the new limit for the number of buildings that can be 

built would be the number of operational LMs and not the number of people 

with construction skills. 

Why are not LMs already available everj-where? One of the reasons is that many of 

the problems for which LMs are especially suited are hard to represent using analytical 

models. Lacking an analytical representation, finding satisfactory solutions for them 

seems quite complex. An example is peeling a potato: the natural variability of 

the shape of these tubercles and the different textures of their skins guarantees that 

finding an analytical representation will be difficult. Hence, designing a machine 

for peeling a potato will be very difficult if not impossible. Therefore, building a 

LM that handles many of these tasks is even more difficult. Another reason that 

explains why there are not many practical LMs around us is that they require a level 

of integration of mechanical and electronic technologies more advanced than what is 

possible nowadays. .A,s an example, the development of artificial limbs as dexterous 

as a human arm is still considered a complex research problem and it has not been 

possible to produce commercial applications based on them. This dissertation focuses 

on the first of the aforementioned reasons and uses an alternative approach to devise 

solutions: instead of trying to find an analytical model for the problem, the objective 

is to design a system that self-organizes in order to find a solution. What guides 

this self-organization process? In this case the answer is to utilize behavioral samples 
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taken from the task to be emulated. In other words, the solution to be used in this 

work is a LM that leams from examples. 

As noted above, the need to have useful LMs working for us everywhere remains 

unfulfilled. Even though some solutions that partially solve this problem have been 

found, state of the art technologies are far from being able to train machines, as an 

example, to peel potatoes. 

Why has this been so difficult? Why designing a LM with these characteristics 

has proven to be a difficult problem? The main reason is the "curse of dimension

ality" which apparently makes it impossible in practice to find the combination of 

parameters that define the desired LM. Because complex problems require complex 

LMs, the number of parameters that need to be defined can be very large. Therefore, 

the search for the optimal machine requires a search in a high dimensional parameter 

space. It is then that the curse of dimensionality plays its role and obscures the 

search making it very difficult. 

For the actual implementation of a LM in practice, several alternate technologies 

can be utilized. Consequently, progress in this field has resulted from a number of 

important contributions made in several areas, such as neural network theorj' [1], 

fuzzy logic, evolutionsiry computation [2], learning automata [3], and others. In 

this dissertation we will be concerned with some fundamental questions that are of 

relevance to all LMs, and hence the specific implementation technology one selects 

for the LM is of secondary importance. Nevertheless, in order to make the ideas 
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presented more precise and to describe the results of simulation experiments, specific 

architectures will be used whenever necessary. For instance, a neural network with 

recurrent and feedback connections is used as a vehicle to discuss the spatio-temporal 

learning performance that can be trained to a LM. 

This dissertation explores three different aspects of the LM problem that can be 

exploited to curve down the problems caused by the curse of dimensionality. The 

first course of action proposes a LM architecture specially designed for reducing 

the complexity of a class of dynamical learning problems to that of static learning 

problems. The second uses existing statistical learning theorv' results to construct 

a training algorithm that under certain conditions allows to experimentally verify 

if a LM trained with examples has generalized or not. The third uses the Fisher 

information concept to establish some properties of the parameter space of the LMs. 

1.1 The Learning .Machine Problem 

The definition of the LM problem presented in the following paragraphs is based 

on the definitions stated in [4, 5]. 

Definition 1.1 (Environment) An environment is defined by the density function 

where x € is called the input vector, and the conditional density function 

fY\x{y\^)> where 2/ € 3?" is called the output vector. 
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The previous definition includes the deterministic case where 

{1  i f y  =  g ( x )  
(1.1) 

0 otherwise 

and g { - )  :  3?"* —)• 3?" defines the deterministic function. 

Definition 1.2 (Set of Samples) A set of samples is defined by a set of indepen

dent and identically distributed (i.i.d.) data pairs {Xi,y^), i 6 [1.'], where x, is a 

value attained by the input vector, and y, is the corresponding value of the output 

vector. The number I defines the number of samples in the set. 

Definition 1.3 (Learning Machine) A Learning Machine (LM) is a system capa

b l e  o f  s e l f - o r g a n i z i n g  i n  o r d e r  t o  a p p r o x i m a t e  d i f f e r e n t  d e n s i t y  f u n c t i o n s  f Y ^ j ^ { y \ x ,  6 ) ,  

where y € is called the estimated output vector, and 0 G 3?'' is a vector of param

eters that defines the function implemented by the LM. 

In the deterministic case 

1 i i y = g { x . 9 )  
(1.2) 

0 otherwise 

where the estimated function g { - )  :  JR"* —)• 3?" is defined over the domain of g { - ) .  

The previously defined elements: the environment, the set of samples, and the 

LM, are the basic components of the LM problem. Even though they have been 

defined for a general case where their behavior is regulated by density functions, 

this dissertation will focus on the deterministic case where the output is defined by 
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y  =  g { x )  o r  y  =  g { x , 0 )  according to the case. It is important to note that y  

continues being a random variable because a; is a random variable with a very well 

defined density function. 

In many cases a priori knowledge of the problem to be solved is used to determine 

the LM. More examples of this will be given in the different chapters of this work. 

Definition 1.4 (Intrinsic Error) Given a set of samples and a LM. the intrinsic 

error E[{0) is defined by: 

In other words, the intrinsic error is the expected error of the LM when it estimates 

the function implemented by the environment. 

Definition 1.5 (Learning Machine Problem) Given a set of samples and a LM, 

the LM problem consists in obtaining 

when no other knowledge of the environment is available except that contained in the 

set of samples. 

Even though the self-organizing process associated with the LM allows obtain

ing the parameter vector 0 that reduces to some extent the intrinsic error, nothing 

J  d x f x [ x )  { y  -  y f  

J d x fx{x) (g(x) - g(x, ff))' 

(1.3) 

(1.4) 

0, = argmin£'^(0) 
9 

(1.5) 
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guaxantees that this self-organizing process will be able to find 0*, the minimizer of 

Definition 1.6 (Empirical Error) Given a set of samples and a LM. the empirical 

error is defined by: 

1=0 

Some observations that describe the roles of the intrinsic error and the empirical 

error in solving the LM problem will now be stated: 

1. No a priori knowledge of the environment from which the set of samples is 

taken is available (whatever a priori knowledge about the problem available 

it is normally used to define a suitable LM). This makes the LM problem a 

peculiar one because the quantity to be minimized, i.e. the intrinsic error, 

depends on expressions that are unknown. 

2. The intrinsic error depends on the density function f x ,  the function g { x ) .  and 

the estimated function g{x), which is defined by the vector 6. The intrinsic 

error can be greater than zero depending on the density functions that define 

the environment. An example of a case where it is greater than zero is when 

the output of the environment has additive noise. The intrinsic error can also 

be greater than zero when the LM cannot implement the functions required to 

E i { 0 ) .  

(1.6) 
j=0 
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describe the environment. An example is a LM limited to implementing linear 

functions when the environment exhibits a sinusoidal behavior. 

3. The empirical error is defined because, given that it is not possible to evaluate 

the intrinsic error, an alternative is to find the LM that minimizes the empirical 

error and hope that the solution produced is similar to that which would have 

been produced if the intrinsic error had been used in the minimization process. 

Thanks to the central limit theorem it is easy to see that for large sets of 

samples the empirical error converges to the intrinsic error. The problem is 

that in many cases it is not convenient to process a large data set: it is costly 

in terms of the computational effort involved. Then, it is of utmost importance 

to determine a set of samples with optimal cardinality such that it becomes 

possible to obtain a LM with low intrinsic error using a minimum number of 

samples. 

It is said that a LM has generalized if the associated intrinsic error is low or below 

a predefined threshold. It is important to establish whether a LM has generalized 

or not because the lower the intrinsic error the lower the probability that the LM 

will produce a spurious output when subjected to inputs not processed before. The 

generzilization ability of a LM measures how reliable that LM will be in the future; 

machines with a low level of generalization (very high intrinsic error) cannot be 
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trusted, whereas those with a high level of generalization (very low intrinsic error) 

guarantee an adequate future behavior. 

In the LM problem the architecture of the machine is typically fixed and everything 

reduces to finding the optimal parameter vector; thus, the highest possible level of 

generalization is reached when 0^ is used. In the LM problem the compliance with 

two conditions determines whether this optimal level of generalization can be reached 

or not: 

1. The empirical error has to approximate the intrinsic error such that the param

eter vector effectively minimizes the intrinsic error. 

2. The self-organizing process associated with the LM has to be able to reach the 

optimal parameter vector 0,. 

1.2 The Curse of Dimensionality 

As explained before, the LM problem is "just a matter" of searching for the right 

parameter vector that defines the LM for the input-output mapping problem at hand. 

The problem is that many times the non-linearities of the functions involved create 

complex error surfaces, which turns this search into something verv' difficult. In 

these cases, the search many times reduces to a point by point search that spans 

the entire parameter space. It might be thought that this is not an insurmountable 

problem, but in the real world as the dimensionality of the parameter space increases, 
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the phenomenon of curse of dimensionality makes it exceedingly difficult to find 

satisfactory solutions. 

Three very important characteristics of the curse of dimensionality, which were 

extracted from [5], are: 

1. The sample size needed to produce a volume with the same density of points 

increzises exponentially. If an interval in of length a has / samples, in order 

to have the same density of samples in a hypercube of side a in 3?'' would need 

samples. This property directly impacts any learning process: if a certain 

density of samples is needed in order to find an optimal parameter, the needed 

number of samples will grow exponentially with the number of dimensions. 

2. In a high dimensional space the points tend to be close to the surface of the 

volume that encloses the points. As an example, in a space of 100 dimensions, a 

cube with an edge length equal to 0.97723722 contains only 10% of the volume 

contained by a cube with edge length 1. If the smaller hypercube is centered 

inside the bigger one, then it is easy to conclude that in 90% of the points 

are very close to the surface of the bigger hypercube. Another way of proving 

that almost every point is closer to an edge than to another point is considering 

that in the case of I points distributed uniformly inside a hypercube in 3?'' of 

edge side equal to 1, the expected Loo distance between data points is: 

(1.8) 
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In a space of 100 dimensions, and 10000 data points, the expected Loo distance 

is 0.4560. Taking into account that the maximum L^o distance of a point is 

0.5, it is easy to see that on average every point is closer to an edge than to the 

other points. 

3. Almost ever\' point is an outlier in its own projection. Using an analog}^', in 

a high dimensional space each point of a set of data "sees" the other points 

far away and clumped around the center of the cloud. According to this a 

hypersphere looks more like a see urchin where each data point is at the tip 

of each long quill. Therefore if one were to stand on one of these tips, one 

would see all the other data points clustered far away. This characteristic of 

the high dimensional volumes indicates that interpolation may not work as 

desired because the interpolated value would fall in the inter-quill space, where 

there is no data and therefore nothing is known about the function from which 

the data was obtained. 

1.3 Topics Addressed in This Dissertation 

Because of the difficulties previously outlined, there are many unsolved problems 

associated with the LM problem. Of these, the following three are addressed in this 

dissertation: 
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1. The first one is the need for LMs to be able to leam and modulate spatio-

temporal behavior. Current methods barely cope with memorizing relatively 

simple trajectories, and no techniques are known that permit modulating an 

output trajectory using the inputs to the LM. Current state of the art techniques 

do not make it possible, for example, to train a LM to peel a potato. 

2. The second topic that this dissertation addresses is in determining whether a 

generic LM has reached an acceptable level of generalization or not. Only by 

ensuring a high a level of generalization it is possible to be confident that the 

future behavior of the LM will be acceptable. 

3. The third area on which this work focuses is on studying the behavior of a 

bound imposed by parameter estimation theory on the search for solutions for 

the LM problem. Even though the LM problem can be restated as a param

eter estimation problem, a fact that was recognized long ago by the system 

identification field [6], not much is known about the properties of this bound. 

1.4 Contributions of this Dissertation 

In the context of the LM problem described in the last section, the major contri

butions of this dissertation can be listed as follows: 

1. An LM architecture customized for reducing the complexity of dynamical prob

lems to that of static problems. 
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2. An incremental learning algorithm that under certain conditions allows to de

termine the generalization level of a LM. 

3. A set of properties of the Fisher information. 

These contributions, and the approaches used to accomplish these, will be briefly 

outlined in the following paragraphs. 

The first contribution of this dissertation is a solution to the trajector\' genera

tion problem, i.e. designing a dynamic system whose terminal behavior emulates a 

pre-specified spatio-temporal pattern independently of its initial conditions, and the 

trajectory' modulation problem, i.e. on-line modulation of the generated trajectories 

using external inputs. The difficulty of these problems resides in the fact that any LM 

that solves them needs to have some type of internal feedback, making these LMs ver\' 

difficult to manipulate in formal terms. Even though there are many different ways 

of designing a LM with recurrent connections, the proposed solution uses a Dynamic 

Neural Network (DNN), a hybrid architecture that employs a Recurrent Neural Net

work (RNN) in cascade with a Non-Recurrent Neural Network (NRNN). The neural 

network approach was selected due to the existence of a well studied set of neural net

work techniques for static problems, which will prove to be ver\' useful when it comes 

to implementing the DNN architecture. The RNN is in charge of generating a simple 

limit cycle while the NRNN is devoted to reshaping the limit cycle into the desired 

trajectory. The main advantage of this architecture is the simplicity of its training 
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which results from the simplification of the overall training task due to its decomposi

tion into independent spatial and temporal learning subtasks, which in turn permits 

to reduce the training complexity to that of training a feedforward neural network 

alone. The solution to the trajectory generation problem presented here involves the 

synthesis of a very simple RNN which eliminates the need for any type of training of 

this network and enables all of the required training to be focused on the NRNN. As 

part of the overall design of the dynamic neural network architecture, a systematic 

synthesis procedure based on the design of relay control systems is developed for 

configuring an RNN that can produce a limit cycle of elementary complexity. It is 

further shown that a cascade arrangement of this RNN and an appropriately trained 

NRNN can emulate any desired trajectory behavior irrespective of its complexity. An 

interesting solution to the trajectory modulation problem is also presented. Results 

of several experiments are included to demonstrate the capabilities and performance 

of the DNN in handling trajectorv- generation and modulation problems. The DNN 

experiments showed that this architecture not only outperformed current architec

tures, but it was also able to do learn and modulate complex trajectories in ways 

not seen before (this is the reason why no comparisons with other techniques are 

presented in this work: there are no comparable techniques). 

The second contribution deals with determining when a LM with a chosen ar

chitecture has generalized. This is an important problem because of the previously 

mentioned trade-off: the bigger the data set the higher the probability that a good 
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level of generalization will be attained, but the smaller the data set less computational 

resources are needed in order to find the solution. Therefore, the ability to determine 

if an acceptable level of generalization has been reached or not allows to decide when 

it is possible to stop training, and also whether a training set has enough samples. 

Even though the approach presented here is valid for any implementation of a LM, 

it requires certain conditions to be satisfied in practice. In particular, one can deter

mine if an appropriate level of generalization has been reached only if enough data is 

available in the training set (if the set of samples is too small it is impossible to reach 

the generalization stage), the VC dimension of the LM is bounded (which implies 

that the LM cannot merely memorize the data contained in the set of samples), the 

intrinsic error of the LM when the optimal parameter set is used is small (if not. 

the problem cannot be learned in a satisfactory' manner), and the self-organization 

process does not get stuck in local minima (if this is not the case, the LM cannot 

adapt in an appropriate way). Even though at the outset these may appear to be 

restrictive conditions, in many practical problems it is possible to tailor the learning 

strategy such that the conditions hold true. 

The last contribution studies the LM problem from the perspective of estimation 

theory. Traditionally, the LM problem is seen as an optimization problem. But, it 

is also possible to interpret it as a parameter estimation problem where the optimal 

parameter vector minimizes a certain functional, which in this case corresponds to 

the empirical error. As in every parameter estimation problem, the variance of the 
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estimator is bounded by the reciprocal of the Fisher information, a result commonly 

known as the Cramer-Rao theorem [7|. In the LM problem setting, the Fisher infor

mation depends on the size of the set of samples and the density functions that define 

the environment. In other words, the size of the set of samples and the statistical 

properties of the environment define a bound that fundamentally limits the learning 

process of a LM. Even though the Fisher information establishes a very important 

limit to all learning processes, not much is known about its properties. This con

tribution presents several properties of the Fisher information (following the format 

used by Cover and Thomas [8] to present the properties of the differential entropy 

concept developed by Shannon [9|). 

The three contributions presented in this work are related in the sense that they 

shed light on different aspects of the LM problem. Nevertheless, each of these con

tributions is fundamentally independent of the others. Because they address aspects 

of the LM problem that are not necessarily related, they can be studied in complete 

isolation from the others. 

1.5 Organization of this Work 

The second chapter develops a method for synthesizing and training a dynamical 

neural network specially suited for spatio-temporal learning problems. Chapter three 

uses some concepts from statistical learning theor\', developed by Vapnik since the 

late sixties, to devise a method that under certain conditions permits to determine 
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when generalization occurs. The fourth chapter studies the relationship between 

the LM problem and the Fisher information quantity. The last chapter. Chapter 

Five, concludes this work with a discussion of the results and also indicates some 

steps that could be followed in the future in order to further expand the ideas and 

methods presented in this dissertation. 
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CHAPTER 2 

Trajectory Generation and Modulation Using Dynamic 

Neural Networks 

The primary focus in this chapter is on a LM architecture that reduces the com

plexity of some dynamical learning problems to that of static problems for which 

many known solutions are available. Of the many existing dynamical problems, this 

work focuses on the trajectory generation and the trajectory modulation problems, 

which are described below. 

A classical problem in the nonlinear dynamics field is how to design a system that 

produces a pre-specified set of attractors in order to ensure asymptotic convergence 

to a desired limit cycle behavior irrespective of the initial conditions. This problem 

consists of finding a set of nonlinear differential equations whose solution converges 

to a certain desired trajectory independently of the starting point. This is the exact 

opposite of the classical differential equations analysis where the set of equations and 

the starting point are known and a solution is sought. In this work, how to design 

systems whose behavior converges to a pre-specified trajectory independently of the 

system initial conditions is referred to as the trajectory generation problem. 

A generalization of the above occurs when a system uses external inputs to control 

the trajectory generation process. These control signals allow the system not only 
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to produce a certain trajectory independent of the starting point of the system, but 

also to shape the pattern in real time according to the input excitation. In this work, 

how to design systems that control the trajectory generation process by means of 

external inputs is referred to as the trajectory modulation problem. 

These two problems have their roots deeply embedded in the mathematics arena 

and have applications that extend into many areas in engineering and biology. A 

classic engineering example is the adaptive control of industrial manipulators [10], 

where the trajectory generation problem arises whenever a reference trajectory for 

the manipulator needs to be given. An example of the trajectory modulation problem 

is the design of a robot that has to learn to control its limbs in order to catch a ball 

thrown to different places. In this case the machine needs not only to generate a 

trajectory that describes the movements of the robot, but also to modulate it in real 

time according to the changing trajectory of the ball. In the biological arena, several 

examples can readily be given for the learning of self-sustained oscillator}- patterns 

(such as walking and swimming), which correspond to motions that converge to 

desired periodic trajectorj' behavior. 

A particular aspect of the trajectory* modulation problem deserves some emphasis 

to clearly understand the challenges posed by this problem. Note that the problem 

reduces to a new trajectory generation problem if the dynamic system is allowed to be 

re-designed (or the neural network implementation of this system is permitted to be 

re-trained) to produce the new attractor pattern. However, if the system parameters 
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need to be maintained unchanged (as in the robot example discussed above), and the 

trajectory behavior is to be modified through external inputs to suit the new tasks, 

the problem becomes more interesting and quite challenging. The relation of this 

problem to some well known concepts in adaptive control [11] deserves a particular 

note. 

Despite the importance of the trajectory generation and modulation problems, 

there are no satisfactory solutions for these problems in general, and using neu

ral networks in particular. This is explained by the inherent complexity of the 

problems, which involve spatio-temporal learning tasks. The same is not true for 

static problems such as pattern memorization and function approximation, where 

only spatial requirements need to be taken into account and time plays no role. 

These problems can be satisfactorily addressed using existing feed-forward neural net

work theory and techniques (feed-fonvard neural networks are called Non-Recurrent 

Neural Networks (NRNNs) in this work). This is a well-plodded area where exist

ing theory helps to understand the generalization properties of these architectures, 

and ensures the convergence of the training processes towards the desired outputs 

[12, 13, 14, 15, 16, 4, 17, 18, 19, 20, 21]. 

On the other hand, the spatio-temporal objectives inherent to dynamical problems 

require neural networks with recurrent connections (referred to as Recurrent Neural 

Networks (RNNs) in this work). Although considerable effort has been spent in the 

recent past in developing new RNN architectures and training techniques, it is still 
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not possible to solve many of the dynamical problems with the same degree of success 

with which neural networks have been used in static problems. It has been proven that 

a FINN can approximate any known dynamical system [22], and several techniques for 

training RNNs have been developed [23, 24, 25, 26. 27, 28, 29, 30. 31, 32, 33. 34, 35, 36, 

37, 38, 39, 40, 41, 42, 43, 44, 45, 46]. A subset of these works directed to the trajectory 

generation problem have shown that a RNN can indeed be trained to produce desired 

trajectory behavior, and have demonstrated the success of their training algorithms 

in generating certain benchmark trajectories such as the circle, the figure eight, the 

quadrangle pattern, etc.. However, there are still no techniques that can solve the 

trajectory generation problem for arbitrarily complex trajectories with acceptable 

computational complexity. This inherent difficulty is explained by the fact that the 

solution spaces are plagued with local minima and it is not always possible to find 

global solutions [36]. .A.lso. gradient descent approaches do not work well because 

the gradients tend to vanish as the dynamics of the neural networks evolve [37]. To 

circumvent this problem, other approaches not based on gradient descent [38, 39, 

40, 41] have been recently proposed. Still, they cannot provide satisfactory solutions 

in ail cases and their convergence to useful results is not always guaranteed. Other 

techniques based on monotone systems theory work quite well for simple trajectories 

[42, 43], but how to scale them for higher dimensionality problems or more complex 

dynamic behaviors is still not known. Only the production of asymptotically static 

behavior using RNNs based on fixed point training is well understood up to the point 
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where it is possible to build practical applications [10, 23, 44, 45]. In sum, there are no 

general and practically feasible neural network solutions for the trajectory generation 

problem due to its inherent complexity. 

While the trajectory generation problem has attracted considerable attention in 

recent times as evidenced above, the trajectory* modulation problem has hardly been 

addressed at all. Because it is a generalization of the trajectory generation prob

lem, it is even more difficult to solve. If known techniques cannot cope with the 

trajectory generation problem in a practically acceptable manner (known techniques 

cannot handle arbitrarily trajectories in an efficient manner), then it is not surprising 

that available techniques cannot offer general solutions to the trajectory modulation 

problem. To emphasize the complexity of these problems, it only needs to be noted 

that recurrent networks being dynamic systems can ver\' quickly move from a de

sired mode of dynamic activity, such as the production of a bounded oscillation or 

a stable limit cycle, to other perhaps undesirable modes, such as unstable responses 

(unbounded outputs), multiple attractor patterns, and even chaotic behavior, unless 

the network parameters and external inputs are carefully regulated. 

In this chapter novel and computationally attractive solutions to the trajectory 

generation and modulation problems are presented. The core idea underlying this 

approach [46] is that it is always possible to design a very simple dynamic system 

that produces a simple, stable and robust trajectory, and then use another system 

to deform this trajectory such that the desired behavior is produced (see Fig. 2.1). 
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Simple Trajectory Desired Trajectory 

Figure 2.1: Sliaping a trajectory. 

Using an analogy, it is as if the task of the first system were to generate an elastic 

rope shaped into a very simple geometry, and the task of the second system were to 

stretch and warp this rope into the desired final geometry. 

For implementation using neural networks, this idea suggests that any bounded 

continuous trajectory of arbitrarily complex shape can be generated using a Dynamic 

Neural Network (DNN) architecture that is comprised of a RNN. used to produce a 

simple trajectory, and a cascaded NRNN, used to deform it into the desired trajectorj* 

(see Fig. 2.2). Furthermore, since the RNN is required only to generate a trajectory' 

of elementary complexity, problems associated with training can be considerably 

reduced by employing a synthesis procedure for building the RNN (which will be 

described later in this chapter) and therefore limiting all of the required training to 

the NRNN. This simplification of the overall training task is fundamental and enables 

a solution to be developed for the more complex trajectory modulation problems. 

The structure of the chapter is as follows. In Section 2 a mathematical result 

that formalizes the central ideas and facilitates the development of a neural network 
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Figure 2.2: DNN architecture. 

solution to the trajectory generation and modulation problems will be presented. 

Section 3 describes the details of a systematic synthesis procedure inspired by ad

vances in relay feedback control [47, 48, 49, 50] for configuring the RNN part of the 

architecture. DNN implementations and performance evaluations in handling diverse 

trajectory* generation and trajectory modulation problems are presented in Section 

4. No comparisons with other techniques are shown because there are no techniques 

that can offer comparable capabilities and performance. The chapter concludes with 

some final remarks in Section 5. 

2.1 Mathematical Principles Underlving the Solutions to the Trajectorj- Generation 

and Modulation Problems 

2.1.1 Trajectory Generation by DNN 

The following theorem presents the core idea of this work in a precise manner: 

Theorem 2.1 Given a set of data pairs (ti,y[ti)), i G [l?^]? obtained from the 

bounded-input bounded-output process y(-) : [O.T] S?"*. where yi{t) = gi{o{t)), 
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g,(-) : S' -> »•", o{ t )  i s  g e n e r a t e d  b y  t h e  • p r o c e s s  h(-) : [0, Tj —> and k some 

integer, can be made arbitrarily close to y{t) as I ^ oc provided that gi{-) is imple

mented with a NRNN with an appropriate VC dimension and o{t) is implemented 

such that it complies with the condition: 

t i  ^  t j  ̂  o { t i )  # o { t j )  (2 .1)  

for ti € [0,T] and tj E [0, T]. 

Proof: Any bounded-input bounded-output process y { - )  :  [O.T"] —> 0?"*, can be re

formulated as a composition of two processes y{t) = g{o{t)). g(-) : JR*"' —> 3?'". the 

trajector\" o(t) generated by the process h(-) : [0. T] —r k some integer, provided 

that the processes g(-) and h(-) exist. The process h(-) can be chosen such that it 

complies with the condition expressed in Eq. 2.1. Then, the requirements for the 

existence of the process g(-) correspond to those that ensure the existence of a func

tion. If the previous conditions are met, then g(-) is a function and it is therefore 

implementable using a NRNN. Now, given a set of data pairs (ti, y(ti)), i 6 [1,/j, the 

output of the mapping yi{t) = gi{o{t)), gi{-) : can be made arbitrarily 

close to y { t )  provided that gj(-) is implemented with a NRNN with an appropriate 

VC dimension [12, 13, 14, 15, 16, 4], and I —> oc.D 

Hence, as suggested by the theorem, any bounded-input bounded-output trajec

tory generation process can always be reformulated as two ceiscaded processes: a first 

one, h{-), that maps time t into an intermediate trajectory o{t), and a second one. 
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g i { - ) ,  that maps this intermediate trajectory o(£) into a sequence y i { - )  that approxi

mates y{-). This division makes the process h{-) control the temporal aspects of the 

output trajectory and uses gj(-) to control the spatial ones. 

An important adveuitage of the DNN architecture shown in Fig. 2.2 is that as long 

as the conditions specified in Theorem 2.1 are satisfied, the process /i(-) can be chosen 

as simple as possible. Thus, a DNN implementation only requires a low complexity 

process /i(.) irrespective of the complexity of the trajectory y{t) that needs to be 

learned. It is important to notice that a simpler /i(-) implies a more complex gi{-). 

The DNN aproach moves the complexity from the temporal realm towards the spatial 

one. As will become evident from later discussion, this is especially important when 

it comes to implementing the process /i(-) using neural networks. This characteristic 

of the DNN architecture allows using a very simple RNN. 

A RNN model that has been extensively employed for trajector\' generation tasks 

is the continuous-time model described by the set of coupled differential equations 

[24, 28]; 

^ X i { t )  =  - X i { t )  -1- ^ W i j f j { X j { t ) )  .  i  € [l,n| (2.2) 
j=i 

where X i { t )  G 5ft denotes the state of the i"' neuron at the instant Tj 6 SR is a 

time constant referred to as the relaxation time, Wij € Sft denotes the weight of the 

interconnection from the neuron to the z"' one, /j(-) : 3? 3? defines a nonlinear 

threshold function (typically a saturating function), and n denotes the number of 

neurons. While different forms of threshold functions can be employed, a typiczdly 
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used function is of the form: 

fiiz) = - 1 , i 6 [1, rij C--^) 

where ri 6 3? is a parameter that controls the slope of the threshold function. It is 

simple to check that this function satisfies the basic properties required of threshold 

functions: monotonicity, oddity, and saturation to bounded values. The inputs to 

this network are from the initial conditions Xj(to), and the outputs are the observa

tions of the state trajectories Xi{t) for t > to. The task of designing this network to 

serve as a useful computational device involves the selection of the n'-+'2n parameters 

{wij.Ti, ft}, either by implementing an appropriate training algorithm (the usual ap

proach) or by using a carefully designed synthesis procedure (which will be described 

later in this chapter), such that the network trajectories Xi{t). starting from Xi(io), 

behave in a prescribed manner to perform the desired computations. 

For illustration, in order to generate a simple two-dimensional trajectory such as 

a circle with center at the origin of the plane and radius .4, a '2-node RNN that 

produces outputs oscillating according to Xi{t) = -4sinu;£ and xoit) = Acosujt can 

be designed. It may be noted that such a network will have periodic repetition along 

the circle trajectory as its terminal behavior starting from any initial condition Xi(io) 

either inside or outside the circle [39, 41]. In the context of the DNN architecture 

shown in Fig. 2.2, use of the network designed above to implement the RNN block 

will enable generation of a circular trajectory that can be used as the output o{t). If 
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this is the trajectory ultimately needed to be displayed { i .e. y { t )  is a circle with center 

at the origin and radius .4), the NRNN could be set to simulate an identity function 

(or the NRNN block could be eliminated altogether). However, if the desired output 

y{t) corresponds to a more complex trajectory behavior (such as those considered 

later), an appropriate NRNN that approximates the input-output mapping function 

g{-) : o(t) —> y{t) can be implemented, details of which have been relegated to a 

later section. 

2.1.2 Addition of External Inputs for Trajectory Modulation 

To handle trajectory modulation problems, the basic DNN circhitecture can be 

modified by adding external input signals to alter the activation dynamics of one or 

more neurons. This second input (in addition to the excitation provided by the initial 

conditions art(^o)) allows further control of the output trajectory' making it possible 

to generate not only one trajectory* but also families of trajectories. For introducing 

the external input there are several options: apply it to the neurons of the RNN, 

apply it to the neurons of the NRNN, or apply it to both. Each of these options 

implies a different degree of complexity. 

For facilitating the first option, the dynamic framework described earlier for the 

R N N  c a n  b e  e x p a n d e d  t o  p e r m i t  t h e  i n t r o d u c t i o n  o f  t h e  e x t e r n a l  i n p u t  e { t )  :  3 ?  —  

as: 

^ X i { t )  =  - X i { t )  +  ̂  W i j f j { x j { t ) )  -h Y L  i S [1>"] (2-4) 
j=i j=i 



42 

The problem of interest is to find a procedure for selecting the np weights Wij and the p 

input signals ej{t), j G [l,p], such that the shape of the terminal trajectorj' generated 

earlier can be modified at will. This problem however is quite complicated due to the 

dynamics of the network. For breaking the comple.\ity, a simpler case where the input 

Wijej{t) = Qj, a constant, can be analyzed. To illustrate the effect of this constant 

input on the trajectory behavior, consider the earlier described case of generating 

the circle trajectory' where the 2-node RNN without external input is producing the 

terminal attractor pattern given by xi(t) = .4sina;f and xoit) = A cos uit. Then, the 

8 parameters of the network {ri, ri,r?, tun, u;i2, are adjusted such that 

the two equations 

A s i n u j t - i -  w i i f i i A s i n u j t )  + w i 2 f 2 { A c o s u t )  (2.5) 

.4sinu;i + Woifi{Asinut) + W22f2{Acosujt) (2.6) 

hold under steady-state conditions. Now consider the perturbed dynamics resulting 

from the use of external inputs. If ai and a2 are small, from continuity arguments 

the resulting trajectory will still be periodic. However, it deviates from the original 

circle pattern in producing a trajectory governed by the equations: 

= -.4x1 (t) + ̂ i.'ii/i(^i(0) "'12/2(^2(0) + (2-~) 
Ti at 

—  ̂ X o i t )  =  - A X 2 { t )  + W 2 l f l { x i { t ) )  + W 2 2 f 2 { ^ 2 { t ) )  + Q 2  (2.8) 
T2 cLt 

I d , .  
—-A smut = — 
Ti at 
1 d . 

-Acosut = — 
Todt  
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with the same values for the network parameters {voii,wx2, W2i,W22,ti,T2,ti,T2} as 

before. The solution for Xi(i) and X2{t) that describes the perturbed trajectory is 

still complicated. 

A simpler approach to altering the shape of the trajectory while keeping track 

of the perturbed shape is to apply the external inputs directly into the NRNN by

passing the RNN block (see Fig. 2.3). To illustrate the effect of these inputs on 

the final shape of the generated trajectory, the 2-node RNN designed to generate 

the circle trajectory previously described can be considered again. In the absence 

of the external inputs, for obtaining the same trajectory as the output of the DNN. 

the NRNN will implement an identity function, i.e. yi{t) = g{x{t)) = x{t). where 

yi{-) : 3? —)• 0?" and x{t) = [xi(i),X2(f)F- Once the NRNN is trained to implement 

this function, the use of an additive external input a = [ai.Qo]^ will yield the new 

output yi{t) = x{t) + a, or equivalently, i/ii{t) = xi(t) + ai = Asinmt + and 

iji2{t) = X2{t) + Qo = Acosujt 4- Qo, which specifies a deformed circle. In particular, 

by continuously varying the values of Qi and ao it is possible to generate a family of 

trajectories, each of which is a deformation of the original circle trajectory. Thus, this 

approach provides a simple mechanism for using external inputs to control on-line 

the shape of the trajectory output by the DNN while keeping the period of repetition 

the same. 

Due to the simplicity with which the shape of the original trajectory can be modu

lated through external inputs applied to the NRNN, only this case will be considered 
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Figure 2.3: Modified DNN witii external inputs. 

in the rest of this work. The following theorem formally presents the feasibility of a 

DNN with external inputs for solving the trajectory modulation problem: 

Theorem 2.2 Given a set of data triplets {ti,ei,y{ti.ei)). Ci € 0?*", i € [l./],. ob

tained from the bounded-input bounded-output process y(-. •) : [0, T] x 3?^ —> 3?'". e € 

3?^, the trajectory yi{t,e) generated by the process gi{o{t),e), gii-,-) : —> 3?'", 

o { t )  g e n e r a t e d  b y  t h e  p r o c e s s  h { - )  : [O.T] k some integer, can be made arbi

trarily close to y(t) as I oo provided that gi{-, •) is implemented with a NRNN with 

an appropriate VC dimension and h{-) is implemented such that it complies with the 

condition expressed in Eq. 2.1. 

Proof: Analogous to the proof of the previous theorem.• 
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2.2 Synthesis of the RNN 

Following Theorem 2.1, the DNN architecture can be configured to implement a 

process h{-) to deal with the temporal aspects of a trajectory generation problem and 

to implement a function g{-) to deal with the spatial ones. .-Vs described earlier, while 

the function g(-) can be approximated by an NRNN. an efficient way of implementing 

the process /i(-) involves using a RNN. Because these temporal requirements are the 

same for the generation of any trajectory, it is in principle possible to solve all tra

jectory generation problems using the same RNN. .\s pointed out before, the DNN 

approach shifts the complexity of the problem towards the spatial realm. Therefore, 

to use the same RNN for all the trajectory- modulation problems may imply a sub-

stancial increase in the complexity of the corresponding NRNNs. Also of significant 

importance is the fact that this RNN does not need to be complicated. As long as 

the condition stated in Theorem 2.1 is satisfied, the RNN can be chosen as simple as 

possible. These considerations suggest that rather than training a new RNN for each 

problem, it is more efficient to a priori synthesize one and use it in all trajectorj'^ 

generation problems over and over. Training differs from synthesis in that the first 

process requires data samples to guide an adaptation process. On the other hand, a 

synthesis procedure uses the knowledge of the problem to analytically design a RNN 

whose behavior satisfies the required constraints. The synthesis procedure does not 



46 

need a learning process, and because the DNN architecture allows solving all trajec

tory generation problems using the same RNN, synthesis of the RNN is preferred. 

This results in a further simplification of the overall training of the DNN since all 

computational requirements can now be focused on training the NRNN only. In sum, 

the DNN architecture permits using one simple and previously synthesized RNN to 

solve any trajectory generation problem. 

As stated in Theorem 2.1, the trajectory generated by the RNN only has to make 

the existence of the function g{-) possible. In other words, the process h(-) has to 

comply with the condition stated in Eq. 2.1. The synthesis of the RNN is to be 

guided by a few other requirements as well: convergence to the desired behavior 

independently of the initial conditions and robustness to noise. This corresponds to 

a classical problem in automatic control theory: how to design a dynamic system 

that converges to a certain desired behavior irrespective of its initial states and the 

noise conditions under which it operates. The following sections present a procedure 

for synthesizing a RNN as a solution to this problem. 

2.2.1 General Requirements 

A first approach consists in synthesizing a RNN that generates a one-dimensional 

output. A very simple solution would be a RNN that generates a one-dimensional 

monotone trajectory (see Fig. 2.4). This RNN would naturally comply with the 

condition stated in Eq. 2.1 because all of its output values will be different from 
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Figure 2.4: Monotone trajectory. 

one another within the defined time interval. However, this solution may not be 

attractive to implement in practice. In those cases where the DNN has to replicate 

the final desired trajectory several times (as in the case of producing a limit cycle 

behavior), there would necessarily be a delay between the repetitions caused by the 

time required by the RNN to return to the starting point of the monotone trajectory 

(see Fig. 2.4). Even more bothersome, during this reset time the NRNN would be 

receiving an arbitrary input, thus generating a spurious output. 

A solution that is more satisfactory* to implement, although with slightly increased 

complexity, is to search for a solution in the set of RNNs that produce two-dimensional 

outputs o{t) = (oi(f), 02(f)) € 5R". A convenient way of solving the problem is to use a 

RNN that produces a two-dimensional periodic trajectory pattern that does not cross 

over itself unless a new cycle starts (see Fig. 2.5). If the period of the cycle is T, the 

RNN is able to continuously drive the NRNN without any delays or arbitrary- inputs 

that produce spurious outputs. Any RNN that generates a trajectory' with these 

characteristics naturally complies with the condition expressed by Eq. 2.1 because 
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Figure 2.5: Two-dimensional periodic trajectory. 

all points on the plane corresponding to its output values are distinct within the time 

interval [O.T]. The following section introduces a design approach that produces 

systems whose outputs naturally converge to this type of limit cycles when started 

from arbitrary initial conditions. 

u { t )  =  <  

2.2.2 Generating Limit Cycles Using Relay Feedback 

A linear system described by the transfer function G(s) is under "relay feedback" 

[47, 48, 49, 50] when its output is multiplied by —1. passed through a hard threshold 

defined by; 
r 

-hd if e(t) > 0 
(2.9) 

— d  if e ( t }  <  0 

where d  >  0 ,  and this output is used as a control signal to drive the system G { s )  

(see Fig. 2.6). In a configuration like this, many systems naturally stabilize into 

sinusoidal-like limit cycles. This fact will be used to synthesize a RNN that generates 

a stable and robust limit cycle. For more details on the stability properties and 

robustness of a relay feedback system it is recommended to the reader to go to 
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G(s) Relay 
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Figure 2.6: Relay feedback. 

Appendix A. The threshold function defined by Eq. 2.9 is called a "symmetric relay". 

An asymmetric relay whose output u{t) = -rdi for input e(t) > 0. and u(i) = —da 

for input e{t) < 0, where di ^ da and di.do > 0, can produce more complex limit 

cycle behaviors. However, for purposes of this work the simpler symmetric relay will 

suflBce. Typical variation of signals that appear at various points in a system under 

relay feedback is shown in Fig. 2.7. 

Let u!i denote the frequency of limit cycle oscillation that is desired to be set up 

under steady-state conditions. From the discussion in Section 2.1 it is evident that if 

the output Oi (i) from this system approximates A sin uJit, then with a second output 

02{t), which is the derivative of Oi(f) (and hence approximates A cos uit). it is possible 

to produce an oscillator}'- behavior that approximates a circle-type trajectory-. The 

following theorem prescribes conditions to be satisfied for generating an output of 

the desired form. 



e(t) 

u(t) 

Figure 2.7: Signals in a relay feedback control system 
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Theorem 2.3 A set of sufficient conditions for the system shovm in Fig. 2.6 to 

•produce an oscillatory output with amplitude .-I and frequency uii under steady-state 

conditions is: 

1 .  G ( s )  f u n c t i o n s  a p p r o x i m a t e l y  a s  a  l o w - p a s s  f i l t e r :  

2 .  i G i j u j i )  =  - t t ;  

3 .  l G ( j a ; / ) |  =  w h e r e  d  d e n o t e s  t h e  r e l a y  t h r e s h o l d  s p e c i f i e d  i n  E q .  2 . 9 .  

Proof: When the output of the relay, a { t ) ,  is a square wave of amplitude d  and 

period T = ^, the Fourier series expansion of u{t) consists of a fundamental with 

frequency uj[ and odd ordered harmonics Scjj, oui, Furthermore, the amplitude 

of the fundamental is If G { s )  is configured to function as an approximate low-

pass filter, all higher order harmonics can be neglected and hence the output of the 

system Ot(f) under steady-state conditions is approximately a sinusoidal function 

with frequency ui and amplitude .4 = Y\G{juJi)\. In order to oscillate, Oi{t) must go 

through zero at the instants when the relay s^vitches from positive to negative, and 

vice versa. Also, the fundamental component of u{t) and Oiit) must have opposite 

p h a s e ,  i . e .  t h e  s y s t e m  G { s )  m u s t  i n t r o d u c e  a  p h a s e  e q u a l  t o  — •  

For the synthesis of an appropriate G { s )  that provides an approximate low-pass 

filtering characteristic in practice, a realization as an all-pole transfer function can be 

sought. However, for condition 2 of Theorem 2.3 to be satisfied, the simplest transfer 
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function that can be considered is: 

It is important to note that a first order transfer function G(5) = ^ will never satisfy 

this condition, while a second order system G(s)  = h.axe lG{juj i )  attain 

—TT only asymptotically as uj —> oo. Now, in G(a-} given by Eq. 2.10, three poles 

at s = —a, —b,  —c need to be selected but only one condition needs to be satisfied. 

Thus, this offers more degrees of freedom, and hence arbitriirily selecting c = 0 and 

6 = 1 ,  t h e  t h i r d  p a r a m e t e r  c a n  b e  e v a l u a t e d  as a  = ujf  to yield: 

K [\  

( 5  +  q ) ( s  +  b ) { s  +  c )  s { s  +  1 ) ( 5  +  U J f )  

The gain K can now be adjusted to satisfy the third condition of Theorem 2.3 to 

obtain K = thus completing the design of G(s). 

From the above design, it is evident that under steady-state conditions the relay 

feedback system, shown in Fig. 2.6 with (?(•?•) given by Eq. 2.11. produces an 

oscillatory output Oi(i) that approximates Asinui i t .  The period of this trajectory' is 

close to r = ^. It is important to note that the design is based on an appro.ximate 

analysis by considering only the behavior of the fundamental component in a Fourier 

series expansion of the output of the relay u{t)  and ignoring the higher harmonics. 

An exact expression for the period of the system output Oi{t), as well as the exact 

shape of oi(£), can be obtained if desired. However, since our objective in the present 

work is to employ the relay feedback system only to generate an arbitrary periodic 
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trajectory that does not cross over itself, the exact value for the period and the 

trajectory shape are of no particular significance. 

In the next section a RNN that implements the relay feedback system shown in 

Fig. 2.6 with G{s) given by Eq. 2.11 will be synthesized. To facilitate this, it may 

be noted that a state-space realization of the transfer function G(s) can be obtained 

as [51]: 

x{t )  = Ax{t )  -f Bu[t)  

Oi( t )  =  cx( t )  
(2.12) 

where x(-) : SR — d e n o t e s  t h e  s t a t e  v e c t o r ,  a n d  

-(a -f 1) —a 0 K 

A = I 0 0 ;  B  = 0 

0 1 0 0 

C = 0 0 1 (2.13) 

This system, with the values of parameters selected as a  = uif  and K = 

and used in the relay feedback system shown in Fig. 2.6, produces a steady-state oscil

latory output Oi{t) whose period is approximately T = ^. Of particulcir importance 

is also the fact that this periodic trajectory is attained under terminal conditions (or 

as an attractor) for all trajectories starting from arbitrary initial states a;(fo)- The 

effect on the attractor pattern of varying the values of a and K will be discussed in 

the next section. 
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2.2.3 Synthesizing a RNN that Emulates a Relay Feedback System 

Before a RNN that behaves as a relay feedback system is synthesized, a method for 

synthesizing a RNN that emulates a third order system with transfer function G(s) 

given by Eq. 2.11 will be presented. The continuous-time RNN model described 

by Eq. 2.4 together with the threshold function fi{z) described by Eq. 2.3 will be 

used. For simplicity in further development, the following parameter values ti = 1, 

Tj = 2 for i € [1,3] and a three-node network {i.e. n = 3) will be considered. The 

selection of Tj = 2 ensures that the slope of fi{z) near the origin is unity. Since only 

one external input is needed, p will be chosen as 1. Thus, when the states of the 

neurons are in the linear region of the threshold function, the network dynamics can 

be approximated by: 

U;il - 1 Wi2 ltJi3 

U?2i ^'22 — 1 ^^'23 

^31 fJ^32 1^33 ~ 1 

Equating Eqs. 2.12 and 2.14, the weights of the RNN that emulates the third order 

sj-stem G(s) are obtained: lUn = —a, Wi2 = —a. wi^ = 0, woi = 1, W22 = 1; ">'23 = 0^ 

W31 = 0, W32 = 1, ^33 = 1) "^11 = ^'21 = 0- and wzi = 0. Thus, for small values 

of the states of the neurons, where the threshold function can be approximated by a 

l i n e a r  c h a r a c t e r i s t i c ,  t h e  R N N  s y n t h e s i z e d  w i l l  e m u l a t e  G { s ) .  

The problem that remains to be solved is how to use the third order neural network 

realization described above to synthesize a RNN that stabilizes into a limit cycle. An 

• " —1
 

Xi 

±2 
= 

i3  

Xi Wn 

X2 + it'21 ei (2.14) 

^^3 f^3l 
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Figure 2.8: Architecture of the RNN synthesized to produce limit cycles 

attractive approach is to synthesize a RNN that operates as a relay feedback system, 

£is described earlier. In this case, the neural network needs to implement a relay, 

a third order system, and a feedback connection in the configuration shown in Fig. 

2.6. Since the relay function to be realized is a memor\'less nonlinear function, a 

static neuron with the threshold function f{z) = — 1- with the parameter 

value r 2, can be used in order to realize a high enough slope near the origin. 

The output of this relay neuron is used as the input to the third order RNN while 

the output of the RNN is fed as the input to the relay neuron through the weight 

wrnz = —I- The output Oi{t) of the relay feedback RNN is given by the thresholded 

state X3{t) of the third neuron. The neural network realization of the entire system 

with this set of values is shown in Fig. 2.8. 

The output oi{ t )  generated by the RNN for the parameter values K = I and 

a = 1 is shown in Fig. 2.9. As it can be seen, under steady state conditions, 
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Oi(i) stabilizes into a sinusoidal trajectory with period v*er\- close to the analytically 

computed value T = ^|a=i = Stt seconds. The small deviation of the actual period 

from this value is due to the fact that the analysis was based on considering only the 

fundamental Fourier component of the output of the relay, and the synthesized RNN 

only approximates the behavior of the third order system. The actual nonlinearities 

of the threshold functions of the neurons also introduce small deviations from the 

desired behavior. Once again, this deviation is of no concern since our objective is 

to realize a periodic trajectory as the output of this system and the obtained neural 

network realization successfully meets this objective. 

Fig. 2.10 shows the outputs produced by the RNN when started from different 

initial conditions. It can be seen that no matter what the initial conditions are. the 

RNN settles into the same periodic trajectory pattern albeit with different phase 

shifts. 

The influence of the value of parameter K on the shape of the RNN output can be 

seen in Fig. 2.11, where the trajectories for two different values of K. K = 0.1 and 

K = 1, are shown. As expected, smaller values of K produce trajectories with small 

amplitudes, which is desirable to keep the states of the neurons within the linear 

region of the threshold functions. It may be noted also that the periods of the two 

trajectories shown in Fig. 2.11 differ because one of the trajectories {viz. K = 1) 

corresponds to operation that may extend to the non-linear region of the neurons. 

All further simulations will hence use the value K = 0.1. 
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Figure 2.9: Output of the RNX for K = 1 and a = I. 

oa-

-aa -

~*0 10 20 30 <0 so 60 TQ aa 90 100 
Seconos 

Figure 2.10: Output of the RNN for = 1 and a = 1, and different initial conditions. 
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Figure 2.11: Output of the RNN for a = 1, two different values of K: K = 0.1. 
K — and different initial conditions. The smaller amplitude curve corresponds to 
K = 0.1. 

Fig. 2.12 shows the influence of the parameter a on the period of the trajectory' by 

comparing the outputs for two different values of a: a = 0.1 and a = 1. As expected, 

the periods are close to the analytically computed values T s: ^|a=o.i = 19.86 

seconds, and T ^ ^|o=i = 6.28 seconds. 

2.2.4 The RNN of the DN.N 

The architecture shown in Fig. 2.8 only produces the trajectory' o\{ t ) .  In order to 

produce the two-dimensional limit cycle that complies with the condition stated in 

Eq. 2.1, a second component 02{t) is needed as well. A very simple way of generating 

this component is to use the thresholded state of the second neuron X2{t) as the 
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Figure 2.12: Output of the RNN for K = 0.1, two different values of a: a = 0.1 and 
a = 1, and diflferent initial conditions. The curve with the larger period of oscillations 
corresponds to a = 0.1. 

signal 02(f)- The reason behind this choice is that Xoit) corresponds to Xzit) from 

the synthesis of the RNN. The final architecture is shown in Fig. 2.13. 

Figures 2.14 and 2.15 show the convergence to the limit cycle trajectory* from five 

different initial conditions. It can be clearly appreciated that the resulting trajectory-

is stable independently of the initial conditions. Of particular interest to our work 

is that this trajectory also meets the condition expressed in Eq. 2.1. Hence, the 

synthesized RNN can be used to drive the NRNN of a DNN whose architecture is 

shown in Fig. 2.2 for generating any desired trajectory. There is only need for 

adjusting the period of the limit cycle to match the length of the trajectory to be 

reproduced. 
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Figure 2.13: Final architecture of the RNN. 
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Figure 2.14: Two dimensional limit cycle for five different initial conditions 
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Figure 2.15: Same as Fig. 2.14 but showing evohition in time 

2.3 Trajectory Generation and Modulation Performance of DNN 

2.3.1 Some Issues of Interest in Training the NRNN 

As mentioned earlier, the NRNN can be any feedforward network. In all of the 

experiments presented in this work the architecture of choice was the multilayer 

perceptron. Training multilayer perceptrons has received considerable attention in 

the past and several techniques are available in the literature. Since our emphasis in 

this work was only on providing a feasible solution (not necessarily the best) to the 

trajectory generation problem, the standard back-propagation algorithm was used to 

train the NRNN and no specific efforts were made to optimize the training process. 

For the same reasons, no particular attention was paid to whether the NRNN had an 

appropriate VC dimension [5] or not, as long as the ultimate problem of trajectorv' 



62 

generation was solved reasonably well. The threshold function for the neurons in the 

NRNN was also defined by Eq. 2.3 with the value of rj selected as 2. 

So far, the synthesis of the RNN and the training of the NRNN have been presented 

as if they were two completely independent building blocks. This is true from an 

operational point of view but not necessarily from the training point of view. If part 

of the a priori knowledge about the trajectory generation problem is the time span 

T of the trajectory to be learned, then the period of the limit cycle to be generated 

by the RNN is T and the frequency of oscillation is cj/ = Then it is just a matter 

of using the value a = (^)" as a starting point and manually trim this value until 

the desired period is obtained. If human intervention is not allowed, the period of 

the signal can be determined using standard signal processing techniques and the 

parameter a adjusted accordingly. The e.xamples used to train the NRNN are the 

data pairs (oi,yJ, where Oi G 3?^ is the output of the RNN at time and € 0?" 

is the desired output of the DNN at the same instant. After this training stage is 

completed, it is simply a matter of letting the RNN feed its output into the input of 

the NRNN and let the overall system operate. 

2.3.2 Evaluation of Trajectory Generation Performance 

To evaluate the performance of the DNN architecture in handling the generation of 

different types of trajectories, a number of experiments were conducted. These exper

iments included producing patterns that have been attempted by earlier researchers 
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(circles, figure eight, quadrangle, etc.) [24, 28, 30, 32, 35, 39, 40, 41, 42, 43, 52]. In 

addition, more challenging patterns not considered by earlier researchers were also 

generated. As expected, the DNN handled all of the trajectories with remarkable 

ease and was able to reproduce the patterns more closely than in earlier works. For 

the sake of conciseness, only a few of these experiments will be summarized in this 

section, choosing only the more challenging ones. 

The first experiment consists of generating a figure eight pattern. This problem has 

become a benchmark against which solutions for the trajectory generation problem 

have been traditionally tested. The difficulty encountered in this problem lies in its 

crossover point, which corresponds to a many-to-one mapping. The NRNN used in 

this experiment was a multilayer perceptron with two inputs, one hidden layer with 

four neurons, and an output layer with two neurons. The time needed to train the 

system was almost negligible. 100 superimposed cycles of the figure eight are depicted 

in Fig. 2.16 which shows that the error associated to the resulting trajectories was 

negligible. As expected, the crossover point did not pose any trouble for the DNN. 

The second example consists of generating an outward expanding spiral with the 

endpoint of the trajectory instantaneously jumping to the starting point at the end 

of each cycle to produce a periodically replicating trajector\". The initial point of the 

spiral, the (0.0,0.0) coordinate, corresponds to the starting point of the trajectory, 

and the farthest point of the spiral, close to the (0.0,0.5) coordinate, to the end of 

this trajectory. The challenge in this experiment lies in the change of speed needed 
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to return from the end of the trajectory to its start for commencing a new cycle. 

The NRNN was a multilayer perceptron with two inputs, one hidden layer with 

eight neurons, another hidden layer with four neurons, and an output layer with 

two neurons. The time needed to train the system was almost negligible. Fig. 2.17 

shows 100 superimposed trajectories. As in the previous experiment, the error in the 

production of these trajectories was negligible. As e.\pected. after the last point of 

the spiral was produced, the output of the DNN immediately jumped to the center, 

the starting point for the next cycle. It can be clearly appreciated that owing to the 

stability of the RNN. the output of the NRNN. and therefore that of the DNN, was 

stable too. The spiral is almost perfectly reproduced in each of the 100 trajectories. 

The only odd behavior is observed when the system jumps from the final point of 

the trajectory to the initial one of the following cycle. This is an artifact that was 

caused by the digital simulation of a continuous system. It may seem that this 

spiral is not a continuous trajectory because of the discontinuity between the ending 

point of a trajectory and the starting point of the next one. However, this is not 

true because the output of the system is continuous and merely exhibits a verv' fast 

spatial transition when going from the end of one trajectory to the starting point of 

the next one. 

The third experiment consists of generating a snake-like trajectory that looks like 

a stretched letter "s", which starts at one end point and traces the trajectory' path 

until the other endpoint is reached, reverses the direction of movement, and returns 
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Figure 2.16: Figure eight trajectories. 100 superimposed trajectories. 

Figure 2.17: Outward expanding spiral. 100 superimposed trajectories. 
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following the path to the starting point to begin a new cycle. Several biological 

systems (worms, cats, etc.) follow such a trajectory in order to reach a certain desti

nation and then return by the same route. The NRNN was a multilayer perceptron 

with two inputs, a hidden layer with eight neurons, and an output layer with two 

neurons. The time needed to train the system was not significant, but it was slightly 

more than the previous ones. Again, the error between the desired trajectory' and 

the resulting one was very small. The results are shown in Fig. 2.18. The complex

ity of this trajectory needs to be emphasized since each point on the trajectory is a 

crossover point (in contrast, the figure eight pattern, discussed in experiment 1. has 

only one crossover). 

The fourth experiment consists of producing the trajectory' generated in the pre

vious example but with a fast spatial transition in its middle. To achieve this effect 

the trajectory of the third experiment was divided into two symmetrical halves. For 

using a biological system example for motivation, it is as if the cat had to jump over 

a small stream located in the middle of the path. The idea behind this example is 

to show that spatial overlap, trajectory reversal, and spatial discontinuities can be 

handled by the DNN. The NRNN was a multilayer perceptron with two inputs, two 

hidden layers, one with four neurons and the other with 16 neurons, and an output 

layer with two neurons. The time needed to train the system was quite small in 

this case also, but larger than in the previous cases. The error between the desired 
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Figure 2.18: Snake-like trajectory. 100 superimposed trajectories. 

trajectory and the resulting one was negligible. The results are depicted in Fig. 2.19 

where 100 superimposed trajectories are shown. 

2.3.3 Evaluation of Trajectory Modulation Performance 

In this case, the RNN, the NRNN, and their combined operation follow exactly 

the same directives given for the trajectory' generation case. The only difference is 

that the NRNN now also has external inputs that have to be taken into account when 

training or using the network. 

For demonstrating the trajectory modulation ability of the DNN, in the first ex

periment we attempted to generate by appropriately varv'ing an external input signal 

several rotated versions of the figure eight pattern that was considered earlier. A 

single input signal fed to the NRNN was used to control the rotation angle in seven 
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Figure 2.19: Modified snake-like trajectory with an intermediate fast spatial transi
tion. 100 superimposed trajectories. 

discrete steps, by permitting this input to take values ranging from —0.5 to 0.5 to 

effect a ISO degrees rotation of the starting pattern in discrete steps of 30 degrees. 

In other words, the input to NRNN was given the discrete values —0.5 -f-

m 6 [0, ...,6|, and the input was maintained constant at these values for tracing 

each rotated version of the pattern. The seven rotated versions generated for these 

input values are shown in Fig. 2.20 (with modulating input value shown in the inset). 

It is to be noted that the trajectory generated for m = 3 (corresponding to external 

input equal to 0) is the same as the basic trajectory shown in Fig. 2.16 and the two 

trajectories for the values m = 0 and m = 6 are identical due to the symmetry' of 

the two halves of the pattern. WTiile the same RNN as synthesized for the trajectory 

generation experiments was used, the NRNN used in this experiment was a multilayer 

perceptron with three inputs (two corresponding to the outputs of the RNN and the 
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third being the external modulating signal), a first hidden layer with 8 neurons, a 

second hidden layer with 32 neurons, and an output layer with two neurons. A larger 

NRNN, compared to the ones used in the trajectory generation experiments, was 

needed in this case because the complexity of this problem (with seven attractor pat

terns which are rotated versions of a basic trajectory pattern that has a crossover) is 

significantly higher. The higher degree of challenge was also evident from the length 

of the training time needed; unlike in the earlier trajectory' generation experiments 

where the training time was in the order of seconds, the DNN required several min

utes to be correctly trained. The cycles shown in Fig. 2.20 demonstrate that the 

DNN was capable of reproducing each rotated trajectory pattern perfectly. 

The generalization ability of the trained DNN was also tested by setting the value 

of the external input to something other than the seven values with which the training 

was performed. Fig. 2.21 shows the set of patterns generated for the input values 

—0.5 -1- ^ [0. 6]. As can be seen, rotations of the starting trajectory 

by angles of 15, 45, 75, 105, 135, 165, and 195 degrees resulted from these modulating 

input values thus confirming that the DNN correctly interpolated the input values to 

yield these modulated trajectory patterns that the network had not seen during the 

training phase. 

The second experiment consisted of generating the snake-like trajectory consid

ered in the earlier trajectory generation experiment and controlling the amount of 

counterclockwise rotation around the point (0.0,0.0) using an external input. This 
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Figure 2.21: Test of generalization performance. 
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external input was permitted to take 10 discrete values starting from —0.5, which 

corresponds to 0 degrees of rotation, to 0.5, which corresponds to 180 degrees of ro

tation, and it was held constant while one cycle of the RNN was unfolding. In other 

words, the external input was changed only at the instant when the RNN was start

ing a new cycle and each discrete jump in the input value corresponds to a rotation 

of the trajectory by 18 degrees. The idea behind this example is to show that the 

shape of the trajectory generated by a DNN can also be controlled as desired. Once 

again, the NRNN used was a multilayer perceptron with three inputs, a first hidden 

layer with 8 neurons, a second hidden layer with 32 neurons, and an output layer 

with two neurons. 10 cycles of the basic trajector\-. each rotated counterclockwise in 

steps of 18 degrees were used for training purposes. .A.fter training was completed, 

the error between the desired trajectory and the resulting one was again ver>' small. 

The resulting behavior is shown in Fig. 2.22. 

To test the generalization ability of the DNN. the external input signal was set to 

the equivalent of 9 degrees and kept constant while the RNN completed a cycle. The 

process was repeated using this as the basic trajectory and increasing the rotation 

in steps of 18 degrees until the trajectory had been rotated 171 degrees. It must be 

emphasized that these rotation values were not part of the training data with which 

the DNN was trained. It can be clearly seen that the DNN correctly interpolated the 

input values and modulated the trajectory- with these intermediate values (see Fig. 

2.23). 
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Figure 2.22: Trajectory- of the system as rotation angle varies from 0 to 162 degrees 
with a step size of 18 degrees. 
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Figure 2.23: Trajectorj' of the system as rotation angle varies from 9 to 171 degrees 
with a step size of 18 degrees. 
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The third experiment was designed to show that the DNN used in the previous 

experiment can be used to generate new trajector>' patterns not considered while 

training by continuously modulating trained trajectory behavior. As in the previous 

experiment, an external input to the NRNN was used but now its value was contin

uously varied from —0.5 to 0.5 while the RNN output completed one cycle. This is 

an example where the internal dynamics of the DNN are modulated by the values of 

the external input. The resulting trajectory definitely does not belong to the set of 

trajectories used to train the system (see Fig. 2.24). 

The fourth experiment is very similar to the previous one but now the external 

input is a one dimensional random walk between the extreme values of —0.5 and 0.5. 

where the direction and step size were set by a random variable distributed jV(0.0.02). 

This is an example designed to show that the DNN can be used to modulate chaotic 

or noisy behavior. The resulting trajectory definitely does not belong to the set of 

trajectories used to train the system (see Fig. 2.25). 

2.4 Discussion 

The major contributions of this chapter are the novel neural network-based so

lution procedures for the trajectory generation and trajectory modulation problems 

that possess the attractive, but often contradictory, features of training simplicity 

and accuracy of pattern generation. These problems are noted for their complexity 
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Figure 2.24: One cycle of the system with continuously varying rotation angle. 
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Figure 2.25: Modulated random walk. 
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due to the underlying spatio-temporal learning tasks and the need for employing neu

ral networks with recurrent and feedback connections which forced earlier attempts 

at solving these types of problems to sacrifice simplicity of training in favor of tra

jectory generation accuracy or vice versa. The solution procedure offered in this 

chapter for the trajectory generation problem employs a decomposition of the overall 

learning task into a temporal learning part and a spatial learning part, which in turn 

enables these two parts to be handled by two distinct networks, a recurrent neural 

net (RNN) to address the temporal aspects and a non-recurrent neural net (NRNN) 

to address the spatial aspects. A cascade arrangement of the RNN and the NRNN 

constitutes the Dynamic Neural Network (DNN) architecture offered in this chapter 

as an efficient procedure for accurate and robust generation of trajectories of arbi

trary complexity independent of the initial conditions. The reduction in complexity 

of training is accomplished through a new synthesis procedure for designing the EINN 

and thus reducing the overall training demands to the simpler task of training the 

NRNN alone, which in turn enables offering a new solution procedure for the trajec

tory modulation problem through selection of external inputs to the NRNN. Results 

of several trajectory generation and trajector\' modulation experiments reported in 

this chapter confirm the efficacy of the new solution procedures and the feasibility of 

implementing them in practice even for very complex trajectories. Something that is 

missing in all these experiments are the comparisons with the state of the art algo

rithms. However, no comparisons were done because there is no alternative training 
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scheme capable of learning and modulating trajectories as well as the algorithm pre

sented in this work. Neural networks built according to the DNN architecture not 

only outperformed the state of the art algorithms, but were also capable of solv

ing more complex problems than the ones tried before. A significant property of the 

DNN architecture that has not been emphasized earlier is its ability to scale up grace

fully for the generation and modulation of higher dimensional trajectories. Although 

for the sake of simplicity in representation only planar trajectories were considered 

in this chapter, the approach used here directly extends to trajectory problems in 

higher dimensional spaces. Noting that such extension involves modification of only 

the spatial requirements, the separation of the temporal and spatial requirements in 

the trajectory production process that underlies the present approach enables one to 

retain the synthesized RNN without any changes. Only the NRNN needs to scale up 

in complexity to map the two-dimensional trajectorv' generated by the RNN to the 

final desired trajectory in the higher-dimensional space, which is perhaps the least 

demanding part of the overall spatio-temporal learning task. 
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CHAPTER 3 

Guaranteeing a Good Level of Generalization Through 

Incremental Learning 

As described in the introduction chapter of this dissertation, a Learning Machine 

(LM) self-organizes according to the information stored in the set of samples. This 

chapter focuses on devising a method to determine whether a trained LM has reached 

an acceptable level of generalization or not from an examination of the learning 

behavior of the system. This is of utmost importance, because once a reasonable 

level of generalization is reached the learning process can be stopped. Evidently, this 

is an action that reduces the overall computational load of the self-organizing process, 

without lessening the quality of the future behavior of the LM. 

The issue about generalization has been a main concern since learning problems 

started to be studied. It is thus not a surprise that the problem was addressed 

when the learning automaton concept [53, 54, 3, 39] was born in the early sixties. 

In a learning automaton the inputs and outputs generated by the environment are 

used to define how the automaton self-modifies. This adaptation process can be 

used to control the architectiure, parameters, and not less important, the training 

process itself. Especially important from the point of view of determining if a rea

sonable degree of generalization has been achieved is this capability of modifying 
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the self-organization process. Because the question about generalization bears di

rect impact on the adaptation process, it constitutes a core question of the learning 

automata problem. Nevertheless, due to the stochastic nature of these machines it 

has proven difficult to understand the generalization process in the context of the 

learning automaton, and, therefore, difficult to optimally tailor the training process 

of these machines in order to improve their generalization capability. Thus, in terms 

of the analysis of its generalization capacity, the learning automaton remains largely 

a heuristic method. 

During the last 20 years, the research community has studied different aspects 

and implications of the generalization problem. One of the first works that addressed 

them from the point of view of using a more theoretical setting was [21]. which 

presents a training method that uses a set of samples and queries to find the weights 

of a neural network with binary outputs. In this case a quer}' means that an input is 

generated by the learning algorithm, not the environment, and that the environment 

produces the corresponding output vector. Then both the input and output vectors, 

are included into the set of samples and used along with the samples produced by 

the environment. This work [21] proves that the method converges to the desired 

solution in polynomial time for small neural networks if they comply with a set of 

very specific conditions. Even though this proof seems too constrained to be useful, 

the method was tested in more general conditions (not necessarily meeting the stated 

sufl&cient conditions) and also proved to be useful. 
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In [55, 56], a training method that incrementally builds up the set of samples using 

those events that make the LM fail is used for classification purposes. This method 

is very similar to the perceptron algorithm [1]: both approaches use the same set of 

samples. The difference is that while the former uses all the samples that make the 

system fail in the training process, the latter only uses the sample that most recently 

made the system fail in the training process. Through simulation experiments it was 

demonstrated that this approach uses fewer samples than the typical batch approach 

(where the parameter modifications suggested by each sample are added, averaged, 

and only when the entire set of samples has been used the resulting values are used to 

update the parameters), or the pattern update approach (the parameter modifications 

caused by one example are immediately used to update the parameters, right before 

another example is processed). 

The ideas presented in [57] follow a reasoning that is analogous to those presented 

in the previous paragraph, which are used to develop a variety of learning methods, 

all of them faster than the typical learning procedures. One of the learning strategies 

presented in this work uses the samples according to a probability distribution that 

is defined by the error produced by each sample (the higher the frequency with 

which a sample makes the LM fail, the higher its probability that it will be used 

in the training process). In another learning strategy- the LM is trained with only 

one sample until it learns it perfectly (this method is reminiscent of the perceptron 

algorithm, the difference is that learning with one sample continues until the LM 
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learas it perfectly). Many of the algorithms presented in this work outperformed the 

popularly used strategies, i.e. the batch or pattern update methods where all the 

events contained in the set of samples are used in the training, proving that changing 

the frequency with which the elements of the set of samples are used is a promising 

technique. 

The work in [58] focuses on determining the minimum number of samples needed 

to successfully train a LM. The empirical evidence presented in the work suggests that 

a subset of the set of samples composed by those events that are minimally different 

in their inputs but maximally different in their outputs is crucial to obtaining the 

desired LM. 

[59] addresses the question of how many examples are needed to ensure a good level 

of generalization. The conclusion is that training has to continue until the minimum 

achievable empirical error is reached. This work clearly establishes that if the self-

adaptation process is stopped before that minimum empirical error is reached, it is 

almost certain that the resulting LM will not achieve the minimum intrinsic error. 

While all the previous cited works tackle different aspects of the problem, none 

of them specifies in which stage of the training process a generic LM has achieved a 

good level of generalization. An important exception to this seems to be the recent 

understanding gained on the support vector machine [4, 60, 61, 62]. The usefulness of 

the support vector machine method has been proven by a cadre of practical algorithms 

and theoretical results that allow to ensure when a desired level of generalization has 
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been reached and to determine which samples are essential for the training process, 

a.k.a. to find the support vectors. Even though this architecture works as a universal 

function approximator, and therefore it is the basis for a very important and useful 

class of LMs, its characteristics only apply for this specific architecture and the results 

have not been generalized for arbitrary architectures. 

Summarizing the previous work, the questions that need to be answered in the 

context of the LM problem are: When is it possible to guarantee that a good level of 

generalization has been reached? Is there any way of using the set of samples such 

that the computational time is kept to a minimum while being sure that a reasonable 

level of generalization has been reached? Even though these are important questions, 

there is still no theory or organized methods that provide practical answers for a 

generic LM. This explains why many researchers still routinely use batch or pattern 

update approaches for implementing training schemes. Even though there are several 

algorithms available, there are no theoretical results that guarantee the generalization 

capability or if they are using the samples in some optimal manner. 

An area with close ties to the LM problem in terms of the questions it tries 

to answer is parameter estimation. Traditional estimation approaches use all the 

available samples and treat the data uniformly, the equivalent to the batch and 

pattern update approaches of the LM problem. However, there are other estimation 

methods that have been developed which use the data in a different way. i.e. in a 

sequential manner, such that the parameters can be estimated using fewer samples. 
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These methods are analogous to the LM approaches that modify the frequency of use 

of the elements within the set of samples. The first time these sequential estimation 

methods were studied was in the WWII era [63]. .A. more recent introduction to 

the topic is given in [64]. The fact that similar problems have been addressed in a 

related field, and some of them have been solved in a very satisfactorv' way, provides 

motivation for addressing these questions in the context of the generic LM problem 

and indicates that one could develop satisfactor\' answers along the same lines. 

This chapter presents a training procedure that when certain sufficient condi

tions are met answers the question of when a good degree of generalization has 

been attained. The chapter starts with an introduction to statistical learning theory 

[4, 60, 61], continues presenting a new learning scheme that allows to determine when 

a desired level of generalization is reached, and ends with a discussion of the results. 

3.1 Statistical Learning Theory-

The objective of this section is to provide the reader with a brief background on 

statistical learning theory. Even though it is possible to understand, to some extent, 

the core ideas of the incremental training algorithm developed further ahead without 

having knowledge of statistical learning theory, a certain level of understanding of 

the core ideas of this theory is required in order to appreciate the ideas presented in 

this chapter. 
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As defined in Chapter 1 of this dissertation, the LM problem consists in find

ing 0* = arg ming (0), where the intrinsic error is defined by the continuous 

f u n c t i o n  B / ( 0 )  =  f  d x f x ( x )  ( g ( x )  - g ( x , 0 ) y ^ ,  f x { x )  i s  a  d e n s i t y  f u n c t i o n ,  g { x )  

is a reference function, and g{x, 9) is an estimation of the desired reference func

tion. However, the only thing that is possible is to minimize the empirical er

ror, i.e. to find 9i = argmina where the empirical error is defined by 

Ee{0A) = jULo ' is the number of elements in the set of 

samples. 

Given the previous formalism, it is clear that in order to ensure that the learning 

process will produce correct answers, it is necessary to ensure the consistency of 

the procedure, i.e. that the self-adaptation process produces a sequence of di that 

converges to 0, as / is increased. If this is not achieved, there is no guarantee 

that the learning procedure will eventually produce 0.. It is at this point where 

statistical learning theory becomes useful. One of the main results that has been 

developed is proving that every LM has a parameter called V'apnik-Chervonenkis 

(VC) dimension, whose value is in direct relationship with the number of samples 

with which the LM achieves consistency, i.e. convergence of the empirical error to 

the intrinsic error. A more precise definition of consistency will be given in the 

following sections. It is also important to keep in mind that in the context of this 

discussion the terms "slower' or "faster" are to be interpreted in terms of the number 

of samples processed, not the computational resources employed. The theorv" also 
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provides with mathematical expressions that bound the behavior of the empirical 

and intrinsic errors as the number of samples in the training set increases. 

Given that consistency is achieved, then the learning procedure associated with 

the LM will necessarily produce a Oi that tends to minimize the intrinsic error, which 

in turn ensures that the LM will have configured its parameters such that future 

errors are minized. 

In general, the minimum Ei{0) that can be achieved by a LM depends on its 

characteristics: its architecture, initial conditions of its parameters, and its learning 

procedure. The minimum intrinsic error also depends on the problem to be learned. 

Statistical learning theory provides a conceptual framework that sheds light on many 

of the aspects that regulates the intricate relation between all these factors. 

The following section presents the ideas of statistical learning theory in an informal 

manner. It is followed by a section that formally introduces the reader to the main 

results of this theor\*. 

3.2 Informal Presentation 

In this section statistical learning theory is explained using an analogy. In this 

analogy the LM is represented by a steel chunk, which is to be forged such that it 

approximates a certain desired surface. In this analog\% the role of the self-organizing 

process of the LM is played by a blacksmith who heats up the metal until it be

comes malleable and then uses a hammer and an anvil to shape the steel. As in a 
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traditional LM problem, where the function to be duplicated is known only through 

a set of samples, in this case the surface to be copied is determined by a collection 

of spatial coordinates associated to points randomly located on the mentioned sur

face. Knowledge about the surface to be reproduced is limited to that contained in 

those measurements. As expected, this set of points does not describe the surface 

in an exhaustive manner. In summary, the problem consists in how the blacksmith 

(self-organizing procedure of the LM) h£is to shape the metal (the LM) using a set 

of measurements (set of samples) taken from the surface (environment) such that it 

resembles a certain surface (reference function). .-\.s in any LM problem, the objec

tive consists in minimizing the error between the target surface and that of the steel 

(equivalent to minimizing the intrinsic error EI{d)) when the only thing that can be 

done is minimizing the error associated to the spatial locations contained by the set 

of  samples  (equivalent  to  minimizing the empir ical  error  EE{6.1)) .  

When the blacksmith starts to forge the metal, at first it seems that it does not 

improve too much. Even though some sections of the original chunk of metal are 

at the required positions, it continues looking like a twisted chunk of steel. It is 

only after a certain point that the material starts to resemble the desired shape. 

Finally, after the material is thoroughly pummeled the improvements are differential 

and the desired form is attained. Overall, this process can be divided into three 

distinct stages: a first one where the shape of the metal still does not resemble the 

desired function, a second one where the shape rapidly starts to resemble the desired 
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configuration, and a third where the chunk of steel very closely resembles the desired 

shape. 

At room temperature, when the metal is not very flexible, only chose spatial points 

sparsely spaced can be easily conformed to the reference. Points closely located pose 

a problem; if the metal is adjusted to fit some of them, then it will not be able 

to fit the others. A natural solution is to raise the temperature of the material 

in order to increase its malleability until it is possible to hammer the material to 

conform to the required spatial locations. The problem is that if the temperature is 

too high, even though the steel will adapt and fit all the measurements, outside the 

immediate neighborhoods of these points it will flow into an arbitrary shape that will 

not necessarily follow the reference surface. In other words, if the temperature is too 

high it will be impossible for the system composed by the blacksmith and the steel 

chunk to obtain the right shape (equivalent to reaching a good level of generalization). 

On the other hand, if the temperature is too low, the metal is not flexible to be bent 

as required to fit all the spatial locations that describe the surface. 

This reveals a trade-off inherent to the metal forging problem: the need to raise 

the temperature in order to fit the collected points, and the need to decrease the 

temperature in order to obtain a shape that fits as many points not present in the set 

of measurements as possible. This immediately points out that for each set of samples 

there exists an optimum temperature that satisfies both constraints to some extent. 
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The converse states that for a certain temperature there is an optimum number of 

samples that guarantees a good level of generalization. 

The purpose of the previous example was to point out the existence of three stages 

in a forging process and to highlight the importance of the steel temperature in this 

process. Statistical learning theory develops ideas along the same lines demonstrating 

that any learning process has three distinct stages (equivalent to the three forging 

stages), which are related to the complexity of the system (the temperature of the 

metal chunk). 

3.3 Theoretical Approach 

This section contains a brief statement of an important mathematical result in 

statistical learning theory which is useful to provide the reader with the concepts 

that are needed to have a full grasp of the incremental learning algorithm presented 

further ahead. Statistical learning theorv' started to be developed in Russia in the 

late '60s and consolidated in the '90s when the first practical learning machines based 

on these principles were discovered (support vector machines). For a more complete 

description and a detailed review of the proofs of several mathematical results, the 

reader is referred to [65, 4, 60, 61]. 

The first step in understanding statistical learning theory is to understand the rela

tion between the intrinsic error E[{Oi), the empirical error Ee{Ou I), and the number 

of elements I in the set of samples. In the previous expressions 0i = arg min« Ee{0, I). 
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Error 

Figure 3.1: Intrinsic and empirical error vs. number of samples. The upper curve 
represents the Ei{0i) and the lower curve Ee{BiA) 

Given a "suitable LM," Fig. 3.1 shows how these two error measures evolve as the 

set of samples grows. 

It can be seen that EE{0IJ ) is always less than E{{0I) .  The reason is that while 

01 minimizes EE{0'J)', which takes into account a set of I constraints, 0i does not 

minimize EI{0), which considers the same I constraints and also all other possible 

ones. It can also be seen that the behavior of Ee{0i- 0 can be classified into three 

different stages according to the number of elements in the set of samples: the first 

occurs when the LM memorizes each of the events such that Ee{0iA) can be made 

arbitrarily close to zero, in the second stage the LM no longer can memorize the 

samples and EE{0I-1) starts to grow and move towards E[{0i), and finally in the 

third stage, the LM has already generalized euid EE{0I-1) approximates the behavior 

of E[{0I). These three stages correspond to the three stages identified in the forging 

process analogy. It is important to note that if E[{0-,) = 0, then the empirical error 

Ee{0u 0 never grow and keep equal to zero always. 
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One of the main results of statistical learning theorj- states that when A < 

E [ { 0 ) , E E i e j ) < B  

P|SUP|£,(9)-£E(0,;)| >€| <min{l,4exp((«ili;;-f5^)i)} (3.1) 

which bounds the probability of worst, i.e. supremum over 9, divergence between 

E[{0) and EE{B, I) [4, 60, 61]. From this inequality one can see that the empirical 

error will converge to the intrinsic error only if h is finite. The constant h is called 

the VC dimension of the LM and corresponds to the metal temperature in the forging 

example. 

In general, the exponent of the exponential function on the right side of the ex

pression in Eq. 3.1 has two terms: a first one that depends on h and I, and a second 

one that grows linearly in I. What is important is that the first term converges to 

zero as I grows and that the second is negative and its value increases as I grows. This 

means that for small values of I the right side of the expression will be 1, but starting 

at a certain value of I the exponential behavior will kick in and the probability of 

divergence between E[{0) and EE{0,1) will converge to zero. 

The condition stated above is important because it establishes that as the number 

of elements in the set of samples increases, the probability of divergence between the 

intrinsic and the empirical error diminishes. It is also important because it clearly 

states that the process of convergence goes through three different stages: in the first 

stage the probability keeps close to one. The second stage is a transition stage that 
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signals the onset of the exponential effect. The indication of successful training is in 

the third stage when the probability of divergence is close to 0 and the LM is in a 

position where it can generalize. 

Another aspect of the learning process that is implied by this result is that if the 

VC dimension is bigger than the number of samples available, the LM will never 

generalize. The LM will keep memorizing all the samples and the probability of 

producing high errors when processing unknown events {i.e. information not included 

in the training set) will always be close to 1. Under this condition it will be impossible 

for the LM to generalize. In statistical learning theory jargon it is said that such a 

machine can shatter the problem space [60|. 

The previous analysis confirms that a LM is a "suitable LM" if and only if the 

associated VC dimension /i < oo. In general terms, finiteness of the VC-dimension 

provides the necessary and sufficient conditions for distribution independent consis

tency (convergence of the empirical error to the intrinsic error), which is a necessar\-

step to allow a good level of generalization. This result is the cornerstone of statisti

cal learning theory and its strength rests on being a distribution independent result 

that guarantees exponential convergence even in a worst case scenario. 

It is important to stress that this result states that a LM with a finite VC dimen

sion will achieve its optimal configuration in the sense that it will converge towards 

the minimum intrinsic error Et{0) as the number of samples grows, but it does not 

guarantee that the intrinsic error will be zero. In other words, this result provides 
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conditions that establish under which conditions a LM will do its best, but it does 

not ensure that the LM will do the best, i.e. achieve an intrinsic error equal to zero. 

3.4 A New Training Scheme That Permits Checking Achievement of Generalization 

Statistical learning theory shows that as a LM goes through the generalization 

process, it will undergo the three learning stages previously mentioned. Even more, 

in a worst case sense a good level of generalization can only be achieved if and only if 

a learning system experiences these three stages. The following sections are devoted 

to developing a training procedure which allows us to determine when an acceptable 

level of generalization is achieved. 

First, standard training methods are applied to a series of problems to establish 

a reference against which the new method will be compared. Once this is done, a 

new training method that permits to tell when a reasonable level of generalization 

has been attained is presented. Finally, the analysis concludes with a discussion of 

the results. 

3.4.1 Motivating Arguments 

If a typical student had to learn a certain topic, and there existed a librarj' with all 

conceivable information about a topic, one strategy he could follow, not necessarily 

optimal, in order to understand the field of interest would be to study each and every 

one of the books with material pertaining to the topic, and exhaustively train himself 
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in solving all the problems he could find in the area. Thanks to the complete review 

of the material, it would be almost impossible for him to be surprised in the future by 

an unknown aspect or problem. Not a very efficient strategy', but definitely effective. 

Many researchers use similar learning strategies. The library with all the books 

that define a problem is equivalent to a sufficiently big data set. To exhaustively 

study all the material is equivalent to using all of the available data at once in a 

batch or pattern update scheme. The main problem with these approaches is that 

it is difficult to determine a priori what constitutes a sufficiently big data set. One 

alternative is to be on the safe side and use an excessively big data set. The problem 

with this approach is that the computational effort increases with the size of the data 

set. However, the problem with a smaller set of samples is that it does not guarantee 

an adequate sampling of the problem. There could be huge gaps in the function 

space not represented by the selected data, making it impossible to attain a good 

level of generalization. In other words, there is no way of telling when the machine 

has reached an appropriate level of generalization and how many samples should be 

used in order to reach it. 

Even though in traditional approaches the classical measure of performance is how 

the mean square error decreases as the epochs pass by, for the ensuing discussion this 

point of view is not ver>* useful. A new definition is needed 

Definition 3.1 (Trcdning Event) .4 training event starts when a sample makes the 

empirical error exceed a certain mean square error threshold and ends when the LM 
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manages to find a parameter vector that makes the empirical error decrease below 

that threshold. 

The purpose of the following sections is to define a learning scheme and devise some 

reference problems for comparing the performance of the learning method developed 

later on in this chapter with that given by standard training procedures. Given that 

the purpose of this work is to study the generalization process in a LM and not to 

determine optimal architectures, the experiments that follow use ad hoc architectures 

that proved to be capable of solving the problems to be presented. .A-ll the LMs used 

to solve these reference problems were initialized with a scheme described in [66j (this 

initialization method was selected because it has been shown to result in important 

improvements in training time), and trained with the RPROP algorithm [67, 68] 

(currently implemented in the Matlab neural networks package). More details on the 

initialization scheme and the training algorithm are given in Appendix B. 

A measure that will be useful later is the total number of forward passes (in 

the RPROP algorithm each forward pass corresponds to one propagation of all the 

input vectors through the LM and one weight recalculation), and the total number 

of backward passes (in the RPROP each backward pass corresponds to one update 

of the parameters of the neural network, an event that occurs only once per epoch) 

done during the training process before the 10""* threshold is reached. 

Three different problems were selected, with increasing complexity, in order to 

provide a somewhat broad spectrum of cases. These experiments consisted in learning 
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a Parabola, a ID sine function, and a 2D sine function. The ID sine and 2D sine 

problems were also selected because the same problems were used in [60] to study 

the generalization process of the support vector machine. 

Finally, to determine the degree of generalization reached by the LMs, probe sets 

were used to obtain an empirical measure of the intrinsic error associated to each 

machine. A probe set is a set of samples not used in the training process. 

3.4.2 Reference Problems 

3.4.2.1 Parabola Function 

The first problem was learning the parabola function ij = x~. The set of samples 

was obtained by randomly sampling within the interval [—0.5,0.5] according to a 

uniform density function to obtain values of x. and generating the corresponding 

outputs ij using the parabola function. 

The LM architecture that was implemented consisted of a multilayer perceptron 

with 1 input neuron, 1 hidden layer with 5 neurons, and 1 output neuron. To study 

the effect of different sets of samples, 100 different sets of samples, each with 1000 

elements, were created. .-Vlso, to study the effect of the initial conditions, 100 different 

sets of initial conditions were created. Then, each set of samples was paired up with 

a set of initial conditions and used to train the LM. Training was limited to 1,000 

epochs, where each epoch corresponds to one cycle of the entire training set using the 

RPROP algorithm. The resulting 100 learning curves plotting the convergence of the 
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Figure 3.2: Training error as a function of the iiumber of epochs (Parabola). 

mean square error as the training epochs unfold are shown in Fig. 3.2. An example 

of a parabola generated with a trained LM is shown in Fig. 3.3 (the parabola used 

as reference is also shown on the same plot). 

According to the definition of training event, a LM trained with a traditional ap

proach, i.e. batch or pattern update, has at most one training event. For illustration 

purposes, the error threshold was set to 10"*', and the number of cases where the LM 

reached this error threshold is given in Table 3.1. It is important to note that even 

though in all the cases a small empirical error (less than lO""*) was obtained, there is 

no way of proving that the corresponding LMs reached an acceptable generalization 

level (a lower enough intrinsic error). Future examples could (or could not!) have 

easily made the empirical error jump above a certain threshold such as 5 = 10""'. 
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Figure 3.3: One case of output generated after training (continuous line). Reference 
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Table 3.1: Number of cases with final empirical error below and above 10 "• 
(Parabola). 
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Table 3.2 shows the minimum, average, and maximum number of forward and 

backward passes done in order to reach an empirical error below 10""* in the 100 

diflferent experiments (resulting from 100 different sample sets, each associated with 

one of 100 different sets of initial conditions). Given that in this experiment in all 

the cases the threshold was reached, all the results were used in the calculation of the 

number of passes. As expected the results indicate that the forward passes carry prac

tically all the computational effort, while the weight update stage (backward passes) 

is just a small fraction. It is interesting to note that there is a considerably large dif

ference between the minimum number of forwards passes observed (45,000), and the 

maximum number of passes observed (727,000) (more than 1 order of magnitude). 

In order to measure the average degree of generalization attained by the LM in this 

problem, the empirical error was measured for each of the 100 instances of the LM. In 

each of these cases the empirical error was determined using 1 million samples. The 

mean and variance of the 100 empirical errors were 1.7212 • 10"'' and 2.5774 • 10" 

respectively. 

Table 3.2: Number of passes during training (Parabola). 
Min Average Max 

Forward 45,000 278,230.00 727,000 
Backward 45 278.23 727 
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3.4.2.2 ID Sine Function 

The second problem was learning the ID sine function y  — 

samples was obtained by randomly sampling within the interval [—0.5,0.5] according 

to a uniform density function to obtain values of x, and generating the corresponding 

outputs y using the ID sine function. 

The LM used was a multilayer pereeptron with 1 input neuron, 1 hidden layer 

with 12 neurons, another hidden layer with 6 neurons, and 1 output neuron. The 

same procedure of conducting training experiments with multiple sets of samples and 

multiple sets of initial conditions as in the parabola problem earlier was followed to 

determine their effect on the learning performance. The resulting 100 learning curves 

are shown in Fig. 3.4. An example of a ID sine function generated with a trained 

LM is shown in Fig. 3.5 (the ID sine used as reference in the training process is also 

plotted with a segmented line). 

For the reasons given before, the number of cases where the LM reached an empir

ical error level below and above 10""* is shown in Table 3.3. Even though in this case 

not all the LMs reached the lO""* threshold (4 cases), the majority of them (96 cases) 

did reach it. As before, it is not possible to state what was the level of generalization 

achieved by the LM in each of the training cases. 

Table 3.3: Number of cases with final empirical error below and above 10 (ID sine). 
Ee < lO--' 11 EE > 10--^ 

96 B i 
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Figure 3.4: Training error as a function of the number of epochs (ID sine). 

Figure 3.5: One case of output generated after training (continuous line). Reference 
ID sine (segmented line). 
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For the same reasons presented for the parabola experiment, the minimum, aver

age, and maximum number of forward and backward passes done during the training 

process were measured in order to reach the 10""' threshold. These values are shown 

in Table 3.4. Only those cases that reached this threshold were taken into account 

for these calculations and ail data obtained from cases that did not reach this thresh

old were discarded. It is interesting to note that again there is a considerably large 

difference between the minimum and maximum number of passes needed to reach 

empirical errors below 10""' (more than 1 order of magnitude). It is also important 

to point out that this is a different problem, using a different LM, and hence the 

number of calculations associated with each forward pass and each backward pass 

are different from the corresponding calculations for the parabola case (which uses a 

smaller sized multilayer perceptron). 

As in the previous case, the empirical error was measured for each of the 100 

instances of the LM. As before, in each of these cases the empirical error was deter

mined using 1 million samples. The mean and variance of the 100 empirical errors 

were 4.9816 • 10"^ and 3.2423 • 10~® respectively. 

Table 3.4: Number of passes during training (ID sine). 
Min Average Max 

Forwzurd 50,000 160.860.00 989,000 
Backward 50 160.86 989 
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3.4.2.3 2D Sine Function 

The third problem consists in learning the 2D sine function z = 

The set of samples used for training was obtained by randomly sampling within the 

interval [—0.5,0.5] according to a uniform density function in order to obtain x and 

y, and generating the corresponding outputs s using the 2D sine function. 

A multilayer perceptron with 2 inputs neuron, 1 hidden layer with 50 neurons, 

another hidden layer with 25 neurons, and 1 output neuron was selected as LM. The 

same procedure of using multiple sets of samples and multiple sets of initial conditions 

as before was employed to determine their effect on the learning performance. The 

only difference in this experiment was that instead of 100 sets of samples, only 20 were 

generated. The same applied to the number of different initial conditions tried: only 

20 were generated. The reason behind this reduction is the increased training time 

due to the increased complexity of the problems. There is no need for keeping the 

nimiber of different sets of samples and initial conditions equal to 100, as it was done 

in the previous two experiments, because the purpose of these three experiments is 

to provide with references against which the results obtained using the new learning 

algorithm will be compared. The resulting 20 learning curves are shown in Fig. 3.6. 

An example of a 2D sine generated with a trained LM is shown in Fig. 3.7. The 

Reference 2D sine used in the training process is shown in Fig. 3.8. 
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Figure 3.6: Training error as a function of the number of epochs (2D sine). 
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Figure 3.7: One case of output generated after training (2D sine). 
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Figure 3.8: Reference 2D sine. 

For the same reasons given before, the number of LMs that reached an error Ie%"el 

below 10""' is shown in Table 3.5. In this case onlv 7 of the LMs reached the 10""' " 4 

threshold, a telltale sign of the increased difficulty of the problem. .As before, it is 

not possible to assure whether the LM reached an acceptable level of generalization. 

Table 3.6 shows the minimum, average, and maximum number of fonvard and 

backward passes done during the training events. As before, it is important to take 

into account that each of these peisses implies a number of computational resources 

higher than that used in each pass of the parabola or the ID sine experiments. Also, 

as a consequence of the increased difficulty of the problem it can be seen that the 

Table 3.5: Number of cases with final empirical error below and above 10"' (2D sine). 
EE < 10~* II EE > 10-'^ 

15 J 5 



104 

aumber of passes has increased, and that there is not as much difference between the 

minimum and the maximum number of passes as in the earlier experiments. 

In this case the empirical error was measured for each of the 20 instances of the 

LM, not 100 as before. As before, in each of these cases the empirical error was 

determined using 1 million samples. The mean and variance of the 20 empirical 

errors were 1.1708 • 10""' and 1.3094 • 10"^ respectively. 

3.4.2.4 Comments 

Even though the experiments demonstrated that the selected training method 

works, the experiments showed that for simpler problems (the parabola case), a 

smaller set of samples would have been sufficient and acceptable solutions could have 

found with less computational effort. The experiments also indicated that for more 

complex problems (the 2D sine case) bigger data sets would have been more suitable 

in the sense that the available number of samples did not allow a sufficiently big 

number of cases to reach the selected threshold. In other words, even though the 

selected training method produces functioning LMs, the arbitrariness with which the 

size of the training set is chosen sometimes may play against the optimality of the 

self-organization process. 

Table 3.6: Number of passes during training (2D sine). 
Min Average Max 

Forward 600,000 818,400.00 977,000 
Backward 600 818.40 977 
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As expected, the more complex the problem the more difficult it is to generalize. 

The measures of the empirical errors taken with the probe sets clearly showed that 

the LMs reached mean empirical error values below 10" ' (defined as an acceptable 

level of generalization) for the parabola and ID sine cases. The 2D sine case proved 

to be more difficult and for the number of samples available (1000 samples) the LM 

did not achieve an acceptable level of generalization (the mean empirical error was 

1.1708 • 10-» > lO--*). 

VVe shall present a new training scheme that attempts to overcome the above 

limitations in the next section 

3.4.3 Incremental Learning Algorithm 

Consider a librar\' that contains every book, ever\- paper, and each piece of infor

mation existing about a certain topic, and a typical student that has to learn that 

topic (by typical it is meant that he can leam what is taught to him). If this is an 

efficient student, one may assume that he has developed an specific learning strategy 

that allows him to learn fast. If he has to learn a certain topic, he certainly does not 

go to the library, check out all the books that contain material related to the topic, 

and study all of them (which is what an inefficient student would do). Instead, the 

student first gets a primer on the subject, reads it, and solves the problems contained 

in it. Then, he checks out another book, ignores all the material he has already 

mastered and focuses on learning whatever new material there is in the new book. 
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He continues doing so until he cannot find new information or problems he does not 

know how to solve. It is then, and only then, that the student can be sure that he 

has mastered the topic. Two things that can be observed about the learning process 

used by the student are: 

1. The student focuses on learning only that information that brings up new as

pects of the problem to his knowledge, and ignores the rest. 

2. .A. telltale sign that the student is becoming closer to mastering the topic is 

the increasing difficulty in finding new material or the decreasing frequency 

with which new material is encountered in the overall learning process. In 

some sense, the behavior of the frequency with which the student finds new 

material exhibits some similarities with the three stages of the forging system 

(blacksmith-steel analogy) previously described. First, all the books have new 

material, then some of them, and finally none. 

In the material presented in this section, the LM acts as the smarter student: 

instead of blindly using all the training data contained in the set of samples at once, 

the LM sequentially checks each data sample to see if it is already learned material 

or if it is new material that needs to be learned. Evidently, if it is not part of already 

learned material, this event will make the system fail, i.e. results in an error value 

that exceeds the selected threshold. If this happens, a new training event starts; if 

not, it merely continues testing other events. 
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A learning method that implements the previous ideas is described in the flow 

diagram shown in Fig. 3.9. This algorithm will be termed "incremental learning 

algorithm" in future discussion. 

In the incremental learning algorithm, a training event corresponds to all the steps 

followed by the algorithm from the moment the empirical error Ee{0-Vi > and the 

algorithm branches towards the "Train LM" step, until the empirical error complies 

with EE{0,1) < S and the algorithm branches towards the "Set 1 = 1 + 1 ..." step. 

This learning scheme exhibits some similarities when compared to the perceptron 

learning rule [1]. The only difference, which is important, is that in the perceptron 

learning rule each training event only uses the sample that made the system fail. In 

the perceptron learning rule there is no notion of a training set at all and training 

is done only with the last sample thai was processed by the system. On the other 

hand, the incremental learning rule presented above uses a training set composed of 

all the samples previously processed by the system. The analysis that follows proves 

that this seemingly minor difference is very important. 

Even though the proposed learning algorithm is based on the behavior of the 

more efficient student and it seems intuitively right to assume that as the training 

progresses the probability of a training event will decrease, nothing has yet been 

proved. In order to prove that that these intuitive ideas are right it is necessary to 

develop the following theorem. 
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Figure 3.9: Flow diagram of the incremental learning algorithm. 
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Theorem 3.1 If the LM has a bounded VC dimension, can always find a parameter 

vector 0 such that EE{0,1) < and EIIOJ) < 5, then the probability that a 

training event happens in the incremental learning algorithm decreases as the data in 

the set of samples increases. 

Proof: As explained before (see Eq. 3.1), wlien .4 < E [ { D ) ,  E e { O J )  <  B  

p|sup|£,(e) - EE{0,1)\ > e} < min{l,4exp } (3.2) 

If the size of the set of samples is la and the vector of parameters found by the 

training algorithm is Oi^, then 

p|5up|£,(e) - £e(0,/.)1 > f} < min|l,4exp | (3.3) 

and 

P [ \ E , ( 0 , , )  -  > C } <  mm|l,4e.xp | (3.4) 

Analogously, for 4 

P  jsup 1£,(0) - E E ( E ,  /j)| > ej < min 11,4 exp (| (3.5) 

Therefore 

P{|£,(e,,) - £•£(«,..(6)1 > £} < min |l.4exp | (3.6) 

Notice that the left side of the previous expression was evaluated for 0/^, not for 0i^. 
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If the LM has a finite VC dimension h, the size of the set of samples complies with 

min |l,4exp | > min |L4exp | 

which implies that P  { \ E I [ D I ^ )  —  E E { 0 I ^ J B ) \  >  e} decreases as increases. 

Consider the incremental learning algorithm with threshold 6 .  If the LM can 

always find a vector of parameters 6i such that Ee{0i,1) < E[{0,), and the optimal 

intrinsic error complies with Ei{0^) < 6. then it is always possible to choose e = 

((5 — E/(0»))/2, and wait for an la that produces a small right side on Eq. 3.6 and 

complies with Eq. 3.7. Then, the probability of the left side of Eq. 3.6 decreases as lb 

increases. Assuming a worst case, EE{BU,1) = E[{0,). Assuming another worst case, 

E[{9i^) = Therefore, the left side of Eq. 3.6 implies that the probability 

that the empirical error EE{0[^Jb) > ^ decreases as the number of samples in the 

training set increases. A consequence of this is that the probability that a training 

event happens decreases as more and more data is included into the set of samples. 

• 

Thm. 3.1 hints that for any LM trained with the incremental learning algorithm 

the probability of ocurrence of a training event will exhibit three different stages: 

(3.7) 

and lb > la, then 

(3.8) 
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1. A first one where the probability of divergence between the empirical error 

EE{0,1) and the intrinsic error EI{0,l) is one. In other words, the probability 

that Ee{6, I) > 5 \s close to 1. Therefore, the probability that a training event 

occurs is close to 1. 

2. A second one where the generalization process starts and the probability of 

divergence starts to decrease, i.e. the probability that Ee{OJ) > d starts to 

decrease lowering the probability that a training event happens. 

3. A third stage where a good le\'el of generalization has already been attained 

and the empirical error behaves like the intrinsic error. It is during this stage 

that the probability that Ee{0'1) < ^ converges to 1 and no more training 

events are obser\-ed. 

The importance of the previous result rests on the fact that if it is possible to 

determine if a good level of generalization has been reached, the training process can 

be stopped while having a high certainty that it would be very difficult to further 

improve the performance of the LM with more training. A consequence of this fact is 

that once this point has been reached, it is possible to stop training and discard the 

rest of the set of samples. Because the LM has reached a good level of generalization 

there is no need to continue testing and looking for examples that make the system 

fail. The probability that this happens is guaranteed to be low by the high level of 

generalization reached by the system. 
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Also, given the existing relation between the VC dimension and the probability 

of occurrence of a training event, it is possible to use the evolution of the latter to 

obtain a practical measure for the VC dimension. Alternative approaches that look 

for an "effective" VC dimension, methods significantly more complicated than the 

previously presented one and restricted to simpler subclasses of LMs, are presented 

in [65, 60, 69]. 

The main purpose of the following examples is to validate with experiments the 

ideas previously presented. The examples are used to portray how the algorithm 

works and how it fares against the method previously used. The same problems 

previously solved are now solved using the incremental learning algorithm. 

3.4.3.1 Parabola Function 

This experiment consisted of learning the parabola function previously studied. 

The same LM previously used to solve this problem was also used here. The main 

difference was that the incremental learning algorithm explained above was used 

instead. Something in common with the reference experiments is that each time a 

training event started the initialization scheme and the RPROP learning procedure 

previously described were used to find Op. The same value of error threshold 6 = 10""* 

was used for the empirical error. It was observed that a big value of increased 

the computational requirements unnecessarily, while a smaller value increased the 
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probability of falling into a local minima. The initial number of samples in the 

training set, Iq, was determined experimentally and set to Iq = 10. 

The same scheme of multiple sets of samples and multiple sets of initial conditions 

used in the previous examples was used here. The main difference is that due to 

the incremental learning algorithm the samples are used in an incremental manner 

and not all at once as before. Thus, instead of plotting error vs. epochs, something 

meaningless in the context of the incremental learning algorithm, the number of 

samples processed by the LM between training events, i.e. the number of times the 

algorithm trained the LM is shown in Fig. 3.10. Given that the training set had 

1,000 samples, there could be a maximum of 1,000 training events, and a maximum 

of 1,000 samples skipped between training events, which explains why the maximum 

values along the two axes are 1,000 training events (maximum along the horizontal 

axis) and 1,000 samples (maximum along the vertical axis). The plot clearly shows 

that with less than 100 training events the entire set of samples was processed and 

the empirical error stayed below the lO""* threshold. As in the reference experiment, 

in all the different cases the LM achieved an empirical error below the threshold. 

As expected, the plot also shows that the number of processed samples between 

training events grows very fast, reflecting the exponential behavior that characterizes 

the convergence of the empirical error to the intrinsic error and the fact that the LM 

can find appropriate parameters. 
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Figure 3.10: Number of samples skipped as a function of the number of training 
events (Parabola). 

Another measure that is very useful is the estimated probability of occurrence of 

a training event. This is calculated by dividing the number of times the A:"' training 

event happened by the number of different sets of initial conditions (which in this 

experiment is 100). The results are shown in Fig. 3.11. As expected, the probability 

of a training event happening goes to zero rapidly after a certain number of samples is 

processed, proving that the generalization level of tho LM improves as the incremental 

algorithm operates. 

An example of a parabola generated with the LM after training is shown in Fig. 

3.12. 

The number of LMs that reached an error level below the threshold value 10""* 

is shown in Table 3.7. The improvement with respect to the reference techniques 
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Figure 3.11: Estimated probability of a training event happening cVS a function of the 
training event number (Parabola). 

Figure 3.12: Output generated by the LM after training (continuous line). Reference 
parabola (segmented line). 
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is that now it is possible to say that in each case the LM reached a good level of 

generalization. In other words, there is a high confidence in that the LM will react 

to unprocessed data in a way that keeps the empirical error below the established 

threshold. 

Table 3.8 shows the minimum, the average, and the maximum number of fonvard 

and backward passes done during the training events. Because the same LM that was 

used to learn the parabola function earlier is also used here, the computational re

sources associated with each forward pass and each backward pass in this e.xperiment 

remain the same. Compared to the results obtained before (see Table 3.2 entries), the 

minimum, average, and maximum number of passes in this experiment were much 

less than before. 

As it was done in the first two reference e.xperiments. the empirical error was 

measured for each of the 100 instances of the LM. As before, in each of these cases 

the empirical error was determined using 1 million samples. The mean and variance 

of the 100 empirical errors were 8.8021 • 10"^ and 1.0988 • 10~^° respectively. 

Table 3.7: Number of cases with a final empirical error below and above 10 
(Parabola). 

Ee < lO""^ II EE > 10--^ 
loo ] 0 
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3.4.3.2 ID Sine Function 

In this experiment, the problem of training a ID sine function was revisited using 

the  inc rementa l  l ea rn ing  scheme.  As  be fo re ,  an  empi r i ca l  e r ro r  th resho ld  va lue  5 =  

10""* and Iq = 50 (determined experimentally to decrease the computational load 

and the probability of falling into a local minima) were used. An LM with the same 

architecture as before was used. 

The scheme of multiple sets of samples and multiple sets of initial conditions 

previously used was also used here. The variation of the number of samples examined 

between training events is shown Fig. 3.13. The plot clearly shows that with less 

than 100 training events the entire set of samples was processed and a retisonable 

level of generalization was reached. 

A plot of the estimated probability of occurrence of a training event is shown in 

Fig. 3.14. As expected, the probability that a training event happens goes to zero 

rapidly after a certain number of samples is processed, showing that the LM reached 

a high level of generalization. 

An example of a ID sine generated with the LM after training is shown in Fig. 

3.15. 

Table 3.8: Number of passes during training (Parabola). 
Min Average Max 

Forward 1,479 23,570.00 88,047 
Backward 90 749.29 2,461 
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Figure 3.13: Number of samples skipped as a function of the number of training 
events (ID sine). 
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Figiure 3.14: Estimated probability of a training event happening as a function of the 
training event number (ID sine). 
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Figure 3.15: Output generated by the LM after training (continuous line). Reference 
ID sine (segmented line). 

The number of LMs that reached an error level below 10""' is shown in Table 

3.9. Again, all the LMs reached the 10""' threshold and achieved a good level of 

generalization. This result implies that this method is better in terms of stability 

and generalization capacity. In the reference techniques the LM could not converge 

in all cases (see Table 3.1 entries). 

Table 3.10 shows the minimum, the average, and the maximum number of forward 

and backward passes done during the training events. The computational resources 

used in each pass are identical to those used earlier for this problem since the LM 

Table 3.9: Number of cases with a final empirical error below and above 10""* (ID 
sine). 

Ee < 10""* II EE > 10"̂  

Too I 0 
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architecture remains the same. Compared to the earlier results, it can be seen that 

the average number of forward passes is now higher than the one used before (see 

Table 3.4 entries). At first glance this seems to contradict the efficiency of the present 

approach because in the parabola case the incremental algorithm proved to use less 

computational resources (see Table 3.8 entries). This apparent contradiction is easily 

explained when it is considered that the incremental algorithm is not designed to run 

faster, but to determine when an acceptable level of generalization is reached. While 

the reference techniques can be faster, they cannot guarantee that a reasonable level 

of generalization has been attained. Also, the number of passes depends on the size 

of the set of samples. If the training set had 1,000,000 samples instead of 1,000, the 

standard training methods would have had 1,000 times more forward and backward 

passes, while the number of passes with the incremental learning technique would be 

very similar to the ones obtained in this experiment (see Table 3.10 entries). In other 

words, the results obtained with the standard training methods are dependent on the 

size of the set of samples, while those obtained with the incremental procedure are 

not. 

As it was done in the previous experiment, the empirical error wzis measured for 

each of the 100 instances of the LM. As before, in each of these cases the empirical 

Table 3.10: Number of passes during training (ID sine). 
Min Average Max 

Forward 2,829 286,140.00 16,640,076 
Baclavard 55 3,708.20 226,949 
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error was determined using 1 million samples. The mean and variance of the 100 

empirical errors were 9.1134 • 10"^ and 1.5554 • 10~^° respectively. 

3.4.3.3 2D Sine Function 

This problem consisted in learning the 2D sine problem previously studied in the 

reference techniques section. The same LM previously used to solve this problem is 

also used here. In this case the algorithm used S = 10""' and Iq = 100 (determined 

experimentally). 

20 sets of samples and 20 sets of initial conditions were created. As before, the 

data was used in an incremental manner. The number of samples examined between 

training events is shown Fig. 3.16. The plot clearly shows that 300 training events 

sufficed to generalize. 

The estimated probability that a training event happens is shown in Fig. 3.17. 

An example of a 2D sine generated with the LM after training is shown in Fig. 

3.18. The Reference 2D sine used in the training process is shown in Fig. 3.8. 

Again, all the LMs reached the 10""* threshold (see Table 3.11 entries), corroborat

ing the robustness of the method and its ability to indicate the degree of generalization 

attained by the LM (compare to Table 3.5 entries). 

Table 3.11: Number of cases with a final empirical error below and above lO""* (2D 
sine). 

Ee < 10"-^ II EE > 10-^ 
20 I 0 
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Figure 3.16: Number of samples skipped as a function of the number of training 
events (2D sine). 

0.2 

O . X B  

i o.te 

o.u 

o.t 

o.os 

0.06 

£0.04 

0.02 

500 
Training Event 

300 400 600 700 600 900 tooo too 200 

Figure 3.17: Estimated probability of a training event happening as a function of the 
training event number (2D sine). 
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Figure 3.18: Output generated by the LM after training (2D sine). 

Table 3.12 shows the minimum, average, and maximum number of fonvard and 

backward passes done during the training events. Each pass uses exactly the same 

amount of computational resources used in the equivalent problem of the reference 

techniques section. As in the ID sine case, these results seem to be not ver\- good 

compared to the reference 2D sine case because the LM again required more passes 

on the average in order to reach the 10""^ level. For the same reasons stated in the 

ID sine case this is not a fair comparison in the sense that the incremental learning 

algorithm offers more functionality than the reference cases. In a single algorithm it 

incorporates the functionality given by the probe sets. 

As it was done for the 2D sine reference experiment, the empirical error was 

measured for each of the 20 instances of the LM. As before, in each of these cases 
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the empirical error was determined using 1 million samples. The mean and variance 

of the 20 empirical errors were 1.8550 • lO"** and 1.9685 • 10"^ respectively. 

3.4.3.4 Comments 

As in the reference experiments, the measurements obtained with the probe sets 

showed that acceptable levels of generalization were reached for the parabola and the 

ID sine cases. The same did not hold true for the 2D sine case. The difference with 

the reference cases is that as expected, in all the incremental learning experiments 

it could be observed that the probability of a training event happening decreased 

with the number events and that it was possible to determine when a good level 

of generalization had been attained without using probe sets. In the parabola and 

the ID sine cases the number of samples examined between training events rapidly 

increased before reaching the end of the data set (1000 samples). The same was not 

observed in the 2D sine case, where despite a reasonable increase of the number of 

samples examined between training events could be obser\'ed, this increase did not 

reach the levels observed in the parabola and ID sine eases. 

Also, the incremental learning experiments showed that the probability of a train

ing event happening exhibits three stages: a first one where training events follow 

Table 3.12: Number of passes during training (2D sine). 
Min Average iviax 

Fonvard 433,412 1,153,900.00 2,906,508 
Backward 2,220 4,451.40 9,656 
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continuously, one after the other, a transition zone where the probability starts to 

decrease, and the last one, where the probability that the empirical error goes above 

the defined threshold converges to zero. 

It is interesting to notice that this method converged in all the cases to the desired 

solution, proving to be more stable than the behavior observed in the reference cases. 

From the point of view of an optimization process, the learning method explained 

above uses a different set of samples in each training event. Each sample in the 

training set adds a terra to the empirical error expression to be minimized by the self-

organization algorithm, thus every sample can be considered as a constraint imposed 

on the optimization problem. Therefore, incrementally incrementing the number of 

samples constantly changes the error surface used to find the optimal parameters. As 

more data is considered, the error surface converges to that formed by the totality 

of the samples. Therefore, if the system falls into a local minimum there is a chance 

that it will be able to escape from it at the next training event, when the error surface 

changes again. Local minima that exist at one stage may cease to exist, or change, in 

the next training event. This is especially true when training starts, when the Let of 

samples has many elements, the impact of each of them is marginal and the overall 

error surface very stable in its geometry. While other training techniques, like adding 

momentum terms [1] modify the training algorithm to minimize the impact of local 

minima, the incremental learning algorithm directly changes the error surface. It 

is important to consider that this incremental method constantly changes the error 
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surface and gives the system the possibility to escape local minima, but it does not 

solve the local minima problem. This property can also work against the learning 

process making the parameters move out of a valid position and position them in a 

now global minima which later on will become a local minima. It is to avoid this 

situation that the incremental learning algorithm starts with a training set with a 

size larger than 0. This makes it possible to start with a reasonable approximation 

of the error surface that makes it difficult for the LM to settle in wrong regions of 

the parameter space. 

Also, given that the parameters of a LM are found through an optimization pro

cess, and that each element of the set of samples acts like a constraint in this opti

mization process, it is easy to see that the each of these constraints is satisfied by 

a subset of the parameter space. Therefore, an optimal solution is the one that is 

closest to the intersection of all these subsets in the parameter space. If a traditional 

approach like the reference techniques is used, the initial conditions place the initial 

parameter vector somewhere in the parameter space and then the learning algorithm 

tries to find a vector that is close to this intersection of subsets. If the incremental 

learning algorithm is used instead, thanks to the fact that the set of samples grows 

incrementally, the training algorithm first looks for the intersection of some of the 

constraints but these increase, i.e. as the set of samples increases, the set of param

eters that provide a satisfactory solution shrinks. Also, because more constraints are 

considered, the smaller the intersection that provides valid solutions, the solutions 



127 

found by the training algorithm move in the parameter space towards the final so

lution as if it were "herded" by the constraints. This "herding" process presents a 

definite advantage over processes where all the data in the set of samples is used at 

once and the LM has to search for a small set of parameters located in some part of 

the parameter space. 

It is interesting to note that even though the incremental build up of the set of 

samples guides the solution through the parameter space towards an optimal point, 

the method did not show an improvement in terms of the average number of passes 

needed to reach the solutions (it only improved in the parabola problem). Even 

though the method does not show an improvement in average terms, the standard 

deviation of the passes needed to generalize was bigger than in the reference tech

niques. There where LMs that generalized using a very low number of passes, showing 

that if the incremental learning algorithm were used with many LMs in parallel, some 

of them would find the solution pretty fast compared to more traditional techniques. 

Another interesting aspect of this method is that the data that triggers a training 

event, i.e. data that makes the empirical error jump above the established threshold, 

behave in a manner that resembles the support vectors of the support vector ma

chines. Each of these data points makes the system fail because it has information 

that has not yet been acquired by the LM. Similarly, in a support vector machine 

the support vectors are those samples that contain information that is vital for the 

training process. Still, it is not possible to say that in this case the data that triggers 
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these events are support vectors because support vectors satisfy very specific condi

tions associated with the support vector machine problem that do not exist in the 

incremental learning algorithm setting. Nevertheless, they are fundamental vectors 

in the sense that these constitute the samples that contain the information that is 

relevant for the learning process. 

3.4.4 What Happens when The Problem Cannot Be Solved? 

Experimental evidence shows that under some conditions the method previously 

described does not show signs of reaching the generalization stage. There are several 

reasons for explaining this behavior; 

1. The simplest explanation is that the set of samples does not contain enough 

samples in order to force the LM to generalize. This case is easily identified 

when the probability that a training event happens keeps high and the set of 

samples keeps growing. 

2. The LM does not have a finite VC dimension. As in the previous case this 

keeps the probability that a training event happens close to 1 and the set of 

samples keeps growing without stopping. 

3. The value of the intrinsic error E[{0^)  >  5 .  What is observed in this case is 

that at some point the LM starts to train for new parameters and never finishes 

the corresponding training event. 
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4. The initial conditions, learning procedure, or stopping conditions impede the 

LM from reaching empirical error values below those it should reach. This 

happens when the LM falls into a local minima and it is not able to escape out 

of it. This effect causes a behavior like the one observed in the previous item. 

While the first two causes are simple to remedy (it suffices with using more samples 

or a different architecture), the last two are more complex because they are based on 

problems not well resolved for general LMs. The third cause can be avoided starting 

with high 5 values. The main source of problems is the fourth one: there is no sure 

way of avoiding the effects of the starting conditions, the learning procedure, or the 

stopping rule when it comes to local minima. Even though a careful selection of the 

architecture of the LM and the incremental learning algorithm alleviate this effect, 

they do not solve it. 

3.5 Discussion 

The method presented in this chapter provides a way of determining whether a 

LM has attained a good level of generalization or not. A consequence of being able 

to determine if a reasonable level of generalization has been reached or not is that 

it is possible to use only those samples needed to ensure convergence to the desired 

solution and stop the self-organizing process aftenvards. 

It is a very simple method that on average can behave better or worse depending 

on the total number of samples available, i.e. if the number of elements in the set of 
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samples is much higher than the optimal number of samples there is a good chance 

that the system will behave better than regular techniques (this corresponds to the 

Parabola case). If the number of elements in the set of samples is close to the optimal 

value needed to generalize, then the opposite can happen (this corresponds to the ID 

sine and 2D sine cases where the average number of passes was higher). 

Something nice about this method is that whether the LM has reached a good 

level of generalization or not can be deduced from its learning behavior and there is 

no need of using analytical methods or probe sets in order to determine so. In other 

words, there is no need for finding the VC dimension of the LM in order to check if 

it is capable of generalizing or determining the number of samples needed to do so: 

if the probability of a training event goes to zero, the system has already reached an 

acceptable level of generalization and it is possible to stop the learning process while 

having a high level of confidence that the LM will perform at its best in the future. 



131 

CHAPTER 4 

The LM Problem and The Fisher Information Concept 

As stated in the introduction chapter of this dissertation, there are bounds that 

limit the quality of the results of any learning process. 

As pointed out before, one of these bounds is the intrinsic error E i { 0 ) .  Statistical 

learning theory shows that even though it is always possible to reach any empirical 

error level below E[{0), if a good level of generalization is sought it is not convenient 

for a LM to achieve a empirical error level below this threshold. Statistical learning 

theory focuses on studying the relations between the generalization level, the intrinsic 

error Ei{9), and the empirical error £'£r{0./). and it provides with a set of results 

that explain the behavior of these three aspects in any learning process. 

There is another bound that limits the learning process, one not verj' well studied 

and normally neglected though. In order to understand its nature, the L.M problem 

needs to be formulated, not as an error minimization problem, but as a parame

ter estimation problem. In its most general setting, the environment is defined by 

the density functions /x(®) and fY\x{y\x) (for more details see the introduction 

chapter). Assuming that the density function fY\x{y\^) is defined by the param

eter vector and that the family of functions /y|x(y|®) define the LM is 

parametrized by the parameter vector 0. if fY\x{y\'^) can be implemented by the LM, 
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then 0E = argmin® ̂ /(O). Under these conditions, the LM problem corresponds to 

a parameter estimation problem where 0e is estimated using a minimization process 

based on the set of samples. Given that the training set corresponds to a collection 

of realizations of a random variable, the estimated 0 is the outcome of an statistical 

process, and, therefore, subject to all the restrictions associated to these processes. 

One of these bounds is defined by the Cramer-Rao theorem, which states that the 

variance of an estimator 0 has a lower bound determined by the inverse of a quan

tity called the Fisher information. Therefore, the LM problem has a fundamental 

limit, set by the statistics of the environment, which determines how well the param

eters that define the environment can be estimated. .A. good reference for the Fisher 

information concept and its applications is [70|. 

Given the importance of the Fisher information for the LM problem, this chapter 

focuses on studying this quantity. The reader is first introduced to the Cramer-

Rao theorem and then to a cadre of properties of the Fisher information. Many of 

these properties are a complete parallel of the properties of the differential entropy 

discovered by Shannon more than half a century ago. Given this similitude with 

information theory, this chapter presents the results according to the format and 

presentation order used in Cover and Thomas book in information theor\' [8]. A brief 

introduction to those concepts of information theor\' of Shannon that resemble the 

ones derived in this chapter are given in Appendix C. 
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4.1 Fisher Information 

In the analysis that follows, 5 is a random variable that represents the set of 

s a m p l e s .  T h i s  v a r i a b l e  i s  d e f i n e d  a s  S  =  { Z i , . . . .  Z / } ,  w h e r e  Z j  =  ( X j ,  V J  w i t h  X i  

a random variable that represents the t"' input vector generated by the environment, 

and Yi a random variable that represents the z"' output vector generated by the 

environment. The number I corresponds to the number of elements of the set of 

samples. .\lso, in all the derivations that follow fs{s) = fs\ois). where 0 is a scalar 

parameter. 

Definition 4.1 (Fisher Information) Given the density function f s { s )  t h e  F i s h e r  

information of the probability distribution is defined by 

The previous definition v»*as first stated in [71j. It is important to notice that by 

definition ipifx) ^ 0-

Theorem 4.1 

•> 

(4.1) 

IFUS) = - f d s f s i s )  (4.2) 

Proof: 

(4.3) 

taking the derivative with respect to 9  

(4.4) 
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which can be rewritten as 

d  I n  f s { s )  j =0 (4.5) 

differentiating again with respect to 6 

which gives 

f j  f  /  ^  f  9 \ n f s { s ) \ -  f j c i  , d - \ n f s { s )  , ,  
J ' ' ' f s W [ — g ^ )  = - j d s f s { s )  (4 . , )  

• 

This equivalence was taken from [72] and only holds when Eq. 4.3 is valid. 

Theorem 4.2 (Cramer-Rao Bound) If the estimator 9{s) of the scalar parameter 

6 is unbiased, then 

'•F(fs) 
4 > -7T-7 (-i-8) 

where aj = f dsfs{s)(d{s) — 9)- is the variance of the estimator. 

Proof: 

f  d s f s { s m a ) - 9 ) = 0  (•!•£>) 

Differentiating with respect to 6 gives 

J  { b{ s)  - d ) -  J  d s f s i s )  = 0 (4.10) 

Using ^ and f dsfs{s) = 1 

{ 9 { s )  - e ) = l  (4.11) 
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The previous expression can be used to obtain 

/''' (n/TSW (»(») - ̂ )) = 1 (-112) 

Squaring both sides 

The Schwarz inequality implies 

^ain^v^jy^yy (//Jw (sw -«))' > 

Using the previous results 

^  J  d s f s i s )  ^  d s f s i s )  ( 9 { s )  - 6^) ^ > 1 (4.15) 

which proves the desired result. • 

The previous theorem was extracted from [7]. The Cramer-Rao bound establishes 

that the variance of an estimator is always bounded by It is important to 

notice that the bound does not depend on the estimator because iFifx) does not 

depend on the estimator. Any estimator that reaches the bound imposed by the 

Cramer-Rao theorem is called efficient [72]. 

In a Gaussian case with mean 9 and standard deviation ax the density function 

is given by 

fx{x) = ^ exp 2^^ I (-1-16) 
V2Trcrx I ^.v J 
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In this case 

1 (X — 9)'-
I n f x i x )  = ln^= (4.17) 

v27rcr.v -0'\-
1 X - - 2 9 X  +  9 ' -

— (-1-18) 
V27rcr.v -<^.v 

If the parameter to be estimated is the mean 9, the previous expression needs to be 

derived with respect to 9 

d i n  f x  { x )  2 x  2 9  
(19 2o'\- 2a\ 

X — 9 
•> 

(4.19) 

(4.20) 
.V 

Replacing into the definition of Fisher information 

i p U x )  = J d x f x { x )  

/• X- - '^9x — ff-
=  /  d x f x i x )  V —  

J CTy. 

j c/x/.V(x)| (4.23) 

\{{CL+D'')-29- + 9''] (4.24) 

^.v 
(4.25) 

The other definition of the Fisher information (see Eq. 4.2) requires a second deriva

tive 

D - \ N F X { X )  _  D  F £ - Y L  ] _  , ,  

dffi 1 a\ ] (j\ " 
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Replacing into Eq. 4.2 the same result is obtained 

I n  f x  ( ^ )  

J d x f x i x )  

(4.27) 

(4.28) 

(4.29) 

(4.30) 

The previous derivations show that in the ciise of Gaussian functions, the variance 

of any estimator of the mean is directly proportional to the variance of the density 

function. Thus, in an average sense the error of the estimator has a lower bound 

which only depends on the properties of the density function and does not depend 

on the estimator. It is a bound that cannot be improved. 

Theorem 4.3 The Fisher information irifs) convex in fs-

Proof: it is always possible to define a density function g s { s )  =  W [ f i  +  W 2 f 2 ,  

where /i = fs\oA^) ^^d fo = density functions, and Wi + ivo = 1. 

Defining ^(s) = + W ^ ' 2 f 2 ,  then g s { s )  =  l^(s)i"^ is a density function too. 

Therefore, 

r 1 f d g s { s ) \ '  
J  % s { s )  [  0 9  )  

(4.31) 
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Also. 

5^'(s) _ 1 / fw^dfi ^ . fw^df-2 
'  2 de 

which implies 

(s)  

de 
1 I ^ Ha 
1 

\d9) ' foKdd^ 

d III f-i 

oe 

The previous equation implies that 

/ 4 / d s  
5^(s) 

de = 'i--riF(/i) -r w-ihih) 

(4.32) 

(4.33) 

(4.34) 

Under the assumptions of this theorem it is always possible to have ^I'(s) = .\/(s)e''^ '^'. 

with M{s) and N{s) two real functions dependent on 9, it is easy to see that 

|^(s)|" = M-{s). Then eqn. 4.31 turns into 

' • r i g s )  
DM is] 

de (4.35) 

It can also be derived that 

5*5(3) 
39 

- m »!«•> dN{s) 

oe 

Replacing this result into eqn. 4.34 and using 4.35 

i F { 9 s ) + - ^  j d s  i ^ ( s ) l ^  ^  

(4.36) 

(4-37) 
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Now, the second term of the left side of this equation is always positive implying 

i r i o s )  < wiip-{fi) -i- w o i F i h )  (4.38) 

or 

+ "-'2/2) < - r  W O I F H - I )  (4.39) 

• 

This theorem is a generalization of a similar theorem in [73]. which proves the 

convexity of the Fisher information for translation invariant density functions. The 

proof presented above is strongly based on the proof presented in [73]. 

4.2 Fisher Information Properties 

The motivation behind the following results is to understand how knowledge of 

one set of samples affects the estimation of a parameter given that knowledge of 

another set of samples is available. 

In the analysis that follows T is a random variable that represents another set of 

samples, different from S. The set {S.T} corresponds to the union of the two sets 

of samples. 

Also, the order in which the following properties are shown is inspired on that 

used in [8] to present the properties of the entropy and the differential entropy. This 

explains the rather idiosyncratic sequence of theorems and proofs. 
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Definition 4.2 The Fisher information of the joint density function fs,T{s-t) is 

given by 

irUsr) =jjdsdtfs,r<.s.t) (4.40) 

Theorem 4.4 

ipifs.r) = - JJ dsdtfs.ris.t)— ^ (4.41) 

Proof: Analogous to the proof for the single random variable case. • 

Definition 4.3 

Definition 4.4 

•  / " y ^ r  ^  f  ^ I n  fT lS =3{ t \ s ) \ ' -
'F(/T|S=s) = J dtfT\s=a{t\s)  ( 1 (4.42) 

i r i f r i s )  =  J  d s f s { s ) i [ r { f T ^ s = a )  (4.43) 

Theorem 4.5 

iF(/Tls)= JJ d s d t f s ,T{ s . t ]  (4 44, 

Proof: It is obvious from the definitions. • 

Theorem 4.6 (Chain Rule) 

'X/S.T) = iX/ris) + ̂ r i f s )  (4-45) 

= IRIFSIR) + IPIFX) (4.46) 
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Proof: 

d 3 d t f s ,T{s, t )  
<9 In {fT\ s { t\s)fsis)) 

do 

but. 

' I f  

= i(/T|5) +i(/s) 

/ F dsdt U .r(s, t ) ^ ^  
c>6^ 

(4.48) 

assuming that the integration limits do not depend on 6 

/•'* 90 = ^ j d t M s W s )  

= 0 (4.49) 

Therefore, the theorem is proven. An analogous derivation proves that tFifss) — 

ipifsir) + 2f(/T)-

When the chain rule is used to estimate the Fisher information associated to a 

parameter, it is important to take into account that all the terms that come out 

after applying the chain rule contain derivatives with respect to the same parameter. 
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Because some of these terms may be dependent on density functions that do not 

depend on the parameter, some of these terras may be equal to zero. 

An example is the random variable Y = A' + N.  where X is a Gaussian density 

function with mean 6 and standard deviation cr.v. and N another Gaussian density 

function with mean 0 and standard deviation a^. If the parameter to be estimated 

is 9, then 

'F(/V',A-) = i p i f Y w ) i p i f x )  

= 'f(/.V) + if (/A-) 

= ^fHX) 

1 

^A-
(4.50) 

The previous result implies that if the joint density function of the output V and the 

input .Y is available, the noise does not affect the estimation process. This is not 

surprising since V is a corrupted version of A' and cannot shed more information on 

6 than that contained in X. Because all the information hidden in A' is available 

through the joint density function, it makes sense to think that the Fisher information 

of the joint density function corresponds to that of the marginal distribution fx. 

Given density functions mentioned above, it is possible to prove that 

M f \ IT^ (4.51) 
y/2w{al + al) 

with Fisher information 

a-. + ay 
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Using the other expression for the chain rule 

i p i f Y ^ x )  = 'VC/.Viv) + ^F(/V') 

— i>(/.viv) H———T (4.53) 
(7- T a-

Using the previous results 

— = iF(/.v|v-) + , _•> (4.54) - - • ^'> r —2 

which implies 

:̂v i>(/.Yiv) = -2/ 'i", •i\ (4.55) 

The following definition and related theorems are presented in order to provide 

with a conceptual framework that will be needed later. 

Definition 4.5 The Fisher cross-information is defined by 

cAfs.r)=ll (4.56) 

The Fisher cross-information definition implies that c p { f s . s )  —  ' • r i f s ) -  'iiid Cf (/s.r) 

CFifr^s)- Also, if fs and fr are independent, then cp-ifs^T) = 0-

The name Fisher cross-information comes from the similarity between this defini

tion and that of the classical correlation coefficient. 
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Continuing with the example where Y = X + iV, the Fisher cross information 

between V and .Y is given by 

/r N ff ^ J r , _,t/In/r(y)£/ln/.v(x) 
CFU Y,X)  =  J J  d y d x f y , x { y , X )  —  —  

ff , ^ C / I xr . ^dln/v'(i/)c/ln/.Y(r) 
= J  d y d x f y i x i y m f x i ^ )  

ff ^ J c t ^c t ^d.\nfY{^J)d\nfx{x) 
=  j J  d y d x M y  -  5 5 —  

= 1 - '^1 /  1 
J J y \/̂ (7,v j \ \Ph:(Jx j 

'2n(T\ax J J do d9 

(4.57) 

where 

d l n f r i y )  ^ 1 

dO dd Y \/^yJa\ + CT\ "-(''•.V '^H) 

[y - e) 
•) , o 

a'x + <T Y 

analogously 

d \ n f x { y )  ^  [ x - d )  
dO a\ 

replacing into the Fisher cross-information expression 

(4.58) 

(4.59) 

, 1 f f ,  r  [ y - O )  \  r ( x - 0 ) |  

= r 2 ^ ^ // d y d x { y -e) { x -e) e  ^  -v -v J  
2-av<T.v(o',v +<^x)(^x JJ 

(4.60) 

an expression that is not trivial to evaluate. 
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Theorem 4.7 The Fisher cross-information is limited by 

CF(/S.T) ^ i F { f s ) i F { f T )  (-I-61) 

Proof: 

/ f  d s d t ! s . r ( s .  t )  '  > 0 (4.62) 

which can be reexpressecl as 

o-'ifUs) +-ACF( / 5 . x )  +  i p i f r )  > 0 (4.63) 

This is a second degree equation that is true for ever>^ possible a. Because this 

equation is always greater than 0, the discriminant of the equation has to comply 

with 4cf(/5,x)" —liF(/s)iV(/T) ^ OT which proves the theorem. • 

Definition 4.6 The Fisher cross-information coefficient is defined by 

_ CFUs.T) I i  CH\ 
PF - /• , f .7=T 

Theorem 4.8 The Fisher cross-information coefficient is limited by 

— I < PF < 1 (4.65) 

Proof: It is evident from the definition of the Fisher cross-information coefficient 

and Thm. 4.7. • 

The following definitions are based on the ideas used to define the Shannon mutual 

information for entropy and differential entropy. These ideas gave rise to the concept 
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of capacity and transmission limits in a communication channel. Given that the 

Fisher information is a different concept it is not valid to expect similar results. 

Nevertheless, it is worth exploring the analogy to see if some important results are 

found. 

In the entropy and differential entropy case the mutual information is obtained 

replacing the density function within the logarithm by the ratio between a joint 

density function and the product of the two corresponding marginal density functions. 

Given that the Fisher information is defined by Eqs. 4.1 and 4.2. it is possible to 

produce two different derivations for the Fisher mutual information. The Fisher 

mutual information definition that uses the first definition of Fisher information is 

called mf(/,(/s.r) and the other 

Definition 4.7 The Fisher mutual information type I w defined by 

mF(„(/s.T) = j j dsdt Is.T(^.t) (4.66) 

From the definition it is obvious that mp(/)(/s,T) > 0-

Theorem 4.9 The Fisher mutual information tijpe I can be reformulated as a func

tion of the Fisher information and the Fisher cross-information 

m - F ( n ( f s , T )  =  IVC/S-R) —  i f i f s )  —  i F i f r )  —  2CF(/S.T) (-L-ST) 

Proof: 

f d ^  f  f s , T i s , t )  \ \ -  f  d l a f s , T { s A )  d l n f s i s )  d i n  f T { t ) \ '  , ,  
U'H/5W/T(t) j j  re AS m-) 
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expanding 

/  d \ a f s , T { s , t ) Y  /  d i n  f s { s ) Y  (  d i n  f r i t )  V  
V d9 J \ de ) \ ae J 

,^d In fs,T{s,t) a I n  f s j s )  
ae ae 

,^ain fsAs-t) ain frit) 

f  d i n  f s \T{ s \t)y , ^ a i n f s \ T { 3 \t) a i n f T {t) , f a i n  f r i t )  ̂  
\ ae ) ae ae ^ \ ae ) 

.^a I n  f s \ T { s \t) a I n  f s j s )  _  ̂ ^a I n  f r i t )  a I n  f s { s )  
ae ae ~ ae ae 

^a I n  fs\T{s\t) a I n  frit) _ I n  frit) a I n  frit) 
ae ae ~ ae ae 

^  ^ ^ a i n f s { s ) a i n f T {t) 

-̂~Te dr~ 

l ' a i n f s ] T { s \ t ) Y  f a i n f s { s ) Y  .-,9 In f s \ T { s \t) a  I n  f s { s )  
V ae J \ ae J ' ae ae 

ae ae 
, ^ a i n f s { 3 ) d l n f T { t )  

ae ae (4.69) 

applying the Bayes theorem 

simplifying 

Now. 

2 J J dsdtfs.T{s.t)^^^^ a I n  f s \T{s\t) a I n  f s { s )  
ae ae 
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dfsis) _ d f 
" S T  ^ J d t f s M s . t )  

n 

= dtJs\T{s\t)jT{t) 

d f s \ T { s \ t ) f T { t )  = / dt !• 

d6 

The previous result implies 

dsdtfs.ris, t) u 
= •2ip(/5) - 2 jj dsdt 

d ^ T ^ f s \ T { s \ t ) d \ n f s { s )  _ 
de oe 

d f r i t )  

f s x j s A )  dfs{ s)dfT{ t )  
' f s { s ) f T { t )  dd de 

Finally, this implies 

mn,)Us.T) = lldsdtfs.Tis.t) (̂ In 

= iX/sir) — i p i f s )  —  - C F U S T )  

Using Thm. 4.6 

fnF{[){fs.T) = 'X/S-T) — 'X/s) — 'X/T) — 2CF(/S.X) 

• 
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Corollary 4.1 

'7^F(/){/S.T) = i F i f s i r )  —  i F i f s )  -  - C F H S . T )  

= 'F(/TIS) — ^X/T) - 2CF(/S.T) (-i-~8) 

Proof: It comes from combining Thm. 4.9 and the chain rule for Fisher informti-

tion. • 

Continuing with the example where K = A' + .V. the Fisher mutual information 

type I is given by 

'^F{[){fY,x) = 'F(/V|,v) — 'F(/V) - 2CF(/V-..V) 

=  i ' F i f x )  -  ̂fHv)  -  '-C-'f (/v-..v) 

1 1 

O" yr ^ V ^ V 
2Cir(/v-..v] 

<7.V 
•^-2CF{/V-..V) (4.79) •J / O , O \  cr-v(a7v + ( T y )  

where the final value is difficult to calculate due to the term c/r(/v-..v)-

Definition 4.8 The Fisher mutual information type II is defined by 

m F i i , ) U s . T )  =  -  j j d s d t f s . T ( ^ - t ) ^ l n  ( - l - S O )  

Theorem 4.10 The Fisher mutual information type II can be reformulated as a 

function of the Fisher information and the Fisher cross-information 

"^F(//)(/S,T) = ̂ F(/S,T) — irifs) — ^F(/T) (4-81) 
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Proof: 

^ F { l [ ) { f s , T )  = 

from which the theorem follows. • 

Corollary 4.2 

"iF(i;)(/s.T) = i-Fifsir) — ^FUS) (4.83) 

=  ' • F U T I S )  -  ̂F i f r )  (4.84) 

Proof; It comes from combining Thm. 4.10 and the chain rule for Fisher informa

tion. • 

For the example where V = .Y + .V. the Fisher mutual information type II is given 

by 

^ ' • F [ [ [ ) { f y ^ \ ' )  =  i X / v i . v )  -  ' • F i f y )  

= iF{ f . x )-iF{ f Y )  

1 1 
O ~ O . 1 

''•.Y 

ay{(T\^ + crrv) 

From the previous definitions, theorems, and their respective corollaries it is easy 

to see that definition 4.7 is the one that bears a closer resemblance with the Shannon 
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mutual information definition. In the differential entropy case the Shannon mutual 

information becomes 

iTT-s{fs,T) = h{fs) — hifsir) (4.86) 

= HIFR) — /I(/TIS) ('I-87) 

In the Fisher information case the terms are the same, from the point of view of 

the density functions they work with, but they are subtracted in a different order. 

From the previous results it is obvious that the Fisher cross information plays a 

fundamental role in determining the behavior of these quantities. 

Corollary 4.3 

rriFiinifs-r) = '7iF(//)(/s.T) — "-CFC/S.T) (4.88) 

Proof: Obvious from the Fisher mutual information theorems. • 

Given that is always greater or equal to zero, the expression rnp^n) can be 

positive or negative accroding to the value of the Fisher cross-information. 

The following case illustrates the consequences of having a Fisher cross-information 

with certain characteristics. 

Theorem 4.11 If CFUS .T)  >  Or then I>(/S|T) > 'F(/S) and /F(/T|S) > 

Proof: By definition and the previous theorem, 

MF(/S.T) > 0 (4.89) 

IF[FS,T) — IPIFS) — IPIFT) — 2CF(/5,T) > 0 (4-90) 



152 

If cp{fs,T) > 0, ZX/S.T) — ^F(/S) — ififr) > 0- Using Thm. 4.6. the previous 

expression implies iX/SIR) > ^FC/S) and Z>(/T|S) > HUT)-

4.3 Miscellaneous Theorems 

Theorem 4.12 The Fisher information of a set of i.i.d. samples S with I elements 

is given by 

i p i f s )  =  ̂ ' i p i f z )  ( - l - Q l )  

where fz is the density function associated to each sample. 

Proof: Given a set of samples S  = [ z i .  Z i } .  where each of the Z i  is an in

d e p e n d e n t  a n d  i d e n t i c a l l y  d i s t r i b u t e d  r a n d o m  v a r i a b l e  w i t h  d e n s i t y  f u n c t i o n  f z i z ) .  

and I is the number of samples, the joint density function is defined by 

f s i s )  =  f z ,  (-1.92) 

=  f z d z , ) - - - f z , { z i )  (4.93) 

and 

d l n f z ,  _  A  d l n f z S z i )  , ,  q . N  
de ^ do ^ ' 

i = l  

Therefore, 

iF(/s) = J dsfsis) (-1.95) 

=  I d z , - - - d z , h ,  z , ( J „ . . . , i . )  ^ ^ ' ^ " • • " ^ ' ' ) " ( 4 . 9 6 )  

= f d z , - - d z a ,  
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Now, due to the independence of the Zi 

Then 

=  /  < ' . . / . , ( , . 9 8 )  

= 0 (4.99) 

J>{/s) = j  d z i - - - d z i f z ,  Z i { z i , . . . . z i ) Y l ^  

de L ' 
I 

(4.100) 

= Y:Juz,.--dzj,, ^,U, .,) , (4.101) 

=  ^  j  ( 4 . 1 0 2 )  

=  t , . 1 0 3 ,  

= lirifz) (4.104) 

The previous theorem was taken from [72]. An easier derivation can be done 

applying the chain rule theorem for Fisher information previously derived in this 

chapter. 

Theorem 4.13 The solution of the maximum likelihood equation = 0 is also a 

s o l u t i o n  o f  =  0 ,  w i t h  i s i f z )  ^ ^ e  d i f f e r e n t i a l  e n t r o p y  a s s o c i a t e d  t o  f z -
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Proof: Differentiating the differential entropy expression 

^ ( - /  d z f z { z ) l n f z i z ) ^  =  (4.105) 

f j  d f z { z )  ̂  ^ , f j e r  
=  -  j  d z ~ ^^ \nfz{z) - j dzfz{z) — (4.106) 

f  ,  d f z i z )  ,  f  ^  f  ,  d f z i z )  
= -Y 

=  - /  d z ^ l ^ l n f z i z )  - ^ 1  d z f z i z )  (4.108) 

= - J dz^^^\nfz{z) (4.109) 

In the last expression it is evident that the maximum likelihood solution makes the 

expression equal to 0. • 

For more details on the definition and properties of the differential entropy see 

AppendLx C. 

Theorem 4.14 The solution of the maximum likelihood equation = 0 is a solu

tion of = 0. 

Proof: 

d i F i f z )  f  , _ d f z { z )  f d l n f z { z ) \ -  ,  f  f d i n  f z { z )  d H n f z { z ) \  —e J i ae ) V^de a^—) 
(4.110) 

r J  3 J z { z )  ( d i n f z { z ) \ -  ,  f  ^  d f z i z )  ( . , d ' \ n h ( z ) \  = J ""-WI ds ) " J {- ae-^ ) 
(4.111) 

In the last expression it is evident that the maximum likelihood solution makes the 

expression equal to 0. • 



155 

4.4 Discussion 

The Fisher information concept, which sets a bound on how precise the estimation 

of an unknown parameter of a density function can be, directly relates the perfor

mance of an estimator to the parameter to be estimated. Many new properties of 

this quantity have been derived in this chapter. Of special relevance are the chain 

rule theorem, the convexity of the fisher information space, and the e.xistence of an 

expression for the mutual information. 

Something that is important to point out is that the theorems proven in the 

previous sections bear a strong resemblance to equivalent theorems derived for the 

differential entropy by Shannon. If the analogy between the two areas were complete 

enough, it would mean that many other theorems could be proven as well. Of spe

cial interest would be to prove /F(/V|A') > hifv) for a more general case, because 

it would open the analysis of the behavior of the Fisher information for markovian 

processes. As in classical information theory it is proven that no manipulation of 

the data can increase the amount of mutual information between two sets of samples 

(barring the use of a priori knowledge), it would be interesting to prove if the same 

is valid for Fisher information. A second area of interest would be to explore the 

possibility of the existence of a "channel capacity" limit equivalent for the Fisher in

formation. Traditional information theory is concerned with preserving the amount 

of information that passes through a channel. But, in many problems what is really 
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interesting is preserving the capacity to estimate a parameter and not all the infor

mation associated to it. The Fisher information concept could be a starting point to 

design methods that maximize the capacity to estimate parameters while reducing 

the amount of information transmitted. 
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CHAPTER 5 

Conclusions 

This chapter briefly summarizes the results presented in the dissertation and hints 

further research directions. 

5.1 Final Remarks 

The DNN architecture presented in this dissertation proved to be verj' successful 

and ecisy to implement. Given how easy it is to design DXXs and train them to 

reproduce any dyn<imic behavior, it is valid to question the need of other, more 

complex, methods currently in use. 

Taking into account how difficult is to train fully connected RNNs. it is reason

able to assume that it is equally complex in the biological world. Given that many 

living entities have simple pattern generators (like the neuronal circuits that regu

late breathing and walking in mammals), an interesting question is if nature follows 

similar paths and many of the learning behaviors seen in living beings use DNN-like 

nervous architectures. 

The second major contribution of this dissertation is the incremental learning 

algorithm that allows determining if a LM has reached an appropriate level of gen

eralization. This method permits to give a clear answer to those who argue that 
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LMs are not safe because nobody can guarantee what their behavior will be in the 

presence of new data. The incremental learning algorithm clearly, and in a simple 

manner, allows to determine the degree of generalization of a LM, which permits to 

determine the quality of the future behavior of the machine. 

What is interesting about the incremental learning algorithm is that it works with 

any LM. Anything capable of learning can be used in this algorithm. Maybe it can be 

used to determine how well a person or a social structure has effectively learned what 

is supposed to learn. If this is true it would mean that these theories and methods 

can be mapped into the social realm. 

The third and last contribution presents several properties of the Fisher informa

tion. The use of classical information results as a guide in the discovery of these 

theorems proved to be useful and hints that many other results are waiting to be 

discovered. 

5.2 Future Steps 

With respect to the DNN architecture, more could be done in order to synthesize 

neural networks that exhibit other types of behavior. Experiments could be done to 

reproduce other interesting dynamical systems that depart from the relay feedback 

model. Also, the DNN could be generalized to deal with stochastic dynamic behavior. 

The architecture introduced in this dissertation is limited to deterministic dynamic 

behavior and does not consider the stochastic case. 
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The use of statistical learning theor\' to design a learning method proved to be 

a success. The next step could be to determine if there are similarities between the 

incremental learning algorithm and the support vector machine. 

Finally, more properties of the Fisher information need to be discovered. Of special 

importance are those related to Markov chains and "channel-coding" like theorems 

due to their potential application in the design of algorithms that could be used to 

extract features in an optimal manner. 
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Appendix A 

Stability Properties of a Relay Feedback System 

A more precise derivation for the period of the limit cycle in a relay control system 

described bv: 

X  = Ax 4- Bu 

where 

y = Cx (A.I) 

A = 

B = 

~ { a  -r  I)  — a  0 

1 0 0 

0 1 0 

K 

0 

0 

c = 0 0 1 (A.2) 
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and 

u { t )  =  <  

e { t )  >  — e  

+ d  i f e{t) >+e or ^nd 

u { t - )  =  + d  

e { t )  <  -r-e 

and 

(A.3) 

— d  if e { t )  >  — e  or < 

u ( ^ _ )  =  — d  

goes as follows [48, 49, 50, 74]: 

Theorem A.l If the system described by the eqns. A.l. .\.2, and A.3, has a limit 

cycle with period T and (/ — exists, then: 

c(j - ̂ y ^ - ^ o F i d i  -f- r.d.) = 6 

-rr,di) = e 

(A.4) 

(A.5) 

where 

^2 = 

$ = (A.6) 

and 

Ti = I  e^^Bde. 
Jo 

To = I  e^^Bd^ 
Jq 

(A-7) 
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y  ( c  )  y  ( c  )  

u  ( c  )  

c  

u  ( c  )  

c  

-

Figure A.l: Signals in a relay control system 

Proof: Let be assumed that the output of the system described by A.l. A.2. and 

A.3 follows a limit cycle with period T. Figure A.l shows the relation between the 

o u t p u t  o f  a  r e l a y  c o n t r o l  s y s t e m  i j { t )  a n d  t h e  c o n t r o l  s i g n a l  u { t ) .  

The solution to the system described by eqns. A.l and A.2 is given by: 

: { t )  =  e ^ ' x ( O )  +  J  (A.S) 

The control signal is defined as: 

u { t )  =  >  
dl Vt € [tkr ifc-rl] 

—1/2 Vf € tfc4.2] 

(A.9) 
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Defining a;(0) = x { t k ) ,  and using eqns. A.8 and A.9: 

x(tk+i) = + Fidi (A.IO) 

Redefining x(0) = and using eqns. .\.S and A.9: 

x{tk+2) = — Todo (A.11) 

The matrices $2t Ti, and To are defined by eqns. A.6 and .A.7 respectively. .\lso, 

x(W2) = (-\.12) 

Replacing eqn. A.r2 into eqns. .A.IO and A.11, solving for x{tk) and and 

substituting into eqns. A.IO and .A.11 it is possible to obtain: 

x { t k )  =  

x{tk^,) = {I-^r'i-^iTodo + r.d,) (.\.13) 

where $ is defined in eqn. A.6. 

The condition that the relay switches at times can be e.xpressed as: 

y { t k )  =  C x { t k )  =  - £ •  
(A.14) 

yitk+i) = Cx{tk^i) = c 

Replacing eqn. A. 13 into eqn. .A.14, eqn. A.4 is obtained. Therefore, if a relay 

control system has a limit cycle of period T and (J — exists, then the condition 

expressed in eqn. .\.4 is true. • 
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When d\ = d2 = d. then Fi = To = F and = $2 = Under these conditions, 

eqn. A.4 reduces to: 

C(j + #^)''F = ^ (A.15) 

Now, the pulse transfer function of G { s )  when the sampling period is r is given 

by: 

H ( T , Z )  =  ( L - . - - ' ) Z | £ - ' | I G ( S ) U  

= C{zl-e^^) I e^'dsB (A.16) 
J o  

where Z { }  is the z-transform operator, and L ~ ^  is the inverse Laplace transform 

operator [74]. If the conditions that make eqn. A.15 true are valid, then r = T/'2. 

Under these conditions: 

- H { T / 2 . - i )  = c (^i+ r = 2  

If £ = 0, eqn. A. 17 turns into an e.xpression more simple to evaluate: 

f/(r/2,-1)=0 (A.18) 

As an example, when the third order system: 

5(5 -f- l)(s + a) 

is sampled with period t  — t / ' i ,  its pulse transfer function is given by: 

' 2a (a-l)(l+e-') a:'(a - l)(l + e'-') ^ ' 
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Solving A.20 when t  =  T / 2  and z  = —1 gives the exact period of the limit cycle as 

a function of a. This equation has to be solved numerically. 

So far, it has been obtained a series of conditions that relate the parameters of 

a system under relay feedback to the period of the cyclic trajectory. It still remains 

to be proven that this cycle is locally stable. Astrom and Hagglund also stated the 

following theorem [48, 49. 50]: 

Theorem A.2 // the system described by the eqns. A.l. A.2, and A.3 has a limit 

cycle with period T and (/ — #)"' exists, and the eigenvalues of 

are inside the unit circle, where 

W i  = ^ i { A a i + B d i )  

W o  — — Bd- i )  

ai = -rw-i) 

0 2  =  [ I - ^ ) - \ - ^ i T 2 d 2 - T i d { )  { \ . 2 2 )  

then the limit cycle is locally stable. 

Proof: If the initial conditions of the system described by eqns. A.l. A.2. and 

A.3, is perturbed from x{tk) = Oi to x{tk) -i- Sx{tk) = ai + Jai. then: 

I'T+dT 
x{ t  +  6 t )  =  bd ,d^  

J o  
nT  

= (A.23) 
J o  
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Using a Taylor expansion: 

gA(r+<Sr) ^ ^ ^ 
j , .  «3> 

=  I  +  A t  +  A 6 t  + ̂ AV- -r A-(2rcjr) + ^ A ' i s r ) -

+ ^A^(3r^d>) + iA^(3r(5r)'^) + ̂ A^(5r)^ + - • -

= + Ar + ^A'r^ + —A | 

+ |/ + Ar + ̂ A-R- + + • • • | ADR + H.O.T. 

=  +e^^AST  +  H.O.T .  

=  ^ i  +  ̂ iAdT+ H.O.T .  (A.24) 

where H.O.T. stands for "Higher Order Terms.'' Replacing A.24 into A.23: 

x ( r  +  d r )  =  +  ̂ iAS t  + H.O.T . ) {a i - r  da i )  

+  J ^  e ^ ^ B d i d ^ - h  J  e ' ^ ^ B d . d e ,  

= #iai + ̂ idoi + AJrai 4-Fic/i 

/

T+6T 

+ Ae^^ie. - r) + • • • )Bd,dE, + H.O.T. 

=  $ ia i  +  ̂ i do i  +  ̂ lAJrUi  +  Fic / i  

j  '  { I  +  A{e , -T ) ^ - - - )Bd ,d^ -T  H .O .T .  

= + #ic)a[ + ̂ lAJroi-h Fif/i 

+$1^  Bd id^  +  ̂ i J ^  A{^ - r )Bd id^  +  H.O.T .  

— ^i£i[ + + ̂ IAStcli + Fidi 4- ^iBdidT + H.O.T. 
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The value of Sr  where the control signal changes is given by: 

! j { t  + S t )  — Cx{ t  4- S t )  = c (A.26) 

Therefore, replacing eqn. A.25 into eqn. A.26: 

St  =  + H.O.T. (A.27) 
C w i  

Using eqn. A.27 in eqn. A.25; 

—C^idai 
x (T - rST)  =  $ ia i  +  +  Fi f l f i - r  t u i—— h  H .O .T .  

C w i  

= a., + + H.O.T. (A.28) 

If x(r + Jr) = 09 + Sao, then: 

Sao  =  ( j -  +  H.O.T .  {A.29) 

The same analysis for the time interval where u { t )  =  — d o  gives: 

x{T  +  ST)  =  ai + ^oSao  +  H.O.T .  (A.30) 

Using eqn. A.29 in eqn. A.30: 

x{T  +  ST)  =  ai + WSa i  ̂  H .O .T .  (A.31) 

Therefore, small perturbations in the initial conditions cause perturbations at the 

switching instants that are governed by: 

Jaj jt+2 = WSai^k (A.32) 
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Hence, the sequence {tiai,*:} converges exponentially to zero if the poles of W are 

inside the unit circle. • 

Assuming that in the hard threshold = 0. it can be checked that if the matrices 

of eqns. A.l and A.2 are replaced into eqns. A.21 and .A..22, the poles of the resulting 

expression are inside the unit circle. Therefore, the selected system not only generates 

a limit cycle, but it is also locally stable and robust in the presence of noise in its 

components and the signals that propagate through it. 



169 

Appendix B 

Resilient Backpropagation and Neural Network Initialization 

The techniques described in this ?ippendix were selected as reference techniques 

due to the reported improvements in training efficiency, with respect to other multi

layer perceptron training algorithms, associated to them [66, 67. 68]. 

B.l Neural Network Initialization 

The initialization method presented in [66) and used in the experiments of this 

dissertation assigns uniformly distributed random values to each of the weights of 

each of the neurons of the neural network. Then, it normalizes the vector of weights 

associated to each neuron by 0.7 where H is the number of neurons in the 

layer in which the neuron being modified rests, and N is the dimensionality of the 

corresponding vector of weights. The bias of the neuron is determined selecting a 

uniformly distributed random value from the interval [— VH- V^]. 

This method ensures that at the start the weights of the neural network cover in a 

more uniform manner the parameter space, avoiding crippling biases. This makes it 

easier for the system to move its weights towards the desired location in the parameter 

space. 
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For more details on this method, as well as comparisons with others, it is recom

mended to the reader to go to [66]. 

B.2 Resilient Backpropagation 

The most common technique used to train multilayer perceptrons is the back-

propagation algorithm [1]. This technique uses gradient descent to search for the 

parameter combination that minimizes the error. In its most general expression, as 

the algorithm progresses the neural network weights are changed according to 

(B-1)  

where wlj is the value of the weight that connects the output of the i"' neuron with 

the input of the neuron at time t, and is defined by 

. , dE 
AWi = -e 

•' d w i ,  
(B-2) 

with € a the learning factor and E is the overall error produced by the neural network. 

From the Eq. B.2 it is clear that the rate of change is affected by the learning rate 

and the error gradient. The problem with the algorithm is that the learning rate e 

is normally set by some ad hoc heuristic, which translates in that all weight updates 

are in essence defined by a ad hoc heuristic. The only thing that is determined by 

the architecture of the neural network, the value of the parameters, and the data 

without the intervention of ad hoc measures is the sign of the weight update. 
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The resilient backpropagation (RPROP) algorithm [67. 68] takes advantage of the 

previous facts. Recognizing that in the backpropagation algorithm the magnitude of 

the weight change is the by product of arbitrary conditions, the RPROP algorithm 

takes a step further and uses a weight update scheme specially designed to use this 

arbitrariness to its advantage. RPROP also uses Eq. B.l but instead of Eq. B.2 uses 

> 0 

Au;^ = 

if 

Ai, if 

0 else 

OE 
dwi 

dE 
dw. 

< 0  (B.3) 

where is an update value unique to each weight iVij defined by 

Af, = • i j  

u A' ^ if -I—'ij ' 
OE 

dw., 

£..A'-^ if ^ 

i)E 

'J dWi 

£ _ l  

OE 

> 0 

< 0 (B.4) 

A,,(0 else 

with 0 < !/_ < 1 < 

In this manner when the partial derivative associated to the corresponding weight 

Wij changes its sign, which happens when the algorithm passes over a local minimum, 

the update value Aj^ is decreased by f-. If the derivative keeps the same sign, an 

indication of local monotonicity, the update value is increased by a factor to 

accelerate the convergence of the algorithm. In order to avoid a double application 

of the contraction factor £/_, when the derivative changes sign the update value it is 

not modified in the succeeding learning step. This easily done setting dE 
dw. 

= 0 
t - l  

after the corresponding derivative changes its sign. 
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The RPROP algorithm calculates the weight updates caused by each data point 

contained in the set of samples, averages them, and finally updates the weights. 

Therefore, the RPROP algorithm corresponds to a batch scheme. 

For more details on this method, as well as comparisons with others, it is recom

mended to the reader to go to [67. 68]. 



173 

Appendix C 

Shannon's Information Theory 

Traditional information theor\' was started by Shannon in the forties when he 

defined the information entropy concept in order to quantify the basic complexity 

level beyond which a signal cannot be compressed. This idea turned out to be crucial 

for the compression of signals of any kind and it has been one of the factors driving 

innovation in communications technology' for more than half a century. 

Communication problems are in general focused on the instances of the random 

variable that represents the signal being transmitted. Information theor\* establishes 

that even though a random variable can have a wide range of values, large sets of 

independent instances of this random variable have their values located within a 

small set called the typical set. As proven by this theory, the size of the typical 

set is determined by the information entropy of the random variable such that less 

information entropy produces smaller typical sets and vice versa. 

In the following analysis /x(®) = /x|o(®)» where 0  can be a scalar or a vector. 

All the results related to the information theory- developed by Shannon are valid for 

either scalar or vector 0 because none of the derivations requires knowledge of the 

parameters. 
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The following definitions and theorems concerning the entropy concept developed 

by Shannon have been extracted from [9, 8, 75, 76]. 

C.l Differential Entropy 

Definition C.l (Differential Entropy) Given the random variable X with, den

sity function fx{x). the differential entropy isifx) '-s defined by: 

The entropy of a random variable measures the amount of uncertainty related to 

it. The prev'ious definition is valid only if the integral e.xists. .\n important case 

where it can be proven that it does not exist is when the differential entropy of 

discrete collection of events happening in a continuous space needs to be determined. 

This definition was first presented by Claude Shannon in 1948 [9|. 

Theorem C.l The differential entropy isifx) is concave in fxi^)-

Proof: The log-sum inequality establishes that for non-negative numbers oi, 02, 

,  a„ ,  and 61.  b o ,  . .  b n -

(C. l )  



If n = 2, oi = Xfx, i {x ) .  ao = (1 - \ ) f x, 2 { ^ ) r  b i  = Xgx.M-  62 = (1 - X )gx. 2 {x ) ,  

where A G [0,1], and fx,i, fx,2, gx,i, 9x,2 are density functions, then: 

^ f x A x )  In + (1 - W x.2M  In > 
9 x . i { x )  g x a y x )  

I \ e  I ^ \  ,  \ \  C  /_\M_' M / x ,2( a : )  (A/x,i(a;) + (1 - A)/jc,2(a;)) In — 
^gxA^) -r (1 - A)(/x.2(a;) 

Integrating over all possible Cc\ses: 

A [  dx fxAx)  In + (1 - A) f  dx fxAx)  In > 
J  g x A x )  J  f x a i ^ )  

[ i-\ , wc A/x-.i(x) + (1 - A)/x,2(x) 
/  dx{ X J x . \ [ x )  + (1 - \ ) f x : 2 [ x ) )  In . . , rr r 

J  ^ \gx . i {x )  + (1 - X)gx .2 ix )  

Therefore, the integral: 

y  d x f x { x )  I n  
f x j x )  
g x { x )  

is convex in the pair { f x { x ) , g x i x ) ) .  If g x { x )  corresponds to a uniform density 

function defined over the volume V of the space x. then: 

J  (fz/x(x) In^l^ = J  d x f x { x ) \ n f x { x )  -  J  d x f x { x ) l n ^  

= -is{x )  +  \nV (C.2) 

Rearranging terms: 

is(l) = InV - /dxfxM (C'^) 
J  g x [ x )  

then due to the convexity of the integral on the right hand side, the differential 

e n t r o p y  m u s t  b e  c o n c a v e  i n  f x { x ) .  •  

The previous proof is based on the analogous proof given by [8] to prove the 

concavity of the discrete entropy. 
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C.2 Variable Transformations 

Theorem C.2 For any square matrix A : 5R" x and a random variable X : 3?", 

isilAx) = isifx) + log I det A\. 

Proof: Let Y  =  A X ,  then /y(y) = /x(A~^y)| det A~^|. Then it is just matter 

o f  u s i n g  f v i y )  t o  c a l c u l a t e  i s i f y )  =  i s i l A x ) -

i s i f v )  =--  - J  dy  f y  i y )  log  f r i y )  (C.4) 

= - j d y f x { A ~ ^ y ) \ d e t A ~ ^ \ \ o g { f x ( A ~ ^ y ) \ d e t A ~ ^ \ )  (C.o) 

= -J  d y \ d e t A ~ ^ \ f x i A ~ ^ y ) l o g { f x i A ~ ^ y ) \ d e t A ~ ^ \ )  (C.6) 

= -J  d x f x { x ) [ o g { f x { x ) \ d e t A ~ ^ \ )  (C.7) 

= -  J  d x f x {x ) \ o g f x {x )  -  J  d x f x \ o g \ d e t  A ~ ^ \  (C.8) 

= is{/x)-logldetA-'| (C.9) 

= is(/x:) + logldet A| (C.IO) 

C.3 Differential Entropy Bounds 

Theorem C.3 Let the density function fx, with X G SR". have mean fi and covari-

ance Cx, then is{fx) ^ 7 log (2're)"jCx|.- f^ith equality iff the density function fx 

is identical to the density function fy, o, normal density function with mean /j. and 

c o v a r i a n c e  C y  =  C x -
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Proof: 

0  <  D i / x W / y )  ( C . l l )  

< I dzfx{z)log^^ (C.12) 

< - i s i fx )  -  J  dz fx{ z ) \ o s f Y { z )  (C.13) 

< - i s i fx )  -  J  d z f Y i z ) l o g f Y { z )  {C.14) 

< —is i fx )  +  h i f r )  (C.15) 

< -is(/x) + log ('2rre)'^|Cxl (C.16) 

Theorem C.4 I f  f x i ^ )  f v i n )  t w o  i n d e p e n d e n t  d e n s i t y  f u n c t i o n s ,  t h e n  

hifx-rv) > max {is(/x)-'s(/v)}-

Proof: 

i - s i fx - r Y )  > i s i fx - r Y i r )  (C.I7) 

> i s i fx i r )  (C.18) 

> i s i fx )  (C.19) 

The other result is proven in an analogous manner. • 
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C.4 Several Random Variables 

Definition C.2 (Differential Entropy) The differential entropy associated to the 

density function fxx is given by: 

i s U x x )  =  -  J  d x d y f x ,Y{x. y ) l o g f x .Y{x, y )  (C.20) 

Definition C.3 (Relative Entropy) The relative entropy between two density func

tions fx and fy is given by: 

d l f x  II M  = J  d z f x i z )  log (C.21) 

Also, 

Theorem C.5 Given two density functions fx o,nd fy. d{fx II /r) > 0. Equality 

only happens iff fx = fy a.e. 

Proof: 

- d i f x W f r )  =  I  

< log J  (C.23) 

< log J  d z f y i z )  (C.24) 

< 0 (C.25) 

• 

A special case of relative entropy between two density functions is the mutual 

information between these two: 
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Definition C.4 (Mutual Information) The mutual information associated to the 

density function fx.Y '-s given by: 

m i s i f x x )  =  f  d x d y f x x i ^ -  v )  t o g  f  \  (C.26) 
J  j x { x ) f Y [ y )  

= J  d x d y f x .Y{ x , y )  l o g  {C.27) 

=  I  d x d y  f x . Y { x . y )  l o g  (C.28) 
J  f x { x ]  

= hify) - hify^x) (C.29) 

=  h { f x ) - f i { f x \ Y )  (C.30) 

Therefore, the mutual information associated to the density function fx, Y  is equal 

to the reduction of the uncertainty associated to the density function fy due to 

knowledge of the random variable X or the reduction of tlie uncertainty associated 

t o  t h e  d e n s i t y  f u n c t i o n  f x  d u e  t o  k n o w l e d g e  o f  t h e  r a n d o m  v a r i a b l e  Y .  

C.5 Law of Large Number Arguments 

Theorem C.6 (Asymptotic Equipartition principle) Let X, Xi, — X„, b e  

a set of i.i.d. random variables. Then: 

lim --In/xi = ts(/x) (C.31) 
n-»oo n 

Definition C.5 Let X, Xi, . . . .  X n ,  b e  a  s e t  o f  i . i . d .  r a n d o m  v a r i a b l e s .  F o r  e  >  0  

and any n, the typical set .4" is defined by: 

-4^ = |(xi,...,x„) 1 A:Ja;L,...,x„) - is(/x) < e| (C.32) 
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Theorem C.7 p  ( ( x i ,  - .  -  , X n )  G -4") > 1 — e for n sxifficiently large. 

This theorem establishes that for complex responses, i.e. large collections of i.i.d. 

random variables, the probability of one of these responses belongs to the typical set 

.4" approaches 1 as n increases. This implies that almost all complex responses are 

part of the typical set. 

Definition C.6 V'(.4") is the volume of the typical set .4". 

Theorem C.8 V'(.4") > (1 — e ) e ^  n t s ( f x )  t) sufficiently large. 

Theorem C.9 V'(.4") < for all n. 

The previous two theorems show that the volume of the typical set is bounded 

by (1 — < V'(-4") < for n sufficiently large. This volume 

is certainly smaller than the space spanned by the random variable and its size is 

controlled by the value of the differential entropy. 

Theorem C.IO The elements of the typical set .4" lie within a spherical shell that 

contains the surface of a hypersphere of radius r = a\/n. 

Proof: For any complex response cr- s; ^ other hand, the square 

of the length of the vector that describes the response is defined by l~ = 53^=1 

Therefore, i~ as na-, proving that all members of the typical set lie on a spherical 

shell that contains the surface of a hypersphere of radius r = ay/n. • 
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