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ABSTRACT 

This dissertation aims to discover synergistic combinations of top-down (ontologies), 

interactive (relevance feedback), and bottom-up (machine learning) knowledge encoding 

techniques for text mining. The strength of machine learning techniques lies in their 

coverage and efficiency because they can discover new knowledge without human 

intervention. The output, however, is often imprecise and irrelevant. Human knowledge, 

top-down or interactively encoded, may remedy this. The research question addressed is 

if knowledge discovery can become more precise and relevant with hybrid systems. 

Three different combinations are evaluated. 

The first study investigates an ontology, the Unified Medical Language System 

(UMLS), combined with an automatically created thesaurus to dynamically adjust the 

thesaurus' output. The augmented thesaurus was added to a medical, meta-search portal 

as a keyword suggester and compared with the unmodified thesaurus and UMLS. Users 

preferred the hybrid approach. Thus, the combination of the ontology with the thesaurus 

was better than the components separately. 

The second study investigates implicit relevance feedback combined with genetic 

algorithms designed to adjust user queries for online searching. These were compared 

with pure relevance feedback algorithms. Users were divided into groups based on their 

overall performance. The genetic algorithm significantly helped low achievers, but 

hindered high achievers. Thus, the interactively elicited knowledge from relevance 

feedback was judged insufficient to guide machine learning for all users. 



12 

The final study investigates ontologies combined with two natural language 

processing techniques: a shallow parser and an automatically created thesaurus. Both 

capture relations between phrases in biomedical text. Qualified researchers found all 

terms to be precise; however, terms that belonged to ontologies were more relevant. 

Parser relations were all precise. Thesaurus relations were less precise, but precision 

improved for relations that had their terms represented in ontologies. Thus, this 

integration of ontologies with natural language processing provided good results. 

In general, it was concluded that top-down encoded knowledge could be effectively 

integrated with bottom-up encoded knowledge for knowledge discovery in text. This is 

particularly relevant to business fields, which are text and knowledge intensive, hi the 

future, it will be worthwhile to extend the parser and also to test similar hybrid 

approaches for data mining. 
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CHAPTER 1. INTRODUCTION AND RESEARCH FORMULATION 

1.1. Research Rationale 

Information and knowledge has become increasingly available to people as a result of 

the development and popularity of Internet technology. Many documents are being made 

available online. This has facilitated access to the available knowledge but has also raised 

the bar for people in different professions. They are expected to be increasingly better 

informed and knowledgeable about a multitude of topics. As a result, many researchers in 

information technology focus on collecting, storing, accessing, and reusing existing 

knowledge by creating knowledge sources for users. 

This dissertation focuses on text mining techniques that make the knowledge 

contained in documents more easily accessible and comprehensible to end-users. 

Although there exist several technologies useful for this, each has its advantages and 

disadvantages. The existing technologies can be categorized into three groups. Figure 1 

provides an overview. The top-down approaches towards knowledge encoding use 

manual effort to encode the existing knowledge. Expert systems, popular in 70s, are early 

top-down approaches to capture and reuse an expert's knowledge. To build these expert 

systems, a knowledge engineer worked with experts in the field and carefully encoded all 

rules that the experts use to make decisions. Unfortunately, the necessary knowledge for 

these systems is hard to acquire and becomes easily outdated in rapidly growing fields 

(Bobrow et al., 1986). During the 90s, ontologies became poplar as a different manual 

approach to top-down knowledge encoding. Comparable to expert systems, ontologies 
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are built manually, which is a difficult and time-consuming process. However, not the 

rules used by an expert, but the domain terminology and exiting relations between these 

terms is encoded. As with expert systems, it is difficult to encode all required and 

available knowledge. There exist different gradations of formality in ontologies. The 

encoding can be formal, such as those ontologies maintained by Stanford's Knowledge 

Systems Lab (KSL, www-ksl-svc.stanford.edu)(Farquhar et al., 1995), and allow formal 

reasoning. The encoding can also be based on a semantic net such as in e.g., the Unified 

Medical Language Systems (UMLS) (Alexa T. McCray et al., 1993). Besides differences 

in encoding, ontologies also differ in the range of topics covered. Some are domain 

specific; others serve a general purpose. For example, WordNet is a general-purpose, 

semantic net based ontology. The Gene Ontology (GO) (Gene Ontology Consortium, 

2001) is a domain specific ontology for biomedicine. 

The interactive approach towards knowledge encoding, middle section of Figure 1, 

encodes knowledge in a semi-automated fashion. Approaches like these can represent 

knowledge from an individual user. The knowledge is stored automatically but requires 

interactions with users. For example, research based on relevance feedback uses this 

approach. With this type of feedback, users provide their opinion, e.g., if an element is 

relevant or not, and this knowledge is stored for later usage in profiles, query expansion, 

or filtering. New elements, e.g., email messages or web pages, can be compared with 

stored examples and so are judged for relevance. 
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Figure 1: Overview of Knowledge Encoding Approaches 

The bottom-up approaches towards knowledge encoding, bottom section of Figure 1, 

encode knowledge without human intervention. These are machine learning techniques. 

Machine learning was originally developed to provide knowledge to expert systems by 

discovering knowledge automatically from existing digital information sources through 

exploitation of regularities in data (Langley & Simon, 1995). Later it became a research 

field in its own right. These techniques are used in data mining to discover new 

knowledge in existing numeric data sets. The algorithms can be categorized into four 

categories (H. Chen, 1995). The first category consists of symbolic learning, which 

represents discovered knowledge as a set of rules that describe the underlying dataset. 
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Market basket analysis in the marketing field is based on such a rule-based knowledge 

encoding approach, i.e., association rule mining. A famous example of an association rule 

is that people who buy pampers also buy beer. The second category of machine learning 

algorithms consists of neural networks. These are inspired by biological systems. Sets of 

connected neurons that can be activated represent the discovered knowledge. Neural 

networks can be trained to recognize input patterns and associate them with a particular 

outcome. For example, they can be trained to recognize handwritten characters. The third 

category of machine learning algorithms consists of the evolutionary techniques, i.e., 

genetic algorithms and genetic programming. These are well suited to find solutions to a 

particular problem, for example a global maximum of a function. They use populations of 

individuals and each individual represents a potential solution. The individuals represent 

better solutions over different generations. Finally, the fourth category of machine 

learning algorithms consists of the probabilistic techniques. These are statistical 

solutions, e.g., regression, to find regularities in existing data sets. 

Machine learning algorithms can also be applied more directly to text. In this case, 

some form of natural language processing is required to split the text into manageable 

elements of information. These elements can be very small units such as the words in a 

document, they can be particular phrases such as noun phrases, or they can be more 

complicated structures found in a sentence such as subject-object relations. 

Many approaches to knowledge encoding have focused entirely on bottom-up or top-

down techniques. Early knowledge discovery techniques downplayed human input 

because researchers frowned on human involvement in the discovery process (Langley, 
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2000). However, using only bottom-up techniques has disadvantages. These techniques 

are fast and scalable, but the extracted knowledge is not always precise, relevant, and 

seldom fit for immediate human consumption. 

During recent years, the attitude towards automated knowledge discovery has 

changed and human intervention has become acceptable (Langley, 2000). Several 

researchers developed hybrid algorithms that use interactive knowledge elicitation for 

query expansion, to build user profiles, or for filtering, and as such steer the discovery 

process. However, since most users have only limited interaction with any system, the 

knowledge represented is often incomplete. It is my believe that bottom-up and top-down 

knowledge sources may by systematically combined and that this combination can result 

in a synergistic system that does not suffer from the individual components' 

disadvantages. A hybrid system may benefit from the efficiency of the bottom-up 

techniques and the relevance and precision of the top-down or interactive knowledge 

encoding. 

1.2. Research Questions 

The general research question addressed in this dissertation is how different 

knowledge encoding approaches can be combined to facilitate knowledge discovery from 

available texts. Three case studies are presented to evaluate this research question in more 

detail. Each study focuses on a different combination of top-down and bottom-up 

techniques to explore aspects of knowledge discovery in documents. Each combination 

was chosen because related research with the individual components showed encouraging 
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results and because a real problem exists where a hybrid approach might be helpful. The 

following is an overview of the three case studies with the specific research questions and 

the rationale behind them. 

The first case study investigates the integration of a domain specific ontology (top-

down component) with a rule-base machine learning technique (bottom-up component). 

The top-down component is the UMLS ontology. An ontology was chosen for this first 

case because it provides a systematic and well-maintained knowledge representation in 

the medical field. The bottom-up component is an automatically created thesaurus, which 

was chosen because it may be helpful formulating medical queries. The specific research 

question addressed is if this hybrid approach is more precise and useful for keyword 

suggestions to the end user than each component separately. A successful integration 

would help the existing vocabulary problem that hinders people when finding 

information on a topic unfamiliar to them. The ontology is used to dynamically limit the 

thesaurus terms to those that fit the users queries, as is shown in Figure 2. Details are 

provided in Chapter 3. The thesaurus is phrase-based and represents the relations between 

phrases found in a collection of documents. A first evaluation compares the thesaurus 

with and without ontology. A second study evaluates the hybrid approach in a realistic 

setting. It was added to an online meta-search portal as a keyword suggester. This portal 

was compared with NLM Gateway, another existing portal, which uses the same 

ontology, the UMLS, as an individual component. 
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Query 
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SLggestEd terms 
televant to query mntext 

Figure 2: Integration of an Ontology with an Automatically-created Thesaurus (Case 1) 

The second case study investigates the integration of interactively elicited user 

knowledge (interactive component) with evolutionary machine learning techniques 

(bottom-up component). The interactively elicited knowledge consists of the relevance 

feedback from users searching online for web pages. This type of knowledge was chosen 

because top-down encoded knowledge sources, such as ontologies, are not always 

available. The bottom-up component consists of genetic algorithms that use this feedback 

to adjust user search queries. Genetic algorithms were chosen because they have been 

found to be helpful in related information retrieval research. The specific research 

question addressed is if this interactively elicited knowledge combined with genetic 

algorithms can improve retrieval of relevant information by modifying user queries. A 

successful approach would help alleviate the information overload problem. Genetic 

algorithms were compared with pure relevance feedback algorithms when both were used 

to modify user queries, as is shown in Figure 3. Details are provided in Chapter 4. This 

specific question is tested in an information retrieval context where users search the 
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Internet with a search engine. The algorithms modify the user queries based on the 

knowledge they gather during the interaction. 

User 
Keyword 

Nfacnne Learning 

Modified 
Query 

Figure 3: Integration of Interactively Elicited Knowledge and Genetic Algorithms (Case 2) 

The third case investigates the combination of ontologies (top-down component) with 

structure-based text mining techniques (bottom-up component). The top-down 

component consists of the following knowledge sources: the UMLS, the Gene Ontology 

(GO), and the Human Genome Nomenclature (HUGO). The ontologies were chosen for 

the same reason as in the first case study: they provide a domain specific and consist 

knowledge representation. The bottom-up component is a shallow parser that extracts 

terms and the relations between them from biomedical text. This component was chosen 

because it provides more precise information, relations between phrases instead of only 

words or phrases, than other approaches. The specific question addressed here, is if these 

terms and the relations between them are more relevant and correct when integrated with 
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the domain specific ontologies, as is shown in Figure 4. Details are provided in Chapter 

6. A successful integration will help alleviate the information overload problem, which is 

prominent in the biomedical field. This specific question is tested with biomedical 

documents selected by cancer researchers who also evaluate the terms and the relations. 

Documents 

Relation 
Parser 

UMLS 

Relations 
HUGO 

GO Selection 
Module. 

Relations 
Subset 

Figure 4: Integration of Text Mining Structvires with Ontologies (Case 3) 

1.3. Overview of Chapters 

The following chapter, Chapter 2, contains the literature review of top-down, 

interactive, and bottom-up knowledge elicitation techniques. Existing hybrid approaches 

are also discussed. Chapter 3 discusses the first case study, which investigates the 

integration of a domain specific ontology (top-down component) with an automatically 

created thesaurus (bottom-up component). Chapter 4 discusses the second case study, 

which investigates the integration of interactively elicited knowledge (interactive 
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component) with genetic algorithms (bottom-up component). Chapter 5 discusses the 

design, development, and evaluation of a shallow parser based on closed class English 

word. This parser is the natural language processing tool that extracts the relations 

between phrases required in the third case study. The third case study is discussed in 

Chapter 6. This case study is part of the Genescene project and investigates the 

integration of ontologies (top-down component) with the relations extracted by the 

relation parser (bottom-up component) and the relations from an automatically created 

thesaurus (bottom-up component). Chapter 7 contains the conclusions, contributions, and 

future directions. Appendices and references follow the last chapter. 
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CHAPTER 2. LITERATURE REVIEW 

2.1. Introduction 

To make people's knowledge accessible to information systems, it needs to be 

encoded. To clarify what is meant by "knowledge" in this case, this review starts with a 

short discussion of knowledge and its relation to information and data. Then three 

knowledge-encoding approaches are discussed. The first is top-down knowledge 

encoding, which is a manual approach towards knowledge encoding. Both expert systems 

and ontologies are discussed in this section. Since ontologies have replaced expert 

systems as the preferred top-down knowledge encoded approach, they are discussed in 

more detail. The second approach towards knowledge encoding is interactive knowledge 

encoding, which is a semi-automated approach. The review in this second section focuses 

on relevance feedback since this is how researchers can elicit the knowledge. The third 

approach towards knowledge encoding is bottom-up knowledge encoding, which is a 

fully automated approach that uses machine learning. The machine learning paradigms 

are described from a data mining perspective. However, machine learning can also be 

used for text mining. In this case, different levels of natural language processing can be 

used to preprocess text so that it can be used with the bottom-up approaches. Three levels 

of text preprocessing are discussed: word-based, phrase-based, and structure-based. In 

each section, several example and hybrid approaches are provided. 
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2.2. Definition of Knowledge 

Knowledge differs from both data and information. Data are sets of facts, often 

represented by numbers; information informs us about the data, it is "data that makes a 

difference" (Davenport & Prusak, 1998). There exist several views on knowledge that 

according to Alavi and Leidner (Alavi & Leidner, 2001) differ based on the profession of 

the people involved. The view generally held by practitioners in the field is that 

knowledge exists on the same dimension as data and information but as a more abstract 

representation. Along the same line is the definition of knowledge as authenticated 

information (Vance, 1997), or knowledge as a justified true belief (Nonaka, 1994), which 

is a view criticized by others (GaUiers & Newell, 2001). The view upheld here is that 

information and data become knowledge when integrated into people's mental models of 

the world (Alavi & Leidner, 2001; H. Chen, 2001). Knowledge is therefore information 

that is mentally processed by people and becomes part of their representation of the 

world. A person's knowledge base is the context used for interpreting the information and 

the nature of the problem he faces. As such, knowledge is not an absolute truth, but many 

types of knowledge exist. Alavi & Leidner (Alavi & Leidner, 2001), for example, 

distinguish between 10 tj^es of knowledge: tacit, explicit, individual, social, declarative, 

procedural, causal, conditional, relational, and pragmatic knowledge. In this dissertation, 

any knowledge that can be encoded with top-down, interactive, or bottom-up approaches 

is considered. 
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2.3. Top-Down Knowledge Encoding 

2.3.1. Expert Systems 

In the 70s, expert systems were built to capture the knowledge of a single expert or a 

group of experts. To build such a system, a knowledge engineer interacted with an expert 

and built the systems in four steps (McDermott, 1983). The first step is to define the task. 

This includes a clear description of the requirements and delimitation of the tasks to be 

done. For example, at this point it is decided if the system would perform an existing or a 

new task. The second step is the initial design of the system. This helps focus the 

knowledge elicitation process in the next phase. During this second phase it is decided 

how the expert knowledge should be represented. Then, the knowledge has to be 

extracted. This requires the knowledge engineer to interact with the experts for prolonged 

periods of time. Often, a small fraction of the domain knowledge is used to build a novice 

system and then, over several months, more knowledge is transferred. This last step, 

knowledge transfer, is accomplished by the knowledge engineer together with the expert 

who interacts with the novice system. During this process the expert communicates to the 

knowledge engineer the additional knowledge required to improve the novice system. 

Building an expert system is a difficult and time-consuming for several reasons. The 

knowledge required is generally not found in textbooks but needs to be supplied by one 

or several experts (Bobrow et al., 1986). The expert knowledge is only available from 

experts who usually do not have much spare time or whose time is very expensive. To 

complicate matters further, a single expert may not posses all knowledge and then several 
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experts who do not necessarily agree need to be consulted. And finally, the knowledge 

base needs to be updated continuously for correctness and coverage. 

Some famous examples of early expert systems are Dendral and Mycin. Dendral 

(Buchanan & Feigenbaum, 1978; Lindsay et al., 1993) is an expert system capable of 

testing hypotheses about chemical structures. Mycin (E. Shortliffe, 1976) is an expert 

system for medical diagnosis. In later years, several more expert systems have been 

developed. However, many of these are unknown and not used at a large scale. For 

example, there exist expert systems for risk management in insurance companies (M. L-

L. Meyer et al., 1990), for searching full-text databases (Gauch, 1990), or for access to 

the law (Susskind, 1987). 

2.3.2. Ontologies 

Due to the difficulties with acquiring and maintaining the knowledge for expert 

systems, alternative methods of capturing human knowledge were needed. Ontologies are 

currently used for this purpose. The term "ontology" is not a new concept. It is used in 

philosophy to indicate a systematic account of Existence. Greek philosophers such as 

Plato and Aristotle studied different categorizations of all existing entities and developed 

ontologies in this context. Their work was continued over the centuries by philosophers 

such as Kant and Hegel (Sowa, 2000). In modem days, librarians use the term to mean a 

representation of the knowledge in a domain. Their ontologies are indexing systems to 

organize books, e.g., the 'Dewey' - system preferred by public libraries and the 'LC -

system (= Library of Congress) for research libraries (Lesk, 1997). 
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The use of ontologies is not limited to libraries any longer. The term now refers to the 

shared belief or understanding of any domain of interest. The ontology is the unifying 

framework, it embodies objects and concepts, their definitions and the relationships 

between them (Gruber, 1993), it is "an explicit representation of a conceptualization" 

(Farquhar et al., 1997; Gruber, 1993; M. Griininger & Uschold, 1996). The 

conceptualization is the whole of formally represented knowledge and it is expressed by a 

representational vocabulary. This is possible by structuring the lexicon containing the 

vocabulary according to the knowledge of the world it represents. Nirenburg and Raskin 

(Nirenburg & Raskin, 1987) describe this structure as a "sub-world concept lexicon." 

Ontologies can provide a consistent knowledge base reflecting a particular timeframe. 

They provide a systematic approach to gathering knowledge for a specific domain and 

make it easier to share the knowledge (Michael Griininger & Lee, 2002). In addition to 

their usefulness for the knowledge they contain, they can also facilitate access to other 

existing data and information or help combine different information sources. Hovy 

(Hovy, 2003), for example, describes how an ontology is used to access different 

government data sources. Wache et al. (Wache et al., 2001) describe different 

methodologies to combine ontologies such that related information systems can be 

integrated. 

a. Encoding of Ontologies 

Ontologies can have different degrees of abstraction ranging from highly informal to 

rigorously formal (M. Griininger & Uschold, 1996). An informal ontology uses natural 
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language to express term definitions. A semantic net usually relates the terms to each 

other. WordNet (available online at http://www.cogsci.princeton.edu/~wn\ is an example 

of such an ontology (Fellbaum, 1998). It contains five word categories; nouns, verbs, 

adjectives, adverbs, and function words. The relations it covers, e.g. synonymy, 

antonymy, meronymy, and hyponymy, connect the terms and form a semantic net. In 

addition, a separate hierarchical structure is imposed on the words in each category. This 

hierarchy was motivated by theories of human knowledge organization. 

Formal ontologies use theorems and axioms to specify the knowledge. The Stanford 

ontology editor (online available online at www-ksl-svc.stanford.edu) contains many 

examples of ontologies such as the "User Ontology," "Agent Ontology," or "Document 

Ontology." An example of a fairly mature ontology in this editor is the "Frame ontology" 

It defines "terms that capture conventions used in object-centered knowledge 

representation systems." It contains multiple classes, e.g., "named axiom," relations, e.g., 

"domain-of," and functions, e.g., "exact-domain." 

Naturally, some ontologies fall in between. A semi-informal ontology can be based 

on a restricted and structured form of natural language. For example, the Ontolingua 

version of the Enterprise Ontology (Uschold et al., 1998) is semi-formal ontology that 

uses an artificial language. 

b. Subject Matter of Ontologies 

Ontology can be very general or domain specific. General ontologies cover 

knowledge that can be found in general purpose encyclopedia and dictionaries. WordNet 
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described above is an excellent example. The words are organized into word meanings or 

senses that can cover all possible meanings of a word. Each meaning consists of a set of 

synonyms and a descriptive gloss explaining that sense of the word. For example, the 

word "injection" has three senses: "injection as the forceful insertion of a substance under 

pressure (no synonyms), injection as any solutions that is injected (as into the skin) 

(synonym; injectant), and injection as the act of putting a liquid into the body by means 

of a syringe (synonym: shot)." During the last decade, the WordNet ontology has been 

further developed in the EuroWordNet (available at: 

http://www.illc.uva.nl/'EuroWordNet/) which covers several European languages 

(Rodriguez et al., 1998). 

In contrast to general ontologies, there exist many domain specific ontologies. These 

domain specific ontologies are developed for a specific subject. For example, the Kactus 

Project developed an ontology related to Shipbuilding (available at 

http://www.swi.psv.uva.nl/proiects/NewKACTUS/home.htmn. The Gene Ontology 

(GO) (Ashbumer et al., 2000; Gene Ontology Consortium, 2001) is a biomedical 

ontology that contains information on genes and their products and is designed for use by 

both people and computers. The Unified Medical Language System (UMLS) is a general, 

medical ontology that was specifically developed to enable new information technologies 

to take advantage of controlled medical vocabularies (Humphreys & Lindberg, 1993; 

Lindberg et al., 1993; A. T. McCray & Nelson, 1995). 

In addition to being domain specific, this second category of ontologies is often 

developed for a specific purpose. In management, for example, ontologies are used to 

http://www.illc.uva.nl/'EuroWordNet/
http://www.swi.psv.uva.nl/proiects/NewKACTUS/home.htmn
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facilitate knowledge sharing between people, organizations, and systems. They serve as 

organizational memory (Abecker et al., 1998; Griiber, 1993; Michael Griininger & Lee, 

2002; O'Leary, 1998) or for knowledge management purposes (Gangemi et al., 1996; M. 

Griininger & Uschold, 1996). Ontologies for inter-operability (M. Griininger & Uschold, 

1996) focus on the exchange of information, e.g., ontologies for business process models 

such as the Knowledge Representation Specification Language (KRSL) Plan Ontology 

(M. Griininger & Uschold, 1996). Along the same lines exist ontologies that provide 

standard representations to share and exchange knowledge among tools (M. Griininger & 

Uschold, 1996), e.g., Common Object Request Broker Architecture (CORBA). 

2.4. Interactive Knowledge Encoding 

A second type of knowledge encoding is interactive knowledge encoding. This 

encoding approach aims to elicit knowledge by interacting with users. Usually, users are 

presented with information and then indicate which information is relevant. This is 

known as "relevance feedback." The main idea behind relevance feedback, introduced in 

the mid 60s (Salton & Buckley, 1990), was to represent user interest or lack of interest 

and use this information to enhance user queries. The original feedback technique was 

designed to be used with queries and documents mapped to multidimensional vectors. 

Vector processing methods calculate the similarity between a relevant document and a 

query as the inner product between the two vectors. Several variations exist. The purpose 

is to define a vector that best represents the user's knowledge and preferences about what 

is relevant or irrelevant. 
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There are three common variants based on this original idea. For each, documents 

judged by users to be relevant or non-relevant are used. The first variant is known as Ide-

regular (Ide, 1971; Ide & Salton, 1971). Terms found in relevant documents are added to 

the original query vector, terms found in non-relevant documents are subtracted from the 

original query vector, and negative weights are replaced with a zero. The second 

variation is knovm as Ide dec-hi (Ide, 1971; Ide & Salton, 1971). Here, terms from the 

relevant documents are added to the original query, and terms from the first non-relevant 

document are subtracted from the original query vector. The third variation is that used 

by Rocchio (Rocchio, 1971): terms from all relevant documents are added and terms 

from all non-relevant documents are subtracted, but additional terms have a lower weight 

than original terms. 

The user's knowledge can be elicited explicitly or implicitly. Explicit user relevance 

feedback is based on users indicating which results of a search are relevant. Implicit or 

pseudo feedback deduces the evaluation from the user behavior without actually asking 

the user for the feedback. The difficulty with implicit feedback lies in finding user 

behavior that can be used as an indication of relevance judgments. Several researchers 

have looked at potential implicit measures of user interest, such as the number of hits a 

web page gets, time spent on a page, or printing or bookmarking a page (Claypool et al., 

2001; Fuller & de Graaff, 1996; Lai & Yang, 2000). The results obtained are mixed and 

these implicit measures of relevance are often inaccurate or unavailable. 

Interactively encoded knowledge has been used to expand user queries and help users 

retrieve information more efficiently (Belkin, Carballo et al., 1999; Bodner & Chignell, 
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1998; White et al., 2001; K. Yang & Maglaughlin, 1999; K. Yang et al., 1998). It has also 

been used to build user profiles that can then be used to filter information (Lam et al., 

1996; Mostafa et al., 1997; Widyantoro et al., 1999). Furthermore, the user knowledge 

has been used for diverse goals such as refining the search for images (Widyantoro et al., 

1999) or refining model parameters that in turn improve information retrieval (Ashwin et 

al., 2001). 

2.5. Bottom-Up Knowledge Encoding: Machine Learning 

Because of the time-consuming nature and complexity of building knowledge sources 

manually and the limited amount of knowledge that be extracted interactively, many 

researchers focus on machine learning to encode knowledge in a bottom-up fashion. 

Machine learning was originally intended to supply knowledge to expert systems. It can 

automate the knowledge discovery process through exploitation of regularities in the data 

from existing digital information sources (Langley & Simon, 1995) and has become a 

discipline in its own right. 

Machine learning has been defined as "any computer program that improves its 

performance at some task through experience" (Mitchell, 1997). The learning process can 

be supervised or unsupervised. With supervised learning, positive and negative examples 

are provided for the system to learn from. With unsupervised learning, the goal usually is 

to divide the presented data into categories. 

Chen discussed four different types (H. Chen, 1995) of machine learning: symbolic, 

connectionist, evolutionary, and statistical models. The same taxonomy is used here. The 
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next section discusses machine learning from a data mining perspective. However, for 

text mining, it is necessary that the text be appropriately preprocessed. This requires 

natural language processing techniques. Therefore, in the text mining section below, three 

general approaches are discussed that extract elements from text that can be further used 

by machine learning algorithms. Several examples are discussed in each section. 

2.5.1. Data Mining 

a. Symbolic or Rule-based Models 

Symbolic approaches date back to traditional artificial intelligence knowledge 

representations. These approaches represent knowledge in rules or trees that are easy to 

understand. Association rule mining is such an approach. It is discussed here because it is 

a very popular approach and can be used when large datasets are available. This type of 

data mining became very popular with the introduction of bar codes to scan products 

(Agrawal & Srikant, 1995) and made it possible to efficiently study the buying patterns 

of customers (market basket analysis). The goal of association rule mining is to discover 

if-then rules that describe associated data points. Two measures are used to evaluate the 

rules; support and confidence. The support of a rule is the strength of the rule compared 

to all other discovered rules. The confidence of a rule is a measure of certainty that the 

right hand side element of the rule is associated with the left hand side. A famous 

example of such a rule in marketing is that people who buy pampers also buy beer; the 

reverse is not necessarily the case. 
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Association rule mining is used in very diverse applications. A common usage is 

customer profiling. In this case, the left-hand side of a rule contains customer profile 

attributes, such as age or gender, the right-hand side contains behavior, such as the 

product bought (Yu, 1999) or activities (eating cereal or playing basketball) (M.-S. Chen 

et al., 1996). Association rules are also used to discover sequential patterns, e.g. first 

renting "Star Wars" and then "The Empire Strikes Back" (Agrawal & Srikant, 1995), to 

perform web usage mining (Mobasher et al., 2000), or even to perform economic analysis 

(Vehev et al., 1999), 

Decision trees are a second important symbolic machine learning approach. They 

contain a set of rules that are hierarchically combined. The rules are often used to 

categorize data elements in groups. When a tree has been learned, the final decision tree 

can be rewritten as a set of conditional rules (Langley & Simon, 1995). One inductive 

learning algorithm "ID3," originally developed by (J. R. Quinlan, 1979; J.R. Quinlan, 

1996), has become very popular for inductive learning. ID3 is a decision tree algorithm 

that uses a divide and conquer strategy (Hunt et al., 1966) to categorize a collection of 

data elements in groups. There exist several variants of the ID3 algorithm. C4.5 is an 

adaptation that can deal with continuous variables (J. Ross Quinlan, 1993). C5 (written 

by J.R. Quinlan and available from http://'www.ruleqiiest.com/') and also J48 (available 

from http://wv.'w.cs.waikat0.ac.nz/ml/weka/') (Witten & Frank, 2000) are newer 

adaptations. Decision trees are used in variety of classification problems to reduce data 

density (Flachsbart et al., 1994), to cluster proteins and as such predict their function 

(Syed & Yona, 2003), or to discover genes in DNA (Salzberg et al, 1998). 
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b. Connectionist Models 

Connectionist models or artificial neural networks (ANN) are inspired by the 

structure of the human brain. They consist of layers of neurons that are connected with 

varying levels of connectivity represented by weights on the connections. A neural 

network learns by adjusting the weights between the neurons during training sessions. 

During a training session with supervised learning, positive and negative examples are 

provided to learn from. The knowledge is learned automatically and internally 

represented. 

Several different types ANNs exist (Rich & Knight, 1991b). Hopfield networks are 

used as content-addressable memory and consist of a layer of neurons that are connected 

by symmetric, weighted connections. Perceptrons consist of an input layer that connects 

to one output node with unidirectional, weighted connections. 

Feedforward/backpropagation networks contain an input and output layer and one or 

more hidden layers. More complex learning can be achieved with more layers of neurons. 

The feedforward/backpropagation network is popular and is faster in training the hidden 

layers of neurons than other networks (Gonzalez & Dankel, 1993). Neural networks can 

also learn in an unsupervised manner. Kohonen's Self-Organizing Map (SOM) (Kohonen 

et al, 2000), for example, contains a layer of neurons that are laterally connected, usually 

on a two-dimensional grid. It is often used for clustering. 

Artificial neural networks have been used in a wide variety of applications. Quaddus 

and Khan (Quaddus & Khan, 1999) reviewed articles published from 1988 to 1998 for 

the business domain. They indicated the top researchers in the field, namely Laura Burk, 
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Murray Rugiero, and Hsinchun Chen, and the top apphcation fields where this research 

was applied, namely production, finance, and management information system. Neural 

networks are used in many other fields such as medicine, engineering, and information 

science. Usually, they are used for categorization, for example, categorizing masses and 

so recognize tumors in digitized images (Christoyianni et al., 1999), to recognize 

signatures (Land et al., 2001) or cursive handwriting (Parizeau et al., 2001), or to find 

faults in transmission lines (Oleskovicz et al., 2001). The SOM is mostly used to cluster. 

For example, it is used to cluster gene expression data (Wang et al., 2002), web pages (H. 

Chen et al., 1996; Lee & Yang, 1999; C. C. Yang et al., 2003) or customer records 

(Rushmeier et al., 1997). 

c. Evolutionary Models 

Evolutionary models are based on stochastic algorithms modeled after natural 

evolution based on survival of the fittest and genetic inheritance. These techniques are 

well suited to find global solutions, e.g., the global maximum of a mathematical function, 

to problems. There exist two closely related variants: genetic algorithms and genetic 

programming. Genetic algorithms (GA) were developed in the early 1990s 

(Michalewicz, 1992). The problem or function to be evaluated is mapped to genetic 

variables, called individuals or chromosomes, which consist of genes. A group of 

individuals makes up a population. A fitness function is used to evaluate each individual. 

The combined score of all individuals' fitness scores is the population fitness score. A 

population can improve over several generations by applying reproduction and 
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recombination to the fittest individuals. When the population does not improve anymore, 

the GA is said to converge and the best individual represents the best solution found. 

Genetic programming is an extension of genetic algorithms. Although the underlying 

algorithm is the same, the internal data structures that comprise the individuals are more 

complex, e.g., trees instead of numbers. 

Genetic algorithms have often been used to leam user interests and so improve 

information retrieval. Yang and Korfhage (J. J. Yang & Korfhage, 1993) successfully 

used the genetic algorithm with different collections to weight keywords. In other 

information retrieval research, individuals do not represent queries but matching 

functions (Fan et al., 2000; Pathak et al., 2000). Chen et al. (Hsinchun Chen, Ganesan 

Shankaranarayanan et al., 1998) found that the genetic algorithm outperformed relevance 

feedback, ID3, and simulated armealing when used to retrieve documents. Furthermore, 

genetic algorithms have also been used to spider "relevant" web pages (Hsinchun Chen, 

Yi-Ming Chung et al., 1998), and to build user profiles (C. C. Chen et al., 2001; Nick & 

Themis, 2001), 

d. Statistical Models 

Statistical machine learning can be distinguished from the models discussed above 

because it is based on an underljdng statistical model (Berger, 2001). Some techniques 

are used to describe existing data, others to cluster data in classes. Regression analysis, 

for example, is used to describe a set of data elements with an equation. There exist 
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several types of regression, such as linear, multiple linear, nonlinear, logistic, or Poisson 

regression (Neter et al., 1996), with the simplest being linear regression. In this simple 

case, a line, represented by an equation, that best represented the data set is searched for. 

To cluster data, there are two general types of clustering: hierarchical or non-

hierarchical clustering. Hierarchical clustering is a recursive clustering technique where 

data elements are pair-wise combined starting with the most similar elements. Non-

hierarchical clustering divides the elements in groups. For example, K-means clustering 

requires the user to indicate in advance the number of clusters to be formed. All these 

techniques are readily available in commercial statistical software packages such as SAS 

(www.sas.com) or SPSS ("www.spssscience.com). 

Statistical techniques have been used in many diverse domains. Famili and 

Letoumeau (Famili & Letoumeau, 1999) use statistical techniques to monitor commercial 

aircraft data and to alert operators when there are deviations from the normal level of 

operation. Leung et al. (Leung et al., 2001) divide data mining sets and find regression 

models that best describe the different subsets of data. Clustering is currently a very 

popular method to threat gene expression data from microarray experiments (Han GM et 

al., 2003; W et al., 2003). Genes with similar expression profiles are clustered together. 

The assumption is that the genes that are clustered together based on their expression 

levels will also share the same functionality. 

http://www.sas.com
http://www.spssscience.com
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e. Hybrid Approaches 

The machine learning approaches discussed above are frequently combined. For 

example, Tumey uses a genetic algorithm to guide a decision tree algorithm in its 

selection of rules to minimize processing costs and errors (Tumey, 1995). Carvalho and 

Freitas combine C4.5 with a genetic algorithm to deal with both large and small data sets 

for data mining (Carvalho & Freitas, 2000). Opitz and Shavlik (Opitz & Shavlik, 1999) 

use a genetic algorithm to guide the training and combination of separate neural 

networks. Bibi et al (Bibi et al., 2002) combine a genetic algorithm with a neural network 

to predict respiratory problems. Land et al. (Land et al., 2001) use a similar hybrid 

apporach to recognize tumors, and Fu and Wang (Fu & Wang, 2001) use the same 

apprach to retrieve data mining rules. 

2.5.2. Text Mining 

There exist several levels of complexity in the units extracted from text that are useful 

for text mining: word-based, phrase-based, and structure-based. Each is discussed below 

and example text mining research is also provided. 

a. Word-based Approach 

In many applications, bottom-up knowledge encoding techniques are based on the 

individual words found in documents. If only words are needed, tokenizers are used that 

indicate what the words in a text are and to separate them from e.g., punctuation. In many 
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cases, a stop word list is used to separate words that are irrelevant for the research goal, 

e.g., function words and determiners. Using only words to represent a document is called 

a 'bag-of-words' approach. Although this approach may look simple, it contains 

sufficient information to categorize documents. For example, Kohonen and his group use 

this approach with the self-organizing map (SOM) to cluster documents from large 

collections such as patent abstracts or web pages (Kaski et al., 1998; Kohonen et al., 

2000). Weippl also clustered documents based on the words in them and presented them 

in a 3-dimensional view (Weippl, 2001). According to Hearst (Hearst, 1999), clustering 

or categorization of texts is different from text mining because no new knowledge is 

discovered. However, according to Weis et al. (Weiss et al., 1999) at the IBM Watson 

Research Center, this an explicit and important goal of text mining. 

In addition to possessing a list of words, it may be important to know the exact 

meaning of a word in a text. This is known as word sense disambiguation (WSD), which 

is a difficult problem (Voorhees & Harman, 1998). Often WordNet is used to provide the 

potential senses of a word. For example, for the noun "head" has 30 different senses 

(Miller et al., 1998) in WordNet. Most researchers can correctly disambiguate slightly 

more than 50% of the words (Mihalcea & Moldovan, 1998; Petersen, 2002; Stairmand, 

1997). Much research on WSD is done in the context of the SENSEVAL 

("http://www.itri.brighton.ac.uk/events/senseval/"). which focuses on comparing different 

WSD techniques in a neutral setting. WSD is also used to augment user profiles and 

improve the filtering of email messages (Mock & Vemuri, 1997). In other domains, more 

specific disambiguation of words is required. In biomedicine for example, an important 

http://www.itri.brighton.ac.uk/events/senseval/
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goal is to automatically recognize and distinguish between biomedical entities such as 

genes, proteins, and RNA (Cohen et al., 2002; Fukuda et al., 1998; Hatzivassiloglou & 

Duboue, 2001; Krauthammer et al., 2000; Liu et al., 2001; Proux et al., 1998). Here, 

ontologies such as the UMLS and GO are often used to provide a list of possible word 

meanings. 

b. Phrase-Based Approach 

Some bottom-up knowledge encoding approaches need noun phrases or verb phrases. 

In the linguistics community, there exist several tools that can provide this type of 

phrases for general English texts. These usually include a part-of-speech (POS) tagger 

and a set of rules to combined the words with specific tags in the required phrases. The 

taggers can be rule-based or trained. The tags used for individual words usually conform 

to those from the Penn Treebank, a linguistic resource often used to train taggers (Marcus 

et al., 1993). The Arizona Noun Phraser (Tolle & Chen, 2000) is an example of a rule-

based tagger. It is based on the Brill's tagger (Brill, 1995). Several hnguistics resources, 

such as tokenizers and taggers, that are useful to process text can be downloaded from the 

Association for Computational Linguistics web site 

(www 1 •cs.columbia.edu/-acl/home.htmn or from the Linguistic Data Consortium web 

site (www. Idc. upenn. edu/). 

Noun phrasing is especially important in the field of information science because 

noun phrases can capture a richer linguistic representation of the document content 

(Anick & Vaithyanathan, 1997; Smeaton & Rijsbergen, 1988). For example. Concept 
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Space is a technique based on noun phrases where similar or 'like' noun phrases are 

combined and treated as representations of the same underlying concept. These phrases 

are used to form a semantic net that represents the knowledge contained in a collection of 

documents. The net can be activated with Hopfleld Net activation for retrieval of its 

information (H. Chen & Lynch, 1992; H. Chen & Ng, 1995; Hsinchun Chen, Yin Zhang 

et al., 1998). Paynter et al. (Paynter et al., 2000) used a similar strategy and constructed a 

phrase-based browsing tool for web sites. 

c. Structure-Based Approach 

More advanced text mining can rely on structures found in sentences. For this, 

linguistic parsers are required that can provide the structure of a sentence, e.g., the subject 

and object of a sentence. There exist different approaches to linguistic parsing. The rule-

based or symbolic approaches, such as context-free grammars, are based on sets of rules 

that describes the acceptable structure or S3mtax of sentences. The statistical or stochastic 

approaches are based on numeric representations of common patterns in natural language. 

This difference dates back to rationalist and empirist approaches to language (Manning & 

Schiitze, 2001b). The rationalist approach believes that inheritance plays a significant 

role in our knowledge acquisition but the empirist approach emphasizes that most of our 

knowledge is learned by experience. Both rule-based and probabilistic approaches can 

achieve similar results (Manning & Schiitze, 2001a). However, probabilistic approaches 

require large collections of documents to discover the underlying structures. Since this 
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type of collections was not available for the case studies of this dissertation, rule-based 

approaches were used and are also focused on in this review. 

Rule-based approaches to natural language processing range in complexity. Finite 

state automata (FSA) are relatively simple but efficient pattern matching techniques that 

can be used to describe formal languages. Both deterministic and non-deterministic FSAs 

are used. Unfortunately, the FSAs cannot take care of recursion, such as center 

embedding, in English. To handle this type of structures, recursive transition networks 

(RTN) (Jurafsky & Martin, 2000), also called augmented transition networks (Rich & 

Knight, 1991a), can be used. These networks are finite state automata augmented with 

recursive capabilities. They use non-terminal tag symbols that are treated as subroutines. 

When a non-terminal tag is encountered, another FSA or RTN is called as is demanded 

by the non-terminal symbol. In addition to these techniques, full parsers, a more complex 

approach, can be used to parse complete sentences. Parser are often based on context free 

grammars (CFG) and build multiple parse trees for a sentence in a top-down or bottom-

up fashion (Jurafsky & Martin, 2000). Top-down parsers build all possible trees and then 

compare these against the input. Bottom-up parsers start from the input itself and build 

trees that can match the input. Since top-down parsers generate many full trees that will 

not fit the actual sentence and bottom-up parser generate many partial trees that will 

never lead to a full match, a combination is usually used. In addition, probabilistic 

information is sometimes combined with finite state automata or context free grammars. 

When combined with such probabilities, a FSA can be transformed into a hidden Markov 
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chain or model (HMM) (Manning & Schiitze, 2001a). PCG combined with probabilities 

become probabilistic context free grammar (PCFG). 

The use of these more complicated structures is still uncommon in text mining. In 

recent years, some researchers have tried to parse biomedical text and have used these 

more advanced structures. In the biomedical domain, many similar approaches exist. 

They used relations between noun phrases to represent knowledge about interactions 

between genes and other elements. For example, Sekimisu et al. (Sekimisu et al., 1998) 

collected the most frequently used verbs in a collection of abstracts and extracted noun 

phrases to find the subject and object in the sentences. The verbs related subject and 

object to each other. Thomas et al. (Thomas et al., 2000) modified a preexisting parser 

and concentrated on three verbs for which they developed templates. Pustejovsky et al. 

(Pustejovsky et al., 2002) targeted inhibit relations in the text and built finite state 

automata to recognize relations around these verbs. GENIES (Friedman et al., 2001) is a 

text mining tool used to extract knowledge from medical reports. It uses the MedLEE 

parser (Friedman & Hripcsak, 1998) to retrieve target structures from full-text articles. 

The parser is based on manually developed grammar rules for tj^ical semantic and 

syntactic patterns in biomedical texts. 

2.5.3. Hybrid Approaches 

Several hybrid approaches exist that combine different types of text processing with 

different machine learning algorithm and ontologies. Basu et al (Basu et al., 2001) used 

association rule mining on phrases extracted from text and used WordNet to evaluate the 
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rules for interestingness. Wong et al. (Wong et al., 2000) used a tree-based approach to 

mine sequences of topics in text collections. They based their algorithms on content 

bearing words in the text. Co-occurrence was used to evaluate the words' contribution to 

the corpus and as such their inclusion in the topic list. Nahm and Mooney (Nahm & 

Mooney, 2002) developed a SoftApriori algorithm which is an adaptation of the regular 

apriori algorithm used in rule association mining. The SoftApriori algorithm can deal 

with minor variations in texts that represent the same underlying element, e.g., plural and 

singular words. Smith (Smith, 2002) extracted times and places from historical 

documents and used co-occurrence counts to rank the pairs and find indications of events 

in history. 

2.6. Dissertation Structure 

In this dissertation, three combinations of knowledge encoding approaches are 

evaluated in three separate case studies. All three case studies are performed from a text 

mining perspective. 

The first case study, described in Chapter 3, describes the integration of a keyword 

suggester in an online meta-search portal. The keyword suggester is the combination of a 

domain specific medical ontology, the UMLS (top-down knowledge encoding 

component), with an automatically created thesaurus (bottom-up knowledge encoding). 

Both components use noun phrases, i.e., phrase-based elements. 

The second case study, described in Chapter 4, describes the combination of 

relevance feedback (interactive knowledge encoding component) with evolutionary 
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machine learning, i.e., genetic algorithms (bottom-up knowledge encoding component) to 

help users search with a search engine. As in the previous case study, the components use 

noun phrases, i.e., phrase-based text structures. 

The third case study, described in Chapter 6, describes the combination of a rule-

based natural language parser (bottom-up knowledge encoding component) with three 

ontologies (top-down knowledge encoding components). In contrast with the first two 

cases studies, this case study uses structured-based natural language elements. These 

elements are relations between noun phrases extracted from the text by the natural 

language parser. A description of this parser, including the evaluation, precedes the third 

case study and is provided in Chapter 5. The final chapter. Chapter 7, contains the 

conclusion of this dissertation based on these three case studies, also the contributions 

and future directions. 
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CHAPTER 3. ONTOLOGIES TO ENHANCE A MEDICAL SEARCH PORTAL 

3.1. Introduction 

This first case study addresses the general research question by combining top-down 

encoded knowledge contained in an ontology with the bottom-up encoded knowledge 

contained in an automatically created thesaurus. It is investigated if the information 

extracted by the bottom-up techniques can be made more precise and relevant to the end 

users when integrated with knowledge contained in the top-down encoded knowledge 

sources. This combination was implemented as a keyword suggester in MedTextus, an 

online, medical meta-search portal. It is evaluated as part of a larger usability study of 

MedTextus. 

A successful hybrid approach would become a significant contribution in the medical 

field where patients and professionals alike struggle with vocabulary problems. Helping 

solve this problem is not a trivial matter since medical sites are among the most popular 

Internet sites today (E. H. Shortliffe, 1998) and the practice of medicine is experiencing a 

shift from patients who passively accept their doctor's orders to patients who actively 

look online for information that concerns their health. Most of the medical web sites, 

such as the Mayo Clinic Health Oasis (www.mayohealth.org) or MedScape 

Cwww.medscape.com'). are consumer oriented and provide their users with sound advice 

and information about general medical topics. The vocabulary used is readily 

comprehensible. However, when users search for more detailed information about a very 

specific topic, such as the use of alcohol injections to treat tumors, these sites do not 

http://www.mayohealth.org
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provide the desired information and users have to search for medical papers. 

Unfortunately, the users do not always share the same language with the researchers 

(Doszkocs & Sass, 1992) and have problems using the correct search terms. 

Many research projects focus on retrieving relevant information online. Since users 

are either searching or browsing, the research has focused on facilitating these two tasks. 

Many techniques exist that can help users search, for example, different tj^es of queries, 

ranking techniques to evaluate results, summaries, or preview and overview tools. 

3.2. Related Work 

There exist many types of support offered to users who search online for information. 

This support can be provided at the two stages of a user's interaction with a search 

engine: during the query formulation stage or during the results review stage. 

3.2.1. Query Formulation 

To support query formulation with online searching for medical information, thesauri 

can be used to find the medical terminology that best describes the question or to suggest 

different formats of the terminology. This is important since different medical online 

information sources often use their own standardized vocabulary (Cimino, 1995). These 

terms can be added to existing queries or replace user keywords. Adding additional terms 

to an existing query, i.e., query expansion, is a well-researched method to improve the 

results retrieved by a search engine. It has been used with good results for both database 

selection or to search individual databases (Ogilvie & Callan, 2001) and can be done 
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automatically or manually by the users. The focus is here on manual, interactive query 

expansion because this is preferred by the users (Koenemann & Belkin, 1996) and 

because then the user retains control over his or her query. 

There exist different medical vocabulary sources that can be used for query 

expansion. For example, the Medical Subject Headings (Mesh) is a controlled medical 

vocabulary developed by the National Library of Medicine's researchers (available from 

^^'^^^nlm.nih•gov/'mesh/meshhome•html ). The UMLS is also developed by the National 

Library of Medicine's researchers. It is an extensive and specific medical ontology 

(available from http://umlsks.nlm.nih.gov) (Alexa T. McCray et al., 1993; A. T. McCray 

& Nelson, 1995) that consists of three components: the Metathesaurus, the Semantic Net, 

and the SPECIALIST Lexicon. The first component, the Metathesaurus, contains terms, 

their underlying concepts, and the semantic types the concepts belong too. Sjoionyms are 

represented by the same concept. For example, the term "disease" has one synonym 

"disorders" and both belong to the semantic type "Disease or Syndrome." The second 

component, the Semantic Net, connects the semantic types with semantic relations. For 

example, the semantic types "Bacterium" and "Pathologic Function" are connected by the 

semantic relation "causes." The third component, the Specialist Lexicon, is an English 

language lexicon that contains syntactic, morphological, and orthographic information for 

words. 

Several researchers have used these vocabularies for query expansion. Aronson et al. 

(Aronson & Rindflesch, 1997) used the UMLS Metathesaurus for query expansion with 

good results. However, Hersh et al. (W. R. Hersh et al., 2000) tested several components 

http://umlsks.nlm.nih.gov
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of the Metathesaurus and found that the results improved only for a few queries and only 

with synonyms. French et al. (French et al., 2001) simulated queries and expanded them 

with Mesh terms to successfully improve retrieval performance. 

The presentation of the potential expansion terms may also affect the search results. 

Joho et al (Joho et al., 2002) compared a hierarchical and list presentation of potential 

query terms. Although retrieval performance itself was not affected, users needed less 

time with the hierarchically presented terms. 

3.2.2. Results Review 

Search engines and meta-search portals usually show users lists of results. These 

resuhs are implicitly evaluated by the system and ranked according to their fit to the 

query. However, users still need to examine each item individually to discover its 

relevance. There exist a few techniques that can expedite this process by providing the 

users with previews of individual elements or overviews of the collection (Greene et al., 

2000; Marchionini et al., 1998). A preview is extracted from the original item and acts as 

a surrogate for it. It is effective when it communicates sufficient information to the user 

about individual information items. An overview is based on a collection of objects and is 

effective when it provides an immediate understanding of the size, extent, and content of 

a collection of information items. Others have used the term 'preview' somewhat 

differently in combination with dynamic queries to mean a preview of the information 

distribution, such as the size of the result set (Tanin et al., 2000). 
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There exist several different types of previews. For example, a summary is a preview 

that allows users to sample the information before deciding to view the complete 

document. A snippet is also a preview but an excerpt of the text, not a summary. Some 

snippets consist of the text surrounding keywords, e.g., those provided by Google, others 

use heuristics to select sections of documents (Amitay & Paris, 2000). Previews can be 

both textual and graphical. Woodruff et al. (Woodruff et al., 2002) compared textual and 

graphical (thumbnails) summaries and found that the best of them combined both types. 

Shneiderman (Shneiderman, 1996) provides a taxonomy of overview methods. One-

dimensional data types include lists such as those that result from a digital library search. 

Two-dimensional data types are maps or layouts. These can be geographical 

representations, or abstract spatial displays of document collections, e.g., a self-

organizing map (SOM) to represent document collections (Kohonen et al., 2000). Multi

dimensional types retrieve data from databases and let the attributes become dimensions. 

For example, hieraxes provide visual overviews of thousands of items by combining 

categorical and hierarchical axes in two-dimensional displays (Shneiderman et al., 1999). 

Temporal structures use timelines and trees. Networks explicitly display the relations 

between elements. 

3.3. System Implementation 

MedTextus (available at http://ai.bpa.arizona.edu/go/medical/MedTextus.html') is a 

meta-search portal where users can choose from 5 databases: Medline, the Merck 

Manual, the Database of Abstracts of Review of Effectiveness, National Guideline 

http://ai.bpa.arizona.edu/go/medical/MedTextus.html'
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Clearinghouse, and the American College of Physician's database. Search terms can be 

combined with Boolean operators (And, Or) and the number of documents to be retrieved 

from each database can also be chosen: 10, 20, 30 or 50 documents. 

To help form a query, MedTextus has a keyword suggester that is based on the 

combination of the UMLS and an automatically created thesaurus. To review the results, 

two types of overview are provided. The first is a listing of folders that contains the 

results, the second a dynamically created map. In addition, documents retrieved can be 

viewed as a list for each database. The list shows the document title and bibliographic 

data. Each title is linked to the document in the original database. Figure 5 provides an 

overview of the functionality specific to MedTextus. Each component is described below 

in detail. 

Ontology User Query User Query 
User Query vCpap 

Query 
Results 

Databases 
Meta search 

trigger 
Query 
Results 

Databases 
Meta search 

Thesaurus: 
Term list Medical 

Filter 2D Map 
Display 

Medical 
Filter Related 

terms' 
Query 
Context Combine AZ 

Noun Phraser AZ 
Noun Phraser 

Folder 
Display ^ I 

SOM 
Algorithm 

Suggested terms 
relevant to query context 

Synonyms 

Figure 5: MedTextus functionality: A. Suggested keywords, B. ID overview with folder display, C. 2D 
overview based on the SOM algorithm 

3.3.1. Suggested Keywords 

To improve retrieval performance, users can add system-suggested terms to their 

queries. Synonyms are retrieved for each keyword from the UMLS Metathesaurus. To 

suggest new keywords dynamically, a dynamic concept mapping algorithm called the 
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'Keyword Suggester,' evaluated earlier by domain experts (Leroy & Chen, 2001), was 

added and tested for the first time with actual users. It uses the UMLS Semantic Net to 

dynamically establish a suitable context for a user query, see Figure 6. 

trigger 

I n au 

Query 
Context 

Related 
terms 

Suggested terms 
relevant to query conte\t 

Figure 6: Overview of Keyword Suggester in MedTextus 

The Keyword Suggester retrieves concept names for user keywords from the UMLS 

Metathesaurus and also the semantic types from the UMLS Semantic Net. The original 

types, closely related types, and their relations, form the context of the user query. 

Potential new keywords are automatically retrieved from a co-occurrence based 

thesaurus. The technique to build the thesaurus was developed earlier (H. Chen et al., 

1993). For MedTextus, this thesaurus was built on the entire Medline collection. For each 

user kejword, related terms are retrieved from the thesaurus, combined, and then 
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compared with the query context. The fit between terms and the context is determined in 

two phases. First, terms are selected by limiting the thesaurus terms to those that fit the 

context, see Figure 7. Then all terms related to a specific user keyword and with a 

potential fit are recombined. Only those terms with the highest combined relevance 

scores fi-om the thesaurus and acceptable context mapping are presented to the user. 

is Author? 

THROW AWAY 

is Family? 

complements 

^ Relation? ^ 

Figure 7: Fitting Terms to the Query Context (ST = Semantic Type, SR = Semantic Relation) 

In addition to the filtered suggested kejwords, the Keyword Suggester in MedTextus 

also provides sjmonyms and unfiltered suggested keywords. The unfiltered keywords are 

selected in the same manner as the filtered ones, i.e., terms are retrieved fi-om the 

thesaurus and recombined, but without mapping them to the query context established in 

the UMLS. The top terms are selected. For example, for "whiplash" and "head and neck 
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injuries," filtered suggested keywords were "accidents, traffic," "cervical zygapophysial 

joints," and "motor vehicle accidents," and unfiltered keywords were "cervical 

vertebrae," "cervical zygapophysial joint pain," "patients with chronic neck pain," and 

"cervical spine." Users can checkmark individual terms to be added their query as can be 

seen in Figure 8. 
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head and neck injuries 
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zi 

^ Done, but witl" u ti.>; 
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n whiplash injuries 

I? whiplash injury 

n injury, whiplash 

smm 
3 related terms suggested 
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f? cervical zygapophysial joints 

n motor vehicle accidents 

4 other related terms suggested: 

n cervical vertebrae 

n cervical zygapophysial joint pain 

r patients with chronic neck pain 

r" cervical spine 

I I 1 •'•5 
Figure 8: Suggested Synonyms and Related Keywords 
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3.3.2. Folder Overview 

The folders are dynamically created for each list of documents. They combine the 

results from the different databases. To categorize the results, each document is 

preprocessed to extract the relevant medical text. Then the medically relevant noun 

phrases are extracted. Folder labels are based on the most frequently occurring phrases. 

However, based on initial testing it was decided that some noun phrases could not be 

used as folder labels: noun phrases that contain more than four words, noun phrases that 

are in the stop term list, and noun phrases that contain a word that is found in the stop 

term list. Singular and plural noun phrases are combined after this selection process. The 

labels are chosen from this reduced list of noun phrases. All the noun phrases that appear 

multiple times in the result set become folder labels. Noun phrases that appear only once 

become a folder label if they contain a user search term or if they are found in the UMLS. 

Each document is assigned to at least one folder. The folders are currently ordered 

alphabetically and shown with the number of documents they contain, see Figure 9. 

Clicking on a folder displays the documents contained in the folder and their links to the 

original database. 
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Figure 9: Categorization of the Results in Folders 

3.3.3. Map Overview 

Search results from the selected databases are also combined and dynamically 

categorized by a self-organizing map (H. Chen et al., 1998; Kohonen et al., 2000). The 

algorithm uses medical noun phrases to process the content of each document and builds 

the map on the fly for the combined results. This is accomplished by placing each 

document in a cell on a grid based on the similarity between and within the cells. Each 
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cell forms a category of documents. The categories are displayed in an abstract 2-

dimensional map. When users click on a region of the map, the documents belonging to 

that region are shown and users can follow the links back to the document in the original 

database (Figure 10). 

MedTextusSOM Miuovotl liili-iticr tx^lnu 
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Close SOM 
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associated disorder 
Author: Sterling M, Treleaven J. Jull 6. 
Source: ManTher. 2002 May:7(2):89-94.PMID: 
12151245 [PubMed - in process] 

Title: Whiplash iniiiries in Finland: a rarosroective 
1-vearfollow-uD study 
Author: Miettinen T. Lindgren KA, Airaksinen O, 
Leino E. 
Source: Clin Exp Rheumatol. 2002 May-Jun:20 
(3):399-402.PMID: 12102479 [PubMed - in 
process] 

Title: No title 
Author Malt EA, Sundet K. 
Source: Tidsskr Nor Laegeforen. 2002 May 
20;122(13):129l-5. Norwegian.PMID: 12098924 
[PubMed - in process] 

Title: Cervicoaenic headache fCEH^ after 
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Author: Drottning M, Staff PH, Sjaastad O. 
Source: Cephalalgia. 2002 Apr:22(3): 165-

Figure 10; Visual Overview of the Results 

3.4. Research Questions 

Based on the general research question, this case study aims to discover if an 

ontology can improve the bottom-up knowledge encoding and result in better suggested 

keywords and overviews of the results. Several, additional assumptions are also 

investigated. Overview tools are expected to be more useful for browse tasks. The 
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keyword tools are expected to be more useful for search tasks because they focus the 

search at initiation. Overviews and suggested keywords that dynamically change with the 

user query and results are expected to be more useful for search and browse tasks than 

such static tools. Since the Keyword Suggester is equipped to adjust the suggested terms 

relative to the user query, it is hypothesized that it will, in general, be preferred over 

static, unchanging suggested keywords. 

3.5. User Studies 

To study the differences between the approaches, the results of using MedTextus are 

compared with outcomes from using NLM Gateway ("http://gatewav.nlm.nih.gov) for a 

search (Leroy & Chen, 2002b) and browse task. NLM Gateway was chosen because it is 

a state-of-the-art search portal which provides support tools that, although static, are 

similar to MedTextus. NLM Gateway suggests search terms by mapping individual 

keywords to Mesh trees and the UMLS Metathesaurus. It provides an overview of the 

results with 5 predefined folders and the number of documents they contain. Suggested 

kejwords and folders do not change with a user query, i.e., the same keywords are 

retrieved for a term regardless of additional keywords in the query. In contrast, the 

suggested keywords, folders, and map of MedTextus are dynamic; they change relative to 

the user query and result sets. 

Users were to perform either a search or a browse task with both portals in a 

controlled experiment. Table 1 provides an overview of the user study design. 

http://gatewav.nlm.nih.gov
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MedTextus NLM Gateway 

Search Task: Group 1 Group 1 
Browse Task; Group 2 Group 2 

Table 1: Overview User Study Design 

3.5.1. Search Task 

a. Design 

Twelve published questions (W. Hersh et al., 1996), see Table 2, were used for the 

search task and were randomly assigned to users, tasks, and portals. The users were asked 

to answer the question (yes/no) and find supporting abstracts. Hundred dollars was 

awarded to the subject who identified the correct answer to a question and found the most 

abstracts. 

Question Answer 
- Is clonidine helpful in controlling heart rate in stable atrial fibrillation with rapid 
ventricular response? 
- Does ACE inhibition improve mortality output in cardiomyopathy? 
- Is ferritin the best non-invasive test for diagnosing iron deficiency anemia in the elderly? 
- Does adding aspirin to low-intensity Coumadin increase the risk of life-threatening 
bleeding episodes? 
- Is percutaneous endoscopic gastrostomy feeding more efficacious than nasogastric feeding 
in patients with prolonged neurological dysphagia? 
- Can the hepatojugular reflux accurately predict left ventricular filling pressures? 
- Do corticosteroids decrease mortality in acute alcoholic hepatitis? 
- Is sodium bicarbonate beneficial in correcting the acidosis of severe diabetic ketoacidosis? 
- Are arterial blood gases useful in the diagnosis of pulmonary embolus? 
- Is proprylthiouracil effective in reducing mortality from chronic alcoholic liver disease? 
- Are steroids useful in resolving the acute exacerbation of chronic obstructive pulmonary 
disease? 
- Is the tilt test useful in diagnosing unexplained syncope? 

Yes 

Yes 
Yes 

No 

Yes 

Yes 
Yes 
No 
No 
Yes 

Yes 

No 

Table 2; Overview Search Questions (based on (W. Hersh et al., 1996)) 
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Each user session started with a short background questionnaire, see Appendix B 

(The last three questions in the questionnaire always contained the actual search task 

questions). Then one of the two search portals was presented to the user together with the 

task. Both portals were demonstrated using the keyword 'cancer.' The facilitator kept 

notes on the actions of the users and the start and end time and users indicated their 

answers on a separate answer sheet. Following each task, a second questionnaire was 

presented on which users rated usability of the interface (Appendix C). 

Effectiveness, efficiency, and usability were measured for each portal. Effectiveness 

is the number of correct answers combined with the support for correct answers. 

Efficiency is the time users spent on a task, the number of searches needed to answer the 

question, and the number of abstracts read to find the correct answer. Usability was 

measured by a questionnaire comprised of three parts: a general usability questionnaire 

developed by Lewis (Lewis, 1995), an in-house questioimaire designed to evaluate 

browse & search (Boolean option and query expansion elements) tools, and an in-house 

questionnaire for evaluation support (results lists, folders, and maps). For example, to 

evaluate synonyms, three questions are asked and the scores combined: "I found the 

ability to add synonyms useful," "I found the synonyms provided relevant," "I found it 

easy to add synonyms to my search." All questionnaires used the same 7-point Likert-

scales, with a lower number indicating a better score. 
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b. Results 

Thirteen subjects participated in the search task. They were medical students, 

professionals, or librarians. Although 3 subjects said they knew the answers to 2 or 3 

questions, they were not excluded from the results since they were required to find 

supporting abstracts. 

Table 3 shows the results for effectiveness and efficiency. The percentage correct 

answers is the number of correct answers found by all users with a certain portal. The 

average support is the average number of documents found by the users that supported 

the correctness of the answer. 

The percentage correct answers was higher with NLM Gateway than with 

MedTextus; however, more support for correct answers was found with MedTextus. 

Additionally, it took less time and required fewer searches to find the correct answers 

with MedTextus. Fewer abstracts were read with NLM Gateway to find a correct answer. 

Due to the limited number of participants, the results are not significant. 

(n=13) MedTextus NLM 
Gateway 

EFFECTIVENESS 
Percentage Correct Answers: 50 81 

Average Support for Correct Answers: 1.6 1 
EFFICIENCY 

Time to find correct answer (minutes): 8.3 8.8 
Number of searches to find correct answer: 2.4 3.3 

Number of abstracts read to find correct answer: 3.8 2.7 

Table 3: Overview of Effectiveness and Efficiency Results for the Search Task 
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Table 4 provides an overview of the usability evaluation and shows that the users 

liked both search interfaces. Overall, NLM Gateway was better liked than MedTextus. 

Also for general usability, NLM Gateway scored better. In MedTextus, the specific query 

formation tools were preferred. Scores for the individual support tools indicate that users 

preferred the browse and search formation support of MedTextus. The users self-rated 

searching expertise, based on the background questionnaire scores, correlated positively 

with the general usability scores of MedTextus (p < .05), indicating that the users who 

considered themselves more expert in online searching preferred the MedTextus search 

portal more. 

(n=13) MedTextus NLM 
7-point Likert Scales, 1 is best, 4 is neutral Gateway 
Overall Liking: 3.5 2.4 
Total General Usability (IBM scale): 3.2 2.6 

Subscale - system usefulness: 3.0 2.5 
Subscale - information quality: 3.0 2.6 

Subscale - interface quality: 3.3 2.6 
Total Search Support Usability: 2.3 2.7 

Subscale - synonyms: 2.3 3.6 
Subscale - related terms: 2.4 3.1 

Subscale - modifiers (and, or): 1 1.8 
Total Evaluation Support: 2.8 2.4 

Subscale - listing results: 2.5 2.3 
Subscale - folders: 2.7 2.6 

Subscale - map: 3.5 -

Table 4: Overview of Averaged Usability Results for the Search Task 

c. Discussion 

The purpose of the search task was to compare dynamic and static support tools for 

searching. The current results provide strong indications that the effectiveness of NLM 
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Gateway based on the number of correct answers was higher. Since the order in which 

documents were returned was not altered, and users did not change the options to retrieve 

more than 10 documents per database or to search more than 2 databases, NLM 

Gateway's showing more correct answers reflects the ability to consider a larger number 

of instances: 20 documents per page with the option of seeing more results without 

performing a new search. The search results indicated that efficiency was greater with 

MedTextus. It took less time and fewer searches to find a correct answer. The usability 

results indicate that users liked both interfaces. For general usability and overall liking, 

NLM Gateway was preferred, but the specific search components in MedTextus were 

preferred. 

3.5.2. Browse Task 

Although the browse task was originally to be performed with the same interface 

settings as the search task, it was considered wasteful not to use users' feedback to 

improve MedTextus. It was therefore decided to make small changes that would improve 

the interface without changing the underljdng functionality. 

The search options were moved from the bottom of the search page to the side panel 

as can be seen in see Figure 6. This increases their visibility and limits scrolling, which 

users seldom do (Nielsen, 2000). In addition, the appearance of the Keyword Suggester 

button was changed to look the same as the search and reset buttons. This provided it 

with a more 'button'-like appearance. The default number of results requested from the 

databases was increased from 10 to 50 per database. 
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The order of result page presentation and their labels was changed. In the original 

interface users were first shown a list of results and could then request a list of folders or 

a map. To deliver the folders or map, the complete abstracts needed to be requested from 

the databases to perform the required analyses. Unfortunately, this process was slow 

since a second request for the abstracts needed to be made. It was not possible to receive 

abstracts together with the initial search. However, it was possible to immediately, i.e., 

with the first call to the databases, not the abstracts but small summaries. This decreased 

the processing time of the text significantly and made it possible to first show the folders 

immediately to the users. Analyzing the text and getting the folders, currently takes only 

about an second extra. Users see the folders immediately and can the use the tabs to look 

at the map or list of results. However, there was less text available to calculate the 

frequency of phrases and select folder labels. Therefore, a few heuristics were added to 

the analysis to weight terms more heavily if they appeared in the keyword list or were 

part of the UMLS Metathesaurus. Additionally, a stopword list was added to filter out 

irrelevant medical phrases such as journal names. Singular and plural version of the same 

term were treated as being identical. 

In the interface, the order of the tabs was changed to present the folders first. The 

labels on each tab where adjusted to represent the functionality from the user's standpoint 

instead of the developers' standpoint. They were changed from 'Results,' 'Analyze 

Results,' and 'Visualize Results' to 'Results List,' 'Major Topics,' and 'Topic Map' but 

reversed in order as can be seen in Figure 11. 
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Figure 11: Improved User Interface 

a. Design 

Twelve questions, selected by a medical domain expert, were used to guide the 

browse task. Users were asked to find topics and supporting abstracts that discussed the 

question. These topics and abstracts (PubMed IDs) needed to be written down on the 

answer sheet. The subjects were asked to image they were writing a research paper on the 

subject, and they were made aware that it was better to have multiple viewpoints or topics 

related to the original questions. Users recorded their answers on a separate answer sheet. 
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Browse - Topics 
- Please discuss cell mediated immune defence 
- Please discuss split genes 
- Please discuss organ and cell transplantation 
- Please discuss retroviral oncogenes 
- Please discuss growth factors 
- Please discuss cholesterol metabolism 
- Please discuss restriction enzymes 
- Please discuss the new recommendations for unexplained infertility 
- Please discuss the provision of diagnostic virological services to a district hospital 
- Please discuss the vaccine strategies that can be employed for the prevention of 
common childhood virus diseases 
- Please discuss the quality control of serological assays 
- Please discuss the monitoring of virus infections in pregnancy 

Table 5: Overview Browse Questions 

b. Results 

Nineteen users participated in the browse task. Table 6 provides an overview of the 

topics and abstracts found. In general, the results were very similar for the two portals. 

Users found slightly more than 3 topics for each question and about one abstract per 

topic. However, users could work more efficiently with MedTextus. Pair wise t-tests (a 

level 0.05) indicate that users needed to perform less searches (p< .05) and found more 

abstracts per search (p < .05) with MedTextus than with NLM Gateway. 

N - 2 3  :  MedTextus NLM Gateway pair-wise t-test, 
(a level 0.05) 

Average Topics Found: 3.74 3.34 -

Number of Searches: 2.65 3.34 p < . 0 5  

Abstracts found per Search: 3.4 2.08 p < . 0 5  

Abstracts found per Topic: 1.65 0.98 -

Table 6: Overview of Effectiveness and Efficiency Results for the Browse Task 



68 

Table 7 provides an overview of the usability data. Overall, users liked both the 

interfaces. However, based on the IBM usability scale, users preferred MedTextus in 

comparison to NLM Gateway overall (p< .1), also for system usefulness (p<.l), 

information quality (p<.l), and interface quality (p< .1). They also preferred the 

synonyms (p<.05) and related terms (p< .05)fi:om MedTextus over those from NLM 

Gateway. 

(N = 23) MedTextus NLM p-value, 
7-point Likert Scales, 1 is best, 4 is neutral Gateway pair-wise 

t-test 
Overall Liking: 2.8 3.3 -

Total General Usability (IBM scale): 2.59 3.34 p < . l  
Subscale - system usefulness 2.5 3.24 P < 1  

Subscale - information quality: 2.72 3.43 p < . l  
Subscale - interface quality 2.46 3.19 P < . 1  

Total Search Support Usability: 2.37 3.2 p < . 0 5  
Subscale - synonyms 1.99 3.12 p < . 0 5  

Subscale - related terms 2.22 3.2 -

Subscale - modifiers (and, or) 2.38 3.21 -

Total Evaluation Support; 2.82 3.46 -

Subscale - listing results 2.44 3.44 -

Subscale - folders 2.7 
Subscale - map 4.41 

Table 7: Overview of Averaged Usability Results for the Browse Task 

c. Discussion 

The effectiveness was higher with the MedTextus interface than with NLM Gateway 

for this browse task. In general, the users liked both interfaces but users preferred 

working with MedTextus and rated the interface and several components as more usable 

than NLM Gateway's. Only one component, the map, received a neutral score. 
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3.6. Discussion 

During the search task, several usabiUty lessons were learned. It was found that users 

do not change default values easily, nor do they explore the available tools. To improve 

the interface, changes were made to the MedTextus interface, but not to the underljdng 

functionality. These changes make it difficult to attribute the differences in the results to 

either the task or the interface. For example, during the search task, MedTextus was not 

used as effectively as NLM Gateway. Since both interfaces largely access the same 

databases, this was surprising. During the next task, the browse task, the effectiveness of 

MedTextus was better than that of NLM Gateway. This change in effectiveness may be 

due to the improved default settings. However, it might also be the task differences that 

led to these differences. However, MedTextus was used in a slightly more efficient 

manner than NLM Gateway in both tasks, indicating the efficiency of dynamically 

adjusting an interface. 

One would expect that the MedTextus's support tools would be rated better during 

the browse task than during the search task since the tools are geared for browse support. 

The results seem to suggest such a trend. The overall liking for Medtextus was better 

during the browse task (2.8) than during the search task (3.5). However, this comparison 

is inconclusive, since the appearance and the order of presentation of these tools changed 

somewhat from one task to the next. 

Similarly, one would expect NLM Gateway to receive lower rating in the browse task 

compared to the search task, since it does not provide browse support. This comparison 

can be made conclusively, since the NLM Gateway interface did not change between 
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tasks. It received a higher usabihty score during the search task (2.4) than during the 

browse task (3.3) indicating that its tools are better suited, according to the user's mental 

model, for a search task than for a browse task. 

3.7. Conclusion 

The automatically created thesaurus, the bottom-up knowledge-encoding component, 

was successfully combined with a domain specific, medical ontology. In an earlier study, 

it was found that this hybrid approach was better than the thesaurus on its own. From the 

current study, it can be concluded that this hybrid approach was preferred over the 

ontology on its own. Additional finding of this case study indicate that end users 

preferred the folders overview to the map overview. The folders were constructed based 

on heuristics that included selecting folder labels from terms found in the domain specific 

ontology. The map did not have such heuristics. Although, both overviews are very 

distinct, it might be that the heuristics of the folders caused a better representation and 

therefore invited the preference of the users. 
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CHAPTER 4. RELEVANCE FEEDBACK TO ENHANCE BOTTOM-UP 

KNOWLEDGE ENCODING 

4.1. Introduction 

The goal of this second case study is to discover whether interactively encoded 

knowledge in the form of relevance feedback can be combined bottom-up knowledge 

encoding. Interactive knowledge encoding was chosen because top-down encoded 

knowledge, such as an ontology, is not always available. It is especially missing in the 

case of Internet searching. For this study, genetic algorithms were designed to rely on 

relevance feedback and were compared with pure relevance feedback based algorithms. 

In both cases, the algorithms expanded user queries. Genetic algorithms were chosen 

because they performed well in related similar research. 

A successful combination of interactive and bottom-up knowledge encoding would 

help alleviate the information overload problem. It would be a substantial contribution to 

Internet searching where there is a substantial source of unstructured text containing 

information about diverse topics. Users searching for these texts have a specific goal in 

mind that would satisfy their information question. However, although a growing amount 

of information is made available on the Internet, search engines do not provide 

sufficiently sophisticated methods to help casual Internet users access relevant pages. 

Casual users are defined as the group of users who regularly search for information on 

different topics but who are not search experts. Besides the personalization options 

provided by e-commerce sides such as Amazon.com, there exist few opportunities for 
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users to leverage their own domain knowledge in any other way than the selection of 

keywords. Since many of these users' domain knowledge, experience, and success in 

searching the Internet are varied (B. Meyer et al., 1997; Pitkow & Kehoe, 1996) and 

search results are frequently poor (Nordlie, 1999; Thury, 1998), this is a difficult problem 

that needs a more sophisticated solution combining the user background knowledge with 

machine learning. 

One reason for low success in Internet searching is using a small number of 

keywords: around two (de Lima & Pedersen, 1999; Ross & Wolfram, 2000; Spink et al., 

2001; Toms et al., 2001), too few to retrieve a subset of relevant pages from a collection 

of millions. Fortunately, most users (77%) engage in multiple search sessions on the 

same topic, using the same search engine (Sullivan, 2000), a behavior also observed in 

database searches (Spink, 1996). Valuable information regarding the implicit user 

interests from their behavior can be extracted during these consecutive searches. Based 

on this information, user queries can be expanded or results limited. 

Although the Internet is much noisier than databases containing peer-reviewed 

documents and the information available per user search session is sparse, the magnitude 

of the problem warrants investigating the usefulness of different algorithms. This is a 

novel approach because casual users with different levels of expertise and a one-time 

need for specific information are helped. Ideally, the retrieval procedure should not 

depend on any additional effort by the user. This approach does not require users to 

submit a profile or to exert any additional effort, and does not invade privacy by 

gathering and retaining user information. Furthermore, by using only information of a 
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particular search to build a dynamic query context, user interest can change for every 

search without affecting the algorithms. Additionally, not all users need help since they 

differ substantially in search expertise. Therefore, it is important to discover how users 

with different performance levels can be helped further. Relevance feedback and the 

genetic algorithm were chosen because both have been used very efficiently to improve 

information retrieval. 

In the following, related work on how query expansion improves information 

retrieval is reviewed. Both relevance feedback and genetic algorithms are described and it 

is also explained why both are viable candidates for improving online searching with 

search engines. The details of genetic algorithms are described in chapter 3 and are not 

repeated here. Subsequently, the specific adaptation of the algorithms and how a query 

context is dynamically established is described, followed by specific research questions, 

user study, and conclusions. 

4.2. Background 

4.2.1. Query Expansion 

Many Internet queries consist of only a few keywords and the results obtained with 

them are not always satisfactory. These results can be improved by expanding the query 

with additional search terms. Results from the tenth Text REtrieval Conference (TREC 

2001), for example, indicate that the top ranked runs used some form of query expansion 

based on some type of relevance feedback (Hawking & Craswell, 2001). 
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Queries can be expanded in different manners. With manual query expansion, users 

indicate which terms should be used for expansion. With automatic query expansion, a 

system selects the terms for expansion. Query expansion also depends on user feedback. 

Explicit user relevance feedback is based on users indicating which results of a search are 

relevant. Based on this evaluation, terms from the relevant documents can be used for 

query expansion either automatically or based on users' choice. Implicit or pseudo 

feedback deduces the evaluation from the user behavior without actually asking the user 

for the feedback. The terms are often automatically added to a user query or used to 

modify a user query. 

Early research provides indications of the optimal number of required expansion 

terms. Salton and Buckley (Salton & Buckley, 1990) used a small biomedical collection 

with 1,033 documents and a larger computer engineering collection with 12,684 

documents. They discovered that full expansion was modestly better than expansion 

based on the most common terms. However, when processing speed is an issue they 

advised the use of only the most common terms. Full expansion with all relevant terms 

and those from the first non-relevant document formed the best combination. Harman 

(Harman, 1988, 1992) used the Cranfield collection with 1,400 documents to study 

vector-processing methods and found performance improvements of over 100%. She also 

found that adding a selected set of relevant terms (20) was better than adding all relevant 

terms. The terms were selected from a list containing words found in relevant documents 

and based on statistical techniques involving term and document frequency. Later, 

Magennis and van Rijsbergen (van Rijsbergen, 1979) found that for automatic query 
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expansion, the optimal cutoff point could be as low as 6 additional terms instead of 20. 

They used the term ranking function from Robertson and Sparck Jones (Robertson & 

Sparck Jones, 1976) for their term selection. 

Query expansion has been studied extensively at the Text REtrieval Conferences 

(available from http://trec.nist.govA for several years. In general, it was found that 

relevance feedback increases performance of information retrieval systems. Amati et al. 

(Amati et al., 2001) reported on automatic query expansion based on probabilistic 

distributions of the terms in the document collection and found expansion to be 

beneficial, especially for the precision of results. However, the parameters needed to be 

tuned for different collections. M the Interactive Track, Bodner and Chignell (Bodner & 

Chignell, 1998) found that explicit relevance feedback was critical in boosting their 

system's performance from below to above average performance. In their case, the users 

identified relevant documents during their search. Yang and Maglaughlin (K. Yang & 

Maglaughlin, 1999; K. Yang et al., 1998) tested the difference of relevance feedback 

based on a complete document or a passage in the document in TREC-7 and TREC-8. 

The passage-based feedback system performed better than the document-based feedback 

system in TREC-7 but not in TREC-8. Koenemann and Belkin (Koenemann & Belkin, 

1996) compared the performance of novice users with three types of relevance feedback; 

fully automatic, automatic but showing the terms, and automatic with the possibility for 

users to intervene. Performance was 17 to 34% higher with relevance feedback, 

especially when users could modify the expanded query. The authors also reported 

substantial individual differences between their users. 
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In a real setting users seldom request query expansion: 5% of the time or less 

according to a study by Jansen et al. (Jansen et al., 2000). The purpose to use implicit 

feedback for automatic query expansion so as not to burden a user with additional tasks. 

Several researchers have looked at potential implicit measures of user interest, such as the 

number of hits a web page gets, time spent on a page, or printing or bookmarking a page 

(Claypool et al., 2001; Fuller & de Graaff, 1996; Lai & Yang, 2000). The results obtained 

with automatic query expansion based on implicit feedback are mixed. These implicit 

measures of relevance are often inaccurate or unavailable during casual web searches. Hit 

count may be inaccurate because web browsers cache web pages, which results in fewer 

hits. Time spent on a web page may be an inaccurate measure when many graphics have 

to be downloaded, or with changing network speeds. Printing and bookmarking 

information is valuable over a prolonged period of observation, but the information is 

often unavailable from casual searches. 

Automatic query expansion is often developed with a technique called local feedback 

(Attar & Fraenkel, 1977) or local document analysis (Xu & Croft, 1996), which provides 

text sources from which expansion terms can be automatically extracted. Attar and 

Fraenkel (Attar & Fraenkel, 1977) considered all top ranked results to be relevant. 

However, Xu and Croft (Xu & Croft, 1996) found that the proportion of actually relevant 

documents in the top ranked documents affects the results, with a higher proportion 

resulting in better performance. Later, they used local context analysis (Xu & Croft, 

2000) and based query expansion on the co-occurrence of concepts with query terms 

within documents. Finkelstein (Finkelstein et al., 2002) successfully based query 
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expansion on the words surrounding query terms in documents users read before 

searching for additional information. Vogt's (Vogt, 2000) results from TREC-9 showed 

that when it is possible to measure the reading time, this time normalized by the 

document length might indicate relevant documents since the distribution of reading 

times for relevant and non-relevant documents differs. Budzik and Hammond (Budzik & 

Hammond, 2000) used the documents users are working on, e.g., a paper they are writing, 

to provide contextual information to find additional information for an anticipated 

information need. Based on the contextual information, they retrieved several new 

relevant web pages for their users. White et al. (White et al., 2002) used the time spent on 

document summaries as an indication of interest. They re-ranked web pages based on a 

combination of user search terms and terms taken from relevant documents. Users did not 

have an increased perception of task completion with implicit feedback, but it appeared to 

help inexperienced users search. 

Belkin et al. (Belkin, Cool et al., 1999) compared automatic and manual query 

expansion for the TREC-8 interactive task and found no differences in performance or 

preference by the users. They concluded that automatic query expansion was the 

preferred method since it required less user effort. Later, White et al. (White et al., 2001) 

argued in TREC-10 that implicit feedback can substitute for explicit feedback. They used 

the request for a document summary as an indication of implicit user interest and found 

that there were no differences in time spent or perceived task completion between 

systems based on explicit or implicit feedback. For this work, a related implicit measure 

was devised that can provide a good indication of the user interests: examining the links 
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followed or ignored by the users. If a user follows a link, something of interest must 

appear in the title or description of that page. If the user ignores a link, nothing interesting 

is presented. When a link is followed, the text surrounding the link is considered relevant 

but not the underlying document since the user has not yet read this. This information is 

easily captured by storing text in separate categories determined by a user's decision to 

follow or ignore a link. It does not intrude on user privacy, nor does it require any 

additional user effort. 

4.2.2. Relevance Feedback Algorithm 

The relevance feedback algorithm was introduced in the mid-1960s as a technique for 

controlled and automatic query reformulation. The main idea behind relevance feedback 

is to represent user interest or lack of interest and use this information to enhance user 

queries. The original feedback technique was designed to be used with queries and 

documents mapped to multidimensional vectors. Vector processing methods calculate the 

similarity between a document (D) and a query (Q) as the inner product between the two 

vectors. Many variations exist, but the basic similarity formula, where 9,. and <5?,. represent 

the weights of terms in the query and documents, is the following: 

Sim{D,Q)=Y,di -q^ 
i=\ 



79 

The purpose of relevance feedback is to use relevant and non-relevant document sets 

to modify a user query, making it more similar to the set of relevant documents. The new 

reformulated query is expected to retrieve more documents similar to those initially 

identified as being relevant. 

There are three main variations to modify the query vector. The first variation is 

known as Ide-regular (Ide, 1971; Ide & Salton, 1971): terms found in previously 

considered relevant documents are added to the original query vector, terms found in 

non-relevant documents are subtracted from the original query vector, and negative 

weights are replaced with a zero: 

The second variation is known as Ide dec-hi (Ide, 1971; Ide & Salton, 1971). Here, 

terms from the relevant documents are added to the original query, and terms from the 

first non-relevant document are subtracted fi'om the original query vector: 

Qnew ~ Gold ^ 

all 
relevant 

all 
nonrelevant 

Qnew - Qold + ^ X A 
all 
relevant 

one 
nonrelevant 
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The third variation is that used by Rocchio (Rocchio, 1971): terms from all relevant 

documents are added and terms from all non-relevant documents are subtracted, but 

additional terms have a lower weight than original terms: 

e.„=a,.+/J Z --r S ^ 
n^relevant Ujnonrelevant ^2 
documents documents 

(y? + x = l) 

Besides the vector representation methods described above, the probabilistic method 

is another popular feedback method. It was developed somewhat later and is based on the 

distribution of terms in a document collection. Besides the vector representation methods 

described above, the probabilistic method (Robertson & Sparck Jones, 1976; van 

Rijsbergen, 1979) is another popular feedback method. It was developed somewhat later 

and is based on the distribution of terms in a document collection. It aims to find the 

query that gives the highest query-document similarity score based on the following 

formulas: 

Sim(D,Q)^j^d,\og''f 

P i = Pr(x,. = 11 relevant) 

Ui = Pr(X; = 11 nonrelevant) 
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Pi stands for the probability that the i''^ term has a value of 1 in a relevant document 

and Ui similarly stands for the probability that the i"^ term has a value of 1 in a non-

relevant document. Both probabilities need to be estimated. With large web collections, 

both probabilistic and vector space approaches perform equally well with the TREC ad 

hoc web tasks (Hawking & Craswell, 2001). Others have found that the vector processing 

methods outperformed the probabilistic methods (Salton & Buckley, 1990). 

The purpose here is to use implicit feedback so as not to burden a user with additional 

tasks. An approach closely related to the vector processing methods is implemented to 

modify queries with terms from relevant and non-relevant contexts. The contexts are 

represented by the text users see when deciding to follow or ignore a link, i.e., the title 

and text fragment of a document displayed by the search engine. 

Genetic Algorithm 

Genetic algorithms are stochastic algorithms modeled after natural evolution based on 

survival of the fittest and genetic inheritance (Michalewicz, 1992). The problem or 

function to be evaluated has to be mapped to genetic variables such as individuals or 

chromosomes, genes or bits, a population and a fitness function. A population improves 

over several generations based on the reproduction and recombination of the fittest 

individuals. 

Genetic algorithms have been used in information retrieval in different manners. They 

can be used to build user profiles by monitoring people's browse behavior over time (C. 

C. Chen et al., 2001; Nick & Themis, 2001). When used to directly modify a user query. 
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the document and query are represented as vectors comparable to the relevance feedback 

methods described above. Each individual represents a query vector and the individual 

genes can represent the weights of the keywords or the presence or absence of keywords. 

Yang and Korfhage (J. J. Yang & Korfhage, 1993) successfully used the genetic 

algorithm with different collections to weight keywords. Chen et al. (Hsinchun Chen, 

Ganesan Shankaranarayanan et al., 1998) used a database with 8,000 records and found 

that the genetic algorithm outperformed relevance feedback, ID3, and simulated 

annealing. They (Hsinchun Chen, Yi-Ming Chung et al., 1998) later compared a genetic 

algorithm with best first search to spider relevant web pages and found that recall was 

higher with the genetic algorithm; precision was equal to best first search. An additional 

interesting finding was that the web pages from the two algorithms were not overlapping 

but were largely complementary. 

Genetic programming is an extension of genetic algorithms used in information retrieval. 

Although the underlying algorithm is basically the same, the internal data structures that 

comprise the individuals are more complex, e.g., trees instead of numbers. In Kraft's 

implementation (Kraft et al., 1994) the individuals represent Boolean queries. Each gene 

represents a subset of a query, such as (and tj, t2, tj) which represents the conjunction of 

the three terms ti, t2, and ts. These researchers experimented with a small document 

collection of 483 abstracts taken from the Communications of the ACM and tested 

different seeding strategies and fitness functions. Although unable to draw conclusions 

about different fitness functions, they learned that seeding the initial population with 

terms taken from a predefined set of relevant documents gave better results than seeding 
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with terms based on the distribution of the terms in the complete collection. 

Unfortunately the authors did not provide a user baseline, and it is impossible to compare 

the algorithm queries with actual user queries. 

In other information retrieval implementations, individuals do not represent queries 

but matching functions. Fan et al. (Fan et al., 2000) used partial weighting functions as 

genes such that an individual represented a matching function. The authors tested their 

system on the TREC-4 database collection which contains 55,554 documents. Since this 

collection includes relevance evaluations for queries, they trained their algorithm on a 

single training set with 2,200 documents that included relevant documents for all 50 

queries. They then tested the 20 best individuals or matching functions for each query on 

the complete dataset (including the test set) and found that performance increased 

dramatically for all queries. This approach is very useful if all subsequent user queries 

can be automatically defined as being similar to the ones used for training. Completely 

new or different queries will need a new training round. Pathak et al. (Pathak et al., 2000) 

also used genetic programming to find an optimal matching function. They let the genetic 

algorithm combine and weight four existing matching functions, i.e., Cosine, Jaccard, 

Dice, and Overlap, into a single function, and used van Rijsbergen's (van Rijsbergen, 

1979) performance measure (E), a combination of both recall and precision, as the fitness 

function. Using the Cranfield collection as their test bed, they found that the combined 

fitness functions performed better than the individual matching functions. 
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4.3. System Implementation 

As stated above, the goal was to test both relevance feedback and a genetic algorithm 

for their potential to modify user queries, thereby improving the results returned by a 

search engine and helping users accomplish a task. Since batch evaluations are not 

necessarily good predictors of performance with real users (William Hersh et al., 2000; 

W. Hersh et al., 2000), the algorithms are built with individual user interactions in mind 

and the evaluation is also performed in a real user setting. The advantage is that the 

interaction of actual users with the algorithms when solving real tasks can be studied. The 

disadvantage is that less data can be collected since it is impractical to test hundreds of 

users. The following is an overview of what constitutes a user session, how implicit user 

feedback is collected, and how each algorithm modifies user queries based on this data. 

4.3.1. Data Collection During User Searches 

When a user needs to find information regarding a particular topic he or she starts 

searching by typing kejwords and selecting "search" on the Java interface as in any 

search on the Internet. A connection to a search engine is established and the results of 

the first search are displayed to the user. These results are the first 10 web pages with 

their titles and descriptions returned by the search engine. The algorithms never modify 

the first user query, since no user feedback is as yet available and since a set of 

documents is not predefined as being relevant. Instead, the relevant and non-relevant 

contexts are built on the fly for each search session for each subject. These contexts are 

based on the titles and descriptions users see, not the underlying documents. The system 
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attempts to expand each second and subsequent query. For this system implementation, 

users cannot start over with an 'unmodified' query since only a short search session will 

be used per query. Later development can provide this option. 

A search session is a set of consecutive searches by a user to find information on the 

same topic. When a user follows a link to a web page, the title and description are 

categorized as relevant and links not followed are categorized as non-relevant. The 

rationale behind this is that if a user follows a link, something in the title or description is 

of interest to him or her. The category with followed links contains the implicit positive 

feedback and represents the relevant context. The user keywords are also added to this 

category. The category with ignored links contains the implicit negative feedback or the 

non-relevant context. The words and their occurrence frequency are retained for both 

contexts separately. Since users engage in multiple searches, the contexts change with 

every search, so both are continuously updated during a search session. The algorithms 

will use words from these sets to modify subsequent user queries. The additional 

keywords can be added in either of the following ways: 

Qnew Quser ^t 
top-system 
relevant 

Qnew Quser ^ 
top-system 
non-relevant 
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Since Xu and Croft (Xu & Croft, 1996) found that the proportion of relevant 

documents in the top ranked documents affects the results, with a higher proportion 

resulting in better performance, implicit user feedback is used to differentiate between 

relevant and non-relevant documents in the top ranked results. It is assumed that this will 

increase the proportion of relevant and non-relevant titles and descriptions correctly 

assigned to the relevant and non-relevant contexts. The relevance of the system-selected 

terms is based on the frequency of the terms in the respective relevant and non-relevant 

sets and additionally, for the genetic algorithm, the resulting similarity to the relevant and 

non-relevant contexts. Words appearing in both relevant and non-relevant contexts are 

removed from each and stored in an additional word set for use by the genetic algorithm. 

Both contexts serve as key term pools for query expansion. They also serve as the 

comparison base for the genetic algorithm's fitness function. The most frequently 

occurring concepts of the relevant and non-relevant contexts will be used for query 

expansion. 

4.3.2. Relevance Feedback Implementation 

The relevance feedback algorithm is adapted for the Internet environment. Since there 

is no exhaustive list of all possible keywords that would allow the use the traditional 

vector approach, the actual keywords are added to the user query. Different expansion 

numbers were tested during preliminary testing. Initially 10 keywords were added to the 

user's queries, but too often, no results were found for these queries. Adding only one or 

two keywords seldom changed the query in a substantial way. Therefore, it was decided 
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to add 5 keywords to the user query because this modifies a query while still retrieving 

documents. The most common terms, i.e., terms from either the relevant or non-relevant 

context with the highest frequency count, are selected. If terms have identical 

frequencies, the first to have been encountered is chosen. Terms taken from the relevant 

context are added to the user keywords with a Boolean and; terms taken from the non-

relevant context are added with a Boolean not. 

The terms are automatically added to the user queries and users do not see the query 

submitted to the search engine. However, users became very suspicious during 

preliminary testing when only a limited number of results were returned even if these 

results were very good. To avoid users being biased based solely on the number of results 

returned, queries with user-only kejwords are used whenever there are fewer than 5 web 

page links in the returned results. Users are not told when this happens. The results are 

shown in the same manner as the search engine returned them for both modified and 

unmodified queries. Previously seen pages are not eliminated from the results. 

4.3.3. Genetic Algorithm Implementation 

The genetic algorithm adds 5 kejwords to the user submitted keywords to maintain 

comparability with the relevance feedback implementation. Keywords are selected in the 

following steps: 

Initial Population: Each population consists of 10 individuals. An individual 

represents a query and has a certain number of open slots, genes, to be filled with 

keywords. The maximum number of genes is the number of user keywords plus five 
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additional terms. In the initial population, each individual contains all user keywords. The 

algorithm adds five search terms. These terms do not need to be unique. The selection of 

terms for the first population is based on their frequency in the relevant or non-relevant 

context; terms with a higher frequency have a better chance of being selected. As with 

relevance feedback, the system-suggested terms are selected from either the relevant or 

the non-relevant context. 

Fitness Function: Each individual is sent to the search engine formatted as a query 

and the first 10 results returned by the search engine are retrieved. All words, except stop 

words, are extracted from this result set. All words from text associated with followed or 

relevant links up to and including search x are part of the set SRX. Words from text 

associated with ignored links up to and including search x are part of the set SNX- There is 

an additional set of words containing stop words: Ss. 

There are three contexts based on the word sets that are used by the genetic algorithm. 

Each context is continuously updated with each search the user performs and used to 

modify and evaluate search x+1. The relevant context (CRX) contains all words (Wj) from 

the relevant word set that are not part of the non-relevant word set or the stop word set. 

The non-relevant context (CNX) is similarly built for non-relevant words (wj). The 

additional context (CAX) contains all words (WK) that appear in both the relevant and non-

relevant word sets but not in the stop word list. 

- Vw. I w. e A w. 0 A w. I SS 
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Cnx = I w. e A W. ^ Ss, 

Cax = Vw, \w,eSj^A W,. e A W. g 

An individual or query's fitness score is a Jaccard score based on the words in the 

results and their similarity to the relevant and non-relevant context. Rix represents the 

words found in the search engine results for individual i during search x. JRIX represents 

the similarity of the individual to the relevant context; Jwix represent the similarity of the 

individual to the non-relevant context. 

T _ / CD ^ 

T - T in r 

An individuals' final score (Jix) combines both Jaccard scores by subtracting the non-

relevant score from the relevant score and normalizing the result: 

J _ Rix ~ Nix ) ^ 
« - 2 

The population fitness (Jpop) is the sum of all individual fitness scores: 

pop ^ ix 



90 

Reproduction: the imaginary roulette wheel was used to select individuals for the next 

generation. The probability of an individual being selected for reproduction is the 

proportion of its fitness to the population fitness. 

Recombination: Single point crossover and mutation are used for recombination. One 

crossover point is randomly selected to swap the genes of two individuals following this 

point. Keywords for mutation are randomly selected from the additional context (Cax) 

(described above, i.e., containing the words that belonged to both followed and ignored 

links). The next generation of individuals is simultaneously sent off to the search engine. 

Convergence: Because individuals represent complete queries, and a centroid method 

was used for convergence. It is sufficient reason to continue the cycle if one individual 

with its associated results improves from one generation to the next. These steps are 

repeated until there is no more improvement of the best individual from one generation to 

the next. 

As with relevance feedback, the user keywords are resubmitted unmodified when the 

algorithm does not provide 5 or more web pages in the result set and results are shown as 

they are returned by the search engine. 

4.4. Research Questions 

The general research question is the usefulness of user feedback as a top-down 

created knowledge source when combined with machine learning. To address this 

question in a realistic setting, two more specific questions are addressed. The first is 
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related to the usefulness of relevance feedback and genetic algorithms to expand Internet 

user queries. In many studies the algorithms were used to access many high quality 

documents. However, this approach is different because there is less information 

available with actual users and the quality of the web based information is lower. There is 

less information, given that only the title and description of the links followed by the user 

are available. Additionally, the quality of the available web text is generally lower than 

the quality of peer-reviewed documents. Even with these two disadvantages, the 

improvements reported are so substantial that the algorithms are believed to be strong 

enough to improve user queries and, therefore, search engine results. Since users submit 

only a limited number of keywords and the Internet contains millions of accessible web 

pages, adding additional keywords to a query will narrow the set of suitable documents. 

Both algorithms are expected to have a beneficial effect on performance (as measured by 

precision and recall) because both expand a query with additional search terms. Explicitly 

adding filtering terms, unwanted in the results, (negative query expansion) to the user-

supplied terms will increase precision more than would adding extra required terms 

(positive query expansion). With negative query expansion, a search is based on user 

keywords and the results are filtered by additional terms judged non-relevant. This will 

focus the results more than adding relevant but probably related terms. Although the 

genetic algorithm can be seen as more powerful than the implementation of relevance 

feedback each algorithm has its strengths. The genetic algorithm will probably excel with 

positive expansion because it can find a few good query terms that characterize the search 

query optimally. However, the relevance feedback algorithm will probably excel with 
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negative expansion. To filter the results, it will not be necessary to find exactly those key 

terms that provide optimal filtering. In addition, relevance feedback is computationally 

less expensive and can provide a faster response. 

The second question is the nature of the best expansion technique for different users. 

Since other studies have indicated substantial variability in users' search styles and 

competence (Koenemann & Belkin, 1996; B. Meyer et al., 1997; Nordlie, 1999; Pitkow 

& Kehoe, 1996; Thury, 1998), the interaction between users with different competency 

levels and both the algorithms and the expansion type is expected to differ. To find 

possible differences in algorithmic effects, the user group was divided into high, middle, 

and low achievers. All groups ere expected benefit from using the algorithms, but high 

achievers were expected to benefit more from negative expansion and low achievers 

would gain more from positive expansion. High achievers would be capable of 

formulating good queries themselves and might benefit fi-om additional filtering. Low 

achievers might need additional help in guiding the search by inclusion of more required 

terms. 

4.5. User Study 

4.5.1. Design 

To test the hypotheses, a user study was designed in which 30 subjects searched the 

Internet to find the answers to 5 broad questions, henceforth referred to as topics. The 

subjects were students in Management Information Systems. They received extra credit 
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in one of their classes for participating in the experiment. Additionally, the best answer to 

each question would be rewarded with $25. 

The questions were taken from the TREC-6 conference (ad-hoc topics, available from 

http://'trec.nist.gov/data/topics eng/index.html). Broad topics were selected that would 

require subjects to look for multiple web pages for a complete answer. The following 

were the question themes: adverse effects of taking aspirin daily, advantages of dental 

implants, the parties involved and problems with fiber optic cable around the world, 

research into new fuel sources, and the achievements of the Hubble Telescope. Subjects 

were asked to write down the web pages that contained a complete answer, e.g., a list of 

all achievements of the Hubble Telescope, or a partial answer, e.g., a single achievement 

of the Hubble Telescope such as the discovery of Supernova 1987A. They were informed 

that the content of every web page they wrote down would be evaluated and that the 

completeness of an answer would be decided based on the number of instances of 

information concerning the topic contained in the pages. A partial answer is henceforth 

referred to as an instance. The most complete answers would be rewarded. Subjects used 

the Java-interface so that could any clicking behavior, which revealed their implied 

attitudes about the value of a page among the results, could be captured. This also 

allowed us to store the keywords used, the number of searches, the results of each search, 

and the URLs followed by the users for later evaluation. For each topic, the subjects had 

10 minutes to find as many relevant web pages as possible. Ten minutes is a time limit 

often used by TREC participants and found to be sufficient, e.g., in pure observational 
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study by Hersh et al. (W. Hersh, Sacherek et al., 2001) most users required less than 10 

minutes to finish a comparable task. 

During preliminary testing, the algorithms were tested with the AltaVista search 

engine (www. altavsita.com). At that time, this engine retumed the title together with the 

first lines of a document. However, since the Google search engine Cwww.google.com) 

returns the text surrounding the keywords and it was found that this provided better 

feedback to the algorithms, Google seemed a more appropriate choice. The interface 

connected to Google by sending a query formatted in the same manner as regular online 

queries. At that time, Google did not correct misspelled words. By using multiple threads, 

all queries fi-om a population from the genetic algorithm were sent to Google 

simultaneously. Since there was a slight difference in processing time required by the 

algorithm, a time delay was added so that the results only showed after a few seconds in 

each condition and subjects could not distinguish between conditions based on time 

required for processing. Subjects were informed about this. 

This study was designed such that each subject took part in the 5 experimental 

conditions: a baseline with no algorithm active (None), relevance feedback with positive 

query expansion (RF+), relevance feedback with negative query expansion (RF-), genetic 

algorithm with positive query expansion (GA+), and genetic algorithm with negative 

query expansion (GA-). For each subject, the conditions were randomly assigned to the 

topics and the order of the topics was randomized. Each topic is assumed to be a fair 

representation of the general underlying search task set to the users, i.e., to find 

information about a broad topic. 

http://www.google.com
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Subjects were post-hoc divided into low, middle, and high performance groups. 

Questionnaires customarily are used to divide subjects post-hoc into groups or to adjust 

groupings based on scores such as domain knowledge, or demographic information such 

as gender or class standing (Kracker & Wang, 2002; Specht & Kobsa, 1999). However 

here the subjects are divided based on their actual and not their self-reported search 

expertise. No pretest questionnaire but the subject's overall performance was used to 

divide the groups. This performance measure was calculated as his or her average F-

measure as defined by van Rijsbergen (van Rijsbergen, 1979). The subject's F-measure 

was calculated per condition and then the average was calculated over all 5 conditions. 

Since this combined measure was independent of each particular condition's results, it 

could be used to divide the subjects without introducing bias. The high achievers would 

be the 10 subjects with the highest score, the low achievers would be the 10 subjects with 

the lowest score, and the middle achievers would be the 10 subjects with scores between 

the low and the high extremes. 

4.5.2. Results 

In the following, descriptive data on both user and algorithm searching is provided, 

followed by precision and recall rates for the complete group, precision and recall per 

achievement group, and qualitative descriptive data for each group. 
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Descriptive Data 

The experiment was designed for 30 users, but four subjects' data needed to be 

withheld from the analyses because three did not attempt to solve all topics and one 

searched for the answers to the dental implants topic during the aspirin session, i.e., the 

subject switched to the keyword 'Dentalimplant.com' during the aspirin topic. The 26 

subjects performed on average 4.9 searches per topic. For the two methods using negative 

query expansion (RF- and GA-), there were slightly more searches: 5.3 and 5.1 

respectively. Subjects used multi-word phrases, single words, or a combination of the two 

to search. Counting both phrases and words as key terms, they used 1.9 terms per search. 

On average, one-third of the search terms were single words (37%) and two-thirds were 

phrases (63%). In many cases subjects seemed to "copy and paste" part of the actual 

question for the topic and submit this to the system as a search phrase. For an overview, 

see Table 8. 

Condition Searches Key terms Words/phrases 
(n = 26) per topic per search .per search (%) 

None 4.5 1.9 3 4 / 6 6  
RF+ 4.4 1.7 3 6 / 6 4  
RF- 5.3 1.9 3 8 / 6 2  

GA+ 4.9 2.0 4 0 / 6 0  
GA- 5.1 1.9 3 9 / 6 1  

Overall 4.9 1.9 3 7 / 6 3  

Table 8: Overview of general search characteristics 
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Figure 12 provides an overview of the percentage of the subjects' searches that were 

modified by the algorithms. The 'System-modified Queries' represent user queries 

modified by the algorithms resulting in more than 5 resuhs. When the first search was 

included in the results, over 40% of the queries were modified during RF-; 37% and 33% 

were modified under GA+ and GA- conditions. However, since the algorithms had not 

yet received any feedback during the first search in a session, no modification was 

possible at this point. A more precise number that reflects the true algorithmic activity is 

the percentage of queries modified when modification was possible: starting with the 

second search. Using this correction, the algorithms modified more than half of the user 

queries. During RF- as many as 55% of user queries were modified. The effect of 

algorithm activity was significant, F(3,100) = 14,44, p < .05, with a particularly 

significant jump from RF+ to RF- (Tukey pair wise comparisons, p< .05). 
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Figure 12: Percentage query modification and resulting web pages recorded by users 

Figure 12 also shows the system-based Web Pages. These are the web pages that 

contain the answer according to the users and that were retrieved by system-modified 

queries. As explained above, the more precise number is the one that excludes the first 

search. Relevance feedback for negative query expansion provided 65% of the web pages 

that subjects recorded. An example of a modification by RF- is the original user query 

"Hubble Telescope," which was modified to "Hubble Telescope" but not "interactive, 

track, trec-6, title, trec-7." For the genetic algorithm, 44% of recorded web pages were 

based on a system-modified query. For example, GA+ modified a user query "Hubble 

Telescope launching" to the query "bubble telescope, bubble, achievements. 
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accomplishments, telescope." The number of recorded web pages based on algorithm 

queries differed significantly between algorithms F(3,100) = 6.72, p < .05, and, as can be 

seen in Figure 12, the jump from RF+ to RF- was especially significant. 

These results show that for the genetic algorithm proportionally fewer web pages 

from modified queries were selected. For example, 65% of the queries were modified by 

GA-, which accounted for 56% of the web pages. However for RF- this was reversed; 

there were proportionally more pages selected from modified queries, i.e., 65% of the 

recorded web pages came from the modified queries (55%). 

Precision and Recall 

To evaluate precision and recall, two experienced librarians who hold master's 

degrees in Library Science collaborated to compile a gold standard containing web pages 

relevant to the 5 topics using Google. In addition, they evaluated all web pages written 

down by users when searching for each topic. Relevant web pages found by study 

participants were added to the gold standard. The content of each web page was then 

further analyzed to compile a gold standard of instances that answered each topic. For the 

5 topics related to 'aspirin,' 'dental implants,' 'fiber optics,' 'new fuel sources,' and 

'Hubble telescope' there were 45, 51, 32, 47, and 32 web pages in the gold standard, 

which contained respectively 18, 20, 42, 56, and 58 instances of information. For 

example, for the Hubble telescope topic, one instance included in the gold standard was 

that the Hubble telescope provided evidence of super-massive black holes residing in the 

center of many galaxies. 
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Both precision and recall were calculated for the full group and for the three 

achievement groups. Precision was calculated for each topic as the number of relevant 

web pages provided by the subject divided by the total number of web pages provided by 

the subject. A web page was relevant if it was included in the gold standard. Recall was 

calculated as the total number of instances found by the subject divided by the total 

number of instances in the gold standard. Although this measure of recall might favor 

longer pages, which probably contain more instances, this does not affect the evaluation 

since none of the algorithm parameters were based on or influenced by the length of a 

page. The distinction between web pages for precision and instances for recall was 

necessary because finding more relevant pages does not necessarily mean that more 

instances are found. For example, a subject may have found 5 relevant pages each 

containing a single achievement of the Hubble telescope; while another subject may have 

found one web page containing an exclusive list of all achievements of the Hubble 

telescope. Even though the first subject found 5 web pages, more information was found 

by the second who only listed one web page. 

Precision and Recall for the Entire Group 

Precision was highest when the genetic algorithm was used for negative query 

expansion (50%) and lowest when no algorithm was present (38%) or with the genetic 

algorithm used for positive query expansions (37%), as is shown in Table 9. For recall, 

the five conditions were almost identical. Subjects retrieved on average 15% of the 

available information. In some cases recall was zero because the subject wrote down a 
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single web page that contained no relevant information. For example, during their search 

some subjects retrieved the TREC web pages that contained the actual question they were 

asked to solve for the topic. This is a relevant link to follow since the description of the 

page displays the actual question. Unfortunately, the page itself contains only the 

question and not the answer to it. Even so, two subjects wrote down this web page as 

containing the answer. 

Condition Precision (%) Recall (%) 
None 38 14 
RF+ 42 16 
RF- 45 16 

GA+ 37 13 
GA- 50 14 

Overall 42 15 

Table 9: Precision and recall of the user answers 

Precision and Recall for the Achievement Groups 

In the next phase the 26 subjects were divided into three groups based on their 

average F-measure, as discussed above. The 9 subjects with the highest average F-

measure were designated as high achievers, the 9 subjects with the lowest average F-

measure constituted the low achievers, and the 8 subjects in between became the middle 

achievers. The average F-measures were 51, 45, and 30 for the high, middle, and low 

achievers. 
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Figure 13 and Figure 14 show how each group performed in precision and recall 

under the five conditions. The differences between the groups were significant for both 

precision, F(2,127) = 5.07, p < .05, and recall, F(2,127) = 13.59, p < .05. In general the 

genetic algorithm with negative expansion had the most profound impact on user 

performance. It had a beneficial effect on the performance of low achievers; precision 

doubled and recall tripled compared to other conditions. However it hindered high 

achievers. The following provides more detailed analysis per achievement group. 

Precision 
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Figure 13; Precision for the 3 Achievement Groups. 
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Recall 
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Figure 14; Recall for the 3 Achievement Groups. 

To compare the performances of the groups under the experimental conditions (RF+, 

RF-, GA+, GA-) against the baseline (None), a one-way ANOVA was performed for 

each group. Since four subjects needed to be dropped, a two-way ANOVA (group x 

experimental condition) would be unbalanced. For the low achievers there was a 

significant main effect of the experimental condition on precision, F(4,40) = 2.73, p < 

.05. In particular, the difference between GA+ (14% precision) and GA- (57% precision) 

was significant (Tukey pair wise comparisons, p < .05). Although not significant, there 

was a strong trend (p = .117) toward improved recall under GA-. For both the high 

achievers and middle achievers the differences were not significant. The large difference 

in recall and precision between GA+ and GA for high achievers was not significant due 

to variability in the data. 
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To compare the effects of the type of expansion on each algorithm, two-way 

ANOVAS were performed for each group and looked at the algorithms (RF versus GA) 

and the expansion type (positive versus negative expansion). For the low achievers there 

was a significant effect on precision of the algorithms used, F(l, 32) = 6.94, p < .05, with 

the genetic algorithm demonstrating more precision. There was a strong trend (p = .07) 

for an interaction between algorithms and expansion, indicating that, especially for the 

genetic algorithm, the difference between the two was significant. Similar effects were 

found for recall for the algorithms and the interaction between algorithms and expansion. 

In contrast, a trend among the high achievers was found that demonstrates higher 

precision with RF than with the GA (p = .09). There were no significant differences in 

recall in this group. Additionally there were no significant differences in precision or 

recall for the middle achievers. 

Qualitative Characterization 

Seven characteristics of the subjects' behavior are described to get better insight into 

the three groups and how the different algorithms affected them. The number of searches 

per topic and the number of key terms used (single words or phrases) were counted. The 

quality of the URLs followed by the subjects during the experiment is also described. To 

evaluate these URLs, the experts scored all URLs clicked on by the users with a 0 

(irrelevant), 0.5 (probably relevant), or 1 (definitely relevant). This evaluation was done 

before any web pages were reviewed and was based on information available in the 

descriptions that accompanied the links. Additionally, the number of links followed by 
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users to find an answer was counted, also the number of web pages written down as 

containing the answer, and the number of searches having no results. Table 10 contains 

an overview of 8 characteristics for each group. 

High achievers seemed to use fewer key terms (Key terms used) but used more 

phrases instead of single words (Percentage phrases). They also made the least spelling 

errors. The middle achievers made twice as many spelling errors as the low achievers. 

They performed more searches and wrote down more web pages (URLs written down) 

per topic. Although the middle group followed the most links per topic (URLs clicked per 

search), the total quality and also the average quality of clicked URLs was highest for the 

high achievers. Finally, high achievers had far fewer searches (first or other) that could 

not retrieve documents (Searches without results). 

Low Middle High 
Achievers Achievers Achievers 

Searches per topic: 4.7 4.5 5.4 
Misspellings per search: 0.3 0.6 0.07 

Key terms used per search: 1.9 2.2 1.6 
Percentage phrases used per search: 62 52 73 

Quality of URLs clicked per search: 2.0 2.1 2.9 
Total quality of URLS clicked per search: 2.8 4.3 6.2 

URLs clicked per search; 1.9 2.4 2.2 
URLS written down as answer per topic: 3.6 3.4 5.0 

Percentage of first searches without results due to 13 17 4 
user search terms 

Percentage of all searches without results due to 10 7 7 
user search terms 

Table 10: User Characteristics for the Three Achievement Groups (Numbers are averages unless noted 
differently) 
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The experimental conditions were randomized per user and the topics were randomly 

assigned to each condition. However, users might become more adept at using a search 

interface when using it with subsequent tasks. To evaluate such a possible effect 

precision and recall were calculated for each consecutive task. Table 11 provides an 

overview. Neither precision nor recall increased continually with each subsequent task 

for the complete group. Precision lowered with subsequent tasks for the complete group 

average but only by a small margin. The patterns differed for individual groups. Low 

achievers reached the highest precision while working on the third task, middle achievers 

while working on the second task, and high achievers while working on the first task. 

Recall varied slightly from task to task. Low achievers reached the highest recall while 

working on the fourth task, middle achievers with the third task, and high achievers with 

the fifth task. 

Task 1 Task 2 Tasks Task 4 Task 5 
Precision % % % % % 

Low Achievers 15 24 46 31 31 
Middle Achievers 53 61 36 29 44 

High Achievers 67 35 47 59 46 
All 45 39 44 40 40 

Recall % % % % % 
Low Achievers 2 3 10 12 8 

Middle Achievers 17 19 21 3 11 
High Achievers 26 14 20 22 33 

All 15 12 17 13 17 

Table 11: Precision and Recall Depending on Order of Task 
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Figure 15 contains an overview of the subjects' and algorithms' contribution to the 

total group recall and shows that users and algorithms can provide complementary 

results. The gray area represents the percentage of recall contributed by users. This 

combines information found by all users without algorithmic help or found both with and 

without help. The black area represents the additional information found solely when 

algorithms were applied. Figure 15 shows that the genetic algorithm provided additional 

information to the low achievers although relevance feedback did not. The genetic 

algorithm doubled the number of relevant instances found by the group of low achievers. 

For both middle and high achievers there seems to exist a trade-off, with users 

contributing less when the algorithms provided more information, resulting in a fairly 

consistent level of recall. For the high achievers, both the user and algorithm 

contributions were low under the GA- condition. 

• algorithm 

0 user 

Low Achievers: 

Contribution of algorithm and users to recall 

50 

45 

40 

35 

30 

, 25 

20 

15 

10 

None Rf+ RF- GA+ GA-

Experimental Condition 

Middle Achievers: 

Contributions of algorithm and users to recall 

I algorithm 

None RF+ RF- GA+ GA-

Experimental Condition 

Hi^ Achievers: 

Contribution of algorithm and users to recall 

45 J • algorithm 

40 J O user 

35 

30 

25 

20 

15 

10 

5 

0 

None RF+ RF- GA+ GA-

Experimental Condition 

Figure 15: Contribution to recall by users for three achievement groups 
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4.6. Discussion 

First the potential limitations of the study are addressed. The results are based on a 

limited number of queries and users. Since the study is based on actual users, a very large 

sample size of several hundred data points is impractical. Therefore strong trends are 

reported that might be significant with more users. Additionally, because of the use of an 

existing search engine, the relevance feedback implementation was modified to work 

with actual kejwords, not with keyword weights. This research is also based on broad 

search topics. Searching for the answer to a narrow question, which requires for example 

only a yes/no answer, might show different results. Since users search for different 

aspects for each topic, they might have repeatedly retrieved the same documents during 

subsequent searches. This might have affected the querying speed and the clicking 

behavior of users but not the query expansion since it was sufficient feedback if a 

relevant link was clicked once. This limitation is assumed to be comparable for all users 

in all conditions and therefore can be compared between the conditions. 

It was hypothesized that performance would increase, especially for the genetic 

algorithm conditions. Low and high achievers displayed opposing trends. The low 

achievers performance was more than doubled with use of the genetic algorithm and 

negative query expansion. Under these conditions, they achieved better precision than the 

middle and high achievers in most conditions. The low achievers' recall when helped by 

the genetic algorithm equaled the middle achievers' recall, but stayed well below the 

recall attained by the high achievers. For the high and middle achievers there were no 

significant differences in performance, although the precision and recall graphs suggest 
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that the genetic algorithm with negative expansion hindered the high achievers. In 

contrast with what was expected, the low achievers gained significantly from negative 

expansion, which provided an additional layer of information that was recalled without 

any tradeoff With GA- help, this group outperformed both other groups. The most 

beneficial use of the algorithms would be to use them selectively for different groups. 

The genetic algorithm with negative expansion should be activated for low achievers but 

not for high achievers; relevance feedback should be activated for high achievers. 

The evaluation of recall is aspect oriented, i.e., a higher recall is achieved when more 

instances for a certain topic are found. To maximize this type of recall, it is necessary to 

find related but different web pages. Negative expansion would be better for this than 

positive expansion. Users can use different keywords to address a different subset of the 

web pages. The negative expansion filters out non-relevant documents without focusing 

the actual query on similar documents. Comparable, positive expansion might be 

expected to retrieve more similar documents, since the query is composed of related 

terms, resulting in higher precision but lower recall. The results do not reflect this. Recall 

did not change much between different conditions and precision was not higher with 

positive expansion. 

The lack of significant differences in recall for the full group is consistent with 

Thury's findings (Thury, 1998). She studied students' online search and browse behavior 

and noted that students seemed to keep on searching "not until they found something 

worthwhile, but until an arbitrary trigger ended their search phase." The artificial cutoff 

point at 10 minutes might have strengthened this behavior. However, the subjective 
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cutoff point seems different for high, middle, and low achievers. Users from both the 

middle and high achievement groups performed better than the low achievers. They 

might have decided that a larger number of web pages would satisfy them. For both 

groups, a trade-off between information retrieved by users and algorithms might exist but 

recall does not change by much regardless of the performance of the algorithms or users, 

with the exception of the GA- condition for the low achievers. 

To selectively help subgroups of users, it will be necessary to recognize to which 

group a subject belongs. Not one factor but a combination of factors accounted for 

subjects belonging to a particular achievement group and governed their interaction with 

the algorithms. A major indicator seems to be the number of searches a user performs that 

do not result in any documents being found. Low achievers performed many searches 

without results. Furthermore, the low achievers used more single words than the high 

achievers and did not provide high-quality positive feedback. For example, one subject in 

the lowest achievement group searched for information on dental implants with the 

following queries: first, 'dential implants' and 'benefits' (notice the typo in the first 

term); then 'fake teeth' and 'benefits;' and finally, 'artifical teeth' and 'benefits' (notice 

another typo in the first search term). The first and third queries did not return any results 

because of the misspelled words. The second query returned a list of results based on 

search terms of doubtful quality. This could explain why GA- was especially helpful to 

them: it increased precision without relying on extra user keywords or clicking behavior 

to guide the search. In contrast, the high achievement group used more specific queries 

and investigated higher quality URLs, allowing higher quality positive expansion. 
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More than half of the searches were modified by the algorithms. Analysis of the user 

data reveals that different reasons led the system to revert to the original user queries. 

One reason might be the choice to add 5 keywords. Since these kejAvords were chosen 

from web page descriptions that related to each other and to the topic at hand, these terms 

were expected to be sufficiently related to make it possible to find web pages containing 

them. This was not always the case. It would be interesting to add a variable number of 

keywords depending on the number of keywords already provided by the users. Lack of 

feedback and suitable keywords is a second reason. Sometimes subjects did not follow 

any links after the first search, so no positive feedback was available for positive query 

expansion. Furthermore there were spelling errors, such as "acomplishments," 

"reaseach," "pedeatrics," "enivorment," "propsecting," and long phrases, such as 

"Undersea Fiber Optic Cables," "research on new fuel sources," that did not retrieve any 

results. It is a limitation of these algorithms that they could not explicitly eliminate these 

keywords and phrases from (continued) usage. Once part of a keyword pool, they were 

available to be re-selected for query modification, resulting in many queries without 

results. A re-start option (with an unmodified query) or a more advanced spelling 

correction system should be considered. However, in several instances the GA algorithm 

worked around this problem and replaced misspelled words, for example, the user query 

"Hubble" and "acvhievements" became "Hubble" and "telescope," but not "images," 

"esa," "gallery," "field," or "project," in the GA- condition. A last reason for algorithm 

queries without results was the lack of common sense knowledge on the part of the 

algorithms. Both the RF- and GA- algorithms contained required and filtering query 
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terms. Sometimes there was a contradiction between the two term sets, preventing the 

search engine from finding matching web pages, e.g., finding web pages containing 

"dentistry" but not "dental" was often impossible. 

4.7. Conclusion 

Dividing subjects into different groups according to overall actual performance 

showed how each group interacted differently with the algorithms. Machine learning can 

help users who are not adequate searchers (low achievers) search the hitemet when 

properly guided by the user's indication of relevance. However, users who are expert 

searchers themselves (high achievers) do not benefit from the machine learning 

algorithms. In future implementations the difficulty will be correctly distinguishing the 

low achievers fi-om others, although information available from subjects' usage of single 

words, typos, etc., might provide clues. The genetic algorithm is a promising technique 

for users searching the Internet. With additional improvements, genetic algorithms can 

greatly assist low achievers' Internet searching when properly guided by the user 

feedback. More research is needed to distinguish between the different achievement 

groups to examine the potential impact of an improved genetic algorithm and relevance 

feedback for high achievers. 

The results found in this case study do not indicate that interactively encoded 

knowledge is sufficient to guide bottom-up knowledge encoding for all types of users. 

Especially for high achievers, the lack of evidence of a fruitful combination stands out. It 

would be expected that these users could provide a consistent knowledge framework to 
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guide the machine learning algorithms, which did not happen. Although some potential 

improvement, e.g., no further use of keywords that do not provide results, would increase 

the usefulness of the query expansion, it seems that the knowledge used to guide the 

bottom-up approaches is not sufficient to provide a consistent framework for any user. 
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CHAPTER 5. MEDICAL NATURAL LANGUAGE PROCESSING 

5.1. Introduction 

This chapter describes the development of the natural language processing (NLP) 

techniques that will be used in the third case study, described in Chapter 6. The NLP 

technique, henceforth referred to as the "parser," is a bottom-up knowledge encoding 

technique that extracts relation between phrases found in biomedical text. Although there 

exist several excellent natural language processing (NLP) techniques exist that can be 

used to process English text, there is a definite lack of precise NLP tools for the 

biomedical field, which will be the application domain for the next case study. Most 

generic, existing techniques cannot deal with the complexity of these texts. Such a tool 

should extract knowledge precisely form text. A successful tool, which would be precise 

and efficient, could facilitate access to and integration and understanding of the 

knowledge contained in the texts with a potentially large impact on drug therapy 

discovery and health care. Precision is required so that researchers and other users can 

trust the results of the NLP. Efficiency is required because biomedicine is a rapidly 

growing field with miUions of texts. Medline, for example, is the main source of 

publications and currently contains more than 12 million citations. Hundred thousands 

are added each year. 

NLP for medical texts has mainly been the focus of the medical informatics field. 

Bioinformatics, in contrast, mostly focused on data processing, e.g., microarray analysis. 

During the last few years, NLP became important in bioinformatics and both disciplines 
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can and should leam from each other, as Maojo et al. (Maojo et al., 2001) already stated 

in 2001. In the following, natural language processing techniques for entity and relation 

extraction in medical informatics and bioinformatics are described. Then a new linguistic 

shallow parser which extracts relations between medical entities from biomedical text is 

described in detail. 

5.2. Related Work 

5.2.1. Knowledge Sources for Entity Extraction 

When dealing with medical text, it is important to recognize different entities such as 

diseases, symptoms, and gene names. Two main approaches to recognize these entities 

exist. The first uses existing, manually created knowledge sources containing lists of 

specific entities, such as disease names or human gene names. Words are compared 

against the entities in these sources and tagged with an appropriate tag. A second 

approach uses heuristics, not predefined lists, to recognize entities in text. The two 

approaches can very well be combined, especially since there does not exist a single 

knowledge source that contains a sufficiently large and specific vocabulary to deal with 

all medical text, as was shown in 1997 by Hersh et al. (W. R. Hersh et al., 1997). They 

evaluated more than 200,000 documents and found that less than 40% of the words 

appeared in any of their six vocabularies. For their comparison, they included large 

vocabularies such as the Unified Medical Language System (UMLS) and SNOMED. 
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The UMLS is a useful knowledge source for entity extraction from general medical 

text. A detailed description was provided in chapter 2. It is updated yearly and currently 

consists of three components. Its Specialist Lexicon contains general English and specific 

medical terms and their syntactic, morphological, and orthographic information. The 

Metathesaurus is a concept-based vocabulary in which each concept represents several 

unique terms. In addition, a concept has one or more semantic types, e.g., "RBI" belongs 

to the concept "RBI Gene" with the semantic type "Gene or Genome." The Semantic Net 

links the semantic types by means of semantic relations. 

More specific biomedical knowledge sources are also available. The Gene Ontology 

(GO), available from www.geneontology.org and described in chapter 2, contains 

information on genes and their products and is designed for use by both people and 

computers (Ashbumer et al., 2000; Gene Ontology Consortium, 2001). Additional 

biomedical knowledge sources that do not qualify as ontologies also exist. The Human 

Genome Nomenclature (Wain et al., 2002) (HUGO), available from 

w^ww^gene.ucl.ac.uk/nomenclature. contains a list of more than fifteen thousand approved 

human gene names and symbols and the names and symbols used prior to approval. Its 

purpose is to facilitate communication about and electronic information retrieval of 

human genes. The GENIA corpus (Ohta et al., 2002) is a small, tagged, biomedical 

corpus available from http ://www-tsui ii. i s.s.u-tokvo. ac.ip/~geni a/ and can be used to train 

entity extraction algorithms. There are many more specific biomedical databases such as 

Flybase (http:// fl vbase-hai-vard. edu). C.elegans (http://elegans.swmed.edu). Online 

http://elegans.swmed.edu
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Mendelian Inheritance in Man (OMIM, http://www3.ncbi.nlni.nih.gov/0mim/), or 

SWISS-PROT ('http://www.ebi.ac.uk/swissprot/). 

5.2.2. Techniques for Entity Extraction 

The techniques used for medical entity extraction focus on different tj'pes of entities, 

ranging from very general to very specific. The Arizona (AZ) Noun Phraser was 

originally developed as a general English noun phraser and later adapted by adding the 

UMLS Specialist Lexicon to its two existing lexicons to recognize relevant medical 

phrases (Tolle & Chen, 2000). The evaluation showed that recall of these relevant 

medical phrases was 52% with a precision of 36%. Hersh et al. (W. Hersh, Mailhot et al., 

2001) focused on general medical concepts and matched the medical text from radiology 

reports to UMLS Metathesaurus concepts to automatically add indexing terms to the 

reports. They discovered more than 60% of the indexing terms with 30 % precision. 

Entity recognition tends to improve when the algorithms are developed for more 

specific entities. Rindflesh et al. (Thomas C. Rindflesch et al., 1999) looked at "binding 

terminology" and combined heuristics and the matching of extracted noun phrases with 

the UMLS Metathesaurus and NCBI's GenBank to discover binding terminology in 

Medline. They recalled 72% of the binding terms with 79% precision. Raychaudhuri et 

al. (Raychaudhuri et al., 2002) assigned GO annotations to genes. They used a document 

classifier based on the maximum entropy principle to associate Medline abstracts with 

GO annotations. Then they annotated genes by combining and weighting all GO 

annotations associated with the abstracts discussing the genes. Their maximum entropy 

http://www3.ncbi.nlni.nih.gov/0mim/
http://www.ebi.ac.uk/swissprot/
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model achieved 72% accuracy. Kazama et al. (Kazama et al., 2002) trained support 

vector machines on the GENIA corpus to assign words to 24 entity classes. Although the 

technique is very promising, the authors report that precision was too low for practical 

use. 

Fukuda et al. (Fukuda et al., 1998) used surface clues of strings to recognize materials 

names, e.g., proteins, with high precision (95%). Cohen et al. (Cohen et al., 2002) 

developed four types of heuristics to match gene names found in Medline to their official 

name. The best results, 85% precision, were achieved with strict pattern matching. 

Hatzivassiloglou et al. (Hatzivassiloglou & Duboue, 2001) tested three machine learning 

approaches, native Bayesian, decision trees, and inductive rule learning, to distinguish 

between genes, proteins, and RNA in text. They achieved approximately 80% accuracy 

when testing non-ambiguous cases, i.e., terms containing disambiguating words that were 

not used for learning. When comparing against labels assigned separately by three 

experts, accuracy was approximately 70%. The pair-wise agreement of their three experts 

was 77%, illustrating the complexity of the task. Krauthammer et al. (Krauthammer et al., 

2000) used BLAST, available at http://www.ncbi.nlm.nih.gov/BLAST/, to assign 

nucleotide sequences to words and so recognize gene and protein names in text. They 

compared their automated technique with a list of gene names compiled by experts. 

When comparing the combined set of full and partial matches of extracted names with the 

expert list, they achieved 79% recall of the genes and proteins with 71% precision. For 

names already available in the BLAST database, they achieved 95% full matches. Proux 

et al. used cascaded finite state transducers to recognize gene names in sentences from 

http://www.ncbi.nlm.nih.gov/BLAST/
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the FlyBase set (Proux et al., 1998). After tuning, they could extract 94% of the gene 

names with 91% precision. Liu et al. (Liu et al., 2001) used different versions of a naive 

Bayes and a Decision List Method to disambiguate 12 biomedical terms using the UMLS 

Metathesaurus. Their best classifier reached an overall accuracy of 97%. 

5.2.3. Techniques for Relation Extraction 

Besides recognizing medical entities, it is important that the relations between them 

are extracted from the text. With co-occurrence based approaches, the entities are first 

extracted and the relations are based on the assumption that two entities in the same 

sentence or abstract are related. Negation in the text is not taken into account. Jenssen et 

al. (Jenssen et al., 2001) collected a set of almost fourteen thousand gene names from 

publicly available databases and used them to search Medline. Two genes were linked if 

they appeared in the same abstract; the relation received a higher weight if the gene pair 

appeared in multiple abstracts. For the pairs with high weights, 5 or more occurrences of 

the pair, the authors found that 71% of the gene pairs were indeed related. 

Linguistic based relation extraction usually employs time-efficient, shallow parsing 

techniques focusing on specific parts of the text and predefined, handpicked verbs and 

nouns. Rules are specifically developed to extract the surrounding words of these 

predefined terms and to format them as relations. As with the co-occurrence based 

approach, negation in sentences is ignored. Many techniques achieve high precision but 

low recall. This is no surprise since only a small number of relations between genes or 

proteins can be automatically captured when the exact terms (the genes or proteins) need 
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to appear in the sentence. Blaschke and Valencia (Blaschke & Valencia, 2001) found that 

only 25% of all existing protein interactions could be found in sentences in Medline 

abstracts. 

Sekimizu et al. (Sekimisu et al., 1998) collected the most frequently used verbs in a 

collection of abstracts and developed partial and shallow parsing techniques to find the 

verbs' subject and object. They estimated their precision at 73%. Thomas et al. (Thomas 

et al., 2000) modified a preexisting parser based on cascaded finite state machines to fill 

templates with information on protein interactions for three verbs: interact with, associate 

with, bind to. They calculated recall and precision in four different manners for three 

samples of abstracts. Recall ranged from 24% to 63%, and precision from 60% to 81%. 

Pustejovsky et al. (Pustejovsky et al., 2002) targeted inhibit relations in the text and built 

finite state automata to recognize these relations. They achieved 91% precision and 59% 

recall on 56 abstracts. GENIES (Friedman et al., 2001) uses the MedLEE parser 

(Friedman & Hripcsak, 1998) to retrieve target structures from full-text articles. The 

authors report very high precision (96%) for relations between biological molecules 

found in full-text articles. They also use predefined verbs and templates for each, which 

are encoded in a set of rules. 

MedLEE is probably the most advanced medical natural language processing system 

not part of commercial for-profit software. It was originally developed for chest 

radiograph reports, has been expanded to cover several other domains, and is currently 

used in a clinical setting to automatically encode the information in both chest radiograph 

and mammogram reports (Barrows et al., 2000). It consists of 5 modules: a preprocessor 
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to perform lexical lookup, a parser that identifies structures, a compositional regularizer 

to compose phrases from words, an encoder to map terms to codes, and a recovery 

component to take care of failed parses (Barrows et al., 2000; Friedman, 2000). 

MedLEE extracts relations in a top-town fashion. It starts from a controlled 

vocabulary and hundreds of grammar rules to recognize patterns. The parser described 

here extracts relations in a bottom-up manner. All types of relations are processed 

without limiting in advance what type of content is to be captured. The advantage of this 

approach is that many different types of relations can be extracted with a small, 

manageable number of rules. The advantage of the MedLEE approach is that meta

knowledge of a relation, e.g., if a phrase indicates a body part, is available from the start. 

5.3. Parser Development 

5.3.1. Purpose 

The parser is part of Genescene, which is a knowledge base for biomedical 

researchers. It extracts relations fi:om abstracts, which are stored in a document 

warehouse together with the original abstracts and all abstract meta-information. A parser 

relation can contain up to five elements: relation negation, agent, connector modifier, 

connector, and theme. For example, from the abstract title: "Regulation of E2F1 activity 

by acetylation, " a relation consisting of an agent, connector, and theme, is extracted: 

"Acetylation (agent) - regulates (connector) - E2F1 activity (theme)." In some cases, a 

modifier (one or more adverbs) that adds information about the connector, and negation 
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of the relation are also available. More detailed descriptions are provided in the next 

section. 

Most existing techniques are developed from a top-down perspective. They specify 

few elements or relations of interest, e.g., gene names or verbs, and build parsers that 

recognize patterns around these specific words. The approach followed here, is to start 

from a bottom-up perspective and extract relations between all entities regardless of their 

type. Comparable to others, this new parser looks for certain patterns in the text; 

however, these patterns are based on English closed-class words, e.g., conjunctions and 

prepositions. This provides templates that are generic and do not depend on a pre-

specified medical vocabulary. 

5.3.2. Overview 

This parser consists of two modules. The semantic module captures the content of the 

abstracts, and the structure module consists of cascaded finite state automata to provide 

structure for the content. Both modules are described in detail below. 

Capturing Semantics 

There are five sequential processes used to capture the content of abstracts. Figure 16 

provides an overview. Abstracts are first cleansed by removing phrases referring to the 

publisher and copyright information. Text between parentheses is removed when not part 

of a biomedical term, but nothing is removed from for example "H(2)0(2)." The 

abstracts are then split into sentences based on punctuation. A short list of heuristics 
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ensures that a sentence is not split incorrectly. The heuristics deal with phrases such as 

"p<.01," common English abbreviations such as "vs.", and biomedical-specific 

abbreviations such as "E.coh." 

Each sentence is submitted to the AZ Noun Phraser (Tolle & Chen, 2000), which 

extracts medical nouns and noun phrases from the sentences. The settings of the AZ 

Noun Phraser were adjusted so that it does not extract complete prepositional phrases, but 

instead splits them up in the constituent phrases. Nouns not recognized by the AZ Noun 

Phraser are added based on lexical lookup and a set of heuristics. As such, the parser is 

not limited to phrases or words that appear in controlled vocabularies. This approach 

illustrates a first difference between this parser and MedLEE. In MedLEE, a knowledge 

engineer is trained to add terms to its lexicon (Friedman, 2000). Only terms that are part 

of the lexicon can become part of a relation. 

Nouns and noun phrases are also checked to discover if they consist of 

nominalizations based on the UMLS Specialist Lexicon. When a nominalization is 

discovered, e.g., 'activation,' then both the underlying verb infinitive and the original 

nominalization are retained. Which one will be used in the relation is decided in a later 

phase. 

Closed class words such as prepositions, negation, conjunctions, and punctuation are 

also added. Determiners and pronouns are ignored. Verbs and adverbs are recognized and 

added based on lexical lookup. The UMLS Specialist Lexicon is used for lookup. The 

number of ignored or unrecognized words in the sentence between extracted elements is 
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then added as the 'distance' between these elements. This distance measure will allow us 

to retain sufficient precision when combining the entities into relations. 

\l>str:u-t 

1. Abstrsict 
Cli-iiiisiiii; 

2. Sciilencc 
K\tractioii 

I 
3. AZ 

Ntiiiii I'liiMNcr 

5. Noun Phrase 
UrcMiiibiiuitioii 

4. Adding Verbs. 
( losi-d ( liiss 

Wiirds. Disliini-f^ 

I'.Mr.s 
Specialist 
Lexicon 

Figure 16: Capturing Semantics 

In some instances it is necessary to recombine noun phrases. When new nouns are 

added, they may need to be combined with those extracted by the AZ Noun Phraser. For 

example, in the sentence "... other genes that regulate G1 progression ..." the AZ Noun 

Phraser extracted "progression" as the noun. The additional heuristics led to the 
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discovery of "Gl" and then recombination rules adjusted this phrase to the correct "G1 

progression" noun phrase. 

Capturing Structure 

Overview 

To capture the structure of a sentence, a shallow parser based on closed class English 

word was designed and developed. These closed classes' membership does not change 

and allows the building of very specific but semantically generic relation templates. The 

parser was initially tested with two prepositions (Leroy & Chen, 2002a) and has been 

expanded since then. The templates are based on three prepositions (by, of, in), two 

conjunctions (and, or), the comma, negation, and auxiliary or modal verbs to structure 

relations. The three prepositions were chosen because they appeared more often than 

others in a random sample of representative biomedical abstracts (see Table 12). 

Although 'with' occurred more often than 'by,' the last was chosen because it is 

frequently combined with 'of and produces interesting relations. 'To' was more often an 

infinitive marker than a preposition. The parser recognizes most conjunctions, 

prepositions, determiners, and auxiliary verbs but only a subset is currently used in the 

templates. Table 13 provides an overview. Recognizing elements that are not yet utilized 

will facilitate future expansion of the parser. 
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Total % 
Abstracts: 500 
Sentences: 6,434 
Prepositions: 16,411 100 

Of: 5,416 33 
In: 3,416 20 
To: 2,145 13 
With: 1,324 8 
By: 1,126 7 
For: 918 6 
On: 452 3 
41 other prepositions: 1,614 10 

Table 12: Prepositions in Sample Biomedical Abstracts 

Recognized Utilized 
Modal Auxiliary Verbs: 35 35 

Conjunctions: 52 2 
Determiners; 28 Ignored 

Negations: 26 26 
Prepositions: 63 3 
Punctuation: 8 1 (comma) 

Table 13: Closed Class Words Recognized and Utilized to Extract Relations 

Few people dealing with medical or biomedical text report on capturing negation. An 

interesting exception is the work by Chapman et al. who captured negation in narrative 

medical reports (Chapman et al., 2001). The authors developed regular expressions to 

look for negation patterns and could recall 88% of the patterns covered by the 

expressions with 68% precision. Since the list of possible negations is limited, this parser 

uses such a list containing for example "not," "neither," "isn't." Verbs such as 'inhibit' 

are not treated as negative instances of other verbs such as 'activate.' 

Cascaded finite state automata (FSA) represent the relation patterns. These patterns 

are the starting point and all the content is fitted in. A finite state automaton is a directed 
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graph usually implemented as a state-transition table. Figure 17 shows an example of a 

simple automaton and its transition table. This automaton can recognize a noun phrase 

that consists of an adjective and a noun. The start state is indicated by qo. When an 

adjective is encountered, there will be a transition from state qo to state qi. Then, if a 

noun is encountered, there will be another transition to state qz, which is an end state or 

final state. End states are indicated with a double circle in the graph and a colon in the 

table. For example, for the phrase "terrible disease" there are 2 words with the following 

tags: adjective, noun. The FSA in Figure 17 advances successfully to the state qi with the 

adjective. The element processed is retained together with information about the state it 

fitted. For example, we store (state 1, terrible). In the next step we store (state 2, disease). 

When an element is encountered that is not in the finite state automaton, e.g., a verb 

encountered when in state qi, the automaton rejects the input and ends in a sink state. A 

sink state is not explicitly represented in the model but is represented by the lack of 

possible advancement in the FSA. hi our case, it is encountered when the next element 

cannot be matched with any arc. We also use a short list of irrelevant phrases leading to 

sink states to ensure that we do not store phrases such as "the aim of this study." 
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Finite State Automaton: 

I 
Transition Table: 

In] DUt 

State Adj. N 

Qo 1 * 

Qi * 2 

Q2: * * 

Figure 17: Simple Finite State Automaton and Transition Table 

In addition to having a suitable tag, the maximum distance allowed between elements 

is used as an additional restriction to increase the precision of the relations. This distance 

is the number of steps required to get from one element to the next. For the same example 

in Figure 17, one step is allowed to get from the adjective 'terrible' to the noun 'disease' 

which means that there can be no intervening words. This ensures that elements separated 

by unrecognized or unsuitable words are not part of a relation. Blascke and Valencia 

(Blaschke & Valencia, 2001) also use the number of intervening words between protein 

names in a sentence and assigned a lower score to relations covering a larger distance. In 

our case, the distance is not used as part of a score but to decide if the FSA can advance 

to the next state or if a sink state is encountered. 

The parser is based on four cascaded FSAs. It progresses greedily through the FSAs 

for efficiency. It continues through the model and passes successful end states until a sink 
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state is encountered. When a sink state is encountered, it backtracks to the last 

encountered end state. The FSAs were completely separated and cascaded in the original 

design, however, some parts are now overlapping for increased efficiency. Only one pass 

through a sentence is required. 

Deterministic FSAs were chosen at this time to represent the relations because they 

help limit the number of relations considered and because they are an excellent 

representation useful for the developer. A deterministic FSA selects a limited number of 

possible paths through a sentence. This is important since the parser's goal is to select 

few relations but do this in a precise manner. Adding additional, alternative relations, 

e.g., by using a non-deterministic FSA, would increase the number of potentially 

extracted relations enormously. Since these additional paths would represent less 

frequently found relations, the gain of additional relations may not outweigh the loss 

from additional errors. The FSA is also an excellent conceptual representation of the 

relations. In comparison to e.g., hidden Markov models, it is relatively easy for a designer 

to trace the transitions in the FSA used for relations and discover and improve problem 

areas. 

Relation Format 

The structures imposed by the FSAs are transformed into 'relations' that are later 

stored in the database. A relation can contain up to 5 elements and requires a minimum of 

2 elements. The agent is the left-hand side of a relation, usually the active component. 

The theme is the right-hand side of a relation, usually the receiving component. The 

connector connects agent and theme and is often a verb. The relation can also be negated 
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or the verb can be augmented with a modifier. Examples are here presented in the 

following format: "negation: agent - (modifier) connector - agent" to facilitate 

readability. For example, from the sentence "... Hsp90 has become a promising new 

drug target" an agent, connector, and theme are extracted as follows "Hsp90 (agent) -

become (connector) - promising new drug target (theme)." From the sentence "Thus 

hsp90 does n^ inhibit receptor function solely by steric interference; rather ..." the 

following relation is extracted "NOT(negation): Hsp90 (agent) - inhibit (connector) -

receptor function (theme)." In some cases the relations are simpler, e.g., when the 

connector is a preposition, e.g., the relation "single cell clone - of - AK-5 cells." In other 

cases, the preposition and verb are combined, e.g., the relation "NOT: RNA Expression -

detect in - small intestine," or multiple adverbs are combined into one modifier. 

BS-FSA 

Figure 18 provides an overview of the FSA for Basic Sentences (BS-FSA). This FSA 

models short basic sentences containing minimally two nouns or noun phrases and a verb. 

This pattern is often found in the title of an abstract, but can also be part of a longer 

sentence. On each arc in Figure 18 is a label to indicate the required input to advance and 

the maximum distance allowed. The start state is qo. The parser progresses from state 0 

(qo) to state 1 (qi) when it encounters a noun phrase that is not more than 5 words from 

the start of the sentence; it progresses to state 4 (q4) when negation is encountered. The 

FSA requires a verb and a final noun phrase to lead to two possible success states (qi9 

and q2o). Modifiers, auxiliary verbs, and negation are optional to progress but are 

captured when encountered. For example, from the sentence "Yet, E2F1 deficiency does 
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not accelerate tumor growth," the following relation is extracted: "NOT; E2F1 deficiency 

- accelerate - tumor growth." This FSA contains two sets of common states that are 

reused by other FSAs. 

C'uinnion 

States 1 

( onimon Adj., 5 

States 2 

^Ij., 2 NT, 5 

Noin, 5 

Noin.,2 M'.2 

od., 2 

•Aux, 1 \'erb. 
Aux, 2 

Verb, 2 

.Verb, 1 Verb, 1 

Adj., 2 

NP,2 
Nom., 2 Nom., 2 

Figure 18: Finite State Automaton for Basic Sentences (BS-FSA; Nom. = Nominalization, Mod. = 
Modifier, Neg. = Negation, NP = Noun Phraser or Noun, Adj. = Adjective) 

OF-FSA 

Figure 19 provides an overview of the FSA that deals with the preposition 'of (OF-

FSA). This FSA has one set of states in common with the BS-FSA and there are three end 
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states indicating a successful parse. The FSA deals with structures surrounding one or 

two "of s." There are two subtypes of patterns. The first and easiest pattern involves noun 

phrases. For example, from the sentence "... the cytoplasmic sequestration domain of the 

p 5 3  p r o t e i n "  t h e  f o l l o w i n g  r e l a t i o n  i s  e x t r a c t e d  " c y t o p l a s m i c  s e q u e s t r a t i o n  d o m a i n  -  o f -

p53 protein." 

The second pattern is more complex because it contains nominalizations. When the 

first phrase is a nominalization, it can be stored as is it, or it can be transformed into the 

underlying infinitive. For example, in the sentence "Regulation of c-Myb activity ..." the 

nominalization is transformed into the infinitive resulting in the following relation "... -

regulate - c-Myb activity." Originally, all nominalization were transformed in this 

manner. However, during initial evaluation sessions, researchers pointed out that in some 

cases, this is misleading. It might be, for example, that the original authors were trying to 

measure inhibition but did not actually find it. In this case, it is necessary to retain the 

nominalization because changing it to an infinitive leads to the incorrect impression that 

inhibition was actually measured. To avoid misleading users, the parser evaluate all verbs 

in a sentence. If any of the verbs indicates that the text does not discuss actual results, the 

infinitive representation is not used. For this purpose, a list of 32 verbs containing verbs 

such as "anticipate," "investigate," "question" is used. For example, from the sentence 

"We propose that E2F1 acts as a specific signal for the induction of apoptosis by 

affecting ..." the relations is represented as follows "induction - of - apoptosis" because 

of the verb "propose" that is found in the sentence. 
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States 1 

Adj., 5 
Meg., 5 

NP,5 
Nom. 5 

Noiii.,2 NP. 2 

OF,l 

Adj., 2 

NP,2 

Nom., 2 

Nom,2 
OF,l 

OF,l 

NP,2 

Figure 19: Finite State Automaton for the Preposition "OF" (OF-FSA; Nom. = Nominalization, Mod. = 
Modifier, Neg. = Negation, NP = Noun Phraser or Noun, Adj. = Adjective) 

BY-FSA 

Figure 20 provides an overview of the FSA that deals with the preposition 'by' (BY-

FSA). This FSA can stand alone or it can be cascaded with the previous OF-FSA. There 

is one end state indicating a successful parse. When on its own, the FSA requires the 

presence of a verb and two noun phrases or nominalizations. It uses states common to 
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other FSAs for efficiency. For example, from the sentence "Given that E2F1 activity is 

stimulated by p300/CBP acetylase and ..." the relation "p300/CBP acetylase - stimulate 

- E2F1 activity" is extracted. When combined with the OF-FSA, it can continue fi-om 

both its end states qs and qg. 

cnmniun 

Nom., 2 BY, 

NP,2 
common ( q 
stales 1 ^ 

BY, 1 

BY, 1 

OF-FSA 

Figure 20: Finite State Automaton for the Preposition "BY" (BY-FSA; Nom. = Nominalization, Mod. = 
Modifier, Neg. = Negation, NP = Noun Phraser or Noun, Adj. = Adjective) 

IN-FSA 

Figure 21 provides an overview of the FSA that deals with the preposition 'in' (IN-

FSA). This FSA can stand alone when there is a verb available, or it can be combined 

with both the OF- or BY-FSA. There is one end state indicating a successful parse. When 

the FSA is in stand alone mode, the verb and the prepositions 'in' are combined and 

stored as one connector. For example, from the sentence "These results suggest that p53 

gene mutations may not occur frequently in rat bladder carcinogenesis ..." the following 



135 

relation was extracted: "NOT: p53 gene mutations - occur in - rat bladder 

carcinogenesis." 

The IN-FSA can be combined with the OF-FSA by continuing from either of the 

three end states (qs, qg, or qio ). It can also be combined with the BY-FSA by continuing 

from end state qu. The FSA can only lead to success when it ends with the preposition 

'in' followed by a noun phrase. 

IN, 1 
common 

BY, 

^ BS-ISA ,NP, 2, 

BY, 1 BY-KSA 

IN, 1 
IN, 1 

OK-FSA ((q 

Figure 21: Finite State Automaton for the Preposition "IN" (IN-FSA; Nom. = Nominalization, Mod. = 
Modifier, Neg. = Negation, NP = Noun Phraser or Noun, Adj. = Adjective) 

Conjunctions 

The parser recognizes and deals with conjunctions. Coordinating conjunctions with 

'and' and 'or' may contain any number of elements. These conjunctions are taken care of 

with a step-out function. When the parser encounters the start of a conjunction as 

indicated by 'and,' 'or' or a comma, the FSA is halted and the parser temporarily steps 



136 

out of the FSA to deal with the conjunction. It retains information about the state where 

the conjunction is encountered and uses heuristics to recognize valid conjunctions. Then 

the conjunctional constituents are stored together with the FSA state where they were 

encountered and the parser continues processing the FSA. This concept is illustrated in 

Figure 22 and more concretely for the IN-FSA in Figure 23. 

When the parser reaches an end state successfully, the original relation is extracted 

together with a copy of the relation for each constituent in the conjunction. The relevant 

part of the copied relation is replaced with the constituent resulting in a new relation for 

each element in the conjunction. 

Figure 22: Step-out Function for Coordinating Conjunctions 
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was activated by B and C in D 

Encountered Conjunction: AND 

STORE: state 12, element: C 

Figure 23: Illustration of the Step-Out Function for Coordinating Conjunctions 

For example, two sets of relations are extracted from the sentence "... induced 

degradation of p53 in normal thymocytes and myeloid leukemic cells." The parser first 

extracts the following two relations based on the IN-FSA: 

induced degradation - of - p53 

induced degradation - in - normal thymocytes 

The second set of relations is the result of the conjunction. All information is copied, 

but the last element is correctly replaced, resulting in these additional relations: 

induced degradation - of - p53 

- induced degradation - in - myeloid leukemic cells 

Several heuristics are used to judge the conjunctions. For example, conjunctions 

require exactly one 'and' or 'or' at the end and cannot be immediately followed by 

prepositions. In addition, all elements in a conjunction need to have the same part-of-

speech and compatible semantic types. The semantic types are extracted from the UMLS 

Metathesauras. These restrictions ensure that only conjunctions with complete and 

comparable elements are captured. For example, in the sentence "... but not inhibitors of 
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ERK/MAP kinase or protein kinase C ..." each constituent of the conjunctions is a 

complete element and two relations are extracted: 

- NOT: inhibitor - of - ERK/MAP kinase 

- NOT: inhibitor - of - protein kinase C 

In contrast, conjunctions were the constituents are incomplete are not captured, e.g., 

"breast and ovarian cancer" where the two constituents are "breast cancer" and "ovarian 

cancer" and not "breast" and "ovarian cancer." 

There is no limit on the number of elements a conjunction can contain. For example, 

from the sentence "Immunohistochemical stains included Ber-EP4, PCNA, Ki-67, Bcl-2, 

p53, SM-Actin, CD31, factor Xllla, KP-1, and CD34," ten relations were extracted based 

on the same underlying pattern: "hnmunohistochemical stains - include - Ber-EP4," 

"Immunohistochemical stains - include - PCNA," etc. The parser captures only one 

conjunction per FSA. 

Negation 

Negation is recognized in both sets of common states (see Figure 18) and is therefore 

part of each FSA. The first set of common states deals with negation that precedes a noun 

phrase. For example, from the sentence "... no evidence of apoptosis ..." the relation 

"NOT: evidence - of - apoptosis" is extracted. The second set of common states deals 

with negation that is part of a verb phrase. For example, from the sentence "Yet, E2F1 

does not accelerate tumor growth," the relation "NOT: E2F1 deficiency - accelerate -

tumor growth" is extracted. Verbs combined with negations, e.g., "wasn't," are also 
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recognized in the second set of common states. The parser does not deal separately with 

double negation. 

5.4. Evaluation 

5.4.1. Scalability 

When dealing with large text collections, it is important that a technique is scalable. 

Many approaches provide excellent results but cannot be used on a large scale. The 

EDGAR system (T.C. Rindflesch et al., 2000), for example, extracts genes, cells, and 

drug names from Medline abstracts. In 2000, it needed more than 8 seconds to process 

one abstract in the original implementation, and 2.25 seconds in the optimized 

implementation. The parser described here was tested on the p53 text collection extracted 

from Medline. As of August 2002, there were 23,265 abstracts in Medline that contained 

the keyword p53 in either the title or the abstract text. On a computer with a 1 GHz 

processor and 392 MB RAM, the parser processed 7 abstracts per second. The p53-

collection was processed in about one hour demonstrating the scalability of the approach. 

In addition to this informal evaluation, time complexity analysis indicates that the 

parser runs in linear time. Since any POS-tagger can replace the AZ Noun Phraser and 

because it was not accessible for optimizing changes, this component is excluded from 

the analysis. The parser itself is based on an FSA with a finite number of "k" nodes that 

stays constant. Each sentence submitted to the parser can contain "n" words. In the worst-

case scenario, the parser would restart from every word to try and find a fitting relation. 
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Then, for each of the n words, the maximum number of steps taken is the number of 

nodes in the FSA. Therefore, the time complexity of the parser is "k.n" or 0(N) since k is 

a constant. 

5.4.2. Noun Phrase Evaluation 

To test the adjustments made to improve the capturing of noun phrases, 50 abstracts 

were submitted to the AZ Noun Phraser and to the AZ Noun Phraser when augmented 

with the additional heuristics and lexical lookup (AZ Adjusted). For the 50 abstracts, a 

gold standard of phrases was manually created and used for two types of evaluations: 

exact match evaluation requires noun phrases to be complete; partial match evaluation 

requires the head noun phrase to be correct but an adjective may be missing. Table 14 

provides an overview of the improvements made by the additional rules and lexical 

lookup. The AZ Noun Phraser extracted 72% of the available noun phrases with 81% 

precision for the exact match evaluation. With the additional lookup and rules, precision 

increased by 6% (87%) and recall by 14% (86%). This difference is significant at the p < 

.01 level. When a partial match was sufficient for a noun phrase to be correct, precision 

increased from 91% to 94% and recall from 82% to 93%, which was also significant at 

the p < .01 level. 
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N = 646 Precision Recall 
% p % p 

Exact Match 
AZNP: 81 72 

AZNP Adjusted: 87 <.01 86 <.01 
Partial Match 

AZNP; 91 82 
AZNP Adjusted: 94 < .01 93 <.01 

Table 14: Precision and Recall for Noun Phrase Extraction 

Verbs and adverbs are recognized with lexical lookup and disambiguation rules. 

Closed class words, e.g., prepositions, are also recognized and tagged based on lexical 

lookup and disambiguation heuristics. The distance between all tagged elements is also 

retained. For example, for the sentence "Mutations that alter p53's ability to mediate these 

responses are expected to alter cell radiosensitivity to killing," the following noun 

phrases were extracted by the AZ Noun Phraser "Mutations," "ability," "responses," and 

"cell radiosensitivity." By applying the heuristics combined with lexical lookup, 

additional nouns, verbs, and prepositions could be recognized resulting in the following 

elements: Mutations, alter, p53's ability, to, mediate, responses, are, expect, to, alter, cell 

radiosensitivity, to, kill. For each element, its tag and the distance to the next element are 

stored. For example, "mediate" is tagged as a verb and "response" as a noun. Since the 

word "these" is ignored, the distance between "mediate" and "response" is two, the 

number of steps to the next word. For each verb, the infinitive is stored and for 

nominalizations, both the original word and the underlying verb are stored. 



142 

5.4.3. Finite State Automata Evaluation 

Three cancer researchers from the Arizona Cancer Center submitted 26 abstracts of 

interest to them. All 26 were parsed and 330 relations were extracted. Table 15 provides 

and overview. Each researcher evaluated the relations from his or her abstracts. A 

relation is considered correct if each component is correct, e.g., the noun phrases are 

complete, and if they represent the information correctly. Any incorrect component, e.g., 

an incomplete noun phrase, results in an incorrect relation. Additionally, even though all 

components can be correct, if the relation does not represent the information from the 

sentence correctly, if negation is missing, or if the verb infinitives are used 

inappropriately, the relation is scored as incorrect. Of the 330 extracted relations, 296 or 

90% were correct. Five relations were correctly negated, and one relation was considered 

incorrect because the negation was missing. 

Total Average 
per 

Abstract 
Abstracts: 26 
Sentences: 237 9 

Extracted Relations: 330 13 
Correct Relations: 296 (90%) 11 

Table 15: Overview of the Abstracts and Relations 

The researchers evaluated the relations without knowledge of the underlying FSAs 

and so this number does not evaluate if a relation was captured by the appropriate FSA. 

For example, if a relation was captured by the OF-FSA but should have been captured by 

the BY-FSA, the researchers considered the relation correct as long as it correctly 
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represented the information in the sentence. To better understand how each FSA 

contributed to the results, precision and recall was calculated per FSA and for the 

conjunctions. The evaluation is based on the evaluation of the researchers but with the 

additional condition that each relation needs to be completely extracted by the correct 

FSA to be considered correct. 

Precision of FSAs 

Precision was calculated by dividing the number of correctly and completely 

extracted relations by the total number of extracted relations. The "correctly extracted 

relations" are those relations considered correct by the researchers, as described above, 

but with the additional restriction that it needs to be completely extracted by the 

appropriate FSA. This is a more strict evaluation. The "total relations" were counted by 

doing a manual check of all sentences in the abstracts. When a sentence contains the 

required prepositions for a particular pattern and the distance between the elements was 

less or equal to the maximally allowed distance, the relation was counted as 'required.' 

When a relation contained a conjunction, it was only counted once, since conjunctions 

are evaluated separately in the next section. 

Precision = # correctly, completely extracted relations / # total extracted relations 

Table 16 provides an overview of the precision of the relations. There were 267 

relations extracted from the abstracts (excludes the conjunctional copies); 179 were 

extracted completely and correctly resulting in 89% precision. A closer look at all errors 

revealed that 9 errors (38%) were due to incorrect noun phrases in the relation, and 2 
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errors (8%) were due to an incorrect transformation of a nominalization to a verb 

infinitive. Precision was highest for the OF-FSA (92%) and lowest for the basic sentences 

(53%). 

FSA Total Total Precision 
Correct Extracted (%) 

BS-FSA 8 15 53 
OF-FSA 145 157 92 
BY-FSA 15 17 88 
IN-FSA 11 13 85 

All 179 202 89 

Table 16: Precision of the Relations 

Recall of FSAs 

Recall was calculated in a similar manner as precision: the number 

completely extracted relations divided by the total number of relations 

text: 

Recall = # correctly, completely extracted relations / # total relations 

Only those relations that could have been captured in the text with the current FSAs 

were considered. Table 17 shows an overview of the recall of relations per FSA. Overall, 

62% of the patterns were correctly and completely extracted. As with precision, 

conjunctional copies are not considered here. The highest recall was found for the OF-

FSA, 71% recall, and the BY-FSA, 63% recall. Recall was lowest for the IN-FSA (30%) 

where a relation was considered missing when the noun phrase introduced by 'in' was 

of correctly and 

available in the 
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missing. These relations were often extracted by another FSA and therefore considered 

incorrect here. 

FSA Total Total Recall 
Correct Relations (%) 

BS-FSA 8 23 35 
OF-FSA 145 203 71 
BY-FSA 15 24 63 
IN-FSA 11 37 30 

All 179 287 62 

Table 17: Recall of the Relations 

5.4.4. Conjunctions Evaluation 

To calculate precision and recall of conjunctions, each relation in the text where a 

conjunction was part of the FSA pattern was counted. Conjunctions where the elements 

needed recombination are not counted since they are explicitly avoided. A conjunction is 

considered to be completely and correctly extracted if each element is placed in the 

correct FSA relation. If any of the elements is incorrect, if the relation it is placed in is 

incorrect, or if any element is missing from the copied relation, e.g., a negation, it is 

consider incorrect resulting in lower precision. If any of its elements is missing, it is 

consider a missed conjunction resulting in lower recall. 

Table 18 and Table 19 provide an overview of the results. There were 30 valid 

conjunctions in the abstracts. Of these, 12 were correctly and completely extracted. A 

conjunction was either correctly extracted (100% precision) or it was ignored. This 
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results in a few selective relations being added to the result set without introducing any 

new errors. 

FSA Total Total Precision 
Correct Extracted (%) 

BS-FSA 1 1 100 
OF-FSA 10 10 100 
BY-FSA 0 0 -

IN-FSA 1 1 100 
All 12 12 100 

Table 18: Precision of the Conjunctions 

FSA Total Total Recall 
Correct Conjunctions (%) 

BS-FSA 1 1 100 
OF-FSA 10 22 45 
BY-FSA 0 1 0 
IN-FSA 1 6 16 

All 12 30 40 

Table 19: Recall of the Conjunctions 

5.4.5. Coverage of Finite State Automata 

To learn the coverage of the combined FSA patterns, the three prepositions in the 

abstracts were counted. All occurrences of 'by,' 'of,' and 'in' were counted with the 

following exceptions: "in addition," "in view," "in this report," "in order," and "in 

contrast" which appeared usually in the beginning of the sentence and are explicitly 

avoided by the parser because they result in irrelevant relations. In addition, "in" was not 

counted as a preposition when encountered as part of "in vivo" and "in vitro." 
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The results are summarized in Table 20. A preposition was considered captured when 

it was part of a correct relation. 77% of all 'of prepositions, 29% of all 'by' prepositions, 

and 14% of all 'in' prepositions were correctly captured by the FSAs. These numbers 

indicate that the OF-FSA is relatively complete for this type of biomedical text. The BY-

FSA and IN-FSA cover a smaller portion of the available structures. 

26 abstracts Prepositions 
of by in 

Total in Abstracts: 257 66 130 
Correctly Captured : 197 19 18 

Coverage 77% 29% 14% 

Table 20: Coverage of Prepositions and Conjunctions 

5.5. Discussion 

A shallow parser based on closed-class English words to efficiently capture relations 

between entities in biomedical text was designed, developed, and tested. The parser 

looked in particular for structures for basic sentences and around prepositions and 

conjunctions. The prepositions chosen were those that occurred most frequently in 

biomedical text. This approach might be extendible to other types of English text, since 

this order based on frequency is surprisingly comparable to that found in a general text 

like Mark Twain's "Tom Sawyer" (Manning & Schiitze, 2001b). 

Cascaded finite state automata modeled the relations resulting in time-efficient 

processing. Relations were not limited to certain words, e.g., proteins, or certain verbs, 

e.g., activate, and contained up to 5 elements; an agent, a theme, a connector which 
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represents the relation between agent and theme, a modifier for the connector, and a 

negation of the relation. Twenty-six abstracts of interest to three cancer researchers were 

used to test the parser. The researcher subsequently evaluated the relations extracted by 

the parser. On average, there were 11 correct relations extracted per abstract, 296 in total, 

with 90% precision. 

The precision (90%) achieved makes this parsing approach comparable to the best. 

Others report precision ranging from 60 to 96% (Friedman et al., 2001; Pustejovsky et al., 

2002; Thomas et al., 2000). Comparing recall with others is harder, since different types 

of relations are extracted and it is often hard to find exact numbers. In general, this parser 

extracts more relations per abstract because it is not limited to the relations for specific 

verbs or specific entities. GENIES, for example, extracted 27 relations between 

biological molecules, 19 of which were unique, from one full text article (Friedman et al., 

2001). Ng and Wong (Ng & Wong, 1999) found 16 unique protein-protein interactions 

in 26 Medline abstracts. Thomas et al. (Thomas et al., 2000) estimate that there exists one 

relevant relation in half of their 2,565 Medline abstracts and report a recall of 80% for 

their best sample. 

The coverage of the prepositions provides a guideline for future expansion efforts. 

Patterns should be added for 'by' and 'in,' before moving on to other prepositions. 

5.6. Conclusion 

This parser is a bottom-up knowledge encoding technique developed to extract 

structured relations between phrases from biomedical text. It will be used in the third case 
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study (next chapter). The shallow parser uses finite state automata to extract specific 

biomedical structures automatically firom text. It is helped by rules that depend on lexical 

lookup of terms and semantic types in a general medicine ontology. In comparison to 

other techniques, this parser is efficient and captures more relations with the same level 

of precision. Most others approaches used a top-down approach with a limited 

vocabulary to extract few relations of interest. In contrast, the parser uses generic patterns 

to capture many relations in a bottom-up fashion. 
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CHAPTER 6. ONTOLOGIES TO ENHANCE MEDICAL NATURAL 

LANGUAGE PROCESSING 

6.1. Introduction 

This third case study addresses the general research question by combining three top-

down knowledge sources with two bottom-up knowledge encoding techniques. It is 

investigated if the information extracted by the bottom-up techniques can be made more 

precise and relevant to the end users when integrated with knowledge contained in the 

top-down encoded knowledge sources. The three top-down sources are domain specific 

medical ontologies: the UMLS, GO, and HUGO. The two bottom-up technologies are the 

relation parser discussed in the previous chapter. Chapter 6, and an automatically created 

thesaurus, named Concept Space, created especially for the documents relevant to 

Genescene. The purpose of the two bottom-up technologies is to provide two tj^es of 

relations that are automatically extracted fi-om biomedical texts. The parser extracts 

precise and semantically rich relations from each document. Concept Space can provide 

the more general background knowledge necessary to understand the parser relations. 

A successful combination would become an especially significant contribution in the 

biomedical field because biomedicine is one of the fastest growing research fields. The 

number of biomedical scientists doubles every 11 years in the United States according to 

Perutz (Perutz, 1999). The sheer quantity of publications and data relevant to biomedical 

research that is generated as a consequence of the complete sequencing of the genome, 

the development of high throughput genetic screening schemes, and the analysis of gene 
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expression using microarray technology, has diminished the capacity of a single 

investigator to formulate relationships between genetic and biochemical pathways that 

are outside of his own research focus. For example, Bassett et al. (Bassett et al., 1999) 

describe that at Stanford University and Rosetta more than 30 million independent gene 

expression measurements have been made in a 2-year period. Medline contains more than 

12 million citations and every week approximately 2,000 are added. Such abundant 

information makes it hard to stay up-to-date on the latest findings and to compare new 

experimental data with previously existing data. Basset argues that standards to integrate 

data from these many experiments and software technology to access, store, mine, and 

retrieve the data and even combine it with published findings are required. Blagosklonny 

and Pardee (Blagosklonny & Pardee, 2002) go a step further and argue that new 

hypotheses can be formed and tested by reviewing existing publications. The authors 

propose the creation of a new branch of biology, "Conceptual Biology," with its own 

criteria to develop and test new hypotheses that are entirely based on existing, published 

data. 

A comprehensive knowledge base can help integrate the available published 

information and be an asset for biomedical research. Genescene will be such a knowledge 

base. It will incorporates published Medline abstracts and allow retrieval of information 

and text mining based on biomedical relations extracted from the content of abstracts. 

The relations based on individual abstract can be combined for a collection of abstracts. 

This is important since many genes and proteins interact at any given time in a cell. The 
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published findings, however, usually describe only the functions of a single protein and 

so discuss only a small portion of the ongoing activity in a cell. 

The goal of developing Genescene is to provide researchers with a more complete 

picture of cellular processes by integrating relations from different related abstracts. The 

relations extracted by Genescene will be presented in a comprehensive map. 

In the following, related research, the interest of the community in and the design and 

underlying technology of Genescene's text components are described. A user study and 

future directions follow this. 

6.2. Background 

There exist two approaches in biomedical research to acquire new knowledge 

regarding genes and their interaction with each other and the effect on our health. This 

knowledge is discovered with both top-down and bottom-up approaches. With a top-

down approach, researchers form hypotheses that lead to specific experiments. The 

hypotheses are rejected or accepted based on the results of well-defined and correctly 

performed experiments. The results are then published in relevant journals, adding to the 

total knowledge base and advancing the science, hi contrast, bottom-up approaches let 

the data speak and try to discover new, interesting patterns in existing data. The 

discovered patterns or associations are frequently used to form new hypotheses. Data 

mining techniques, such as clustering of microarray data, have become very popular for 

this purpose. 
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Both top-down and bottom-up methods are commonly used with numeric data. 

However, they can also be applied to text, hi the following, existing natural language 

processing techniques useful for this purpose and top-down and bottom-up knowledge 

generation techniques that focus on text and can be combined are described. 

6.2.1. Top-Down Knowledge Creation: Ontologies 

Ontologies are an essential element of knowledge representation. They describe and 

formalize the terminology and knowledge common to a domain. In medicine, ontologies 

are frequently used to facilitate communication. Three ontologies are integrated in 

Genescene: the Gene Ontology (GO), the Human Genome Nomenclature (HUGO), and 

the Unified Medical Language System (UMLS). 

GO contains information on genes and their products and is designed for use by both 

people and computers and is developed and maintained by the Gene Ontology 

Consortium. They aim to provide a controlled vocabulary for biomedical research useful 

for all eukaryotes (Ashbumer et al., 2000; Gene Ontology Consortium, 2001). The 

UMLS is a general medicine ontology. In Genescene its Semantic Net is used to evaluate 

terms and relations for interestingness. 

HUGO, developed by the Human Genome Nomenclature (Wain et al., 2002) and 

available from www.gene.ucLac.uk/nomenclature, is a very small knowledge source. It 

contains more than fifteen thousand approved human gene names and symbols. Its 

purpose is to facilitate communication and electronic information retrieval about human 

genes. In addition to current, approved names, it also provides the symbol by which a 

http://www.gene.ucLac.uk/nomenclature
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gene has been previously known in the literature or in databases. Although it is arguably 

an ontology, a very liberal definition of ontology can justify its labeling here as such 

since it provides a historical view of the genes names in the community of researchers. 

6.2.2. Bottom-Up Knowledge Creation 

Several more or less automated techniques exist that extract knowledge from large 

collections of texts in a bottom-up fashion. Gene-specific approaches focus on relations 

between genes or proteins. Usually the assumption is made that two genes mentioned in 

one abstract are related. Shatkay et al. (Shatkay et al., 2002; Shatkay et al., 2000) 

manually select kernel documents to represent genes. For each such document, similar 

documents are retrieved from Medline and a vector representation is calculated. Since 

each kernel represents a gene, kernels with related vectors represent related genes. The 

top keywords from each kernel represent the function of the genes. The authors found 

that 3.27 of the 5 top keywords were associated with the correct function. Jenssen et al. 

(Jenssen et al., 2001) collected a set of almost fourteen thousand gene names from 

publicly available databases. These names were used to search Medline for abstracts 

containing the genes. Two genes were linked if they appeared in the same abstract; they 

received a higher weight if the pair appeared in multiple abstracts. For the pairs with high 

weights, 5 or more occurrences of the pair, the authors found that 71% of the gene pairs 

were indeed related. 
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6.3. Genescene System Development 

6.3.1. Interest from the Community 

In November 2001, a short questionnaire was developed and distributed to 

researchers in biomedicine to gauge the importance of and time spent on finding and 

understanding literature and to get feedback on the potential use of Genescene. The 

questionnaire contained three sets of questions covering information about the 

respondents' background, the time they spend reading literature relevant to their work, 

and their opinion of Genescene. A screenshot of a potential Genescene interface, see 

Figure 24, was provided to facilitate the description. Responders could evaluate features 

as either being 'extremely useful,' 'useful,' 'not at all useful,' or 'not applicable.' 

Appendix A contains the complete questionnaire. It was developed as an electronic form 

in MSWord with drop down boxes to select the answer. Researchers were emailed this 

questionnaire and they could email the completed questionnaire back. 
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Figure 24: Initial development has started on GeneScene 

Twenty-four researchers filled out and returned the questionnaire, see Table 21. 

Although this is a relatively small sample, the answers can provide a fair indication of 

existing trends in this community. Most of the respondents had a Ph.D. (73%) and 

specified their main research area as biochemistry, cell biology, genetics, and molecular 

biology. 
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Occupation description * % 
Research 81 
Teaching 31 
Information Specialist/Librarian 15 
Student 12 

Education (current or highest level) 
Master's 15 
Ph.D. 73 
Currently graduate student 8 

Research Specialty * 
Biochemistry 50 
Cell Biology 54 
Genetics 54 
Information Science 23 
Microbiology 12 
Molecular Biology 69 
Oncology 19 
Pharmaceutics / pharmaceutical technology 8 
Other 12 

Table 21; Questionnaire's responders (* multiple answers could be checked) 

Twenty-four percent said to spend over 50% of their time finding, reading, and 

analyzing existing literature; almost 70% spends between 10 and 50% of their time on 

literature review. Only 8% spends less than 10%) of their time on the literature. Assuming 

an 8-hour workday, one hour per day spent on literature would be 12% of their time. 

Hence it is clear that most researchers spend one hour or more per day searching and 

reading literature. Additionally, literature review is important at all stages of research: 

92% reviews literature to find information on new topics, 96% to stay up-to-date, and 

85% to compare their own findings with the published literature. For details, see Table 

22. 
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Reason for reviewing literature * % 
To find information on a new topic 92 
To find information on a known topic 96 
To find new hypothesis 58 
To compare published work with own findings 85 

Percentage of time spent on literature: 
Less than 10% 8 
Between 10 and 20% 25 
Between 20 and 30% 25 
Between 30 and 40% 17 
Between 40 and 50% 4 
Between 50 and 60% 8 
Between 60 and 70% 0 
Between 70 and 80% 8 
Between 80 and 90% 4 

Table 22: Time and Reasons for Reading Literature (* multiple answers could be checked) 

Although most respondents read printed journals (83%), none rely solely on this 

information, histead they access multiple online information sources. All read online 

journals, and many do general web searches or search medical web sites. 

PubMed/Medline was mentioned by 83% of the respondents in addition to several other 

online sources. For an overview of web sites mentioned, please see Table 23. 

Source URL 
BioMedNet http://www.bmn.com/ 
Colibri http://genolist.pasteur.fr/Colibri/ 
ISI Current Contents http://www.isinet.com/isi/products/cc/index.html 
ISI Science Citation Index http://www.isinet.com/isi/products/citation/scie/index.html 
ISI Web of Science http://www.isinet.com/isi/products/citation/wos/ 
LocusLink http://www.ncbi,nlm.nih.gov/LocusLink/ 
NCBI http://www.ncbi.nlm.nih.gov/ 
NIH http://www.nih.gov/ 
Proteome http://www.proteome.com/ 
Pubmed / MedLine http://www.ncbi.nlm.nih.gov/entrez/query.fcgi 
saccDB http://genome-www.stanford.edu/Saccharomyces/ 
SciFinder http://www.cas.org/SCIFINDER/SCHOLAR/index.html 
Swissprot http://www.ebi.ac.uk/swissprot/ 

Table 23: Online data sources used by biomedical researchers 
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Most respondents considered the Genescene features described in the questionnaire 

very useful, see Table 24. Especially the third feature, the ability to see contradictions in 

the literature, is well liked by all the respondents; everyone who answered the question 

evaluated it extremely useful (62%) or useful (35%). 

Features Extremely Useful Not Not Not 
useful useful applicable answered 

Options for finding and evaluating relevant literature (% answers) 
1. The ability to limit results to a particular organism 50 46 4 - -

2. The ability to see the frequency of certain findings 42 50 4 - 4 
3. The ability to see contradictory information 62 35 - - 4 
4. The ability to map other external data onto a map, 38 50 4 - 8 

e.g. microarray data 
Personalization and communication options: 
5. The ability to add notes, make changes to the 38 50 4 4 4 
knowledge map 
6. The ability to save and recall maps 58 38 - - 4 
7. The ability to share maps with someone else 46 38 8 4 4 

Table 24: Features Evaluated for Usefulness for Literature Searches 

6.3.2. Genescene Overview 

Figure 25 provides an overview of the Genescene architecture. Medline abstracts are 

preprocessed with an XML parser and stored in the database. The XML parser can parse 

all abstracts available, or extract only abstracts that contain certain keywords. The 

abstracts are stored in the database together with the meta-information provided by 

Medline (author names, journal names, page numbers. Mesh terms, and chemical names). 

The linguistic relation parser, described in the previous chapter, extracts precise and 

semantically rich relations from each abstract. The relation can contain five elements: an 

agent, negation, modifier, connector, and theme. The connector is the link between the 

agent, the acting instance, and the theme, the receiving instance. Usually this connector is 
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a verb. The connector can be modified by a negation or by a modifier. Concept space, a 

co-occurrence based technique, is used to extract relations between pairs of terms from 

the entire collection. These relations contain two elements: an agent and a theme. Three 

external knowledge sources are used to tag the agents and themes of the relations 

integrated in Genescene: the Gene Ontology, the HUGO nomenclature, and the UMLS. 

Medline 
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Titles & Abstracts 
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Figure 25: Overview of Genescene's Architecture 
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6.3.3. Relation Parser 

a. Extracting Relation Information 

To extract and structure information from text, the relation parser, described in the 

previous chapter, is used. Finite state automata (FSA) are used to model acceptable 

patterns for relations. The FSA are based on the word tags, which can be parts of speech, 

negations, or more specific tags for the different prepositions. The different types of 

relations have increasing complexity. Elementary relations are based on short sentences 

that contain minimally two noun phrases, nouns, or nominalizations and a verb. Adverbs 

and negation are captured when present. Similarly elementary relations are based on 

prepositions. Three prepositions, 'by,' 'of,' and 'in,' were chosen because they appeared 

most often in a random sample of representative abstracts. Although 'with' occurred 

more often than 'by,' the last was preferred because it is often combined with 'of,' 

resulting in very interesting relations. 'To' was often an infinitive marker instead of a 

preposition. 

Elementary relations and simple sentences are combined when possible. For example, 

from the sentence "Proliferation and apoptosis were assessed in a panel of NSCLC cell 

lines that ..." a short sentence structure is combined with the preposition 'in.' Two 

relations are extracted by the parser: 

Agent = apoptosis 
Connector = assess in 
Theme = panel 



162 

Agent = panel 
Connector = of 
Theme = NSCLC cell lines 

The parser also recognizes the following conjunctions: 'and,' 'or,' and 'and/or,' as 

described in the previous chapter. When a relation has a valid conjunction contained in it, 

the conjunctional components serve in additional copies of the relation. For example, 

from the sentence "Immunohistochemical stains included Ber-EP4 , PCNA , Ki-67 , Bcl-

2 , p53 , SM-Actin, CD31 , factor Xllla , KP-1 , and CD34" ten relations are extracted. 

The first relation is; 

Agent = hnmunohistochemical stains 
Connector = include 
Theme = Ber-EP4 

The following nine relations are copies of the first, but the theme is replaced with the 

terms captured by the conjunction module. For example, the second relation is: 

Agent = Immunohistochemical stains 
Connector = include 
Theme = PCNA 

b. Biomedicine Specific Structures 

In biomedical language, the combination of a nominalization followed by 'of and a 

noun is frequently seen, for example, "The activation of p53." Originally, each 

nominalization was transformed to a canonical verb representation. This would ensure 

that active and passive relations would overlap more often. However, from the pilot 
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studies, it was learned that this is not always correct. For example, in the sentence 

"Proliferation and apoptosis were assessed in a panel of NSCLC cell lines that vary in the 

expression of the growth-regulating proteins p53. pRb, and K-Ras ..." the following 

relation was originally formed: 

Agent = null 
Connector = express 
Theme = growth-regulating proteins p53 

However, researchers commented on this representation as follows: "The cell lines 

vary in the expression of the proteins, so we [the cancer researchers] are still unsure as to 

whether they are expressed or not." In these cases, it is more appropriate to use 

"expression" instead of the verb infinitive and to extract the relations as follows: 

Agent = Expression 
Connector = of 
Theme = growth-regulating proteins p53 

The nominalization represents an idea, measurement, or hypothesis. In contrast, a 

relation with a verb infinitive indicates measured facts. The parser, therefore, makes the 

distinction between these two types of relations by evaluating every verb in the sentence. 

Relations in sentences with verbs such as "suggest," "evaluate," hypothesize," 

"speculate," are not transformed into the verb infinitive representation. Thirty-two verbs 

were used to indicate this difference. The parser defaults to the verb infinitive unless the 

sentence contains one of the specified 32 verbs. 
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6.3.4. Co-occurrence Network 

Concept Space provides a network of semantically related phrases and is 

automatically created for large collections of text. Each relation contains two elements, 

an agent and a theme, and receives a weight to indicate its importance. There are four 

specific steps involved in creating Concept Space. Each step is briefly described below; 

additional details can be found in (Chen & Ng, 1995). The first step is document analysis, 

which separates free text (abstract and title areas) from fields that contain the names of 

authors, publication information, and keywords. This step is extremely simple for 

Genescene since it contains abstracts from Medline and it can provide this information 

Preformatted by selecting only the necessary fields from the database. During the second 

step, phrase extraction, the abstracts are further processed to extract phrases. The Arizona 

Noun Phraser is used to extract the phrases from the text (Tolle & Chen, 2000) because it 

performed well in earlier research with Concept Space. The version used for Genescene 

was also adjusted to split up prepositional phrases. During the third step, phrase analysis, 

the phrases are further sorted, and "like" phrases are combined so that each phrase is 

represented as a concept that appears only once in the final set. After the collection of 

phrases is generated, phrase and document frequencies for each phrase in a particular 

document are computed. The phrase frequency is the number of occurrences of a phrase 

in a document. The document frequency of a phrase is the number of documents in the 

collection in which the phrase occurs. Phrases are weighted based on a combination of 

these frequencies. During co-occurrence analysis, the last step, the concept network is 
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generated. The co-occurrence analysis is based on the asjonmetric cluster function 

developed by Chen and Lynch (Chen & Lynch, 1992). 

6.3.5. Knowledge Source Integration 

All abstracts, text and meta-information are stored in the Genescene database. The 

parser and concept space relations extracted from this collection are stored and provide 

Genescene with its bottom-up extracted knowledge. Each parser relation receives a basic 

weight to indicate its quality. The parser relations' initial weights are based on the 

number of elements in the relations. More elements indicate more precise and thus better 

relations. For example, the relation 

Agent = inducible HspVO 
Connector = inhibit 
Theme = kinase activities 

is more precise than the relation 

Agent = inducible HspVO 
Connector = inhibit 
Theme = null 

Concept space weights are calculated as described above. Both parser and concept 

space relation weights were normalized. 

Three external sources provide Genescene's top-down knowledge by tagging terms in 

Genescene. To tag terms with HUGO identification numbers, an exact match comparison 

was performed for each Genescene term with approved symbols, approved gene names, 

previous symbols, and previous gene names in the HUGO database. If a match is found, 

the HUGO identification number is stored. To tag terms with GO annotations, an exact 

match comparison was performed with the terms, term synonyms, and gene products in 
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the GO database. To tag terms with UMLS codes, terms were compared with the UMLS 

Metathesaurus. Terms found in this thesaurus have a concept identification number and 

each concept has at least one semantic type in the UMLS Semantic Net. These semantic 

types are used to tag the Genescene terms. The number of tags per term from any of the 

ontologies are not limited because these top-down knowledge sources are currently used 

by Genescene to evaluate the quality and interestingness of the bottom-up relations. For 

example, a relation containing a term found in the HUGO nomenclature will probably be 

more interesting than a relation with terms that are not found in any ontology. Terms 

found in GO or HUGO may be more relevant than terms found in the UMLS, since the 

UMLS is a more general ontology. 

6.4. User Study: An Experiment on P53 

6.4.1. Overview 

Two cancer researchers from the Arizona Cancer Center interested in the p53 gene 

performed Genescene's evaluation. Since they are interested in and knowledgeable about 

p53, a first collection of Medline abstracts discussing p53 was extracted for Genescene. 

As of July 2002, there were 23,265 Medline citations with "p53" in the title or abstract. 

All text and the meta-information available for these abstracts are stored in the 

Genescene database. Table 25 provides an overview. 
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Content Overview Total 
Abstracts 23,265 

Authors 61,614 
Publication Types 32 

Mesh Terms 6,816 
Chemicals 5,596 

Journals 1,485 

Table 25: Overview of Genescene's P53 Content 

All abstracts were submitted to the relation parser and concept space. There were 

270,000 parser relations and more than 3 million concept space relations. The parser 

extracted fewer relations, but they were more diverse and included almost 50,000 

different agents and more than 87,000 different themes. Concept space relations had 

23,482 different agents and themes. Table 26 provides an overview. 

Relation Overview Total 

Parser Relations: 270,008 

Concept Space Relations: 3,126,208 

Parser Kelalioii Components: 

Agents: 49,963 

Modifiers: 3,360 

Connectors: 1,559 

Themes: 87,566 

CS Relation Components: 

Agents: 23,482 

Themes: 23,482 

Table 26: Overview of Genescene's P53 Relations 
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142,000 terms were extracted from the abstracts and used in the relations. All terms 

were mapped to the ontologies, Table 27 provides an overview. Almost 60% of the terms 

could be tagged. The UMLS provided most tags. There was only a small overlap in tags 

provided by different ontologies. For example, 1,577 terms received a GO tag. Of these, 

284 received a HUGO tag, 686 received a UMLS tag, and 277 received both. 

Source of Tags Totals 

UMLS HUGO GO 

Term tag in: V V V 277 

Term tag in; V V - 177 

Term tag in: V - V 686 

Term tag in: - V 284 

Term tag in: - - 79,929 

Term tag in: - V - 129 

Term tag in: - - V 330 

Terms with tag: 81,069 867 1,577 81,812 

Percentage of total: 57 0.6 1 

Terms without tag: 60,248 

Total Terms: 142,060 

Table 27: Overview of Genescene P53 Ontology Integration 

To evaluate the terms and relations in Genescene, the two researchers submitted eight 

abstracts they found interesting for their research. They evaluated all Genescene terms 

and relations for their own abstracts. 
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6.4.2. Term Evaluation 

a. Precision and Recall of Terms 

For each abstract, the abstract text itself, all terms, and all relations were presented to 

the researchers alphabetically without any tag information. The researchers were asked to 

evaluate all terms for precision and relevance, and to indicate which terms, important in 

representing the content of the abstract, were missing. This was used to calculated 

precision, recall, and relevance. Precision is the number of correctly extracted terms 

divided by the total number of extracted terms. Recall is the number of correctly 

extracted terms divided by the total number of required terms. The relevance of terms and 

relations is evaluated using a scale with three values: 0, 1, and 2. A score of 0 means that 

the term is irrelevant, a score of 1 means the term is relevant, and a score of 2 means the 

term is extremely relevant. 

Table 28 provides an overview of the results. There were 259 terms conceptually 

important for these abstracts. The precision of the terms extracted by the parser is 95%. 

The precision for Concept Space terms is 94%. Recall is comparable for both techniques. 

The parser extracted 48% of the relevant terms and Concept Space extracted 51% of the 

relevant terms. However, the parser and Concept Space retrieved largely complementary 

terms and their combined recall is 89%. Pair-wise t-tests showed that the combined recall 

was significantly higher than both the parser and Concept Space's individual recall (p < 

.01). 
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These results show that both techniques extract complementary terms with high 

precision. By combining the extraction techniques, recall of terms almost doubles without 

affecting precision. 

N = 259 Precision Recall 

Parser: 95 % 4 8 %  

Concept Space: 9 4 %  51 % 

Combined; 93 % 8 9 %  

t-tests 

Parser vs. Combined: 

Concept Space vs. Combined: 

p < . 0 1  

p < . 0 1  

Table 28: Precision and Recall of Terms 

b. Relevance of Terms 

Table 29 provides an overview of the relevance of extracted terms. Only correct terms 

are included in this evaluation. The average relevance of the terms is 1 (relevant) for both 

parser and Concept Space terms. Overall, there were 17% non-relevant terms, 43% 

relevant terms, and 40% very relevant terms. The parser retrieved 5% more highly 

relevant terms than Concept Space, but also 7% more non-relevant terms than Concept 

Space. 

N = 259 Relevance Score 
Avg. Score 0 Score 1 Score 2 

Parser: 1.0 21 % 3 8 %  42 % 

Concept Space: 1.0 13 % 4 9 %  38 % 

All: 1.0 1 7 %  43 % 4 0 %  

Table 29: Relevance of Correct Terms 
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To discover how tags can help distinguish between non-relevant and relevant terms, 

relevance scores of terms with different tags were compared. Table 30 provides an 

overview. Twenty-seven terms received a GO tag and seven terms received a HUGO tag. 

96% of the terms with a GO tag and 86% of the terms with a HUGO tag were considered 

relevant; 81% of the terms with UMLS tags were considered relevant. Terms without any 

tags had the lowest percentage of relevant terms: 76%. Of the three ontologies, GO had 

the highest number (44%) very relevant terms (score 2). 14% of the HUGO tagged terms, 

19% of the UMLS-tagged terms, and 25% of terms without tags were considered non-

relevant. 

In general, terms with an ontology tag receive higher relevance scores, especially 

terms found in GO. Terms with less specific tags from, respectively, HUGO, the UMLS, 

or without tags, are less relevant. 

N = 231 Relevance Scores 

Score 0 Score 1 Score 2 

Tag Source 

GO: 4% 5 2 %  4 4 %  

HUGO; 1 4 %  5 7 %  2 9 %  

UMLS: 1 9 %  4 2 %  3 9 %  

No Tag 2 5 %  3 8 %  38 % 

Table 30: Relevance of Correct Terms Based on Tag Origin 
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6.4.3. Relation Evaluation 

a. Precision and Recall of Relations 

Parser and Concept Space relations were evaluated separately. Parser relations were 

compared with each abstract and needed to represent the content of the abstract. Parser 

precision is the number of correctly extracted relations relative to the total number of 

extracted relations. A relation is considered incorrect if any of its elements are incomplete 

or incorrect, e.g., an incorrect noun phrase results in an incorrect relation. Relations were 

also incorrect if they misrepresented the content of the abstract. 

Concept Space relations represent the context or background information for 

individual abstracts. Therefore, the relations needed to be valid for the entire p53 

collection, not only for an individual abstract. Concept Space precision is the number of 

correctly extracted relations for the domain of p53. Two evaluations were performed for 

the Concept Space relations: one for the entire set (CS) and one for the relations that 

contained terms with a HUGO or GO tag (CS subset). Because of the reported difficulty 

by the researcher of presenting all possible relevant relations, no recall data is recorded. 

Table 31 shows an overview of the relation evaluation. Parser relations were 95% 

precise. Concept Space relations were 60% precise and the Concept Space subset 

relations were 78% precise. T-tests indicated that the difference between all three sets 

was significant at the p< .001 level. 
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Most evaluations report precision of relations ranging from 60 to 96% (Friedman et 

al., 2001; Pustejovsky et al., 2002; Thomas et al., 2000). The parser achieves precision 

comparable with the best. Concept Space precision is somewhat lower, but on the high 

end when it is augmented with ontological knowledge. 

Total Total Precision 

Relations Correct 

Parser: 93 88 9 5 %  

Concept Space; 456 275 6 0 %  

Concept Space (HUGO/GO); 117 91 7 8 %  

t-tests 

Parser vs. CS: p < .001 

Parser vs. CS subset: p < .001 

CS vs. CS subset p < .001 

Table 31: Precision of Relations (CS = Concept Space) 

b. Relevance of Relations 

Table 32 provides an overview of the relevance of the relations. The average 

relevance score for parser relations was 1.34. For Concept Space it was 1.12, and 1.13 for 

the Concept Space subset. The difference between the parser relevance and that of the 

Concept Spaces was significant at the p < .01 level. More than 80% of the correctly 

extracted parser relations were considered relevant, and more than half (52%) of these 

were considered very relevant. The results are comparable for both Concept Space 
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evaluations: 86% (complete set) and 88% (subset) of the correctly extracted relations are 

relevant, and 25% very much so. 

Relevance 

Avg. Score 0 Score 1 Score 2 

Parser: 1.34 1 8 %  3 0 %  5 2 %  

Concept Space: 1.12 1 4 %  61 % 25 % 

Concept Space (HUGO/GO): 1.13 1 2 %  6 3 %  25 % 

t-tests 

Parser vs. CS p < . 0 1  

Parser vs. CS subset p < . 0 1  

Table 32: Relevance of Relations 

6.5. Additional Collections 

Two additional collections of abstracts were processed. The first collection contains 

abstracts relevant to API. All abstracts available in Medline as of July 2002, with any of 

the following keywords apl, ap-1, fos, jun, ERK, JNK, were extracted from Medline. The 

second collection contained all abstracts discussing yeast (keyword 'yeast') in Medline as 

as of July 2002. Table 33 contains an overview of both collections. There were more than 

30,000 API-related abstracts and more than 56,000 yeast-related abstracts. Both 

collections contain fewer publication types than the P53 collection, 9 and 16 respectively. 
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Content Overview API Total Yeast Total 

Abstracts: 30,820 56,246 

Authors: 75,411 104,425 

Publication Types: 9 16 

Mesh Terms: 8,841 10,449 

Chemicals: 5,790 17,328 

Journals: 1,562 1,975 

Table 33: Overview of Genescene's Additional Content 

Table 34 contains an overview of the parser and Concept Space relations for the API 

and Yeast collections. The number of relations and their components was larger for API 

than for P53 and the largest for the Yeast collection as can be expected based on the 

number of abstract each collection contains. 

Relation Overview API Total Yeast Total 

Parser Relations: 387,666 560,165 

Concept Space Relations: 6,526,454 7,736,647 

Parser Relation Components: 

Agents: 70,852 118,602 

Modifiers: 7,372 6,685 

Cormectors: 1,715 2,295 

Themes: 136,703 219,121 

CS Relation Components: 

Agents: 32,699 49,671 

Themes: 32,699 49,671 

Table 34: Overview of Genescene's Additional Relations (API, Yeast) 



176 

Table 35 and Table 36 describe the integration of the three ontologies in each 

collection. The two results are comparable to the P53 collection. More than 50% of the 

terms receive a UMLS tag, and only a very small number receive a tag from either 

HUGO or GO. 

Source of Tags Totals 

UMLS HUGO GO 

Term tag in: V V V 333 

Term tag in: V V - 252 

Term tag in: V - v 1067 

Term tag in: - v 439 

Term tag in: V - - 98,846 

Term tag in: - V - 743 

Term tag in: - - V 225 

Terms with tag: 100,498 1,767 2,064 101,905 

Percentage of total: 54 0.9 1.1 

Terms without tag: 86,123 

Total Terms: 185,128 

Table 35; Overview of Genescene API Ontology Integration 
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Source of Tags Totals 

UMLS HUGO GO 

Term tag in; V V V 381 

Term tag in: V V - 320 

Term tag in: v - V 1820 

Term tag in: - V V 849 

Term tag in: V - - 156,050 

Term tag in: - - 2,898 

Term tag in: - - V 435 

Terms with tag: 158,571 4,448 3,485 162,753 

Percentage of total: 51 1.4 1.1 

Terms without tag: 150,213 

Total Terms: 312,966 

Table 36: Overview of Genescene Yeast Ontology Integration 

6.6. Interface Development 

As of January 2003, an online demonstration version is available at 

httD://ai.bpa.arizona.edu/go/genescene. Users can type one keyword and select the type 

of relations they would like to see (parser or Concept Space) and also if they require an 

exact or partial match of their term. All three collections are available for searching. A 

list of relations for the user keywords is shown. Each relation can contain up to 5 

elements as explained in chapter 6 (i.e., negation, agent, modifier, connector, theme). In 

addition, the number of abstracts containing a particular relation is also shown (hits). 

Clicking on a single relation brings up a list of all the abstracts that contain the 

relation. The user can click on each abstract title to retrieve the actual abstract with all 

associated meta-information, e.g., journal and page numbers, from the database. 
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finger-dependent manner. TIILIS. we investigated whether MDM2 is degraded through a ubiquitin-dependent proteasome 
pathway in ttie aPsence.of p53. When HL-60 cells. p53 null, were treated wifri etoposide, MDM2 was markedly decreased 
prlor to caspase-3-dependent retinotilastoma tumor suppressor protein (pRb) and poly (ADP- ribose) pol^eraseXPARP) 
cleavages. Moreover, down-regulation of MEM2 level was not coupled with its mRNA down-regulation. Howe'^r.the level of 
MOMS was partiallv restoretJ by pfoteasomeilnhibitors such asLLnLand lactacystin, even in the presence of etoposide. Our 
results suggest that, in tfie p53 null status, MDW2 protein level is decreased by proteasome-medlated.proteolysis prlorto 
caspase-3-dependentPARP and pRb cleavages. 
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Figure 26: Genescene Interface 

6.7. Discussion 

In Genescene, a linguistic parser and a co-occurrence based semantic net. Concept 

Space, were used to extract relations from Medline abstracts. All Medline abstracts 

containing p53 in the title or abstract were imported into Genescene together with all the 

terms and the relations extracted by both the parser and Concept Space. 

More than half of the terms received a tag from any of the three ontologies, but the 

UMLS provided the most tags. Terms with more specific tags, e.g., from GO versus the 
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UMLS, were also found to be more relevant. In addition to indicating relevance, the 

expectation is that tagging terms with GO and HUGO Nomenclature tags would help 

increase the relevance of relations. This was not the case. Concept Space and the Concept 

Space subset showed almost identical average relevance scores. The Concept Space 

subset contained fewer non-relevant relations, but also fewer very relevant relations. The 

parser relations were considered more relevant. This is probably due to the semantic 

richness of these relations. They not only indicate that two terms are related, but also 

describe the type of the relation, frequently with modifiers and negation. 

The parser extracted terms and relations with precision comparable to the best, 

published results. Both the individual terms and relations extracted by the parser were 

precise and relevant. The relations extracted by Concept Space were less precise, 

however, the precision improved when selecting those relations that contain terms tagged 

with HUGO or GO tags, haterestingly, some Concept Space relations were correct for a 

particular abstract, but not for the complete p53 domain. For example, the relation 

between the two terms "amino-terminal domain" and "narrow region" was particularly 

relevant for the abstract, but did not represent the domain knowledge well. It was 

evaluated incorrectly for the domain. 

Comments from the researchers who evaluated the data indicate that combining the 

two types of relations will be useful. The parser relations are very precise and focused. 

The Concept Space relations show relations valid for the p53 domain that represent 

background knowledge suitable to enrich the parser relations. 
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6.8. Future Directions 

In the future, the information may be visualized in two manners. First the relations of 

one abstract can be shown. For example. Figure 27 shows the relations for one abstract 

where parser relations are combined with Concept Space relations. 

Legend 
rel 

CConcept Space relatioiQ 

cC" electrophoretic mobility shift assav~~"^> 

CTtmnor suppressor proteinp53^I3; 
DNA binding 

'^-jas.teoiiiu eoma U20: 

amino acids 

inhibit 

inhibit 
inhibit 

-cCEiQlogical fijnction^]!> Cell gtow 

Cljetinoblastoma proteins^ 
<r«topic expressioln^ 

simian virus ^ 

"CZeell cycles 

Figure 27: Example Map for One Abstract 

In addition, a map that displays relations for a collection of abstracts will be 

presented. However, a canonical representation of all terms is needed to better integrate 

the relations. The terms (agents and themes) in the database are currently the original 

strings as they were found in the text. Preferred terms should be added to the database. 

One example will be using the singular for plurals. For sjmonyms, one term will serve as 



181 

the preferred term. For terms containing a gene symbol and a function word such as 

'gene' this function word can be dropped. Researchers will be able to manipulate the 

maps by selectively limiting or favoring relations based on publication year, term tags, 

frequency of occurrence, or origin. 

In the near future, efforts should be made to facilitate the adoption of Genescene by 

researchers in the field. Many studies that investigate information technology adoption 

can provide useful directions. These studies are mostly based on the Theory of Planned 

Behavior (TPB) by Ajzen (Ajzen, 1991) or the Technology Acceptance Model (TAM) by 

Davis (Davis, 1989). According to the TPB, intentions to behave in a certain way can be 

predicted with accuracy from attitudes towards the behavior, subjective norms, and 

perceived behavioral control. According to the TAM, system usage can be predicted 

based on the usefulness and ease of use with attitude and intention as mediating variables. 

In a comparative study, both models were able to predict the same behavior (Rawstome 

et al., 2000) with comparable accuracy. 

In a study based on the TPB, Hu et al. (Hu et al., 1999) evaluated the acceptance of 

telemedicine by physicians. They concluded that the physicians' attitudes towards the 

new technology were an important factor in the acceptance process. Peer-to-peer 

communication of the value and utility of a system can facilitate the building of a positive 

attitude towards the system according to the authors. For Genescene, the cancer 

researchers involved in the Genescene project may accomplish this. The authors also 

discuss the need for a critical mass of users. This may be achieved by announcing 

Genescene in the relevant professional societies. In a later study, Hu et al. found that the 
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perceived risk of using the technology is also an important factor in the adoption process 

(Hu et al., 2000). For Genescene, this risk may be misrepresentation or under 

representation of available information. Testing and publication of the excellent results 

and a clear explanation of the coverage of the relations may help avoid potential adoption 

problems. Lederer et al. (Lederer et al., 1998) based their research on the TAM and found 

that it may help predict the usage of web sites. Their users were generally highly 

educated with 70% holding at least a four-year degree. The authors found that the usage 

of a web site depended on its information content and its ease of use. Since Genescene 

will be accessible online and the intended users are also highly educated, this study 

indicates that the usability of the Genescene web site will play an important role in its 

acceptance. Finally, Xia and Lee (Xia & Lee, 2000) found that persuasion and training 

are important additional factors in the acceptance of information technology. Persuasion 

quality affected the user's perceptions, attitudes, and intentions to use new information 

technology. Training influenced the perceptions on ease of use and compatibility. The 

authors suggest using both persuasion and training with new technology and so 

increasing the likelihood of acceptance. 

6.9. Conclusion 

This third case study, Genescene, integrated top-down and bottom-up knowledge 

sources. The top-down knowledge sources are the three ontologies. In this case study, 

they were not directly accessible to end-users but were used to enhance the bottom-up 

knowledge encoding technologies. The linguistic parser relies on the LTMLS for lexical 
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lookup of terms and types to increase its precision. Researchers evaluated all terms and 

relations for precision and relevance. Terms found in more specific ontologies were 

considered more relevant. The precision of the Concept Space relations, the background 

relations, could be increased with almost 20% by including only those relations that had 

at least one terms that was part of the biomedicine-specific ontologies (GO and HUGO). 

It can be concluded that this third case study was a very successful integration of top-

down and bottom-up encoded knowledge. Although the integration is still fairly shallow, 

the benefits are clear. These results warrant further development and deeper integration 

of the knowledge sources in Genescene. 
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CHAPTER 7. CONCLUSIONS, CONTRIBUTIONS, AND FUTURE 

DIRECTIONS 

7.1. Conclusions 

The general theme of this dissertation was the discovery of potentially useful 

combinations of top-down, interactive, and bottom-up knowledge encoding approaches. 

The rationale was that each type of knowledge encoding has different but complementary 

advantages and disadvantages. Top-down knowledge encoding, such as expert systems 

and ontologies, is usually relevant to the intended users but is difficult and time 

consuming to create. Interactively knowledge encoding, such as relevance feedback, is 

less-time consuming but less extensive and often tuned for a single user. Bottom-up 

knowledge encoding, such as association rules, can effectively deal with large sets of 

data, information, and text. However, the outcome is not always precise or relevant. 

Often, the relevant knowledge is hidden in a vast set of uninteresting discovered 

knowledge. Three case studies were used to evaluate different hybrid approaches 

potentially helpful for text mining. Each one was evaluated in a realistic context where 

successful results may have a potential impact and solve existing problems. 

The first case study investigated the combination of a domain specific ontology (top-

down knowledge encoding) with an automatically created thesaurus (bottom-up 

knowledge encoding). Part of the ontology was activated and served as the context for a 

user query. The thesaurus terms were mapped to this context and only those terms that fit 

were retained. A first evaluation showed that this hybrid approach provided more precise 
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terms than the thesaurus on its own. It was then optimized for integration in an online 

medical search engine, MedTextus, as a keyword suggester. It was evaluated with a 

usability study that compared MedTextus with NLM Gateway which uses the same 

ontology, the UMLS, as a single component for keyword suggestion. The keyword 

suggester was very much liked by users when tested in a realistic setting. The users 

preferred it over NLM's approach to keyword suggestions. The conclusion drawn from 

this first case study is that the ontology increases the thesaurus terms' precision and 

relevance to the user. The hybrid approach is preferred over the individual components. 

The second case study investigated the combination of relevance feedback 

(interactive knowledge encoding) with genetic algorithms (bottom-up knowledge 

encoding). Two combinations were compared with two comparable pure relevance 

feedback algorithms. Both the interactive and bottom-up knowledge encoding techniques 

were chosen because they have been used successfully before in information retrieval 

with batch-processing. This hybrid approach with the genetic algorithm and relevance 

feedback was not beneficial for all users. Unexpectedly, only one combination where the 

interactively encoded knowledge was used in a filtering mode by the genetic algorithm 

improved the results for a group of users. This group consisted of users who performed 

poorly when not aided (low achievers). The benefits experienced by the low achievers 

may be attributed to the characteristics of the genetic algorithm, namely that the best 

results are achieved when there is the most room for improvement. The conclusion drawn 

from this case study is that the interactively encoded knowledge was insufficient to guide 

machine learning for all users. 
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The third case study investigated the integration of domain specific ontologies (top-

down knowledge encoding), a shallow parser (bottom-knowledge encoding), and 

thesaurus (bottom-up knowledge encoding) to extract knowledge from text. Researchers 

from the Arizona Cancer Center evaluated the terms and relations extracted from 

abstracts of interest to them. All terms used by the bottom-up techniques were very 

precise. The most relevant terms were those that were contained in the most domain 

specific ontologies. The relations between terms were very precise for the parser. The 

precision of the relations from the thesaurus was lower but increased significantly when 

only those relations were selected that had at least one term that was part of a specific 

ontology. These thesaurus-based relations represented background knowledge about the 

subjects in general, and the improved precision may be due to one of two possible causes. 

Relations not part of the ontology may not have been recognized as correct because it is 

not common knowledge, or these relations might be incorrect or non-existing and 

therefore not part of the ontology of automatically discovered knowledge. 

In general, the results obtained in these three case studies discourage a "one algorithm 

fits all" approach because users have different habits, goals, and evaluation standards. 

Selecting a relevant and well-developed ontology can aid knowledge discovery for 

groups of users. Ontologies provide a better fit because they represent the mental model 

of potential end-users. Using the ontologies to automatically filter extracted knowledge 

makes it more compatible with the mental model of that group of end-users. Such fruitful 

combinations lead to higher precision, relevance, and usefulness. 



187 

7.2. Contributions 

A first general contribution of this dissertation is the insight, supported by evidence 

from the case studies, that relevant ontologies (top-down encoded knowledge) are very 

well suited to increase the precision and relevance of diverse text mining related bottom-

up technologies. The current literature usually focuses solely on the bottom-up techniques 

or on interactively elicited knowledge for individual users. The use of an ontology to 

represent the interest and mental model of a group of users is new. 

A further contribution lies in the successful third hybrid approach towards knowledge 

encoding. The linguistic parser is a general contribution to the field of text mining. This 

parser can be used to access the content of documents, which is an improvement over 

current techniques in management information systems that often only provide access to 

entire documents. The ability to address the actual individual elements and the relations 

between them in a document is an important and necessary stepping-stone for more 

advanced text mining and visualization techniques. By dealing with the content of 

documents, individual elements of interest in a document can be focused on instead of a 

complete document. For example, text mining could focus on contradictions in the 

documents. 

These contributions have special relevance for the business, management, and 

management information systems fields because of their knowledge intensive nature. For 

example, relevance of data mining rules in marketing might be higher if fitting ontologies 

for the industry, e.g. the cotton industry, were used to select or rank the relations. The 

conclusion drawn here are also relevant to knowledge management tools. Documents 
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describing best practices, customer relation information, or question-answer emails from 

help desks contain valuable knowledge. Employees would benefit from tools that could 

access the content of these documents more specifically. Additionally, business 

intelligence would benefit because of the access these techniques can provide to for 

example patent texts and press releases. The relations would be especially valuable in 

combination with existing entity extraction research since this would add additional 

information about terms not readily found in ontologies. 

7.3. Future Directions 

In general, these hybrid combinations used in the first and third case study can be a 

foundation for future applications were ontologies combined with bottom-up knowledge 

encoding lead to text mining that 'understands' the meaning of text. The ontologies can 

be used to tag all elements in the relations. Then, searches in knowledge bases can be 

done for specific types of relations instead of for specific words. Text mining approaches 

can add this meta-information and this may lead to more general and hopefully useful 

rules. Furthermore, combining the relations with ontologies can help retrieve the meaning 

of texts instead of only "strings." For example, one might search for interactions between 

'drugs' without the need to list individual drug names up front. 

Similar hybrid approaches as tested here from a text mining perspective should be 

tested for data mining applications. Strengthening knowledge extracted from data with 

knowledge contained in ontologies can help select relevant subsets of knowledge or can 

be used to integrate the knowledge discovered. For example, when thousands of 
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association rules are found for grocery store products, ontologies may help to look at 

rules that hold between certain types of products. Similarly for biomedicine, for 

associations between genes based on expression levels, the ontologies may help focus on 

known genes and their interactions. 

A third worthwhile future direction would be to use the ontologies not only for text or 

data mining, but to combine the two. Ontologies usually provide solutions to differences 

in vocabularies, e.g., gene names used in pubhcation and gene symbols used in 

experiments. These ontologies can be used to bridge the vocabulary gap. Furthermore, 

since they often contain established relations, the ontological relations may be used to 

combine, strengthen, or weaken the relations discovered by both text and data mining. 

The relation parser developed for the third case can also be successfully expanded. 

Not all frequently occurring and interesting patterns are as yet covered for the three 

prepositions, hi addition, more prepositions and their patterns should be added. These 

additional rules can be added manually to the finite state automata by exploring the texts 

for interesting patterns. However, it would be more interesting to automate the automata 

building and decrease the development time. This would enable a faster transition to 

different domains. Care would have to be taken that precision does not suffer. Besides 

expansion, transfer to different domains needs to be considered. Any existing and topic-

specific sub-domain should qualify. It will be worthwhile to examine patent texts, 

business intelligence texts, and blogs because of the interest in them in the community, 

their often focused and repeating language, and the large amount of available texts. 
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APPENDIX A: GENESCENE QUESTIONNAIRE 

(Electronic Form) 
Dear respondent, 

we are a team of researchers from the University of Arizona's AI-Lab and Arizona Cancer Center working 
to develop a literature management tool for the biomedical field: GeneScene. We would like to have your 
feedback on how and in what manner a tool like ours could help you find and review literature. The first 13 
questions cover general information with regard to literature searches. In the second part, we describe 
GeneScene and ask your opinion on a set of features that could become part of GeneScene. 

1. How would you describe your occupation (please check all that apply): 
I I Research 
r~l Teaching 
I I Clinical Practice 
I I Information Specialist/Librarian 
r~l Student 
r~l Other, please specify 

2. Highest Education level: Please Choose Here 

3. Which field do you work in (please check all that apply) 
n Biochemistry 
r~1 Cell Biology 
n Clinic 
n Genetics 
I I Information Science 
n Microbiology 
n Molecular Biology 
n Nursing 
n Oncology 
r~l Pharmacology 
n Other, please specify: 

4. Where do you search for relevant information (please check all that apply) 
n Journals (received in mail) 
n Journals (via online web page) 
r~l Magazines 
r~l Medical Websites 
r~] General Web 
r~l Other, please specify: 

5. When do you search for information/papers (please check all that apply): 
n When starting a new project 
r~| During an ongoing project 
n When writing a paper (for school, publication, ...) 
I I When wrapping up a project 
I I When requested by others 
n Other, please specify as many as you like: 
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6. Why do you review literature during a project (please check all that apply): 
n To find information on a new topic 
r~l To find information about a known topic (stay up-to-date) 
I I To find new hypothesis 
I I To compare published work with my own findings 
r~l Other, please specify as many as you like: 

7. How do you search for information (please check all that apply) 
• I search for a particular author 
n I search for a particular topic 
n I limit my search to one or a few particular journals 
im I limit my search to a particular timefirame 
r~l Other, please specify as many as you like 

8. Overall, how much time do you spend on average searching, browsing, and scanning for 
information before printing or discarding the information, please check one 

I I Please Choose Here Per DAY 
I I Please Choose Here Per WEEK 
Other, please specify: 

9. How much of your time investigating a research question is devoted to searching, reading, 
analyzing, summarizing the literature: Please Choose Here 

10. How many different tools or websites do you use to find the necessary information (e.g., 1: 
Medline via the Health Sciences Library page). Please name them if possible: 

11. Do you help others find information: Please Choose Here 

12. Has anyone helped you find relevant information: Please Choose Here 

13. Do you discuss information with other people: Please Choose Here 
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GeneScene 
We are currently building a literature management tool, and would like your feedback on some of the 
features we plan to include. Our tool will allow you to search for abstracts. However, besides showing you 
a list of abstracts, it will also display the information from the abstracts. Below you can see a mockup 
screenshot displaying search results for the keywordsJ^53". llie Kjioj 1 Ian displays the information 
content of the abstracts (e.g. biological pathways) tjjflt were retrievedfor "p53." We will also display the 
diseases, organisms etc that are discussed and us^ifferent symbols to represent these. Moving the cursor 
over the map will often display additional infgmiation, e.g. the actual frequency in publications of the 
relations between p53 and apoptosis. 

Preferences will let you limit the 

A m 
LogiH Ofwn 8fra« 

Seach Terms 

Knowledge Map ADSTracis 

apoptoas oevelojKfiont 

f "nntnuiirtnrv 

riiickcr lines will indicale 

All abstracts related to the 

14. How helpful would the following features be to you? 

• The ability to limit results to abstracts that discuss research on a particular organism, e.g. only 
abstracts that discuss research on yeast versus human cells or nude mice, research in vitro versus 
in vivo etc. 

Please Choose Here Other distinctions of interest: 

• The ability to see the frequency of certain findings, 
e.g. - activation of p53 induces (->) apoptosis - was found 5,000 times. 
PLease Choose Here 

• The ability to see contradictory information in the literature, 
e.g. - E2F1 activates p53 - was found once, but activates p53 - was found 5,000 times. 
Please Choose Here 
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• The abihty to add notes, make changes to the Knowledge Map? 
Please Choose Here 

• The ability to save and recall maps? 
Please Choose Here 

• The ability to share maps (annotated or not) with someone else (electronically)? 
Please Choose Here 

• The ability to map other external data onto a map, e.g. microanay data. 
Please Choose Here 

15. Would you be interested in using GeneScene (it will be free of charge) 
Please Choose Here 

16. Are there other features you think GeneScene should include (feel free to include multiple 
features): 

Final Note: 
GeneScene will be built especially to facilitate and help manage biomedical literature. In order to have a 
tool with an easy to use interface and with all the necessary bells and whistles, we are always interested in 
suggestions and feedback. 

If you are interested in testing or evaluating (early) versions of GeneScene, if you would like to collaborate, 
if you would like to be informed when it will be available, and for all other comments, questions, and 
suggestions, please email; Gondy Leroy at glerov@bpa.aTizona.edu 

Thank you very much for filling out this questionnaire! 

PLEASE SAVE THE CHANGES (you'll need to change the name of the file, e.g. add a 1 to the filename) 
AND SEND THIS QUESTIONNAIRE BACK TO GONDY LEROY GLEROY@BPA.ARIZONA.EDU 
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APPENDIX B: BACKGROUND QUESTIONNAIRE 

Demographic information: 
• Gender: 

n Female 
r~l Male 

• Profession: 
r~l Medical professional, field of expertise: 
r~l Information Specialist, field of expertise: 

• Highest degree obtained: 
n Bachelor's degree 
r~l Master's degree 
n Ph.D. degree 
n M.D. degree 
n Other, please specify 

• Degree currently working on: 
I I Bachelor's degree 
n Master's degree 
n Ph.D. degree 
n M.D. degree 
n Other, please specify 
n Not applicable 

COMPUTER AND SEARCH EXPERTISE 
I am an expert online sear 

Strongly Agree 

Comments: 

Cher. 

Strongly Disagree 

I am an expert online sear 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

I search online for inform: 

Strongly Agree 

Comments: 

ition daily 

Strongly Disagree 

I search online for inform: 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 

NA 

I enjoy trying out new soft 

Strongly Agree 

Comments: 

ware 

Strongly Disagree 

I enjoy trying out new soft 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

I enjoy playing computer 

Strongly Agree 

Comments: 

»ame 

Strongly Disagree 

I enjoy playing computer 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 
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I am an expert user of NLM Gateway 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 

NA 

CONTROLLED VOCABULARIES EXPERTISE 
I am an expert using Mesh terms 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I am an expert using ICD terms 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I am an expert using terms 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

SEARCH TASK EXPERTISE 
I know the answer to the following question: 

insert question 1 here 

Strongly Agree 
1 2 3 4 5 6 7 

Comments: 

Strongly Disagree 

NA 

I know the answer to the following question: 
insert question 2 here 

Strongly Agree 
1 2 3 4 5 6 7 

Comments: 

Strongly Disagree 

NA 

I know the answer to the following question: 
insert question 3 here 

Strongly Agree 
1 2 3 4 5 6 7 

Comments: 

Strongly Disagree 
NA 
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APPENDIX C: POST TASK QUESTIONNAIRE 

OVERALL REACTtoN 
I liked the system: 

Strongly Agree 

Comments: 

Strongly Disagree 

I liked the system: 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

USABILITY 
Overall, I am satisfied with k 

Strongly Agree 

Comments: 

ow ea sy it is to us e this ystem . 

Strongly Disagree 

Overall, I am satisfied with k 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

It was simple to use this syst« 

Strongly Agree 

Comments: 

Strongly Disagree 

It was simple to use this syst« 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

I can effectively complete mj 

Strongly Agree 

Comments: 

work using this s ystem 

Strongly Disagree 

I can effectively complete mj 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

1 am able to complete my wo 

Strongly Agree 

Comments: 

rk qui ckly u sing t Ills sys tem. 

Strongly Disagree 

1 am able to complete my wo 

Strongly Agree 

Comments: 
1 2 3 4 5 1 6 7 

Strongly Disagree 
NA 

I am able to efficiently comp 

Strongly Agree 

Comments: 

ete m y wor k usinj ; this iystem . 

Strongly Disagree 

I am able to efficiently comp 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

I feel comfortable using this 

Strongly Agree 

Comments: 

systen 1. 

Strongly Disagree 

I feel comfortable using this 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 

It was easy to learn to use th 

Strongly Agree 

Comments: 

s systc ;m. 

Strongly Disagree 

It was easy to learn to use th 

Strongly Agree 

Comments: 
1 2 3 4 5 6 7 

Strongly Disagree 
NA 
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I believe I became productive quickly using this system. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

The system gives error messages that clearly tell me how to fix problems. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

Whenever I make a mistake using the system, I recover easily and quickly. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

The information (such as online help, on 
clear. 

•screen messages, and other documentation) provided with the system is 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

It is easy to find the information I needed. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

The information provided by the system is easy to understand. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

The information is effective in helping me complete the tasks and scenarios. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

The organization of information on the system screens is clear. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

The interface of this system is pleasant. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 
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I like using the interface of this system. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

This system has all the functions and capabilities I expect it to have 

Strongly Agree Strongly Disagree 

Comments; 
1 2 3 4 5 6 7 NA 

Overall, I am satisfied with this system 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

EVALUATION OF SEARCH COMPONENTS 
I found the ability to add synonyms useful. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

It found the synonyms provided relevant. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found it easy to add synonyms to my search. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found the ability to add related terms (non-synonymous) useful. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

It found the related terms (non-synonymous) provided relevant. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found it easy to add related terms (non-synonymous) to my search. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 
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I found the search modifiers (AND, OR, LIMIT) useful. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

EVALUATION OF RESULTS 
I found the results clearly organized 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found the folder display useful. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found the folder labels informative 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found the map display useful. 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 

I found the map labels informative 

Strongly Agree Strongly Disagree 

Comments: 
1 2 3 4 5 6 7 NA 
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