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ABSTRACT 

Databases of color images have become increasingly important in recent years. The 

text-based retrieval of images in such databases is practical only if descriptive text an

notations accompany each image. Creating such text descriptions is a labor intensive 

process requiring human interpretation of each image. Except for relatively small, static 

collections of images, the cost of generating text annotations is prohibitive. The desire 

to avoid the use of text-based image descriptors has therefore led to the investigation of 

feature-based descriptors that can automatically be extracted from images and indexed 

in the database. The definitions of these features and the algorithms for their automated 

extraction from a given image are the foci of most of the current research into Content-

Based Image Retrieval (CBIR). 

This work focuses on improving the computational efficiency of the well-known 

color set algorithm for content-based image retrieval. The color set concept is a useful 

and efficient approach to image indexing and query in a way that combines color and 

spatial information. By indexing relatively important regions based on both their color 

content and their spatial locations, the color set method allows rapid retrieval of images 

matching a specified color—spatial query. 

Several refinements of the color set approach are presented in this dissertation. First, 

the process of determining the relevant color combinations for color sets to be indexed 

has been made approximately one to two orders of magnitude more efficient than the 

original algorithm. Second, a B-spline descriptor of region shape, size, and position has 

been incorporated to supplement the original method's rectangular bounding box. De

scribing contours as closed B-spline curves provides an accurate and storage-efficient 

means of indexing region location and shape. During image query, the convex hull 

property of B-spline curves is exploited to enable efficient determination of region con

tainment of a specific point. Finally, an idea for improving the computational efficiency 

of approximating region contours with periodic, quadratic B-spline curves is briefly dis

cussed. 
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CHAPTER 1 

INTRODUCTION 

Image archives and databases are currently used in a variety of applications and are 

growing rapidly in both importance and scope. The list of application areas for image da

tabases includes: multimedia authoring, medicine, product catalogs and advertisement, 

artistic and cultural goods inventory, geographic information systems, remote sensing, 

education, scientific investigation, and entertainment. As image databases become very 

large, it is vital to provide efficient and practical ways to retrieve images containing 

user-specified features and attributes, without reliance upon text descriptions of image 

content. Not only is textual annotation labor intensive to produce, it is highly subjective 

and tends to reflect the bias of the annotator. For example, if a database full of images 

of people is annotated with descriptions of each human subject's facial features, expres

sion, age, sex, hair color and style, and body position, generally the descriptive text 

can be easily queried for this information using standard methods of text query. If one 

wishes to query this same database for such things as clothing or background scenery, it 

is impossible unless the annotations address these kinds of attributes as well. No matter 

how complete the descriptive text annotations, there is no way to anticipate every possi

ble query that might be attempted. Contrary to the old adage, a thousand words is often 

inadequate to fully describe the contents of a picture. 

For databases of color images, color information is one of the most useful foun

dations upon which to conduct image query. Some methods have been developed that 

attempt to represent both color and spatial information and support efficient combined 

color-spatial queries. An algorithm proposed by Smith and Chang [62, 61,8] uses the 

color set for this purpose. Their color set algorithm applies a combination of low-level 

image processing techniques and heuristics to determine the relevant color combinations 

present in a given image, identify the regions containing these color combinations, and 

index information describing the more important regions. A tag file associated with the 
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image is used to contain the key information that comprises the index for that image. 

The query process consists of scanning the set of tag files in the database to check for 

matches to the given query criteria. 

The color set approach has several advantages. First, single-color regions are quickly 

extracted and identified. Those that are determined to be important enough are added to 

the tag file associated with the image. Second, important color combinations as well as 

single colors are indexed. Regions containing multiple colors provide for richer repre

sentation and indexing capabilities. Third, spatial information is included, thus support

ing queries consisting of color and spatial relationships, either singly or in combination. 

This dissertation describes a novel method of determining the multiple-color sets far 

more efficiently than the original algorithm. The new scheme makes use of the single-

color region maps generated in the first stage of tag file construction. By employing 

a morphological analysis of the single-color maps to quickly eliminate useless color 

combinations, one can produce the multi-color region maps much more rapidly. An 

innovative "dilation map" is the key data structure employed to identify and track the 

needed spatially adjacent colors with very little additional computation. 

This dissertation next describes how, by replacing the color set method's rectangu

lar bounding box with a quadratic B-spline representation of region contour, improved 

accuracy and usefulness are obtained for spatially-related queries. The tag file is aug

mented so that each indexed region has, in addition to the rectangular bounding box used 

by Smith and Chang, a set of control points that define a periodic, quadratic B-spline 

curve that approximates the original contour. The B-spline representation provides much 

greater accuracy of region shape and position over the bounding box while requiring a 

relatively moderate increase in tag file storage requirements. Spatially-based compar

isons of B-spline data are more complex, raising the computational cost of the image 

query process. A typical query problem of this type is one of containment: Is an image 

position specified by the query contained within a given region? A new, progressive 

approach is described herein for efficiently testing region containment. The proposed 

method uses the convex hull property of B-spline curves to evaluate region containment 
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and produce an efficient query result. An adaptive contour traversal scheme is outlined 

as a further speedup of the containment test. 

Finally, a possible approach is discussed for improving the efficiency of Meier's 

method, which computes a set of control points defining a closed quadratic B-spline 

curve that sufficiently approximates the original region contour. It would use local cur

vature of the contour to significantly reduce the search space for possible control points. 
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CEEAPTER2 

BACKGROUND 

2.1 Content-Based Image Retrieval Basics 

To make content-based image retrieval possible, it is necessary to identify, extract, 

and catalog a collection of descriptive features for all images in the database. A variety of 

conventional relational database search procedures can then be used to match a particular 

query to the images in the collection. For small collections of images, a practical and 

very useful feature can be text descriptions of image content. Since this requires the 

labor of a human cataloger, it is entirely impractical for large databases. Fully automated 

feature extraction and cataloging methods are therefore of great interest. 

There are two main query paradigms used for content-based image retrieval systems 

centered upon automatically extracted image features. In the first, the user is presented 

with a menu of example images and asked to select the one most resembling the desired 

image. The system uses the features of the chosen example as the query specification. 

In some systems, the user is allowed to give weights to the various supported features 

in order to tune the query as desired. The system then returns a ranked list of images 

that best match the query. The user can repeat the process to further refine the query and 

narrow the search in a combined human-computer iterative process. This approach has 

the advantage of not requiring the user to describe the query directly. Instead, the query 

is obtained from an example image in an attempt to "find more images like this one." 

A decided disadvantage is that the user has limited control over the query specification 

itself. Furthermore, the user is often largely unaware of how the system is accomplishing 

the search and hence is often unable to take full advantage of the search process. Hence, 

query-by-example is biased toward usability at the expense of expressiveness. 

The second paradigm involves the user directly specifying the query. This allows 

control over the precise nature of the query and which of the available features to use. 
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Such systems vary widely in both the set of image features used and in the degree of 

sophistication of the user interface. Compared to the query-by-image-example approach, 

direct query specification requires a greater level of knowledge to use properly. This 

generally requires the user to formulate queries at a fairly low level, describing such 

features as color, shape, texture, and position. It is usually more natural for users to 

name objects or describe situations sought in the images, but that requires a high level 

of general knowledge, object recognition, and image understanding capabilities in the 

computer system. Except in limited problem domains and special circumstances, this 

level of sophistication is beyond the current state of the art. The main advantages of 

direct query specification, however, are that greater control and accuracy are possible 

with perhaps less iteration involving the human user. It is biased toward expressiveness 

of query at the expense of usability. 

2.2 Image Retrieval Metrics 

The measurement of results is important to allow comparison of various methods of 

image retrieval. The research community uses a variety of different metrics, many of 

which have recently been summarized by Smith [65]. Assume an image retrieval testbed 

that contains a collection of N images and M benchmark queries. Also assume that the 

actual (ground truth) relevance scores for all M x N combinations of benchmark queries 

and images are known. The retrieval system under test is given a benchmark query and 

returns k images, where k is the cutoff threshold for number of images produced. These 

retrieved images are ranked in descending order of relevance as decided by the retrieval 

system. Let Vi G [0,1] represent the actual relevance score for returned image i, with 

i = 0 decided by the retrieval system as most relevant, i = 1 as next relevant, and so on. 

Several features can then be defined as follows: 

k-l  
Detections: Ak = K- (2.1) 

1=0 

k-l  
False positives: Bk = (1 ~ K) (2.2) 

1=0 
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AT-1 
Misses: Ck = Y, Vi - Ak (2.3) 

i=0 
W-1 

Correct rejections: Dk = (1 — K) — Bk (2.4) 
1=0 

Detections are otherwise known as true positives, misses as false negatives, and correct 

rejections astrue negatives. Using these, it is then possible to define various metrics: 

Recall: Rk = 
Ak^Ck 

Precision: Pk — (2.6) 
Ak -h Bk 

Fallout: Fk -- _ (2.7) 
Bk + Dk 

Using the above, retrieval systems have been compared and evaluated in many ways: 

1. Retrieval effectiveness: Pk vs. Rk 

2. Receiver operating characteristic: Ak vs. Bk 

3. Relative operating characteristic: .4^ vs. Fk 

4. R-value: Pk where k = int V?) 

5. AVRR, average relevant rank in top fc: ^ 

6. MT, relevant and missing in top k: Ck 

7. Response ratio: ^ vs. Ak 

8. Visual inspection of top k and Pk 

9. First-page score: Pjt for k = 20 

10. Multi-point average: Pk at several predefined recall points, Rk 

There is currently little standardization or agreement in the CBIR community concerning 

which metrics are most meaningful and under which circumstances each should be used. 
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2.3 Color and Color-Spatial Indexing and Retrieval 

A large variety of work lias been done involving combinations of color and spatial 

features as the basis for content-based image retrieval. Color—spatial information re

flects one way people naturally tend to think of requesting pictures if one restricts them 

from using their inherent and very powerful abilities to recognize objects. Consider the 

following query a person might wish to direct to an image database: 

"Find me a picture of a sailboat on a lake." 

Processing such a query requires a great deal of general knowledge and object recogni

tion skills that are generally well beyond the realm of current technology. When con

fronted with that fact and pressed to reformulate her query at a lower conceptual level, 

the person is likely to produce something like this: 

"Find me a picture having a large, dominating region of blue with a white 

region inside it. The upper part of the white region is likely to be a triangle 

or a vertical strip." 

This example query contains color and spatial information, both of which are important 

in satisfying the request. Two kinds of spatial specifications are included in the above 

example. The position of white relative to blue is one. The other is the general shape 

of the white region. Image retrieval based on these kinds of direct query formulations 

using low-level content descriptions is of main interest in this dissertation. 

A surprising amount of work has been based on various forms of color histograms as 

a primary retrieval feamre. The histogram is a global image feature and has the advan

tages of being compact in representation and robust against many image modifications in 

the spatial domain. Color histograms can be easily computed and compared. In addition, 

they are fairly resistant to translation, rotation, and scale changes. A major disadvantage 

to histograms is the lack of any spatial information. While they can be somewhat use

ful for the occasional query that does not specify spatial constraints, histograms must 

somehow be modified or augmented to become spatially useful. 
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Rickman and Stonham [54] used a histogram of triads, called color tuples. A color 

tuple samples the quantized hues at an image locality in a triangular spatial arrange

ment. The histogram of tuples gives information about color adjacencies as well as 

frequency of color representation in the image. While more useful than the traditional 

color histogram, there is no spatial information about where the color boundaries, color 

adjacencies, or even the colors themselves occur in the image. 

Pass [51, 52] applied color coherence vectors to image query. Color coherence vec

tors describe the degree to which pixels are members of a large similarly-colored region. 

This information is used to constrain the histogram comparison process by confining 

the bin-by-bin comparison to those pixels having similar coherence. Color coherence 

introduces mild spatial information into the histogram matching task, but specific spatial 

characteristics are not retained. Thus, location and shape query details are impractical to 

handle. 

Hsu [22] used color histograms derived from preset areas in the image. The assump

tion is that the important subject matter of any image is near the center, not near the 

perimeter. The central histogram is then supposed to be more representative of a likely 

query target than is the global histogram. The peripheral histograms are deemed to rep

resent background information. While many images contain this kind of composition, 

this assumption is rather poor in general and has limited usefulness. 

Strieker and Dimai [70] used a fiizzy subdivision of the image into a central region 

and four surrounding regions. The color information is in the form of weighted averages 

of the region's color as well as the color variance and skewness. Thus, a rough approx

imation of a color histogram describes the content of each of the five regions. While 

this scheme provides a very compact feature that can be rapidly searched and compared, 

much information is lost in both the spatial domain and in the color histogram. 

Del Bimbo [15] used a pyramid decomposition of the image after segmenting it into 

uniform color regions in CIELUV color space. 

Das [14] described a method of first matching color content by seeking peaks in the 

color histogram and then matching spatial relationships by constructing zmd comparing 
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a spatial proximity graph against the query specification. While histogram peaks tend to 

reveal the strongest color content of an image, they frequently do not yield other colors 

that are often equally important. 

Kankanhalli [29, 30] developed a way of performing histogram-based color matching 

in CIELUV color space. The idea is to identify color clusters, assuming the clusters 

are normally distributed, unimodal, and do not interfere with each other. A minimum 

distance similarity metric is used, producing an efficient method of determining global 

color similarity between images. A Markov random field is employed as a basis for 

comparing spatial characteristics, but this does not provide useful spatial information by 

absolute location or specific region. 

Vellaikal [73] used a wavelet decomposition to produce a multiresolution color his

togram. The largest magnitude wavelet coefficients form the description of the mul

tiresolution histogram. Histogram, and therefore color, similarity is accomplished by 

comparing wavelet coefficients at the desired scale. This makes histogram comparison 

more efficient that the traditional ways, but no spatial information is included. 

Jain and Vailaya [26, 27] used color histograms and a histogram intersection met

ric for color query. They also combined it with a histogram of edge directions as a 

location-independent measure of spatial similarity. Because their system was tested on 

a set of trademark images, which tend to consist of homogeneous regions separated by 

sharp edges, it is unclear how well the system would perform on images of more natural 

subjects. 

Wan [74, 75, 76] examined quantization schemes in a variety of color spaces and 

developed an octree color quantization approach. A histogram-based color similarity 

metric was also developed for the octree quantization scheme. Spatial information is not 

included. 

Huang [23] described the feature of the color correlogram, which uses the spatial 

correlation of colors in RGB color space. The color correlogram essentially describes 

the probability of finding a pixel of color j at distance k from a pixel of color i in an 

image. Algorithms for computing color correlograms were included. Huang's color cor-
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relograms compared only identical colors, not similar or widely different colors. Since 

the correlogram tracks distance between pixels, not their absolute locations or relative 

directions, and the precise locations of color features are unknown, its use for position 

information is impractical. 

Yihong [77, 78] incorporated some spatial location information into a color his

togram by subdividing the image into a number of rectangular cells. The main colors 

in the image are identified and their cluster locations determined in color space. Then, 

each cell is examined to determine its percentage content of the main colors. The index 

is then built from the global histogram data and the set of content data for the rectan

gular cells. This provides some spatial location data to the query process, but precise 

locations, sizes, and shapes of color regions are not retrievable. 

Corridoni's work [13] used a color image segmentation approach in CIELUV color 

space in a manner derived from color balance theories from the field of fine art. Rela

tive spatial patterns of the color clusters are extracted and hierarchically indexed. The 

retrieval system is mainly intended for fine art images, since the assumed color balance 

properties would not be representative of most images of natural or everyday scenes. 

Smith and Chang [8, 61, 62] have developed the color set feamre and combined it 

with spatial location information. Their method allows HSV quantized colors present in 

an image to be selected based on their own population and in combination with adjacent 

other colors. The regions described by these colors or color combinations are identified 

and their spatial locations and horizontal/vertical extents are cataloged. This provides 

a powerful and efficient color/spatial query capability. Smith and Chang have extended 

this work to include texmre information [64, 66] along with the color set and spatial 

location features. They have also published extensively in the overall CBIR field [63, 

65, 67, 68, 69] on topics such as image searching over the web, evaluation of image 

retrieval results, and image search engines. 

Mandal [36, 37] extended work by Smith and Chang [64] by reducing the complexity 

of their wavelet histogram method. The wavelet histogram uses the directional properties 

of the wavelet transform to extract directional texture information. Somewhat similar 
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work by Androutsos [2, 3] involved producing a histogram of directional details, which 

loosely means edge patterns and textures. A wavelet decomposition is used and the 

wavelet coefficients are quantized somewhat coarsely to retain only the most dominant 

texture features. Neither method contains information about absolute spatial position of 

texture patterns in the image. 

B-spline contours have been used as a key feature in few CBIR systems to date. 

Saber [57] described a way of matching region shape by comparing B-spline contours 

during a query-by-example process. This B-spline region feature is used as part of a seg

mentation based on luminance-chrominance edge map and the extracted color clusters. 

Only single colors, not color combinations, are considered. 

Other shape-based features have been used more extensively than B-spline contours. 

Giinsel [21] used a shape-similarity metric based on eigenshape. This feature is com

bined with object boundaries and color histograms to form the feature vector used for 

query. Zhong [80] described a system that combines color, shape, and texture features 

in a CBIR system. The process of shape matching is based on deformable templates. 

Texture features are derived from the AC coefficients of the discrete cosine transform 

(DCT) representation of the image. Average color is obtained from the DC coefficient of 

the DCT. Pala [50] used a deformable template matching scheme combined with texmre 

Information to perform image retrieval. Jain and Vailaya [26, 27] use a histogram of 

edge directions as a shape feature, although this feature describes only certain attributes 

of shape. Therefore, shape is incompletely specified by the edge direction histogram. 

2.4 The Color Set IMethod 

For a combination of color and spatial attributes to be useful as the basis for querying 

an image database, it is first necessary to identify the more significant homogeneously-

colored regions present in the images, describe these regions effectively, and build an 

index of the descriptions. In general, it is uncommon for a given object appearing in 

an image to be nearly homogeneous in color. Lighting differences and shading can 
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cause important differences in thie object's appearance in the image. Changes in material 

properties also tend to induce such differences. Of course, the object may be intrinsically 

multi-colored or exhibit important texture that gives rise to inhomogeneity in the object's 

appearance in the image. 

A color set is a collection of one or more colors selected from a quantized color 

space. Each possible color in such a color space is assigned a unique position in a binary 

vector, c, that represents the color set. Those colors whose positions in c contain ones 

are members of the color set. The goal is to determine which of the large collection of 

possible color sets — that is, which color combinations — are most representative of the 

more significant regions in a given image. It is these regions that are to be indexed for 

later scanning by the query process. 

To extract and index the color sets from an image, the following process was de

scribed by Smith and Chang [61, 62]: 

1. Resize the image to a standard working size, say 128x 128 pixels. This provides 

a common, fair basis for evaluating and comparing regions for all images in the 

database. 

2. Transform the image from RGB to HSV color space. HSV space was chosen 

because it corresponds closely to how humans namrally tend to describe color. 

Hence, HSV is a good basis for the formulation of color-based queries. 

3. Quantize HSV color space to 166 color values: 18 of i?, 3 of 5, 3 of V, plus 4 

grey values. This rather coarse quantization scheme represents a trade-off between 

the desire for accuracy and the need for efficiency. A finer quantization scheme 

would greatly increase the number of possible colors to be tested and stored. 

4. Apply a 5x5 nonrecursive median filter to each of the HSV channels to elim

inate isolated pixels. This helps reduce the number of colors that must be fully 

evaluated. 

5. Apply other morphological filtering operations to eliminate the very small clusters 
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and to merge the nearly adjacent ones. Color clusters consisting of only a few 

pixels are considered not important enough to index. 

6. For each single color present in the image from step 5: 

(a) Back-project the color onto the image produced by step 5, producing a bi-

level image highlighting only the pixels matching that target color. These 

pixels usually occur in clusters or regions, especially since isolated pixels 

have generally been removed by earlier steps. 

(b) Sequentially label the regions using a connected components approach, then 

evaluate each region according to various heuristic criteria to decide if it is 

important enough to be indexed. For example, a region may be tested for 

minimum area, spatial extent, and relative contributions of the component 

colors. 

(c) Add the important regions of this color to the tag file. This information 

includes the color content of the region and the location of its rectangular 

bounding box. 

7. Repeat step 6 for all possible color pairs and triplets that can be built from the 

single colors found in the image. For a given region to be tagged, it must contain 

every component color in the set and in the quantities dictated by the heuristics of 

step 6b. 

Once the tag files have been prepared for all images in the database, the query pro

cess is straightforward. The query begins with a target description, namely a desired 

combination of color(s) and/or spatial location(s), that the user specifies to describe the 

type of regions sought. The color information takes the form of one or more color values 

from the quantized HSV color gamut. The query itself involves scanning through the 

set of tag files and testing each for a match to the target description. Those images which 

match are subsequently ranked and presented to the user. 
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2.5 Morphological Processing 

Morphological processing can be a useful tool for application to binary images. The 

two fundamental morphological operations, described by Jain [28] and Boviic [6],. are 

dilation and erosion. Let X and Y be two distinct sets of pixels. Dilation is then defnned 

as 

A® B = IJ = {(x, y) 4- {u, v) : (x, y) G A, (u, u) € B} (12.8) 
x6S 

The meaning of eq. 2.8 is to shift the origin of the set of pixels B to each pixel posiition 

in set .4, then "imprint" the B pattern at that location. A® B is simply the overalLl set 

of pixels accumulated in this manner. Assuming both sets contain more than a simgle 

pixel, dilation causes set A © B to have more members than either A or B. Dilaticon is 

a commutative operator; it doesn't matter whether B is shifted and imprinted upon ^4 or 

vice-versa — the results are identical. 

Erosion is defined as 

A e B =  f ]  A ,  =  { w  :  B ^  C A} (12.9) 
igS 

With erosion, the origin of B is shifted to each position in set A. The pixel at a particrular 

position w becomes a member of the set AQ B only if all pixels of B at that posiition 

have matching pixels in A. If set B contains more than one pixel, then AQ B must hnave 

fewer pixels than A. The erosion operator is not commutative. 

If B is a set of contiguously-arranged pixels, such as a 3 x 3 square with the origrin at 

the center pixel, the dilation A® B tends to cause every region in A to grow outwar-d or 

dilate. Conversely, AQ B tends to shrink or erode the regions in A. "Dilation" and ""ero

sion" are therefore somewhat descriptive of their namesake morphological operationns. 

Two other useful morphological operators can be formed from erosion and dilatlion. 

The opening operation is just erosion followed by dilation: 

AoB = {AQB)QB (2;.10) 

Opening tends to break narrow joints between connected regions, remove small bu:.mps 

and narrow protrusions, and smooth region boundaries. Its counterpart is the do-sing 
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operation, dilation followed by erosion: 

A» B = B)Q B (2.11) 

Closing tends to thicken narrow protrusions, fuse small breaks, fill small holes, and also 

smooth region boundaries. 

One type of morphological filtering can be done using opening and closing in se

quence. If B is a 3 X 3 square array of pixels, as described previously, then the following 

operation can be used to smooth region boundaries, eliminate small isolated regions, and 

fill small voids. 

Since the color set algorithm involves work in the HSV color space, a brief discus

sion of HSV is worthwhile. HSV is one of many color spaces loosely based on the 

human visual system's color perception. Hue (i?). Saturation (S), and intensity Value 

(V) are its three attributes, with H and S representing the chromatic information and 

V akin to monochromatic brightness. Hue, saturation, and brightness are commonly 

used and relatively natural terms with which humans tend to describe colors. Therefore, 

HSV is a good choice to employ as the basis for humans to specify colors for image 

query. In the HSV space, V and S lie on the interval [0,1], while H lies on [0, 2%). 

Color images having 24-bit representation usually assign 8 bits each to the R, G, 

and B components of each pixel. Thus, each component can assume values from 0 to 

255. Given an RGB color value in such a representation, one may convert to HSV 

representation using the following equations: 

(A oB)»B (2.12) 

2.6 HSV Color Space 

Tnax{R, G, B) 
255 

(2.13) 
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H = TT 
— • 
3 

where 

s = 0 
< 

1 

V' = 0 

min(R,G,B) f) 
max(R,G,B)  ̂̂  ̂ 

0 s = 0 or K = 0 

I -9 '  R = max{R,G,B), G^ min{R, G, B) 

l + r' G = max{R^G, B), B = min(R, G, B) 

3 - 6 '  G = max{R,G,B), B ̂  min{R, G, B) 

3 + i/' B = max{R,G,B), R = min{R, G, B) 

5 — r' B = max{R,G,B), R^ min{R, G, B) 

5 + 6' R = max{R,G,B), G = min{R, G, B) 

r' - V - R/255 
f 

V -- min{R, G, B)/255 

(2.14) 

(2-15) 

V - g/255 

V — min{R. G, B)/2ob 

y - K - B/255 
V — min{R, G, B)/255 

2.7 B-Spline Curves 

B-splines, also known as basis splines, are parametric polynomial curves that are 

fully specified by an ordered set of control points and the degree of the basis polynomials 

used. They are related to other parametric polynomial curves, such as Bezier curves. 

The general form of a B-spline curve is described by Anand [1] and others: 

P(t) (2-16) 
1=0 

P defines a point on the curve, k is the order of the curve, i is the control point index, 

and k is the number of control points. The control points themselves are given by V .̂ t 
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is a continuous free parameter, which for uniform B-splines is usually constrained to the 

interval [0,1]. is a blending function specific to the order, k, being used. P(i) and 

Vi are points in 2-space, so each consists of x and y components. The same equation 

also applies to B-spline curves in higher-dimensional space if P(t) and Vi consist of 

more components. 

A B-spline curve is built from segments, which are joined end-to-end to form the 

complete curve. The segment joints are called knots. The order of the curve determines 

the degree of continuity of the derivatives at the knot positions. Each segment is deter

mined by the index, i, which selects a local subset of the control points. The segment is 

constructed by allowing t to vary from 0 to I and computing the set of points P (t). 

For this work, the B-splines of interest are primarily the quadratic form, although 

some discussion of cubic splines also appears. Specifically, segment i of a quadratic 

B-spline is computed from three control points as shown in eq. 2.17. 

t- t 1 

1 -2 1 V,-

o
 

CM CM 1 

1 1 0 V,-+2 

(2.17) 

The blending function is produced by the row vector and square matrix of eq. 2.17. 

The column vector contains only the subset of the control points that govern the current 

segment, i. Quadratic B-splines have order k = 3, which is the number of control points 

required to compute a curve segment. Their degree is — 1 = 2, which is the degree of 

the basis polynomial curve used. They possess continuity, which is continuity up to 

and including the first derivative. This means that at the point where segments i and z-t-1 

join, called a knot, these curve segments match in slope. The position of any point, P, 

on the quadratic B-spline curve is influenced only by three control points. The endpoints 

of a given segment, i.e. the knots, lie midway between the corresponding adjacent pair 

of control points. One endpoint is exactly between V] and Vi+i, while the other endpoint 

is midway between K+i and Vij^2- Figure 2.1 illustrates a single segment of a quadratic 

B-spline. 
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Figure 2.1: A quadratic B-spIine segment and the convex hull defined by its three control 
points, which are labelled here in sequence. The two knots are the endpoints of this 
segment. 

Similarly, cubic B-spIines segments are computed as shown in eq. 2.18. 

Cubic B-splines have order k = 4 and degree k — 1 = 3. Their continuity is C^, which 

yields continuous zeroth, first, and second derivatives at the knots. Four control points 

influence the position of any given point, P(i), on a cubic B-spline curve. 

Linear B-splines, having order k = 2 and degree A: — 1 = 1, are simply polygons. 

Each segment is a straight line defined between two endpoints, which are the segment's 

control points. Their continuity of guarantees only connectedness, not matching 

slope, where two adjacent segments meet at the knot positions. 

A A:th-order B-spline curve consisting of n segments is fully described by the control 

Pz(i) = g t 1 

- 1  3 - 3  1  V i  

3 -6 3 0 Vi+i 

-3 0 3 0 Vi+2 

14 10 Vi+3 

(2.18) 
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point vector, V, containing n-\-k — 1 control points. The boundary contour of a region 

can be represented by a closed B-spline curve, known as a periodic B-spline. Such 

periodic curves repeat the first k — 1 control points at the end of the control point vector. 

This makes V circulant with an overlap of A: — 1 elements. 

An important property of B-spline curves is the convex hull property. Any B-spline 

curve lies entirely within the convex hull formed by its control points [I, 4]. This applies 

to both periodic (closed) and aperiodic (open) B-spline curves of any degree. A proof of 

the convex hull property may be found in [4]. Figures 2.2 and 2.3 illustrate the difference 

between aperiodic and periodic quadratic B-splines produced by identical control points. 

Their convex hulls are also shown. Figures 2.4 and 2.5 show periodic B-spline curves 

Figure 2.2: An aperiodic quadratic B-spIine segment produced by eight control points, 
whose convex hull is shown. 

produced by the same control point vector used in figs. 2.2 and 2.3. 

B-splines also possess the property of locality, which means that any given control 

point exerts influence upon only the nearby segments of the curve. The greater the 

degree of the B-spline, the larger the number of segments influenced by a given control 

3 

1 

8 
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Figure 2.3: A periodic quadratic B-spIine produced the same eight control points used in 
fig. 2.2. 

J 

1 

8 

Figure 2.4: A periodic linear B-spline derived from the same eight control points used in 
figs. 2.2 and 2.3. 
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1 

Figure 2.5: A periodic cubic B-spIine of the same control points of figs. 2.2 and 2.3. 

point. This contrasts with Bezier curves, for which each control point influences the 

entire curve in some way. 

B-spline curves of order greater than 2 may not intersect any control points at all. 

Consider any convex closed contour containing no line segments. An ellipse would be 

a suitable example of this type of closed curve. All control points of such a contour 

must lie exterior to that curve. If this were not true, the convex hull property would be 

violated. 

2.8 Approximating Contours with B-Splines 

It is desired to efficiently and accurately describe the boundary surrounding an arbi

trary region. Typically, such a region has been identified as homogeneous in some sense 

and extracted from an image. The set of boundary pixels of the region can be approx

imated in a number of ways, including chain codes, polygons, Fourier descriptors, and 

parametric curves. 
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For this work, periodic B-spIines are attractive for several reasons. First, the con

tour approximation is completely determined by the set of control points. This makes 

for efficient data storage because only the control points, which are usually much less 

numerous than the contour pixels themselves, need be stored. Second, the control points 

have the nice property of exerting only local influence on the curve. In contrast, any data 

for both Bezier curves and Fourier descriptors influence the entire curve. Third, the use 

of B-splines tends to impose a smoothness constraint to the curve approximation. This 

tends to downplay the importance of local, small-scale features that may appear in the 

original set of boundary pixels. Such features generally arise more from noise than from 

important properties of the scene objects. 

Several techniques have been published describing how to derive a set of control 

points for a closed B-spline curve that approximates a given set of boundary points. 

Figueirdeo and Jain [18, 19] described a snakes-based adaptive method of B-spline curve 

fitting. Paglieroni and Jain [46, 47] use a linear algebra approach that involves inverting 

a circulant matrix to compute control points. Meier [38, 39] and Schuster [59, 60] have 

developed methods of computing good approximations of boundary contours. Schuster's 

approach produces a polygonal approximation (periodic B-spline of order k = 2) while 

Meier's extension of Schuster's method yields a quadratic B-spline {k = 3) contour 

approximation. 

Meier's algorithm requires the following initial conditions: 

1. an ordered list of contour pixels around the perimeter. This forms a vector of 

boundary points, B = [bo,... ,6;v_i], with N being the total number of such 

points. Meier specified a chain code representation as an efficient means of pro

viding B. 

2. an error tolerance, D-max^ which specifies the maximum allowed distance between 

the nearest boundary pixel of B and the approximating B-spline curve. It defines 

a band of width 2Dmax, within which an acceptable approximating B-spline curve 

must fit. 
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3. a distance, Wmax-, which defines a second band centered on the original boundary 

and having width 2Wjnax- The pixels within this band are the set of points consid

ered to be admissible control points. This constraint attempts to satisfy the need 

to limit the search space to a practical size. 

Limiting the set of admissible control points to a band of width 2Wmax about the 

boundary pixels has one major drawback: the number of control points produced may 

not approach the fewest number possible. For B-spline curves of order 3 or greater, the 

control points usually do not lie on the curve. It is common for some control points to lie 

some distance from the curve. This usually occurs near contour segments having strong 

local curvature. As Wmax is made small in the interest of limiting the search space, the 

number of control points necessary to adequately approximate the boundary tends to 

grow. This property tends to defeat the storage goal of providing good data compaction 

relative to the number of boundary pixels. If Wmax is allowed to increase in the interest of 

approaching the fewest control points possible, the number of admissible control points 

tends to grow proportionally and the amount of computation necessary to evaluate them 

increases as well. The result is a much larger search space and, consequently, poorer 

performance. The choice of Wmax is therefore a compromise between the desire for 

maximum data compaction and the need for computational efficiency. 

The distortion measure used is that of maximum absolute distance. Let Pi(t) be a 

B-spline curve segment that is intended to approximate a portion of the boundary pixels, 

B. The maximum absolute distance, d, is determined by eq. 2.19. 

{min 0, k \\Pi{t) - bkW < Dmax ^2.19) 
GO, Otherwise 

For computational efficiency, Meier uses the loo norm as the basis of the distance mea

sure in eq. 2.19. The use of the l^o norm creates about B a distortion tolerance band 

that varies in width according to the local slope of the boundary. This happens be

cause the Zoo norm's kernel is square. The lo norm, Euclidean distance, would produce 

a uniform-width band throughout because of its circular kernel, although at the cost of 

some additional computational load. The effect of the maximum absolute distance mea
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sure is to classify any B-spline segment according to whether it entirely fits within the 

tolerance band defined by Dmax-

Meier's goal was to produce a B-spline approximation to B such that the entire curve 

satisfies the distortion criterion in eq. 2.20 while minimizing the number of control points 

and, therefore, the overall data rate of the B-spIine representation. 

D { B , V ) = J 2 d i < D ^ a .  ( 2 . 2 0 )  
i 

The set of admissible control points. A, is organized so that each point, ak,p, is as

sociated with the nearest boundary pixel, bk- This arrangement imposes the order of the 

boundary pixels upon the admissible control points. The core of Meier's algorithm is to 

construct candidate B-spline segments by choosing triplets from A. All possible triplets 

are considered as long as the constraint of eq. 2.21 is met: 

Vi — o.k,p = 0'i,q such that: k < I (2.21) 

That is, no two control points in a given segment can be associated with the same 

boundary point. Also, they must be chosen in strictly increasing order of their asso

ciated boundary points. There are two exceptions, which will be described shortly, to 

the eq. 2.21 constraint: the terminus points of the constmcted contour. 

The candidate B-spline segments are tested according to eq. 2.19, and only those 

that stay within the Dmax band, producing di = 0, are retained. Meier then attempts 

to constmct complete, closed B-spline curves by chaining together viable segments. He 

explains that all contours begin and end at the same pixel, but does not describe how such 

a terminus pixel is selected. The first and last B-spline segments are forced to terminate 

at that pixel by means of a repeated point in the segment's control point triplet. These 

two segments are the only ones allowed to violate eq. 2.21, and only to the extent of 

k = I and p = q in that equation. The two terminal segments are formed in this way 

to simplify the process of closed contour constmction while guaranteeing closure at a 

boundary pixel. A decided limitation to this terminus method of building contours is 

that only 6*° continuity is enforced at the terminus point. So while produced contours 
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will be closed, there is great potential for slope mismatch at the terminus point. This 

violates the continuity that the B-spline approximation should possess at all points 

around its perimeter. 

With all candidate contours starting and finishing at a fixed terminus, Meier is able 

to employ Dijkstra's shortest path algorithm [12] to seek the contour having minimum 

cardinality in V. Since the representation is actuzilly that of a directed acyclic graph 

(DAG), a DAG-specific shortest path algorithm can be used for greater gain in efficiency. 
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CHAPTER 3 

EFFICIENT DETERMINATION OF MULTI-COLOR SETS 

.1 Original Approach 

Smith & Chang's color set algorithm is briefly restated here for convenience: 

1. Resize (resample) the image to 128 x 128 pixels. 

2. Transform the image from RGB to HSV color space. 

3. Quantize HSV color space to 166 color values (18 of fZ", 3 of S, 3 of V, plus 4 

grey values). 

4. Apply a 5 x5 nonrecursive median filter to each of the HSV channels to eliminate 

isolated pixels. 

5. Apply other morphological filtering operations to eliminate the very small clusters 

and to merge the nearly adjacent ones. 

6. For each single color present in the image from step 5: 

(a) Back-project the color onto the image produced by step 5, producing a bi-

level image highlighting only the pixels matching that target color. 

(b) Sequentially label the regions using a connected components approach, then 

evaluate each region according to various heuristic criteria to decide if it is 

important enough to be indexed. 

(c) Add the important regions of this color to the tag file. This information 

includes the color content of the region and the location of its rectangular 

bounding box. 
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7. Repeat step 6 for all possible color pairs and triplets that can be built from the 

single colors found in the image. For a given region to be tagged, it must contain 

every component color in the set and in the quantities dictated by the heuristics of 

step 6b. 

The multicolor pass through step 6 involves a great deal of computation to back-

project and evaluate all of the possible color pairs and triplets that can possibly be formed 

from the colors occurring in the image. Not only is this step computationally expensive, 

it is mostly wasteful because the vast majority of the possible color combinations tend 

to be irrelevant for a given image. Let n be the number of different quantized colors 

appearing in the image after step 5. The computational complexity of color set determi

nation and processing is then 0{n) for single-color sets, 0(n^) for two-color sets, and 

O(n^) for three-color sets. 

3.2 Improving Efficiency 

The key to more efficient selection and evaluation of multi-color sets is to consider 

the adjacency of single-color regions. If two dissimilar single-color regions are not adja

cent, their union will not produce a viable multi-color set. Only the color value pairs for 

which there are adjacent pixels are true candidates for two-color set consideration. One 

may extract a list of pair-wise candidates by examining pixels only along the bound

aries between different quantized colors. Such an edge map of color differences does 

not require a separate computation; it can be produced during the single-color region 

extraction process. 

Consider performing step 5 of the algorithm as a 3 x 3 morphological opening op

eration, then a 3x3 morphological closing operation. The opening operation, which 

consists of an erosion followed by a dilation, helps eliminate tiny clusters. The closing, 

which is dilation followed by erosion, serves to merge nearly adjacent regions. However, 

we wish to move this processing from step 5 to the interior of step 6. Saving the final 

erosion operation for the end of step 6 creates an opportunity for constructing the desired 
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color edge map with little additional computation. The idea is to take advantage of the 

dilated state of the regions. 

To accomplish this, it is necessary to record all single-color regions, now in their 

dilated forms, into a suitable data structure. This structure, which we call a dilation map, 

is an image array into which multiple color codes can be stored at each pixel. Once 

this dilation map is built, the points of region overlap form the edge map needed for 

determining candidate color pairs. Figure 3.1 illustrates a small area of an image after 

step 4 of the algorithm. Every pixel in each of the three single-color regions shown is 

identified by its color code. Figure 3.2 shows this same area in the dilation map. One 

byte is enough to represent one of the 166 possible color codes. Using a data structure of 

four bytes per pixel, with each byte storing one color code, the dilation map can represent 

up to a four-color overlap. After its construction, the color combinations appearing in 

the dilation map become candidates for color set processing. 

Figure 3.1: Close-up view of three adjacent single-color regions having color codes as 

27 

shown. 

3.2.1 Single Colors 

The initial pass through steps 5 and 6 becomes: 

5. Do nothing. The filtering has now been incorporated into step 6. 

6. For each single color present in the image from step 4: 
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Figure 3.2: After dilation, the single-color regions overlap. The four-byte data structures 
for pixels in each area of the dilation map are illustrated. Bytes containing zero in the 
dilation map represent unassigned color value storage. 

(a) Back-project the color onto the image produced by step 4, yielding a bi-level 

image that highlights only the pixels matching that color. 

(b) Apply 3x3 erosion, then 3x3 dilation to accomplish the morphological 

opening. Then perform the morphological closing, a 3 x 3 dilation followed 

by a 3 X 3 erosion. However, retain a copy of the dilated image just before 

the final erosion is done. 

(c) Record each non-zero pixel of the dilated image into the dilation map as a 

code representing its quantized color. 

(d) Sequentially label the regions using connected components, then evaluate 

each region's importance to decide if it should be indexed. 

(e) Add the important regions of this color to the tag file. 

3.2.2 Color Pairs 

The second pass through step 6 makes use of this dilation map to process color pairs: 

6. Locate candidate color pairs by scanning the completed dilation map for pixels 

having multiple color values. The resulting list is usually much smaller than the 



42 

list of all possible pairings of the single colors appearing in the image. For each 

color pair found: 

(a) From the dilation map, retrieve and merge the region(s) of the two component 

colors. 

(b) Perform a 3 x 3 erosion to complete the morphological closing operation be

cause the regions were retrieved in dilated form. 

(c) Eliminate any region that does not contain both colors in the color pair. 

(d) Perform connected components as before. Evaluate each region's impor

tance. 

(e) Add important regions of this color pair to the tag file. 

Using the dilation map to determine the candidate color pairs greatly reduces the 

computational complexity from the O(ri^) of the original algorithm. The additional work 

involved in preparing the dilation map is 0{n). The traversal through the dilation map to 

extract spatially adjacent color pairs is also 0{n). In practice, the actual computational 

load is highly dependent upon the number of spatially adjacent color pairs that are found, 

which is itself a function of the image being examined. 

3.2.3 Color Triplets 

The modified step 6 of the preceding section can similarly be used to extract and 

process color triplets, yet the technique is only partially effective for discovering impor

tant three-color sets. Consider that the color pairs extracted from the dilation map are 

exhaustive - there can be no viable two-color set that does not exhibit region overlap in 

the dilation map. On the other hand, the color triplets obtained from the dilation map 

may not be exhaustive. A dilation map pixel containing three color codes lies at or very 

near the point of intersection of three single-color regions. However, some important 

three-color sets may not possess such a three-way intersection point as in Fig. 3.1. 

A three-color region can generally be described as a contiguous set of pixels con

taining three different color codes. This can occur with no fewer than two color pairs 
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having a single common spatially-connected member. Figure 3.3 illustrates this situa

tion. In graph theoretic terms, let the color codes be represented by vertices and spatial 

adjacency be denoted by edges. A pair of spatially adjacent colors is then a complete 

graph of two vertices. Likewise, a triplet of colors with a three-way point of intersec

tion is a complete graph of three vertices. However, a three-color region does not need 

to be a complete graph of three vertices; it must merely be connected. The three-color 

combination found at a particular pixel in the dilation map always describes a complete 

graph of three vertices, which yields a legitimate three-color set candidate for further 

processing. To find the three-color sets described by connected, incomplete graphs, one 

must somehow combine and evaluate pairs of two-color sets that share a common color 

code. 
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Figure 3.3: Example of a possible three-color region having no point where the three 
colors meet. 

In order to efficiently and thoroughly determine the candidate color triplets, the di

lation map alone is insufficient. An adjacency matrix, such as the example shown in 

Fig. 3.4, can readily be constructed from the dilation map. The adjacency matrix con

tains a row for every region in the quantized and filtered image. Each region is listed 

according to its color code and region number. The matrix elements along the row de

scribe which colors lie adjacent to the particular region. 

One can build all candidate color triplets by traversing the adjacency matrix. For 

each row, it is merely necessary to combine the row color with all possible pairings of 
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color 

code 

region 

number 

color code color 
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number 1 2 3 4 5 6 7 
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1 2 0 1 0 0 1 0 0 

6 1 

o
 

o
 

o
 

o
 

o
 

6 2 0  0  0  0  1  0  0 - - -

6 3 0  0  1  1 0  0  0 - - -

31 1 

o
 

o
 

o
 

o
 

o
 

42 1 

o
 

o
 

o
 

o
 

o
 

45 I I  0  0  0  0  1  0  • • •  

Figure 3.4: Example of an adjacency matrix. The first two columns describe each region 
by its color and cluster numbers. 

the column colors for the non-zero entries. It is only these that need to be processed 

further. The computational complexity of generating color triplets from the adjacency 

matrix is 0{ra), where r is the number of regions in the image and a is the average 

number of pairings on the rows. Since each color triplet found must be fiilly processed 

and evaluated, that is also the complexity of the modified color set algorithm for three-

color sets. 

Figures 3.5-3.11 show the steps of the color set extraction process for an example 

image using a single color. Downsampling the image to a standard working size of 

128 X 128 pixels produces the image shown in fig. 3.6. This image is converted to HSV 

and quantized to the 166 colors described earlier. Backprojection of a color set on the 

quantized HSV image produces a map indicating which pixels match one of the colors 

in that color set. The raw results of backprojection, illustrated in fig. 3.7, often contain 

small, isolated regions that tend to be unimportant. Also, the boundaries of larger regions 

can sometimes be jagged and sharp-edged at a small scale. The 3x3 morphological fil
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tering addresses both of these issues. Fig. 3.8 illustrates how the smallest regions have 

been eliminated, the remaining regions smoothed, and closely spaced regions merged. 

Connected components labelling allows the regions to be extracted and examined in

dividually, as fig. 3.9 shows. Finally, the rectangular bounding box parameters for the 

region are determined. Fig. 3.10 presents the bounding box of the example region. At 

this point, the region's boundary pixels can be identified and extracted as in fig. 3.11 in 

preparation for using a more accurate method of region representation. 

Figure 3.5: Original image "splash", a 451 x 512 image at 24 bits per pixel. 
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Figure 3.6: Splash resampled to 128 x 128 and median filtered. 

Figure 3.7: After backprojection of the single color white (0,0,3) on the quantized HSV 
image derived from fig. 3.6. For clarity, pixels matching this color are shown here in 
black. 
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Figure 3.8: After 3x3 morphological filtering of fig. 3.7. 

Figure 3.9. After connected components labelling of fig. 3.8 and extraction of one region. 



Figure 3.10: Rectangular bounding box for region shown in fig. 3.9. Xmin is 25, x-max is 
8 U l/min is 67, and ymoj: is 90 in this 128 x 128 image. 

Figure 3.11: Actual region boundary derived from fig. 3.9. 
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CHAPTER 4 

IMPROVED SHAPE REPRESENTATIOM AND QUERY 

The query process consists of scanning all tag files in the fimage database and check

ing each for a match to the query specification. Besides mattching the other criteria, a 

query that specifies a location must return only those region; s containing that location. 

Therefore, the question of whether a given region contains a -particular pixel location is 

key. 

4.1 B-Spline Region Boundary 

Smith included a rectangular bounding box along with a ccwlor set description for each 

indexed region in the tag file. The bounding box consists of" the values of Xmin-. ^max, 

ymin, and ymax the given region. With only these horizontal and vertical extrema 

recorded, the spatial information available to the query proce=ss is very limited. Region 

shape is unknown precisely or even approximately. It is impossible to determine which 

pixels in the bounding box are actually within the original regiion. For example, a narrow 

L-shaped region may produce a bounding box that envelops a. much greater area than its 

own. This can cause the majority of the pixels falling within tliie rectangular boundary to 

be outside the original region. To the query process, this presemts misleading information 

about the region's spatial characteristics. The results are oftem false positives, for which 

the query's specified pixel position is contained in the bounding box but not in the actual 

region. Hence, as a descriptor of region location, size, and shape. Smith's rectangular 

bounding box is quite crude. 

A closed B-spline curve that closely approximates the original region boundary 

would be a great improvement over the bounding box. The= control points for such a 

curve can be listed in the tag description along with the otheir data that describe the re

gion. Since the number of control points tends to be much smaller than the number of 
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boundary pixels, a large degree of data compaction is possible. 

The choice of order for the B-spIine curve represents a trade-off between the conflict

ing wishes for the lowest computational load and for the fewest control points. A linear 

B-spline, which describes a polygon, tends to require more control points than B-splines 

of higher order when approximating curved boundaries. A cubic B-spIine usually does 

a nice job of curve approximation with relatively few control points, but at much greater 

computational cost. The quadratic B-spline represents a compromise. It is much better 

at approximating arbitrary curves than the linear B-spline, but requires less computation 

than the cubic. The amount of computation dictated by the choice of B-spline order 

impacts two different tasks: 1) the job of boundary approximation by computing the 

set of control points during image analysis, feature extraction, and region indexing, and 

2) the job of reconstructing the contour from the stored control points and testing for 

containment of a specified point during the query process. 

Using a B-spline contour as a shape descriptor enables other query possibilities be

sides just spatial location. Using a variety of techniques, region shape itself can become 

a search criterion. Paglieroni's work [46, 47, 48, 49] is one example of using a quad

ratic B-spline representation of region shape as the basis for contour discrimination and 

shape recognition. Cohen's [11], Saber's [57], and Giinsel's [21] are others that are 

based at least partially on B-splines. There is potential for other methods, such as the 

deformable template method discussed by Pala [50], to also be employed in a B-spline 

representation. 

4.2 Efficient Region Query 

Consider that each tag file entry, which already contains color set and bounding box 

information for an indexed region, is augmented by a set of control points describing a 

periodic quadratic B-spline curve that closely approximates the region's boundary. The 

following procedure is then used during a color-spatial query to efficiently determine 

whether a point lies within a given region: 
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1. If the point lies outside the region's bounding rectangle, the point is exterior to the 

region. 

2. If the point lies outside the convex hull of the region's B-spline control points, the 

point lies exterior to the region. 

3. Accumulate the angle swept from the point to the B-spline contour as one pro

ceeds through a complete trip around its perimeter. An exterior point produces an 

accumulated angle of zero; an interior point produces ±27r. 

The very simple and efficient test of step 1 helps to quickly reject most cases where 

the point lies outside the region. The only additional cost is perhaps the apparently re

dundant storage of the region extrema that define the bounding rectangle. Step 2 uses the 

convex hull property of B-splines, namely that all points on a B-spline curve lie entirely 

within the largest possible convex polygon whose vertices are control points. Step 3 

involves proceeding around the B-spline contour itself, using an adaptive displacement 

size and computing the angular shift for each displacement. While computational com

plexity increases with each step in the above procedure, the total computational load 

remains low because most cases of exterior points are caught in the first step. Few such 

cases require the definitive, but computationally more expensive, test of step 3 to decide 

the containment question. 

4.2.1 Convex Hull of Control Points 

To accomplish step 2 above, one must first identify the control points that form the 

convex hull. The closed B-spline contour for a region is described by an ordered set V 

of n control points, V = (Vq, .... V„_I}, where VF = [V̂ X Here is an O(n̂ ) 

algorithm for determining which control points in V are vertices of the convex hull. 
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Convex Hull Algorithm: 

for each control point Vj 

a = 0 

for each control point Vy 7^ Vf 

r = V,- - Vi 

S — mod 71 

a •= Ci + Aa 

next j 

Vj is a convex hull vertex if |a:[ < tt 

next i 

The Aa in the above algorithm is defined as follows: 

Aa = sgn { r S jcOS ^(||rl|||s||) 

Ty Sy 
> cos -1 

[rx ry 

(4.1) 

= sgn - s^r,) cos ' 

Eq. 4.1 computes the angular change from point r to point s from the viewpoint of the 

origin. Positive angular change is in the counterclockwise direction. The second term 

in Eq. 4.1 computes the magnitade of the angle between the two vectors r and s. The 

algorithm evaluates each control point, Vf, as a potential convex hull vertex by stepping 

around the control point polygon formed when Vj is excluded, then accumulating the 

swept angle from the viewpoint of Vj. If this total angle, a, is zero, Vi lies outside this 

polygon and therefore must be a convex hull vertex. If a = ±27r, then Vi lies inside 

the polygon and is not a convex hull vertex. The sign of a depends on the direction of 

polygon traversal. 
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Stated more concisely, if 

r = V,--V,-

S = (j+l) mod n Vf 

tiien tlie convex hull algorithm is 

n — I  
Oi 

provided that 

7  ̂ 0 

0 

7  ̂ 0 

(4.2) 

(4.3) 

(4.4) 

(4.5) 

If any of the conditions in eq. 4.5 are violated, then a. = 27r. This will happen only if 

Vi lies on a vertex or edge of the polygon. In that case, Vj is not a vertex of the convex 

hull. 

4.2.2 Convex Hull Containment Test 

Once the convex hull of control points is known, step 2 of the test for region con

tainment can be completed by testing whether a given point, q, supplied by the query, 

is outside the convex hull. This can be accomplished in a very similar manner to that of 

finding the convex hull itself. Let H = {Hq, .. -, be the ordered set of m convex 

hull vertices. Since all hull vertices are control points, then H C V. Let 

r = Hi - q (4.6) 

S — H(i+1) mod m Q, (4.7) 

Then the accumulated angle, a, from the viewpoint of point q is 

m — 1  
a = ^ sgn 

1=0 

cos -1 
r ' s  

(4.8) 
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The conditions of eq. 4.5 apply to eq. 4.8 in the same way they did to eq. 4.3. If any 

condition in eq. 4.5 is unsatisfied, q lies at a vertex or along an edge of the convex hull 

polygon. If this happens, a = 'Itt will force q to be considered not exterior to the convex 

hull. 

4.2.3 Complete Traversal Containment Test 

Step 3 of the test for region containment involves full traversal of the closed B-

spline curve that represents the region boundary. The process is conceptually identical 

to the conve.x hull containment test just described. It is computationally more expensive 

because, instead of stepping from control point to control point, we must step from point 

to point along the curve segments. The choice of step size for t in eq. 2.17 is important. 

Too small a step size. At, creates unnecessary computation and slows progress. Too 

large a At may create erroneous containment results if the curve passes close to the 

query point, q. 

Regardless of the size of At, stepping along segment i of the B-spline curve accu

mulates ai by using eq. 4.1 with the following definitions of r and s: 

r  =  P z ( t ) - q  ( 4 . 9 )  

s = Pi-(£ + At) — q (4.10) 

The conditions of eq. 4.5 apply as in the previous discussions. The total a is built by 

accumulating ai values over the n control points: 

a = (4.11) 
i=0 

In the limit as At 0 and assuming no numerical roundoff or precision problems, an 

exterior point should produce a = 0. This would be the definitive test for containment 

involving a periodic B-spline contour. As a practical matter, a decision threshold, of tt 

can be used. Therefore, q is considered exterior to the contour if 1q:| < tt and interior 

otherwise. 
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4.2.4 Adaptive Traversal Containment Test 

One way to decrease the computational load of the complete contour traversal is to 

allow At to vary depending on the local situation. In order to prevent a containment 

test error. At should be small enough so that the distance between r and s as defined in 

eq. 4.10 is not much larger than the minimum distance between q and the curve, Pi(t). 

At worst, this forces At to be small only for a short length of the curve as it passes near 

point q. Normally, At can be much larger, perhaps allowing a whole segment to be 

traversed in just a few steps. 

For many of the segments forming a contour, q is likely to fall outside the convex 

hull defined by the segment's three control points, {Vi, V(i+i) niodn, V(i+2) modn}- In 

that case, the entire segment can be spanned in a single step between the knots. 

mod n 
^ ~ 2 

mod n ^(i+2) mod n S _ -

This means the bulk of the contour does not have to be stepped through to traverse 

its actual path along the curve segment. The computational savings over the complete 

traversal method can be quite substantial. 

4.2.5 Simplification of B-Spline Contour to Convex Hull 

To avoid the computational complexity of the complete traversal test, is there a way 

to simplify it to something similar to the convex hull test? The answer is yes, but there 

are significant problems that make this approach impractical. 

The basic idea is to first build an ordered list of the knots, K of all curve segments 

and in the same order as their control points, V. Recall that for the quadratic B-spline, 

each knot lies midway between consecutive control points. Next, each curve segment 

Pi(t) is examined to determine ti, the value of t that produces the point Pi (if) lying 

nearest to q. Every Pi(£i) such that ti G (0,1) is inserted into the ordered list of knots 

between knots Pi(0) and Pi(l). Finally, a closed polygon is formed from this list of 
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knots and nearest points. It appears that if such a polygon contains point q, then so does 

the original B-spline contour. Conversely, if this polygon does not contain the point q, 

then it appears that neither does the B-spline contour. If this conjecture is valid, then this 

closed polygon can be tested for containment of q by the convex hull method of eq. 4.8, 

with the outcome matching the outcome that would have been obtained by the complete 

traversal containment test. There is nothing inherent in the convext hull containment test 

of eq. 4-8 that requires the polygon to be convex. The procedure merely steps from one 

vertex to the next and accumulates angular change from the point of view of q. 

The task, then, is to develop a way to calculate the value of U for a given quadratic 

B-spline segment i so that Pi(ii) is closest to point q. More formally, find the value, 

t = ti, that produces 

1 " | | P , W - q | l  ( 4 . 1 2 )  

This can be found by setting the derivative to zero, hence 

^ l | P i ( t ) - q | l = 0  ( 4 . 1 3 )  

and solve for t. This will produce both minima and maxima in distance from q. The 

minima are necessary and the maxima do not hurt anything. Expanding eq. 4.13, we 

obtain 

i [(Pix(«) - q.)' + (P<,(() - %)'] * (4- W) 

and so on. 

This is easier said than done. The distance equation and its derivative are straight

forward enough, although somewhat tedious. The problem is in solving for the roots 

of the derivative equation. Since the numerator depends on the three control points 

{Vj, V(i+i) mod n, V(i4.2) mod n} as Well as t, it is not practical to solve for t unless the 

three control points are specifically known. Given the three control points defining seg

ment i, finding the roots of the resulting fourth-order polynomial may not be more effi

cient at locating the nearest point to q than a more brute-force and iteration approach. 

Consequently, this idea of simplifying the B-spline containment problem to a problem 

of polygon containment does not appear promising. 
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CHAPTER 5 

EXPERIMENTAL RESULTS 

5.1 Overview of Software 

For this work, a number programs were written in the C language and executed on a 

Sun SPARCstation E-450 computer system. The most important specific programs are: 

1. extract, which extracts the color set feature information from a given image and 

produces a tag file for that image. Besides the basic color set information and rect

angular bounding box for each region listed, this program also stores a complete 

list of boundary pixels for each region. This true boundary data is used in this 

work as the basis for accuracy comparisons between the rectangular bounding box 

and the B-spline approximation. 

2. splittag, which separates a given image's tag file, produced by extract, into a set 

of files that contain only one tag apiece. This allows the region B-spline approxi

mations to be accomplished independently and in parallel. 

3. spline, which accepts a single-tag file produced by splittag, reads the true bound

ary of that tag's region, approximates the region boundary with a periodic, quad

ratic B-spline curve using a method based on Meier's approach, and appends the 

list of B-spIine control points to that tag file. 

4. mergetag, which combines all the tag files for a given image into a single file. 

This serves to recombine all the tags for a given image into one file, complete with 

bounding boxes, B-spline boundaries, and true boundaries. 

5. query, which accepts a color-spatial query from the user, scans the set of tag 

files (one per image) to find matches, and generates an output image containing a 

ranked arrangement of the best matches. 



58 

6. xvmeta.c, which augments the GNU xv program with the ability to create and 

display a composite image formed from other images, text, lines, polygons, and 

B-spline curves, all with the use of a script language. 

A database of 97 color images was used for the testing and evaluation portions of this 

work. These images contain a variety of subjects including people, animals, structures, 

outdoor scenery, aircraft, and artwork. 

The first program, extract, performs the feature extraction necessary to build tag files 

used for color set indexing and search. It contains a command-line switch that allows 

the user to choose which color set approach to use: the original or the new, dilation map 

method. The user can also select whether or not to have three-color sets generated, so 

that the computation times can be compared both with and without the three-color set 

processing. Finally, extract provides a mode in which the user can specify a particular 

color or set of colors and the program will produce a set of images to illustrate the 

stages of processing involving that color set. Originally intended as a debugging aid, 

this feature provides valuable insight into the operation of the algorithm. Table 5.1 is 

a text example of the information contained in a tag file. For clarity, the list of pixels 

forming the true region boundary has been omitted from this table. If B-spline control 

points are included, they appear on each line immediately following the bounding box 

information. 

The query program accepts a color combination input from the user via command-

line arguments. An optional {x, y) location in the image can also be included to form 

a color—spatial query. For example, if one wishes to find images containing a region of 

black, red, and bright red located at pixel (40, 70), one would invoke the query program 

as follows: 

query -x40 70 000 022 023 

The [ x ,  y )  position is based on a 128 x 128 image, which is the standard reference size 

for all images described by tag files. The Izist three triplets indicate particular iifSV color 

values that comprise the color set for the query. One such triplet is required; the others 
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# H  S V  H  S V  H  S V  of image of region ^min ^max Y • mm Y ^ max 

I 0 0 0  0.096985 0.920000 44 48 48 52 

1 0 0 0  0.096985 0.513158 52 127 115 111 

1 0 0 0  0.096985 0.875000 33 38 124 ill  

1 0 0 2  0.008972 0-613757 18 44 116 122 

1 0 0 3  0.010193 0.843750 120 127 105 108 

1 0 0 3  0.010193 0.750000 89 98 111 114 

1 0 0 3  0.010193 1.000000 6 13 116 118 

2 0 0 3  0 0 0  0.052979 0.542986 43 111 115 127 

2 0 0 3  0 0 2  0.034241 0.606250 108 111 105 112 

2 0 0 3  0 0 2  0.034241 0.324930 2 103 110 123 

2 I 1 I 0 0 0  0.035645 0.512281 52 127 113 127 

2 1 I 2 0 0 3  0.007935 0.507812 82 113 109 116 

2 1 I 2 1 I 1 0.005920 0.629870 99 120 112 118 

3 17 2 3 43 1 0 0 0  0.045898 0.320000 0 46 66 115 

3 17 3 1 43 I 0 0 0  0.078613 0.364444 0 53 66 115 

3 17 3 I 43 1 0 0 0  0.078613 0.388747 57 90 87 109 

Table 5.1: Example of tag file contents. '#' indicates the number of colors in the color 
set for that region, shown here on a single line. The contribution of the color set region 
to the total image is the 'of image' field. The amount of the rectangular bounding box 
represented by the color set is the 'of region' field. The rectangular bounding box is 
described by Xxnini ^maxi ^mini and Ymax' 
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are optional depending on how many colors make up the color set forming the query. 

Each triplets' numbers, which are positive integers, represent the quantization level of 

the particular argument. As described in chapter 2, H is quantized to 18 levels and S and 

V each have 4 levels. Figure 5.1 shows the result of a single-color query for a medium 

red. The result of a two-color set query is shown in Fig. 5.2. Three-color color sets 

are also supported by query, as illustrated in fig. 5.3. A large number of images can be 

returned, as in fig. 5.4. Figure 5.5 shows a single-color query followed by two examples 

of refinement by including a spatial location. The color-spatial combined query provides 

a useful ability to refine the search. 

As in the extract program, a couple of debugging and illustrative features are also 

built into query. One is the ability to show the target regions' bounding boxes within 

every displayed image. Another is to display all of the color sets for a single image. 

This is shown as an array of repeated copies of the image, with each instjmce showing 

the bounding boxes and labelling the color content of a particular color set. Command-

line options also allow a choice of region boundary type to be used for a given query: 

bounding box, B-spline, or true boundary. 

The GNU xv program, which is freeware available from the Free Software Founda

tion, provides the capabilities of image display as well as a set of basic image processing 

and image manipulation operations. Source code for GNU software is freely available 

under the GNU Public License, which allows the software to be modified and enhanced. 

The augmentation code, xvmeta. c, was written by the author to add a file-based script 

language interface to xv as a means for producing image demonstrations and elaborate 

illustrations. Although developed earlier as part of another project, extensive use of this 

enhanced version of xv is made by the extract and query programs. Each produces dis-

playable results by building a script file, called a "metafile", then invoking xv with a 

system call to process the metafile. As a result, xv constructs and displays a single image 

that is built from other images, text headings and captions, and basic vectors, polygons, 

and curves. Examples of xv metafile output are shown in most of the figures appearing 

in this chapter. An abbreviated example metafile is shown in table A. 1 in Appendix A. 
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Figure 5.1: Results of 'query 0 2 2', which searches for the single-color set of the 
shade of red shown in the upper left comer. The bounding boxes of the matching regions 
are shown in each image. 



Figure 5.2: Results of 'query 022 023', a two-color query for the colors 
shown, regardless of their position in the image. 



Figure 5.3: A three-color set query of black and two shades of gray. 



Figure 5.4; Query of black, reporting a large number of hits. 



Search  Resu l ts  

Figure 5.5: A single-color query done first without a location specifier, then with two dif
ferent specified locations. A match occurs only if the location lies within the rectangular 
bounding box in this example. 
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These programs are quite extensive. There are more than 3,700 lines of C code in 

extract.c, over 1,200 lines in quejry.c, roughly 1000 lines in spline.c, about 

400 lines in each of splittag.c and merge tag. c, and well over 2,000 lines of 

code in xvmeta. c and its accompanying header file, xvmeta. h. 

5.2 Color Set Extraction and Indexing 

The results of processing a set of 97 24-bit color images with the extract program are 

included here. B-spline control points were not computed for these comparison runs. 

5.2.1 Two-Color Sets 

Tables 5.2—5.6 compare the execution times for up to two colors per set. The speedup 

factors ranged from zero to nearly twelve, with an average of 2.64 over this set of 97 

images. The somewhat large variation in speedup factors indicates the effect of image 

dependence upon the number of color pairs that must be evaluated for both methods. 

Tables 5.2—5.6 also list the number of color pairs tested for each case. The original 

algorithm tests all pairwise combinations that can be built from the set of colors found 

in the quantized and median-filtered HSV image. The number of pairs tested in the 

original approach is simply 

where c is the number of single colors in the image and k = 2. The number of pairs 

tested in the dilation map approach depends on the spatial arrangement of the colors' 

regions in the image. In the worst case, the number of tested pairs for the dilation map 

method can never exceed that for the original method. As the correlation coefficients in 

table 5.6 indicate (0.999653 and 0.974094), there is a very strong correlation between 

the number of color pairs tested and the total execution time. This strong correlation 

indicates that the testing of color pairs dominates computationally for both the original 
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and the dilation map algorithms. The correlation coefficient, r, is computed as follows: 

This assumes that Xi and yi constitute a sample pair, such as number of pairs tested and 

execution time. 

5.2.2 Three-Color Sets 

Tables 5.7—5.11 compare execution times for up to three colors per color set. After 

processing the single colors and pairs, the new method builds an adjacency matrix from 

the dilation map, constructs viable three-color sets based on spatial adjacency, and pro

cesses only this list of viable color sets. The speedup factors here are generally much 

greater than for pairs, averaging about 25 and reaching close to 230 in one case. Clearly, 

there is an even greater degree of image dependency compared to the case of color pairs. 

The number of color triplets tested in the original method is as indicated by eq. 5.1 with 

k = 3. Eq. 5.2 was used to compute the correlation coefficients in table 5.11. 

Once again, there is very strong correlation (0.999734) between the number of trip

lets tested and the execution time of the original method, showing that processing of 

3-color sets is the dominant computational activity in that approach. The dilation map 

method shows a somewhat smaller correlation coefficient (0.890486), suggesting that 

the processing of 3-color sets does not necessarily dominate. This conclusion is read

ily supported by directly comparing color pair and color triplet execution times for an 

individual image. For example, table 5.2 shows the "AfricanLions" image completed 

processing all single colors and pairs in 19 seconds using the dilation map approach. Ta

ble 5.7 shows it completed processing all singles, pairs, and triplets in 26 seconds. The 

difference of 7 seconds, the time spent in processing 3-color sets, does not represent a 

majority of the overall execution time. Contrast this to the original method's 39 and 173 

seconds for pairs and triplets, respectively, for the same image. Clearly, the 134 seconds 

of 3-color set processing represents a large fraction of the total execution. 

r = Yli A^x) iVi fJ-y) (5.2) 



unique Original Dilation Map Speedup 

Image HSV pairs time pairs time factor 

colors tested q: (S) tested { s )  - — 1 

AfricanLions 15 105 39 28 19 1.05 

ArcDeTriomphe 22 231 71 41 22 2.22 

BaldEagle 20 190 57 28 16 2.56 

BarredOwl 26 325 97 65 32 2.03 

BengalTiger 23 253 79 56 29 1.72 

BemeseOberland 18 153 49 28 17 1.88 

BlackSkimmer 13 78 27 19 12 1.25 

BleedingHearts 33 528 150 68 35 3.28 

BoraBora 22 231 71 43 23 2.09 

Brook 14 91 34 30 18 0.89 

Cattails 19 171 57 33 22 1.59 

Cemetery 20 190 58 20 15 2.87 

CraterLake 9 36 18 21 14 0.29 

Earth 15 105 36 36 18 1.00 

Easterns witzerland 22 231 71 50 25 1.84 

EdinburghCastle 21 210 70 48 28 1.50 

Flags 23 253 79 43 27 1.93 

FloweryMeadow 20 190 61 34 22 1.77 

FoggyMeadow 11 55 22 24 14 0.57 

Glossylbis 12 66 24 17 11 1.18 

GrandCanyon 36 630 175 61 33 4.30 

GreatBIueHeron 11 55 21 17 11 0.91 

Hibiscus 45 990 267 58 35 6.63 

Table 5.2: Comparison of extract execution times for up to two colors per color set. No 
B-spHnes were computed. 
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unique Original Dilation Map Speedup 

Image HSV pairs time pairs time factor 

colors tested a (s) tested ^  ( s )  - — 1 

HotAirBalloons 47 1081 287 71 37 6.76 

Jellyfish 31 465 129 31 20 5.45 

Ka6CR-takeoff 20 190 58 27 16 2.63 

KingHenryVni 20 190 59 24 17 2.47 

Lighthouse 16 120 41 29 17 1.41 

LowlandGorilla 17 136 44 32 17 1.59 

MidwayGeyser 41 820 220 62 33 5.67 

Monte VerdeToad 27 351 100 29 19 4.26 

MossyWoods 18 153 51 25 19 1.68 

MuIeTeam 10 45 19 9 9 1.11 

Napoleon 19 171 57 52 27 1.11 

PalniLeaves 17 136 46 18 16 1.88 

RetiredPine 16 120 42 31 18 1.33 

RockyMtnNatlPark 18 153 50 26 17 1.94 

Rose 42 861 229 31 25 8.16 

RoseWindow 26 325 92 7 13 6.08 

Seagull 11 55 21 9 9 1.33 

Skunk 28 378 108 42 25 3.32 

SunsetRainbow 11 55 23 30 17 0.35 

Surgery 37 666 183 82 39 3.69 

TowerB ridge 17 136 46 42 22 1.09 

Turboprop 15 105 35 9 9 2.89 

ValleyView 22 231 71 33 20 2.55 

Table 5.3: Continuation of table 5.2. 



unique Original Dilation Map Speedup 

Image HSV pairs time pairs time factor 

colors tested a (s) tested /? {s) - — 1 B ^ 

Venice 17 136 45 24 16 1.81 

VenusFlyTrap 59 1711 440 52 34 11.94 

YellowLeaves 32 496 140 60 33 3.24 

askinv 12 66 29 24 18 0.61 

asteroid 8 28 14 16 10 0.40 

baboon 44 946 253 66 35 6.23 

Cheryl 22 231 71 35 21 2.38 

coke 15 105 35 23 14 1.50 

coral 14 91 31 18 12 1.58 

couple 10 45 17 12 9 0.89 

diamant 9 36 20 15 14 0.43 

earthrise 14 91 30 12 9 2.33 

estrella 16 120 42 31 18 1.33 

finaLglide 12 66 28 19 16 0.75 

fish 38 703 190 59 31 6.13 

foster 4 6 5 3 4 0.25 

freedom 9 36 20 18 15 0.33 

gaggle22 17 136 48 25 19 1.53 

girl 28 378 107 40 23 4.65 

girI2 8 28 12 11 7 0.71 

girl3 34 561 154 60 29 4.31 

grapes 51 1275 337 81 42 7.02 

grobacro 18 153 54 41 26 1.08 

Table 5.4: Continuation of tables 5.2-5.3. 



unique Original Dilation Map Speedup 

Image HSV pairs time pairs time factor 

colors tested a (5) tested P (s) - — 1 

house 23 253 75 29 18 3.17 

janusJoop 11 55 27 21 18 0.50 

jelly 1 35 595 160 16 15 9.67 

jelly2 35 595 161 20 17 8.47 

kenya 12 66 27 17 14 0.93 

lenna 22 231 71 44 24 1.96 

mermaid 60 1770 458 66 39 10.74 

mit 54 1431 377 73 40 8.43 

nimbus4 3 3 8 3 8 0.00 

parrot 45 990 264 84 42 5.29 

pawnee.tug 8 28 16 11 12 0.33 

peppers 43 903 242 83 40 5.05 

phx 20 190 59 31 19 2.11 

pikwinch 15 105 38 24 17 1.24 

sfo 18 153 50 27 18 1.78 

splash 18 153 49 28 17 1.88 

su27k 18 153 49 36 18 1.72 

sunset 22 231 70 48 24 1.92 

sunsetJand 7 21 15 7 11 0.36 

tiffany 10 45 19 19 12 0.58 

tomcat 15 105 38 23 16 1.38 

tower 14 91 31 19 12 1.58 

tree 27 351 100 26 18 4.56 

Table 5.5: Continuation of tables 5.2-5.4. 
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unique Original Dilation Map Speedup 

Image HSV pairs time pairs time factor 

colors tested a (s) tested P i-s) a _ 1 
0 

tuc 13 78 30 11 13 1.31 

uvalde 11 55 23 12 12 0.92 

vegas 31 465 131 54 29 3.52 

wave 4 6 10 5 9 0.11 

zuni 12 66 28 21 16 0.75 

fJ- 298.4 86.5 33.2 20.2 2.64 

a 364.5 93.2 19.9 8.9 2.47 

r 0.999653 0.974094 

Table 5.6: Completion of tables 5.2—5.5 comparing extract execution times for up to two 
colors per color set. Mean (/z), standard deviation (cr), and correlation coefficient (j-) 
summarize all data from tables 5.2-5.5. 



unique Original Dilation Map Speedup 

Image HSV triplets time triplets time factor 

colors tested a (5) tested (5) 

t—1 1 

AfricanLions 15 455 173 16 26 5.65 

ArcDeTriomphe 22 1540 499 26 30 15.63 

BaldEagle 20 1140 384 2 17 21.59 

BarredOwl 26 2600 783 22 40 18.58 

BengalTiger 23 1771 559 36 42 12.31 

BemeseOberland 18 816 280 10 21 12.33 

BlackSkimmer 13 286 121 5 15 7.07 

BleedingHearts 33 5456 1568 25 44 34.64 

BoraBora 22 1540 491 29 34 13.44 

Brook 14 364 145 15 26 4.58 

Cattails 19 969 330 14 29 10.38 

Cemetery 20 1140 380 23 27 13.07 

CraterLake 9 84 48 28 27 0.78 

Earth 15 455 176 16 24 6.33 

Easterns witzerland 22 1540 496 13 30 15.53 

Edi nburghCastle 21 1330 438 32 39 10.23 

Flags 23 1771 551 12 31 16.77 

FloweryMeadow 20 1140 377 21 31 11.16 

FoggyMeadow 11 165 76 13 19 3.00 

Glossy Ibis 12 220 95 10 17 4.59 

GrandCanyon 36 7140 2037 21 41 48.68 

GreatB lueHeron 11 165 79 1 12 5.58 

Hibiscus 45 14190 3906 52 56 68.75 

Table 5.7: Comparison of extract execution times for up to three colors per color set. No 
B-splines were computed. 



74 

unique Orig inal Dilation Map Speedup 

Image HSV triplets time triplets time factor 

colors tested q: (S) tested P (s) - - 1 

HotAirBalloons 47 16215 4442 27 46 95.57 

Jellyfish 31 4495 1326 8 23 56.65 

Ka6CR-takeoff 20 1140 376 2 17 21.12 

BCingHenryVTH 20 1140 375 8 21 16.86 

Lighthouse 16 560 206 13 22 8.36 

LowlandGorilla 17 680 242 29 29 13A 

MidwayGeyser 41 10660 2949 28 43 67.58 

Monte VerdeToad 27 2925 888 13 24 36.00 

MossyWoods 18 816 283 28 33 7.58 

MuleTeam 10 120 61 1 10 5.10 

Napoleon 19 969 333 20 35 8.51 

PalmLeaves 17 680 238 7 19 11.53 

RetiredPine 16 560 208 31 32 5.50 

RockyMtnNatlPark 18 816 285 19 26 9.96 

Rose 42 11480 3168 26 37 84.62 

Rose Window 26 2600 776 1 14 54.43 

Seagull 11 165 76 5 12 5.33 

Skunk 28 3276 969 24 34 27.50 

SunsetRainbow 11 165 79 24 26 2.04 

Surgery 37 7770 2191 93 71 29.86 

TowerB ridge 17 680 249 9 26 8.58 

Turboprop 15 455 177 1 10 16.70 

ValleyView 22 1540 507 54 46 10.02 

Table 5.8: Continuation of table 5.7. 
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unique Original Dilation Map Speedup 

Image HSV triplets time triplets time factor 

colors tested a (s) tested P is) - — 1 0 ^ 

Venice 17 680 245 12 21 10.67 

VenusFlyTrap 59 32509 8539 8 37 229.78 

YellowLeaves 32 4960 1414 9 36 38.28 

askinv 12 220 98 19 26 2.77 

asteroid 8 56 35 1 11 2.18 

baboon 44 13244 3639 13 40 89.98 

Cheryl 22 1540 496 31 34 14.59 

coke 15 455 172 9 18 8.56 

coral 14 364 140 13 18 6.78 

couple 10 120 59 5 12 3.92 

diamant 9 84 49 13 20 1.45 

earthrise 14 364 141 1 9 14.67 

estrella 16 560 207 10 23 8.00 

final-glide 12 220 100 22 25 3.00 

fish 38 8436 2359 51 51 45.25 

foster 4 4 7 0 5 0.40 

freedom 9 84 51 4 16 2.19 

gaggle22 17 680 245 5 21 10.67 

girl 28 3276 990 31 37 25.76 

girl2 8 56 33 1 8 3.13 

girl3 34 5984 1717 49 47 35.53 

grapes 51 20825 5598 57 62 89.29 

grobacro 18 816 291 76 56 4.20 

Table 5.9: Continuation of tables 5.7-5.8. 
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unique Orig inal Dilation Map Speedup 

Image HSV triplets time triplets time factor 

colors tested a (s) tested P (s) - — 1 0 ^ 
house 23 1771 567 18 25 21.68 

janusJoop 11 165 80 19 25 2.20 

jelly 1 35 6545 1864 1 16 115.50 

jelly2 35 6545 1864 2 18 102.56 

kenya 12 220 99 19 23 3.30 

lenna 22 1540 501 50 44 10.39 

mermaid 60 34220 9065 17 46 196.07 

mit 54 24804 6646 46 56 117.68 

nimbus4 3 1 9 0 9 0.00 

parrot 45 14190 3869 83 71 53.49 

pawnee_tug 8 56 37 15 20 0.85 

peppers 43 12341 3388 27 49 68.14 

phx 20 1140 377 25 31 11.16 

pikwinch 15 455 176 20 27 5.52 

sfo 18 816 285 47 38 6.50 

splash 18 816 284 15 23 11.35 

su27k 18 816 281 20 26 9.81 

sunset 22 1540 498 2 25 18.92 

sunsetJand 7 35 28 3 13 1.15 

tiffany 10 120 60 9 16 2.75 

tomcat 15 455 177 10 19 8.32 

tower 14 364 140 19 21 5.67 

tree 27 2925 876 10 23 37.09 

Table 5.10: Continuation of tables 5.7—5.9. 
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unique Orig ;inal Dilation Map Speedup 

Image HSV triplets time triplets time factor 

colors tested a (s) tested S {s) - — 1 

tuc 13 286 116 2 14 7.29 

uvalde 11 165 76 0 12 5.33 

vegas 31 4495 1322 27 39 32.90 

wave 4 4 12 1 10 0.20 

zuni 12 220 96 14 21 3.57 

3389.4 967.2 19.3 28.1 25.44 

a 6373.7 1694.6 18.0 13.9 38.39 

r 0.999734 0.890486 

Table 5.11: Completion of tables 5.7—5.10 comparing extract execution times for up to 
three colors per color set. Mean (^), standard deviation (cr), and correlation coefficient 
(r) summarize all data from tables 5.7-5.11. 
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5.2.3 Illustrated Stages of Computation 

Figure 5.6 illustrates the intermediate stages of the extract program's operation. 

The results of back-projection are shown on the extreme right. White blobs indicate 

pixels matching one of the indicated colors. Morphological filtering produces the next 

image to its left. Any region that does not contain all the specified colors in the color set 

is rejected as irrelevant, producing the next two images toward the left. The remaining 

images serve to illustrate the impact and alignment of the final regions in the original 

image. Example queries involving the same image appear in fig. 5.7. 

Figure 5.8 shows most of the color set regions extracted and tagged for one image. 

Bounding boxes are shown around each tagged region. 

5.2.4 Tag Output 

The tags generated by the original and the dilation map methods using the extract 

program tend not to match perfectly. While there is some dependence on the settings of 

several threshold parameters that govern the algorithm, most of the differences in out

put are caused by the fundamental differences between the two algorithms themselves. 

Despite some output disparity, both methods produce very useful results. 

Since both methods process single-color sets in the same manner, their outputs of 

single-color tags are identical. Output differences appear for the cases of color pairs and 

triplets. The original algorithm tends to produce a few more color pair tags and a more 

significant number of color triple tags than the dilation map algorithm. 

The main reasons why their outputs tend to differ are as follows. The original algo

rithm back-projects all the colors in the given set, performs the morphological filtering, 

and then decides relevance based on size and color representation. Thus, spatial adja

cency of the member colors is considered only at the decision step once the nonlinear 

filtering has been done. The dilation map approach considers only single colors that 

have been shown to be spatially adjacent, then arrives at the back-projected and morpho

logically filtered stage where the relevance decision is made. Hence, the dilation map 



Figure 5.6; Stages of operation of extract on the PalmLeaves image for various colors 
and color combinations. 
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Figure 5.7: Several queries that include the same image and colors as in fig. 5.6. 



Figure 5.8: Color set regions identified and tagged by the extract program for a single 
image. 
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algorithm tests spatial adjacency twice, both prior to and following the morphological 

filtering. The result is a somewhat stricter adjaicency requirement than the original al

gorithm imposes. One should not expect equiwalent results when applying a decision 

criterion on either side of a nonlinear filter, suclm as the morphological operators used in 

these algorithms. 

The threshold parameters that control the opweration of both algorithms are: 

Mp : minimum number of pixels in a region Ef any region is produced with fewer than 

this number, it is not tagged. The purpose is to allow the query process to concen

trate on regions of more significance. A vsalue of 20 was used in this work. 

Mc : minimum number of pixels of each colov in the set This is intended to enforce 

a minimum contribution from each color tin the color set. This serves to filter out 

regions that are too homogeneous in coloti and are likely already represented by a 

color subset. This work used a value of 2CD. 

Ma : minimum fraction of area This is a holdover from the original algorithm in which 

the bounding box was the sole boundary representation scheme. If a region does 

not represent at least the specified fractioni of the total bounding box area, the re

gion is not tagged. A value of 0.1 was used. This parameter becomes irrelevant 

when the B-spline boundary is used insteaad. 

Variation of these thresholds affects the output of both methods in a generally similar 

manner. For example, by lowering the Mp value to one, many more regions are tagged in 

both runs, but the added regions are rather small_ Lowering the value of Mc has a similar 

effect, adding some relatively unimportant regioans to the tag lists of both algorithms. 

5.3 B-Spline Feature Extraction andi Indexing 

A variation of Meier's method was implemeented and tested in the form of the pro

gram spline, which produces control points for- a periodic quadratic B-spline approxi

mation to the pixels of a given closed boundarvy. Since Meier's approach used a fixed 
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terminus point at which continuity is not enforced, a somewhat different approach is 

used in the spline program. The problem, as described in section 2.5, is caused by the 

repeated control point in the triplets of the starting and ending segments. In order for 

cpt to guarantee continuity throughout, no fixed terminus or repeated control points 

were used. Once the set of viable B-spline segments has been constructed, each seg

ment in turn becomes the origin segment of an attempt to chain segments together to 

form a complete contour. The contour is not complete unless the final segment's second 

and third control points match the origin segment's first and second control points, re

spectively. This is because adjoining quadratic B-spline segments must overlap by two 

control points. In general, if /() represents the B-spline function of eq. 2.17, and Si{t) 

and are adjoining segments, then these two segments are described by 

Proper closure of the B-spIine contour requires the control points to wrap around to 

the beginning of the list while maintaining an overlap of two control points. If the total 

number of control points in a complete circuit is m, then eq. 5.3 must be modified slightly 

to achieve closure in this way: 

Eq. 5.4 assumes that index i is zero-based, which is the natural way of indexing arrays 

Since there is no fixed terminus that enforces contour closure, the software must 

detect and reject open contours that traverse the full perimeter of the boundary pixels. 

It must also detect proper contour closure. Recall that any control point, Vf, must be 

an admissible control point, afc,p € A. The admissible point is associated with the 

nearest boundary pixel, hk- Each segment. Si, is assigned a "span" or length, Li, defined 

as 

Siit) = f {Vi,Vi^uVi^2,t) 

Si-ul{i) = / (K"+l) ^1+25 K"+3) t) • 

(5.3) 

(5.4) 

in C. 

Li = {I — k) mod m, (5.5) 
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where / and k are according to eq. 2.21. B-spIine curves constructed out of m segments 

have a total span of 
m — l  m — l  

Ltotal = ~ (5.6) 
1=0 i=0 

Every properly closed curve must therefore have a total span, Ltotai, that matches the 

total number of boundary pixels, iV. Any curve whose total span, Ltotal, exceeds N 

must be aborted because it is not properly closed. 

This variation of Meier's method was implemented in the spline program, tested 

extensively, and used to compute B-spline approximations of region boundaries for in

clusion in the tags. Some typical examples of good results are shown in figs. 5.9 and 

5.10. The spline software proceeds in the following manner, based on the description 

in section 2.5. 

1. Read the list of N true boundary pixels into the vector B 

2. Determine the set of admissible control points, A. This is the set of pixels that lie 

within a Euclidean distance Wmax of the true boundary pixels. Each admissible 

control point, is associated with the nearest boundary pixel, b^. All mns were 

done with Wmax = 2. 

3. Build a set, S, of viable B-spline segments. This is done by forming triplets a,;p, 

aj^g, and from the set A such that i < j < k, a. constraint that allows no two 

admissible control points to be associated with the same boundary pixel. The B-

spline curve generated by each control point triplet is tested to determine whether 

any point lies farther than Dmax from the true boundary. If all points satisfy the 

Dmax tolerance specification, the segment is added to set S. 

4. Connect segments from S to form a complete, closed contour. 

While the spline program functions reliably and produces generally good results, 

this work has identified two major problems with the algorithm. First, it is extremely 

inefficient. This inefficiency made it impossible to compute B-spline approximations 

for all 11,275 tagged regions in the time allotted for this work. By breaking the tag files 
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PalmLeaves #23 

Figure 5.9: Examples of good B-spIine curve fit. The true boundary pixels are shown 
along with the computed B-spline approximation, (tolerance: 1 pixel) 



mit #108 Skunk #94 

fish #110 YellowLeaves #72 

Figure 5.10: More examples of good B-spline curve fit. (tolerance: 1 pixel) 
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into individual region tags (using splittag) and processing these in parallel, 2,656 B-

spline contours were computed for those regions having up to 35 boundary pixels. The 

total execution time required to produce these 2,656 B-spline approximations was well 

in excess of 20,000 hours on Sun workstations. Second, due to certain geometry and the 

particulars of Meier's approach, the algorithm sometimes produces B-spline contours 

that do not meet the intended accuracy. Both problems are discussed in more detail 

shortly. 

Clearly, a better B-spline approximation approach is desired. One possibility is a 

method published by Paglieroni and Jain [46, 47], which involves inverting a block cir-

culant matrix to compute the set of control points. The main problem with using their 

approach is exactly how to partition the original boundary into pieces that will each be 

approximated by a B-spline segment. 

5.3.1 Approximation Inaccuracy 

\ \ 

tolerance: 1 pixel tolerance: 2 pixels 

Figure 5.11: Region from tag #1 of peppers image. The quality difference of the B-spline 
approximation can depend greatly on the tolerance parameter. 

Figure 5.11 shows an example of the effect of the tolerance parameter on the quality 



88 

of the B-spIine contour approximation. With a tolerance of 2 pixels, the B-spline 

contour clearly does a poor job of approximating the true boundary. The narrowness 

of the closed curve causes it to miss most of the area within the true region. Close 

examination of this curve should reassure that at no point does the curve lie farther than 

2 pixels' distance from the nearest boundary pixel. Reducing the tolerance to 1 pixel 

greatly improves approximation quality. Figure 5.12 is another example of this problem. 

Here, the poorness of the approximation is mainly of shift rather than area. 

Two examples that are even more extreme are figs. 5.13 and 5.14. The inaccuracy 

of these B-spline curves is obvious even though all points on the curves lie within the 

specified tolerance (2 pixels) to their nearest boundary pixels. 

The core of the problem is that while Meier's approach constrains all points on the 

B-spline to be within a specified tolerance distance of the boundary, it does not constrain 

the boundary pixels to be near the B-spline curve. Consequently, some boundary pix

els can be "orphaned" by a curve that happens not to be near enough. Meier's implied 

assumption is that constructing a closed contour from a set of segments that are individ

ually known to fit within the boundary tolerance band will necessarily produce a contour 

•••• 
1\ • 

tolerance: 1 pixel tolerance: 2 pixels 

Figure 5.12: Region from tag #2 of peppers image. 



tolerance: 1 pixel 

Figure 5.13: Region from tag #48 

tolerance: 2 pixels 

of grapes image. 

tolerance: 1 pixel tolerance: 2 pixels 

Figure 5.14: Region from tag #40 of grapes image. 
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that also fits within that band. This is clearly not true. 

If the width of the true boundary is much larger than both the error tolerance, Dmax, 

and the admissible control point tolerance, Wmax, then the approximation should be well 

behaved. If these conditions are not satisfied even for a local portion of the region, then 

inaccuracy problems are possible. The examples shown in Meier's paper did not possess 

such narrow geometry that might lead to problems of the sort shown here. Figures 5.15 

and 5.16 illustrate this with even more interesting cases. A tolerance value of one pixel is 

not always enough to prevent problems. In fig. 5.16, the upper right boundary produces 

••• 

I / • • • • • • 
/I • 

(ly 

tolerance: 1 pixel tolerance: 2 pixels 

Figure 5.15: Region from tag #78 of Cattails image. 

a B-spline that crosses itself in a figure-eight. This is very undesirable because the 

original boundary did not cross itself. 



peppers #153 

tolerance: 1 pixel 

peppers #5 

tolerance: 2 pixels 

YellowLeaves # 170 Earth #60 

tolerance: 1 pixel tolerance: 1 pixel 

Figure 5.16: More examples of poor B-spline curve fit. 
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5.3.2 Computational Inefficiency 

There are several factors behind the poor efficiency of the B-spline approximation 

algorithm used here. First, the method is "dumb" in that it makes no attempt to select a 

set of candidate control points based on their potential usefulness in approximating the 

given boundary. Instead, all points within Wmax of the given boundary are considered. 

This typically produces a very large search space. The number of admissible control 

points (set .4.) is directly proportional to total boundary length. Since these control points 

must be evaluated in sets of three, the search space for viable B-spIine segments has the 

potential to grow as the cube of boundary length. In this work, some attempt was made 

to constrain this effect in order to improve efficiency. For example, the span (see eq. 5.5) 

of control points for any segment was given an upper bound of 30 pixels. While greatly 

reducing the overall search complexity from what it would have been, refinement's such 

as this still left a very large search space. 

Second, the chaining of viable segments into a complete contour is inefficient be

cause of the very large set of viable segments produced. Just because a segment made 

from three admissible control points happens to satisfy the error tolerance does not 

mean it can connect to neighboring viable segments. To help the chaining process pro

ceed quickly and produce contours that tend to have few control points, segments were 

chained starting from large spans and working downward. This refinement did not re

duce the total search space, but it did reduce the average search time needed to find a 

closed contour. 
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5.4 Query Metrics 

Color-spatial database queries can be accomplished using either the B-spline con

tours or the rectangular bounding box. The desired boundary representation for a partic

ular query can be chosen when the query program is invoked. As described previously, 

the key decision is whether the queried position is contained in each tag. To compare the 

decision accuracies of these two boundary representations, one might construct a large 

set of random queries and evaluate the results. However, a better and more complete 

approach is available. It is possible to directly compare them by evaluating the basic 

geometries of these two boundary representations throughout the data set and generate 

a thorough set of statistics. That is the strategy used to produce the data here. Because 

true region boundaries are known, they serve as "ground truth" for the comparison. 

Table 5.12 shows an example of the raw geometric data obtained from the tagged 

regions of one particular image. Recall and Precision have been defined in eqs. 2.6 and 

2.7, respectively. The other terms are defined as follows: 

True Area The number of pixels in the true region. 

Ttue Positive A pixel inside both the approximated region and the true region. True 

positives were defined in eq. 2.2 as detections. 

False Positive A pixel inside the approximated region but outside the true region. False 

positives were defined by eq. 2.3. 

False Negative A pixel outside the approximated region but inside the true region. False 

negatives were defined by eq. 2.4 as misses. 

False Positive Distance The distance between a false positive pixel and the nearest true 

boundary pixel. 

Max False Positive Distance The largest example of false positive distance found for a 

given region. 
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Tag 

# 

True 

Area 

Bounding Box B-spline Tag 

# 

True 

Area TP FP MFPD R P TP FP FN MFPD R P 

I 14 14 11 2.0 LOO 0.56 14 18 0 2.0 1.00 0.44 

2 20 20 25 2.0 1.00 0.44 11 12 9 2.0 0.55 0.48 

7 14 14 10 I.O LOO 0.58 5 6 9 1.0 0.36 0.45 

9 18 18 14 1.0 LOO 0.56 14 20 4 2.0 0.78 0.41 

10 22 22 18 1.0 LOO 0.55 12 15 10 1-4 0.55 0-44 

II 24 24 0 0.0 1.00 1.0 7 0 17 0.0 0.29 LOO 

12 25 25 52 3.0 LOO 0.32 14 17 11 1.0 0.56 0.45 

13 18 18 22 2.0 LOO 0.45 10 14 8 1.4 0.56 0.42 

14 14 14 16 1.4 LOO 0.47 6 8 8 1.4 0.43 0.43 

15 15 15 15 1.4 LOO 0.50 6 15 9 1.4 0.40 0.29 

17 26 26 22 1.0 LOO 0.54 14 19 12 1.0 0.53 0.42 

19 25 25 30 2.0 LOO 0.45 13 22 12 2.0 0.52 0.37 

23 26 26 73 4.2 1.00 0.26 19 44 7 2.8 0.73 0.30 

24 28 28 24 1.0 LOO 0.54 8 15 20 1.0 0.29 0.35 

25 18 18 24 2.0 LOO 0.43 14 10 4 1.4 0.78 0.58 

26 21 21 27 2.0 LOO 0.44 10 16 11 2.0 0.48 0.38 

27 34 34 71 2.8 1.00 0.32 19 19 15 1.4 0.56 0.50 

28 22 22 28 2.0 1.00 0.44 9 16 13 2.0 0.41 0.36 

30 16 16 14 2.0 LOO 0.53 12 22 4 2.0 0.75 0.35 

32 16 16 14 2.0 1.00 0.53 16 21 0 2.0 LOO 0.43 

33 23 23 47 3.6 1.00 0.33 23 37 0 2.0 1.00 0.38 

35 20 20 25 2.0 LOO 0.44 7 15 13 2.0 0.35 0.32 

j j 1 i 1 - • 

i i 

Table 5.12: Raw statistics for each tag region from the grapes image. Only tags having B-
spline data are shown. TP = True Positives, FP = False Positives, FN = False Negatives, 
MFPD = Max False Positive Distances, R = Recall, and P = Precision. All numbers 
represent pixel counts except for Tag #, Recall, and Precision. 
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Tables 5.13—5.17 present the complete set of recall performance data from the data

base. The value of n is the number of tagged regions having both B-spIine and bounding 

box information for each image. Thus, the recall performance of the bounding box and 

the B-spline can be directly compared. An overall summary of this data is listed at the 

end of table 5.17. 

Since the rectangular bounding box completely contains the true region, there are 

never any false negatives with that boundary representation. Therefore, the bounding 

box recall performance is always a perfect 1. Bounding box errors are exclusively false 

positives, which do not affect the recall performance measurements. The B-spline con

tour tends to have both false negative and false positive errors. Hence, the recall perfor

mance of the B-spline boundary will usually fall short of the bounding box's perfection. 

The data in tables 5.13-5.17 bear this out. 

Complete data on precision performance is presented in tables 5.18-5.22, with an 

overall summary at the end of table 5.22. The set of tags used here is the same as in 

tables 5.13-5.17. 

This data shows that the B-spline produces significantly fewer false positives than 

does the bounding box. Not only are the minimum and average precision figures greater 

for the B-spline, but its standard deviation is less. Although this is significant in itself, 

there are two effects that should more drastically differentiate the two boundary rep

resentations' precision performances. First, some of the B-spline contours have more 

than the specified amount of error, as previously described in section 5.3.1. B-splines of 

proper accuracy may improve its precision numbers slightly. Second, the B-spline data 

is available only for relatively small regions, those having a boundary perimeter of 35 or 

fewer pixels. As region size grows, false positive pixel counts tend to grow much faster 

for the bounding box than for the B-spline contour. If the database had complete B-

spline data, overall precision performance should strongly favor the B-spline boundary 

representation. 
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Image 

n 

Recall 

Image 

n 

Bounding Box B-spIine Image 

n min tJ- a max min a max 

AfricanLions 53 1.0 1.0 0.0 1.0 0.333 0.647 0.154 0.957 

ArcDeTriomphe 20 1.0 1.0 0.0 1.0 0.188 0.539 0.159 0.792 

BaldEagle 11 1.0 1.0 0.0 1.0 0.296 0.550 0.211 0.929 

BarredOwI 88 1.0 1.0 0.0 1.0 0.229 0.639 0.165 1.000 

BengalTiger 86 1.0 1.0 0.0 1.0 0.313 0.624 0.159 1.000 

BemeseOberland 19 l.O 1.0 0.0 1.0 0.375 0.556 0.139 0.905 

BlackSkimmer 8 1.0 1.0 0.0 1.0 0.364 0.665 0.176 0.913 

BleedingHearts 69 1.0 1.0 0.0 1.0 0.353 0.637 0.163 1.000 

BoraBora 32 1.0 1.0 0.0 1.0 0.192 0.625 0.210 0.950 

Brook 32 1.0 1.0 0.0 1.0 0.286 0.580 0.150 1.000 

Cattails 63 1.0 1.0 0.0 1.0 0.313 0.582 0.162 0.941 

Cemetery 18 1.0 1.0 0.0 1.0 0.450 0.633 0.135 0.917 

CraterLake 28 1.0 1.0 0.0 1.0 0.353 0.622 0.192 1.000 

Earth 21 1.0 1.0 0.0 1.0 0.364 0.628 0.159 0.933 

EastemSwitzerland 30 1.0 1.0 0.0 1.0 0.324 0.607 0.166 0.870 

EdinburghCastle 46 1.0 1.0 0.0 1.0 0.357 0.586 0.134 0.944 

Flags 79 1.0 1.0 0.0 1.0 0.292 0.570 0.172 1.000 

FloweryMeadow 47 1.0 1.0 0.0 1.0 0.321 0.590 0.154 0.933 

FoggyMeadow 19 1.0 1.0 0.0 1.0 0.292 0.561 0.174 0.960 

Glossylbis 11 1.0 1.0 0.0 1.0 0.278 0.611 0.148 0.895 

GrandCanyon 26 1.0 1.0 0.0 1.0 0.233 0.582 0.166 0.923 

GreatB lueHeron 9 1.0 1.0 0.0 1.0 0.448 0.623 0.153 0.905 

Hibiscus 52 1.0 1.0 0.0 1.0 0.313 0.609 0.149 1.000 

Table 5.13: Recall performance comparison of bounding box and B-spline approxima
tions. Only regions having B-spline data are included. 
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Image 

n 

Recall 

Image 

n 

Bounding Box B-spline Image 

n min fJ- cr max min a max 

HotAirBalloons 29 1.0 1.0 0.0 LO 0.286 0.552 0.161 0.889 

Jellyfish 19 LO 1.0 0.0 LO 0.313 0.580 0.167 0.875 

Ka6CR-tak;eoff 13 1.0 LO 0.0 LO 0.482 0.637 0.138 0.875 

BCingHenryVm 31 LO LO 0.0 LO 0.321 0.629 0.185 1.000 

Lighthouse 12 LO LO 0.0 LO 0.278 0.573 0.145 0.806 

LowIandGorilla 14 LO LO 0.0 1.0 0.357 0.610 0.153 0.870 

MidwayGeyser 26 LO 1.0 0.0 LO 0.267 0.603 0.169 1.000 

Monte VerdeToad 24 LO LO 0.0 LO 0.313 0.573 0.179 1-000 

MossyWoods 41 LO LO 0.0 LO 0.250 0.616 0.194 0-944 

MuIeTeam 20 LO LO 0.0 1.0 0.286 0-575 0.204 0.895 

Napoleon 59 LO LO 0.0 1.0 0.286 0.628 0.147 1.000 

PalniLeaves 14 1.0 1.0 0.0 LO 0.292 0.579 0.164 0.857 

RetiredPine 24 LO LO 0.0 1.0 0.394 0.662 0.157 1.000 

RockyMtnNatlPark 27 1.0 LO 0.0 LO 0.321 0.628 0.176 1.000 

Rose 27 LO LO 0.0 LO 0.318 0.609 0.185 1.000 

Rose Window 42 LO 1.0 0.0 1.0 0.241 0.614 0.190 1.000 

Seagull 8 1.0 1.0 0.0 1.0 0.429 0.593 0.117 0.740 

Skunk 53 1.0 LO 0.0 LO 0.308 0.598 0.125 0.938 

SunsetRainbow 16 1.0 LO 0.0 LO 0.265 0-607 0.191 0.857 

Surgery 60 LO LO 0.0 1.0 0.350 0-594 0.163 0.941 

TowerB ridge 36 LO LO 0.0 LO 0.350 0.618 0.156 0.941 

Turboprop 3 1.0 1.0 0.0 LO 0.550 0-653 0.097 0.742 

ValleyView 24 LO 1.0 0.0 LO 0.375 0.653 0.181 0.941 

Table 5.14: Continuation of table 5.13. 
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Image 

n 

Recall 

Image 

n 

Bounding Box B-spline Image 

n min M a max min cr max 

Venice 25 1.0 1.0 0.0 l.O 0.389 0.607 0.154 1.000 

VenusFlyTrap 63 1.0 1.0 0.0 l.O 0.235 0.580 0.159 1.000 

YellowLeaves 63 1.0 1.0 0.0 1.0 0.286 0.644 0.173 1.000 

askinv 8 LO l.O 0.0 l.O 0.438 0.551 0.096 0.710 

asteroid 3 1.0 1.0 0.0 l.O 0.368 0.484 0.194 0.708 

baboon 47 1.0 1.0 0.0 1.0 0.333 0.650 0.166 1.000 

Cheryl 33 1.0 1.0 0.0 1.0 0.286 0.650 0.177 1.000 

coke 19 1.0 1.0 0.0 1.0 0.440 0.640 0.126 1.000 

coral 16 1.0 1.0 0.0 1.0 0.346 0.602 0.165 0.875 

couple 10 l.O 1.0 0.0 1.0 0.480 0.678 0.168 0.929 

diamant 13 l.O l.O 0.0 1.0 0.419 0.624 0.167 0.833 

earthrise 6 1.0 1.0 0.0 l.O 0.346 0.529 0.166 0.778 

estrella 12 1.0 1.0 0.0 l.O 0.353 0.589 0.190 0.941 

final-glide 5 1.0 1.0 0.0 l.O 0.533 0.682 0.114 0.813 

fish 36 1.0 1.0 0.0 l.O 0.286 0.582 0.160 0.929 

foster 4 1.0 1.0 0.0 l.O 0.531 0.694 0.151 0.826 

freedom 5 1.0 1.0 0.0 l.O 0.321 0.530 0.178 0.731 

gaggle22 16 1.0 1.0 0.0 1.0 0.385 0.635 0.168 1.000 

girl 19 1.0 1.0 0.0 l.O 0.313 0.620 0.155 0.889 

girl2 9 l.O l.O 0.0 l.O 0.333 0.554 0.172 0.840 

girl3 30 l.O l.O 0.0 1.0 0.389 0.647 0.155 0.938 

grapes 83 l.O 1.0 0-0 1.0 0.250 0.628 0.176 1.000 

grobacro 27 1.0 1.0 0.0 1.0 0.375 0.665 0.154 0.933 

Table 5.15: Continuation of tables 5.13-5.14. 
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Image 

n 

Recall 

Image 

n 

Bounding Box B-spIine Image 

n min cr max min /J- a max 

house 18 1.0 1.0 0.0 1.0 0.321 0.615 0.169 0.938 

janusJoop 23 1.0 1.0 0.0 1.0 0.375 0.598 0.162 1.000 

jelly I 9 1.0 1.0 0.0 1.0 0.323 0.609 0.172 0.846 

jelly2 13 1.0 1.0 0.0 1.0 0.350 0.593 0.207 0.875 

kenya 10 1.0 1.0 0.0 1.0 0.359 0.709 0.173 0.857 

lenna 29 I.O LO 0.0 1.0 0.250 0.594 0.171 0.929 

mermaid 40 1.0 1.0 0.0 1.0 0.286 0.590 0.173 1.000 

mit 42 1.0 1.0 0.0 1.0 0.300 0.603 0.152 1.000 

nimbus4 3 1.0 1.0 0.0 1.0 0.526 0.634 0.106 0.739 

parrot 60 1.0 1.0 0.0 1.0 0.269 0.608 0.176 1.000 

pawnee_tug 12 1.0 1.0 0.0 1.0 0.350 0.635 0.187 0.875 

peppers 59 1.0 1.0 0.0 1.0 0.308 0.584 0.144 1.000 

phx 37 1.0 1.0 0.0 1.0 0.375 0.620 0.158 0.923 

pikwinch 16 1.0 1.0 0.0 1.0 0.390 0.604 0.138 0.933 

sfo 20 1.0 1.0 0.0 1.0 0.290 0.612 0.182 0.933 

splash 19 1.0 1.0 0.0 1.0 0.286 0.677 0.171 1.000 

su27k 17 1.0 1.0 0.0 1.0 0.346 0.632 0.165 0.923 

sunset 18 1.0 1.0 0.0 1.0 0.375 0.562 0.136 0.923 

sunsetJand 2 1.0 1.0 0.0 1.0 0.579 0.656 0.109 0.733 

tiffany 18 1.0 1.0 0.0 1.0 0.308 0.565 0.178 0.882 

tomcat 5 1.0 1.0 0.0 1.0 0.400 0.596 0.243 0.923 

tower 13 1.0 1.0 0.0 1.0 0.464 0.689 0.137 0.923 

tree 23 1.0 1.0 0.0 1.0 0.357 0.559 0.167 0.900 

Table 5.16: Continuation of tables 5.13-5.15. 



Recall 

Image Bounding Box B-spline 

n min a max min fJ- a max 

tuc 50 l.O 1.0 0.0 l.O 0.300 0.648 0.184 1.000 

uvalde 12 l.O 1.0 0.0 1.0 0.433 0.661 0.192 1.000 

vegas 34 1.0 1.0 0.0 1.0 0.286 0.602 0.162 1.000 

wave 0 No region boundaries of 35 or fewer pixels 

zuni 13 1.0 1.0 0.0 1.0 0.325 0.514 0.125 0.800 

Bounding Box B-spline 

n min a max min a max 

Overall 2656 1.0 1.0 0.0 1.0 0.188 0.610 0.165 1.000 

Table 5.17: Completion of tables 5.13-5.16. 
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Image 

Precision 

Image Bounding Box B-spline Image 

min ^ J a max min a max. 

AfricanLions 0.246 0.420 0.107 0.625 0.247 0.482 0.116 0.727 

ArcDeTriomphe 0.221 0.401 0.116 0.594 0.226 0.417 0.085 0.571 

BaldEagle 0.224 0.340 0.111 0.560 0.286 0.428 0.098 0.607 

BarredOwl 0.202 0.395 0.133 1.000 0.207 0.461 0.108 0.800 

BengalTiger 0.196 0.416 0.129 1.000 0.209 0.437 0.111 0.741 

BemeseOberland 0.205 0.393 0.187 1.000 0.250 0.421 0.159 1.000 

B lacks kimmer 0.288 0.377 0.063 0.455 0.296 0.377 0.075 0.517 

BleedingHearts 0.196 0.399 0.136 1.000 0.258 0.461 0.116 0.857 

BoraBora 0.208 0.401 0.145 1.000 0.252 0.445 0.117 0.765 

Brook 0.217 0.426 0.181 1.000 0.265 0.474 0.127 0.769 

Cattails 0.227 0.467 0.176 1.000 0.268 0.475 0.127 0.900 

Cemetery 0.246 0.445 0.178 1.000 0.226 0.475 0.168 1.000 

CraterLake 0.258 0.439 0.153 1.000 0.214 0.455 0.148 0.739 

Earth 0.228 0.414 0.086 0.594 0.265 0.457 0.119 0.692 

Easterns witzerland 0.185 0.419 0.186 1.000 0.282 0.473 0.161 1.000 

EdinburghCastle 0.192 0.405 0.119 0.594 0.273 0.452 0.094 0.643 

Flags 0.246 0.470 0.207 1.000 0.266 0.465 0.147 1.000 

FloweryMeadow 0.220 0.385 0.114 0.625 0.240 0.460 0.116 0.714 

FoggyMeadow 0.196 0.468 0.226 1.000 0.242 0.501 0.206 1.000 

Glossylbis 0.246 0.411 0.104 0.583 0.263 0.476 0.114 0.625 

GrandCanyon 0.218 0.374 0.167 1.000 0.302 0.447 0.112 0.784 

GreatBIueHeron 0.266 0.425 0.119 0.607 0.361 0.448 0.049 0.500 

Hibiscus 0.208 0.394 0.144 1.000 0.289 0.466 0.109 1.000 

Table 5.18: Precision performance comparison of bounding box and B-spline approxi
mations. Only regions having B-spIine data are included. The region counts, n, are the 
same as in tables 5.13-5.17 
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Image 

Precision 

Image Bounding Box B-spline Image 

min cr max min a max 

HotAirBalloons 0.183 0.400 0.202 1.000 0.275 0.452 0.122 0.769 

Jellyfish 0.256 0-379 0.095 0.575 0.275 0.398 0.081 0.588 

Ka6CR-tak;eoff 0.250 0.448 0.207 1.000 0.338 0.484 0.136 0.857 

KingHenryVin 0.233 0.418 0.114 0.600 0.250 0.450 0.118 0.727 

Lighthouse 0.288 0.482 0.195 1.000 0.294 0.479 0.140 0.784 

LowlandGorilla 0.273 0.453 0.189 1.000 0.271 0.478 0.130 0.667 

MidwayGeyser 0.217 0.513 0.217 LOOO 0.237 0.476 0.151 1.000 

Monte VerdeToad 0.210 0.412 0.167 1.000 0.238 0.455 0.121 0.760 

MossyWoods 0.213 0.381 0.096 0.583 0.263 0.458 0.118 0.808 

MuleTeam 0.279 0.454 0.156 LOOO 0.267 0.461 0.160 1.000 

Napoleon 0.225 0.401 0.103 0.607 0.266 0.447 0.097 0.667 

PalmLeaves 0.213 0.343 0.113 0.583 0.292 0.471 0.111 0.667 

RetiredPine 0.212 0.398 0.163 1.000 0.244 0.462 0.104 0.690 

RockyMtnNatlPark 0.283 0.430 0.084 0.607 0.290 0.452 0.122 0.760 

Rose 0.246 0.406 0.100 0.583 0.192 0.439 0.128 0.765 

Rose Window 0.233 0.417 0.102 0.625 0.230 0.468 0.086 0.625 

Seagull 0.174 0.336 0.144 0.583 0.381 0.474 0.814 0.649 

Skunk 0.231 0.440 0.194 1.000 0.270 0.480 0.137 1.000 

SunsetRainbow 0.201 0.343 0.107 0.525 0.230 0.405 0.114 0.632 

Surgery 0.212 0.446 0.178 1.000 0.233 0.451 0.119 0.786 

TowerBridge 0.217 0.399 0.096 0.625 0.250 0.431 0.105 0.682 

Turboprop 0.242 0.496 0.436 1.000 0.516 0.680 0.278 1.000 

ValleyView 0.273 0.479 0.190 1.000 0.345 0.494 0.099 0.679 

Table 5.19: Continuation of table 5.18. 
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Image 

Precision 

Image Bounding Box B-spline Image 

min <T max min /J- cr max 

Venice 0.199 0.424 0.170 1.000 0.256 0.470 0.094 0.783 

VenusFlyTrap 0.229 0.412 0.129 1.000 0.267 0.456 0.091 0.645 

YellowLeaves 0.218 0.384 0.125 1.000 0.246 0.466 0.120 0.773 

askinv 0.300 0.514 0.220 1.000 0.304 0.496 0.106 0.647 

asteroid 0.273 0.432 0.150 0.571 0.333 0.357 0.021 0.375 

baboon 0.202 0.419 0.149 1.000 0.286 0.469 0.136 0.906 

Cheryl 0.227 0.417 0.207 1.000 0.212 0.472 0.190 1.000 

coke 0.214 0.400 0.126 0.583 0.290 0.468 0.083 0.643 

coral 0.243 0.436 0.173 1.000 0.274 0.471 0.178 1.000 

couple 0.264 0.406 0.105 0.567 0.356 0.441 0.069 0.579 

diamant 0.277 0.427 0.191 1.000 0.282 0.462 0.145 0.786 

earthrise 0.325 0.533 0.244 1.000 0.368 0.537 0.192 0.857 

estrella 0.218 0.342 0.079 0.472 0.226 0.444 0.112 0.643 

finaLglide 0.254 0.422 0.109 0.533 0.371 0.438 0.084 0.581 

fish 0.219 0.429 0.111 0.583 0.292 0.489 0.132 1.000 

foster 0.242 0.338 0.083 0.444 0.297 0.434 0.147 0.643 

freedom 0.219 0.341 0.127 0.542 0.333 0.447 0.118 0.613 

gaggle22 0.237 0.398 0.092 0.514 0.247 0.423 0.127 0.677 

girl 0.242 0.444 0.217 1.000 0.304 0.494 0.171 0.857 

girl2 0.300 0.378 0.079 0.533 0.256 0.412 0.128 0.677 

girl3 0.219 0.382 0.101 0.594 0.234 0.459 0.106 0.690 

grapes 0.214 0.404 0.139 1.000 0.253 0.453 0.122 1.000 

grobacro 0.203 0.390 0.160 1.000 0.203 0.498 0.127 0.771 

Table 5.20: Continuation of tables 5.18-5.19. 
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Image 

Precision 

Image Bounding Box B-spline Image 

min 1̂  a max min IJ- a max 

house 0.262 0.499 0.212 1.000 0.214 0-454 0.144 0.769 

janusJoop 0.180 0.404 0.113 0.583 0.304 0.458 0.075 0.575 

jelly I 0.283 0.461 0.108 0.600 0.345 0.517 0.128 0.720 

jelly2 0.227 0.440 0.091 0.560 0.296 0.443 0.113 0.649 

kenya 0.242 0.417 0.240 1.000 0.321 0.552 0.161 0.800 

lenna 0.219 0.433 0.153 1.000 0.256 0.469 0.119 0.778 

mermaid 0.231 0.504 0.229 1.000 0.250 0.496 0.208 1.000 

mit 0.222 0.407 0.153 1.000 0.204 0.473 0.111 0-880 

nimbus4 0.238 0.319 0.075 0.383 0.444- 0.491 0.040 0.515 

parrot 0.196 0.385 0.105 0.625 0.222 0.449 0.107 0.684 

pawnee_tug 0.344 0.474 0.078 0.607 0.349 0.477 0.100 0.647 

peppers 0.214 0.411 0.157 1.000 0.230 0.466 0.129 1-000 

phx 0.246 0.444 0.137 1.000 0.304 0.479 0.106 0-769 

pikwinch 0.243 0.462 0.099 0.583 0.300 0.477 0.112 0.792 

sfo 0.224 0.417 0.111 0.625 0.308 0.501 0.118 0-710 

splash 0.214 0.407 0.109 0.607 0.333 0.474 0.096 0-688 

su27k 0.236 0.386 0.093 0.520 0.279 0.447 0.122 0.783 

sunset 0.262 0.394 0.110 0.600 0.344 0.438 0.059 0.577 

sunsetJand 0.500 0.547 0.066 0.594 0.423 0.451 0.039 0-478 

tiffany 0.215 0.395 0.123 0.607 0.200 0.456 0.136 0.760 

tomcat 0.306 0.414 0.095 0.520 0.233 0.401 0.139 0.577 

tower 0.210 0.413 0.208 1.000 0.396 0.505 0.121 0.857 

tree 0.235 0.371 0.107 0.594 0.231 0.420 0.075 0.533 

Table 5.21: Continuation of tables 5.18-5.20. 



Precision 

Image Bounding Box B-spline 

min a max min a max 

tuc 0.227 0.457 0.129 1.000 0.304 0.446 0.087 0.720 

uvalde 0.313 0.404 0.059 0.500 0.264 0.470 0.136 0.708 

vegas 0.214 0.380 0.113 0.625 0.242 0.446 0.097 0.667 

wave No region boundaries of 35 or fewer pixels 

zuni 0.239 0.409 0.214 1.000 0.313 0.492 0.149 0.857 

Bounding Box B-spline 

min tJ- a max min a max 

Overall 0.174 0.417 0.149 1.000 0.192 0.461 0.122 1.000 

Table 5.22: Completion of tables 5.18-5.21. 
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Tables 5.23—5.27 perhaps more clearly show the difference between the bounding 

box and B-spline schemes. Once again, the same set of regions are evaluated as in 

the recall and precision tables (5.13—5.22. The maximum false positive distance is a 

measure of false positive error severity in the spatial sense. Clearly, the B-spline tends 

to have a significantly lower severity of such errors than the bounding box does. The 

mean, standard deviation, and mziximum figures all favor the B-spIine method overall as 

well as for nearly every individual image. This is interesting given that only the smaller 

regions have B-spline information and therefore are considered in this data. 

The bounding box maximum false positive distances and precisions for the entire 

11,275 region tags in the database are shown in tables 5.28—5.32. The larger regions, 

for which B-spline contours have not been computed, often have very severe false pos

itive errors. Not only are such error counts high, but they can have quite large spatial 

distances, as shown in these tables. This is a source of the poor overall precision for 

the bounding box representation scheme as shown in the summary at the end of ta

ble 5.32. Properly-computed B-splines would drastically reduce both the false positive 

error counts and their distances, yielding a great improvement in query precision. 
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Image 

Maximum False Positive Distance 

Image Bounding Box B-spIine Image 

fJ- a max fJ- cr max 

AfricanLions 2.376 0.875 5.000 1.626 0.663 4.000 

ArcDeTriomphe 2.521 1.121 5.000 1.707 0.499 3.000 

BaldEagle 3.380 1.622 7.000 1.914 0.933 4.000 

BarredOvvl 2.664 1.133 6.083 1.651 0.578 3.606 

BengalTiger 2.522 1.149 6.000 1.762 0.622 3.162 

BemeseOberland 2.853 1.754 7.071 1.853 0.736 3.606 

B lacks kimmer 2.310 0.575 3.000 2.030 0.657 3.000 

BleedingHearts 2.623 1.189 7.071 1.633 0.581 3.000 

BoraBora 2.592 1.122 6.325 1.746 0.683 3.606 

Brook 2.454 1.194 5.000 1.606 0.582 2.828 

Cattails 2.118 1.194 5.385 1.553 0.524 2.828 

Cemetery 2.264 1.022 4.243 1.684 0.803 3.000 

CraterLake 2.173 0.789 3.606 1.612 0.646 3.162 

Earth 2.232 0.878 5.000 1.491 0.562 2.828 

Easterns witzerland 2.566 1.253 5.000 1.646 0.713 3.000 

EdinburghCastle 2.400 1.145 5.831 1.750 0.580 4.000 

Flags 2.173 1.251 5.385 1.660 0.653 3.162 

FloweryMeadow 2.620 0.948 5.000 1.490 0.565 3.000 

FoggyMeadow 2.372 1.336 5.385 1.564 0.800 3.000 

Glossylbis 2.322 1.126 4.472 1.605 0.407 2.000 

GrandCanyon 2.928 1.235 5.000 1.773 0.576 2.828 

GreatB lueHeron 2.282 1.069 4.472 1.425 0.463 2.000 

Hibiscus 2.743 1.363 5.831 1.695 0.589 2.828 

Table 5.23: Comparison of maximum false positive distances for bounding boxes and 
B-spline approximations. Only regions having B-spIine data are included. The region 
counts, n, are the same as in tables 5.13-5.17 
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Image 

Maximum False Positive Distance 

Image Bounding Box B-spline Image 

a max a max 

HotAirBalloons 2.802 1.528 6.403 1.447 0.434 2.236 

Jellyfish 2.447 0.859 4.123 1.735 0.701 3.000 

Ka6CR-takeoff 2.548 1.674 5.385 1.531 0.679 2.828 

KingHenryVTEI 2.521 1.140 5.385 1.754 0.566 3.000 

Lighthouse 1.909 1.013 3.606 1.402 0.467 2.000 

LowlandGorilla 2.337 1.193 4.472 1.480 0.508 2.236 

MidwayGeyser 1.983 1.609 6.325 1.596 0.686 3.606 

Monte VerdeToad 2.517 1.198 5.000 1.680 0.524 2.828 

MossyWoods 2.697 1.009 5.000 1.598 0.532 2.828 

MuleTeam 2.121 0.946 4.000 1.524 0.630 2.828 

Napoleon 2.437 1.065 5.000 1.708 0.600 3.606 

PalmLeaves 3.212 1.403 5.831 1.380 0.508 2.828 

RetiredPine 2.567 1.178 5.385 1.738 0.738 4.000 

RockyMtnNatlPark 2.246 0.754 4.000 1.593 0.603 3.000 

Rose 2.401 1.081 5.385 1.715 0.574 3.000 

RoseWindow 2.439 0.939 5.000 1.561 0.727 5.000 

Seagull 4.213 2.804 7.616 1.384 0.311 2.000 

Skunk 2.470 1.306 6.083 1.658 0.656 3.000 

SunsetRainbow 3.214 1.521 5.657 2.067 0.802 3.606 

Surgery 2.285 1.155 6.000 1.766 0.635 3.606 

TowerB ridge 2.392 0.879 4.472 1.788 0.695 4.000 

Turboprop 3.081 2.695 5.000 0.667 0.577 1.000 

Valley View 2.094 1.119 5.000 1.454 0.479 2.236 

Table 5.24: Continuation of table 5.23. 
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Image 

Maximum^ False Positive Distance 

Image Bounding Box B-spline Image 

fJ- a max a max 

Venice 2.490 1.242 5.000 1.539 0.569 3-000 

VenusFlyTrap 2.529 1.211 5.831 1.571 0.561 3.000 

YellowLeaves 2.690 1.150 6.325 1.652 0.635 4.000 

askinv 1.657 1.071 3.606 1.552 0-498 2.000 

asteroid 2.202 1.315 3.606 1.667 0-577 2.000 

baboon 2.536 1.382 6.403 1.615 0.578 3.000 

Cheryl 2.340 1-149 4.243 1.719 0.839 3.606 

coke 2.550 1.384 5.000 1.623 0.576 3.000 

coral 2.175 1.043 4.472 1.515 0.786 3.000 

couple 2.399 0.703 4.000 1.883 0.247 2.000 

diamant 2.618 1.036 4.000 1.711 0.704 3.000 

earthrise 2.080 1.487 4.243 1.305 0.397 2.000 

estrella 3.084 1.124 5.385 1.442 0.431 2.236 

final_glide 2.377 0.967 4.000 1-566 0.431 2.000 

fish 2.500 1.172 6.000 1.528 0-532 2.236 

foster 3.207 1.273 5.000 2-000 0.817 3.000 

freedom 2.719 1.326 4.123 1-647 0.599 2.236 

gaggle22 2.572 0.782 4.243 1-917 0.693 3.606 

girl 2.410 1.240 4.472 1.540 0.743 3.606 

girl2 2.518 0.786 3.606 1.969 0.623 2.828 

girl3 2.676 1.148 6.000 1.605 0.737 4.000 

grapes 2.508 1.122 6.403 1.652 0.601 3.606 

grobacro 2.817 1.451 6.325 1.502 0.592 3.000 

Table 5.25: Continuation of tables 5.23- 5.24. 



Image 

-

Maximum False Positive Distance 

Image Bounding Box B-spline Image 

a max a max 

house 2.081 1.394 6.000 1.725 0.661 3.162 

janusJoop 2.562 1.348 6.403 1.369 0.421 2-000 

jelly 1 1.960 0.743 3.162 1.583 0.658 2.828 

jelly2 2.164 1.195 6.000 1.530 0.616 3.000 

kenya 2.481 1.393 4.000 1.749 0.845 2.828 

lenna 2.385 1.240 5.831 1.467 0.485 2.236 

mermaid 1.877 1.064 4.123 1.480 0.705 3.162 

mit 2.574 1.226 5.000 1.594 0.589 4.000 

nimbus4 2.824 1.018 4.000 2.000 0.000 2.000 

parrot 2.632 1.107 6.083 1.775 0.610 3.000 

pawnee-tug 1.776 0.537 2.828 1.270 0.386 2.000 

peppers 2.640 1.312 6.403 1.611 0.586 3.000 

phx 2.200 0.926 4.472 1.490 0.496 2.236 

pikwinch 2.078 1.236 5.831 1.390 0.453 2.000 

sfo 2.328 0.907 4.123 1.395 0.403 2.000 

splash 2.374 1.052 5.000 1.425 0.437 2.000 

su27k 2.788 1.170 5.831 1.949 0.582 3.000 

sunset 2.603 1.029 5.385 1.648 0.430 2.000 

sunsetJand 1.207 0.293 1.414 1.500 0.707 2.000 

tiffany 2.617 1.323 5.385 1.615 0.689 3.000 

tomcat 2.247 0.433 3.000 2.000 0.707 3.000 

tower 2.797 1.332 5.385 1.480 0.458 2.000 

tree 2.814 1.166 5.000 1.633 0.697 3.000 

Table 5.26: Continuation of tables 5.23-5.25. 



I l l  

Maximum False Positive Distance 

Image Bounding Box B-spline 

fJ- a max a max 

tuc 2.141 1.086 5.385 1.628 0.464 2.828 

uvalde 2.274 0.419 3.162 1.803 0.737 3.162 

vegas 2.551 1.097 6.325 1.662 0.465 2.236 

wave No region boundaries of 35 or fewer pixels 

zuni 2.618 1.255 4.472 1-955 0.726 4.000 

Bounding Box B-spline 

a max fJ- cr max 

Overall 2.474 1.184 7.616 1.634 0.611 5.000 

Table 5.27: Completion of tables 5.23-5.26. 
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Image n 

Bounding Box 

Image n Max False Positive Distance Precision Image n 

cr max cr 

AfricanLions 170 11.363 13.589 70.349 0.229 0.150 

ArcDeTriomphe 120 14.823 13.411 77.201 0.160 0.130 

BaldEagle 53 17-363 13.115 41.000 0.164 0.169 

BarredOwl 244 9.153 10.015 53.009 0.242 0.148 

BengalTiger 268 9.761 9.073 45.100 0.232 0.154 

BemeseOberland 76 14.800 12.977 49.770 0.185 0.164 

BlackSkimmer 43 19.111 18.649 63.000 0.169 0.138 

BleedingHearts 226 11.538 11.778 58.250 0.218 0.152 

BoraBora 145 13.961 11.897 55.000 0.177 0.146 

Brook 124 20.007 23.772 88.391 0.189 0.175 

Cattails 191 9.596 9.367 43.417 0.259 0.187 

Cemetery 75 19.823 17.348 52.087 0.180 0.186 

CraterLake 145 16.052 13.262 53.235 0.175 0.157 

Earth 119 8.905 5.589 21.095 0.232 0.214 

Easterns witzerland 115 19.316 16.373 63.348 0.177 0.177 

EdinburghCastle 175 11.568 10.319 46.065 0.205 0.147 

Rags 228 7.780 11.219 76.322 0.292 0.193 

HoweryMeadow 144 15.882 18.338 72.471 0.212 0.150 

FoggyMeadow 78 15.550 11.228 40.608 0.189 0.199 

Glossylbis 59 21.666 20.019 61.984 0.161 0.143 

GrandCanyon 124 14.197 12.483 63.198 0.174 0.139 

GreatBIueHeron 36 17.076 19.694 57.000 0.212 0.164 

Hibiscus 226 15.257 15.439 82.377 0.183 0.146 

Table 5.28: Maximum false positive distance and precision data for the entire set of 
bounding box regions. 
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Image n 

Bounding Box 

Image n Max False Positive Distance Precision Image n 

fJ- a max IJ- a 

HotAirBalloons 157 12.263 12.540 80.324 0.177 0.146 

Jellyfish 63 18.488 21.099 58.250 0.200 0.150 

Ka6CR-takeoff 55 13.229 14.398 68.154 0.214 0.188 

KingHenryVm 122 15.129 14.101 55.036 0.193 0.156 

Lighthouse 80 18.107 16.476 62.968 0.183 0.185 

LowIandGorilla 113 16.189 13.124 48.847 0.161 0.147 

MidwayGeyser 173 14.084 13.210 68.007 0.185 0.175 

Monte VerdeToad 97 14.890 13.028 46.000 0.188 0.162 

MossyWoods 146 17.126 15.828 48.847 0.190 0.144 

MuIeTeam 38 11.040 15.963 45.891 0.310 0.202 

Napoleon 223 12.546 13.430 63.702 0.209 0.140 

PalmLeaves 100 15.387 12.907 56.321 0.166 0.101 

RetiredPine 127 14.587 11.276 48.508 0.163 0.145 

RockyMtnNatlPark 108 17.611 17.359 60.415 0.192 0.154 

Rose 114 15.838 12.629 55.362 0.177 0.146 

Rose Window 67 7.825 11.744 52.773 0.316 0.160 

Seagull 31 24.910 23.841 60.000 0.176 0.208 

Skunk 172 12.280 13.786 101.178 0.229 0.188 

SunsetRainbow 121 18.994 13.182 61.814 0.132 0.105 

Surgery 313 11.796 9.447 49.739 0.195 0.156 

To werB ridge 128 11.902 13.090 53.075 0.215 0.140 

Turboprop 19 21.180 15.363 48.166 0.198 0.293 

ValleyView 137 23.944 18.344 65.146 0.162 0.184 

Table 5.29: Continuation of table 5.28. 



Image n 

Bounding Box 

Image n Max False Positive Distance Precision Image n 

£7 max cr 

Venice 86 13.707 12.120 66.851 0.200 0.178 

VenusFlyTrap 154 6.180 4.912 26.077 0.270 0.152 

YellowLeaves 205 7.662 6.311 51.624 0.232 0.132 

askinv 86 24.352 18.744 63.530 0.143 0.157 

asteroid 27 11.875 11.143 30.480 0.370 0.398 

baboon 185 10.173 7.326 32.016 0.207 0.158 

Cheryl 160 17.780 14.981 60.000 0.167 0.169 

coke 79 9.403 10.473 44.000 0.314 0.297 

coral 62 17.299 11.341 41.485 0.173 0.182 

couple 41 16.465 16.013 54.037 0.200 0.158 

diamant 57 20.116 15.510 59.034 0.171 0.179 

earthrise 23 16.282 20.099 60.000 0.243 0.228 

estrella 72 25.699 23.760 79.931 0.138 0.113 

final_glide 64 17.729 9.971 45.880 0.115 0.105 

fish 207 21.365 23.754 79.057 0.173 0.140 

foster 16 16.189 17.723 57.000 0.185 0.126 

freedom 43 19.059 12.304 59.842 0.121 0.096 

gaggle22 57 17.410 14.813 48.703 0.180 0.154 

girl 116 21.674 18.366 67.365 0.153 0.164 

girl2 29 18.886 17.862 61.074 0.182 0.156 

girl3 171 20.172 15.896 59.933 0.150 0.127 

grapes 322 9.987 8.429 44.102 0.213 0.143 

grobacro 188 23.366 15.135 63.820 0.130 0.132 

Table 5.30: Continuation of tables 5.28-5.29. 



115 

Image n 

Bounding Box 

Image n Max False Positive Distance Precision Image n 

iJ- a max IJ- a 

house 103 19.893 22.096 91.084 0.199 0.204 

janusJoop 103 25.528 22.013 65.803 0.159 0.154 

jelly I 36 15.047 16.689 60.926 0.207 0.173 

jelly2 55 18.840 21-477 101.020 0.188 0.158 

kenya 66 20.051 18.448 63.000 0.181 0.215 

lenna 202 20.028 15.116 68.680 0.148 0.141 

mermaid 184 10.908 10.803 61.400 0.238 0.221 

mit 205 12.700 9.348 34.176 0.183 0.147 

nimbus4 11 30.187 28.717 72.125 0.212 0.292 

parrot 305 13.725 10.647 43.658 0.175 0.123 

pawnee_tug 44 22.653 21.563 58.138 0.204 0.185 

peppers 216 9.269 8.334 54.452 0.220 0.153 

phx 137 14.626 13.410 46.573 0.209 0.171 

pikwinch 87 23.692 14.538 43.324 0.149 0-162 

sfo 152 24.047 18.113 64.351 0.136 0.128 

splash 92 17.319 16.581 59.464 0.166 0.141 

su27k 106 16.328 13.344 48.508 0.158 0.119 

sunset 103 14.253 10.730 41.785 0.167 0.131 

sunsetJand 23 20.374 17.173 55.000 0.156 0.174 

tiffany 70 19.753 16.581 55.000 0.173 0.153 

tomcat 49 27.209 21.599 80.000 0.118 0.115 

tower 78 15.320 12.853 68.154 0.167 0.152 

tree 107 12.227 10.189 49.518 0.186 0.148 

Table 5.31: Continuation of tables 5.28-5.30. 
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Bounding Box 

Image n Max False Positive Distance Precision 

At a max IJ- a 

tuc 121 9.230 10.885 53.000 0.219 0.180 

uvalde 35 12.746 15.092 48.000 0.238 0.150 

vegas 168 16.615 17-537 59.228 0.173 0.131 

wave 16 18.179 9.396 36.222 0.099 0.070 

zuni 63 17.395 13.394 49.041 0.165 0.170 

Max False Positive Distance Precision 

n (7 max IJ- a 

Overall 11275 14.923 14.777 101.178 0.195 0.163 

Table 5.32: Continuation of tables 5.28-5.31. 



117 

CHAPTER 6 

CONCLUSION 

The dilation-based edge map is a very effective way of greatly improving the speed 

of Smith and Chang's color set algorithm during the process of feature extraction and 

region indexing. The performance increase is primarily produced by its ability to elim

inate many irrelevant color combinations at an early stage. The original algorithm used 

an exhaustive search through all possible color combinations. Extensive experimental 

results show the speed of this new approach to be approximately one to two orders of 

magnitude better than the original, with the actual performance highly dependent upon 

the number of quantized colors and their spatial adjacency in the image. 

B-spline representation of the color set region boundaries is a very useful improve

ment to the color set approach. The main advantage is the significant increase in region 

accuracy during color-spatial query, thus reducing the occurrence of false positive er

rors and improving overall query precision. While computationally more intensive than 

the simple bounding box used by Smith, the bulk of the computation occurs during the 

autonomous and preparatory feature extraction and indexing stage, not during query 

processing when a human is waiting for results. A progressive method was proposed to 

perform a test for region containment of a query-specified point, supporting combined 

color-spatial interrogation of the image database. The method first tests the point against 

the region's bounding box, then the convex hull of the B-spline control points, and finally 

the B-spline contour itself. If any stage demonstrates the point lies outside the region, 

the later tests are avoided. Details were described of methods of traversing the B-spline 

contour more efficiently than the straightforward approach of using a small, fixed step 

size. 

Quantitative results were presented that compare the original rectangular bounding 

box to the B-spline boundary representation. For the roughly 2,600 B-spline tags avail

able, the B-spline boundary is clearly superior in terms of query precision and false pos
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itive distance. As B-spline contours for larger regions are added, the overall advantage 

of B-spline over the bounding box should become much more profound. 

A B-spline representation of region boundaries also raises the possibility of incor

porating query capability based on shape and other attributes in the spatial domain. A 

good deal of research into shape matching techniques [21, 34, 47, 48] can be applied to 

the task. 

Meier's method of producing quadratic B-spline contours from closed boundaries is 

effective, but suffers from the compromised derivative continuity at the terminus point. 

A minor refinement of the algorithm restores the desired continuity. The overall 

performance of the algorithm is very disappointing in its computational inefficiency 

and its occasional problems with representation inaccuracy. Another technique, such 

as Paglieroni's, would perhaps prove more useful, efficient, and accurate. 

For future work, one possibility is envisioned for improving the efficiency and/or 

data compaction of Meier's method. It involves modifying the band defined by Wmax^ 

which Meier used to define the set of admissible control points. A fixed Wmaa: does not 

anticipate where useful control points are likely to be found. Control point locations rel

ative to the boundary curve tend to depend on local curvature. Because of the convex hull 

property, a given section of curve without inflection points will not require any control 

points on its concave side. The stronger the local curvature, the more distant the control 

points will tend to be on the curve's convex side. One may use this property to place 

the admissible control point band in a variable manner around the curve. On the curve's 

outside, the distance W can be made proportional to local curvature. On the inside of 

the curve, W may be made inversely proportional to local curvature, possibly even zero, 

provided neighboring curve segments do not dictate otherwise. Using this variable band 

idea can either significantly reduce the control point search space or increase the data 

compaction of the B-spline approximations by reducing the number of control points 

needed. 
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APPENDIX A 

METAFILE 

xy 

windowsize 1050 700 

textcolor yellow 

font phvrSO 

caption "Search Results" 

textcolor dark green 

font phvrl4 

caption "(0,0,2) (0,0,1) (0,0,0) " 

textcolor white 

drawbox 4,4 50,50 

drawcolor 128 128 128 

image /home/pam7/src/cbir/img/asteroid resize 150,150 50,70 

caption "asteroid" 

caption "91.2% of image" 

drawline 50,70 198,70 

image /home/pam7/src/cbir/imgA^alleyView-Yosemite resize 150,150 250,70 

caption "ValleyView-Yosemite" 

caption "77.0% of image" 

Table A.I: Example of metafile contents. This was produced by the extract program, 
which invokes xv to process this information and display the results. 
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